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Abstract

Cable broadband networks are one of the few “last-mile” broadband technologies
widely available in the U.S. The COVID-19 pandemic has highlighted the critical role
that broadband networks play in the US economy and society. Unfortunately, Cable
broadband networks usually suffer from poor reliability. Many cable broadband
networks in the United States were built in the 1990s and early 2000s, which result
in poor application-layer performance, e.g., high packet loss rate, slow web responses,
or low-quality video streaming. Improving the reliability of cable broadband networks
satisfies both customer experiences and operator needs.

This work aims to improve the reliability of cable broadband networks with the
help of a regional cable ISP. Our cooperating ISP provided telemetry data collected
by the Proactive Network Maintenance (PNM) infrastructure in cable networks.
The data is collected from 77K+ cable modems that spread across 394 hybrid-fiber-
coaxial (HFC) network segments during a 16-month period. Firstly, the study inves-
tigates the degree of unreliability in cable broadband networks by examining network
layer packet loss resulting from physical layer transmission errors. We estimate that
physical-layer errors can contribute to 12% to 25% of packet loss in the cable ISPs
measured by the FCC’s Measuring Broadband America project. Then, we propose
CableMon, the first public-domain system that applies machine learning techniques
to PNM data to improve the reliability of cable broadband networks. CableMon

uses statistical models to generate features from time series data and uses customer
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trouble tickets as hints to infer abnormal thresholds for these generated features.
Our results show that 81.9% of the abnormal events detected by CableMon overlap
with at least one customer trouble ticket. This ticket prediction accuracy is four
times higher than that of the existing public-domain tools used by ISPs. Last, we
present TelApart, a fault diagnosis system for cable networks, which can differentiate
network faults caused by a faulty component inside a cable network and the network

faults caused by a faulty component within a user’s premise.
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1

Introduction

Broadband access networks are an essential part of the telecommunications infras-
tructure in the United States. They provide high-speed internet access to millions of
households and businesses, allowing them to access information, communicate with
others, and conduct online transactions. The importance of cable broadband net-
works has increased dramatically in recent years as more and more people rely on
the internet for work, education, entertainment, and other essential activities. They
have also enabled the development of new technologies such as cloud computing, big
data analytics, and the Internet of Things (IoT). The COVID-19 pandemic has fur-
ther highlighted the critical role that broadband networks play in the US economy
and society.

There are several broadband access network techniques used in the US, such
as Digital Subscriber Line (DSL), Cable Modem, and Fiber. Cable Modem is the
most popular broadband access network technique in the US. This is due to the
widespread availability of cable infrastructure in many parts of the country and the
ability to deliver high-speed internet access over existing coaxial cables. As stated in

the reference [10], the total number of broadband subscribers in the United States
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surpassed 105 million by the end of 2020.

However, despite the high number of broadband subscribers in the US, cable
networks are prone to reliability issues, partially attributed to their Hybrid Fiber-
Coaxial (HFC) architecture. This design employs both optical fibers and coaxial
cables to carry a mixed bundle of traffic, including voice, video, and internet data.
Coaxial cables are susceptible to radio frequency (RF) interference, unlike fiber op-
tics. Furthermore, several components of cable networks are several decades old [4],
making them prone to problems such as cable shielding erosion, loose connectors, and
broken amplifiers. These issues can result in poor application-layer performance, such
as high packet loss rate, slow web responses, and low-quality video streaming. As a
result, it is imperative that cable internet services remain robust during emergencies,
particularly as the demand for cable broadband networks rapidly increased after the
COVID-19 pandemic.

The reliability issue of cable broadband has been noticed by CableLabs, which is
a research and development lab founded by American Cable operators in 1988 and
led the development of Data Over Cable Service Interface Specification (DOCSIS).
CableLabs developed a platform called Proactive Network Maintenance (PNM) to
periodically collect a set of performance metrics, such as signal-to-noise ratio (SNR)
and transmission Power, from both devices in customers’ homes and the device in
ISP’s headend. This platform is developed to help ISPs improve the reliability of
cable broadband networks. However, how to use the collected performance metrics
is still under investigation.

This work aims to improve the reliability of cable broadband networks. In this

work, we highlight three contributions:

e We investigated how many network layer packet losses are caused by physical

layer transmission errors. We estimate the physical layer transmission errors



from PNM data collected from a regional ISP, and compare our estimated
results to the network layer packet loss rate collected by Measuring Broadband
America (MBA) project. Our results show that the physical-layer errors can

contribute to 12% to 25% of packet loss in the cable ISPs.

We designed CableMon, the first public-domain system that applies machine-
learning techniques to PNM data to improve the reliability of cable broadband
networks. CableMon uses statistical models to generate features from time se-
ries data and uses customer trouble tickets as hints to infer abnormal thresholds
for these generated features. We use eight-month of PNM data and customer
trouble tickets from an ISP to evaluate CableMon’s performance. Our results
show that 81.9% of the abnormal events detected by CableMon overlap with at
least one customer trouble ticket. This ticket prediction accuracy is four times
higher than that of the existing public-domain tools used by ISPs. The tickets
predicted by CableMon constitute 23.0% of the total network-related trouble
tickets, suggesting that if an ISP deploys CableMon and proactively repairs the

faults detected by CableMon, it can preempt those customer calls.

We present TelApart, a fault diagnosis system for cable networks. TelApart
uses PNM data to effectively and efficiently diagnose whether network faults
are caused by a faulty component inside a cable network or caused by a faulty
component within a user’s premise. Central to TelApart’s design is a clustering
algorithm that groups cable devices that share similar anomalous patterns to-
gether. We address several practical challenges in TelApart’s design, including
how to cluster the telemetry data that contain numerous missing data points,
are unaligned in time, and are unlabeled. Using real-world data contributed by
a cable ISP, we show that TelApart can effectively identify different types of

faults. Meanwhile, it can run efficiently on a single moderate-capacity VM on
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a cloud provider and ISPs can deploy it as an off-the-shelf tool at a low cost.



2

Characterize Physical-Layer Errors

2.1 Introduction

Reliable and high-speed Internet access is increasingly important to modern life,
especially in a pandemic. According to [10], the number of broadband subscribers
in the U.S. exceeded 105 million by the end of 2020. The availability and quality of
broadband networks are of great policy concerns, as the U.S. government seeks to
ensure an affordable and high-quality Internet service is provided to all [1].

In 2011, the Federal Communications Commission (FCC) launched the Measuring
Broadband America (MBA) project to gain insight into the operational conditions
of broadband networks [2]. The MBA project enlisted thousands of volunteers re-
siding in ten U.S. ISPs and installed customized devices inside their homes. These
devices send continuous measurement packets to estimate performance metrics such
as packet loss rates, round trip latencies, and download/upload speeds of the volun-
teers’ broadband networks. Similarly, much previous work measured and character-
ized different aspects of the last-mile broadband access networks, including latency,

loss, throughput, and availability [43, 14, 102, 44, 83, 103, 104, 99].



FCC’s MBA project and previous work provide useful insight into how U.S. broad-
band networks perform. Among the metrics they gather, the packet loss rate is a
particularly important Quality of Service (QoS) metric, as it affects TCP throughput
as well as applications such as VolP, live streaming, or multi-player online games.
The communication quality of VoIP will significantly drop when the packet loss rate
exceeds 1% [2]. In addition, the default TCP variant used by dominant operating
systems, TCP Cubic [49], will reduce its sending rate after a packet loss.

However, the packet loss rates previous work measured have a severe limitation:
they are end-to-end packet loss rates and do not separate the last-mile physical layer
loss from other sources of packet loss. Packet loss comes from two main sources:
error loss caused by the physical layer transmission errors and congestion loss caused
by buffer contention at routers or switches. It is important to separate these two
sources of packet loss for the following reasons.

First, physical layer packet loss is a direct indicator of how physical layer in-
frastructure functions, while other metrics, including latency, throughput, and end-
to-end packet loss rates, are affected by multiple factors such as network capacity
provisioning and router buffer management. Thus, physical layer loss can serve as a
simple anomaly detector to network maintenance teams, while other metrics cannot.

Second, it is of great policy interest to monitor physical layer loss, as it is related to
how well a broadband network is maintained. Broadband services in the U.S., while
typically operated on existing telecommunications infrastructure (i.e., telephone or
cable TV), are declassified from common carrier services [33]. Yet broadband In-
ternet connections are increasingly becoming a public utility. Through continuous
monitoring, policymakers can gauge how well the infrastructure is maintained with-
out regulation and may consider appropriate policy adjustments if an unregulated
broadband market leads to decreased quality of service.

Finally, understanding how much physical layer errors contribute to end-to-end

6



packet loss offers valuable insight into the design of congestion control algorithms
and network simulations. A number of TCP variants, including Cubic [49], consider
packet loss as a congestion signal. If physical layer error loss is common, we need
to reexamine this assumption and possibly move away from such protocols to a
more loss-agnostic one such as TCP BBR [31]. In addition, the design of a network
protocol often uses simulations to evaluate the initial design. To conduct simulations,
the designer often needs to configure a link’s packet loss rate. To date, we do not have
a clear understanding of how to configure the physical layer loss rate of a broadband
link, but broadband networks are widely used in end-to-end connections. If we can
separate the physical layer loss from the end-to-end packet loss, we can gain insight
into how to build a physical layer error model and use it to conduct high-fidelity
network simulations.

In this work, we aim to characterize packet loss caused by physical layer transmis-
sion errors. A regional cable ISP in the U.S. provides us physical layer performance
data collected from 77K+ devices (primarily cable modems) every four hours from
two disjoint geographical areas in a 16-month period.! The devices span across 394
hybrid-fiber-coaxial (HFC) network segments. Following operational practice, we
refer to each HFC network segment as a fiber node (FN), as such a network seg-
ment terminates at a fiber optic node. The data we obtain include the number of
unerrored, corrected, and uncorrectable DOCSIS [27] codewords a device sends since
its last reboot. We develop techniques (§ 2.2) to use these codeword statistics as a
proxy to understand the characteristics of the physical-layer transmission errors.

We make several observations that are relevant to network operations and re-
search. First, we find that the average codeword error rate of an FN in our data

spans six orders of magnitude, ranging from 1.3 x 1075% to 4.51%. The middle 80%

! Due to our non-disclosure agreement, we cannot disclose the locations of the devices or the name
of the ISP.



of the FNs (excluding the top and bottom 10%) have average codeword error rates
ranging from 9.53 x 107°% to 1.34 x 1073 %. We establish a relation between the
codeword error rates in our data and the packet loss rates from FCC’s MBA data, by
assuming that the cable ISPs included in the MBA study have similar physical layer
characteristics. We find that, for the five cable ISPs MBA monitors, even with a
conservative estimate, 12% to 25% of the packet losses could come from the physical
layer.

This finding has several ramifications. First, it establishes a baseline for a “nor-
mal” physical-layer error rate. If an ISP’s packet loss rate significantly exceeds the
baseline, it either indicates that there is an anomaly in the network infrastructure, or
the congestion loss is high. Second, it challenges the assumption of loss-based con-
gestion control protocols, as a significant percentage of packet loss can be attributed
to physical layer errors even in wireline networks. Lastly, it suggests that comprehen-
sive network measurements should use packets of different sizes to measure packet
loss, as codeword error loss is not negligible and packets of different sizes would be
encoded in different numbers of codewords, resulting in different loss rates.

A second noteworthy finding is that we observe in a small number of FNs, all
devices in those networks show codeword error rates exceeding 1% for months of
time. Surprisingly, customers served by these devices do not make more trouble calls
on average. In contrast, when customers who reside in the networks with a typical
codeword error rate experience an error rate of the same value (> 3%), they make
nearly 15 times more daily customer calls. This discovery suggests that codeword er-
ror rates can reliably detect network faults in the absence of customer trouble tickets
and ISPs should not solely rely on customer tickets to detect network maintenance
issues. Based on this discovery, the ISP we collaborate with has developed an in-
ternal tool to periodically monitor codeword errors across its networks. In addition,
the observation that codeword error rates of > 1% may persist for months suggests

8



that congestion may not be the culprit when users experience poor application per-
formance.

Finally, we analyze how codeword error rates change before and after COVID-19
and find that the error rates are not impacted by the increase in traffic loads. We
find that the codeword error rates of devices in the same FN are more correlated
when their codeword error rates are high. We also study how weather impacts
codeword error rates. The results show that extremely high (> 95°F) or low (<
15°F) temperatures increase codeword error rates, while the types of precipitation
(e.g., freezing rain, snow) tend to cause outages than increase codeword error rates.

A limitation of this work is that our findings are based on data from one ISP. That
being said, the ISP that provides us the data follows standard industry practices and
uses standard Cable Modem Termination System (CMTS) equipment from dominant
vendors. While different ISPs may choose CMTS modulation profiles to overcome
specific radio frequency (RF) impairments at the cost of potentially reduced capacity,
we are not aware of other reasons that will cause the overall physical layer loss
characteristics of one ISP to differ from those of others. We release the code and
part of the data used for this study.?

To the best of our knowledge, this work is the first large-scale and public study on
the characteristics of physical-layer transmission errors of cable broadband networks.
We make three main contributions. First, we characterize the physical-layer trans-
mission errors of 394 HFC network segments and establish the relationship between
physical-layer transmission errors and packet loss measured by FCC’s MBA project.
Second, we show that physical-layer transmission errors can indicate network faults
in the absence of trouble tickets. Finally, we show that codeword errors are not
impacted by traffic loads or types of precipitation, but tend to increase in extremely

cold or hot weather.

2 https://github.com/zhenyu-zhou/pnm-loss-nsdi22
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2.2  Methodology

In this section, we describe how we estimate the physical layer transmission errors

and how we relate them to upper layer packet loss.

2.2.1 DOCSIS Codeword

The data items used in this study are the DOCSIS codeword statistics. Before we
describe the data, we first describe what DOCSIS codewords are and how they impact
upper layer packet loss. A codeword is a cable modem’s basic transmission unit at
the physical layer. The cable modems used in this study are DOCSIS 3.0 modems.
DOCSIS 3.0 uses Forward Error Correction (FEC) to detect and correct errors at
the physical layer. A codeword includes a data section and an FEC parity check
section. In DOCSIS 3.0, each codeword is generated using a Reed Solomon (RS)
encoder. The size of a codeword can vary from 18 bytes to 255 bytes, containing k
data bytes and 2T parity check bytes. An RS codeword with 27" parity check bytes
can correct up to 1" byte or 87 bit errors [28]. Both the data length & and the parity
check length 2T of a codeword are vendor and configuration dependent. Typically, a
CMTS vendor specifies a default setting of £ and T for a long codeword and a short
codeword. Cable operators can choose different settings, but the current industry
practice is to use the default settings chosen by vendors.

Most of our data are collected from CMTS devices manufactured by a dominant
vendor in the U.S. As an example, the default setting for our data includes two
codeword lengths: one long codeword and one short codeword. The long codeword
has a data length k of 200 bytes and a parity check byte length of 27" = 30 bytes.
The long codeword is able to correct 15 bytes of errors. Similarly, the short codeword
has a data length £ = 99 bytes, and a parity check byte length 27" = 10 bytes. It is

able to correct 5 bytes of errors in a codeword.
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FIGURE 2.1: A link layer MAC frame is encoded by multiple codewords at the
physical layer.

When a cable modem receives a data frame from an upper layer protocol such as
Ethernet, if the data frame fits into a long or a short codeword, it will transmit the
data frame using one codeword. Otherwise, the modem will use multiple codewords
to transmit the data frame. A cable modem will at most use one short codeword
at the end of a data frame to transmit it. If a data frame does not fit exactly into
multiple codewords, the cable modem will use padding bytes at the last codeword.
Figure 2.1 shows an example of how a cable modem encodes an Ethernet MAC frame
into multiple codewords.

As bit errors at the physical layer tend to be bursty, a cable modem uses a scram-
bler to permute the content of a codeword before transmission, following a pre-defined
pseudo-random pattern. The receiving end, the CMTS, will reverse the permutation
before decoding the received data. Therefore, bursty errors in transmitted signals

become random errors in the unscrambled codewords.
2.2.2 Codeword Error Rate

We refer to the ISP that provides us data as AnonISP. We now describe how we
compute the codeword error rate using data collected by AnonISP. AnonISP collects
the data through their Proactive Network Management (PNM) platform [25], which
is part of DOCSIS’s design. It aims to help cable ISPs troubleshoot and diagnose

their networks. With PNM, an ISP can collect various performance metrics from
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both cable modems and a CMTS, including codeword counters, signal transmission
power (TX power), and signal to noise ratio (SNR).

For each cable modem, AnonISP collects the total number of unerrored codewords
sent by a cable modem, the number of uncorrectable codewords that fail FEC, and
the number of codewords corrected by FEC periodically. All numbers are cumulative
since the modem’s last reboot. From DOCSIS 3.0’s specification [28], uncorrectable
codewords are discarded without link-layer retransmission. For correctable codeword
errors, they do not manifest them as upper-layer packet discards. Therefore, we focus
on the uncorrectable codeword errors. Without specific clarification, in this work,
we use codeword errors to refer to uncorrectable codeword errors.

We estimate the average codeword error rate P(e), where e denotes packet loss
events, of a cable modem as the number of uncorrectable codewords divided by the to-
tal number of codewords a CM TS receives in each collection period: uncorrectable/total.
Note that in our data, codewords are of two different lengths. The codeword error
rate of a long codeword and a short codeword could be different, but we can still
estimate the average codeword error rate without knowing the distribution of short
or long codewords. Formally, let P(e|l) denote the probability of a long codeword
error rate and P(e|s) be the probability of a short codeword error rate. Let P(l) and
P(s) be the probability of a long or short codeword occurring in the data stream,

respectively. We can compute the average codeword error rate P(e) as follows:

P(e) = P(e|l)P(l) + P(e|s)P(s)

uncorrectable lon uncorrectable short
= IP(l) + P(s)
long short
__uncorrectable long _ long — uncorrectable short " short
N long total short total
_uncorrectable
total
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2.2.8 Codeword Errors vs. Packet Loss Rates

We aim to understand how physical layer transmission errors affect end-to-end packet
loss. We ask this question: how much do physical layer transmission errors contribute
to higher-layer packet loss?

Since FCC’s MBA project measures packet loss on broadband networks, if we can
establish the relationship between codeword errors at the physical layer and packet
loss measured by the MBA project, then we can estimate how much packet loss is
caused by physical layer errors. To do so, we make the assumption that the physical
layer loss characteristics of AnonISP’s networks are representative of those of U.S.
cable broadband networks. With this assumption, we can correlate the network-layer
packet loss rates from the MBA project with codeword error rates observed in our
data.

There are three challenges in establishing the correlation. First, a packet has
a variable length so that it may be encoded in multiple codewords. Hence, there
does not exist a one-to-one correspondence between the codeword error rate and
the packet loss rate. Fortunately, FCC’s MBA project uses short UDP ping packets
with packet length set to 62 bytes [6] to continuously monitor the packet loss rates.
Such a packet will be encoded using one short codeword under common CMTS
configurations. Therefore, if we assume cable broadband networks operate in similar
physical conditions, then the short codeword error rate will correspond to the packet
loss caused by physical layer errors in the MBA project.

Second, the codeword error rate we measure is the average codeword discard
rate that includes both short and long codewords, while the FCC MBA project uses
only short UDP packets that correspond to short codewords for measuring packet
loss. To address this challenge, we analyze whether the average codeword error rate

is an over- or under-estimate of the short codeword error rate. According to the
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common CMTS configurations, for a long codeword to become uncorrectable, more
than 120 bits out of 200 bytes must be errored. For a short codeword to become
uncorrectable, more than 40 bits out of 99 bytes must be corrupted. Since a long
codeword is roughly twice the size of a short codeword, and the number of FEC bits
in a long codeword is three times that in a short codeword, the long codeword should
have a much lower error rate than the short one, assuming the bit error rate in a long
or a short codeword is the same. Therefore, the average codeword error rate in our
data is a lower bound to the short codeword error rate. In other words, if the cable
networks operate in similar physical conditions, the average codeword error rate we
measure is a lower bound to the physical layer error rate from FCC’s MBA project,
since the measurement project only uses short UDP packets.

Third, the codeword statistics we obtain only include the upstream channels.
That is, we only observe the codeword errors from a customer’s device to the ISP’s ca-
ble headend. However, packet loss measured by FCC’s MBA project is bi-directional.
To reconcile the difference, we use the upstream transmission errors as a lower bound
to bi-directional transmission errors and an upper bound to downstream transmission
errors. DOCSIS’s downstream channels operate at higher frequencies than upstream
channels [28], while RF noises concentrate on the lower RF range. In § 2.4.1, we show
how the codeword error rate decreases as a channel’s frequency increases. Therefore,
downstream channels should have lower codeword error rates than upstream chan-
nels and we can use the upstream transmission errors to upper-bound downstream

transmission errors.
2.3 Datasets

Next, we describe our datasets and data cleansing steps.

14



AnonISP Data At the time the data were collected, AnonISP uses three upstream
channels and sixteen downstream channels as data channels in their networks. Each
channel is of 6MHz width. Our data include the upstream codeword statistics only.
At each data collection time point, AnonISP collects several metrics for each up-
stream channel, including SNR, cumulative values of the number of unerrored code-
words, the number of corrected codewords, and the number of uncorrectable code-
words each cable modem sends to a CMTS since it reboots, and the signal trans-
mission (TX) power of a cable modem. The data is collected from 01/06/2019 to
03/03/2020 and from 03/24/2020 to 04/17/2020. The data are collected every 4
hours. In total, the data come from 77,696 devices and span 394 fiber optical nodes.
On average, each fiber node has 197 devices. In total, we have collected ~ 139M
data points for each upstream channel. We call this dataset the codeword dataset.

In the codeword dataset, each data point contains the data from three upstream
channels. If these three channels send fewer than 2,000 codewords in total between
the current and its previous data collection point, which means the three channels
send less than 200KB of data during the last 4 hours, we will consider the current
data point invalid as the loss statistics may be distorted because of too few numbers
of codewords.

In addition, it is possible that at a data collection point, we fail to retrieve data
from a device. Since our data are collected every 4 hours, if we observe that the time
interval between two adjacent data points is 4 X (1 + z) hours (where = rounds to an
integer), we will insert z empty placeholder data points in the data stream. These
empty placeholders indicate that we fail to retrieve data at those time points. We
infer empty placeholder data points and refer to them as missing data. If all three
channels’ data are missing, we will count this data point as a missing data point,
which can indicate that the network is unavailable. If only one or two channels have
missing data, we will discard this data point, because we often combine the three
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channel’s data for our analysis.

Among all of the data points (~ 139M), we discard ~ 33M data points and obtain
~ 106M valid data points. In addition, we infer ~ 11M missing data points when
a collection point fails to collect any data. Among the 33M discarded data points,
~ 9M of the data points are discarded due to missing partial channel data, while
~ 24M of the discarded data points have fewer than 2,000 codewords. We use the
valid data points and the missing data points for our analysis in this paper.

Besides the codeword dataset, AnonISP also provides us the customer call trouble
tickets from the same group of devices during the same time periods. Each trouble
ticket includes the call time, the description of the issue that triggered the customer

call, and how AnonlISP resolved the issue.

FCC Data from MBA Project 'To understand the relation between codeword error
rates and packet loss rates, we compare our data with the FCC data obtained from
the MBA project [2]. The FCC data are continuously collected from thousands
of users all over the United States since Jan 2011 and are available to the public.
FCC deployed whitebox measurement devices in volunteers’ homes. The volunteers
are distributed across 10 wireline broadband providers. The measurement devices
continuously send UDP packets to target test nodes to measure packet loss rates. If
a device does not receive a response packet within three seconds, it labels the packet
as lost. The devices follow the Poisson distribution to send probe packets over a
fixed interval of one hour [6]. We use the FCC data collected from the same period
as our data. The FCC data contain several broadband technologies, including DSL,
Cable, and FTTH. Since our data are from cable networks only, we only analyze the
data collected from cable networks in the FCC data, and leave a comparison among

different physical layer techniques as future work.
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Weather Data  We collect weather data that overlaps with the codeword dataset in
time and location to study how weather affects physical layer transmission errors. We
use the IBM Weather Data APIs [9] to collect the hourly weather conditions given
a time period and the zip code each device in our dataset belongs to. Each weather
data record includes the basic weather metrics such as temperature, atmospheric
pressure, and humidity. It also contains the description of the current weather type,

such as Light Rain or Snow.

FEthical Considerations Prior to obtaining data from AnonISP, we consulted with
our organization’s IRB and obtained their permission to conduct this research. The
MAC address and account number provided by AnonISP are hashed values. All the
statistics in our data are performance monitoring metrics generated by the devices.
For each customer trouble ticket, it only records the time of the trouble call, the
hashed account number to match the monitoring metrics, the description of the
issue, and the action of the ISP. So there is no personal identification information

included in our data.
2.4 Physical Layer Loss vs. Overall Loss

In this section, we study how the physical layer errors look like using the codeword
dataset. We compare the physical layer errors with packet loss observed in the FCC
data, aiming to answer the question: What is the relationship between the physical

layer codeword error rate and the end-to-end packet loss rate?
2.4.1 Codeword Errors in Different Channels

Our codeword data are collected from three upstream channels in AnonISP’s HFC
networks. The three upstream channels send RF signals with 21.5MHz, 28.4MHz,

and 35.3MHz center frequency, respectively. The downstream channels will each use
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FIGURE 2.2: The complementary cumulative distribution of the codeword error
rate in each upstream channel.

a higher center frequency, ranging from 54 MHz to as high as 1000 MHz. Figure 2.2
plots the complementary cumulative distributions of all three channels’ codeword
error rates, respectively. Each data point is computed as the number of uncorrectable
codewords divided by the total number of codewords a device sends to a CMTS over
the 4-hour data collection period. Both the x-axis and y-axis are in log-scale.

From Figure 2.2, we can see that the majority of the data points have no or few
codeword errors, as seen in the flat sections at the beginning of the lines. At least 75%
of the data points in each channel have no uncorrectable codewords. However, for all
three channels, the curves start to drop after the error rate exceeds 10™#, suggesting
that a small fraction of lossy periods contribute to the majority of codeword errors.
In particular, more than 1% of the data points have codeword error rates exceeding
1%; and more than 0.1% of the data points have codeword error rates exceeding 10%.
The average codeword error rates in the three channels are 0.11%, 0.08%, and 0.06%,

respectively. Furthermore, the channels with a higher center frequency have lower
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error rates, consistent with the operational knowledge that lower frequency channels
are more prone to RF interference.

In the DOCSIS design, a cable modem will switch to a different upstream channel
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FIGURE 2.5: The daily-average codeword error rate of the FN with the highest
average codeword error rate in our data.

when one upstream channel does not work expectedly. We study how codeword
errors in the upstream channels are correlated. That is, for each data point, we
investigate whether the three channels show similar codeword error rates or the
codeword error rates of the three channels differ by a lot. To quantify the similarity
of codeword errors in each data point, we compute the channel error entropy .S,
where S is defined as the error rate entropy of each data point. That is, let s;
be the uncorrectable codewords sent via channel ¢ divided by the total number of
uncorrectable codewords across all three channels in each data point. We compute
— Z?:l s;In s; for each data point. A higher channel error entropy value indicates a
modem has a lower error rate variation among the three channels for this data point.
If all the uncorrectable codewords are from one single channel, then S will be 0. In
contrast, if the three channels have the same codeword errors, the value of S will
achieve its maximum.

Figure 2.3 shows the relationship between the average channel error rate entropy
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and the codeword error rate. We divide the codeword error rate values into 800 bins
and calculate the average error rate entropy of data points in each bin. This figure
shows that the average channel error rate entropy increases as the codeword error
rate increases, suggesting that when codeword errors in one upstream channel occur,
they are likely to occur in other upstream channels as well. So DOCSIS’s upstream
channel switching algorithm may be insufficient to avoid codeword errors.

Figure 2.3 shows that codeword errors are highly correlated in three upstream
channels when the codeword error rate exceeds 0.1%. Therefore, without specific
mentioning, we will use the number of combined codewords and the number of com-
bined codeword errors from three channels in each data point for our analysis in the
rest of this paper. The average codeword error rate from the combined channels is

0.088%, while 98.68% data points have a codeword error rate < 1%.

Takeaways: Codeword errors occur infrequently, and a small percentage of lossy
periods contribute to most of the codeword errors. Higher frequency channels have
lower codeword error rates, and when codeword errors occur, they tend to occur
in all upstream channels. We show more examples of raw codeword error rates in
Appendix A.

Next, we investigate whether the devices in different fiber optic nodes (FNs) will
have different codeword error rates. To do so, we compute the codeword error rate of
each device over the 16-month data collection period. We then compute the average
codeword error rate of each FN by averaging the codeword error rates of all devices
in the FN.

Figure 2.4 shows the CDF of the average codeword error rate among 394 FNs in
our data. The x-axis is again in log-scale. We observe that the average codeword
error rate differs significantly among different FNs. In our data, there are three

FNs that have an average codeword error rate higher than 1%, and 46 FNs have
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FIGURE 2.6: The percentage of data with different packet loss rates for each
cable ISP in the FCC data and AnonISP

an average codeword error rate between 0.1% to 1%. We define the FNs with
1% error rates as unhealthy FNs, the FNs with 0.1% - 1% error rates as alarming
FNs, and the remaining 345 FNs as healthy FNs. The thresholds 1% and 0.1% are
chosen according to operational experience suggested by AnonISP. The healthy FNs
constitute 87.6% of the FNs seen in our data and the codeword error rate averaged
over those FNs is 0.0179%. They contribute to only 18.79% of the total codeword
errors. In contrast, the alarming FNs are 11.68% of the FNs see in our data and their
average codeword error rate is 0.352% and they contribute to 42.67% of the total
codeword errors. The unhealthy FNs are 0.761% of the total FNs. Their average
codeword error rate is 3.778% and they contribute to 38.54% of the total codeword
errors.

We are interested in understanding why certain FNs have such high codeword
error rates. Figure 2.5 shows the daily codeword error rate from the FN with the

highest average codeword error rate in our data. The average error rate is over 7%
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FIGURE 2.7: This figure shows the complementary cumulative distribution of
the average packet loss rate of each device in both datasets.

before July 2019, and then it decreases to 2%, suggesting that AnonISP repaired
some problems in this node. However, even after this repair event, this FN still has
a nearly 2% daily codeword error rate, and it exists till the end of our data. We are
informed by AnonlISP that this FN is affected by issues in the network hardware.
Its maintenance team is aware of this persistent problem, but it either cannot repair
the issue for some reason (e.g., waiting on permits, access and/or restrictions, etc.)
or has deprioritized the repair for some reason (e.g., it is a known but uncorrectable

cause).

Takeaways: Codeword error rates in different HFC network segments vary signifi-
cantly. Some network segments may experience persistent high codeword error rates
(> 1%). There are 87.6% healthy FNs in our data and they contribute to 18.79%
of the total codeword errors. The 12.4% alarming and unhealthy FNs contribute to

81.21% of codeword errors seen in our data.
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FIGURE 2.8: The average packet loss rate in each cable ISP, and the physical
layer error rate among the health FNs in AnonISP.

2.4.2  Comparison to FCC' data

A key question this work aims to answer is how much physical layer error loss con-
tributes to end-to-end packet loss. We compare our data with the FCC data collected
by the MBA project to gain insight into this question. The FCC data measures the
packet loss rates in different types of networks, including Cable, FTTH, and DSL.
We only used the data collected from cable ISPs in the FCC dataset.

The FCC dataset does not include data from AnonISP, which prevents us from
comparing the physical layer loss of AnonISP’s networks directly with end-to-end
packet loss. To address this challenge, we design an experiment to approximate the
FCC’s packet loss measurement for AnonISP. We deploy a measurement node on a
vantage point that is close in router hops to AnonlSP’s networks. The vantage point
sends ICMP echo request packets to all 18,772 pingable modems located in AnonISP’s
cable networks in the data collection regions periodically. For each modem, we

send ~ 250 ICMP packets per hour. We run this experiment from 11/03/2021 to
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11/11/2021. The measurement node sends 914M packets in total. The FCC dataset
has been cleansed to exclude data points with high loss rates (> 10%) and high
RTTs [7]. We applied to our measurement results the same data cleansing script as
applied to the FCC data.

Figure 2.6 shows the percentages of end-to-end packet loss rates in different ranges
for the FCC dataset, together with the end-to-end packet loss rate we measure for
AnonISP. We note that the ICMP packet loss rate observed in AnonISP is com-
parable to the packet loss rates observed in the FCC measurement. Similar to our
measurement results, most data points in the FCC data suffer no or few packet losses
and the majority of packet loss comes from a small percentage of lossy periods. For
example, around 97.03% data points in our data have less than 0.4% loss rate, and
1.73% data points have loss rates between [0.4%, 1%]|, while in Comcast’s data,
96.43% data points have less than 0.4% packet loss rate, and 1.72% data points have
packet loss rates between [0.4%, 1%].

We compute the average packet loss rate for each device in the FCC data and
that for each device in our measurement. There are a total of 1,073 devices installed
in five cable ISPs in the FCC measurement. In contrast, we measure 18K+ devices.
Figure 2.7 shows the results. Since we measure more devices, we see a wider range
of packet loss rates in our measurement than that in the FCC data.

Figure 2.8 shows the average packet loss rate in each cable ISP, together with
the average physical layer error rate among the healthy FNs seen in our data. We
compare the FCC packet loss rate with the physical layer codeword error rate from
healthy FNs only because FCC’s volunteers are sparsely located. The alarming and
unhealthy FNs account for only 12.44% of the 394 FNs in our data. Therefore, there
may or may not be any devices located in those outlier FNs in the FCC study. As
we aim for a lower-bound estimate regarding the physical layer’s contribution to

end-to-end packet loss, we exclude the FNs with the high error rates in our data
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from the comparison. We assume that the physical layer error rates in those ISPs’
healthy FNs are the same as those in our data (0.0179%) since we think our data
is representative of the nature of cable networks. Based on this assumption, we see
that at least from 12% to 25% packet loss seen in the FCC data could have come
from physical layer errors.

Meanwhile, we estimate how much ICMP packet loss from our own measurement
could come from physical layer transmission errors. If we assume that our sampled
devices do not include any devices in the alarming or unhealthy FNs, then 26.1%
of the packet loss seen in AnonlISP can be attributed to physical layer codeword
errors. However, this estimate may be overly conservative, as we receive ICMP echo
replies from more than 20% of all devices in our codeword dataset. If we assume
that we have representatively sampled devices from both healthy and alarming FNs,
and since the average codeword error rate among the healthy and alarming FNs in
our data is 0.0551%, and the average ICMP packet loss rate we measure is 0.0686%,
then 80.3% of packet loss in our measurement could have come from physical layer
transmission errors. However, since we cannot establish a one-to-one correspondence
between a device we ping and a device we see in the codeword dataset, due to
the anonymization procedure applied to the data, we cannot conclude whether the
devices we ping are a representative subset of devices from the healthy and alarming
FNs. Therefore, we prefer to use 26.1% as a safer lower bound.

Our estimate presents how much physical layer errors contribute to end-to-end
packet loss. This is a lower bound estimate for the following reasons. First, the
baseline codeword error rate we compute is the average between long and short
codewords, while the FCC measurement packets only use short codewords (§ 2.2.3).
The short codeword’s error rate is higher than the average codeword error rate due
to the encoding scheme. Second, the baseline codeword error rate only includes
codeword errors in the upstream channels, while the packet loss measurement is
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affected by both upstream and downstream errors. Third, we have conservatively
excluded all alarming and unhealthy FNs in our codeword error rate calculation,
while the FCC measurement may include such nodes. Finally, the baseline codeword
error rate only includes the network segment from a cable modem to a CMTS, while
the physical layer errors in the entire end-to-end paths can contribute to packet loss
in the FCC measurement.

We also note that different cable ISPs have very different packet loss rates. Among
the five ISPs in the FCC data, Comcast shows the lowest average packet loss rate:
0.073% with a standard deviation of 0.486%. In contrast, the average packet loss
rates of Mediacom and Cox are 0.138% (with a standard deviation of 0.621%) and
0.140% (with a standard deviation of 0.619%), respectively. They are almost two
times higher than Comcast’s average packet loss rate. AnonISP shows the lowest
packet loss rate among the six ISPs. Its packet loss rate is slightly lower than
Comcast’s. We speculate that this is because we place the measurement node close
to the cable modems and our measurement packets have shorter RTTs than FCC’s
measurement packets. Therefore, they encounter fewer congestion and physical layer

transmission error events.

Takeaways: We show that 12% to 25% of the packet loss measured by FCC’s MBA
project on cable ISPs could have come from physical layer errors. This result suggests
that physical layer errors in cable networks play a non-negligible role in end-to-end
QoS. Network research and operations should take this source of packet loss into

account.
2.5 Analysis of User Behavior

In this section, we investigate how codeword errors affect user behavior. We use the

amount of data sent by customer devices and the customer reported trouble tickets
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FIGURE 2.9: This figure shows how codeword error rate affects the number of
codeword sent by a device and the normalized ticketing rate.
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FIGURE 2.10: This figure shows how users or devices in different types of FNs
behave when experiencing different codeword error rates.

to quantify user behavior and study how they change when codeword error rates

change.
2.5.1 Impact on Usage

We use the number of codewords in each data point to estimate the amount of data

users sent, because application data will be sent using codewords. We divide the
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range of codeword error rates into 800 bins. For each bin, we calculate the total
number of codewords from the data points falling into this bin and normalize it by
the period of time covered by the data points in the bin. With this computation,
we obtain the number of codewords sent by a device per second when a specific
codeword error rate occurs.

Figure 2.9 shows the relationship between the codeword error rate and the number
of codewords sent per second by a customer device. We can see that the number
of codewords sent per second by a user device decreases as the codeword error rate
increases from 107%% to 1072%. It plateaus between 1072% and 1%, and sharply
decreases when the codeword error rate increases beyond 10%. The data between 1%
and 10% error rates are jagged. One plausible explanation is that loss rates within
this range will significantly impact user experience [2, 3], and users or applications
may react to the adverse conditions by multiple retries, leading to a fluctuated data

rate.
2.5.2  Impact on Customer Trouble Tickets

When a customer has poor QoE, she may call her ISP’s customer service to report the
issue. Therefore, customer tickets are a good indicator of network problems and also
reflect customer experience [56]. We study how customer reported trouble tickets are
affected by codeword errors. We define the ticketing rate as the average number of
trouble tickets each customer reports in a unit time. We compute a baseline ticketing
rate by computing the average number of tickets reported by each customer in a unit
time. We define a normalized ticketing rate as a ticketing rate divided by the baseline
ticketing rate.

Figure 2.9 shows the relationship between the normalized ticketing rate and the
codeword error rate. Similarly, we divide the range of codeword error rates into

different bins and compute the normalized ticketing rates for data points that fall
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into each bin. The customer ticketing rates remain stable until the codeword error
rate exceeds 1%. It increases fastly after that. In extreme cases, when the codeword
error rate exceeds 50%, the customer ticketing rates increase by more than 40 times

compared to the baseline ticketing rate.
2.5.83 Conditioned User Behavior

Next, we investigate how codeword error rates impact a user’s behavior for users
located in different network environments. From our study in § 2.4.1, we show
that different FNs can have drastically different codeword error rates. We classify
the FNs in our data into three types based on their average codeword error rates:
healthy (< 0.1%), alarming ([0.1%, 1%]), and unhealthy (> 1%). We divide the
codeword error rates into three ranges < 1%, [1%,3%], and > 3% and examine
how user behavior in different types of FNs varies in different codeword error ranges.
Specifically, we compute the number of codewords sent per device and the normalized
ticketing rate for each codeword error range for healthy, alarming, and unhealthy
FNs, respectively.

Figure 2.10(a) and 2.10(b) show the results. For users in healthy FNs, their data
usage decreases and their normalized ticketing rate increases as the codeword error
rate increases. This trend is consistent with the general trends shown in Figure 2.9.

The usage and ticketing rate patterns in the alarming and unhealthy FNs are
somewhat counter-intuitive. Customers in unhealthy FNs report much fewer tick-
ets on average, when their networks show a > 3% loss rate. In contrast, for the
customers in healthy FNs, when the codeword error rate is larger than 3%, the prob-
ability of a customer reporting a ticket will increase by 14.93 times. Instead, the
customers in unhealthy FNs increase their data usage when the error rate exceeds
> 3%, suggesting that they or their applications attempt to use retransmissions or

redundant transmissions to overcome packet loss. For customers in alarming FNs,
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FIGURE 2.11: The correlation between the codeword error rate and the SNR
together with the number of data points.

their behavior is even more puzzling. They increase their data usage when the er-
ror rate is in the [1%,3%] range and decrease the usage when it exceeds 3%. One
plausible explanation is that the customers in those FNs would attempt retry or
retransmission first when the network conditions slightly worsen, but will give up
using the networks when the network conditions are significantly worse than what
they are used to.

Takeaways: Users generally report more trouble tickets when the codeword error
rate increases. However, users belonging to an FN with a consistently high codeword
error rate have a higher tolerance for packet loss. This result indicates that network
operators should continuously monitor the codeword error rates of their networks.

Lack of trouble tickets alone is not a reliable indicator of good network conditions.
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FIGURE 2.13: This figure shows the average number of codewords sent per
second and the average codeword error rate in each month.

2.6 What Affects Codeword Error Rate?

In this section, we study what factors impact codeword errors. We examine how

other PNM metrics (SNR and TX powe};& correlate with codeword error rate, how



Codeword Error — Codeword Error

Missing Missing
- # of Data Points - — - # of Data Points
2 96 10 2o 107
g5 RN, 52 'JC;D: 65
25 Y . 1107 5 €5 10° -3
‘5 24 A \ n? © = o
o ; s p Lu 5 @
So3 (._I\ 1 g Sv 107 ¢
B2 i a 8 =
Ng || $ © 29 10" 5
T§'81 1 INTAA *® g(‘g) / ¥
BOO ‘ ‘ : ‘ ‘ 03 g A ’s iy (5,7/; kV/b/ea/)o o, 10
z 0 20 40 60 80 100 Yooy RIS Sno,
Temperature (Fahrenheit) (bins of 100) Uiy, e
(a) Temperature (b) Precipitation Type

FIGURE 2.14: This figure shows how codeword error rates and the network
(un)availability are affected by temperature and precipitation.

the traffic load increases after COVID-19 and different weather conditions affect the
codeword errors in an HFC network, and how the codeword errors of different devices

correlate with each other.
2.6.1 SNR and TX Power

Figure 2.11 shows the correlation between the SNR and the codeword error rates.
For each data point, we plot the SNR value on the x-axis and the y-axis is the code-
word error rate of each upstream channel in log-scale. The average codeword error
rate decreases as the SNR increases, indicating that codeword errors are caused by
noises breaching into a cable segment. Figure 2.12 shows the correlation between the
transmission (TX) power and the codeword error rate. The average codeword error
rate shows a decreasing trend as the TX power increases until 52 dBm. However, the
error rates peak when the TX power reaches 52 dBm or 58 dBm, respectively. This
is because the modems have reached their maximum TX power. Different modems
have different maximum TX power settings. Some of them have their maximum TX
Power set to 52 dBm, while some modems have it set to 58 dBm or higher. Fig-
ure 2.12 shows that a modem increases its TX power in response to codeword error
rates and codeword error rates will spike when a modem cannot outpower the noises

in a cable segment.
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FIGURE 2.15: The correlation matrix in the FN with the highest average code-
word error rate.

2.6.2  Traffic Load

Our codeword dataset includes data collected from January 2019 to April 2020.
During the last two months of the data collection period, COVID-19 hit U.S. and
remote learning/working started. We break the data points into different months to
plot the monthly average number of codewords sent by each device per second and
the monthly average codeword error rate. Figure 2.13 shows the results. We observe
that the number of codewords sent per second increases by 44.36% and 61.11% in
March 2020 and April 2020, respectively. In contrast, the monthly codeword error
rate fluctuates over time, and we do not see a significant increase or decrease in

March 2020 and April 2020.
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2.6.3 Weather

Padmanabhan et al. [82] have shown that severe weather conditions reduce the avail-
ability of residential networks. We are interested in finding out whether severe
weather will impact the codeword error rate, which is a network reliability met-
ric. As described in § 2.3, we collect the historical weather data that overlap in
time and location with our codeword data. We compute the codeword error rates
under different weather conditions. For comparison, we use the data points where
no performance data are collected as indicators of networking being unavailable. We
compute the rate when this event happens and refer to it as the missing data rate.

Figure 2.14(a) shows how the codeword error rate and the data missing rate
change as the temperatures change. For clarity, we normalize the codeword error
rate with the average codeword error rate among all FNs seen in our data . Similarly,
we normalize the data missing rate. In Figure 2.14(a), we see the codeword error

rate increases when the temperature is around 10°F, < 0°F, or just below 100°F'.
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FIGURE 2.16: This figure shows the CDF of the average Pearson correlation
coefficient of each FN.
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We do not have many data points for < 10°F or > 100°F weather. So the data
points in those regions may not be representative. We see that the data missing rate
increases significantly when the temperature is between 10°F" and 30°F, consistent
with the results in [82].

Figure 2.14(b) shows the normalized codeword error rate and normalized missing
rate in different weather types. The data missing rates are significantly higher in
Freezing Rain, Wintry Mix, and Heavy Snow weather types. One explanation we
learn from AnonlSP is that some HFC networks use aerial cables and these weather
types can cause damage to those cables. The weather type’s impact on the codeword
error rate is not as clear. The three weather types that significantly increase network
unavailability: Freezing Rain, Wintry Mix, and Heavy Snow do not significantly
increase the codeword error rate. This indicates the codeword error rate may not be

affected by the types of precipitation.
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2.6.4 Codeword Error Correlation

Lastly, we analyze our data to answer this question: How does a device’s codeword
error rate correlate to those of other devices in the same FN? An HFC network
is a shared medium network. Devices connected to the same FN may share RF
impairments. Understanding the scope of RF impairment sharing can help us develop
future fault diagnosis tools.

We quantify the correlation of codeword error rates of two devices using the pair-
wise Pearson correlation coefficient [16]. For each device, we compute its codeword
error rate at each data collection point and treat it as an element in the input vector
to the Pearson coefficient calculation. Since our data span a 16-month period and
each data point is collected every four hours, the length of the vector is around 2.5K.
For each FN, we compute the pair-wise Pearson correlation coefficients for all devices
in the FN. We then average the Pearson correlation coefficients among all devices in
an FN to obtain the average Pearson correlation coefficient of the FN.

Figure 2.15 shows the correlation coefficient matrix for the FN with the highest
average codeword error rate. The average correlation coefficient in this FN is 0.6798.
According to [52], a correlation coefficient less than 0.3 indicates no correlation,
between 0.3 to 0.7 means weak or moderate correlation, and larger than 0.7 shows a
strong correlation. This figure shows that most devices in this FN have a strong error
rate correlation. There are also some devices that do not have any correlation with
other devices, suggesting that these devices do not share the same RF impairments
with the other devices.

Figure 2.16 shows the CDF of the average Pearson correlation coefficient in each
FN. We observe that the devices in nearly 30% of the FNs show a strong correlation,
indicating that for most of the time in these FNs, a large group of devices in the

same FN share RF impairments. We also observe that nearly 30% of the FNs present

37



no correlation among the devices.

We are interested in understanding how a device’s codeword error rate is dis-
tributed when it shows a certain degree of codeword error rate correlation with other
devices in the same FN. We divide the devices into three groups, No Correlation (av-
erage Pearson correlation coefficient < 0.3), Weak or Moderate Correlation (0.3 <
Pearson correlation coefficient < 0.7), and Strong Correlation (Pearson correlation
coefficient > 0.7). A device’s average Pearson correlation coefficient is the sum of its
pair-wise Pearson correlation coefficients with other devices in the same FN divided
by the number of pairs.

Figure 2.17 shows the CDF of the codeword error rates for devices in different
correlation groups. The x-axis is in log-scale. We see that for devices in the Strong
Correlation group, the 10th and 90th percentiles of their codeword error rate distri-
butions are [2.82 x 1073%, 0.306%]; for devices in the Weak or Moderate Correlation
group, the 10th and 90th percentiles of their codeword error rate distributions are
[9.32 x 1074%, 0.113%)]; and for devices in the No Correlation group, the 10th and
90th percentiles of their codeword error rate distribution are [5.21 x 107%%, 0.140%).
These results show that devices that show a high correlation to other devices are
more likely to have high codeword error rates, suggesting that they are affected by
the same RF impairments.

It is possible that an RF impairment only affects a portion of the devices in the
same FN, which makes the average Pearson coefficient for the affected devices low
since they have no correlation with the unaffected devices. In our future work, we
plan to investigate whether a clustering algorithm based on codeword error correla-

tion can help identify the devices that are affected by the same RF impairment.
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2.7 Implications

We believe this work provides several implications for network operations and net-

work research:

e When measuring packet loss on the Internet, one should vary the length of a
measurement packet to gain a full spectrum of packet loss statistics. Packets
of different sizes may be encoded into different numbers of codewords and

experience different loss rates.

e When designing the network applications and protocols, one should take into
account packet loss caused by physical-layer transmission errors in the RF
systems. Exceptional innovation in the cable broadband industry has allowed
ISPs to use HFC networks to deliver high-speed data. But due to the RF range

they operate in, transmission errors in those networks are not negligible.

e [SPs should not rely on customer tickets alone for network maintenance. Cus-
tomers in chronically high-error-rate networks may have adapted to the network

conditions.

2.8 Related Work

Last-mile Packet Loss: FCC launched the MBA project [2] in 2011 and has been
publishing an annual report on broadband performance. FCC MBA project uses
UDP pings to measure packet loss. We analyze the FCC data and estimate what
fraction of packet loss from the FCC measurements is due to physical-layer transmis-
sion errors. Using the FCC data, Sundaresan et al. [102] show that different ISPs and
different home network devices can lead to different latency and loss rate distribu-
tions. Sundaresan et al. [104] also show that for broadband network customers, the

last-mile latency is the main bottleneck when visiting web pages since it significantly

39



contributes to both DNS lookup time and the time to the first byte. Genin and
Splett [44] use the download speed distribution from the FCC data to investigate
where congestion happens, concluding that most of the Internet congestion occurs
in the last-mile network.

In addition to the FCC MBA project, many researchers have also measured and
characterized the reliability of the last-mile broadband access networks using their
measurement apparatuses. Dischinger et al. [37] measure 1,894 broadband hosts
from 11 ISPs with TCP and ICMP measurement packets. They show that both
DSL and cable broadband networks exhibit non-negligible packet loss rates, with
around 5% data points showing a loss rate higher than 1%. Hu et al. [56] demon-
strate that physical layer performance metrics are useful in detecting and predicting
network outages that can affect customer experience. Schulman and Spring [99] em-
ploy ICMP echo request packets to measure how weather affects the availability of
broadband networks. Padmanabhan et al. [83] point out that the last-mile is often
the bottleneck by analyzing the end-to-end client-server traffic. Their results indi-
cate that approximately 75% packet loss occur in the last-mile networks. The results
presented by Sundaresan et al. [101] support this statement by analyzing the RTT
of different TCP traffic. Sundaresan et al. [103] also show the home wireless net-
work is the main bottleneck when a user’s access link speed exceeds about 20 Mbps.
However, Bajpai et al. [14] measured the last-mile latency in the US and Europe,
showing that the last-mile latency is stable over time, which are inconsistent with
the observations made by [83, 101, 103]. Fontugne et al. [43] investigate the last-mile
latency among 646 ASes, and find that nearly 10% of the ASes presenting persistent

last-mile congestion.

Backbone Packet Loss: Apart from the last-mile networks, researchers have also mea-

sured the performance of backbone networks. Ghobadi and Mahajan [45] measure
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the performance metrics from the optical layer in a large backbone network. Their
work shows that one of the optical layer performance metrics, SNR can be used to
predict network outages that are not visible to the IP layer. Markopoulou et al. [79]
send probes over 43 paths in 7 ISPs to measure the latency and packet loss in the
continental US, showing that the packet loss rates for all measured paths are less

than 0.26%.

Datacenter Packet Loss: Benson et al. [17] measure packet loss in datacenter networks
and show that the packet loss mostly occurs at edge links with low average utilization,
indicating the primary cause of packet loss in datacenter networks is momentary
spikes. Zhang et al. [118] show most of the packet loss in datacenter networks occur
in ToR switches. Both of the studies focus on packet loss in the IP layer. Zhuo et
al. [123] show corrupted optical links in datacenter networks introduce a high packet

loss rate and the rate of link corruption is not correlated with the link’s utilization.

Summary: Different from previous work, this work uses physical-layer codeword
statistics to characterize packet loss caused by physical-layer transmission errors. It

focuses on the last-mile cable broadband networks and complements previous work.
2.9 Conclusion

As many applications are sensitive to packet loss, continuously monitoring packet
loss in a broadband network has attracted much interest from researchers and poli-
cymakers. Previous measurement work, including FCC’s decade-long MBA project,
cannot differentiate congestion-induced packet loss from transmission-error-induced
loss.

This work fills in this blank by using physical-layer data contributed by a cable

ISP. The data were collected from 77K+ devices spanning 394 HFC network segments
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in a 16-month period. Using this data, we infer that physical-layer transmission errors
could contribute to more than 12%-25% of packet loss in the cable ISPs measured by
the MBA project. We show that some HFC network segments suffer from persistent
error loss that exceeds 1%. Customers in these network segments do not make more
calls than other customers. These findings suggest that network researchers and
operators should take into account packet loss caused by physical-layer errors in

network measurement, protocol design, and network maintenance tasks.
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3

Detect Network Issues from Cable Modems

3.1 Introduction

Broadband access networks play a crucial role in modern life. They help narrow digi-
tal divide, enable e-commerce, and provide opportunities for remote work, study, and
entertainment. In the US, cable networks are one of the few available infrastructures
that can provide broadband Internet access to US homes. In many rural areas, they
are often the only broadband choice. According to a study in 2016 [24], cable broad-
band is available to 93% of US homes, far more than the two alternative choices:
Very-high-bitrate Digital Subscriber Line (VDSL) (43%) and Fiber-to-the-Premises
(FTTP) (29%).

However, cable networks are prone to reliability problems, partly due to their Hy-
brid Fiber-Coaxial (HFC) architecture. This architecture uses both optical fibers and
coaxial cables to deliver a mixed bundle of traffic, including video, voice, and Internet
data. Unlike fiber optics, coaxial cables are vulnerable to radio frequency (RF) in-
terference. Many parts of the cable networks are now decades old [4]. Aging can lead

to problems such as cable shielding erosion, loose connectors, and broken amplifiers.
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All those problems can manifest themselves as poor application-layer performance,
e.g., slow web responses or low-quality video streaming. Much measurement study
has shown that broadband networks have poor reliability [46, 82, 20, 71, 59, 69]. A
recent one [20] shows that the average availability of broadband Internet access is at
most two nines (99%), much less than the minimum FCC’s requirement (four nines
99.99%) for the public switched telephone network (PSTN) [66]. Admittedly, if ISPs
replace the last-mile coaxial cables with fiber optics, many of these problems may
disappear. However, due to the prohibitive cost of FTTP, cable broadband networks
are likely to remain as one of the few broadband choices in rural America for the next
decade or two. Therefore, it is critically important that the cable Internet services
remain robust during emergencies, especially as more and more subscribers migrate
their landline phones to VoIP phones.

The cable industry has long recognized this problem and developed a platform
called Proactive Network Maintenance (PNM) to improve the reliability of their
networks [25]. PNM enables a cable ISP to collect a set of performance metrics
from each customer’s cable modem. We refer to this set of data as PNM data. One
example of a PNM metric is a cable channel’s signal-to-noise ratio. PNM aims to
enable an ISP to proactively detect and fix network faults before they impact services
and customers.

Although PNM has been incorporated into DOCSIS since 2005 [25], how to use
PNM data to improve network reliability remains an open challenge. The best cur-
rent practice recommended by CableLabs [25] and the tools used by some ISPs [69]
use a set of manually configured thresholds to flag a faulty network condition. The
feedback from deploying ISPs is that these thresholds are often too conservative,
leading to high false positives.

This work aims to improve the reliability of cable broadband networks. We
speculate that the challenge of using PNM data is due to the lack of expert knowledge
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or ground truth on what PNM values warrant a proactive network repair. In an RF
system like a cable network, network conditions may degrade gradually, making it
challenging to define a static threshold that separates what is faulty from what is
not. We develop a system called CableMon, which uses machine learning techniques
to infer network faults that demand immediate repair. CableMon couples PNM
data with customer trouble tickets to identify the ranges of PNM values that are
likely to lead to a customer’s trouble call. Our hypothesis is that if a network
fault impacts an ISP’s customers, then some customer is likely to call to report the
problem. Therefore, we can use customer trouble tickets as hints to learn what
network conditions are likely to lead to customer trouble calls. It is desirable for an
ISP to prioritize its effort to repair those problems, because if they persist, they are
likely to reduce customer satisfaction and increase the cost for customer support.

A key technical challenge we face is that both customer tickets data and PNM
data contain much noise. Customer tickets are not reliable indicators of network
faults. A customer may or may not call when there is an underlying network problem,
and vice versa. PNM data, by its nature, describe cable channels’ conditions as well
as environmental noises. Therefore, if we use customer tickets to label PNM data
as normal or faulty, and apply an off-the-shelf machine learning technique to detect
network faults, we may not have good detection results. In addition, manual labeling
is not practical in this context, because there lacks expert knowledge and the dataset
is too large.

In CableMon’s design, we use three techniques to address the above challenges
(§ 3.4). First, to reduce noise in customer tickets, we filter customer tickets according
to the ticket descriptions and only choose the tickets that suggest network problems
as hints. Second, to reduce noise in PNM data, we treat a modem’s PNM data as
time series data and use its time series features (e.g., expected moving average or

variance) for fault detection. Third, we develop a customized classification method
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that is robust to both noise in tickets and noise in PNM data.

With the support of CableLabs, we have obtained eight months of anonymized
PNM data and the corresponding customer trouble tickets from a mid-size U.S. ISP.
We use five months of data to train CableMon, and use the next three months data
following the training set as the test set to evaluate how well CableMon detects
network faults. CableMon takes the PNM data in our test set as input and detects
when a network fault occurs and when it ends. Due to the lack of ground truth,
we evaluate CableMon’s performance using customer trouble tickets in the test set.
When CableMon detects a network anomaly, if a customer who experiences the
anomaly reports a ticket, we consider the detection a success. We compare CableMon
with a tool currently used by our collaborating ISP, which we refer to as AnonISP,
and with a tool developed by Comcast [69]. Our results show that 81.9% of the
anomalies detected by CableMon lead to a customer trouble ticket. In contrast, only
10.0% of the anomalies detected by AnonISP’s tool lead to a trouble ticket; and
23.5% of the anomalies detected by Comcast’s tool lead to a customer ticket. In
addition, CableMon predicts 23.0% of all network-related tickets, while AnonISP’s
tool predicts 25.3% and Comecast’s tool predicts less than 3%. The trouble tickets
predicted by CableMon on average last 32.5 hours (or 53.3%) longer than those
predicted by other tools, suggesting that those tickets are more likely to require
repair efforts. The median time from the beginning of a fault detected by CableMon
to the reporting time of a ticket is 164.1 hours (or 29.3%) shorter than that of a fault
detected by other tools, suggesting that the faults detected by CableMon require
more immediate repair.

To the best of our knowledge, this work is the first large-scale public study that
couples PNM data with customer trouble tickets to improve the reliability of cable
networks. Our main contribution is CableMon, a system that detects network faults
more reliably than the existing public-domain work. It serves as a starting point
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FIGURE 3.1: An overview of the Hybrid Fiber Coaxial (HFC) architecture.
to unleash the full potential of PNM data. We are working with an ISP and the
CableLabs to deploy CableMon in practice and we expect the feedback from practice
can further improve the performance of CableMon. One general lesson we learn is
that one can use customer trouble tickets as hints to learn what values of network
performance metrics indicate customer-impacting problems, despite the presence of
noise in both the ticket data and the network performance data. We believe this
lesson is applicable to proactive network maintenance in other types of networks,

including cellular networks, WIFI access networks, and datacenter networks.
3.2 Background and Datasets

In this section, we briefly introduce the cable Internet architecture and describe the

datasets we use in this work.
3.2.1 Cable Network Architecture

Figure 3.1 shows a high-level overview of a cable broadband network. A cable broad-
band network is an access network. It provides the “last-mile” Internet connectivity
to end users. A customer connects to the cable network via a cable modem residing
in her home. The cable access network terminates at a device called a Cable Modem

Termination System (CMTS), which is a router with one port connecting to the
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Internet and many other ports connecting to customers’ cable modems.

At the IP level, there is only one hop between a customer’s cable modem/home
router and the CMTS. Underlying this single IP hop, there is a complicated link-level
structure that consists of different types of physical links and devices. The “last-mile”
links that connect to the customer premises are often made of copper coaxial cables.
These cables terminate at a device called a fiber node (FN). A fiber node connects
to the CMTS via optical fibers. It converts the incoming optically modulated signals
into electrical signals and sends the signals towards the customers’ homes, and vice
versa. Due to signal attenuation, cable networks deploy radio frequency (RF) am-
plifiers between a fiber node and a residential home. Along the way to a customer’s
home, new branches may split from the main cable by the line splitters. All these
devices could introduce signal distortion and noise.

Historically, cable TV networks divide radio frequency into multiple channels,
each of 6MHz width. Cable broadband networks use a subset of these channels as
data carriers. A cable ISP typically uses three or four of these channels at the lower
end of the spectrum to carry data from a user’s cable modem to CMTS. We refer
to this direction as the upstream direction. An ISP may use sixteen or more of the
channels at the higher end of the spectrum to carry data from a CMTS to a modem.

We refer to this direction as the downstream direction.
3.2.2 Datasets

We have obtained two types of anonymized modem-level data from a U.S. cable ISP
for this study. They include (1) PNM data and (2) customer trouble ticket data. We
have a total of eight months of data dating from 01/06/2019 to 08/31/2019. Next,

we describe each dataset in turn. !

1 We note that we have discussed this work with our institute’s IRB. And they consider it does
not involve human subjects.
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PNM data: The PNM data we obtained were collected by a common standard
built into DOCSIS. A CMTS can query a DOCSIS-compliant cable modem (CM) to
obtain certain performance data. DOCSIS standardizes how a CM or CMTS stores
these performance data in a local Management Information Base (MIB) [25]. A
remote process can use the Simple Network Management Protocol (SNMP) to query
the MIBs of each CM or a CMTS to obtain performance data [98].

Currently, we only have PNM data from the upstream channels. DOCSIS 3.0
gives a cable operator the ability to collect the full spectrum view of a cable modem’s
RF channels. It is our future work to investigate whether this type of data may
further improve our detection accuracy.

A record in the PNM data we obtain has the following fields:

o Timestamp: The time when a PNM query is sent.
o Anonymized MAC: The hashed MAC address of the queried CM.

o Anonymized Account Number: The hashed user account number. This field
is used to link a customer ticket with the corresponding PNM data from the

customer’s CM.

e Channel Frequency: This field identifies which upstream channel this record is

about.
e SNR: The upstream signal-to-noise ratio of this channel.
e Tx Power: A CM’s signal transmission power.
e Rz Power: The received signal power at the CMTS.
e Unerrored: The number of unerrored codewords received at the CMTS.

o (orrected: The number of errored but corrected codewords received at the

CMTS.

49



o Uncorrectable: The number of errored but uncorrected codewords.

e T3 Timeouts: The number of DOCSIS T3 timeouts [23] the CM has experi-
enced since its last reboot. A DOCSIS T3 timeout occurs when there is an

error in a CM’s ranging process, which we will soon explain.

e T4 Timeouts: The number of DOCSIS T4 timeouts [23] the CM has expe-
rienced since its last reboot. Similarly, a T4 timeout occurs when there is a

ranging error.

o Pre-Equalization Coefficients: The set of parameters a CM uses to compute

how to compensate for channel distortions during a ranging process.

A CM uses a process called ranging to compute a set of parameters called pre-
equalization coefficients for mitigating channel distortions. When RF signals travel
along a coaxial cable, they may be distorted as different frequencies attenuate at
different speeds and noise may be added to the channel. To mitigate the channel
distortions, a CM adds correction signals to the data signals it transmits. Ideally,
the correction signals will cancel out the distortions when the signals arrive at the
CMTS. A CM and a CMTS exchange messages periodically to compute the correction
signals. This process is called ranging. And the set of parameters used to compute
the correction signals are called pre-equalization coefficients.

The PNM data we obtain are collected every four hours from several of an ISP’s
regional markets. There are around 60K unique account numbers in our datasets.
Customer Ticket Data: We have also obtained the records of customer trouble
tickets from the same ISP. The relevant fields in each record include the hashed
customer’s account number, the ticket creation time, the ticket close time (if it was
closed), a brief description of the actions taken to resolve the ticket, and a possible

diagnosis.
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Table 3.1: The percentage of cable modems that need to be repaired if an ISP
were to follow one of the CableLabs’ recommendations.

| 03/13/19 | 04/09/19 | 06/25/19 | 07/15/19 | 08/15/19 | All Data

MTR < 18dB | 24.95% | 25.45% | 27.16 % | 27.07% | 27.38 % | 26.15 %

3.3  Overview

In this section, we motivate the design of CableMon by describing the limitations of
existing work. We then describe the design rationale of CableMon, its design goals,

and the design challenges we face.
3.3.1 Limatations of Existing Work

The existing PNM work in the public domain [25, 69, 59] use a set of PNM metrics
and manually-set thresholds to detect network faults. If the value of a metric is below
or above a threshold, it indicates a fault. This approach has several limitations.
First, it is challenging to set the right thresholds. If the thresholds were set too
conservatively, they might flag too many faults for an ISP to fix. In contrast, if
they were set too aggressively, an ISP might miss the opportunities for proactive
maintenance. There lacks a systematic study on how to set the threshold values to
achieve the best tradeoff. Second, the existing work mostly uses the instantaneous
values of PNM data for fault detection. However, due to the inherent noise in PNM
data, using the instantaneous values may lead to instability in detection results. In
addition, it may fail to detect faults that can only be captured by abnormalities in
a PNM metric’s statistical values, e.g., variations.

For ease of explanation, we use one threshold value recommended in the Cable-
Labs” PNM best practice document [25] to illustrate the limitations. CableLabs’
recommendation uses a variable called Main Tap Ratio (MTR) computed from a
modem’s pre-equalization coefficients. It specifies that when the MTR value of a

modem is below a threshold (<18dB), there is a fault in the network that needs
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immediate repair.

We sample the MTR values in one of the ISP’s markets. There are more than 60K
modems in this market. We choose five random days’ records during an eight-month
period in 2019 and measure the MTR values of all modems during the sampled days.
Table 3.1 shows the percentage of modems that have a channel whose MTR value is
below the recommended threshold. If an ISP used the recommended MTR threshold,
at any sampled day, there would be more than 24% of cable modems that require
immediate repair. We also measure the MTR values among all PNM records during
this eight-month period. In more than 26% of the records, a modem’s MTR value is

below 18dB.
3.83.2  Design Goals

CableMon aims to enable an ISP to detect network problems that demand imme-
diate repair. Specifically, it aims to accurately detect the set of network conditions
that adversely impact customer experience. We refer to these network conditions as

network anomalies or faults in this work. Its design goals include the following:

e High ticket prediction accuracy, and moderate ticket coverage. Ideally, we
would like to use precision (the set of true positives detected over all detected
positives) and recall (the set of true positives detected over all true positives)
to measure the performance of CableMon. However, because we do not know
ground truth, we instead use customer tickets as indications of true positives.
We define ticket prediction accuracy as the ratio between the number of anoma-
lies detected by CableMon that lead to one or more customer tickets and the
number of total anomalies CableMon detects. Similarly, we define ticket cover-
age as the ratio between the number of tickets CableMon predicts and the total
number of network-related customer tickets. It is desirable that CableMon has

high ticket prediction accuracy because an ISP is often limited by the number
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of technicians it has to repair network faults, avoiding false alarms is practi-
cally more important than repairing all faults proactively. What we learned
from AnonlISP is that even a 10% reduction in customer calls can reduce their
operational costs significantly. Therefore, as a starting point, we aim for a high

ticket prediction accuracy and a moderate ticket coverage.

No manual labeling. One approach to detect network anomalies is to train
a supervised learning classifier on labeled data. The labels tell what PNM
metrics indicate network anomalies and what do not. However, we do not have
such labeled data. And due to lack of ground truth and the large size of the
data, manual labeling is also practically challenging. Therefore, we aim to

design CableMon without requiring manual labeling.

No extensive parameter tuning. We aim to release CableMon as an off-the-
shelf-tool at cable ISPs. Therefore, we require that CableMon’s fault detection

methods work effectively without much parameter tuning on the ISP side.

Efficient. We require that CableMon can detect whether there is a network
fault or not in real time. This is because an ISP can deploy CableMon as a
diagnosis tool in addition to using it for proactive network maintenance. When
an ISP receives a customer trouble call, it is often challenging to diagnose what
has caused the customer’s problem. An ISP can use CableMon to help diagnose

whether the problem is caused by a network fault.

3.3.8 Design Rationale

To meet CableMon’s design goals, we use customer trouble tickets as hints to train a

customized classifier to detect network faults. We hypothesize that the occurrences

of customer trouble tickets should correlate with those of network faults. When a
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FIGURE 3.2: This figure shows how the customer ticketing rate varies with the
values of SNR.

customer-impacting fault occurs, some customers are likely to call the ISP to fix it.
Each call creates a trouble ticket. If the values of PNM data can indicate network
faults, then the values of PNM data should correlate with how frequently customer
trouble tickets are created. In this paper, we define the average number of customer
tickets created in a unit time as the ticketing rate.

To validate this hypothesis, we measure how ticketing rate changes with different
values of a PNM metric. For a PNM metric m (e.g., SNR), we sort the values of m
in an ascending order. Each pair of adjacent values define a bin b. For each bin b,
we measure the number of tickets N, that occur in the time periods where the value
of m falls within the bin, and the total length of those time periods 7,. We then
divide N, by T, to obtain the ticketing rate for bin b. We note that a PNM record
is collected at discrete time points (roughly four hours apart in our datasets). We
assume that a PNM value remains unchanged between its collection points.

As an example, we show how the ticketing rate varies with the values of SNR in
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Figure 3.2. We normalize this value by the baseline ticketing rate, which we obtain
by dividing the total number of customer tickets in our dataset by the total collection
period. The line marked by the legend “All Tickets” shows how the ticketing rate
varies with the values of SNR if we consider all tickets; and the line marked by
“Network-related Tickets” shows how the ticketing rate of network-related tickets
varies with SNR. As can be seen, when the values of SNR are low, both the network-
related ticketing rate and the all-ticket ticketing rate tend to increase, suggesting
that low SNR values signal network faults.

In practice, customer tickets do not always indicate network faults. On the one
hand, many customers may call an ISP for non-network related problems. The
customer ticket data we obtain includes a ticket action field and a ticket description
field, which provide the information on how an ISP deals with a ticket. We observe
that nearly 25% of tickets are resolved via “Customer Education” or “Cancelled”,
suggesting that they are not caused by networking problems. On the other hand,
customers may not report tickets when network outages indeed take place. In our
ticket dataset, when an outage affects an entire region, all tickets caused by that
outage are labeled as “part of primary,” grouped and pointed to a primary ticket,
which is a representative ticket of the outage. We manually checked an outage that
affected more than 200 customers’” PNM data and observed that only ~ 6.1% of the
customers have a “part of primary” ticket and the rest ~ 93.9% of the customers did
not report anything.

To reduce noise in tickets, we select a subset of customer tickets that are likely
to be caused by network problems. We select the tickets based on both a ticket’s
action field and the ticket’s description field. From the action field, we select tickets
that lead to a “Dispatch” action. We assume that the tickets that caused an ISP to
dispatch a technician are likely to be triggered by network-related problems. From

the description field, we select tickets whose ticket description keywords suggest
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networking problems. Examples of such keywords include “Data Down”, “Noisy
Line” and “Slow Speed”. In the rest of this paper, we refer to those selected tickets
as “network-related tickets”.

Figure 3.2 compares how the ticketing rate of network-related tickets and all
tickets vary with SNR values. As can be seen, network-related tickets have higher
ticketing rates when SNR is low, suggesting that the occurrences of those tickets are
better indicators of network faults.

We note that according to the ISP who provided us the datasets, network-related
tickets may also contain non-networking tickets due to human errors. A human
operator who fills a ticket action or description field may make a mistake. And a
technician may be dispatched when there is no network fault due to an erroneous
diagnosis.

Challenges: A key question we need to answer is how to use customer tickets as
hints for detecting network faults. Ideally, if a customer calls only when a network
fault occurs, we could label the PNM records collected around the ticket creation
time as abnormal, and apply supervised learning to learn the PNM thresholds that
suggest a network fault. We have tried several such machine learning algorithms
when we started this project, but found that that this approach did not work well
with our datasets. First, customer calls are unreliable fault indicators. A customer
may or may not call when there is a fault and vice versa. Second, PNM data contain
noise. During a faulty period, some PNM metrics may occasionally show normal
values due to the added noise. Similarly, even when there is no fault, some PNM
metrics may show instantaneous abnormal values. Thus, if we use the tickets to label
PNM data, it may introduce many false positives as well as many false negatives.
We found it challenging to tune a machine learning algorithm with this labeling
method. It is even harder to explain the results when we change a parameter. Next,

we describe how we design CableMon to use a simple and customized classifier to

56



address these challenges.
3.4 Design

In this section, we describe the design of CableMon. We first describe how we
reduce the noise in customer tickets and the noise in PNM data. We then describe
a customized classifier that aims to robustly classify PNM values as normal and
abnormal despite the presence of noise. Finally, we describe how an ISP can use
the classification results to detect network faults and to help diagnose a customer’s

trouble call.
3.4.1 Reducing Noise in PNM Data

PNM data measure the instantaneous state of cable’s RF channels and contain noise.
An added noise may make a PNM metric take an abnormally low or high instanta-
neous value. To address this problem, we treat PNM data as time-series data and
apply statistical models to smooth the noise and generate additional features for
fault detection.

Table 3.2 summarizes all the statistical models we use to process PNM data. For
each PNM metric collected at timestamp ¢ with value V;, we calculate its average, its
weighted moving average (WMA), exponentially weighted moving average (EWMA),
the difference between the current value and its WMA (WMA Diff), and its variance.
We note that the average, WMA, WMA Diff, and variance values all require a window
size as a hyper-parameter. Because we do not have any prior knowledge on how to
set this parameter, we try a series of window sizes, ranging from 1 day to 7 days,
incrementing by 1 day at each step. For the A parameter required by EWMA, we
vary the value of X\ from 0.1 to 0.9, incrementing by 0.1 at each step. For each PNM
metric, we generate 37 time-series features. We apply this approach to all nine PNM

metrics and totally generate 333 time-series features. We refer to them as time-series

57



Table 3.2: This table summarizes the statistical models we use to generate the
time-series features.

Model ‘ Equation
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features.
3.4.2  Determining A Fault Detection Threshold

After we reduce noise in both the customer tickets and the PNM data, we aim to
determine a threshold for each PNM metric that indicates network faults. We note
that there is no explicit definition of what a network fault is. Instead, we choose to
use the network conditions that are likely to cause a trouble call to approximate a
network fault. With this approximation, we may not detect minor issues that do not
warrant a trouble call. We argue that this design is advantageous, because it allows
an ISP to prioritize its resources to fix the customer-impacting problems.

In the case of SNR, if we choose too high a value as a fault detection threshold, an
ISP may become too proactive, fixing minor problems that many customers may not
care, which we refer to as false positives. If we choose too low a value, an ISP may
miss opportunities to proactively repair a problem before a customer calls, which we
refer to as false negatives.

We aim to design an algorithm that minimizes both false positives and false
negatives. From our investigation in § 3.3.3, we see that different values of a PNM
metric have different likelihood to concur with a trouble ticket. Inspired by this
observation, we use the ticketing rate as a metric to help choose a fault detection
threshold. Our intuition is that the customer ticketing rate during a faulty period

should be higher than a normal period when there is no fault. Therefore, for each
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FIGURE 3.3: Analysis of ticketing rate ratio.
feature f generated from a PNM metric, we determine a threshold value thr; such
that thry maximizes the ratio between the ticketing rate in the time periods when
a network fault exists and the time periods when there is no fault. We refer to this
ratio as the ticketing rate ratio.

Specifically, we search through the range of values of a feature f in small steps. At
each step s, we consider the value of the feature fs € [fmin, fmaz], @s a candidate for
the threshold. We then compare the value of f at a PNM data collection point with
fs, and label the collection time period as abnormal or normal, based on whether the
value of f is below or above the candidate threshold value fs. For some features such
as the average SNR, below the threshold is abnormal. For other features, the opposite
is true. After determining each collection period as normal or abnormal, we count
the number of network-related tickets occurred in the normal and abnormal periods
respectively and divide them by the normal and abnormal time periods determined
by fs. We then compute the ticketing rate ratio: TRR(fs). The threshold value thry
is chosen as the value of f; that maximizes the ticketing rate ratio TRR(fs).

We also note that for features following a normal distribution such as Rx Power,
we choose to use two threshold values to determine whether a collection period is

normal or abnormal. The pseudo code can be found at § B.1.

99



We now explain why choosing a threshold that maximizes the ticketing rate ratio
may help minimize the false positives and false negatives. The entire time line
can be divided into two subspaces: the normal (no fault) and the abnormal (with
fault) periods. Ideally, the normal sub-space should not receive any trouble ticket.
In practice, there is always a ticketing noise. We assume a uniformly distributed
ticketing noise with the rate A, spreads the whole space. Similarly, we assume an
additional uniformly distributed ticketing rate that occurs only in the abnormal sub-
space and denote it as A,.

A threshold value thry of a feature also divides the time line into two subspaces:
normal and abnormal. The first subspace includes a true negative part T}, and a false
negative part Try, where an abnormal period is erroneously considered as normal.
The second subspace includes a true positive part T, and a false positive part Trp,
where a normal period is considered abnormal. The ticketing rate ratio determined

by the threshold thr; can be computed as follows:

AnTFP‘i‘()‘a"!‘)\n)Ta
_ To+Trp

D(To, Trp, Trn, Ta) = AT+ a+tAn) Ty
Tn+TrN

Both the numerator and denominator can be regarded as a weighted average of
A, and A, + A\, with the time period lengths as the weights. Because \, + A\, > A\,
always holds, we can show that the derivatives of D over the false positives Trp and

the false negatives Try are non-increasing:

oD
<0 and

<0
OTrp OTrn

Therefore, because Trp and Try are non-negative, the ticket rate ratio is maximized

when both false positives and false negatives are zero:
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Table 3.3: Top 5 features and their ticketing rate ratio.

Features ‘ Ticketing Rate Ratio
snr-var-2 14.49
uncorrected-var-1 7.66
rxpower-wma-diff-4 5.31
t3timeouts-wma-diff-1 4.93
t4timeouts-var-1 4.18

3.4.3 Feature Selection

We have a total of more than three hundred time-series features and it is unlikely
they are all useful indicators of network faults. To find the relevant features, we only
select the features with high ticketing rate ratios from each PNM metric. Specifi-
cally, among the same type of features derived from a PNM metric with different
hyperparameters, we choose the one with the highest ticketing rate ratio as the repre-
sentative feature. For each representative feature derived from the same PNM value,
we choose the top two with the highest ticketing rate ratios. Finally, among the
remaining candidates, we choose the top N features that have the highest ticketing
rate ratios. We determine the number of features N based on the desired ticketing
rate ratios, ticket prediction accuracy, and ticket coverage as we soon describe in
§ 3.5.1.

Table 3.3 shows the top five features we used and their ticketing rate ratios
calculated from our training sets (Section 3.5.2). The name of each feature consists of
the raw PNM metric, the statistical model we apply to the metric, and the parameter.
For example, the snr-var-2 means the variance of SNR with a 2-days window size.
We note that all features have a high ticketing rate ratio and we expect them to

effectively detect network faults.
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FIGURE 3.4: This figure explains the sliding window algorithm.

3.4.4  Combining Different Features

Different PNM features may detect different types of network faults. Therefore, we
build the final classifier by combining the detection results of all selected features.
As long as one selected feature considers a PNM collection period abnormal, we
classify the collection period as abnormal. For each selected feature, we have already
chosen a threshold that maximizes the ticketing rate ratio. Therefore, we expect
that combining the results of all selected features will also provide a high ticketing

rate ratio. We evaluate the results of our classifier in § 3.5.1.
3.4.5 ISP Deployment

An ISP can use CableMon in two ways: proactive network maintenance for predicted
trouble tickets and diagnosing the root cause of a trouble ticket when receiving a call.
In this section, we describe the algorithms for an ISP to decide when to send out a
repair technician proactively and how to diagnose the root cause.

CableMon’s classifier can monitor an ISP’s network continuously. It can output
a normal and abnormal decision when a PNM record is collected from a customer’s
modem. However, due to the existence of noise and the intermittent nature of some
faults, if an ISP makes a dispatch decision whenever it observes an abnormal PNM
data point, it may lead to many false positives. To address this problem, we design
a sliding window algorithm for an ISP to make a dispatch decision. The high-level

idea of this algorithm is that an ISP should only dispatch a technician after a fault
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persists.

Figure 3.4 explains this algorithm. The algorithm takes two parameters: y and
x, where y is the size of the window, and z is the number of abnormal data points
detected in the window. When an ISP collects a new PNM record, it looks back
to a window size y of collection points. If x out of y data points are considered
as abnormal, then the ISP should dispatch a technician to examine and repair the
network.

An ISP can determine the parameters x and y based on the false positives and
false negatives it is willing to tolerate. The ISP can estimate the values of false
positives and false negatives from its historic PNM data and ticket data. Therefore,
choosing those parameters only requires an ISP to train CableMon using its own
PNM and ticket data and does not require tuning. In § 3.5.1, we use our datasets to
show how an ISP can effectively choose the parameters x and y.

Similarly, an ISP can use CableMon to help diagnose the root cause of a call.
When it receives a trouble call, if the customer complains about a performance
problem, and the ISP sees that in the past collection window of size y, there exists
x abnormal collection points, the ISP can conclude that the trouble is likely to be

caused by a network problem.

3.5 Evaluation

In this section, we describe how we evaluate CableMon’s performance.
3.5.1 FEstablishing Evaluation Metrics

Ideally, we would like to deploy CableMon on a real cable ISP and measure how
it reduces the number of trouble tickets over a long term. It is our future work to
conduct such a real-world experiment. In this work, we aim to estimate how many

trouble tickets CableMon would reduce were it deployed on our collaborating ISP.
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To do so, we emulate the sliding window algorithm described in § 3.4.5 using our
test dataset. We start from the beginning of the test dataset. If there are x abnormal
points detected in a window size of y, we mark it as the beginning of a fault. We then
move the window to the next data point. When the number of abnormal points falls
below z, we mark it as the end of a fault. If there is a trouble ticket occurred during
a fault, we consider this fault detection as a true fault. We note that if we detect
a fault simultaneously within multiple customers, as long as one customer reports
a ticket, we consider it a true fault. We assume that if an ISP dispatched a repair
technician when it detected the onset of the fault, it could have avoided the trouble
ticket. We define ticket prediction accuracy as the number of true faults divided
by the total number of detected faults. We define ticket coverage as the number
of trouble tickets occurred during a detected fault divided by the total number of
network-related trouble tickets.

It is not sufficient to use only ticket prediction accuracy and ticket coverage to

gauge CableMon’s performance. This is because if CableMon detects the entire
time period that spans the test dataset as a faulty period, it will achieve 100%
ticket coverage and ticket prediction accuracy. To avoid this pitfall, we also use the
normalized ticketing rate, which is defined as the ticketing rate in all faculty periods
normalized by the ticketing rate of the time period that spans the test dataset. If
CableMon erroneously detects the entire time period as abnormal, it will achieve a
low normalized ticketing rate close to 1.
How an ISP chooses the sliding window parameters: In practice, an ISP
can use a training set to determine the threshold values of CableMon’s classifier. It
can use the ticket prediction accuracy, ticket coverage, and the normalized ticketing
rate obtained from a validation set to choose the combination of the sliding window
parameters.

We show an example in Figure 3.5. In this example, we choose a window size
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FIGURE 3.5: This figure shows the ticket detection accuracy, the ticket cover-
age, and the normalized ticketing rate with different parameters.

of 12 data points (y = 12), which is roughly two days long. We then measure the
ticket prediction accuracy, ticket coverage, and the normalized ticketing rate when
the number of abnormal points = varies from 0 to 12. As can be seen, when z is
around 8, the sliding window algorithm achieves a high normalized ticketing rate, a
relatively high ticket prediction accuracy 80%, and a ticket coverage around 20%.
Since avoiding false dispatches is more important than predicting all trouble tickets,
an ISP can choose (8, 12) as its sliding window parameters for fault detection.

We have tried different sizes of the sliding window, ranging from one to 60 data
points. For each window size, we use the above method to choose the parameter
x such that both the ticket prediction accuracy and the normalized ticketing rate
are high, and the ticket coverage is above a minimum threshold 15%. We compare
the tickets and the faulty periods detected by different window parameters. We use
the Jaccard similarity metric [73] to measure the overlaps of faulty periods detected

by different window parameters. As can be seen in Figure 3.6, 90% of the tickets
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FIGURE 3.6: This figure shows the percentage of tickets detected by different
window sizes overlap with those detected by a fixed window size.

detected by windows larger than 12 overlap; and the faulty periods detected by
them have a Jaccard similarity larger than 60%. This result suggests that different
window parameters are likely to detect the same sets of faults, and the performance

of CableMon is not sensitive to the window parameters.
3.5.2  Fxperiment Setup

After we establish the evaluation metric, we train and evaluate CableMon on a 50-
machine Linux cluster with 40 ~ 512 GB RAM and 8 ~ 48 core running Ubuntu
18.04. CableMon is trained on five-month data from 01/06/2019 to 05/30/2019 and
tested with three-month data from 06/01/2019 to 08/31/2019.

Comparing with the Existing Work: We compare CableMon’s performance with two
existing methods. One is from our collaborating ISP, AnonISP, which uses a visu-
alization tool that colors different ranges of PNM values for an operator to manu-

ally monitor its networks’ conditions. AnonISP’s tool has two manually configured
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thresholds for several raw PNM values and therefore has three fault indication levels:
normal (green), marginal (yellow), and abnormal (red). We compare AnonISP’s tool
against CableMon with these thresholds and regard both yellow and red levels as
network fault, as the ISP’s experts usually do.

Another tool from industry uses Comcast’s scoreboard method [69]. Comcast is
considered as the leading company in the area of PNM research. They developed
a method that compares a PNM metric to a threshold and assigns a score to each
comparison result. If the sum of the comparison scores exceeds a threshold value,
then the method considers there is a fault in the network.

Since both AnonISP and Comcast’s tool detects a fault using a single PNM data

record, we apply the sliding window algorithm to both tools for a fair comparison.

Comparing with Machine Learning Techniques: We also compare the performance of
CableMon with three classical machine learning algorithms: Decision Tree (DT) [92],
Random Forest (RF) [22] and Support Vector Machine (SVM) [51]. Since these
algorithms require labeled data, we label the PNM data with tickets. Each ticket
has a creation time and a closed time. We label the PNM data collected between this
time interval as positive samples and other data as negative samples. We generate
47,518 positive samples and the same number of abnormal samples as our training
set to train the machine learning models and evaluate them with the same evaluation
metrics.

Table 3.4 shows the ticket prediction accuracy, the ticket coverage, and the nor-
malized ticketing rate of different methods. As can be seen, CableMon achieves the
highest ticket prediction accuracy and the highest normalized ticketing rate among
all methods. Its ticket coverage is lower than that of AnonISP. However, this is
because AnonISP detects too many false faults, as shown by its low ticket prediction

accuracy. We note that all three machine learning algorithms require a long training
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Table 3.4: Performance of different methods

Ticket Ticket Normalized
Methods Prediction | Coverage | Ticketing Rate
Accuracy
CableMon 81.92% 22.99% 3.55
Decision Tree 68.93% 15.53% 2.52
SVM 75.64% 12.54% 2.02
Random Forest 73.14% 14.21% 2.24
Comcast 23.48% 2.21% 1.18
AnonISP’s tool 10.04% 25.13% 0.98
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FIGURE 3.7: This figure shows the number of different types of tickets detected
by different methods.

time, as each has multiple parameters to tune. The results we present here are the
best ones after many rounds of tuning. When we started this project, we started
with those algorithms, but abandoned them due to the challenges to tune them and

to explain the results when certain parameters are changed.
3.5.8 Detected Tickets Statistics

To further analyze the detected tickets, we examine the tickets detected by CableMon

and existing ISP tools according to the ticket action and description fields. We omit
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FIGURE 3.8: The figures show the CDF, mean, and median of the life time of
tickets predicted by different methods.
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FIGURE 3.9: The figures show the CDF, mean, and median of the report waiting
time of tickets predicted by different methods.

the results of the machine learning algorithms for clarity. The characteristics of
the tickets detected by those algorithms are similar to those of CableMon, but they
have lower ticket detection accuracy and coverage. Figure 3.7 shows the number of
different types of tickets detected by different methods. As can be seen, CableMon
can detect a significantly more number of dispatched and high severity tickets than
the two existing ISP tools.

Figure 3.8(a) shows the distribution of a detected ticket’s life time, and fig-
ure 3.8(b) shows the average and median life time of a detected ticket. A ticket’s life
time is defined as the time between a ticket is created to the time a ticket is closed.

As can be seen, the tickets detected by CableMon have longer life times, suggesting
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FIGURE 3.10: This figure shows the PDF of the length of a detected fault.
that CableMon detects the problems that take longer to resolve.

We also measure the time elapsed from when a fault is detected to when a ticket
is created. We refer to this time as “Report Waiting Time.” Figure 3.9(a) shows
the cumulative distribution of the report waiting time of different methods, and
Figure 3.9(b) shows the average and median report waiting time of different methods.
As can be seen, CableMon’s report waiting time is also significantly shorter that that
of other methods, indicating that its detected faults lead to customer trouble tickets
faster than those detected by other methods.

Finally, we measure the distribution of a fault detected by different methods.
Figure 3.10 shows the PDF of the length of a fault detected by different methods.
As can be seen, CableMon detected faults tend to last a moderate period of time.
The highest probability density is slightly less than 100 hours (roughly four days).
Comcast’s tool detects many faults that last less than one day, shorter than what a
typical network repair action takes. This result suggests that many of the detected

faults could be false positives. The faults detected by AnonISP’s tool have a wide
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range of life span, from very short faults to very long faults (>500 hours), which are
outside the normal range of repair actions. Again, this result suggests that many of

the detected faults could be false positives.
3.6 Related Works

Previous work measured the reliability of broadband networks. The Federal Commu-
nications Commission launched the Measuring Broadband America (MBA) project [39]
since 2010. Bischof et al. [20] showed that poor reliability will heavily affect user traf-
fic demand. Padmanabhan et al. [82] demonstrated that the outages of broadband
networks tend to happen under bad weather conditions. Baltrunas et al. [15] also
measured the reliability of mobile broadband networks.

Network fault diagnosis has attracted much attention from the community for a
long time. Many approaches from industry, especially the cable industry, set manual
thresholds for certain measured metrics to detect network outages. Amazon [40] used
a fixed threshold to monitor the condition for its cloud services. Zhuo et al. [123]
treated packet loss as a fault indicator and showed the correlation between Tx/Rx
Power and packet loss rate. They again use manually set thresholds to detect network
faults. Lakhina et al. [67] proposed the first framework that applied Principal Com-
ponent Analysis (PCA) to reduce the dimension of network traffic metrics. Huang
et al. [57] showed that Lakhina’s framework works well with a limited number of
network devices, but has performance issues on larger datasets. Moreover, Ringberg
et al. [94] pointed out that using PCA for traffic anomaly detection is much more
tricky than it appears. Besides PCA, many other statistical models are applied to
network anomaly detection. Gu et al. [48] measured the relative entropy of the met-
rics and compared them to the baseline. Subspace [76] is introduced to deal with
high-dimensional and noisy network monitoring data. Kai et al. [64] used Expecta-
tion-Maximization (EM) algorithm to estimate the parameters of their model and
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obtain the upper or lower bound of the common metric values. Independent Compo-
nent Analysis [85], Markov Modulated Process [88], and Recurrence Quantification
Analysis [84] are also introduced to find the anomaly points in time series data.
These methods aim to detect sudden changes in data. Differently, CableMon uses
customer ticket as hints to label the input data and uses the ticketing rate ratio to
select relevant features.

Recently, machine learning has been used for network anomaly detection. Leung
et al. [72] designed a networking anomaly detection system using a density-based clus-
tering algorithm, which obtained the accuracy as 97.3%. Dean et al. [34] presented
an Unsupervised Behavior Learning framework based on the clustering algorithm.
However, cluster-based approaches do not work well with sparse data, which is the
case of our PNM data where abnormal events are rare. Sung et al. [105] deployed
Support Vector Machines (SVMs) to estimate the actual crucial features. According
to our evaluation, SVMs do not perform as well as CableMon. Liu et al. [77] adopted
more than twenty statistics models to obtain more features from the original data.
They used all generated features in Random Forest and achieved high accuracy and
effectiveness. However, they still require manual labeling to train the Random Forest
model. PreFix [119] predicts switch failures with high precision and recall. However,
it also requires significant manual efforts for labeling, while our work does not. Pan
et al. [86] also used the tickets as the hints to select potential network faults. How-
ever, they still asked experts to manually label network faults and use this labelled
data to train a Decision Tree model. In contrast, CableMon does not use any manual
label.

Previous researches have also focused on processing customer report tickets. LO-
TUS [110] deploys Natural Language Processing (NLP) techniques to understand the
tickets. Potharaju et al. [91] built a system that automatically processes the raw text

of tickets to infer the networking faults and find out the resolution actions. Jin et
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al. [62] studied the tickets in cellular networks and categorized the types of customer
trouble tickets. Chen et al. [32] and Hsu et al. [54] use both customer trouble tickets
and social media postings to determine network outages. This work combines an

ISP’s customer trouble tickets and PNM data to infer network faults.
3.7 Discussion

CableMon uses customer trouble tickets as network fault indicators to build a classi-
fier without manual labeling. We plan to focus on the following directions to improve

the performance of CableMon:

e When there lacks a large set of labeled data, semi-supervised learning [122]
combines a small set of labeled data and a large set of unlabeled data to im-
prove classification accuracy. We plan to investigate whether semi-supervised
learning approach as well as other machine learning methods such as deep

learning can improve the performance of CableMon.

e Presently, we use network-related tickets to train the classifier. We have discov-
ered that customers tend to report tickets at weekdays rather than on weekends
and during the day rather than at night. From this pattern, one may infer that
if a customer reports a ticket at an “atypical” time, it is more likely to indicate
a customer-impacting problem. If we place a higher weight for such “outlier”
tickets in a classification algorithm, we may increase both the ticket prediction

accuracy and coverage.

e ISPs desire to differentiate failures that affect a group of customers from those
that affect a single customer. We refer to faults that affect multiple customers
as “maintenance issues.” If there is a maintenance issue, it is also desirable to
locate the place where this issue has happened. It is possible to infer mainte-

nance issues by clustering customers’ PNM data, and to infer the location of a
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maintenance issue by combining the geographical location of each modem with

the topology of HFC network. It is our future work to study these problems.

e When detecting network faults, CableMon outputs whether there is an abnor-
mal event and how long it exists. It is desirable to rank the severity of abnormal
events so that an ISP can prioritize its repair actions. It is our future work to

explore such ranking algorithms.

3.8 Conclusion

Cable broadband networks are widely deployed all around U.S. and serve millions of
U.S. households. However, cable networks have poor reliability. Although the cable
industry has developed a proactive network maintenance (PNM) platform to address
this issue, cable ISPs have not fully utilized the collected data to proactively detect
and fix network faults. Existing approaches rely on instantaneous PNM metrics with
manually set thresholds for fault detection and can introduce an unacceptably high
false positive rate. We design CableMon, a system that learns the fault detection
criteria from customer trouble tickets. Our design overcomes the noise from both
PNM data and customer trouble tickets and achieves a nearly four times higher
ticket prediction accuracy than the existing tools in the public domain. This is a
first step toward enabling an ISP to use PNM data to proactively repair a failure
before a customer calls and to diagnose whether a customer trouble call is caused by

a network fault.
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4

Fault Diagnosis on Cable Broadband Networks

4.1 Introduction

Fault diagnosis in a network is laborious and error prone. Much existing work fo-
cuses on debugging configuration or software errors of a backbone or datacenter net-
work [117, 74, 112, 12, 60], while diagnosing network faults in a broadband network
remains a challenging problem.

This work studies a fault diagnosis problem present in cable broadband networks.
Cable broadband networks have a hybrid fiber coaxial (HFC) architecture. The
coaxial segments of a cable network consist of many components that are prone to
failures, e.g., amplifiers, cable connectors, and cable shieldings. There are two types
of common faults that impact the service quality and availability of cable broadband
networks. The first type of fault is referred to as a service issue, where a faulty
component lies in a subscriber’s premise. The second type of fault is referred to as
a maintenance issue, where a faulty component lies inside the cable network itself.

It is important to differentiate a service issue from a maintenance issue, because

repairing different types of faults requires different types of technicians. If a cable ISP
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makes a wrong dispatch decision, i.e., sending a service technician to a subscriber’s
home for a maintenance issue or vice versa, the technician will not be able to repair
the fault, leading to the waste of operational resources. An industry expert estimated
that around 40% of dispatch decisions in their networks are likely to be erroneous [8],
and correct fault diagnosis can save millions of dollars of annual operational costs.

Presently, there does exist a publicly available tool in the cable industry to help
operators differentiate service issues from maintenance issues. The DOCSIS frame-
work includes a proactive network maintenance (PNM) infrastructure that period-
ically collects performance metrics from cable devices [26]. Many cable operators
use these telemetry data and simple threshold-based techniques to monitor faults in
their networks [59, 56, 69]. When a performance metric from a cable device becomes
abnormal, a software tool with a graphic user interface displays the device with a
different color on a map. When an operator receives a trouble ticket, if she observes
that there are a group of nearby devices appearing to be abnormal, she considers the
problem a maintenance issue. Otherwise, she considers the problem a service issue.

This manual troubleshooting process is both ineffective and inefficient. A service
issue and a maintenance issue can occur simultaneously in the same geographic area,
and eye-balling the abnormal devices on a map cannot separate the two. Second,
during the early onset of a maintenance issue, the affected devices may not consis-
tently report abnormal performance metrics. Therefore, they may not form a visually
salient group on a map. A human operator may erroneously diagnose a maintenance
issue as a service issue. Finally, as it is infeasible to manually monitor the devices in
a network around the clock, an operator cannot proactively react to a maintenance
issue before she starts to receive trouble calls. As a maintenance issue can impact a
large number of users and repairing them is time consuming, the delayed response
time can lead to service interruptions and customer dissatisfaction.

In this work, we collaborate with a U.S. regional cable ISP to develop an open
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source tool: TelApart, to automatically diagnose the type of a fault in cable broad-
band networks. At a high level, TelApart adapts a clustering algorithm to group
devices that exhibit common anomaly signatures together. Because a cable network
is a shared media network, a fault inside the network will affect multiple devices.
Therefore, when an anomalous group exists, TelApart considers the fault a mainte-
nance issue, and otherwise, a service issue.

The design and evaluation of TelApart face a number of practical challenges.
First, because of operational constraints, there do not exist high-quality labeled
data that classify network faults as service issues or maintenance issues. Therefore,
we are limited to use unsupervised learning techniques (i.e. clustering) to separate a
maintenance issue from a service issue. In addition, lack of labeled data also makes
it difficult to evaluate how well a fault-diagnosis technique works, as there is no
ground truth. Second, the telemetry data an ISP collects consist of many missing
data points, as they are periodically collected using the unreliable Simple Network
Management Protocol (SNMP). Because of missing data, during any period of time,
we may collect different numbers of data points from different devices. Third, even
for the non-missing telemetry data, they are not aligned in time, again due to the
limitations of a cable ISP’s telemetry infrastructure. Missing and unaligned data
makes comparing the similarity of two devices’ anomaly signatures difficult, but
similarity (or distance) comparison is key to all clustering algorithms [61].

We employ several techniques to address the above challenges. An important
technique we develop is a data pre-processing algorithm that infers missing data
points and then aligns the data points in time. With this pre-processing algorithm,
we can compute a similarity metric between the telemetry data points collected from
two devices. In addition, we can use missing data points as a useful anomaly indicator
for fault diagnosis. Another important design choice we make is to adopt a non-
conventional clustering algorithm, the Louvain community-detection algorithm [21],
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to group devices that have similar anomaly patterns together. It can separate devices
affected by service issues from those affected by maintenance issues by the sizes
of different clusters. The Louvain algorithm works robustly in the context of our
problem, where the telemetry data have many missing collection points and are
unaligned in time. Finally, we develop a method that combines a moderate amount
of manual labeling effort and trouble ticket statistic analysis to evaluate TelApart’s
performance. We use trouble tickets reported by customers as noisy labels and use
the statistical differences derived from these labels to evaluate the performance of
TelApart.

We compare TelApart’s effectiveness and efficiency with three alternative ap-
proaches: DBSCAN [38], the single-linkage hierarchical clustering algorithm [100],
and complete-linkage hierarchical clustering algorithm [35]. Using manually labeled
ground truth, we show that TelApart achieves a rand index [93] of 0.91, outper-
forming the other alternatives. We compare a few metrics derived from the trouble
tickets during the time periods when TelApart concludes there are maintenance is-
sues with those during the time periods when TelApart concludes there are service
issues. We observe significant differences between the two sets of metrics, suggesting
that TelApart can effectively differentiate maintenance issues from service issues.

This work makes the following contributions:

1. We develop a data pre-processing algorithm that can infer missed data col-
lection points and align data periodically collected from different devices in
time. We believe this pre-processing algorithm is applicable to other network
monitoring context where data are collected periodically using unreliable pro-
tocols. In addition, this pre-processing algorithm turns missing data points
into a network availability metric [50], which is useful in failure detection and

fault diagnosis.
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FIGURE 4.1: An overview of the Hybrid Fiber Coaxial (HFC) architecture.
2. We discover that the Louvain community detection algorithm works robustly

and efficiently with missing and unaligned telemetry data.

3. We combine manual labels with trouble ticket statistics to evaluate TelApart.
We believe this approach is applicable to evaluate other fault diagnosis systems

where users exhibit different ticketing behaviors for different types of faults.
4.2 Background

In this section, we will outline the network architecture of this study and provide an

overview of the dataset collected from the architecture.
4.2.1 Hybrid Fiber-Coazial (HFC) Architecture

A cable network has a hybrid fiber and coaxial (HFC) architecture. Figure 4.1
presents a schematic illustration of this architecture. The Cable Modem Termination
System locates at the headend of an ISP, providing Internet connections to cable
modems (CMs) at the subscriber’s premises. A CMTS delivers network traffic via
optical fibers to Fiber Optic Nodes (FNs). FNs convert analog signals to light signals
or vice versa, which distributes the analog signals to individual homes or businesses
via coaxial cables. Usually, an FN serves hundreds of customers. To alleviate analog

signal attenuation, amplifiers are deployed in the HFC network to ensure that the
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signal delivered to the end users is strong and of high quality.

Fault diagnosis has long remained as a challenging issue in cable networks. The
coaxial portion of a cable network is prone to radio-frequency (RF) impairments. A
BBC news article titled “Old TV caused village broadband outages for 18 months” [5]
is just one of the anecdotal evidence. In response to this challenge, the cable industry
developed the PNM network monitoring framework to facilitate anomaly detection
and fault diagnosis. A monitoring server sends periodic SNMP queries to collect
performance data from customer cable devices as well as a CMTS. We refer to such

data as telemetry data.
4.2.2  Datasets

For the purpose of this study, an anonymous cable ISP (ISP-X), which is a member
of CableLabs, contributed telemetry data collected from their networks and their

customer trouble tickets data. We describe each dataset in turn.

Telemetry data These data are collected from 70k+ customer devices and span a
period of 16 months. A monitoring server collects the data approximately every 4
hours. According to ISP-X, it is difficult for their infrastructure to support a shorter
collection interval, due to the amount of data collected.

Each data collection point includes multiple performance metrics and the most

useful ones for anomaly detection include the following fields:

e Timestamp: Each data point includes a timestamp field that records the time

the data point was collected
o Anonymous device id: The hashed MAC address of a device
e ['N: Which fiber optic node serves this device.

e SNR: A transmission signal’s signal-to-noise ratio measured at a CMTS
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Uncorrected codewords: The cumulative number of codewords that are dis-

carded by a CMTS due to uncorrectable errors since a device’s last reboot

time
e TX Power: The signal transmission power when a device sends a signal
e RX Power: The corresponding received signal power at the CMTS.

o Per-Fqualization Coefficients: The coefficients used by the pre-equalizer in

CMs to compensate for noise in coaxial cables.

e Location with noise: The longitude and latitude of each cable device with

shifting and scaling.

Customer reported tickets 'The trouble tickets data span over the same period as the
telemetry data and are from customers located within the same networks. A ticket
is created when a customer calls the customer support service of ISP-X. Each ticket
contains a number of fields, including the customer’s account number, the ticket open
time, the ticket close time (if any), a rough category of the issue based on the ISP’s
diagnosis, and most importantly, if the ticket is a primary ticket, a part of primary
ticket, or neither. The last field is crucial to this work because the ISP will tentatively
group tickets if they believe the reported problems be caused by a maintenance issue.
And for each group, one ticket is labeled as the primary ticket (usually the one that
is reported first), and other tickets are labeled as part of primary tickets associated
with the primary ticket. In this work, we call primary tickets and part of primary

tickets maintenance tickets, and the other tickets service tickets.

FEthical Considerations We discussed with the IRB of our organization before con-
ducting this project. The IRB determined that this project does not meet the defi-

nition of research with human subjects.
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4.3 Overview

In this section, we describe the motivation behind the design of TelApart. We will
first introduce the limitation of the existing method to detect maintenance issues. We
will then shed light on our key observations and approach for maintenance fault di-
agnosis in cable broadband networks. Finally, we will show the challenges introduced

by cable network scenarios.
4.3.1 Status Quo

PNM best practice document [25] written by CableLabs provides an approach to lo-
cate different levels of the network issues, such as general plant-wide issues, neighborhood-
localized issues, or specific end devices issues, in cable broad networks. This approach
uses the clustering algorithm to cluster the CMs with similar frequency responses.
The frequency response is derived by applying FFT for the per-equalization coef-
ficients of each CM. Usually, a frequency response with high amplitude indicates
the CM is affected by signal impairment. CMs with similar abnormal frequency
response patterns are affected by the same signal impairment. By checking the num-
ber of affected customers, ISPs can determine whether a network issue is a service
or maintenance issue.

We implemented the recommended algorithm and applied it to our dataset. To
evaluate its performance, we use the ticketing rate, an evaluation metric used in
CableMon [56], to identify whether network issues detected by the recommended
algorithm affect the quality of service (QoS) of cable broadband networks. The
ticketing rate means the number of tickets observed in a unit of time. If there are
n customers reporting k tickets within x weeks, the ticketing rate is calculated by
k/(n x x). If a network issue exists during a certain period, the ticking rate during

this period will increase [56]. Normalized ticking rate is defined as the ticketing
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FIGURE 4.2: This figure shows how the transmission power of six cable devices
in the same fiber optic node fluctuate over time.

rate of abnormal periods divided by the overall ticketing rate. We calculate the
normalized ticketing rate from the results of the recommended algorithm. The value
is only 1.14, indicating that the recommended algorithm detected network issues
will not highly affect the QoS of cable broadband networks. This unexpected result
is caused by per-equalization coefficients. The per-equalizer in each CM adjusts its
sending signal to compensate for the signal impairment during transmission. In many
cases, the signal impairment can be mitigated, which will not damage the QoS but
affect the per-equalization coefficients. This helps ISPs find potential issues in the
cable network. However, due to the limited resources, our cooperating ISP wants to
focus on detecting existing issues affecting customer experience, which inspires us to

develop a new tool to detect maintenance and service issues.
4.83.2  Anomaly Patterns

Instead of focusing on per-equalization coefficients, we checked all the metrics men-

tioned in Section 4.2.2. We manually examined several anomaly patterns to gain
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FIGURE 4.3: This figure shows the locations of the cable devices with different
data patterns.

insight into how to separate a service issue from a maintenance issue. Figure 4.2
shows an example. In this figure, we sampled the transmission power levels of three
types of devices from a fiber optic node. The orange dots show the transmission
power levels of three devices that exhibit similar anomalous patterns in the changes
in their transmission powers. When a noise leaks inside a cable transmission channel,
a device increases its data transmission power to overwhelm the noise. So a sudden
increase in transmission power is an indicator of noise invasion. The green dots show
the transmission power levels of two devices that are not impacted by the noise.
The red dots show the transmission power levels of a device that exhibits a different
anomalous pattern.

Figure 4.3 shows the geographic distribution of the devices in the fiber optic
node. We use the same color coding schemes to plot the devices. The orange dots
plot the geographic locations of the devices that exhibit similar anomalous patterns

as depicted in Figure 4.2. Each red dot shows the geographic location of a device
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FIGURE 4.4: This figure shows an example of missing telemetry data. Device
z and y have no overlapping data points.

that exhibits a distinct anomalous pattern. And the green dots show the locations
of the devices that do not exhibit any anomalous pattern.

We highlight two observations. First, we observe that there is a red dot lo-
cated within the orange cluster. Without an automated algorithm that classifies the
anomalies into two distinct patterns, an operator may erroneously conclude that the
device depicted by that red dot was affected by the same network issue as the devices
depicted by the orange dots. Second, we observe that the transmission power levels
of the three devices in orange dots have different values, but the increase and decrease
trends are common. Similarly, those of the two devices in green dots have different
values, but are both flat with small fluctuations. This observation motivates us to
use a clustering algorithm to group devices that exhibit similar anomalous behaviors
together. The hypothesis is that similar anomalous patterns are a strong indicator
that the devices are affected by a common fault in the network. Therefore, we can
conclude that the fault is a maintenance issue. In contrast, a distinct anomalous
pattern as depicted by the red dots in Figure 4.2 suggests there exists a different

fault that affects only one customer.
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4.3.83  Challenges

From the data visualization step described above, we gained the conceptual under-
standing that we can use clustering to distinguish a maintenance issue from a service
issue. However, after a more detailed examination of the telemetry data, we discov-
ered several unique challenges of cable broadband networks that are not addressed by
theoretical studies of clustering algorithms. First, the telemetry data we have con-
tain many missing data points as illustrated in Figure 4.4. There are three devices
in the figure and each circle indicates a data point. During the time period [t;, t2],
there are three, eight, and four data points collected from each device, respectively.
Second, each device’s data collection points are not aligned in time.

A clustering algorithm requires that we compare the similarity of two devices so
that we can decide whether they belong to the same cluster. It is unclear how to
compute the similarity between two devices when missing and unaligned data exist.
As shown in Figure 4.4, device x and device y have no data points overlapping in time
during the period [t1,ts]. For devices that have overlapping data points, they are
not aligned in time. So it is unclear how to compare the data points. For instance,
should we compare the data point x3 with z3 or 2,7

Finally, the telemetry data we have are unlabeled. Had we had a sufficient number
of high-quality labels that map a device’s anomalous telemetry data to a fault type,
we could have used supervised learning to train a model for fault diagnosis, obviating
the need for similarity comparison. However, manual labeling the data for model
training is not feasible, as it takes weeks for domain experts to label just a small
number of anomalies. So we are limited to adapt a clustering algorithm to work with
the telemetry data we have. Moreover, without labeled data, it is unclear how to
evaluate the quality of a clustering algorithm prior to real-world deployment. In the

rest of this paper, we describe how we address these challenges.
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4.4  Design

4.4.1  Overview

Before we describe TelApart’s design details, we present an overview. TelApart treats
the telemetry data collected from each device as time-series data. It can operate in
two modes: reactive and proactive. In a reactive mode, a network operator invokes
TelApart when an event such as a trouble ticket occurs and the network’s fault detec-
tion system signals that there is a hardware-related anomaly. In a proactive mode,
a network operator periodically invokes TelApart, e.g., at five am every day. The
network operator scans every device in a fiber node and if they detects an anomaly,
the operator uses TelApart to diagnose whether the anomaly is a maintenance issue
Or a service issue.

Suppose TelApart runs at time ¢, which is either triggered by a trouble ticket
or invoked proactively. We refer to the device that shows an anomaly and triggers
TelApart as a triggering device. TelApart takes as input the telemetry data collected
from each device in the same fiber node as the triggering device in the previous d-day
period: [t—d,d]. The look-back time d is a configuration parameter. We discuss how
to set it in § 4.4.6. For each such device, TelApart first infers the missing telemetry
data points for that device if there is any (§ 4.4.2). Then for each pair of devices in
the same fiber node, it aligns their telemetry data points (§ 4.4.3). In the meantime,
for each telemetry metric useful for fault diagnosis, it computes a corresponding
similarity score between the two devices for that metric (§ 4.4.4). Finally, it uses
a community detection algorithm to cluster devices with similar anomaly patterns
together (§ 4.4.5). If the triggering device shares the anomaly patterns with a cluster
of devices and the number of devices in the cluster exceeds a small threshold (c),
TelApart considers a maintenance issue has caused the observed anomaly. Otherwise,

it considers the anomaly is caused by a service issue. The threshold c is also a
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configuration parameter. We discuss how to set it in § 4.4.6.

We note that in the proactive mode, TelApart only needs to run the missing data
inference, alignment, and clustering algorithms once for each fiber node. It can save
the clustering results and use them to diagnose all devices that exhibit anomalous
data patterns in the same fiber node. In the reactive mode, TelApart can also save

the clustering results for a period of time to save computation overhead.
4.4.2 Inferring Missing Data Points

A monitoring server collects telemetry data from each device periodically and un-
reliably. A data collection request may not receive a response due to package loss,
timeout, or destination unreachable. We call it a missing data point. Missing data
points are valuable since they can indicate both availability and reliability issues.
Missing data points caused by package loss and timeout reflect the unreliable of the
cable broadband network, while the missing caused by destination unreachable hints

the customers cannot connect to the Internet. However, due to the limitation of the
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FIGURE 4.5: This figure shows the probability density function of data collec-
tion intervals.
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FIGURE 4.6: This figure shows the steps in TelApart’s data alignment algo-
rithm.

data collection framework, it will record nothing to the system if no response hap-
pens. Therefore, whether the collected data contain missing data points is unknown
to us.

To address this challenge, we developed an algorithm to infer the missing data
points in our data. We highlight two observations. First, the data collection process
will always collect the telemetry data from 3 channels of a CM simultaneously. If
one of two channels’ data is missing, we call it channel missing. Our experiments
show the channel missing has a low normalized ticketing rate. In this work, we will
ignore the channel missing. Second, most of the data collection intervals are centered
around the collection period: four hours. Figure 4.5 shows the probability density

function of the collection time interval between two data points for each CM. If the
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collection intervals exceed four hours by a large margin, we can infer one missing
data point. The last observation is that the data from CMs served by the same FN
will be collected during a short period, ranging from 20 minutes to 2 hours. Data
collection times from other CMs can help us verify the correctness of the results of
an inferring missing algorithm.

Based on the second observation, we design TelApart’s missing data inference
algorithm as follows. For each device, if there are two adjacent telemetry data points
whose collection time interval exceeds thr hours, we consider there is a missing data

7

point, and insert a placeholder “missing data point” into the device’s telemetry data
series. We set the timestamp of this missing data point as four hours after the
previous data point’s collection time in the originally adjacent data points. We show
this algorithm in Appendix B.2.

To find the best thr, we generated the ground truth of missing data points based
on the third observation. We used a clustering algorithm to cluster the data collection
time of all CMs served by the same FN. Each cluster in the cluster results represents
a data collection period. If at period p;, the data of modems m; and ms are observed,
while at py, my; and mg3’s data are collected, then at p;, ms’s data is missing. The
data of my is missing at p,. By this approach, we generated the ground truth of
missing data points.

For a select thr value, we can obtain the results of inferred missing data points.
We compared the inferred results with ground truth using the following approach.
Given the data collection time of two adjacency points ¢; and to, if there is a miss-
ing data point between ¢; and ¢y, and our algorithm result under the select thr
outputs this missing data point as well, then we count it as true positive (TN). If
our algorithm did not report a missing data point during ¢; and t,, we count it as
a false negative (FN). True negative (TN) and false positive (FP) are defined in

the opposite situation. Then we can calculate the accuracy of the selected thr as
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(TN+TP)/(TN+TP+FN+FP). We iterate all possible values of thr between 4 hours
and 8, and select the thr with the highest accuracy as the threshold used in our in-

ferring missing algorithm. The best thr is 6.51, which achieves 99.43% accuracy.
4.4.3 Align Data Points

After inferring missing data points for each device, we continue to develop an al-
gorithm to align each device’s data point. With missing data points filled in, each
device roughly has the same number of data points within the same time period.
However, as Figure 4.5 shows, some data collection intervals are much shorter than
the collection period, indicating that some devices may have multiple data points
collected within one collection period. Therefore, there may not exist a one-to-one
correspondence between two devices’ data points even after missing data is filled in.

Figure 4.6(a) shows an example. Each data point is represented by a small
circle and the red circle indicates an inferred missing data point. Between the time
period [t1,t5], device x has nine data points, and device y has eight data points. To
compare the similarity between the two devices’ data, we must establish a one-to-one
correspondence between these data points.

We design an alignment algorithm to establish a one-to-one correspondence be-
tween two devices’ telemetry data after we fill in their missing data points. The goal
of this alignment algorithm is to pair up two devices’ data points that are collected
at the closest time points. The algorithm takes as input two devices’ data collec-
tion timestamp vectors T, and T,. It first establishes an injection from 7}, to T,
by mapping each timestamp in 7T}, to its closest timestamps in 7}, as shown by the
blue arrowed lines in Figure 4.6(b). In this step, multiple data points in T, may
map to the same data point in 7),. Therefore, we perform the same injection in the
reverse direction from T}, to T}, as shown by the dashed orange lines in Figure 4.6(c).

Finally, it prunes the pairs where there only exists a one-direction mapping (Fig-
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ure 4.6(d)). Now the remaining timestamps in each of the input vectors T}, and T,
have one-to-one correspondence. The algorithm can further prune the pairs where
one of the timestamps has a missing data point (Figure 4.6(e)). After this step,
TelApart can compare the similarity between two devices’ telemetry data. We in-
clude the pseudo-code for this algorithm in Appendix B.3 as well as a formal proof
demonstrating that our alignment algorithm achieves the smallest time difference
among all possible alignment results. Therefore, with high probability, it can align
the points collected in the same collection period.

We use Figure 4.6(d) to explain why we infer missing data points before we
align two devices’ data points. The bi-directional injection approach can pair up
the data points in two vectors with different lengths even without the missing data
inference step, as shown in Figure 4.6(f). However, without inferring the missing
data placeholders, the alignment between two timestamps may cross two different
data collection periods, increasing the time differences between two comparable data
points. For example, x5 is paired up with y, in Figure 4.6(f), while it should be
ignored as device y misses a data point in the same collection period. Misalignment
reduces the quality of similarity comparison as the data points being compared are

not collected as close in time as those aligned after we insert missing data points.
4.4.4  Feature Selection and Comparison

A device’s telemetry includes many metrics, but for computation efficiency, it is
desirable to use only a minimum set of effective and independent features for fault
diagnosis. We briefly summarize how we select the features used for fault diagnosis.

Instantaneous Metrics: Operational experiences and previous research [56, 55]
show that SNR, uncorrectable codewords, Tx power, and Rx power are useful features
for detecting network anomalies. We further find that SNR and uncorrectable code-

words are highly correlated, and Tx and Rx power are highly correlated. Therefore,
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we use two metrics in a device’s telemetry data: SNR and Tx power to distinguish
a maintenance issue from a service issue.

We use the instantaneous values of SNR and Tx power as the features for TelA-
part’s clustering algorithm. We refer to them as instantaneous metrics. This is
because we have observed that when a maintenance issue affects multiple devices,
the instantaneous values of these devices’ Tx power and SNR change in the same
direction. We showed an example in Figure 4.2.

We use the Pearson correlation coefficient [16] as the similarity metric to compare
the instantaneous metrics. This design has several advantages. When a maintenance
issue occurs, all impacted devices’ SNR or Tx power values change synchronously.
Pearson correlation captures synchronized changes well. In addition, different devices
have different baseline values of Tx values. Pearson correlation is indifferent to the
baseline values. In contrast, other similarity metrics such as the Euclidean distance
require data normalization when the baseline values of different devices are different.
Moreover, due to missing data, different devices may have different numbers of data
points during the same comparison period. Therefore, after the data pre-processing
step, when we compute the pair-wise similarity metrics for different pairs of devices,
we may use different numbers of data points. Pearson correlation coefficient is again
robust in this situation. When two devices are affected by the same maintenance
issue, their Pearson correlation coefficient may not differ significantly when the length

of the input data points differs.

Missing:  Recall that we infer missing data points based on the length of the average
data collection interval in the data pre-processing step (§ 4.4.2). Many factors can
cause data missing, e.g., the loss of an SNMP request or response, a faulty device,
or a network outage. We find that if a group of devices simultaneously miss data

collection points, it is often an indicator of a network maintenance issue. Therefore,
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we use missing data as another feature for diagnosing a maintenance issue.

Since we do not have missing data as a field in a device’s input time series data,
we generate a missing feature vector for each device. After we apply the missing
data inference step in § 4.4.2, we generate a missing feature vector for each device as
follows. For each device’s input time series data, if there is a valid data point at this
timestamp, we set the corresponding element value in the device’s missing feature
vector to 0. Otherwise, the timestamp is an inserted placeholder, and we set the
value to 1.

We use the normalized hamming distance (h € [0,1]) as the distance metric
between two devices’ missing vectors, as it is commonly used to calculate the distance

between two binary strings [87]. We use 1 — h as the similarity metric.
4.4.5 The Clustering Algorithm

It is important that we use a suitable clustering algorithm for accurate and effi-
cient fault diagnosis. Broadly speaking, there exist four categories of clustering
algorithms [114]: 1) distance-based (K-means and variants [78, 90]) algorithms, 2)
density-based algorithms [38, 11], 3) distribution-based algorithms [36], and 4) hier-
archical algorithms [108, 109]. In this work, we choose the Louvain algorithm [21],
one of the most popular and efficient community detection algorithms, to cluster the
devices that are affected by the same network fault. We explain why.

Both the distance-based and the density-based algorithms conceptualize their
input data as vectors in a high-dimension space. A distance-based method clusters
data points based on their distances to the center of a cluster, while a density-based
method uses the density of a cluster’s data points to separate different clusters.
Because of missing data points, each device in our problem has different numbers of
data points. Hence, there does not exist a shared space for all input devices we aim

to cluster. Therefore, the distance-based and the density-based algorithms are not a
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good fit for TelApart’s design.

A distribution-based method assumes the data points in each cluster follow a
certain distribution. Again, this method does not suit our problem, because 1)
we do not know whether the telemetry data of the devices affected by the same
network anomaly follow any statistical distributions; and 2) even if they do follow
a distribution, we do not have sufficient labeled data to learn the distribution and
hence, we cannot apply a distribution-based method.

Therefore, we focus our design on hierarchical clustering algorithms. At a high
level, there are three types of hierarchical clustering algorithms: single-linkage,
complete-linkage, and average-linkage. Both single-linkage and complete-linkage are
sensitive to noises or outliers in the data [108, 109]. In our data, noises and outliers
may occur when we calculate the similarity score between two devices that only have
few overlapping data points. In these situations, the overlapped data points may
miss the crucial data points that can separate two different clusters. Therefore, we
select the average-linkage hierarchical clustering algorithm due to its robustness to
noises and outliers.

We choose the Louvain community detection algorithm as TelApart’s clustering
algorithm. It is a variant of an average-linkage hierarchical clustering algorithm [116],
but it is more efficient than the conventional average-linkage clustering algorithm [68].

The Louvain algorithm was originally designed to efficiently extract the commu-
nity structure of a large graph. To apply this algorithm, we must first generate a
graph using the telemetry data. To do so, we treat each device as a vertex in a
graph. We then define two thresholds to create an edge between two devices. The
first threshold o is the number of minimum overlapping data points a pair of devices
have. Only when two devices’ overlapping data points exceed o, we compute the
similarity score between the two devices. We define a second threshold s; for each

feature f such that if the similarity score between the two devices’ feature vectors
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exceeds this threshold, we create an edge between the two devices. Thus, we create
a graph for each independent feature identified in § 4.4.4. We then run the Louvain
algorithm for the time series data of each performance metric separately, since the
metrics we selected are not highly correlated. The parameters o and sy provide us
with some control of how we desire the devices to be clustered. We describe how to

set their values in the next subsection.
4.4.6  Parameter Settings

The TelApart design has five tuneable parameters. We describe how to set those

parameters in turn.

e d: the lookback days of a device’s telemetry data. How to set d depends on
several factors, including the telemetry data collection frequency, how many
data points are sufficient for computing similarity scores between two devices,
and what fraction of data points are missing. For the datasets we have, we find
one week of data works well. The data we have are collected from three adjacent
RF channels every four hours. So on average, each device has 6 x 7 x 3 = 126
data points. For ISPs that use different data collection intervals or different
numbers of RF channels, we hypothesize that as long as the value of d ensures

that there are 100+ data points, TelApart would work well.

e ¢: the minimum number of devices in an anomalous cluster for a fault to be
diagnosed as a maintenance issue. We set this value to five in TelApart, based
on the feedback from ISP-X’s industry experts that most maintenance issues

impact no fewer than five devices.

e 0: the minimum number of overlapping data points for two devices to be com-

parable. We set this value to be one third of the expected number of data
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points collected in d days in a device’s telemetry data plus one, since [56] de-
tects abnormal events when 2/3 of data points show anomalies. This value can
ensure we have at least one abnormal data point overlapped. For the datasets

we have, we set o to 126 x 1/3 +1 = 43.

e sy the minimum similarity score for creating an edge between two devices to
generate the input graph for the Louvain algorithm (§ 4.4.5) for feature f. We
tune this parameter by performing a grid search guided by the trouble ticket

statistics. We describe the process in more detail in § 4.5.1.
4.5 Evaluation

TelApart’s main goal is to separate maintenance issues and service issues using unsu-
pervised learning. In this section, we evaluate how well Tel Apart meets this goal. We
would like to answer two research questions in this section. First, When TelApart
diagnoses that a network anomaly is caused by a maintenance/service issue, how
accurate is the diagnosis? Second, how maintenance/service issues affect customer
experience. Besides the research questions, we are also interested in understanding
how a common network fault impacts a cluster of devices. For example, how large is
the size of an anomalous cluster? How often do subscribers report such faults? Due

to the space limitation, we include the answers to those questions in Appendix C.2.
4.5.1 Methodology

It is challenging to evaluate Tel Apart’s effectiveness, due to the lack of ground truth.
We develop a method that combines manual labeling and trouble ticket statistics to

gain insight into TelApart’s effectiveness.

Manual Labeling We manually labeled a small set of data as ground truth for eval-

uating TelApart. We visually examined the telemetry data in a format similar to

97



Figure 4.2. If a group of no fewer than five devices shows a common anomalous pat-
tern, we label the issue as a maintenance issue. Otherwise, we label it as a service
issue. We learned from ISP-X’s industry experts that this process resembles how
they manually diagnose a network anomaly.

We started the inspection by choosing more than 50 primary tickets (i.e., main-
tenance issue tickets) and used the tickets’ start and close times to guide the search
for anomalous patterns. Thirteen of those tickets lead to anomalous data patterns
and we are able to obtain 16 groups of maintenance issues that impact nearly 700
devices. Since we must inspect all devices sharing the same FN for each primary
ticket, we were also able to identify 113 devices that were affected by service issues.
We carefully verified the labeling results with ISP-X’s experts. This manual labeling
process is tedious and prohibitively expensive: we spent nearly one week of work
time to obtain these labels. We intentionally did not expand into more labels to

guarantee the labeling accuracy.

Trouble ticket statistics We use trouble ticket statistics as a more scalable approach
than manual labeling to evaluate TelApart’s effectiveness. According to operational
experience, although dispatch decisions are often wrong, the correct dispatch deci-
sions still outnumber the wrong ones. Therefore, if TelApart correctly diagnoses the
root cause of an anomaly, then on average, we should observe that there are more
maintenance tickets during the anomaly events diagnosed as maintenance issues than
service tickets and vice versa. Similarly, because a maintenance issue impacts users
differently compared to a service issue, if TelApart correctly diagnose an anomaly,
we should observe distinct user ticketing behaviors for a maintenance issue and a
service issue, respectively. Therefore, we use three trouble ticket statistics: normal-
ized ticketing rate, ticket waiting time, and ticket reporting interval, to further gauge

TelApart’s effectiveness. We will define them on first use.
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Comparison We made the design choice of using the Louvain algorithm for cluster-
ing. To evaluate this design choice, we compare TelApart with three other clustering
algorithms: DBSCAN [38], single-linkage hierarchical clustering [100], and complete-
linkage hierarchical clustering [35]. All of the clustering algorithms use hyperparam-
eters. We use a grid search method [18] to tune those parameters, including the
similarity threshold s; parameters used by TelApart (§ 4.4.6). Specifically, for each
clustering algorithm, we choose the values of the hyperparameters that maximize the

normalized maintenance ticketing rate, which we define as follows.

Normalized ticketing rates Ticketing rate is the number of trouble tickets an ISP
receives per unit time. Recall that TelApart is invoked by a triggering event (§ 4.4.1)
that suggests a device x experiences a network anomaly event e. Suppose the anomaly
event lasts for a time period t. ., and during this time period, an ISP receives k.
tickets from the subscriber of device . We refer to it as “the event e captures the k. ,,
tickets.” If there is no ticket reported by the subscriber, then k., = 0. TelApart will
diagnose an anomaly event e as either a maintenance issue or a service issue. And a
ticket can either be a maintenance ticket or a service ticket. Let T}, denote the type
of a ticket and and let T, denote the type of a diagnosed event. We can define four
types of ticketing rates Ry, r, as the total of number of type T}, tickets by the sum

of the T, event lengths: Ry, 7, = >, {e|T. {heslTe) - We define a baseline ticketing

botgermey
rate By, for a ticket type T}, as the total number of type T} tickets divided by the
entire data collection period. A normalized maintenance/service ticketing rate is
the maintenance/service ticketing rate divided by the baseline maintenance/service

ticketing rate.

Implementation We implement TelApart’s data pre-processing and clustering al-

gorithms using Python. We use the python-louvain [13] library’s default Louvain
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clustering algorithm. We also implemented DBSCAN, single-linkage hierarchical
clustering, and complete-linkage hierarchical clustering using the scikit-learn [89] li-
brary. We define the distance between two devices using this formula: dis(x,y) =
1 —maxz(0, similarity(x,y)), where the similarity between two devices is the similar-
ity metric we discussed in § 4.4.4. If the number of overlapping data points between
x and y is less than o, we will set dis(x,y) = 1, indicating we cannot calculate the
distance between these two devices. We also implemented CableMon with the help

of authors of [56].

4.5.2  Manual-Label-Based Fvaluation

Table 4.1: Performance comparison for various clustering algorithms.

Single  Complete
Linkage  Linkage

RI 0.91 0.84 0.83 0.83
ARI 0.83 0.65 0.64 0.66

TelApart DBSCAN

We use TelApart, DBSCAN, single-linkage, and complete-linkage to cluster de-
vices’ telemetry data and compare them with our manual labeling results, which are
treated as ground truth. We compute two metrics: the Rand Index (RI) [93] and
the Adjusted Rand Index (ARI) [58] for each clustering algorithm. Both metrics
are commonly used for evaluating a clustering algorithm. Each clustering algorithm
partitions the set of input devices into different subsets. Let C represent a partition
output by a clustering algorithm: C' = {C},Cs,...,C,}. Let G denote the ground
truth partition: G = {G1, Gy, ..., Gs}. If two devices are in the same subsets in both
partitions C' and G, we count it as a true positive (TP). Conversely, if two devices
are in the same subsets in the partition C', but they are in different subsets in the
ground truth partition G, we count it as a false positive (FP). True and false nega-

tives are defined similarly. The Rand Index computes the fraction of true positives

TP4+TN

TPITNIFPTFN Its maximum

and negatives divided by the total pairs of devices:
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value is 1. The higher the Rand Index, the better a clustering result.

If the number of devices in each cluster is imbalanced, for instance, the partition
only consists of a large group of devices affected by a maintenance issue and a small
group of devices not affected by the issue, the Rand Index may still be high even
if a clustering algorithm partitions all devices in the smaller cluster into the larger
cluster. The Adjusted Rand Index introduces a normalization mechanism to alleviate
this problem. We note that for the output of each clustering algorithm, we merge
all service issues (anomalous clusters with fewer than five devices) into a service
cluster to reduce the number of small clusters. This design does not affect TelApart’s
effectiveness, as it can still distinguish maintenance issues from service issues.

Table 4.1 shows the comparison results. TelApart achieves a high RI and ARI

and outperforms other clustering algorithms.

4.5.8  Ticket-Based Evaluation

Table 4.2: The values of different types of normalized ticketing rates based
on TelApart’s diagnosis result.

Maintenance Issues Service Issues

Maintenance Service Service Maintenance
Tickets Tickets Tickets Tickets

SNR 8.54 2.89 5.87 5.32
Txpower 4.16 1.89 4.34 1.84
Missing 3.76 1.39 17.62 2.51

Combined 3.95 1.69 10.00 1.68

Since we only have a small set of manually labeled data, we resort to use ticket
statistics to estimate TelApart’s clustering. The first ticket-based metric we use
is the four types of ticketing rates defined in § 4.5.1. We run TelApart to diagnose
whether an anomaly event experienced by a device is a maintenance issue or a service
issue. We then compute the normalized maintenance ticketing rate and the normal-

ized service ticketing rate for events diagnosed as maintenance issues, respectively.
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Similarly, we compute the normalized service ticketing rate and a normalized mainte-
nance ticketing rating for events diagnosed as service issues. If we assume the ticket
type labeled by an operator is largely correct, and if TelApart separates maintenance
issues from service issues with high accuracy, we expect to see a much higher nor-
malized maintenance ticketing rate than the service ticketing rate for maintenance
issues, and vice versa for the service issues.

Table 4.2 shows the results. We list the ticketing rates for anomalies detected by
each independent feature. The ticketing rates listed in the “combined” row combine
the anomaly events detected by all features. For events diagnosed as maintenance
issues, TelApart’s normalized maintenance ticketing rate is much higher than the
normalized service ticketing rate for all features individually and combined. For
events diagnosed as service issues, TelApart’s normalized service ticketing rate is
higher than the normalized maintenance ticketing rate for all features individually
and combined, but the difference between them for the SNR feature is small. One
plausible explanation is that network operators may have mislabeled some service
issues when SNR is anomalous as maintenance issues. We note that the normalized
service ticketing rate is as high as 17.62, suggesting that missing data collection

points is highly predictive of service issues.
Table 4.3: Normalized maintenance ticketing rate for maintenance issues
detected by different algorithms.

Single  Complete

TelApart DBSCAN Linkage Linkage

SNR 8.54 5.39 6.50 7.00
Txpower 4.16 2.21 2.61 3.26
Missing 3.76 3.34 3.79 3.62

Combined 3.95 2.65 2.98 3.31

Table 4.3 shows the normalized maintenance ticketing rate for the maintenance

issues detected by each performance metric among TelApart and other clustering

102



algorithms. This metric can indicate whether the customer reports more tickets dur-
ing the maintenance issues each algorithm detected. From this table, we can observe
that TelApart achieves the highest normalized maintenance ticketing rate among all
the algorithms we compared. For the maintenance issues detected by missing, the
performance of TelApart, Single-linkage and Complete-linkage hierarchical clustering
algorithm is similar since missing contains less noise compared to other metrics.
We also compared the other three types of ticketing rates between TelApart
and other clustering algorithms. Due to the limitation, we present the results in
Appendix C.1. The results show that TelApart consistently outperforms other clus-

tering algorithms.
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FIGURE 4.7: The ticket waiting time for maintenance and service issues de-
tected by TelApart.
The second ticket metric we use for evaluation is the ticket waiting time. We
define it as the first trouble ticket arrival time after an anomaly event occurs. If we
assume that each user’s ticket waiting time for an anomaly is randomly distributed,

and a maintenance issue affects more subscribers than a service issue, then the ticket
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waiting time for a maintenance issue should be shorter than that for a service issue.
If TelApart correctly separates the two issues, we should observe the differences in
the ticket waiting time distributions between a maintenance issue and a service issue.
Figure 4.7 shows the ticket waiting time distributions for anomaly events diag-
nosed as maintenance issues and service issues by TelApart, respectively. Note that
we do not differentiate the first arrival ticket’s type for an event, as it may be mis-
labeled by an operator. We observe that when the ticket waiting time exceeds a few
hours, there is a significant difference between the ticket waiting time distribution for
maintenance issues and that for service issues. For example, for more than 50% of the
maintenance issues diagnosed by TelApart, the first ticket arrives within 24 hours. In
contrast, only for less than 23% of the service issues diagnosed by TelApart, the first
ticket arrives within 24 hours. This difference again suggests that TelApart is able
to separate maintenance issues from service issues. Interestingly, we note that when
the ticket waiting time is short, the ticket waiting time distributions for maintenance
and service issues overlap. We hypothesize that these tickets are impacted by severe
issues so that any subscriber impacted by one of these issues reports immediately.
The third ticket metric we employ to evaluate TelApart is the ticketing inter-
val. We define it as the time interval between two adjacent tickets in the same
FN. We measure the ticketing interval for maintenance and service issues, respec-
tively. Based on TelApart’s diagnosis results, we divide each device’s data collection
period as normal, a maintenance issue, or a service issue. To measure a ticketing
interval for maintenance issues, we measure the time interval between two adjacent
tickets that occur in any device’s maintenance period. Correspondingly, we measure
a ticketing interval for service issues. Because a maintenance issue impacts more
users than a service issue, more tickets will arrive during a maintenance issue. In
contrast, on average, one service ticket should resolve one service issue. Therefore,
the ticketing interval distribution for service issues captures the time interval dis-
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FIGURE 4.8: The cumulative distributions of ticketing intervals for maintenance
issues, service issues, and the entire data collection period.

tribution between the occurrences of service issues. However, part of the ticketing
interval distribution for maintenance issues reflects the synchronized ticket arrivals
from multiple subscribers during a maintenance event, while part of it reflects the
time interval distribution between the occurrences of maintenance issues.

Figure 4.8 shows the cumulative distributions of the ticketing interval for service
issues, maintenance issues, and the entire time collection period, respectively. We
observe there are pronounced differences between the ticket interval distributions for
service issues and maintenance issues. For example, more than 60% of the ticketing
intervals for maintenance issues are shorter than one day; while only less than 14%
of the ticketing intervals for service issues are shorter than one day. We note that
when the ticketing intervals are large (> 10 days), the ticketing interval distribution
for maintenance tickets falls below the general ticketing interval We hypothesize that
the ticketing intervals in this range reflect the intervals between the occurrences of

maintenance issues, not the ticketing intervals within the same maintenance issues.
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Summary: We observe salient statistical differences between ticketing behaviors when
TelApart diagnoses an anomaly event as a maintenance issue or as a service issue.
This analysis provides further evidence that TelApart can effectively separate main-

tenance issues from service issues.
4.6 Limitations and Future Work

Fine-grained diagnosis TelApart can cluster devices that share anomalous telemetry
data patterns. It can provide hints to where a fault is located, but cannot provide
detailed information as to which network component causes the fault. This limitation
is rooted from the lack of detailed physical-layer measurement data. When such data
become available, it is possible to extend TelApart to become a more fine-grained

diagnosis system.

Hysteresis  TelApart works by analyzing device telemetry data. It is possible that
a sudden network outage (e.g., a cable cut) occurs before data associated with the
outage become available. Therefore, its time to diagnosis or detection can be behind
a real event. We can mitigate the limitation by more frequent data collections, but in

practice, an ISP has to balance the monitoring cost and the quality of diagnosis [115].

Customized clustering algorithm The current implementation of TelApart uses an off-
the-shelf clustering algorithm provided by the python-louvain [13] library. It is our

future plan to customize the clustering algorithm to further improve its performance.

Field experiments We are in the process of launching field experiments by deploying
TelApart at ISP-X. We expect that the results from the field experiments can realis-
tically evaluate TelApart’s effectiveness and how much operational cost it can save.

They can also shed light on further directions of improvement.
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4.7 Related Work

Fault diagnosis is important to any network providers. We summarize related work
and how it relates to this work.

The cable industry has actively explored approaches leveraging PNM data for
fault diagnosis. The most straightforward but well-deployed category is to detect
anomalies with hardcoded thresholds [70, 96]. However, such hardcoded thresholds
could lose generality that TelApart’s adaptive clustering algorithm provides. TelA-
part is able to update the underlying model over time as many machine learning
techniques do. There is also rich work in the literature [80, 65, 121, 97, 111] focus-
ing on different metrics other than the ones we are using in this work, e.g. CMTS
trap messages. Most of them are not included in our dataset but our collaborate
ISP has confirmed that all of them are available in their network. Exploring the
effectiveness of a broader set of metrics is our future work. Researchers from the
cable industry have also explored orthogonal directions. Campos et al. [29] extended
PNM techniques for optic networks, whose predecessor is coaxial networks. Jones
et al. [63] considered providing PNM data on amplifiers besides CM and CMTS.
Hranac et al. [53] discussed the potential evolvement of PNM under DOCSIS 4.0.
Wolcott et al. [113] studied the correlation between cable anomalies and the weather.
Rupe et al. [95] built a Markov model for the reaction strategy of operators. Ferreira
et al. [41] proposed a CNN model for clustering. However, as a supervised learn-
ing model, the model needs manually labelled dataset and also requires defining the
anomaly categories in advance. TelApart does not have such requirements.

Dynamic time warping (DTW) [19] is a popular algorithm that measures the
similarity between two time series data with time wrap. However, it is not suitable
for our work because it uses values of metrics to align the time series data based on

the assumption that the two time series data may have different phases. However,

107



in our work, we observe all the metrics changing at the same time when there is a
maintenance issue.

Clustering algorithms have been proposed for detecting anomalies on time series
data [120, 75]. Ferreira et al. [42] compared the performance of community detection
algorithms with other clustering algorithms for clustering time series data. Cao
et al. [30] use a hierarchical-clustering algorithm to scalably detect groups of fake
accounts that act together, which is a signature of bot accounts. Botminer [47] uses
X-means [90] to cluster machines that exhibit similar behaviors and classify them as
bots. Differently, we use a community detection algorithm for diagnosing the type of
fault in cable broadband networks. The clustering algorithm may partition a network
of devices into several groups, and Tel Apart depends on an anomaly detection system
to determine whether a group is anomalous or not.

Researchers and practitioners have leveraged customer troubles tickets for net-
work troubleshooting. NetSieve [91] analyzes natural language text in trouble tickets
to automate root cause analysis. LOTUS [110] analyzes natural language text in trou-
ble tickets to estimate the impact of network outages. CableMon [56] uses trouble
tickets as hints to set anomaly detection thresholds in cable networks. Differently,
this work does not use the natural language text in trouble tickets for fault diag-
nosis. Instead, it uses trouble ticket statistics as evaluation metrics to estimate the
quality of TelApart’s clustering algorithm. Unlike CableMon [56], it diagnoses the
type of fault that causes an anomaly and can work with CableMon or other anomaly
detection systems.

Both 007 [12] and Spidermon [112] employ active probing to collect network data
for troubleshooting. Among them, 007 uses path intersection to pinpoint problematic
links, and Spiderman uses a dependency graph to diagnose root causes of network
faults. Differently, TelApart uses the existing telemetry infrastructure in cable net-
works and unsupervised learning for fault diagnosis.
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Several proposals innovate network monitoring and troubleshooting systems. Trum-
pet [81] uses a central controller to install triggers at end systems for network-wide
event monitoring. Pathdump [106] and SwitchPointer [107] include extra informa-
tion in packet headers for network troubleshooting. TelApart is a physical-layer fault

diagnosis system and does not require changes in network telemetry infrastructure.
4.8 Conclusion

Troubleshooting and fault diagnosis are important to any network providers. This
work addresses a fault diagnosis challenge present in cable broadband networks, i.e.,
how to distinguish a maintenance issue from a service issue. We develop TelApart, a
system that uses the telemetry data readily available in cable networks to automate
the diagnosis of the type of a fault. We design a data pre-processing algorithm to
infer missed data collection points and to align telemetry data in time. This data
pre-processing step enables us to employ a clustering algorithm to efficiently and
effectively separate devices affected by different types of faults. We use a small set
of manually labeled data and customer trouble ticket statistics to evaluate Tel Apart.
The evaluation results show that when compared to the ground truth, TelApart
achieves a rand index of 0.91. The ticket statistics for anomaly events diagnosed as
maintenance issues are different significantly from those diagnosed as service issues,
further suggesting that TelApart can effectively distinguish maintenance issues from

service issues.
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5

Conclusion

Cable broadband network plays an important role in modern life, especially during
the COVID-19 pandemic. However, cable broadband network is prone to reliabil-
ity issues. This thesis helps ISPs and researchers improve the reliability of cable
broadband networks.

With the help of telemetry data collected from the PNM platform and customer
report tickets, we first quantified how many network layer packet losses are caused
by physical layer transmission errors. Our results show that physical-layer trans-
mission errors could contribute to more than 12%-25% of packet loss in the cable
ISPs measured by the MBA project. And the high packet loss rate affects customer
behaviors. This provides evidence of the reliability issue of cable broadband net-
works and motivated us to focus our research on improving the reliability of cable
broadband networks.

We then proposed CableMon, the first public-domain system that applies machine-
learning techniques to PNM data to improve the reliability of cable broadband net-
works. Different from the manually set thresholds, CableMon uses customer-reported

tickets as hints to automatically learn the best thresholds that can reflect the cus-
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tomer’s behavior. Instead of using tickets as ground truth, CableMon’s design can
overcome the noise in both ticket data and PNM data. CableMon achieves nearly
four times higher ticket prediction accuracy than the existing tools in the public
domain, which keeps 23.0% of the total network-related trouble tickets. This is our
first step that combining customer-reported tickets and the PNM data to build a
fault diagnosis system for cable broadband networks.

However, CableMon cannot distinguish different types of network faults, which
motivated us to build TelApart, a system that uses the telemetry data readily avail-
able in cable networks to automate the diagnosis of the type of network fault. TelA-
part groups the customer devices that are affected by the same network fault with
similar abnormal patterns observed from telemetry data. Ticket data is also applied
in TelApart to help ISPs determine the threshold of the similarity between two cus-
tomer devices’ data patterns. TelApart developed several algorithms to overcome
the data missing and data alignment issues caused by network delay and package
loss. TelApart achieves the highest performance compared to existing tools and
other clustering algorithms. Our cooperating ISP has developed TelApart to its
cable broadband networks and reduced a large number of operational costs.

We hope this thesis helps more ISPs improve the reliability of their cable broad-
band network. Besides, we hope the lessons we learn can be applied to other fields

that also involve both performance metrics and customer inputs.

111



Appendix A

More Sample Figures of Raw Codeword Data

This appendix section includes sample figures of the raw codeword data we used
for the analysis in this paper. Figure A.1 includes codeword error rates of modems
under different conditions. We draw these figures using the data collected from 12
modems between July 1st to July 31st. Figure A.1(a) to Figure A.1(d) show the
data collected from modems in unhealthy FNs. They have high codeword error rates
as expected. Figure A.1(e) to Figure A.1(h) show the data collected from modems
in alarming FNs, while Figure A.1(i) to Figure A.1(1) show the data collected from

modems in healthy FNs.
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FIGURE A.1: Raw codeword error rates from sample devices.
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Appendix B

Algorithms

B.1 Pseudo-code of Determining Thresholds

B.2 Algorithm for Inferring Missing Data Points

Algorithm 2 Inferring Missing Data Points

1:

Toraw = {t1,t2, ..., t,} > The timestamp array of the time series data for device
a

T, < {t1} > The array to store both the valid timestamp and missing
timestamp
thr < 7.01 hours
for i from 2 ton do

while t; - t;—1 in Ta L= thr do

insert a placeholder at t;_; + 4hrs in T,

insert t; in T,

return 1,

This algorithm will iterate each data point once. Suppose the input data length is

L, and the total number of devices is M. Then the time complexity of this algorithm

for each device is O(L), and running this algorithm among all the devices will cost

O(M x L).
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Algorithm 1 Threshold Determining
1: Praper < Set of all data points associated with tickets
2: P + Set of all data points
3: if one threshold then
4: VY « Set of all distinct values
for each v € V do
N; < {plp € Piaver, p-value < v}

)
6:
T T‘l = ZpEP,p.valuegv ptzme
]:
9

N, {plp € Piaper, p-value > v}
TT — ZpEP,p.value>v p'time

) [Nu|/Ty [Nyl /T
10: TRR, < max(j5 7 w7 )
11: thr,, < argmaxTRR,

12: return thr,,
13: else

14: A + Sorted array of all data points
15: B < Binning A

16: V + Set of maximum value in each bin b € B
17: for each v; € V do

18: for each v, € V do

19: N, < {p|p € Piaver, vi < p.value < v,.}
20: T <= D pep vy<pwatue<s, D-tiME

21: No < {plp € Pravet, p & Nn}

22: Ta — ZpEP,p.value>vr\p.value<vl p'time

23: TRR(y ) < WZ%Z

24: thry, thr, <= argmax T RR,, .,)

25: return thr;, thr,

B.3 Algorithm for Data Alignment

Algorithm 3 Pairwise Alignment

1 T, = {ts1,te2, ..., ten} > The timestamp array of the time series data for device

x including missing timestamps

2. T, = {t,1,ty2, ... tym} > The timestamp array of the time series data for device
y including missing timestamps
Sty — {(tei,ty;) | i € [1,n]} where t,; = argmin [ty — ty|,k € [1,m]
Sz < {(tyiste;) | 4 € [1,m]} where t,; = argmin|t,; —t.] k € [1,7]
Ay  {(tai ty;) | (airty;) € Siay) and (ty;,te;) € Sy, @ € [Lin], j € [1,m]}
return A, )
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Suppose the input data length is L, and the total number of devices is M. In Al-
gorithm 3, for each pair-wise devices, it will iterate each device’s time series data
twice. So the time complexity for each pair-wise devices is O(L). Since TelApart
requires the alignment for all pair-wise devices, the overall time complexity will be
O(M?* x L).

Algorithm 3 shows how we align the data points. Intuitively, the algorithm finds
a bijection of the nearest data points for alignment. And it ensures that for any
timestamp pair of any alignments with the number of timestamp pairs equal to or
more than the result alignment, the result alignment must have an aligned timestamp

pair with shorter time skew. Formally speaking:

Theorem 1. Given two time series data T, = {t,1,ts0, ..., tan} and T, = {t,1, ty2, ... tym },
Algorithm 3 returns an alignment Agy) = {(twisty;)}. Then YA, = {(tzt55)}
such that |Ag.p| > |Awyl, we have Ytz t =) € Ay I taisty;) € Ay ([tei — ty] <

zi) "yj
|tii - tgjj|)-

Proof. For any (t;,t;

yj) € A(Ly), we discuss 3 scenarios regarding to if any timestamp

1)

in the pair is covered by a timestamp pair in A, ).

L. 3(tei ty;) € Ay (tei = t;;). Because Algorithm 3 always chooses the closest

timestamp when pairing them, |t,; —t,;| = [t;; —ty;] < |[t; — €]

zi yj

2. H(tm',tyj) € A(x,y) (tyj = ty}-). Similarly, |¢,; — tyj| = |ty — ty}-| <|t; — tg]j|'

3. Otherwise, both ¢ and ¢, do not exist in any pairs of A ,). Thus, they
cannot be the closest timestamp to each other. Without loss of generality, we

assume Jyjo(|ts; — tl > 1ty — 5,

) and 13y(|ts — t-| > |tz — t,]). Then

T YJj2

if I(tei ty;) € Ay (ty; = t,5,), we fall back to the first two cases and have

yJ
to — til > |tz — t5,] > |tei — ty;], where (t4i,ty;) € Ay is the timestamp

pair we found in the first two cases. Otherwise, we can repeat this process.
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Because both T}, and T, are finite set, this process will terminate and we have

s = byl = [tz = 15| 2 [t — by = oo = Jtas = 1.

yi2 wi J3

[]

This result shows that Algorithm 3 is selecting timestamps as close as possible
when pairing them. And thus, with high probability, Algorithm 3 can align the

points collected in the same collection period even with time skew.

B.4 Clustering Algorithm used by TelApart

Algorithm 4 Clustering using Louvain Method

1: G= (V, E)

2: 'V =A{vy,v9,...,0,} > Each device is a vertex in the graph G
3. E = {(vi,v;) | Similarity(v;,v;) > thr, i € [1,n], j € [1,n],i # j}
4
5

. Parition < Louvain(G)
: return Parition

TelApart uses Pearson correlation coefficient as the similarity metric for instanta-
neous metrics and normalized Hamming distance as the similarity metric for missing.
Suppose the input data length is L, and the total number of devices is M. Calculating
the similarity between two devices will spend O(L) time. Since TelApart need to
calculate the similarity between all devices, the overall time complexity is O(M? x L).

And Louvain algorithm’s complexity will be O(MlogM) [68].
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Appendix C

More Results for Section 4.5

C.1 Normalized Ticketing Rate for Different Clustering Algorithms

Table C.1: Normalized service ticketing rate for service issues detected by
different algorithms.

Single  Complete

TelApart DBSCAN Linkage Linkage

SNR 5.87 5.41 2.55 5.28
Txpower 4.34 4.29 4.29 4.33
Missing 17.62 14.40 17.98 16.03
Combined 10.00 8.50 9.07 7.17

Table C.2: Normalized service ticketing rate for maintenance issues de-
tected by different algorithms.

Single  Complete

TelApart DBSCAN Linkage Linkage

SNR 2.51 2.32 2.89 2.50
Txpower 1.57 1.57 1.89 1.67
Missing 1.07 0.77 1.39 1.47

Combined 1.37 1.39 1.69 1.55
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Table C.3: Normalized maintenance ticketing rate for service issues de-
tected by different algorithms.

Single  Complete

TelApart DBSCAN Linkage Linkage

SNR 5.32 3.21 5.36 5.23
Txpower 1.84 1.93 2.05 2.14
Missing 2.51 4.28 3.41 2.00
Combined 1.68 1.92 2.33 1.89
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Fi1GURE C.1: The average distance ratio for the maintenance issues detected
by each performance metric.

C.2 Characterizing Maintenance Issues

In this subsection, we will introduce several interesting findings from the mainte-
nance issues and service issues TelApart detected. We assume all the detection
results outputted by TelApart are correct based on the evidence supported in § 4.5.2
and § 4.5.3. We will first show the geographical distribution of devices affected by the
same maintenance. Then, we will show how many customers will report tickets when
a maintenance issue happens. Last, we will show the difference in ticket statistics

from service and maintenance issues TelApart detect.
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F1GURE C.2: The group size ratio for the maintenance issues detected by each
performance metric.

Group Size and Geographical Distribution. In Figure 4.3, we show that the
cable devices that share the same abnormal patterns on Tx power are close to each
other. We are curious whether this phenomenon is common for all the maintenance
issues on all performance metrics. Therefore, for each maintenance issue TelApart
detected, we calculate the average distance between all cable devices and the centroid
of this maintenance issue. We obtain the centroid of each maintenance issue by
calculating the mean of latitudes and longitudes among all the cable devices enrolled
in this maintenance issue. Then, we calculate average distance ratio, which means
the average distance for a maintenance issue divided by the average distance for
the entire fiber-optic node. A low average distance ratio represents that the devices
affected by the same maintenance issue tend to aggregate in the same geographical
location.

Figure C.1 shows the CDF of the average distance ratio for the maintenance issues

detected by each performance metric. We can observe that for the issues detected by
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SNR and missing, the average distance ratio is around 1 for most maintenance issues,
indicating that the affected devices are scattered in different geographical areas. The
issues detected by transmission power show a different trend. More than 20% of the
maintenance issues have an average distance ratio of less than 0.5, while more than
40% of the maintenance issues’ values are less than 0.75, which shows a consistent
pattern shown in Figure 4.3.

However, we notice that the average distance ratio cannot reflect the influence of
the size of a maintenance issue. If a maintenance issue affects all the cable devices in
the same fiber optic node, the average distance ratio should always be 1. Therefore,
we define group size ratio, which uses the number of devices affected by a maintenance
issue divided by the number of all the devices in the same fiber optic node, to show
the characteristics of different performance metrics. Figure C.2 shows the CDF of
group size ratio for different performance metrics. The issues detected by missing
and SNR also have a similar distribution, showing those maintenance issues have a
higher probability of affecting most of the devices in the same fiber optic node than
the maintenance issue detected by transmission power.

How Many Customers Will Report Tickets? When a network issue affects
customer experience, a customer may report a ticket to complain about this issue.
However, not all customers will report a ticket if a maintenance issue affects multiple
customers. Besides, customers may not report the issue immediately when the issue
happens. So in this part, we are curious about how many customers will report
a ticket when a maintenance issue happens. In this study, we only consider the
maintenance issue that received at least one maintenance ticket to mitigate the false
positive in our detection results. We quantify the question by ticket report rate,
which means the percentage of customers that report tickets for a maintenance issue.
Figure C.3 shows the CDF of ticket report rates. It turns out that, for more than
80% of the maintenance issues, 90% of the customers will not report tickets for all
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FIGURE C.3: The ticket report rate for the maintenance issues detected by
each performance metric.

performance metrics.

Service Tickets vs. Maintenance Tickets Our ticket data is noisy. A service
ticket may be labeled as a maintenance ticket and vice versa. To quantify the noise
in our ticket data, we compare how many tickets captured by the maintenance issues
are service tickets and how service issues capture many maintenance tickets. Our
ticket data contains 56.07% service tickets and 43.96% maintenance tickets. Among
the tickets captured by service issues, there are 82.57% service tickets and 17.43%
maintenance tickets, while our maintenance issues captured 64.34% of maintenance
tickets and 35.66% of service tickets. This result shows a significant statistical dif-
ference compared to the distribution among all tickets.

Besides, we also check how many maintenance tickets captured by the same main-
tenance issues are assigned to two or more primary tickets. From the maintenance
issue that at least captured 1 part of the primary ticket, we observed that 27.15% of

them captured the tickets with two or more primary tickets.
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