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Abstract
Many problems in climate monitoring, economic development, and public health re-

quire understanding how key quantities vary across geographic regions where direct mea-

surements are sparse or unavailable. Because collecting high-quality observations is often

expensive or logistically difficult, measurements tend to concentrate in regions where data

collection is most feasible, leaving other regions only partially observed. Estimating global

building-sector greenhouse gas emissions exemplifies this challenge. In developing meth-

ods to estimate global building emissions, we encountered methodological challenges that

arise throughout the geospatial prediction pipeline. Predictive error can emerge at multiple

stages of this pipeline, including spatial dataset construction, geospatial data processing,

and model generalization across geographic regions. This dissertation investigates these

sources of error through empirical analysis of these stages.

First, we develop a method to generate a high-spatial-resolution global building emis-

sions dataset at approximately 1km-by-1km spatial resolution by disaggregating EDGAR

v8.0 emissions estimates using satellite-derived building floor area and energy consump-

tion activity data. The resulting dataset improves sub-national emissions estimates while

maintaining consistency with national inventories, and is currently published monthly

through the ClimateTRACE initiative, a global coalition producing openly accessible, high-

resolution greenhouse gas emissions estimates used by governments and organizations world-

wide to support emissions monitoring and mitigation planning.

Second, we examine how methodological choices in spatial data processing affect pre-

dictive accuracy. These choices are critical because many geospatial analyses aggregate

gridded data within administrative boundaries where small methodological differences can

substantially affect the resulting estimates. For example, building emissions estimates are

often stored in gridded raster form but aggregated across administrative polygon boundaries

defining cities or municipalities. Using controlled experiments with synthetic spatial point

process data, we evaluate several raster-to-polygon aggregation strategies and quantify how

estimation error varies as a function of grid resolution and polygon size. These experiments
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demonstrate that commonly used centroid-based aggregation can introduce substantial er-

ror under many spatial configurations and motivate the introduction of a Confidence Factor

that quantifies the expected error associated with different aggregation choices.

Finally, we investigate how ML models behave when they are trained on data from one

geographic region and applied to data from another. Because residential energy use inten-

sity (EUI) cannot be observed at global scale, we follow IPCC conventions and decompose

the computation of emissions into the product of three distinct parameters – one of which

is EUI. Because EUI is the least observable component of building emissions estimation

at global scale, it presents a natural opportunity to explore whether ML models can infer

EUI and thereby reduce emissions estimation error. Across a range of ML model architec-

tures, we first evaluate whether EUI can be estimated from available regional characteristics

and whether explicitly modeling spatial relationships can improve predictive performance.

To do this, we consider tree-based models, neural networks, transformers, and graph neu-

ral networks (GNNs), including both a standard GNN and our proposed Graph Neural

Network with Multiple Aggregations and Residuals (GNNMAR). While some regional im-

provements are observed, predictive performance remains unstable under geographically

partitioned evaluation. This motivates a broader analysis across four geospatial tabular re-

gression datasets, where predictive variability emerges across ML model architectures when

moving from random to spatial cross-validation. We subsequently introduce an operational

taxonomy to better understand these failures, and explore whether context engineering for

the prior-fitted network TabPFN can influence predictive performance.

In conclusion, this dissertation demonstrates that predictive error in geospatial regres-

sion often arises from interactions across spatial data construction, geospatial data pro-

cessing, and model generalization under spatial data constraints, rather than from model

architecture alone. By developing improved spatial emissions datasets, quantifying the

uncertainty introduced by spatial aggregation methods, and diagnosing how ML models

fail under geographic partitioning, this work provides a framework for understanding and

mitigating error throughout the geospatial prediction pipeline.
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1. Introduction

Across domains such as climate monitoring, economic development, and health surveil-

lance, researchers and decision-makers rely on spatially resolved data to understand patterns

across geographic regions [1]�[9]. One example of such a challenge arises when estimating

building-sector greenhouse gas emissions, where policymakers require spatially resolved es-

timates despite the limited availability of direct measurements. However, many important

quantities can only be sparsely measured across geographic regions because collecting direct

measurements is expensive, logistically di�cult, or infeasible at global scale. As a result,

observations concentrate in regions where data collection is least costly or most feasible,

which introduces inherent bias into datasets used to study larger-scale phenomena. Ana-

lysts must therefore rely on limited observations to infer conditions elsewhere. In practice,

researchers frequently train machine learning (ML) models based on data from the regions

where measurements exist and then use those models to generate continuous-valued pre-

dictions in regions where data are sparse or unavailable. Under these conditions, predictive

models provide a practical mechanism for producing estimates that would otherwise require

large-scale, costly, and otherwise infeasible measurement e�orts.

This dissertation investigates how reliably machine learning models can generate pre-

dictions when spatial constraints limit both the availability and geographic distribution of

labeled data. The work was motivated by the practical goal of estimating global building-

sector greenhouse gas (GHG) emissions at high spatial resolution with low temporal latency.

While constructing and evaluating these estimates, we encountered broader methodolog-

ical challenges spanning spatial dataset construction, aggregation of gridded data within

geographic boundaries, and model behavior when trained in one region and applied to

another. The chapters that follow examine each of these stages and their contribution

to predictive error in geospatial regression. Collectively, they show that error in build-

ing emissions estimation � and more broadly across several geospatial regression datasets �
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often emerges from interactions across these stages. We begin by developing a high�spatial-

resolution model for estimating direct onsite global building greenhouse gas emissions [10].

The International Energy Agency estimates that direct emissions from residential and non-

residential buildings account for approximately 8% of global energy-related GHG emissions

[11]. Reducing these emissions requires actionable information at sub-national scales where

policymakers are able to implement emissions reduction activities [12]. However, exist-

ing emissions inventories typically report emissions at national scales or distribute them

across relatively coarse spatial grids (e.g., 100km-by-100km). Researchers cannot feasi-

bly measure direct onsite building emissions globally at the spatial resolution required for

municipality-level decision-making. For example, estimates place global building footprint

area at approximately 465,000 km2 as of 2020 [13], representing roughly 0.31% of Earth's

total land surface.

To address this limitation, Chapter 3 develops a globally gridded emissions dataset at

approximately 1km-by-1km spatial resolution, representing a 100-fold increase in the spa-

tial resolution of existing gridded direct onsite building emissions estimates. Our dataset

disaggregates emissions into residential and non-residential building subsectors and allo-

cates emissions temporally based on monthly temperature data. Methodologically, we

spatially super-resolve EDGAR v8.0 [14] emissions using satellite-derived building foot-

print data and energy consumption activity data. This approach increases spatial �delity

while maintaining consistency with existing national inventories. We evaluate the resulting

dataset against both country-level inventories and municipality-level emissions estimates

and demonstrate improved sub-national accuracy relative to existing gridded products.

This dataset is currently published globally on a monthly basis with two months of latency

through the ClimateTRACE initiative, where it serves as the primary publicly available

source for high-spatial-resolution estimates of direct onsite building emissions [15], [16].

While constructing and validating this dataset, we observed that the method used to ag-

gregate gridded raster data within geographic polygon boundaries can substantially a�ect

resulting estimates. Many geospatial analyses require researchers to integrate grid-cell-
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based raster values over boundaries de�ned by polygons, such as municipalities or admin-

istrative regions. In practice, many software tools employ a centroid-based aggregation

method by default, where the location of a grid-cell centroid determines whether the algo-

rithm assigns that cell's value to a polygon. Chapter 4 investigates the limitations of this

approach through a set of controlled experiments examining how di�erent raster-to-polygon

aggregation strategies a�ect estimation error.

As part of those experiments, we generate synthetic spatial point process data � using

the Homogeneous Poisson, Log-Gaussian Cox, and Neyman�Scott processes � to evalu-

ate how aggregation accuracy varies as a function of polygon-to-grid area ratios and grid

resolution. These experiments show that centroid aggregation rarely produces optimal es-

timates and can introduce substantial error when polygons are small relative to grid cells.

Alternative methods, including proportional aggregation and upsampling via bilinear in-

terpolation, consistently reduce estimation error. These results show that methodological

choices in spatial data processing can a�ect downstream geospatial predictions.

Even after improving both the onsite direct building emissions data and the aggregation

process used to evaluate the data, prediction error could be further improved to increase

its applicability. Following IPCC conventions, we decompose emissions estimates into the

product of building area, energy use intensity (EUI), and emissions factors to isolate the

EUI parameter; across these three components, EUI represents a parameter that researchers

cannot directly observe at global scale. Unlike EUI, building area can be estimated from

satellite-derived building footprint data and emissions factors are typically available through

national inventories, making EUI the least directly observable component of the emissions

calculation. This motivated the next stage of our work: evaluating whether ML models

could estimate EUI in regions where measurements are unavailable.

Chapter 5 examines how ML models behave when they are trained in one geographic

region and applied to another. We begin by estimating residential EUI across global cities

using a range of ML model architectures including tree-based models, neural networks,

and transformers. We also include both a standard graph neural network model and our
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own introduction of a custom GNN architecture, the Graph Neural Network with Multi-

ple Aggregations and Residuals (GNNMAR), designed to incorporate spatial relationships

between cities and explore the extent to which that spatial relationship can bene�t resi-

dential EUI prediction. While we observe some regional improvements, overall predictive

performance remains unstable when models are evaluated using geographically partitioned

folds. Across many regions, models trained in one geographic region perform demonstrably

worse when applied to other regions, indicating that the models fail to generalize reliably

across geographic boundaries. These results suggest that the primary challenge is not the

choice of model architecture but rather a broader limitation associated with geographic

generalization in geospatial tabular regression.

To investigate whether this behavior re�ects a broader pattern, Chapter 5 expands the

analysis beyond residential EUI and evaluates four geospatial tabular regression datasets:

PM2.5 air pollution, social determinants of health, Seattle housing prices, and residential

EUI. Across these datasets, models that perform well under random cross-validation folds

consistently degrade when evaluated using spatially partitioned folds. This pattern suggests

that predictive instability across geographic regions is a structural challenge that arises when

training data are geographically constrained.

Finally, to better understand the conditions associated with this performance degrada-

tion, we introduce an operational taxonomy that characterizes target-region test samples

according to feature similarity and outcome similarity relative to the source-region train-

ing data. This framework provides a diagnostic lens through which prediction errors can

be interpreted under geographic domain shift. We leverage these observations to explore

a context engineering strategy for the prior-�tted network TabPFN, which conditions its

predictions on a context window of training samples rather than requiring a full model

re-training; this provides a natural mechanism to directly modify training context when

source-region samples may be poorly aligned with the target region and investigate whether

these changes in�uence predictive performance under geographic domain shift. We use the

taxonomy to inform selective pruning of source-region samples from the context window,
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experimentally incorporating sequential pool-based active learning as a way to replicate the

constraint of a limited target-region labeling budget that is present in real-world scenarios.

While our experimental �ndings suggest that modifying the context window can in�uence

model behavior under both constrained labeling scenarios and with all target-region sam-

ples labeled, results vary across datasets and geographic folds. Zero-shot generalization also

remains di�cult and an open challenge.

Overall, this dissertation examines how predictive error arises in geospatial regres-

sion tasks when observations remain unevenly distributed across geographic regions and

evaluates strategies for improving prediction under these conditions. We develop a high-

resolution global building emissions dataset that provides both an applied resource and

a computational framework for spatial super-resolution of onsite direct building emissions

data. We demonstrate how methodological choices in raster-to-polygon aggregation can

introduce substantial estimation error in geospatial work�ows. Finally, we investigate geo-

graphic domain shift in geospatial tabular regression and explore strategies for improving

model performance when models must generalize across regions with limited labeled data.

In summary, the contributions outlined in this dissertation are as follows:

• We introduced a high-spatial-resolution global model for estimating direct onsite

building emissions, enabling 1km-by-1km gridded estimates with roughly 100x �ner

spatial resolution and 50x faster computation than previous approaches while improv-

ing sub-national emissions characterization [10], [16], [17].

• We developed a quantitative framework for evaluating raster-to-polygon aggregation

methods in geospatial work�ows, identifying conditions under which commonly used

centroid-based approaches can introduce substantial estimation error when aggregat-

ing gridded raster data within geospatial boundary polygons [18].

• We investigated geographic domain shift in geospatial tabular regression, demonstrat-

ing how predictive performance can degrade when models trained in one region are

applied to another and exploring diagnostic and context-engineering strategies for

improving model behavior in spatially constrained prediction settings [19].
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2. Background

This chapter provides background into the various concepts informing the studies ad-

dressed in the subsequent chapters of this dissertation. To contextualize this dissertation,

this chapter �rst provides background on building-level emissions estimation. As our work

focuses on regression problems, i.e., predicting continuous-valued data, we subsequently pro-

vide relevant machine learning (ML) background [20]�[22]. We conclude with background

on key concepts associated with computer engineering for geospatial data.

2.1 Building-level Emissions Estimation
2.1.1 Greenhouse Gas Emissions and Global Health

Climate change is one of the greatest threats to global public health, with potential con-

sequences including increased rates of respiratory illnesses, increased prevalence of a variety

of diseases, and a variety of food insecurity and malnutrition related challenges [23]. Studies

have observed that premature mortality is attributable to increased ground-level ozone and

�ne particulate matter concentrations, which depend on changes in emissions [24]. Studies

have also found that children, the elderly, and communities living in poverty are among the

most vulnerable [25]. Activity to reduce greenhouse gas (GHG) emissions are expected to

lead to health bene�ts [26], [27]. Accelerating carbon dioxide (CO2) emissions reduction,

for example, is predicted to lead to a 100 million fewer premature deaths worldwide [28].

2.1.2 Background for Building-Level Emissions

The International Energy Agency estimates that 8% of all global energy-related GHG

emissions come from direct emissions in residential and non-residential buildings [11], yet

the building sector lacks low-temporal-latency, high-spatial-resolution emissions data. Di-

rect emissions from residential and non-residential buildings result from onsite fuel use such

as natural gas, oil, and kerosene consumption. Residential buildings primarily use these

fuels for thermal comfort (space and water heating), cooking, and other equipment and ap-
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pliances; in non-residential buildings, space and water heating generally remain the largest

end-use. The magnitude of these end uses is correlated with, for example: building size, cli-

mate conditions, and the number of occupants [29]. As global warming continues increasing

in severity and poses a danger to our long-term future [12], having access to high-resolution

data that can be used to drive emissions reductions targets is critical.

The primary challenge in this space is that timely and accessible high-spatial-resolution

emissions inventory data are limited � especially for the types of direct building emissions

sources listed above. With global building footprint area comprising an estimated 465,000

km2 as of the year 2020 [13] � which represents 0.31% of the total land surface of the earth

� it is infeasible to collect and curate individual direct building emissions measurements at

the resolution necessary to drive signi�cant climate change progress.

Most existing building emissions data is reported at country- or municipality-level, us-

ing energy production and purchase to infer direct building GHG emissions contributions.

At the national level, the United Nations Framework Convention on Climate Change (UN-

FCCC) is an authoritative international source o�ering country-reported building emissions

estimates from 40-50 countries. Although UNFCCC de�nes a methodology to compute

emissions as a function of energy consumption, each country self-calculates and self-reports

energy consumption; this leads to inconsistency and potential for countries' under-reporting

emissions to suggest that they are not as heavy of GHG emitters as they truly are [30], [31].

The World Resources Institute (WRI) [32] created the Climate Analysis Indicators Tool

(CAIT) to publish estimated emissions for hundreds of countries around the world. The

most recent draft version of CAIT methodology (dated May 2022) [33] details CAIT's use

of non-public data from the International Energy Agency (IEA) as its source for building-

related emissions. IEA's documentation [34] addresses di�erences in energy- and emissions-

related reporting between IEA and UNFCCC, recognizing neither is an empirical ground-

truth measurement.

The most substantial limitation to using either UNFCCC or CAIT is that neither is

globally comprehensive at the country-level, let alone feasible to use at the municipality
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level. In Fig. 2.1 we show the countries in which UNFCCC and CAIT contain data for the

year 2020, which is the most recent year that both datasets have published available data.

Although CAIT generally contains more countries with data than UNFCCC does, UNFCCC

data are generally deemed more accurate and even CAIT suggests on their website to use

UNFCCC data wherever there is a con�ict between the two.

FIGURE 2.1: Visual comparison between countries containing data from UNFCCC and
CAIT global country-level emissions reporting. CAIT generally contains representation
from more countries than UNFCCC, but both also have visible gaps in global coverage.

At the municipality level, residential and non-residential building emissions are esti-

mated through a consistent methodology in Data Portal for Cities (DPFC) [35] for ap-

proximately 20,000 municipalities across eight di�erent countries. Expanding reporting

that exists at an individual-building level [36] would be cost-prohibitive to expand globally,
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particularly in low- and middle-income countries.

2.1.3 Emissions Estimation and Modeling Building Emissions

Emissions estimation is typically done in one of two ways, either via bottom-up or via

top-down modeling. Bottom-up emissions estimation methods seek to estimate emissions

from buildings by extrapolating from data not accessible at scale, such as information on

a building's insulation, appliances in a building, and information on occupant behavior

[37]. These approaches may rely on building physics [38] or statistical approaches, but the

data requirements for these approaches prevent them from being scaled globally. Existing

top-down approaches look to �nd broad criteria by which to disaggregate values of energy

consumption and associated emissions, using varied levels of detailed information to do this

disaggregation. Existing estimates include the Open-source Data Inventory for Anthro-

pogenic CO2 [39], the Community Emissions Data System [40], the Emissions Database for

Global Atmospheric Research (EDGAR) [41], the Global Carbon Grid [42], and the Global

Gridded Daily CO2 Emissions Dataset (GRACED) [43]. Most models are produced with a

year or more of latency, at no higher resolution than 0.1 decimal degrees (roughly 11 km),

do not break down emissions into residential and non-residential subsectors, and do not

separate estimates into individual GHGs.

Duke's work in this space [17], [44] introduced a high-spatial-resolution (1 km2) compu-

tational model. This spatial resolution represents a 100-fold increase in spatial resolution of

emissions estimates over the highest resolution data available in the EDGAR and GRACED

models. Utilizing publicly available data, this model provides separate estimates for res-

idential and non-residential direct building emissions and estimates of the three primary

greenhouse gasses as well as a uni�ed measure of emissions for 20-year and 100-year global

warming potentials (GWP) [45] at monthly update rates. We consider emissions from the

three primary GHGs: carbon dioxide (CO2), nitrous oxide (N2O), and methane (CH4). We

also follow industry standard convention and combine these three gases into CO2-equivalent

(CO2e), which is a single uni�ed measure of emissions that weights the relative GHG con-
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tributions of each primary gas.

A table summarizing existing building emissions models as well as Duke's contributions

to this space is shown in Table 2.1.

Table 2.1: Summary of various emissions estimation models with global coverage. The
Duke model is the most comprehensive across existing datasets.

Emissions Data Spatial Resolution Aggregated Residential and
Non-residential

GHGs Covered Update
Frequency

UNFCCC Country-Level Disaggregated CO 2, N2O, CH4 Annual
CAIT Country-Level Aggregated CO 2e, CO2, N2O, CH4 Annual
DPFC Municipality-Level Disaggregated CO 2, N2O, CH4 Annual
EDGAR 0.1� x 0.1� (11km x 11km) Aggregated CO2e, CO2, N2O, CH4 Annual
GRACED 0.1� x 0.1� (11km x 11km) Aggregated CO2 Monthly
Duke Model 30arcsec x 30arcsec (1km x 1km) Disaggregated CO2e, CO2, N2O, CH4 Monthly

While research e�orts have applied ML to climate change and emissions problems [46]�

[48], they rarely address global building emissions directly. Deep learning (DL) has led

to advancements in large-scale predictive modeling across a variety of application domains

[49], and combining DL with information collected from satellite imagery has the potential

to provide high-spatial-resolution, timely, and inexpensive emissions estimates for direct

building emissions. However, these e�orts are still only applied to limited geospatial regions

or rely on highly detailed data that are not globally available; thus, those methods are not

transferable to globally-scaled context [50]�[52].

2.1.4 Building Emissions as Exemplar for Broader Class of Problems

Accurately measuring building emissions to inform emissions reduction activities is not

only a critical global health problem, but also serves as an exemplar for a broader class

of problems. In particular, there are four attributes distinct to the building emissions

estimation problem that also de�nes a class of geospatial tabular regression problems for

which existing methods are inferior [19]:

1. Limited feature availability. Unlike in other domains, we speci�cally are considering

a class of problems in which there are only 5-20 characteristic features available to

describe a given sample. For building emissions these features might be those related

to population, temperature, building area, and human development indices. For other
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datasets in this class of problem, such as those datasets related to PM2.5 air pollution,

city-level housing, or social determinants of health, the features themselves may be

di�erent but there are still a small number of those.

2. Sparse labeled data. This class of problems is also characterized by having sparse

(i.e., both few in number and geographically dispersed) labeled data. For example,

while there are just under 10,000 functional urban areas around the world [53], there

are only hundreds with reported EUI values in the World Bank's CURB tool [54]; this

is a signi�cant disparity. Similarly, problems in air pollution, housing, public health,

and infectious disease may only have hundreds to a small number of thousands of

labeled samples that are geographically dispersed across a much larger region.

3. High cost of new labeled data collection. Related to the above point, while there

are few and sparse labeled data, there is also a high cost associated with new data

collection. Whether it is due to a �nancial cost (e.g., adding additional PM2.5 sensors

in major cities or investment in tracking onsite direct building emissions at city levels)

or impermissible environments (e.g., regions that are resistant to permitting additional

measurements of public health challenges), it is costly to collect new labeled data.

4. Requirement for accurate predictions in unseen geographic regions.Regardless of

whether there are ample labeled data in speci�c regions, this class of problems shares

a requirement for accurate predictions in unseen geographic regions wherein it's dif-

�cult or costly to collect additional labeled data. Decision-makers require accurate

predictions in those unseen regions independent of data availability, so any modeling

e�orts for this class of problem require making accurate predictions in those unseen

geographic regions rather than accepting that those regions are simply not measur-

able.

While the building emissions estimation problem satis�es all four of these character-

istics, more broadly the characteristics de�ne a class of problems that machine learning

and geospatial analysis have the potential to overcome. The remainder of this chapter will

provide background on those general machine learning and geospatial engineering methods
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in the space; subsequent chapters of this dissertation will speci�cally address approaches

and methods focused on highlighting and overcoming limitations associated with this class

of problems.

2.2 Machine Learning for Regression

In regression problems, machine learning (ML) models attempt to predict a continuous

value ŷ using some source dataX. For the problems that this dissertation addresses, we

assume that there is a set of featuresX and a set of continuous-valued ground truth targets

y. Some arbitrary ML model f (�) seeks to generate predictionŝy based onX:

ŷ = f (X) (2.1)

A perfect ML model would result in a case wherein the predictions exactly match the ground

truth data, i.e., ŷ = y. However, in practice it is rarely the case to have a perfect modelf ;

instead, a more realistic goal is to make the predictionŝy as close toy as possible.

A loss function L measures the di�erence between the predictionŝy and ground truth

values y and is a function of some set of parametersq which are provided to both the ML

model and loss function. The goal of a general regression problem is to �nd the set of

parameters that minimize the loss. In other words,

q� = argminq(L(q)) (2.2)

In practice, the source dataX and y are partitioned into training sets X train and ytrain

with corresponding testing setsX test and ytest. The ML model f (�) is trained on the training

data and evaluated on the unseen testing data; this ensures that the parametersq allow

the ML model f to generalize its predictions to unseen data without a dramatic drop in

the computed lossL.

2.2.1 Neural Networks

A neural network is a type of ML model f (�) inspired by the human brain. The foun-

dational neural network architecture is the Multi-Layer Perceptron [55] which consists of
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(at least) three layers of nodes: an input layer, one (or more) hidden layers, and an output

layer. Nodes in the network are correlates to the neurons in the human brain and here-

after referred to as neurons as well; each neuron in the network is connected to neurons

in subsequent layers. Each connection between neurons contains its own associated weight

term w and bias term b. The parameter setq that we are trying to optimize is actually the

collection of weightsw and biasesb across all layers of the MLP.

For a single neuronj receiving a set of featuresX = t x1, ...,xnu the linear output zj is

the weighted sum of every input, plus the bias term:

zj =
n¸

i= 1

(wi ,j xi ) + bj (2.3)

The linear output z is typically insu�cient on its own for complex regression tasks.

Becausez is a linear combination of inputs, any network composed strictly of linear layers

would collapse into a single linear transformation. This prevents a neural network from

learning a high-dimensional, non-linear relationship. Instead, an activation functions is

applied to z:

aj = s(zj ) (2.4)

In a one-layer MLP, these activationsaj represent the output of the hidden layerhj . To

arrive at the �nal prediction ŷ, the network combines these hidden activations in a �nal

output layer containing weight wout
j and bias bout

j . For a regression task predicting a single

continuous value, this would result in:

ŷ =
k¸

j= 1

(wout
j aj ) + bout (2.5)

By substituting the previous equations into this �nal step, we can see that the entire

model f (X) is a composite function that transforms input features through a series of

weighted sums and activations:
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ŷ =
k¸

j= 1

 

wout
j � s

 
n¸

i= 1

wi ,j xi + bj

!!

+ bout (2.6)

A visual example of a simple MLP is shown in Fig. 2.2 [21]. In this simple MLP, input

features x1 and x2 each feed to hidden layersh1, h2, and h3. These hidden layers then feed

to predicting a single value y. Although not shown, hidden layer neuronsh1, h2, and h3

would each have a corresponding outputz1, z2, and z3 that passes through some kind of

activation function s and results in activations a1, a2, and a3. Similarly, these activations

would then have an applied correspondingwout
1 , wout

2 , and wout
3 as well as a corresponding

bout that result in the prediction y.

FIGURE 2.2: A visual example of a simple MLP [21]. Input features x1 and x2 each feed to
hidden layers h1, h2, and h3. These hidden layers then feed to predicting a single value y.

Although not shown, hidden layer neurons h1, h2, and h3 would each have a
corresponding output z1, z2, and z3 that passes through some kind of activation function
s and results in activations a1, a2, and a3. Similarly, these activations would then have an
applied corresponding wout

1 , wout
2 , and wout

3 as well as a corresponding bout that result in
the prediction y.

2.2.2 Model Optimization and Hyperparameters

The parameter set q encompasses all learnable variables within the model, primarily

weights w and biasesb. However, the process of �nding the optimalq� requires use of an

optimizer and several hyperparameters that dictate the learning process. Before a model

can be optimized, a speci�c loss functionL (q) must be de�ned to serve as a quantitative
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measure of the model's performance. The loss is computed by comparing ground truth

targets y with predictions ŷ. Using some distance functionD(y, ŷ) to measure how far

apart the predictions are from ground truth, for a dataset of samplesi = 1, ...,N the loss

would be computed as:

L (q, y, ŷ) =
1
N

N¸

i= 1

D(yi , ŷi ) (2.7)

Updating q is governed by a process called gradient descent in which, for each epoch

of training the model calculates the gradient of the loss functionL with respect to the

parameters, denoted asr qL (q). This gradient represents the direction of the steepest

increase in error. To minimize the loss, the model updates the parameters by moving in

the opposite direction:

q(1) = q(0) � hr qL (q(0) ) (2.8)

The learning rate h is a hyperparameter that dictates the step size taken during each

update. If h is too large the optimization process may overshoot the minimum altogether;

if h is too small the process may be too slow or become trapped in a suboptimal local

minimum. In practice, the foundational stochastic gradient descent process is often replaced

with adaptive optimizers such as Adam [56]. Adam computes adaptive learning rates for

di�erent parameters, and in practice often leads to faster convergence. The optimization

process is also informed by hyperparameters in addition to learning rate such as the batch

size and total number of epochs.

2.2.3 Loss Functions

The speci�c loss function L (q) determines how the model f (�) learns from the data

and drives how the model parametersq are updated. While the goal is to �nd an optimal

q, there are many di�erent distance metrics D and loss functionsL (q) that could dictate

those choices.

In regression tasks, a common distance metric is the Mean Squared Error (MSE), which
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penalizes the square of the di�erence between the ground truthy and prediction ŷ:

L MSE(q, y, ŷ) =
1
N

N¸

i= 1

(yi � ŷ)2

=
1
N

N¸

i= 1

(yi � f (X i , q)) 2

(2.9)

While L (q, y, ŷ) encourages a model to �t the training data and choose an optimal set

of parameters q to minimize D(y, ŷ), it also may over�t to noise. Thus a regularization

term R(q) may be added to the loss function, using a hyperparameterl that controls the

strength of the regularization. This would result in a loss function L(q, y, ŷ)of:

L regularized(q, l , y, ŷ) = L (q, y, ŷ) + l R(q) (2.10)

A common form of regularization is L2 regularization, where R(q) = }q}2. This en-

courages the model to maintain smaller weight values. Thel parameter that controls the

regularization weight is often included as a hyperparameter as well.

2.2.4 Tree-Based Models

While neural networks rely on gradient-based optimization of continuous weights, tree-

based models partition the feature spaceX into disjoint regions through a series of recursive

binary splits. In a regression task, a treef (X) predicts the value ŷ by averaging the ground

truth targets y of all training samples that fall into the same terminal node referred to as

a leaf. A common tree-based model known as Random Forest [57] is an ensemble ofM

independent decision trees. Random Forest bootstraps the data by creating a new dataset

from randomly selecting N samples from the original training setX train with replacement.

When bootstrapping is combined with the training of multiple models, the process is known

as bagging (bootstrap aggregating). A Random Forest trains each of theM trees � each

of which can be thought of as an independent regression modelfm with corresponding

parametersqf ,m � on a di�erent bootstrap sample. The �nal resulting prediction ŷ is the
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aggregate average of the predictions from allM trees:

ŷ =
1
M

M̧

m= 1

fm(X, qf ,m) (2.11)

Gradient Boosting Machines (GBMs) such as XGBoost [58] build trees sequentially

rather than independently. Instead of using bagging to reduce variance, GBMs reduce bias

by training each subsequent treefm to predict the residuals of the current ensemble. Given

an initial prediction ŷ(0) the model at step m updates the prediction as:

ŷ(m) = ŷ(m� 1) + h fm(X, qf ,m) (2.12)

Similar to neural networks, GBMs use the learning rateh to control the step size between

subsequent trees.

2.2.5 Representation Learning

The e�cacy of neural network architectures often depends on the availability of ground

truth data y. In many regression tasks, there is an abundance of feature dataX but a

limited number of corresponding ground-truth continuous-valued datay. We denote the

set Xunlabeledas those feature data that contain no corresponding ground-truth labels, and

the sets X labeled and ylabeled as those data that contain both features and corresponding

ground truth labels.

Representation learning seeks to overcome the lack of labeled data but abundance of

unlabeled data by �nding some mapping function g(�) that transforms raw features X into

an embeddinge:

e = g(X) (2.13)

The purpose of this mapping is to ensure that the embeddinge captures the most

important information from X required for a regression task. Similar to the MLP model

f (�) de�ned earlier, the mapping g(�) is often a neural network de�ned by its own set of

parameters qg. Once the embeddinge is generated, a �nal regression modelf (�) with
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parametersqf is applied to the embedding to produce a �nal prediction ŷ:

ŷ = f (e, qf )

= f (g(X, qg), qf )
(2.14)

Representation learning methods such as semi-supervised learning, self-supervised learn-

ing, and transfer learning [59]�[61]leverage unlabeled data to optimize the parametersqg

before the �nal parameters qf are optimized using the labeled data.

2.2.6 Semi-Supervised Learning

In semi-supervised learning [62]�[64], the goal is to optimize the parameter setq based

on a combination of a small set of labeled data and larger set of unlabeled data. Semi-

supervised learning uses a joint loss functionLjoint that combines a standard supervised

loss using the labeled data with a loss function using only the unlabeled data. This latter

function essentially acts as a more sophisticated regularizer. In other words:

L joint (qf , qg, X labeled, ylabeled, Xunlabeled) = L supervised(qf , y, f (X labeled, qf ))

+ l L unsupervised(qg, Xunlabeled)
(2.15)

In this case, Lsupervisedis precisely the kind of loss function discussed previously. How-

ever, a di�erent kind of loss function is required to serve asL unsupervisedsince it has no labeled

ground truth values y against which to compare. Approaches for de�ningL unsupervisedrely

on information only about the feature spaceX [61], [65].

2.2.7 Transfer Learning

In transfer learning [59] a model developed on one task is repurposed as a starting point

for a second related task. In the �rst stage of transfer learning, the mapping function

g(�) and regression function f (�) are trained on the source task with a goal to optimize

parametersqg and qf to minimize loss on the source data:

esource= g(Xsource, qsource
g ) (2.16)

L source= D(ysource, f (esource, qsource
f )) (2.17)
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By the end of this stage, the mapping functiong(�) has learned to transform the source

features into an informative embedding spaceesourcethat is optimized for the characteristics

of the source task.

In the second phase, the pre-trained mapping functiong(�) is transferred to the target

task. Rather than initializing the parameters qg randomly, we use theqsource
g learned from

the source task.

When the target task dataset is small,qsource
g is kept �xed and only qtarget

f is optimized.

This keeps the model from over�tting to limited target task samples. In other words:

ŷtarget = f (g(X target, qsource
g ), qsource

f ) (2.18)

If there is a larger target task dataset, a �ne-tuning approach updatesqtarget
g and qtarget

f

using the target data. The qsource
g serves as an initialization point for the model.

L target = D(ytarget, f (g(X target, qtarget
g ), qtarget

f )) (2.19)

In the computer vision (CV) and natural language processing (NLP) domains, the spa-

tial and semantic relationships inherently present within available data provide transferable

general representations to be bene�cial to downstream tasks. However, due to the hetero-

geneity in feature distributions and lack of general representation in tabular data, all of

these methods struggle as compared to their counterpart methods in CV and NLP [66],

[67].

Although transfer learning in particular has shown promise in �lling these gaps for many

geospatially-informed problems in CV and NLP [1], [68]�[70], research is still ongoing in

developing equivalently performant methods for tabular data. The more recent successful

e�orts doing transfer learning for tabular data [70]�[81] generally do not address regression

problems in which continuous-valued labeled data are collected from various training regions

and tested on unseen geographic regions.
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2.2.8 Self-Supervised Learning

Self-supervised learning (SSL) is one type of representation learning that involves a

two-stage training process. In the �rst stage, a pretext task is performed to optimize the

mapping function g(�) using only the abundant unlabeled feature dataXunlabeled. In this

pretext task, a latent embedding representatione is generated using functiong(�), i.e.:

e = g(Xunlabeled, qg) (2.20)

The pretext task introduces proxy function h(�) with corresponding parameter setqh to

solve a task where the target is derived from the input itself and thus necessitate no labels.

The goal of this pretext task is to minimize a loss function associated with the pretext task:

L pretext = D(Xunlabeled, h(qh, e)) (2.21)

Once this �rst stage is complete, the proxy function h(�) and parameter set qh are

discarded but the mapping function g with now-optimized parameters qg are retained.

What this stage has accomplished is trainingg(�) to recognize those latent characteristics

critical to the feature set Xunlabeled.

The second stage of this process is a downstream task, using the smaller set of labeled

feature data X labeledand its corresponding ground truth valuesylabeled. The mapping func-

tion g(�), which contains the parameter setqg learned during the pretext stage, generates

an embedding using the labeled data that is then fed to regression modelf (�) to generate

�nal predictions ŷ. In other words:

e = g(qg, X labeled) (2.22)

ŷ = f (qf , e)

= f (qf , g(qg, X labeled))
(2.23)

The downstream loss is the standard supervised loss function, which inherently leverages

the embeddings from that proxy task to compute the �nal downstream loss:

L downstream= D(ylabeled, ŷ)

= D(ylabeled, f (g(qg, X labeled), qf )
(2.24)
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One common example of a pretext task for tabular data is the reconstruction task,

which assumes that if an ML model can reconstruct the original featuresXunlabeled from

some embeddinge then e must contain the most essential characteristics of the data.

To de�ne this, an encoder function g(�) maps the input features Xunlabeled to the em-

bedding, and a complementary decoding functiond(�) with corresponding parameter set

qd attempts to reverse the process. Its objective is to minimize the reconstruction loss. In

other words:

L recon(qg, qd, Xunlabeled) =
1
N

N¸

i= 1

D(Xunlabeled,i , d(g(Xunlabeled,iqg), qd)

=
1
N

N¸

i= 1

D(Xunlabeled,i , d(ei , qd))

(2.25)

SSL can be done in one of two ways: generative SSL or contrastive SSL [21]. In genera-

tive SSL, part of each data sample fromXunlabeledis masked or altered and the pretext-stage

proxy task is to predict the missing part of the data. The function is focused on recon-

structing the missing data, which encourages it to learn what the general representation of

features in the data look like. In contrastive SSL, pairs of samples that contain commonal-

ities are compared to unrelated pairs. The function is focused on pulling the common pairs

together while pushing unrelated pairs apart, which encourages it to learn what "similar"

and "di�erent" pairs look like relative to one another.

2.2.9 Graph Neural Networks

Similar to a traditional neural network (NN), a graph neural network (GNN) learns

a set of weights that seek to minimize the loss associated with predictions output from

the GNN over a series of epochs. In the node regression case that the building emissions

estimation problem necessitates, the predictions would correspond to speci�c target values

for nodes in the graph. Also, similar to a traditional neural network, a GNN uses the

information from neighbors as part of the inferencing process; however, instead of de�ning
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neighbors based on adjacent cells within a grid, a GNN makes inferences using information

from graph neighbors (i.e., any nodes with a connected edge). The GNN equivalent to a

convolutional NN (CNN) receptive �eld is instead based on a k-neighborhood of adjacent

neighbors, wherein increasing the value ofk incorporates information from nodes that are

"further away" from the target node within the graph construction. This concept is depicted

in Fig. 2.3a. Just as in a traditional NN, in each epoch a node will update its embedding

vector by applying a series of functions; in a GNN, the target node will use an NN to learn

information from each neighbor, which each take information from THEIR neighbors. This

concept is depicted in Fig. 2.3b.

(a) Neighbors within a GNN. (b) Learning from GNN neighbors.

(c) Message passing and aggregation.

FIGURE 2.3: Visual representation of the GNN learning process. Source: Stanford
University Course CS224W: Machine Learning with Graphs. [82], [83]

Taking that concept one step further, the GNN layer itself is a combination of two

distinct operations: (1) message passing and (2) aggregation. This is akin to the convolution

operation in a CNN, whereby the embedding vectors associated with each node in the

graph are passed as messages and then aggregated to update the embedding vector of the
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target node based on the learnable weights at this step. A critical element of GNNs is

the choice of the speci�c aggregation function. A variety of aggregation functions can be

used, each of which is able to identify di�erent relationships within the data; the choice

of aggregation function contributes to model performance depending on the task being

performed by the GNN [84]. For example, sum aggregation enables learning structural

graph properties whereas mean aggregators learn distributions and max aggregators learn

sets with distinct elements. It is also possible to use multiple sequential aggregations [85]

as well as sophisticated learnable aggregations such as SoftMax Aggregation [86].

Unlike the baseline GCN framework [87] � which uses matrix factorization in a trans-

ductive way and does not generalize well to unseen nodes � the GraphSAGE framework

[88] is an inductive framework that uses node feature information as well as structural in-

formation to "e�ciently generate node embeddings for previously unseen data... [learning]

a function that generates embeddings by sampling and aggregating features from a node's

local neighborhood" [88].

2.3 Computer Engineering for Geospatial Data

While geospatial data exist in many di�erent forms, as part of this dissertation we

generally deal with either vector or raster �les. We describe those as well as methods for

processing these data in the remainder of this section.

2.3.1 Vector Data

Vector data in the geospatial domain refer to data stored in a tabular form, in which

each row refers to a speci�c geospatial entity and each column describes that entity. The

key di�erentiator between a standard tabular dataset and vector data are the geographic

elements included in vector data: vector data contain a precise geographic de�nition of

each geospatial entity. Vector data contain ageometrycolumn that formally, in a machine-

interpretable form, de�nes the location of that geographic entity. The remaining columns,

which are not a strict requirement in vector data but often are included, typically contain

attributes associated with that geographic entity.
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In our work we most commonly encounter geographic entities that are de�ned as either

a point or a polygon within the vector data. Point data are de�ned by a pair of coordinates,

whereas polygons include all necessary points to draw a closed bounded polygon de�ning

the location. For example, an individual city's center may be de�ned as a point, while the

boundary of that city would be de�ned by a polygon. Inclusion of each of these is valid

in vector data and both are commonly encountered. We show this distinction in Fig. 2.4

which depicts the state of New York, USA. Each county is shown as a blue polygon and

the center of each county is shown as a red point.

FIGURE 2.4: Vector map of the state of New York, USA. Each county in New York is
shown in blue and the center of that county is shown in red. We highlight here that the
counties are all captured as polygons whereas the county centers are captured as points.

In Python, the geopandaspackage [89] is commonly used to work with vector data.
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Once a vector data �le is read, it is handled within a GeoDataFrame in Python.

2.3.2 Raster Data

Raster data are multi-dimensional gridded data that contain a value for each grid cell

describing a particular feature being measured at that location. Raster �les are essentially

large matrices storing data about a particular feature or variable; the layout of that raster

�le corresponds to geographic coordinates, but in a strict gridded format with a pre-de�ned

common spatial resolution for the grid cells.

In Fig. 2.5 we include two examples of world population [90] raster data with a vector

�le overlaid to show the distinction between polygon vector data and gridded raster data.

In (a) we show the population data aligned with the entire state of New York, highlighting

the polygon boundary for the island of Manhattan in red. In (b) we speci�cally show

population in the immediate vicinity of the city of New York. While imperceptible at state-

level, at city-level it is possible to see the exact pixels corresponding to the 1km-by-1km

spatial resolution grid cells associated with the population dataset.

2.3.3 Coordinate Reference Systems

A critical aspect of working with any kind of geospatial data is the coordinate reference

system (CRS) in which the data are encoded. A coordinate reference system de�nes how

a pair of coordinates relates to the surface of the earth; this is particularly important

in 2-dimensional analysis, as the warping of the surface of the earth cannot be precisely

mapped to a perfect 2-dimensional representation. A geographic CRS is a spherical CRS;

the most common geographic CRS is the WGS84 CRS used by tools such as GPS, and X

and Y coordinates are represented in degrees longitude and latitude (respectively). Another

common type of CRS is the equal-area projection, wherein locations are projected to a �at

map; a common equal-area projection is the Mollweide CRS, wherein X and Y coordinates

are each measured in meters. In Fig. 2.6 we show the boundary polygons associated with

counties across the world, with (a) in the WGS84 geographic CRS and (b) in the Mollweide

equal-area projection CRS. The warping e�ect due to di�erences in the geographic compared
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(a) New York State
(b) New York City

=
FIGURE 2.5: We include two examples of world population [90] raster data with a vector

�le overlaid to show the distinction between polygon vector data and gridded raster
data. In (a) we show the population data aligned with the entire state of New York,

highlighting the polygon boundary for the island of Manhattan in red. In (b) we
speci�cally show population in the immediate vicinity of the city of New York. While

imperceptible at state-level, at city-level it is possible to see the exact pixels
corresponding to the 1km-by-1km spatial resolution grid cells associated with the

population dataset.

to the equal-area projection CRS are visible in comparing the two maps containing identical

vector data.

2.4 Chapter Summary

This chapter provided background on three areas that collectively frame the problem

addressed in this dissertation: �rst, building-level emissions estimation; second, machine

learning methods for regression; and third, practical engineering considerations when work-

ing with geospatial data. Together, these topics de�ne the setting in which the remaining

chapters operate, namely, making reliable predictions in geographic contexts where ground-

truth measurements are sparse, unevenly distributed across disparate geographic locations,

and often costly to collect.
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(a) WGS84 CRS

(b) Mollweide CRS

=
FIGURE 2.6: We show the boundary polygons associated with counties across the world,

with (a) in the WGS84 geographic CRS and (b) in the Mollweide equal-area projection
CRS. The warping effect due to differences in the geographic compared to the equal-area
projection CRS are visible in comparing the two maps containing identical vector data.
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First, direct building emissions are a high-impact application domain that illustrates

these challenges. Existing emissions inventories provide important global coverage, but are

often limited in spatial resolution, temporal latency, or methodological consistency. These

limitations make it di�cult to attribute emissions at the sub-national scales where many

policy and planning decisions occur. As a result, computational approaches that ocm-

bine heterogeneous geospatial datasets provide a practical pathway for generating higher-

resolution emissions estimates while maintaining consistency with existing inventories.

Second, we reviewed machine learning methods for regression, with particular attention

to approaches designed to operate in settings where labeled data are limited. Representation

learning, semi-supervised learning, and transfer learning all attempt to leverage additional

structure in the feature space when direct measurements are scarce. However, these methods

remain challenging to apply in geospatial tabular settings where labeled observations are

sparse, features are heterogeneous, and models must often generalize across geographic

regions that di�er from those used during training.

Finally, we introduced several core engineering concepts associated with geospatial data

processing, including vector and raster data representations and coordinate reference sys-

tems. These data structures form the foundation for many geospatial analysis processes

and work�ows. Importantly, seemingly routine processing decisions � such as how raster

values are aggregated within geographic polygons � can introduce substantial downstream

error when spatial scales are mismatched. Understanding these interactions between data

representation, spatial resolution, and modeling assumptions is essential when developing

predictive systems for geospatial applications.

Taken together, the concepts presented in this chapter motivate the central focus of this

dissertation: understanding how predictive error arises in geospatial regression problems

when spatial data are sparse or unevenly geographically distributed, and developing meth-

ods that improve robustness under these conditions. The chapters that follow examine this

problem from multiple perspectives, including spatial data construction, geospatial data

processing, and machine learning behavior under geographic domain shift.
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3. Estimating Global, High-resolution Onsite Building
Emissions

As we noted earlier, the foundation of this work addresses estimating building emissions

at global scale. Not only is the process of estimating building emissions at global scale a

critical global challenge, but it also is a core problem representing a broader class of problems

associated with geospatial prediction. In this chapter, we describe our work in developing a

model to publish high-resolution onsite direct building emissions estimates at global scale.

Many of the �ndings presented in this chapter are also published as a manuscript [10].

3.1 Introduction
3.1.1 Emissions data are needed to inform climate mitigation planning

Accurate and up-to-date greenhouse gas (GHG) emissions inventories are a valuable

tool for climate change mitigation and emissions reduction goal-setting; for example, such

inventories underpin the e�ectiveness of the Paris Agreement [91]. However, multiple stud-

ies have found the state of emissions inventories at the national and subnational levels to be

wanting [91], [92], even going as far as to state that the �existing patchwork of greenhouse-

gas inventories is woefully inadequate. From governments to businesses, information on

these emissions is inconsistent, incomplete, and unreliable� [92]. In many cases, emissions

inventories at the national level are outdated; while many emissions inventories have at

minimum a lag of 1-3 years, a gap of 10 years or more is not uncommon [31]. In other

cases, the reliability of those inventories has come under scrutiny, and in a study evaluat-

ing promptness (i.e., the gap between the latest reporting year and the submission year),

accuracy, and consistency, 69 countries were deemed to be struggling in one or more of

those three categories, representing roughly half of developing countries [91]. Even exist-

ing country-level emissions inventories from sources such as the United Nations Framework

Convention on Climate Change (UNFCCC) [93] cannot be resolved to subnational spatial

boundaries, which are necessary to drive meaningful long-term climate change mitigation.
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For a GHG emissions inventory to be valuable, each sector included needs to be accu-

rately represented so that priorities for GHG emissions reduction targets can be correctly

set. Additionally, the resolution of the information has to be su�ciently high for estab-

lishing actionable emissions mitigation plans. There exist opportunities to collect, curate,

and share a high-resolution global emissions inventory to drive mitigation activities on

timescales necessary for actionable emissions reduction. For example, the Climate TRACE

coalition o�ers an open platform to close emissions gaps [16] to include emissions data re-

lated to asset-level power plant emissions for the whole world [94], �dark �eet� emissions

from individual vessels that don't transmit Automatic Identi�cation Systems (AIS) data

and would otherwise be overlooked by other datasets that only leverage AIS [95], [96], net

emissions from forest systems [97], and global road transportation [98], [99].

3.1.2 Building emissions estimation is challenging to scale globally at
high resolution

The buildings sector accounts for 8% of all direct global emissions (International Energy

Agency 2021). Direct (a.k.a., Scope 1) onsite emissions in residential and commercial (i.e.,

non-residential) buildings resulting from onsite fuel use such as natural gas, oil, kerosene,

and biomass consumption are di�cult to measure and are signi�cant contributors to GHG

emissions. Residential buildings primarily use direct onsite fuel sources for thermal comfort

(space and water heating), cooking, and other equipment and appliances; in commercial

buildings, space and water heating generally remain the largest end-use [29]. The magnitude

of these end uses is correlated with, for example: building size, climate conditions, and the

number of occupants [29]. For example, in some locations across Europe, space heating

alone can represent upwards of 60% of a building's total energy consumption across all

end uses. This includes places with high fossil fuel use, but the space heating percentage

can vary greatly across di�erent countries and based on the fuel sources predominantly

used in those countries [12]. However, timely and accessible high-spatial-resolution data on

building energy information are limited [29], [100].
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Quantifying those direct onsite emissions from buildings at scale is challenging due to

their distributed nature and the heterogeneity of activity within buildings that result in

emissions. Furthermore, ground-truth/in-situ building-level energy consumption or emis-

sions data are lacking and infeasible to collect at global scale, which limits our ability to

create and apply generalizable building emissions estimation models.

3.1.3 Existing building emissions data are limited in spatial and tem-
poral resolution

Due to these challenges, there does not currently exist a global building emissions dataset

that is su�ciently high-resolution to support municipal-level (or �ner) emissions mitigation

planning. Several existing GHG datasets include building sector emissions estimates, but

those approaches have limitations around spatial resolution and the availability of subsec-

tor information (e.g., residential vs non-residential emissions). Existing inventories include

IEA's energy consumption data (which can be translated into emissions by assuming appro-

priate emissions factors), the Open-source Data Inventory for Anthropogenic CO2 (ODIAC)

[39], the Community Emissions Data System (CEDS) [40], the Emissions Database for

Global Atmospheric Research (EDGAR) [14], the Global Carbon Grid [42], the Global

Gridded Daily CO2 Emissions Dataset (GRACED) [43], and Carbon Monitor [101]. The

highest spatial resolution of these datasets are EDGAR and GRACED which are available

at a resolution of approximately 11km-by-11km (0.1-degree-by-0.1degree), an insu�cient

resolution for municipality-level decision-making, planning, and monitoring. For example,

in Fig. 3.1 (left) we are able to observe that the existing spatial resolution of datasets

such as EDGAR and GRACED result in about three data points for all of the Island of

Manhattan. Given our focus on building-related emissions, if we were to use building area

data available at 1km-by-1km resolution as a spatial proxy to proportionally allocate the

data within each existing grid cell, we observe in Fig. 3.1 (right) an increase of the number

of grid cells in Manhattan to more than 300 grid cells.

Further, emissions from all building types are usually combined in one category, lack-

ing details on speci�c building types such as residential and non-residential, which have
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(a) Left (b) Right

FIGURE 3.1: Left: Visualization of EDGAR v8.0 (left), 0.1-degree-by-0.1-degree
( 11km-by-11km at the equator) direct onsite CO 2 building emissions data centered on
New York City. Right: In contrast, we provide a version of EDGAR data in which we

have proportionally allocated each EDGAR v8.0 grid cell at the
30-arcsecond-by-30-arcsecond ( 1km-by-1km at the equator) resolution using building

area as a proxy to drive the proportional allocation process. In this �gure we see that an
increased spatial resolution enables identifying areas of high building-related emissions

(e.g., brighter colors in midtown Manhattan) or low building-related emissions (e.g.,
cooler colors in Central Park) that can serve to drive future emissions-reduction activities

at a city or municipality level.

di�erent energy consumption pro�les and represent a signi�cant fraction of end use energy

consumption. To make building sector information more actionable, the ability to identify

speci�c sources of larger-magnitude emissions is important. Commercial buildings vary

greatly in terms of their energy use intensity (i.e., energy use per unit area), and therefore

emissions will also vary. Existing data sources with global coverage do not distinguish resi-

dential from non-residential building emissions at subnational spatial resolution. Hospitals,

grocery stores, and restaurants may consume two to eight times as much energy as resi-

dential facilities [102], but this variability is di�cult to track on a large scale because the

data are not collected and curated for all global buildings. Given the di�erences between

residential and non-residential buildings, providing higher spatial resolution information

separately for each of these sub-sectors would allow for climate change mitigation activities

that speci�cally target the nuances of residential and non-residential buildings.

We use an activity-based emissions estimation approach, which is grounded in the direct
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relationship between GHG emissions and energy consumption [103]. Some activity-based

methods to estimate emissions leverage data typically not accessible at scale, such as infor-

mation on a building's insulation, appliances in a building, and information on occupant

behavior [37]. Such existing approaches may rely on building physics [104] or statistical

approaches, but the data requirements for these approaches prevent them from being scaled

globally.

Other activity-based approaches use spatial disaggregation techniques to reallocate

emissions estimates to �ner (i.e., subnational) scales. Inventories that use these techniques

include the Open-source Data Inventory for Anthropogenic CO2 [39], the Community Emis-

sions Data System (CEDS) [40], [105], the Emissions Database for Global Atmospheric

Research (EDGAR) [14], [41], the Global Carbon Grid [42], the Global Gridded Daily CO2

Emissions Dataset (GRACED) [43], and Carbon Monitor [47]. These inventories are not

specialized for the buildings sector and instead use a general approach for disaggregating

data with building-speci�c data (e.g., population data) used to reallocate estimates to �ner

spatial scales. While GRACED data are published near-monthly, most other key data are

produced with a year or more of latency. Additionally, the highest resolution of these data

is 0.1 decimal degrees or roughly 11 km near the equator. Lastly, few of these models

isolate emissions into residential and commercial subsectors as well as separate emissions

estimates into individual greenhouse gasses. Coarse spatial resolution of these existing ap-

proaches makes it di�cult to inform local- or municipal-level emissions mitigation planning

that could drive global emissions reductions.

3.1.4 Contributions of this work

Our work introduces a model that provides high-spatial-resolution global emissions

for CO2, N2O, and CH4. These emissions estimates from our model are further disag-

gregated into residential and non-residential building subsectors with monthly temporal

resolution. Using energy consumption activity data to spatially super-resolve the data

from EDGAR v8.0 into 30-arcsecond grid cells (approximately 1km-by-1km) provides a
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two-order-of-magnitude increase in the information content for each 0.1 degree-by-0.1 de-

gree grid cell from the original EDGAR data.Our work also proportionally allocates the

EDGAR emissions based on the underlying building energy consumption activity data

most representative of where emissions are concentrated within each region at 1km-by-1km

spatial resolution. Super-resolving the gridded EDGAR data � which are originally spa-

tially resolved in EDGAR v8.0 using population and temperature data as proxies � provides

additional spatial resolution by using proxy data that provide enhanced understanding of

building emissions. We provide the highest-resolution building emissions dataset with a

sectoral breakdown into residential and non-residential building subsectors. Finally, using

temperature data, this work provides gridded data with monthly temporal resolution, en-

abling the EDGAR emissions to be allocated temporally based on changing space heating

needs.

3.2 Materials and Methods

The methodology we present works towards increasing the spatial and temporal resolu-

tion of the data while providing a breakdown into residential and non-residential subsectors.

To accomplish this, we perform three stages of disaggregation of the data: (1) disaggregate

each larger grid cell for each GHG (CO2, CH4, and N2O) into 30-arcsecond (approximately

1km-by-1km) grid cells by using an estimate of building energy consumption; (2) further

decompose each grid cell into residential and non-residential emissions using Global Hu-

man Settlement Layer (GHSL) data building type categorizations; and, (3) allocate the

time-varying component of annual GHG emissions to four quarters of the year based on

heating degree days derived from Copernicus ERA5 globally gridded temperature data.

We describe our method speci�cally as applied to the 0.1-degree-by-0.1-degree (11km-by-

11km) EDGAR v8.0 gridded data, although our method is applicable to disaggregating

other emissions datasets as well.

In Section 2.1 we describe the datasets that we employ as part of our research. In

Section 2.2 we detail the methods that we introduce as part of our work; this includes
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a conceptual framework in Section 2.2.1, our method for generating our super-resolved

EDGAR v8.0 GHG emissions in Section 2.2.2, and our method for evaluating modeled

emissions estimates at the municipal level in Section 2.2.3.

3.2.1 Datasets Employed
3.2.1.1 Energy and emissions datasets

EDGAR v8.0

EDGAR v8.0[106] not only contains country-level residential and non-residential building

emissions estimates but also uses spatial data on global human presence and air temperature

to allocate those emissions data to a 0.1 degree-by-0.1 degree resolution global grid. These

datasets used for allocation include the GHSL and data on heating degree days from the

ERA5 climate reanalysis [14]. In our work, we super-resolve the EDGAR v8.0 building

emissions dataset onto a 30-arcsecond-by-30-arcsecond (approximately 1km-by-1km) grid

using the GHSL building area dataset. To accomplish this, for every nonzero EDGAR

estimate of CO2, CH4, and N2O, we allocate those emissions proportional to the fraction of

energy consumption based on building �oor area in each 1km-by-1km grid cell region. This

ensures the sum of the original EDGAR data is equivalent to the super-resolved dataset

at a global and national level, while providing additional resolution to inform subnational-

and municipal-level emissions inventories more e�ectively.

As EDGAR gridded data follows IPCC reporting conventions regarding the inclusion

or exclusion of biomass as related to building energy [107], for both CH4 and for N2O the

EDGAR v8.0 0.1-degree-by-0.1-degree gridded data aggregate emissions from both fossil

fuels and from biofuels into a single non-separable emissions estimate per GHG. This is

also how emissions are accounted for in our country-level comparison data (e.g., UNFCCC

and CAIT), so we are able to directly use the EDGAR v8.0 gridded data for comparisons

with those sources. However, our municipality-level comparison data from Data Portal

for Cities (DPFC) does not contain any building-related emissions data from biomass; to

be able to provide a direct basis for comparison and overcome that limitation, we super-
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resolve the gridded fossil fuel only data from EDGAR v8.0 for CO2 and use a super-resolved

version of the EDGAR country-level data �ltered to contain only fossil fuel contributions

to building emissions for both CH4 and for N2O.

Energy Use Intensity data from the World Bank

Energy Use Intensity (EUI) is an indicator of energy use relative to building area. EUI data

originates from the CURB Tool (World Bank 2016) which contains data for about 400 cities

around the world. The EUI values by end-use and by city are presented as kWh/m2/year.

The data are provided for eight residential and non-residential building types. We include

all end uses (including those typically associated with electricity) at this stage of the model,

accounting for the removal of electricity consumption and other indirect sources later in

the model. We labeled the locations of the 400 cities included in the CURB Tool using

the Geonames database [108] to assign each EUI value to the geographic latitude-longitude

coordinates corresponding to the name of the city in the CURB Tool. Using residential

and non-residential building �oor area data from the United States to determine estimated

proportions of areas of building types, we developed a weighted average of EUIs across

building types to develop a single residential and single non-residential estimate for each

city in the EUI dataset; Sections S.2 and S.4.1 contain additional details on this process. We

assigned the value of the geospatial nearest neighbor city in the EUI database for locations

beyond those in the EUI dataset.

3.2.1.2 Remote sensing datasets

Building Area

The Global Human Settlement Layer (GHSL) is provided openly by the European Commis-

sion's Joint Research Centre (European Commission 2023) and we use this as our source of

building-related data. These data, derived from Landsat and Sentinel-2 satellite imagery,

o�er global coverage of key building-related factors at a desirable spatial resolution. GHSL

provides building-related datasets associated with surface areas, volumes, and heights at

varying levels of resolution and across several di�erent years. To generate these data,
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GHSL used machine learning to infer various building-related attributes from multiple dis-

tinct sources of satellite imagery collected across the entire surface of the earth. Additional

detail on the GHSL data and methodology is available via GHSL [109].

We rely upon the built-up volume area data product, BUILT-V [110], at 30-arcsecond

spatial resolution (approximately 1km-by-1km); as detailed building-speci�c story height

data are not available, we assuming a 3m average height for a typical story of a building

to convert building volume data to a measure of total �oor area. This allows us to create

an estimate of the �oor area contained within the building volume in each region. As the

source data are already subdivided into residential and non-residential building categories

based on GHSL modeling, we directly use the GHSL categorization of the data to assign

building-related emissions to residential and non-residential buildings. GHSL o�ers select

years of data including 2015 and 2020. For the remaining years, we linearly interpolate

and extrapolate at a grid-cell level to estimate building �oor area for 2016-2019, and 2021-

2023. We choose to leverage data from GHSL as opposed to other potential sources [111]�

[113] based on the combination of global availability, high spatial resolution (30-arcsecond-

by-30-arcsecond grid cells), and subdivision into residential and non-residential building

categories.

Copernicus ERA5 3m temperature data

The European Commission's Copernicus program provides gridded climate reanalysis data

through its suite of ERA5 data products. We use ERA5 2 meter hourly temperature data

[114] as our primary source of daily temperature for computing heating and cooling degree

days to allocate emissions quarterly. These data provide a highly accurate temperature

estimate at an hourly cadence, globally. The data are available on a latitude-longitude grid

with 0.25 degree-by-0.25 degree (approximately 770 km2 at the equator) spatial resolution.

3.2.1.3 Validation and comparison data

True ground-truth building emissions data would be in-situ measurements of the emis-

sions emitted from individual buildings or groups of buildings. While there are ground-truth
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measurements of energy consumed by individual buildings, there are not, to our knowledge

at the time of this research, any globally-available datasets containing measurements of ac-

tual emissions from individual buildings or neighborhoods of buildings. Although the build-

ing sector lacks these high-quality ground truth emissions data, existing building emissions

data � and particularly those data associated with onsite direct emissions � are informed

based on tracking the energy consumption from onsite fuel sources (e.g., gas and oil) and

reported by the countries or municipalities providing these data. Thus, we identify several

sources that we consider as trustworthy comparison data and use as part of our model

validation process.

At the national level, there are emissions inventories from the UNFCCC and the latest

version of the Climate Action Indicators Tool (CAIT) curated by the World Resources Insti-

tute (Washington, DC: World Resources Institute, 2024). These two data sources both rely

upon member nations to respond to surveys related to energy consumption and emissions

so we do not treat them as sensor-based and measured empirical ground truth; however, as

both are based on actual energy consumption data reporting, we consider them as compari-

son data sources. Although these data are not based on direct and exhaustive measurement

of onsite direct building emissions, they are based on actual energy consumption data at

the country-level and thus su�ciently correlated with emissions to be used as our com-

parison data. At the municipality level, we rely upon region-speci�c estimates of building

sector emissions data at the municipality level from the DPFC tool as aggregated by the

Global Covenant of Mayors for Climate & Energy (Global Covenant of Mayors for Climate

& Energy, 2019). While the DPFC data are also not empirically measured in-situ ground

truth emissions data, the municipalities collecting energy consumption data and providing

those to DPFC to inform municipality-level emissions estimates allows DPFC data to be

used as a source of comparison and model evaluation for our estimates. These country- and

municipality-level comparisons are further described in Section 2.4.
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3.2.2 Methods
3.2.2.1 Conceptual Framework

Activity-based approaches for estimating building emissions generally follow the 2006

Intergovernmental Panel on Climate Change (IPCC) guidelines, which combine information

on energy consumption and emissions factors for a given region [107]. Of course, neither

energy consumption nor emissions at the individual or neighborhood level are directly

observable at scale. What is observable, however, are buildings themselves, and we leverage

this to create a three-part activity based model which combines building �oor area (in

square meters), or A; building energy use intensity (Joules per square meter), or EUI; and

emissions factors (tonnes of gas per Joule), or EF. If each of these quantities is accurate

in a given region, we can estimate tonnes of emissions, E, as E=(A)(EUI)(EF). If we have

these quantities just for residential or non-residential cases, we can similarly estimate the

emissions for residential or non-residential buildings.

Since this work is focused on super-resolving EDGAR's gridded emissions estimates

to a higher spatial and temporal resolution, we assume a regional (country-level) value of

EUI (World Bank 2016) given the regional similarities in energy consumption patterns. We

further assume that regionally (within an 0.1degree-by-0.1degree EDGAR grid cell) EFs are

approximately constant, recognizing that at this level of spatial resolution EFs generally

do not demonstrate signi�cant changes. Therefore the variation of emissions is due to the

di�erences in building area; that assumption we can use for disaggregating the emissions

based on the energy consumption activity data in a region.

The GHSL data that we use for building �oor area also provides a classi�cation of

building volume into residential and non-residential classes. We use these classi�cations

from the GHSL data and adopt the same de�nition of residential buildings as the GHSL,

which is the European Commission's INSPIRE de�nition (INSPIRE 2024) of the residential

sector:

Residential. Residential areas are those �used dominantly for housing of people� and

can include a variety of density types such as �single family housing, multi-family residen-
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tial, or mobile homes in cities, towns and rural districts if they are not linked to primary

production.� (INSPIRE 2024)

Non-residential. While an explicit de�nition of non-residential is not provided, we de�ne

it to be mutually exclusive from the residential sector and collectively exhaustive of all

buildings. We assume that the emissions from non-residential buildings are any direct

building emissions not included within the residential sector and include emissions from

commercial and municipal buildings.

One challenge with the residential de�nition is that it will encompass some commercial

building activity by including mixed-use and other building types that happen to exist

within an area of predominantly residential buildings, further highlighting the complexity

of high-resolution estimates in the buildings sector. This is a challenge and an opportunity

for future work.

3.2.2.2 Method for generating our super-resolved EDGAR v8.0 GHG emissions

We utilize the theoretical model in Section 2.2 to disaggregate EDGAR v8.0 gridded

emissions by introducing a speci�c method for super-resolving GHG emissions. To enhance

the spatial resolution of the EDGAR v8.0 gridded emissions, we use an estimate of energy

consumption and proportionally allocate the EDGAR emissions to smaller spatial grid

cells. We also allocate emissions into residential and non-residential categories and generate

higher temporal estimates of the data by allocating the variable component of emissions

using heating degree day estimates. As 2023 EDGAR v8.0 data were unavailable at the

time of publication, we extrapolate existing data to estimate 2023 emissions.

We begin by establishing de�nitions for describing the emissions estimation procedure.

In Table 3.1, we introduce the key indices that we use to reference our variables, and in

Table 3.2 introduce the variables themselves.

Step 1. Calculate the energy consumption activity data.

Here, we calculate the product of building �oor area data (converted from building

volume assuming 3m �oor heights), A(r), dividing it into residential and non-residential
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Table 3.1: De�nition of key indices used in the methodology
Variable De�nition Possible values
r A region in space, as represented by the index of any

grid cell in the output emissions dataset (representing
a � 1km x 1km region at the equator)

The index of a grid cell in the output emissions dataset

R The region covered by an EDGAR grid cell (represent-
ing a � 11km x 11km region at the equator)

The index of a grid cell in the EDGAR emissions gridded dataset

c Building type category residential (res), non-residential (nres)
g Greenhouse gas Carbon dioxide ( CO2), methane (CH4), nitrous oxide ( N2O)

Table 3.2: De�nition of key variables used in the model
Variable Units Description Source
A(r) m2 Building �oor area GHSL BUILT-V
F(r, c) unitless Fraction of building type, bounded between 0 and 1 GHSL BUILT-V
EUI (r, c) J/ m2 Energy use intensity World Bank CURB Tool
EF(r, c, g) tonnes/ J Emissions factor Estimated
EN(r, c) J Energy Estimated
EEDGAR(R, g) tonnes EDGAR emissions EDGAR v8.0
E(r, c, g) tonnes Super-resolved emissions Estimated

�oor area based on GHSL BUILT-V data classi�cations, F(r, c), and multiply that product

by the EUI value for the given region and building type EUI (r, c), which are unique for

each country, computed as the average of EUI values within that country. This process

yields estimates of energy consumption for every 30-arcsecond-by-30-arcsecond region of

the world and by building type category (residential, non-residential), EN(r, c).

yEN(r, c) = A(r)F(r, c)EUI (r, c) (3.1)

This process is shown in Fig. 3.2(a).

Step 2. Disaggregate Emissions.Using the activity data, the EDGAR v8.0 gridded

data, EEDGAR(R, g), are allocated proportionally based on the fraction of energy (activity)

in each grid cell. This estimation process is completed for each gas and each category of

buildings:

Ê(r, c, g) =

"
yEN(r, c)

°
rPR

yEN(r, c)

#

EEDGAR(R, g) (3.2)

This process is shown in Fig. 3.2(b).

Step 3. Inference of emissions factors

Through steps 1 and 2, we do not need emission factors to calculate the disaggregated

emissions. However, EDGAR generally has a latency of more than a year; therefore, we
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FIGURE 3.2: EDGAR disaggregation methodology. We �rst compute estimated energy
consumption as the grid cell element-wise product of building �oor area and energy use

intensity (Step 2A, top). We then use the grid cell element-wise estimated energy
consumption to proportionally allocate data from a larger aggregate grid cell into a much

higher spatial resolution (Step 2B, bottom).

use the emissions and energy consumption data to compute emissions factors for each year

so that we can use them to extrapolate to a subsequent year of emissions estimates. Our

estimates of emissions factors are the emissions estimates divided by the energy estimates

for each building category and GHG:

xEF(r, c, g) =
Ê(r, c, g)
yEN(r, c)

(3.3)

Step 4. Extrapolate toa new year for which there is no EDGAR data. To create esti-

mates for a new year, we linearly extrapolate the building �oor area data from the 2015 and

2020 estimates derived from GHSL. For example, if the latest year available from EDGAR
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was 2023 and we wish to estimate emissions in 2024, we linearly extrapolate emissions es-

timates for 2024. Using extrapolated building �oor area, we can calculate emissions as the

product of the extrapolated building �oor area, EUI (which we assume is unchanged from

the most recent year), and the emissions factors in Step 3 which we estimated from the

most recent year of data. This allows us to use the product of extrapolated building area,

EUI, and the previous year's emissions factor to project emissions into the new year.

Step 5. Estimate monthly emissions.

As space heating is a driver of energy consumption in buildings, we make the assump-

tion that heating needs are the primary driver of temporal variability in building energy

consumption and use heating degree days to disaggregate the variable emissions in a re-

gion. Globally, variable loads (loads that we assess would change seasonally, namely space

heating and cooling) represent around 37.8% of consumption for the year 2020 [12]. We

compute this percentage based on the percentage of energy consumption associated with

space heating and space cooling as compared to the global �nal energy consumption across

all countries for which IEA has shared energy consumption data in the year 2020. We

allocate the variable load based on heating degree days for a given month,HDD (q), using

that 2020 value. Emissions for a given month, which we represent asE(r, c, g, q) are then

allocated according to the relationship:

Ê(r, c, g, q) = a

"
HDD (q)

° 4
q= 1 HDD (q)

#

Ê(r, c, g) + ( 1 � a)
�

Ê(r, c, g)
4

�

(3.4)

Here, a=0.378, which is the fraction of variable load. This concept is demonstrated in

Figure 3.3. The grey, baseload emissions are constant throughout the year and are simply

(1 � a) Ê(r,c,g)
4 each month. The variable load emissions (the fraction represented bya) are

distributed proportionally to the quantity of HDDs that occurred that month relative to

the total for the year:
�

HDD (q)
° 4

q= 1 HDD (q)

�
Ê(r, c, g).

Regions for which there are few HDDs per year may result in unrealistic estimates. For
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FIGURE 3.3: Monthly direct onsite building emissions allocation. We show the portion of
emissions that are considered baseload emissions in gray, and the seasonal variation

above that baseload in orange.

example, if a region only has 1 HDD per year, 37.8% of annual emissions would be shifted

in full to the month containing that HDD. To prevent this outcome, we linearly scale up

a from 0 to 0.378 based on the total number of HDDs. If a region has no HDDs, thena

is 0 since there will be no heating demand and the load is divided evenly year-round. The

value of 0.378 results if there are 1000 HDDs or more for a given region which corresponds

to a region with a signi�cant heating requirement.

At the time this work was prepared, EDGAR v8.0 data is available through 2022; we

use 2022 building emissions and energy consumption data to back out the inferred 2022

emissions factors, which are then combined with extrapolated building area data to estimate

emissions for future years.

3.2.3 Pipeline for generating our emissions estimates

To realize the generation of these emissions estimates, we engineer a computational

pipeline that enables timely and repeatable emissions estimate generation. We consider

a modular structure for our pipeline with four key components: (1) Data Download and

Pre-processing; (2) Annual Estimation; (3) Temporal Disaggregation; and, (4) Veri�cation

and Validation.

Data Download and Pre-processing. We initially download all source data and pre-
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process those data accordingly. Data downloads include the source data for building area,

emissions factors, energy use intensity, and temperature data. The majority of these sources

are accessible via external URLs; as such, we have engineered our pipeline to be driven

by downloading those �les based on URLs speci�ed in aconfig.yaml �le so that they

are automatically downloaded and easily updated as needed. We also download and pre-

process the raw EDGAR data used for disaggregation; again, these are based on URLs

de�ned within the config.yaml �le so that they can be easily updated as EDGAR updates

their data with new years of data or model updates that lead to refreshed data for existing

years. We show an example of the con�g �le containing EDGAR data URLs in Fig. 3.4.

FIGURE 3.4: Example of theconfig.yaml �le containing URLs to EDGAR raw data. This
makes it easy to specify data updates and re-process these data.

Annual Estimation. Once the data are downloaded, we run our annual estimation pro-

cessing to spatially super-resolve EDGAR GHG emissions data and generate all interme-

diate raster products as well. As many of these data are spatially separable and otherwise

independent of one another, we introduce CPU-based parallelization to reduce computation

time. With our current server, which has 500GB of memory and 64 CPU cores available to

us, we are able to parallelize our processing across 50 of those CPU cores without running

out of CPU memory. Our output here are annual 1km-by-1km raster �les for building area

A, energy use intensityEUI, energy consumptionEN, emissions factorEF, and emissions
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E.

Temporal Disaggregation. Using the annual raster �les in conjunction with the pre-

processed temperature data resulting in a measurement of HDD by location, we temporally

disaggregate annual raster �les for energy consumptionEN, emissions factorsEF, and

emissionsE each into 12 monthly raster �les.

Veri�cation and Validation. We automate the process of veri�cation and validation to

generate reports and provide assurance that no mistakes were made in the pipeline process.

Some of these veri�cation reports are simple math checks; for example, we con�rm that

all monthly temporally disaggregated residential emissions estimates sum to the annual

residential emissions estimate value.

Our �nal output for each year of data results in approximately 60GB of global gridded

raster data at 1km-by-1km spatial resolution. We summarize this �nal output in Fig. 3.5.

With the exception of building area A and energy use intensityEUI � each of which is a

single annual value that cannot be temporally disaggregated � all energy consumptionEN,

emissions factorEF, and emissionsE are provided in monthly temporally disaggregated

rasters based on the actual temperature data from the corresponding month. We also are

able to use the EDGAR data to provide EF and E estimates for the three primary GHGs

(CO2, N2O, and CH4) as well as a series of air pollutants that are also critical to overall

GHG reduction bene�tting public health. Our work to modularize this pipeline ensures

that the high cost of data download and pre-processing (e.g., for daily global temperature

data to compute HDDs) only needs to be done once, whereas annual emissions and tem-

poral disaggregation can be computed using that pre-existing data. Our introduction of

parallelization ensures that data processing can be done independently, reducing processing

time from what previously would have been an estimated 3 months to approximately one

day of compute time.
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FIGURE 3.5: We show the �nal output for each year of data. Each blue rectangle in this
�gure represents an individual global raster of approximately 1km-by-1km spatial

resolution. Building area and energy use intensity rasters are produced to each represent
a full year of data, while energy consumption, emissions factor, and emissions rasters are

produced to each represent a month of data.

3.2.3.1 Evaluating modeled emissions estimates at the municipal level

A major contribution of this work is the ability to provide su�ciently �nely-resolved

data to be useful not only at the national level, which several existing datasets accomplish,

but particularly at the subnational and municipal level, which currently is a gap in the

literature. In this section, we describe the process used to conduct a comparison of our

super-resolved emissions estimates and original EDGAR data with independent municipal-

level emissions estimates.

As there is no global sensor-measured empirical ground truth for direct onsite build-

ing emissions estimates, we instead compare our modeled emissions estimates to existing

inventories at municipality level, where we compare the estimates to 19,998 individual

municipality-level estimates from Data Portal for Cities to evaluate the e�cacy of the

disaggregation process as compared to the original EDGAR data. At the national level,

our estimates are identical to those of EDGAR v8.0 since this process super-resolves the

EDGAR data.
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For our municipality-level analysis, we aggregate our modeled emissions by municipality

and compare them against emissions data from DPFC. We �rst collect the raw emissions

data for each municipality in DPFC, and align those emissions with a geographic boundary

associated with each municipality. Because DPFC does not include any building emissions

data contributed from biofuels, we used a disaggregated version of EDGAR v8.0 gridded

data for CO2 and a disaggregated version of EDGAR country-level fossil fuel only data for

N2O, and CH4 for municipality-level comparison.

The DPFC emissions data for CO2, N2O, and CH4 are disaggregated into residential

and non-residential building sub-sectors, and each country's data is associated with a cor-

responding year. (Note that India's DPFC data are from 2013. We use 2015 data from

EDGAR v8.0 and our model for DPFC validation, as 2015 data are the �rst that we consider

as part of our current work.) DPFC data are also disaggregated into di�erent contribut-

ing fuel types, so we can �lter the data down to only include direct onsite fuel types and

exclude sources such as electricity and district heating that are outside of the scope of our

work. We further �lter DPFC data to only include municipalities that contain both res-

idential and non-residential emissions. Because the exact geographic boundaries used by

DPFC for each municipality are not provided, we curate boundaries for each region and

exclude any municipalities for which the inferred population di�ers greatly from the DPFC

reported population. The resulting comparison data once all of this �ltering is complete

contains a total of 19,998 distinct municipalities across eight di�erent countries (Canada,

Chile, Costa Rica, Denmark, India, Japan, Mexico, and the United States). Because DPFC

data are provided in units of CO2e, we also use the latest conversion factors associated with

the 100-year Global Warming Potential to convert CO2e into tonnes of each corresponding

GHG.

One additional challenge is that both the EDGAR v8.0 data and our super-resolved

data are gridded data; however, we need to allocate those raster emissions data to vec-

tor polygon municipal boundaries. Existing software tools by default use a centroid-based

method to align gridded raster data with geographic boundary polygons, wherein if the
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center-point (a.k.a., centroid) of the grid cell falls within the boundary the grid cell is as-

signed to that polygon and otherwise the grid cell is excluded. While a centroid-based

method is su�ciently accurate to allocate gridded emissions data to country-sized bound-

aries, municipalities are too small relative to the size of a grid cell to show a su�cient level

of accuracy.

While we show results using centroid-based allocation of the raster data to municipal-

ities, we also compare results using an area-based proportional allocation method [18] to

allocate emissions from gridded data to municipality boundary polygons; the proportional

allocation in this case is based on the percentage di�erence in boundary area between a

grid cell and the component of the municipality's boundary that the grid cell overlaps. For

example, if a grid cell has a 10% overlap with a portion of a municipality's boundary, the

relative emissions contribution from that portion of the municipality boundary is inferred

to be 10% of that grid cell's emissions. We repeat this process for all overlapping grid cells

across the entirety of the municipality, and assign the sum total of all such component-wise

emissions as the total emissions attributed to that municipality from the gridded data.

3.3 Results

We provide the results of our municipal-level model validation and visualize our super-

resolved EDGAR emissions at global scale with additional detail for key major global cities.

3.3.1 Comparison results for municipality-level model validation
3.3.1.1 Overall comparison of estimates

For municipality-level model validation as compared to the DPFC data, we focus on

measuring the quality of our modeled emissions estimates using the Weighted Absolute

Percentage Error (WAPE) and Mean Absolute Percentage Error (MAPE) metrics. While

the WAPE metric weights error in regions that have a greater magnitude of emissions more

heavily than in regions with fewer emissions (e.g., percentage error estimating municipality-

level emissions in New York City would be weighted more heavily than error estimating

municipality-level emissions in a small low-emitting town), MAPE considers error across all
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comparisons as equally important. These two metrics each consider error di�erently, and

collectively provide a more comprehensive understanding of estimation model error than

by using either metric on its own.

Because DPFC does not contain data related to biofuels, we are unable to evaluate

super-resolved EDGAR v8.0 gridded data for CH4 and N2O � since both of these datasets

contain both fossil fuels and biofuels emissions data � so we limit our municipality-level

validation exclusively to a comparison of CO2 emissions. Our comparison is between DPFC,

EDGAR v8.0 gridded emissions data at 0.1-degree-by-0.1-degree spatial resolution, and

our super-resolved EDGAR gridded emissions data at 30-arcsecond-by-30-arcsecond spatial

resolution. We compare four approaches to estimating municipal-level emissions.

• (1) EDGAR v8.0 + Centroid Allocation: Using original EDGAR v8.0 gridded data

with centroid allocation to the municipal level.

• (2) EDGAR v8.0 + Proportional Allocation: Using original EDGAR v8.0 gridded

data with proportional allocation to the municipal level.

• (3) Super-Resolved EDGAR + Centroid Allocation: Using our super-resolved emis-

sions estimates with centroid allocation to the municipal level.

• (4) Super-Resolved EDGAR + Proportional Allocation: Using our super-resolved

emissions estimates with proportional allocation to the municipal level.

When comparing these four approaches across all DPFC validation municipalities for

CO2 emissions, we observe that the combination of our super-resolved EDGAR data and

our proportional allocation method leads to both the lowest WAPE and lowest MAPE.

We also observe that for both the lower-spatial-resolution EDGAR v8.0 data and higher-

spatial-resolution super-resolved EDGAR data, our proportional allocation method leads

to lower WAPE and MAPE for municipality-level emissions estimation as compared to

centroid allocation. This summary is shown in Fig. 3.6 below.
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FIGURE 3.6: We summarize the Weighted Absolute Percentage Error (WAPE), top, and
Mean Absolute Percentage Error (MAPE), bottom, across all municipalities in DPFC for

CO2 emissions. Our comparison contains both gridded emissions datasets under
consideration (EDGAR v8.0 and our Super-Resolved EDGAR) and both gridded raster

data allocation methods (Centroid and Proportional).
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3.3.1.2 Context-dependent comparison of performance

We also want to evaluate whether the size of the municipality in terms of area or total

emissions has an impact on which methods for estimation are preferable. To do so, we also

evaluate the results stratifying the DPFC data by municipality size (total area) and by

municipality emissions (total CO2 emissions). The results of this comparison are shown in

Fig. 3.7 below, summarizing the WAPE for municipality-level validation. Unlike the aggre-

gate summary provided above, here we partition the DPFC municipalities into equal-sized

deciles based on the municipality boundary size (in square kilometers) to understand how

each dataset � as well as each allocation method � performs for di�erently-sized munici-

palities. We also partition the DPFC municipalities into equal-sized deciles based on the

municipality reported emissions in DPFC to understand how each dataset and allocation

method performs for di�erently-emitting municipalities. The WAPE values shown below

in Fig. 3.7 are calculated independently for each decile.

We �rst observe that proportional allocation of our super-resolved EDGAR data has

a consistently lower WAPE than either allocation method as applied to the EDGAR v8.0

data. We also observe that particularly for smaller municipalities, there is almost a factor

of 2 decrease in WAPE attributed to our super-resolved EDGAR data as compared to the

existing EDGAR v8.0 data. However, as the municipality size increases (and particularly,

as the municipality size increases beyond the approximate 111 km2 size of the EDGAR v8.0

grid cells) EDGAR v8.0 WAPE reduces. Although the MAPE generally increases across

all datasets and allocation methods as the size of the municipalities increase, proportional

allocation of our super-resolved EDGAR data demonstrates consistently lower error than

either allocation method applied to EDGAR v8.0 data.

In addition to the strati�ed WAPE results, we also provide strati�ed MAPE results in

Fig. 3.8. We �rst observe that proportional allocation of our super-resolved EDGAR data

demonstrates consistently lower error than either allocation method applied to EDGAR

v8.0 data. Although the MAPE increases as municipality size increases, this is attributable
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FIGURE 3.7: We compare the Weighted Absolute Percentage Error (WAPE) across all
municipalities in DPFC. Our comparison focuses on both gridded emissions datasets
under consideration (EDGAR v8.0 and our Super-Resolved EDGAR) as well as both

gridded raster data allocation methods (Centroid and Proportional). The DPFC
municipalities are binned into deciles based on their municipality size (in km2), on top,

and CO2 emissions (in tonnes), on bottom, with percentage error metrics computed
independently for each decile. While WAPE is generally around 50% error for all decile

municipality size bins, when evaluating WAPE as a function of emissions the WAPE
decreases from over 150% error to below 50% error as emissions increase; however, we

see that our methods lead to a reduction in the error associated with estimating
municipality-level emissions.
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to limitations of the MAPE metric itself. One limitation of using MAPE as an evalua-

tion metric is that a severe underestimate is strictly bounded at an absolute percentage

error of 100%, whereas a severe overestimate has an unbounded absolute percentage error;

thus, deciles dominated by severe underestimates would converge to an absolute percentage

error of 100% whereas deciles dominated by overestimates would grow beyond that. We

independently reviewed the distribution of estimation errors for each decile shown by the

MAPE and con�rmed that for smaller municipalities, there is a general trend to severely

underestimate emissions when using EDGAR v8.0 with either allocation method, whereas

there is a trend to overestimate emissions when using super-resolved EDGAR with either

allocation method.

3.3.2 Visualization of Emissions

The approach presented here, which super-resolves gridded EDGAR v8.0 using high-

resolution building �oor area data, provides global onsite direct building GHG emissions

estimates at a higher spatial resolution (30-arcsecond-by-30-arcsecond) than any previous

dataset for building emissions. The data shown in Fig. 3.9 include both a global map of

total building emissions and city-level data for six major cities across the globe.

The global plot in Fig. 3.9 broadly aligns with the relative density of building emissions

in some of the most populated regions of the world including the eastern United States,

Europe, China, and India. This dataset's contribution is the ability to reveal di�erences

within cities themselves. Emissions from Manhattan are clearly identi�able in New York,

U.S., while the coastal regions of Cape Town, South Africa, show a higher concentration

of emissions. This level of spatial granularity enables prioritization in local and regional

planning and decision-making when paired with other emissions sectors, providing a key

component to establishing a default baseline emissions dataset for local- and municipal-level

decision-making that was previously lacking at a global scale.
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FIGURE 3.8: We compare the Mean Absolute Percentage Error (MAPE) across all
municipalities in DPFC. Our comparison focuses on both gridded emissions datasets
under consideration (EDGAR v8.0 and our Super-Resolved EDGAR) as well as both

gridded raster data allocation methods (Centroid and Proportional). The DPFC
municipalities are binned into deciles based on their municipality size (in km2) and CO 2

emissions (in tonnes) and percentage error metrics are computed independently for each
decile.
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