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Abstract

Deep Neural Networks (DNNs) have driven the performance of computer vision to new
heights, which has led to them to being rapidly integrated into many of our real-world sys-
tems. Meanwhile, the majority of research on DNNs remains focused on enhancing accuracy
and efficiency. Furthermore, the evaluation protocols used to quantify performance gener-
ally assume idealistic operating conditions that do not well-emulate realistic environments.
For example, modern benchmarks typically have balanced class distributions, ample train-
ing data, consistent object scale, minimal noise, and only test on inputs that lie within the
training distribution. As a result, we are currently integrating these naive and under-tested
models into our trusted systems! In this work, we focus on the robustness of DNN-based
vision models, seeking to understand their vulnerabilities to non-ideal deployment data.
The rallying cry of our research is that before these models are deployed into our safety-
critical applications (e.g., autonomous vehicles, defense technologies), we must attempt to
anticipate, understand, and address all possible vulnerabilities.

We begin by investigating a class of malignant inputs that are specifically designed
to fool DNN models. We conduct this investigation by taking on the perspective of an
adversary who wishes to attack a pretrained DNN by adding (nearly) imperceptible noise
to a benign input to fool a downstream model. While most adversarial literature focuses
on image classifiers, we seek to understand the feasibility of attacks on other tasks such as
video recognition models and deep reinforcement learning agents. Sticking to the theme of
realistic vulnerabilities, we primarily focus on black-box attacks in which the adversary does
not assume knowledge of the target model’s architecture and parameters. Our novel attack
algorithms achieve surprisingly strong effectiveness, thus uncovering new serious potential
security risks.

While malignant adversarial inputs represent a critical vulnerability, they are still a
fairly niche issue in the context of all problematic inputs for a DNN. In the second phase
of our work, we turn our attention to the open-set vulnerability. Here, we acknowledge

that during deployment, models may encounter novel classes from outside of their training
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distribution. Again, the majority of works in this area only consider image classifiers for
their simplicity. This motivates us to study the more complex and practically useful open-
set object detection problem. We address this problem in two phases. First, we create a
tunable class-agnostic object proposal network that can be easily adapted to suit a variety
of open-set applications. Next, we define a new Open-Set Object Detection and Discovery
(OSODD) task that emphasizes both known and unknown object detection with class-
wise separation. We then devise a novel framework that combines our tunable proposal
network with a powerful transformer-based foundational model, which achieves state-of-
the-art performance on this challenging task.

We conclude with a feasibility study of inference-time dynamic Convolutional Neural
Networks (CNNs). We argue that this may be an exciting potential solution for improving
robustness to natural variations such as changing object scale, aspect ratio, and surrounding
contextual information. Our preliminary results indicate that different inputs have a strong
preference for different convolutional kernel configurations. We show that by allowing just
four layers of common off-the-shelf CNN models to have dynamic convolutional stride,

dilation, and size, we can achieve remarkably high levels of accuracy on classification tasks.
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1. Introduction

The advent of Deep Learning (DL) has revolutionized the capability of arti cial intelli-
gence, particularly in the domain of computer vision. Innovative large-scale Deep Neural
Network (DNN) architectures such as Convolutional Neural Networks (CNNs) [LeC+98]
and Vision Transformers (ViTs) [Dos+21] allow for incredibly powerful and nuanced visual
feature extraction from image data. Such powerful semantic representations enable remark-
able performance on tasks such as image classi cation [KSH17], object detection [Gir+14],
instance segmentation [He+17], and video recognition [Ji+10]. As research continues to
drive the accuracy of DNNs beyond human levels and the e ciency of DNNs within edge-
device hardware constraints, these models are being thrust into more and more real-world
systems. However, we caution that the practical readiness of DNNs should NOT be quan-
tied by accuracy and e ciency alone. Another often overlooked but critical component
of practical performance isrobustness In safety-critical applications such as autonomous
vehicles or defense technologies, the use of non-robust, untrustworthy models is not only
dangerous but also reckless.

Machine Learning (ML) robustness is an incredibly broad area that encompasses a wide
variety of subtopics including security, reliability, and uncertainty. For example, model in-
version attacks can be used to reliably infer speci ¢ attributes about sensitive training data
samples [FJR15], thus undermining data privacy. Alternatively, model poisoning attacks
requiring the label alteration of a handful of training samples can be used to embed ex-
ploitable backdoors during inference [MAF24]. The speci ¢ subdivision of robustness that
we focus on in this work is model vulnerability to anomalous inputs during deployment.
We de ne anomalous inputs as inputs that have some di erence or irregularity compared to
the samples in the training data, thus resulting in undesirable model behavior. We argue
that anticipating, understanding, and addressing all potential forms of input vulnerability
is a necessary step of responsible Al development.

What truly separates our work from other related work in the eld is our adherence to

three overarching goals:



1. Focus on realistic vulnerabilities that are practically feasible in the real world. Overly
contrived settings with an abundance of assumptions may be useful for fundamental
research, but our interest lies in preparing DNNs for deploymennow.

2. Consider tasks and application domains that lie outside of the conventions of current
robustness research. While image classi cation serves as a simple and convenient
test-bed for research, it is not generally representative of many other vision tasks.

3. Leverage the novel methods that we create to improve our understanding of each
vulnerability. While achieving state-of-the-art performance is important, it is more
important to draw the correct conclusions and help the community understand some-

thing new about the problem.

The Adversarial Attack Vulnerability

Our research begins by asking a simple question: what kind of inputs can break a
model? . The rst form of input that we study are a form of malignant anomaly, intention-
ally created to mislead a deployed model. These inputs, known as adversarial examples,
contain a specially crafted perturbation signal that is nearly imperceptible to the human
eye but yield drastically di erent model predictions compared to the non-perturbed ver-
sions [Sze+13]. We refer to this thread of research as thadversarial attack vulnerability .
To investigate this problem, we take on the perspective of an adversary who wants to mis-
lead or minimize the performance of some target model. Because we are mainly concerned
with practically feasible vulnerabilities, we focus primarily on black-box attack settings,
where the adversary does not assume access to the target model's weights or architecture.
While there have been some previous works that study black-box attacks [Pap+17; PMG16;
Tra+17], the vast majority of them only consider image classi er target models. These mod-
els may be a convenient test-bed for research, but they are not the most practically useful
models on their own and certainly do not well-represent all vision tasks. In this work we
are primarily interested in black-box adversaries in other vision tasks.

We dedicate three chapters to this thread of work. Chapter 2 provides an introduction to



the adversarial attack vulnerability. Here, we introduce the taxonomy of terms and provide
important preliminary information. In Chapter 3, we introduce a powerful new class of
adversarial attacks on two-stream video recognition models [SZ14]. In this work, we focus
on exploiting vulnerabilities of the DNN-based temporal stream of the model (i.e., the
motion stream) to cause erroneous predictions. We propose both a one-shot attack which
perturbs all frames at once, as well as an iterative attack which attempts to minimize the
number of frames that are perturbed to further reduce perceptibility. Importantly, we nd
that our adversarial examples can transfer to video recognition models that use entirely
di erent non-di erentiable optical ow estimation algorithms.

In Chapter 4, we transition our focus away from supervised recognition models and
investigate the robustness of Deep Reinforcement Learning (DRL) agents. Prior to this
work, DRL research was very much in its infancy and the lion's share of the community's
e ort was focused on improving the raw performance and e ciency of RL algorithms via
better reward functions and exploration-versus-exploitation tradeo s [Mni+13; Sch+17].
Research on the robustness and adversarial vulnerability of these models was very limited,
and mostly constrained to the white-box threat model [Hua+17b]. We show that the
black-box threat model of (vision-based) DRL-agents is much more complex than that of
classi cation models. In a DRL system, instead of just images being sent to the model, there
is a sequential exchange of states, actions, and reward signals between the environment and
the agent. Our work is the rst to formalize these unique black-box threat models for the
emerging DRL paradigm. We then present several powerful and practically feasible attacks
for each threat model by cleverly exploiting the transferability phenomena of adversarial

examples [PMG16].

The Open-Set Vulnerability

Anomalous inputs come in many forms. While adversarial examples represent one criti-
cal security vulnerability for DNNSs, they are not the only type of input that can mislead a

model. Not all anomalous inputs are as malignant as adversarial examples. Some anomalies
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are naturally occurring and are simply a product of the unpredictability of a open environ-
ment. In the second phase of our research we address tpen-set vulnerability, which
encompasses natural inputs containing semantic categories that lie outside of those found
in the training distribution. This speci ¢ vulnerability is overlooked in standard supervised
model evaluation because test benchmarks are almost always carefully curated to be large,
balanced, and void of such out-of-distribution (OOD) inputs. However, OOD inputs present

a major challenge for many models operating in the real world. For example, consider an
autonomous vehicle that encounters a rare animal in the road, or a tumor detection model
that encounters a rare form of disease. It is crucial that such instances are recognized as
anomalies and explicitly handled in some way. Similar to the adversarial space, the vast
majority of previously existing research regarding the open-set vulnerability only considers
image classi ers [Sch+13; HG17; LLS18]. In conformance with our aforementioned goals,
we strive to move beyond convention and consider other more complex but useful tasks.
Speci cally, we investigate open-set object detection.

In Chapter 5 we more formally motivate the open-set vulnerability and detail some
fundamental techniques and performance metrics. In Chapter 5 we focus on the task of class-
agnostic object proposal in open-set environments. Here, model performance is measured
by known-class object recalland unknown object recall. Unlike previous works in the area
[Kim+22; Sai+21], we acknowledge the fact that di erent applications present very di erent
challenges and require di erent behaviors. For example, in a home security application a
detection model should have a strong bias towards only detecting the known classes (e.g.
person, car), while in a household robotics application a model would likely be expected
to generalize to all unexpected or novel objects. For this reason, we design an adaptable
solution, called Tunable Hybrid Proposal Network (THPN), which can be easily tuned to
be more optimally suited to the full spectrum of open-set applications than any baseline.
To better evaluate these models we create a new evaluation suite comprised of several
challenging benchmarks including low-data scenarios and a remote-sensing task.

While class-agnostic object proposal networks are a critical component of many vision

4



systems, they lack the utility of a class-speci ¢ object detection model. In Chapter 7 we
tackle the full open-set detection problem. We rst de ne a new task, called Open-Set
Object Detection and Discovery (OSODD), which prioritizes both known and unknown
object performance. As part of this new task, we devise a novel comprehensive evalua-
tion protocol which measures numerous aspects of performance and allows us to directly
compare models from related areas that were previously not comparable. To address this
OSODD task we take a di erent approach from most existing works which curate custom
model architectures and fully-supervised training algorithms, as they tend to not generalize
well and become obsolete quickly. Instead, we present a modular neframework called
Open-Set Regions with ViT features (OSR-ViT) that leverages the immense capabilities
of foundational o -the-shelf Vision Transformer (ViT) [Dos+21] models. OSR-ViT con-
sists of an independent object proposal model combined with a ViT-based classi er that
contains logic for handling the ternary open-set detection problem, i.e., separating known
object classes from unknown objects from background. When we combine a ViT-based
classi er with our THPN proposal network from Chapter 6, we achieve performance levels

far superior to existing baselines.

The Natural Variation Vulnerability

We also brie y consider another form of non-malignant noise that vision models often
struggle with: natural variation. Even in the ideal case where the distribution of inputs from
the deployment environment closely aligns with the training distribution, there will almost
always be natural variation to image scale, aspect ratio, and global contextual information
that can mislead a DNN model [Bar+19]. In this work, we focus on convolutional networks
as they still represent the vast majority of vision DNNs. Currently, there is signi cant push
to nd Neural Architecture Search (NAS) algorithms that nd an optimal static architecture
for a given task. Our hypothesis, however, is that CNNs can be much more robust than
we give them credit for, but no static architecture can optimally represent all samples

during deployment. Instead, we posit that the key to unlocking the full generalization
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capabilities of CNNs is by catering their inference-time con guration to each input sample
dynamically. In this preliminary work, we study the potential of inference-time-dynamic
CNNs by allowing several convolutional layers to change their kernel stride, dilation, and size
during inference. We nd that even basic o -the-shelf CNNs such as ResNet [He+16] can
achieve remarkably high accuracy with such a scheme, thus con rming our hypothesis. We
hope these ndings will motivate future works that implement real inference-time-dynamic

models.

Broader Impact

Through the study of these three vulnerabilities, we believe we have made a signi cant
contribution to the area of vision model robustness. With the introduction of our new ad-
versarial threat models, we have shone a light on critical security vulnerabilities of countless
real-world systems. Our adversarial attack algorithms advance the state-of-the-art of possi-
ble performance degradation. We believe these contributions enable us to better anticipate
adversarial actors and create models that are safer for society. Our work on open-set object
proposal introduces the concept of a spectrum of open-set applications, and yields a pow-
erful new proposal architecture (THPN) that can be tuned to vastly outperform previous
solutions. Our modular new OSR-VIiT framework allows us to leverage the THPN model
for a full class-wise OSODD detection task. These works provide ML practitioners with
powerful new detection solutions for open-set environments. They also arm the research
community with a fresh perspective on the many challenges and nuances of object detec-
tion for real applications. Finally, our preliminary work on inference-time-dynamic CNNs
uncovers the signi cant untapped potential of current static architectures. We believe this

work will inspire future e orts to manifest the full capabilities of these models.



2. The Adversarial Attack Vulnerability

The rst type of vulnerability that we consider deals with adversarial attacks. In this
chapter we introduce some background and fundamental concepts for the adversarial ma-
chine learning topic. The terminology outlined here will be used throughout the rest of this
document when describing our speci ¢ contributions.

An adversarial attack is the purposeful alteration of an otherwise benign input sample
such that the modi ed version misleads some target model. Note that an adversarially-
altered input is often referred to as anadversarial example Of course, theperturbation
(i.e., the noise signal that is added to the original benign image to form the adversarial
example) must be constrained in some way as to not disrupt the features of the image that
a human observer would nd semantically meaningful. As a counterexample, turning an
natural image all black would be an e ective method of misleading a downstream model,
but this perturbation is far too strong and trivial. In practice, most attacks adhere to either
an Lg or L, norm bound relative to the original sample. The real security risk comes from
samples that appear natural to a human observer, but actually contain an imperceptible
perturbation that fools the model.

Szegedy et al. [Sze+13] were the rst to discover the adversarial example phenomenon,
citing nonlinearity and over tting as the reasons for their e ectiveness. They also posit that
adversarial examples are rare in the space of possible inputs. Goodfellow et al. [GSS15]
challenge these explanations of adversarial examples, suggesting that they are actually a
product of the high dimensionality of image inputs combined with thelinearity of the logistic
regression heads of DNN classi ers. Armed with this hypothesis, they create the seminal
adversarial attack algorithm known as the Fast Gradient Sign Method (FGSM). FGSM
perturbs every pixel in the image by some small amount in the direction of the positive
gradient of the loss. Intuitively, such attack algorithms use the target model's gradients to
approximate the direction of the nearest decision boundary relative to the input space, and
nudge the input slightly in this direction with the hope of crossing a boundary and yielding

an erroneous prediction. There are two variants of adversarial attacks. Aruntargeted
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attack perturbs an image with the intention of maximizing the loss with respect to the
correct class, leading the target model to predict the input as any other arbitrary class. A
targeted attack attempts to minimize the loss with respect to some other target class with
the goal of inducing a con dent prediction of the target class.

Another critical nding of Szegedy et al. [Sze+13] is that adversarial examples tend to
generalize across models. Investigations into thisansferability phenomenon show that ad-
versarial examples that e ectively fool one model tend to fool other models, often with both
models making the same mistake [Sze+13; GSS15; PMG16; Tra+17; Liu+17]. Goodfellow
et al. [GSS15] hypothesize that the main reason for this behavior is that most DNN clas-
si ers trained in conventional ways (i.e., with a softmax cross-entropy objective) resemble
similar linear classi ers. Thus, an adversarial example that crosses the decision boundary
of one model has a strong chance of crossing the same decision boundary of another model.
Also, this new linear view of adversarial examples suggests that the space of adversarial
examples is in fact quite broad, meaning there are an abundance of potential adversarial
examples for any given classi er, i.e., they are not as rare of an anomaly as previously
thought and in some sense are an inevitability to tasks with large input dimensionality.
These ndings have since solidi ed adversarial attacks as a very real security vulnerability
of ML models.

The rst question to ask when anticipating an adversarial attack is: what is the adversar-
ial threat model? The threat model is the set of assumptions that describes the information
that the adversary has access to, thus indicating what types of attacks are feasible. In a
white-box threat model, the adversary assumes access to all relevant information about
the target model. This includes model architecture, model parameters, training data, and
the ability to compute gradients with respect to the input. Note that this is the threat
model under which attacks such as FGSM [GSS15] t. However, in a practical setting, it
is often unlikely that an adversary would have such knowledge of, and access to, the target
model. A more realistic threat model is theblack-box threat model, where the adversary

assumes no knowledge of the training data or target model, and does not have the ability
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to compute gradients. Instead, a black-box adversary can only query the model, and only
has access to the output prediction vector. While the black-box threat model is much more
challenging for the adversary, the transferability of adversarial examples still enables power-
ful attacks in this setting. For example, Papernot et al. [Pap+17] show the e ectiveness of
a black-box adversary that trains a surrogate model using a proxy training dataset that is
labeled with the predictions of the black-box model. Under this relatively simple scheme,
(gradient-based) adversarial attacks generated on the surrogate model transfer e ectively to
the target model. We argue that although white-box attacks provide a useful upper bound
of e ectiveness, black-box attacks should be the primary concern for real-world models.
The main limitation of existing adversarial attack literature is that the vast majority
of works focus solely on image classi ers. The reason for this is because of their relative
simplicity, and the fact that the seminal works in the eld almost all use image classi ers
as target models [Sze+13; GSS15]. We argue that there is signi cant room for improving
our understanding of practical adversarial attacks on other vision tasks. In Chapter 3, we
consider untargeted attacks on video recognition models under white-box and black-box
conditions. In Chapter 4 we focus on black-box attacks on deep reinforcement learning
agents. Both of these works are some of the earliest e orts of investigating adversarial

attack e ectiveness in their respective application.



FIGURE 2.1: FGSM [GSS15] adversarial examples bounded by’ g e = 16/ 255generated
from a pre-trained ResNet [He+16] model trained on the ImageNet dataset [Den+09].
Above each image is the predicted class and con dence score from the (whitebox) model.
Note that the small adversarial perturbation completely alters the high-con dence predic-

tions on the clean samples.
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3. Adversarial Attacks for Optical Flow-Based Action
Recognition Models

3.1 Introduction

As machine learning for computer vision becomes more popular, and ML systems are
integrated into production level technologies, the security of ML models becomes a serious
concern. Until recently, researchers have been focused on pushing the boundaries of model
accuracy, while not prioritizing model security as a rst-order design constraint. Many
previous works [GSS15; CW17; MFF16; Pap+16; Sze+13] have shown that adding imper-
ceptible noise to an image can easily fool a CNN-based classi er, but no such work has been
done in the video and action recognition domain. A unique property of the action recogni-
tion domain is the presence of a temporal dimension, which has been shown to be crucially
important to the e cacy of current classi ers [Sev+17; SZ14; CZ17]. It also provides a hew
axis to attack.

In this work, we consider the two-stream architecture [SZ14] and its variants, which
represent the market share of the current state-of-the-art action recognition models. We
isolate the motion stream classi er of a two-stream model as our model to attack. Previous
work has shown that the standalone motion stream, trained on stacks of optical ow elds,
outperforms the standalone spatial stream, and is not signi cantly worse than the full
model's capability [SZ14; FPZ16; VLS18; FPW17]. Therefore, we contend that if the
temporal stream is compromised, the integrity of the entire classi er is compromised. Also,
any image domain attack may be applied to the spatial classi er.

The traditional variational optical ow algorithms are non-di erentiable, meaning that
performing a known white-box image attack to directly perturb the video frames is not
possible due to lack of gradient ow. To circumvent this, we consider the FlowNet2 model,
which is a convolutional neural network that estimates optical ow elds [lig+17]. If we
consider a target model that is a combination of the FlowNet2 model and the temporal

stream CNN, we have an end-to-end di erentiable model that takes a raw video and returns
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a classi cation. We leverage this composite model to obtain gradients of theemporal stream
classi cation loss with respect to the spatial input video frames, which is precisely what
is needed for an e ective white-box attack. We then demonstrate the e ectiveness of our
white-box adversarial examples on black-box models trained with variational optical ow
algorithms. The observed transferability of our attack on black-box models greatly increases
its practical usefulness in the real-world.
Overall, our contributions are as follows:
« We create a white-box, untargeted attack for a two-stream action recognition classi er.
» We show that the performance of action recognition systems can be completely de-
graded with sparsely and imperceptibly perturbed examples.
« We create a black-box attack to produce examples that can transfer to other action
recognition systems with alternative optical ow and CNN algorithms.

* We introduce the idea of salient video frames in the context of video classi cation.

3.2 Related Work

Action Recognition. There are several general methods for modeling motion in action
recognition classi ers. One approach is to use 3D-Convolution on stacked spatial frames,
attempting to learn spatial features and temporal di erence features concurrently [Ji+10;
Kar+14]. Another strategy involves training LSTM models on sequences of features ex-
tracted with convolutional layers of image CNNs [Li+18b; Tsi+17]. Finally, a host of
research e orts train CNN classi ers on optical ow displacement elds and spatial frames
separately [SZ14; FPZ16; Wan+16; Ng+15; FPW16; FPW17; CZ17; Gir+l7; Sig+17;
Sev+17; VLS18]. Here, we will focus on these optical ow-based systems, as they represent
a signi cant portion of the most e ective methods to date [CZ17; Sev+17]. The rst de-
sign to use CNNs with optical ow is the two-stream model [SZ14]. This model uses two
CNNs: one trained on spatial frames and the other trained on stacks of sequential optical

ow displacement elds. To produce a nal prediction, each stream makes a classi cation
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independently, and the predictions are fused. Since this innovation, there have been many
works that employ the idea of a two-stream architecture and use optical ow speci cally
to model motion. [FPZ16] propose convolutional network fusion, where spatial stream and
temporal stream feature maps are combined before making a prediction. [FPW16] and
[FPW17] describe spatio-temporal multiplier networks and spatio-temporal residual net-
works, which leverage deep residual networks for both streams by allowing the streams to
share information via the residual connections. Finally, one of the top performing methods
for action recognition is [CZ17] Two-Stream In ated 3D ConvNet (13D) architecture, which
combines technigues from the two-stream model, 3D convolution, transfer learning, and the
Inception model. Each of the aforementioned methods are considered state-of-the-art, and
all involve a two-stream model where the motion stream operates on optical ow. This
distinction serves as motivation for the framing of our attack model.

Optical Flow. Optical ow generation consists of two broad categories: variational and
deep learning-based. Two common variational techniques are Farneback [Far03] and TV-L1
[ZPBO7; PMF13]. The Farneback algorithm estimates frame neighborhoods by quadratic
polynomials using the polynomial expansion transform, and is optimized using a coarse-to-
ne strategy. The TV-L1 algorithm is a more recent approach that works to minimize a
function containing a data delity term using the L; norm and a regularization term based
on the total variation of the ow [ZPBO07]. TV-L1 is more accurate, and shows increased
robustness against illumination changes, noise, and occlusion. Recent works also show that
deep convolutional neural networks trained in a supervised fashion can be a fast and e ective
way to estimate optical ow [Fis+15; llg+17]. Speci cally, FlowNet2 has been shown to be
as accurate as state-of-the-art variational optical ow estimation methods, while running
signi cantly faster.

Adversarial Attacks. Crafting adversarial examples has become an increasingly popular
area of research recently, especially for image classi ers. Roughly speaking, the space is
divided into two general categories: white-box and black-box. White-box attacks assume

full knowledge of the model and parameters, and often use gradient information in the attack
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FIGURE 3.1: Model under attack, representing the motion stream of a two-stream action
recognition classi er. The model inputs a stack of video frames, internally calculates and
classi es an optical ow stack, then outputs a prediction.

[GSS15; CW17; MFF16; Pap+16; Sze+13]. Black-box attacks on the other hand treat the
model as an oracle and do not have intimate knowledge of the model architecture or speci ¢
parameters [PMG16]. Perhaps the most popular white-box attack method is the Fast
Gradient Sign Method (FGSM) [GSS15]. FGSM uses the gradient of the loss w.r.t. the input
to adjust the image in the direction that maximizes the loss. This results in an imperceptible
noise eld being added to the original image that signi cantly degrades the classi cation
performance of the model. Since, attacks such as Carlini-Wagner Attack [CW17], Jacobian
Saliency Map Attack (JSMA) [Pap+16], DeepFool [MFF16], and Iterative Least Likely
[KGB16], have leveraged the gradient information of the model in some fashion to create
adversarial examples. Another important nding from these attacks is that an adversarial
example computed from one model is often adversarial to other models. This principle
is called transferability and has been studied extensively for image classi cation systems

[PMG16; Tra+17; Liu+17].

3.3 Attack Methodology
3.3.1 Model Under Attack

In this work we de ne the Model Under Attack (MUA) as the isolated motion stream of
the two-stream architecture, where motion is modeled as optical ow elds. Fig. 3.1 shows
a depiction of this general model con guration. Note, the input is a stack (usually length
11) of video frames, optical ow is calculated internally, and the output is the classi er's

prediction.
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FIGURE 3.2 Detailed diagram of the MUA. Text in black relates to the forward pass and
text in blue relates to the backward pass. Optical ow is calculated between frame pairs
and concatenated to form an optical ow stack which is classi ed with the CNN.

This MUA represents any model that uses optical ow stacks to model motion. Previous
works [SZ14; FPZ16; VLS18; FPW17] report that the standalone motion stream of a two-
stream model outperforms the standalone spatial stream. On the UCF101 dataset, [SZ14]
show that the spatial stream of a two-stream model alone achieves 73.0% accuracy, while
the temporal stream alone achieves 83.7%. Thus, if the motion stream can be fooled, the

entire model is compromised.

3.3.2 Attack Setup

We de ne the input frame stack asi, wherei is a series ofN discrete frames, i.e.
i = [io,i1,i2,...,in 1]. The optical ow calculation that produces a single displacement eld
between two successive frames %, = F,(in,in+1), Where X;, is the horizontal and vertical
displacement elds, and F; is the optical ow function (i.e. Farneback, TV-L1, FlowNet2)
that operates on framesi, and in+1. Since action recognition systems operate on stacks
of optical ows, we de ne X as an optical ow stack, which is formed by concatenating
the individual ow elds Xg, X1, X>,..., XN 2 While maintaining the respective ordering in
time. For convenience, letF(i) = X represent an entire optical ow stack given a video

frame stack () as input. The CNN classi er R, with loss function C, is a function of the
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optical ow stack, and R(X ) (or R(F(i))) is a softmax array of probabilities where the
class prediction isargmaxX R(X )). The goal of the attack is to apply the least amount of
noise ), s.t. argmaXR(F(i))) argmaxXR(F(i + €))) assuming the initial prediction is
correct. In this case we de ne the perturbed videoj!= i + e, to be adversarial.

The proposed white-box attack draws from the ideas of FGSM [GSS15] and iterative
FGSM [KGB16]. FGSM attacks adjust the input image using a scaled version of the sign of
the gradient of the loss w.r.t. the input. In this context, the FGSM method only calculates
the gradients through the classi er CNN, w.r.t. the optical ow stack ( BC/ BX ). This
means it does not provide the information necessary to adjust the input video frames )
directly, as the optical ow calculation is performed internally within the model. For an
action recognition attack, we must compute gradients through the classi erand the optical
ow calculation. One problem when using variational algorithms such as Farneback and
TV-L1 is that the optical ow calculation is non-trivially di erentiable. Therefore, we use
FlowNet2, a convolutional neural network that estimates optical ow between successive
frames. Using FlowNet2, we can easily compute the gradients through the modeky(), and
de ne the derivative of the output w.r.t. the inputs of FlowNet2 as BX,/ Bi, and BX,/ Bip+ 1.
With chain rule and BC/ BX we can compute the gradient of the loss w.r.t each input image,

for nin [O,N) as

'$BCBX
1 n —
! BX, B n=20
Bc & B
_ BC BXn 1, BC BXg
B, { P 1By T Bge O N N1 (3.1
% BC BXn 1
BX. 1 B n=N 1

As a result of Eq. 3.1, we obtain the gradient of the loss w.r.t. the input images themselves.
Fig. 3.2 shows the diagram of the model used in the attack. The video frame stack is
represented as separate images, there is one FlowNet2 model for each pair of sequential
frames, and the individual optical ow displacement elds are concatenated before being
input into the CNN classi er. The text shown in black represents the signals that are

present in the forward pass and the text in blue pertains to the backward pass. The
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following sections are dedicated to describing each variant of our attack, and how they use

the information computed in the backward pass to create adversarial examples.

3.3.3 One Shot Attack

The baseline attack variant is the one-shotattack, which only involves one forward and
one backward pass. Recall, we have calculated the partial derivatives of the cost w.r.t. each

input frame (BC/ Bi), which can be written in terms of the gradient w.r.t the video as

BC BC BC '

r C i = Ty Ty e ey

(3.2)

where represents the model parameters, is the video frame stack, andy is the ground

truth label of i. We then update all of the input images as follows

it=i,+e sign(r G ( ,i,y)). (3.3)

As a result of the one-shot update, all of the images in the input video are perturbed at all
locations by a small amount ), in the direction that will maximize the loss. To maintain

the original distribution of the input, any pixel values that exceed the original range of
[0,259 are clipped to t the range. Notice, the one-shot attack is time and computation

e cient because only one forward pass and one backward pass must be computed. However,
it is limited in the sense that it perturbs every pixel of every frame and has no sparsity
constraint. Ideally, the perturbations would be sparse in time, meaning not all frames would
be perturbed. We can achieve sparsity through iteration, which is the goal of the iterative

attacks.

3.3.4 Iterative Attacks

The iterative-saliency attack variant is an attempt at crafting adversarial examples
without perturbing all frames. The idea is to iteratively perturb the video using Eq. 3.3,

one frame at a time. Frames are perturbed in order of decreasing saliency, where framés
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saliency S, is de ned as

1 AWl
HW h=0 w=0

Si, =

Here, H and W represent the spatial height and width of the video frames, respectively.
In other words, this scalar quantity of saliency is the average magnitude of the gradient
w.r.t. a single frame. This notion of saliency is inspired by [SVZ13], which states that [an
interpretation of] image-speci ¢ class saliency using the class score derivative is that the
magnitude of the derivative indicates which pixels need to be changed the least to a ect
the class score the most. Therefore, the intuition behind the attack is that by iteratively
perturbing the frames of a video that the prediction is most sensitive to (i.e. have high
average saliency as computed by Eq. 3.4), we can craft sparsely perturbed adversarial
examples.

At each iteration, we perform a full forward pass to check if the video frame stack is
adversarial (i.e. calculate R(F(i))). If the video is not adversarial, we have two options:
perturb the next most salient frame using the original gradient information calculated dur-
ing the rst forward pass, or recalculater C( ,i,y) and S before perturbing the next frame.
For this reason, we create two variants of theiterative-saliency attack: iterative-saliency
and iterative-saliency-RG (RG for refresh gradient). Put more explicitly, the iterative-
saliency variant calculates the gradient (r C( ,i,y)) and saliency values for each frame
once after the initial forward pass. It then continues iteratively perturbing frames with
Eq. 3.3 until either a misclassi cation is reached or all frames have been perturbed. The
iterative-saliency-RG variant recalculates the gradients and the saliency values for all frames
after every unsuccessful iteration. However, it is not allowed to perturb the same frame
twice.

The appeal of theiterative-saliency variant is that it is less expensive, as the backward
pass only needs to be computed once, w.r.t. the original video. The RG variant requires

a backward pass for every forward pass, but the perturbations are better optimized to the
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changing frames. If all frames are perturbed and the video is still correctly classi ed, the

attack has failed.

3.4 Implementation Details

Dataset. For our experiments we use the UCF-101 dataset [SZS12], which is among the
most common action recognition and video classi cation benchmarks and is tested in all
action recognition related works. The dataset consists of 13,320 videos from 101 human
action categories such as Archery, Baseball Pitch, Playing Violin, Typing, etc. The videos
have been collected from YouTube and have an average duration of 7.2 seconds. Each
video clip has a uniform frame rate of 25 fps with spatial size 320x240 pixels. In this work
speci cally, we adhere to the o cial split-01 for reporting training and testing results. We
also subsample the videos to 12 fps for convenience.

Classi er Setup. There are many hyper-parameters of action recognition models, includ-
ing spatial size and channel depth of input tensors. In this work we use optical- ow-stack
classi ers with a CHW input volume of (20,224,224). In accordance with [SZ14], we de-
ne optical- ow-stack length to be 10. To achieve this, we extract contiguous sets of 11
frames from each video, calculate the optical ow elds (horizontal and vertical ow pair)
between each pair of adjacent frames, then stack the individual pairs depth-wise to achieve
depth 20. This follows the optical ow stacking technique used for the original two-stream
architecture.

Training. There are several deep learning models that must be trained for this research,
including the FlowNet2 optical ow model and separate classi ers for each optical ow
method. Before any training, we generate TV-L1 [ZPB07] and Farneback [Far03] optical
ow datasets using the OpenCV implementations with default parameters. An optical ow
pair is calculated between each adjacent frame of all videos and the horizontal and vertical
elds are separately saved as gray-scale PNG images. To maintain resolution, the optical

ow elds are clipped to [ 20, 20.
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Next, we ne-tune a FlowNet2 [llg+17] model using NVIDIA's FlowNet2 PyTorch im-
plementation [Red+17]. We ne-tune for 6 epochs using the previously generated TV-L1
optical ows as the ground truth. After ne-tuning, we generate the full optical ow dataset
and save each ow pair to disk as a grayscale PNG with the same range. Now, we have
three separate optical ow datasets for the TV-L1, Farneback, and FlowNet2 methods.

Many models have been suggested for use in the two-stream framework. Inspired by
results from [FPW16; FPW17], we use a ResNet-152 [He+16] model as our CNN in the
MUA. We train three ResNet-152 models, one for each optical ow dataset. Since the
spatial frames are larger than the 224x224 spatial input of the CNN, during training we
using random scaling and cropping data augmentations. However, during testing we use
a simple center-crop for prediction. As a result of training for several hundred thousand
iterations each, we have three similarly performing models. The CNNs trained on TV-
L1, Farneback, and FlowNet2 optical- ow-stacks have split-01 stack-level test accuracies
of 70.72%, 68.94%, and 74.01%, respectively. Note, these are not the video level results
reported in related papers. These baseline stack-level accuracies will serve as the baseline,
for which we will attempt to degrade with our attacks. It also shows that models trained on
all three methods of optical ow yield similar results, so any of the methods may be a viable
option for use in an action recognition system, depending on the application's requirements
for speed and computational complexity.

Stack Level vs. Video Level. Before continuing, it is important to emphasize the
di erence between stack-level and video-level. As mentioned, the primary attack operates
on the stack-level as this is the granularity that action recognition classi ers work. A stack
refers to a set of 11 contiguous frames that have been sampled from a full length video.
If the video is longer than 11 frames, then it potentially contains more than one stack,
depending on sampling scheme. This stack of 11 frames is then used to create the length 10
optical- ow-stack that is fed to the classi ers. Video-level predictions refer to the practice
of averaging stack-level predictions into a single prediction, which will be discussed further

in Section 5.2.
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FIGURE 3.3 Visualization of the perturbations required from each attack to cause a mis-
classi cation for a sample video clip. The adversarial examples shown are with e = 0.025

3.5 Experimental Results

3.5.1 Stack Level Results

The rst result, shown in Fig. 3.3, is to visualize the three attacks at e = 0.025 on
a single stack. This image shows the fundamental di erences between the attack variants,
and also shows examples of perturbed frames. The original stack is classi ed as Rowing at
99.79% con dence. Theone-shotattack perturbs all frames to cause a misclassi cation of
BreastStroke at 97.88% con dence. Thet-saliency attack perturbs 3 frames total (frame 5,
then 6, then 4) and causes a misclassi cation of BreastStroke at 93.12% con dence. Tlite
saliency-RG attack perturbs 2 frames total (frame 5, then 4) and causes a misclassi cation
of FrontCrawl at 49.58% con dence. Interestingly, the perturbed classes all have to do
with water which may indicate that water leaves a distinct signature in the optical ow.
Finally, notice that the perturbations are almost indistinguishable even at this relatively
high epsilon. For examples of perturbed frames at all tested epsilon values, see Fig. 3.7 in

the Appendix.
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Table 3.1: Summary of stack and video level attack results for white-box attack
one-shot it-sal it-sal-RG

e Stk-A  Stk-FP  Vid-A  Stk-A  Stk-FP  Vid-A  Stk-A  Stk-FP  Vid-A

0 74.01 - 80.96 74.01 - 80.96 74.01 - 80.96
0.005 25.74 11 29.44 25.25 2.44 28.88 3.80 2.94 3.91
0.01 24.79 11 28.51 23.66 2.19 26.90 145 2.54 1.02
0.015 23.63 11 28.20 22.08 2.23 2553 0.78 2.37 0.57
0.02 19.97 11 23.68 1794 246 20.69 0.27 2.21 0.31
0.025 17.83 11 21.27 15.79 2.55 18.79 0.21 2.15 0.21
0.03 15.36 11 1855 13.31 2.66 16.15 0.10 2.11 0.10
0.035 12.90 11 15.48 11.08 2.75 13.21 0.08 2.07 0.03

Accuracy Results

The next result is the accuracy versus epsilon test for the stack-level classi er. Here,
we sweepe from 0 to 0.035 in steps of 0.005. At = 0, the model is not under attack and
this represents the base top-1 accuracy. Intuitively, we would expect that a® increases
(i.e. the strength of the attack increases), accuracy monotonically decreases. Keep in mind
that since this is a 101 class dataset, random accuracy is about 1%.

Fig. 3.4a and the"Stk-A" columns of Table 3.1 show the stack level accuracy versus
epsilon results for the attacks. From Fig. 3.4a, it is clear that as epsilon increases, accu-
racy consistently decreases for all three attacks. Also, we observe that thene-shot and
it-saliency attacks perform very similarly, while the it-saliency-RG attack is by far the most
powerful. This result is sensible, as the two less powerful attacks use the same gradient
information calculated in the rst backward pass, while the RG attack is constantly updat-
ing the gradients at each step. One potential reason thdé-saliency slightly outperforms
the one-shotattack, is due to the unintended e ects of adding and removing the noise eld
from frame to frame. The margin by which the RG attack outperforms the others is also
signi cant, lowering the accuracy by about 22% more at the weakest attack strength. The
RG attack is also the only variant to achieve random accuracy, ate = 0.015 It is also
worth noting that the elbow in the curves appear ate = 0.005 the weakest tested attack

strength. There is a large drop in accuracy at this value, which is not matched at any other
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(a) (b)

FIGURE 3.4 Plots showing how the accuracy of the classi er changes as epsilon changes
for the three attack variants. Speci cally, (a) shows how the stack-level accuracy changes
and (b) shows the video-level accuracy.

strength step. This may mean that there is a large contingent of data that lie near the
decision boundaries that are easily adversarially perturbed. Most other examples lie a large

distance away from the boundaries with not many data in-between.

Sparsity Results

The next major result is the sparsity of the attacks. Here, sparsity refers to the number
of frames perturbed versus the number of frames in the stack. For an adversarial example
to be considered sparsely perturbed, the number of perturbed frames in the stack has
to be strictly less than the stack length. Otherwise, the example would be considered
densely perturbed. The rst result comes from Table 3.1, where the "Stk-FP" columns
under each attack variant show the average number of frames perturbed for successful
adversarial examples. As expected, thene-shotattack yields densely perturbed examples,
and both iterative attacks yield sparsely perturbed examples on average. Interestingly, the
perturbations are quite sparse, as both iterative variants only require between 2 and 3
frames to be perturbed on average for a successful adversarial example. There also appears

to be a relationship between epsilon and average number of frames perturbed. In the non-
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FIGURE 3.5 Percent of successful adversarial examples versus number of frames perturbed
for iterative attack variants. Each bar represents an average of results from all tested
epsilons from 0.005 to 0.035.

RG variant the average number of frames perturbed mostly increases witle, while in the
RG variant the number of frames perturbed strictly decreases ag increases. We postulate
that this is due to the di ering success rate deceleration between the two variants. Since
the success rate of the RG variant attack does not change drastically as increases, the
attack tends to improve the perturbation sparsity of previously successful examples. On
the other hand, not only does the non-RG variant improve sparsity on previously successful
attacks, but it also achieves many more new successes asncreases, driving the average
frames perturbed on success upwards.

Another way to view sparsity results is through histograms of the number of frames
perturbed for successful attacks. Fig. 3.5 shows the distributions of the number of frames
perturbed across all successful adversarial examples for both iterative attacks. Each bar
represents the average across all epsilons of attack from 0.005 to 0.035.

The most striking result from this plot is that most successful attacks only perturb
a single frame. For the non-RG attack, nearly 60% of successful attacks require only a
single frame perturbation. In the RG attack, over 40% of successful attacks require a
single frame perturbation. However, keep in mind that the RG attack has many more
successful examples, so this data does not re ect that the non-RG variant is more e ective

at perturbing a single frame (in fact, both attacks perturb the rst frame exactly the same
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way). Also, this result shows that the RG attack is more likely to be successful on the
subsequent perturbations if the 1st perturbation fails, and is less likely to require more

than 6 perturbed frames.

3.5.2 Video Level Results

All results thus far have been at the stack level. However, action recognition and video
classi ers ultimately work to classify whole videos, which are potentially comprised of many
stacks. As described in [SZ14], an e ective way of aggregating stack level predictions into a
single video level classi cation is to average the individual stack predictions. Using this idea,
we create a video classi er based only on the temporal stream. Given a whole video, we
sample all possible non-overlapping frame stacks. We then classify each stack independently
and average the predictions to calculate a single video level prediction. Here, we are able to
achieve 80.96% top-1 test accuracy on split-01 of UCF-101, which is close to the reported
83.7% temporal-stream-only classi er from the original two-stream paper.

The attacks are straightforward to apply to the video classi er. We attack each stack
independently, while maintaining temporal ordering. For the one-shotattack, all frames of
all stacks are perturbed, always. For both iterative methods, we start by attacking the rst
stack, then continue to the following stacks as needed. After each stack is perturbed, the
video level prediction is measured. If at any point the video is adversarial, the attack stops.
This means that not all stacks are attacked as a rule, creating even greater sparsity for the
iterative attacks.

Fig. 3.4b and "Vid-A" columns of Table 3.1 show the results of the video attacks. From
Fig. 3.4b the video level results are very similar to the stack level results. This indicates
that the stack level results are a good indication of an attack's capabilities at the video level.
The one-shotand it-saliency attacks perform similarly to each-other once again, dropping
accuracy sharply ate = 0.005 then leveling out and never achieving random accuracy.
Meanwhile, the it-saliency-RG is strictly better than the other two attacks, maintaining a

wide margin of performance bene ts and achieving random accuracy a¢ = 0.015 Overall,
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FIGURE 3.6: This plot shows stack level transferability of attacks by attacking black-box
models with examples generated in the white-box setting. The pre x of the label represents
the attack variant, OS=one-shot and IRG=it-saliency-RG. The suf x is the system being
attacked. The FlowNet2 system is the baseline as it is the white-box system. TVL1 and
Farn represent black-box systems with TV-L1 and Farneback optical ow algorithms and
CNN trained models, respectively.

the video level tests show that while these attacks are designed to operate on individual

stacks, they can successfully be extended to the video level.

3.5.3 Black-box Transferability Results

To this point, all of the attacks have been under white-box assumptions. We use
FlowNet2 as the optical ow algorithm so we can compute gradients through the classi-
er and the optical ow step, back to the video frames themselves. However, it may not
be safe to assume the action recognition classi er is using FlowNet2. Rather, the system
may be using another algorithm such as TV-L1 or Farneback, where the gradients cannot
be computed through the optical ow algorithm. In this setting we test the transferability
of adversarial examples created with our white-box model, to action recognition systems
using TV-L1 and Farneback algorithms. Here, the MUA is a black-box model that takes a
stack of frames and outputs a single prediction.

To test the transferability of adversarial examples created with our white-box method
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to black-box models, we consider both theone-shot and it-saliency-RG attacks. For the
one-shotattack, a densely perturbed stack of frames is generated for the white-box model,
then input to the black-box model to test if it is adversarial. For the it-saliency-RG attack,
the gradients are calculated with the white-box model, but the attack success condition is
checked against the black-box model. In other words, the attack iterates until the black-box
model misclassi es the stack, even though the perturbations are made with respect to the
white-box model.

Fig. 3.6 and Table 3.2 in the Appendix show the transferability results for the attacks.
We immediately see that transferred adversarial examples are not as e ective on black-box
models (TVL1, Farn) and do not surpass the baseline white-box results 0©S-FlowNet2
or IRG-FlowNet2. This is expected because the optical ow algorithms have dierent
properties and the attacks are highly optimized for the white-box models. Also, we see the
transferred examples are not very e ective at low epsilons but do still signi cantly decrease
accuracy at high epsilons. One interesting result comes when we inspect the di erence
between TV-L1 and Farneback systems. Ate 0.015the attacks transfer better to the
TV-L1 systems, but at the higher epsilons the attacks transfer better to the Farneback
systems. It is unclear why this trend exists and provides an interesting future work. Also,
from the previous results we may expecit-saliency-RG (IRG) to signi cantly outperform
the one-shot (OS) attack in this black-box setting. However, this is not the case in Fig. 3.6.
At e = 0.0350n the baseline FlowNet2 system IRG outperforms OS by nearly 13%, on TV-
L1 systems IRG only outperforms OS by about 6%, and on Farneback systems IRG only
outperforms OS by about 3%. This shows that the IRG attack is the most highly optimized
for the white-box setting but does not produce more generalized adversarial examples that

transfer to a black-box system.
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3.6 Chapter Summary

Inspired by the recent success of action recognition systems, and the explosion of re-
search on adversarial attack methods, our goal is to develop an attack for action recognition
and video classi cation systems. In this work, we develop an e ective attack technique for
the widely used optical ow-based classi cation models in white-box and black-box settings.
The attack combines the gradients of a di erentiable optical ow calculation algorithm and
a convolutional neural network to ultimately perturb the video frames themselves. We show
three variants of attack, all of which are capable of signi cantly degrading classi er accu-
racy. We also show that we can create sparsely perturbed examples that often only require
a single frame perturbation. We also describe a black-box attack that leverages the trans-
ferability property of the white-box model to signi cantly impact a black-box classi er's
performance.

The most pertinent area of future work is to further investigate the transferability of
examples. We will work to create examples that transfer better and more reliably, create
other variants of black-box attacks, and look to other deep learning optical ow methods
that allow for gradient calculations. We will also work to defend models from the attacks

described here.

Appendix

Fig. 3.7 shows examples of individual frames perturbed at each epsilon tested. As
expected, as epsilon increases the perturbations becoming more obvious. However, from
these still images it is evident that scene complexity plays a role in perceptibility. Although
the band marching frame ine = 0.025is perturbed by a stronger adversary, the noise is
arguably less perceptible than the dancing frame in thee = 0.2 frame.

Table 3.2 is shows the transferability results for the black-box attack and is supplemental
to Fig. 3.6. We tested the one-shot and iterative-saliency-RG attacks in this setting and for

each attack recorded the accuracy of the FlowNet2 MUA (white-box) and the TV-L1 and
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