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Abstract

Accurate and generalizable medical image segmentation remains a core challenge in
clinical AI due to the diversity of imaging modalities, anatomical variability, and limited
labeled data. Recent advances in vision foundation models, such as the Segment Anything
Model (SAM), offer a new opportunity to build broadly applicable segmentation systems
with minimal task-specific supervision. However, these models are pre-trained on natu-
ral images, and their zero-shot performance on medical imaging tasks remains limited.
Adapting such models to diverse clinical domains—while maintaining generalization and
interpretability—remains an open research problem.

This dissertation explores strategies for developing and applying medical image seg-
mentation algorithms, with a focus on adapting vision foundation models to the medical
domain and integrating segmentation into downstream clinical and technical applications.

In Chapter 2, we investigate multiple fine-tuning strategies—including task-specific
supervised learning, prompt-based adaptation, and task-agnostic self-supervised pretrain-
ing—that substantially improve segmentation accuracy and generalization. These methods
are evaluated across diverse datasets and in few-shot settings, offering practical pathways
for adapting foundation models in real-world clinical contexts.

Building on these findings, Chapter 3 introduces Segment AnyBone, the first vision foun-
dation model designed for musculoskeletal MRI. This model enables segmentation of any
bone at any body location, demonstrating strong performance across anatomical regions,
MRI sequences, and clinical variations.

Recognizing that segmentation is often a stepping stone rather than the final goal in clin-
ical practice, Chapter 4 presents two independent projects that apply segmentation-driven
pipelines to support 2D-to-3D anatomical reconstruction. The first project generates high-
resolution anatomical structures from multi-view MRIs by combining segmentation with
deformable registration. The second project integrates segmentation with 3D geometric
reasoning to reconstruct fracture angles in 3D space from biplanar X-rays.

In Chapter 5, we explore how segmentation-derived features can more directly support

iv



clinical applications, particularly by enhancing surgical risk prediction. By combining image
features extracted from abdominal CTs with standard clinical variables, we develop a more
accurate risk prediction model that improves the prediction of postoperative mortality and
morbidity beyond what existing models can achieve.

Together, Chapters 4 and 5 highlight how segmentation models can be embedded into
broader clinical workflows to support decision-making and enable more automated, precise
assessments.

In conclusion, this dissertation presents a comprehensive investigation into the devel-
opment and deployment of vision foundation models for medical image segmentation, as
well as the use of segmentation as a core component in both technical pipelines and clinical
model development. It bridges algorithmic innovation with clinical relevance, contributing
new tools, insights, and benchmarks toward building robust, generalizable, and impactful

Al systems for healthcare.
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1. Introduction
1.1 Background and Motivation

Medical imaging has become the backbone of modern medicine, directly in uencing a
large proportion of healthcare decisions (Bercovich & Javitt, 2018). Modalities such as
X-ray, computed tomography (CT), and magnetic resonance imaging (MRI) are routinely
used to detect and characterize a wide range of diseases, including trauma, cancer, cardio-
vascular, neurological, and musculoskeletal conditions (Hussain et al., 2022; M. Li et al.,
2019). Medical imaging is essential not only for initial diagnosis but also for disease staging,
guiding biopsies and surgeries, monitoring treatment response, and planning surgical or in-
terventional procedures (of Radiology (ESR) communications@ myesr. org, 2015; Tam et
al., 2015), as well as assessing long-term outcomes (Kang & Mushlin, 2016; B. J. Kim et al.,
2022). According to SIGNIFY research, over 5.3 billion diagnostic imaging procedures were
performed globally each year, re ecting both the clinical dependence on imaging and the
signi cant burden on the radiology system (Research, 2023). The number of imaging stud-
ies continues to grow, driven by aging populations, increased access to imaging machines
in the healthcare system, and the growing use of imaging in diagnosis and preventive care.
Thus, radiologists are facing growing workloads. As indicated by recent reports (Chetlen
et al., 2019; Fawzy et al., 2023), many radiologists are overwhelmed by the extensive vol-
ume of image studies they need to interpret. Much of this work involves tedious, repetitive
measurements, case reviews, and report writing. This constantly high demand contributes
to burnout, slows down report turnaround times, and creates inconsistencies in diagnostic
quality. Simultaneously, clinicians across nearly all specialties are becoming more reliant
on imaging to provide time-sensitive, critical decisions, from emergency planning to surgery
and longitudinal disease management (Najjar, 2023). Together, these growing challenges
underscore the urgent need for e cient and automated image analysis tools that can sup-
port radiologists' daily work while maintaining, or even improving, the quality of diagnoses

(Gupta et al., 2024).



Within medical image analysis, segmentation of medical images, or the process of sep-
arating anatomical structures from the background or other structures, is a critical step.
Accurate segmentation enables a wide range of downstream applications: anatomical mea-
surements, registration, shape modeling, and radiomic analysis. In practice, segmentation
supports both automated and semi-automated work ows, ranging from tumor detection
to musculoskeletal (MSK) structure modeling, such as shoulder joints (Ahmed & Mstafa,
2022; Martel-Pelletier et al., 2023). In MSK care, speci cally, segmentation aids in disease
diagnosis (e.g., osteoarthritis, scoliosis) and the monitoring of structural changes over time.
In broader radiology, segmentation plays an important role in tracking lesions, identifying
organ boundaries, and enabling the localization of biomarkers (Ahmed & Mstafa, 2022;
DeSouza et al., 2022).

As the eld shifts towards precision medicine and data-driven care, there is a growing
need for segmentation tools that provide high-quality, generalizable, and scalable solutions
that can work across anatomy, modality, and clinical contexts, moving beyond task-speci ¢
pipelines to truly scalable solutions. This motivates our exploration of general-purpose and

foundation model-based segmentation algorithms.
1.2 Limitations of Conventional Medical Image Segmentation

Over the past decade, supervised deep learning has revolutionized the eld of medical
image segmentation, particularly with the introduction of architectures such as U-Net and
its many derivatives (Azad et al., 2022; Perone & Cohen-Adad, 2019). These models have
been widely used for segmenting anatomical structures across various modalities and disease
categories (Litjens et al., 2017). However, despite their success in controlled settings, tradi-
tional segmentation models face several fundamental limitations that hinder their broader
clinical deployment and generalizability (Azad et al., 2022; Rayed et al., 2024).

First, the specicity and constraints of datasets, as well as the limitations of data
collection, remain signi cant barriers. Most conventional segmentation models are trained

on small, highly curated datasets, often limited to a narrow anatomical region, imaging



protocol, or disease focus. For example, in automated medical image analysis algorithms,
it is common to train a model to segment only the femur and cartilage using a specic
MRI sequence (e.g., T1l-weighted) acquired under a standardized protocol at a particular
center. As a result, these models would usually fail when applied to new imaging modalities,
di erent tasks, or anatomies outside their training distribution. In practice, this often
necessitates building and maintaining a separate model for each segmentation task, which
is neither scalable nor applicable in real-world clinical settings.

Second, the need for large volumes of pixel-level annotations poses a major bottleneck.
Building a supervised segmentation model often requires a signi cant amount of human
annotation paired with the training data. Medical image annotation is an inherently time-
intensive process that requires domain expertise and careful interpretation, particularly
for complex and ambiguous cases. Moreover, inter-observer variability among annotators
further complicates the curation of consistent ground truth. Although the end goal of
automated segmentation models is to alleviate the repetitive workload for radiologists,
ironically, these models often demand a substantial upfront investment of expert time and
e ort to develop. This creates a barrier/gap between the demand for automated models
and the actual delivery of successful models.

Third, many conventional models exhibit limited adaptability and generalization. Even
when pre-trained on one dataset, ne-tuning is often required to adapt to new data, and this
adaptation is non-trivial. Di erences in image resolution, contrast, noise characteristics,
or patient populations can lead to signi cant performance degradation when a model is
applied out-of-distribution. These issues are particularly evident in multi-site, multi-scanner
studies, where a segmentation model trained at one hospital may fail at another due to
protocol variation or scanner hardware di erences (C. You et al., 2022).

Finally, from a clinical perspective, segmentation is rarely the end goal it typically
serves as an intermediate step toward more actionable objectives. In many real-world work-
ows, segmentation provides the anatomical basis for quantitative measurements, spatial

modeling, image registration, or surgical planning. For instance, in shoulder arthroplasty,
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measuring glenoid bone loss requires accurate segmentation of the scapula to reconstruct
3D anatomy and estimate implant positioning. In breast imaging, segmentation of lesions
is crucial for longitudinal registration, enabling radiologists to assess tumor progression or
response to therapy over time (Y. Chen, Gu, Dong, et al., 2025). Similarly, in scoliosis
assessment, segmentation of vertebrae enables the measurement of Cobb angles, a clinically
validated metric used to determine scoliosis severity and monitor treatment response (K.
Li et al., 2024). Despite its central role, segmentation has traditionally been treated as a
xed, stand-alone module within these pipelines, developed separately for each task. These
models often operate in a black-box manner, with little exibility or transparency once
deployed. As a result, segmentation models, or broader automated algorithms in the med-
ical image eld that rely on segmentation as a core step, can be relatively fragile in clinical
practice. Their utility is often narrowly con ned to a specic use case, which limits their
broader impact. Rather than transforming the radiologist's overall work ow, they tend to
expedite only a small fraction of daily tasks, leaving much of the diagnostic and interpretive
burden untouched. A more transferable and adaptable segmentation model, one that can
be exibly applied across diverse tasks, would signi cantly enhance both clinical trust and
system-wide utility. Such a model could serve as a backbone for several tasks and general-
purpose plug-ins across multiple work ows, reducing the need to redevelop task-specic
networks and enabling smoother transitions between segmentation and subsequent clinical
tasks.

In summary, while conventional medical image segmentation algorithms have proven
utility and can solve various tasks in an automated manner, their dependence on task-
speci ¢ data collection and annotation, combined with poor transferability and generaliz-
ability, severely restricts their ability and impact in clinical work ows. These limitations
have motivated the exploration of foundation models, which aim to develop a segmenta-
tion model that can segment various anatomical regions, generalize across di erent dataset

distributions, and easily integrate into multiple tasks.



1.3 Vision Foundation Models and the Rise of SAM

The limitations of traditional supervised segmentation models have led to a growing
interest in vision foundation models (VFMSs), a new class of large-scale models trained to
learn general-purpose visual representations that can be transferred across tasks, domains,
and even modalities. Unlike conventional vision-based models that are trained end-to-end
for a speci c dataset and objectives, VFMs are pre-trained on massive image data using
self-supervised or weakly supervised learning objectives, such as contrastive learning (e.g.,
SimCLR, MoCo), masked image modeling (e.g., MAE, BEIT), or image-text alignment
(e.g., CLIP) (He et al., 2021; Kirillov et al., 2023a; Radford et al., 2021). These objectives
enable VFMs to learn high-level, semantically rich feature embeddings that capture object
structure, context, and part-to-whole relationships without relying on exhaustive human
annotations.

The core idea of VFM is to create a single, exible backbone that can be adapted or
prompted for various downstream vision tasks, such as classi cation, object detection, or
semantic segmentation, using only limited task-speci ¢ data. Just as large language models
have reshaped natural language processing, such as BERT and GPT, by learning reusable
language tokens and embeddings, VFMs hold the potential to unify and streamline vision-
based tasks through learning token-level visual representations that generalize beyond the
speci ¢ training domain.

In the medical domain, the potential for VFMs is particularly high due to the low avail-
ability of data, high annotation costs, and domain shifts across institutions and modalities.

A well-trained VFM can provide strong initialization for downstream tasks, such as or-
gan segmentation and lesion detection, especially when annotated examples are scarce or
unavailable. Moreover, the decoupling of pretraining from deployment makes these mod-
els inherently more adaptable, allowing rapid prototyping for new clinical tasks by simply
conditioning the model on prompts or lightweight adapters, rather than retraining from

scratch.



A prominent example of this paradigm shift is the Segment Anything Model (SAM),
introduced by Meta Al in 2023 (Kirillov et al., 2023a). SAM is a promptable vision
foundation model trained on over 1 billion masks across 11 million natural images using a
combination of image pretraining and interactive mask generation. Crucially, SAM is not
designed for a single segmentation task; instead, it learns a powerful and exible embedding
space in which image regions can be segmented using sparse prompts, such as points, boxes,
or masks.

What is SAM? SAM's architecture consists of three core components: an image en-
coder, a prompt encoder, and a lightweight mask decoder. The image encoder is built on a
Vision Transformer (ViT) backbone and extracts dense, reusable image embeddings. These
embeddings are precomputed and cached for each image, allowing for nearly instantaneous
mask generation when new prompts are provided. The prompt encoder transforms user
inputs, such as positive/negative points or bounding boxes, into learned positional embed-
dings. The decoder merges image and prompt embeddings to produce segmentation masks
with minimal computation overhead.

A key advantage of SAM is its promptable interface, which supports dynamic generation
of masks based on user intent. It supports multiple prompt types points, boxes, and
masks and outputs multiple candidate masks along with their corresponding con dence
scores. This makes the model suitable for interactive annotation or rapid semi-automated
segmentation. Internally, point and box prompts are embedded using learned positional
embeddings, while mask prompts are encoded using convolutional layers.

The general idea behind this approach is that the model has grasped the concept of an
object and can therefore segment any object that is pointed out. This results in a high
potential for it to be able to segment objects of types that it has not seen without any
additional training, i.e., high performance in the zero-shot learning regime.

In addition to the prompt-based de nition of the task, the SAM authors employed a
speci ¢ model architecture and a uniquely large dataset to achieve this goal. SAM was

trained progressively alongside the development of the image dataset with corresponding
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object masks (SA-1B). The dataset was developed in three stages. First, a set of images
was annotated by human annotators by clicking on objects and manually re ning masks
generated by SAM, which at that point was trained on public datasets. Second, the an-
notators were asked to segment masks that SAM did not con dently generate to increase
the diversity of objects. The nal set of masks was generated automatically by prompting
the SAM model with a set of points distributed in a grid across the image and selecting
con dent and stable masks. This three-stage training protocol enables SAM to develop
a strong general understanding of object boundaries, region grouping, and spatial priors,
which makes it particularly promising as a foundation model for segmentation tasks beyond
its original domain.

However, SAM was designed and trained on natural images, which fundamentally di er
from medical images in several important ways. Medical image data, such as MRI, CT,
and X-ray, often feature grayscale contrasts, anatomical structures with low texture or
boundary contrast, and domain-speci c artifacts. Moreover, medical segmentation usually
requires precise anatomical localization rather than semantic object boundaries. These
di erences raise the question: How well can SAM perform zero-shot segmentation in the

medical domain without retraining?
1.4 SAM on Zero-Shot Medical Image Segmentation

The release of the Segment Anything Model (SAM) marked a turning point in medical
image Al segmentation research. We summarize that there are two primary directions
SAM can be leveraged for medical image segmentation without requiring any additional
training i.e., in a zero-shot setting. These approaches involve directly incorporating the
original SAM into the pipeline for annotation, mask generation, or downstream model
training, without modifying SAM itself. It is worth noting that we do not consider text-
based prompting here, as that functionality in SAM remains at a proof-of-concept stage.

Semi-automated annotation ( human in the loop ). The manual annotation of medical

images is one of the primary challenges in developing segmentation models in this eld,



as it typically requires the valuable time of physicians. SAM could be used in this setting
as a tool for faster annotation. This could be done in dierent ways. In the simplest
case, a human user provides prompts for SAM, which generates a mask to be approved or
modi ed by the user; this could be re ned iteratively. Another option is to use the segment
everything mode, where SAM is given prompts distributed in a grid across the image and
generates masks for multiple objects, which are then named, selected, and/or modi ed by
the user. This is only the beginning; many other possibilities could be imagined.

SAM assists other segmentation models. One version of this usage mode involves SAM
working alongside another algorithm to segment images in an inference mode automat-
ically. For example, SAM, based on point prompts distributed across the image, can
generate multiple object masks, which can then be classi ed as speci ¢ anatomical struc-
tures by a separate classi cation model. Alternatively, an independent detection model,
e.g., ViTDet (Y. Li et al., 2022), could generate bounding boxes to serve as prompts for
SAM, yielding more precise segmentation masks. Furthermore, SAM can be utilized within
the training loop of another semantic segmentation model. For instance, a model could
generate coarse masks on unlabeled images, which are then used as prompts for SAM to
produce higher-quality masks. These re ned masks could then serve as new supervision
signals for the model being trained. Many other variations of this idea are possible, where
SAM is integrated into di erent stages of model development and re nement.

Recently, several studies, including our team's two comprehensive evaluations, have ex-
plored SAM's zero-shot capabilities across diverse radiology modalities such as X-ray, CT,
MRI, ultrasound, and PET. While the initial promise of SAM was clear, showing that it
could segment anatomical structures without any additional training, our large-scale 2D
evaluation revealed signi cant limitations when applied to medical images. Speci cally, we
observed that SAM's performance varied dramatically depending on the imaging modal-
ity and the anatomical target. Performance was particularly poor on grayscale modalities
such as MRI and US, likely due to SAM's pre-training on RGB natural images. For ex-

ample, while SAM achieved high IoU scores on well-bounded objects in CT and X-ray,
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its performance dropped substantially on more complex, low-contrast structures, such as
brain tumors or spinal gray matter. Moreover, we found that SAM's segmentation qual-
ity showed minimal improvement with additional point prompts, unlike other interactive
methods, suggesting limited benet from human-in-the-loop re nement beyond the rst
few interactions. Details of experimental ndings are shown in Appendix A.

Building on these insights, our follow-up evaluation of SAM 2 extended the analysis into
3D medical imaging, leveraging its memory-based architecture originally designed for video
segmentation. We found that SAM 2 can propagate information across slices in a volume
and perform multi-frame segmentation without slice-level prompts. However, performance
remained highly sensitive to prompt selection, slice initialization strategies, and propagation
direction. For example, bi-directional propagation signi cantly outperformed unidirectional
approaches, and using box prompts or ground-truth masks yielded much better results than
point prompts. Yet even under optimal prompting conditions, SAM 2's average loU for
complex anatomical targets in MRI or PET lagged behind expectations. These ndings
suggest that while SAM 2 introduces promising design changes, it remains insu ciently
robust for general-purpose 3D medical segmentation without domain adaptation.

Taken together, our ndings indicate that although SAM and SAM 2 provide a pow-
erful zero-shot baseline, their performance on medical imaging tasks is inconsistent and
task-dependent. This underscores the need to either ne-tune these models on curated
medical datasets or to develop new foundation models speci cally trained under similar
paradigms but within the medical imaging domain. Such models could benet from the
same promptable, generalizable architecture while learning domain-speci c features from

multi-modal radiological data.

1.5 Medical Image Analysis integrates Medical Image Segmenta-
tion

As discussed in the previous section, the rise of vision foundation models (VFMSs),

such as the Segment Anything Model (SAM), o ers a new path forward by reframing



segmentation as a general, reusable model across diverse visual domains. However, to
fully appreciate the potential of such segmentation models in healthcare, it is essential
to consider where segmentation ts within the broader context of medical image analysis.

In most clinical applications, segmentation is not the ultimate goal but rather a crucial
intermediate step that enables downstream tasks, such as 3D modeling, image registration,
and quantitative measurement.

For instance, in image registration, segmentation provides anatomical landmarks or
regions of interest that guide the alignment of multimodalities or multi-view scans. This is
critical in scenarios such as tumor monitoring, where precise alignment is needed to assess
treatment response, or in surgical planning, where fusing information from di erent imaging
modalities (e.g., CT and MRI) is bene cial. A generalizable segmentation model that
reliably identi es anatomical structures across modalities and body regions can signi cantly
improve the robustness of these work ows.

In 2D-to-3D reconstruction, segmentation helps extract structures of interest and con-
strain geometric modeling. Our SuperMask algorithm (presented in Chapter 5) leverages
segmentation-derived masks from sparse MRI slices to reconstruct dense, high-resolution
3D anatomical structures, addressing a key limitation in standard clinical MRI acquisitions.
Similarly, in our forearm fracture modeling pipeline (presented in Chapter 5), 3D orientation
and fracture geometry are reconstructed from paired 2D X-rays using segmentation-guided
alignment. These examples illustrate how segmentation serves as the structural foundation
for integrating limited 2D data from multiple views into clinically usable 3D models.

Segmentation is also a key step in automatic quantitative measurement and analysis,
which often directly informs clinical decisions. For example, in spinal imaging, segmentation
of vertebral bodies enables the measurement of the Cobb angle (presented in Chapter 5),
and muscle segmentation allows for the extraction of tissue-speci ¢ biomarkers, such as
volume, density, or cross-sectional area. In opportunistic screening, segmented anatomical
structures facilitate the automated assessment of osteoporosis or sarcopenia risk, providing

clinical insights from imaging obtained for various purposes.
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Thus, medical image segmentation is best seen not as an endpoint but as a transferable,
plug-and-play component in broader clinical pipelines. Developing segmentation models
that are generalizable, robust, and easy to integrate across tasks aligns closely with the
vision of foundation models. Much of this dissertation is motivated by this belief: that
segmentation, when made adaptable and reliable through VFMs and other improved tech-
niques, can become the connective component that unites many parts of medical image

analysis into more cohesive, e cient, and impactful work ows.
1.6 Research Objectives and Contributions

The goal of this dissertation is to advance medical image segmentation as a generalizable,
e cient, and clinically meaningful foundation for downstream image analysis tasks across
radiological modalities and anatomical regions. Motivated by the limitations of traditional
supervised segmentation approaches and the emerging potential of vision foundation models
(VFMs), this work investigates how to both develop a robust segmentation model and
extend its utility into real-world clinical tasks.

We aim to answer the following core research questions:

1. How can we systematically ne-tune and adapt SAM to better align with the unique
characteristics of medical image datasets and tasks?

2. If the vision foundation model-based segmentation models can outperform conven-
tional medical image segmentation algorithms, like UNet and its variants?

3. Can we build a speci ¢ medical image foundation model utilizing the techniques from
natural-image-based vision foundation models, as well as innovations speci cally for
medical images?

4. When a segmentation model is built, how can it be integrated into other technical
tasks, such as 2D-to-3D reconstruction or registration, to solve existing technical
challenges?

5. When a segmentation model is built, what features can we extract from medical

images, and can it improve the current clinical work ows or change decision making?
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This dissertation is structured to answer these questions, and it can be summarized in the
following key contributions:

1. Providing systematic ne-tuning strategies for SAM.

2. Developing SegmentAnyBone: A foundation model for Bone segmentation on MRI.

3. Segmentation-Driven 2D-to-3D reconstruction for clinical modeling.

4. Integrating segmentation into task-speci ¢ applications.
Overall, this thesis bridges the gap between medical image segmentation models and prac-
tical medical image analysis by not only evaluating and adapting state-of-the-art vision
models for segmentation but also demonstrating how segmentation can be e ectively lever-
aged for geometry modeling, clinical measurement, and risk strati cation across radiology

tasks.

1.7 Preview of Chapters

This dissertation looks at how we can build and use medical image segmentation algo-
rithms more e ectively, especially by adapting large vision foundation models to the medi-
cal domain and integrating segmentation into real downstream tasks, whether technical or
clinical.

1. Chapter 2 explores di erent ne-tuning strategies to improve segmentation perfor-
mance. These include supervised learning tailored to speci c tasks, prompt-based
adaptation, and task-agnostic self-supervised pretraining. We test these across a
wide range of datasets, including few-shot settings, and nd that each method o ers
practical bene ts depending on the context.

2. Chapter 3 presents SegmentAnyBone, our foundation model built speci cally for mus-
culoskeletal MRI. Unlike previous models that were either region-speci ¢ or sequence-
dependent, this model enables the segmentation of any bone at any body location,
demonstrating strong performance across various body regions, MRI types, and pa-
tient variability.

3. Chapter 4 focuses on two projects where segmentation isn't the end goal but rather a
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key enabler. The rst project combines segmentation and deformable registration to
reconstruct high-resolution anatomical structures from multi-view MRIs. The second
method uses segmentation, along with geometric reasoning, to estimate 3D fracture
angles from just two X-ray views. Both are examples of how segmentation supports
more complex reconstruction tasks.

4. Chapter 5 moves into clinical applications. We utilize segmentation-derived features
from abdominal CT scans and combine them with standard clinical data to develop
enhanced risk prediction models. These models provide more accurate predictions for
post-surgical outcomes, particularly for patients who were previously underestimated
by existing risk assessment tools.

Together, Chapters 4 and 5 demonstrate how segmentation models can be integrated into
larger pipelines either technical ones, such as reconstruction, or clinical ones, including
decision-making and outcome prediction.

To summarize, this dissertation combines both the model-building and applied aspects
of medical segmentation. It covers how to adapt and train segmentation models that
generalize well, as well as how to make them useful in actual clinical or technical work ows.
The goal is to develop Al systems in healthcare that are not only accurate but also practical,

robust, and bene cial in the real world.
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2. Fine-tune Segment Anything Model for Medical
Image Segmentation

In this chapter, we explore optimal strategies for training medical image segmentation
algorithms under varying levels of dataset availability. We compare ne-tuning approaches
for foundation models, such as SAM, with conventional training of UNet and its variants,

aiming to identify the most e ective methods for di erent data regimes.

2.1 Introduction

In the previous chapter, we demonstrated that although Segment Anything Model
(SAM) and its 3D-aware successor SAM2 o er promising generalization in zero-shot set-
tings, their segmentation performance on medical images remains suboptimal. The do-
main gap between natural image pretraining and medical imaging tasks presents signi cant
challenges, manifesting as under-segmentation, inaccuracies in anatomical boundaries, and
inconsistent results across modalities and structures Deng et al., 2023; Y. Huang et al.,
2024; Mazurowski et al., 2023a. Additionally, the requirement of prompts makes its direct
usage with medical image segmentation tasks challenging. These challenges motivate the
need to adapt SAM to the medical domain through ne-tuning strategies that can improve
performance on downstream clinical segmentation tasks.

Removing the prompt requirement in SAM is relatively straightforward, as we can use
dummy prompt embeddings as inputs during ne-tuning, a strategy veri ed by concurrent
work (K. Zhang & Liu, 2023). However, the approaches proposed for adapting SAM to
medical imaging tasks vary widely. Some works focused on adapting SAM's decoder only
(Yue et al., 2023), while others chose to modify the entire network (K. Zhang & Liu, 2023).
Some works introduced an additional pre-training stage (Ma et al., 2024) using multiple
medical images, while others usually do not. Though some prior survey work (H. H. Lee et
al., 2024; Y. Zhang & Jiao, 2023) have attempted to list di erent strategies and categorize
them into various groups, questions remain regarding (1) which ne-tuned strategy is the

most e ective, (2) whether these models can achieve better performance than traditional
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FIGURE 2.1: Overview of general ne-tuning strategies based on different levels of
dataset availability.

UNets, and (3) whether using additional data is helpful.

In this chapter, we aim to answer these questions by considering three common dataset
availability scenarios in the medical imaging eld: (1) only a single labeled dataset; (2)
multiple labeled datasets for di erent tasks; and (3) multiple labeled and unlabeled datasets.
The rst scenario re ects the most common deep learning scenario of adapting SAM to a
dataset of interest, and the latter two scenarios o er the opportunity to rst incorporate
broad medical domain knowledge into SAM using supervised or self-supervised training
before adapting it to a speci ¢ dataset. Figure 2.1 summarizes the strategies and experiment
setups we include. To avoid terminology confusion, we name these strategies as task-
speci ¢ supervised training, task-expansive prompt-based learning, and task-agnostic self-
supervised learning respectively.

When considering the design choice during task-speci ¢ supervised training, our work
aligns with several concurrent works (H. H. Lee et al., 2024; Y. Zhang & Jiao, 2023; Y.
Zhang et al., 2024). However, our work di ers from theirs in that we conduct comprehensive
experiments overl7 medical imaging datasets across various modalities for a fair compar-

ison, rather than simply compiling disparate results, and provide an organized and new
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catalog that could summarize existing approaches. The choice of each category is shown
in Figure 2.2 and will be discussed in Section 2.2.2. Our category de nition re ects the
common design choices when building a segmentation algorithm from SAM, and we can
categorize most existing works based on the proposed criteria, shown in Table 2.1.

When incorporating extra medical knowledge into SAM, we explore two main setups
of pre-training approaches: task-expansive prompt-based learning and task-agnostic self-
supervised learning, depending on the availability of labels. Note that our objective is not
to propose a novel pre-training strategy, as such strategies are often constrained by the
availability of computation resources and datasets. Instead, our focus is on determining
if additional pre-training with more available medical data is helpful and, if so, what the
best combination of pre-training and task-speci ¢ ne-tuning is. Therefore, we adopt the
strategies used during SAM's development, and one of the most commonly applied pre-
training strategies in this eld. Namely, we use the same interactive training pipeline
where prompts are simulated from the masks for task-expansive prompt-based learning;
and masked autoencoding (MAE) (He et al., 2022) as the objective for task-agnostic self-
supervised learning. We evaluate these approaches on the same 17 datasets.

Our study is extended to two crucial scenarios when deploying a segmentation algorithm
for annotation purposes: few-shot learning and interactive segmentation. The rst scenario
re ects the case of annotating a new dataset with only a limited number of annotations,
while the latter examines the e ectiveness of using tools to assist the annotation process.
In both scenarios, we limit the evaluation datasets to MRI. When conducting few-shot
learning, we limit the number of training samples to 5 and re-examine the e ectiveness of
setups 1-3 described in Figure 2.1. In the interactive segmentation scenario, we focus on
task-speci ¢ supervised training with either boxes or points as input prompts.

In conclusion, we systematically study di erent approaches to ne-tune SAM in the
medical imaging eld. Our paper investigates an important question: What is the best
practice to develop an automated segmentation algorithm based on foundation models? We

nd the answers depend on the availability of the datasets and consider three scenarios: (1)
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only a single labeled dataset; (2) multiple labeled datasets (with di erent objects of inter-
est); and (3) multiple labeled and unlabeled datasets. We propose task-speci ¢ supervised
training, task-expansive prompt-based learning followed by task-speci ¢ supervised train-
ing, and task-agnostic self-supervised learning followed by task-speci ¢ supervised training
as the solution to each scenario, respectively. By conducting systematic experiments on

each strategy, we observe several useful guidelines and summarize them in Section 2.5.

2.2 Method

In this section, we rst recap the structure of SAM. Next, we describe the selected

methods under di erent data availability scenarios.

2.2.1 SAM and removal of prompts

To begin with, we rst briey present an overview of the Segment Anything Model
(SAM) before introducing the ne-tuning strategies. SAM consists of three components: (1)
image encoder, (2) prompt encoder, and (3) mask decoder, as illustrated in Figure 2.2 of the
overview of SAM's architecture. The image encoder, built on a robust Vision Transformer
(ViT) framework, e ectively converts a 2D image into a latent feature representation. No-
tably, in SAM's original architecture, the image encoder o ers exibility in model size, with
options including ViT-H(uge), ViT-L(arge), and ViT-B(ase) ( dosoViTskiy2020image ).
The prompt encoder is exible, accommodating various prompt types, including point, box,
and mask prompts. Depending on the input type, it generates either sparse embeddings
for point/box prompts or dense embeddings for mask prompts. Lastly, the mask decoder is
a transformer decoder that utilizes two-way cross-attention, integrating image and prompt
embeddings to produce a multi-channel mask output, where each channel represents varying

con dence levels. (Milletari et al., 2016).

2.2.1.1 Interactive segmentation to automated segmentation

When converting SAM to auto-mode (without prompts), we can simply use the default

embeddings generated by using None as inputs to the prompt encoder, i.e.
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FIGURE 2.2: Visualization of the overview of the SAM's architecture and task-speci c
ne-tuning architectures selected in our study: including 3 encoder architecture 2
model updating range 3 vanilla/PEFT methods = 18 choices.

sparse_embeddings, dense_embeddings =
sam.prompt_encoder(points=None,

boxes=None, masks=None),

where the sparse_embeddings and dense_embeddings serve as inputs to SAM's mask
decoder. Empirical evidence shows the e ectiveness of this simple approach (K. Zhang
& Liu, 2023). More advanced methods, including adding a detection network to automat-
ically generate box prompts or a self-prompt module into SAM's structure (Gao et al.,
2023; Shaharabany et al., 2023; Q. Wu et al., 2023), are feasible but will introduce extra
complexity into SAM's structure, hampering our analysis on the e ectiveness of ne-tuning
strategies. Moreover, we believe our work o ers a potentially e ective strategy, i.e., feeding
the generated prompts to the ne-tuned SAM instead of the original one, for this research

direction.
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2.2.2 Variables in task-speci ¢ supervised training

We consider three aspects in task-speci ¢ supervised training that can a ect the per-

formance, as shown in Figure 2.2. The choice of each category is discussed next.

2.2.2.1 Image Encoder Architecture

In this work, we select ViT-B and ViT-H from SAM's provided checkpoints because
they represent the most e cient and e ective versions of SAM's encoder, respectively.
Additionally, we explore a more compact option: ViT-T(iny). This backbone is introduced
in MobileSAM (C. Zhang et al., 2023), where the authors distill the knowledge from SAM's
pre-trained ViT-H to ViT-T, a customized vision transformer with only 1% of the network
parameters, and achieve an inference speed that ¥ times faster compared to the original
SAM. The lightweight nature can widen the application of SAM, ease the computational
requirements, and, more importantly, raise interesting research questions, such as whether
distillation can maintain or even lead to the superior performance of SAM during ne-
tuning.

2.2.2.2 Model Component

When selecting which set(s) of SAM's parameters to update, the most straightforward
way is to select one or multiple components from SAM. As discussed in Section 2.2.1.1, we
use the default prompt embeddings and thus can keep the prompt encoder as is.

Some methods state the e ectiveness of maintaining the encoder's weights and only
adapting the lightweight mask decoder of SAM's architecture, as shown in Table 2.1.
These approaches are grounded in the understanding that SAM's encoder, trained on a
comprehensive collection of natural images, is su ciently powerful and knowledgeable in
the general imaging domain, with zero-shot ability to perform feature extraction. Updat-
ing the lightweight decoder can enhance performance in speci c applications. Also, it is
suggested that ne-tuning the encoder of SAM would demand considerably higher com-
putational resources. However, due to the signi cant appeal di erence between natural

images and medical images, it remains unclear if SAM's encoder could e ectively capture
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the distinctive features of medical images without any modi cations to the image encoder.
Therefore, we consider these two choicesnask decoder onlyand mask decoder plus image

encoder
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