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Abstract

Deep Neural Networks (DNNs) have revolutionized artificial intelligence, driving ad-
vancements in computer vision, natural language processing, and autonomous systems.
However, the predominant focus on training techniques, data scaling, and computational
optimizations often neglects the structural design of models, which is fundamental to both
generalized and adversarial accuracy, particularly under efficiency constraints. Moreover,
standard model evaluations assume controlled conditions, overlooking real-world challenges
such as limited computational resources and adversarial vulnerabilities. In practical de-
ployment settings, architectures must not only achieve high accuracy but also maintain ro-
bustness and efficiency, minimizing overhead while adapting to dynamic constraints. This
thesis explores how structural properties can be leveraged to simultaneously enhance model
discovery, generalization, and robustness, ensuring that deep learning models remain per-
formant and resilient even under adversarial and resource-constrained conditions.

First, we investigate Neural Architecture Search (NAS), a technique for automating
model design. While NAS aims to improve performance, most approaches overlook the
role of the search space itself in enhancing generalization and search efficiency. Even with
one-shot and supernet-based NAS, search pipelines remain computationally intensive due to
redundant architecture evaluations, limiting scalability. To address this, we introduce LISS-
NAS, a search space reduction framework that exploits structural similarities to prune ar-
chitecture spaces, significantly improving search efficiency while retaining high-performance
architectures. LISSNAS demonstrates state-of-the-art performance, achieving 77.6% Top-1
accuracy on ImageNet under mobile constraints while preserving architectural diversity and
accelerating NAS.

Beyond efficiency and generalization, structural considerations are also critical for ro-
bustness. Adversarial attacks can mislead state-of-the-art models with high confidence,
posing serious risks in safety-critical applications. While adversarial training improves ro-
bustness, it often leads to overfitting and deteriorates clean accuracy. To mitigate this

trade-off, we introduce CLAT (Critical Layer Adversarial Training), a fine-tuning frame-
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work for CNNs that selectively optimizes robustness-critical layers while freezing the rest
of the model. CLAT achieves a 95% reduction in trainable parameters and improves ad-
versarial robustness by over 2% compared to baseline methods.

However, we find that CLAT does not generalize effectively to vision transformers
(ViTs), whose self-attention mechanisms differ fundamentally from CNNs in layer com-
position and computation. ViTs are particularly prone to adversarial overfitting, exacer-
bating clean and adversarial accuracy trade-offs. To address this, we introduce SAFER
(Structure-Aware Fine-tuning for Enhanced Robustness), a fine-tuning strategy that miti-
gates adversarial overfitting in ViTs. SAFER selectively fine-tunes a small subset of layers
using sharpness-aware minimization, significantly enhancing both clean and adversarial ac-
curacy. Our approach achieves up to 5% improvement in general cases and as high as
20% gains across multiple ViT architectures and datasets, setting a new benchmark for
adversarial robustness in transformer-based models.

This thesis demonstrates that structural optimization serves as a unifying principle
across efficiency, generalization, and robustness. By systematically leveraging architec-
ture—from NAS search space design to adversarial robustness techniques—this work es-
tablishes that structure is not merely a passive framework for learning but a fundamental
tool for developing deep learning models that are resilient, efficient, and deployable in real-

world settings.
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1. Introduction

Over the past decade, deep learning (DL) has revolutionized domains such as com-
puter vision, natural language processing, speech recognition, and reinforcement learning.
While these advancements are often attributed to large-scale datasets and increasing com-
putational power, an equally crucial yet often overlooked factor is the structure of neural
networks themselves. Architectural design fundamentally influences a model’s performance,
efficiency, and robustness, yet the role of structural properties in shaping these aspects re-
mains poorly understood and underutilized.

A key approach to optimizing neural network design is Neural Architecture Search
(NAS), which automates the discovery of high-performing architectures. NAS has con-
sistently demonstrated its ability to outperform manually designed models, making it an
essential tool for deep learning. However, despite its theoretical promise, NAS remains
largely impractical for real-world deployment. In practice, model selection continues to rely
on heuristic choices or off-the-shelf architectures, which fail to account for task-specific con-
straints and computational feasibility. The high computational demands of NAS, coupled
with its reliance on black-box optimization, limit its accessibility and adoption. Beyond ef-
ficiency and generalized performance, robustness remains an equally critical concern. Even
after identifying well-performing architectures, neural networks remain highly susceptible
to adversarial attacks, where small, imperceptible perturbations in input data can lead to
significant misclassification. These vulnerabilities pose serious risks in safety-critical ap-
plications such as autonomous vehicles, medical diagnostics, and security systems, where
reliability is paramount. Despite various adversarial defense strategies, existing approaches
frequently incur high computational costs or degrade clean accuracy, making them imprac-
tical for deployment.

To address both the inefficiencies of NAS and the vulnerability of deep networks to ad-
versarial threats, this dissertation leverages structural insights to optimize both architecture
selection and adversarial robustness:

1. Neural Architecture Search Optimization: We introduce structural exploitation tech-

1
























to mitigate these vulnerabilities, they remain computationally expensive and difficult to
scale effectively.

This work focuses on improving adversarial robustness while maintaining clean accuracy
and computational feasibility. By leveraging architectural modifications that inherently
enhance robustness, we explore approaches that mitigate adversarial vulnerability without

excessive computational overhead.









ing a predictor, we evaluate the samples and leverage locality to construct more clusters
of networks that are likely to be well-performing. Eventually, we extract and selectively
query pockets of likely well-performing networks in contrast to querying all architectures
in the space. We note that even with a predictor, querying all architectures in the space
is time-consuming and computationally expensive as spaces can contain upwards of 108
architectures. After several automated iterations of refinement, our output, final, search
space consists of a combination of well-performing pockets of networks.

We showcase our method on a vast array of search spaces with various sizes across
datasets. We accentuate the effectiveness of our shrunk spaces when used in one-shot
search by achieving the best Top-1 accuracy in two different search spaces. Our method
achieves a SOTA Top-1 accuracy of 77.6% in ImageNet under mobile constraints, best-in-
class Kendal-Tau, architectural diversity, and search space size. Overall, our contributions
are as follows:

1. We successively establish locality preservation quantitatively within 3 popular search
spaces (ShuffleNetV2, NASBench101, TransNASBench) and 6 datasets (ImageNet,
CIFARI10, 4 datasets in TransNASBench - scene, object detection, jigsaw, and se-
mantic segmentation).

2. We introduce a new metric for quantitative comparison across different shrinkage al-
gorithms, the shrink index. This index captures the improved probability of sampling
a well performing network in our shrunk search space.

3. We demonstrate that LISSNAS improves overall NAS performance (Top-1) in addition
to several search space quality metrics. We efficiently achieve SOTA Top-1 accuracy

of 77.6% on ImageNet under mobile constraints.

2.2 Related Work
2.2.1 General NAS

Designing a CNN poses a challenge to researchers looking to optimize for many con-

straints such as latency, model size, and accuracy. Recent work in NAS attempts to au-
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bottom row of graphs show the AAD. The trends are consistent across all search spaces
and tasks.

performance ranking.

It follows that we aim to shrink and improve our search space by pruning networks from
Apgq- Unfortunately, we are typically unaware of the exact partition in A and are hence
unable to precisely determine which networks to prune, without ground truth accuracies.

2.4 Methods
2.4.1 Assumptions

To reiterate, the goal of the proposed pipeline is to shrink a large search space by
identifying and extracting well-performing search space subsets. We begin by stating the
assumptions of our method and empirically verify locality preservation. We then utilize our
observations to develop our method and obtain results. Lastly, to bolster our approach, we

also perform some ablation experiments.
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conditions are met: 1) the cardinality of the search space decreases with each iteration; and
2) the shrunk search space has a higher probability of containing well-performing networks
than the original. The second condition implies that the probability of the search space
containing a well-performing network increases as the iterations increase until algorithm
termination.

Secondly, to verify that our search space has shrunk effectively, we determine the quality
of our output shrunk search spaces using a myriad of other metrics and classical statistics.
However, in terms of our baseline conditions, our first condition is easily quantified as the
difference in size between the output shrunk search space and the original. For the second
condition, we define the shrink indez:

The Shrink Index. If we uniformly sample a network n from A, then let’s say that the
probability that 7 € Agyg is p = [Agooa|/|Al. Likewise, the probability that n € Apyg is
then 1 — p. If we proceed to sample multiple networks independently and based on the

results of a binomial distribution, we have the theorem:

Theorem 1. If n paths are sampled uniformly i.i.d. from A, then it holds that at least k (k < n)

paths are from A go,q with probability

where p = |Agood\/]A\.

Conservatively, we determined that we would like our search space to have at least 20%
of networks from Ageq. In addition, we can estimate p for a search space by querying a
small subset networks. When using the shrink index for comparison, the threshold accuracy
used to generate p should be kept constant.

By using this threshold and p, we compute the Pgpoq (probability of sampling a good
network) initially for the entire initial search space, the final output search space, and at
all intermediate iterations. An increase in this probability across iterations implies that

the proportion of networks from Agyoy is increasing in the current search space and, as a
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showing that dissimilar networks have higher cosine distances, indicating greater diversity.
Interestingly, we also found that our shrunk search space is a negligible distance away from

covering the complete original space.

Table 2.7: Maximum Cosine Distance Comparison
PADNAS 135.2

ABS 167.3
NASBench101 NSE 2015
LISSNAS 255.6
Original 260
PADNAS 17.9
ABS 21.2
ShuffleNetV2 NSE 216

LISSNAS 28.0
Original 30

2.6 Conclusion and Future Work

This chapter introduced LISSNAS, a search space shrinkage method that leverages
structural properties to enhance Neural Architecture Search (NAS). By exploiting local-
ity, LISSNAS refines the search space while preserving architectural diversity, leading to
improved performance across multiple benchmarks. A key aspect of our approach is the
shrink index, which provides a principled metric for quantifying search space reduction and
comparing different search spaces.

Beyond its specific application in LISSNAS, our findings emphasize the broader role of
structural constraints in improving NAS efficiency. By guiding NAS with inherent archi-
tectural patterns, we demonstrate how targeted search space refinement can lead to more
effective and scalable model discovery. However, while LISSNAS improves search efficiency,
several open challenges remain.

Most glaringly, there is still much to be learned about stuctural interpretability - un-
derstanding how structural constraints and choices impact decision-making within neural
networks. This could lead to more transparent and informed architecture search. Another

direction for future work is extending the shrink index to dynamically adapt based on task
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and dataset characteristics, allowing for a more flexible and generalizable approach to search
space reduction.

As previously noted, while structural insights improve search efficiency in NAS, real-
world deployability also hinges on robustness. Architectures discovered via NAS often
remain vulnerable to adversarial attacks and distribution shifts, highlighting the need for
methods that improve robustness without excessive computational overhead. Just as struc-
tural properties can refine search spaces, they can also be leveraged to enhance adversarial
resilience—a principle we now examine in the context of CLAT: Criticality Leveraged Ad-

versarial Training.
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Table 3.3: Adversarial accuracy across attacks on CIFAR-10. Blue values indicate the im-
provement achieved with CLAT.

Attack Method DN121 (%) WRN34-10 (%)
FAB PGD-AT 44.80 40.12
PGD-AT + CLAT +3.70 +5.03
StAdv PGD-AT 48.50 45.15
PGD-AT + CLAT +0.91 +1.89
Pixle PGD-AT 10.40 9.50
PGD-AT + CLAT +2.21 +1.90
PGD-/¢, (e = 0.03) PGD-AT 61.79 60.25
PGD-AT + CLAT +1.92 +1.45
PGD-{y, (€ =0.03,50 steps)  PGD-AT 57.01 54.01
PGD-AT + CLAT +1.92 +2.03
PGD-/, (€ = 0.03, 100 steps) PGD-AT 56.89 53.12
PGD-AT + CLAT +1.63 +1.89

Table 3.4: Comparative performance of CLAT across various networks on Imagenette.
Robustness is evaluated with white-box PGD-10 and AutoAttack (AA).

Model Method Clean Acc. (%) PGD-10 (%) AA (%)
DN121 PGD-AT 83.40 61.78 51.23
PGD-AT + CLAT 86.91 65.45 54.82
WRN70-16 PGD-AT 90.20 67.96 58.91
PGD-AT + CLAT 93.52 72.39 61.43
RN50 PGD-AT 84.02 62.10 50.45
PGD-AT + CLAT 87.11 64.89 54.31
WRN34-10 PGD-AT 90.45 65.45 56.31
PGD-AT + CLAT 93.21 69.82 60.04
VGG19 PGD-AT 85.45 56.71 46.53
PGD-AT + CLAT 89.72 59.45 51.22
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performance degradation over extended training. CLAT, however, sustains improvements

throughout training, independent of learning rate modifications.
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FIGURE 3.5: White-box accuracies (y-axis) for WRN34-10 on CIFAR-10 for models trained
with the original learning rate multiplied by 0.1 at Epoch 70, using CLAT (green) and
PGD-AT (red), compared to normal PGD-AT learning rate (purple).

3.5.6 Critical Layer Selection

Table 3.8: PGD-10 Adversarial accuracy of PGD-AT, PGD-AT + CLAT, and its Non-
dynamic variant.

Method CIFAR-10 (%) CIFAR-100 (%)

DN121 RN50 DN121 RN50
PGD-AT 58.15 56.35 31.76  33.01
PGD-AT + CLAT 60.60 59.54 33.23  36.23
CLAT (ND) 57.01 54.22 30.34 32.98

Table 3.9: Auto Attack Adversarial accuracy of PGD-AT, PGD-AT + CLAT, and its Non-
dynamic variant.

Method CIFAR-10 (%) CIFAR-100 (%)

DN121 RN50 DN121 RN50
PGD-AT 4756 4622 2313  23.48
PGD-AT + CLAT 4991 4945 25.74 25.81
CLAT (ND) 4712  46.08 2226 2291
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Table 3.12: Comparison of DN-121 critical layers vs. batch size and computation time on
a TITAN RTX. One PGD-AT epoch corresponds to 67 seconds.

Batch Size CIFAR-10 CIFAR-100
Selected Layers Time (s) Selected Layers Time (s)
10 39,14,1, 3,90 2.64 39,15,1,2,91 2.82
30 39,14,1, 3,88 2.72 39,15,1,2,88 291
50 39,14,1, 3,89 2.83 39,15,1, 3,91 3.14
100 39,14,1, 3,88 3.15 39,15,1,2,91 3.54

Table 3.13: Trainable parameters during CLAT relative to the total model size.
Network  Method Total Params Trainable (%)

DN121 CLAT 6.96M 217K (3.1%)
WRN70-16 CLAT 267M 8.29M (3.0%)
RN50 CLAT 23.7M 823K (3.4%)
WRN34-10 CLAT 46.16M 1.24M (2.7%)
RN18 CLAT 112M 590K (5.2%)
VGG19 CLAT 39.3M 236K (0.6%)

efficient defense mechanism, significantly improving both clean and adversarial accuracy
across diverse architectures and adversarial training methods. Despite modifying fewer than
5% of trainable parameters, CLAT consistently outperforms standard adversarial training,
demonstrating that robustness improvements do not require exhaustive fine-tuning of the
entire network.

Beyond its empirical success, CLAT offers insight into the structural mechanisms under-
lying adversarial robustness. Our findings indicate that specific layers disproportionately
capture non-robust features, and remediating these layers alone can yield substantial ro-
bustness gains. However, open questions remain regarding why these layers emerge as
critical, whether architectural modifications could enhance robustness without fine-tuning,
and how these insights generalize across different model families.

While CLAT effectively enhances robustness in convolutional networks (CNNs), we ob-
served that it does not perform well on transformers. This limitation arises because CLAT’s

zero-order layer selection metric is designed for architectures where adversarial perturba-
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tions exhibit spatial correlations, such as CNNs. In contrast, transformers propagate per-
turbations in a fundamentally different manner due to the self-attention mechanism, making
CLAT’s selection strategy suboptimal. Addressing this limitation requires a new approach
that aligns with the structural properties of transformers.

To this end, we introduce SAFER: Sharpness Aware layer-selective Finetuning for
Enhanced Robustness in vision transformers, a defense mechanism designed specifically for
transformers. Unlike CLAT, which fine-tunes layers based on criticality indices, SAFER em-
ploys a sharpness measure that better captures the representation structure of transformers.
By integrating CLAT ’slayer-wise adaptation insights with SAFER, we develop a principled
adversarial training strategy that generalizes across both CNNs and transformers.

The next chapter delves into SAFER, examining how it enhances robustness in transformer-

based architectures.
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