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Abstract

Quantile Regression (QR) is a potent statistical technique enabling the estimation of
conditional quantiles within a distribution. However, its application to dependent data
units remains a challenging endeavor. In this paper, we introduce a novel approach aimed
at extending the utility of quantile regression to correlated data structures. Leveraging
the Ewens-Pitman Attraction (EPA) distribution, we propose a non-parametric mixture
model of Quantile Regression, facilitating aplication of quantile regression to dependent /
clustered data. Through experiments conducted on both synthetic and real-world datasets,
we demonstrate the e cacy of our model in uncovering latent clusters embedded within the
data while accommodating the tting of adaptive quantiles to capture diverse patterns. Our
ndings underscore the versatility and e ectiveness of the proposed framework, o ering a
promising avenue for the analysis of correlated data structures through quantile regression

methodologies.
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1. Introduction

In statistical analysis, Quantile Regression (QR) is a powerful method which allows
one to estimate conditional quantiles of a distribution. Compared to traditional regression
models which model the conditional mean, quantile regression provides a more comprehen-
sive view of the response variable's distribution, allowing one to analyse how predictors can
a ect tails on the response distribution. This work seeks to enable its use across dependent
data units, via the use of a mixture model. Such a model will have applications to data
with naturally occurring clustering structure, such as spatio-temporal data.

The focus is mainly on quantile regression models which are able to jointly infer model
parameters at all chosen quantiles simultaneously. This is in contrast to models where each
guantile is inferred separately. Such joint models provide several key benets which we
elaborate on in later chapters.

With the focus being on spatial-temporal type data, another focus of the work is on
clustering models which are able to incorporate prior pairwise information between data
points, for example this could be if two data points belonged to the same spatial region. We
also seek a non-parametric clustering model that is able to automatically infer the number
of clusters present. The Ewens-Pitman Attraction (EPA) by Dahl et al., 2017, a random
partition distribution indexed by pairwise information between data points, provides a
promising avenue to achieve both these objectives.

The remainder of the thesis is organized as follows. Chapter 2 introduces partition
regression models, which are mixtures of regression models, tting one set of regression
parameters to each estimated cluster. Here the EPA distribution is introduced and we
provide an implementation of a EPA regression model as well as conduct experiments on
its performance.

Chapter 3 introduces quantile regression models. We focus on the joint linear quantile
regression work of Tokdar and Kadane, 2012, providing an implementation of both the
univariate version as well as multivariate version of the model. We also discuss additional

modi cations made to the original algorithm, including changes to the sampling algorithm
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and likelihood evaluation algorithm.

After introducing both the EPA and the joint quantile regression model, Chapter 4
then introduces the non-parametric mixture of quantile regression model, discussing how
the EPA distribution and the joint quantile regression model can be combined to form a
non-parametric mixture of quantile regression model. We apply the model to toy-examples
and use that as an example to discuss key hyparameter specications. We then apply
the model to the Wild re dataset in chapter 5 and discuss the results. Finally chapter 6

summarizes the key ndings of this thesis and proposes future directions of research.



2. Partition Regression Models
This chapter provides a review of partition regression models as well as the EPA distri-

bution.

2.1 Partition Models

This section introduces random partition models. Speci cally we are interested in a class
of partition models called non-exchangeable random partition models. We focus particularly
on the the Ewens Pitman Attraction (Dahl et al., 2017) which is a random partition model
indexed by pairwise similarity between data points. Random partition models are intimately

connected with Bayesian non-parametric sampling models. Consider the model for data

Y1, ..,¥n given by:

vilg, xi  P(yilgi, xi) (2.1)
)

g = fjltiPSjU (2.2)
=1

f; Go 2.3)

Pn  P(pn) (2.4)

p (n) denotes a prior distribution over partitions of length n p,, where a patrtition is
a set of of subsets ofh points, each point belonging to exactly one subset. Each data
point i is associated with parametersg. These gs are not unique to each data point
but take the shared parameter value of their clusterf ; as shown in equation 2.2. These
cluster wise parameter values are themselves drawn from a prior distributiolisg as shown
in equation 2.3. The sampling modelp(y;|qg) is chosen based on the modelling situation.
For example if linear regression components are desired, thé¥(yi|g;, Xj) can be chosen as a
normal distribution conditional on x; values, g would then consist of regression coe cient
parameters and a scale parameter. This section mainly deals with the case where the

partition prior P(pp) is the EPA distribution.



2.2 EPA Distribution

The EPA distribution is a distribution over partitions indexed by a pairwise similarity
function | , a mass parametera and a discount parameterd. This dependence on pairwise
similarity implies that partitions compatible with the similarities will have higher proba-
bility. To illustrate this, suppose we have data points Xy, ...,X,, and a similarity function
| (Xi,X;). Denote p as partition of the dataset of the rst t data points. The distribution

is then given by the recursive formula:

in

P(pnla,d,l ,s) = P(a,s,| ,p(s1,....St 1)) (2.5)
t=1

Where eachP(.) is given by.

P(a,s,l,p(s1,....st 1)) = P(st PSla,d,l ,p(dy,....ck 1)

o

1 d sl I (st,ss - .
— & att qll s tpfl ((SS:;))’ if SPp(s1,....St 1) (2.6)
Ypatdy 1
att 1

if S in a new subset

g 1 is the number of clusters in the(t 1)™" partition. Next, s refers to the ordering
of the data, which is not necessarily the same as the order in the dataset. This dependence
on ordering implies that the model is non-exchangeable which is a feature that has to be
accounted for when doing Gibbs sampling. Equation 2.6 shows that the EPA distribution
allocates items sequentially, with probabilities proportion to the total similarity between an
item and items currently allocated in a cluster, at the same time, there is also a chance that
the distribution allocates the item to a new cluster, which is more likely if the similarities
to existing clusters are small.

There is considerable exibility in the similarity function, one simple choice is the ex-

ponential similarity function given by:

I (X| 5 X t) = expt t kX| s X tkU (27)



This is similar to the popular radial basis function but paramatized by a precision term
t instead of the usualflz. We take t to be a hyperparameter, but it can also be treated
as a parameter to be inferred. In later works related to spatial data, we have also derived

similarity functions related to the Haversine distance between two spatial points.
2.3 EPA Regression Model

Next we describe how to extend the EPA distribution to regression problems. In order
to perform regression we have to de ne a sampling model relating responses to covariates.
Let VY; and X; denote the response and covariate for thé" data point. One possibility is

that each observationY; is modelled as a linear function ofX;. That is:
Yi = Qoi + X+ e (2.8)

Where e N(0,s?). Letting g be the regression coe cient vector for theit" data point,
g = (i, i), Wwe have that g is taken as the cluster speci c parameter vector, that is,

where g is the cluster index of theit" data point:

On

6= filig=ku (2.9)
k=1

Each cluster wise parametelf  is drawn independently from a multivariate normal prior,
where the prior mean and covariance serve as hyperparameters. This ultimately produces

a sampling model of the form:
Yilg, Xi  N(o + duX;,s?) (2.10)
It is important to note however that the sampling model is not xed; and indeed we change
this later on when extending this EPA Regression model to perform quantile regression.
2.3.1 Role of Hyperparameters
The hyperparameters play a key role in determining the number of clusters inferred by

the model. This has a large implication on the overall run time of the model. The cluster

wise - parameter sampling step grows linearly with each additional cluster thus a model
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which estimates a large number of small clusters can lead to long run times. This becomes
an issue when the cluster wise - parameter sampling step is computationally expensive which
can be the case with more complex sampling models. There are two main hyperparameters
involved, the mass parametera and the discount parameterd. To understand the e ect

these parameters of clusters, we look at the distribution ofy, the number of clusters, we

have:
af(n 1,k 1,1,)
P(qg, = kla,d) = + fork=1,... 2.11
(qn |a’ ) {1:1(at 1) , 101 ’ N ( )
where:
$+
& Lo(at+ dd+t)) ifb=10
f(abcd) =, (a+dd)f(a 1,b 1,c+ 1,d+ 1) (2.12)

% Otherwise

+(c dd)f(a 1,bc+ 1,d)

Crucially, equation (2.11) shows that the probability distribution of number of clusters
depends only ona and d and not on the similarity function | and permutation s. Thus the
EPA is described as using pairwise information to allocate probabilities among partitions
with a xed number of clusters, but does not a ect the probability across partitions with
di ering number of clusters. Generally smallera and smallerd is associated with partitions

with smaller number of clusters.
2.3.2 Sampling Schemes
Inference proceeds by way of a Gibbs - sampler over the parameteps f, a, d and b.

For p the Gibbs sampler iterates over each data point, proposing for each data point a

possible move to other existing clusters, or starting a new cluster. This is given by :

PGPS '1)9 P(ph Ja,d,1,S)P(Yi[f}) forj=0,1,..0 (2.13)

Where Sj ' refers to jt" subset but without point i and pinNj is the partition obtained by

moving point i to cluster S, '.

Each f is updated only by points allocated to its clusterk. With our normal likelihood
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and normal prior over f  in 2.8, the updates are conditionally conjugate given the partition.
That is:

fulpmadb,s  N(M,Sy). (2.14)

Where iy = Sy % +Sothy and 8¢ = (KK + s,%) 1. Where K is the regression
independent variables from clusterk and y the outcomes of points in clusterk.

We refer readers to Dahl et al., 2017 for details on sampling, b and s, generally these
are sampled using a metropolis in gibbs scheme, where we take a metropolis-hasting step to
sample these parameters. For proposal distributions, we generally use random walks. Note

that for for s we use a uniform prior and a uniform proposal.

2.3.2.0.1 Split-Merge Sampling The Gibbs sampling process is slow and prone to getting
stuck in local-modes. This is due to the point by point sampling. An alternative procedure
is the use of a split-merge algorithm (Jain and Neal, 2004). This algorithm is a metropolis
based algorithm, which proposes partition samples by randomly merging or splitting ex-
isting clusters. The original split-merge algorithm in requires the use of a fully conjugate
data likelihood model. The normal - gamma model implemented here is however not fully
conjugate. Instead we use the procedure in Jain and Neal, 2007 which allows for sampling

distributions which are ‘conditionally conjugate’ that is the full conditionals are conjugate.
2.3.3 Summarizing Partition Samples

The MCMC algorithm produces a set of partition samples p,ﬁl), ...,pﬁ,m) . Thus there

is a need to 1) Combine the partition samples to form one combined partition output and
2) Analyse the uncertainty in the sample of partitions. To accomplish 1) we utilize a simple
approach of clustering the posterior pairwise similarity matrix. This is a matrix C such

that:

Cj = 1(i and j in the same cluster inpﬁi)) (2.15)



Where m is the number of MCMC samples. This can then be used in any clustering
algorithm that uses a pairwise similarity matrix as input. In this work we use hierarchical
clustering, with linkage choice as a hyper-parameter. This is similar to the approach taken
in Dubey et al., 2003.

For 2) we utilize the con dence plot of Dahl, 2008. A con dence plot is a pairwise
similarity matrix arranged by c-values. The c-value for an itemi in a cluster solution S is

the average pairwise probability of being co-clustered with other items in S. That is:

o

c valug = klpglpik (2.16)

S here refers to the cluster solution uncovered by hierarchical clustering of the similarity

matrix C.

2.3.4 Experiments and Results

To test the EPA model we simulate a simple dataset consisting of 4 clusters. These are

sampled from 4 regression functions.
yi= 3+ 2x3,x1 N(6,9

y2= 20+ 2xp, X2 N(0,1)
y3 = 9+ 0.5x3, X3 N(6,3)
ya= 20+ 94, X4 N(O,1)

Histogram and scatter plots of the dataset are shown in Figure 2.1. We t the EPA
regression model with a normal - inverse gamma sampling model. We used a total of
3000 Gibbs - sampling steps with a split-merge step for each full Gibbs scan. The rst
1000 steps are also discarded for burn-in. Resulting partition samples are re-clustered
using hierarchical clustering with average linkage, producing clusters shown in Figure 2.2.
Con dence plot for the results are shown in Figure 2.3, showing uncertainty in one of the

clusters. Lastly we plot the posterior predictive distribution for both the train set and the



test set in Figure 2.4. The posterior predictive plot demonstrates how the non-parametric

regression model is able to learn complex regression functions.

FIGURE 2.1: Histograms and Scatter plots of generated data. Left: Histogram of generated
data colored by true clusters. Right: Scatter plot of generated data colored by true clusters.

FIGURE 2.2: Left: Final cluster solution for average linkage hierarchical clustering. Right:
Associated C-Values for each points. Darker colored implies more certainty in cluster
assignment.



FIGURE 2.3: Con dence Plot - Pairwise similarity matrix re-arranged by c-values.

FIGURE 2.4: Posterior predictive distribution for Left: train set and Right: test set. Black
line is mean prediction and grey shaded region represents 95% credible intervals. Black
dots represent mean prediction at in-sample x values.
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3. Quantile Regression

Quantile Regression (QR) allows us to estimate conditional quantiles of a distribution.
While traditional regression models estimate the conditional mean, quantile regression is
able to estimate any arbitrary quantile such as the median5" or 95", providing a more
comprehensive view of the response variable's distribution. Further, we mainly focus on
guantile regression models which are able to jointly infer model parameters at all chosen
guantiles simultaneously. This is in contrast to models where parameters at each quantile
are inferred separately. Reasons why, although more computationally expensive, a joint
model is preferred are provided in Tokdar and Kadane, 2012; Yang and Tokdar, 2017, these
advantages stem from issues with singlée- models, such as crossing between estimated

guantile curves and poor information sharing between di erent quantile levels.

3.1 Single - t Quantile Regression

We rst provide an introduction to variants of quantile regression models where a xed

guantile is estimated. Consider a real valued random variablef characterized by the CDF:
F(y)= P(Y = y) (3.1)

The quantile function at t P (0, 1) can be de ned as:
Q(t) = infty: F(y) ¥ tu (3.2)

For example the median value is given byQ(1/2). Letting X; be aP dimension vector of

covariates. We can then paramatize the quantile function with a linear form.
1
Qv (t[X) = Xjbt (3.3)

Where b; is at specic parameter. Details on how to t a single-t linear quantile model
are provided in Buhai, 2005. This involves recasting the quantile regression optimization
problem as a linear program. A Bayesian analog of the single linear quantile regression

model based on asymmetric laplace likelihood is introduced in Yu and Moyeed, 2001.
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3.2 Simultaneous Linear Quantile Regression

For this work we are primarily interested in the quantile regression model of Tokdar
and Kadane, 2012 which simultaneously models the quantile function at any input quanitle

t. To do this we specify a quantile modelQ(t |x) as:
Qv(t[x) = bo(t)+ xb(t) (3.4)

That is coe cients bg and b are functions of the input quantile t . The key challenge lies in
specifying bo(t) and b(t) such that the resulting generated quantile functions are always

valid. This can be characterized by the 'non-crossing' condition:
bo(t1) + xby(t1) ¥ bo(t2) + xb4(ty), for every pairt; j t, and for everyx PX (3.5)

This linear QR speci cation, when considered simultaneously for alt P (0, 1) gives a valid

probabilistic model for the responsesy; fromi = 1,...,n

Y = bo(Ui) + X bl(Ui), Ui Uniform(O, 1) (3.6)
3.2.1 b speci cation

Firstly the quantile function is speci ed as:

+
Xhl(t)+ 1+ X

Qut]) = m+ gx+ - ha(t) (3.7)

Implying that bp(t) = m+ Mzhz(t) and by(t) = g+ Lzhl(t) mand g are scalar
parameters. h; and hy are functions. For h; and h, we require priors over functions. For

which we use a logistic transformed Gaussian process.
3.2.2 Specifying h

We specify:
ha(t) = s1Q(xa(t))

ha(t) = $2Q(xa(t))

12



Where s; and s, are positive valued scalars.Q is the guantile function of a pre-determined
distribution such as a normal or t-distribution. Each x;(t) is logistic transformed Gaussian
Process. Speci cally, letw;(t) be GP de ned on [0, 1] with mean function 0 and covariance

Cov(w;i(t),wi(t)) = k?exp 12(t t%2 . The logistic transform is de ned as:

3
(it gt

xi(t) = f——— (3.8)
sevindt

To operationalise this prior, we evaluate eachw;(t) at a xed grid of L quantile values eg.
t0.1,0.2, ..., 1.0 giving L evaluation of eachw;(t) at various points t. That is we can draw

a L dimensional samplej for eachw;(t) as:
w® N(O,K;)

Where 0 is L dimensional 0 mean vector, and; is the covariance matrix for the set of cho-

sen grid points. Then for example, if the grid chosen i$0.1,0.2, ..., 1.0, the rst dimension

(1)

of w;’ represents a sampled value fow;(0.1).

With the vector of values representingw;(t) we can easily calculatex;(t) using numeri-
cal integration for both the numerator and the denominator. Letting z(t) = €'V, We
have for a givent, on the set of grid points we can evaluate the integrals via trapezoidal

approximation as:

» b

f(x)dx = b_a
a

2n

[f(a) + 2f(xy) + 2f(x2) + ...+ 2f(xn 1+ f(b)] (3.9)

The remaining values not at grid points can be interpolated using.

Sy G tox) (DXt ) ¢t Dt ) 2 )

3.10
LI (] ( )

Where t, and t; 1 are grid points such thatt P[t,t; 4].
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3.2.3 Prior Settings

For the remaining parametersmg, s1, S, we use at;(0, 1) distribution for mand g, and

a Ga(2, 2) distribution on the squared values ofs; and s,.
3.2.4 Multivariate Extension

The model as speci ed admits only univariate X;. To extend this to multivariate X;
Tokdar and Kadane, 2012 suggests the use of a linear projection to reduce the dimensionality
of the multivariate X; to 1. For X; P RP introduce a new set of parametersa P RP and
de ne the projection p, 4p(Xi) where:

Xia a
Pa,ab(Xi) = b (3.11)

where a = (max;(X'a); + min;(X'a);) /2 and b = (max;(X'a); min;(X%);)/2. We can

then de ne the quantile function as:

1 1+
Qu(th) = e xlg+ 220, (p) ¢ 27 Peattd (3.12)

Where we note thatg is now a vector valued parameter inRP instead of a scalar parameter.
a is modelled using at1(0, Ip) distribution. For g we model each component independently

using the same prior as the scalag.
3.3 Implementation of Algorithm

The joint quantile regression model contains several computational details which we
describe in the following section.
3.3.1 Likelihood Evaluation

Key to doing MCMC is evaluating the likelihood of the model. We have for the quantile

regression model:

ogfe(yib) = " loge Qu(tx () 1x) (313)
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Thus in order to calculate the likelihood we can simply nd the derivative. This derivative
can be approximated from our sample, that is:

Qv (tilx) Qv(ty 1Ix)

(3.14)
(R (]

= Qu(ty ()1x)

t; and t; ; are quantiles such that the functiony; P [Qv(t; 1]Xi),Qvy(ti]X;)). This can
be easily found using a sorted-search. Importantly ify; i Qy(t; 1]%;) (and thus also
Qv (t; 1/xi)). Then the approximation results in a 0 value, which is invalid. In [cite] this is
handled by setting the likelihood for such data points to 8 . We found that this impeded
sampling especially in the mixture QR model. Another alternative is to create a spliced

distribution to evaluate the likelihood for such out of support points.

3.3.1.1 Splicing Distribution

When y; R[Q(t1]X;), Q(tL|xi)], we evaluate the likelihood fy(y;|x;) by using a spliced
distribution. Instead of evaluating the likelihood using the derivative approximation, we
use the likelihood of another chosen distribution with in nite support, this distribution has
its mean chosen such that the overall spliced distribution is still a valid probability density.
For our model we used at1(0,0.]) distribution. Details on splicing are given in appendix
A.2. Empirically we nd that splicing is crucial for convergence of the mixture QR model,
as evaluating the likelihood as 8 for out of range points leads to creation of singleton

clusters.

3.3.2 Discretization of w
3.3.2.1 GP Approximation

It is computationally intensive to sample the full L dimensionalw; and w; instead as in
Tokdar and Kadane, 2012; Yang and Tokdar, 2017 we consider a knot-based approximation.
This requires us to sample the GPs aK predetermined knot points whereK L. We can

replace the curvesw; and w, with approximations:

Wj = E[Wj(t )IWj(tl), ...,Wj(tK)] (3.15)
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That is the mean of the GP w; conditional on the GP evaluated exactly at K pre-
determined grid points. Instead of the original approximation given in Tokdar and Kadane,
2012 we follow the approximation given in Yang and Tokdar, 2017. This approximation
has an additional bene t of marginalizing out both | and k;. Details of this approximation

is given in Appendix A.1.
3.3.3 MCMC Algorithm

Sampling of the model proceeds by way of a block metropolis in gibbs sampler. The
number of parameters depends on whether a multivariate speci cation is used since this
introduces a vector valueda parameter as well as a vector valueg. For illustration we
consider a univariate model. The block metropolis sampler consists of 5 parameter blocks.
Blocks 1 and 2 areK dimensional blocks consisting of samples of knot points fon(? and
w(@ respectively. Block 3 is a 4 dimensional block of other parametenn g s;, S,. Lastly
block 4 is a combined block of blocks 1,2 and 3, i.e. a 22 dimensional block consisting of
w® w mg, s, s, At each iteration of the sampler, we pick one block at random and
update parameters listed in the block. These updates are done via an adaptive metropolis

sampler, with full details provided in appendix A.3.

3.3.3.1

Sampling Transformation for non-GP parameters Due to the gamma distribution ons;
and s, these parameters are transformed with an exponential transform from their sampled
value in the proposal distribution. That is for block 3 and block 4, instead of samplings;
and s, we instead sample lo¢s;) and log(s,). The calculation of the acceptance probability

is modi ed to account for the Jacobian of these transformations.
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3.4 Predictive Performance
3.4.1 Results

We experiment with a simulated dataset used in Yang and Tokdar, 2017. This is 1D
regression problem where we specify all quantiles exactly. Speci cally we have:

+ 4(t  0.5)%og _ 1y

X Unif( 1,1); Qy(t|X)= 3(t 0.5log t(1 t)

1
t@ t)

That is a linear function with two parameter functions bg(t) and by(t) where:

bo(t) = 3(t  0.5)log t(llt)

bi(t) = 4(t 0.5)%log @0

We generate datasets of size (n=1000). Where each data point is generated from a randomly
sampled X value and a random sampled value. The t values are sampled randomly
from a Unif(0,1) distribution. Figure 3.1 shows an example of a generated dataset along
with ground truth sample quantiles. We generate a 100 samples of each dataset and run
the QR model with 2 chains of 25000 samples eadch for each dataset. Figure 3.2 shows
estimated quantile lines from one such model, and 3.3, shows the correspondibg(t) and
bi(t) estimates produced by the model. We can see that the model tends to have good
performance within quantiles from 0.1 to 0.9, however estimation error starts increasing

rapidly at tail values.
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FIGURE 3.1: Actual Quantile Lines.
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FIGURE 3.2: Joint QR Estimated Quantile lines.
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FIGURE 3.3: Estimated values of bp(t) (Left) and b4(t) (Right). Lines in red show ground
truth values, and lines in blue show model estimated means and 95% credible intervals.
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4. Mixture Joint Quantile Regression
We now extend the joint quantile regression model to a non-parametric mixture of
guantile regression models. The set up is broadly similar to that of the EPA regression

model discussed in chapter 3. Firstly as in equation 3.7, let

X 1+

hy(t) + =5ha(t) (4.2)

Qv(t[x,q) = m+ gx+ !

2

be the quantile regression model as described in earlier chapter 3, here we have added
to represent explicitly the parameters in the model. That isq = (wff),wff),mg,sl,sz).
Now for a dataset of sizen consider the collection of parametersy, ...,g,, and the partition

Pn= 1Sy, ...,S,u we can write the model as:

yilg, xi  P(yilgi, %) (4.2)
On

G= fltiPSu (4.3)
k=1
fkx Go (4.4)

pn EPA(a,dl,s) (4.5)

As before eachy; is cluster speci c implying a set of shared cluster parameters parame-
tersf = f4,..fq, asgivenin equation 4.3. That is, data points which belong to the same
cluster S share the same set of parameterky. Prior speci cations Gg for the f  vectors is

the same as described in earlier section on QR.

4.1 Previous Work

Mixtures of quantile regressions have been considered by several previous works. Wu
and Yao, 2016 considers a mixture quantile regression model tted with a kernel based
EM-algorithm. This model uses a nite mixture and with single - t quantile regression
components. Tian et al., 2016 ts a similar mixture of quantile regressions, but insteads

opts for the use of a asymmetric laplace likelihood for the y-variable. This allows them
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to derive a likelihood for the mixture of quantile regression model, circumventing the need
for non-parametric kernel methods used in Wu and Yao, 2016. Our work diers in sev-
eral ways, rstly instead of singlet quantile regression models we consider joint quantile
regression models, enabling a simultaneous t of all quantile levels. Next our use of the
EPA distribution induces an in nite mixture model, where the number of components is

estimated by the model instead of pre-speci ed by the analyst.

4.2 Inference

We have 3 sets of parameters to infer, the partitionp, the EPA parameters (a,d, b, s)
and the component wise Quantile Regression parametefs = ( Wyj, Wyj, M, gj, S1j, Soj, &) -
We use a Gibbs - sampling scheme similar to that used for the EPA model except thdt; is
no longer conditionally conjugate and we replace it with the sampler used for QR model in
section 3.3.3. At each Gibbs-sampling step we takagr metropolis steps for each set of QR
parametersf ;. Generally for our experiments we takengr = 100, due to the relative speed
of these sampling steps compared to the partition sampling step. Due to the non-conjugacy
of the QR likelihood we are unable to apply the split-merge sampling scheme used in the
linear regression mixture. We thus resort to gibbs sampling to generate partition samples,
this however comes at the cost of 1) computation speed 2) tendency for the sampler to get

trapped in local modes.
4.3 Hyperparameter and Prior Setting

As before we nd that key to avoiding singleton clusters is the use of tight priors on the
EPA a and d values. These priors should be set close to 0 and relatively tight. For example
we takea Ga(l,100 and a mixture prior for d, d 0.5¢; + 0.5Ga(1,100.

For the component quantile regression parameters. We use similar prior settings as in
the toy experiment, that is t1(0, 1) distribution for mand g, and a Ga(2, 2) distribution
on the squared values ok; and s,. Note that if the covariates are multivariate then the
multivariate QR extension requires us to sample a projection vectoaggr and a multivariate

g. For the former we take a multivariate student-t with 1 degree of freedom a identity scale
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matrix. For the former we take the distribution to be IID over the chosen univariate priors

(in this case at4(0, 1)).
4.4 Experiments on Toy Dataset

Our rst experiment consists of two toy examples each simulated from a mixture of two
Gaussian linear regression. This allows us to analyse if the model is able to infer the ground
truth cluster as well as the ground truth regression. The rst dataset is features a many to

one relationship using the following two coponents:
y1= 1+5x;+ e, x; Unif( 1,0,e; N(0,2
y2= 4dXp+ ey Xp Unif(0,1),e; N(O,2
The second dataset features a one to many style dataset using the following two components:
y1= 10 5x;+ e, X3 Unif( 1,1),e N(0,2
Y2= 2+ 5%+ €, X2 Unif( 1,1),e N(0,2)

The resulting data points as well as ground truth quantile lines are showin in Figure 4.3.

FIGURE 4.1: "Many to One" FIGURE 4.2: "One to Many"
FIGURE 4.3: Left: Toy Dataset 1 showing a many to one relationship. Right: Toy Dataset

2 showing a one to many relationship. In both plots, true compoenent wise quantile lines
are overalid for the 0.05, 0.25, 0.5, 0.75 and 0.95 quantiles.
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For pairwise similarities we use exponential similarity between the X-values. We found
that initially the model always collapsed into a solution where each data point is allocated
to singleton cluster, this is in part due to the slow convergence of the cluster-wise QR
parameters. To counteract this we implement tight priors on EPA parametersa and d as
in section 4.3 which jointly determine the number of clusters formed in the EPA cluster
assignment sampling step, we set these priors to be very close to 0. The change in prior

allows the model to sample, and we discuss some of the results in the following section.

4.4.1 Anchor Points

Ideally we would like to analyse quantile regression parameters associated with each
aggregated posterior cluster, however this is challenging as the clustering of each point may
change across the MCMC samples, making it di cult to associated one set of parameters
to each cluster. To circumvent this we assign to each of the aggregated posterior clusters
a set of anchor points. These anchor points are observations with the highest c-values
in a cluster. For these anchor points, we track their cluster assignments and associated
component quantile regression parameter throughout the MCMC chain. To ensure stability
we take only the top 5% of points in each aggregated posterior cluster to form anchor points.
Finally for each cluster we associate a posterior mean quantile regression by taking an
average of the sampled component quantile regressions associated with the anchor points.
4.4.2 Results
4.4.2.1 Clustering

We rst look at clustering results. Figure 4.4 plots the con dence plot and Figure 4.5
plots the a 2-cluster solution from post-hoc hierarchical clustering of the posterior similarity
matrix for the rst toy dataset. Figures 4.7 and 4.8 plots the same plots for the second
toy dataset. As can be seen in both datasets, the model recovers the exact ground truth
clustering under the 2-cluster solution. In both cases, the con dence plot indicates a small
degree of uncertainty about the cluster assignment, with most points having c-values close

to 1, showing the e ect of the quantile estimation on cluster estimation.
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4.4.2.2 Quantile Estimation

Next we look at estimated quantiles. Figure 4.10 plots the mean estimate quantiles at
various levels. As can be seen the quantiles capture the v-shaped structure of the simulated
dataset. This indicates that the inferred latent quantile regressions are generally well aligned
with the true underlying quantiles. Figure 4.14, plots the mean and 95% credible intervals
of 3 di erent quantiles, t = 0.01,0.5 and 0.99. Figures 4.10 and 4.14 plot these same plots
for the model tted on the second toy dataset. We can see that due to the one to many
nature of this dataset, the posterior mean quantile lines oscillates between the top and

bottom cluster.

FIGURE 4.4 Scatter plots Overlaid With
Clusters FIGURE 4.5: Con dence Plot

FIGURE 4.6: Toy Dataset 1 - Left: Estimated Clusters of Mixture QR Model for 2 Cluster
Solution. Cluster 0 in Black and Cluster 1 in Blue. Right: Con dence Plot of Mixture QR
Model for 2 Cluster Solution
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FIGURE 4.7: Scatter plots Overlaid With
FIGURE 4.8: Con dence Plot

Clusters
FIGURE 4.9: Toy Dataset 2 - Left: Estimated Clusters of Mixtuer QR Model for 2 Cluster
Solution. Cluster 0 in Black and Cluster 1 in Blue. Right: Con dence Plot of Mixture QR

Model for 2 Cluster Solution

FIGURE 4.10: Toy Dataset 1 - Mean Estimated Quantile Lines at Quantiles
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FIGURE 4.11:t = 0.01 FIGURE 4.12:t = 0.5 FIGURE 4.13:t = 0.99

FIGURE 4.14: Toy Dataset 1 - Various Posterior Mean Quantiles Along With 95% Credible
Intervals

FIGURE 4.15: Toy Dataset 2 - Mean Estimated Quantile Lines at Quantiles:
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FIGURE 4.16:t = 0.01 FIGURE 4.17:t = 0.5 FIGURE 4.18:t = 0.99

FIGURE 4.19: Toy Dataset 2 - Various Posterior Mean Quantiles Along With 95% Credible
Intervals

4.4.2.3 Anchor Points

We next use the anchor point methodology to get estimates of quantile regression lines
and quantile regression parameters for individual clusters. A plot of these regression lines
are displayed in Figures 4.20 and 4.21 for toy datasets 1 and 2 respectively. We can see
that in both cases the learnt components are visually similar to the ground truth quantile
regression lines, learning the V-shaped structure present in both of the datasets. To get a
more comprehensive assessment, Figures 4.22 and 4.23 plot the slope and intercept param-
eters of allt levels for each cluster, and compares these to the ground truth parameters.
In both datasets, the mixture is relatively accurate in capturing the intercept parameter
bo. In both datasets the model performs relatively worse in estimating the slope term. For
example in toy dataset 1, the upward sloping cluster 0 estimates the ground truth relatively
well, with the true slope parameter being in the 95% credible interval across all values of
t. The same cannot be said for the downward slopping cluster, where our model tends to

underestimate the magnitude of the slope.
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FIGURE 4.20: Toy Dataset 1 - Anchor Points Estimated Quantile Regression Lines
(0.05,0.25, 0.5, 0.75, 0.95) For both Clusters.
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FIGURE 4.21: Toy Dataset 2 - Anchor Points Estimated Quantile Regression Lines
(0.05,0.25, 0.5, 0.75, 0.95) For both Clusters.
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FIGURE 4.22: Toy Dataset 1 - Anchor Points Estimated Quantile Regression Parameters
For Both Clusters. In Each Cluster, Associated Ground Truth Parameters Plotted in Red
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FIGURE 4.23: Toy Dataset 2 - Anchor Points Estimated Quantile Regression Parameters
For Both Clusters. In Each Cluster, Associated Ground Truth Parameters Plotted in Red

Overall across both toy datasets we see good performance with clustering. In the rst
toy dataset the performance is good even in data points withX values close to 0 where the
strength of the distance based similarity is weaker. Likewise clustering performance is also
highly accurate in the case of toy dataset 2, where th& values provide no information for
the clusters. This indicates that the model is able to combine information on the regression

relationship in inferring the posterior clusters. The quantiles estimated look similar to the
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the ground truth quantile regressions indicating that the model is able to recover the true

underlying regression relationship.
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5. Wild re Risk Analysis

In this chapter we employ mixture quantile regression to investigate the impact of
weather conditions on wild re risk in the United States. Wild res present substantial
ecological, economical and health impacts (Morton et al., 2003). The Burning Index (BI)
serves as a metric assessing re danger by considering potential ame length over a re
danger rating area®. The Bl is commonly used by the National Fire Danger Rating System
to forecast and monitor wild re risk in a given region.

Data was obtained from the Wildland Fire Assessment System (WFAS). The WFAS
provides daily data from over 1800 observation stations in continental United States. These
observation stations collect information on observed and forecast-ed weather, fuel moisture
and re danger. As in Chen and Tokdar, 2021 we analyse cross sectional data on a chosen
date (19th August 2020). For our analysis we used 4 variables (i) elevation (ii) temperature
(iii) relative humidity (iv) wind speed. We omitted precipitation due to large uctuations
in the X-values. Since the multivariate quantile regression models require covariates be in
similar ranges, we rst standardize all covariates to a[ 1, 1] range. We also do the same
for the Y-variable (BI). Fig 5.1 plots the locations of the weather stations, as well as plots
of the 4 covariates against the BI.

In order to tthe model we rst have to de ne a similarity score between each data point.
With the goal of accounting for spatial dependence between weather stations, a natural
choice is the use of spatial distance between weather stations. This can be computed using

the haversine distance given the latitude and longitude of pairs of observation stations. We

max, @, Where

then convert these distances to similarities using a simple transforrs; = 1
d;; is the haversine distance between stationsand j. In order to verify this similarity score

we conduct a hierarchical clustering based o these similarity scores. With results plotted
in Fig 5.1. We see that observation stations are clustered by geospatial similarity. With

clusters on the east coast, west coast and central USA.

1 https:/ivww.wild re.gov/page/burning-index
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5.1 Setup and Results

The dataset consists of N=1852 observation stations. Each observation station consist
of a Bl measurement as well as a 4 dimensional covariate vector consisting of Elev, Tmp,
RH and Wind. We then t both the multivariate QR model as well the the mixture multi-
variate QR model. For the the multivariate QR model we took a large number of samples
(20000 not including burn in), for the mixture QR model we took a total of 3000 samples,
with a 1000 burn in samples. As mentioned the mixture QR model is much more com-
putationally expensive to sample from due to the point by point Gibbs sampling step in
sampling the partition. As discussed earlier, we used hierarchical clustering to on the pos-
terior similarity matrix to attain a nal aggregated clustering. These clusters are plotted in
Fig 5.2 which shows the spatial locations of the observation stations overlaid with assigned
posterior cluster labels as well as scatter plots of Bl against the 4 covariates overlaid with
assigned posterior cluster labels. To contrast the results we also did a clustering based

purely on spatial proximity which is plotted in Fig 5.1.

We nd that the the aggregated clustering produces 3 main clusters, with the posterior
average number of partitions being 3.0715. As intended these clusters appear to achieve a
balance between spatial proximity and the relationship between the X and Y variables. For
example we can see that the two main large clusters are largely split between the eastern
and western half of the United States. Interestingly we observe a small cluster within the
state of California. These clusters can be interpreted through the scatter plots in Fig 5.2
Notably, the clusters tend to align with points exhibiting elevated BI levels, primarily lo-
cated in the upper quantiles of each plot. Cluster wise uncertainty can further be assessed
by the con dence plot in Fig 5.5. We can see that posterior pairwise similarities are notably
higher within each cluster than across clusters, but we still see higher pairwise similarities
from points across clusters ‘adjacent' in Bl levels. For example cluster 2 shares more simi-

larity to cluster 0, and we can see from the scatter plot that cluster 2 on average is closer
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in Bl levels to cluster 0. Likewise, the same is observered between cluster O and cluster 1.

5.1.1 Anchor Points

As in Chapter 4, we identify the anchor points of each cluster and calculate posterior
guantities related to these points. These are plotted in Figures 5.3 and 5.7. Interestingly
the two large clusters (red and blue) have similar regression slopes across the 4 covariates,
di ering mainly by levels. In contrast we see that the smaller green cluster tends to have
slopes that are larger in magnitude. This is observed for both temperature and relative
humidity, indicating a larger relationship between those variables and wild re risk in these
spatial locations. To further visualize uncertainty in clusterings Fig 5.4 plots the compo-
nent wise regression slopes with each points size given by its component wise c-value. For
a given point the component wise c-value is given by the c-value of the the point if it was
hypothetically added to the component. If a point is already in the component under con-
sideration then the c-value remains unchanged, thus each point hd§ associated component

wise c-values associated withkK nal clusters.

FIGURE 5.1: Left: Locations of N=1852 observation stations colored by spatial similarity
clustering. Right: Various Bl - covariate scatter plots colored by spatial similarity cluster-

ing
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FIGURE 5.2: Left: Locations of N=1852 observation stations colored by posterior aggre-
gated clustering. Right: Various Bl - covariate scatter plots colored by posterior aggre-
gated clustering

FIGURE 5.3: Cross sectional data - Posterior Mean Quantile Regression Lines Based on
Anchor Points
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FIGURE 5.4: Cross sectional data - Posterior Mean Quantile Regression Lines Based on
Anchor Points with point sizes scaled by C-values.
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FIGURE 5.5: Cross sectional data - Con dence Plot
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FIGURE 5.6: Cross sectional data - Residual plots for each cluster.
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FIGURE 5.7: Cross sectional data - Posterior Mean Qunatile Regression Slopes Based on
Anchor Points

Fig 5.4, once again shows that uncertainty still remains in the nal cluster solution. For
example, a large number of cluster O points have a relatively high c-value when compared to
cluster 2. Next to assess component wise t, Fig 5.6 plots the per cluster quantile residual
plot. This plot assesses whether estimated quantiles for each data points are uniform as
per the assumption in equation 3.6. Speci cally we bin the chosen covariate into 5 quantile
based bins and plot KDE plots for the estimated quantilest; for each data point in the bin,
ideally these KDE plots should resemble a Uniform(0,1) distribution. As with the quantile
regression line plots, these residuals are conditioned on each individual covariate as well
a mean value of all other covariates not being considered. Visually, we can see signi cant
deviations from uniformity in both cluster 0 and cluster 1. The poorer t across clusters 0
and 1 might be symptomatic of the uncertainty in clustering and thus associated component

guantile regressions between points in cluster 0 and cluster 1. This uncertainty implies that
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component quantile regressions are tted more closely to high certainty points in the clusters
as compared to the overall cluster, resulting in a poorer t for a large number of points
and the resulting non-unformity in residuals. Cluster 2 residuals while more uniform, has
multiple bins where quantile values have a quantile range more narrow than the desired

(0,1) range.
5.2 Longitudinal Analysis

To further verify our results, we conduct an additional analysis of data from years 2015,
2016, 2017 and 2018. Speci cally we extracted data from 19th August of the respective
years and merge the datasets to form a panel dataset. We choose one year intervals to
minimize any possible e ects of temporal correlations within observation stations across
time. The year 2019 was omitted as it was unavailable from the WFAS at the time of
analysis. Further we were unable to add the 2020 data from the previous analysis into the
panel as the data in that year lacked speci ¢ station IDs causing di culties in merging as
stations might have overlapping spatial locations. With that our panel dataset consists of
4 years of data, for these 4 years we take observations only from observations stations that
had been present for the entire period, making it a balanced panel. OuX covariates can
thus now be expressed as Bl T P tensor whereN = 1324is the number of observation
stations present throughout the 4 years, T = 4 is the number of time points andP = 4
is the number of covariates. Likewise ourY variable is now a 2D matrix of dimensions
N T. The objective is still to cluster the N observation stations, and uncover possible
heterogeneity in the relationship across these clusters. Fig 5.8 plots the spatial locations
of the observation stations and the scatter plots overlaid with a clustering based only on
spatial distances. We see that compared to the 2020 data, the longitudinal data has a much

lower number of stations in the east coast, midwest and southern USA.
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FIGURE 5.8: Left: Locations of N=1324 observation stations colored by spatial similarity
clustering. Right: Various Bl - covariate scatter plots colored by spatial similarity cluster-
ing, T = 4 years of data are plotted in each scatter plot.

FIGURE 5.9: Left: Locations of N=1324 observation stations colored by aggregated poste-
rior clustering. Right: Various Bl - covariate scatter plots colored by ggregated posterior
clustering, T = 4 years of data are plotted in each scatter plot.

Inference proceeds similar with a small modi cation. LetX; now refertothe T P data
matrix of data points associated with the i observation stations across theT time points,
and let Y; be the T dimensional vector consisting of theT Bl values associated with obser-
vational station i. For the EPA partition sampling step in equation 2.13 instead of using

the unit log-likelihood, we calculate the log-likelihood P(Y;|X;,f ) consisting of the T time
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points. Since we are assuming no correlation across time, this log-likelihood decomposes

to the sum of log likelihoods for theT time points. Likewise for the component parameter
sampling step we if Y® X&) represents the sub matrix ofX and Y of observation sta-

tions clustered into clusterk, then we simply unroll the matrix/tensors to dimensionsK T
and K T P respectively.

We nd that the sampler infers a much larger number of clusters, with partitions having
a posterior average number of clusters of 10.12. This is unsurprising, with each spatial
location contributing T = 4 data points to the unit likelihood term in the EPA sampling
step, it is more likely for points to form new clusters, and consequently the model results
in a larger number of clusters. Most of these clusters are relatively small and thus there is
a question of whether they re ect true underlying structure in the data or if the sampler is
getting stuck in local modes.

Attempting to reduce the number of clusters to interpret, we look at a 5 cluster posterior
solution. The spatial map and scatter plots overlaid with these posterior cluster labels are
plotted in Fig 5.9. Interesting we see two clusters, the orange and blue cluster of sizes
N=48 and N=67 respectively which seems to match the earlier cluster of high BI values
in California. Fig 5.10 plots the con dence plot for the 5 cluster solution which we sees
indicates a much larger degree of uncertainty in the clusters as compared to the earlier cross

sectional data.
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FIGURE 5.10: Longitudinal data - Con dence Plot
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FIGURE 5.11: Posterior Mean Quantile Regression Lines Based on Anchor Points
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