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Abstract

This work focuses on using Bayesian Additive Regression Trees (BART), a flexible
and computationally efficient regression method, to model heterogeneity in data. In
particular, we focus on the closely related tasks of hierarchical modeling, latent vari-
able modeling, and density regression. We begin by introducing BART in Chapter
2, presenting the prior, various extensions, and an in-depth case study using BART
to analyze the impact of ABO-incompatible cardiac transplant on infants. Chapter
3 describes a methodological contribution, in which we use BART to model data
structured within known groups by allowing for group-specific forests, each of which
is only updated using units corresponding to that group. We further introduce an in-
tercept forest common to all units and a hierarchical prior across the leaf variances in
order to allow for sharing of information. We find that such an approach yields more
parsimonious models than other BART-based approaches in the literature, which in
turn translates to better out-of-sample accuracy, at virtually no added computational
cost. In Chapter 4, we consider models involving latent variables within BART. The
original motivation is to extend the known-group approach in Chapter 3 to a setting
where group information is unavailable. However, this idea lends itself well to many
different analyses, including those involving continuous omitted or latent variables.
Another application is a generalization of a BART-based approach to sensitivity
analysis, in which we allow for the unobserved confounder to flexibly influence the

outcome. The latent-variable framework we consider is computationally efficient, can
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help BART model data much more accurately than if restricting oneself to observed
covariates, and is widely applicable to many different settings. In Chapter 5, we
study one such application in great detail: using BART for density regression. By
integrating out the latent variable in our model, we can model conditional densities
in a way that outperforms a variety of other approaches on simulated tasks, and
also allows us to bound its posterior concentration rate. We hope that the tools we
develop in this work are useful to practitioners seeking to model heterogeneity in

their data and also serve as a foundation for future methodological advances.
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1

Introduction

Bayesian Additive Regression Trees (BART) is a flexible, nonparametric method for
modeling data using sums of shallow trees. It is prized for its high finite-sample
accuracy, computational efficiency, robust and easy-to-set priors, natural ability to
quantify uncertainty about its predictions, and theoretical properties. Since its intro-
duction around 2010, much valuable work — computational, theoretical, and method-
ological — on BART has been published, even as BART is increasingly used to model
applied problems in a variety of different fields, from economics, to medicine, to
agriculture. In this dissertation, we describe several methodological contributions
to BART that we hope will serve as building blocks for future advances, as well as
valuable tools in their own right. Specifically, we are concerned with heterogeneity
— something a flexible method is well-suited to studying — be it latent or observed,
discrete or continuous, artificial or representing some true structure in the data.
We begin by introducing BART in the next chapter. Beyond outlining the nec-
essary technical details that will be needed in subsequent chapters, we hope that
this introduction will serve as a good overview of the progress that has been made

in BART as of the time of writing. We also describe an application of BART to

1



model the impact of ABO incompatible cardiac transplantation on survival in in-
fants. This serves to highlight BART’s applicability in real-world analyses and how
it can allow for richer analyses than models that are traditionally used, without im-
posing the same strict assumptions. The application is based on a publication of the
author’s in collaboration with: Dhaval Chauhan, Taufiek Konrad Rajab, Kareem
Bedeir, Alexander Volfovsky, and Suyog Mokashi. All analyses were performed by
the present author.

Our first methodological contribution is in Chapter 3, which outlines an approach
for using BART to model grouped or hierarchical data. Bayesian methods are par-
ticularly conducive to such types of models, though BART has not yet been fully
adapted for this task. We describe how a simple idea — introducing group-specific
forests — coupled with two modifications for sharing information — allowing for an
intercept forest and a hierarchical prior on leaf variances — can lead to more parsi-
monious models and more accurate finite-sample performance than commonly used
alternatives. This model also comes at no added computational cost compared to
the approaches typically adopted in the literature. We also apply our method to the
same data considered in Chapter 2, extending the analysis to take into account the
treatment centers at which transplants took place.

The subsequent two chapters extend the idea of modeling grouped data with
BART to cases in which the groups are unknown, or in which heterogeneity — thought
of in the previous chapter as stemming from known groups — is the result of a latent
variable. Chapter 4 explores the first instance to our knowledge of using a latent
variable within BART and the increased flexibility that such an approach can provide.
Such a use is computationally efficient due to the fact that BART generates piecewise
constant functions, and permits both discrete and latent variables to be considered.
We start by focusing on group modeling, exploring how well BART with a latent
variable can (i) identify latent groups and (ii) learn the response functions associated

2



with those groups. We then extend this idea to identification of an omitted continous
variable, again focusing on accuracy as well as on recovery of the omitted variable.
Lastly, we present an application to sensitivity analysis, in which BART is used
to allow for more complex dependence patterns of the response on the unobserved
confounder. We also briefly discuss label switching issues and the possibility of
regularizing the effect of the latent variable. While the focus is on the three tasks
above, the general idea is highly versatile and we outline a few natural areas for
additional applications. Chapter 5 explores one of these in great detail — the use of a
continuous latent variable to perform density regression, which is an important but
challenging generalization of mean and quantile regression. Our approach — based on
integrating out the latent variable considered above — contrasts with most others for
this task, which primarily consist of covariate-dependent discrete mixture models.
We prove that the posterior induced by our model concentrates quickly around true
generative functions that are sufficiently smooth. We also analyze the performance
of our method on a set of challenging simulated examples, where it outperforms
various other approaches for density regression. Lastly, we provide two real-world
applications, in which we analyze returns to education using U.S. census microdata
and student growth from standardized test score data. In each case, we highlight on
the advantages that a flexible, nonlinear approach provides. The proposed sampler
is efficient and allows one to take advantage of BART’s flexibility in many applied
settings where the entire distribution of the response is of primary interest.

BART is a powerful tool for data analysis, in large part because of its computa-
tional efficiency. This efficiency facilitates its in-practice incorporation into complex
models and its application to large, real-world datasets, where it can be used to
study a wide variety of domain-specific questions of interest. We believe that the
work presented in this dissertation offers opportunities for such analyses, as well as
many future methodological extensions, which we hope will be pursued. Code for

3



most of the discussed methods is available on GitHub?.

! https://github.com/vittorioorlandi



2

Bayesian Additive Regression Trees

Bayesian Additive Regression Trees (BART) is a nonparametric, tree-based, regres-
sion and classification method proposed by Chipman, George, and McCulloch (Chip-
man et al., 2010). We begin by introducing BART and some of its properties and
sampling details, prior to discussing various extensions and an in-depth application.
Consider the setting in which we have 1 1;:::;n units with responses y1;:::;V¥n,
that we wish to model using p covariates Xj :  pXi1; :::; XipQ.

In the regression context in which the y; are numeric scalars, Chipman et al.

consider the following model for an arbitrary unit:
Y fpxq Npo; 2q (2.1)

and choose to model conditional expectation fpX(q as a sum of m decision trees:

i
fpxq hipxq

k 1

Crucially, the hg are shrunk towards being weak learners, in which no single tree
dominates the overall fit. Nevertheless, with m large enough, this model is able to

accurately approximate a wide range of complex functions.
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X1 a
X2 b X2 c
1 2 3 4
Figure 2.1: A decision tree parametrized by: split variables (X1;Xz; X3), split points

(a;b;c), and leaves ( 1;:::; 4). In ML methods (e.g. CART), the parameters are
chosen to minimize a loss. In BART, each is a random quantity with a prior.

Figure 2 presents an example decision tree to illustrate the structure of the hy.
Unlike in standard machine learning applications, BART specifies priors, described
below, for the tree parameters. We focus on the context of scalar regression, though
its key features extend naturally to other types of responses, which we comment on

in Section 2.4.
2.1 The Prior

The decision trees hy in BART are defined by their structure Ty — which encompasses
split variables and split locations — and their leaves My : T k1; k2;::0; pekU. The
prior over the forest structure and leaves is such that the trees are all independent

of one another:

m
pphe;z:iihmg pppTa; Mag; o2 pTm; Mimag PPTi; Mig
k 1
We specify the prior for a single tree as the product of a marginal prior for the tree
structure ppTkq and a conditional prior for the leaves of a tree given its structure
pPPMy | Tk(, where the leaves are conditionally independent of one another. In this
way, the prior on the forest may be expressed

m b

k
pphy;:::; hm PPTkd PP k- | Tk

k 1 1



where we use bk to denote the number of leaves in Ty, with «1;:::; kb, the corre-
sponding leaf parameters.

The above assumes a fixed m, which in practice is set to be around 200; per-
formance is reasonably insensitive to m given it is high enough, though it slowly
degrades as m is increased. It is possible in theory to set a prior on m — which is
done in theoretical analyses such as those of Linero and Yang (2018) or Jeong and
Rockova (2020) — though this substantially complicates sampling with little forsee-
able benefit.

Lastly, while the prior on the noise variance 2

is in some ways unrelated to
the ‘BART part’ of the prior, it still plays an important role in the model’s overall
performance and Chipman et al. propose an effective choice that is independent of
the prior on the trees.

We next discuss particular choices of priors for the tree structure, the leaves,
and the noise variance. The chosen parameters are particularly attractive from a
predictive standpoint as (i) they are data-derived, leading to effective defaults and (ii)
performance is relatively insensitive to changes in their values. These features make

BART a good ‘out-of-the-box” modeling tool, though performing cross-validation to

choose prior parameters can at times improve performance.
2.1.1 Prior on the Tree Structure

The prior on the tree structure in BART is determined by a stochastic tree-growing
prior. This prior has three elements: (i) the probability of splitting at a given depth,
(ii) the probability of splitting on a particular variable conditional on a split, and
(iii) the probability of splitting at a particular location conditional on splitting on a
particular variable. For the first piece, the probability of a split at depth d decays
according to the power law Ppsplit at depth dqg pl dg for P p0;1q and

¥ 0. The proposed default values of 0:95 and 2 mean that the prior



probability for 1, 2, 3, 4, and 5+ leaf nodes is given by 0.05, 0.55, 0.28, 0.09, and
0.03, respectively. This is not the most theoretically tractable choice (see, e.g. Jeong
and Rockova (2020); Linero and Yang (2018)), but works well in practice and is
typically left unchanged. Conditional on a split, the original proposal for variable
to split on was uniform across all possible variables. That is, if the probability of
splitting on variable j is given by sj, this approach sets s; 1{p. This choice
often works well in practice but in high dimensional settings, or if one wants to
encourage variable selection, the approach of Linero (2018) is an effective choice

with attractive theoretical properties. Specifically, this places a Dirichlet prior on the

by cross-validation or to target some degree of sparsity, a fully adaptive choice is to set
a prior on 1: 1{p! g Betapa;bgq, with common choices being a P t0:5; 1u;b 1,
and P. Lastly, given a variable X; to split on, the choice of where to split
on numeric variables is uniform across the available cutpoints Cj, which are linearly
spaced within the range of the datal. In current implementations, the default number
of cutpoints for continuous variables ranges from 100 to 10000. Categorical variables
have traditionally been one-hot encoded, for reasons of computational simplicity.
Deshpande (2022) allows for splits on arbitrary subsets of the levels of a categorical
variable, showing that this yields a greater class of models, which can improve out-
of-sample performance. The author also proposes ways of splitting on other types of

predictors, such as network predictors.
2.1.2 Prior on the Leaves

Recall that a key feature of BART is the use of weak learners to model the response.

To this end, the leaves - are given independent, zero-centered normal priors: -

1 This is typical, but not compulsory. If one believes that the outcome function is more sensitive in
some regions of the space, the number of cutpoints in those regions can be appropriately increased.



Np0; 2q where we without loss of generality take the response to be shifted and
scaled so that it lies in the interval r 0:5;0:55%2. The choice of 2 is data-driven so
that, a priori, the conditional expectation of the response lies with high probability
within the observed range of the data r 0:5;0:55. Because for all X the conditional
expectation under the prior is distributed EpY | xq  fpxq  NpO;m 2g, we can
choose 2 such that the observed data lies within k standard deviations of EpY | Xq.
A choice of k 2 implies that there is a roughly 95% chance a priori that the
conditional expectation lies within the observed range of the data, in turn suggesting

the following choice of
?

1{p4 mq
The choice of k 2 is the default and tends to work well in practice, though it can
also be chosen by cross-validation or in order to induce a particular probability on

whether the conditional mean of the data lies within the observed range, as above.
2.1.3 Prior on the Variance

For the variance, a conjugate inverse gamma prior is chosen: 2  IGp {2; {20.
The hyperarameters and are chosen so that has a high prior probability q of
being less than some “rough data-based overestimate” (Chipman et al., 2010) of the
standard deviation, such as the sample standard deviation or the residual standard
deviation from a linear regression. This amounts to constraining and to satisfy
an equation (determined by the quantile function of the inverse gamma distribution)
that determines the shape of the prior. Either can be specified, with the default

choice being ¢ 0:9 and 3. These values can also be chosen by cross-validation.

2 Some implementations scale the data to have mean 0 and standard deviation 1, instead. This is
an equally valid choice as far as the shrinkage that can be induced, but see Chapter 3 for additional
considerations when the data is grouped.



2.2 Sampling

The likelihood and prior described above together admit an efficient Metropolis-
within-Gibbs sampler based off the joint:

m b

POTed PP ke | T Pp %

1

ppy; T 21 xq 9 ppy | T % 2g
k 1

where T is the collection of tree structures in the forest and p is collection of all the
leaves therein.
Complete derivations of full conditionals can be found in Bleich and Kapelner

(2016). Here, we simply state that:

2

e The updates for p and are standard conjugate draws from normal and

inverse gamma distributions.

e The draws for the trees T can be performed a single Ty at a time, by con-
sidering a residualized Y k « Nk as the outcome and proceeding as in the
single-tree Bayesian CART approach of Chipman et al. (1998). This approach
proposes new trees based off existing ones in a Metropolis step by making slight
modifications to their structure. For example, the “birth” proposal transforms
a leaf node into an internal node with two children; the complementary “death”
proposal chooses two leaf nodes and prunes them, making their parent a leaf
node. Other proposals have been proposed, though birth and death are the

most commonly used.
2.3 Software and Computational Efficiency

The BART sampler is very computationally efficient compared to those of many other
Bayesian nonparametric regression methods, such as Gaussian Processes, and the

MCMC chain typically exhibits good mixing. Computationally, runtime is roughly
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constant in p as split variables are chosen uniformly at random; there is a slightly
increased load when using the variable selection prior of Linero (2018). Runtime
is roughly linear in N and M as in every iteration of the sampler each unit needs
to be passed through each tree a constant number of times. Prediction after the
sampler has been run adds additional runtime and storage overhead, as the forest
at each iteration need be saved and units passed down M trees for each posterior
sample. This process is embarrassingly parallel, but nevertheless, BART lags behind
frequentist or ML counterparts in this respect, such as gradient boosting, random
forests, or neural networks.

To address this, there have been both computational and methodological ad-
vances. Computationally, BART implementations have been refined over time; two
of the most efficient as of time of writing are dbarts and bartMachine, written in
C++ and Java, respectively, with R interfaces (Dorie, 2022; Bleich and Kapelner,
2016). Both also offer built-in functionality for cross-validation and marginal de-
pendence computations. The package BART (Sparapani et al., 2021) is slightly less
optimized, though it contains more novel variants of BART. And Pratola et al. (2014)
propose a (SPMD) parallel sampler via MPI, which scales linearly in the number of
cores and also permits analysis of data too large to fit in memory.

Methodologically, an early approach to improving computation was that of BART-
BMA (Hernandez et al., 2017), which modifies the BART prior so that everything
but the tree structure in the likelihood can be integrated out. Bayesian model av-
eraging then proceeds by greedily finding cutpoints, growing trees, and weighting
them according to their BIC; afterwards, separate chains for each model sample ter-
minal node and variance parameters from modified distributions. More recently, an
Accelerated BART (XBART) model has been proposed (He et al., 2019; He and
Hahn, 2021). The primary contribution is a new proposal distribution for trees,
which permits running of the MCMC sampler for far fewer iterations than required

11



by traditional BART. The new proposal grows trees from scratch (as opposed to
modifying existing trees) based off the integrated likelihood associated with a tree.
The computational burden of this procedure is lessened by: (i) pre-sorting the fea-
tures and intelligently computing requisite quantities, (ii) recursively shrinking the
set of possible cutpoints as the tree grows deeper, and (iii) only considering a subset
of all possible variables to split on at a given iteration, based off a weight vector
similar to that proposed by Linero (2018). XBART can run on hundreds of thou-
sands of observations at speeds competitive with cross-validated XGBoost. As with
BART, XBART typically does not require cross-validation to achieve near-optimal
performance and tends to outperform gradient boosting, random forests, and neural

networks in terms of accuracy.
2.4 Methodological Extensions

The original work of Chipman et al. (2010) proposed methods for univariate mean
regression and binary classification. Binary classification proceeds via the data aug-
mentation of Albert and Chib (1993), whereby the state space is augmented by a
continuous latent variable Z that maps to the observed binary response. The sam-
pler is fit using Z as an effective response when updating the trees, and updating
Z according to draws from a truncated normal. Priors are motivated as in the re-
gression context and are also easy to calibrate with good defaults. Since 2010, many
extensions of these basic models have been proposed.

One strand of work has focused on relaxing the homoscedasticity assumption
in the original formulation. An early approach was that of Bleich and Kapelner
(2014), which specified a parametric form for the dependence of the variance on the
covariates. More recently, several nonparametric approaches have been proposed
that use variants of the BART prior to fit a forest to the log variance (Pratola et al.,
2019) and (Murray, 2021), or a Dirichlet Process Mixture on the errors (George et al.,
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2019).

Another interesting variation is the Soft BART (SBART) method of Linero and
Yang (2018), which passes observations probabilistically down each tree, resulting
in functions that are smooth and can enjoy better finite-sample perfor mance and
strong theoretical guarantees. Recently, Linero also proposed a model-independent,
tuning-parameter-free, reversible jump MCMC scheme for BART that allows it to be
used with likelihoods beyond those permitted by the conjugacy traditionally required
by BART (Linero, 2022). Akin to gradient boosting, the model simply requires the
ability to compute gradients of the likelihood and dramatically extends the classes
of models to which BART can be applied.

Other extensions are to different response types, including: count and categorical
regression (Murray, 2021), survival analysis (Sparapani et al., 2016), and density
regression (Orlandi et al., 2021; Li et al., 2022). BART has also become a popular
tool for performing flexible causal inference (Hill, 2011; Hahn et al., 2020). Hill et al.

(2020) give a recent review of advances in and future directions for research in BART.

2.5 An Application to ABO-Incompatible Cardiac Transplant in In-
fants

One of BART’s strengths is its ability to accurately model complex covariate-outcome
relationships that underpin many applied questions of interest. In many fields, these
questions are traditionally answered using more interpretable and less flexible models
that oftentimes make unreasonable assumptions about the data (e.g. linearity).
To illustrate BART’s potential for fine-grained analysis in an applied setting, we
discuss an application to ABO-incompatible heart transplants in infants. Such data
are typically analyzed with proportional hazards models, even though assumptions
of proportional hazards often do not hold — as is the case in the data considered

here. In this analysis, we show how BART can target the same medical questions of
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interest as a proportional hazards model, while providing rich and still-interpretable
descriptions of how covariates interact with survival, all without making untentable
parametric assumptions.

This work is based on a 2022 publication of the author’s in the Annals of Thoracic
Surgery, in collaboration with Dhaval Chauhan, Taufiek Konrad Rajab, Kareem Be-
deir, Alexander Volfovsky, and Suyog Mokashi (Chauhan et al., 2022). Chauhan, Ra-
jab, Bedeir, and Mokashi helped provide medical context and background. Chauhan
and Volfovsky, along with the present author, helped write the manuscript, which
has been rewritten for inclusion in this dissertation. All analyses were performed by

the present author.
2.5.1 Introduction

Despite considerable progress in the process of donor selection, there are few organs
available for cardiac transplantation in the U.S., leading to a problematically large
population of pediatric patients awaiting transplant. Neonates and infants, in par-
ticular, have increased mortality on organ waitlists. While rates of ventricular assist
device usage and approval of transplants with donor-patient size mismatches have
increased (Almond et al., 2009; Morrow et al., 2000), the rate of mortality in the
past several years has been as high as 20% (Zafar et al., 2015).

One proposal for increasing the size of the donor pool has been to allow for ABO-
incompatible (ABO-I) transplants, in which the donor and recipient have incom-
patible blood types. Such transplants are usually avoided due to adverse outcomes
associated with rejection of the transplanted organ. However, it is hypothesized that
neonates and infants have an inability to make isohemaglutinins, have low anti-A
and anti-B titers, and also have immature complement system (Ferriani et al., 1990;
Fong et al., 1974) and that they can therefore tolerate ABO-incompatible (ABO-I)

heart transplants. Ever since the work of West et al., ABO-I heart transplants have
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been effectively used to decrease waitlist times for infants and neonates (West et al.,
2001; Almond et al., 2010; Dipchand et al., 2010; Henderson et al., 2012; Irving et al.,
2010; Rao et al., 2004; West et al., 2006; Kozik et al., 2021a). Furthermore, short-
and intermediate-term outcomes for survival, rejection, and hospital stay among
ABO-I heart transplants have been reported to be nearly identical to those associ-
ated with ABO-compatible (ABO-C) transplants (Dipchand et al., 2010; Henderson
et al., 2012; Kozik et al., 2021a). Many of the these studies, however, do not take
into account the 2016 United Network for Organ Sharing (UNOS) policy change
that liberalized transplants (U.S. Department of Health and Human Services, 2016).
According to the new policy, urgent candidates under one year of age are made
eligible for ABO-incompatible heart transplants regardless of titers. Furthermore,
the limit for isohemaglutinin titers was increased to 1:16 for candidates at least one
year old but registered before their second birthday and who were also willing to
accept ABO-incompatible heart offers (United Network for Organ Sharing, 2016).
In this analysis, we report short-, intermediate-, and long-term survival associated
with ABO-I neonate and infant heart transplants. We take care to use data from
before and after the liberalization of the transplant policies and assess the sensitivity

of our conclusions to the policy change.

2.5.2 Methods

Data was gathered from UNOS-OPTN (United Network for Organ Sharing — Or-
gan Procurement and Transplantation Network) on infants (age 1 year) under-
going cardiac transplantation between January 1, 2008 and March 31, 2020. De-
mographics and factors impacting post-transplant all-cause mortality were identi-
fied based on prior studies (Thrush and Hoffman, 2014; Trivedi et al., 2016; Za-
lawadiya et al., 2017). The primary outcome measure was post-transplant overall

survival. Secondary outcomes were graft survival (recipients who neither required
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re-transplantation nor died from sequalae of graft failure), presence of acute rejec-
tion episodes, and length of stay in days corresponding to the index (i.e. the initial)
transplant admission. Baseline characteristics of ABO-I and ABO-C groups were
compared using two-sided difference of proportions and Mann-Whitney tests for bi-
nary and continuous variables, respectively. These are the covariates used in the
survival analyses and are summarized in Table 2.1. Covariates used to analyze acute
rejection and length of stay are listed in Tables 2.2 and 2.3, respectively. All analyses
were performed using BART, which avoids making the sorts of parametric assump-
tions typical of previous studies. In particular, the survival-analysis variant of BART
(Sparapani et al., 2016) employed for studying post-transplant overall survival does
not make an assumption of proportional hazards, which data analyzed here did not
satisfy, according to the test proposed in Grambsch and Therneau (1994). The BART
package in R was used for all analyses (R Core Team, 2021; Sparapani et al., 2021).

For all primary and secondary outcomes, we use BART to evaluate the marginal
impact of features. The marginal impact of a variable X; on an outcome is computed
as follows. For every umit i in the data, the observed value Xjj is substituted with
some X; and predictions averaged across units in this modified dataset. The averaged
predictions can be computed for various X; in some grid of values of interest (0 and 1,
for a binary variable), showing how changes in Xj marginally (i.e. averaged over the
in-sample distribution of the other covariates) impact the outcome. Furthermore,
because BART gives us posterior samples, we can compute posterior means and
quantiles of these quantities. For the patient and graft survival outcomes, such
marginal dependence plots offer a much more complete notion of ‘significance’ than
would a coefficient estimate and its standard error from a Cox proportional hazards
model. For example, marginal dependence plots clearly acknowledge that marginal
effects may change over time. Even though a fixed, binary notion of significance
does not exist, we will nevertheless say a binary variable has a ‘significant’ marginal
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impact if the 95% credible intervals of its two marginal survival curves do not overlap,

clarifying as needed in our discussion.
2.5.3 Robustness Analysis

We consider robustness of our results to three factors: missing data, the UNOS policy

change, and survival time coarsening.
Missing Data

One hundred eighty-five individuals had some form of missing data (approximately
0.5% of the data were missing). These missing values were considered missing at
random and imputed using Multiple Imputation by Chained Equations (MICE), an
imputation method that builds a joint model for the covariates and then fills in
missing entries with values that are likely given this model (van Buuren, 2007; van

Buuren and Groothuis-Oudshoorn, 2011).
UNOS Policy Change

Our analysis also evaluates whether the change in pediatric heart allocation policies
implemented by UNOS in March 2016 influenced primary and secondary outcomes.
We present the analysis from Jan 2008 — Mar 2020, and then examine the impact of

the policy change by looking separately at pre- and post-change data.
Survival Time Coarsening

Lastly, to reduce the computational burden on BART, the time resolution for patient
follow-up was coarsened from days to quarter years. That is, a patient having a
survival time of 2 days and another patient having a survival time of 2 months were
treated as if they had the same survival. We assess the sensitivity of our results to

this choice of coarsening.
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Table 2.1: Baseline characteristics of the ABO-C, ABO-I cohorts

ABO-compatible | ABO-incompatible

(n=1088) (n=280) p-value
CHD 638 (59%) 174 (62%) 0.32
IDCM 260 (24%) 56 (20%) 0.19
Race: White 604 (56%) 153 (55%) 0.85
Race: Black 193 (18%) 5 (12%) 0.04
HLA Mismatch Level 6 b 201 (21%) 60 (24%) 0.27
Blood Type: Oa 426 (39%) 194 (69%) <0.001
Recipient Gender: Male 583 (54%) 154 (55%) 0.72
Donor Gender: Male 605 (56%) 173 (62%) 0.07
ECMO At Tx 63 (6%) 25 (9%) 0.15
Ventilator at Tx 368 (34%) 102 (36%) 0.45
Donor Age (years) (0, 8) (0, 6) 0.26
Creatinine at Tx 0.3 +0.2 0.3 x0.1 0.58
Recipient Weight (kg) 54 %24 5.28 £ 2.5 0.70
Donor Weight (kg) 7644 8%5 0.08

Table 2.2: Mean Increase in Probability of Acute Rejection due to Individual Features

Variable Point Estimate (%) | 95% Credible Interval (%)
ABO-incompatible -3.0 (-7.9, 1.1)
HLA Mismatch Level ¥4 a | 1.4 (-1.5, 4.3)
Recipient Gender: Male 2.1 (-0.7, 5.0)
Donor Gender: Male 1.4 (-1.5, 4.3)
Race: Black -0.4 (-3.8, 3.5)
CID 1.9 (2.0, 6.3)

Table 2.3: Median Increase in Length of Stay (days) due to Individual Features

Variable Point Estimate (days) | 95% Credible Interval (days)
ABO-incompatible 3.1 (-2.7,9.5)

ECMO at Tx 19.7 (164, 23.2)

Ventilator at Tx 14.2 (7.9, 21)

Acute Rejection 10.7 (5.7, 16.1)

CHD 7.0 (3.1, 10.9)

DCM 5.4 (-10.6, 0.7)

Recipient Gender: Male | -0.3 (-3.0, 2.3)

Race: Black 2.0 (-1.3, 5.4)

VAD at Tx 3.2 (-0.5, 7.2)
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2.5.4 Results

A total of 1,368 patients (age 1 year) underwent heart transplant between January
1, 2008 and March 31, 2020. The mean follow-up time was 4.28 years, with a standard
deviation of 3.35 years. Of the 1,368 transplants, 280 (20.5%) transplants were ABO-
incompatible. Baseline characteristics and the number of transplants by blood type
between ABO-I and ABO-C recipients are shown in Tables 2.1 and 2.4. The only
significant difference between the two groups was a higher incidence of blood group-O
patients in the ABO-I group. Figure 2.3 shows the total number of heart transplants
by year and ABO-compatibility. ABO-I transplants are more common starting in
2016, as is to be expected given the UNOS policy change.

We find no significant difference in post-transplant overall survival between ABO-
I and ABO-C groups. The marginal dependence curves and 95% credible intervals
for ABO-incompatibility, along with an at-risk table, showing the number of patients
alive at various time points, are shown in Figure 2.2. Estimated survival at 1-, 2-) 5-,
and 10-year follow up, across ABO-I and ABO-C transplants, is shown in Table 2.5.
The marginal dependence curves for independent risk factors are shown in Figure A.1
of the Appendix; most notably, recipients either intubated or on ECMO at the time
of transplant had a worse overall survival, whereas having idiopathic cardiomyopathy
resulted in improved overall survival. As with overall patient survival, there was no
significant difference in post-transplant graft survival between ABO-I and ABO-C
groups. The associated marginal dependence curves for ABO-incompatibility and
independent risk factors, as well as a multi-year comparison of estimated graft sur-
vival across ABO-C and ABO-I groups, are shown in Figure A.2 and Table A.1 of
the Appendix.

The incidence of acute rejection episodes before discharge was 8.46% in ABO-C

transplants and 7.86% in ABO-I transplants. Marginal impacts on the probability

19



of acute rejection episodes are shown in Table 2.2. ABO-incompatibility was not
associated with increased acute rejection episodes (posterior mean and credible in-
terval of -3.0% (-7.9%, 1.1%)). Average length of stay was 28 33 (median IQR)
days for the ABO-C group and 32 36 (median  IQR) days for the ABO-I group.
Results of the analysis of hospital length of stay after heart transplant are shown
in Table 2.3. ABO-incompatibility was not associated with an increased length of
stay (3.1 days (-2.7 days, 9.5 days)). Four recipient variables were found to result
in greater post-transplant length of stay: intubation prior to transplant, ECMO at
time of transplant, having a VAD prior to transplant, and having congenital heart
disease.

Lastly, we summarize the results of our robustness checks. First, we found our
results for overall patient survival to be consistent across multiple imputations of
the missing data, as shown in Table A.2 of the Appendix. Second, focusing on the
March 2016 UNOS policy change, we find that all-cause mortality and graft failure
is nearly indistinguishable from the full analysis when considering either the pre-
or post-change cohort alone. Given the data after 2016 is more recent, however,
long-term survival cannot be evaluated. For acute rejection, the pre-policy change
and overall analysis are nearly indistinguishable, but the post-policy change analysis
suggests a small reduction in acute rejection for ABO-I transplants. We note that
there is substantial uncertainty about this estimate as the total number of post-policy
change transplants is significantly smaller than in the other two analyses. There do
not appear to be major differences between analyses of the pre-policy-change, post-
policy-change, or combined cohort for average length of stay. Additional information
can be found in the Appendix (Tables A.4 — A.11, Figures A.3 — A.8). The second
robustness check evaluates the effects of coarsening survival times (necessary to re-
duce BART’s computational burden). There appear to be no changes in the results

of the analysis of primary and secondary outcomes due to the different coarsening
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levels. Details are provided in Table A.3 of the Appendix.
2.5.5 Discussion

We compared the long-term outcomes of ABO-I and ABO-C infant heart transplant
patients in the United States using data from UNOS. ABO-I transplant recipients
had equivalent overall survival, graft survival, probability of acute rejection episodes,
and length of stay compared to ABO-C patients. Our findings are consistent with
prior published studies (Henderson et al., 2012; Rao et al., 2004; Kozik et al., 2021a;
Patel et al., 2008a; Saczkowski et al., 2010).

Related Work

In 2008, Patel et al. conducted a similar analysis using UNOS data from 1997—
2007, albeit limited to a 3-year post-transplant follow-up and conducted using a
Cox Proportional Hazards model (Patel et al., 2008a). The analysis included a
total of 59 (6%) infant ABO-I heart transplants and concluded that ABO-I did not
predict mortality on intermediate-term follow-up. Our findings show (Figure 2.3) an
increased usage of infant ABO-I heart transplants from 2008 to 2016 before the UNOS
policy change. This rate increased from 15% to approximately 30% of all infant heart
transplants after the new policy for infant ABO-I transplants was implemented.

In a prospective cohort study, Dipchand et al. showed that across 80 infants re-
ceiving ABO-compatible and incompatible heart transplant, there was no significant
difference in overall survival with a mean follow up of 7 years and acute rejection
episodes (Dipchand et al., 2010). Only two covariates were used for adjustment in
their analysis, which had a small sample size with patients from 1996 — 2006. Our
results with new data, larger sample size and more sophisticated methods show that
the long term survival remains the same and is in line with their manuscript’s mes-

sage of spreading awareness of non-inferiority of ABO-incompatible heart transplants

21



compared to ABO-compatible ones.

Another study by Henderson et al. using data from the Pediatric Heart Trans-
plant Study from 1996 to 2008 reported no difference in overall survival between
ABO-I and ABO-C groups at 1-year post-transplant (Henderson et al., 2012). Ana-
lyzing 931 patients under 15 months of age who underwent heart transplants, using
Cox models, they found that ABO-incompatible patients had lower prevalence of
acute rejection episodes; however, the benefit was not consistent when examined
within centers performing ABO-incompatible transplants. Our manuscript provides
long term outcomes and an insight to the outcomes in the new era of transplants and
policy changes. In contrast to their findings, we find no difference in acute rejection
episodes after ABO-incompatible transplants.

Finally, most recently, Kozik et al. compared ABO-I and ABO-C infant heart
transplants using the UNOS database from 2007-2018 (Kozik et al., 2021a). The au-
thors found no differences in overall survival using unadjusted Kaplan Meier curves.
Our manuscript builds on this analysis by flexibly adjusting for major risk factors
associated with overall survival and graft survival using BART and provides a com-
parison of intermediate survival pre- and post- the 2016 UNOS policy change. Finally,
we report adjusted effects of ABO-incompatibility on short-term outcomes including
acute rejection episodes and hospital length of stay.

It was previously reported that infants listed for ABO-I transplants were signif-
icantly sicker with higher incidence of ECMO, were more likely to have status-1A,
congenital heart disease and renal failure (Almond et al., 2010). Our study (Table
2.1) suggests there is less of a difference between ABO-I and ABO-C transplants pa-
tients performed recently. This is likely due to ABO-I transplants being considered

as a first line measure and not exclusively as a back-up option.
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Limitations

Our study is limited to identifying certain associations between ABO-I heart trans-
plants and the outcomes of interest. Importantly, we are unable to adjust for in-
dividual transplant center decision-making that leads to certain patients receiving
ABO-I versus ABO-C transplants. Additionally, ABO-incompatible transplants dif-
fer in the amount of titers of hemaglutinins. It is still unclear how these antibodies
may impact survival and we do not have information by which to adjust for these
quantities. Lastly, immunosuppression regimens and management strategies are not
uniform across patients, which may also affect post-transplant outcomes. Unfortu-
nately, the UNOS data does not provide that level of granularity. Similarly, unknown
factors with strong effects on the outcome may exist and a randomized prospective
study comparing outcomes of ABO-I and ABO-C heart transplants may give us a
better understanding of the causal relationships between ABO status and relevant
outcomes and help guide future policy recommendations. Nevertheless, our analysis
does provide an overview of outcomes in a real-world situation that may prove useful
for the providers working in pediatric heart transplant services in the US.

To conclude, ABO-I heart transplant in infants has similar long term post-
transplant survival, incidence of rejection and post-operative length of stay, com-
pared to ABO-C. ABO-incompatible heart transplant remains a viable strategy to

increase the size of the recipient donor pool.

2.6  Conclusion

In this chapter, we provided an overview of BART: its original formulation, priors
and sampling details, extensions, and computational details. We also presented an
in-depth case study on the impact of ABO-incompatibility on cardiac transplants in

infants, that highlights how BART can be used in important, applied contexts where
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Figure 2.2: Marginal dependence curves for the impact of ABO-incompatibility

on patient survival. The at risk table below shows observed numbers of patients
surviving up until the corresponding timepoint.
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Figure 2.3: Numbers of ABO-I, ABO-C cardiac transplants in infants over time.

The proportion of ABO-I transplants has increased since the UNOS policy change
in 2016.
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more traditional models are inappropriate. In the next three chapters, we will focus

on methodological extensions more suitable for various specialized settings.
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Table 2.4: Number of Infant Heart Transplants by Blood Type (2008 — 2020). Bolded
values denote incompatible configurations.

Donor

A AB | B O Sum
A 335 | 17 | 37 | 107 | 496
AB |31 |9 18 |9 67
Recipient | B 22 |10 |66 |87 | 185
O 99 | 30 | 65 | 426 | 620
Sum | 487 | 66 | 186 | 629 | 1368

Table 2.5: Lifetable Analysis (All-Cause Mortality) for ABO-C/ABO-I Transplants

Time Post-Transplant (Years) | ABO Type | Survival Probability | 95% CI

1 ABO-C 0.90 (0.88, 0.92)
ABO-I 0.88 (0.85, 0.91)

5 ABO-C 0.87 (0.85, 0.89)
ABO-I 0.85 (0.81, 0.88)

5 ABO-C 0.82 (0.8, 0.85)
ABO-I 0.79 (0.73, 0.84)

10 ABO-C 0.77 (0.74, 0.8)
ABO-I 0.73 (0.65, 0.79)
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3

Hierarchical Modeling with BART

3.1 Introduction

Hierarchical or multilevel data, in which units belong to various groups, pervades
fields ranging from macroeconomics, to education, to medicine. A common objective
of methods applied to such data is to learn group-specific effects — borrowing strength
across similar units — while allowing for the sharing of information across groups
— which can result in more stable fits, particularly for groups with limited data.
We propose an approach to modeling hierarchical data using BART. While BART
has previously been used to model data with group structure, past analyses either
limit themselves to introducing fixed / random effects into the model, by treating
group membership indicators no differently from covariates, or even by fitting entirely
separate models to each group — all without motivation of the adopted approach. This
can lead to models that are not sufficiently complex to explain the data, inefficient
trees structures, high variance estimates, or the inability to share information across
groups.

Our contribution is to offer a simple, more effective alternative to the choices made
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in practice when wishing to use BART in the context of hierarchical data: allowing
for group-specific forests. We find that though BART is flexible enough to learn
reasonably well with a single forest, the introduction of group-specific forests can
lead to lower-variance, more parsimonious models, as well as improved performance
in some high-dimensional settings. To encourage sharing across groups, we propose
two further modifications: (i) we introduce an intercept forest common to all groups
and (ii) we place priors on the leaf variances, across which we introduce a hierarchical
structure that allows the degree of regularization to vary and shrink across groups.
We show across a variety of simulated examples that this approach is effective in
identifying group-specific effects, while shrinking towards a common response surface

when necessary.
3.1.1 Related Work

Our focus in this work is BART, but we briefly discuss other nonparametric ap-
proaches to grouped data.

There are many Dirichlet Process (DP) (Ferguson, 1973; Antoniak, 1974) -based
approaches for modeling grouped data. Three well known examples are as follows.
The approach of Miiller et al. (2004), treats group-specific random measures as mix-
tures between a common measure and idiosyncratic (group-specific) measures, which
are all given DP mixture of normals priors. The Hierarchical Dirichlet Process Mix-
ture Model of Teh et al. (2006) models the parameters for individuals from the same
group as conditionally independent given a group-specific measure, which in turn is
given a Hierarchical Dirichlet Process prior. An ANOVA Dependent Dirichlet Pro-
cess (Iorio et al., 2004) is a collection of Dependent Dirichlet Processes with respect
to categorical covariates (e.g. a group indicator), the locations of which are struc-
tured so as to give rise to interpretations of main and interaction effects, as in an

ANOVA. Additional details and DP-based methods can be found in the references
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above, as well as in the reviews by Teh and Jordan (2010) and Quintana et al. (2022).
Gaussian Processes (GPs) have also been employed for this purpose, in both fre-
quentist and Bayesian contexts, and differ primarily in the ways that they induce
dependence across groups. An early example is Menzefricke (2000), in which hi-
erarchical priors are placed across the parameters of the covariance kernel. Park
and Choi (2010); Duan et al. (2018), and Cui et al. (2022) all introduce hierarchical
structure via the mean instead and Duan et al. (2014) allows for dependence across
both mean and covariance terms. Still other work proposes separate Gaussian pro-
cesses for each group, where each GP is represented as a mixture of GPs governed
by the same latent parameters (Shi et al., 2005). There are also many methods for
efficient Gaussian processes based off structured covariance kernels (Park and Choi,
2010; Flaxman et al., 2015a,b; Ng and Deisenroth, 2014); though these often are
described as hierarchical, they are not inherently related to our work as structure in
the covariance is not necessarily motivated by group structure in the observations.
Other types of models include nonparametric mixed effects models, (Wang, 1998;
Karcher and Wang, 2001; Gu and Ma, 2005; Henderson and Ullah, 2005; Lai et al.,
2012) in which responses are typically modeled by the sum of a flexible function of
observed covariates and a random effects term; or hierarchical models based off beta
processes (Thibaux and Jordan, 2007), Pélya trees (Christensen and Ma, 2017), and

wavelets (Morris et al., 2003).
3.1.2 Past BART-based Approaches

Indeed, it seems that most classes of nonparametric models have natural hierarchical
counterparts for modeling grouped data. BART is a notable exception, which is
striking because it has already been used to model data from many types of groups
including schools, surgical practices, atmospheric monitoring centers, cities, exper-

imental subjects, primary care practices, and agricultural environments (Carnegie
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et al., 2019; Clarke and Kapelner, 2020; Zhang et al., 2020; Liao, 2019; Tan et al.,
2018; Kokandakar et al., 2022; Sarti et al., 2022). Sometimes group membership
information is not incorporated into the analysis; when it is, the precise mechanism
by which this is done varies across studies. We emphasize that although a variety of
approaches have been adopted, we have not found discussion in the above work of
why a particular approach was chosen, even when the authors recognize that group
e ects are likely important.

Below, we list the three ways we have seen BART used to model grouped data
in the literature. We consider a setup in which units  1;:::;n belong to exactly
one ofj 1;:::;J groups. A unit's covariates, response, and group membership
indicator are given byy;;x;, and g;, respectively. We refer the reader to Chapter 2
for details on BART; for the remainder of this section, it su ces to consider it as

some nonparametric function prior in a regression context.
Random E ects

In the rst approach, one seeks to model group-level heterogeneity using a random
intercept. A representative model, implemented in thelbarts package inR (Dorie,
2022) is:
Yo NEpag g5 %q
f BART; Np; 2q

(3.1)

One example of this model is given by Tan et al. (2018), which uses BART
to predict left turns given time series information on vehicle speed. The authors
introduce random intercepts into the model to account for driver-speci ¢ behavior
over the course of many drives. Random intercepts are also used by Carnegie et al.
(2019) in their BART-based analysis of simulated data based o the National Study
of Learning Mindsets (NSLM) (Yeager, 2019). The random e ects are supposed to

account for school-speci ¢ e ects that may impact a student's academic achievement.
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We reanalyze and provide additional details on the NSLM data in Section 3.5.1.
While appropriate in some cases, the random e ects model can be overly restric-

tive in that it only allows the impact of the random e ect to enter additively through

the mean function. As we will see below, this is in many cases insu cient to capture

the complexity of the relationship between group, covariates, and outcome.
Multiple Models

A second approach is to t independent models to each subset of data de ned by

group membership.
Y, Ngpig 39

(3.2)
fq BART

This is done by Liao (2019) in addition to the grouped-city analysis that will
be described below. The disadvantages of this model are clear. Firstly, estimation
of common components such as a common variance (if appropriate) is complicated.
Secondly, the lack of a single model precludes the incorporation of such an approach
into a larger Bayesian model built o of BART, such as in Dorie et al. (2016). Lastly,
and perhaps most importantly, the "'model' sacri ces the ability to share information
across groups and may particularly su er in describing data from groups with low
sample sizes. In the case that all groups enjoy a large sample size and information

should not be shared across groups, however, this method may be appropriate.
Group as a Covariate

In the nal approach, the group indicator is passed to BART in addition to all the

other covariates:

Y, Npmxi;gg °q
f BART

(3.3)
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Liao (2019) used BART to investigate the impact of ozone exposure on counts of
aggravated assault across time in six U.S. cities { Chicago, New York, Los Angeles,
Philadelphia, Phoenix, and Atlanta { and passed city as an indicator variable to
BART. Similarly, Zhang et al. (2020) use BART to estimate PM2.5 concentrations,
across a sample of atmospheric monitoring centers in California. Lastly, Carnegie
et al. (2019) pass school id to the model, considering both models in which it is
continuous and in which it is categorical.

This approach is perhaps the most natural of the three and may be why model-
ing group data with BART has garnered little attention. Because BART naturally
accommodates categorical covariates and automatically learns interactions between
group and other covariates, this approach is easily able to learn complex ways in
which the response may be modulated by group, with no added computational bur-
den. Furthermore, this approach is able to work well in practice, due to BART's
exibility, and with su cient data would be an accurate model in most settings.
However, as we will demonstrate below, more careful treatment of group can lead to
more parsimonious, and therefore better performing, models in nite-sample settings.

Some work even combines several of the approaches above. Sarti et al. (2022)
propose a model based for modeling phenotypic responses based o genotypic and
environmental factors. The authors introduce main random e ectsy and g for
genotypic and environmental factors as in Equation (3.1), but also include (combi-
nations of) g and g as part of the predictor set passed to BART. And arguably the
most natural way of using the random e ects BART functionality in the dbarts R
package employs group both as a splitting variable and to give rise to random e ects,
which is done in the analysis in Carnegie et al. (2019).

In the remaining sections, we investigate the consequences of the “group as a
covariate' approach and motivate our own, before evaluating it on simulated and

real datasets. An overview of BART can be found in Chapter 2.
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Figure 3.1 : A toy representation of an accurate tree-approximation td pxq

3.2 A Motivating Example

As mentioned, perhaps the most compelling of the three BART-based approaches to
modeling hierarchical data above is that which treats group as a covariate. It is easy
to see that the naive random e ect approach is restrictive and may not faithfully
represent how group impacts the outcome or interacts with other covariates. And
in tting separate models, one abandons a single probabilistic model and the ability
to share information. But it is not immediately clear what the disadvantages of the
third approach are. To illustrate, we now present a simple example, which will also
motivate our model, introduced in Section 3.3.

Consider a data generating process with two groups, in which the response of a
unit i is given by plus or minus the Friedman functiorf px;q depending on its group

membershipg, which is taken to be independent of the covariates;:

Yi ;g9 ;i NpO1q
#
fxig g O
i gq
fpig g 1 (3.4)

fp<g  10Sipx 12 203 05 104 5Xis
g Bernp:5q

Say that we have a tree that accurately model§pxqin some sense; an example

depiction is in Figure 3.1. A natural question is what sort of tree might then be a
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Figure 3.2 : Equivalent trees incorporating group information

good approximation to px;gag Clearly, group information is crucial in learning the
mean; without it, the best a model could do would be to learn the zero function,
which is the expectation of px;gq with respect to the distribution of g. It is also
clear that introducing a random e ect into the model will not su ce to t this data
well; the e ect of group membership on the outcome is more complex than a simple
mean shift. Furthermore, given that the e ects of each covariate are exactly opposite
depending on the group membership, the most parsimonious tree-based model for
this data would be one that splits on the group membership indicator at the root
and then learnsf pxgand f pxqin its two subtrees, as shown in the left panel of
Figure 3.2. There are alternatives, such as that in the right panel of Figure 3.2, which
de nes the same partition. However, we still favor the leftmost if we consider that
the trees in BART are stochastically generated and therefore what might happen if
the tree stops growing early. With a two-leaf tree that splits on group at the root,
the MSE is minimized by letting the mean of the left leaf be : Exf pXgand that

of the right leaf . If we split on anything else { e.g.X; at a for arbitrary i
and a P @®; 1q{ the MSE is minimized by letting the mean of each leaf be 0 because
ErY | X; as 0. The latter MSE is always greater than the former and we thus

prefer splitting on group at the root.
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3.2.1 Root Splits

To see how close BART gets to this parsimonious model, we t BART to 5,000
observations simulated from the above data generating process { passing group as
a covariate { and analyze the trees from the (post burn in) posterior draws. We
compare BART's performance with and without the variable selection prior of Linero
(2018), as we expect that the prior might help learn the importance of group and
prioritize splitting early (at the root) on it. We do so for a large variety of forest
sizes, ranging from 2 to 10,000. We conduct 100 simulations in which we repeat the
above process of data generation and model tting. For each t in each simulation,
we compute a variety of quantities, described below, which we then average across

simulations.

N

Ever: The fraction of all trees that ever split on group. We expect this value to
be quite high for forests that are not too large, given the importance of group

in the generative process.

Root: fraction of all trees that split on group at the root (and therefore only
once because there are only two groups). We expect high values of Root to

indicate forests with a large number of trees like the leftmost in Figure 3.2.

NoG: The fraction of nodes withno grandchildren, across all trees, that split
on group. We expect trees with high NoG values to be similar to the rightmost

in Figure 3.2.

Results are shown in Figure 3.2.1. Given the importance of group, a large number
of trees across both priors split on it at some point (\Ever" panel). Proportions
decrease as the number of trees increases because the forest becomes su ciently
overparameterized with respect to the complexity of the underlying function and the

residuals su ciently low that many trees begin to cancel out.
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Figure 3.3 : Comparison of split proportions under the variable selection and uni-
form splitting priors. The variable selection prior helps identify the importance of
group and pushes trees to split on group at the root.

In the \Root" panel, root splits on group occur a large proportion of the time
(relative to the prior probability of 1{6), suggesting that BART does indeed want
to split early on group. Nevertheless, the proportions are much farther from 1 than
they could be. Once again, proportions eventually decrease for the same reason as
in the \Ever" panel; the model is overparametrized and with many trees cancelling
out, split variables are reasonably arbitrary.

Lastly, in the \NoG" panel, there are initially low proportions for low number of
trees, because many trees are splitting close to the root on group and therefore are
unable to at NoG nodes. The proportions start to increase when the number of trees
starts to overwhelm the tendency to split on group so that there are considerable
non-group splits at the root. To compensate, requisite group splits start being made

nearer the bottom. The eventual decrease in proportions is for the same reason as
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before.

Across both panels, proportions of group splits are higher when using the variable
selection prior (before the forests become overparameterized), as it is capable of
identifying group's considerable importance. Additionally, higher proportions of root
splits on group, as opposed to NoG splits suggest a preference for trees as argued

above.
3.2.2 Bias, Variance, and Accuracy

The above investigation suggests that (i) there is motivation for trees to split on
group at the root and (ii) trees in BART tend towards such splits. The natural next
guestion is whether there is any meaningful sort of parsimony associated with such
splits. To this end, we compute the bias and variance of model predictions, with
respect to the data generating process. Speci cally, we rst generate one test set
pxtest: y®stgand 100 training sets according to the setup in (3.4). For each training
set, we t BART and make predictions for every point in the test set, so that we
have 100 sets of predictions. For each point in the test set, we then compute the
variance and the squared bias of the predictions.

Figure 3.4 shows boxplots of these quantities across the points in the test set.
There is a slight reduction in variance when BART is better able to identify group's
importance via the variable selection prior { at no cost in bias. This supports the
intuition that failing to split on group at the root is likely to result in overly bushy
trees, but not ones that are less accurate.

Lastly, we look at the e ect of this lower variance on accuracy. We x 100 training
and test sets, tting BART to the former and computing both the in-sample and
out-of-sample mean squared error (MSE). Figure 3.5 shows boxplots of the MSE
across the 100 datasets. While BART with the uniform splitting prior attains lower

training error, its test error is higher, suggesting that the overly deep trees discussed
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previously lead to over tting and worse generalization. In better identifying the
importance of group via the variable selection prior, we are able to t simpler (lower

variance) and more accurate (lower test error) models.

Figure 3.4 : Bias and variance with respect to the data of BART-GC predictions,
with and without variable selection.

3.3 The Model

The analysis in the previous section suggests that splitting immediately on group can
lead to better modeling of group-speci c response surfaces. We therefore propose the

following model for data structured according taJ groups:

G
Yo O fgpidp ga
g1 (3.5)

tfglf , BART; | Np; g

This is equivalent to forcing all splits on group to occur at the tops of the trees.

While this is not a priori unlikely in the case of two groups for BART-GC, it becomes
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Figure 3.5 : Test error of BART-GC predictions, with and without variable selec-
tion.

substantially harder as the number of groups increases. In addition, by introducing
separate forests for each group, the trees are not forced to "use up' splits (which
become progressively harder to generate as the trees get deeper) to account for group
structure, which can be helpful when there is a particularly complicated dependence
of the outcome onX.

This model is similar in structure to the Bayesian Causal Forest (BCF) model of
Hahn et al., which ts one forest to treated units in order to learn an e ect modi ca-
tion function and another to the whole sample in order to learn a prognostic function
(Hahn et al., 2020). Here, we t a separate forest to each group. Nevertheless, the
underlying motivations of the methods are very di erent. BCF is motivated by the
desire to di erentially regularize prognostic and e ect modi cation surfaces, while we
are concerned with generating parsimonious models for all group e ects. We further
di erentiate our approach in Sections 3.3.1 and 3.3.2.

Another bene t of this approach is that it naturally accommodates settings where

more information is available about some groups than others, as may often be the
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case in hierarchical settings where some groups are substantially smaller than others.
Covariates available to groupg can be used to learrf;, while covariates common to
all units can be used to learn common e ects vid;, . In this way, information can
be shared without eliminating any features thought to be relevant to some groups.
For the remainder of the paper, we will assume for the sake of notational convenience
that the same covariate information is available to all groups.

We also note that our method (and extensions below) is still computationally
e cient, despite the potentially large number of groups and therefore of forests. The
runtime is comparable to that of standard BART because each unit only belongs
to a single group, and therefore is only used to update a single forest, as in typical
implementations. In the same way, storage is comparable as any quantities required
for sampling, such as the t of a tree across units, will still only require storage on
the order of the number of units. Stated simply, we never need to compute or store
information related to the t of a unit according to a forest it does not belong to.
The only overhead is associated with the construction and storage of the multiple
forests themselves. Because we expect the number of groups to be much smaller
than the number of units, and because the trees are shallow, this is typically a lesser
storage concern than it might seem.

The model in Equation 3.5 is able to directly model group e ects and sidestep
the issues identi ed with the group-as-a-covariate approach above. However, beyond
the shared variance 2, there is no sharing of information in the model. To this end,

we introduce two changes: an intercept forest and shared leaf variances.
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3.3.1 An Intercept Forest

We start by extending the model in (3.5) by introducing an intercept forest;, that

is learned using { and contributes to the predictions of { all units:

G
Yo fmpag o fopidpg gg
g1

(3.6)
fin:tfglf 1 BART

. N, %q

Extending Model (3.5) to Model (3.6) does not change the types of functions that
are capable of being learned. Nevertheless, introducing a common intercept forest is
able to improve performance despite no change in theoretical model complexity, in
the same way that allowing for group-speci ¢ forests improves over simply allowing

BART to make splits on group.
3.3.2 Group-Speci ¢ Leaf Variances

Our second approach to facilitating sharing across groups is to place priors on the leaf

variances f :

we refer to this nal model asHBART for Hierarchical BART. Speci -
cally, we place conjugate inverse Gamma prior§  InvGammap o{2; o §{2g with
hyperpriors on o and £ to allow for sharing of information. To facilitate sampling,
we restrict o to be aninteger and give it the prior ¢ 9 expp ! (g Setting a Gamma
prior & Gammam; by also ensures conjugacy. We also place the conjugate prior
2 InvGammap o{2; o 2{2qto allow the degree of shrinkage in the intercept
forest to vary based o how good the group forest ts are. We center the data within
each group to have the same range and then center the priors fof,, and the f
such that: (i) a priori, the conditional expectation EpY | X ghas a 95% probability of
being contained within the range of the data and (ii) the ratio of their means is the
ratio of within- to between-group variability, adjusted for covariate information via
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linear regression. The former conforms to the original recommendation of Chipman
et al. (2010) and the latter is a natural way of expressing a prior that describes where
variability in the data arises from. Both can easily be calibrated to accommodate
a range of other prior beliefs; for example, that the true conditional expectation or
between-group variability are more extreme than seen in the data. Another approach
to balancing the degree of intercept vs. group shrinkage would be to place a joint
prior inducing a negative correlation between the two. In our simulations, however,
we nd that the prior is e ective at accurately modeling group-speci c e ects, while
also permitting shrinkage to a common response surface when necessary.
Additional details on prior specication and on sampling for these parameters

are detailed in the Appendix.
3.3.3 Alternatives for Sharing

Due to the stochasticity of the prior on the tree structure in BART, the possibilities

for sharing information across groups in the prior are arguably more limited than

in other Bayesian nonparametric models, such as Gaussian processes. We briey
motivate our particular choices for inducing dependence across groups and discuss
alternatives.

The prior on BART is determined by: (i) the tree structure and (ii) the leaves.
Focusing on the tree structure, it is unclear what sharing information in this manner
would entail exactly. An example in this spirit is Linero et al. (2019), which uses
the same set of trees to model the di erent components of various mixed-scale /
hurdle models. While this is certainly a possibility in the context of hierarchical
modeling, it is not clear that it is the best one. This approach would not directly
re ect the fact that certain groups are more similar to each other than to others.
Furthermore, identical tree-structure might not be the best representation of across-

group similarity. Indeed, in their review of BART, Hill et al. (2020) mention that
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\the correct answer about whether to share trees is probably data set{specic".
Nevertheless, it would be interesting to see if a compromise exists between perfect
sharing and no sharing of the tree structure. One possibility, inspired by the density
regression approach of Li et al. (2022), would be to center group-speci ¢ BARTS on
simpler, interpretable models, such as linear regressions, and share the parameters
of those base models. This presupposes the existence of group speci c forests, as we
suggest.

Another option would be to place a hierarchical prior orp; ¢ the parameters
governing the probability of a tree split. However, this is an awkard choice because
these parameters e ectively govern the depth of the tree, which impacts the interac-
tions that can be encoded into the estimated response function, but nothing more.
It may be that two groups are very di erent but with similar degrees of interaction
or that they have di erent degrees of interactions for some variables, but are never-
theless similar. Neither of these possibilities is re ected in a hierarchical prior across
p; g Additionally, it is not immediately obvious how these parameters could be
updated in the sampler. Similarly, a hierarchical prior on the number of trees could
theoretically be set, though this would likely cripple BART's computational e -
ciency and as with a prior onp; gwould impact the complexity but not the precise
structure of the response function. That is, ensuring similar numbers of trees does
not ensure similar responses.

Thus, we focus on a hierarchical prior in the leaves, where the only immediate
possibilities for sharing are the means and variances of the associated distributions.
Keeping the means at zero is important for ensuring that BART is based o many
weak learners and so we settle on a prior for the variances. In theory, if more
complicated models were t in the leaves { such as the use of Gaussian processes in
Starling et al. (2020) { aspects of these distributions could be shared. This would

represent a natural extension of our current work. If using the variable selection
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prior of Linero (2018), it would be possible and reasonable to place a hierarchical

prior over the splitting probabilities.
3.3.4 Estimation of Additive Functions

Some theoretical justi cation for why our proposed approach may be advantageous
over the tting of J independent models is provided by Yang and Tokdar (2015),
who consider the problem of estimating in the modelY fpXq , whenf is
taken to be ap-dimensional, -Helder-smooth function with bound

The authors prove minimax estimation rates under two sparsity regimes. In the
rst, called M2, f is constrained to depend on a small subsete minm; pq of the

overall predictor set, which yields the following minimax risk:

2
7 4 {p2
n {p2 dq 2

p
r — e log

d

Remark 3.3 of Yang and Tokdar (2015) notes that while the second term, asso-
ciated with variable selection uncertainty, remains small as long as lpg n for

P ®; 1q the rst term, which pertains to estimation of the underlying function,
can only remain small for xed smoothness if d odoglogpg That is, reason-
able minimax estimation risk under M2 is only possible if the model admits massive
sparsity. Considering estimation under M2 is analogous to tting separate BART
models to each group, as the only assumption is that there exists a relevant subset
of predictors for each group. Remark 3.3 suggests that this will be very di cult in
high dimensions unless this subset is extremely small for each group.

The second sparsity regime, called M3, includes M2 as a special case. It allows
f to depend ond minm ;pq variables for some P ®;1q but requires it can
be decomposed ak 0 ¥ fs, with each component functionf s depending onds
covariates. We do not show the precise form of the minimax risk here, but the

minimax estimation risk under M2 is shown to be the worst in all of M3. In various
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cases within M3 { such as (i) thefs sharing the same bound, smoothness, and
dimension and (ii) the fs having varying smoothnesses and dimensions, but bound
that decreases appropriately quickly irk as k grows with n { estimation is feasible
even if the number of important predictors is as large as a fractional power pfor
omgq respectively. In tting a separate BART to each group, we implicitly assume
an M3 setting, in which the above theory suggests we should be more capable of

estimating f .

3.4 Simulations

We assess the performance of various BART-based approaches to modeling group-
structured across multiple simulation settings. In particular, we compare the follow-

ing methods:

1. Hierarchical BART (HB) Our proposed model of group-speci c forests, an in-

tercept forest, and priors on the leaf variances as described in Section 3.3.2.

2. Hierarchical BART w/No Learning (HB-NoL) HBART with the %, and *?

xed to initial values as in Equation (3.6).

3. BART with Group asa Covariate (GC) The standard BART prior, equipped

with the variable selection prior, in which group is passed as a covariate to the

model.

4. BART with Group as a Covariate (GC-NoVS) The standard BART prior,

equipped with the variable selection prior, in which group is passed as a co-

variate to the model.

5. Multiple Model BART (MM) Separately tting G separate BART models that

ignore group to each subset of the data de ned by thg,.
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6. BART with RandomE ects (RE) The random e ects model in Equation (3.1).

Due to code availability, BART here is equipped with the uniform splitting
prior instead of the the variable selection prior. Beyond the random e ect

term, group does not enter into the model.

In the below, results for RE are omitted as it tends to perform substantially worse
than other methods; a group-speci ¢ mean-shift is simply not capable of representing

the complex ways in which group can modulate the response surface.
3.4.1 Simulation 1: Bias, Variance, and Accuracy

We begin by extending performing the analysis from Section 3.2 on all methods we
consider. We rst look at bias and variance of model predictions with respect to the
distribution of the data, and then examine how these relate to accuracy on training
and test sets. Figure 3.6 summarizes the bias-variance analysis. HB and HB-NoL
attain much lower variance, as expected, due to the implicit root split on group. As
in the comparison between GC and GC-NoVS, this reduction in variance comes at
no cost to bias. BART-MM attains lower variance, as it is able to focus on a single
group at a time. Its variance is still higher than the HBART methods and its bias is
comparable to that of all the others. A similar pattern to that in Figure 3.5 is shown

in Figure 3.7; HB performs worse on the training set, but generalizes better, again
presumably due to the over tting by GC methods when they make sub-optimal splits
on group. BART-MM attains the lowest error both in- and out-of-sample, though
we remark that this is the best case scenario for BART-MM in that the groups are

extremely di erent and sharing of information is not necessary.
3.4.2 Simulation 2: Multiple Groups

We now extend the two group setup we have been working with to one in which

there are four groups. The next two simulations will further consider larger numbers
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Figure 3.6 : Bias and variance with respect to the data of BART predictions, across
all models.

Figure 3.7 : Bias and variance with respect to the data of BART-GC predictions,
with and without variable selection.
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of groups in dierent contexts. We consider a modi cation of the previous data
generating process, based o the six functions described in Table 3.1. Each of the

contributes positively to one group, negatively to another group, and has no impact

4

on the remaining groups (note that there are 6

groups, as many as thdj).
For example, for units in group 1f pxq iy, X2q foXsq T3y Xsq for units in
group 2,f pxq fiX1;X2q faXeq fspx70 and so on. We present test error for
multiple dataset sizes in Figure 3.8. For a low number of units, the HBART methods
perform the Group as a Covariate methods, though they are outperformed by MM.
For larger sample sizes, however, HB methods outperform all competitors. While we
expect the performance of all methods to converge with in nite data, the notable
di erence between the MSE's even for the largest sample sizerof 20,000 shows

the value in nite-sample settings both of (i) sharing information and (ii) facilitating

learning of group-speci ¢ information.
3.4.3 Simulation 3: Additive Structure in High Dimensions

To empirically explore the di erences between HBART and BART-MM suggested by
the work of Yang and Tokdar (2015), we modify the above simulation setup by letting
the outcome of a unit in a given group to be given by the Friedman function applied
to a subset of that unit's covariate vector. More speci cally, let there beG 5
groups and forj P t0;1;2;3;4u, de ne X! as the sub-matrix of X only including

columns § 1;:::;5 5. Then the outcome of uniti is given by:
Yo fpXfa i 0 N *g

To explore the impact of sparsity on model performance, we supply varying num-

Table 3.1: Component functions for the simulated response surface

f1X1; X20 foX3q faXa; x50 | TaXeQ fsX7q feXsq
10 Sirpx 1X2( Zm(g 05(:]2 10x4, 5x5 |5 exX Xesq lqa(;l(if 8Xg
7
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Figure 3.8 : Test error for variousn in a four-group setting.

bers of additional covariates to each method, considering a total number of covari-
ates p P 125,50, 75,100 150 200 250 50Qu. For p 25, the model is non-sparse;
for p 500, only 5% of the covariates are non-zero. Figure 3.9 plots thatio of
mean squared error of BART-MM to HBART (results for HBART-NoL are nearly
identical). HBART outperforms for lower degrees of sparsity, with the performance
of the methods converging ap increases. In line with Yang and Tokdar (2015), this
suggests that the inherently additive structure implied by HBART is able to take
advantage of additivity in the outcome function, even when there is a relatively low
degree of sparsity, as in an M3 setting. On the other hand, a method like BART-MM,
which doesnot take advantage of additive structure and assumes an M2 setting is not
able to perform well until the degree of sparsity allowing a method which doest

take advantage of additive structure is high enough to permit strong performance.
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Figure 3.9 : Ratio of MM to HB MSE for increasingly higher dimension. As a regime
of “massive' sparsity is approached, the performance of the methods converges.

3.4.4 Simulation 4: Irrelevant Groups

Lastly, we study the ability of HBART to collapse onto a common response surface in
the extreme case that group information is totally irrelevant. In practice, we expect
some group-speci ¢ e ects to exist if domain or application-speci ¢ considerations
suggest that group should be put into the model { even if these e ects are weaker
than expected.

We let ;g9q fxqfor all groups and simulate data varying the number of
groups G and the relative proportion of units in each group 4. Specically, we
considerG P t2;5;10u and g{ 1 P t1; 7{3;9u, where without loss of generality we
take the groups to be increasing in size. These three ratios represent settings where
the group sizes are equal, moderately di erent, and very di erent. We present results

forG 10and g{ 1 9 to highlight HBART's ability to share information; results
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for other settings are in line with those presented here.

Figure 3.10 shows performance on two of the smallest groups, a mid-sized group,
and the largest group. The importance of sharing information in this setting is made
clear by the performance of BART-MM. On small groups, BART-MM has very
little information with which to learn the outcome function, resulting in test error
several times higher than that of the other methods; even on the largest group, it is
outperformed by every other method. The other methods perform nearly identically,
with HBART-NoL slightly outperforming HBART given that it automatically xes

the leaf variances to be equal (as they should be).

Figure 3.10 : Comparison of BART methods on data with ten, identical groups.

3.5 Applications

We now apply HBART to two real-world problems. The rst focuses on the impact
of growth mindsets on U.S. highschool student achievement; the dataset was the
focus of a workshop at the 2018 Atlantic Causal Inference Conference. The second

studies the impact of ABO-incompatibility on infant cardiac transplantation and is
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an extension of the analysis presented in Section 2.5. Additional details on data

preprocessing and model tting can be found in the Appendix.
3.5.1 Reanalysis of 2018 ACIC Workshop Data

The 2018 Atlantic Causal Inference (ACIC) conference hosted a workshop to assess
how di erent causal inference methods perform in estimating treatment e ect vari-
ation from observational data. The methods were evaluated on a synthetic dataset
designed to mimic data from the National Study for Learning Mindsets (NSLM), a
randomized control trial across U.S. public schools studying the impact of having a
growth mindset on achievement (Yeager, 2019). Treated students were exposed to
a short program that taught them about the value of a growth { as opposed to a
xed { mindset, which focuses on the idea that intelligence can be developed. The
data consists of school- and student-level information for 10, 391 students across

J 76 schools. The primary question of interest was whether the mindset interven-
tion had an e ect on achievement, with particular interest in e ect heterogeneity,
especially that stemming from school level achievement or pre-existing student-level
mindset norms.

To evaluate the overall e cacy of the intervention, we estimate the average treat-
ment e ect (ATE) by predicting the responses of all units in the dataset under treat-
ment and control, and taking the di erence. This gave a posterior mean estimate
of 0.25 with an associated 95% credible interval of (0.23, 0.27); the true ATE was
0.24. These values are the same as the estimates of the sole BART-based analysis of
the data submitted to the workshop (Carnegie et al., 2019). In truth, there is very
little heterogeneity across schools and these results demonstrate HBART's ability to
shrink to a simpler ts when appropriate.

To estimate e ect heterogeneity due to school-level achievement or student-level

mindset norms, we compute marginal dependence curves by predicting the response
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of each unit under every combination of treated / control and a set of values along
a grid, and then subtracting the treatment and control curves. Because the data is
synthetic, the true treatment e ect function is known: each unity; experienced a

treatment e ect of X;q j, where p qis a deterministic function and the school-

specic ; were drawn ind Np0; 0:105qg The function pxqis piecewise-constant
in both xed mindset and achievement, with a single point of discontinuity for each.
The particular values of the ; used in the synthetic dataset are unknown, but we
can still compute true, in-sample marginal dependence curves for thgxqg These,
along with point estimates and 95% credible intervals from HBART, are shown in
Figure 3.11. The true e ect (ignoring the ;) is almost entirely contained with the
credible intervals, and HBART is able to identify the true, population-level point
of discontinuity in the treatment-e ect heterogeneity function. While the HBART
estimate is much atter than the true e ect, the scale of the ; relative to the treat-
ment e ect makes the magnitude of the jump at the point of discontinuity di cult
to learn. The Appendix contains similar gures for multiple random realizations of

the ;, illustrating this fact.
3.5.2 E ect of ABO-Incompatible Cardiac Transplantation on Infants

We continue the analysis begun in Section 2.5, in which we study the impact of ABO-
incompatibility (ABO-I) on viability of cardiac transplants in infants. To recap, an
ABO-I transplant is one in which the donor and recipient blood types are incom-
patible, which can lead to rejection of the transplanted heart. Due to the adverse
outcomes associated with these rejections, ABO-I transplants are typically consid-
ered only when other options have been exhausted. However, it is hypothesized that
infants lack the proteins that typically reject incompatible blood; if this is the case,
then ABO-I transplants have the great potential of being able to safely expand the

size of the infant donor pool. For additional details on the medical context, we refer
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Figure 3.11 : In-sample marginal dependence curves of school-level average xed
mindset (left) and school-level achievement (right) on intervention e cacy. The true

population curves are piecewise constant with the dotted lines denoting the change
points. The dashed lines denote the 95% credible intervals for the estimated e ects.

the reader to Section 2.5.

We study data from the United Network for Organ Sharing (UNOS) om 1172
infants (age 1 year) that underwent rst-time cardiac transplant. Transplants
were conducted at] 42 transplant centers across the United States, though we
eliminate data from centers with less than 5 ABO-C or ABO-I patients, due to the
standard implementational constraint in BART that there are at least 5 observations
per leaf. Patient survival is the primary object of interest, but post-transplant length
of stay (LoS) is a commonly studied secondary outcome, of interest in its own right
(Patel et al., 2008b; Kozik et al., 2021b; Chauhan et al., 2022). In this work, we
focus on length of stay and defer the extension of our approach to survival data to
future work. We argue that this is still a reasonable proxy for survival as within

this population length of stay is negatively correlated with survival time. Though
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we have incomplete data due to censoring (e.g. we do not know whether a patient
that had a ve-day of length of stay alive and is alive after six days will die the
next day or in ten years), this negative correlation exists even in the uncensored
population. Considering the same population of transplant recipients but restricting
to adolescents (age 18) instead of infants (age 1), this negative correlation
persists, again in both censored and uncensored populations.

The median LoS in the data is 29 days, with medians of 28 and 32 days for
ABO-C and ABO-I transplant patients, respectively. The length of stay distribution
across patients, by transplant center, is shown in Figure 3.12. There are no clear
trends in size, save for a handful of small centers with relatively long lengths of stay.

To study the impact of ABO-Incompatibility, we run HBART for 100,000 iter-
ations of burn-in and then collect 25,000 posterior samples. Across these posterior
samples, we compute the marginal impact of ABO-incompatibility on length of stay,
conditional on transplant center. That is, for every transplant center, we predict
length of stay twice for all corresponding units { rst assuming ABO-compatibility
and then ABO-incompatibility { and take the di erence of the predictions. An al-
ternative would be to impute both ABO-incompatibiltiy and transplant center; this
approach might more reasonably address any correlations between a patient's fea-
tures and the transplant center where they receive their operation. However, our
computed quantity more accurately re ects the in-sample marginal impact of ABO-
incompatibility, conditional on the transplant center assignments.

The posterior of those di erences in length of stay marginally attributable to
changes in ABO-incompatibility are shown in Figure 3.13, with positive values de-
noting increased length of stay due to ABO-compatibility of the transplant. Though
there is variability in the posterior means across transplant centers, the 95% credible
interval associated with each contains 0. Furthermore, the posterior means them-

selves are evenly spread on either side of 0. Both these facts support the conclusions
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from Section 2.5 and past literature (Dipchand et al., 2010; Henderson et al., 2012;
Kozik et al., 2021a).

Figure 3.12 : Length of stay distribution across patients, by transplant center,
ordered by within-center medians. With the exception of some of the smallest trans-
plant centers having the largest medians, there are no clear patterns. Nine large
outliers are hidden.

3.6 Conclusion

We present an application of BART for modeling data structured according to known
groups. Existing approaches either t separate models, use random e ects to account
for group heterogeneity, or simply allow trees to split on a group membership indica-
tor. While these may perform reasonably well, we present a simple alternative that
can generate more parsimonious models and leads to better out-of-sample accuracy
in a variety of simulation settings. Our approach uses distinct forests for learning
group-speci ¢ e ects, coupled with a shared intercept forest and a hierarchical prior
on leaf variances to allow for sharing of information across groups.
Implementationally, there are several immediate opportunities for extension. In
particular, the driving ideas behind HBART are general and extend naturally to

settings involving other response types. Variants of BART for binary, categorical
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Figure 3.13 : Marginal impact of ABO-compatibility of length of stay. Points and
bars denote posterior means and 95% credible intervals.

/ count, and survival data can immediately be adapted to the hierarchical setting
described here. It would also be useful to incorporate the variable selection prior
of Linero (2018) into HBART. This prior could also be extended to a group-data
setting, with a hierarchical prior on the splitting probabilities, allowing for notions
of variable importance to be group-speci c.

Another important question is of how to address multi-level grouping structure.
While the hierarchical structure of the f can easily be extended, we wonder whether
there is a way of incorporating multi-level grouping into the tree structure itself, as
we have found that to be the primary contributor to the improvements seen with our
work. One idea is to extend the concept of the intercept forest to other levels. For
example, if modeling observations belonging to cities within states, we can introduce

a global intercept forest and then intercept forests for each state. We recall that the

increasing number of forests will not signi cantly impact computation, as most units
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do not contribute to the updates for the majority of trees in the model.
Ultimately, we believe that HBART is an e ective improvement on current BART-

based methods used to model grouped data and we encourage its use in data analyses.
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A4

Latent Variable Modeling with BART

4.1 Introduction

Here, we consider a methodological extension of BART motivated by the group
modeling considerations of Chapter 3: what might we do if group information is

unknown? We will see that we can address this question by introducinglatent

variable into the model and using it to explain heterogeneity in the data. We start
by limiting ourselves to a single (or univariate) latent variable, though we will see
that extensions to multiple (or multivariate) latent variables are immediate.

We note that, to our knowledge, this is the rst work that allows for splitting on a
latent variable in BART. BART is particularly easy to incorporate into larger, more
complex Bayesian models; this makes it straightforward to include a random e ect,
for example, along with BART as a contribution towards the conditional mean of an
observed response. And BART's great exibility means that such models often work
well, as long as the observed covariates are able to explain a large amount of the
observed variability in the response. We will see, however, that using a latent vari-

able directly within BART's structure not only substantially increases the richness
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of models that we can learn, but is also computationally very simple. The combina-
tion of these two facts opens the avenue for exible extensions of many previously

considered models, while retaining their computational simplicity.
4.1.1 BART and Latent Variables

There are several factors that make BART particularly well suited to the incorpora-
tion of a latent variable. First, the domain / scale of the random variable do not to
be considered, as BART is invariant to monotone transformations and scalings. In
this sense, the scale of the random variable is entirely disentangled from the scale of
its impact on the response. Relatedly, updates for the latent variables are simpli ed
by BART being a piecewise constant learner. To illustrate, we will consider a basic
BART model where the latent variableU is given a uniform priorU  Up0; 1g and

passed to BART:

Y NpfpX;Ug “q
f BART; U Umlg 2 IGpa; i

(4.1)

This is a computationally convenient choice, but also a natural one in the ab-
sence of additional information, which is unlikely given thatJ is meant to model an
unobserved variable. We note again that the support af; 1sis chosen without loss
of generality.

The full conditional for a particular U; is:

1 M
Ppui | 9 9 exp 5 2P hepe;uigd 10w 1q (4.2)

k 1

Because each of thhy, are piecewise constant, the full conditional is also piecewise

! This resembles the BART-GC model of Chapter 3. While it would be possible to have an
approach more similar to HBART with a latent variable determining groups, our current interest
is in exploring splitting on a latent variable within BART. This has not been done before and has
extensions beyond those to hierarchical modeling.
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constant and thus can easily be sampled. The most direct way to sample from this
distribution is a two step procedure. First, sample one of the sub-intervata ;b s €
rO; 1son which the density is constant, where eaata"; 'sis sampled with probability
proportional to the likelihood on that interval (i.e. the likelihood associated with any
u; P “;B's). Conditional on that interval, one can sampleuy; Upa ;b g As this
approach can require many di erent likelihood evaluations, which can be expensive,
an e cient alternative is to slice sample (Neal, 2003). Additionally, given BART is
still not fully optimized from an implementational perspective, future improvements
might further facilitate the non-slice sampling approach.

Many extensions to this basic model are immediate. When the full conditionals
are not piecewise constant, such as when BART is embedded within a larger model

(see Section 4.4), they will still be piecewise and amenable to e cient slice sampling.

to the single variable case if thai* are given independent priors, as should be the
case in most reasonable applications. The variable selection prior of Linero (2018)

can also be incorporated into such a model without additional overhead, as splitting

m; denotes the number of splits made on variabje a quantity that can be computed
as easily foru as for thex; .

In the next sections, we consider a handful of settings that are particularly
amenable to analysis via the incorporation of a latent variable in BART. A par-
ticularly involved extension { that of BART to a density regression context { will be

discussed in full detail in Chapter 5.
4.2 Latent Group Modeling

In this section, we consider a setting where we believe that there exists a latent

group structure underlying the data and that the response surface depends on these

61



assignments. Thus, we would like to do something akin to our proposal of HBART
in Chapter 3, with the complicating factor that a key part of the data is missing.
We propose two approaches to doing so, one involving continuous latent variables,
and another involving a discrete latent variable. Each has di erent strengths and
weaknesses and o ers di erent possibilities for inference. Another appealing feature
of our models is that we do not only generate a partition of the data into clusters,

but also learn a nonparametric response-covariate relationships within each.
4.2.1 Discrete Latent Variable

In this approach, we force the latentU to have nite support, able to take on one of

G values int1;2;:::;Gu. This is done by: (i) endowingU with a categorical prior

conditional for u; is:

1 ’m 1G -
prui | a9 exp P hmpXi; Ui qd g9

k 1 g1

density is piecewise constant; in this case, however it is piecewise constant on a
mere G intervals, making sampling particularly e cient computationally for a small

number of groups. In the case of larg&, the approach in the next subsection may

LVBART-D where D stands for discrete.
In practice, it is unlikely that the true number of groups is known a priori (or
even that it exists at all). In this case, we can run BART in parallel for multiple

G and then choose a value o6 via an elbow plot of, for example, out-of-sample
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MSE against G. An alternative would be to place a priorG  pspGq where pg
is a discrete pmf, as in a Mixture of Finite Mixtures (MFM) approach (Miller and
Harrison, 2017). We further discuss this possibility later on.

It is also useful to note that both the approach with xed G and that with a
prior on G are compatible with the multiple-forests and shared-variance ideas of
HBART in Chapter 3. Using both of these together, only the units assigned to the
g'th group at an MCMC iteration would be used to update theg'th forest, with
sharing of information across group-speci cg's also allowed. Implementationally,
this would be a non-trivial endeavor to perform well unles& were xed or its support
made not only discrete, but also nite. This approach may also su er heavily from
label-switching issues and we defer such investigations to future work.

We now consider how a similar task may be accomplished via a continuous latent

variable, and contrast it with this approach.
4.2.2 Continuous Latent Variable

Another approach, which we will nameLVBART-C, instead allows the latent vari-
able U to be continuous (as in Equation 4.2). An advantage of this approach is that
it implicitly allows for an arbitrary number of latent groups, without the need for an
MFM approach, which would be computationally challenging. As a natural coun-
terpart, the disadvantage is that there is no intrinsic meaning attached to groups,
and any sort of clustering must be performed post-hoc. While in simple cases, an
e ective clustering rule might be visually obvious (see Section 4.2.5), to cluster the
data more formally, we propose simply running K-means (Forgy, 1965; Hartigan and
Wong, 1979; MacQueen, 1967) on thg. This can be done for each posterior itera-
tion, or a single clustering can be obtained by clustering the posterior mean of the
u;j, for example.

Another contrast with LVBART-D is that with LVBART-C we cannot do the
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equivalent of enforcing initial splits to be on group, as with LVBART-D. While the
root split can be forced to be onU, this is insu cient to separate more than two
groups and without knowledge of the number of groups it is unclear how many initial
splits would be required to separate the groups. Nevertheless, we will see that such
analysis can in fact recover true group structure when it exists. This approach also

helps motivate an extension that we will see in the next section.
4.2.3 Evaluation

One obvious criterion for evaluting LVBART methods is in-sample mean squared
error. Low MSE here, however, might be a sign of over tting as well; we will thus

use the Rand Index (RI) to evaluate our clusterings (Rand, 1971) as well. We de ne a

of units satisfying the constraint that each uniti belong to one and only one cluster.
The Rand Index computes how similar two clusteringS, and Sg are based o the
co-clusterings of units they de ne; units that either belong to a common cluster in
each clustering or to di erent clusters in each clustering contribute positively towards
the Rand Index. More formally, de ne csamefd; ] g as an indicator for whether or not
there are clusterss, P Sy and s, P Sg that each contain bothi and j. Similarly,
de ne cyirp; ] g as an indicator for whether or not there are clusters, P Sy and
sp P Sg such thati is in both s;; s, but j is in neither. The Rand Index (RI) is then

de ned

> Csamef;] 0 Cgitf;j Q
n

i 2

RI:

Low mean squared error and a low Rand Index suggests over tting; low mean squared
error and a high Rand Index suggests good in-sample performance due to having
correctly identi ed latent structure in the data.

Out-of-sample performance is di cult to evaluate. To predict either a test unit's
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cluster or its outcome requires some knowledge of Itk Without additional assump-
tions { or under the assumption thatU and X are independent { the best that can
be done is to examine predictions across a wide rangelf If, instead, we believe
that U and the X are related, some post-hoc procedures might be appropriate. One
would be to cluster the training data onX, learn a within-cluster relationship be-
tweenU and X, and then use that to inferU based o newX's. Of course, there is
no guarantee that structure inX is useful for modeling structure inU. It might be
possible to specify a more precise relationship between the two, for example, through
a data-dependent prior olU on X . However, it is unlikely that such prior information
would exist and we imagine that if there were a strong relationship between the two,
a exible method such as BART would be able to implicitly learn it through splits
on X. Ultimately, that what makes our approach so appealing is that we do not need
to presuppose any structure relatingK and U in order to gain useful information

about the underlying model.
4.2.4 Label Switching

As with many model-based clustering methods, there is the potential for label switch-
ing in either the LVBART-C or LVBART-D models. Label switching bears greater
resemblence to that in a standard mixture model in the case of LVBART-D, where
in a two-group setup, we can view the left and right child subtrees of a node splitting
on u as parameters corresponding to groups 0 and 1. Nevertheless, the problem
exists for LVBART-C as well, as we will see that a binary indicatou; a for some

a similarly separates units belonging to di erent groups. These parameters cannot
simply be permuted without changing the likelihood, because thg impact the like-
lihood as well, but it is possible to swap the index sets : u; Ouandti:u 1y,
also change the trees, and keep the likelihood the same. In this sens&alues need

not necessarily correspond to ground truth groups. Nevertheless, we will see that
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label-switching rarely occurs in the examples we consider. When it does, a K-means
type algorithm can be performed as a post-processing step to determine appropriate
permutations of the group parameters for each posterior sample (Stephens, 1997,
2000), though we note that the complexity of this procedure may be increased in the

case of LVBART-C with many groups.

One possible reason for the observed infrequency of label switching is BART's
multi-tree, weak-learning structure. In a two-group mixture of normals, there are
only four components (two means and two variances) that need to switch in order
for the likelihood to remain invariant. For BART, however, there are many more.
Consider a "best case' scenario for a two-group setup, in which root splits are on group
and the left and right subtrees of the root are identical in their splits (Figure 4.1: left
tree). If the group indicatorsu; were switched, it would su ce simply to change the
root split to send nodes in the left subtree to the right, and vice versa, maintaining
the same likelihood (Figure 4.1: middle tree). This must be done across Ml trees,
where typically M 200. However, while any binary decision rule can theoretically
be used with BART, most implementations only permit rules of the fornx;  c.
This is without loss of generality as far as the trees that can be constructed, but
means that implementationally, we would need to change all the leaf parameters {
across all trees { to maintain the likelihood (Figure 4.1: right tree). Outside of this
"best case' scenario, as well, it is likely that on the order of the number of leaves or
internal nodes in the forest would need to be changed@pM 2¢qwhered is the depth
of the forest (assumed constant). In this way, the set of implementationally-allowed
split rules functions as a soft identi ability constraint. It is not a hard constraint as
we have just shown as the likelihood may still be invariant under some parameter
changes, but it makes it substantially harder for label-switching to occur. Lastly,
because the trees in BART are weak learners, changing a small number of trees will
not signi cantly change the likelihood.
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Figure 4.1 : Modifying a tree to main likelihood invariance. If the current tree is
the leftmost and all units switch u values from O to 1, the tree must be modi ed
to keep the likelihood constant. The root split rule could be changed (middle tree),
though this is typically implementationally prohibited. All the leaf parameters must
therefore be changed (right tree).

2 1

4.2.5 Simulations

We assess the performance of LVBART-D and LVBART-C on simulated examples.
We consider the data generating process described in Model (3.4) of Chapter 3, in

which there are two groups with opposite response functions.
Clustering

Figure 4.2 compares the predictions on a particular unit of a vanilla BART model
and LVBART-C when not passing group information. Because the expectation (un-
conditional on group) of the mean px; gqgis zero, BART estimates a posterior mean
near 0, though the true group mean$ px;; 0gand f px;; 1gand the observed response
y; are all far from 0. This is in unavoidable without, for example, explicit consid-
eration of a latent variable, but it is important to note that BART's 95% credible
intervals do not come close to containing any of these values, with the 99% intervals
(not shown) being only marginally wider. In summary, BART puts virtually zero
posterior mass near the truth. In the case of LVBART-C, we xx; and predict
along a grid ofu;-values inr0; 1s Unlike vanilla BART, LVBART-C generates tight
credible intervals, which typically contain the true group means or come very close

to doing so. The shape of thé [x;; ugcurve makes the existence of two groups clear,
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with very little posterior mass (not shown) on the region around0:375 0:5s, which
is with high probability outside of the range of the data generating process. Fur-
thermore, the posterior mean ofy; lies squarely in the righmost region, which does
correspond to the correct cluster for unit.

In its original form, this clustering problem is not a particularly di cult one due to
how well-separated the ranges dfp<; Ogand f px; 1qare. We thus explore LVBART's
ability to cluster e ectively as we bring the groups closer together. Speci cally,
becauselErf p¢;ggs| 14 for g P t0; 1u, we rescalefx;gq: f px; ggik for certain
values ofk P t1;2;:::;13 14u and usef~instead off in the data generation process.
We compare the Rand Index under both LVBART-C and LVBART-D for selecteck
in Table 4.1; the Rand Index is reasonably high, even for very low separation between
groups. Itis somewhat surprising that LVBART-C seems to perform (slightly) better

in this task than LVBART-D, given that the latter directly yields cluster assignments.

Figure 4.2 : Comparison of BART, LVBART-C on the two-group setup with latent
group information. Shaded regions and solid lines therein represent 95% credible
intervals and posterior means.
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Table 4.1: Rand Index of posterior mean clustering for varying group separation. RI
(C) and RI (D) denote the Rand Index of the cluster assignments under LVBART-C
and LVBART-D, respectively.

k 1| 3 5 6 7 8 9 10 | 11 | 12 | 14
Rl (C) 0.98] 0.95/0.93| 0.9 | 0.87| 0.83| 0.8 | 0.77| 0.74| 0.73
RI(D) [1]{0.98|094| 0.9 |0.87|0.82|0.78| 0.75| 0.71| 0.69| 0.66

=

Figure 4.3 : In-Sample MSE for LVBART and an oracle with knowledge of the
latent variable. The MSE for vanilla BART without knowledge of the latent variable
is an order of magnitude higher.

Error

The in-sample mean squared error for variodsis shown in Figure 4.3, where boxplots
are over 50 simulated datasets. We also include an oracle with knowledge of the true
group (BART-GC-NoVS in Section 3.4) for comparison. LVBART-C seems to over t
less than LVBART-D, which is somewhat surprising given its increased exibility.

LVBART-D performance is comparable to the oracle's for smak, though it does
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begin to overt for larger k as the problem becomes harder. Nevertheless, it is
encouraging that the MSE of both LVBART methods increase ik, suggesting that
the ability to manipulate a latent U does not consistently result in arbitrarily low

error.
Label Switching

Figures 4.4 and 4.5 show traceplots af; for LVBART-C under varying forest sizes

and degrees of group separation for a randomly chosen dataset and unitResults

are insensitive to these random choices. When varying forest sizes, we set the group
separation scaling factok equal to 1. From the trace plots, draws ofi; stay clearly

in one region of the space, suggesting low degrees of label switching. Label switching
understandably becomes more common for less separated groups, as switching a
unit's cluster has less of an impact on the likelihood. Furthermore, supporting earlier
reason about BART's resilience to label switching due to the number of parameters
associated with its forest, we only see evidence of label switching in the extreme case

of single-tree forests.

4.3 Omitted Variables

Nothing in the formulation of LVBART-C formally imparts U with an interpretation

as a group membership variable, as in LVBART-D. A natural question, then, is what
other sorts of latent structure U might be able to represent. We explore this idea
in the context of omitted variable bias, where a variable that contributes to the
outcome is not available for analysis. This might be the case for purely data-specic
reasons { such as if a variable is simply not included in a dataset for analysis { or
if there truly exists some latent quantity, such as motivation or risk-aversion, that
is impossible to directly measure. As there is no ambiguity, we refer to LVBART-C

simply as LVBART in this section.
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Figure 4.4 : Trace plots for U under LVBART-C, for various forest sizes. Label
switching only occurs in the extreme case of a single tree forest.

Figure 4.5 : Trace plots for U under LVBART-C, for various group separation.
Label switching only occurs at the lowest levels of separation.
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There are few methods that are directly suited to a task of this nature. One
natural comparison is a Gaussian Process variant of our approach, which uses a GP
to modelf instead of BART. Sampling is not as straightforward as for BART and

we implement this approach inrstan (Stan Development Team, 2020).
4.3.1 Simulations

We simulate data according to the typical Friedman functionY  10simpXx 1X2q
203 050 10xs x5 , with Np; 2g However, when tting the model,
we do not provideXxy; that is, the assumed model isYy  fpxg; X2 X3;%x5q . All

methods are run for 6000 iterations, the rst 5000 of which are burn-in.
Error

Out of sample predictions are complicated for the same reason as in the latent group
context discussed in the previous section; the in-sample MSE across 50 simulated
datasets is 014 0:04 (mean standard deviation) for LVBART and 0:75 0:03 for
oracle BART, which is also passed the missing variable. This suggests the latéht

is unsurprisingly over tting the data; we propose some strategies for addressing this

in Section 4.5.
Omitted Variable Recovery

As was the case in the previous section when modeling latent groups, while low, in-
sample mean squared error is an important factor in good performance, care must be
taken that the latent variable is not simplify over tting to noise in the data. We do

so by looking at how well the learneds; matches the omitted variable. In particular,
we compute the magnitude of the correlation between the posterior mean of thi
and the omitted variable. We use Spearman's as a measure of rank correlation, to
re ect the fact that we are solely interested in the monotonicity of the relationship

betweenx and u, as the scale ofi is irrelevant.
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Figure 4.6 shows the magnitude of these correlations across 50 simulated datasets;
while the GP does learn useful information, the correlations are consistently higher
using LVBART; additionally, LVBART is about 1000 times faster.

Figure 4.7 sheds additional light on the simulations by plottingc  u correlations
for three randomly chosen datasets. Typically (rst two panels), there is a well-
de ned, monotonic relationship betweerx, and the posterior mean ofu, suggesting
that the omitted variable truly is being learned. However, this is not the case for
all simulations (third panel). Furthermore, the relationship is less de ned at the

extremes of the ranges af, and u.

Figure 4.6 : Magnitude of correlation between omitted and learned latent variable.

Marginal Dependence

Besides inference on the omitted variable, another useful desideratum for such a
method is correct recovery of marginal dependence curves for the observed variables.

We de ne the marginal dependence curve dfpxq given x; as the expectation of
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Figure 4.7 : The posterior mean ofU plotted against the omitted variable x, for
three randomly chosen datasets. There is typically a monotonic relationship between
the two ( rst two panels), though not always (third panel).

f pxgover the remainingx;:  X;. For example, given that thex; are independently
distributed Up0; 1q the marginal value off given xs is the function:

))1))1))1))1

MV X5Q f pX1; X2; X3; Xa; X50dXy dXo dX3 dX4
0O 0 O O

True marginal dependence curves fox,; X3; X4; X5, along with curves estimated by
LVBART and an oracle with access to the omitted variable are shown in Figure 4.8
for a single, simulated dataset. The marginal e ect curve foxk, is the same as for
X, (f only depends onx; and x, through their product) and therefore not shown.
LVBART is able to recover the marginal e ect curve forxs; X,; X3, and xs nearly as

well as the oracle, despite not having access to the trug values.
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Figure 4.8 : Marginal dependence curves for LVBART compared to an oracle with
knowledge of the latent variable.

4.4 Flexible Sensitivity Analysis

As another application, we consider the problem o$ensitivity analysis in causal

inferencé. By allowing BART to modulate the way that an unobserved variable im-
pacts the outcome, we can more realistically model confounding mechanisms, leading
to increased con dence in the conclusions of sensitivity analyses formulated in this

way.
4.4.1 Introduction to Sensitivity Analysis

Most estimands in causal inference are derived from the Average Treatment E ect
(ATE), de ned:
ATE ErYplg YpOgs

where Y zqfor treatment z P t0; 1u denotes apotential outcome, the outcome that

a unit would have had, having experienced that value af. A common consistency

2 Thank you to Sameer Deshpande for helpful early discussions on this work.
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assumption states that the observed responsé is one of the potential outcomes,
determined by the treatment: Y  YpPOgd Zq YplgZ. In observational data,
treatment is not randomized and covariateX can impact whether a unit is treated,
biasing ATE estimation. This “selection' into treatment is typically adjusted for

under the assumption ofconditional ignorability, which states that there are no

unobserved confounders and that the observed covariates are the only ones that

impact selection. Formally, this is stated:

pY 0g Y plgg KZ | X

Because this is an untestable assumption, it is useful in practice to perform sensi-
tivity analyses, which seek to describe how sensitive causal estimates might be to
the presence of an unobserved confounddr Speci cally, a sensitivity analysis typ-
ically proceeds as follows. First, a model is posited describing the way in which
an unobserved confoundeU in uences Z and Y. This model will be parametrized
by sensitivity parameters that describe the strength of this in uence. Second, for
many di erent sets of sensitivity parameters, the relevant causal quantity is esti-
mated. Given the resulting set of sensitivity parameter values and causal estimates,
one determines whether the sensitivity parameters leading to an appreciable change
in the causal estimate imply a realistic strength of unobserved confounder (where
the meanings of \appreciable" and \realistic" depend critically on the data context).
If so, the causal estimate is sensitive to the presence of an unobserved confouhder
Most e orts specify simple models in the rst step; typically, these are parametric
and presuppose a binaryd (Rosenbaum and Rubin, 1983; Corn eld et al., 1959;
Liu et al., 2016) to facilitate interpretation of the sensitivity parameters. In one
such approach, Carnegie et al. (2016) propose the following model, parametrized by

sensitivity parameters * and Y:

3 Importantly, however, this does not imply that an unobserved confounder exists.
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Y|X;Z:zU NpX Y YU Z %q
Z|X;U Bernp pX * *Uqq (4.3)

U Bernp Yq

As Model (4.3) is a linear model, the sensitivity parameters® and Y are directly
interpretable as regression coe cients. Thus, given sets g *; Yq at which the
treatment e ect becomes zero, for example, it is easier to reason about whether an
unobserved confounder with correspondingly sized e ects might realistically exist.
The way that causal estimation in the second step proceeds di ers across methods.
For example, Imbens (2003): (i) computes the data likelihood integrated oveél, (ii)
uses maximum likelihood to t parameters, and (iii) infers treatment e ects given
the maximum likelihood parameter estimates. The approach of Harada (2013) uses
residuals from auxiliary linear models predicting outcome and treatment to infer
reasonable values of). These values are then used to t the overall model. Model
(4.3), instead, is a Bayesian sensitivity analysis in that the posterior df and the
model parameters (not the #; ¥) is sampled from, yielding posterior draws of the

causal estimate. We will consider variations of this last approach moving forward.
4.4.2 A Flexible Approach to Sensitivity Analysis

Recently, there has been a push towards exible models that do not assume strict
forms of interaction between the unobserved confounder and treatment or outcome,
and yet are still interpretable (Ding and VanderWeele, 2016; Dorie et al., 2016; Franks
et al., 2019). One such model is that of Dorie et al. (2016), which generalizes Model

(4.3) by relaxing the linearity assumption in the outcome model. Instead, treatment
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and confounders a ectY through a exible function given a BART prior:

Y|fiU; y NEpgzg U Y %q
fpx;zqg BART
Z|X;U; # Bernp pX *  *Uqq
(4.4)
U Bernp Yq

z t Zm’ zq
2 1Gpa; I

Nevertheless, this model is still restrictive: the unobserved confounder is only al-
lowed to contribute to the outcome via a mean shift, which must be the same for
all units (becauseU is binary). LVBART-C allows us to relax both these assump-
tions simultaneously by treatingU as continuous and incorporating it intof p g We
emphasize that although Dorie et al. note that \[specifyinglJ as continuous sub-
stantially increases the mathematical complexity of our tting algorithm", the pre-
viously outlined LVBART machinery allows us to do so at virtually no mathematical

or computational cost. Our proposed extension is:
YIf, § NeFp;zug *q
fpx;z;uqg BART

Z|X;U; 2 Bernp pX *  *Uqq

(4.5)
U Bernp ‘q
z t z ma Zq
2 IGm;

Model (4.5) implies that the size ofU directly has an impact on the magnitude of
the (probability of) treatment, but not on that of the outcome. This is likely not
a serious constraint given how exiblyU is allowed to impact the outcome (e.g.U
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being large does not constrain the way it can impact the outcome). However, to
address this, the prior onZ could also be given a binary BART prior, parameterized
by dierent leaf variances as discussed above. Such an extension might also t
data more appropriately. Also notably, the sensitivity parameter ¥ is no longer
present. As mentioned in Section 4.1.1, LVBART is agnostic to the scale of the latent
variable and scalingu does not change its impact on the outcome. Nevertheless, it is
important to be able to vary the “impact' of U on the outcome for interpretability's
sake. We next propose a way to do so.

We rst decomposef px;z;ug  fy,pX;zq fupuq fyuX;z;ugwheref,,px; zqis
the sum of trees splitting solely orx and z, f,puqis the sum of trees splitting solely
on u, and f,,yX;z;uqg is the sum of remaining trees. We will takef,,px;z;uq
fx2pX;zgand f ,puqto consist ofMy,y, My, and M, many trees, where these values
are xed across MCMC iterations. We can enforce this by modifying the birth and
depth tree proposals to be e.g. double-birth / double-death proposals, as in Sarti
et al. (2022). For example, if birth at a leaf node in d,,X; z; uqtree always entails
splitting the leaf on u and then one of the resulting children orx or z (and similarly
for death), then these trees will never split solely opx; zgor solely onu, as desired.

If we now denote the leaf variances on these corresponding sets of trees%gs,,,

2 »and 2, thenapriori ErY | x;z;us Np;Myzy 24,0 Myz %y, My 40
In this way, we can choose relative values of?,,,, 2, and 2, so as to control
the prior amount of variability attributable to the unobserved confounder versus the
observed covariates and treatment. We can think of these three values as lying on
a simplex. At one extremum, letting Z;U Z;XZU 0 forcesf ypugand f4,,pX; z; uq
to be point masses at 0, which corresponds to a setting in which the unobserved
confounder has no impact on the outcome and conditional ignorability holds. Setting
2 2 u 0O forcesf,,m;zqand f,,,px; z;uqto be point masses at 0, which

corresponds to the (extreme) setting in which the covariates and treatment neither
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impact the outcome nor modulate the e ect ofU on the outcome. The remaining
vertex 2, 2, 0 implies that any impact of U on the outcome is modulated
by values ofpx;zq and vice versa. This provides a bounded, interpretable grid of
values from which to choose the leaf variances and simulate from the above model.
We further discuss related concerns of regularizing the impact of a latent variable in

Section 4.5.
4.4.3 A Motivating Simulation

Here, we consider a simpli ed version of the above model and explore its ability to
identify causal e ects under two di erent data generating processes. Speci cally, we
decompose the forest into a sub-forest splitting entirely or and another splitting
entirely on z; Ug We overload notation and use lowercase to refer to the true
values of the unobserved confounder in our simulations and uppercds$do refer to
the latent variables split on by LVBART.

An important point about using LVBART for sensitivity analysis is that we are
not automatically capable of identifying arbitrary causal e ects of interest. To illus-

trate, we rst generate outcomes according to the following data generating process:
Y fmxq u z (4.6)

where is a constant scaling the treatment e ect andz was simulated so that it is

confounded bypx;ug Whenz 0, the true u { and therefore the true treatment

e ect { cannot be identi ed. Figure 4.9 illustrates by showing posterior samples
of U for treated and control units. Treated units have posterior means that di er
depending on the true valuesl, while the posterior means for control units provide
no identifying information.

In contrast, we next generate observations according to:

Y fxgpy, ugpew U zq (4.7)
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where , and , are constants andz was again simulated so that it is confounded
by p<;ug In Model (4.7), unlike in Model (4.6), there is a constant shift in the
outcome attributable solely tou. This makes LVBART capable of disentangling the

e ects of u and z on the outcome. To assess the feasibility of using the size of,

as a sensitivity parameter, we compute the distance from the true treatment e ect
to the 95% credible interval for the average treatment e ect generated by LVBART,
for various values of .,, . This procedure is repeated over ve random datasets and
Figure 4.10 shows the minimum, mean, and maximum of these ve distances across
the datasets. For low values of ., , the credible intervals are far from capturing the
truth, which is consistent with the presence of an unobserved confounder. Oncg,

is large enough, LVBART is able to come closer to learning the true dependence on
u and therefore the true treatment e ect. Notably, continuing to increase the prior
variance of thepe; Uqforest does not eventually degrade the quality of the treatment

e ect estimates. This is consistent with BART's observed resistance to over tting.
4.5 Extensions

Latent variables have applications in many classes of problems and the work we
presented above is but a small fraction of what is possibile with this framework. We

brie y discuss two other extensions.
4.5.1 Application: Network Modeling

Network models also often specify latent e ects underlying observed features of the
network; examples include the existence of edges between nodes, or responses cor-
responding to individual or pairs of nodes. One such class of models is given by
the Additive and Multiplicative E ects Network (AMEN) models of Ho (2005)

and Ho et al. (2013), which generalizes stochastic block and latent space models.

AMEN models dyadic outcomeg;; using nodal covariates;; , additive "sender” and
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Figure 4.9 : Posterior samples ofJ; by treatment status and true value ofu;. The
posterior mean of theU; provide information about the true u; for treated, but not
control units.

‘receiver' e ectsa; and by, and multiplicative latent e ects u; andv; that can induce
super-dyadic behavior such as transitivity or clustering:

Yij X uv & by (4.8)

Mathews (2022) extends Model (4.8) to perform latent community adaptive network

regression:
p

Vi P g Xil g, @ utv, & b (4.9)
1

in which the linear term *x;; is decomposed into a ‘row contributionk! " and a
“column contribution’ le ¢ and then the " and ¢ are allowed to depend on the
latent groups g;. The latent term u; is taken to be a vectorpuigcg3 1 Whose entries
satisfy ug  Ipgi 99

Both Model (4.8) and Model (4.9) can be straightforwardly in several ways. In
the former, the ulv; term can be replaced with af pu;; v, qterm wheref  BART.
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Figure 4.10 : Distance from LVBART 95% credible intervals to the true treatment
e ect as the allowed variation in U is increased. For su ciently high values, the
credible intervals tend to be consistent with the true treatment e ect.

If the x;; 's are thought to interact with the latent e ects, this can be extended to

f i ;ui;viq For example, nodes might have latent propensitiesu(;v;) to make
connections ;; ); however, these propensities might only have an impact given the
existence of some inter-node similaritiex(; ). To ensure that BART prioritizes inter-
actions between latent and observed variables instead of nonlinear covariate e ects,
we can require double-birth / double-death tree proposals as previously discussed.
In Model (4.9), the rst two terms on the right hand side could simply be replaced
with f pi;x;ui;vig If we want to maintain the quadratic structure in the u' v;,

for example, we could prevent splits on bothy; and v; within the same trees in the

prior on f .
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4.5.2 Application: Latent Process Modeling

Many statistical models presuppose the existence of a latent process that impact
observed features of interest. For example, a standard stochastic volatility model
posits that variability in observed values is governed in part by a latent variable

following an AR(1) process:

ye  Npo; tzq
t  eXpp  W(q
u b ARpl| g

This is in some ways related to the random e ects BART models that we have seen in
that the randomness (here, the latent process) combines additively with the BART
contribution. Analogous to what we have shown above, an alternative would be:
y.  Npo; fq
t  €XpEp;uqq
ub ARpl| g g BART

As another possible application, consider a nonparametric Hidden Markov Model
(HMM), in which observations X, are modeledX, | f ., with the | following a
Markov Process. Thef are often called "emission densities' because di erext's
are "emitted' from the source that is the underlying Markov Process for. Tradi-
tionally, the emission densities were modeled parametrically, but recently they were
shown to be identi able even if not lying in a parametric class, and nonparamet-
ric estimators proposed (Castro et al., 2016; Gassiat and Rousseau, 2016; Letericy,
2018). To the best of our knowledge, no Bayesian estimators for the, have been
proposed, and it may be possible to use BART for this purpose. If so, it would be
interesting to see whether BART can achieve the same minimax convergence rates,
and whether such work can be extended to continuous state Markov chains, given

how straightforward it is to use continuous latent variables in BART.
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4.6 Discussion: Model Fit and Regularization

How to evaluate model tis an important question in this work, one complicated by
the fact that out-of-sample evaluation is not straightforward. One possibility would
be to use a validation set. Given a tted LVBART model f'\p(; ug and an instance
Xj in the validation set, one could construct credible intervals fof'\pq;ui galong a
grid of u; and count what proportion contain the observedy;. Aggregated across
all units in the validation set, this might be a useful summary of model t. On one
extreme would be the coverage proportion when using a standard BART model; we
would expect this quantity to be low if an important variable truly is missing from
the model. On the other extreme, would be a model extremely over t to the training
data; we would also expect the proportion to be low in this case due to the inability
to generalize. An appropriately t model, conversely, should cover more than either
of these two endpoints.

Deeply related is the concept of over tting. We have seen that although the latent
U is able to identify true structure in the data (similar co-clusterings to latent groups,
high correlation with omitted variables, etc.), it might still overt. This is also a
concern in the extensions we have proposed above and an important question is how
to mitigate this issue. One extreme, that we have already seen, would be to have
in uence the outcome separately from the BART forest, as in a random e ects model.
But we have shown throughout this work that such models are often insu cient for
modeling complex data; without strong and and accurate prior information, these
models are unlikely to be e ective and an approach that is exible but regularized
is an appealing one. Five simple possibilities for regularization use the BART prior
itself to discourage spurious splits otJ or overly ne partitions of the sample space:
(i) discourage splitting on U via the splitting prior; (ii) cap the number of allowed

splits on U; (iii) increase the minimum number of observations falling into each leaf
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node (5, by default); (iv) reduce the number of allowable splitpoints fotJ; and
(v) explicitly allocate a certain number of trees to split onU and lower their leaf
variances, as in Section 4.4.2. All ve of these approaches can be performed for
various parameter choices (split probabilities, maximum number of splits, minimum
number of observations, number of splitpoints, and leaf variance) and a choice of
model made, for example, using a scree-type plot. We leave determination of which
of these is the most e ective and how to specify defaults that work well for many
datasets to future work. Other, more complicated approaches might revolve around
changing howU enters the model. The monotone BART approach of Chipman
et al. (2022) could be used to ensurd has a complex but monotone impact on the
function. It might also be possible to shrink the e ect ofU towards a simpler (e.g.

linear) function in a data-adaptive manner.

4.7 Conclusion

In this chapter, we discussed the novel usage of BART to split on latent variables,
and the possibilities that such an idea allows. We have found that this framework
is able to identify true, latent features of the model and shown that the idea is very
general, with straightforward extensions to many other types of models. Neverthe-
less, dependence on a latent variable can lead the model to over t, as we have seen
in our simulations. This is to be expected given: (i) the lack of constraints od and
how it enters the model and (ii) the exibility of BART. An important part of future

work will be determining interpretable and e ective ways to regularize the impact of

U, allowing it to enter exibly impact the outcome without over tting.
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3}

Density Regression with BART

In this chapter, we study an in-depth application of the LVBART model from Chap-
ter 4 to the task of density regression or conditional density estimation. The ability
to perform density estimation in the case of no covariate information is immediately
implied. Unlike the applications previously presented, here, the latent variable is not
of fundamental interest and need not even represent any true, unobserved feature of
the data. Instead, it serves as a neat computational tool that allows us to transform
conditional density modeling tasks to regression tasks, for which we have already

seen BART is well suited. This chapter is based o work in Orlandi et al. (2021).
5.1 Introduction

Data analysis frequently concerns itself with associating the change in a function of

some response variablg with a set of covariatesx. Arguably the most common

tool for this is mean regression, which focuses on the expectationyl xs and fore-

goes inference about other parts of the conditional densifpy | xg a much more

general quantity. This in exibility has been recognized as problematic in many mod-

ern applications (see, e.g. Wittman, 2009; Karabatsos and Walker, 2011; Gneiting
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and Katzfuss, 2014). It is then natural to ask if other functionals oppy | xq are
more appropriate, with two immediate candidates: quantile regression and density
regression, also known as conditional density estimation.

Quantile regression models speci ¢ quantiles of the conditional response distribu-
tion. This can help address settings where some quantiles carry more probative value.
For example, Black et al. (2007) note that the impact of a job training program on
the upper quantiles of the distribution is considered to be more important by policy
makers than that on the lower quantiles. While this approach is more general than
mean regression, one problem with its application is that computing estimates of
functionals of the quantiles is not always straightforward. Another problem is that
estimated quantiles oftentimes do not obey the monotonicity constraint inherently
satis ed by the true distribution. While there are approaches for joint modeling
of quantiles (e.g. Kadane and Tokdar (2012); Sangnier et al. (2016)) or post-hoc
reordering of estimates (e.g. Chernozhukov et al. (2010)), the fundamental limita-
tion with the approach is that individual quantiles are being targeted as proxies for
features of the distribution as a whole.

By modeling the entire probability distribution of the response, density regression
methods perform a substantially harder task than mean or even quantile regression.
In doing so, however, they are able to compute coherent point estimates and perform
uncertainty quanti cation for arbitrary functionals of the distribution that may be
of interest. Studies of income inequality, for example, typically take into account
the impact of variables on the entire income distribution (e.g. Ger n, 1994; Daly
and Valletta, 2006). To date, there is a large literature on density regression. We
contribute to this body of work by providing a general, yet reasonably structured,
formulation of the problem that enjoys important theoretical guarantees and yields
an e cient sampler with strong empirical performance.

Using continuous latent variables has been a longstanding approach to density
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estimation (MacKay, 1995; Bishop et al., 1995; Moerland, 2000). One motivation
for this approach is the ability to interpret continuous latent features as sources of
observed heterogeneity; additionally, a latent variable model can o er dimension-
reduction bene ts and be computationally advantageous. Recently, the following
model for density estimation has been studied (Pati et al., 2011; Kundu and Dunson,

2014; Zhou et al., 2017):

»l
1 f
py [f; g = LA g, (5.1)

0

parameterized by the latent variableu and employing a Gaussian process prior on
f. We use p gto denote the standard normal density. Importantly, incorporating
covariates did not directly employ this framework, but instead related the outcome
y to covariatesx via a factor model that required an additional Gaussian process for
each additional covariate. We discuss the computational and theoretical limitations
of this approach in Section 5.3.1. Instead, we take a direct approach generalizing
Eq. (5.1) to the following conditional density representation:

Y11 y fp;uq

x; f: du; 5.2
PRy | a o PXjuq px<; uq 2

where we place BART priors onf and . While BART was designed for mean
regression, we also consider a modi cation allowing it to model variance functions and
generalize both to accommodate latent variables. The adaptive bandwidth grants
greater exibility and improved performance in nite-sample settings and the choice
of BART priors allows for the natural and exible accomodation of discrete, ordinal,
and categorical covariates within a computationally e cient sampler.

Our approach yields a tractable framework for inference and theoretical results

that were previously unavailable. Empirically, we demonstrate the strength of our
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method by showcasing its advantages { in terms of both accuracy and uncertainty
guanti cation { with respect to a variety of methods for density regression, across
several simulation settings. Importantly, by extending the model in (5.1) to acco-
modate covariates, we are able to highlight the limitations of Gaussian processes in
this setting. We also apply our method to US census microdata originally compiled
by Angrist et al. (2006) in order to study returns to education. The returns are a
nonlinear functional of quantiles of the wage distribution and therefore well suited
for analysis by density regression methods, which fully capture uncertainty about
their estimates.

Theoretically, we show that the posterior specied by our model concentrates
asymptotically around a true underlying density, provided its log is -Helder for
0 a 2. The rate of concentration is removed from the minimax rate by a factor
of {p 1lgbecause BART generates piecewise constant functions; however, a near{
minimax rate can be attained by using the SBART model of Linero and Yang (2018)
and restricting to a slightly smaller function class.

The paper proceeds as follows. The remainder of the introduction discusses past
work on density regression models. Section 5.2 gives a brief overview of BART and
its application to modeling mean and variance functions. In Section 5.3, we motivate
our use of BART for modeling components of the conditional density and state our
full model for density regression, which we refer to as DR-BART. Section 5.4 outlines
theoretical results concerning our model, most notably upper bounding its rate of
posterior contraction. Section 5.5 compares DR-BART to other models for density
regression on a variety of simulated datasets and Section 5.6 applies DR-BART to a

real world dataset from economics. Section 5.7 concludes.
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5.1.1 Related Work

Our proposal generalizes a common approach to density regression that uses covariate

dependent mixture models. In these models, the conditional density is given by:

POy X g nWXoKpy; npxaq (5.3)

h 1

allowing fork 8 , whereKp; gis a positive de nite kernel function and npxqgare

covariate-dependent mixture weights. We restrict attention to normal kernels:

PYIX, P G 9  aXq .xd¥  nXAq (5.4)

h 1

where g plY g me{ gand denotes the standard normal pdf { but the exten-
sion to other kernels is straightforward. In practice or may not vary with x, or

may vary in a limited way. (e.g., by taking nxgq x', npXg ). Our proposed
model in (5.2) recovers that in (5.4) wherf and are step functions with the same
points of discontinuity (which can depend on the covariates).

Models of the form in (5.4) appear in the machine learning literature as \mix-
tures of experts” (Jacobs et al., 1991; Jordan and Jacobs, 1994) where the initial focus
was on using these models for exible mean regression or classi cation. Geweke and
Keane (2007) and Villani et al. (2009) study models of this form for semiparametric
density regression, using nitek and multinomial probit and logit regression models
for pxg While it is possible to get consistency properties for large classes of condi-
tional densities (see e.g. Norets et al. (2010); Pati et al. (2013); Norets and Pelenis
(2014) and the monograph Norets and Pati (2014)), practical experience in nite
samples suggests that there can be value in allowing the kernel variance to depend
on X, as this can reduce the number of clusters required for an accurate approxima-

tion. Villani et al. (2009) provide simulated examples and discussion in the case of
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xed k, and we will revisit this point in the context of the models introduced here
(Section 5.5).

Another approach proposes to leverage the joint model fgy; xqas a convenient
device for inducing a particular conditional model appy | X; 9 ppy;X | afppx | g
(as in e.g. Muller et al. (1996); Park and Dunson (2010), among others). There is
some cost to the joint modeling approach { which itself has commanded a large liter-
ature (see West and Escobar (1993); Muller et al. (1996) and variations in Shahbaba
and Neal (2009); Taddy and Kottas (2010); Molitor et al. (2010); Wade et al. (2011);
Dunson and Bhattacharya (2011); Hannah et al. (2011); Wade et al. (2014)) { in
terms of computation and accuracy as the dimension of the covariate vector grows
(see Hannah et al. (2011); Wade et al. (2014)). The posterior can also depend on
the distribution of the covariates, even when care is taken to separate the parameter
spaces in the prior, as the auxiliary joint model assumes a common clustering for
the response and the covariates (see Gri n's discussion of Dunson and Bhattacharya
(2011); also, Walker and Karabatsos (2013) and Wade et al. (2014)). Thus, other
nonparametric Bayesian models focus explicitly on the conditional distributions of
interest; these date to (at least) MacEachern's seminal work on dependent Dirichlet
processes (DDPs) (MacEachern, 1999, 2000). A DDP is a prior for a collection of
distributions such that at each covariate value the process is marginally a DP. Models
in this class include De lorio et al. (2004); Gri n and Steel (2006); Dunson and Ped-
dada (2008); De lorio et al. (2009); Wang and Dunson (2011), and numerous other
specializations to spatiotemporal or hierarchical models. Barrientos et al. (2012b)
characterize the DDP in terms of copulas and provide results about its support and
about kernel mixtures using the DDP.

Some subsequent authors proposed dependent nonparametric mixture models
which lack the marginalization property de ning DDPs. Many of these take in-
spiration from the stick-breaking representation of the DP (Sethuraman, 1994). A
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complete cataloguing of proposed density regression models models and their rel-
ative strengths is beyond the scope of the current paper, but some key references
include Dunson et al. (2007); Dunson and Park (2008); Chung and Dunson (2009);
Grin and Steel (2010); Chung and Dunson (2011); Rodrguez and Dunson (2011);
Karabatsos et al. (2012); Barrientos et al. (2012a); Petralia et al. (2013); Kessler
et al. (2014). Other models focus directly on predictor-dependent models for parti-
tions of the data, rather than inducing the partition model via the mixture weights
(see Muller et al. (2011); Park and Dunson (2010) and the review in Barcella et al.
(2017)).

Several other models for general covariate spaces extend beyond either the DDP
or covariate-dependent mixture modeling frameworks. Tokdar et al. (2010) propose
a dependent logistic Gaussian process model. Inference in this model is somewhat
complex, and the proposed subspace projection technique does not appear to lend
itself to mixed categorical and continuous regressors (see also Riihimaki et al. (2014)
for more recent developments in approximate inference). Payne et al. (2019) also
use logistic Gaussian processes, though the focus is on describing conditional densi-
ties with regions of the covariate space via a Voronoi partition-based model. Jara
and Hanson (2011) consider density regression models using transformed Gaussian
processes. Trippa et al. (2011) propose a multivariate extension of the beta process
for estimating conditional densities. Ma (2012, 2017) introduces an extension of the
optional Polya tree (Wong and Ma, 2010) for modeling conditional distributions.
Gao and Hastie (2022) also use trees to partition the space, generate density esti-
mates common to allx's within a partition block, and then aggregate the resulting
estimates. Shen and Ghosal (2014) propose a model for continuous covariates using

a random series prior and tensor products of spline functions.
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5.2 Heteroscedastic Regression with BART priors

As mentioned in the introduction, to allow for exible density regression in nite
samples, it may be useful to allow the variance of the process to dependoras
well. To this end, we adopt the log-linear BART prior of Murray (2021) for the log-
variance. Speci cally, consider the heteroskedastic regression problgm f xq

iid

2mxq; where ; © NpO; 3g Murray places a log-linear BART prior on 2p q

my
logr ?mxas ~ gp; TS MY
k 1

wheretpT9, M quare trees and parameters for the variance function. The prior

for the exponentiated leaf parameters exp}, qis conjugate, symmetric on the log
scale, and can be calibrated to match the expected prior range of the log-variance
process. More details on BART's extension to log-linear models can be found in the

Appendix.
5.3 Density Regression with BART priors

Even with a exible variance function, the normality assumption of heteroscedastic
BART may be too restrictive; for example, at any covariate value it yields symmetric
predictive distributions. In this section, we extend the heteroscedastic BART model
to general density regression problems by introducing a continuous latent variable
U, which is treated as an omitted variable independent of. Before introducing the
model in full generality we will motivate the use of continuous latent variables in the

density estimation setting.
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5.3.1 Continuous latent variable priors for a single density

Consider the following generalized location model for estimating a single density:

» 1

pRyq P fpugodu: (5.5)

0

An equivalent representation in terms of a latent variable is
Y fpug ; U Um;ilg Npo; %q (5.6)

where (5.5) is obtained on marginalizing ovet). In the limitas N 0, Y i pUq
whereU UmD;1g This class of models can be quite broad, depending on the prior
for f; if f is the quantile function of a distribution P, then Y P. We do not
restrict f to be monotone; while it would be possible to do so, this substantially
increases the computational burden and since subsequent inference is on the induced
density fory (or y | x below) or its functionals rather thanf itself, the monotonicity
constraint is not necessary.

Discrete location mixtures arise as a special case of this model wtiers a step
function. Supposef pug n foruPry; 1 10 Where is an increasing sequence on

r0; 1gsuch that ; 0 and ﬁ oPh 1 hg 1. Then we have:

))1 8

PR/ B hQpuPri o q@u o phi nd Y nG

0 h 1

This representation is intimately related to the augmented model used for slice sam-
pling in nite mixture models (Walker, 2007; Kalli et al., 2011), where a prior onf
is induced via the prior on mixture component weights h 1 he

Priors on mixture weights are only one way to induce the prior ofi. Kundu
and Dunson (2014) proposed placing a Gaussian process prior directlyfqrsuggest-

ing models centered on a prior guess of the quantile function and using a squared
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exponential covariance function. Theoretically, this is a exible choice (see Pati
et al., 2011; Kundu and Dunson, 2014, though concentration results are only avail-
able for the covariate free density estimation setting); however, it introduces serious
computational di culties, requiring a discretization of the space that may reduce

the quality of the subsequent inference. Furthermore, the proposal for introduc-

that x;  f;pug ;. The latent u is shared across the covariate- and outcome-
Gaussian processes and is the only mechanism by which the covariates impact the
outcome. Furthermore, the introduction of categorical covariates requires data aug-
mentation. Lastly, this approach lacks an adaptive variance term that we will show
to be important in nite-sample settings, and implementation su ers from the same
computational tractability issues of other Gaussian Process models, even aside from
the required discretization ofu.

The continuous latent variable model is appealing, however. In many contexts it
is more intuitive to think of distributional features as arising from some omitted or
latent continuous variables, and not from heterogeneity due to multiple independent
subpopulations. In adapting BART to this setting, we allow all the covariates, in
addition to the latent variable, to directly in uence the outcome, through a single
multivariate function f px; ug This is computationally e cient, exibly incorporates
both continuous and categorical covariates, facilitates extensions such as the ability
to perform variable selection or enforce monotonicity in someg, and does not require

discretization of the latent variablea priori.
5.3.2 Density Regression with BART (DR-BART)

To motivate the use of tree-based priors, recall that the normal location mixture
model corresponds to a step function fof , which can also be represented as a

binary tree (Fig. 5.1). In the tree-based representation, incorporating covariates is
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Figure 5.1 : Representing a step function (left) as a binary tree (right).

Figure 5.2 : Modifying the tree in Fig. 5.1 to incorporate covariates

simply a matter of introducing additional covariate-based splitting rules; Figure 5.2
modi es the tree to split on x. Marginalizing over the latent variable in this example
gives the two conditional densities:

py | x PAG 1 py 19 2 2 P 3 49 Py 3Q (5.7)
Py IXRAQ 1 By 10 2 B =20 3 B 0 4 p 59 (58)

The resulting model has some interesting properties. There are shared compo-
nents and shared weights (e.g.1; > and i; ») but also components and weights
that are unique to each conditional distribution (e.g. 3 4 VEIsus 3; 4). This
allows borrowing of information across the covariate space, with the degree of bor-
rowing controlled by the tree structure. Trees with multiple interior splits onx allow
the model to capture multiscale structure, as the degree of borrowing varies across
the covariate space. In the extreme case, a tree that splits onbefore splitting on
U will yield two independent density estimates, while a tree that doesn't split otJ
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yields a standard Bayesian CART model.

In practice, a single tree model will probably be inadequate for many applications.
With many covariates, nearly smooth mean functions, or highly skewed/multimodal
distributions the tree will have to grow quite large. Additionally, the presence of the
latent variable U will tend to yield poor mixing and further complicate the design
of MCMC algorithms for the single tree model (see Chipman et al. (1998); Denison
et al. (1998) for discussion of the complications arising in MCMC for single tree

modelswithout latent variables).

A BART prior for f is a natural alternative to a single tree model and additional
exibility can be obtained by modeling the variance function as well. For density
regression we modify both BART priors from Section 5.2 to include a latent variable

U. The most general model for density regression with BART (DR-BART) is:
U U lg Npo; 49 (5.9)
Y fp;Ug exprvpx; Ug{2s: (5.10)

Letting px;uq exprvpx;ugf2s o, the density function at x is

» 1

PRy | Xq mug®  f X5 ugadu; (5.11)
0
a location-scale mixture of normals. In addition to the full DR-BART model, two
reduced models are potentially of interest:

1. Location-only mixture (DR-BART-L): Constant bandwidth, px;ugq o

2. Location mixture with heteroscedasticity (DR-BART-LH): Covariate-dependent

bandwidth parameter, p<;ugq  pXq exprvxg{2s o
Priors for the DR-BART parameters are speci ed as follows:

" f, the location function: The CGM BART prior with k 2 andm 250 trees.

We also require that the leaves of each tree contain at least 5 observations. In
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the context of DR-BART this condition is related to priors on mixture models
for a single density that require all the components to be occupied (see e.g.

Diebolt and Robert (1994)).

v, the bandwidth function: The BART variance prior from Section 5.2, with 100
trees andag (a hyperparameter for px;ugde ned in the Appendix) calibrated

to a reasonable range, as described in the Appendix.

" For DR-BART and DR-BART-LH, 2 is not separately identi ed from a vary-
ing bandwidth function and can be xed. In DR-BART-L, we choose an inverse
gamma prior: 2 IGp o{2; o of{29 with o a prior guess at an appropriate

bandwidth.

Results appear to be more or less insensitive to the numbers of treesfirand v
provided they are large enough, and the values chosen here re ect experience with
mean regression BART and the belief that variance functions are less complex than
location functions.

Before describing posterior sampling we will describe the properties fofand v

and provide some intuition for their roles in the model.
The location function f

Sincef and v are step functions, this model is equivalent to a discrete mixture
of normal distributions. But the prior is much di erent than the usual priors in

covariate-dependent mixture models. First, the number of distinct mixture compo-
nents with positive probability varies across covariate space like in the single tree
model. Second, unlike in the single tree model, the components are correlated

priori; given a xed set of m treesT we have:
Corgf px;ug f px:ulgg N rpx; ug px ugsfn (5.12)
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where N rpx; ug px*; ulgsis the number of trees whergx; ug and px% u'g are in the
same leaf. It follows from (5.12) thatifju uy | u u?|, then Corf px; ug f px; u'gq ¥
Corgf px; uqg f px; u?qq Given the potentially strong correlation, it is misleading to

think of the steps inf as \mixture components” in the usual sense.
The bandwidth functionv

A covariate-adaptive bandwidth parameter will often be important in these mod-
els. SinceU and are independent, in the DR-BART-L model VapY | xq ¥
Varp o q 2. On the other hand, in the DR-BART-LH model VarpY | xq ¥
Varpexprvxgf2s q f. In a model without a covariate adaptive bandwidth,
2 must be at least as small as the most concentrated predictive density to avoid
oversmoothing, yielding much rougher density estimates elsewhere. The e ciency of
the MCMC sampler su ers as well, as smaller bandwidths imply more concentrated
distributions for U;. A covariate dependent bandwidth might be preferable for this
reason, even if a single bandwidth seems like a reasonable simpli cation. The full
DR-BART model has an additional degree of exibility due to scale mixing. It can
allow vpx; ugto grow large in some areas of af-space, e ectively \turning o " por-

tions of f px; ug or capturing relatively at areas of the density. The behavior of the

di erent models is easiest to understand with an example, presented in Section 5.5.
Posterior Sampling

Generating samples from the posterior with MCMC is straightforward. Conditional
on values for the latent variablesu p ui;u,;:::;u,q DR-BART reduces to the
heteroscedastic BART model so that sampling for the other parameters proceeds as

described in the Appendix. The latentu; have full conditionals

pui | 99 gy fpx;ugd u PBpT; TMg ; (5.13)
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whereBpr; T?qis the set of possiblai-values; that is, those that do not yield trees
with leaves having fewer than 5 observations. Sin€éeand are step functions, (5.13)
is piecewise constant, sg; can be updated with a Gibbs step: 1, u, Uy
are the points of discontinuity of (5.13) andu, 0; u, ; 1, the Gibbs step rst

samples an interval from

Proui P pigsuy 191 49 powmg  fPXemad u PBpT; TP ; (5.14)

whereur pu, ; Uu,g{2 (or any other point in the interval) and then u; is sampled
uniformly from the selected interval. Note thatl u PBpT; T?9q necessarily equals
either O or 1 on the entire intervalpu,; u,, ,qfor eachh by construction.

While conceptually simple, the Gibbs sampling update can require a large number
of likelihood evaluations k is often well into the hundreds). On the other hand, a
Metropolis step is dicult to tune because (5.13) is in general multimodal. An
e cient alternative that doesn't require tuning is slice sampling which introduces

latent variables! ; so that
poisui | g9 11 scug K ugl uPBpl; THg: (5.15)

Sampling proceeds using the techniques developed in Neal (2003). The slice sampler
is much more e cient, which tends to make up for any loss in theoretical e ciency

or mixing.
5.4 Theory

Here, we present some properties of the DR-BART model, showing that our proposed
prior generates trees that are almost surely nite and upper bounding the rate at
which DR-BART estimates the conditional densityppy | xg We focus on the special
case where the predictorg; P 10; 15 are continuous. This is a common assumption
when studying theoretical properties of density regression models (e.g. Chung and
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Dunson, 2012; Pati et al., 2013; Li et al., 2020). The assumption is even more
innocuous here, as BART is invariant to monotone transformations of the covariates.

Proofs can be found in the Supplement.

Theorem 1. Assume that the prior over a binary tree is as in CGM, but with
a continuous uniform prior on splitting locations and no restriction to nonempty

leaves. A tree sampled from this prior has nite depth with probability one.

Thus, introducing a latent u into the prior does not a ect the nite depth of the
trees. We now focus on providing upper bounds for the posterior concentration rate

. of the posterior. A rate , OO0 is said to be arate of convergence of the posterior

with respect to a divergence measurk if there exists a positive constantM such
that thpo;pr. 9 ¥ M , | Dou N 0 in Fo-probability, where D,, tp X;;Yiq: i
1:::;nuand pXi; Yiq™ Fopox; dyg  popy | xqdy Fx pxg

The conditional density ofy induced by our model is given by the convolution
»

P, By | Xq scug T PX;uqadu;

and the limit px;uqg N 0 is associated with a random variable with quantile function
f px;uqgif f p<;uqgis monotonically increasing inu. This suggests that a reasonable
strategy for establishing thatp:. is close topy is to show that f px; ugis close to the
true conditional quantile function f opx; ug

We characterize the concentration of DR-BART with respect to the integrated

3a a__
Hellinger distance, de ned: hpp; oo P pRyYIXq qoy/|xad dy Fx pdxq "2 Two

other divergence measures which will be useful for us are tgeneralizedKullback
3

Leibler divergences Klmp:}p.q  p1 logmi{p.qdy Fx pdxgand
3
Vpidpa  pilog’mu{paqdy Fx pdxq

To study the posterior concentration of DR-BART, we make use of results from

(i) Jeong and Rockova (2020) involving the concentration of BART in a regression
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setting and (ii) Pati et al. (2011); Zhou et al. (2017) who leverage similar results
about Gaussian processes to show convergence in a latent variable model similar
to the one considered here. Our proof extends both of these works in fundamental
ways. We extend Jeong and Rockova (2020) by introducing latent variables into the
tree structure. While having immediate implications for DR-BART this also lays the
groundwork for concentration results for latent variable BART models that we will
consider in the future. Compared to Pati et al. (2011), we not only introduce covari-
ates into the setup, but also place a non-trivial DR-BART prior over the bandwidth,
compared to their choice of a parametric, covariate-independent prior.

Next, we outline conditions required for our proof. Throughout, we will write
a A bto mean that there exists a positive constan€C, possibly depending orp, and
on hyperparameters but otherwise independent af, p, or any other variables, such

that aa Ch

Condition F (on pg) We assume that logypy | xqis -Helder as a map fromr0Q; 1 *

to R for some 0 a 2. Additionally, we assume logp is dp-sparse in the sense

|So| do, dy  odogmaq and dglogp  omgq Lastly, we assume that||fo|ls A
?

logn.

Remark 1. The assumption thatlogpy is -Helder implies that py is bounded and
bounded away from0. Condition F is used both to ensure thap, can be well-
approximated with convolutions and to ensure thaf fg}g is small with su ciently

large prior probability.

Conditon P (on ) LetS,t 1;:::;p 1udenote the coordinates ok which the

treesf px; ugand vpx; ug split on.

(P1) The support setS of gf; ghas prior pSq le ! ppDgwhereD | S|and
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p pdg is an exponentially decaying prior satisfying a;pp 19 ® ppd 1qg ©

ppdg @ a;pp  1qg * ppd  1q for some positive constantsy; ap; as; a4 and

(P2) Given S, each treeT;k  L:::;m and TY%k  1;:::;m, is assigned the
branching process prior with splitting proportion gpdg d for some P

0; H{2q

(P3) The leaf node parameters ,, of T, are assigned independent ; 2q priors.

o

(P4) The log-variance function is given byvpx;uq wogps U T Mg
where e Gpa ;bgand 2™ | where , is a strictly positive density

supported on an intervalr V;Vs

(P5) Splits in the tree ensemble can occur only at a numbdy, of candidate split
points Z, , r 0; 1 1, which are selected from uniformly. Additionally, logs, A

logn.

(P6) For eachn there exists a decision tre@ and leaf node value#! built from the
candidate split-points inZ,, such that the regressiontreé¢ p<;uq gpx;u; P;¥Mq

satises}fo f }s Aplogn{ng{? %awhere mint ; 1u.

Remark 2. Though P4 constrains the support of,, is unbounded, allowing the
variance function to have arbitrary scale even as the trees grant arbitrary exibility

in its shape.

Remark 3. The only assumption which is seemingly beyond our direct control is
P6, which asserts thaf , can be uniformly approximated with a single decision tree
using the candidate split pointZ,. Jeong and Rockova (2020) give several valid
con gurations of split points for which P6 would hold; for example, whe#, is a
regular grid of sizeb, n° for c a su ciently large constant if Condition F holds.
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Under these assumptions, we have the following theorem:

Theorem 2. Assume that Condition F and Condition P hold. Then, there exists

a positive constantM such that thpo;pr. ¥ M | Dou N 0 in Fo-probability,

a
where , pn{logng T ? dologmp  1gfn, where mint ; 1u.

Remark 4. The gap between what is attainable by DR-BART-LH is larger than might
be expected, as the rate is removed by a factor gp  1qfrom the minimax rate.
The reason this occurs is that Condition F impliesopx; uq has Helder smoothness
of 1i 1in u, whereas BART is not known to be able to adapt to smoothness
levels higher than 1. If we modify Condition F to state thdtypx; uqis 1-smooth

as a function of pu;xq (as opposed to just inu) then it is possible to show that

replacing the BART model with the SBART model of Linero and Yang (2018) gives

a
the raten P2 dodjggpng ™o 1a{®@  dog dologm 1qfn adaptively over and S,
for P ®;2s extending these results to higher using results of Plummer et al.

(2021) is deferred to future work.

As argued by Li et al. (2020), the posterior rate of convergence is (bounded by)

for every su ciently large n, there exists a setG, of conditional densities satisfying

the following:

(G1) tp, PKLpPC1 nqu ¥expt Con fu withKL p,p g t p: KL poo}pg Vpootpg =
2y

(G2) p&Equ Czexptp C, 4 2u

(G3) logNpGy; n;hg @ C4n 2 where , is a constant multiple of , and NpG,; ;dq
denotes the -covering number ofG, with respect to d (see, e.g. Ghosal et al.,

2000).
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The following two lemmas proved in the course of establishing Theorems 2 and
5 of Jeong and Rockova (2020) play a key role in establishing our results. The rst
ensures the prior orf places su cient mass aroundf, and is essential in establishing

G1.

Lemma 1. Suppose that Condition F and Condition P hold and let, p logn{ng {? daq,

Then for su ciently large n we have

log pf fols @ nlS SoqAn 2

The second lemma ensures that the support of the BART prior is \small" in a

suitable sense, allowing us to verify G2 and G3.

Lemma 2. Let F denote the collection of decision tree ensembles withtrees which
(i) split on no more than d variables, (i) have at mostK leaf nodes per tree, (iii)
have at mosth, candidate split points, and (iv) satisfysup, | «|® U. Then
m
R K
0gNEF; ;} Yo Adiogm 1g Klog TR Y

Finally, Lemma 3 connectshpp; gg KL pp}ag and V pptagto the supremum norm.

Lemma 3. Suppose that Condition F holds. Then there exists a constaf, inde-

pendent ofm; pg such that, for su ciently small , we have

KLpPCxke @ ... t X;uq is constant P pY¥ ;2¥ g}f fo}g & T U qu

Additionally, for any bounded measurable functiong,;f,;log i;log , :r0;1s ! N
R:

M1 fols .
infi., 1P ug”™ opx;ug

.a
hpor,; 43 Pr,; ,dA  }log 1 log o}s

Straightforward application of Lemmas 1 { 3 su ces to verify G1 { G3. The rst

part of Lemma 3 allows us to decompose the probability of the KL ball in G1 into
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pieces that can be bounded by Lemma 1. To verify G2, we consider a sieve de ned
by individual sieves forf , v, and ; the second part of Lemma 3 allows us to bound

the Hellinger distance between a conditional density and an element in this sieve and
Lemma 2 then ensures that the entropy is appropriately bounded. Given the sieve,

G3 follows given Condition P.
5.5 Simulations

Here, we evaluate how well DR-BART and other methods estimate conditional den-
sities and appropriately express uncertainty about these estimates. We do so via
variants of a challenging univariate example. Additional simulation details can be

found in the Appendix.
5.5.1 Simulation 1: Contrasting DR-BART Models

Here, we introduce our basic simulation setup and gain insight into the di erences be-
tween DR-BART-L, DR-BART-LH, and the full DR-BART model, before comparing

to other methods. We consider a challenging example with a single regressor:

id

Xi " Upslg Y fopXiq ipXiq (5.16)

wherefoxq 5S5explox  0:5gs{d exprl5x 0:59sq 4x and ;pX;qis given by

PP IX xq gNp;2x 06;0:3°q pl  mXagepexpp 05  x* 1:0gexpp g

where xq expr 10x 0:8cfs and the second component ofp | xqis a log-
Gamma distribution with scale 1 and shape 8 x2. Figure 5.3 shows selected
guantile processes and conditional densities. The log-Gamma component is skewed
and heteroscedastic, and the normal component is much more concentrated. The
conditional distributions are nearly all unimodal, but forx values around 0.4 { 0.6
the density is quite peaked around the mode with a heavy left tail. Ax  0:8, has
exactly a Npl; 0:3?q distribution.
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Figure 5.3 : (Left) Conditional quantiles of the example in Section 5.5. Bands are
equal-tailed 98%, 90%, and 50% intervals as a function »f The solid line is the
median process. (Right) The conditional pdf for selected values.

Representative results for a single dataset are shown in Figure 5.4, which shows
the estimated predictive density atx  0:1; 0:5; 0:8: All three models do well when
x  0:8; BART captures the nonlinear mean function particularly well since the
noise is low and symmetric, and the variance is well-estimated since a peak of ap-
proximately this width is present in many of the conditional densities. However, DR-
BART-L predictably struggles at x  0:1 when the peak disappears and the density
becomes much more di use and skewed. Some of this severe multi-modality can be
mitigated by adjusting the prior to include more / larger trees. But the fundamental
problem is with the single bandwidth parameter: it must be low to capture the peak,
which means that the spread ippy|x  0:1ghas to be captured byf p0:1; uqvarying
greatly in u, yielding rougher densities.

DR-BART-LH and DR-BART perform much better, with the full model doing
slightly better, particularly when x  0:1, since it is a location-scale mixture and
can capture the long left tail by splitting on u in the variance function to add high-

variance \components". The di erences are fairly modest though, and the increase
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Figure 5.4 : Representative true (dotted) and estimated (solid) densities from Sim-
ulation 1.

in computation time is 25%. Given its comparable performance, DR-BART-LH is a
viable alternative to the full model, especially when most of the conditional densities

are not severely multimodal or skewed.
5.5.2 Competing Methods

We now compare the fullDR-BART model to a variety of other methods for condi-
tional density estimation. First, we compare to the Probit Stick-Breaking Process

Mixture (PSBPM) in Chung and Dunson (2012). Chung et al. model the condi-
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tional density ppy|xqvia an in nite mixture of normal linear regressions according

to mixing distributions Py:
»

PRy IXq p x' qdPy

where the prior over thePy is de ned by a covariate-dependent stick-breaking prior.
Second, we compare to the Soft BART Density SampleSBART-DS) of Li et al.

(2020) which models conditional densities by modulating a base modgldy|x; qvia

a link function p q: ppy|x; g9hpy|x; g trpy;xqu There are many possible choices

for h, r, and ; Li et al. choose to center their conditional densities on a normal

linear regression:hpy|x; q Py x! gand to be a probit link. They take r to

be the weighted sum of Soft Additive Regression Trees (Linero and Yang, 2018) with

random Fourier expansions approximating a Gaussian process in the leaf nodes, as

in Starling et al. (2020).

Third, we compare to a Dirichlet Process Mixture Model DPMM) of Jara et al.

(2011) that modelspx; yqas jointly normal and computes the implied conditional of
y on Xx.

Fourth, we compare to a generalization of Zhou et al. (2017) that incorporates
covariates into the transfer function , which has a Gaussian process prioDR-GP).
This approach is similar to ours in its use of a latenti to perform conditional density
estimation. It di ers in its use of (i) a Gaussian process to mapu; xqto the observed
response and (ii) a homoscedastic, inverse Gamma prior oninstead of our BART
priors on each.

In the Appendix, we compare to two additional tree-based methods: the con-
ditional adaptive Rolya tree approach (cond-APT) of Ma (2017) and the gradient
boosted approachl{nCDE) of Gao and Hastie (2022), both of which partition the co-
variate space, generate density estimates common to &l within a partition block,

and then aggregate the resulting estimates. These comparisons are omitted from the
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main text because code focond-APT only produces posterior mean estimates and
cannot be easily modi ed to do otherwise, precluding a coverage analysis. Similarly,
linCDE only generates point estimates. We note here, however, th@2R-BART
consistently outperforms both in terms of distance to the true conditional density,

across all simulation settings.
5.5.3 Simulation 2: Univariate Example

Here, we consider the same simulation as above. We simulate 800 data points
from model (5.16) and t all methods. Fits and credible intervals for a representative
simulation are shown in Figure 5.5. We see that DR-BART estimates the mean well
with appropriate uncertainty quanti cation across all conditional densities, though
it struggles to fully capture the peak of the normal density atx  0:8 given how
concentrated it is. Most the other methods are able to t the densities ak  0:1
and x  0:8 reasonably well, but have di culty with capturing both the peak and
strong skew present imppy | x  0:5g Results aggregated across 100 simulations are
shown in Table 5.1. As suggested by Figure 5.5, DR-BART outperforms all other
methods whenx P t0:1; 0:5u, but falls short of always capturing the peak ax  0:8.
DPMM estimatesppy | x  0:8qparticularly well, which is to be expected given that
it is built upon a normal speci cation.

We next assess how well the 95% credible bands of each method cover the true
pry | Xg Table 5.1 also displays the proportion of simulations where the credible
bands fully contain the true density within the true 95% HDR interval. As Figure
5.5 suggests, DR-BART is able to do so consistently far 0:1 andx  0:5, but not
always forx  0:8. For this and the next two simulations, the Appendix also contains
information on credible band width and predictive coverage, which was consistently

close to nominal for all methods but PSBPM.

111



Figure 5.5 : Representative true (solid) and estimated (dashed) densities from Sim-
ulation 2.

5.5.4 Simulation 3: Irrelevant Covariates

Here, we generate data as above, but supply an additional 14 irrelevant, uniformly
distributed variables, with pairwise correlations of 0.3, to each method. For each
method, we evaluate the predictive density with the irrelevant variables xed to (.
Figure 5.6 and Table 5.2 illustrate the results. While the quality of DR-BART's t
decreases, it compensates by increasing the width of its credible bands to capture the
truth. DPMM and DR-GP, which in the previous simulation t betterat x 0:1;0:8

do not, however, adjust their estimates of uncertainty to counter the substantial

degradation in their ts. Perhaps most notable is that DR-BART still has good
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Table 5.1: Error and Coverage for Simulation 2. Error is Wasserstein distance between
true and estimated densities (normalized at eachx for interpretability), averaged over 100
simulations. Coverage is the proportion of simulations in which 95% credible bands cover
the truth within the true 95% HDR region.

DR-BART DPMM SBART-DS DR-GP PSBPM
Error Coverage \ Error Coverage \ Error Coverage \ Error Coverage \ Error Coverage
x 01 1 0.93 1.67 0.75 1.65 0.48 2.74 0.02 9.80 0.00
x 05 1 0.61 1.01 0.62 2.20 0.00 1.46 0.00 2.14 0.00
x 08 1 0.19 0.28 0.85 0.79 0.00 1.03 0.00 2.27 0.00

Table 5.2: Error and Coverage for Simulation 3. Error is Wasserstein distance between
true and estimated densities (normalized at eachx for interpretability), averaged over 50
simulations. Coverage is the proportion of simulations in which 95% credible bands cover
the truth within the true 95% HDR region.

DR-BART DPMM SBART-DS DR-GP PSBPM
Error Coverage \ Error Coverage \ Error Coverage \ Error Coverage \ Error Coverage
x 01 1 0.78 1.10 Q00 0.78 0.46 2.63 0.00 5.58 0.00
x 05 1 0.94 2.96 0.00 1.97 0.00 2.23 0.00 1.97 0.00
x 08 1 1.00 1.60 0.00 0.56 0.02 2.52 0.00 1.70 0.00

pointwise coverage, whereas the other methods are overcon dent in their over tting
to the irrelevant covariates. We also note that the SBART-DS credible bands are
not more erratic than in Simulation 1, re ecting BART's ability to perform variable

selection.
5.5.5 Simulation 4: Insu cient Data

Next, we explore the ability of DR-BART to appropriately express uncertainty about
conditional distributions in regions ofx-space where there is little data. To do so, we
simulate y given x as in the previous experiments; however, instead of simulating
uniformly, we simulate it from a mixture of uniforms: Q475 Ug04s 0:05 Uro.4:0:65
0:475 U615 Where U, denotes the density of &Jpa; bgrandom variable. With
only 5% of the mass lying betweer 0:4 andx 0:6, estimation ofppy | x  0:5q
is much harder. With this experiment, we expect the performance of all methods
to degrade; we are interested in whether their uncertainty grows appropriately to

account for the lack of data.
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