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Abstract

In recent years, there has been a significant expansion in the scale and complexity of
neural networks. This has resulted in significant demand for data, computation, and
energy resources. In this light, it is crucial to enhance and optimize the efficiency of
these ML models and algorithms. Additionally, the rise in computational capabili-
ties of modern devices has prompted a shift towards distributed systems that enable
localized data storage and model training. While this evolution promises substantial
potential, it introduces a series of challenges. Such challenges encompass address-
ing the heterogeneity across systems, data, models, and supervision, balancing the
trade-off among communication, computation, and performance, as well as building
a community of shared interest to encourage collaboration in the emerging era of

Artificial General Intelligence (AGI).

In this dissertation, we contribute to the establishment of a theoretically justified,
methodologically comprehensive, and universally applicable Efficient and Collabora-
tive Distributed Machine Learning framework. Specifically, in Part I, we contribute
to methodologies for Efficient Machine Learning including for both learning and in-
ference. In this direction, we propose a parameter-efficient model, namely Restricted
Recurrent Neural Networks (RRNN), that leverage the recurrent structures of RNNs
using weight sharing in order to improve learning efficiency. We also introduce an
optimal measure of vector sparsity named the PQ Index (PQI), and postulate a hy-
pothesis connecting this sparsity measure and compressibility of neural networks.
Based on this, we propose a Sparsity-informed Adaptive Pruning (SAP) algorithm.
This algorithm adaptively determines the pruning ratio to enhance inference effi-
ciency. In Part II, we address both efficiency and collaboration in Distributed Ma-

chine Learning. We introduce Distributed Recurrent Autoencoders for Scalable Image
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Compression (DRASIC), a data-driven Distributed Source Coding framework that
can compress heterogeneous data in a scalable and distributed manner. We then pro-
pose Heterogeneous Federated Learning (HeteroFL), demonstrating the feasibility of
training localized heterogeneous models to create a global inference model. Subse-
quently, we propose a new Federated Learning (FL) framework, namely SemiFL, to
tackle Semi-Supervised Federated Learning (SSFL) for clients with unlabeled data.
This method performs comparably with state-of-the-art centralized Semi-Supervised
Learning (SSL), and fully supervised FL techniques. Finally, we propose Gradient As-
sisted Learning (GAL) in order to enable collaborations among multiple organizations
without sharing data, models, and objective functions. This method significantly out-
performs local learning baselines and achieves near-oracle performance. In Part III,
we develop collaborative applications for building a community of shared interest.
We apply SemiFL to Keyword Spotting (KWS), a technique widely used in virtual
assistants. Numerical experiments demonstrate that one can train models from the
scratch, or transfer from pre-trained models in order to leverage heterogeneous un-
labeled on-device data, using only a small amount of labeled data from the server.
Finally, we propose a Decentralized Multi-Target Cross-Domain Recommendation
(DMTCDR) which enhances the recommendation performance of decentralized or-

ganizations without compromising data privacy or model confidentiality.



To the younger me who chose to defy the ordinary.
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Chapter 1

Introduction

Study hard what interests you the most in the most undisciplined, irreverent
and original manner possible.

| Richard Feynman

1.1 Motivation

In the eld of Machine Learning (ML), e ciency pertains to the ability of algorithms and
models to generate precise results while minimizing the utilization of resources. This con-
cept mirrors the principle of productivity in economics, which is often assessed as the output
produced per unit input, such as labor, capital, or time. By improving e ciency in ML,
productivity can be increased through reducing the resources necessary for the develop-
ment and deployment of ML models, which allows for better use of data and computational

power. Therefore, research in E cient Machine Learning can lead to notable bene ts.

Evidence has demonstrated that the implementation of over-parameterized deep neural
networks has been highly successful in various applications, including in Computer Vi-
sion [KSH12, HZRS16b, RDGF16], Natural Language Processing [DCLT18, RN'S18], and
Audio Signal Processing [ODZ 16, SBCA19, WXC* 20]. Inspired by universal approxi-
mation results [Kol56, HSW89], the size of these deep neural networks has experienced
substantial growth over time. For instance, LeNet-5 [LBB™* 98] (1998; applied to image clas-
si cation) contained 60 thousand parameters, whereas GPT-3 [BMR 20] (2020; utilized for
language modeling) encompasses 175 billion parameters. Although these large-scale mod-
els have achieved signi cant successes, the rapid increase in their size has led to increasing
requirements of computational, storage, and energy resources. This suggests that the large

size of such models can present challenges for their application on both cloud and edge



devices. Potential issues include bandwidth and energy limitations for centralized entities
delivering ML services to millions of users, and the growing challenge of deploying e cient
neural network models on smart devices with limited computational power. As a result,
identifying the optimal trade-o between computation and performance is essential. Specif-
ically, ML requires both data (including input, output, and target) and models. Within
the scope of ML, topics such as data compression [BLS16], e cient learning [HZC17], and
inference [HMD15] play a signi cant role in bolstering the e ciency of Machine Learning

procedures.

In the domain of Machine Learning (ML), \distributed" implementation refers to the
ability to utilize computations performed at remote entities in order to produce more ac-
curate results. This idea shares parallels with production relation in economics, typically
described as societal relationships formed in the process of production. A vital element
introduced within Distributed Machine Learning is communication, which serves as a pre-
requisite for establishing relationships among di erent entities. Enhancing communication
within Distributed Machine Learning could potentially lead to better utilization of the
computing capabilities of these entities, thereby improving overall performance. However,
ine cient communication strategies may degrade performance and result in unnecessary
waste of computational resources. Consequently, communication can be perceived as a
multiplier capable of either augmenting or diminishing the existing e ciency in ML. In this
light, research in Distributed Machine Learning can potentially catalyze the improvement
of performance and scalability of applications, o ering ampli ed bene ts and competitive

advantage.

Due to the rise in computing resources, mobile devices and Internet of Things (loT)
devices have become the primary computing tools for billions of users worldwide [LLH20].
These devices produce a substantial amount of data that can be utilized to enhance nu-
merous applications [HRM" 18]. Given the expanding computational capabilities of these
devices, local data storage and model training become more attractive from both privacy

and economic perspectives. Distributed Stochastic Gradient Descent (D-SGD), a well-



established Distributed Machine Learning framework, has attracted signi cant research
attention over the past decade [NO09, Rud16]. Federated Learning (FL) was developed
in order to save communication costs [MMR 17, LSTS20] by allowing devices to train
multiple iterations locally. Despite advancements in Distributed Machine Learning, the
rapid growth of distributed devices poses systematic challenges to e ectively leverage local

resources.

Advances in the studies of trade-0 s between centralized and distributed settings has
been a key ingredient of modern Distributed Machine Learning [CZ16] research. In order
to achieve an optimal trade-o between communication, computation and performance, it
is imperative to establish a versatile framework which can leverage the local resources of
heterogeneous devices. This framework would need to address several challenges includ-
ing system heterogeneity [BEG 19], data heterogeneity [ZLL" 18, CJSY20], supervision
heterogeneity [DDT22b], and model heterogeneity [DDT21]. However, it is systematically
ine cient to incorporate diverse techniques, designed to address various challenges, within
a single framework. Consequently, this motivates us to deviate from the conventional
D-SGD approach. Speci cally, we propose a distributed functional gradient descent frame-
work based on Gradient Boosting [Fri01]. We refer to this framework as Assisted Learning
(AL) [XWDG20, DDT22a]. Our proposed method enables each participant to train its own
functional models and yet preserve the optimization path. Consequently, we can e ectively
resolve the issue of heterogeneity, as in our method local participants can make autonomous

decisions on their own models and training procedures.

E cient and Distributed Machine Learning has a wide range of applications, such as in
object detection [RDGF16], mobile keyword prediction [HRM* 18], and keyword spotting
[LCL™ 19]. However, various challenges may limit collaborations among end-users, thereby
impeding the achievement of an optimal trade-o between communication, computation,
and performance. In this light, an essential question arisescan we create a community
of shared interest grounded in a theoretically justi ed, methodologically com-

prehensive, and universally applicable E cient and Collaborative Distributed



Machine Learning framework  ?

1.2 Dissertation Structure

The dissertation is structured into three thematic parts

Part | focuses on E cient Machine Learning methods with the goal to develop and

improve the trade-o between computation and performance.

1.

In Chapter 3, we develop Restricted Recurrent Neural Network (RRNN), a new
methodology to signi cantly reduce the number of parameters in Recurrent Neural
Networks (RNN) while maintaining performance that is comparable or even better

than classical RNN. This chapter is based on [DDT19].

In Chapter 4, we propose PQ Index (PQI) to measure the potential compressibility of
deep neural networks and use this to develop a Sparsity-informed Adaptive Pruning
(SAP) algorithm for iteratively compressing deep neural networks. This chapter is

based on [DWZ 23].

Part Il focuses on Distributed Machine Learning methods to take advantage of dis-

tributed resources. With the aim of developing and improving the trade-o between commu-

nication, computation, and performance, we leverage the ideas from the E cient Machine

Learning to devise various algorithmic solutions.

1.

In Chapter 5, we present Distributed Recurrent Autoencoder for Scalable Image
Compression (DRASIC), a data-driven Distributed Source Coding framework for
learning a scalable codec in a distributed manner with deep learning. This chapter

is based on [DDT20].

In Chapter 6, we present a new Federated Learning framework, namelHeteroFL,
in order to address heterogeneous clients equipped with di erent computation and
communication capabilities. We present a method that enables local models to have

di erent architectures from the global model. This chapter is based on [DDT21].
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3.

In Chapter 7, we develop a new Federated Learning framework, referred to as SemiFL,
in order to address the problem of Semi-Supervised Federated Learning (SSFL). This
chapter is based on [DDT22b], and

In Chapter 8, we propose Gradient Assisted Learning (GAL), a new method for mul-
tiple organizations to assist each other in supervised learning tasks without sharing

local data, models, and objective functions. This chapter is based on [DDT22a].

Part Il focuses on the application domains of E cient and Distributed Machine Learn-

ing which can facilitate the collaborations among distributed entities in practice.

1.

In Chapter 9, we demonstrate the e ectiveness of Semi-Supervised Federated Learn-
ing (SSL) and FL for Keyword Spotting (KWS). We then extend our investigation to
Semi-Supervised Federated Learning (SSFL) for KWS, where devices possess com-
pletely unlabeled data, while the server has access to a small amount of labeled data.

This chapter is based on [DTDZ23].

In Chapter 10, we propose Decentralized Multi-Target Cross-Domain Recommen-
dation (DMTCDR) with Multi-Target Assisted Learning (MTAL) and Assisted Au-
toEncoder (AAE). Our method can help multiple collaborative organizations improve
their recommendation performance in a decentralized manner without sharing sensi-

tive assets. This chapter is based on [DTD21].

Finally, we conclude and discuss future research directions in Chapter 11.



Chapter 2

Background

Seek truth from facts.

| Book of Han

We set out to provide a foundational understanding of E cient and Distributed Machine
Learning methods. E cient Machine Learning comprises two primary domains, namely
data and model compression. Data Compression focuses on optimizing the e ciency of
storage of data, while Model Compression focuses on enhancing the e ciency of learning
and inference processes of a model. The notion of e ciency refers to a trade-o between
computation and performance. In the realm of Distributed Machine Learning, the primary
objective is to develop more powerful machine learning models by utilizing heterogeneous
computation and communication resources. Due to the nature of distribution, the e ciency
naturally extends to a trade-o among communication, computation, and performance.
To tackle this objective, several existing techniques such as Federated Learning (FL) and
Assisted Learning (AL) have been proposed. In this dissertation, we introduce e cient
collaborative methods for distributed machine learning as a central research topic. These
methods aim to comprehensively tackle the aforementioned challenges, potentially address-
ing the limitations of current approaches and facilitating their application in real-world

scenarios.

2.1 E cient Machine Learning

2.1.1 Data Compression

Data compression is the process of reducing the size of a data le through the use of

di erent encoding schemes while preserving the the quality of reconstruction through the
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use of corresponding decoding schemes. Speci cally, consider a data setand let jxj be
the size of this data before compression. For an encoding scheri€ ), we would have the
codez = E(x), where the size of code i§zj. Then the compression ratio is calculated as
_ X,

JEX))  iz)

(2.1)

The compression ratio gives us an estimate of the reduction in data size achieved through
compression. A higher compression ratio indicates a more aggressive compression strategy.
Further, we aim to reconstruct the original data with a decoding schemeD( ). The recon-
structed data is denoted asx = D(z), and the reconstruction error is measured by a distance
function d(x;x). To achieve an optimal trade-o between compression and reconstruction

quality, the goal of data compression is to minimize the following objective:
rE;II:I;]jZJ + d(x;x); (2.2)

where is a weighting factor that controls the trade-o between compression e ciency
and reconstruction accuracy. A higher value of prioritizes reconstruction accuracy over
compression ratio, while a lower value emphasizes compression e ciency at the potential
expense of reconstruction quality.

By adjusting the encoding schemeE and the decoding schemeD, the compression
algorithm strives to nd the optimal balance between reducing the data size and preserving
its quality during reconstruction. The objective is to minimize the combined cost, indicating
a more favorable trade-o between compression and reconstruction performance.

This trade-o is referred to as lossless compression ifl(x;x) = 0, indicating perfect
reconstruction, while it is considered lossy compression ifi(x;x) > 0, indicating some
level of reconstruction error. The theoretical formulation that captures this trade-o is
known as rate-distortion theory, which provides a framework for analyzing and optimizing
compression algorithms [Cov99].

Classical data compression algorithms have played a pivotal role in the advancement
of the eld, oering fundamental principles for e ectively reducing data size while pre-

serving an acceptable level of reconstruction quality. Several widely recognized algorithms
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have made signi cant contributions across various domains. In image compression, no-
table methods include Portable Network Graphics (PNG), the Joint Photographic Experts
Group (JPEG) standard [Wal92], JPEG2000 [SCEO01], Google's WebP [Go010], and Better
Portable Graphics (BPG) [Bel14]. In the realm of audio compression, MPEG Audio Layer
I1l, commonly known as MP3 [Bra99], has had a profound impact due to its adeptness in
achieving a balance between le size and audio quality. For video compression, the H.264 or
Advanced Video Coding (AVC) standard [WSBLO03] stands out as an exemplary compres-
sion technique, delivering superior video quality at signi cantly lower bit rates compared
to preceding standards. Lastly, for lossless data compression, Hu man coding [Huf52] and
Lempel-Ziv-Welch (LZW) compression [ZL77] have become prevalent choices. These algo-
rithms have provided the basis for further research and the development of more advanced

compression techniques in the eld.

Deep learning o ers a signi cant advancement in the development of data compression
techniques by learning complex patterns in data. Particularly, learning-based compression
algorithms parameterize the encoding and decoding scheme, and excel at approximating
complex, non-linear encoding and decoding functions that can achieve a more favorable
balance between compression e ciency and reconstruction quality. In the domain of im-
age compression, techniques such as Autoencoders, Recurrent Neural Networks (RNN),
Convolutional Neural Networks (CNN), and Transformers have gained widespread usage
for achieving high-quality compression [BLS16, TVJ 17, DDT20, ZSZ22]. In audio com-
pression, generative models and Vector Quantization (VQ) have been extensively employed
[KLL * 18, GvdOL™" 19, JPX* 22]. Furthermore, in video compression, there has been signif-
icant research on learning-based end-to-end methods [LOXL9, MTM * 22, ZYC22]. Auto-
regressive models, in conjunction with entropy encoding, have emerged as widely adopted
techniques for lossless compression [GTCO18]. Furthermore, data compression nds ap-
plications in diverse domains such as Internet of Things (IoT) [CPM22], medical imaging
[ABVGT * 21], and turbulent ow [MDTB22a]. These studies collectively underscore the

promising potential of deep learning in advancing data compression techniques across var-



ious domains, opening avenues for further enhancements in quality and e ciency through

learning-based approaches.

2.1.2 Model Compression

Model compression refers to the process of reducing the size of model while maintaining
and potentially improving its performance. Model compression is also related to high-
dimensional analysis, feature selection, model selection and regularization. Model com-
pression for classical machine learning models include methods like Lasso and tree pruning
in decision trees and random forests. Model compression in deep learning is a critical area
of research given the increasing prevalence of low-powered devices such as smartphones,
IoT devices, and edge devices that require Al capability but are limited in computational
resources [CMGS20]. A compact model allows these devices to perform advanced tasks
such as image recognition, speech recognition, and natural language processing with less
power consumption and latency.

Consider a deep neural network modef () with model parameters . The size of the
model parameters is determined by the number of parameters and the memory required
to store them. Model compression techniques aim to reduce this size while preserving the
model's ability to make accurate predictions [Men23]. The objective of model compression

in deep learning can be formulated as
minL(f (x);y)+ ] J; (2.3)

where L () is a loss function that measures the discrepancy between the predictions of the
compressed modef (x), x as the data, and the ground truth target y. | j represents the
size or complexity of the model (e.g., the number of parameters), and is a hyperparameter
that balances the trade-o between model size and performance. The objective isto nd a

compressed model with minimized loss while controlling its size.

One of the most popular model compression methods is pruning, which involves re-

moving non-critical weights or neurons from a network [LDS89, Hag93, HMD15, HPTT16,

9



LWL17, FC18]. The assumption is that a small subset of the neurons in a network are
responsible for most of its predictive power, and thus, non-critical nheurons can be elimi-
nated without signi cantly a ecting the overall performance. Pruning reduces the number

of parameters and, consequently, the model's size, resulting in a sparser, more e cient
model. Pruning can be based on various criteria, such as the magnitude of weights or their

contribution to the overall loss [HABN * 21].

Quantization is another model compression technique, and it involves reducing the
numerical precision of the parameters in a model [CHS16, GKD* 21, RAK22]. Instead of
using 32-bit oating point numbers to store weights, we might use 16-bit or 8-bit integers.
This signi cantly reduces the memory footprint and computational requirements of the

model without a proportional decrease in performance.

Knowledge distillation is another method used in model compression. It involves train-
ing a smaller, compact student model to mimic the predictions of a larger, more complex
teacher model. By leveraging the knowledge learned by the teacher model, the student

model can achieve comparable performance while having fewer parameters [HVD15].

Another method in model compression is to utilize a more e cient model architecture.
Techniques such as weight sharing, weight factorization, and Neural Architecture Search
(NAS) are often employed to achieve this goal. Weight sharing is a strategy where multiple
neurons in the network are constrained to share the same weight value, reducing the over-
all number of unique parameters that need to be stored and computed [DDT19, DDT23].
Weight factorization, on the other hand, breaks down the weight matrices in the network
into smaller, more manageable matrices. An example of this is seen in the use of group
convolutions in CNN, which factorize a standard convolution into a group-wise convolution,
greatly reducing computational complexity [HZC* 17, ZZL.S18, HLVdMW18]. Finally, Neu-
ral Architecture Search (NAS) is an automated method that uses algorithms like reinforce-
ment learning or evolutionary algorithms to discover the optimal architecture for a neural
network [MHDAZ21]. It allows us to search the design space more e ciently, nding archi-

tectures that balance performance with computational e ciency. By implementing these
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techniques, we can strike a balance between computational e ciency and performance,

leading to more e ective deployment of Al models on various platforms.

2.2 Distributed Machine Learning

2.2.1 Federated Learning

Federated Learning (FL) is a Distributed Machine Learning approach that enables a model

to learn from multiple distributed devices or servers while keeping the data localized
[BEG* 19]. The approach facilitates privacy preservation, reduces the communication cost
for transmission and makes use of computational resources on the edge devices. The most
adopted FL technique is FedAvg proposed by [MMR 17]. This technique reduces the com-
munication cost by enabling clients to perform several training iterations locally before
updating the global model. The idea is to aggregate local model parameters on a central

server to form a global model without exchanging actual training data.

Consider a global modelf () with parameters , the local updates are performed on
each clientm for E local epochs to obtain the updated parameters ™. The global model
is then updated by aggregating these local parameters as follows

XN
Wm m. (2.4)

m=1

t+1 =

where M is the local model parameters at clientm™ at iteration t, 41 is the global model
parameters at iteration t + 1, M is the total number of clients, and N, is the number of
data samples at clientm. This process continues iteratively until the model converges.
Compared to prior works such as Distributed Stochastic Gradient Descent (D-SGD)
[NOO09, Rud16], FL marks a substantial advancement by o ering a more exible distribution
of the training procedure. Local devices are allowed to perform multiple training iterations
on Non-ldentically and Independently Distributed (Non-11D) data with a variety of model

architectures within a heterogeneous communication and computation context. FL enables
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heterogeneous devices to participate in the training process, thereby o ering a superior

trade-o among communication, computation, and performance.

One of the signi cant challenges in FL is communication e ciency, i.e., the amount
of data transferred between clients and the server during the training process. Dierent
methods such as data compression techniques like quantization and sketching have been

proposed to tackle this issue [KMY" 16, AGL™ 17, IRU* 19].

Another challenge is system heterogeneity, which refers to the di erences in computa-
tional resources, data distribution, and communication costs among di erent clients. Tech-
niques like asynchronous communication and active client sampling have been proposed to
mitigate this problem [BEG * 19, NY19]. Our proposed work allows local models to have
di erent architectures from the global model. Heterogeneous local models can allow local

clients to adaptively contribute to the training of global models [DDT21].

Statistical heterogeneity, arising due to Non-1ID data across clients, is another signif-
icant hurdle. Researchers are trying to adjust the global model to accommodate non-II1D
data, integrating FL with frameworks like optimization [LSTS20, RCZ * 21], normaliza-
tion [HPMG20, LJZ * 21, DDT21], meta-learning [JKRK19, KBT19], multi-task learning
[SCST17], transfer learning [WMK* 19, MMRS20], knowledge distillation [LW19] and lot-
tery ticket hypothesis [LSW* 20].

Data privacy is another concern in FL [LYY20]. Even though FL preserves privacy by
keeping data local, the model's gradient updates can reveal sensitive information [MSDCS19]
and potentially expose local training data [ZLH19, ZMB20]. Hence, it's essential to consider

privacy-preserving strategies in FL.

Decentralized Federated Learning (DFL) represents a variant of FL that enables a
more distributed learning framework, reducing the reliance on a central server for model
coordination and update aggregation. Instead of communicating with a central server,
the devices (or nodes) in DFL interact directly with each other to exchange and update
model parameters [LZZL18]. This peer-to-peer architecture circumvents a single point of

failure, potentially increases system resilience, and provides opportunities for more e cient
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communication topology [BPS' 22]. This form of learning is particularly useful in large-
scale systems with considerable geographical distribution and can o er lower latency and

higher bandwidth e ciency in certain network conditions.

Although most existing FL methods tackle the horizontally split data, where the data
are sample-wisely distributed [YLCT19], Vertical Federated Learning (VFL) splits sub-
networks for local clients to jointly optimize a global model, with the central server having
access to the true labels [VGSR18, YLCT19, LKZ 19, HMS20, TCC20, CJSY20]. These
methods generally necessitate frequent batchwise synchronization of backward gradients
for convergence [CJSY20]. Each client's local model constitutes a part of the globally
backpropagable model, and a local update from a single client may not necessarily decrease

the overall loss.

2.2.2 Assisted Learning

Assisted Learning (AL) is a collaborative distributed learning framework designed to en-
hance learning quality among participants. Its primary objective is to facilitate the fusion
of knowledge from distributed participants who possess proprietary data, models, and ob-
jective functions. The framework addresses the limitations posed by ethical and regulatory
constraints that restrict centralized data sharing and collaboration, o ering a viable solu-
tion that enables participants to improve their learning outcomes while safeguarding data
privacy.

Consider a global objectivey and M participants with local data Xmy. In contrast
to transmitting model parameters for aggregation, AL employs a residual-based approach
during the training stage. At iteration t, participants calculate a set of residualsr! using

the following equation:

" #
i @Ly;F' ()

@F 0 (29)

where L represents the training loss andF! 1(x) denotes the model's output at iteration

t 1. These residuals serve as approximations of the most e ective direction for reducing
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the training loss in hindsight. Participants then broadcast these residuals to each other,
tting them using their local data, models, and objective functions. The tted values
obtained from the local modelsf !, are subsequently shared back with the participants for
aggregation using the following equation:

Fi(x)= F! 1(x)+ ‘XA wh L (Xm); (2.6)

m=1

where [, and w!, represent the assisted learning rate and assistance weights, respectively.
After aggregating the tted values, participants can compute the residuals for the next
iteration, continuing this process until satisfactory performance is achieved.

During the inference stage, participants exchange their locally predicted values, which
are then combined to generate the nal prediction. The aggregation parameters can also be
adjusted during inference by the user. In practice, a small number of assistance rounds are
typically required to attain centralized performance, as a larger step size can be identi ed
along the fastest direction for reducing the training loss. Moreover, participants can tailor
their local models to suit their computational resources, providing a favorable trade-o
among communication, computation, and performance.

The AL framework [XWDG20] is primarily designed for decentralized collaborative
learning among multiple organizations, where neither the assisted organization nor the as-
sisting participants share their local models and data. Initially developed for regression
tasks, AL adopts a linear projection perspective and has been theoretically justi ed for
achieving oracle performance in linear regression models with quadratic loss. It has since
been extended to handle classi cation tasks with exponential loss [ZXLD21] and applied to
reinforcement learning [CZDZ21]. Notably, the milestone work Gradient Assisted Learn-
ing (GAL) [DDT22a] generalizes AL from a sequential protocol to parallel aggregation
across multiple organizations, serving as a generalization of Gradient Boosting for decen-
tralized learning with vertically distributed data [Fri01]. Parallel Assisted Learning (PAL)
[WZH™* 22] introduces the concept of an obligating learning entity that, upon receiving as-
sistance, is obligated to assist others. However, these existing methods primarily enhance

the performance of a single sponsor organization, neglecting the potential bene ts for other
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participants. To address this limitation, Multi-Target Assisted Learning (MTAL) [DTD21]
is proposed to simultaneously improve the performance of all participants.

In summary, Assisted Learning and its extensions o er a collaborative learning approach
that enables distributed entities to enhance their learning quality without compromising
data privacy or requiring the sharing of local models and data. These frameworks promote
knowledge fusion and cooperation among organizations with diverse expertise and resources.

two lines
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Do not multiply entities beyond necessity.

| Occam's Razor
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Chapter 3

Restricted Recurrent Neural Networks

Recurrent Neural Network (RNN) and its variations such as Long Short-Term Memory
(LSTM) and Gated Recurrent Unit (GRU), have become standard building blocks for
learning online data of sequential nature in many research areas, including natural lan-
guage processing and speech data analysis. In this paper, we present a new methodology
to signi cantly reduce the number of parameters in RNNs while maintaining performance
that is comparable or even better than classical RNNs. The new proposal, referred to as
Restricted Recurrent Neural Network (RRNN), restricts the weight matrices correspond-
ing to the input data and hidden states at each time step to share a large proportion of
parameters. The new architecture can be regarded as a compression of its classical coun-
terpart, but it does not require pre-training or sophisticated parameter ne-tuning, both of
which are major issues in most existing compression techniques. Experiments on natural
language modeling show that compared with its classical counterpart, the restricted recur-
rent architecture generally produces comparable results at about 50% compression rate. In
particular, the Restricted LSTM can outperform classical RNN with even less number of

parameters. This chapter was previously published as [DDT19].

3.1 Introduction

With the increasing volume of online streaming data generated from mobile devices, de-
ploying e cient neural network models on smart devices with low computational power

has become an emerging challenge. Recurrent Neural Network (RNN) is widely used as
for online learning tasks such as time series prediction, language modeling, text generation,
machine translation, speech recognition, and text to speech generation, etc. It has been

known that Vanilla RNN fails to capture long term dependencies among long sequence of
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data observations. Long-Short Term Memory (LSTM) is later developed by [HS97] in order
to solve this problem by introducing memory state and multiple gating mechanism. But this
creates another practical issue since large number of states and gates require higher compu-
tational complexity and memory space. To alleviate this problem, Gated Recurrent Units
(GRU) have been developed to inherit the merit of capturing long term dependencies while
reducing the computational cost [CVMG™* 14]. Due to the hidden state and gating mech-
anism, RNN, GRU and LSTM have 2x, 6x, and 8x number of parameters compared with
fully connected neural networks. Despite the huge success of applying RNNs to real-world
challenges, there still exists a huge demand in reducing the model complexity to save train-
ing time, or to facilitate more economical hardware implementations. This has motivated

the recent literature on deep learning model compression [HMD15, WWW 16, CWZZ17].

In order to address these issues, we propose a new deep learning architecture called
Restricted Recurrent Neural Networks (RRNN) to reduce the number of parameters by
exploiting the recurrent structures. The main idea of the proposed architecture is to utilize
the sharing of model parameters corresponding to the input and hidden states while main-
taining comparable or even better performance. Classical RNNs assign completely separate
weight matrices for the input and hidden states at each gate. The underlying assumption
is that those weight matrices can be trained to adapt to their corresponding input. An
alternative case is where all input and hidden states at each gate share exactly the same
weight matrix. This may lead to undesirable results because a single weight matrix can-
not be easily trained to accommodate two distinct distributions of inputs. Nevertheless, it
is reasonable to assume certain dependencies between the input and hidden states in the
context of sequential models with recurrent structure. Our intuition is that we can utilize
shared parameters to account for the dependencies between two inputs while granting a
portion of specialized free parameters for each distinct source of inputs. Interestingly, our
experiments show that the idea of enforcing parameter sharing works quite well for RNNs.
By sharing most of the model parameters, we can reduce the model complexity while still

producing comparable or even better performance than classical models.
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The proposed solution can be regarded as a new strategy of model compression. Clas-
sical model compression techniqgues mainly fall into two categories, namely parameter
pruning or quantization, and low-rank factorization [CWZZ17]. Parameter pruning or
quantization typically explores the redundancy of model parameters and removes non-
informative neurons after pre-training the model. On the other hand, matrix low-rank
factorization recognizes RNN as a combination of multiple 2D matrices and decompose
them [PABM16, LSS16, TSN17, GIS19]. However, the practical use of both methods are
limited by computational disadvantages. Pruning with L1 or L, regularization requires
more iterations to converge and sophisticated ne-tuning of the regularization parameters.
Low-rank factorization typically requires computationally expensive decomposition opera-
tions, and to achieve desirable performance comparable with classical RNNs, both methods
typically require retraining from a pre-trained model. In fact, the parsimonious architec-
ture can be regarded as a compression of its classical counterpart, but with the following

advantages.

The main contribution of this paper is as follows. First, we propose a novel model
compression technique speci cally taking advantage of the recurrent structures of RNNSs.
Unlike classical model compression techniques, our method does not require retraining a pre-
trained model. Second, our method can explicitly control the compression rates, whereas
deep compression based on regularization typically cannot directly relate regularization
parameters to the exact compression rates. Third, since we only alter the structure of
the weight matrix, our method is compatible with the existing regularization techniques
such as Dropout [SHK' 14]. Finally, our numerical experiments also show that sharing
model parameters also regularizes the model and produce better performance when the

compression rate is small.

The paper is outlined as below. We review the background and introduce the notation
in Section 3.2. Our proposed method is introduced in Section 3.3. Experimental results

are given in Section 3.4. Finally, we make our conclusions in Section 3.5.
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3.2 Related Work

In spite of extensive research on compressing general deep learning models [CWZZ17],
little attention has been paid to particular compression techniques for Recurrent Neural
Networks. Existing works on compressing RNN mostly focus on the application of matrix
decomposition to the internal weight matrix [TSN17, GIS19]. To some extent they ignore
the underlying recurrent structure and sequential nature of the data. Recently, there has
been a variety of Convolutional Neural Networks (CNN) which enables e cient compression
from the perspective of network structural design rather then sophisticated post-processing
after pre-training (that is typically employed in classical compression techniques [HZC 17,
ZZL.S18, HLVdMW18]). The success of parsimonious CNN structures has motivated our
work to introduce a new framework speci cally designed for RNN. We depart from the
existing model compression techniques in RNN, and propose a structure based approach,
in the sense that our proposed method does not require the pre-training stage, and data-
driven pruning of weights or neurons as the second stage. This enables simpler training,

and easier hardware implementation.

3.2.1 Recurrent Neural Networks

RNN has been widely used in modeling online streaming data such as natural language

texts and speech [SSB14, ZSV14]. Its vanilla version can be simply written as
ht = tanh( Wyn Xt + ben + Whnht 1+ ban) (3.1)

where the subscriptt; x; h denote the time step, input layer, and hidden layer respectively.
Vanilla RNN is known to su er from gradient vanishing and explosion problems, and it
fails to capture long term dependencies among sequential data. LSTM is later developed
as a solution to the drawbacks of vanilla RNN [HS97]. As shown below, LSTM has an
internal memory cell ¢; to store the long term dependencies. It also introduces four gates
in order to to control the information ow from input, hidden state and the memory cell.

The input gate i; determines how much information from input and hidden state should be
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remembered by the memory cell. A forget gate; determines how much long term memory
should be saved in the next time step. g; contains the information of current input and
previous hidden state. The output gate o; controls the information ows into the next
hidden state. Depending on the switching of gates, LSTM can represent long-term and

short-term dependencies of sequential data simultaneously.

it = (Wxixt+ bq + Whihe 1+ byj)
fe=" (Wxr Xt + g + Whe he 1+ b )
g = tanh( WygX¢ + byg + Whghy 1+ byg)
o = (WxoXt + o+ Whoht 1+ bio)
c="Fft ¢ 1+it o

hi = o tanh(c)

Despite its merit of capturing long term dependencies, LSTM has four times the number of
parameters of vanilla RNN and an extra memory cell. This leads to heavy computational
costs and frequent over tting issues due to its super uous degrees of freedom.

These potential drawbacks popularize GRU, a lighter version of LSTM. The formulation
of GRU is shown below [CVMG' 14]. The reset gater; decides whether to ignore the
information propagated from previous hidden states. The update gatez; couples the input
and the forget gate in LSTM into one single gate to control the information owing to the
next hidden state. Compared with LSTM, GRU is computationally more e cient because

no memory cell is used and its coupling techniques reduce two weight matrices.

re= (W Xe+ be + Wiehy 1+ by)
zt = (WyeXt + be + Wpzhy 1+ byy)
Ny = tanh( Wyn Xt + b + re (Wpnhe 1+ b))

he=(Q1 z) ni+z hy g

Apart from LSTM and GRU mentioned above, there still exist many other variations of

RNN. Many of them are designed to specialize on speci ¢ type of sequential data [JZS15,
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TSM15, GSK* 16, KS19]. Although our numerical experiments are based on RNN, LSTM

and GRU, it is straightforward to utilize our method in other recurrent models.

3.2.2 Model Compression

As neural networks with higher layers and parameters have been achieving state-of-the-art
performance in many real world challenges, reducing their computational and storage cost
becomes critical. Recent advances in internet of things and wireless sensor networks have
been driving an ever-increasing volume of online streaming dataBig data on small devices
has motivated deploying deep learning systems on devices with very limited computational
resources. Classical model compression techniques like parameter pruning and low-rank
factorization have been introduced to deep learning models [CWZZ17]. Although these
methods have shown to be feasible, they usually require model pre-training and sophisti-
cated retraining in order to achieve desirable results. Moreover, these techniques demand
cumbersome ne-tuning of hyper-parameters. Another active direction of model compres-
sion is to design new architectures which are inherently more e cient than the standard
models. For example, group convolutions are adopted by [HZC17, ZZLS18, HLVdMW18]

to reduce the number of parameters of vanilla CNN. Motivated by this thread, we propose
a novel compression methodology speci cally for RNN by taking advantage of its recurrent

structure.

3.3 Method

In this section, we rst describe the restriction method that reduces the number of parame-
ters of neural networks by enforcing parameter sharing. We will elaborate the formulations
of Restricted RNN, LSTM and GRU. The degrees of freedom of Restricted RNN can be

easily calculated based on our formulations.
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3.3.1 Restricted Recurrent Neural Networks (RRNN)

At each time step t, x; and hy 1 serve as two inputs to RNN. Suppose that the size ok;
andh; 1 areky, nandkp, nrespectively. Classical methods employ separate parameter
matrices, say Wy, and Wy, for each type of input. An alternative way of modeling is to
restrict the two inputs to use exactly the same parameter matrix, i.e. Wy, = Wh, assuming
the hidden channel size is the same as the input channel size. Intuitively speaking, the
hidden states from the last time step contribute equally with the instantaneous data input.
This is becauseh; is a function of Wy, (X¢ + hy 1). While the equal weighting may not be
too extreme to be practically useful, it may help to consider the scenario that lies between
the above two extreme cases, namely to leWy, and Wy, share part of the parameters.
Intuitively, this reduces over tting by enforcing parameter sharing while allocating su cient
degrees of freedom to either type of input. By assuming that the inputs are not totally
independent with each other, one could imagine shared parameters are able to capture the
similarities among the inputs while non-shared parameters grant enough degrees of freedom

for innovations.

Figure 3.1 : lllustration of parameter restriction in RRNN.

Speci cally, suppose that the size of Wy, and Wy, are dyn kyn and dnn - Kpn re-
spectively. Since we need to sum upV,,X; and Wpnhy 1, the common practice is that

dyn is equal to dy,. Suppose thatry, 2 [0;1] and rpy 2 [0; 1] are sharing rates. Then

24



the restricted parameter matricesWy, and WY, are formulated as below. Additionally, for

illustration, a diagram is provided in Figure 3.1.

Sxh = Round(ryn  dxn); Shh = Round(rpn  dhn)
Ckh = Oxh Sxh; Ghh = Ghn Shh;
Sr = Max(Sxh;Shh); Kr = mMax(Kyn; Knn)

dr = S+ Gn + Chn

W (dr;ke); b (dry)
0

1
W)[h - @ W[ th;:kxh] A
WIs S + Gun; - Kun]
0 1
'S
ki(hz @ u: Xh] A
bsr @ st + k]
0 1
WU shni: k
Wi = @ [ Shh; : Knn] A
WISy + Ok : St + Gxh *+ Chn; - Knn]
0 1
'S
g - @ bl: Shn] A

bfsr + On S + Okn + Ghnl

hy = tanh( W)Ehxt + d(h + W}:hht 1t H;1h)

sih and sy represent the output channel size of shared parameters for the input and hidden
state. We rst allocate parameter pools W and bfor the restricted parameters to index from.
The parameter k,, the input channel size of W, is equal to the maximum of input channel
size of input and hidden state. The parameterd;, the output channel size of W, is equal
to the summation of the maximum shared output channel size and non-shared channel
size q for each state. Restricted parameters for each stateW; and W/, are selected
from parameter poolsW with indices that enforce parameter sharing among the input and
hidden state. Restricted parameters are concatenated from the shared and non-shared sub-
matrices indexed from parameter pools (i.e.W and b). Those indices also make sure the

size of our restricted model exactly match its non-restricted counterpart (which does not
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employ sharing). Therefore, it is straightforward to replace non-restricted parameters in
RNN with their restricted versions. It is worth mentioning that non-indexed parameters in

W are not involved in training and only treated as placeholders for notational convenience.
The trainable parameters involved in computation are W' and b'. The number of shared
parametersS; and the number of overall parametersP, of Restricted RNN can be computed

as follows. Let
d:= dxh = dhh
Pxn = d (kxh + 1)

Phh = d  (Khh +1)

P = Pih + Pnn
Sr = min (sxh;shh)  (Min (kxn; Kpn) + 1)
P=P S

Then compression rateC can be calculated by

Pr

c= 3

Assuming the common practice thatk = ky, = Kph, I == r'ypn = 'nn, We have

S=Sh=Sh=r d

P=2d (k+1);S =s (k+1)

The compression rateC can be simpli ed as follows.

It can be seen thatC 2 [0:5;1]. In fact, C = 0:5 corresponds to the extreme case that
input and hidden state share all the parameters, whileC = 1 corresponds to the classical

case without any sharing.
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3.3.2 Generalized RRNN for LSTM and GRU

Since our method is designed to take advantage of the recurrent structures, it can also be
applied to other variations of RNN such as LSTM and GRU. The distinction between these
more complex recurrent models and vanilla RNN is the gating mechanism. As shown in
Section 2, the gating mechanism simply replaces tanh with sigmoid activations functions
as a soft switch to control the information ow. Naturally, we can also enforce parameter
sharing among gates through our restriction method. The formulations of Restricted LSTM
and GRU are analogous to Restricted RNN. Here we generalize our previous formulation of
Restricted RNN to handle multiple inputs and outputs. This is common in other variations
of RNN like Tree-LSTM which can have more inputs than input and hidden state [TSM15].
For example, RNN, LSTM and GRU all have two inputs including the input and hidden
state. They also have one, four and three outputs representing di erent gates respectively.
Given m inputs and n outputs, we can generalize our formulation as follows. The matrix
rm n indicates that each pair of input and output can have its own sharing rate. The non-

linearity f,, can be either tanh or sigmoid function depending on the structure of RNN.

Sm n=Round(rm n dm n)

On n=0On n Sm n

Sy = max(sm n); ke = max(ky-m)
XX

dr = s + Gij
i=1 j=1

W (dr; ke); b (dr;)
0

WI: Smn; : Km]

Wr%n:% P P . E

Wlsr+ 1im G S+ 1 mGj;:Knm]
0 1j nl 1j n 1
b Smn]
bhon = P P g
s, + 1im G S+ 1i_mCij]
1jn1 1) n

n Xn r m
Vi = fn( Wonx{" + Byp)
i=1
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Table 3.1 : Comparison with state-of-the-art architectures in terms of Test Perplexity
on Penn Treebank dataset

Model Model parameters (M) Test Perplexity
LR LSTM 200-200[GIS19] 0.928 136.115
LSTM-SparseVD-VOC[CLV18] 1.672 120.2
KN5 + cache[MZ12] 2 125.7
LR LSTM 400-400[GIS19] 3.28 106.623
LSTM-SparseVD[CLV18] 3.312 109.2
RNN-LDA + KN-5 + cache[MZ12] 9 92
AWD-LSTM[MKS17] 22 55.97
RLSTM-Tied-Dropout (r=0.5) 2 (Embedding) + 0.553 (RNN) 103.5

The number of parameters of Generalized RRNN can be computed as follows.

Pmn = dmn (Km +1)
xXn X
P = Pij
i=1 j=1

S=(mn 1) min(Sm n) (Min(kym)+1)
P=P S

By assuming all sharing rates, input and output channel size are the same and no rounding

is performed, the compression rateC can be simpli ed as follows.

P = mnd(k +1)
P P S _mnd (mn 1)s S _
C_F_ P mnd 1 a_l '

3.4 Experiments

3.4.1 Experimental setup

To demonstrate the e ectiveness of our RRNN methodology, we conduct sequential predic-
tion experiments on the Penn Treebank (PTB) dataset and the WikiText-2 (WT2) dataset

[MKB * 10, MXBS16]. The Penn Treebank dataset is a well-recognized benchmark dataset
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for language modeling experiments. The language model is supposed to make prediction
of the next word based on the previous text. The dataset has 10k words in its vocabulary
and consists of 929k training words, 73k validation words, and 82k test words. It does not
contain capital letters, numbers, or punctuation which constitute 5.8% out of vocabulary
(OoV) tokens. WikiText-2 contains sentences sourced from Wikipedia articles and is more
challenging compared with PTB dataset. The dataset contains a vocabulary of 33,278
words and includes 2M training words, 210K validation words, and 240K test words. Un-
like PTB dataset, it retains capitalization, punctuation, and numbers and has 2.6% OoV

tokens.

A typical neural network architecture used in language modeling consists of an embed-
ding layer, recurrent layers and a softmax layer. Both embedding layer and softmax layer
are fully connected neural networks. We experiment with three recurrent layers with 200
hidden units and 200 embedding size. To train our models, we minimize cross entropy loss
averaged over all words with Stochastic Gradient Descent (SGD) optimizer of 0.9 momen-
tum and 1e-6 weight decay. We carry out gradient clipping with maximum norm 0.25 and
an initial learning rate of 1 for training 100 epochs. We use cosine annealing learning rate
as it empirically produces much more stable results than using a holdout validation set
[LH16]. We use a batch size 80 and 35 Back Propagated Through Time (BPTT) length for
both datasets. We evaluate all our models against two quantitative metrics,perplexity and
the number of free model parameters The perplexity, which is the exponentiation of the
cross entropy, is a classical metric for language modeling. It evaluates the uncertainty of
words predicted by a model. High perplexity means that the model produces near-uniform
random predictions from the vocabulary, and thus is undesirable.

To demonstrate the tradeo between perplexity versus the number of model parameters,
we apply our restriction method with RNN, LSTM and GRU at di erent sharing rates
r = £0;0:1;0:3;0:5;0:7; 0:9; 0:95; 1g. We also demonstrate the result of models regularized
by tied embedding and Dropout with 0.2 rate [PW16].
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3.4.2 Results

The main results of our compressed models are summarized in Table 3.1. We compare our
results to several state-of-the-art recurrent models for language modeling which either use
a small number of parameters or is compressed from a larger model. We are unable to nd

baseline results on WT2 dataset, so we only compare over PTB dataset.

Table 3.2 : Model Complexity of our proposed RRNN and its variants (unit: million)

r 1 0.95 09 0.7 0.5 0.3 0.1 0

RRNN 0.130 0.136 0.142 0.167 0.191 0.215 0.239 0.251
RGRU 0.130 0.161 0.191 0.311 0.432 0.553 0.673 0.733
RLSTM 0.130 0.173 0.215 0.384 0.553 0.721 0.890 0.975

Table 3.3 : Test (Validation) Perplexity of the proposed architectures (denoted by
pre x 'R') on Penn Treebank dataset

r 1 0.95 0.9 0.7 05 0.3 0.1 0
RRNN 188.9 (197.9) 208.6 (219.5) 200.4 (211.8) 175 (183.9) 176.5 (186.7) 156.9 (165.1) 156.6 (164.4) 154.8 (162.4)
RGRU 154.2 (162)  153.7 (160) 153.5 (160.9) 152.4 (157.4) 148.4 (154.9) 148.1 (153) 146.6 (151.5) 144.9 (150.3)
RLSTM 188.2 (199.5) 159.9 (167.8) 148.1 (155.8) 133.6 (139.8) 129 (133.9) 127.9 (133.8) 123.8 (129.8) 124.6 (130.4)

242.1 (248.7) 239.8 (246.6) 231.2 (238.7) 226.6 (233.7) 224.3 (229.9) 223.3 (230) 221.7 (228)

161.6 (168.3) 162.2 (168) 156 (162.8)

RRNN-Tied-Dropout ~ 244.8 (252)
105.8 (110.7) 107.7 (112.5)

RGRU-Tied-Dropout 199 (207.8)
RLSTM-Tied-Dropout  188.5 (197)

190.3 (198.5) 184.2 (191.1) 169.8 (175.9) 163.6 (168.6)
141.2 (148.6) 126.7 (131.8) 106.6 (111.4)103.5 (108.6)  104.1 (109.7)

Table 3.4 : Test (Validation) Perplexity of the proposed architectures (denoted by
pre x 'R") on WikiText2 dataset

r 1 0.95 0.9 0.7 0.5 0.3 0.1 0
RRNN 289.5 (314.6) 293.5(319.3) 283.5 (308.8) 257.3 (280.4) 249.6 (272) 242.1 (264.1) 240.5 (262.9) 230.8 (253.1)
RGRU 177.8 (193.2) 175.1 (189.3) 177.7 (191.9) 174.9 (189.8) 169.6 (187.3) 169.6 (184.6) 170.9 (185.8) 167.5 (181.8)
RLSTM 181.2 (196.1) 1745 (187.6) 170.9 (182.9) 162.8 (175.6) 158.7 (171.2) 154.3 (167.5) 151.8 (165)  154.5 (167.6)

288.7 (316.2) 283.9 (311.3) 279.5(305.7) 279.1(305.4) 276 (302.3)

RRNN-Tied-Dropout  303.8 (331.8) 304.2 (332.7) 300.2 (328.1)
179.6 (195) 168.1 (182.4) 161.2 (174.5) 154.3 (167)  150.4 (163)

RGRU-Tied-Dropout  228.5 (249.8) 215.7 (235) 205.8 (223.7)
RLSTM-Tied-Dropout  334.4 (356) 170.9 (184.8) 152.3 (164.4) 128.8 (137.1) 119.1 (126.4) 114.7 (121.6)12.6 (118.4) 112.9 (119.4)

We summarize the model complexities of all of our trained models in Table 3.2. Since
we focus on compressing RNN instead of embedding layers, we also include the number
of RNN parameters in addition to overall model parameters. We demonstrate the perfor-
mance of our restricted models on both PTB and WT2 datasets at di erent sharing rates

r in Table 3.3 and 3.4. From the experimental results, we discovered an interesting phase
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transition from all-parameters-sharing to partial-parameter-sharing (particularly for Re-
stricted LSTM). To demonstrate it, we graphically illustrate perplexity versus the number

of RNN parameters in Figures 3.2 and 3.3.

In Table 3.1, we show the best known results of compressed RNN for the PTB dataset.
Due to the large vocabulary size, LSTM-SparseVD and LR LSTM not only focus on com-
pressing RNN layers but also on embedding and softmax layers. However, our restricted
models only focus on compressing RNN layers. Therefore, to maintain a reasonable com-
parison, we train our models with tied embedding where the weight matrices of embedding
and softmax layers are completely shared [PW16]. Tied embedding is a common regu-
larization technique which prevents the model from learning a one-to-one correspondence
between the input and output [IKS16]. We also empirically add Dropout with rate 0.2 to
regularize our models. Through various experiments we found that the nal result is not

very sensitive to small Dropout rates.

We illustrate the model complexity of Restricted RNN, GRU and LSTM in Table 3.2.
As described in Section 3.3, sharing rater = 1 will force input and hidden states at
all gates to share the same parameters while = 0 indicates classical RNN where each
each input and hidden state at each gate corresponds to separate parameters. It is worth
noting that it is possible to compress LSTM to a size smaller than that of vanilla RNN. In
fact, our detailed results shown in Table 3.3 and 3.4 demonstrate that RLSTM (RLSTM-
Tied-Dropout) with r = 0:9 has lower model complexity and also outperforms vanilla
RNN (RNN-Tied-Dropout). Moreover, RLSTM (RLSTM-Tied-Dropout) with r = 0:3
signi cantly outperforms vanilla GRU (GRU-Tied-Dropout) when both have similar model
complexity. It suggests that the merit of RNN and GRU is their faster training time, due
to their less complicated recurrent structure. However, to reduce the model complexity, we
should exploit the dependencies and enforce parameter sharing among input and hidden

states at each gate.

As mentioned in Section 3.3, the intuition behind our method is that either sharing all

parameters or no parameters is not the optimal modeling for multiple dependent inputs.
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Figure 3.2 and 3.3 show that there exists a phase transition of parameter sharing in Re-
stricted RNN. No parameters sharing apparently produces inferior result since the model
parameters are learned to make a compromise among inputs. Thus, the outputs fails to
address the distinction among the inputs. Sharing all parameters in most cases produces
ideal result. However, it su ers from potential over tting and low e ciency. As shown in
Figures 3.2 and 3.3, performance improvement with sharing rate  0:5 tends to be much
more signi cant than the improvement with r < 0:5. It means that we only need to grant a
small portion of degrees of freedom for each input to achieve a result which is comparable
to classical settings. This phenomenon is obvious for RLSTM-Tied-Dropout. In fact, as
shown in Tables 3.3 and 3.4, RLSTM with small sharing rate also regularizes its classical
counterparts which have more parameters and more complex recurrent structure than that
of RNN and GRU. As to the choice ofr in practice, better performance-compression trade-
0 can be obtained by ne-tuning r in speci c data domains. From various experimental

studies, we suggest to set = 0:5 as the default option.

Figure 3.2 : Perplexity vs. Number of RNN parameters for Penn Treebank dataset.
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Figure 3.3 : Perplexity vs. Number of RNN parameters for WikiText2 dataset.

3.5 Conclusion

In this work, we propose a novel model compression methodology called Restricted Recur-
rent Neural Networks (RRNN). Unlike pruning weights and decomposing estimated param-
eter matrices, our structure based model does not require pre-training and ne-tuning of
pre-trained models. Our method explicitly takes the advantage of the recurrent structures
of RNN by enforcing parameter sharing among the input and hidden state. Our work can
be generalized to compress gated variations of RNN like LSTM and GRU. Our results show
that both extreme cases of sharing all and none parameters are not the optimal solution
to model multiple dependent input data. Sharing partial parameters can exploit the de-
pendencies among inputs and greatly reduce the number of RNN parameters. A potential
area for future work may involve integrating the weight-sharing feature of RRNN with
the Transformer model [VSP* 17]. This can enhance both learning and inference e ciency

while also increasing the maximum sequence length that the Transformer can handle.
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Chapter 4

Pruning Deep Neural Networks from a
Sparsity Perspective

In recent years, deep network pruning has attracted signi cant attention in order to enable
the rapid deployment of Al into small devices with computation and memory constraints.
Pruning is often achieved by dropping redundant weights, neurons, or layers of a deep
network while attempting to retain a comparable test performance. Many deep prun-
ing algorithms have been proposed with impressive empirical success. However, existing
approaches lack a quanti able measure to estimate the compressibility of a sub-network
during each pruning iteration and thus may under-prune or over-prune the model. In this
work, we propose PQ Index (PQI) to measure the potential compressibility of deep neural
networks and use this to develop a Sparsity-informed Adaptive Pruning (SAP) algorithm.
Our extensive experiments corroborate the hypothesis that for a generic pruning procedure,
PQI decreases rst when a large model is being e ectively regularized and then increases
when its compressibility reaches a limit that appears to correspond to the beginning of
under tting. Subsequently, PQI decreases again when the model collapse and signi cant
deterioration in the performance of the model start to occur. Additionally, our experiments
demonstrate that the proposed adaptive pruning algorithm with proper choice of hyper-
parameters is superior to the iterative pruning algorithms such as the lottery ticket-based
pruning methods, in terms of both compression e ciency and robustness. This chapter
was previously published as [DWZ 23]. Ganghua Wang and | equally contributed to the
content of this chapter. His work primarily involved theoretical analysis and paper drafting.
My contributions are conceiving and formulating the idea of PQI and SAP, designing and

running the experiments, and drafting the paper.
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4.1 Introduction

Over-parameterized deep neural networks have been applied with enormous success in a
variety of elds, including computer vision [KSH12, HZRS16b, RDGF16], natural language
processing [DCLT18, RNS 18], audio signal processing [ODZ16, SBCA19, WXC* 20],
and distributed learning [KMY * 16, DTS* 22a, DDT22a]. These deep neural networks have
signi cantly expanded in size. For example, LeNet-5 [LBB" 98] (1998; image classi cation)
has 60 thousand parameters whereas GPT-3 [BMR20] (2020; language modeling) has
175 billion parameters. This rapid growth in size has necessitated the deployment of a
vast amount of computation, storage, and energy resources. Due to hardware constraints,
these enormous model sizes may be a barrier to deployment in some edge devices such as
mobile phones and virtual assistants. This has greatly increased interest in deep neural
network compression/pruning. To this end, various researchers have developed empirical
methods of building much simpler networks with similar performance based on pre-trained
networks [HMD15, FC18]. For example, [HMD15] demonstrated that AlexNet [KSH17]
could be compressed to retain only 3% of the original parameters on the ImageNet dataset

without impacting classi cation accuracy.

An important topic of interest is the determination of limits of network pruning. An
overly pruned model may not have enough expressivity for the underlying task, which
may lead to signi cant performance deterioration [DTY18]. Existing methods generally
monitor the prediction performance on a validation dataset and terminate pruning when
the performance falls below a pre-speci ed threshold. Nevertheless, a quanti able measure
for estimating the compressibility of a sub-network during each pruning iteration is desired.
Such quanti cation of compressibility can lead to the discovery of the most parsimonious
sub-networks without performance degradation.

In this work, we connect the compressibility and performance of a neural network to
its sparsity. In a highly over-parameterized network, one popular assumption is that the
relatively small weights are considered redundant or non-in uential and may be pruned

without impacting the performance. Let us consider the sparsity of a non-negative vec-
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Figure 4.1 : An illustration of our hypothesis on the relationship between sparsity
and compressibility of neural networks. The width of connections denotes the mag-
nitude of model parameters.

tor w = [wa;:::;Wq], since sparsity is related only to the magnitudes of entries. Suppose
S(w) is a sparsity measure, and a larger value indicates higher sparsity. [HR09] sum-
marize six properties that an ideal sparsity measure should have, originally proposed in

economics [Dal20, RF04]. They are

(D1) Robin Hood. For any w; > w; and 2 (0;(w; w;)=2), we have S([wy;:::;w,

(D2) Scaling. S(w )= S(w) for any > 0.
(D3) Rising Tide. S(w+ ) <S(w)forany > 0 andw; not all the same.

(D4) Cloning. S(w) = S([w; w]).

[HRO9] point out that only Gini index satis es all six criteria among a comprehensive
list of sparsity measures. In this work, we propose a measure of sparsity named PQ Index
(PQI). To the best of our knowledge, PQI is the rst measure related to the norm of a

vector that satis es all the six properties above. Therefore, PQI is an ideal indicator of
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vector sparsity and is of its own interest. We suggest using PQI to infer the compressibility
of neural networks. Furthermore, we discover the relationship between the performance
and sparsity of iteratively pruned models as illustrated in Figure 4.1. Our hypothesis is
that for a generic pruning procedure, the sparsity will rst decrease when a large model
is being e ectively regularized, then increase when its compressibility reaches a limit that
corresponds to the start of under tting, and nally decrease when the model collapse occurs,

i.e., the model performance signi cantly deteriorates.

Our intuition is that the pruning will rst remove redundant parameters. As a result,
the sparsity of model parameters will decrease and the performance may be improved due
to regularization. When the model is further compressed, part of the model parameters
will become smaller when the model converges. Thus, the sparsity will increase and the
performance will moderately decrease. Finally, when the model collapse starts to occur,
all attenuated parameters are removed and the remaining parameters become crucial to
maintain the performance. Therefore, the sparsity will decrease and performance will sig-
ni cantly deteriorate. Our extensive experiments on pruning algorithms corroborate the
hypothesis. Consequently, PQI can infer whether a model is inherently compressible. Mo-
tivated by this discovery, we also propose the Sparsity-informed Adaptive Pruning (SAP)
algorithm, which can compress more e ciently and robustly compared with iterative prun-
ing algorithms such as the lottery ticket-based pruning methods. Overall, our work presents
a new understanding of the inherent structures of deep neural networks for model compres-

sion. Our main contributions are summarized below.

1. We propose a new notion of sparsity for vectors named PQ Index (PQI), with a
larger value indicating higher sparsity. We prove that PQI meets all six properties
proposed by [Dal20, RF04], which capture the principles a sparsity measure should
obey. Among 15 commonly used sparsity measures, the only other measure satisfying
all properties is Gini Index [HR09]. Thus, norm-based PQI is an ideal sparsity/equity
measure and may be of independent interest to many areas, e.g., signal processing

and economics.
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2. We develop a new perspective on the compressibility of neural networks. In particular,
we measure the sparsity of pruned models by PQI and postulate the above hypothesis

on the relationship between sparsity and compressibility of neural networks.

3. Motivated by our proposed PQI and hypothesis, we further develop a Sparsity-
informed Adaptive Pruning (SAP) algorithm that uses PQI to choose the pruning
ratio adaptively. In particular, the pruning ratio at each iteration is decided based
on a PQI-related inequality. In contrast, Gini Index does not have such implications

for the pruning ratio.

4. We conduct extensive experiments to measure the sparsity of pruned models and
corroborate our hypothesis. Our experimental results also demonstrate that SAP
with proper choice of hyper-parameters can compress more e ciently and robustly
compared with iterative pruning algorithms such as the lottery ticket-based pruning

methods.

4.2 Related Work

Model compression  The goal of model compression is to nd a smaller model that has
comparable performance to the original model. A smaller model saves storage and com-
putation resources, boosts training, and facilitates the deployment of the model to devices
with limited capacities, such as mobile phones and virtual assistants. Therefore, model
compression is vital for deploying deep neural networks with millions or even billions of
parameters. Various model compression methods have been proposed for neural networks.
Among them, pruning is one of the most popular and e ective approach [LDS89, Hag93,
HMD15, HPTT16, LWL17, FC18, LAT18, HZS17]. The idea of pruning is the sparsity
assumption that many redundant or non-in uential neuron connections exist in an over-
parameterized model. Thus, we can remove those connections (e.g., weights, neurons, or
neuron-like structures such as layers) without sacri cing much test accuracy. Two critical

components of pruning algorithms are a pruning criterion that decides which connection
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to be pruned and a stop criterion that determines when to stop pruning and thus prevent
under tting and model collapse. There are many pruning criteria motivated by di erent
interpretations of redundancy. A widely-used criterion removes the parameters with the
smallest magnitudes, assuming that they are less important [Hag93, HMD15]. Besides
maghnitude-based pruning, one may prune the parameters based on their sensitivity or con-
tribution to the network output [LDS89, LAT18, HPTT16, SWD * 21] or restrict di erent
model components to share a large proportion of neural weights [DDT19, DDT21]. As for
the stop criterion, the common choice is validation: to stop pruning once the test accuracy

on a validation dataset falls below a given threshold.

While pruning is a post-processing method that requires a pre-trained model, there
are also pre-processing and in-processing methods based on the sparsity assumption. For
example, one can add explicit sparse constraints on the network, such as forcing the param-
eters to have a low-rank structure and sharing weights. Alternatively, one can implicitly
force the trained model to be sparse, such as adding a sparsity penalty (e.g.;-norm) to
the parameters. In contrast to those sparsity-based compression methods, which nd a
sub-network of the original one, researchers have also proposed compressing the model by
nding a smaller model with a di erent architecture. The e orts include knowledge distil-
lation [HVD15] and architecture search [MHDA21]. We refer the reader to [HABN* 21] for

a comprehensive survey of model compression.

Theory of model compression In practice, the compressibility of a model depends
on the network architecture and learning task. The pruning usually involves a lot of ad hoc
hyper-parameter ne-tuning. Thus, an understanding of model compressibility is urgently
needed. There have been some recent works to show the existence of or nd a sub-network
with guaranteed performance. [AGNZ18] show that a model is more compressible if it is
more stable to the noisy inputs and provides a generalization error bound of the pruned
model. [YWDY22] propose a backward pruning algorithm inspired by approximating func-
tions using " q-norm [WPGY14], and quantify its generalization error. [BLG " 18, MOB* 19]

utilize the concept of coreset to prove the existence of a pruned network with similar per-
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formance. The main idea is to sample the parameters based on their importance, and thus
selected parameters could preserve the output of the original network. [YGN20] propose
a greedy selection algorithm to reconstruct a network and bound the generalization error
for two-layer neural networks. Our work develops a new perspective on the compressibil-
ity of neural networks by directly measuring the sparsity of pruned models to reveal the

relationship between the sparsity and compressibility of neural networks.

Sparsity measure  Sparsity is a crucial concept in many fundamental elds such as
statistics and signal processing [Tib96, Don06, ATO8]. Intuitively, sparsity means that the
most energy is concentrated in a few elements. For example, a widely-used assumption
in high-dimensional machine learning is that the model has an underlying sparse repre-
sentation. Various sparsity measures have been proposed in the literature from di erent
angles. One kind of sparsity measure originates from sociology and economics. For exam-
ple, the well-known Gini Index [Gin12] can measure the inequality in a population's wealth
or welfare distribution. A highly wealth-concentrated population forms a sparse vector if
the vector consists of the wealth of each person. In addition, to measure the diversity
in a group, entropy-based measures like Shannon entropy and Gaussian entropy are often
used [Jos06]. Another kind of sparsity measure has been studied in mathematics and engi-
neering for a long time. A classic measure is the hard sparsity, also known ag-norm, which
is the number of non-zero elements inw. A small hard sparsity implies that only a few
vector elements are active or e ective. However, a slight change in the zero-valued element
may cause a signi cant increase in the hard sparsity, which can be undesirable. Thus, its
relaxations such as'p,-norm (O <p 1) are also widely used. For example, ;-norm-based
constraints or penalties are used for function approximation [Bar93], model regularization
and variable selection [Tib96, CDS01]. Our work proposes the rst measure of sparsity
related to vector norms that satis es all the properties shared by the Gini Index [HR09]

and an adaptive pruning algorithm based on our proposed measure of sparsity.
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4.3 Pruning with PQ Index

4.3.1 PQ Index

We will prove all the six properties (D1)-(D4) and (P1), (P2), which are mentioned in the

introduction, hold for our proposed PQ Index (PQI).

De nition 1 (PQ Index). For any 0<p < ¢, the PQ Index of a non-zero vectorw 2 RY

is

lpg(W) =1 do o

(4.1)

P
where kwk, = ( idzljwij'o)lzp is the “p-norm of w for any p > 0. For simplicity, we will

usel(w) and drop the dependency om and g when the context is clear.

Theorem 1. We haveO Ipq(w) 1 de %, and a larger lpq(w) indicates a sparser

vector. Furthermore, I,,q(w) satis es all the six properties (D1)-(D4) and (P1), (P2).

Remark 1 (Sanity check). For the densest or most equal situation, we havey; = c for
i = 1;:::;d, where c is a non-zero constant. It can be veried that Ipq(w) = 0. In
contrast, the sparsest or most unequal case is thaw;'s are all zeros except one of them,
and correspondinglp.q(w) = 1 d% % Note that I(w) for an all-zero vector is not de ned.
From the perspective of the number of important elements, an all-zero vector is sparse;

however, it is dense from the aspect of energy distribution.

Remark 2 (Insights). The form of I, is not a random thought but inherently driven by
properties (D1)-(D4). Why do we need the ratio of two norms? It is essentially decided
by the requirement of (D2) Scaling. If S(w) involves only a single norm, thenS(w) is not
scale-invariant. However, since ";-norm is homogeneous for allr > 0, the ratio of two
norms is inherently scale-invariant. Why is there an additional scaling constantd% %?
This is necessary to satisfy (D4) Cloning. Inspired by the well-known Root Mean Squared
Error (RMSE), we found out that the additional scaling constant is the correct term to

help 1,4 be independent of the vector length. It is essentially appealing for comparing the
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sparsity of neural networks with di erent model parameters. Why do we requirep < q? We
nd it plays a central role in meeting (D1) and (D3). The insight is that kwk, decreases

faster than kwkq when a vector becomes sparser, thus guaranteeing a larger PQ Index.

Theorem 2 (PQI-bound on pruning). Let M, denote the set ofr indices of w with the
P P

largest magnitudes, and  be the smallest value such that 5y, jwijP r oM, JWiP

Then, we have

qp
p-

rood@a+ o) PR (wa (4.2)

Remark 3. The PQI-bound is inspired by [YWDY22] that proposed to usekwki=kwkg; q 2
(0;1) as a measure of sparsity. We use similar techniques to derive the bound based on our
proposed PQ Index. It is worth mentioning thatkwk;=kwkg does not satisfy properties (D2),
(D4), (P1), and (P4), which an ideal sparsity measure should have [HR09]. Consequently,
we cannot use it to compare the sparsity of models of dierent sizes. The merit of the
PQI-bound is that it applies to iterative pruning of models that involve di erent numbers of

model parameters.

Recall that the pruning is based on the assumption that parameters with small magni-
tudes are removable. Therefore, suppose we knowwvi{) and ., then we immediately have
a lower bound for the retaining ratio of the pruning from Theorem 2. Thus, we can adap-
tively choose the pruning ratio based on I(v) and |, which inspires our Sparsity-informed
Adaptive Pruning (SAP) algorithm in the following subsection. In practice, | is unavail-
able before we decide the pruning ratio. Therefore, we treat it as a hyper-parameter in
our experiments. Since  is non-increasing with respect tor, a larger , means that we
assume the model is more compressible and leads to a higher pruning ratio. Experiments

show that it is safe to choose ; = 0.

4.3.2 Sparsity-informed Adaptive Pruning

In this section, we introduce the Sparsity-informed Adaptive Pruning (SAP) algorithm as

illustrated in Algorithm 1. Our algorithm is based on the well-known lottery ticket pruning
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method [FC18]. The lottery ticket pruning algorithm proposes to prune and retrain the
model iteratively. Compared with one shot pruning algorithm, which does not retrain the
model at each pruning iteration, the lottery ticket pruning algorithm produces pruned mod-
els of better performance with the same percent of remaining model parameters. However,
both methods use a xed pruning ratio P at each pruning iteration. As a result, they may
under-prune or over-prune the model at earlier or later pruning iterations, respectively.
The under-pruned models with spare compressibility require more pruning iterations and
computation resources to obtain the smallest neural networks with satisfactory perfor-
mance. The over-pruned model su ers from under tting due to insu cient compressibility

to maintain the desired performance. Therefore, we propose SAP to adaptively determine
the number of pruned parameters at each iteration based on the PQI-bound derived in For-
mula 4.2. Furthermore, we introduce two additional hyper-parameters, the scaling factor

and the maximum pruning ratio , to make our algorithm further exible and applicable.

Algorithm 1 Sparsity-informed Adaptive Pruning (SAP)

Input: model parametersw, mask m, norm 0 < p < g, compression hyper-parameter ,
scaling factor , maximum pruning ratio , number of epochsgE, and number of
pruning iterations T.

Randomly generate model parameterawinit

Initialize mask mg with all ones
for each pruning iterationt=0;1;2;:::T do
Initialize model parameters wy = Wipir My
Compute the number of model parametersd; = jmyj
Train the model parametersw with m; for E epochs and arrive atw

1 1
Compute PQ Index I(w) =1 df 5%
Compute the lower bound of the number of retained model parameters
ro=d(l+ ) SOP[ I(w)le e
Compute the number of pruned model parameters
¢ = bde min( (1 g); )c
Prune ¢; model parameters with the smallest magnitude based onv; and m;
Create new maskmy+1

end
Output: The pruned model parameterswr and maskm-.

Next, we walk through our SAP algorithm. Before the pruning starts, we randomly

generate model parameteraini; . We will use wini; to initialize retained model parameters
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at each pruning iterations. The lottery ticket pruning algorithm shows that the performance
of retraining the subnetworks from wj,i; is better than from scratch. Then, we initialize
the mask mo with all ones. Suppose we havel number of pruning iterations. For each
pruning iteration t =0;1;2;:::T, we rstinitialize the model parameters w; and compute

the number of model parametersd; as follows
Wy = Winip  Mg;  de = jmyj; (4.3)

where is the Hadamard product. After training the model parameters w; with my by
freezing the gradient for E epoch, we arrive at trained model parametersw;. Upon this
point, our algorithm has no di erence from the classical lottery ticket pruning algorithm.

The lottery ticket pruning algorithm will then prune d P parameters from m; according

to the magnitude of w; and nally create new mask my.; .

After arriving at w, our proposed SAP will compute the PQ Index, denoted by Ifv;),

and the lower bound of the number of retrained model parameters, denoted by, as follows

qp

11
WS =@ ) TP Kl (44)

— q
|(Wt) 1 dt kWt kq ;

Then, we compute the number of pruned model parameterg; = bd; min( (1 {j—i); )c:
Here, we introduce to accelerate or decelerate the pruning at initial pruning iterations.
Specically, > 1 or< 1 encourages the pruning ratio to be larger or smaller than the
pruning ratio derived from the PQI-bound, respectively. As the retraining of pruned models
is time-consuming, it is appealing to e ciently obtain the smallest pruned model with
satisfactory performance for a small number of pruning iterations. In addition, we introduce
the maximum pruning ratio  to avoid excessive pruning because we will compress more
than the PQI-bound if > 1 and may completely prune all model parameters. If we set
=1, can be safely omitted. In our experiments, we set = 0:9 only to provide minimum
protection from excessive pruning at each pruning iteration. Finally, we prunec; model
parameters with the smallest magnitude based orw; and m¢, and nally create new mask

m¢+1 for the next pruning iteration.
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4.4 Experimental Studies

4.4.1 Experimental Setup

We conduct experiments with FashionMNIST [XRV17], CIFAR10, CIFAR100 [K * 09], and
TinylmageNet [LY15] datasets. Our backbone models are Linear, Multi-Layer Perceptron
(MLP), Convolutional Neural Network (CNN), ResNet18, ResNet50 [HZRS16a], and Wide
ResNet28x8 (WResNet28x8) [ZK16]. We run experiments fofT = 30 pruning iterations
with Linear, MLP, and CNN, and T = 15 pruning iterations with ResNet18. We compare
the proposed SAP with two baselines, including "One Shot' and "Lottery Ticket' [FC18]
pruning algorithms. The di erence between "One Shot' and "Lottery Ticket' pruning algo-
rithms is that "One Shot' prunes d P model parameters at each pruning iteration fromwg
instead ofw;. We haveP = 0:2 throughout our experiments. We compare the proposed PQ
Index (p = 0:5, g = 1:0) with the well-known Gini Index [Gin12] to validate its e ectiveness
in evaluating sparsity. Furthermore, we perform pruning on various pruning scopes, in-
cluding "Neuron-wise Pruning,’ "Layer-wise Pruning,’ and "Global Pruning.' In particular,
"Global Pruning' gather all model parameters as a vector for pruning, while "Neuron-wise
Pruning' and "Layer-wise Pruning' prune each neuron and layer of model parameters sep-
arately. The number of neurons at each layer is equal to the output size of that layer. For
example, "One Shot' and "Lottery Ticket methods with "Neuron-wise Pruning' pruned;, P
model parameters of each neuron, wherd; refers to the size of each neuron. Similarly, SAP
computes the PQ Index and the number of pruned model parameters for neuron. Details
of the model architecture and learning hyper-parameters are included in the Appendix.
We conducted four random experiments with di erent seeds, and the standard deviation
is shown in the error bar of all gures. Further experimental results can be found in the

Appendix.
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Figure 4.2 : Results of (a) retrained and (b) pruned models at each pruning iteration
for "Global Pruning' with FashionMNIST and MLP, where (a) is obtained from the
models after retraining and (b) is directly from those after pruning.

4.4.2 Experimental Results

Retrained models  We demonstrate the results of retrained models iy m;) at each
pruning iteration in Figure 4.2(a) and 4.3(a). In particular, we illustrate the performance,
percent of remaining weights, PQ Index, and Gini Index at each pruning iteration. In these
experiments,  and are set to 0 and 1 to prevent interference. The "Lottery Ticket'
method outperforms "One Shot' as expected. SAP{ = 1:0, g = 2:0) compresses more
aggressively than SAP p =0:5, g=1:0). Recall that SAP adaptively adjusts the pruning
ratio based on the sparsity of models, while "One Shot' and "Lottery Ticket' have a xed
pruning ratio at each pruning iteration. In Figure 4.2(a), SAP (p=1:0,g=2:0) at around
T = 10 achieves similar performance as "Lottery Ticket' at around T = 25. Furthermore,
SAP (p = 0:5, g = 1:0) and "Lottery Ticket' have similar pruning ratio before T = 10,
but SAP (p = 0:5, g = 1:0) adaptively lowers the pruning ratio and thus prevents the
performance from deteriorating like "Lottery Ticket' does after T = 25. In Figure 4.3(a),
we observe similar fast pruning phenomenon of SAP = 1:0, g = 2:0). Meanwhile, SAP
(p = 0:5, g = 1:0) performs similar to "Lottery Ticket' but prunes more than "Lottery
Ticket' does. Consequently, by carefully choosingp and g, SAP can provide more e cient

and robust pruning. As for the sparsity of retrained models, the result of the PQ Index
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Figure 4.3 : Results of (a) retrained and (b) pruned models at each pruning iteration
for "Global Pruning' with CIFAR10 and ResNet18.

is aligned with the Gini Index, which experimentally demonstrates that the PQ Index can
e ectively measure the sparsity of model parameters. Furthermore, the dynamics of the
sparsity also corroborates our hypothesis, as shown by "One Shot' in Figure 4.2(a) and
SAP (p=1:0,g=2:0) in Figure 4.3(a). The results show that an ideal pruning procedure

should avoid a rapid increase in sparsity.

Pruned models We demonstrate the results of pruned models at each pruning itera-
tion in Figure 4.2(b) and 4.3(b). In particular, we illustrate the performance, performance
di erence, PQ Index, and PQ Index di erence at each pruning iteration. The performance
and PQ Index are computed directly from the pruned models without retraining. The
performance and PQ Index di erence is between the retrained gy m; for "One Shot' and
wy my for "Lottery Ticket' and SAP) and pruned models (wg m¢+1 for "One Shot' and
w; me+1 for “Lottery Ticket' and SAP). The results of performance di erence show that
the performance of pruned models without retraining from SAP can perform close to that of
retrained models. Furthermore, the sparsity of pruned models shows that iterative pruning
generally decreases the sparsity of pruned models. Meanwhile, the sparsity di erence of
pruned models provides a sanity check by showing that pruning at each pruning iteration

decreases the sparsity of retrained models.

Pruning scopes We demonstrate various pruning scopes regarding compression trade-
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Figure 4.4 : Results of various pruning scopes regarding (a) compression trade-o ,
(b) layer-wise percent of remaining weights, and (c) layer-wise PQ Index for CIFAR10
and CNN. (b, c) are performed with SAP p=0:5,q=1:0).

0, layer-wise percent of remaining weights, and layer-wise PQ Index in Figure 4.4. The
results of the compression trade-o show that SAP with "Global Pruning' may perform
worse than "One Shot' and "Lottery Ticket' when the percent of remaining weights is small.
As illustrated in the "Global Pruning' of Figure 4.4(b), the rst layer has not been pruned
enough. It is because SAP with "Global Pruning' measures the sparsity of all model param-
eters in a vector, and the magnitude of the parameters of the rst layer and other layers may
not be at the same scale. As a result, the parameters of the rst layer will not be pruned
until late pruning iterations. However, SAP with "Neuron-wise Pruning' and "Layer-wise

Pruning' perform better than "One Shot' and "Lottery Ticket." SAP can adaptively adjust
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Figure 4.5 : Ablation studies of p and g for global pruning with CIFAR10 and CNN.

the pruning ratio of each neuron and layer, but "One Shot' and "Lottery Ticket' may over-
prune speci ¢ neurons and layers because they adopt a xed pruning ratio. Interestingly,
the parameters of the rst layer are pruned more aggressively by "Neuron-wise Pruning'
than “Global Pruning' in the early pruning iterations. However, they are not pruned by
"Neuron-wise Pruning' in the late pruning iterations, while “Global Pruning' still prunes
them aggressively. It aligns with the intuition that the initial layers of CNN are more
important to maintain the performance, e.g., [GEH19] observed that the rst layer was
often more important to model quality and pruned less than other layers. Furthermore, the
PQ Index of "Neuron-wise Pruning' is also more stable than the other two pruning scopes,
which indicates that "Neuron-wise Pruning' is more appropriate for SAP, as the PQ Index
is computed more precisely.

Ablation studies We demonstrate ablation studies ofp and q in Figure 4.5. In Fig-
ure 4.5(a), we x q = 1:0 and study the e ect of p. The results show that SAP prunes
more aggressively whermg = 1:0 and p is close toq. In Figure 4.5(b), we x p=1:0 and
study the e ect of g. The results show that SAP prunes more aggressively whep = 1:0
and q is distant from p. We demonstrate ablation studies of ; and in Figure 4.6. In
Figure 4.6(a), we x =1:0 and study the e ect of ;. The results show that SAP prunes
more aggressively when, > 0. In Figure 4.6(b), we x | =0:0 and study the e ect of

The results show that SAP prunes more aggressively when> 1. Interestingly, the per-
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Figure 4.6 : Ablation studies of ; and for global pruning with CIFAR10 and CNN.

formance of our results roughly follows a logistic decay model due to the adaptive pruning
ratio, and the in ection point corresponds to the peak of the sparsity measure. Moreover,
the dynamics of the sparsity measure of SAP with various ablation studies also corroborate

our hypothesis.

4.5 Conclusion

We proposed a new notion of sparsity for vectors named PQ Index (PQI), which follows
the principles a sparsity measure should obey. We develop a new perspective on the com-
pressibility of neural networks by measuring the sparsity of pruned models. We postulate a
hypothesis on the relationship between the sparsity and compressibility of neural networks.
Motivated by our proposed PQI and hypothesis, we further develop a Sparsity-informed
Adaptive Pruning (SAP) algorithm that uses PQI to choose the pruning ratio adaptively.
Our experimental results demonstrate that SAP can compress more e ciently and robustly
than state-of-the-art algorithms. One area of future work is to investigate the interpreta-
tion of PQI from a probability perspective, and the relationship between the PQI and
the Gini Index. Further research could also examine the potential applications of PQI in

regularization and fairness.
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Long divided must unite; Long united must divide.

| Romance of the Three Kingdoms
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Chapter 5

Distributed Recurrent Autoencoder for
Scalable Image Compression

We propose a new architecture for distributed image compression from a group of dis-
tributed data sources. The work is motivated by practical needs of data-driven codec
design, low power consumption, robustness, and data privacy. The proposed architecture,
which we refer to as Distributed Recurrent Autoencoder for Scalable Image Compression
(DRASIC), is able to train distributed encoders and one joint decoder on correlated data
sources. Its compression capability is much better than the method of training codecs sep-
arately. Meanwhile, the performance of our distributed system with 10 distributed sources
is only within 2 dB peak signal-to-noise ratio (PSNR) of the performance of a single codec
trained with all data sources. We experiment distributed sources with di erent correlations
and show how our data-driven methodology well matches the Slepian-Wolf Theorem in Dis-
tributed Source Coding (DSC). To the best of our knowledge, this is the rst data-driven
DSC framework for general distributed code design with deep learning. This chapter was

previously published as [DDT20].

5.1 Introduction

It has been shown by a variety of previous works that deep neural networks (DNN) can
achieve comparable results as classical image compression techniques [TQ, BLS16,
GBR" 16, TVJ* 17, TSCH17, JVM* 17, LMXW18, LZG* 18, MAT * 18]. Most of these
methods are based on autoencoder networks and quantization of bottleneck representa-
tions. These models usually rely on entropy codec to further compress codes. Moreover, to
achieve di erent compression rates it is unavoidable to train multiple models with di erent

regularization parameters separately, which is often computationally intensive.
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In this work, we are motivated to develop an architecture that has the following advan-
tages. First, unlike classical distributed source coding (DSC) which requires customized
code design for di erent scenarios [XLCO04], a data-driven distributed compression frame-
work can handle nontrivial distribution of image sources with arbitrary correlations. Sec-
ond, the computation complexity of encoders (e.g. mobile devices) can be transferred to
the decoder (e.g. a remote server). Such a system of low complexity encoders can be used
in a variety of application domains, such as multi-view video coding [GARRMO5], sensor
networks [XLCO04], and under-water image processing where communication bandwidth and
computational power are quite restricted [SP09, SC10]. Third, the distributed framework
can be more robust against heterogeneous noises or malfunctions of encoders, and such ro-
bustness can be crucial in, e.g., unreliable sensor networks [GARRMO5, IPRP05, XRLGO06].
Last but not least, the architecture is naturally scalable in the sense that codes can be de-
coded at more than one compression quality level, and it allows e cient coding of correlated
sources which are not physically co-located. This is especially attractive in video streaming
applications [GPT* 07, Geh08].

It is tempting to think that splitting raw data for di erent encoders compromises the
compression quality. It is thus natural to ask this question: Can distributed encoders
perform as well as a single encoder trained with all data sources together? A positive answer
from a theoretical perspective was given in the context of information theory, where DSC is
an important problem regarding the compression of multiple correlated data sources. The
Slepian-Wolf Theorem shows that lossless coding of two or more correlated data sources with
separate encoders and a joint decoder can compress data as e ciently as the optimal coding
using a joint encoder and decoder [SW73, Cov75]. The extension to lossy compression
with Gaussian data sources was proposed as Wyner-Ziv Theorem [WZ76]. Although these
theorems were published in 1970s, it was after about 30 years that practical applications
such as Distributed Source Coding Using Syndromes (DISCUS) emerged [PRO3]. One of the
main advantages of DSC is that the computation complexity of the encoder is transferred

to the decoder. A system architecture with low complexity encoders can be a signi cant
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Figure 5.1 : lllustration of Deep Distributed Source Coding.

Figure 5.2 : lllustration of Recurrent Autoencoder for Scalable Image Compression.

advantage in applications such as multi-view video coding and sensor networks [GARRMO5,
XLCO4].

Motivated by the theoretical development of DSC, in this work we propose a DNN
architecture that consists of distributed encoders and a joint decoder (illustrated in Fig. 5.1
and 5.2). We show that distributed encoders can perform as well as a single encoder trained
with all data sources together. Our proposed DSC framework is data-driven by nature, and

it can be applied to distributed data even with unknown correlation structure.

The paper is outlined below. We review previous related works in Section 2. We
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describe our proposed architecture for general image compression and its basic modules in
Subsections 3.1-3.4. Then we elaborate the Deep Distributed Source Coding framework in
Subsection 3.5. Experimental results are shown in Section 4, followed by conclusions in

Section 5.

5.2 Related Work

Although there has been a variety of research on lossy data compression in the past few
decades, little attention has been paid to a systematic approach for general and practical
distributed code design, especially in the presence of an arbitrary number of nontrivial data
sources with arbitrary correlations [XLCO04]. A main motivation of this work is to attempt

to replace the practical hand-crafted code design with data-driven approaches. To our best
knowledge, what we propose is the rst data-driven DSC architecture. Unlike hand-crafted
quantizers, our neural network-based quantizers show that the correlations among di erent
data sources can be exploited by the model parameters. Inspired by DSC, We empirically

show that it is possible to approach the theoretical limit with our methodology.

5.2.1 Image compression with Deep Learning

There exist a variety of classical codecs for lossy image compression. Although the JPEG
standard [Wal92] was developed thirty years ago, it is still the most widely used image
compression method. Several extensions to JPEG including JPEG2000 [SCEO01], WebP
[Go010] and BPG [Bell4] have been developed. Most of these classical codecs rely on
a quantization matrix applied to the coe cients of discrete cosine transform or wavelet

transform.

Common deep neural network architecture for image compression are auto-encoders
including non-recurrent autoencoders [BLS16, TSCH17, LZG 18, MAT * 18] and recurrent
autoencoders [TOH 15, TVJ* 17, JVM* 17]. Non-recurrent autoencoders use entropy codec

to encode quantized bottleneck representations, and recurrent models introduce incremen-
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tal binarized codes at each compression quality. The generated codes of non-recurrent
models is not scalable and their performance heavily relies on the conditional genera-
tive model like PixelCNN [VJdOKE * 16] which arithmetic coding can take advantage of
[LZG* 18, MAT * 18]. Recurrent autoencoders, on the other hand, can reconstruct images
at lower compression qualities with the subset of high quality codes. Other notable varia-
tions include adversarial training [RB17], multi-scale image compression [NMMO18], and
generalized divisive normalization (GDN) layers [BLS16]. Another challenge is to well
de ne the derivative of quantizations of bottleneck representations. [BLS16] replaced non-
di erentiable quantization step with a continuous relaxation by adding uniform noises.

[TOH* 15], on the other hand, used a stochastic form of binarization.

5.2.2 Distributed Source Coding

Our methodology is inspired by the information-theoretic results on DSC which have been
established since 1970s. The Slepian-Wolf [SW73] Theorem shows that two correlated data
sources encoded separately and decoded jointly can perform as well as joint encoding and
decoding, and outperform separate encoding and separate decoding. The striking result
indicates that as long as the codes are jointly decoded, there can be no loss in coding
e ciency even the codes are separately encoded. Cover [Cov75] generalizes the achievability
of Slepian-Wolf coding to arbitrary number of correlated sources. [WZ76] Coding gives a
rate-distortion curve as an extension to lossy cases. Some researchers have also shown the
applicability of DSC on still images [DGIB05]. In practical applications, low complexity
video encoding benets from the DSC framework which can transfer the complexity of
encoder to decoder [PR02, AZG02]. Scalable Video Coding can also be incorporated with
DSC [XX06]. These proposed methods indicate the feasibility of DSC in our problem

setting.
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5.3 Methods

In this section, we rst describe the recurrent autoencoder for scalable image compression
used in our work. We will then describe how this Deep Learning architecture is used in

Distributed Source Coding framework.

5.3.1 Network Architecture

Our compression network consists of an encoder, a binarizer, and a decoder. The activation
function following each Convolutional Neural Network (CNN) module is tanh. For the rst
iteration of our model, the input images are initially encoded and transformed into ( 1;1)

by tanh activation function. Binary codes are quantized from bottleneck representations.
The decoder then reconstructs images based on the received binary codes. Finally, we
compute the residual di erence between the original input images and the reconstructed
output images. At the next iteration, the residual di erence is feedback as the new input
for our model. This procedure is repeated multiple iterations to gain more codes for better
reconstruction performance. Therefore, the reconstructed images at each iteration are the
sum of output reconstructions from previous and current iterations. The dependencies
among iterations are modeled by recurrent models like ConvLSTM. We iterate 16 times
to generate scalable codes. Compared to non-scalable codes which require new set of
codes at each compression quality, scalable codes are able to reconstruct images at lower
compression quality by using the subset of codes. This is especially attractive in video
streaming applications [GPT* 07, Geh08].

Consider datasetX = fxg\ consisting ofN i.i.d. samples of some continuous or discrete
variables x. The data generating process is unknown. Autoencoders for compression and
reconstruction can be formulated in the following way. Data can be compressed with
a neural network-based encodef (x; ) into quantized codes z-and reconstructed with a
decoderg(z; ). We can binarize bottleneck representationsz and control the compression

quality by varying its channel sizes. The loss functionL (x; %) is minimized with respect to
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the model parameters and

z=f(x; );z=Binarize(z);x= g(z, ); (5.1)

Minimize L(x; %) (5.2)

Deep recurrent autoencoder gradually increases compression quality by creating a correlated
residual sequence from the di erence between the input and output of our model. The
advantage of recurrent model is that we can use a subset of generated codes to reconstruct
images at lower compression qualities. Classical autoencoders, on the contrary, not only
have to train multiple networks with di erent penalty coe cients for rate-distortion loss but

also have to generate di erent codes for di erent compression quality. Supposé iterations

are used, we can formulate the recurrent autoencoder in the following way.

z: = T (Xt; ); % = Binarize( z); (5.3)

Xt = 0(Z; )iXte1 = Xt %, X1 =0; (5.4)
1 X Xt

Minimize T L(Xq; x): (5.5)
t=1 i=1

5.3.2 Deep Distributed Source Coding Framework

Fig. 5.1 and 5.2 illustrate our Distributed Recurrent Autoencoder for Scalable Image Com-
pression (DRASIC). Similar to classical DSC framework, each data source is encoded sep-
arately and decoded jointly. In our network, each distributed encoder in Fig. 5.1 has the
exact same structure in Fig. 5.2. Traditionally, researchers have to design di erent kind of
codes for speci ¢ data sources [SRP04]. We propose to use data-driven approach to handle
complex scenarios where the distribution of data sources is unknown and their correla-
tions can be arbitrary. Our proposal may also shed new light on sophisticated application

scenarios such as videos where data sources and correlations are time dependent.

In our neural network-based DSC,M distributed encoders encode corresponding data
sourcesx™ that can be arbitrarily correlated. Each neural network-based encodef (x™; ™)

has their own model parameters ™. After binarizing bottleneck representations z™, code
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sourcesz? are transmitted and concatenated batch-wisely. A single decodeg(z™; ) re-
constructs imagesx® from all sources with the same model parameters . In classical
settings, the joint decoder has to process all compressed codes from each source jointly. In
our data-driven setting, the joint training process optimizes the model such that the single
decoder can decode from correlated sources. In this case, decoding codes from a particu-
lar data source does not depend on synchronization of codes from other sources, since the

model has been optimized to adapt the correlations among all sources.

2" = f(x{"; M);#" = Binarize(z{"); (5.6)

Xt =0z )Xt =Xt X, % =0; (5.7)
1 X W Xt

Minimize T L(xT;  xM): (5.8)
t=1 m=1 i=1

Our result shows that the resulting distributed model can perform as well as encoding all
data by one single encoder. However, if we encode and decode each data source separately,

the performance becomes signi cantly worse, i.e. withx® = g(z"; ™).

5.4 Experiments

To show our model is capable of compressing natural images, we train our model on ClI-
FAR10 dataset [SP09] and evaluate the rate-distortion curve on Kodak dataset [Kod93].
To show our model is capable of compressing grayscale images and demonstrate the fea-
sibility of training encoders in a distributed manner, we train and evaluate our models
with MNIST dataset [LBB * 98]. We observe that many non-recurrent autoencoders out-
perform recurrent models on rate-distortion curves [LZG 18, MAT * 18]. We emphasize the
distinction between the recurrent and non-recurrent autoencoders which do not have the
scalability of reconstructing low quality images by using the subset of codes for high quality
reconstruction. Our experiments aim to empirically demonstrate the feasibility of scalable

distributed source coding in a data-driven setting. We use Adam optimizer [KB14] with

60



(a) PSNR vs. BPP on Kodak dataset (b) PSNR vs. BPP on MNIST dataset

Figure 5.3 : Our symmetric recurrent autoencoder performs comparable to classical
codecs and neural network-based codecs.

(a) Split by random subsets. (b) Split by class labels.

Figure 5.4 : Pearson's correlation matrix among MNIST dataset.

minibatch size of 100 for all experiments. We use learning rate :001 for a total of 200
epochs and decay every 50 epochs by a factor of3) Fig. 5.3a shows that our symmetric
recurrent autoencoder performs comparable to classical codecs and neural network-based
codecs on compressing natural images, and performs signi cantly better on compressing
handwritten grayscale images.

To demonstrate the feasibility of compressing distributed data sources, we split our
data into correlated subsets to emulate the case where encoders only have access to dis-
tributed correlated data sources. We conduct our experiments with (24; 8; 10) number of
distributed sources. For the MNIST dataset, the correlated data sources are from images

separated by class labels. Each data source only contains the images of the same digit.
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Figure 5.5 : Rate-distortion curves for data sources distributed by random subsets
with T = 16 for all sources.

First, we compare our result, labeled asDistributed, to the case where all data are trained
with one encoder and one decoder jointly, labeled agoint. The Joint curve is approxi-
mated as the theoretical upper bound of performance. Second, we compare our result to
the case where each data source is trained with a separate pair of encoder and decoder,
labeled asSeparate In Fig. 5.4a and 5.4b, we illustrate the Pearson's correlation matrix
among MNIST images split by random subsets and labels. It shows that the pixels of
MNIST images are moderately correlated. Inspired by DSC, it is therefore possible to take
advantage of their dependencies by training distributed encoders and a joint decoder. Our
experimental studies in the following sections consist of three aspects. We rst experiment
(2; 4, 8;10) number of distributed data sources with di erent correlations. We then show the
robustness of our distributed framework in the absence of a number of distributed sources.
To address the advantage of our DNN-based DSC framework, we experiment distributed
sources with di erent correlations. The distributed encoders are labeled as 12;:::; m. For
example, whenm = 2, we only use rst two subsets of images of digit 0 and 1. We show
the result of data sources distributed by random subsets in Fig. 5.5 and by class labels

in Fig. 5.6. The curves of distributed encoders show that the performance of training
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Figure 5.6 : Rate-distortion curves for data sources distributed by class labels with
T =16 for all sources.

distributed encoders and joint decoder can be very close to the theoretical limit. As the
number of encoders grows, the performance decreases a little, but still dominantly outper-
forms training codecs for each data source separately. Results of images split by random
subsets also outperform images split by class labels, it may relate to the constant correla-
tion as shown in 5.4a. The results show that our Deep DSC framework can bene t from
dependencies among an arbitrary number of data sources. Our data-driven DSC frame-
work, unlike classical DSC code design, once deployed, does not require synchronization of
data sources. In classical DSC code design, if syndrome bik$(X jY) are used and the data
sourceY is accidentally blocked, we will not be able to decode the data sourcX . In our
data-driven framework, even only one of the distributed encoders is functional, it can still
benet from its dependencies with other sources because their dependencies are already
trained by the model parameters. All our experiments show that distributed encoders not
only dominate separately trained codecs but also have narrower con dence bands. As the
number of encoders increases, the con dence bands of separately trained codecs become
wider because each separate codec can only access very limited amount of data and thus

su er from over tting.
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5.5 Conclusion

We introduced a data-driven Distributed Source Coding framework based on Distributed
Recurrent Autoencoder for Scalable Image Compression (DRASIC). Compared with clas-
sical code designs, our method has the following advantages. First, instead of explicitly
estimating the correlations among data sources before designing codes, the proposed data-
driven approach cansimultaneously learn the dependencies and compres$iven enough
training data, our method can handle an arbitrary number of sources with arbitrary corre-
lations. Second, we showed the robustness of our framework. Unlike classical code designs
which often require sophisticated data source synchronization, each distributed encoder of
our model, once trained and deployed, can be useithdependently and asynchronouslyof
others. Each data source equipped with less data, fewer number of iterations, and smaller
computational power can still approach the theoretical limit of compression obtained by
pulling all the data. Last but not least, our recurrent model can reconstruct images e -
ciently even at low compression quality.

We point out two interesting directions of future work. First, the compression quality
of the proposed architecture can be further improved by introducing spatially adaptive
weights over dierent iterations, e.g. by using context models for adaptive arithmetic
coding. Second, the network architecture can be further extended to handle time-dependent

data sources.
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Chapter 6

Computation and Communication
E cient Federated Learning for
Heterogeneous Clients

Federated Learning (FL) is a method of training machine learning models on private data
distributed over a large number of possibly heterogeneous clients such as mobile phones
and loT devices. In this work, we propose a new federated learning framework named
HeteroFL to address heterogeneous clients equipped with very di erent computation and
communication capabilities. Our solution can enable the training of heterogeneous local
models with varying computation complexities and still produce a single global inference
model. For the rst time, our method challenges the underlying assumption of existing
work that local models have to share the same architecture as the global model. We
demonstrate several strategies to enhance FL training and conduct extensive empirical
evaluations, including ve computation complexity levels of three model architecture on
three datasets. We show that adaptively distributing subnetworks according to clients'
capabilities is both computation and communication e cient. This chapter was previously

published as [DDT21].

6.1 Introduction

Mobile devices and the Internet of Things (loT) devices are becoming the primary comput-
ing resource for billions of users worldwide [LLH 20]. These devices generate a signi cant
amount of data that can be used to improve numerous existing applications [HRM 18].

From the privacy and economic point of view, due to these devices' growing computational
capabilities, it becomes increasingly attractive to store data and train models locally. Fed-

erated learning (FL) [KMY 16, MMR* 17] is a distributed machine learning framework
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that enables a number of clients to produce a global inference model without sharing local
data by aggregating locally trained model parameters. A widely accepted assumption is
that local models have to share the same architecture as the global model [LSTS20] to
produce a single global inference model. With this underlying assumption, we have to limit
the global model complexity for the most indigent client to train its data. In practice, the
computation and communication capabilities of each client may vary signi cantly and even
dynamically. It is crucial to address heterogeneous clients equipped with very di erent

computation and communication capabilities.

In this work, we propose a new federated learning framework calletieteroFL to train
heterogeneous local models with varying computation complexities and still produce a single
global inference model. Thismodel heterogeneity  di ers signi cantly from the classical
distributed machine learning framework where local data are trained with the same model
architecture [LSTS20, BNH19]. It is natural to adaptively distribute subnetworks according
to clients' capabilities. However, to stably aggregate heterogeneous local models to a single
global model under various heterogeneous settings is not apparent. Addressing these issues

is thus a key component of our work. Our main contributions of this work are three-fold.

~ We identify the possibility of model heterogeneity and propose an easy-to-implement
framework HeteroFL that can train heterogeneous local models and aggregate them
stably and e ectively into a single global inference model. Our approach outperforms

state-of-the-art results without introducing additional computation overhead.

Our proposed solution addresses various heterogeneous settings where di erent pro-
portions of clients have distinct capabilities. Our results demonstrate that even when
the model heterogeneity changes dynamically, the learning result from our framework

is still stable and e ective.

We introduce several strategies for improving FL training and demonstrate that our
method is robust against the balanced non-IID statistical heterogeneity. Also, the

proposed method can reduce the number of communication rounds needed to obtain
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state-of-the-art results. Experimental studies have been performed to evaluate the

proposed approach.

6.2 Related Work

Federated Learning aims to train massively distributed models at a large scale [BEG19].
FedAvg proposed by [MMR" 17] is currently the most widely adopted FL baseline, which
reduces communication cost by allowing clients to train multiple iterations locally. Major
challenges involved in FL include communication e ciency, system heterogeneity, statis-
tical heterogeneity, and privacy [LSTS20]. To reduce communication costs in FL, some
studies propose to use data compression techniques such as quantization and sketching
[KMY *16, AGL™ 17, IRU" 19], and some propose to adopt split learning [TCC20]. To tackle
system heterogeneity, techniques of asynchronous communication and active sampling of
clients have been developed [BEG19, NY19]. Statistical heterogeneity is the major bat-
tleground for current FL research. A research trend is to adapt the global model to accom-
modate personalized local models for non-11D data [LLZ 20], e.g., by integrating FL with
other frameworks such as assisted learning [XWDG20], meta-learning [JKRK19, KBT19],
multi-task learning [SCST17], transfer learning [WMK™* 19, MMRS20], knowledge distilla-
tion [LW19] and lottery ticket hypothesis [LSW * 20]. Nevertheless, these personalization
methods often introduce additional computation and communication overhead that may
not be necessary. Another major concern of FL is data privacy [LYY20], as model gra-
dient updates can reveal sensitive information [MSDCS19] and even local training data
[ZLH19, ZMB20].

To our best knowledge, what we present is the rst work that allows local models to have
di erent architectures from the global model. Heterogeneous local models can allow local
clients to adaptively contribute to the training of global models. System heterogeneity and
communication e ciency can be well addressed by our approach, where local clients can

optimize low computation complexity models and therefore communicate a small number of
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model parameters. To address statistical heterogeneity, we propose a "Masking Trick" for
balanced non-IID data partition in classi cation problems. We also propose a modi cation
of Batch Normalization (BN) [IS15] as privacy concern of running estimates hinders the

usage of advanced deep learning models.

6.3 Heterogeneous Federated Learning

6.3.1 Heterogeneous Models

Federated Learning aims to train a global inference model from locally distributed data

global model Wy through model averaging. This process iterates multiple communication

P Lo L
rounds and can be formulated asw = L5 T W atiteration t. At the next iteration,

W is transmitted to a subset of local clients and update their local models a®V,"** = W{.

In this work, we focus on the relaxation of the assumption that local models need to
share the same architecture as the global model. Since our primary motivation is to reduce
the computation and communication complexity of local clients, we consider local models to
have similar architecture but can shrink their complexity within the same model class. To
simplify global aggregation and local update, it is tempting to propose local model param-
eters to be a subset of global model parameter\ﬁtvi“'l Wé. However, this raises several
new challenges like the optimal way to select subsets of global model parameters, compat-
ibility of the-state-of-art model architecture, and minimum modi cation from the existing
FL framework. We develop Heterogeneous Federated Learning (HeteroFL) to address these
issues in the context of deep learning models.

A variety of works show that we can modulate the size of deep neural networks by
varying the width and depth of networks [ZK16, TL19]. Because we aim to reduce the
computation complexity of local models, we choose to vary the width of hidden channels.

In this way, we can signi cantly reduce the number of local model parameters, while the

68



Figure 6.1 : Global model parameteraV, are distributed to m = 6 local clients with
p = 3 computation complexity levels.

local and global model architectures are also within the same model class, which stabilizes
global model aggregation.

We demonstrate our method of selecting subsets of global model parametevy, for a sin-
gle hidden layer parameterized byWg 2 RY% k¢ in Fig. 6.1, wheredg and kg are the output
and input channel size of this layer. It is possible to have multiple computation complexity
levelswpP wp ! W as illustrated in Fig. 6.1. Let r be the hidden channel shrink-
age ratio such thatd® = rP dy and k{’ = rP k4. It follows that the size of local model
parameters jWj = r2P Djw,j and the model shrinkage ratioR = % = r2(e 1 with
this construction, we can adaptively allocate subsets of global model parameters according

to the corresponding capabilities of local clients. Suppose that nhumber of clients in each

WP tnwP;::: (6.1)
i=1
1 meZ:p

wlnw2= ——— wlnw? (6.2)

1 1 X
w|'°=a WP WP Eawp = m

Wg=Wh=WP[ (WP *nWP) [ [ (W'nwp)  (6.3)
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For notational convenience, we have dropped the iteration indext. We denote theWip as a
matrix/tensor. The Wgtj[: dm;: kn] denotes the upper left submatrix with a size ofdy,  km.
Also, W§ Y1 nw§'*! denotes the set of elements included iw§ “'*! but excluded in
Wé);t+l.

We exemplify the above equations using Fig. 6.1. The rst part of Equation (6.1) shows
that the smallest part of model parameters (blue,p = 3) is aggregated from all the local
clients that contain it. In the second part of Equation (6.1), the set di erence between
part p 1 (orange) andp (blue) of model parameters is aggregated from local clients with
computation complexity level smaller than p 1. In Equation (6.2), the red part of model
parameters can be similarly aggregated froom  my, = my clients. In Equation (6.3),
the global model parametersWé is constructed from the union of all disjoint sets of the
partition. In summary, each parameter will be averaged from those clients whose allocated
parameter matrix contains that parameter. Thus, a model of an intermediate complexity
will have parameters fully averaged with all the other larger models but partially with

smaller models (according to the corresponding upper left submatrix).

Several works show that wide neural networks can drop a tremendous number of pa-
rameters per layer and still produce acceptable results [HMD15, FC18]. The intuition is
thus to perform global aggregation across all local models, at least on one subnetwork. To
stabilize global model aggregation, we also allocate a xed subnetwork for every compu-
tation complexity level. Our proposed inclusive subsets of global model parameters also
guarantee that smaller local models will aggregate with more local models.

Thus, small local models can benet more from global aggregation by performing less
global aggregation for part of larger local model parameters. We empirically found that
this approach produces better results than uniformly sampled subnetworks for each client

or computation complexity level.
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6.3.2 Static Batch Normalization

After global model parameters are distributed to active local clients, we can optimize local
model parameters with private data. It is well-known that the latest deep learning models
usually adopt Batch Normalization (BN) to facilitate and stabilize optimization. However,
classical FedAvg and most recent works avoid BN. A major concern of BN is that it requires
running estimates of representations at every hidden layer. Uploading these statistics to
the server will cause higher communication costs and privacy issues [AdTBT20] proposes
to track running statistics locally.

We highlight an adaptation of BN named as static Batch Normaliztion (sBN) for
optimizing privacy constrained heterogeneous models. During the training phase, sBN
does not track running estimates and simply normalize batch data. We do not track
the local running statistics as the size of local models may also vary dynamically. This
method is suitable for HeteroFL as every communication round is independent. After
the training process nishes, the server sequentially query local clients and cumulatively
update global BN statistics. There exist privacy concerns about calculating global statistics
cumulatively and we hope to address those issues in the future work. We also empirically
found this trick signi cantly outperforms other forms of normalization methods including
the InstanceNorm [UVL16], GroupNorm [WH18], and LayerNorm [BKH16] as shown in
Table 6.4 and Table C.4.

6.3.3 Scaler

There still exists another cornerstone of our HeteroFL framework. Because we need to
optimize local models for multiple epochs, local model parameters at di erent computation
complexity levels will digress to various scales. This known phenomenon was initially dis-
cussed by the dropout [SHK 14]. To directly use the full model during the inference phase,
inverted dropout with dropout rate g scales representations withliq during the training
phase. In practice, dropout is usually attached after the activation layer as the selection

of subnetworks is performed with masking. Our method directly selects subnetworks from
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the subsets of global model parameters. Therefore, we append%caler module right after
the parametric layer and before the sBN and activation layers. The Scaler module scales
representations byrpi1 during the training phase. After the global aggregation, the global
model can be directly used for inference without scaling. To further illustrate this point,
we include a comprehensive ablation study in Tables 6.4 and C.4. A typical linear hidden

layer used in our HeteroFL framework can be formulated as
y = (sBN(ScalerX mWE + 1)) (6.4)

wherey is the output, () denotes a non-linear activation layer, e.g ReLU(), andW}; b,
are the weight and bias for local modelm at computation complexity level p. With all the
practical methods mentioned above, we propose the complete pseudo-code for our HeteroFL
framework in Algorithm 2. The local capabilities information L, is an abstraction of the
computation and communication capabilities of a local clientm. Once this information is
communicated to the server, the server can know the model complexity that should be allo-
cated to the client. We can also optionally update learning rates to facilitate optimization

and local capabilities information if changing dynamically.

6.4 Experimental Results

We trained over 600 individual models for exploring and demonstrating the e ectiveness of
our method. We experimented with MNIST and CIFAR10 image classi cation tasks and
the WikiText2 language modeling task [LBB* 98, K* 09, MXBS16, DCLT18].

Our experiments are performed with three di erent models including a CNN for MNIST,
a preactivated ResNet (PreResNet18) [HZRS16b] for CIFAR10 and a Transformer [VSP17]
for WikiText2. We replace BN in CNN and PreResNet18 with our proposed sBN, and attach
the Scaler module after each convolution layer. To study federated optimization, we adopt
data partition the same as in [MMR™* 17, LLZ* 20]. We have 100 clients, and the fraction
C of active clients per communication round is 01 throughout our experiments. For IID

data partition, we uniformly assign the same number of data examples for each client. For
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Algorithm 2 HeteroFL: Heterogeneous Federated Learning

Input: Data X; distributed on M local clients, the fraction C of active clients per com-
munication round, the number of local epochskE, the local minibatch size B, the
learning rate , the global model parameterized byWy, the channel shrinkage ratio
r, and the number of computation complexity levelsP.

System executes:

Initialize Wg and local capabilities information L;.x for each communication round

t=0;12::: do

M max(C M; 1) $ random set of M; clients for each clientm 2 S in

parallel do

Determine computation complexity level p based onLy rm re D dp
rmdg, km  Tmkg W& W{[ dm;:km] Wt ClientUpdate(m;rm; W)

end
for each computation complexity I%velp do
1it+1 t+1 1 Mt Mp:p: 1;t+1 t+1
wg nW§ Me Mppr iz WP nWp
end S
Wt P W T nwf Update Lyk;  (Optional)
end

Query representation statistics from local clients (Optional)
ClientUpdate (m;rm;Wn):
Bm Split local data X, into batches of sizeB for each local epoche from 1 to E
do

for batch by, 2 By, do

‘ Wh Wm r "(Wm;m;bm)

end
end
Return Wy, to server

balanced non-IID data partition, we assume that the label distribution is skewed, where
clients will only have examples at most from two classes and the number of examples per
class is balanced. We note that there exist other kinds of non-l1ID data partition, e.g.,
the unbalanced non-11D data partition where clients may hold unbalanced labeled dataset
and the feature distribution skew where clients may hold di erent features. We conduct a
masked language modeling task with a 15% masking rate and uniformly assign balanced
data examples for each client. It needs to point out that each client will roughly have
3000 di erent words in their local dataset, while the total vocabulary size is 33278. The
details regarding hyperparameters and model architecture can be found in Table C.5 of the

Appendix.
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To study the e ectiveness of our proposed HeteroFL framework, we construct ve dif-
ferent computation complexity levels f a; b; c; d; g with the hidden channel shrinkage ratio
r =0:5. We have tried various shrinkage ratios, and we found that it is most illustrative to
use the discrete complexity levels 0.5, 0.25, 0.125, and 0.0625 (relative to the most complex
model). For example, model "a' has all the model parameters, while models "b' to “e' have
the e ective shrinkage ratios 0.5, 0.25, 0.125, and 0.0625. We note that the complexity of
‘e' is close to a logistic regression model. Our experiments indicated that the ratio can be
arbitrary between (0; 1] and dynamically change. In practice, using a dictionary of discrete

complexity levels are convenient for coordination purposes.

Each local client is assigned an initial computation complexity level. We annotateFix
for experiments with a xed assignment of computation complexity levels, and Dynamic
for local clients uniformly sampling computation complexity levels at each communication
round. We perform distinct experiments for Fix and Dynamic assignments. All the gures
are based on theFix scenario, where we considered models of di erent sizes, and each client
is allocated with a xed size. All the tables are based on theDynamic scenario, where we
randomly vary the allocation of clients' model complexity, and the ratio of the number of

weak learners is xed to 50%.

The x-axis of gures represents the average model parameters. When 10% clients use
the model 'a’ and 90% use the model 'e', the average number of model parameters is
0:1 (size of model "a’)+09 (size of model "e’). We interpolate this partition from 10%
to 100% with step size 10% to demonstrate the e ect of proportionality of clients with
various computation complexity levels.

To demonstrate the e ect of dynamically varying computation and communication ca-
pabilities, we uniformly sample from various combinations of computation complexity levels.
For example, model 'a-b-c-d-e' means that we uniformly sample from all possible available
levels for every active client at each communication round. We show the number of model
parameters, FLOPs, and Space (MB) to indicate the computation and communication re-

quirements of our methods. For example, since we uniformly sample levels, modal e
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calculates computational metrics by averaging those of modeh and e. The ratio is calcu-
lated between the number of parameters of a given model with respect to its 100% global

model.

We compare our results to other baseline methods like Standalone, FedAvg, and LG-
FedAvg gathered from [LLZ* 20]. Standalone means there is no communication between
clients and the server. In our experimental studies, we considered more complex models
compared with the existing work. In particular, the baseline models in LG-FedAvg used
MLP (on MNIST) and CNN (on CIFAR10). In terms of the number of parameters, our
models "a-e' (on MNIST) and “b-e' (on CIFAR10) are comparable with those baselines. In
terms of the FLOPs, our model “d-e' (on MNIST and CIFAR10) can be compared with
those baselines. The single-letter models "a’, 'b', ‘c', 'd’, "e' are our implementations of the
FedAvg equipped with the sBN and Masking CrossEntropy. The takeaway of Table 6.2 is
that a weak learner that can only train a small model “e' (on CIFAR10)(77.09%) can boost
its performance to ‘c-e' (86.88%), b-e' (89.10%), or "a-e' (90.29%), which are close to the
scenario where all the learners are strong, namely c¢(87.55%), b(89.82%), or a(91.99%). In
particular, in “c-e', “b-e', or "a-€', half of the clients are trained with larger models “c', b', or
"a’, while the other half are trained with the model "e'. Only the aggregated global models
c', b, or "a' are used during the testing stage. Although weak clients train smaller models
“e', they will test with the largest models “c', "b’, or "a' to gain better performance.

Full results including other possible combinations can be found in appendix in Table C.6-
C.8. Finally, our method is robust to dynamically varying model complexities. It is worth
noting that our method does not incur any additional computation overhead and can be
readily adapted to existing applications.

We also perform experiments for balanced non-11D data partition and provide a simple
trick to achieve comparable results. As mentioned earlier, most state-of-the-art results
ofbalanced non-IID datasets suggest the personalization of local models to achieve better
local results [SCST17, LLZ 20, LSW" 20]. Here, theLocal results assume that the training

data distribution and test data distribution for each local client are the same, and assign
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Figure 6.2 : Interpolation experimental results for CIFAR10 (IID) dataset between
global model complexity ((a) a, (b) b, (c) c, (d) d) and various smaller model com-
plexities.

zero probability for those classes that are not presented to a client during training. The
Global results were calculated from the global model applied to the test data directly. The
Local results were cumulatively averaged from the performance of each data example on
each local client. [ZLL" 18] showed that the failure of non-IID FL is related to the weight
divergence among local model parameters trained locally for many iterations. The weight
divergence mostly occurs in the last classi cation layer of networks.

Thus, instead of a full Cross-Entropy Loss for all classes, we are motivated to train each
local model only with their corresponding classes. In this way, each local model will train
a sub-task given locally available label information. Speci cally, we mask out the output

of the model before passing it Cross-Entropy Loss, which we named ddasked Cross-
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