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Abstract

Transcription factor (TF) proteins bind to DNA in a sequence specific manner to

regulate gene expression. The binding affinity of TFs for individual sites is well

characterized and can be represented using DNA motif models such as position weight

matrices. However, there are many factors influencing TF-DNA recognition in the

cell, leading to complexities than cannot be captured by motif models alone. Here,

we present our studies on two factors: cooperative TF binding and alterations in

TF binding due to DNA mutations. Both factors require quantitative and rigorous

approaches to distinguish real effects from random noise.

First, we present a new method for characterizing cooperative binding of TFs to

DNA. This method addresses the issue that TF binding sites located in close prox-

imity, which occurs frequently across the human genome, are not necessarily bound

cooperatively. To distinguish between cooperative and independent binding, we de-

veloped a high-throughput on-chip binding assay designed specifically to measure TF

binding to neighboring sites. Using the experimental data from our assay, we trained

machine learning models to differentiate between cooperative and independent bind-

ing of TFs. This method enabled us to reveal molecular mechanisms used by TFs to

bind DNA cooperatively.

Second, we introduce QBiC-Pred (Quantitative Predictions of TF Binding Changes

Due to Sequence Variants), an ordinary least squares based method to predict the

magnitude of the effect of DNA mutations on TF-DNA recognition. We implemented

QBiC-Pred as a web service: qbic.genome.duke.edu, which allows users to run our

models through a user-friendly web interface. We used this method to identify non-

recurring putative regulatory driver mutations in cancer. Our approach is novel

because we prioritize mutations based on their effects on transcription factor (TF)
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binding, instead of relying on the recurrence of the mutations among tumor samples—

which is often difficult to perform as individual non-coding mutations are rarely seen

in more than one donor. Focusing on the functional effects of non-coding mutations

across regulatory regions, we identified dozens of genes whose regulation in tumor

cells is likely to be significantly perturbed by non-coding mutations.
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Chapter 1

Introduction

Nearly every cell in a multicellular eukaryotic organism contains the same genetic

information which is encoded in its DNA. Despite having the same DNA, each cell

may di�erentiate into di�erent cell types and perform di�erent set of biological tasks.

Cell di�erentiation happens through careful regulation of gene expression by binding

of transcription factor (TF) proteins to speci�c locations on the DNA, enabling each

cell to express a set of genes and synthesize proteins speci�c to its function (Fig-

ure 1.1). Therefore, understanding how TFs recognize their target DNA sequences is

a critical step in understanding the regulation of gene expression.

DNA recognition by TFs is complex (Slattery et al., 2014; Siggers and Gordân,

2014) and there are many factors modulating these interactions (Lemon and Tjian,

2000; Inukai et al., 2017) (shown in Figure 1.2 and explained in Chapter 1.2). Fur-

thermore, alterations in the DNA, such as DNA mutations, can change the binding of

TFs and cause dysregulation of gene expression. These alterations have been linked to

various diseases (Tseng et al., 2021) including cancer (Huang et al., 2013; Horn et al.,

2013). In this study, we focus on two factors modulating TF-DNA interactions: co-

operative binding between TFs (Figure 1.2A) and the e�ect of DNA mutations on TF

binding (Figure 1.2B). Both problems require quantitative and rigorous approaches

to distinguish real e�ects from random noise.

This chapter provides the necessary background to understand the mechanisms of

TF-DNA interactions and brie
y, on the factors modulating these interactions. Then

we will focus on the two factors we studied. For both, we will review existing work

1



Figure 1.1 : TF-DNA interactions represent a key mechanism in the reg-
ulation of gene expression . Combinations of TF binding events enable undif-
ferentiated cells to express di�erent genes and di�erentiate into speci�c cell types.
Alterations in the DNA such as caused by mutations (as shown on the right) can
alter TF binding and result in the dysregulation of gene expression. Created with
BioRender.com.

and discuss how our studies �ll the gap in current scienti�c knowledge.

1.1 DNA recognition by transcription factors

TFs regulate gene expression by binding to speci�c short DNA sequences, known

as TF binding sites. This recognition of short sequences is governed by TF binding

speci�city. The di�erences in their DNA binding speci�cities enable di�erent TFs to

identify and bind to selected DNA sequences with di�erent a�nities. These binding

events can result in the activation or repression of the genes regulated by the TFs.

Therefore, deciphering the binding speci�city of TFs is important to predict where

2



Figure 1.2 : Factors modulating TF-DNA interactions (A) Di�erent mecha-
nistic categories by which TFs recognize their cognate sitesin vivo. In this study, we
focus on the cooperative binding between TFs. (B) Genetic mutations can alter TF
binding to DNA and a�ect gene regulation. Created with BioRender.com.

they bind in the genome and which genes they regulate. This can further be used

to understand the gene regulatory networks and infer how TFs contribute to the

determination of cell fate.

The TF-DNA recognition involves two distinct modes: the recognition of speci�c

base-pairs (base readout), as well as recognition of speci�c DNA structural char-

acteristics (shape readout) (Rohs et al., 2010; Siggers and Gordân, 2014). Given

3



that structural analyses are time consuming and data intensive, the DNA shape fea-

tures used in models of TF-DNA binding are typically derived from the sequence of

the DNA (Zhou et al., 2013), and combined with direct sequence information (i.e.

the identity of the DNA bases) to generate \motif" models that can predict a TF's

speci�city to any sequence.

The most commonly used model to represent TF-DNA binding speci�city is the

position weight matrix (PWM), which speci�es the probability of seeing each nu-

cleotide at each position within a TF's binding site. PWMs are simple, easy to train,

and also easy to visualize as motif logos. However, they assume that each position

in a TF binding site is independent of the other positions, an assumption that is not

always true.

Subsequently, sequence-based models that use more complex features than PWM

have been developed (Slattery et al., 2014). These models usually take into account

dependencies between positions within the binding sites, for example by using k-mer

features (i.e. nucleotide substring of lengthk; e.g. Siddharthan, 2010; Annala et al.,

2011), and generally perform better than PWM alone in predicting the DNA bind-

ing speci�city of TFs (K•ah•ar•a and L•ahdesm•aki, 2013). Furthermore, models using

DNA shape features such as groove geometries and helical shapes (e.g. Yang et al.,

2014) can help to uncover DNA binding speci�city that are not apparent through

nucleotide sequence alone. Features outside the TF binding sites also contribute to

the TFs' binding speci�city. Shen et al. (2018) developed k-mer based models using

the DNA sequence of TF binding sites and their 
anking regions to study the di�er-

ences in DNA-binding speci�city between TF family members, i.e. paralogous TFs.

This study shows the importance of incorporating DNA 
anking regions (also shown

by Gordan et al. (2013)), especially to detect binding in medium to low a�nity sites,

which are usually indistinguishable by other DNA-binding data and models.
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1.2 Factors modulating TF-DNA interactions

While TF-DNA binding speci�city models have been able to representin vitro (i.e.

direct) TFs' DNA recognition, there are many factors modulating how TFs recognize

their binding sites in vivo (Figure 1.2) (Inukai et al., 2017). Indirect binding, coop-

erative binding, competitive binding, and chromatin environments (Figure 1.2A) can

contribute in determining the exact genomic binding locations of TFs. Furthermore,

mutations in non-coding regions of the DNA can have functional e�ects by disrupting

interactions between TFs and their genomic target sites (Figure 1.2B). These factors

lead to complexities that cannot be captured by motif models alone (Chapter 1.1),

presenting a need for models designed speci�cally to capture the in
uence of each

factor.

This chapter provides a brief overview of each factor that modulates TF bind-

ing and then focuses on how our study contributes to a deeper understanding of

cooperative binding and the e�ect of DNA mutations on TF binding.

1.2.1 Indirect TF-DNA interactions

Individual TFs can bind DNA indirectly (i.e. `piggy-backing') through interactions

with protein partners (Figure 1.2A) (Gordân et al., 2009). For example, the yeast TF

Swi6 is known to bind TF Mbp1, while Mbp1 binds directly to its binding site (Tay-

lor et al., 2000). However, the indirect TF binding is hard to distinguish from direct

TF binding and can be a confounding factor inin-vivo experiments such as chro-

matin immunoprecipitation (ChIP) assay. Occasionally, peak regions found in ChiP

experiments for a TF have no sequences matching its binding motifs (Gordân et al.,

2009; Bailey and Machanick, 2012). However, these peak regions are often enriched

with motifs for di�erent TFs that have distinct DNA binding preferences, which sug-
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gest the possibility of indirect binding. Another possible explanation is that TFs bind

through cooperative binding mechanisms by utilizing low-a�nity binding sites, which

is often not captured by DNA motif models (Chapter 1.1). The details on coopera-

tive binding will be explained in Chapter 1.3. Nevertheless, understanding how TFs

interact with their protein partners can uncover an additional layer of complexity

that TFs use to select their genomic binding sites.

1.2.2 Competitive binding between paralogous TFs

Paralogous TFs are TFs from the same protein family. Despite performing distinct

regulatory functions, paralogous TFs have similar DNA-binding domains (DBDs)

and recognize similar DNA sequence motifs. One solution to this paradox is through

the di�erences in their intrinsic DNA-binding speci�cities, which results in di�erent

DNA binding preferences in medium to low-a�nity sites (Shen et al., 2018).

However, because of their similar motifs, paralogous TFs can still compete for

binding sites. Zhang et al. (2021) showed that competitive binding between yeast

TF Cbf1 and Pho4 determine theirin vitro binding preferences and the TFs' binding

patterns are also re
ectedin vivo. They further con�rmed that competitive binding

between Cbf1 and Pho4 determines their genomic occupancy in the cell and con-

tributes to the di�erential regulation of Pho4 target genes genome-wide. This shows

the importance of taking competition into account when analyzingin vivo binding

data for paralogous TFs, such as obtained from ChIP-based assays.

1.2.3 TF binding in the presence of nucleosomes

Eukaryotic genomes are packaged into chromatin, which consists of nucleosome sub-

units where DNA is wrapped around the core histone proteins. The DNA packaging
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enables precise control of gene regulation by the closing and opening of the chromatin.

A large fraction of the eukaryotic genome is closed since most DNA sequences are

wrapped around the nucleosomes, occluding the binding of most TFs to their target

DNA sites.

The fraction of TFs that are able to bind nucleosomal DNA in closed chromatin

environment are called 'pioneer TFs'. The binding of pioneer TFs often leads to

the opening of the chromatin by displacement of linker histones and recruitment

of chromatin remodelers (Guertin and Lis, 2013; Iwafuchi-Doi, 2019). This enables

subsequent binding of other TFs to the DNA in the already-open chromatin regions.

For example, the FoxA family of TFs bind to their target sites on the compacted

nucleosomal DNA, which opens the DNA for liver-speci�c TFs to bind and stimulate

gene activation (Iwafuchi-Doi et al., 2016). In the reprogramming of �broblast into

pluripotency; TF Oct4, Sox2, and Klf4 act as pioneer factors for c-Myc, which leads

to the enhanced binding of Oct4, Sox2, Klf4, and c-Myc to the DNA (Sou� et al.,

2012). Therefore, the presence of pioneer TFs enable precise gene regulation by

opening the DNA for cell-type-speci�c TFs to access their target DNA sites.

TFs can also bind to nucleosomal DNA through competition with nucleosomes,

i.e. \collaborative competition" (Wasson and Hartemink, 2009). This interaction

occurs when TFs in high concentration compete with nucleosomes for a binding

site, which leads to the opening of neighboring sites. This process is also known as

\nucleosome-mediated cooperativity" (Figure 1.4C), since TFs cooperate indirectly

(i.e. without any protein-protein interactions) by performing synergistic binding to

the nucleosomal DNA (Mirny, 2010). For example, simultaneous binding by Gal4

TF derivatives has been shown to destabilize and displace the nucleosomes (Adams

and Workman, 1995). Therefore, using collaborative competition, it is possible for

TFs to bind and gain occupancy of adjacent sites in the closed chromatin region.
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1.2.4 Other factors modulating TF-DNA interactions

The aforementioned factors show the complexity of TF-DNA interactions beyond a

TF's intrinsic preferences for binding site motifs. There are other factors that can

in
uence TF-DNA interactions. For example, TFs often utilize low-a�nity binding

sites in the cells, which usually are not well represented by any particular binding

models (Siggers and Gordân, 2014). Low-a�nity binding sites present binding 
ex-

ibility for functionally relevant sites beyond consensus binding motifs, as shown for

paralogous TFs (Shen et al., 2018). Other factors such as DNA regions 
anking the

binding sites can contribute to additional speci�city, which are often exerted through

DNA shape (Gordan et al., 2013). Epigenetic changes such as histone modi�ca-

tions and DNA methylation can also modulate TF binding with the e�ects being

TF-speci�c (Xin and Rohs, 2018; H�eberl�e and Bardet, 2019).

In the genome, TFs also bind cooperatively with each other. Furthermore, mu-

tations in the DNA can a�ect TF binding to their target sites. These two factors

are the main focus of this study and the remaining portion of this chapter will focus

on exploring the existing technologies and studies, followed by our contribution in

studying these factors.

1.3 Cooperative binding of TFs to DNA

In high-level organisms with large genomes, such as multicellular eukaryotes, TFs

recognize sequences that are too short to de�ne unique genomic positions. In con-

trast, TF binding sites in prokaryotes are usually long enough that individual sites are

su�cient to de�ne unique locations for di�erent genes (Mirny, 2010). For example,

the average length of human TF binding sites are usually between 5-10bp while in

prokaryotes such as inE. coli, the average length of TF binding sites is� 24.5bp. At
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�rst, this might seem paradoxical. Considering that eukaryotes have relatively larger

genome size than prokaryotes, why are their TF binding sites relatively short? The

answer to this paradox lies in the mechanistic advantages provided by short bind-

ing sites; which enable cooperative DNA recognition by binding of multiple TFs to

binding sites in close proximity to each other, i.e. binding site clusters (Figure 1.3A).

Thus, de�ning unique genomic positions by using combinations of multiple binding

sites (Morgunova and Taipale, 2017).

Figure 1.3 : Clusters of TF binding sites (A) Left: long binding sites, which are
common in prokaryotic genomes, are easy to be recognized by the corresponding TFs.
Right: in eukaryotes, binding sites are usually short, and thus combinatorial binding
of TFs to DNA facilitates the selection of unique binding targets in the genome. (B,C)
The advantage of homotypic and heterotypic clusters, respectively. The opacity of
the binding sites represents their a�nity. Created with BioRender.com.
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1.3.1 Clusters of TF binding sites

A cluster of TF binding sites is a region of DNA which consists of multiple binding

sites located in close proximity to each other. There are two categories of binding

site clusters. When the binding sites are recognized by the same TF, they are said

to form a \homotypic cluster". When recognized by di�erent TFs, they are said to

form a \heterotypic cluster".

Homotypic clusters

Homotypic clusters are a pervasive feature in various organisms, epsecially in eukary-

otic genomes; and they play important roles in gene regulation (Lifanov et al., 2003;

Gotea et al., 2010; Ezer et al., 2014). They occur in more than 50% of human pro-

moters and are especially abundant in developmental enhancers (Gotea et al., 2010).

It has been shown that inDrosophila, the presence of homotypic clusters correlates

with functional developmental enhancers (Lifanov et al., 2003). For example, Bicoid

is one of the TFs that form the main anterior-posterior (AP) axis in the early embryo.

The positions of clusters containing the Bicoid binding motif correlate with the posi-

tions of known functional enhancers in theeven-skippedlocus (Lifanov et al., 2003),

which agrees with the role of Bicoid in AP patterning (Driever and N•usslein-Volhard,

1988).

There are some mechanistic advantages provided by homotypic clustering. First,

compared to heterotypic clusters, homotypic clusters have the simplicity of not having

to rely on the combinatorial problem of binding from di�erent types of TFs. Instead,

they utilize combinations of DNA features such as binding site distance, orientation,

and strength to modulate binding (Ezer et al., 2014). Furthermore, homotypic clus-

ters provide a mechanism for achieving high-a�nity binding regions by facilitating
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binding to multiple low a�nity sites. These low a�nity sites are easier to create

through naturally-occurring mutations than a strong a�nity binding site; which is

bene�cial from an evolutionary perspective. Lastly, they bu�er against single detri-

mental mutations that would abolish binding to an individual site (Lu and Rogan,

2018, also illustrated in Figure 1.3B).

Heterotypic clusters

The large size of eukaryotic genomes poses the need of combinatorial TF binding.

Thus, heterotypic clusters provide the mean of achieving target speci�city by using

combinations of short TF binding motifs (Morgunova and Taipale, 2017, illustrated in

Figure 1.3C). Unlike homotypic clusters, there are a myriad of possible combinations

of adjacent binding sites for di�erent TFs in the genome, making it di�cult to study

how TF combinations in heterotypic clusters would in
uence gene expression. Smith

et al. (2013) uses random permutations of TF binding sites to show that di�erent

permutations can produce signi�cantly di�erent levels of transcription in vivo. On

the other hand, the heterotypic TF binding patterns in the genome might be more

de�nitive than expected. As shown by Smith et al. (2013), some TF binding site

combinations are bound more favorably than others. Therefore, a study using TF

pairs with known regulatory e�ect might reveal more relevant mechanistic insight on

TF binding in heterotypic clusters compared to testing random TF combinations.

It can further reveal how the di�erence in the DNA features used in heterotypic

binding in
uence the TF binding. Validations using structural data, such as avail-

able from Jolma et al. (2015), can then be used to investigate the features used in

heterotypic cluster binding.
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1.3.2 Physical mechanisms of cooperative binding

The presence of adjacent binding sites in TF clusters does not imply that TFs bind

cooperatively. In other words, it does not imply that the TFs in
uence each other's

binding. To understand whether a collection of TF binding events in a cluster is

cooperative, it is important to �rst understand the mechanisms used by TFs to bind

cooperatively.

The simplest mechanism by which TFs can cooperate is through DNA facilitation

(Figure 1.4A). In this case, binding to DNA enhances the interaction between two

TFs by bringing the TFs closer or by altering the conformation of one TF so that

the interaction with the other TF is more favorable (Morgunova and Taipale, 2017).

It has been shown that in DNA-facilitated interactions, the distance and orientation

of the neighboring TF binding sites is critical (Jolma et al., 2015; Morgunova and

Taipale, 2017). Two TFs that can bind to DNA in multiple orientations can have

di�erent preferred distances for each orientation. Furthermore, when two TFs bind

closely, this interaction can change the DNA binding motifs possibly in the positions

that are recognized by weak bonds such as water mediated hydrogen bonds or DNA

backbone contacts.

TF cooperativity can also be mediated entirely through DNA, without a physical

interaction between TFs (Figure 1.4B). The binding of one TF can cause favorable

allosteric changes to the shape of the DNA, leading to increased TF binding a�nity

at a neighboring site (Morgunova and Taipale, 2017). In this case, the TFs do not

interact directly with each other; instead, the increase in a�nity is caused by the

allosteric changes in the DNA. For DNA-mediated cooperativity, the linker sequence

(i.e. the DNA sequence between the two TF binding sites) has been shown to be

the key player that determines the nature of this interaction (Kim et al., 2013).
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Figure 1.4 : Cooperative binding mechanisms (A) The presence of DNA can
facilitate some TF combinations to form highly speci�c complexes. (B) In the DNA-
mediated cooperative binding, a TF binding can cause allosteric changes in the DNA,
for example by widening the DNA which could energetically favor other TF binding
at positions that are already widened. (C) Indirect cooperative binding through
competition with nucleosomes, which can happen at a relatively long range. Created
with BioRender.com.

Therefore, features such as linker GC content or ratios between di�erent combinations

of mono/di/tri-nucleotides might be relevant, especially on the positions that are close

to the binding sites of the TFs.

Another possible mechanism of cooperative binding is through competition with

nucleosomes (i.e. collaborative competition, Figure 1.4C) as explained in Chap-

ter 1.2.3. However, this mechanism will not be discussed further as this study focuses

on the intrinsic cooperativity of TFs to neighboring binding sites, i.e. the coopera-

tivity that is due solely to the TFs and the DNA sequence, without in
uences from

other cellular factors such as nucleosomes.

1.3.3 Technologies for identifying cooperative binding

The �rst step in identifying cooperative TF binding is to obtain adjacent TF bind-

ing sites. However, the presence of TF binding sites in close proximity does not
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imply cooperative binding as each binding site can be bound independently. There-

fore, subsequent analyses are needed to di�erentiate between cooperatively versus

independently bound regions.

In this section, we review current approaches in identifying cooperative TF bind-

ing. We explain how each approach identi�es TF binding site clusters and di�er-

entiates between cooperative from independent binding. Then, we elaborate on the

merits and shortcomings of each approach.

ChIP-seq based approach

Chromatin Immunoprecipitation followed by sequencing (ChIP-seq) is a technology

to detect protein-DNA interactions in vivo. In the ChIP experiment, antibodies

speci�c to the protein of interest are used to immunoprecipitate DNA fragments that

are bound by the protein (Park, 2009). These DNA fragments are then sequenced

and mapped to the genome. The location of the binding sites are denoted as peaks

obtained by overlapping multiple reads.

Binding site locations from ChIP-seq can be utilized to obtain genomic regions

containing putative TF binding sites in close proximity, for example through motif

discovery procedures (Levitsky et al., 2019). To di�erentiate between cooperative

versus independent binding between a pair of di�erent TFs, Datta et al. (2018) per-

formed a knock-out based analyses by utilizing three di�erent sets of ChIP-seq exper-

iments. First, two ChiP-seq experiments to determine the binding locations of each

TF from the pair of interest, which consists of the target and the partner TFs. Then

the third ChIP-seq containing the binding data of the target TF after the partner

TF is knocked-out. A binding location is determined to be cooperatively bound if

the knock-out results in the loss or lower target TF's peak intensity.

This approach has the bene�t of capturing cooperative binding using only ChIP-
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seq peak intensities without relying on the DNA sequences. However, knock-out TF

data is not easy to obtain and knock-out can lead to a wide range of e�ects. Datta

et al. (2018) is aware of the di�culty in obtaining knock-out TF data and they also

present an Expectation-Maximization based method to compute the probability that

a location is cooperatively bound by both TFs using only peak intensity of the two

TFs as input (i.e. without the need of the knock-out ChIP-seq data). Nevertheless,

another problem with this approach is that, ChIP-seq data consists of the average

between million cells and thus the presence of adjacent peaks does not imply that the

binding of the two TFs happen in the same cell. Furthermore, this approach does not

detect any particular mechanisms of cooperative binding and could not di�erentiate

indirect binding from cooperative binding. Therefore, additional analyses to detect

indirect TF binding might be necessary (Gordân et al., 2009; Bailey and Machanick,

2012). Furthermore, this approach only works for heterotypic clusters and will not

apply to homotypic clusters.

SELEX-based approach

Systematic evolution of ligands by exponential enrichment, i.e. SELEX (Tuerk and

Gold, 1990) is anin vitro technique to detect either single-stranded DNA or RNA

interactions with ligands. A modi�ed SELEX approach has been developed to specif-

ically analyze the DNA binding speci�city of a large number of TFs in parallel, known

as high-throughput SELEX, i.e. HT-SELEX (Jolma et al., 2010). Brie
y, a library

of double-stranded DNA (dsDNA) molecules is incubated with immobilized TF. Af-

ter washing and elution, the bound dsDNA molecules are ampli�ed with PCR and

used for the subsequent selection cycles. After the last round of selection, the bound

dsDNA population is subjected to high-throughput single molecule sequencing to in-

fer speci�city. Furthermore, HT-SELEX can be designed to have multiple binding
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sites for the same TF and thus, can be used to study cooperative binding in homo-

typic clusters by comparing TF binding in the sequences with two sites to individual

binding of the TF to each site.

CAP-SELEX (Systematic Evolution of Ligands by Exponential Enrichment cou-

pled to Consecutive A�nity Puri�cation) is a SELEX-based method to identify the

interactions between two di�erent TFs to speci�c DNA sequences (Jolma et al., 2015).

In the CAP-SELEX experiments, the TF pair of interest are incubated with a library

of random DNA sequences. The bound DNA sequences are subject to similar se-

lection cycles with HT-SELEX, which is followed by sequencing to generate DNA

binding motifs obtained from the binding of the pair, i.e. composite motifs. How-

ever, composite motifs obtained from CAP-SELEX only show the co-binding of the

two TFs but do not state whether the binding is cooperative or independent.

Ibarra et al. (2020) developed a method that combines CAP-SELEX and HT-

SELEX experiments to identify cooperative binding between two di�erent TFs. They

de�ned cooperative binding events based on the relative a�nity of the TF pair (de-

rived from CAP-SELEX) versus the mean relative a�nity of the two individual TFs

(derived from HT-SELEX data for each TF). They developed a regression model

using DNA features as input and revealed the importance of DNA shape features for

cooperativity between Forkhead-Ets TF pairs. However, both CAP-SELEX and HT-

SELEX use exponential enrichment and thus cannot accurately capture the a�nities

in the medium to low a�nity binding sites which have been shown to be important

for the cooperative TF binding (Crocker et al., 2015; Kribelbauer et al., 2019).
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1.3.4 Our contribution: Cooperative gcPBM

To model cooperative TF binding to both homotypic and heterotypic clusters we

need accurate, quantitative binding data for sequences with multiple binding sites

for the TF of interest. Such data is not widely available, as most assays are designed

to measure single TF binding events. Even assays that are designed to detect coop-

erative binding are usually not sensitive enough to capture low-a�nity binding sites

or are donein vivo, where they are subject to other factors in
uencing TF binding

in the cells (as explained in Chapter 1.3.3).

To measure cooperative binding, we used a modi�cation of the genomic-context

protein-binding microarray (gcPBM) assay developed in our lab (Gordan et al., 2013;

Shen et al., 2018), which we termed ascooperative gcPBM. Since the experiments are

done in controlledin vitro environments, our assays are free of otherin vivo factors

in
uencing TF-DNA interactions (Chapter 1.2). Furthermore, we selected sequences

containing neighboring sites with various distances and orientations that are bound

in vivo, thus re
ecting the actual sites that the TFs encounter in the cell. Instead of

using enrichment, this unbiased selection of binding site clusters enables us to capture

medium- to low-a�nity binding sites that can be important for cooperative binding.

To di�erentiate between cooperative versus independently bound sequences, we

compared the binding intensity of the sequences when they are bound by both TFs

versus when they are bound by each TF individually, for both homotypic and het-

erotypic clusters. Then, we used this data to train machine learning models that

predict whether the binding to a sequence is cooperative or independent, using fea-

tures encoded in the DNA. Using these models, we are able to decipher distinct rules

that govern the cooperative binding of the TF ETS1 in homotypic and heterotypic

clusters. Details about the cooperative gcPBM and how we used it to decipher ETS1
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cooperative binding are explained in Chapter 2.

1.4 Quantifying the e�ect of DNA mutations on

TF binding

Genetic mutations in protein-coding regions can have important functional impacts

and thus have received a lot of attention. However, numerous research studies have

also shown the importance of mutations in non-coding portions of the genome in

various complex diseases (Khurana et al., 2016; French and Edwards, 2020). It

has been shown that most human genetic mutations (� 93%) occur in non-coding

sequences (Maurano and others., 2012), where they can play a functional role by

disrupting interactions between transcription factors (TFs) and their binding sites.

However, this functional impact is di�cult to assess and quantify.

Our study aims to quantify the impact of non-coding DNA mutations on TF

binding and assess the impact of these mutations in complex diseases such as cancer.

It is important to note that non-coding mutations can have other functional impacts

such as alteration of RNA splicing, UTRs, or non-coding RNA (French and Edwards,

2020); which are outside the scope of this study.

1.4.1 Role of non-coding mutations in diseases

Cis-regulatory elements such as promoters and enhancers are scattered around the

non-coding regions of the genome and they have diverse roles in the regulation of

protein-coding genes. Mutations in these regions can cause dysregulation of gene

expression and lead to various diseases.

Promoter sequences are typically located around the transcription start sites and
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recruit TFs and RNA polymerase II to initiate transcription (Haberle and Stark,

2018). Mutations in promoter sequences have been linked to various diseases. For

example, mutations in the OVOL2 promoter sequence have been shown to create

binding sites for various TFs and a major cause of dominant corneal endothelialdys-

trophies in over 100 a�ected individuals (Davidson et al., 2016). Mutations in the

Cx32 promoter can result in the loss of activity of the TF SOX10 and has been asso-

ciated to X-linked form of Charcot{Marie{Tooth (CMTX) disease (Bondurand et al.,

2001).

In cancer, mutations in the TERT promoter regions are highly recurrent and act

as driver mutations in various cancer types (Bell et al., 2016). The �rst discovery of

TERT promoter mutations was in human melanoma (Huang et al., 2013; Horn et al.,

2013). These mutations can create binding sites for the ETS family of transcrip-

tion factors and drive the expression of the TERT (telomerase reverse transcriptase)

gene, which encodes the catalytic reverse transcriptase subunit of telomerase. Telom-

erase lengthens telomeres, allowing cells to escape apoptosis and become cancerous.

TERT expression is generally repressed in normal somatic cells, but they can be

overexpressed in cancer.

Mutations in distal regulatory elements such as enhancers can lead to dysregu-

lation of gene expression since TF binding to these elements can either enhance or

silence the transcription of the genes they regulate. In the IRF6 enhancer, mutations

can abrogate the binding of TFs p63 and E47; and have been linked to Van der Woude

syndrome (VWS). Furthermore, recurrent non-coding mutations have been identi�ed

within the enhancer of TAL1 gene in T-cell acute lymphoblastic leukemia (T-ALL),

creating binding sites for the TF MYB and forming a super-enhancer upstream of

TAL1, which results in its overexpression (Mansour et al., 2014).

With the various e�ects that non-coding mutations can have in diseases, it is
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important to identify functional non-coding mutations versus mutations that occur

by chance. Public dataset are now available, for example through genome-wide as-

sociation study (GWAS) which associate speci�c genetic variants with particular

diseases. Such studies are conducted by comparing genomic DNA from two groups

of participants: those with and without the disease being studied. The result gives

correlations but not causation) between the associated genetic variations and the

disease. For cancer associated variants, the Pan-Cancer Analysis of Whole Genomes

(PCAWG) provides mutation dataset from over 2,600 cancer whole genomes, enabling

us to systematically survey non-coding regions for potential driver events. As more

non-coding mutation datasets become available, we can expect to see new discovery

of disease-causing mutations in the non-coding regulatory regions.

1.4.2 Computational methods for quantifying the e�ects of

DNA mutations on TF binding

PWMs provide a score re
ecting the likelihood of TF binding which can be used

to score TF binding changes from mutations, such as used by Wagih et al. (2018).

Given a mutation at position q, they �rst took all PWM scores using sliding window

of length k from position q � k + 1 to q + k � 1 (i.e. all windows should overlap

q), so we havek windows of PWM scores for both wild type (w) and mutant ( t)

sequences. The binding change score is calculated using the di�erence between the

maximum PWM scores oft and w. More formally, given the set of indicesS = 1; ::; k

for each sliding window position, the binding change score for TFT from a mutation

in position q can be calculated as:

� T;q = max
8i 2 S

t i � max
8i 2 S

wi (1.1)
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Vanilla PWM-based models usually require a threshold to call a position as a bind-

ing site; and thus, might not be able to capture low-a�nity binding sites. Improve-

ment over PWM models such as the PWM-based TRAP model (Thomas-Chollier

et al., 2011) can circumvent this limitation by using the total of the TF binding

a�nity values from each position, represented as p-values. To study the e�ect of

mutations on TF binding, a variation of TRAP called sTRAP can by used. It com-

pares the a�nity values between a wild-type and a mutated sequence, resulting in the

change in TF binding a�nity calculated as the di�erence in log(p) between mutant

and wild-type sequences.

Models using more complex techniques than PWM can more accurately captures

the sequence speci�cities. DeepBind (Alipanahi et al., 2015) is a deep learning models

to predict TFs' sequence speci�cities and can be trained using sequence data from

a wide range of assays such as PBM, SELEX, and ChIP-seq. Similar to PWM,

DeepBind outputs a likelihood score representing the TF binding. Thus, to calculate

the TF binding change, the same method shown in equation 1.1 can be used.

Both PWM and DeepBind models use the likelihood scores to train and predict the

TF binding change, so they might not directly represent the actual binding a�nity of

the TF. The sTRAP model circumvents this drawback using its a�nity-based PWM

method. However, PWM-based model makes assumption that each position in the

binding site is independent, an assumption that is not always true (Badis et al., 2009;

Bulyk et al., 2002; Tomovic and Oakeley, 2007). Complex models such as DeepBind

can better capture the dependencies between positions, but deep-learning models

can be expensive to compute. Another drawback from both PWM and DeepBind

models is, one TF can have multiple models available. Di�erent models can result in

di�erent predictions and there is no de�nitive way to choose the best model to use,

as quality metrics are not always reported for these models. Ideally, a method for
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characterizing the e�ect of mutations on TF binding should be able to capture both

large and small changes in binding, as long as the changes are `signi�cant' given the

quality/precision of the model.

1.4.3 Our Contribution: QBiC-Pred

We introduce QBiC-Pred (Quantitative Predictions of TF Binding Changes Due to

Sequence Variants) (Martin et al., 2019), or QBiC for short, a new method to assess

the impact of non-coding mutations on TF-DNA binding (Figure 1.5). QBiC is

trained using an ordinary least squares (OLS) method from our previous study (Zhao

et al., 2017). The OLS method usesin vitro TF binding data from universal protein-

binding microarray (uPBM) experiments (Berger and Bulyk, 2009) to train regression

models of TF-DNA binding speci�city using OLS estimation.

QBiC models are trained directly from actual TF binding measurements obtained

from uPBM, which contains both the wild type and the mutant sequences. Thus,

QBiC results directly represent the binding change obtained from experiments, in

contrast to the methods that use the likelihood of TF binding (Chapter 1.4.2). Fur-

thermore, in our OLS-based approach, we are able to rank the models based on

cross-validation accuracy on the uPBM training dataset. Thus, when a TF has mul-

tiple OLS models, we can use the model with the highest cross-validation accuracy.

In addition, using OLS, we have a way to statistically test the signi�cance of each

variant, taking the quality of the predictive models into account. Thus, instead of

just reporting the magnitude of the e�ect, QBiC also outputs the signi�cance of the

predictions (i.e. p-value). Moreover, OLS is simple and much faster for training and

prediction, in comparison to the deep-learning based models.
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Figure 1.5 : QBiC-Pred work
ow. For each input mutation, QBiC uses the
reference sequence (i.e. wild type) and the alternate sequence (i.e. mutant) as input
to the OLS model which computes the change in TF binding as a linear combination
of the coe�cient estimates for all 6-mers overlapping the variant. Finally, QBiC
outputs the predicted binding change along with its con�dence score.

We implemented QBiC as a web service, which allows users to run our OLS

models through a user-friendly web interface: qbic.genome.duke.edu. Details on the

web server and the accuracy of QBiC in comparison to other methods are available in

Chapter 3. We also used QBiC to identify non-recurring putative regulatory drivers

in cancer, which is presented in Chapter 4.
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Chapter 2

High-throughput data and modeling

reveal insights into the mechanisms of

cooperative DNA-binding by

transcription factors

2.1 Introduction

Transcription factors bind to DNA in a sequence-speci�c manner, a key process in

the regulation of gene expression. In human cells, TF binding sites are oftentimes

present in clusters, i.e. multiple sites located in close proximity to each other (Ezer

et al., 2014; Gotea et al., 2010). Clusters of binding sites recognized by the same

TF (i.e. homotypic clusters) occur in more than 50% of human promoters and are

especially abundant in developmental enhancers (Lifanov et al., 2003; Gotea et al.,

2010; Ezer et al., 2014). During evolution, clustering of TF binding sites provides

a mechanism for achieving high-a�nity binding regions while bu�ering against sin-

gle detrimental mutations that would completely abolish binding (Lu and Rogan,

2018). Clusters of sites bound by di�erent TFs (i.e. heterotypic clusters) are critical

for combinatorial regulation, which is especially important in complex multicellular

organisms (Morgunova and Taipale, 2017). In addition, given that most eukaryotic

TFs have short motifs that are insu�cient to specify unique target sites across the

genome, heterotypic clustering of binding sites helps increase target speci�city by
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using combinations of short motifs (Morgunova and Taipale, 2017).

Mechanistically, binding sites located in close proximity to each other allow TFs to

bind cooperatively, thus stabilizing the binding and enhancing each TF's contribution

to gene regulation (Siggers and Gordân, 2014). Sites that are likely bound cooper-

atively in vivo are oftentimes bound weakly when only individual TFs are present

in the cell (Datta et al., 2018). Thus, cooperative interactions serve to enhance the

overall DNA-binding a�nity of the TF-TF complex and enable the utilization of low-

a�nity binding sites in gene regulation. Moreover, cooperativity has been used to

explain the rapid rate of evolution of TF binding sites in multicellular organisms (Tu-

grul et al., 2015), by facilitating the emergence of shorter sites with low to medium

a�nity. This shows that cooperativity is an indispensable aspect in the regulation of

gene expression in higher organisms.

Characterizing the cooperative DNA-binding patterns of TFs is not trivial. Even

when two binding sites are located in close proximity in the genome, cooperative

binding is not necessarily implied, as TFs can also bind independently to each of

their target sites. Recently, high-throughput assays based on Systematic Evolution

of Ligands by Exponential Enrichment (SELEX) have been used, on a large scale, to

identify composite motifs that re
ect orientation and spacing preferences for coop-

erative TF binding at neighboring sites (Jolma et al., 2013, 2015). In these studies,

at most three composite motifs were identi�ed per TF (Jolma et al., 2013) or pair of

TFs (Jolma et al., 2015), leaving open the question: at spacings and orientations for

which composite motifs were not identi�ed by SELEX-based methods, can coopera-

tive binding events still occur? In addition, even for the preferred spacing/orientation

between neighboring sites, are all binding events cooperative, or can TFs also bind

independently? Finally, what features other than spacing and orientation are impor-

tant for cooperative TF binding?
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To address these questions, we developed an experimental approach to distinguish

between cooperative and independent binding of TFs to neighboring DNA sites in

high throughput. We used on-chip assays based on the genomic-context protein-

binding microarray (gcPBM) technology (Gordan et al., 2013; Shen et al., 2018), but

with DNA libraries designed speci�cally to assess cooperative TF binding at binding

sites located in close proximity in the genome. To develop and evaluate our approach,

we used as a case study human TF ETS1, which is known to bind cooperatively with

itself as well as with other TFs (Lamber et al., 2008; Fitzsimmons et al., 1996; Sieweke

et al., 1997, 1998; Bradford et al., 1997; G�egonne et al., 1993; Wasylyk et al., 1990;

Garvie et al., 2002; Choy et al., 2014; Baillat et al., 2002; Babayeva et al., 2010),

including RUNX1 (also known as CBF� 2, AML1, or PEBP2) (Wotton et al., 1994;

Kim et al., 1999; Goetz et al., 2000; Gu et al., 2000; Shrivastava et al., 2014; Shiina

et al., 2015). Studying both ETS1-ETS1 and ETS1-RUNX1 binding to DNA enabled

us to compare mechanisms of ETS1 cooperative binding with di�erent partners. In

addition, existing in-depth knowledge on ETS1 cooperativity, from low-throughput

structural, biochemical and molecular biology studies, allowed us to validate the

�ndings from our high-throughput approach.

2.2 Materials and methods

2.2.1 Identifying neighboring binding sites across the genome

We used chromatin immunoprecipitation coupled with high-throughput sequencing

(ChIP-seq) data from ENCODE (Moore et al., 2020) and Cistrome (Liu et al., 2011)

to identify genomic regions containing putative ETS1 binding sites in close proxim-

ity (4-24 bp) to other ETS1 sites or to RUNX1 binding sites, where the TFs might
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bind cooperatively (Figure 2.1A). For each available ETS1 ChIP-seq data set, we

scanned the peaks using position weight matrix (PWM) models andin vitro binding

data, as detailed below, to identify potential binding sites. As expected, we found

that peaks containing multiple binding sites typically have higher ChIP-seq signal

than peaks with single binding sites (Figure 2.2). When comparing the ChIP-seq

peaks of ETS1 and RUNX1, we found that RUNX1 peaks were oftentimes in close

proximity to ETS1 ChIP-seq peaks (Figure 2.3) consistent with cooperative binding

between the two TFs (Shrivastava et al., 2014; Gu et al., 2000). We used the ETS1

peaks that overlap RUNX1 peaks to identify potential sites of ETS1-RUNX1 cooper-

ativity (Figure 2.1A). Importantly, in this study we focused on genomic rather than

arti�cial DNA sequences because genomic regions represent sequences that the TFs

encounter in the cell. Thus, we expect that the relevant determinants for cooperative

vs. independent TF binding will be present in these genomic regions, and thus in our

dataset.

2.2.2 Design of DNA library for `cooperative gcPBM' assay

We adapted the gcPBM assay (Gordan et al., 2013) to measure cooperative and

independent ETS1-ETS1 and ETS1-RUNX1 binding to thousands of genomic regions.

In our original gcPBM assay, only individual TF binding sites were tested, using DNA

libraries containing 36-bp genomic sequences centered on putative binding sites for

the TF of interest (Gordan et al., 2013; Shen et al., 2018). Here, the 36-bp probes in

our DNA library are designed to contain genomic sequences with two binding sites,

selected from ChIP-seq peaks (Figure 2.1A). We focused on sites located at a distance

of 4-24 bp, calculated between the centers of the binding sites. Smaller distances were

not considered, as the cores of the binding sites (i.e. the regions where DNA bases

make direct contacts with the proteins) would be overlapping. Distances larger than
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Figure 2.1 : Experimental approach to detect cooperative TF binding. (A)
Neighboring ETS1-ETS1 and ETS1-RUNX1 sites were identi�ed within ChIP-seq
peaks. (B) Example of a 36-bp genomic sequence with neighboring ETS1 (red) and
RUNX1 (blue) sites. The sites were identi�ed using universal PBM enrichment scores
(E-scores) (Berger and Bulyk, 2009) and PWM models. PWM logos for ETS1 and
RUNX1 are shown. The core base pairs in each binding site are highlighted in color.
The dotted orange line denotes the E-score cuto�, 0.4, for calling speci�c TF binding
sites. (C) Cooperative gcPBM experiments designed to detect cooperative binding
events by comparing binding of ETS1 alone vs. in the presence of a high concentration
of cooperator TF, RUNX1. Ab ETS1: anti-ETS1 antibody. (D) Binding of ETS1-
RUNX1 is considered cooperative when the intensity is signi�cantly higher when
both TFs are present. (E) Example of a 36-bp genomic sequence with neighboring
ETS1 sites. (F) DNA probes that represent mutants of the wild type (WT) sequence
with neighboring ETS1 sites from panel E. (G) Cooperative gcPBM experiments
designed to detect cooperative binding events of ETS1-ETS1, based on ETS1 binding
measurements for the WT, M1, M2, and M3 probes. (H) Binding of ETS1-ETS1 is
considered cooperative when the intensity of the WT sequences is higher than the
sum of the binding intensities to the individual sites, adjusted for non-speci�c binding
(M3).
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Figure 2.2 : ChIP-seq peaks with multiple putative Ets1 binding sites
have higher ChIP-seq signal , calculated as the natural logarithm of the peak
pileup score reported by the MACS software tool (https://github.com/macs3-
project/MACS). A representative plot is shown, for the Ets1 ChIP-seq data in K562
cells (ENCODE ID: ENCSR000BKQ). Boxplots show median signals, with boxes
extending to the 25th and 75th percentiles. Whiskers extend to the largest/smaller
values no further than 1.5 times the inter-quartile range, and the points show the
most extreme data points.

24 bp could not be tested due to the length limitation for the probes in our DNA

library.

Putative TF binding sites were identi�ed using PWM models and enrichment

scores (E-scores) from universal PBM experiments (Berger and Bulyk, 2009). As

in previous work, we searched for two consecutive 8-mers with E-score> 0:4 (which

generally indicates speci�c TF binding) (Gordan et al., 2013; Shen et al., 2018),

and we aligned the putative binding sites using PWMs (Figure 2.1B,E). Using this
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Figure 2.3 : Distribution of distances between ChIP-seq peak summits for
Ets1 and Runx1. For each Runx1 ChIP-seq peak summit in K562 cells (EN-
CODE ID: ENCSR588AKU) we calculated the distance to the nearest Ets1 peak
summit (ENCODE ID: ENCSR000BKQ). Boxplot shows the median distance (17
bp), with the box extending to the 25th and 75th percentiles. Whiskers extend to
the largest/smaller values no further than 1.5 times the inter-quartile range, and the
points show the most extreme data points.

strategy, we identi�ed 5093 neighboring ETS1-ETS1 sites and 3,197 ETS1-RUNX1

sites. For each region, we designed a 36-bp DNA probe centered on the middle

position(s) between the two sites. As in previous work (Gordan et al., 2013; Shen

et al., 2018; Zhang et al., 2021), our DNA library also included negative control

probes that lacked TF binding sites (400 for ETS1-RUNX1, 257 for ETS1-ETS1).

To allow the identi�cation of ETS1-ETS1 cooperative binding events, our DNA

library also contained, for each genomic region with two neighboring ETS1 sites,

probes where one or both of the sites were mutated (Figure 2.1F, Figure 2.4). Similar

probes were added to the ETS1-RUNX1 library, with either the ETS1 or the RUNX1

site mutated; in this case, the mutated probes were used to normalize the binding

data between di�erent experiments, as described below.

2.2.3 Cooperative gcPBM assay

The designed DNA sequences were synthesized as single-stranded molecules on mi-

croarrays (Agilent) in 4x180k format, with three or four replicate spots per sequence
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Figure 2.4 : Designing DNA probes with mutated Ets1 binding sites for the
Ets1-Ets1 DNA library . In order to detect cooperative binding of Ets1 to pairs
of neighboring sites extracted from the human genome, for each genomic regions of
interest we generated mutated sequences where one or both of the binding sites were
mutated. (A,B) Example genomic regions containing two Ets1 binding sites. The
cores of the binding sites (GGAA or TTCC) are highlighted using light red rectangles.
The y-axes show the universal PBM E-scores for all 8-mers (red line) covering the
genomic sequences shown on the x-axes, focusing on the [0,0.5] range. E-scores above
0.4 typically correspond to speci�c TF-DNA binding (Berger et al., 2006; Berger and
Bulyk, 2009). (C,D) For the genomic regions shown in panels A and B, we illustrate
the corresponding mutated probes where the �rst of the two binding sites was mutated
so that none of the 8-mers overlapping the binding core had E-scores above 0.4. To
mutate a binding site, we targeted the 8-mer with the largest E-score and we chose
the single base-pair mutation that resulted in the largest decrease in E-score. The
mutated positions are marked with vertical green dotted lines in panels A and B.
To make sure that the neighboring binding site is not a�ected by the mutation, we
de�ned a "barrier" region (i.e. positions that could not be mutated) around the
binding sites, marked with a black box in panels A and B. If the position with the
largest E-score fell within the barrier region (as in the example in panel B), then we
chose the next largest E-score position in order to �nd an appropriate mutation.
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for the ETS1-ETS1 and ETS1-RUNX1 neighboring sites, respectively. The arrays

was double-stranded and the protein-binding steps were performed following standard

PBM protocols (Berger and Bulyk, 2009). Brie
y, the double-stranded DNA libraries

were incubated with the proteins of interest (ETS1, RUNX1, or ETS1+RUNX1), and

the level of bound protein at each spot was measured using primary antibodies spe-

ci�c for either ETS1 (Cell Signaling Technology 14069) or RUNX1 (Abcam ab23980)

followed by Alexa488-conjugated secondary antibody (Invitrogen A-21206). Full-

length, recombinant human ETS1 and RUNX1 proteins were expressed and puri�ed

as described in our previous work (Shen et al., 2018). The arrays were scanned us-

ing a GenePix 4400A microarray scanner (Molecular Devices), and the 
uorescence

intensity at each DNA spot was used to represent the TF binding level for the DNA

sequence at that spot. As shown in previous work (Shen et al., 2018; Penvose et al.,

2019; Afek et al., 2020), the PBM 
uorescence intensities correlate remarkably well

with independently measured equilibrium dissociation constants, and can be inter-

preted as the levels of bound TF at each of the sequences in our DNA library.

2.2.4 Identifying ETS1-RUNX1 cooperative versus indepen-

dent binding events

To identify cooperative binding events at the genomic regions containing neighboring

ETS1-RUNX1 sites, we �rst measured ETS1 binding in the presence vs. absence of

saturating levels of RUNX1 (Figure 2.1C), similarly to previous work (Goetz et al.,

2000). For ETS1 we used a concentration of 1nM, selected because it resulted in a

broad range of binding signals on our DNA arrays (Figure 2.5). For RUNX1 we chose

a high concentration (25nM) in order to ensure that, even at spots with low-a�nity

RUNX1 sites, a large fraction of the DNA molecules in each spot were bound.
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Figure 2.5 : Violin plots showing Ets1 binding signal (gcPBM 
uorescence intensity)
for DNA sequences containing neighboring Ets1+Runx1 binding sites, in the Ets1-
only (left) and the Ets1+Runx1 (right) experiments.

Next, we compared the ETS1 binding signals in the ETS1-only vs. the ETS1+RUNX1

experiments, for each genomic region of interest (Figure 2.1D). If the later signal was

signi�cantly higher (p-value< 0.02, one-sided Mann-WhitneyU test applied to the

four replicates spots), then we labelled the binding as `cooperative'. If the signals

from the two experiments were similar (p-value� 0.1), then we labelled the binding

`independent'. Sequences with intermediate p-values were considered ambiguous and

were not included in further analyses. The p-value cuto�s were determined based on

the possible values for the Mann-WhitneyU test between two groups of four mea-

surements (Figure 2.6A). Before performing the statistical tests, we applied a minor

normalization to the data from the ETS1+RUNX1 experiment so that, for the DNA

sequences without RUNX1 binding sites, the best �t line between the ETS1-only and

the ETS1+RUNX1 data sets was the diagonal (Figure 2.7).

We also removed from further consideration all genomic sequences with ETS1
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Figure 2.6 : Possible p-value for a one-sided Mann-Whitney U test , between
two groups of 4 measurements each (A), or a group of 3 measurements compared
to a group of 27 measurements (B). The two colors illustrate the two groups. The
alternative hypothesis is that the blue group contains higher values than the green
group. The data points (measurements) are sorted in decreasing order, with the
rank numbers shown on the left. The smallest p-values (left-most) correspond to the
situation when the two groups have no overlap, and all values for the blue data point
are higher than all values for the green data points.

binding signals lower than the 75th percentile of negative control probes, as we expect

these sequences to be bound mostly non-speci�cally. Importantly, we chose the 75%

rather than 100% cuto� in order to include putative ETS1 sites with very low a�nity
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Figure 2.7 : Normalization of the Ets1 gcPBM data between the Ets1-only
(x-axis) and the Ets1+Runx1 (y-axis) experiments . (A) Comparison between
the un-normalized Ets1 binding data from the Ets1-only versus the Ets1+Runx1
experiments. Binding levels are represented as 
uorescence intensities from the two
gcPBM experiments. Each data point corresponds to a genomic sequence contain
one Ets1 site and one Runx1 site in close proximity. (B) Similar to panel A, but each
point represents a DNA sequence containing one Ets1 site and no Runx1 site. Black
line shows the diagonal. Red dotted line shows the best �t line. (C) Similar to panel
A, but the y-axis shows data after normalization, which was performed by applying
the function f (y) = ( y � 123:36)=0:82.

that might bene�t signi�cantly from cooperative binding with RUNX1. After these

steps, we obtained 2300 sequences from the ETS1-RUNX1 experiment, with 976

(42%) of sequences showing cooperative binding.

The strategy described above tested the e�ect of RUNX1, as the `cooperator

TF', on ETS1-DNA binding. We also performed the reverse test, which we refer to

as the `RUNX1-ETS1' experiment (Figure 2.8, 2.9, 2.10), by considering ETS1 as

the cooperator (at 25nM concentration) and testing its e�ect on DNA-binding by

RUNX1, at 2nM concentration.
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Figure 2.8 : Runx1-Ets1 cooperative gcPBM experiment (A) Cooperative
gcPBM experiment designed to detect cooperative binding events by comparing bind-
ing of Runx1 (blue) alone and in the presence of a high concentration of cooperator
TF (Ets1, red). Ab Runx1: anti-Runx1 antibody. (B) Binding of Runx1-Ets1 is
considered cooperative when the Runx1 binding intensity is signi�cantly higher in
the presence compared to the absence of Ets1.

Figure 2.9 : Violin plots showing Runx1 binding signal (gcPBM 
uorescence inten-
sity) for DNA sequences containing neighboring Ets1+Runx1 binding sites, in the
Runx1-only (left) and the Runx+Ets1 (right) experiments.

36



Figure 2.10 : Normalization of the Runx1 gcPBM data between the Runx1-
only (x-axis) and the Runx1+Ets1 (y-axis) experiments . (A) Comparison
between the un-normalized Runx1 binding data from the Runx1-only versus the
Runx1+Ets1 experiments. Binding levels are represented as 
uorescence intensities
from the two gcPBM experiments. Each data point corresponds to a genomic se-
quence contain one Ets1 site and one Runx1 site in close proximity. (B) Similar to
panel A, but each point represents a DNA sequence containing one Runx1 site and
no Ets1 site. Black line shows the diagonal. Red dotted line shows the best �t line.
(C) Similar to panel A, but the y-axis shows data after normalization, which was
performed by applying the functionf (y) = ( y � 122:21)=0:86.

2.2.5 Identifying ETS1-ETS1 cooperative versus independent

binding events

To identify cooperative DNA-binding by ETS1, for each genomic region of interest

that contained two ETS1 sites (e.g. Figure 2.1E), we also included in our DNA

library three probes generated by mutating one or both of the binding sites, using

mutations that are likely to render the binding non-speci�c (Figure 2.4). We refer

to these probes as M1, M2, and M3 (Figure 2.1F). We performed ETS1 binding

measurements (Figure 2.11) for the mutated sequences, as well the wild-type (WT)

sequence, each represented in three replicate spots, at a protein concentration of

10nM.

Next, for each WT probe (i.e. genomic sequence containing two neighboring
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Figure 2.11 : Violin plots showing Ets1 binding signal (gcPBM 
uorescence inten-
sity) for DNA sequences containing two neighboring Ets1 binding sites (right), a
single Ets1 binding site (middle) or no Ets1 binding sites (left). See Materials and
Methods for details on the design of the DNA probes (WT, M1, M2, M3).

ETS1 sites), we asked whether its protein binding level was larger than the sum

of the binding levels at probes containing the individual sites (i.e. M1 and M2),

adjusting for the level of non-speci�c binding at these probes (i.e. M3). Thus, to

test for cooperative ETS1 binding at the sites in the WT probe we formed the null

hypothesisH0 : � W T � � M 3 = � M 1 � � M 3 + � M 2 � � M 3 and the alternative hypothesis

H1 : � W T � � M 3 > � M 1 � � M 3 + � M 2 � � M 3, where� denotes the mean over replicate

measurements (Figure 2.1H). Finally, we simpli�ed our hypotheses by adding� M 3

to both sides of the equations above, to obtainH0 : � W T = � M 1 + � M 2 � � M 3

and H1 : � W T > � M 1 + � M 2 � � M 3. Wild-type probes for which we rejected the

null hypothesis were considered `cooperative'; we used the most stringent p-value

cuto� (0.0003) for the one-sided Mann-WhitneyU test applied to the three replicate

measurements for WT vs. the 27 measurements for M1+M2-M3 (Figure 2.6B). Wild-

type probes with p> 0.1 were considered `independent', also known as `additive' (Liu

et al., 2020) since the binding level at the two-site probes was equal the sum of the
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binding levels at the individual sites. In this study, we use the term `independent'

binding, for consistency with the ETS1-RUNX1 analyses.

As in previous work (Shen et al., 2018), and as described above for the ETS1-

RUNX1 analyses, we �ltered out WT sequences in the negative control range. In

addition, to ensure that the introduced mutations indeed abolished the two binding

sites, we �ltered out all probes for which M3 was outside of the negative control

range.

2.2.6 Designing genomic features to distinguish cooperative

versus independent TF binding to neighboring sites

To investigate the rules that govern cooperative versus independent binding of TFs to

neighboring sites, we trained classi�cation models to distinguish between cooperative

and independent binding events, using as training data the genomic sequences labeled

as described above, based on cooperative gcPBM data. Feature design is critical for

training accurate and interpretable classi�cation models. Here, we designed features

based on the genomic sequences themselves, taking into account characteristics im-

portant for TF-DNA recognition.

Figure 2.12 shows the main categories of features used in our analyses: 1) the

distance between the two binding sites; 2) the orientations of the binding sites, which

can either be positive (if the site matches the PWM in Figure 2.1B,E) or negative

(if the site matches the reverse complement of the PWM); and 3) the strengths of

the two binding sites, predicted using the PWM models. In addition, we designed

features to represent the sequence composition and the DNA shape at and around the

binding sites. We computed sequence and shape features taking into account the core

binding sites (4bp for ETS1 and 5bp for RUNX1, as in Shen et al. (2018)), and up to
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Figure 2.12 : Features used in classi�cation models: (A) distance between the two
sites, (B) binding site orientation (de�ned based on PWM models), (C) predicted
binding site strengths (using PWM scores), (D) positional DNA shape features, (E)
positional k-mer features, shown for k=1 and 2.

4 positions in the inner and outer 
anks (Figure 2.12D,E). The exact parameters were

selected by nested 10-fold cross-validation. Shape features (minor groove width, roll,

propeller twist, and helical twist) were computed using DNAshape (Zhou et al., 2013),

and the identities of mono-, di- and trinucleotides were used to compute sequence

features, as in Shen et al. (2018).

We trained Random Forest classi�cation models, using the sklearn.ensemble mod-

ule in Python. We tuned the parameters (nestimators, maxdepth, min-samplesleaf,

and min samplessplit) by nested 10-fold cross-validation. We chose to focus on Ran-

dom Forest as it provides interpretability and it allows us to reason about the features

that drive the high classi�cation accuracy. Furthermore, considering that the types of

40


	Abstract
	List of Tables
	List of Figures
	Acknowledgements
	Introduction
	DNA recognition by transcription factors
	Factors modulating TF-DNA interactions
	Indirect TF-DNA interactions
	Competitive binding between paralogous TFs
	TF binding in the presence of nucleosomes
	Other factors modulating TF-DNA interactions

	Cooperative binding of TFs to DNA
	Clusters of TF binding sites
	Physical mechanisms of cooperative binding
	Technologies for identifying cooperative binding
	Our contribution: Cooperative gcPBM

	Quantifying the effect of DNA mutations on TF binding
	Role of non-coding mutations in diseases
	Computational methods for quantifying the effects of DNA mutations on TF binding
	Our Contribution: QBiC-Pred


	High-throughput data and modeling reveal insights into the mechanisms of cooperative DNA-binding by transcription factors
	Introduction
	Materials and methods
	Identifying neighboring binding sites across the genome
	Design of DNA library for `cooperative gcPBM' assay
	Cooperative gcPBM assay
	Identifying ETS1-RUNX1 cooperative versus independent binding events
	Identifying ETS1-ETS1 cooperative versus independent binding events
	Designing genomic features to distinguish cooperative versus independent TF binding to neighboring sites

	Results
	Cooperative gcPBM data reveals ETS1 cooperative binding to neighboring sites
	Features encoded in the DNA are highly predictive of ETS1 cooperative binding
	Binding site strength is highly predictive of ETS1-RUNX1 cooperative DNA binding
	The role of binding site distance and orientation in ETS1-RUNX1 cooperative DNA binding
	Binding site distance and orientation are predictive of ETS1-ETS1 cooperative binding
	Using DNA shape and sequence features to distinguish cooperative versus independent binding

	Discussion

	QBiC-Pred: Quantitative Predictions of Transcription Factor Binding Changes Due to Sequence Variants
	Introduction
	Materials and methods
	OLS models of TF-DNA binding specificity
	In vitro measurements of TF binding changes due to single nucleotide variants
	In vivo allele-specific binding data
	QBiC-Pred web server implementation

	Results
	OLS performs better than Elastic Net in predicting in vitro TF binding changes
	OLS models of TF binding specificity outperform PWMs and DeepBind models in predicting in vitro TF binding changes
	The cross-validation accuracy of OLS models correlates with their accuracy in predicting in vitro TF binding changes
	OLS models of TF binding specificity outperform PWMs and DeepBind models in predicting in vivo allele-specific binding variants

	Discussion

	Transcription Factor-Centric Approach to Identify Non-Recurring Putative Regulatory Drivers in Cancer
	Introduction
	Materials and methods
	ICGC simple somatic mutations and gene expression data
	Promoter and enhancer data
	Defining the effects of mutations on TF binding, and the significance of these effects
	Analytical and simulation-based approaches to compute the significance of mutation effects on TF binding
	Integrating results across all regulatory regions of a gene

	Results
	Integrated analysis across regulatory regions identifies 54 genes with significant TF binding changes due to mutations in regulatory DNA
	Genes with significant mutations in their regulatory regions show large expression differences in mutated versus non-mutated samples


	Conclusions
	Bibliography
	Biography

