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Abstract

Cyber-physical systems (CPS) consist of computing and physical components, such

as sensors, actuators, and processors, and these components communicate through

network to control and monitor the physical processes. Although many cyber-physical

systems (CPS) operate in safety critical scenarios and the heterogeneous component

connectivity provides numerous possible points of attack, most of existing systems

are only weakly protected by legacy components, such as intrusion detectors. On the

other hand, security-aware resource allocation can significantly reduce the security-

related overhead and thus system cost; where the idea is to focus on protecting the

critical system components and communication links, which if compromised could

significantly degrade system performance. Yet, to achieve this, we need methods

to analyze system vulnerability, in terms of performance degradation under attack,

for different types of attacks especially the ones that are potentially stealthy to the

deployed intrusion detection mechanisms.

In this dissertation, we analyze the vulnerability cyber-physical systems modeled

by a control system to adversarial attacks. The contribution of the thesis is fivefold.

First, the vulnerability of systems with linear time invariant (LTI) model subject to

bounded noise is analyzed. For such systems, we also show how performance guaran-

tees can be achieved when the system is equipped to intermittent data authentication.

Second, for a nonlinear dynamical system equipped with extended Kalman filter and

χ2 ID, we leverage machine learning methods and develop learning-enabled attack

generators capable of designing stealthy attacks that maximally degrade system op-

eration. We show how such problem can be cast within a learning-based grey-box

framework where only parts of the run-time information are known to the attacker.

Third, we study performance of perception-based cyber-physical systems in the
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presence of attacks and provide methods for modeling and analysis of their vulner-

ability to stealthy attacks on both physical and perception-based sensing. Here, we

define the notion stealthiness which is independent of the deployed ID and we provide

the condition for which the system will be vulnerable to such stealthy yet impactful

attacks.

Fourth, we focus on analyzing vulnerability of general nonlinear dynamical control

systems to stealthy false data injection attack on sensors. We use a similar notion

of stealthiness as in the third contribution where the attack is considered to be

stealthy if it undetected from any existing ID. We show that even for such strong

notion of stealthiness, there are a large class of systems that are vulnerable to these

stealthy effective attacks. Finally, we consider stealthy perception-based attacks on

unmanned aerial vehicles. Specifically, we introduce a method to consistently attack

both the sensor measurements and camera images over time, in order to cause control

performance degradation (e.g., by failing the mission) while remaining stealthy (i.e.,

undetected by the deployed anomaly detector). We show that stealthy, yet effective

attacks can be designed by changing images of the ground vehicle’s landing markers as

well as suitably falsifying sensing data. We illustrate the effectiveness of our attacks

in Gazebo 3D robotics simulator.
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Chapter 1

Introduction

Cyber-physical systems (CPS) are characterized by the tight integration of controllers and

physical plants, potentially through communication networks. Nowadays, CPSs can be

found in many areas including aerospace, automobile, transportation networks, power gen-

eration, chemical process control, civil infrastructure, health-care, manufacturing, etc. Due

to these widespread application of CSPs, it is very critical to design such systems in a

way that their safety and security are guaranteed. However, due to relying on commu-

nication networks to integrate the physical and computational components, CPSs are po-

tentially vulnerable to different types of adversarial attacks. Several high-profile incidents

have recently exposed vulnerabilities of cyber-physical systems (CPS) by compromising the

communication networks. These incidents cover a wide range of application domains and

system complexity, from attacks on large-scale infrastructure such as the 2016 breach of

Ukrainian power grid, StuxNet virus attack on an industrial SCADA system, as well as

attacks on controllers in modern cars and unmanned aerial vehicles. On the other hand,

the attacks on CPSs are not just limited to compromising the communication networks.

Attacks that directly target the sensors have also shown to be a big threat to the integrity

of CPSs [1]; using either device tampering, Jamming or spoofing (e.x., GPS [2] or radar [3]

spoofing).

Despite the fact that many CPSs operate in such safety-critical scenarios and the het-

erogeneous component connectivity provides numerous possible points of attack, most of

existing systems are only weakly protected by legacy components, such as intrusion detec-

tors. The challenge of securing CPS is even more formidable as the long system lifetime and

resource constraints prevent the full use of new and existing security mechanisms. On the

other hand, security-aware resource allocation can significantly reduce the security-related

overhead and thus system cost [4–6]; where the idea is to focus on protecting the criti-
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cal system components and communication links, which if compromised could significantly

degrade system performance. Yet, to achieve this, we need methods to analyze system

vulnerability, in terms of performance degradation under attack, for different types of at-

tacks. Here, we address the problem of vulnerability analysis of CPSs for different types of

systems by leveraging some methods from control theory and machine learning.

1.1 Related Work

In this section, we will examine the current literature on vulnerability analysis of cyber-

physical systems and resilient state estimation. This analysis will enable us to provide a

more precise statement regarding the contributions of the thesis.

1.1.1 Resiliency and Vulnerability Analysis of Estimation
units in CPSs

The state estimator unit plays a crucial role in CPSs as it provides essential information

about the system’s state, which is necessary for effective monitoring and feedback control.

Therefore, any incorrect estimation of states can have a catastrophic on the system per-

formance; e.x., leading to the instability of the physical system. As a result the problem

of state estimation in the presence of attack has attracted an increasing attention in the

recent years.

When the system is modeled by LTI dynamics with zero mean Gaussian system and

measurement noises, Kalman filter is the optimal estimator in sense of minimizing the

mean squared error [7]. As a result, one line of works has considered the vulnerability of

such estimators with a standard residual-based probabilistic detector (e.g., X 2 detector)

triggering alarm in the presence of sensor attack [8–10]. Specifically, for Kalman filter-based

controllers, the notion of perfect attackability (PA)1 is introduced in [8]. In particular, [8],

and [10] for larger classes of intrusion detectors (IDs), show that the system is PA if and

1For conciseness, we use PA for perfect attackability or perfectly attackable, when the meaning is

clear from the context.
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only if the plant is unstable and the set of compromised sensors satisfies that no unstable

eigenvector lie in the kernel of their observation matrix.

However, Kalman filter estimators are non-resilient; in a sense that they cannot guaran-

tee to provide correct state estimation even when one sensor is compromised. To solve this

problem [11] proposes a new approach by restricting the sensor attacks to be sparse, where

the idea is to first detect and remove the set of sensors that are under attack and then

estimate the states by using the set of attack free sensors. Therefore, it is expected that

the remaining attack free sensors should provide the condition of observability of states.

For system with LTI model and negligible system and measurement noise, [12] proposed

resilient (i.e., secure) state estimation as an approach to achieve attack-resilient control;

where, the objective is to estimate the system state when a subset of the sensors is corrupted.

This allows for the use of standard feedback controllers to provide strong control guarantees

in the presence of attacks. Authors have shown that a a batch-processing approach can

correctly estimate the states and the attack vector by solving an l0, or under more restrictive

condition l1, optimization problem. These results are extended to systems with bounded

noise [13, 14], showing that the worst case state estimation error is a linear with the noise

size; thus, the attacker cannot exploit the noise to introduce unbounded state-estimation

errors, unless a sufficiently large number of sensors is corrupted. Since the problem of solving

the l0 optimization is NP-hard [15], the majority of works try to improve computational

efficiency of the estimators using satisfiability modulo theory techniques [16], graph-based

methods [17] or event-triggered methods [18]. However, all these methods employ a common

restrictive assumption that the maximal number of corrupted sensors is bounded; at best,

less than half of sensors can be compromised. Moreover, the impact of stealthy attacks

on the RSEs has not been considered, either in the general case or under such restrictive

assumptions.

Moreover, the assumption that measurements from only a subset of sensors are com-

promised cannot be justified in the common scenarios where the attacker has access to the

network used to transmit data from sensors to the controller. Thus, it is important to an-

3



alyze impact of such Man-in-the-Middle attacks on performance of the RSEs. A common

defense against network-based attacks is the use of cryptographic tools, such as adding

Message Authentication Codes (MACs) to measurement messages to guarantee their in-

tegrity. Yet, continuous use of security primitives such as MACs, can cause computation

and communication overhead, which limits its applicability in resource-constrained control

systems [4, 6]. To overcome this, intermittent data authentication can be used for control

systems [10]; specifically, LTI systems with Gaussian noise and a Kalman filter-based con-

troller, cannot be PA if message authentication is at least intermittently employed. On the

other hand, no such guarantees have been shown in systems with bounded-size noise and

RSE-based controllers.

1.1.2 Learning-based Vulnerability Analysis of Cyber-Physical
Systems

The application of deep learning in vulnerability analysis of CPSs can be divided in two

lines of work. In the first line, it is assumed that the CPS has a deep neural network

component in the system structure and the idea is to use vulnerability of CPS to small

perturbations using either optimization or machine learning methods. In the second line

of works, machine (deep) learning is used as a tool to pinpoint the vulnerability of CPSs

which do not necessarily have a deep neural network component. In this section we will

briefly describe these two lines of research in the literature.

Recently, cyber-physical systems have been utilizing deep neural networks (DNN) be-

cause of its capability to handle high-dimensional data, improve accuracy and performance

on complex problems, and enable end-to-end learning. CPSs use DNN in applications in-

cluding but not limited to autonomous vehicles, unmanned aerial vehicles, smart grids and

transportation systems. Despite of such promising performance, DNNs have shown to be

vulnerable to adversarial attacks. The initial work [19] showed that even small perturba-

tions of a DNN’s input could drastically change the output, starting a line of research on

vulnerability (in terms of robustness) of DNNs. For instance, [19–22] study vulnerability of

classifiers by adding a small perturbation z to the input x, and design an adversarial exam-
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ple x∗ = x+ z that results in miss-classification error C(x∗) ̸= C(x), for some classifier C.

The most powerful methods for designing adversarial examples is to use the gradient of the

loss function with respect to the input. Some examples are Fast Gradient Sign Method [20],

Iterative Gradient Sign [23], DeepFool [24], Fast Adaptive Boundary Attack [25] and Carlini

Wagner method [26].

In [27–30], the same idea is applied to self-driving vehicles. Specifically, [27] proposes a

physical-world camera attacks such as adding stickers to traffic signs to fool object detection

models. Authors in [28] leverage the same idea and extended the results to attack on

LiDAR-based perception in AVs by strategically transmitting laser signals to the victim’s

LiDAR sensor; to fool a DNN perception model into detecting fake objects in front of the

vehicle. Further analysis and improvement in effectiveness and generality limitations of

LiDAR-based attacks is considered in [29]; beside introducing a black-box spoofing attack.

Authors in [30] have shown that merely LiDAR-based attacks are not capable of disrupting

vehicles that use camera-LiDAR fusion. They define a context-aware attack that shows the

vulnerability of camera-LiDAR fusion perception algorithm. However, the vulnerability of

DNN is not just limited to classification task, as there are some recent works that show the

same vulnerability exists for regression. The effective of such attacks on regression has been

shown in [31] where the goal is to add small additive perturbations to alter the predicted

geometry of the scene and predicted distances from the camera in an autonomous vehicle

application.

Some recent works also consider adversarial machine learning beyond the image do-

main [32–34]. For example, [32] studies vulnerability of machine learning models applied in

CPS by proposing adversarial examples that satisfy the intrinsic constraints of the physical

systems such as the power grids and the water treatment system. The key differences be-

tween the traditional image domain of adversarial machine learning and the CPS domain

has been elaborated in [33] by showing an adversarial attack on an industrial control sys-

tem. The authors in [34] consider an industrial control system setup and design attacks on

sensors using generative adversarial networks (GAN) that can bypass a LSTM-based ID,
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while providing some attack goals.

However, the common assumption among such approaches (e.g., [20, 23–26, 29, 32–34])

is that the predicted target only depends on its input and not internal dynamics – i.e.,

previous states; thus, considering bounded perturbation and a single time-instance (i.e.,

without longitudinal effects) was sufficient in those cases. On the other hand, non of these

works considers the stealthiness of the attack in terms of the change in the distribution of

the system’s sensing. This is important as CPSs are usually equipped with an ID that can

detect the out of distribution values in sensors or perceptual data.

From the control perspective, it was shown that deep reinforcement learning models are

susceptible to adversarial examples [35–37]. Since the mapping between the observation to

actions is achieved by a DNN, the idea has been to add small (i.e., bounded) perturbations

on observations to alter the actions in a way that minimizes the expected cumulative reward

function, even driving the system to unsafe states [35]. A strategically-timed attack has

been proposed in [36], where the adversary aims at minimizing the agent’s reward with

minimal attack injection time interval. The authors also introduce a generative model

and a planning algorithm such that the agent chooses a sequence of actions that takes it

to a designated target state. Finally, [37] proposes a method to characterize the degree

of vulnerability of DR across tasks and training algorithms in white-box and black-box

settings.

The common assumption among all considered works so far is that the CPS has a

Deep neural network component in the system structure and the objective is to use the

vulnerability of DNN to small perturbations. Moreover, the notion of stealthiness is just

refer to small perturbation in the current output. Such notion cannot guarantee stealthiness

from physics-based ID that can detect out of distribution behaviour in the system.

In the second line of works, machine learning is used to find the vulnerabilities of CPS

to stealthy adversarial attacks [38–40]. In [38], the attacker first learns the dynamics of

the system and then compromises the signal sent by the controller. In order to remain

stealthy, the attacker can replace the sensor values by some fictitious sensor readings to the
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controller using the estimated plant dynamics to mimic the legitimate plant operation. A

similar idea for attack design is used in [39], where the authors provide trade-offs between

the information obtained by the attacker from sensor measurements, the detection rate

of the controller, and the controller cost. Both [38, 39] assume the system has an LTI

dynamical model, however, such assumption might not be realistic for real world physical

systems that are inherently nonlinear. A reinforcement learning method for designing

stealthy false data injection attacks on a power system has been proposed in [40], where

the optimal attack strategy is modeled as a partial observable Markov decision process.

However, to uses Markov decision process analysis, the authors assume that the the system

states are discrete. Such assumption is not realistic since the states of the physical systems

such as power plants are continuous.

1.1.3 Attacks on Perception-Based Control Systems

As we discussed in the previous section, the initial work [19] on adversarial example gen-

eration showed that DNNs are vulnerable to small input perturbations. Afterward, the

majority of works has applied this idea to adversarial attacks on physical world such as

malicious stickers on traffic signs to fool the detectors and/or classifiers [21,29,41,42]. For

example, design of adversarial attacks for regression task has been studied in [31], where

the goal of the attacker is to alter the geometrical prediction of the scene and the pre-

dicted distances from the camera. However, all these methods only consider classification

or regression tasks in a static manner; i.e., the target only depends on its input, without

consideration of the longitudinal (i.e., over time) system behaviours.

Recently, [30, 43–47] have studied the vulnerabilities of perception-based autonomous

vehicles in longitudinal way. For instance, [43, 44] consider autonomous vehicles with end-

to-end DNN controllers that directly map perceptual inputs into the vehicle steering angle,

and target the systems by painting black lines on the road; [45] uses a similar idea of adding

dirty road patches to target the automated lane centering. They find the location of the

patches and their shape by solving an optimization problem that maximizes the attacker’s
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impact (injecting lateral deviation). On the other hand, [46,47] introduced online attacks on

streams of images in the tracking task, while [30] considers longitudinal attacks on camera-

LiDAR fusion. Specifically, [46] uses the idea of adding a small patch into the image for

a couple of consecutive frames to change the position of the bounding box around each

object, where the location and the size of the patch is obtained by solving an optimization

problem.

However, all these works consider specific applications and address attack impact in

an ad-hoc manner, limiting the use of their results in other systems/domains. Further,

they lack any consideration of attack stealthiness, as injecting e.g., adversarial patches that

only maximises the disruptive impact on the control can be detected by most ADs. For

instance, [48] introduce an ID that easily detects the adversarial attacks from [43]. On the

other hand, the existing works have a fundamental limitation when the system does not

use deep neural network components for processing the perception data.

Finally, for non-perception control systems, stealthy attacks have been well-defined in

e.g., [8,13,49–56], including replay [49], covert [52], zero-dynamic [50], and false data injec-

tion attacks [8, 10, 51]. However, all these work also only focus on LTI systems and linear

controllers, as well as on specific ID design (e.g., χ2 detector). The notion of attack stealth-

iness independent of the employed ID (i.e., remaining stealthy for all existing/potential

IDs) has been studied in [53]. We additionally differentiate our work in the following –

our notion of stealthiness is stronger than the one in [53] as stealthiness there depends on

time; i.e., there exists only a bounded time that the attack can stay undetected by an ID.

However, the notion of stealthiness in our work is independent of time and the attack is

guaranteed to be stealthy for all time steps after initiating the attack. Moreover, the perfor-

mance degradation metric used in [53] is the error covariance of a Kalman filter estimator

as opposed in our work; we assume the attacker’s goal is to force the system states into an

unsafe region.
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1.1.4 Vulnerability Analysis of Nonlinear Control Systems
against Stealthyt False Data Injection Attacks

Depending on the resources available to the attacker, different types of stealthy impactful

attacks have been proposed in the literature. For instance, for LTI systems with strictly

proper transfer functions, the attacker by compromising the control input can design effec-

tive stealthy attacks if the system has unstable zero invariant (e.g., [50] where such attack

is called zero dynamics attack); however, when the transfer function is not strictly proper,

the attacker needs to compromise both plant’s inputs and outputs. When the attacker

compromises both the plant’s actuation and sensing, e.g., [54] derives the conditions under

which the system is vulnerable to stealthy attacks. Other types of attacks that targets

both input and output also exist for LTI systems including replay attack [49, 57–59] and

covert attack [52]. Specifically, the authors in [57] show that replay attacks can bypass χ2

intrusion detector for some class of LQG controllers in LTI systems and remain stealthy.

Similar analysis has been shown for covert attacks, where the attacker adds some value to

the control input and to remain stealthy, they remove the impact of that value from the

sensor measurements.

On the other hand, sensor attacks which are commonly known as false data injection

attacks have drawn a great deal of attention. One line of works considers the vulnerabilities

of static state estimation in systems such as power grids to false data injection attacks [60]

where the idea is to add values that lie in the range of observation matrix. It has been shown

that such attack can bypass χ2 detectors and lead to incorrect estimation of states. However,

when the system has a predefined dynamics (such as LTI or nonlinear control systems)

merely inserting constant values in the range of observation matrix will not be effective and

it has been shown that the attack needs to evolve with some dynamics [8–10, 51, 61, 62].

Specifically, for LTI systems with Gaussian noise it has been shown that if measurements

from all sensors can be compromised , the plant’s (i.e., open-loop) instability is a sufficient

condition for significantly impacting the system while remaining undetected (i.e., stealthy)

by a particular type of residual-based (χ2) IDs [8–10,62]. They also show that to construct
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such attack sequences, the attacker needs to have complete knowledge about the system,

including the dynamical model as well as controller and Kalman filter gain. However,

for LTI systems with bounded noise the plant’s instability is a necessary and sufficient

condition for the existence of impactful yet stealthy attacks when all the senors can be

compromised [51, 61]. However, the common assumption for all these results [8–10, 49–52,

54, 57, 61–63] is that the considered plant is an LTI system. Furthermore, the notion of

stealthiness is only characterized for a specific type of the employed intrusion detector (e.g.,

χ2-based detectors or RSE detectors).

The notion of attack stealthiness independent of the employed ID (i.e., remaining

stealthy for all existing/potential IDs) has been studied in [53, 63–67]. However, as we

discussed in previous section their notion of stealthiness depends on time; i.e., there exists

only a bounded time that the attack is guaranteed to stay undetected by any ID. On the

other hand, the performance degradation metric used in [53, 64] is the error covariance of

a Kalman filter estimator.

To the best of our knowledge, no existing work provides vulnerability analysis for sys-

tems with nonlinear dynamics, while considering general control and intrusion detector

designs and provide a generative model for such stealthy and impactful attacks. In [52],

covert attacks are introduced as stealthy attacks that can target a potentially nonlinear

system. However, the attacker needs to have perfect knowledge of the system’s dynamics

and be able to compromise both the plant’s input and outputs. Even more importantly,

as the attack design is based on attacks on LTI systems, no guarantees are provided for

effectiveness and stealthiness of attacks on nonlinear systems. The authors in [68] consider

designing attack for nonlinear systems with an arbitrary but fixed ID (the type of ID should

be known to the attacker) by formulating the problem as solving an optimization problem in

a discrete Markov decision system, however, they do not provide any analysis to determine

which class of systems are vulnerable to stealthy impactful attacks. Moreover, since the

continuous state space of the physical system is discretized, the complexity of the problem

increases in higher dimensions. More recently, [69] introduced stealthy attacks on a specific
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class of nonlinear systems with residual-based intrusion detector, but provided effective

attacks only when both plant’s inputs and outputs are compromised by the attacker.

1.2 Stealthy Perception-based Attacks on Unmanned

Aerial Vehicles

Recent years have witnessed significant research attention focused on unmanned aerial

vehicles (UAVs) in a variety of military and civilian applications [70]. Also, recent progress

in computer vision has resulted in a new generation of controllers that utilize visual data

for decision making and control. Popular control tasks that incorporate visual data into the

UAV’s control-loop are vertical take-off and landing (VTOL) and ground vehicle tracking

(GVT). These tasks have been widespread in the areas of rescue and reconnaissance, package

delivery, inspection in hazardous environments, etc. Yet, despite their wide application,

vulnerability of such systems to stealthy cyber attacks has not been well studied.

Quadcopter UAV’s have been shown vulnerable to adversarial attacks, illustrating secu-

rity challenges in these systems (e.g., [71–73]). For example, [71] has shown that an attacker

could perform a Man-in-the-Middle attack, and inject false data and control commands to

the compromised UAV, with catastrophic impact on the system and even human life.

The idea of adding imperceptible noise to the original image that causes the deep neural

network’s output to deviate from its original value [74] (commonly known as adversarial

machine learning) has been applied to UAVs in tracking [75] and control tasks [74,76]. For

example, [75] proposes adversarial attacks that add noise to the images to cause tracking

drift in the bounding box around the target objects; in [76], noise is added to the image

to change the steering angle and collision probabilities, degrading the UAV navigation

performance. Yet, despite their success in disrupting the controller performance, these

attacks are not designed to be stealthy. Most existing UAVs are equipped with an ID (e.g.,

χ2 detector based on the extended Kalman filter) that use the raw sensor measurements

(and possibly the output of a vision module like position/pose estimation) to detect the

presence of abnormal behaviors; thus, effectively limiting impact of the attacks.
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On the other hand, control performance degradation caused by an attack on camera

images used for control will be reflected on the employed physical sensor measurements

(e.g., GPS and IMU). As we will show in this thesis, if the sensor data is not suitably

falsified, attacks on camera images will likely be detected. Consequently, it is unclear how

vulnerable are the UAV controllers that employ both visual and ‘traditional’ sensing data,

and whether it is possible to launch stealthy and effective attacks that significantly degrade

control performance while staying undetected.

1.3 Contributions of this Thesis

The main contributions of each chapter are as follows.

Chapter 2 In this chapter we introduce some preliminary definitions, and some impor-

tant results about stability and instability notions in control theory and some important

properties of probability measures of distance used in information theory. These notions

and definitions will be intensively applied in the subsequent chapters for our analysis.

Chapter 3 The contributions of this chapter are twofold. First, we focus on performance

of LTI systems with bounded-size noise, employing an RSE-based controller, under stealthy

attacks on an arbitrary number of sensors. Specifically, we consider a system with an l0-

based RSE, due to the strongest resiliency guarantees, and one of two previously reported

intrusion detectors (IDs) for systems with set-based noise. Due to the batch-processing

nature of RSEs, we introduce two notions of perfect attackability (PA) for such systems –

at a single time point and over time, where a stealthy attacker may introduce arbitrarily

large estimation errors. Then, we provide necessary and sufficient conditions under which

the system will be PA for both notions. Specifically, we show that unlike PA in the Kalman

filter-based estimators, if the system uses the first ID and a predefined matrix is not full-

rank, then the system will be PA over time even if the physical plant is not unstable.

When such matrix is full-rank, then instability of the plant is a necessary condition, and as a
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result, more conditions will be imposed to the attacker. However, since the matrix elements

depends on system parameters, the defender does not have a freedom on choosing the rank

of the matrix. Consequently, We show that such vulnerability in the system can also be

avoided if the system uses our second ID, where the large deviation in the state estimation

trajectories in consecutive time steps is not tolerated. When the system uses the second

ID, we find that the instability of the plant is a necessary condition for PA of the system;

similar to the full-rank matrix case. Second, we consider the impact of stealthy attacks in

the presence of intermittent data authentication. We show that even authenticating the

sensor measurements intermittently can help the system against the attacks. Unlike [10], we

show that if the system uses second ID, using authentication only once in every bounded

time interval ensures bounded estimation errors under any stealthy attack. We provide

such result in terms of necessary and sufficient condition, where we also show that having

a correct sensor measurement once in a while is a necessary condition to have a bounded

estimation error.

Chapter 4 This chapter focuses on the use of deep learning for vulnerability analysis of

CPSs. To the best of our knowledge, this is the first study focused on design of stealthy

attack signals – potentially unbounded (in size) vector time-series – that degrade QoC

performance of control systems with general nonlinear dynamics, and for which only limited

knowledge of the physical model is available. Specifically, we consider a control architecture

widely used in CPS, where the low-level control is based on a feedback controller and

an observer (e.g., the extended Kalman filter (EKF)), while also employing an ID. To

facilitate analyzing the impact potential sensing attacks could have on systems with general

nonlinear dynamics, we develop learning-enabled attack generators capable of designing

stealthy attacks that maximally degrade system operation. We show how such problem

can be cast within a learning-based grey-box framework where only parts of the runtime

information are known to the attacker. We propose two attack-generator models for design

of such stealthy attack vectors. Each model requires different levels of runtime information

from the state estimator – i.e., the current sensor measurements and the previous state

13



estimation, or only the current sensor measurements. The two models, based on feed-

forward neural networks (FNN) and recurrent neural networks (RNN), are trained offline

using a cost function that captures the impact the attack would have on the estimation

error (and thus QoC) as well as stealthiness requirements. This enables the trained models

to recursively generate effective yet stealthy sensor attacks in real-time while requiring

different levels of system information at runtime. To capture the expectation operation in

the cost function, we employ Monte Carlo (MC) simulation. Finally, we illustrate the use

and evaluate effectiveness of our approach on three case studies, from inverted pendulum

to autonomous driving vehicles (ADVs) and unmanned aerial vehicles (UAVs). We show

that when a suitably large time-duration is used for offline training, on average the learned

FNN-based attacks slightly outperform the RNN-based attacks. However, this comes at a

price; they require additional system information at the runtime – i.e., local state estimation.

Furthermore, we demonstrate attack generalizability on a complex case study based on

CARLA urban autonomous driving simulator [77]; by training the attack generator models

on a simple path and then showing their effectiveness on more complex scenarios. We also

show the robustness of the proposed attack design to changes in sensing frequencies.

Chapter 5 The contributions of this chapter are threefold. First, we model the attacks

on perception and physical sensing in the most general form. Specifically, we consider

a general setup with a nonlinear affine physical plant controlled with a perception-based

controller that maps both the physical sensor (e.g., IMUs) and perceptual (e.g., camera)

measurements to the control input; in addition, the system is equipped with a statistical

or learning-based ID to detect the presence of abnormal behaviours in the system. To

enable general performance analysis, we model the attacks on both perception and physical

sensing.

Second, we consider the attacks on perception-based control in the presence of intrusion

detectors. We define a new notion of stealthiness in the most general format, where an

attack is defined to be stealthy if it stealthy from any ID. We provide a sufficient condition

using Neyman-Pearson Lemma and its relation with total variation and Kullback-Leibler
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(KL) divergence. We show that the upper bound on such general notion of stealthiness

depends on the upper bound on the KL divergence between the attack free and under

attack joint probability distribution of observations.

Third, we consider attacks with different levels of runtime knowledge about the plant

and its states. We find sufficient conditions for existence of stealthy effective attacks that

force the plant state into an unsafe region without being detected by any employed ID.

Moreover, as opposed to all previous works in control literature, we consider high impact

stealthy attacks on plants with nonlinear dynamics controlled by a perception-based control

system employing a potential end-to-end nonlinear controller (e.g., deep neural network).

We show that as the open-loop unstable plant dynamics diverges faster and the closed-

loop system converges faster to an equilibrium point, the system will be more vulnerable

to effective stealthy attacks. Specifically, we show that depending on runtime information

available to the attacker, the probability of attack remaining stealthy (against any ID)

can be arbitrarily close to one, if the attacker’s estimate of the plant’s state is arbitrarily

close to the true plant state; on the other hand, when the attacker does not have access

to an accurate estimate of the plant state, the stealthiness level of the attack depends

on the control performance in attack-free operation. Finally, we illustrate our results on

case-studies.

Chapter 6 To the best of our knowledge, the framework presented in this chapter is

the first that considers the problem of stealthy impactful sensor attacks for systems with

general nonlinear dynamics that is independent of the deployed intrusion detector. The

main contributions of this chapter are three fold which can be summarized as follows:

First, we define two different attack models depending on the level of knowledge the

attacker can have about the system. Then, for each of these attack models we provide

conditions for which the system is vulnerable to effective yet stealthy attacks on nonlinear

systems without limiting the analysis on particular type of employed ID. In particular,

for the first attack model which requires higher level of knowledge about the system we

show that if the closed-loop control system is incrementally exponentially stable while the
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open-loop control system is incrementally unstable, then the system will be vulnerable to

impactful attacks that can remain stealthy from any detector. In the second attack model

where requires less knowledge about the system, more conditions will be imposed to the

attacker. We show that if the closed-loop control system is incrementally input to state

stable and the open-loop system is incrementally input to state unstable the system will be

vulnerable to impactful attacks and the level of stealthiness will depend on the accuracy

of attacker’s knowledge about the system states. We also show that for systems with LTI

model if certain subset of sensors are under attack, close-loop system is asymptotically

stable, and the open-loop system is unstable, then the system is vulnerable to optimal

stealthy attacks as opposed to line of works [8–10,62] where it has been shown such condition

is sufficient for the stealthiness from only one class of IDs (χ2).

Second, for each of these attack models, we provide a general method for generating

the sequence of optimal stealthy impactful attack vectors. We show that as much as the

dynamical model of the system becomes simpler, the attacker will need fewer knowledge

about the system to generate the attack sequence. In an extreme case where the system can

modeled by LTI dynamics, we show that the attacker will only need to have access to the

plant’s open-loop matrix and the observation matrix as opposed to line of works [8–10,62]

where they assume the attacker should access to full plant model information as well as the

controller and Kalman filter gain.

Finally, we provide the condition for the resiliency of general nonlinear control systems

to sensor attacks. We show that if system plant and the controller are incrementally input

to state stable, then by slightly changing the structure of the controller, one can limit the

impact of the attacker on the system.

Chapter 7 As a contribution to this chapter we introduce a general framework to design

false data injection attacks that consistently falsify both camera images and physical sensors

data, causing significant deviations from the trajectory of the non-compromised drone, while

being stealthy from the system’s ID. Specifically, we investigate attacks on two different

mission tasks – VTOL and GVT where a vision-based controller is used to navigate the
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drone. For both tasks, we consider a squared fiducial marker ArUco on a moving vehicle,

with a correlation filter being used to detect the marker and estimate the relative position

and the heading of the drone with respect to the marker. To show stealthiness of our

attacks, in our experiments, we consider two widely-used ID – χ2 and deep learning-based

detectors. We show that instead of adding noise to the image as commonly done today

for non-control applications, the attacker should manipulate the scene geometry of the

current image in a way that is governed by the UAVs dynamics. For example, for a moving

vehicle tracking, our attack strategy starts with a desired false relative position. Then, the

attacker constructs a false image that renders the falsified relative position of the marker.

The desired false relative position is not chosen arbitrarily; instead, it is governed by the

system dynamics to be stealthy from any intrusion detector. We will show that while having

a physical impact on the drone (deviating the drone from its desired trajectory in GVT and

landing in a wrong place in VTOL), the resulting attacks are stealthy from any considered

ID.

Chapter 8 This chapter concludes the thesis and discuss some aspects for future research

in the area of vulnerability analysis of CPSs and resilient state estimation in the presence

of attacks.
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Chapter 2

Preliminaries

In this chapter we review some basic results in nonlinear control systems and information

theory. The definitions introduced in this chapter will be used consistently throughout the

remaining chapters.

2.1 The notions of Lyapunov stability and Incre-

mental stability

Before introducing the notions of stability and instability, let define the class of Lipschitz

functions as follows.

Definition 1. A function f : Rn → Rp is Lipschitz on the set X with constant L if for any

x, y ∈ X ⊆ Rn it holds that

∥f(x)− f(y)∥ ≤ L∥x− y∥ (2.1)

and it is globally Lipschitz with constant L if X = Rn

To start with the notions of stability of a nonlinear dynamical system, let consider the

X ⊆ Rn and D ⊆ Rm. Consider a discrete-time nonlinear system with an exogenous input,

modeled in the state-space form as

xt+1 = f(xt, dt), xt ∈ X, dt ∈ D, t ∈ Z≥0, (2.2)

where f : X×D→ X is continuous. We denote by x(t, ξ, d) the trajectory (i.e., the solution)

of (2.2) at time t, when the system has the initial condition ξ and is subject to the input

sequence {d0 : dt−1}.1 For a system with zero exogenous input, i.e., dt = 0 for all t ∈ Z≥0

the evolution of states satisfies

xt+1 = f(xt, 0), xt ∈ X. (2.3)

1To simplify our notation, we denote the sequence {d0 : dt−1} as d.
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For (2.3), xo is called the equilibrium point if we have xo = f(xo, 0). Without loss of

generality, we will assume that the origin of the system is the equilibrium point, i.e., xo = 0.

The following definition captures the notion exponential stability of system (2.3).

Definition 2. Assume the system (2.3) with zero exogenous input. Then, the origin of

the system (2.3) is exponentially stable on a set 0 ∈ X ⊆ Rn if for any ξ ∈ X , there exist

0 < α < 1 and M > 0, such that ∥x(t, ξ, 0)∥ ≤Mαt∥ξ∥ for all t ≥ 0.

In other words, the equilibrium (origin) of the system (2.3) is exponentially stable in

the set X ⊆ Rn if any trajectory starting in X decay to zero exponentially fast. The

following lemma provides a sufficient condition for verifying the exponential stability of the

system (2.3).

Lemma 1 ( [78]). For the system of (2.3), if there exists a function V : Rn → R such that

for any xt ∈ X ⊆ Rn, the following holds

c1∥xt∥2 ≤ V (xt) ≤ c2∥xt∥2,

V (xt+1)− V (xt) ≤ −c3∥xt∥2,

∂V (x)

∂x
≤ c4∥x∥,

(2.4)

for some positive c1, c2, c3 and c4, then the origin is exponentially stable.

When the system is exposed to exogenous input, the notion of Lyapunov stability is not

appealing because the exogenous input will not let the system to rest in the equilibrium

point. As a result some new notion of stability are developed for such systems in [79–81],

where we introduce them as follows.

Definition 3. The system (2.2) is incrementally exponentially stable (IES) in the set X ⊆

Rn if there exist κ > 1 and λ < 1 such that

∥x(t, ξ1, d)− x(t, ξ2, d)∥ ≤ κ∥ξ1 − ξ2∥λt, (2.5)

holds for all ξ1, ξ2 ∈ X, any dt ∈ D, and t ∈ Z≥0. When X = Rn, the system is referred to

as globally incrementally exponentially stable (GIES).
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Definition 4. The system (2.2) is called incrementally input to state stable (IISS) in the

set X ⊆ Rn if there exists a function γ ∈ K∞, κ > 1 and λ < 1 such that for any t ∈ Z≥0

we have

∥x(t, ξ1, d1)− x(t, ξ2, d2)∥ ≤ κ∥ξ1 − ξ2∥λt + γ(∥d1 − d2∥∞), (2.6)

holds for all ξ1, ξ2 ∈ X, any d1t , d2t ∈ D, and t ∈ Z≥0, where ∥d1−d2∥∞ = supt≥0 ∥d1t − d2t ∥∞.

When X = Rn, the system is referred to as globally incrementally input to state stable

(GIISS).

By replacing d1 = d2 in (2.6), one can verify that if the system is IISS, then it is also IES,

therefore, IISS needs a stronger condition to be satisfied compared to IES. Here, we only

provide the definitions for exponential stability, however, the same notions of stability also

exists for asymptotic convergence [79]. The conditions for which the system is incrementally

stable is fully derived using Lyapunov methods in [79–81].

Definition 5. The system (2.2) is incrementally unstable (IU) in the set X ⊆ Rn if for all

ξ1 ∈ X and any dt ∈ D, there exists a ξ2 arbitrarily close to ξ1 such that for any M > 0,

∥x(t, ξ1, d)− x(t, ξ2, d)∥ ≥M, (2.7)

holds for all t ≥ t′, for some t′ ∈ Z≥0.

Definition 6. The system (2.2) is incrementally input to state unstable (IISU) in the set

X ⊆ Rn if for all ξ1 ∈ X and any d1t , d
2
t ∈ D satisfying ∥d1t − d2t ∥ ≤ η for all t ∈ Z≥0, there

exists a ξ2 such that for any M > 0,

∥x(t, ξ1, d1)− x(t, ξ2, d2)∥ ≥M, (2.8)

holds for all t ≥ t′, for some t′ ∈ Z≥0.
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2.2 Properties of KL Divergence and Other Pre-

liminaries

In this section, first we define Kullback–Leibler (KL) divergence and total variation distance,

which are types of statistical distance; i.e., measured of how one probability distribution

P is different from a second, reference probability distribution Q. Then, we provide some

properties of KL divergence that will be later used in the following chapters.

Definition 7. Consider P and Q as the probability distributions relative to Lebesgue mea-

sure with densities p and q, respectively, then the total variation between them is defined

as

TV (P,Q) =
1

2

∫
|p(x)− q(x)|dx. (2.9)

The Kullback–Leibler (KL) divergence between P and Q is defined as

KL(P||Q) =

∫
p(x) log

p(x)

q(x)
dx. (2.10)

In the following lemmas that provide some properties of KL divergence and expected

value, X and Y are assumed to be random variables. 2

Lemma 2. [Data Processing Inequality] Assume that Y given X is produced based on

the law WY |X . If PY and QY are distributions of Y when X is generated by distributions

PX and QX , respectively, then

KL(QY ||PY ) ≤ KL(QX ||PX). (2.11)

Lemma 3. [Monotonicity] Let PX,Y and QX,Y be two distributions for a pair of variables

X and Y , and PX and QX be the marginal distributions for variable X. Then,

KL(QX ||PX) ≤ KL(QX,Y ||PX,Y ). (2.12)

Lemma 4. [Chain rule] Let PX,Y and QX,Y be two distributions for a pair of variables

X and Y . Then,

KL(QX,Y ||PX,Y ) = KL(QX ||PX) +KL(QY |X ||PY |X), (2.13)

2For more details about these lemmas please refer to [82].
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where KL(QY |X ||PY |X) is defined as

KL(QY |X ||PY |X) = Ex∼QX
KL(QY |X=x||PY |X=x). (2.14)

Lemma 5. Let PX and QX be two Gaussian distributions with the same covariance Σ and

different means µX and µY , respectively. Then, it holds that

KL(QX ||PX) = µTXΣ−1µY . (2.15)

Lemma 6. Let QX be a distribution for a scalar random variable X, and that X ≤M for

some M > 0. Then,

EQX
{X} ≤M (2.16)

Proof. The proof is straightforward from the definition of expectation and some properties

of the integral.
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Chapter 3

Attack Resilient State Estimation with
Intermittent Data Authentication

In this chapter, we analyze performance of resilient state estimators (RSEs) when any

subset of sensors may be compromised by a stealthy attacker. We start by defining the

system and the attack models. We find the necessary and sufficient condition under which

RSE will be vulnerable to stealthy attacks. Then, we introduce the notion of intermittent

data authentication. We also provide an analysis of how such data authentication can help

to provide resilience in estimation, even though it is used intermittently.

3.1 The Outline of Chapter

The chapter is organized as follows. In Section 3.2, we introduce the considered system

model and secure state estimator, and we propose two intrusion detectors. Then we formal-

ize the considered problem in this chapter. In Section 3.3, we define the concept of perfectly

attackable systems and find the necessary and sufficient conditions under which a stealthy

attacker can introduce unbounded state estimation errors in the system for each of the

proposed IDs. Then, in Section 3.4 we find intermittent MAC policy to secure the system

against perfect attacks for our two different proposed IDs. Finally, in 3.5, we provide case

studies that illustrate these conditions and effectiveness of our proposed intermittent MAC

policy.

3.2 Problem Description

We start by introducing the system (Fig. 3.1) and attack model, before formalizing the

considered problem.
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3.2.1 System and Attack Model

Plant Model. We assume that the plant is an observable linear time-invariant (LTI)

dynamical system that can be modeled in the standard state-space form as

x(t+ 1) = Ax(t) +Bu(t) + vP (t),

y(t) = Cx(t) + vM (t).

(3.1)

Here, x ∈ Rn, u ∈ Rm, y ∈ Rp denote the state, input and output vectors, respectively. The

plant output vector captures measurements from the set of plant sensors S = {s1, s2, ..., sp};

we may also use i instead of si to denote the i-th sensor. In addition, vP ∈ Rn and vM ∈ Rp

are bounded process and measurement noise vectors. Note that we make no assumptions

about the distributions of the sensor and measurement noise.

Attack Model. We assume that the attacker was able to compromise information flow

from a subset of sensors K ⊆ S; we may refer to these sensors as compromised since

the effects of network-based attack are mathematically equivalent to compromising the

sensors [83]. Again, we make no assumption about the set K (e.g., its size or elements).

Hence, the sensor measurements delivered to the controller can be modeled as yc(t) =

y(t)+a(t). Here, a(t) ∈ Rp denotes the sparse attack signal injected by the attacker at time

t via the compromised information flows (i.e., sensors) from K; thus, K = supp(a(t)).

We use a commonly adopted threat model (e.g., [10]) where:

1. the attacker has the full knowledge of the system, its dynamics and design (e.g.,

controller and ID), as well as the employed security mechanisms – e.g., the times

when authentication is used,

2. the attacker has the required computation power to calculate suitable attack signals

to inject via the set K, while planning ahead as needed,

3. the attacker’s goal is to design attack signal a(t) such that it always remain stealthy

(i.e., undetected by the ID), while maximizing control degradation.
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Figure 3.1: Control architecture under network-based attacks.

The notions of stealthiness and control performance degradation depend on the con-

troller, and thus will be formally defined after the controller design is introduced.

Controller Design. The controller employs an RSE whose output is used for standard

feedback control, and an ID (Fig. 3.1). To simplify our notation while describing the RSE,

the model (3.1) can be considered in the form

x(t+ 1) = Ax(t), yc(t) = Cx(t) + w(t) + a(t); (3.2)

specifically, we can ignore the contribution of u(t) as it is a known signal (no attacks on

actuator are considered in this work) and thus has no effect on resilient state estimation.

As shown in [84], Section III, Eq. (13), the bounds on the size of measurement noise w

in (3.2) can be related to the bounds of process and measurement noise vectors vP and vM

in (3.1); i.e., there exists δw > 0 where

∥w(t)∥ ≤ δw, for all t ≥ 0. (3.3)

As we will only focus on the system in the presence of attacks in the rest of this work,

to simplify our notation we drop the superscript c for the measurements received at the

controller in (3.2), and simply denote them as yt.
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Resilient State Estimator. The goal of an RSE is to reconstruct the system state

x(t) from the potentially compromised N sensor measurements {y(t), ..., y(t+N − 1)}. We

assume that N = n but the results can be extended to N < n, or N > n. To formally

capture RSE requirements, we rewrite the system model from (3.2) as

y(t) = Ox(t) + a(t) +w(t), (3.4)

where O = [OT
1 | ... | OT

p ]
T . For each sensor i and a subset of sensors K, we define the

matrices Oi and OK as

OK =

[
(PKC)T (PKCA)T . . . (PKCAN−1)T

]T
, (3.5)

with Oi = O{si}. Also, each of the block vectors a, y, w ∈ RpN , satisfies a(t) =

[aT1 (t) | ... | aTp (t)]T , y(t) = [yT
1 (t) | ... | yT

p (t)]
T and w(t) = [wT

1 (t) | ... | wT
p (t)]

T . Thus,

for each sensor i ∈ S, it holds that

yi(t) = Oix(t) + ai(t) +wi(t) (3.6)

with ai(t) = [ai(t) | ai(t + 1) |...| ai(t + N − 1)]T ∈ RN denoting the values injected

via ith sensor at time steps t, ..., t + N − 1, with ai(t) = 0 if i /∈ K. Finally, yi(t) =

[yi(t) | yi(t+1) |...| yi(t+N−1)]T ∈ RN andwi(t) = [wi(t) | wi(t+1) |...| wi(t+N−1)]T ∈ RN

are the values of sensor i measurements and its noise.

In general, the RSE functionality can be captured as

E : RNp 7→ Rn × RNp, such that E(y(t)) =
(
x̂(t), â(t)

)
[12]. Here, x̂(t) and â(t) are the

state and attack vectors estimated from the delivered sensor measurements. The estimation

error of an RSE is defined as

∆x(t) = x̂(t)− x(t). (3.7)

A conventional RSE is the l0-based decoder [13], or its equivalent forms (e.g., [12, 16]),

defined as optimization

min
x̂(t),â(t),ŵ(t)

∑p

i=1
I
(∥∥âi(t)∥∥ > 0

)
s. t. y(t) = Ox̂(t) + ŵ(t) + â(t), ŵ(t) ∈ Ω.

(3.8)
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Here, Ω denotes the feasible set of noise vectors, determined by the noise bounds from (3.3).

The vectors ŵ(t) and â(t) are estimated at time t independently from the estimated vectors

at time step t−1. Hence, we denote ŵ(t) = [ŵT
1 (t) | ... | ŵT

p (t)]
T , â(t) = [âT1 (t) | ... | âTp (t)]T ,

with ŵi(t) = [ŵ
(t)
i (t)|...|ŵ(t)

i (t+N − 1)]T and âi(t) = [â
(t)
i (t)|...|â(t)i (t+N − 1)]T , in which

â
(t)
i (k) and ŵ

(t)
i (k) are the estimated noise and attack vectors at time k, as computed at

time t, for k = t, ..., t + N − 1. When not more than s sensors are compromised in a

2s-sparse observable system [18], the estimation error of the RSE (3.8) is bounded [13];

2s-sparse observable depends on the properties of the observability matrix of (A,C).

Intrusion Detector. We consider two ID used to detect the presence of any system

anomaly (including attacks):

1. IDI: We capture the IDI functionality in the general form as mapping DI : RNp 7→ B

defined as

DI(â(t)) = I(
∥∥â(t)∥∥ > 0); (3.9)

i.e., if the estimated attack vector is non-zero, ID I raises alarm. Note that our goal

is not to identify the exact set of attacked sensors, which would result in a nonzero

threshold in (3.9), as shown in [13].

2. IDII: We define the IDII as DII : RNp+2n 7→ B with

DII(â(t), x̂(t), x̂(t− 1)) =

I
(∥∥â(t)∥∥ > 0

)
∨ I
(
∥x̂(t)−Ax̂(t− 1)∥ > d

)
;

(3.10)

here, ∨ is Boolean OR and d is defined by Prop. 1.

We use DI(â) and DII(â, x̂) instead of DI(â(t)) and DII(â(t), x̂(t), x̂(t − 1)), respectively.

We also denote the system (3.2) with IDi (i ∈ { I, II}) as Σi(A,C, δw,K). Yet, if results

hold for both IDs, we remove the subscript i.

Proposition 1. For the system without attack, it holds that ∥x̂(t) − Ax̂(t − 1)∥ ≤ d =

2
√
Nδw∥O†∥2(1 + ∥A∥2).
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Proof. Constraints in (3.8) at time t and t− 1 imply

Ox(t) +w(t) =Ox̂(t) + ŵ(t) + â(t)

Ox(t− 1) +w(t− 1) =Ox̂(t− 1) + ŵ(t− 1) + â(t− 1)

Without attack, â = 0 (i.e., at t and t − 1) is a feasible solution that also minimizes the

objective function in (3.8) since ŵ = w, x̂ = x satisfy the constraint for both t and t− 1.

For ∆w(t) = w(t)− ŵ(t), as (A,C) is observable,

x̂(t) =x(t)−O†∆w(t)

x̂(t− 1) =x(t− 1)−O†∆w(t− 1).

(3.11)

Hence, from (3.2), ∥x̂(t)−Ax̂(t− 1)∥ = ∥AO†∆w(t− 1)−O†∆w(t)∥ ≤ ∥O†∥2∥∆w(t)∥+

∥A∥2∥O†∥2∥∆w(t − 1)∥. On the other hand, ∥∆w(t)∥2 ≤ 2
√
Nδw, which also holds for

∆w(t− 1), and thus concludes the proof.

3.2.2 Problem Formulation

Here, we focus on the following two problems.

Problem 1 : Find conditions that a stealthy attacker could introduce arbitrarily large

estimation errors (3.7). From (3.9), (3.10), the stealthiness conditions for IDI, IDII are

DI(â) = 0, DII(â, x̂) = 0. (3.12)

Note that if an attack is stealthy from IDII it cannot be detected by IDI either. Due to

the batch-processing nature of the RSE and bounded-size noise, the approach and conditions

from [8,9] cannot be used. Hence, we introduce PA for LTI systems with bounded-size noise.

Problem 2 : As we show in next section, for a large class of systems ΣI(A,C, δw,K),

an unbounded state estimation error can be inserted by compromising a subset of sensors.

Although the use of IDII (i.e., for systems ΣII(A,C, δw,K)) restricts these conditions, un-

stable plants are vulnerable to perfect attacks (i.e., stealthy attacks that cause unbounded

estimation errors). On the other hand, the use of security mechanisms, such as message au-

thentication, could ensure integrity of the received sensor measurements. Thus, a stealthy
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attack vector has to satisfy ai(t) = 0 when the measurement of sensor si is authenticated

at time t, and a(t) = 0 if integrity of all sensors is enforced at time t. Since authentication

comes with additional computational and communication cost, we study the effects of in-

termittent data authentication on attack impact. Our goal is to find conditions that the

authentication policy (i.e., times when authentication is used) should satisfy so that the

systems ΣI(A,C, δw,K), ΣII(A,C, δw,K) are not PA.

3.3 PA of LTI Systems with Bounded-Noise

The notion of PA is introduced in [8,9] for systems with a statistical (χ2) ID and a Kalman-

filter implementing continuous (i.e., streamed) processing of sensor measurements. On the

other hand, most existing RSEs for systems with bounded noise (e.g., [13,16,85]) are based

on batch-processing of sensor data – i.e., processing a window of sensor measurements at

each time step (mostly even without taking previous computations into account). Thus,

the notion of PA needs to differentiate between PA at a single time point vs. PA over a

time interval. In this section, we first define these two notions of PA for systems with one

of the two IDs, before providing the necessary and sufficient conditions individually.

Definition 8. System ΣI(A,C, δw,K) is PA at a single time step if for any M > 0, there

exists a stealthy sequence of attack signals a(t) over N time steps (i.e., satisfying (3.12)),

for which the RSE estimation error satisfies ∥∆x(t)∥ > M . Such attack vector a(t) is called

a perfect attack for the system ΣI(A,C, δw,K).

Definition 8 does not require that the attack is stealthy before or remains stealthy at

time steps after t. Such notion of PA for the system ΣII(A,C, δw,K) is not relevant because

the IDII, from (3.10), validates that the estimated states in every two consecutive steps do

not violate plant dynamics. Thus, we characterize a more realistic requirements for stealthy

attacks – PA over a time-interval.

Definition 9. System Σ(A,C, δw,K) is PA over time if for all M > 0 there exists a

sequence of attack signals a(t),a(t+1), ... and a time point t′ ≥ t such that for all k, where
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k ≥ t′, it holds that ∥∆x(k)∥ > M , and for all time steps, the estimated attack vectors â

satisfies the corresponding stealthiness requirements in (3.12).

To simplify our presentation, instead of formally stating that the estimation error may

be arbitrarily large, we may say that the estimation error is unbounded.

Remark 1. If the system ΣII(A,C, δw,K) is PA over time, then the ΣI(A,C, δw,K) is also

PA over time because the stealthiness condition in (3.12) for IDII also includes the condition

for IDI.

Note that PA over time is a stronger notion than PA at a single time point because

DI

(
â(t)

)
should be equal to zero for all time steps. Therefore, the following holds.

Proposition 2. If the system ΣI(A,C, δw,K) is PA over time, then it is also PA at a single

time step.

3.3.1 PA of System ΣI(A,C, δw, ,K)

We now capture conditions for PA at a single time.

Theorem 1. System ΣI(A,C, δw,K) is PA at a singletime step if and only if pair (A,PK∁C)

is not observable.

Proof. (Only if:) For the sake of contradiction, let us assume that the pair (A,PK∁C) is

observable, while the system Σ(A,C, δw,K) is perfectly attackable at a single time step,

which we denote as t. Then, there exists a stealthy attack sequence a(t) for which the RSE

estimated attack vector â(t) = 0 and
∥∥∆x(t)∥∥ is unbounded.

Consider the impact of attack vectors on measurements of noncompromised sensors

from K∁. We have that

PK∁y(t)
(i)
= OK∁x(t) + PK∁w(t) =

(ii)
= OK∁ x̂(t) + PK∁ŵ(t),

(3.13)
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where (i) holds because the attacker does not inject false data over noncompromised sensors,

while (ii) holds since the attack is stealthy (i.e., â(t) = 0). Hence, it follows that

OK∁∆x(t) = PK∁∆w(t) (3.14)

where ∆w(t) = w(t)− ŵ(t). Since the the matrix OK∁ is full rank, we have that

∆x(t) =
(
OK∁

)†(
PK∁∆w(t)

)
, (3.15)

and thus ∥∥∆x(t)∥∥ ≤∥∥∥∥(OK∁

)†∥∥∥∥(∥∥∥PK∁∆w(t)
∥∥∥). (3.16)

The matrix
(
OK∁

)†
has a bounded norm, w(t) and ŵ(t) are also bounded. Thus, the

right side of (3.16) is bounded, meaning that ∆x(t) is bounded, which is a contradiction.

(If) Suppose that the pair (A,PK∁C) is not observable. This means that there exists a

nonzero vector z such that OK∁z = 0. Now, let us assume that the system is in state x(t)

when attack vector a(t) =

PKa(t)
PK∁a(t)

 = Oz =

OKz

0

 is applied. For such signal, the

information y(t) delivered to the RSE is captured in (3.4), for some noise realization w(t).

On the other hand, the output of RSE
(
x̂(t), â(t)

)
satisfies

y(t) = Ox(t) +w(t) + a(t) = Ox̂(t) + ŵ(t) + â(t) (3.17)

Consider ŵ′(t) = ŵ(t), x̂′(t) = x̂(t) + z and â′(t) = 0. Now,
(
x̂′(t), ŵ′(t), â′(t)

)
is a

feasible point for the RSE optimization problem from (3.8) that also minimizes the objective

function to zero. Thus, the output of RSE
(
x̂(t), â(t)

)
also has to have the same value for

the objective function, meaning that â = 0, and thus the attack will not be detected.

On the other hand, since (A,C) is observable, from (3.17) and (3.7) it follows that

∆x(t) = O†∆w(t) +O†a(t) = O†∆w(t) + z

Since ∆w(t) is bounded, and z is any nonzero vector in the null-space of OK∁ , it can be

chosen to have an arbitrarily large norm. Therefore, the system Σ(A,C, δw,K) is perfectly

attackable at a single time step.
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As the plant (A,C) is observable, the next result follows.

Corollary 1. System ΣI(A,C, δw,S) (i.e., all sensors compromised) is PA at a single time

step.

Corollary 2. If the attack to the system ΣI(A,C, δw,K) has the form a(t) = Oz(t), for

some z ∈ Rn, then â(t) = 0 and the RSE error satisfies ∆x(t) = O†∆w(t) + z.

Remark 2. Although in this work we consider l0-based estimators, it is straightforward to

show that the results of Theorem 1 are valid for any batch processing estimators like l1-based

estimator or estimators from [16,18].

Example 1. To illustrate PA at time point, consider system ΣI(A,C, δw,K) with δw = 0,

K = S = {s1}, N = 2, A =
[
.3 1
0 .5

]
, C = [ 1 0 ] . The attack vector a(t) =

[
aT (t) aT (t+ 1)

]T
= Oz results in estimation error ∆x(t) = z and â(t) = 0, for z being any arbitrary nonzero

vector; thus, can generate a perfect attack vector at time t.

Theorem 2. For the system ΣI(A,C, δw,K), we define

F (K, N) =

[
OT

K∁ (PKC)T (PKCA)T ... (PKCAN−2)T
]T
.

a) Suppose F (K, N) is not full rank. Then, ΣI(A,C, δw,K) is PA over time if and only

if it is PA at a single time step.

b) Suppose F (K, N) is full rank. Then ΣI(A,C, δw,K) is PA over time if and only if it

is PA at a single time step, A is unstable and at least one eigenvector vi corresponding to

an unstable eigenvalue satisfies vi ∈ N (OK∁).

From Theorem 2, it holds that, unlike the PA notion in systems with probabilistic noise

and statistical IDs [8–10], for systems with bounded noise and l0-based RSEs, a system

can be PA over time even if the plant is stable. To prove Theorem 2, we start with the

following lemmas.

Lemma 7. Consider attack on the system ΣI(A,C, δw,K) in the form a(t) = Oz(t). If

z(t + 1) = Az(t) + α(t), where α(t) ∈ N (F (K, N)), then a(t + 1) = Oz(t + 1) is also a

stealthy attack vector for the system.
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Proof. For a(t + 1) to be a feasible attack vector, we need to show that PK∁a(t + 1) = 0,

which is equivalent to

OK∁z(t+ 1) = OK∁(Az(t) + α(t)) = 0. (3.18)

As α(t) ∈ N (F (K, N)), we have OK∁α(t) = 0. From Cayley-Hamilton theorem and as-

sumption OK∁z(t) = 0 (since PK∁a(t) = 0 as sensors from K∁ are not compromised), we

have OK∁Az(t) = 0; thus, (3.18) also holds.

We now show time consistency for the attacks; i.e., that the corresponding elements of

PKa(t+ 1),...,PKa(t+N − 1) of vectors PKa(t) and PKa(t+ 1) are equal. We have

PKa(t+ 1) =

[
(PKC)T . . . (PKCAN−1)T

]T (
Az(t) + α(t)

)
=

[
(PKCA)T . . . (PKCAN )T

]T
z(t) +OKα(t)PK

a(t) =

[
(PKC)T . . . (PKCAN−1)T

]T
z(t).

By comparing the shared elements of vectors PKa(t) and PKa(t+1) we have that they are

equal, ending the proof.

Lemma 8. Let the system ΣI(A,C, δw,K), at two consecutive time steps t and t+ 1 have

estimation error ∆x(t) and ∆x(t+1), while DI

(
â(t)

)
= DI

(
â(t+1)

)
= 0. Then ∆x(t+1) =

A∆x(t) + α(t) + p(t), where α(t) ∈ N (F (K, N)) and p(t) is a bounded vector.

Proof. From DI

(
â(t)

)
= DI

(
â(t+ 1)

)
= 0, as in constraints in (3.8)

a(t) = O∆x(t) + ∆w(t)

a(t+ 1) = O∆x(t+ 1) + ∆w(t+ 1).

(3.19)

Since the sensors from K∁ are not compromised, OK∁∆x(t) = −PK∁∆w(t) holds. Thus, we

have that

OK∁A∆x(t) =

[
(PK∁CA)T . . . (PK∁CAN )T

]
∆x(t) =

−
[
PK∁∆wt(t+ 1)T . . . PK∁∆wt(t+N − 1)T −βT (t)

]T
= h(t),
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where β(t) = PK∁CAN∆x(t) and ∆wt(k) = w(k)− ŵt(k) for k = t, ..., t+N − 1. Using

Cayley-Hamilton theorem, it holds that AN = c0I+ ...+ cN−1A
N−1, for some c0, ..., cN−1 ∈

R. Thus, we get β(t) = PK∁

(
c0∆w

t(t) + ... + cN−1∆w
t(t + N − 1)

)
. On the other hand,

we have OK∁∆x(t+ 1) = −PK∁∆w(t+ 1). Hence, it follows that

OK∁(∆x(t+ 1)−A∆x(t)) = −PK∁∆w(t+ 1)− h(t) =∆ r1(t) (3.20)

The attack vectors for compromised sensors are

PKa(t) =
[
(PKC)T (PKCA)T . . . (PKCAN−1)T

]T
∆x(t) + PK∆w(t)

PKa(t+ 1) =

[
(PKC)T (PKCA)T . . . (PKCAN−1)T

]T
×∆x(t+ 1) + PK∆w(t+ 1)

Let us define ON−2
K =

[
(PKC)T · · · (PKCAN−2)T

]T
. Consistency in the overlapping

terms of the vectors in above equations, implies that

ON−2
K ∆x(t+ 1) +


PK∆wt+1(t+ 1)

...

PK∆wt+1(t+N − 1)

 = ON−2
K A∆x(t)

+

[
(PK∆wt(t+ 1))T . . . (PK∆wt(t+N − 1))T

]T
.

Now, we define

r2(t) =
∆


PK∆wt(t+ 1)

...

PK∆wt(t+N − 1)

−

PK∆wt+1(t+ 1)

...

PK∆wt+1(t+N − 1)

 .
Combining the above equation with (3.20) results in

F (K, N)(∆x(t+ 1)−A∆x(t)) =

r1(t)
r2(t)

 =∆ r(t), (3.21)
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where r(t) is bounded since both r1(t) and r2(t) are bounded. Thus, the solution

of (3.21) can be captured as

∆x(t+ 1)−A∆x(t) = α(t) + p(t) (3.22)

where p(t) ∈ Rn is any bounded vector that satisfies F (K, N)p(t) = r(t) and α(t) ∈

N (F (K, N)).

Lemma 9. Suppose that ΣI(A,C, δw,K) is PA at a single time step and ∆x(t) is bounded

while â(t) = 0. If F (K, N) is full rank, then there exists no attack vector a(t+1) such that

∆x(t+ 1) becomes arbitrarily large while â(t+ 1) = 0.

Proof. Assume that we can find attack a(t + 1) such that ∆x(t + 1) becomes arbitrarily

large while â(t + 1) = 0. Since ∆x(t) is bounded and â(t) = 0, it means that a(t) is

also bounded. Also, PK∁a(t + N) = 0. Let us define the augmented vectors as aF (t +

1) =

[
aT (t+ 1)|...|aT (t+N − 1)|PK∁aT (t+N)

]T
; similarly ∆wF (t + 1). Then, from the

constraint of (3.8) we have that ∆x(t+1) = F †(K, N)aF (t+1)−F †(K, N)wF (t+1). The

right side of the equation is bounded whereas the left may be arbitrarily large, which is a

contradiction.

Corollary 3. If F (K, N) for the system ΣI(A,C, δw,K) is full rank, then a stealthy cannot

induce an unbounded estimation error in the initial step of the attack.

Proof. Before starting attack at time t0, the estimation error is bounded. Now, based on

Lemma 9, if the matrix F (K, N) is full rank, it will be impossible to have unbounded

estimation error ∆x(t0) while â(t0) = 0

Lemma 10. There exists a nonzero attack vector a(t) such that D(â(i), x̂(i)) = 0 for any

t− (N − 1) ≤ i ≤ t+ (N − 1).

Proof. The claim should be proven for both DI and DII. As the proof for DII also covers

the case for DI IDs, due to space constraint, we will focus on DII.
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Based on the stealthiness condition DII(â(i)) = 0 for any t− (N − 1) ≤ i ≤ t+N − 1,

it holds that

y(i) = Ox(i) +w(i) + a(i) = Ox̂(i) + ŵ(i). (3.23)

ŵ(i) = w(i) + a(i) and x̂(i) = x(i) are a feasible point for constraint (3.23). In this case,

∥x̂(i)−Ax̂(i−1)∥ = ∥x(i)−Ax(i−1)∥ = 0 satisfies the second stealthiness condition of IDII

from (3.10), for any i. Thus, we need to find a nonzero attack a(i) such that ∥ŵ(i)∥ ≤
√
Nδw

is satisfied. If for any t− (N − 1) ≤ i ≤ t+N − 1 it holds that ∥w(i)∥ <
√
Nδw, then any

nonzero attack vector satisfying ∥a(i)∥ <
√
Nδw − ∥w(i)∥ is stealthy – note that no other

constraint beyond the norm-bound is required. Similarly, if for some i′, ∥w(i′)∥ =
√
Nδw,

then a(i) = γw(i) + a′(i) with any a′(i) satisfying ∥a′(i)∥ ≤ (1 − |γ + 1|)
√
Nδw and

−2 < γ < 0 is a stealthy nonzero attack vector. (again, a′(i′) in only norm constrained).

Remark 3. In Definitions 8, 9, we only focus on whether there exists such a sequence

of nonzero stealthy attack vectors that results in unbounded estimation errors, and thus,

making the system PA – i.e., we do not consider how the attacker attempts to find it.

Proof of Theorem 2. a) First, assume that the system ΣI(A,C, δw,K) is PA over time.

Based on Remark 1, it is also PA at a single time step. Inversely, assume that ΣI(A,C, δw,K)

is PA at a single time step. Suppose that the attack starts at time t0. Thus, DI(â(t)) = 0

for any t < t0 − (N − 1). The augmented attack vector a(t0 − (N − 1)) will be

a(t0 − (N − 1)) =

[
0T (PKa(t0 − (N − 1)))T

]T
, (3.24)

where PKa(t0 − (N − 1)) =

[
0 . . . 0 (PKa(t0))T

]T
.

As F (K, N) is not full rank, there exists a nonzero vector z(t0 − (N − 1)) where

F (K, N)z(t0 − (N − 1)) = 0 and
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a(t0 − (N − 1)) =

[
0 . . . 0 (PKa(t0))T

]T

=

OK∁

OK

 z(t0 − (N − 1)) = Oz(t0 − (N − 1)).

(3.25)

Here, z(t0−(N−1)) can be chosen arbitrarily large – i.e., a(t0−(N−1)) is a perfect attack

vector. Now, from Lemma 7, the consecutive perfect attack vectors can also be constructed

using a(t) = Oz(t) with z(t) = At−t0+(N−1)z(t0 − (N − 1)) +
∑t−1

i=t0
At−i−1α(i) for any

t > t0 − (N − 1), where α(i) ∈ N (F (K, N)). Since α can be arbitrarily large, the system

will have arbitrarily large estimation error for t ≥ t0 − (N − 1) while remaining stealthy

from IDI – i.e., ΣI(A,C, δw,K) is PA over time.

b) (⇐) Suppose that A is unstable and the system is PA at a time step; thus, OK∁ is

not full rank. From Lemma 10 (and its proof), there exists a nonzero attack vector a(t0)

such that for any t0 − (N − 1) ≤ i ≤ t0, DI(â(i)) = 0, as well as a(t0) = Oz(t0) and

OK∁z(t0) = 0 (this holds, from the proof of the lemma which only constraints a(t0) to have

a certain norm bound).

Based on Lemma 7 if z(t0+1) = Az(t0)+N (F (K, N)), it is possible to have a(t0+1) =

Oz(t0 + 1) with DI(â(t0 + 1)) = 0. Since F (K, N) is full rank, N (F (K, N)) = 0. By

continuing inserting attack vector in the form of a(t) = Oz(t) for a period of time [t0, t],

we can get z(t) = At−t0z(t0). Now, we consider two cases:

Case I – The unstable eigenvalues of the matrix A are diagonizable. Let us denote

by v1, ..., vq eigenvectors that correspond to unstable eigenvalues of matrix A, which we

sometimes refer to as ‘unstable’ eigenvectors. From the theorem assumption, one of these

eigenvectors vi ∈ N (OK∁), i ∈ {1, ..., q}. Now, if we consider z(t0) = cvi ̸= 0, we get

OK∁z(t0) = 0 where c is chosen so that
∥∥Oz(t0)∥∥ = ϵ, for some ϵ > 0. Hence, we get

z(t) = At−t0z(t0) = cλt−t0
i vi. Since |λi| > 1, ∥z(t)∥ will be unbounded if t→∞. Therefore,

based on the Corollary 2 and Definition 9 the system is PA over time.

Case II – Unstable eigenvalues of A are not diagonizable and we consider generalized

eigenvectors. For each independent eigenvector vi associated with |λi| ≥ 1, we index its
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generalized eigenvector chain with length of qi as vi+1, ..., vi+qi , where vi+qi ∈ N (OK∁).

Now, consider z(t0) = cvi+qi . Similarly to the Case I, we get z(t) = At−t0z(t0) =
qi∑
l=0

c
(
t−t0
l

)
λt−t0−l
i vi+qi−l [86]. Since |λi| ≥ 1, z(t) is unbounded when t → ∞. Hence,

the system will be PA over time.

(⇒ ) Let us assume that the system is PA over time and A is stable. From Definition

9, for all M > 0 there exists a time step t′ such that for any t ≥ t′, ∥∆x(t)∥ > M .

Since F (K, N) is full rank, from Corollary 3, the estimation error is bounded when

attack starts at t0 + N − 1, i.e., ∥∆x(t0)∥ ≤ δ for some δ > 0. Now, for the interval

t0 < t < t′ from Lemma 8, ∆x(t) = At−t0∆x(t0)+
∑t−1

i=t0
At−i−1p(i). Since the eigenvectors

of A span Rn (here we assume A is diagonizable, yet, the results can be easily extended to

the undiagonizable case), we have

∥∥∥∆x(t′)∥∥∥ = ∥At′−t0∆x(t0) +
t′−1∑
i=t0

At′−i−1p(i)∥ = ∥
n∑

j=1

djλ
t′−t0
j vj +

t′−1∑
i=t0

n∑
j=1

d′i,jλ
t′−i−1
j vj∥

≤ |λmax|t
′−t0
∥∥∆x(t0)∥∥+ ∥t′−1∑

i=t0

|λmax|t
′−i−1p(i)∥ ≤ δ + 1

1− |λmax|
pmax,

where λmax is the largest-norm eigenvalue and pmax = maxt0≤i≤t′−1 ∥p(i)∥. As |λmax| < 1

(A is stable), for all t′ > t0, we have |λmax|t
′−t0 < 1. Thus,

∥∥∆x(t′)∥∥ is bounded for any

t′ > t0, contradicting that the system is PA.

Now, assume that none of the unstable eigenvectors of A belong to N (OK∁). Again,

we have that ∆x(t′) can be written as ∆x(t′) = c1(t
′)v1 + ... + cq(t

′)vq + σ(t′), where

cj(t
′) = djλ

t′−t0
j +

∑t′−1
i=t0

d′i,jλ
t′−i−1
j for j = 1, ..., q and σ(t′) is the expansion of ∆x(t′) over

stable eigenvalues (satisfying σ(t′)→ 0 as t′ →∞). As the system is PA over time, at least

one of the coefficients cj(t
′) should be arbitrarily large as t′ increases. Now, since â(t) = 0,

it follows that OK∁∆x(t′) = −PK∁∆w(t′), making OK∁∆x(t′) bounded. Thus, OK∁cj(t
′)vj

is bounded because v1, ..., vn span Rn (the results can be easily extended to the case where

A is not-diagonizable) and the other unstable eigenvectors cannot be used to compensate

for cj(t
′)vj . From OK∁cj(t

′)vj being bounded while cj(t
′) is arbitrarily large, it holds that

vj ∈ N (OK∁), which is a contradiction – i.e., there exists an unstable eigenvector that lies
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in N (OK∁).

Example 2. Consider the system ΣI(A,C, δw,K) from Example 1; it holds that F (K, N) =

C for N = 2. If we assume that attack starts at time zero, then it suffices to have a(−1) =[
a(−1) a(0)

]T
= Oz(−1) with a(−1) = 0. By solving this equation, we get z(−1) =[

0 η

]T
where η can be chosen arbitrarily large to impose unbounded estimation error

at time −1 (consider that although the attack starts at time 0, delay of the RSE causes

unbounded error even at time -1). By choosing z(t) = Az(t−1) for t ≥ 0, and using a(t) =[
a(t− 1) a(t)

]T
= Oz(t), the attack vector can be constructed over time. However, if we

choose N = 3, it is impossible to find the attack vector a(−2) =
[
a(−2) a(−1) a(0)

]T
=

Oz(−2) with a(−2) = a(−1) = 0, and since matrix A is stable, it is impossible to perfectly

attack the system over time.

3.3.2 PA of System ΣII(A,C, δw, ,K)

For the system ΣII(A,C, δw,K) only PA over time should be considered; we now capture

the conditions.

Theorem 3. System ΣII(A,C, δw,K) is PA over time if and only if ΣI(A,C, δw,K) is PA

at a single time step, A is unstable and least one eigenvector vi corresponding to an unstable

eigenvalue satisfies vi ∈ N (OK∁).

Proof. (⇒) Assume that ΣII(A,C, δw,K) is PA over time. Then from Remark 1, ΣI(A,C, δw,K)

is PA at single time step. Hence, we need to show that A is unstable. So, let us assume

that A is stable while ΣII(A,C, δw,K) is PA over time. From Definition 9, ∀M > 0 there

exists a time point t′ such that for all k ≥ t′, ∥∆x(k)∥ > M . Now, let us assume that

the attack starts at t0 + N − 1. Since ∆x(t0 − 1) is bounded, from DII

(
â(t0), x̂(t0)

)
= 0

there exists δ > 0 such that ∥∆x(t0)∥ ≤ δ. Now, for the interval t0 < t ≤ t′ we have

∆x(t) = At−t0∆x(t0)+
∑t−1

i=t0
At−i−1(p(i)+α(i)) with ∥∆x(t0)∥ ≤ δ. On the other hand, by

combining the condition DII

(
â, x̂
)
= 0 for all time steps t ≥ t0 with (3.2) (x(t) = Ax(t−1))

39



we get

∥x̂(t)−Ax̂(t− 1)∥ = ∥x̂(t)−Ax̂(t− 1)− x(t) +Ax(t− 1)∥

= ∥∆x(t)−A∆x(t− 1)∥ = ∥p(t) + α(t)∥ ≤ d
(3.26)

Since the eigenvectors of A span the space Rn (here we assume the matrix A is diagonizable,

however, the results can be easily extended to the undiagonizable case), it holds that

∆x(t0) = α1v1 + ...+αnvn, p(i) = βi,1v1 + ...+ βi,nvn and α(i) = γi,1v1 + ...+ γi,nvn. Now,

we have

∥∆x(t′)∥ =∥At′−t0∆x(t0) +
t′−1∑
i=t0

At′−i−1(p(i) + α(i))∥

=∥
n∑

j=1

αjλ
t′−t0
j vj +

t′−1∑
i=t0

n∑
j=1

(βi,j + γi,j)λ
t′−i−1
j vj∥

≤|λmax|t
′−t0
∥∥∆x(t0)∥∥+ ∥ t−1∑

i=t0

|λmax|t
′−i−1(p(i) + α(i))∥

≤δ + d

1− |λmax|
,

where λmax is the eigenvalue with the largest absolute value. Based on our assumption,

|λmax| < 1 and for t > t0 we have also |λmax|t−t0 < 1. Hence,
∥∥∆x(t′)∥∥ will be bounded for

any t′ > t0, contradicting our assumption that the system ΣII(A,C, δw,K) is PA. Finally,

proof that at least one unstable eigenvector belongs toN (OK∁) directly follows the approach

for Theorem 2.

(⇐) Suppose that matrix A has at least one eigenvalue outside the unit circle. From

Lemma 10, there exists a nonzero attack vector a(t0) such that for any t0−(N−1) ≤ i ≤ t0,

DII(â(i)) = 0. Thus, there exists ϵ > 0 such that
∥∥a(t0)∥∥ = ϵ, and similarly to the proof

of Theorem 2, we can consider a(t0) = Oz(t0). Since O is full rank and ΣI(A,C, δw,K) is

PA at a single time point, z(t0) can be any nonzero vector that satisfies
∥∥Oz(t0)∥∥ = ϵ with

OK∁z(t0) = 0; any such vector z(t0) may be chosen arbitrarily by the attacker.

From Lemma 7 if z(t0 + 1) = Az(t0), then attack a(t0 + 1) = Oz(t0 + 1) results in
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DI(â(t0 + 1)) = 0. Now, we need to show ∥x̂(t0 + 1)−Ax̂(t0)∥ ≤ d. From Corollary 2

∥x̂(t0 + 1)−Ax̂(t0)∥ = ∥∆x(t0 + 1)−A∆x(t0)∥

= ∥O†∆w(t0 + 1) + z(t0 + 1)−AO†∆w(t0)−Az(t0)∥

= ∥O†∆w(t0 + 1)−AO†∆w(t0)∥ ≤ d

By continuing with attacks in the form of a(t) = Oz(t) for a period of time [t0, t], we

get z(t) = At−t0z(t0) while remaining stealthy from IDII. Now, consider two cases:

Case I – The unstable eigenvalues of A are diagonizable. Let us denote by v1, ..., vq

eigenvectors that correspond to unstable eigenvalues of matrix A. From our assumption,

there exists vi ∈ N (OK∁), i ∈ {1, ..., q}. Now, if we consider z(t0) = cvi ̸= 0, we get

OK∁z(t0) = 0, where c is chosen such that
∥∥Oz(t0)∥∥ ≤ ϵ. Thus, z(t) = At−t0z(t0) =

cλt−t0
1 vi. Since |λi| > 1, ∥z(t)∥ will be unbounded if t → ∞. Hence, from Corollary 2 and

Definition 9, the system will be PA over time.

Case II – The unstable eigenvalues of A are not diagonizable and we consider generalized

eigenvectors. For each independent eigenvector vi associated with |λi| ≥ 1, we index its

generalized eigenvector chain with length qi as vi+1, ..., vi+qi . Consider z(t0) = cvi+qi , where

vi+qi ∈ N (OK∁). Similarly to Case I, z(t) = At−t0z(t0) =
qi∑
l=0

c
(
t−t0
l

)
λt−t0−l
i vi+qi−l [86].

Since |λi| ≥ 1, z(t) is unbounded as t → ∞, and from Corollary 2 the system is PA over

time.

The condition of PA over time for ΣII(A,C, δw,K) is the same as for ΣI(A,C, δw,K)

when F (K, N) is full rank. When F (K, N) is rank deficient, we can use N = n+1 to make

the matrix full rank and get the same PA condition as for ΣII(A,C, δw,K). Yet, increasing

N would increase computational overhead at each time step, which may be a problem in

resource-constrained systems. Instead, one can use ΣII(A,C, δw,K) (i.e., IDII) that only

requires additional comparison, from (3.10), at each time step.
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3.4 Estimation with Intermittent Authentication

We now study the effects of intermittent data authentication (sometimes refered to as

intermittent integrity enforcement [10]) on estimation error of Σ(A,C, δw,K).

Definition 10. The intermittent data authentication policy for i-th sensor (si ∈ S), de-

noted by (µi, Li) where µi = {tik}∞k=0 such that tik > tik−1 and Li = sup(tik − tik−1), ensures

that ai(t
i
k) = 0.

Intermittent data authentication for sensor i guarantees that the attack injected through

the i-th sensor is zero at some specific points (tik), whereas the interval between each of

consecutive points is at most Li time steps. A global intermittent authentication policy is

defined if all sensors use same (µi, Li). Now, our goal is to derive conditions that a system

is not PA over time, and we start with the following.

Proposition 3. Assume F (K, N) is not full rank. Then system ΣI(A,C, δw,K) is not PA

over time for any compromised sensor set K, if the intermittent data authentication policy

is used with Li = 1, ∀i ∈ F , where F is a sensor subset such that the pair (A,PF∪K∁C) is

observable.

Proof. As for any t > 0, authentication is used in {t, ..., t+N − 1}, PFa(t) = PFa(t+1) =

... = PFa(t + N − 1) = 0. The corresponding matrix for the authentication policy is

OT
F =

[
(PFC)T ... (PFCAN−1)T

]
. Since OF∪K∁ is full rank, from Theorem 1, system

ΣI(A,C, δw,K) is not PA at time t. As this holds for any time t, from Definition 9 the

system is not PA over time.

From Proposition 3 it follows that if matrix F (S, N) is not full rank, then we can avoid

PA over time by using data authentication at each time step for some specific subset of

sensors. Although this may seem conservative, but in the following example, we show that

a perfect attack can be achieved by only compromising suitable sensors at a single time

step.
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Example 3. Consider again the model from Example 1, and assume that the attack is only

injected at time zero. There are two vectors z(−1), z(0) ∈ R2 which can satisfy a(−1) =a(−1)
a(0)

 = Oz(−1) =

1 0

.3 1


z1(−1)
z2(−1)

 , a(0) =

a(0)
a(1)

 = Oz(0) =

1 0

.3 1


z1(0)
z2(0)

 ,
with a(−1) = a(1) = 0. Solving the above two equations gives a(0) = z2(−1) = z1(0) =

− z2(0)
.3 and z1(−1) = 0. Using Corollary 2, we get ∆x(−1) =

[
0 a(0)

]T
and ∆x(0) =[

a(0) −.3a(0)
]T

(which can be chosen arbitrarily large by controlling the scalar a(0)),

whereas IDI will not trigger alarm in these two time steps. As a(0) is not included in other

time steps, by inserting attack vector only at time zero, the system ΣI(A,C, 0, s1) can have

unbounded estimation error without triggering alarm.

The above example shows that for ΣI(A,C, δw,K) when F (S, N) is not full rank, a

stealthy attack can result in arbitrarily large estimation error, even by injecting false data

only at one time step. Hence, it is essential to use data authentication at all time steps – i.e.,

non-intermittently. However, as shown below, when F (S, N) is full rank, ΣI(A,C, δw,K)

cannot be PA over time even when only intermittent authentication is used; this holds for

ΣII(A,C, δw,K) independently of the F (S, N) rank.

Theorem 4. Consider two cases: a) ΣI(A,C, δw,K) with full rank F (K, N); b) ΣII(A,C, δw,K).

For either case, assume that the system is PA over time without using intermittent authen-

tication. Consider any T ≥ 1. Then in either case, the system is not PA over time if and

only if the intermittent authentication policy is used with Li = T , ∀i ∈ F , where F is a

sensor set such that vj /∈ N (OF∪K∁) for any unstable eigenvector vj of matrix A.

Proof. From Lemma 8 and (3.19), for any t ≥ t0

∆x(t+ 1) =A∆x(t) + α(t) + p(t)

a(t) =O∆x(t) + ∆w(t),

(3.27)

if the attacker initiates the attack at time t0 + N − 1. For system (a), α(t) = 0 and

since p(t) is bounded at all time steps t, thus p(t) + α(t) is bounded. For system (b) the

stealthiness condition ∥∆x(t+ 1)− A∆x(t)∥ < d causes ∥p(t) + α(t)∥ < d. Thus, for both
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cases p(t)+α(t) is bounded. Assume tk0 is the first time instant that authentication is used

after t0. Then ∀i ∈ F ∪ K∁ we have

ai(tk0) = ai(tk0 + T ) = ... = 0 (3.28)

Hence, PF∪K∁a(tk0) = PF∪K∁a(tk0 + T ) = ... = 0. Now, we prove two implications.

(⇒) Consider a T ≥ 1. Let us assume that intermittent authentication is used with

Li = T , ∀i ∈ F where there exists at least one unstable eigenvector vj in A such that

vj ∈ N (OF∪K∁). Using Lemma 10, there exists a nonzero attack vector a(t0) such that for

any t0 − (N − 1) ≤ i ≤ t0, DII(â(i)) = 0. Thus, there exists ϵ > 0 such that
∥∥a(t0)∥∥ = ϵ,

and we can consider a(t0) = Oz(t0) with zt0 = cvj . Since O is full rank, cvj can be any

nonzero vector that satisfies
∥∥cOvj∥∥ = ϵ. Since (a) and (b) are PA over time without

intermittent authentication, similarly to the proof of Theorem 3, constructing a(t) = Oz(t)

with z(t + 1) = Az(t) for any t ≥ t0 will result in unbounded estimation error for large

enough time while remaining stealthy from IDII. On the other hand, for all t ≥ t0 we have

OF∪K∁z(t) = 0 because z(t) = At−t0z(t0) = cλt−t0
j vj and vj ∈ N (OF∪K∁) based on our

assumption. Hence, (3.28) will hold for any i ∈ F ∪ K∁ and both (a) and (b) will be PA

over time even with intermittent authentication, which is contradiction.

(⇐) Assume that systems (a) and (b) are PA over time even with intermittent policy

used according to (3.28). Thus, for any M > 0, exists time T1 that for t ≥ T1 such that∥∥∆x(t)∥∥ ≥ M . Now, ∆x(t) can be written as ∆x(t) = c1(t)v1 + ... + cq(t)vq + σ(t) with

v1, ..., vq as unstable eigenvectors and σ(t) which is bounded as the expanded term for stable

eigenvalues. Since M can be chosen arbitrarily large, the coefficient of at least one of the

unstable eigenvectors should be arbitrarily large.1 If we assume c1(t) is the corresponding

coefficient with the largest eigenvalue |λ1| > 1, then for any N > 0 there exists T2 such that

for any t ≥ T2 we have
∥∆x(t)−c1(t)v1∥

|c1(t)| < 1
N . Since ∆w(t) is bounded, for such an N , there

exists T3 such that for t ≥ T3,
∥∆w(t)∥
|c1(t)| < 1

N . Now, let consider T ′ = max{T1, T2, T3} and

assume tk′ be the first time step that authentication is used after T ′. From (8) and (3.28),

1To simplify our presentation, we consider diagonizable A, but the same analysis holds for non-

diagonizable case.
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Figure 3.2: Evolution of the estimation error norm for the VTF system; note the
highlighted (circled) different error ranges; (a) System without attack; (b) Under a
perfect attack, without authentication; (c) With two different integrity enforcement
policies, with periods L = 10, 100.

OF∪K∁∆x(tk′) = −PF∪K∁∆w(tk′) and thus,

OF∪K∁

(
∆x(tk′)− c1(tk′)v1 + c1(tk′)v1

)
= −PF∪K∁∆w(tk′) =⇒

∥∥∥OF∪K∁v1

∥∥∥ = ∥−
OF∪K∁

(
∆x(tk′)− c1(tk′)v1

)
+ PF∪K∁∆w(tk′)

c1(tk′)
∥

≤

∥∥∥OF∪K∁

∥∥∥+ 1

N
.

Since
∥∥∥OF∪K∁

∥∥∥ is bounded andN can be chosen arbitrarily large, it holds thatOF∪K∁v1 =

0 which is a contradiction to our assumption that no unstable eigenvectors lie in the kernel

of matrix OF∪K∁ .

3.5 Numerical Results

We illustrate our results on Vehicle Trajectory Following (VTF). We show how the at-

tacker can perfectly attack the system when the necessary conditions are satisfied and how

intermittent data authentication effectively prevents such attacks. We consider the model

from [87], discretized with sampling time .01 s; i.e., A =

1 .01

0 1

 , B =

.0001
.01

 , C =

1 0 0

0 1 1


T

. We assume that all sensors are compromised – i.e., K = S. Therefore, the
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Figure 3.3: Simultaneous trajectory tracking and state estimation for the VTF
system. At each time step, system state is estimated and used by the controller to
track a circle trajectory. The duration of the simulation is 60 s and the attack starts
at t = 20 s; (a) State estimates under stealthy attack with integrity enforcement
policy L = 10; (b) Zoomed area of (a); (c) State estimates under stealthy attack
without integrity enforcement.

system is PA over time as A is also unstable. For simulation, we also assume that each

element of sensor and system noise comes from uniform distribution vP , vM ∼ U(−.05, .05).

Moreover, N = 2 and the maximum possible estimation error when the system is not under

attack is obtained as ∥∆x∥ ≤ ∥O†∥∥∆w∥ = .0789 from (3.11).

Fig. 3.2 shows the evolution of the l2 norm of estimation error in different scenarios. In

Fig. 3.2a, ∥∆x(t)∥ is shown when the system is not under attack, whereas in Fig 3.2b the

system is under a perfect attack. In Fig 3.2c, we considered two different data authentication

policies µ10 and µ100; meaning L = 10 and L = 100, respectively, while the system is under

by stealthy attack. As shown, when data authentication is used, the system is not PA

over time and the estimation error remains bounded, and very low for less than 10% of

authenticated measurements; as the period of authentication increases, a stealthy attack

can achieve higher maximum estimation error.

Finally, we considered resilient state estimation within the VTF – trajectory tracking;

Fig 3.3 shows 60 seconds simulation. As shown, if a data authentication policy is used with

L = 10 (i.e., 10% of authenticated messages), we obtain suitable control performance even

under stealthy attack. If authentication is not used, a stealthy attack can force the system

from the desired path.
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Chapter 4

Learning-based Vulnerability Analysis of
CPSs

In this chapter, we investigate the use of deep learning for the vulnerability analysis of

control mechanisms in CPS, focusing on attacks on system sensing. CPS controllers are

commonly equipped with a state estimator used for low-level control and intrusion detection.

Therefore, attacks on sensing may have tremendous impact on the system performance (i.e.,

quality of control – QoC), by introducing errors in state estimation. In such setting, to

maximize the damage by exploiting the compromised components, the goal of the attacker is

to modify sensor measurements delivered to the controller such that the system is forced into

an unsafe region, while the attack remains undetected (i.e., stealthy). We then introduce

two methods for generating effective stealthy attacks, based on feed-forward neural networks

(FNN) and recurrent neural networks (RNN). Both types of attack-generator models are

trained offline, using a cost function that combines the attack impact on the estimation

error (and thus control) and the residual signal used for intrusion detection; this enables the

trained models to recursively generate effective yet stealthy sensor attacks in real-time while

requiring different levels of system information at runtime. The effectiveness of the proposed

methods is demonstrated on several case studies with varying levels of complexity and

nonlinearity: inverted pendulum, autonomous vehicles (AV), and unmanned areal vehicles

(UAVs).

4.1 The Outline of Chapter

The chapter is organized as follows. In Section 4.2, we present the system and the attack

model, before introducing the attacker’s goal in terms of conducting stealthy yet effective

attacks. In Section 4.3 we present methods to design learning-based attack-generators for
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Figure 4.1: CPS architecture under attacks on system sensing; the considered gen-
eral attack model captures the impact of both network-based attacks (e.g., man-in-
the-middle attacks) and direct sensor attacks (e.g., sensor spoofing).

stealthy and effective sensing attacks. Finally, in section 4.4, we provide case studies to

illustrate the effectiveness of our results.

4.2 System and Attack Models

In this section, we formalize the problem considered in this work. We start from the

security-aware system model (i.e., including the attack impact) illustrated in Fig. 4.1, with

each component described in detail as follows.

4.2.1 System Model

We consider general nonlinear dynamics of a physical system (i.e., plant) compromised by

attacks on system sensing, modeled as

xt+1 = f(xt, ut) + wt,

yct = yt + at = h(xt) + vt + at.

(4.1)
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Here, xt ∈ Rn and ut ∈ Rm denote the plant’s state and input vectors at time t, whereas

the output vector received by the controller yct ∈ Rp contains the measurements from p

sensors from the set S = {s1, ..., sp}, including compromised measurements provided by

sensors from the set Ka ⊆ S; at ∈ Rp denotes the attack signal injected at time t, and thus

the vector is sparse with support in Ka – i.e., supp(at) = Ka and at,i = 0 for i ∈ K∁
a.

1 The

observation function h : Rn → Rp is assumed to be L-Lipschitz. Finally, wt and vt are the

state and measurement noise, respectfully.

In a special case, if the plant (4.1) is linear time-invariant (LTI), we use f(xt, ut) =

Axt +But and h(xt) = Cxt, where A, B and C are matrices of suitable dimensions.

Control Architecture. We consider a common control architecture, three main compo-

nents (as illustrated in Fig. 4.1): a state estimator, a feedback controller, and an intrusion

detector.

The State Estimator (observer) employs the system model to predict its (state) evo-

lution, and thus provide an estimate x̂t of its state at time t; in general, this can be captured

as

x̂t = Ot(x̂t−1, ut−1, yt), ŷt = h(x̂t). (4.2)

The mapping Ot is commonly designed so that (4.2) minimizes a norm of the estimation er-

ror defined as

∆xt = xt − x̂t. (4.3)

Depending on the system model and statistical characteristics of the noise, different estima-

tion methods may be employed. Kalman filters are widely used for LTI systems, whereas

Extended Kalman filters (EKFs) are mainly utilized for nonlinear systems with Gaussian

noise, e.g., the autonomous driving and UAV applications considered in this work. Thus,

we particularly focus on EKFs. The EKF functionality for a system (4.1) is described by

x̂t|t−1 = f(x̂t−1, ut−1), x̂t = x̂t|t−1 + Lt(yt − h(x̂t|t−1)), ŷt = h(x̂t);

1We refer to sensors from Ka as compromised, even if a sensor itself is not directly compromised

but its measurements may be altered due to e.g., network-based attacks.
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here, x̂t|t−1, x̂t and ŷt denote the predicted state estimate, (updated) state estimate, and

predicted output, respectively. The EKF gain Lt is also updated as

Lt = AtPtC
T
t

(
CtPtC

T
t +R

)−1
,

Pt+1 = AtPtA
T
t +Q− Lt

(
CtPtC

T
t +R

)
LT
t ,

(4.4)

where At = ∂f(xt,ut)
∂xt

|x̂t−1,ut and Ct = ∂h(xt)
∂xt
|x̂t|t−1

are the Taylor expansion of f and h

around (x̂t−1, ut) and x̂t|t−1, respectively. Also, Q and R are the covariance matrices of the

Gaussian noises wt and vt, respectively. Finally, the residue signal (or innovation noise) is

defined as

zt = yt − h(x̂t|t−1). (4.5)

For systems with Gaussian noise, its covariance matrix is St = E{ztzTt } = CtPtC
T
t +Rt [88].

The Feedback Controller employs the control law ut = π(x̂t); without loss of generality,

we assume the control goal is to regulate the states to 0 ∈ Rn. Hence, the estimator (4.2)

can be modeled as

x̂t = Ot(x̂t−1, π(x̂t−1), yt) =
∆ Ot(x̂t−1, yt). (4.6)

The Intrusion Detector (ID) is used to detect the presence of system anomalies,

including intrusions (i.e., attacks). is to use the system model to predict the future system

behavior and compare it with the actual observation (e.g., see [89] and the references

within); capturing the discrepancy between the system and its predicted behavior with a

detection function gt.

In feedback-control based CPS, the residue (4.5) is widely used for intrusion detection

– χ2 detector in [8, 90], cumulative sum in [91], sequential probability ratio test (SPRT)

detector in [92], and a general window-type detector in [10]. For instance, for χ2-based

detectors, the detection function gt is a weighted norm of zt (with the χ2 distribution) –

i.e.,

gt = zTt S
−1
t zt; (4.7)

the other detectors (e.g., from [8–10, 90–95]) use some forms of a windowed extension

of (4.7). Therefore, to simplify our presentation, we focus on the detection function gt

50



from (4.7), and our results can be directly extended to other cases. Finally, the system

triggers alarm if the detection function satisfies that gt > η, for some predefined threshold

value η. Usually the value η is assigned such that under normal conditions (i.e., when the

system is not compromised) it holds that P(gt > η) ≤ ϵ – i.e., the system has a low false

alarm rate.

4.2.2 Attack Model

We assume that the attacker has access to the system (or an instance or the model of the

system) offline, allowing offline design of a suitable attack generator, which is then employed

at runtime to degrade system operation by compromising the sensing measurements.

Attacker capabilities during offline training. Let T be the duration of the train-

ing phase; we define X̂t|t−1 = {x̂0|−1, x̂1|0, ..., x̂t|t−1}, Yt = {y0, ..., yt} and Lt = {L0, ..., Lt}

as the sequences of the predicted states, plant outputs, and EKF gains for t ≥ 0, with t = 0

denoting the time starting the training phase. We assume that the attacker has access to

the EKF values over time (either directly, or knowing the EKF design and running a copy

of the EKF in parallel) – i.e., has access to X̂T |T−1, LT , YT and the function h; specif-

ically, the attacker does not need to know the actual function h, but rather its potential

approximation used in (4.2) to implement the state estimator. Meanwhile, for 0 ≤ t < T ,

the attacker can compromise the sensor measurements according to the model from (4.1).2

Attacker capabilities at runtime – i.e., during attack. Let t0 denote the start

time of the attack, modeled as in (4.1), and T ′ its duration. Again, we assume that the

attacker has access to the sensor measurements yt. In addition, we will consider two attack

2In general, the training (i.e., offline) time is different than the run-time t, as offline training

and runtime-deployment are performed on different instances of the system (4.1). However, to

simplify our notation we do not differentiate between these time axes, unless the use of specific

time (offline vs. runtime) is not clear from the context.
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scenarios: when the attacker (i) does (i.e., grey-box), or (ii) does not (i.e., black-

box) have access to the state estimation x̂t−1 in the previous time step; the latter threat

model is especially impactful, as it assumes that the attacker does not have access to the

internal controller variables at runtime, but only measurements from the (compromised)

system sensors.

Attacker’s goal is to maximize degradation of control performance – i.e., QoC. Specifi-

cally, as only sensor data may be compromised, the attack objective is to maximize the state

estimation error ∆xt. In addition, the attacker wants to remain stealthy – i.e., undetected

by the intrusion detector. These notions are formalized as follows.

Definition 11. The sequence of attack vectors at0 , at0+1, ... is referred to as (ϵ, α)-successful

if there exists t0 ≤ t′ ≤ T ′ + t0 such that ∥∆xt′∥ ≥ α and P(gt > η) ≤ ϵ for all t0 ≤ t ≤

T ′ + t0.
3

Therefore, the attacker’s goal is to insert a sequence of false measurements at0 , ..., at0+T ′

resulting in an (ϵ, α)-successful attack. Note that while Definition 11 focuses on attacks

that result in a desired norm of the estimation error (i.e., greater than α), for some sys-

tems, attacks may cause arbitrarily large estimation errors [8–10]. For LTI systems with

(standard) Kalman filters, the notion of (ϵ, α)-successful attacks was first introduced in [8].

Also, for LTI systems necessary and sufficient conditions such that (ϵ, α)-successful attacks

exist for any α > 0 are introduced in [8–10], along with methods to derive such attacks.

However, to the best of our knowledge, there is no method for vulnerability analysis of

nonlinear systems from (4.1) under sensor-based attacks; i.e., the impact that such attacks

would have on the estimation error, and thus QoC.

3Note that any p-norm can be used. In this work, when p is not specified, the use of the standard

2-norm is implied.
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4.3 Adversarial Learning for Nonlinear Dynamical

Systems

In this section, we present methods to design attack-generators for stealthy and effective

sensing attacks. Before considering general nonlinear dynamics, we motivate the considered

approaches by considering attacks on LTI systems; we start with design of (ϵ, α)-successful

attacks against LTI systems with standard Kalman filters.

Lemma 11 ( [8–10]). For an LTI system with a Kalman filter-based estimator, there exist

(ϵ, α)-successful attacks for any desired α > 0 if and only if the matrix A is unstable and at

least one eigenvector v corresponding to an unstable eigenvalue satisfies that supp(Cv) ⊆

Ka.

Note that A being unstable is a necessary condition for existence of (ϵ, α)-successful

attack for arbitrarily large α, in LTI systems with Kalman filters. However, if all sensors

are under attack (i.e., Ka = S), this is also a sufficient condition. A similar necessary and

sufficient condition only for LTI systems with bounded noise that employ novel attack-

resilient estimators (e.g., from [12,13,96]) is derived in [51]. Now, we show how to use only

the current state estimation x̂t, the plant output yt and input ut−1 to compute such attack

sequence on LTI systems for arbitrarily large α.

Theorem 5. Consider an LTI system with unstable matrix A, and let ϕt denote a Gaussian

noise vector satisfying E{ϕt} = 0 and E{ϕtϕTt } ⪯ S. The attack sequence generated by

at = −yt + CBut−1 + CAx̂t−1 + ϕt, for t ≥ 0, is an (ϵ, α)-successful attack for any α > 0.

Proof. First, we will show that applying such attack sequence results in an unbounded

estimation error. For LTI systems, the dynamic of the state estimation error follows

∆xt = xt − x̂t

= A∆xt−1 + wt − L(yct − CAx̂t−1 − CBut−1)

= A∆xt−1 + wt − Lϕt

As the matrix A is unstable, it follows that ∥∆xt∥ will be unbounded as t→∞.
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We now show that the attack is stealthy from the perspective of the IDS. In this case,

the residue signal zt satisfies

zt = yct − C(Ax̂t−1 +But−1) =

= yt + at − C(Ax̂t−1 +But−1) = ϕt.

(4.8)

Therefore, it follows that

E{gat } = E{zTt S−1zt} = E{ϕTt S−1ϕt}

= trace(E{ϕTt S−1ϕt}) = E{trace(ϕtϕTt S−1)}

= trace(E{ϕtϕTt }S−1) ≤ trace(SS−1) = p,

where we used the linearity of expectation and trace operation. Note that for LTI systems,

the expectation of gt (also known as the degrees of freedom of the distribution) satisfies

that E{gt} = p. Based on the properties of the χ2 distribution, since E{gat } ≤ E{gt} = p,

it follows that P(gat > η) ≤ P(gt > η) = ϵ, and thus the attack sequence is stealthy.

Unlike in design of adversarial examples for images (e.g., [19–22]), Theorem 5 shows

that for LTI dynamical systems, an effective and stealthy attack sequence has to evolve over

time (i.e., following suitable dynamics). This is well aligned with stealthy attack design

methods from [8, 9] that do not directly analyze the attack impact on the LTI system but

rather consider a dynamical system capturing the difference between the evolution of the

non-attacked and compromised systems. The fact that effective stealthy attacks should

follow certain dynamics (i.e., evolve over time) inspires us to use a similar structure for

generating effective stealthy attacks against system with nonlinear dynamics. Specifically,

we consider attacks with dynamics at = F (x̂t−1, yt) (note that yt and x̂t−1 are both functions

of at−1), with the idea to use a DNN to learn F . However, the attacker might not always

have access to x̂t−1 during the attack; for example, if (s)he used an instance of the system

to train the generator, and then uses the derived attack signals to insert attacks over the

network without access to the internal execution context of the new system (instance) under

attack.

Thus, we will consider both cases where information x̂t−1 is (i) available to the attacker

at runtime, and (ii) when it is not. For the latter, the idea is to replace x̂t with another
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signal rt that is directly constructed by the attacker. We now summarize our models to

design (ϵ, α)-successful attack generators for nonlinear systems.

FNN-based attack design. When x̂t−1 is available to the attacker, we design an FNN

that uses the current output measurements and the last state estimation to generate the

next attack vector (for current time) – i.e.,

at = Hθ(yt, x̂t−1), (4.9)

where Hθ is a deep FNN with parameters θ, input dimension of n+p and output dimension

p.

RNN-based attack design. When x̂t−1 is not available to the attacker, we consider

an RNN architecture, that uses only the current sensor measurements for attack design as

follows

rt = Gθ(yt, rt−1),

at =Wrt;

(4.10)

here, Gθ is the state update function implemented as an RNN parameterized by θ, while

W ∈ Rl×p is a linear mapping from the state rt to the attack vector at. Intuitively, rt ∈ Rl

and Gθ should allow for capturing of the evolution of x̂t, to create a dynamical pattern for

the sequence of attack vectors in the RNN design (4.10).

Model training. To capture the attack impact on the estimation error ∆xt from (4.3),

the first challenge is that the actual true system state xt is not available to the attacker; in-

stead, only sensor measurements yt are known. We show that under some mild assumptions,

the sensor measurements can be directly used.

Theorem 6. Consider the system (4.1). If the function h : Rn → Rp is Lipschitz with

constant L, then ∥yt − h(x̂t)∥ ≥ α implies ∥xt − x̂t∥ ≥ α−
√
σk

L with probability 1 − p
k2
, for

any k such that k < α
σ and R ⪯ σI; here, R is the covariance matrices of the Gaussian

measurement noise vt, I is the identity matrix, and σ is a positive scalar.
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Proof. From the multivariate Chebyshev’s inequality [97], it holds that P(vTt R−1vt ≤ k2) ≥

1− p
k2
. On the other hand, using our assumption R ⪯ σI, it holds that σ−1vTt vt ≤ vTt R−1vt

for any vt ∈ Rp. Therefore, P(vTt vt ≤ σk2) ≥ 1− p
k2

or equivalently P(∥vt∥ ≤
√
σk) ≥ 1− p

k2
.

Now, with the probability of at least 1− p
k2
, we have that

α ≤ ∥yt − h(x̂t)∥ = ∥h(xt) + vt − h(x̂t)∥ ≤

≤ L∥xt − x̂t∥+ ∥vt∥ ≤ L∥xt − x̂t∥+
√
σk,

which results in ∥xt − x̂t∥ ≥ α−
√
σk

L .

We use at = FΘ(yt, st−1) to capture the attack vectors generated by either (4.9) or

(4.10); here, st indicates either rt or x̂t. Our goal is to train the parameters in (4.9) and

(4.10) so that the networks act as generators of (ϵ, α)-successful attacks. To achieve this,

we use the following approach.

Starting offline training at time t = 0, we seek for a0 that maximizes E∥x0 − x̂0∥2 with

x̂0 = O(x̂−1, y
c
0) and y

c
0 = y0 + a0; here, the expected value operation E{·} is over random

variables w and v. As the true state x0 is not available, from Theorem 6, we can maximize

E∥y0−h(x̂0)∥2 instead. Also, the generated attack should satisfy the stealthiness condition

P(g0 > η) ≤ ϵ, with g0 defined in (4.7) for z0 = yc0 − ŷ0; for χ2-based IDs, it holds that

ŷ0 = h(x̂0|−1). Thus, the following optimization problem should be solved at time t = 0

max
Θ

E∥y0 − h(x̂0)∥2

s.t. P(g0 > η) ≤ ϵ

a0 = FΘ(y0, s−1).

As this constrained optimization problem is challenging to solve, we penalize the norm of

the residue signal and incorporate a new term in our objective function, resulting in the

optimization problem:

min
Θ

E{g0 − δ∥y0 − h(x̂0)∥2}

a0 = FΘ(y0, s−1);

(4.11)
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here, δ > 0 is a standard regularization term balancing the stealthiness condition and

performance degradation caused by the estimation error.

Let us denote the parameters obtained from (4.11) as Θ(0). Now, the attack vector

a0 = FΘ(0)(y0, s0) applied to the sensor measurements at time t = 0, would results in state

estimate x̂0 = O(x̂−1, y
c
0). In the next (offline) time step (t = 1), we search for parameters

such that E{g1 − δ∥y1 − h(x̂1)∥2} is minimized. However, in this case the parameters

will only be trained to minimize the cost function at time t = 1 and thus will disregard

minimization of the cost function in the previous time step. Hence, the cost function from

the previous time step should be also included – i.e., the objective function to be minimized

at time t = 1 should be be

E{g0 + gt0+1 − δ
(
∥y0 − h(x̂0)∥2 + ∥y1 − h(x̂1)∥2

)
}.

This approach should continue for the following (offline) time steps. Generally, if we

consider that the training starts at t = 0, for any t ≥ 0 there should be an instantaneous

cost function defined by Jt = gt−δ∥yt−h(x̂t)∥. Therefore, the offline optimization problem

that is solved at time step t is

min
Θ

E{Jt + λt
∑t−1

j=0
Jj}

at = FΘ(yt, st−1).

(4.12)

Again, λt ≥ 0 are regularization terms to control the incorporation of previous cost func-

tions. If λt = 1, we effectively penalize all previous and current instantaneous costs equally.

For smaller values of λt, the cost function at time t will be approximately Jt; i.e., we can

do more exploration by only minimizing the cost at time t. However, increasing λt helps

exploit more by giving more importance to the previous cost functions.

Training Algorithm. In our proposed algorithms, we use Monte Carlo (MC) averaging

to approximate the expectation in the cost function (4.12) by the sample mean over N

number of simulated trajectories starting at time t = 0. Specifically, the i-th, i = 1, ..., N ,

trajectory at time t is obtained by

xit = f(xit−1, u
i
t−1) + wi

t−1, yit = h(xit) + vit, x̂it|t−1 = f(x̂it−1, u
i
t−1).
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Algorithm 1 Learning Stealthy and Effective FNN-based Attack-Generator Models,
using MC Simulation

1: Set the learning rate β, training period T , sample number N
2: for t = 0 : T do
3: x1:Nt = f(x1:Nt−1, u

1:N
t−1) + w1:N

t−1 , y1:Nt = h(x1:Nt ) + v1:Nt

4: x̂1:Nt|t−1 = f(x̂1:Nt−1, u
1:N
t−1)

5: repeat

6: J ′
t =

1
N

∑N
i=1

(
λt
∑t−1

j=0 J
i
j + J i

t

)
with ycj

1:N = y1:Nj +Hθ(x̂
1:N
j−1, y

1:N
j )

7: θ(t) ← θ(t) − β∇θJ
′
t

8: until Convergence
9: a1:Nt = Hθ(t)(x̂

1:N
j−1, y

1:N
j ), yct

1:N = y1:Nt + a1:Nt

10: x̂1:Nt = x̂1:Nt|t−1 + L1:N
t (ycj

1:N − h(x̂1:Nt|t−1)), u1:Nt = π(x̂1:Nt )
11: end for

The cost that the trajectory i at time t imposes is J i
t = git − δ∥yit − h(x̂it)∥. However,

at time step t the DNN is trained such that J ′
t =

1
N

∑N
i=1

(
λt
∑t−1

j=0 J
i
j + J i

t

)
is minimized,

where J ′
t is the approximated expectation of cost function in (4.12). Finally, once the

model parameters are obtained at time t, the attack vector ait = FΘ(t)(yit, s
i
t−1) is applied

to the system output yit, and the process is repeated until the training completes. When

the EKF is used, Algorithm 1 captures pseudocode for learning the FNN-based stealthy

attack generator, and Algorithm 2 summarizes pseudocode to learn the RNN-based attack

generators.

4.4 Case Studies

We illustrate and thoroughly evaluate our attack-design framework on three case studies,

inverted pendulum, autonomous vehicles (AVs) and unmanned aerial vehicles (UAVs), with

varying level of complexity due to system dynamics. For all case studies, the workstation

used for training is powered by Nvidia RTX 6000 GPUs with 24 GB of memory each, two

Intel Xeon Silver 4208 CPUs with 16 cores each, and a total of 192 GB RAM. The code

was developed using Python and Pytorch deep learning libraries.
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Algorithm 2 Learning Stealthy and Effective RNN-based Attack Generator Models,
using MC Simulation

1: Set the learning rate β, training period T , sample number N
2: for t = 0 : T do
3: x1:Nt = f(x1:Nt−1, u

1:N
t−1) + w1:N

t−1

4: y1:Nt = h(x1:Nt ) + v1:Nt

5: x̂1:Nt|t−1 = f(x̂1:Nt−1, u
1:N
t−1)

6: repeat

7: J ′
t =

1
N

∑N
i=1

(
λt
∑t−1

j=0 J
i
j + J i

t

)
with yct

1:N = y1:Nj +WGθ(r
1:N
j−1, yj

1:N )

8: θ(t) ← θ(t) − β∇θJ
′
t

9: W (t) ←W (t) − β∇WJ
′
t

10: until Convergence
11: r1:Nt = Gθ(t)(r

1:N
t−1 , y

1:N
t )

12: a1:Nt =W (t)r1:Nt

13: yct
1:N = y1:Nt + a1:Nt

14: x̂1:Nt = x̂1:Nt|t−1 + L1:N
t (yct

1:N − h(x̂1:Nt|t−1))

15: u1:Nt = π(x̂1:Nt )
16: end for

4.4.1 Inverted Pendulum

To illustrate the effectiveness of our algorithm compared to the LTI-based methods from

[8,10], we first considered a fixed-base inverted pendulum. We used the nonlinear dynamical

model from [98]. By using x1 = θ and x2 = θ̇, the inverted pendulum dynamics can be

modeled in the state-space form as

ẋ1 = x2

ẋ2 =
g

r
sinx1 −

b

mr2
x2 +

L

mr2
;

(4.13)

here, θ is the angle of pendulum rod from the vertical axis measured clockwise, b is the

Viscous friction coefficient, r is the radius of inertia of the pendulum about the fixed point,

m is the mass of the pendulum, g is the acceleration due to gravity, and L is the external

torque that is applied at the fixed base [98]. Finally, we assumed g = 9.8, m = .2Kg,

b = .1, r = .3m and discretized the model with Ts = 10 ms.

Two sensors were used to measure the states of the system, θ and θ̇, where θ was the

angle of pendulum rod from the vertical axis measured counterclockwise. The threshold

η was set to have ϵ = .01 (i.e., on average, every one hundred time steps a false alarm
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Table 4.1: Attack success rate (SR) for different training duration T with N = 200,
λ = .5 and varying α and θ over 100 inverted pendulum experiments; FNN/RNN
denote FNN vs. RNN success rates.

SR %

FNN/RNN
α = .5 α = 1 α = 2 α = 4 α = 8 |θ| = π

8 |θ| =
π
4 |θ| =

π
3 |θ| =

π
2 |θ| = π

T = 50 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0

T = 80 100/99 26/67 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0

T = 100 100/100100/100 100/78 0/3 0/0 100/81 0/9 0/0 0/0 0/0

T = 120 100/100100/100100/100100/100 0/0 100/100100/100 100/99 0/52 0/0

T = 150 100/100100/100100/100100/100 89/97 100/100100/100100/100100/100 50/58

T = 170 100/100100/100100/100100/100100/100100/100100/100100/100100/100100/100

SR %

LTI Model
100 100 100 10 0 100 14 0 0 0

Table 4.2: Attack success rate (SR) for different values of N with T = 150, λ = .5
and different values of α and θ over 100 experiments for the inverted pendulum. The
FNN/RNN numbers denote FNN vs. RNN success rate values.

SR %

FNN/RNN
α = .5 α = 1 α = 2 α = 4 α = 8 |θ| = π

8 |θ| =
π
4 |θ| =

π
3 |θ| =

π
2 |θ| = π

N = 1 35/4 35/2 35/1 35/1 10/0 35/1 35/1 35/1 35/0 0/0

N = 10 100/19 100/10 100/4 100/2 45/1 100/4 100/2 100/1 100/1 0/0

N = 50 100/74 100/66 100/56 100/38 100/4 100/56 100/39 100/32 100/9 0/0

N = 100 100/96 100/96 100/96 100/95 90/64 100/96 100/96 100/95 100/90 15/1

N = 250 100/100100/100100/100100/100 95/97 100/100100/100100/100100/100 94/95

N = 500 100/100100/100100/100100/100100/100100/100100/100100/100100/100100/99

Table 4.3: Attack success rate (SR) for different values of λ with T = 100, N = 200
and different values of α and θ over 100 experiments for the inverted pendulum. The
FNN/RNN numbers denote FNN vs RNN success rate values.

SR %
FNN/RNN

α = .5 α = 1 α = 2 α = 4α = 8 |θ| = π
8 |θ| =

π
4 |θ| =

π
3 |θ| =

π
2

λ = .01 100/12 100/2 100/1 50/1 0/0 100/1 50/1 0/0 0/0
λ = .05 100/98 100/97 100/90 58/0 0/0 100/92 53/0 0/0 0/0
λ = .1 100/98 100/97 100/91 73/38 0/0 100/93 55/45 0/8 0/0
λ = 1 100/100100/100 100/70 97/59 0/0 100/75 100/60 54/3 0/0
λ = 5 100/100100/100100/10070/67 0/0 100/100 90/78 10/27 0/0
λ = 100 100/100 100/64 100/42 0/12 0/0 100/43 1/16 0/0 0/0

occurs). A feedback controller was used to keep the pendulum inverted around θ = 0

equilibrium point.
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First, we trained both FNN and RNN models with N = 200 MC samples, λ = .5 and

different values of training period T when both sensors are compromises. Table 4.1 shows

the success rate (in percentage) of both attack generator models, which were obtained for

each training period T , and for different values of α and θ. For example, consider the entry

associated with row T = 150 and α = 8. It shows that 89 percent of times the FNN and

97 percent of times the RNN model was successful in driving the system to α = 8, with α

being the norm of the state estimation error. This also applies to the columns shown by

|θ|; for example, the entry in row T = 150 and column |θ| = π
2 means that 100 percent of

times both FNN and RNN models were successful in driving the pendulum rod angle to

more than π
2 degrees.

As summarized in Table 4.1, when trained with T = 50, neither of the learned models

were successful for any values of α and θ. However, by increasing the training duration

T , the performance of both designed attack generator models improved. Specifically, for

T = 170 both learned models were able to drive the pendulum rod to fall without being

detected. Also, only for shorter training durations T , RNN slightly outperformed FNN,

since the RNN was better than FNN in capturing the optimal non-linear attack dynamics

in parts of the state-space not explored during the training.

We also generated stealthy attacks on both sensors using the model-based LTI method

from [8–10] that employs the linearized model of the system dynamics around the zero

equilibrium point. Attacks generated using the LTI model were only successful for smaller

errors – i.e., α < 4 and θ < π
3 . This shows that the LTI-based attacks are only effective

around the equilibrium point, where the linearization error is small .

Table 4.2 shows the effect of the MC sample number on the performance of the learned

attack-generators for a fixed T = 150. For smaller values of N , FNN performed better;

however, when both models had enough data (e.g., N ≥ 250), both worked equally well.

Similarly, Table 4.3 shows how different values of λ in training phase affect the attack model

performance. For smaller values of λ, the obtained RNN worked poorly because the data in

previous time steps were important to train the model, and accurately capture the desired
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Table 4.4: Attack success rate (SR) for different values of training duration T with
N = 200, λ = .5 and different values of α and y over 100 experiments for the AV.

SR %

FNN/RNN
|y| = .2 |y| = 1 |y| = 2 |y| = 4 |y| = 6 |y| = 8 |y| = 10 |y| = 14

T = 100 100/100 0/0 0/0 0/0 0/0 0/0 0/0 0/0

T = 200 100/100 98/100 16/0 0/0 0/0 0/0 0/0 0/0

T = 300 100/100 100/100 100/100 32/100 0/0 0/0 0/0 0/0

T = 500 100/100 100/100 100/100 100/99 100/99 50/96 23/96 0/0

T = 700 100/100 100/100 100/100 100/100 100/100 100/100 100/100 99/82
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Figure 4.2: (a) The trajectory of the compromised car (green - the estimated, and
the red - the actual vehicle position; the red dot shows the place where the attack
started, the black dots show the actual and estimated position of the car at the same
time). (b,c) The above sub-figures show the distance of the car with the center of
the lane; the bellow sub-figures illustrate the norm of residue signal before and after
the start time of attack t = 3s (the blue dots) for each of the FNN and RNN-based
generators.

attack dynamics. On the other hand, the learned FNN generator performed worse for very

large values of λ.
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4.4.2 Autonomous Driving Vehicles

Generic Vehicle Model

We first considered a simple nonlinear dynamical model of AV from [99], with four states

[x y ψ v]T in the form

ẋ = v cos(ψ + β),

ẏ = v sin(ψ + β),

ψ̇ =
v

lr
sin(β),

v̇ = a,

β = tan−1(
lr

lf + lr
tan
(
δf

)
);

(4.14)

here, x and y represent the position of the center of mass in X and Y axis, respectively,

ψ is the inertial heading, v is the velocity of the vehicle, and β is the angle of the current

velocity of the center of mass with respect to the longitudinal axis of the car. Also, lf = 1.1

and lr = 1.73m are the distance from the center of the mass of the vehicle to the front

and rear axles, respectively, and a is the acceleration. The control inputs are the front and

rear steering angles δf and a. The states x, y, ψ were measured using noisy sensors, with

zero-mean noise with covariance matrix R = .01I. The system noise was zero-mean, with

covariance Q = .001I and we set the threshold η to achieve ϵ = .01.

We considered scenario where the car had a constant speed of 25m/s, with a feedback

controller keeping the car between the lanes. We trained offline the FNN and RNN models

for generating effective stealthy attacks. The network Hθ was fully connected with 20

neurons and the ReLU activation function, whereas Gθ was an RNN with one layer and 20

neurons, and the ReLU activation function.

First, we trained both models with N = 200 MC samples, λ = .5 and different duration

of training period T ; we attacked only sensors that measure y and ψ (i.e., not all of the

sensors were compromised). Table 4.4 shows the success rate (in %) for both learned attack

models for each training period T and different values of α and |y|, the car’s distance from
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Table 4.5: Attack success rate (SR) for different values of N with T = 300, λ = .5
and different values of y over 100 experiments for the AV; FNN/RNN denote FNN
vs. RNN SRs.

SR %

FNN/RNN
|y| = .2 |y| = .6 |y| = .8 |y| = 1.2 |y| = 1.5 |y| = 2 |y| = 3 |y| = 4

N = 1 100/53 75/3 75/1 75/0 73/0 0/0 0/0 0/0

N = 10 100/50 100/41 100/32 100/18 100/12 0/6 0/1 0/0

N = 50 100/99 100/99 100/99 100/99 100/99 100/99 0/57 0/0

N = 100 100/100 100/100 100/100 100/100 100/100 100/100 21/100 0/0

N = 500 100/100 100/100 100/100 100/100 100/100 100/100 50/100 0/100

the center of the lane. As summarized, increasing the attack training duration helps learn

attack generators that can drive the system towards the unsafe region (i.e., increasing |y|).

We also analyzed the impact of N , the MC sampling number during training, on attack

performance (Table 4.5); we showed that usingN ≥ 100 in training is sufficient. Specifically,

for smaller values of N , the learned FNN-based generator outperformed the RNN model.

However, as N increased both models performed equally good, and even RNN performed

slightly better.

Fig 4.2a shows the trajectory of the car. Before starting the attack at the location

X = 75m, the car (blue line) was kept between the lanes and the estimated trajectory

(green line) had a very small estimation error. However, using either attacks derived by

the FNN or RNN-based attack generators, the car was being pushed off the road while the

estimated position showed that the car was still in the road between the lanes. Furthermore,

the attacks were stealthy – the ID could not detect the presence of either of the attacks.

Fig. 4.2b and 4.2c show the estimation error along the X and Y axis for these scenarios.

Autonomous Driving Simulator: Evaluating on CARLA

To evaluate our methodology on complex, realistic systems, for which we do not know

the model of the non-linear vehicle dynamics, we used AV scenarios in vehicle simulator

CARLA [77]. CARLA is an urban driving simulator built on Unreal Engine 4, and pro-

viding realistic physics and sensor models in complex urban environments with static and
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dynamic actors. We defined a planning-navigation-control loop that drove the autonomous

vehicle, leveraging the EKF structure for χ2 intrusion detector; CARLA setup details are

presented in the next section and the videos of our CARLA experiments are available

at [100].

We evaluated our FNN and RNN attack-generators for performance and generalizability,

and compared to the nominal case without attacks. We demonstrated how both FNN and

RNN-based attack generators were able to drive the vehicle into unsafe situations (e.g.,

crashes into other cars or static objects) over short times, while remaining undetected. We

highlight here the results when not all of the sensors were compromised (i.e., Ka ̸= S)

– i.e., when the FNN and RNN-based attack generators were only able to attack GNSS

position measurements and to only have knowledge of positions states (i.e., no knowledge of

velocity or heading). Despite these restrictions, both attack generators produced stealthy

attacks that significantly moved the vehicle off-course (e.g., resulting in collisions – see

videos at [100]).

Additionally, we demonstrated the attack generalizability twofold. First, we trained

the FNN and RNN-based models offline on a simple path (i.e., not the testing path). We

then tested those same models on the full CARLA environment and paths. Second, we

demonstrated the proof-of-concept that the learned attack generator models were robust

to changes in rates of sensor data by training at 100 Hz measurements and testing at 120

Hz measurements, and retaining attack stealthiness and effectiveness.

Fig. 4.3 presents some of the results. Specifically, Fig. 4.3d shows the path and residue

values when the sensors were not under attack. Fig. 4.3e and Fig. 4.3f show the path and

the residue signal values of the compromised car when the FNN and RNN-based generators

were used to create inserted attack signals. The endpoint of the path is when the car hits an

object and stops moving – the residue signal has a spike only when the car hits the object

(due to the collision); by this point it was too late for any recovery/avoidance action.
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(a) (b) (c)

(d)

Attack Start

Spike due to crash

Crash – 7m error

(e) (f)

Figure 4.3: Example results from evaluations on CARLA scenarios: (a) CARLA
simulation when the car is free of attack; (b,c) The vehicle collisions with off-road
objects due to the injecting sensor attacks using the FNN and RNN-based attack
generators, respectively; (d) The vehicle trajectory without attack and the residue
signals for both velocity and position sensors; (e,f) The trajectory when the position
sensors are compromised using the FNN and RNN-based methods, respectively, and
the corresponding residue signals (note different y−axes scaling on subfigures (d)-(f).

4.4.3 Details of Employed CARLA Setup

For planning, CARLA provides with a state-machine waypoint following algorithm. A

vehicle’s (estimated) pose and velocity were used along with map-based waypoints to coor-

dinate (i) road-following, (ii) left-turn, (iii) right-turn, (iv) intersection, and (v) hazard-stop

conditions [77]. We estimated the pose and velocity using an EKF with high-rate sensor

data.

We also leverage the EKF structure to design an industry-standard χ2 intrusion detector
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(ID). We set threshold η to result in ϵ = .05 in normal condition. Then, the integrity value

shown in the left bar of Fig. 4.3a, 4.3b, 4.3c represents the number of measurements that

pass the χ2 ID requirement out of the last 20 measurements. We assume that the attack is

detected if more than two sensor measurements cannot pass the requirement in this window

of time. As sensor inputs, a Global Navigation Satellite Sensor (GNSS) sensor provides

loosely coupled position solutions in global coordinates, a commercial GNSS standard. We

similarly define a generalized velocimeter model, derived from Doppler (or, more frequently

in safety-critical applications, GNSS delta-range).

State estimates and planning objectives were feed into a standard feedback controller [101]

that targeted a cruising speed of 25 km/hr (∼ 7m/s). The control algorithm drove the fol-

lowing actuators with associated input ranges: (i) Steering wheel angle on [−1.0, 1.0], (ii)

Throttle on [0.0, 1.0], and (iii) Brake on [0.0, 1.0]. Finally, we visualize the vehicle trajec-

tory and system integrity with a heads-up-display presented in Fig. 4.3; the videos for our

CARLA experiments are available at [100].

4.4.4 Unmanned Aerial Vehicles

Finally, we considered a quadrotor with complex highly nonlinear model. The quadcopter’s

dynamical model can be described using the standard Newton-Euler equations as

ṗ = v, mp̈ = RfB −mge3,

Ṙ = Rω̂B, τB = Iω̇B + ωB × IωB;

(4.15)

here, p =

[
x, y, z

]T
and v denote the position and velocity of the vehicle in the earth

frame E , m is the vehicle’s mass, R ∈ R3×3 is the rotation matrix from the body frame to

the earth frame, g is the gravity acceleration, fB =

[
0, 0, Fz

]T
is the force vector in the

body frame, e3 =

[
0, 0, 1

]T
is the unit vector, ωB =

[
p, q, r

]T
is the angular velocity in

body frame, .̂ denotes the operator that maps a vector in R3 to a skew-symmetric matrix,

I = diag(Ix, Iy, Iz) ∈ R3×3 is the inertia matrix, and τB =

[
τx, τy, τz

]T
is the total torque

vector in the body frame. The inputs to the system are the squared angular velocity of the
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four rotors u =

[
w2
1, w

2
2, w

2
3, w

2
4

]T
. The torques and thrust are obtained using the angular

velocity of the four rotors as

Fz

τx

τy

τz


=



b b b b

0 −bl 0 bl

−bl 0 bl 0

d −d d −d





w2
1

w2
2

w2
3

w2
4


, (4.16)

where l is the distance from the motor to the center of gravity, b and d are the thrust

and drag coefficients, respectively. Assume that ϕ, θ, ψ denote pitch, roll and yaw angles

in global frame and ϕ̇, θ̇, ψ̇ denoting their rates in global frame. If the perturbations from

hover flight are small, then, we can write (ϕ̇, θ̇, ψ̇) ≈ (p, q, r) [102]. Combining this with

equations in (4.15), we get

ϕ̈ =(
Iy − Iz
Ix

)θ̇ψ̇ +
τx
Ix

θ̈ =(
Iz − Ix
Iy

)ϕ̇ψ̇ +
τy
Iy

ψ̈ =(
Ix − Iy
Iz

)θ̇ϕ̇+
τz
Iz

ẍ =
Fz

m

(
cos(ϕ) sin(θ) cos(ψ) + sin(ϕ) sin(ψ)

)

ÿ =
Fz

m

(
cos(ϕ) sin(θ) sin(ψ)− sin(ϕ) cos(ψ)

)

z̈ =
Fz

m

(
cos(ϕ) cos(θ)

)
− g

(4.17)

By considering the states of the system as

[
ϕ, θ, ψ, ϕ̇, θ̇, ψ̇, x, y, z, ẋ, ẏ, ż

]T
, we can

write the state space form accordingly as ẋ = f(xt, ut). We discretize the system model

using Euler method with Ts = .01s. The states

[
x, y, z, ψ, θ, ϕ, ψ̇, θ̇, ϕ̇

]T
were measured

and were affected by zero-mean Gaussian noise with the covariance matrix R = .01I.

We assumed standard disturbance on the input modeled by system noise with zero mean

Gaussian with the covariance matrix Q = .001I. We also set η such that we obtained

ϵ = .01. We considered the position control task [102], where the drone should reach a
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Table 4.6: Attack success rate (SR) for different values of T with N = 300, λ = .5
and different values of α over 100 experiments for the UAV.

SR %

FNN/RNN
α = .2 α = .5 α = .7 α = 1 α = 3 α = 5 α = 7 α = 9

T = 100 100/100 100/87 89/49 0/6 0/0 0/0 0/0 0/0

T = 200 100/100 95/58 65/53 32/7 0/0 0/0 0/0 0/0

T = 400 100/100 100/100 100/100 67/100 0/21 0/0 0/0 0/0

T = 600 100/100 100/100 100/100 100/100 80/63 4/9 0/0 0/0

T = 800 100/100 100/93 100/91 100/91 99/83 86/68 69/57 53/43

SR %

LTI Model
100 62 0 0 0 0 0 0

Table 4.7: Attack success rate (SR) for different values of T with N = 300, λ = .5
and different values of x along X axis over 100 experiments for the UAV.

SR %

FNN/RNN
|x| = .2 |x| = .4 |x| = .6 |x| = .8 |x| = 1 |x| = 1.5 |x| = 3 |x| = 4

T = 100 93/50 1/2 0/0 0/0 0/0 0/0 0/0 0/0

T = 200 47/5 17/0 5/0 1/0 0/0 0/0 0/0 0/0

T = 400 100/57 44/14 0/5 0/0 0/0 0/0 0/0 0/0

T = 600 83/78 66/24 50/4 37/2 30/1 13/0 0/0 0/0

T = 800 97/77 90/36 85/22 75/13 68/10 51/1 0/0 0/0

Table 4.8: Attack success rate (SR) for different values of T with N = 300, λ = .5
and different values of y along Y axis over 100 experiments for the UAV.

SR %

FNN/RNN
|y| = .2 |y| = .5 |y| = .8 |y| = 1 |y| = 2 |y| = 4 |y| = 6 |y| = 8

T = 100 0/44 0/0 0/0 0/0 0/0 0/0 0/0 0/0

T = 200 92/91 24/20 0/0 0/0 0/0 0/0 0/0 0/0

T = 400 2/100 0/100 0/96 0/93 0/25 0/0 0/0 0/0

T = 600 99/100 94/97 92/95 91/94 73/66 0/0 0/0 0/0

T = 800 100/91 98/91 96/91 95/90 88/81 73/65 62/51 45/41

predefined height (10m) and stay there – i.e., stay at coordinates X = 0, Y = 0 and

Z = 10 if the initial point was denoted as (0, 0, 0). UAV control for this task was based on

a standard feedback-based controller.

Gθ used for synthesizing the stealthy attack was a 2-layer RNN with ReLU activation

function and 55 neurons per layer. Hθ was also a 2-layer FNN with ReLU activation

function and 55 neuron for each layer. First, we trained both models with N = 300 MC
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Table 4.9: Attack success rate (SR) for different values of T with N = 300, λ = .5
and different values of z along Z axis over 100 experiments for the UAV.

SR %

FNN/RNN
|z| = .2 |z| = .4 |z| = .6 |z| = .8 |y| = 1 |z| = 2 |z| = 3 |z| = 4

T = 100 0/9 0/0 0/0 0/0 0/0 0/0 0/0 0/0

T = 200 67/0 24/0 4/0 0/0 0/0 0/0 0/0 0/0

T = 400 44/42 0/17 0/10 0/7 0/4 0/2 0/0 0/0

T = 600 86/81 59/74 45/60 26/48 11/36 3/28 0/3 0/0

T = 800 95/88 88/85 78/83 69/80 64/75 40/66 0/41 0/6
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Figure 4.4: UAV altitude control: (a) The deviation of the drone along each axis
from the desired coordinates X = 0, Y = 0 and Z = 10, for RNN and FNN-based
attack (the attack starts at time zero); (b) The norm of the attack vector over time
for both FNN and RNN attack generators with T = 400, 600, 800.

samples, δ = .2, λ = .5 and different values of training period T . We also considered the

case where all sensor are under attack.

Tables 4.6-4.9 show the success rate (in %) for both learned attack generators obtained

for each training period T and different values of α, |x|, |y| and |z| (i.e., the drone’s distance

from the desired position along each axis). As summarized, increasing the attack training

duration helps learn effective stealthy attack generators capable of driving the system to-

wards the unsafe region (i.e., increasing |x|, |y| and |z|). Furthermore, for suitably large

training periods T , on average the learned FNN-based attack generators outperforms the

RNN-based attack generators. Moreover, we evaluated the effectiveness of the LTI-based

attacks (i.e., which linearize the UAV model) [8–10]; our results, summarized in the last line

in Table 4.6, show that the LTI-based attacks are only 62% successful in reaching α = .2,

70



and unsuccessful for higher values of α, for the same reasons as in the pendulum study –

linearization error becomes too large for large state deviations, limiting their applicability.

Fig. 4.4a illustrates the deviation of the drone from the desired hovering point over

time for a successful attack sequence obtained from a generator trained with T = 800 and

N = 300. The attack started at t = 0; over time, the drone’s deviation from the desired

position will increase. Fig. 4.4b shows the norm of the attack vector of both FNN and RNN

models for three different attack-generator models trained with T = 200, 400 and 600. Note

that unlike adversarial machine learning in other domains (e.g., image classification) where

the norm of the attack is limited to be bounded, the stealthiness condition in CPS requires

the norm of the attack vector to gradually increase over time.
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Chapter 5

Attacks on Perception-Based Control
Systems: Modeling and Fundamental
Limits

In this chapter, we study performance of perception-based control systems in the presence

of attacks. We focus on a wide class of stochastic nonlinear control systems, and provide

methods for modeling and analysis of their resiliency to stealthy attacks on both physical

and perception-based sensing. Specifically, we consider a general setup with a nonlinear

affine physical plant controlled with a perception-based controller that maps both the phys-

ical sensor (e.g., IMUs) and perceptual (e.g., camera) measurements to the control input;

in addition, the system is equipped with a statistical or learning-based intrusion detector

(ID) to detect the presence of abnormal behaviours in the system. To enable general per-

formance analysis, we model the attacks on perception and physical sensing in the most

general form. Further, we introduce the notions of attack effectiveness and stealthiness that

are independent of the employed ID; i.e., the attack remaining stealthy even from the best

existing detectors.

In such setting, we consider attacks with different levels of runtime knowledge about

the plant and its states. We find sufficient conditions for existence of stealthy effective

attacks that force the plant state into an unsafe region without being detected by any

employed ID. We show that as the open-loop unstable plant dynamics diverges faster and

the closed-loop system converges faster to an equilibrium point, the system will be more

vulnerable to effective stealthy attacks. Specifically, we show that depending on runtime

information available to the attacker, the probability of attack remaining stealthy (against

any ID) can be arbitrarily close to one, if the attacker’s estimate of the plant’s state is

arbitrarily close to the true plant state; on the other hand, when the attacker does not have

access to an accurate estimate of the plant state, the stealthiness level of the attack depends
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on the control performance in attack-free operation. Finally, we illustrate our results on

case-studies.

5.1 The Outline of Chapter

The chapter is organized as follows. In Section 5.2, we present the system model, as well

as a model of attacks on perception before introducing the concept of stealthy yet effective

attacks on the control systems. Section 5.3 introduces two attack strategies and provides

conditions under which the system is vulnerable to highly effective stealthy attacks. Finally,

in Section 5.4, we provide case studies to illustrate these conditions.

5.2 Modeling Perception-Based Control Systems

in the Presence of Attacks

In this section, we introduce the system model and show how to capture attacks on system

sensing, including perception. Specifically, we consider the setup from Fig. 5.1 where each

of the components is modeled as follows.

5.2.1 Plant and Perception Model

We assume the plant has nonlinear dynamics in the standard state-space form

xt+1 = f(xt) +But + wt, yst = Csxt + vst ,

zt = G(xt).

(5.1)

Here, xt ∈ Rn, ut ∈ Rm, wt ∈ Rn, zt ∈ Rl, yst ∈ Rs and vs ∈ Rs denote the state, input,

system disturbance, observations from perception-based sensors, (non-perception) sensor

measurements, and sensor noise, at time t, respectively. The perception-based sensing

is modeled by an unknown generative model G, which is nonlinear and potentially high-

dimensional. For example, consider a camera-based lane keeping. Here, the observations zt

are the captured images; the map G generates the images based on the vehicle’s position.
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Figure 5.1: The architecture of a perception-based control system under attack on
system sensing, including perception. Independently of the way attacks are actually
implemented (i.e., directly compromising a sensor or modifying the measurements
delivered over the network to the controller), the same impact on the control perfor-
mance is obtained.

Without loss of generality, we assume that f(0) = 0. Finally, the process and measurement

noise vectors w and vs are assumed to be independent and identically distributed (iid)

Gaussian processes satisfying w ∼ N (0, Σw) and v
s ∼ N (0, Σvs).

5.2.2 Control Unit

The control unit, shown in Fig. 5.1, consists of perception, controller, and intrusion detector

units. We assume that the control unit receives yc,s and zc as the sensor measurements and

perception sensing (e.g., images), respectively as an input. Thus, without malicious activity,

it holds that yc,s = ys and zc = z. Now, we describe in detail each of the components.
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Perception

We assume that there exists a perception map P that imperfectly estimates the partial

state information from from perception sensing (e.g., images) – i.e.,

yPt = P (zct ) = CPxt + vP (xt); (5.2)

here, P denotes a deep neural network (DNN) trained using any supervised learning method

on a data set X = {(zi, xi)}Ni=1 collected densely around the operating point xo of the sys-

tem, as in [103, 104]. In addition, vP ∈ Rp is the perception map error that depends on

the state of the system – i.e., smaller around the training data set. To capture perception

guarantees, we employ the model for robust perception-based control from [105]. Specifi-

cally, if the model is trained effectively, we assume that the perception error vP around the

operating point xo is bounded, i.e., the following assumption from [106] holds.

Assumption 1. There exists a safe set S with radios RS (i.e., S = {x ∈ Rn | ∥x∥ ≤ RS})

around the operating point such that for all x ∈ S, it holds that ∥P (z)− CPx∥ ≤ γ, where

z = G(x) – i.e., for all x ∈ S, ∥vP (x)∥ ≤ γ. Without loss of generality, in this work, we

consider the origin as the operating point – i.e., xo = 0.

Controller

The physical plant (5.1) is controlled by a (general) nonlinear controller ut = π(zct , y
c,s
t )

that maps the image and physical sensor information to the input control. Using (5.1),

one can write the above control law in an equivalent form of ut = Π(xt, v
s
t ) that absorbs

zct = G(xt) in the control function π. Hence, for

h(xt, v
s
t ) = f(xt) +Bπ(zct , y

c,s
t ) = f(xt) +BΠ(xt, v

s
t ),

the evolution of the closed-loop system can be captured as

xt+1 = h(xt, v
s
t ) + wt. (5.3)
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In the general form, the controller can employ any end-end control policy that uses

the image and sensor measurements. For noiseless systems, the state dynamics can be

captured as1

xt+1 = h(xt, 0). (5.4)

Assumption 2. We assume that for the closed-loop control system (5.4) the origin is

exponentially stable on a set D = Bd. Using the converse Lyapunov theorem [107], there

exists a Lyapunov function that satisfies the inequalities in (2.4) with constants c1, c2, c3,

and c4 on a set D = Bd. As a result, it follows that Π(0, 0) = 0.

Remark 4. The assumptions for closed-loop system are critical for system guarantees

without the attack; i.e., if the system does not satisfy the stability property in attack-free

scenarios, then an effective strategy for the attacker would be to wait until the system fails

by itself. We refer the reader to the recent work e.g., [105,106] on design of such controllers.

Remark 5. It should be noted that the exponential stability assumption on the closed-loop

control system (5.4) is only considered due to the simplicity of the notation and it can be

relaxed to control systems with asymptotic stability that satisfies the converse Lyapunov

theorem conditions [107] (Theorem 3.14). Specifically, a similar result as in Lemma 13 can

be obtained; however, the needed notation would be significantly more cumbersome.

Definition 12. Let Uρ be the set of all functions mapping f : Rn → Rn such that the

dynamics xt+1 = f(xt) + dt, where dt satisfies ∥dt∥ ≤ ρ, reaches arbitrarily large states for

some nonzero initial state x0. Further, for a function f from Uρ and an initial condition

x0, we define

Tf (α, x0) = min{t | ∥xt∥ ≥ α}. (5.5)

In other words, Tf (α, x0) is the minimum number of time-steps needed for an unstable

dynamic f , starting from the initial condition x0, to leave a bounded ball with radius α

1With some slight abuse of notation x is used to denote the states of the noiseless system; however,

in the rest of the chapter we use x to denote the states of the actual physical system with noise

and we clarify if we the other case is implied.
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and centered at x0.
2

Intrusion Detector

The system is equipped with an intrusion detector (ID) designed to detect the presence

of any abnormal behaviours. We use Yt =

[
yPt
yc,st

]
and Y a

t =

[
yP,a
t

yc,s,at

]
to capture sensor

(from (5.1)) and perception-based (from (5.2)) values without and under attack, respec-

tively (the full attack model is introduced in the next subsection). Now, by denoting

Y −1
−∞ = Y−∞ : Y−1, we consider the classical binary hypothesis testing problem:

H0: normal condition (the ID receives Y−∞ : Yt);

H1: abnormal behaviour (the ID receives Y −1
−∞, Y

a
0 : Y a

t ).

Effectively, the ID uses both the extracted state information from the perception map (i.e.,

(5.2)) as well as sensor measurements. Given a random sequence Ȳ t = (Ȳ−∞ : Ȳt), it

either comes from the distribution P (null hypothesis H0), which is determined by system

uncertainties, or from a distribution Q (the alternative hypothesis H1); note that the

unknown distribution Q is controlled by the attacker.

For a given ID specified by a function D : Ȳ t → {0, 1}, two types of error may occur.

Error type (I), also referred as false alarm, occurs if D(Ȳ t) = 1 when Ȳ t ∼ P; whereas

type (II) error (miss detection) occurs if D(Ȳ t) = 0 when Ȳ t ∼ Q. Hence, the sum of the

conditional error probabilities of ID D for a given random sequence Ȳ t is

pet (D) = P(D(Ȳ t) = 0|Ȳ t ∼ Q) + P(D(Ȳ t) = 1|Ȳ t ∼ P). (5.6)

Note that pet (D) is not a probability measure as it can take values larger than one.

Let us define pTD
t (D) = P(D(Ȳ t) = 1|Ȳ t ∼ Q) as the probability of true detection, and

pFA
t (D) = P(D(Ȳ t) = 1|Ȳ t ∼ P) as the probability of false alarm for the detector D. We

2To simplify our notation, and since we consider specific f from the plant dynamics (5.1), we drop

the the subscript f .
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say that an ID (defined by D) to be better than a random guess-based ID (defined by DRG)

if pFA(D) < pTD(D); as with the random guess it holds that pFA(DRG) = P(DRG(Ȳ
t) =

1|Ȳ t ∼ P) = P(DRG(Ȳ
t) = 1) = P(DRG(Ȳ

t) = 1|Ȳ t ∼ Q) = pTD(DRG).

5.2.3 Attack Modeling

We assume that the attacker has the ability to compromise perception-based sensing (e.g.,

camera images) as well as (potentially) the sensor measurements yst delivered to the con-

troller (see Fig. 5.1). Such attacks can be achieved by directly compromising the sensing

(or the environment of the sensors) or the communication between the sensors and the

controller. Moreover, we assume the attack starts at t = 0, and we use the superscript

a to differentiate all signals of the attacked system, for all t ≥ 0; the attack sequence is

{zc,at , yc,s,at }t≥0, where e.g., the value of observation delivered to the perception unit at time

t is denoted by zc,at . Note that due to nonlinearity of the operators (P and G), we do not

employ the additive false-data injection model for perception attacks, widely used for LTI

systems with non-perception sensing (e.g., [8]).

Therefore, in the presence of an attack, the system dynamics can be modeled as

xat+1 = f(xat ) +Buat + wa
t ,

uat = π(zc,at , yc,s,at ).

(5.7)

In this work, we assume the attacker has full knowledge of the system, its dynamics, and

employed architecture. Further, the attacker has the required computation power to calcu-

late suitable attack signals to inject, planning ahead as needed.

Remark 6. In our notation, xa0 : xat denotes a state trajectory of the system under attack

(for an attack starting at t = 0), while x0 : xt denotes the state trajectory of the attack-free

system; we refer to such state trajectory as the attack-free trajectory. Thus, when compar-

ing the attack-free trajectory and the system trajectory under attack (i.e., from (5.7)), we

assume that wa
t = wt and v

s,a
t = vst . However, we cannot make such assumption for vP (x)

as it is a function of states and the states are compromised due to the attack.
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We define an attack to be stealthy if the best strategy for the ID is to ignore the

measurements and make a random guess between the hypotheses; i.e., that there is no ID

D that satisfies pTD(D) > pFA(D). However, reaching such stealthiness guarantees may

not be possible in general. Therefore, we define the notion of ϵ-stealthiness, which as we

will show later, is attainable for a large class of nonlinear systems. Formally, we define the

notions of strict stealthiness and ϵ-stealthiness as follows.

Definition 13. Consider the system defined in (5.1). An attack sequence is strictly

stealthy if there exists no detector for which pFA
t < pTD

t holds, for any t ≥ 0. An attack

is ϵ-stealthy if for a given ϵ > 0, there exists no detector such that pFA
t < pTD

t − ϵ holds,

for any t ≥ 0.

Before introducing the sufficient condition for the above notion of stealthiness, we con-

sider the following lemma.

Lemma 12. The intrusion detector D satisfies pFA(D) < pTD(D)−ϵ if and only if pe(D) <

1− ϵ. Also, pe(D) = 1 if and only if D performs as a random-guess detector.

Proof. First, we consider the case pe(D) < 1− ϵ. From (5.6), it holds that

pe(D) = P(D(Ȳ ) = 0|Ȳ ∼ Q) + P(D(Ȳ ) = 1|Ȳ ∼ P)

= 1− P(D(Ȳ ) = 1|Ȳ ∼ Q) + P(D(Ȳ ) = 1|Ȳ ∼ P) < 1− ϵ
(5.8)

Thus, P(D(Ȳ ) = 1|Ȳ ∼ P) < P(D(Ȳ ) = 1|Ȳ ∼ Q)− ϵ or pFA(D) < pTD(D)− ϵ.

Now, if we have pe(D) = 1, then we get P(D(Ȳ ) = 1|Ȳ ∼ P) = P(D(Ȳ ) = 1|Ȳ ∼ Q)

where the decision of the detector D is independent of the distribution of Ȳ and there-

fore, the detector performs as the random guess detector. Since the reverse of all these

implications hold, the other (i.e., necessary) conditions of the theorem also hold.

Now, we can capture stealthiness conditions in terms of KL divergence of the corre-

sponding distributions.
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Theorem 7. An attack sequence is strictly stealthy if and only if KL
(
Q(Y −1

−∞, Y
a
0 : Y a

t )||P(Y−∞ :

Yt)
)
= 0 for all t ≥ 0. An attack sequence is ϵ-stealthy if if the corresponding observation

sequence Y a
0 : Y a

t satisfies

KL
(
Q(Y −1

−∞, Y
a
0 : Y a

t )||P(Y−∞ : Yt)
)
≤ log

(
1

1− ϵ2

)
. (5.9)

Proof. With some abuse of notation only specific to this theorem, Q and P are used to

denote Q(Y −1
−∞, Y

a
0 : Y a

t ) and P(Y−∞ : Yt), respectively. First we prove the strictly stealthy

case.

Using Neyman-Pearson lemma for any existing detector D, it follows that

pet (D) ≥
∫

min{Q(y),P(y)}dy, (5.10)

where the equality holds for the Likelihood Ratio function as D∗ = 1q≥p [108]. Since

1 −
∫
min{Q(y),P(y)}dy = 1

2

∫
|q(x) − p(x)|dx, from [109] and the definition of total

variation distance between Q and P, it holds that

pet (D) ≥ 1− TV (Q,P), (5.11)

where TV denotes the total variation distance between the distributions.

Now, it holds that TV (Q,P) ≤
√
1− e−KL(Q||P) (Eq. (14.11) in [110]). Thus, if

KL
(
Q||P

)
= 0 holds, then pet (D) ≥ 1 for any detector D. Therefore, according to

Lemma 12 the attack is strictly stealthy. On the other hand, if for any detectorD pet (D) ≥ 1

holds, then the equality holds for TV (Q,P) = 0; this is equivalent to Q = P and therefore,

KL
(
Q||P

)
= 0.

For the ϵ-stealthy case, we combine (5.11) with the inequality TV (Q,P) ≤
√
1− e−KL(Q||P)

and the ϵ-stealthy condition (5.9), to show

pet (D) ≥ 1− TV (Q,P) ≥ 1−
√
1− e−KL(Q||P) ≥ 1− ϵ,

therefore, according to Lemma 12 the attack is ϵ-stealthy and this concludes the proof.

Remark 7. The ϵ-stealthiness condition defined in [53] requires that

lim
t→∞

KL
(
Q(Y a

0 : Y a
t )||P(Y0 : Yt)

)
t

≤ ϵ.
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This allows for the KL divergence to linearly increase over time for any ϵ > 0, and as a

result, after large-enough time period the attack may be detected even though it satisfies

the definition of stealthiness from [53]. However, the ϵ-stealthiness from Definition 13 only

depends on ϵ and is fixed for any time t; thus, it introduces a stronger notion of stealthiness

for the attack.

Attack Goal

We capture the attacker’s goal as maximizing degradation of the control performance.

Specifically, as we consider the origin as the desired operating point of the closed-loop

system, the attack objective is to maximize the (norm of) states xt. Moreover, the attacker

wants to remain stealthy – i.e., undetected by any employed ID, as formalized below.

Definition 14. The attack sequence, denoted by {zc,a0 , yc,s,a0 }, {zc,a1 , yc,s,a1 }, ... is referred

to (ϵ, α)-successful attack if there exists t′ ≥ 0 such that ∥xt′∥ ≥ α and the attack is ϵ-

stealthy for all t ≥ 0. When such a sequence exists for a system, the system is called

(ϵ, α)-attackable. Finally, when the system is (ϵ, α)-attackable for arbitrarily large α, the

system is referred to as perfectly attackable.

In the rest of this work, our goal is to derive methods to capture the impact of stealthy

attacks; specifically, in the next section we derive conditions for existence of a stealthy yet

effective attack sequence {zc,a0 , yc,s,a0 }, {zc,a1 , yc,s,a1 }, ... resulting in ∥xt∥ ≥ α for some t ≥ 0

– i.e., we find conditions for a system to be (ϵ, α)-attackable. Here, for an attack to be

stealthy, we focus on the ϵ−stealthy notion; i.e., that the best ID could only improve the

probability detection by ϵ compared to random-guess baseline detector.

5.3 Conditions for (ϵ, α)-Attackable Systems

To provide sufficient conditions for a system to be (ϵ, α)-attackable, in this section, we

introduce two methodologies to design attack sequences on perception and (classical) sens-

ing data. The difference in these strategies is the level of information that the attacker
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has about the system; we show that the stronger attack impact can be achieved with the

attacker having full knowledge of the system state.

Specifically, we start with the attack strategy where the attacker has access to the

current estimation of state; in such case, we show that the stealthiness condition is less

restrictive, simplifying design of ϵ-stealthy attacks. For the second attack strategy, we

show that the attacker can launch the attack sequence with only knowing the function

f (i.e., plant model); however, achieving ϵ-stealthy attack in this case is harder as more

restrictive conditions are imposed on the attacker.

5.3.1 Attack Strategy I: Using Estimate of the Plant State

Consider the attack sequence where zc,at and yc,s,at injected at time t, for all t ≥ 0, satisfy

zc,at = G(xat − st), y
c,s,a
t = Cs(x

a
t − st) + vst , (5.12)

with st+1 = f(x̂at )− f(x̂at − st), and for a nonzero s0. Here, x̂
a
t denotes an estimation of the

plant’s state (in the presence of attacks), and thus ζt = x̂at − xat is the corresponding state

estimation error. Note that the attacker can obtain x̂at by e.g., running a local estimator

using the true measurements before injecting the false values; i.e., ys,at = Csx
a
t + vst and

zat = G(xat ). We assume that the estimation error is bounded by bζ – i.e., ∥ζt∥ ≤ bζ , for all

t ≥ 0.

On the other hand, the above attack design may not require access to the true plant

state xat , since only the ‘shifted’ (i.e., xat − st) outputs of the real sensing/perception are

injected. For instance, in the lane centring control (i.e., keeping the vehicle between the

lanes), G(xt − st) only shifts the actual image st to the right or left depending on the

coordinate definition. Similarly, the attack on physical (i.e., non-perception) sensors can

be implemented as yc,s,at = Csx
a
t + vs,at − Csst = ys,at − Cst where the attacker only needs

to subtract Cst from the current true measurements.

The idea behind the above attacks is to have the system believe that its (plant) state

is equal to the state et =
∆ xat − st; thus, referred to as the fake state. Note that effectively
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both zat and ys,at used by an ID are directly functions of the fake state et. Thus, if the

distribution of e0 : et is close to x0 : xt (i.e., attack-free trajectory), then the attacker will

be successful in injecting a stealthy attack sequence.

Definition 15. For an attack-free state trajectory x0 : xt, and for any T ≥ 0 and bx, bv > 0,

δ(T, bx, bv) is the probability that the system state and physical sensor noise vs remain in

the ball with radius bx and bv, respectively, during time period 0 ≤ t ≤ T , i.e.,

δ(T, bx, bv) =
∆ P

(
sup

0≤t≤T
∥xt∥ ≤ bx, sup

0≤t≤T
∥vst ∥ ≤ bv

)
. (5.13)

When the system with exponentially stable closed-loop control dynamics3 is affected

by a bounded perturbation, one can show that the state of the system will remain in a

bounded set. The following lemma from [107] provides the condition and the upper bound

on the norm of the state.

Lemma 13 ( [107]). Let x = 0 be an exponentially stable equilibrium point of the nominal

system (5.4). Also, let V (xt) be a Lyapunov function of the nominal system that satis-

fies (2.4) in D, where D = Bd. Suppose the system is affected by additive perturbation term

g(xt) that satisfies ∥g(xt)∥ ≤ δ + γ∥xt∥. If c3 − γc4 > 0 with δ < c3−γc4
c4

√
c1
c2
θd holds for

all x ∈ D and some positive θ < 1, then for all ∥x0∥ <
√

c1
c2
d, there exists t1 > 0 such that

for all 0 ≤ t ≤ t1 ∥xt∥ ≤ κe−βt∥x0∥ holds with κ =
√

c2
c1
, β = (1−θ)(c3−γc4)

2c2
and for t ≥ t1 it

holds that ∥xt∥ ≤ b with b = c4
c3−γc4

√
c2
c1

δ
θ .

The next result captures conditions under which a perception-based control system is

not resilient to attacks, in sense that it is (ϵ,α)-attackable.

Theorem 8. Consider the system (5.1) with closed-loop control as in Assumption 2. As-

sume that the functions f , f ′ (derivative of f) and Π′ (derivative of Π) are Lipschitz,

with constants Lf , L
′
f and L′

Π, respectively, and let us define L1 = L′
f (bx + 2bζ + ϕ),

L2 = min{2Lf , L
′
f (α + bx + bζ)} and L3 = L′

Π(bx + ϕ + bv). Moreover, assume that there

3Note that under similar conditions the same analysis also holds for asymptotic stability condi-

tion [107]
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exists ϕ > 0 such that the inequalities L1+L3∥B∥ < c3
c4

and L2bζ <
c3−(L1+L3∥B∥)c4

c4

√
c1
c2
θr,

for some 0 < θ < 1, are satisfied. Then, the system (5.1) is (ϵ,α)-attackable with prob-

ability δ(T (α + b + bx, s0), bx, bv) for some ϵ > 0, if it holds that ϕ > b and f ∈ Uρ with

ρ = 2Lf (bx + b+ bζ), ∥s0∥ ≤ ϕ and b = c4
c3−(L1+L3∥B∥)c4

√
c2
c1

L2bζ
θ .

Proof. We need to show that the sequence of falsified perception (e.g., images) and physical

sensor values {zc,a0 , yc,s,a0 }, {zc,a1 , yc,s,a1 }, ... obtained by Attack Strategy I is (ϵ,α)-successful

attack for arbitrarily large α. By defining et = xat −st and rt = et−xt, we get zc,at = G(et),

yc,s,at = Cset + vst and

et+1 =f(x
a
t )− f(xat + ζt) + f(et + ζt) +BΠ(et, v

s
t )

+ wa
t ,

rt+1 =h(rt, 0) + f(xat )− f(xat + ζt) + f(et + ζt)− f(xt)

− f(rt) +BΠ(et, v
s
t )−BΠ(xt, v

s
t )−BΠ(rt, 0)

=h(rt, 0) + σ′1 + σ′2,

(5.14)

with σ′1 = f(xat ) − f(xat + ζt) + f(et + ζt) − f(xt) − f(rt) and σ′2 = BΠ(G(et), y
s,a
t ) −

BΠ(G(xt), y
s
t )−BΠ(G(rt), Csrt).

Using the Mean value theorem and equality xat = rt + st + xt we have that

f(xat + ζt) = f(xat ) +
∂f

∂x
|Θ(xa,xa+ζ)

ζt,

f(et + ζt) = f(xt) +
∂f

∂x
|Θ(x,x+r+ζ)

(rt + ζt),

f(rt) = f(0) +
∂f

∂x
|Θ(0,r)

rt =
∂f

∂x
|Θ(0,r)

rt,

(5.15)

where for instance, ∂f
∂x |Θ(x,y)

=


∇f1

(
c1x+ (1− c1)y

)
...

∇fn
(
cnx+ (1− cn)y

)
 for 0 ≤ c1, ..., cn ≤ 1. Therefore,

we get that

σ′1 =(
∂f

∂x
|Θ(xa,xa+ζ)

− ∂f

∂x
|Θ(x,x+r+ζ)

)ζt+

(
∂f

∂x
|Θ(x,x+r+ζ)

− ∂f

∂x
|Θ(0,r)

)rt.

(5.16)
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Similarly, using the Mean Value theorem and et = rt + xt we obtain

Π(et, v
s
t ) = Π(xt, v

s
t ) +

∂Π

∂x1
|Θ(x,x+r)

rt

Π(rt, 0) = Π(0, 0) +
∂Π

∂x1
|Θ(0,r)

rt,

(5.17)

where Π(0, 0) = 0. Therefore, we get

σ′2 = B(
∂Π

∂x1
|Θ((x,v),(x+r,v))

− ∂Π

∂x1
|Θ((0,0),(r,0))

)rt (5.18)

Using the fact that the functions f and ∂f
∂x (x) are Lipschitz, for all 0 ≤ t ≤ T (α + b +

bx, s0), it holds that∥∥∥∥∂f∂x |Θ(xa,xa+ζ)
− ∂f

∂x
|Θ(x,x+r+ζ)

∥∥∥∥ ≤
L′
f

(
Θ(xa,xa+ζ) −Θ(x,x+r+ζ)

)
≤ L′

f (∥xat ∥+ ∥xt∥+ ∥rt∥

+ ∥ζt∥) ≤ L′
f (α+ bx + bζ) + L′

f∥rt∥,

(5.19)

where we used our assumption that ∥xt∥ ≤ bx with probability δ(T (α + b+ bx, s0), bx, bv).

Moreover, Lipschitz assumption on f and the boundedness of ζ also results in∥∥∥∥∂f∂x |Θ(xa,xa+ζ)
− ∂f

∂x
|Θ(x,x+r+ζ)

∥∥∥∥ ≤ 2Lf (5.20)

Therefore, we get ∥∂f∂x |Θ(xa,xa+ζ)
− ∂f

∂x |Θ(x,x+r+ζ)
∥ ≤ min{2Lf , L

′
f (α + bx + bζ) + L′

f∥rt∥} ≤

min{2Lf , L
′
f (α+ bx + bζ)}+ L′

f∥rt∥. Similarly, we have

∥∂f
∂x
|Θ(x,x+r+ζ)

− ∂f

∂x
|Θ(0,r)

∥ ≤ L′
f

(
Θ(x,x+r+ζ) −Θ(0,r)

)
≤

L′
f (∥xt∥+ ∥rt∥+ ∥ζt∥) ≤ L′

f (bx + bζ) + L′
f∥rt∥

(5.21)

Therefore, ∥σ′1∥ ≤ min{2Lf , L
′
f (α + bx + bζ)}bζ + L′

fbζ∥rt∥ + L′
f (bx + bζ)∥rt∥ + L′

f∥rt∥2.

Now, consider the bounded set of Bϕ satisfying Bϕ ⊂ D, where we know ∥rt∥2 ≤ ϕ∥rt∥ for

all rt ∈ Bϕ, and we get

∥σ′1∥ ≤min{2Lf , L
′
f (α+ bx + bζ)}bζ

+ L′
f (bx + 2bζ + ϕ)∥rt∥ = L1∥rt∥+ L2bζ .

(5.22)
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In addition, since the function Π′ is Lipschitz, for all x ∈ D and rt ∈ Bϕ with probability

δ(T (α+ b+ bx, s0), bx, bv) it holds that∥∥∥∥ ∂Π∂x1 |Θ((x,v),(x+r,v))
− ∂Π

∂x1
|Θ((0,0),(0,r))

∥∥∥∥ ≤ L′
Π(∥xt + rt + vst ∥)

≤ L′
Π(ϕ+ bx + bv), (5.23)

and we get ∥σ′2∥ ≤ L3∥B∥∥rt∥ with L3 = L′
Π(bx + ϕ+ bv); this results in

∥σ′1 + σ′2∥ ≤ L2bζ + (L1 + L3∥B∥)∥rt∥. (5.24)

Since for rt ∈ Bϕ we have that L1 + L3∥B∥ < c3
c4

and L2bζ <
c3−(L1+L3∥B∥)c4

c4

√
c1
c2
θr,

using Lemma 13 for all ∥r0∥ = ∥s0∥ < min{
√

c1
c2
d, ϕ}, there exists t1 > 0, such that for all

t < t1 it holds that ∥rt∥ ≤
√

c2
c1
e−βt∥s0∥ with β =

(1−θ)

(
c3−(L1+L3∥B∥)c4

)
2c2

, and ∥rt∥ ≤ b

with b = c4
c3−(L1+L3∥B∥)c4

√
c2
c1

L2bζ
θ for t ≥ t1. It should be noted that our assumption ϕ > b

(or equivalently Bb ⊂ Bϕ) guarantees that the trajectory of rt will remain in the set Bϕ.

Now, we need to show that for t ≥ T (α + bx + b, s0) we get that ∥xat ∥ ≥ α. Since the

function f is differentiable, using the Mean-value theorem we obtain

st+1 =f(st + ζt + et)− f(ζt + et) =

=f(st) +
∂f

∂x
|(st,st+et+ζt)(et + ζt)− f(et + ζt).

(5.25)

Since et = rt + xt, for 0 ≤ t ≤ T (α+ bx + b, s0) with probability δ(T (α+ bx + b, s0), bx, bv)

we have that ∥∥∥∥∂f∂x |(st,st+et+ζt)(et + ζt)− f(et + ζt)

∥∥∥∥ ≤ 2Lf∥(rt + xt + ζt)∥

≤ 2Lf (bx + b+ bζ).

Since we assume that f ∈ Uρ with ρ = 2Lf (bx + b + bζ), there exists s0 such that st

becomes arbitrarily large. Using Definition 12, T (α+ bx + b, s0) is defined as the first time

step that satisfies ∥st∥ ≥ α+ bx+ b. On the other hand, using et = xat − st and et = xt+ rt,

it holds that

∥xat ∥ ≥ ∥st∥ − ∥et∥ ≥ ∥st∥ − ∥xt∥ − ∥rt∥ ≥ α.
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We now need to show that the designed Y a
t for t ≥ 0 satisfies the stealthiness condition;

i.e., we need to show that KL
(
Q(Y −1

−∞, Y
a
0 : Y a

t )||P(Y−∞ : Yt)
)
≤ log

(
1

1−ϵ2

)
for some

ϵ > 0. Since the sequences Y a
0 : Y a

t , Y0 : Yt, and Y
−1
−∞ are generated by e0 : et, x0 : xt, and

x−∞ : x−1, respectively, using the Data-processing inequality of the KL divergence it holds

that

KL
(
Q(Y −1

−∞, Y
a
0 : Y a

t )||P(Y−∞ : Yt)
)
≤

KL
(
Q(x−∞ : x−1, e0 : et)||P(x−∞ : xt)

)
.

(5.26)

On the other hand, by defining Zt =

 xt
yc,st

 and Ze
t =

 et

yc,s,at

, and using monotonicity

from Lemma 3 it holds that

KL
(
Q(x−∞ : x−1, e0 : et)||P(x−∞ : xt)

)
≤

KL
(
Q(Z−∞ : Z−1, Z

e
0 : Ze

t )||P(Z−∞ : Zt)
)
.

(5.27)

Then, we apply the chain-rule property of KL-divergence on the right-hand side of (5.27)

to obtain the following

KL
(
Q(Z−∞ : Z−1, Z

e
0 : Ze

t )||P(Z−∞ : Zt)
)
=

KL
(
Q(Z−∞ : Z−1)||P(Z−∞ : Z−1)

)
+

KL
(
Q(Ze

0 : Ze
t |Z−∞ : Z−1)||P(Z0 : Zt|Z−∞ : Z−1)

)
= KL

(
Q(Ze

0 : Ze
t |Z−∞ : Z−1)||P(Z0 : Zt|Z−∞ : Z−1)

)
;

(5.28)

here, we used the fact that the KL-divergence of two identical distributions (i.e., Q(Z−∞ :

Z−1) and P(Z−∞ : Z−1) since the system is not under attack for t < 0) is zero. Using the

chain rule property of the KL divergence we have that

KL
(
Q(Ze

0 : Ze
t |Z−∞ : Z−1)||P(Z0 : Zt|Z−∞ : Z−1)

)
= KL

(
Q(e0|Z−∞ : Z−1)||P(x0|Z−∞ : Z−1)

)
+KL

(
Q(yc,s,a0 |e0, Z−∞ : Z−1)||P(yc,s0 |x0, Z−∞ : Z−1)

)
+ ...+KL

(
Q(et|Z−∞ : Ze

t−1)||P(xt|Z−∞ : Zt−1)
)

+KL
(
Q(yc,s,at |et, Z−∞ : Ze

t−1)||P(yc,st |xt, Z−∞ : Zt−1)
)
.

(5.29)
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Given Z−∞ : Zt−1, the distribution of xt is a Gaussian with some mean µ(xt−1) and

covariance Σw written as xt = µ(xt−1)+wt−1. Similarly using (5.14) given Z−∞ : Z−1, Z
e
0 :

Ze
t−1, the distribution of et is a Gaussian with some mean µ(et−1) and covariance Σw written

as et = µ(et−1)+wt−1. Therefore, we get rt = et−xt = µ(et−1)−µ(xt−1). Using Lemma 5

and Lemma 4 for all t ≥ 0 it holds that

KL
(
Q(et|Z−∞ : Ze

t−1)||P(xt|Z−∞ : Zt−1)
)
=

= EQ(Z−∞:Ze
t−1)
{rTt Σ−1

w rt} ≤

≤ EQ(et|Z−∞:Ze
t−1)
{λmax(Σ

−1
w )∥rt∥2}.

(5.30)

On the other hand, given xt, the distribution of yc,st is a Gaussian with mean Csxt and

covariance Σvs . Similarly given et the distribution of yc,s,at is a Gaussian with some mean

Cset and covariance Σvs . Using Lemma 5 and Lemma 4 for all t ≥ 0 we get

KL
(
Q(yc,s,at |et, Z−∞ : Ze

t−1)||P(yc,st |xt, Z−∞ : Zt−1)
)
=

KL
(
Q(yc,s,at |et||P(yc,st |xt)

)
≤

EQ(yc,s,at |et){r
T
t C

T
s Σ

−1
vs Csrt}

(5.31)

The arguments inside the expectations in the right hand side of the inequalities (5.30)

and (5.31) are upper bounded by λmax(Σ
−1
w )∥rt∥2 and λmax(C

T
s Σ

−1
vs Cs)∥rt∥2, respectfully,

using the norm property xTQx ≤ λmax(Q)∥x∥2. On the other hand, since ∥rt∥ is bounded

from above, using Lemma 6 we can find an upper bound for (5.30) and (5.31).

Specifically, if T (α+ bx + b, s0) < t1, then

T (α+bx+b,s0)∑
i=0

∥ri∥2≤min

{
T (α+ bx + b, s0) + 1,

√
c2
c1

e−β

1− e−β

}

× ∥s0∥2

with probability δ(T (α+ bx + b, s0), bx, bv). However, if T (α+ bx + b, s0) ≥ t1 then

T (α+bx+b,s0)∑
i=0

∥ri∥2 ≤ min

{
t1,

√
c2
c1

e−β

1− e−β

}
∥s0∥2

+ (T (α+ bx + b, s0) + 1− t1)b
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with probability δ(T (α+ bx + b, s0), bx, bv). Using the inequalities (5.26)–(5.31), we get

KL
(
Q(Y −1

−∞, Y
a
0 : Y a

T (α+bx+b,s0)
)||P(Y−∞ : YT (α+bx+b,s0))

)
≤ λmax(C

T
s Σ

−1
v Cs +Σ−1

w )×

max

{
min

{
T (α+ bx + b, s0) + 1,

√
c2
c1

e−β

1− e−β

}
∥s0∥2,

min
{
t1,

√
c2
c1

e−β

1− e−β

}
∥s0∥2 + (T (α+ bx + b, s0) + 1− t1)b

}
= bϵ,

(5.32)

which means that the system is (ϵ,α)-attackable with probability of δ(T (α+bx+b, s0), bx, bv)

and ϵ =
√
1− e−bϵ .

From (2.4), c3 can be viewed as a ‘measure’ of the closed-loop system stability (larger

c3 means the system converges faster to the equilibrium point); on the other hand, from

Theorem 8, closed-loop perception-based systems with larger c3 are more vulnerable to

stealthy attacks as the conditions of the theorem are easier to satisfy. However, if the

plant’s dynamics is very unstable, T (α + bx + b, s0) is smaller for a fixed α and s0. Thus,

the probability of attack success δ(T (α+ bx + b, s0), bx, bv) is larger for a fixed bx and bv.

Moreover, in the extreme case when bζ = 0 (i.e., the attacker can exactly estimate

the plant state), the condition L2bζ <
c3−(L1+L3∥B∥)c4

c4

√
c1
c2
θr will be relaxed and the other

condition L1 + L3∥B∥ < c3
c4

becomes less restrictive as L1 becomes smaller. Thus, in this

case, if the attacker initiate the attack with arbitrarily small s0, then ϵ can be arbitrarily

close to zero and the attack will be very close to being strictly stealthy. Hence, the following

result holds.

Corollary 4. Assume bζ = 0, L1+L3∥B∥ < c3
c4

with L1 = L′
fbx, L3 = L′

Π(bx+ bv) and the

functions f , f ′ (derivative of f) and Π′ (derivative of Π) are Lipschitz, with constants Lf ,

L′
f and L′

Π, respectively. If f ∈ Uρ with ρ = 2Lf (bx + ∥s0∥), and ∥s0∥ ≤ c3−c4(L1+L3∥B∥)
c4(L′

f+∥B∥L′
Π)

holds, then the system (5.1) is (ϵ,α)-attackable with probability δ(T (α+bx+∥s0∥, s0), bx, bv),

where ϵ =
√
1− e−bϵ for bϵ =

(
λmax(Σ

−1
w ) + λmax(C

T
s Σ

−1
v Cs + Σ−1

w ) × min{T (α + bx +

∥s0∥, s0),
√

c2
c1

e−β

1−e−β }
)
∥s0∥2 and some β > 0.
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Finally, the above results depend on determining ρ such that f ∈ Uρ. Hence, the

following result provides a sufficient condition for f ∈ Uρ.

Proposition 4. Let V : Rn → R be a continuously differentiable function satisfying V (0) =

0 and define Ur1 = {x ∈ Br1 | V (x) > 0}. Assume that ∥∂V (x)
∂x ∥ ≤ β(∥x∥), and for any

x ∈ Ur1 it holds V (f(x)) − V (x) ≥ α(∥x∥), where α(∥x∥) and β(∥x∥) are in class of K

functions [107]. Further, assume that r1 can be chosen arbitrarily large. Now,

• if lim∥x∥→∞
α(∥x∥)
β(∥x∥) →∞, then f ∈ Uρ for any ρ > 0.

• However, if lim∥x∥→∞
α(∥x∥)
β(∥x∥) = γ, then f ∈ Uρ for any ρ < γ.

Proof. We prove the first case and the second case can be shown in a similar way.

If lim∥x∥→∞
α(∥x∥)
β(∥x∥) →∞, there exists a bounded ball with radius r2 (referred to as Br2)

such that for all x ∈ S with S = {Ur1 − Bo
r2} it holds that α(∥x∥)

β(∥x∥) ≥ ρ. Since the function

V is differentiable, using the Mean-value theorem for the dynamics xt+1 = f(xt) + dt with

∥dt∥ ≤ ρ and for any xt ∈ Ur1 , we have that

V (xt+1)− V (xt) =V (f(xt) + dt)− V (xt)

=V (f(xt)) +
∂V (x)

∂x
dt − V (xt)

≥α(∥x∥)− β(∥x∥)ρ.

(5.33)

Thus, for any xt ∈ S, we have V (xt+1)− V (xt) > 0. Let us define η = min{V (xt+1)−

V (xt) | xt ∈ S and V (xt) ≥ ar2} where ar = maxx∈∂Br V (x) for any r > 0. Such minimum

exists as the considered set is compact and we have η > 0 in Ur1 . Let us also assume

x0 = {x ∈ Br2 | V (x) = ar2}. Now, we claim that the trajectories starting from x0 should

leave the set Ur1 through the boundaries of Br1 .

To show this, we know that for any xt ∈ S, V (xt) ≥ ar2 , since V (xt+1)−V (xt) ≥ η > 0.

Then, for any t > 0

V (xt) ≥ V (x0) + tη = ar2 + ηt. (5.34)

The above inequality shows that xt cannot stay in the set S forever as V (x) is bounded on

the compact set S. On the other hand, xt cannot leave the set S through the boundaries
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satisfying V (x) = 0 or the surface of Br2 because V (xt) > ar2 . Therefore, the trajectories

should leave the set S through the surface of Br1 , and as r1 can be chosen arbitrarily large,

the trajectories of xt will diverge to becoming arbitrarily large.

Example 4. Consider the dynamical system

x1,t+1 = 2x1,t + x1,tx
2
2,t

x2,t+1 = 0.5x2,t,

(5.35)

and let us consider the function V (x) = x21−x22. Hence, we have ∥∂V (x)
∂x ∥ ≤ 2∥x∥ = β(∥x∥)

and

V (f(xt))− V (xt) =4x21,t + x21,tx
4
2,t + 2x21,tx

2
2,t − 0.25x22,t

−x21,t + x22,t =3x21,t + 0.75x22,t + x21,tx
4
2,t + 2x21,tx

2
2,t

≥0.75∥xt∥2 = α(∥x∥)

Since lim∥x∥→∞
α(∥x∥)
β(∥x∥) → ∞, for any ρ > 0, there exists x such that V (xt+1) − V (xt) > 0

for the dynamics xt+1 = f(xt) + dt with ∥d∥ ≤ ρ. The shaded region in Fig. 5.2 shows the

area where V > 0 outside Br2 and inside of Br1. Moreover, any area outside of the ball

Br2 satisfies V (xt+1) − V (xt) > 0 (i.e., V (xt) is increasing over time). Now, by denoting

the state value at point A with xA, we have V (xA) = x21,A > 0. As V (xt) is increasing

outside Br2 as t increases, any trajectory starting at A cannot leave the shaded region from

the surface of corresponding to V = 0 or Br2; it also cannot stay in the region for all t,

as the trajectory evolves. Thus, the system states will eventually leave the shaded region,

‘exiting’ from the surface of the ball Br1.

Theorem 8 provides conditions on the closed-loop system stability that may not hold

in general for any system with closed-loop exponential stability. In the following theorem,

we show that one can still obtain a similar (ϵ,α)-successful attack (possibly with a larger

ϵ) even when the closed-loop system only satisfies exponential stability.

Theorem 9. Assume that the closed-loop control system (5.4) is exponentially stable. Then,

the system (5.1) is (ϵ,α)-attackable with probability δ(T (α+ b+ bx, s0), bx) for some ϵ > 0,

if f ∈ Uρ with ρ = 2Lf (bx + b+ bζ) and b =
c4
c3

√
c2
c1

(Lf (2bx+bζ)+2LΠ(bx+bv))
θ .
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Figure 5.2: The trajectory of the dynamical system in Example 4.

Proof. Using the same definition as in (5.3) we have

rt+1 =h(rt, 0) + f(xat )− f(xat + ζt) + f(et + ζt)− f(xt)

− f(rt) +BΠ(et, v
s
t )−BΠ(xt, v

s
t )

−BΠ(rt, 0) = h(rt, 0) + σt,

(5.36)

From the Lipschitz property of function f , it follows that ∥f(xat )− f(xat + ζt)∥ ≤ Lfbζ , and

with probability δ(T (α+ b+ bx, s0), bx) we have

∥f(xt)∥ ≤ Lf∥xt∥ ≤ Lfbx,

∥f(et + ζt)− f(rt)∥ ≤ Lf∥xt + ζt∥ ≤ Lf (bζ + bx),

∥Π(xt, vst )∥ ≤ LΠ(|xt∥+ ∥vst ∥) ≤ LΠ(bx + bv),

∥Π(et, vst )−Π(rt, 0)∥ ≤ LΠ(|xt∥+ ∥vst ∥) ≤ LΠ(bx + bv).

(5.37)

Therefore, with probability δ(T (α + b + bx, s0), bx) it holds that ∥σt∥ ≤ Lf (2bx + bζ) +

2LΠ(bx + bv) for all 0 ≤ t ≤ T (α+ b+ bx).

Since the closed-loop system rt+1 = h(rt, 0) is exponentially stable, we use Lemma 13 to

show that the dynamics rt+1 = h(rt, 0)+σt will remain in a bounded ball with such probabil-

ity for all 0 ≤ t ≤ T (α+b+bx). The bound is obtained by b = c4
c3

√
c2
c1

(Lf (2bx+bζ)+2LΠ(bx+bv))
θ .

Using the Data-processing inequality of KL divergence and following the same procedure
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as in Theorem 8 we obtain

KL
(
Q(Y −1

−∞, Y
a
0 : Y a

T (α+bx+b,s0)
)||P(Y−∞ : YT (α+bx+b,s0))

)
≤

T (α+bx+b,s0)∑
i=0

λmax(C
T
s Σ

−1
v Cs +Σ−1

w )∥ri∥2

≤
T (α+bx+b,s0)∑

i=0

λmax(C
T
s Σ

−1
v Cs +Σ−1

w )b = bϵ

≤ λmax(C
T
s Σ

−1
v Cs +Σ−1

w )b(T (α+ bx + b, s0) + 1) = bϵ.

This means that the system is (ϵ,α)-attackable with probability δ(T (α+ bx + b, s0), bx, bv)

and ϵ =
√
1− e−bϵ . On the other hand, since we have f ∈ Uρ with ρ = 2Lf (bx + b + bζ),

similarly as in Theorem 8, we can show that for t ≥ T (α + b + bx, s0) the states of the

under-attack system will satisfy ∥xat ∥ ≥ α with probability δ(T (α+ b+ bx, s0), bx).

Note that our results only focus on the existence of perception measurements G(xat −st),

obtained by shifting the current perception scene by st, that results in (ϵ, α)-successful at-

tack, and not how to compute it. Further, to derive attack sequence using Attack Strategy I,

the attacker needs the estimation of the plant states. Thus, Attack Strategy II relaxes this

assumption, with the attacker only needing to have knowledge about the plant’s (open-loop)

dynamics f and the computation power to calculate st+1 = f(st) ahead of time.

5.3.2 Attack Strategy II: Using Plant Dynamics

Similarly to Attack Strategy I, consider the attack sequence where zat and ys,at , for all t ≥ 0,

satisfy

zat = G(xat − st), y
s,a
t = Cs(x

a
t − st) + vs,at ,

st+1 = f(st),

(5.38)

for some nonzero s0. However, here the attacker does not need an estimate of the plant’s

state; they simply follow plant dynamics st+1 = f(st) to find the desired measurements’

transformation. Now, we define the state et =
∆ xat − st as the fake state, and the attacker’s

intention is to make the system believe that the plant state is equal to et.
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The following theorem captures the condition for which the system is not resilient to

attack strategy II, in the sense that it is (ϵ, α)-successful attackable.

Theorem 10. Consider the system (5.1) that satisfies Assumption 2. Assume that both

functions f ′ and Π′ are Lipschitz, with constants L′
f and L′

Π, respectively. Moreover, as-

sume that there exists ϕ > 0 such that the inequalities L1 + L3∥B∥ < c3
c4

and L2bx <

c3−(L1+L3∥B∥)c4
c4

√
c1
c2
θr with 0 < θ < 1 are satisfied, where L2 = L′

f (α+ bx), L1 = L′
f (α+ϕ)

and L3 = L′
Π(bx + ϕ + bv). Then, the system (5.1) is (ϵ,α)-attackable with probability

δ(T (α + bx + b, s0), bx) and b = c4
c3−(L1+L3∥B∥)c4

√
c2
c1

L2bx
θ , for some ϵ > 0, if it holds that

ϕ
b > 1 and f ∈ U0.

Proof. We need to show that the sequence of compromised perception (e.g., images) and

sensor values {za0 , y
s,a
0 }, {za1 , y

s,a
1 }, ... obtained by Attack Strategy II are (ϵ,α)-successful

attack. By defining et = xat − st and rt = et − xt, we get zat = G(et), y
s,a
t = Cset + vs,at and

et+1 =f(x
a
t )− f(st) +BΠ(et, v

s
t ) + wa

t ,

rt+1 =f(rt) +BΠ(rt, 0) + f(xat )− f(st)− f(xt)

− f(rt) +BΠ(et, v
s
t )−BΠ(xt, v

s
t )−BΠ(rt, 0)

= h(rt, 0) + σ1 + σ2,

with σ1 = f(xat )−f(st)−f(xt)−f(rt) and σ2 = BΠ(et, v
s
t )−BΠ(xt, v

s
t )−BΠ(rt, 0). Using

the Mean value theorem and equality xat = rt + st + xt, we obtain

f(xat ) = f(xt + st + rt) = f(st) +
∂f

∂x
|Θ(s,s+x+r)

(xt + rt)

f(rt) = f(0) +
∂f

∂x
|Θ(0,r)

rt =
∂f

∂x
|Θ(0,r)

rt

f(xt) = f(0) +
∂f

∂x
|Θ(0,x)

xt =
∂f

∂x
|Θ(0,x)

xt

Therefore, we get

σ1 =(
∂f

∂x
|Θ(s,s+x+r)

− ∂f

∂x
|Θ(0,x)

)xt

+ (
∂f

∂x
|Θ(s,s+x+r)

− ∂f

∂x
|Θ(0,r)

)rt

(5.39)
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Similarly, using the Mean Value theorem and et = rt + xt, we obtain that

Π(et, v
s
t ) = Π(xt, v

s
t ) +

∂Π

∂x1
|Θ(x,x+r)

rt

Π(rt, 0) = Π(0, 0) +
∂Π

∂x1
|Θ(0,r)

rt

(5.40)

Therefore, we get

σ2 = B(
∂Π

∂x1
|Θ((x,v),(x+r,v))

− ∂Π

∂x1
|Θ((0,0),(r,0))

)rt. (5.41)

Using the fact that the function ∂f
∂x (x) is Lipschitz, for all 0 ≤ t ≤ T (α+ bx + b, s0) we

have ∥∥∥∥∂f∂x |Θ(s,s+x+r)
− ∂f

∂x
|Θ(0,x)

∥∥∥∥ ≤ L′
f (∥xat ∥+ ∥xt∥) ≤ L′

f (α+ bx),

and ∥∥∥∥∂f∂x |Θ(s,s+x+r)
− ∂f

∂x
|Θ(0,r)

∥∥∥∥ ≤ L′
f (∥xat ∥+ ∥rt∥) ≤ L′

f (α+ ϕ).

Therefore, ∥σ1∥ ≤ L2bx + L1∥rt∥.

Similarly,
∥∥∥ ∂Π
∂x1
|Θ((x,v),(x+r,v))

− ∂Π
∂x1
|Θ((0,0),(r,0))

∥∥∥ ≤ L′
Π(∥xt+ rt∥ ≤ L′

Π(ϕ+ bx), and we get

L3 = L′
Π(bx+ϕ+bv) and ∥σ2∥ ≤ L3∥rt∥; this results in ∥σ1+σ2∥ ≤ L2bx+(L1+L3∥B∥)∥rt∥.

Since we have L1+L3∥B∥ < c3
c4

and L2bx <
c3−(L1+L3∥B∥)c4

c4

√
c1
c2
θd, using Lemma 13 for all

∥r0∥ = ∥s0∥ < min{ϕ,
√

c1
c2
d} there exists t1 > 0, such that for all t ≥ t1 we have ∥rt∥ ≤ b

with b = c4
c3−(L1+L3∥B∥)c4

√
c2
c1

L2bx
θ ; also, for all 0 ≤ t < t1, it holds that ∥rt∥ ≤

√
c2
c1
e−βt∥s0∥

with β =
(1−θ)

(
c3−(L1+L3∥B∥)c4

)
2c2

.

On the other hand, the dynamics st+1 = f(st) with nonzero s0 will reach to ∥st∥ ≥

α + bx + b for some t ≥ T (α + bx + b, s0) as f ∈ U0. Using the reverse triangle inequality,

we obtain

∥st∥ − ∥xat ∥ ≤ ∥xat − st∥ = ∥et∥ = ∥xt + rt∥

≤ bx + b⇒ −b− bx + b+ bx + α = α ≤ ∥xat ∥,

with probability δ(T (α+ bx + b, s0), bx, bv).

Now, we need to show that the designed yat satisfies the stealthiness condition. In

other words, we need to show that KL
(
Q(Y a

0 : Y a
T (α+bx+b,s0)

)||P(Y0 : YT (α+bx+b,s0))
)
≤

log
(

1
1−ϵ2

)
for some ϵ > 0. Since the sequences Y a

0 , ..., Y
a
t and Y0, ..., Yt are generated by
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e0, ..., et and x0, ..., xt, respectively, using the Data-processing inequality of KL divergence

and following the same procedure as for Theorem 8, we obtain

KL
(
Q(Y a

0 : Y a
T (α+bx+b,s0)

)||P(Y0 : YT (α+bx+b,s0))
)

≤
T (α+bx+b,s0)∑

i=0

λmax(C
T
s Σ

−1
v Cs +Σ−1

w )∥ri∥2.
(5.42)

Similar argument as in the proof of Theorem 8 results in

KL
(
Q(Y a

0 : Y a
T (α+bx+b,s0)

)||P(Y0 : YT (α+bx+b,s0))
)
≤

λmax(Σ
−1
w )∥s0∥2 + λmax(C

T
s Σ

−1
v Cs +Σ−1

w )×

max

{
min

{
T (α+ bx + b, s0) + 1,

√
c2
c1

e−β

1− e−β

}
∥s0∥2,

min
{
t1,

√
c2
c1

e−β

1− e−β

}
∥s0∥2 + (T (α+ bx + b, s0)− t1)b

}
= bϵ;

this means that the system is (ϵ,α)-attackable with probability of δ(T (α + bx + b, s0), bx)

with ϵ =
√
1− e−bϵ .

Unlike in Theorem 8, L1 and L2 in Theorem 10 increase as α increases. Therefore, unless

L′
f = 0, one cannot claim that the attack can be ϵ-stealthy for arbitrarily large α as the

inequality L1 + L3∥B∥ ≤ c3
c4

might not be satisfied. Therefore, there is a trade-off between

the stealthiness guarantees (ϵ) and the performance degradation caused by the attack (α).

However, in an extreme case where the system is linear, it holds that L′
f = 0 and L1 =

L2 = 0; before introducing the results for LTI systems in the next subsection, we remark

on the following.

Remark 8. The fact that we considered the control input in a general end-to-end form can

help us verify that our results also hold when the perception-based control system is modular;

i.e., when the states are extracted from the perception module and physical sensors and then

used with the classic control methods. This is because the end-to-end formulation of the

controller is very general, also covering the modular methods. In such case, the traditional

control methods can be used such that the noiseless closed-loop system becomes exponentially

or asymptotically stable.
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5.3.3 Attack on LTI Systems

In earlier parts of the work, we have designed stealthy attacks for perception-based control

systems where plants have input affine nonlinear dynamics. However, for LTI plants, the

obtained conditions can be significantly relaxed. Specifically, for LTI systems, because

the system dynamics takes the form of f(st) = Ast, Attack Strategies I and II become

identical as

st+1 = f(x̂at )− f(x̂at − st) = A(x̂at )−A(x̂at − st)

= Ast = f(st).

(5.43)

Therefore, the attacker does not need to estimate the state of the system and they can

use the Attack Strategy II to design the attack sequence.

In general, assume that for such systems we use the controller satisfying Assumption 2,

where due to complexity of perception (e.g., image observations), a nonlinear function

maps the perception sensing (e.g., the image) and sensors to the control input. Hence,

from Corollary 4, we directly obtain the following result.

Corollary 5. Consider an LTI perception-based control system with f(xt) = Axt. Assume

that L3∥B∥ < c3
c4

with L3 = L′
Π(bx + bv), ∥s0∥ ≤ c3−c4L3∥B∥

c4∥B∥L′
Π

, and the matrix A is unsta-

ble. Then the system is (ϵ,α)-attackable with probability δ(T (α+ bx + ∥s0∥, s0), bx, bv), for

arbitrarily large α and ϵ =
√
1− e−bϵ, with bϵ =

(
λmax(Σ

−1
w ) + λmax(C

T
s Σ

−1
v Cs + Σ−1

w ) ×

min{T (α+ bx + ∥s0∥, s0),
√

c2
c1

e−β

1−e−β }
)
∥s0∥2 and some β > 0.

Note that even though the above corollary considers LTI plants, the above requirement

L3∥B∥ < c3
c4

is due to the nonlinearity of employed controllers.

Both Theorem 8 and Theorem 10 assume end-to-end controller that directly maps the

perception and sensor measurements to the control input. However, there are controllers

that first extract the state information using the perception module P and then use a

feedback controller to find the control input [105, 106, 111]. For instance, consider a linear

97



feedback controller with gain K =

[
KP Ks

]
, resulting in

ut = KYt = Ksy
c,s
t +KP y

P
t

= KCxt +KP v
P (xt) +Ksv

s
t .

(5.44)

By applying the above control input to the attack-free system we get

xt+1 = Axt +But + wt

= (A+BKC)xt +BKP v
P (xt) +BKsv

s
t

(5.45)

Let us assume that Assumptions 1 and 2 still hold. It is easy to show that (A+BKC)

needs to be a stable matrix (i.e., all eigenvalues are inside the unit circle). Then, we

obtained the following result.

Theorem 11. Consider perception-based control of an LTI plant with dynamics f(xt) =

Axt, controlled with a linear feedback controller from (5.44). If the matrix A is unstable,

the system is (ϵ,α)-attackable with probability one for arbitrarily large α and ϵ =
√
1− e−bϵ,

where

bϵ = λmax(C
T
s Σ

−1
v Cs +Σ−1

w )(
2γT (α+RS , s0) + ∥s0∥
1− λmax(A+BKC)

), (5.46)

and λmax(A+BKC) is the largest eigenvalue of the matrix A+BKC.

Proof. Let us assume that the attack dynamics are generated using (5.43); by defining

et = xat − st, we obtain zc,at = G(xat − st) = G(et) and yc,s,at = ys,at − Csst = Cset + vst .

Therefore,

et+1 = xat+1 − st+1 = Axat +BKYt −Ast

= Aet +BK

CP et + vP (et)

Cset + vst


= (A+BKC)et +BKP v

P (et) +BKsv
s
t .

(5.47)

The above dynamics follows the same dynamics as in (5.45). Thus, if the initial

condition s0 is chosen small enough, e will remain in the set S and it would holds that

∥vP (et)∥ ≤ γ for all t ≥ 0. Now, by defining rt = et − xt, we have

rt+1 = (A+BKC)rt + vP (et)− vP (xt) (5.48)
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Since we have ∥vP (et)∥ ≤ γ and ∥vP (xt)∥ ≤ γ, and the matrix (A + BKC) is stable,

we have

∥rt∥ = ∥(A+BKC)tr0+

+

t−1∑
i=0

(A+BKC)t−i−1(vP (ei)− vP (xi))∥

≤ |λmax(A+BKC)|t∥s0∥+
2γ

1− λmax(A+BKC)
,

where we used r0 = s0 and the squared matrix property of ∥Atv∥ ≤ |λmax(A)|t∥v∥ for any

v ∈ Rn and A ∈ Rn×n. From the proof of Theorem 8, we obtain

KL
(
Q(Y a

0 : Y a
T (α+RS ,s0)

)||P(Y0 : YT (α+RS ,s0))
)

≤
T (α+RS ,s0)∑

i=0

λmax(C
T
s Σ

−1
v Cs +Σ−1

w )∥ri∥2

= λmax(C
T
s Σ

−1
v Cs +Σ−1

w )

T (α+RS ,s0)∑
i=0

∥ri∥2

= λmax(C
T
s Σ

−1
v Cs +Σ−1

w )(
2γT (α+RS , s0) + ∥s0∥
1− λmax(A+BKC)

).

Since the matrix A is unstable, choosing s0 = cqi where c > 0 is a scalar and qi is the

unstable eigenvector with associated eigenvalue |λi| > 1, results in st = cλtiqi; thus, st

becomes arbitrarily large for large enough t.

Now, as T (α + RS , s0) is the time such that ∥st∥ ≥ α + RS , for all t ≥ T (α + RS , s0),

it holds that

∥st∥ − ∥xat ∥ ≤ ∥xat − st∥ = ∥et∥ ≤ RS ⇒

⇒ ∥xat ∥ ≥ RS + α−RS = α,

(5.49)

which concludes the proof.

Finally, note that for LTI plants, the attacker will be effective if and only if s0 is not

orthogonal to all unstable eigenvectors of the matrix A. Therefore, if γ is small enough, by

choosing such s0 that is also arbitrarily close to zero, the attacker can be ϵ-stealthy with ϵ

being arbitrarily small. On the other hand, γ is not controlled by the attacker (rather, it is

property of the controller design) and if γ is large, there may be no stealthiness guarantee
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for the attacker. While this implies that having large γ improves resiliency of the systems,

it should be noted that large γ is not desirable from the control’s perspective, as it would

degrade the control performance when the system is free of attack.

The instability condition for LTI plants in Theorem 11 is inline with the results from [8,9]

focused on LTI systems with linear controllers and without perception-based control, as well

as with the notion of perfect attackability introduced there for the specific IDs (i.e., χ2)

considered in those works. On the other hand, in this work, we consider a general notion of

stealthiness (being stealthy from any ID) and provide analysis for perception-based control

systems.

5.4 Simulation Results

We illustrate and evaluate our methodology for vulnerability analysis of perception-based

control systems on two case studies, inverted pendulum and autonomous vehicles (AVs).

5.4.1 Inverted Pendulum

We consider a fixed-base inverted pendulum equipped with an end-to-end controller and a

perception module that estimates the pendulum angle from camera images. We assume the

dynamical model as described in section 4.4.1 with parameters g = 9.8, m = .2Kg, b = .1,

r = .3m and discretized the model with Ts = 10 ms.

Using Lyapunov’s indirect method one can show that the origin of the above system

is unstable because the linearized model has an unstable eigenvalue. However, the direct

Lyapunov method can help us to find the whole unstable region −π < θ < π (see [107]).

We used a data set S with 500 sample pictures of the fixed-base inverted pendulum with

different angles in (−π, π) to train a DNN P (perception module) to estimate the angle of

the rod. The angular velocity is also measured directly by the sensor. We also trained a

deep reinforcement learning-based controller directly mapping the image pixels and angular

velocity values to the input control. For intrusion detection, we designed a standard χ2
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Figure 5.3: (a) Evolution of the angle’s (θ) absolute value over time for different
levels of bζ ; (b) The norm of the residue over time when the attack starts at time
t = 0.
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Figure 5.4: (a) Angle’s (θ) absolute value over time for Attack Strategy II (red)
and normal condition (blue); (b) The residue norm over time for both under-attack
and attack-free systems.

Extended Kalman filter ID that receives the perception module’s P output and angular

velocity, and outputs the residue/intrusion alarm.

We first choose s0 =

[
.001 .001

]T
and used Attack Strategy I to design attacks. To

derive the current adversarial image at each time step, the attacker exploits the actual image

and compromise it by deviating the pendulum rod by st degrees. This compromised image
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is then delivered to the controller, to be used by the perception module to evaluate the

system state. The other sensor’s measurements are also compromised accordingly. Again,

the attacker does not need to have access to the perception map P ; the knowledge about

the dynamics f and estimate of the current plant state x̂at is sufficient to craft the perturbed

images.

Fig. 5.3a shows the actual pendulum pod angle for different estimation uncertainty level

bζ (by the attacker) when the attack starts at t = 0. In both cases, the attacker can drive

the pendulum pod into an unsafe region. Fig. 5.3b shows the residue signal over time; the

attack stealthiness level decreases as bζ increases, consistent with our results in Section 5.3.

Fig. 5.4b presents the residue of the system in normal operating condition (i.e., without

attack) as well as under Attack Strategy II. We can see that the residue level of both Attack

Strategy I with bζ = .05 and Attack Strategy II are the same as for the system without

attack. The red and blue line in Fig. 5.4a also show the pendulum pod angle trajectory for

Attack Strategy II and normal condition, respectively.

5.4.2 Autonomous Vehicle

We consider the nonlinear dynamical model of an AV introduced in section 4.4.2. We

assume only ψ is measured directly using noisy sensors, with zero-mean noise with variance

R = .01. Moreover, there is a camera affixed to dashboard that receives the image of the

scene in front of the car. The system noise is assumed to be zero-mean, with covariance

Q = .01I.

We consider the scenario where the car has a constant speed of 25m/s. We trained a

deep reinforcement learning-based controller that directly maps the camera images and the

sensor measuring ψ to input control δf to keep the car between the lanes. We assume the

system is equipped with χ2 and CUSUM intrusion detectors, where an Extended Kalman

filter is used to find the residue signal. The thresholds are set to have pFA = .05 as false

alarm rate. Although the system dynamic (4.14) is not in the form of (5.1), the car’s

kinematic in lateral movement is very simple and can be approximated well by an LTI
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Figure 5.5: (left) The position of the car with respect to the road center over time

for the initial condition s0 = 0.001
[
0 1 1 0

]T
when the attack starts at time

t = 0; (right) the position of the car with respect to the road center over time for the

initial condition s0 = −0.001
[
0 1 1 0

]T
when the attack starts at time t = 0.
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Figure 5.6: (left) The average number of alarms at each time step for χ2-based
intrusion detector when the attack starts at time t = 0; (right) the average number
of alarms at each time step for CUSUM-based intrusion detector when the attack
starts at time t = 0.

model. Thus, we considered an LTI-based attack dynamic generation as st+1 = Ast where

A is obtained by linearizing (4.14) around the equilibrium point ψ = 0 and y = 0.

Fig. 5.5 shows the position of the center of the car with respect to the road center

when the attack starts at time zero. If the attacker chooses the initial condition s0 =
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0.001 ·
[
0 1 1 0

]T
the car will deviate to the left side of the road (left figure), while

choosing s0 = −.001
[
0 1 1 0

]T
will push the car to the right hand side (right figure).

Fig. 5.6 illustrates the average number of alarms at each time step for both χ2 (left

figure) and CUSUM (right figure) intrusion detectors in 1000 experiments when the attack

starts at time t = 0. As shown, the values of true alarm averages (for t > 0) are the same

as the false alarm averages (for t ≤ 0) for both IDs, which indicates the stealthiness of the

attack according to Definition 13.
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Chapter 6

Vulnerability Analysis of Nonlinear
Control Systems to False Data Injection
Attacks

In this chapter, we focus on analyzing vulnerability of nonlinear dynamical control systems

to stealthy false data injection attack on sensors. We start by defining the notion of

stealthy attacks on sensors in the most general form by leveraging Neyman-Pearson lemma;

specifically, an attack is considered to be stealthy if it is stealthy from any existing intrusion

detector. Depending on the level of attacker’s knowledge about the plant model, controller,

and the system states two different attack models are proposed. For each attack model, we

derive the condition for which the system will be vulnerable to stealthy impactful attacks,

in addition to finding a methodology for designing such sequence of false data injection

attacks. We also provide the condition for the resiliency of general nonlinear control systems

to sensor attacks. We show that by slightly changing the structure of the controller, then

incremental input to state stability of the open-loop plant and the controller will be a

sufficient condition for limiting the impact of the attacker on the system states. Finally,

we illustrate our results on numerical case studies.

6.1 The Outline of Chapter

The chapter is organized as follows. In section 6.2 presents the system and attack model,

before formalizing the notion of stealthiness and the attacker’s goal in section 6.3. Sec-

tion 6.4 provides sufficient conditions for the existence of the impactful yet stealthy attacks

for both attack models. In section 6.5, we consider the resiliency of nonlinear systems to

stealthy attacks. Finally, in section 6.6, we illustrate our results on two case-studies.
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6.2 System and Attack Model

In this section, we introduce the considered system and attack model, allowing us to formally

capture the problem addressed in this work. We consider the setup from Fig. 6.1 where

each of the components is modeled as follows.

Plant

We assume that the states of the system evolve following a general nonlinear discrete-time

dynamics that can be captured in the state-space form as

xt+1 = f(xt, ut) + wt,

yt = h(xt) + vt;

(6.1)

here, x ∈ Rn, u ∈ Rm, y ∈ Rp are the state, input and output vectors of the plant,

respectively. In addition, f is a nonlinear mapping from previous time state and control

input to the current state, and h is the mapping from the states to the sensor measurements;

we assume here that h is Lipschitz with a constant Lh. The plant output vector captures

measurements from the set of plant sensors S. Furthermore, w ∈ Rn and v ∈ Rp are the

process and measurement noises that assumed to be i.i.d Gaussian noise with zero mean,

and Σw ≻ 0 and Σv ≻ 0 covariance matrices, respectively. We also assume the system

starts operating at time −T with initial state x−T .

As we show later, it will be useful to consider the input to state relation of the dynam-

ics (6.1); if we define U =

[
uT wT

]T
, the first equation in (6.1) becomes

xt+1 = fu(xt, Ut). (6.2)

Control Unit

The controller, illustrated in Fig. 6.1, is equipped with a feedback controller in the most

general form, as well as an intrusion detector (ID). In what follows, we provide more details

on the controller design. Intrusion detector will be discussed after introducing the attack

model.
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Figure 6.1: Control system architecture considered in this work, in the presence of
network or physical-based attacks on sensor values.

Controller A large number of dynamical systems are intrinsically unstable or are de-

signed to be unstable (e.g., if an aircraft is unstable, it is easier to change its altitude).

Thus, it is critical to stabilize such systems using a proper controller. Due to their robust-

ness to uncertainties, closed-loop controllers are utilized in most control systems. In the

most general form, a feedback controller design can be captured in the state-space form as

Xt = fc(Xt−1, y
c
t ),

ut = hc(Xt, y
c
t ),

(6.3)

where X is the internal state of the controller, and yc captures the sensor measurements

received by the controller. Thus, without malicious activity, it holds that yc = y.1 Note

that the control model (6.3) is general, capturing for instance nonlinear filtering followed

by a classic nonlinear controller (e.g., fc can model an extended Kalman filter and hc any

full-state feedback controller). We also assume X−T is obtained deterministically by the

system operator2.

The dynamics of the closed-loop system can be captured as

Xt+1 = F (Xt,Wt). (6.4)

1Here we assume that the employed communication network is reliable (e.g., wired).

2The result of the chapter holds even when such initial condition is chosen randomly. We discuss

more about this in the proof of Theorem 13
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where we define the full state of the closed-loop control system as X =∆

x
X

, and

exogenous disturbances as W =∆

w
v

. Therefore, the functions fc and hc are designed such

that the closed-loop control system states satisfies some desired properties.

Attack Model

We consider a sensor attack model where, for sensors from the set K ⊆ S, the information

delivered to the controller differs from the non-compromised sensor measurements. The

attacker can achieve this via e.g., noninvasive attacks such sensor spoofing (e.g., [87]) or by

compromising information-flow from the sensors in K to the controller (e.g., as in network-

based attacks [5]). In either cases, the attacker can launch false-date injection attacks,

inserting a desired value instead of the current measurement of a compromised sensor.3

Thus, assuming that the attack starts at time t = 0, the sensor measurements delivered

to the controller for t ∈ Z≥0 can be modeled as

yc,at = yat + at; (6.5)

here, at ∈ Rp denotes the attack signal injected by the attacker at time t via the compro-

mised sensors from K, yat is the true sensing information (i.e., before the attack is injected

at time t). In the rest of the chapter we assume K = S; for some systems, we will discuss

how the results can be generalized for the case when K ⊂ S. Now, with different levels

of runtime knowledge about the plant, its states and the control input we consider two

different attack models as follows

Attack model I: The attacker has perfect knowledge about the system states and

the control input and the functions f and h in (6.1).

Attack model II: The attacker has only some imperfect knowledge about the system

states. The attacker imperfectly reconstructs the states by using either the system’s sensor

3We refer to sensors from K as compromised, even if a sensor itself is not directly compromised

but its measurements may be altered due to e.g., network-based attacks.
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measurements or its own set of external sensors. Moreover, the attacker has knowledge

about the controller functions fc and hc in (6.3) and the functions f and h in (6.1) but

does not have access to input control.

Consider the system with plant (6.1), controller (6.3) and the intrusion detector that

we define in the next subsection. We denote such system with attack model I and attack

model II as ΣI and ΣII, respectively. Note that since the controller uses the received sensing

information to compute the input ut, the compromised sensor values affect the evolution

of the system and controller states. Hence, we add the superscript a to denote any signal

obtained from a compromised system – e.g., thus, yat is used to denote before-attack sensor

measurements when the system is under attack in (6.5), and we denote the closed-loop

plant and controller state when the system is compromised as Xa =∆

xa
X a

. Since the

attack starts at time zero, it takes one time step to affect the states and actual output;

therefore, we have ya0 = y0, x
a
0 = x0 and X a

0 = X0.

In this work, we consider the commonly adopted threat model as in majority of existing

stealthy attack designs, e.g., [8, 10, 49, 51, 52], where the attacker has full knowledge of the

system, its dynamics and employed architecture. In addition, the attacker has the required

computational power to calculate suitable attack signals to be injected, while planning

ahead as needed.

Finally, the attacker’s goal is to design an attack signal at, t ∈ Z≥0, such that it always

remains stealthy – i.e., undetected by the intrusion detection system – while maximizing

control performance degradation. The notions of stealthiness and control performance degra-

dation depend on the employed control architecture, and thus will be formally defined after

the controller and intrusion detection have been introduced.

Intrusion Detector

To detect system attacks (and anomalies), we assume that an intrusion detector (ID) is

employed, analyzing the received sensor measurements and internal state of the controller.
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Specifically, by defining Y =∆ yc, as well as Y a =∆ yc,a when the system is under attack, we

assume that the intrusion detector has access to a sequence of values Y−T : Yt until time t

and solves the binary hypothesis checking

H0: normal condition (the ID receives Y−T : Yt);

H1: abnormal behaviour (receives Y −1
−T , Y

a
0 : Y a

t ),
4

where we denote Y −1
−T = Y−T : Y−1. Given a sequence of received data denoted by Ȳ t =

Ȳ−T : Ȳt, it is either extracted from the joint distribution of Y−T : Yt denoted as P(Y−T : Yt),

or from the alternate joint distribution of Y −1
−T , Y

a
0 : Y a

t denoted by Q(Y −1
−T , Y

a
0 : Y a

t )
5. Note

here that the joint distribution Q is controlled by the injected attack signal. Now, we define

the intrusion detector D as the following mapping

D : Ȳ t → {0, 1}, (6.6)

where the output 0 is associated with H0 and output 1 with H1. It should be noted

that ID in above format is general as there is no assumption on the mapping D, and the

output measurements are the only information that is accessible to the system to detect

the abnormalities. For any detector D two possible errors may occur. The error type

(I) known as false alarm, occurs if D(Ȳ t) = 1 when Ȳ t ∼ P and error type (II), also

known as miss-detection, occurs when D(Ȳ t) = 0 for Ȳ t ∼ Q. Hence, we define the

sum of conditional error probabilities of the intrusion detector for a given random sequence

Ȳ t, at time t as

pet = P(D(Ȳ t) = 0|Ȳ t ∼ Q) + P(D(Ȳ t) = 1|Ȳ t ∼ P). (6.7)

Note that pet is not a probability measure as it can take values larger than one. Let

us define pTD
t (D) = P(D(Ȳ t) = 1|Ȳ t ∼ Q) as the probability of true detection, and

4Since the attack starts at t = 0, we do not use superscript a for the system evolution for t < 0,

as the trajectories of the non-compromised and compromised systems do not differ before the

attack starts,

5With some abuse of notation, we just use P or Q to refer to these joint distributions

110



pFA
t (D) = P(D(Ȳ t) = 1|Ȳ t ∼ P) as the probability of false alarm for the detector D. Let

also consider the random guess-based ID (defined by DRG). For such random guess-based

ID we have

pFA(DRG)
(a)
= P(DRG(Ȳ

t) = 1|Ȳ t ∼ P)
(b)
= P(DRG(Ȳ

t) = 1)

(c)
= P(DRG(Ȳ

t) = 1|Ȳ t ∼ Q)
(d)
= pTD(DRG),

(6.8)

where (a) and (d) hold according to the definition of true detection and false alarm prob-

abilities; (b) and (c) hold because in random guess the detection is independent of the

distribution of the observation. Therefore, in random guess-based detectors the probability

of true detection and false alarm are equal. Now, let have the following definition.

Definition 16. We say that an ID (defined by D) to be better than a random guess-based

ID (defined by DRG) if pFA(D) < pTD(D).

Remark 9. It should be noted that though we assumed the ID has access to the measurement

data from time −T to current time t, it does not mean that the system only should individ-

ually process each observation at each time step. The ID can combine all the observation

until current time step to decide if the system is in normal condition.

Now, we are ready to formalize the stealthy attacks in the next section.

6.3 Formalizing Stealthy Attacks Requirements

In this section, we capture the conditions for which an attack sequence is stealthy from any

intrusion detector. Specifically, we define an attack to be strictly stealthy if there exists no

detector that can perform better than random guess between the two hypothesis according

to Definition 16. However, reaching such stealthiness guarantees may not be possible in

general. Therefore, we define the notion of ϵ-stealthiness, which as we will show later, is

attainable for a large class of nonlinear systems. Formally, we define the notions of strict

stealthiness and ϵ-stealthiness as follows.
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Definition 17. Consider the system defined in (6.1). An attack sequence is strictly

stealthy if there exists no detector for which pTD
t − pFA

t > 0 holds, for any t ≥ 0. An

attack is ϵ-stealthy if for a given ϵ > 0, there exists no detector such that pTD
t − pFA

t > ϵ

holds, for any t ≥ 0.

Before introducing the sufficient condition for the above notion of stealthiness, we con-

sider the following lemma.

Lemma 14. The anomaly detector D satisfies pTD(D)−pFA(D) > ϵ if and only if pe(D) <

1 − ϵ. Also, pe(D) = 1 if and only if pTD(D) = pFA(D) (D performs as a random-guess

detector).

Proof. First, we consider the case pe(D) < 1− ϵ. From (6.7), it holds that

pe(D) = P(D(Ȳ ) = 0|Ȳ ∼ Q) + P(D(Ȳ ) = 1|Ȳ ∼ P)

= 1− P(D(Ȳ ) = 1|Ȳ ∼ Q) + P(D(Ȳ ) = 1|Ȳ ∼ P) < 1− ϵ
(6.9)

Thus, P(D(Ȳ ) = 1|Ȳ ∼ P) < P(D(Ȳ ) = 1|Ȳ ∼ Q)− ϵ or pFA(D) < pTD(D)− ϵ.

Now, if we have pe(D) = 1, then we get P(D(Ȳ ) = 1|Ȳ ∼ P) = P(D(Ȳ ) = 1|Ȳ ∼ Q)

where the decision of the detector D is independent of the distribution of Ȳ and there-

fore, the detector performs as the random guess detector. Since the reverse of all these

implications hold, the other (i.e., necessary) conditions of the theorem also hold.

The following theorem that we obtained in previous chapter captures the condition for

which the received sensor measurements satisfy the stealthiness condition in Definition 17.

Theorem 12. An attack sequence is

• strictly stealthy if and only if KL
(
Q(Y −1

−T , Y
a
0 : Y a

t )||P(Y−T : Yt)
)
= 0 for all t ∈ Z≥0,

where KL represents the Kullback–Leibler divergence operator.

• is ϵ-stealthy if the corresponding observation sequence Y a
0 : Y a

t satisfies

KL
(
Q(Y −1

−T , Y
a
0 : Y a

t )||P(Y−T : Yt)
)
≤ log

(
1

1− ϵ2

)
. (6.10)

Now, we are ready to formalize the attacker’s goal in the next section.
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6.3.1 Formalizing Attack Goal

As previously discussed, the attacker intends to maximize degradation of control perfor-

mance. Specifically, the attacker’s goal is to cause deviation in the system’s trajectory of

states. In other words, if we assume the attack starts at time zero, and denote the states

of the attack free and under attack systems as xt and x
a
t , respectively for t ∈ Z≥0, then the

attacker’s objective is to have

∥xat′ − xt′∥ ≥ α. (6.11)

for some t′ ∈ Z≥0. In other words, the attacker wants to cause deviation in the trajectory of

states with respect to system’s own desired unattacked trajectory. Moreover, the attacker

wants to remain stealthy (i.e., undetected by the intrusion detector), as formalized below.

Definition 18. The attack sequence, denoted by {a0, a1, ...} is referred to as (ϵ, α)-successful

attack if there exists t′ ∈ Z≥0 such that ∥xat′∥ ≥ α and the attack is ϵ-stealthy for all t ∈ Z≥0.

When such a sequence exists for a system, the system is called (ϵ, α)-attackable. When the

system is (ϵ, α)-attackable for arbitrarily large α and arbitrarily small ϵ, the system is

referred to as a perfectly attackable system.

Now, the problem considered in this work can be formalized as capturing the potential

impact of stealthy attacks on a considered system; specifically, in the next section, we

derive conditions for existence of a stealthy yet effective attack sequence a0, a1, ... resulting

in ∥xat − xt∥ ≥ α for some t ∈ Z≥0 – i.e., we find conditions for the system to be (ϵ, α)-

attackable. Here, for an attack to be stealthy, we focus on the ϵ−stealthy notion; i.e., that

even the best intrusion detector could only improve the detection probability by ϵ compared

to the random-guess baseline detector.

6.4 Vulnerability Analysis of Nonlinear Systems

to Stealthy Attacks

In this section, we derive the conditions such that the nonlinear system (6.1) with closed-

loop dynamics (6.4) is vulnerable to effective stealthy attacks formally defined in Section 6.3.
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6.4.1 Vulnerability Analysis of Nonlinear Systems ΣI to Stealthy
Attacks

First, we derive the condition such that the system ΣI is vulnerable to stealthy attacks.

The following theorem captures such condition.

Theorem 13. The system ΣI is (ϵ, α)-attackable for arbitrarily large α, if the closed-loop

system (6.4) is incrementally exponentially stable (IES) and the system (6.2) is incremen-

tally unstable (IU).

Proof. Assume that the trajectory of the system and controller states for t ∈ Z<0 is denoted

by X−T : X−1. Following attack start at t = 0, let us consider the evolution of the system

with and without attacks during t ∈ Z≥0. For the system under attack, starting at time

zero, the trajectory Xa
0 : Xa

t of the system and controller states is governed by

xat+1 =f(x
a
t , u

a
t ) + wt, yc,at = h(xat ) + vt + at

X a
t =fc(X a

t−1, y
c,a
t ), uat = hc(X a

t , y
c,a
t ).

(6.12)

On the other hand, if the system were not under attack during t ∈ Z≥0, we denote the

plant and controller state evolution by X0 : Xt. Hence, it is a continuation of the system

trajectories X−T : X−1 if hypothetically no data-injection attack occurs during t ∈ Z≥0.

Since the system and measurement noises are independent of the state, we can assume that

wa
t = wt and v

a
t = vt. In this case, the dynamics of the plant and controller state evolution

satisfies

xt+1 =f(xt, ut) + wt, yct = h(xt) + vt,

Xt =fc(Xt−1, y
c
t ), ut = hc(Xt, y

c
t ),

(6.13)

which can be captured in the compact form (6.4), with X0 =

x0
X0

.
Now, consider the sequence of attack vectors injected in the system from (6.12), which

are constructed by the attacker using the following dynamical model

st+1 = f(xat , u
a
t )− f(xat − st, uat )

at = h(xat − st)− h(xat ),
(6.14)
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for t ∈ Z≥0, and with some arbitrarily chosen nonzero initial value of s0. By injecting the

above attack sequence into the sensor measurements, we can verify that yc,at = h(xat )+vt+

at = h(xat − st) + vt. After defining
6

xft =∆ xat − st, (6.15)

and combining (6.14) with (6.12), the dynamics of xft and the controller, and the corre-

sponding input and output satisfy

xft+1 =f(x
f
t , u

a
t ) + wt, yc,at = h(xft ) + vt,

X a
t =fc(X a

t−1, y
c,a
t ), uat = hc(X a

t , y
c,a
t ),

(6.16)

with the initial condition xf0 = xa0 − s0.

Now, if we define Xf
t =

xft
X a
t

, it holds that
Xf

t+1 = F (Xf
t ,Wt). (6.17)

with Xf
0 =

xf0
X a
0

. Since we have that xa0 = x0 and X a
0 = X0, it holds that X0−Xf

0 =

s0
0

.
On the other hand, since both (6.17) and (6.4) have the same function and argument Wt,

the closed-loop system (6.17) is IES, and it also follows that

∥X(t,X0,W)−Xf (t,Xf
0 ,W)∥ ≤ κ∥X0 −Xf

0∥λ
t

= κ∥s0∥λt;
(6.18)

therefore, the trajectories of X (i.e., the system without attack) and Xf converge to each

other exponentially fast.

Now, by defining Zt =

xt
yct

 and Zf
t =

 xft
yc,at

, it holds that
KL

(
Q(Y −1

−T , Y
a
0 : Y a

t )||P(Y−T : Yt)
)

≤ KL
(
Q(Z−1

−T ,Z
f
0 : Zf

t )||P(Z−T : Zt)
)
,

(6.19)

6Superscript f is the initial of the word ”fake” as we will show later how the attacker fool the

system to believe xf represents as the systems state.
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where we applied the monotonicity property of the KL-divergence from Lemma 3 to get

the above inequality. Then, we apply the chain-rule property of KL-divergence on the

right-hand side of (6.19) to obtain the following

KL
(
Q(Z−1

−T ,Z
f
0 : Zf

t )||P(Z−1
−T ,Z0 : Zt)

)
= KL

(
Q(Z−1

−T )||P(Z−1
−T )

)
+

KL
(
Q(Zf

0 : Zf
t |Z

−1
−T )||P(Z0 : Zt|Z−1

−T )
)

= KL
(
Q(Zf

0 : Zf
t |Z

−1
−T )||P(Z0 : Zt|Z−1

−T )
)
;

(6.20)

here, we used the fact that the KL-divergence of two identical joint distributions (i.e.,

Q(Z−1
−T ) and P(Z−1

−T ) are equal since the system is not under attack for t < 0) is zero.

Applying the chain-rule property of KL-divergence to (6.20) results in

KL
(
Q(Zf

0 : Zf
t |Z

−1
−T )||P(Z0 : Zt|Z−1

−T )
)

=

t∑
k=0

{
KL

(
Q(xfk |Z

−1
−T ,Z

f
0 : Zf

k−1)||P(xk|Z−T : Zk−1)
)

+KL
(
Q(yc,ak |x

f
k ,Z

−1
−T ,Z

f
0 : Zf

k−1)||P(yk|xk,Z−T : Zt−1)
)}

.

(6.21)

Given Z−T : Zk−1, the distribution of xk is a Gaussian with mean f(xk−1, uk−1) and

covariance Σw. Similarly given Z−1
−T ,Z

f
0 : Zf

k−1, and the fact that s0 is a deterministic value,

the distribution of xfk is a Gaussian with mean f(xfk−1, u
a
k−1) and covariance Σw. According

to (6.13) and (6.16), it holds that f(xk−1, uk−1) − f(xfk−1, u
a
k−1) = xk − xfk . On the other

hand, in (6.18) we showed that ∥xk − xfk∥ ≤ κ∥s0∥λk holds for k ∈ Z≥0. Therefore, for all

0 ≤ k ≤ t, it holds that

KL
(
Q(xfk |Z

−1
−T ,Z

f
0 : Zf

k−1)||P(xk|Z−T : Zk−1)
)

(i)
=E

Q(Z−1
−T ,Zf

0 :Z
f
k−1)
{(xk − xfk)

TΣ−1
w (xk − xfk)}

(ii)

≤ κ2∥s0∥2λ2kλmax(Σ
−1
w ),

(6.22)

where we used Lemma 4 and 5 to get equality (i) and using the boundedness of (xt −

xft )
TΣ−1

w (xt−xft ) followed by applying Lemma 6, we get the inequality (ii), with λmax(Σ
−1
w )

being the maximum eigenvalue of the matrix Σ−1
w .
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Now, it holds that Q(yc,at |, x
f
t ,Z−T : Zf

t−1) = Q(yc,at |x
f
t ) and P(yt|xt,Z−T : Zt−1) =

P(yt|xt); also, from (6.13) and (6.16) it holds that given xt and x
f
t , P(yt|xt) and Q(yc,at |x

f
t )

are both Gaussian with mean h(xt) and h(xft ), respectively and covariance Σv. Thus, it

follows that

KL
(
Q(yc,at |x

f
t )||P(yt|xt)

)
= E

Q(xf
t )
{
(
h(xt)− h(xft )

)T
Σ−1
v

(
h(xt)− h(xft )

)
}

≤ L2
h(xt − x

f
t )

TΣ−1
v (xt − xft )

≤ L2
hκ

2∥s0∥2λ2tλmax(Σ
−1
v ).

(6.23)

Where we used again Lemma 4, 5 and 6 to get the above inequality. Combining (6.19)-(6.23)

results in

KL
(
Q(Y −1

−T , Y
a
0 : Y a

t )||P(Y−T : Yt)
)
≤

t∑
k=0

κ2∥s0∥2λ2kλmax(Σ
−1
w ) + L2

hκ
2∥s0∥2λ2kλmax(Σ

−1
v )

≤ κ2∥s0∥2

1− λ2
(
λmax(Σ

−1
w ) + L2

hλmax(Σ
−1
v )
)
=∆ bϵ.

(6.24)

Finally, with bϵ defined as in (6.24) and using Theorem 12 the attack sequence defined

in (6.14) satisfies the ϵ-stealthiness condition with ϵ =
√
1− e−bϵ .

We now show that the proposed attack sequence is effective; i.e., there exists t′ ∈ Z≥0

such that ∥xat′ −xt∥ ≥ α for arbitrarily large α. To achieve this, consider the two dynamics

from (6.12) and (6.16) for any t ∈ Z≥0

xat+1 =f(x
a
t , u

a
t ) + wt = fu(x

a
t , U

a
t )

xft+1 =f(x
f
t , u

a
t ) + wt = fu(x

f
t , U

a
t )

(6.25)

with Ua
t =

[
uat

T wT
t

]T
, for t ∈ Z≥0. Since we assumed that the open-loop system (6.2) is

IU, it holds that for all xa0 = x0, there exits a nonzero s0 such that for any M > 0

∥xa(t, xa0, Ua)− xf (t, xa0 − s0, Ua)∥ ≥M (6.26)

holds in t ≥ t′, for some t′ ∈ Z≥0.
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On the other hand, we showed in (6.18) that ∥x(t, x0, U)−xf (t, xa0−s0, Ua)∥ ≤ κ∥s0∥λt.

Combining this with (6.26) results in

∥xa(t, xa0, Ua)− x(t, x0 − s0, U)∥ =

∥xa(t, xa0, Ua)− xf (t, xa0 − s0, Ua) + xf (t, xa0 − s0, Ua)

− x(t, x0 − s0, U)∥ ≥ ∥xa(t, xa0, Ua)− xf (t, xa0 − s0, Ua)∥

− ∥xf (t, xa0 − s0, Ua)− x(t, x0 − s0, U)∥ ≥M − κ∥s0∥λt

⇒ ∥xa(t, xa0, Ua)− x(t, x0 − s0, U)∥ ≥M − κ∥s0∥λt

≥M − κ∥s0∥.

(6.27)

Since M is arbitrarily, we can choose it to satisfy M > α+ κ∥s0∥, for arbitrarily large

α. Thus, the system is (ϵ, α)-attackable.

From (6.16), we can see that the false sensor measurements are generated by the evo-

lution of xft . Therefore, intuitively, the attacker wants to fool the system into believing

that xft is the actual state of the system instead of xat . Since xft and xt (i.e., the system

state if no attack occurs during t ∈ Z≥0) converge to each other exponentially fast, the

idea is that the system almost believes that xt is the system state (under attack), while the

actual state xat becomes arbitrarily large (see Fig. 6.2). On the other hand, st = xat − x
f
t

denotes the deviation between the actual state xat and fake state xft and since we have

∥xft − xt∥ ≤ κ∥s0∥λt, we can derive ∥xat − xt∥ ≥ ∥st∥ − κ∥s0∥ using the same procedure

in (6.27). Therefore, for s0 with very small norm, st can represent the deviation between

the under attack xat and attack free xt states. This shows that in order to have an impactful

attack, the dynamics of the st needs to be unstable.

Furthermore, all parameters κ, λ, Lh, Σw, and Σv in (6.24) are some constants that

depend either on system properties (Lh, Σw, and Σv) or are determined by the controller

design (κ, λ). However, s0 is set by the attacker, and it can be chosen arbitrarily small to

make ϵ arbitrarily close to zero. Yet, s0 can not be equal to zero; in that case (6.26) would

not hold – i.e., the attack would not be impactful. Therefore, as opposed to attack methods

targeting the prediction covariance in [64] where the attack impact linearly changes with
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Figure 6.2: The trajectory of the system states xt if no attack occurs (black line),
the trajectory of the fake states xf

t (blue dash line), and the trajectory of the system
states xa

t after the attack initiates (red line).

ϵ, here arbitrarily large α (high impact attacks) can be achieved even with an arbitrarily

small ϵ – it may only take more time to get to ∥xat′ − xt∥ ≥ α.

Discussion on Incremental Stability

The notion of incremental stability as defined in Definition 3 determines how fast the system

forgets the impact of the initial condition [79]. As an example, consider a LTI state space

representation of xt+1 = Axt + Bdt. It is straightforward to prove that if the matrix A

has all eigenvalues inside the unit circle then the system is IES according to Definition 3.

Alternatively, we can consider the solution of states at time t as

xt = Atx0 +

t−1∑
k=0

At−k−1Bdk,

where the term Atx0 captures the impact of initial condition and the second term shows

the impact of input sequence d0 : dt−1 on the system. If all the eigenvalues of the matrix A

are inside the unit circle, then the term Atx0 will approach to zero exponentially for any

given initial condition. This means the system will forget the impact of initial condition if

the matrix A is stable.

Therefore, IES means the impact of initial condition converges to zero exponentially

fast. Similar notion also exists with an asymptotic behaviour where the system is called
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incrementally asymptotically stable if the impact of initial condition approaches to zero

asymptotically. If we replace IES condition in Theorem 14 by incrementally asymptotically

stability, one can still show that the system will be (ϵ, α)-attackable, however, the upper

bound obtained in (6.24) will be looser.

Remark 10. In case that either w = 0 or v = 0 (i.e., when there is no process or measure-

ment noise), one can still get a similar bound on the KL-divergence only as a function of the

nonzero noise covariance by applying monotonicity and data-processing inequality. How-

ever, ensuring stealthiness requirement is not possible if both w = 0 and v = 0 (i.e., for the

noiseless system), as the system would be completely deterministic, and thus theoretically

any small perturbation to the sensor measurements could be detected.

6.4.2 Vulnerability Analysis of Nonlinear Systems ΣII to Stealthy
Attacks

In this section we consider the conditions on vulnerability of nonlinear systems ΣII to

stealthy attacks. As discussed in attack model section 6.2, in system ΣII it is assumed that

the attacker does not have perfectly access to the system states. Here, we consider two

possible methods for estimating the states.

Case 1: The attacker designs an estimator E that takes the sequence of system mea-

surements y−T : y−1, y
a
0 : yat−1 to estimate the states

x̂at = Et(y−T : y−1, y
a
0 : yat−1) (6.28)

where E is a nonlinear mapping which can represent any nonlinear filtering such as extended

Kalman filter (EKF). We assume that the attacker uses the measurements of T (with

−T < −T ) time step before the attack start time to estimate the states. We assume the

estimation error ζ = x̂− x is bounded; i.e., ∥ζt∥ ≤ bζ for all t ∈ Z>0.

Case 2: The attacker uses its own set of sensor resources y′t to imperfectly measure

the states as y′t = h′(xt) + v′t where v
′ is i.i.d noise independent of w and v. Then, such

measurements will be used in a filter or fusion model to extract the state information as
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follows x̂t,

x̂at = E ′t(y′−T : y′−1, y
′a
0 : y′at ), (6.29)

with ζt = x̂at − xat . Moreover, it is assumed that ζt is bounded by b′ζ for all t ∈ Z>0.

Remark 11. Since the system and measurement noises are modeled by Gaussian distribu-

tion, theoretically it might not be possible to provide a bound on the estimation error with

probability one for case 1. However, we assume bζ is chosen high enough that the estimation

error is bounded by bζ during the attack run-time with probability of almost one.

Now, we derive the condition such that the system ΣII is vulnerable to stealthy attacks.

The following theorem captures such condition.

Theorem 14. The system ΣII is (ϵ, α)-attackable for arbitrarily large α, if the closed-loop

system (6.4) is incrementally input to state stable (IES), the controller dynamics (6.3) is

IES, and the system (6.2) is incrementally input to state unstable (IU).

Proof. Similar to Theorem 13 let consider the trajectory of the system and controller states

for t ∈ Z<0 is denoted by X−T : X−1. Following attack start at t = 0, let us consider the

evolution of the system with and without attacks during t ∈ Z≥0. For the system under

attack, starting at time zero, the trajectory Xa
0 : Xa

t of the system and controller states is

governed by

xat+1 =f(x
a
t , u

a
t ) + wt, yc,at = h(xat ) + vt + at

X a
t =fc(X a

t−1, y
c,a
t ), uat = hc(X a

t , y
c,a
t ).

(6.30)

On the other hand, if the system were not under attack during t ∈ Z≥0, we denote the

plant and controller state evolution by X0 : Xt. Hence, it is a continuation of the system

trajectories X−T : X−1 if hypothetically no data-injection attack occurs during t ∈ Z≥0.

Since the system and measurement noises are independent of the state, we can assume that

wa
t = wt and v

a
t = vt. In this case, the dynamics of the plant and controller state evolution

satisfies

xt+1 =f(xt, ut) + wt, yct = h(xt) + vt,

Xt =fc(Xt−1, y
c
t ), ut = hc(Xt, y

c
t ),

(6.31)
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which can be captured in the compact form (6.4), with X0 =

x0
X0

.
Now, consider the sequence of attack vectors injected in the system from (6.12), which

are constructed by the attacker using the following dynamical model

st+1 = f(x̂at , u
s
t )− f(x̂at − st, ust ) (6.32a)

at = h(x̂at − st)− h(x̂at ), (6.32b)

X s
t = fc(X s

t−1, y
c,a
t ), (6.32c)

ust = hc(X s
t , y

c,a
t ) (6.32d)

for t ∈ Z≥0, and with some arbitrarily chosen nonzero initial value of s0 and X s
0 . By

injecting the above attack sequence into the sensor measurements, we can verify that

yc,at = h(xat ) + vt + at = h(xat )− h(x̂at ) + h(x̂at − st) + vt. (6.33)

After defining

xft =∆ xat − st, (6.34)

and combining (6.14) with (6.12), the dynamics of xft and the controller, and the corre-

sponding input and output satisfy

xft+1 =f(x
a
t , u

a
t )− f(x̂at , ust ) + f(x̂at − st, ust ) + wt

=f(xft , u
a
t )− f(x

f
t , u

a
t ) + f(xat , u

a
t )− f(x̂at , ust )

+ f(xft + ζt, u
s
t ) + wt = f(xft , u

a
t ) + wt + σt,

(6.35a)

yc,at =h(xat ) + vt − h(x̂at ) + h(x̂at − st)

=h(xft ) + h(xft + ζt)− h(xft ) + h(xat )− h(x̂at ) + vt

=h(xft ) + vt + σ′t

(6.35b)

with the initial condition xf0 = xa0 − s0, where we also added and subtracted f(xft , u
a
t ) and

h(xft ) from equations (6.35a) and (6.35b), respectively. We also define σt =
∆ f(xft + ζt, u

s
t )−

f(xft , u
a
t ) + f(xat , u

a
t ) − f(x̂at , ust ) and σ′t =

∆ h(xft + ζt) − h(xft ) + h(xat ) − h(x̂at ). Since the
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controller dynamics (6.3) is IES and the exogenous input to (6.32c) and (6.30) is the same

(i.e., yc,at ), we have ∥X a
t − X s

t ∥ ≤ κsλ
t
s∥X a

0 − X s
0 ∥ for t ∈ Z≥0. Since the function hc is

Lipschitz, we get ∥uat − ust∥ ≤ Lhcκsλ
t
s∥X a

0 − X s
0 ∥ for t ∈ Z≥0. Now, using the assumption

that the functions f and h are Lipschitz, we can find bound on the norm of σ and σ′ as

follows

∥σt∥ ≤ ∥f(xft + ζt, u
s
t )− f(x

f
t , u

a
t ) + f(xat , u

a
t )− f(x̂at , ust )∥

≤ 2Lf (∥ζt∥+ Lhcκsλ
t
s∥X a

0 − X s
0 ∥)

(6.36a)

∥σ′t∥ ≤ ∥h(x
f
t + ζt)− h(xft ) + h(xat )− h(x̂at )∥ ≤ 2Lh∥ζt∥ (6.36b)

Now, if we define Xf
t =

xft
X a
t

, it holds that
Xf

t+1 = F (Xf
t ,W

′
t). (6.37)

with Xf
0 =

xf0
X a
0

 and W′
t =

wt + σt

vt + σ′t

. Since we have that xa0 = x0 and X a
0 = X0, it holds

that X0 −Xf
0 =

s0
0

. On the other hand, since the closed-loop system (6.17) is IISS, it

also follows that

∥X(t,X0,W)−Xf (t,Xf
0 ,W

′)∥ ≤ κ∥X0 −Xf
0∥λ

t

+ γ(∥W −W′∥∞) ≤ κ∥s0∥λt

+ γ(∥σt∥∞ + ∥σ′t∥∞) ≤ κ∥s0∥λt

+ γ(2(Lf + Lh)∥ζt∥+ 2LfLhcκsλ
t
s∥X a

0 − X s
0 ∥),

(6.38)

where the term κ∥s0∥λt converges exponentially fast to zero. For simplicity of the notation,

we denote the γ function above simply by γ(t) as it is a function of time. The term γ(t)

has positive value and will approach to zero as both ∥ζt∥ and ∥X a
0 − X s

0 ∥ approach to zero.

Therefore, the trajectories of X (i.e., the system without attack) and Xf are within a

bounded distance from each other. We now use these results to show that the generated

attack sequence satisfies the ϵ-stealthiness condition. Due to the space limit, we only show
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here the stealthiness for state estimation method using case 1. The proof for Case 2 can be

found in Appendix. Before proving the rest of the Theorem, we will introduce the following

Lemma by defining Zt =

xt
yct

 and Zf
t =

 xft
yc,at

 in advance.

Lemma 15. Assume the sequence of Z−1
−T ,Z

f
0 : Zf

t are given for any t ≥ 0 and s0, X−T

and X s
0 are chosen deterministically. Then, the signals uat , u

s
t , y

a
t , x̂

a
t+1 and st+1 are also

deterministic.

Proof. The proof of the lemma can be found in Appendix.

Now, using the monotonicity property of the KL-divergence from Lemma 3 it holds

that

KL
(
Q(Y −1

−T , Y
a
0 : Y a

t )||P(Y−T : Yt)
)

≤ KL
(
Q(Z−1

−T ,Z
f
0 : Zf

t )||P(Z−T : Zt)
)
,

(6.39)

Then, we apply the chain-rule property of KL-divergence on the right-hand side of (6.39)

to obtain the following

KL
(
Q(Z−1

−T ,Z
f
0 : Zf

t )||P(Z−1
−T ,Z0 : Zt)

)
= KL

(
Q(Z−1

−T )||P(Z−1
−T )

)
+

KL
(
Q(Zf

0 : Zf
t |Z

−1
−T )||P(Z0 : Zt|Z−1

−T )
)

= KL
(
Q(Zf

0 : Zf
t |Z

−1
−T )||P(Z0 : Zt|Z−1

−T )
)
;

(6.40)

where we used the fact that the KL-divergence of two identical distributions (i.e., Q(Z−1
−T )

and P(Z−1
−T ) is zero.

Applying the chain-rule property of KL-divergence to (6.20) results in

KL
(
Q(Zf

0 : Zf
t |Z

−1
−T )||P(Z0 : Zt|Z−1

−T )
)

=

t∑
k=0

{
KL

(
Q(xfk |Z

−1
−T ,Z

f
0 : Zf

k−1)||P(xk|Z−T : Zk−1)
)

+KL
(
Q(yc,ak |x

f
k ,Z

−1
−T ,Z

f
0 : Zf

k−1)||P(yk|xk,Z−T : Zk−1)
)}

.

(6.41)
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Given Z−T : Zk−1, the distribution of xk is a Gaussian with mean f(xk−1, uk−1) and

covariance Σw. On the other hand, using equations (6.35a) and (6.34) we have

xfk =f(xfk−1 + sk−1, u
a
k−1)− f(x̂ak−1, u

s
k−1)

+ f(x̂ak−1 − sk−1, u
s
k−1) + wk−1

(6.42)

Using Lemma 15, given Z−1
−T ,Z

f
0 : Zf

k−1 and the fact that s0, X−T and X s
0 are determin-

istic, x̂ak−1, sk−1, u
s
k−1 and uak−1 will also be deterministic. Therefore, the distribution of

xfk given Z−1
−T ,Z

f
0 : Zf

k−1 is a Gaussian with mean f(xfk−1 + sk−1, u
a
k−1) − f(x̂ak−1, u

s
k−1) +

f(x̂ak−1 − sk−1, u
s
k−1) and covariance Σw. Using (6.31) and (6.42), it holds that

xfk − xk =f(xfk−1 + sk−1, u
a
k−1)− f(x̂ak−1, u

s
k−1)

+ f(x̂ak−1 − sk−1, u
s
k−1)− f(xk−1, uk−1),

(6.43)

for all 0 ≤ k ≤ t. Now, according to Lemmas 4, 5, 6 and equation (6.43), for all 0 ≤ k ≤ t

we have

KL
(
Q(xfk |Z−T : Zf

k−1)||P(xk|Z−T : Zk−1)
)

= E
Q(xf

k ,Z
−1
−T ,Zf

0 :Z
f
k−1)

{
(xk − xfk)

TΣ−1
w (xk − xfk)

}

≤ λmax(Σ
−1
w )∥xk − xfk∥

2

(6.44)

Given xk, the distribution of yk is a Gaussian with mean h(xk) and covariance Σv. On

the other hand, we can use Lemma 15 to conclude that given xfk ,Z
−1
−T ,Z

f
0 : Zf

k−1 is Gaus-

sian with mean h(xfk) + σ′k and covariance Σv. Therefore, using Lemmas 4, 5, 6 and

equation (6.43), for all 0 ≤ k ≤ t we have

KL
(
Q(yc,ak |x

f
k ,Z

−1
−T ,Z

f
0 : Zf

k−1)||P(yk|xk)
)

= E
Q(xf

k ,Z
−1
−T ,Zf

0 :Z
f
k−1)

{(
h(xfk) + σ′k − h(xk)

)T
× Σ−1

v

(
h(xfk) + σ′t − h(xk)

)}
≤ λmax(Σ

−1
v )

×
(
L2
h∥xk − x

f
k∥

2 + 2L2
hbζ∥xk − x

f
k∥+ L2

hb
2
ζ

)
.

(6.45)
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Combining (6.39)-(6.45) gives

KL
(
Q(Y −1

−T , Y
a
0 : Y a

t )||P(Y−T : Yt)
)

≤
t∑

k=0

{
λmax(Σ

−1
w )∥xk − xfk∥

2 + λmax(Σ
−1
v )

×
(
L2
h∥xk − x

f
k∥

2 + 2L2
hbζ∥xk − x

f
k∥+ L2

hb
2
ζ

)}
.

(6.46)

It is straightforward to verify that

t∑
k=0

∥xk−xfk∥
2 ≤

t∑
k=0

(
κ∥s0∥λk + γ(k)

)2
=

t∑
k=0

(
κ2∥s0∥2λ2k + 2κ∥s0∥λkγ(k) + γ2(k)

)

≤ κ2∥s0∥2

1− λ2
+ 2

κ∥s0∥γ(0)
1− λ

+
t∑

k=0

γ2(k)

(6.47a)

t∑
k=0

∥xk − xfk∥ ≤
t∑

k=0

(
κ∥s0∥λk + γ(k)

)
≤ κ∥s0∥

1− λ

+
t∑

k=0

γ(k)

(6.47b)

Therefore, we get

KL
(
Q(Y −1

−T , Y
a
0 : Y a

t )||P(Y−T : Yt)
)
≤

κ2∥s0∥2

1− λ2
(
λmax(Σ

−1
w ) + L2

hλmax(Σ
−1
v )
)

+
κ∥s0∥
1− λ

(
2γ(0)λmax(Σ

−1
w ) + L2

hλmax(Σ
−1
v )(2γ(0) + bζ)

)
+

t∑
k=0

γ2(k)
(
λmax(Σ

−1
w ) + L2

hλmax(Σ
−1
v )
)

+

t∑
k=0

γ(k)
(
2L2

hbζλmax(Σ
−1
v )
)
+

t∑
k=0

b2ζL
2
hλmax(Σ

−1
v ).

(6.48)

Denoting the right-hand side of the above inequality by bϵ and using Theorem 12, the

system ΣII will be ϵ-stealthy attackable with ϵ =
√
1− e−bϵ .

Now, we will show that the attack (6.32a) is α-impactful. Using equations (6.30)

and (6.35a) we have
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xat+1 = f(xat , u
a
t ) + wt = fu(x

a
t , U

a
t )

xft+1 = f(xft , u
a
t ) + wt + σt = fu(x

f
t , U

′a
t )

(6.49)

with Ua
t =

[
uat

T wT
t

]T
and U ′a

t =

[
uat

T (wt + σt)
T

]T
, for t ∈ Z≥0. Using the assumption

that the system is incrementally input to state unstable, there exists a nonzero s0 such

that ∥xa(t, xa0, Ua) − xf (t, xa0 − s0, U ′a)∥ ≥ M holds for any M > 0 in t ≥ t′ for some t′.

Following the same procedure as in Theorem 13 we can show that the following holds

∥xa(t, xa0, Ua)− x(t, x0 − s0, U)∥ ≥M − κ∥s0∥ − γ(0), (6.50)

where by choosing M ≥ α + κ∥s0∥ + γ(0), the attack will be α-impactful. Therefore,

the system is (ϵ,α)-attackable.

Unlike Theorem 13 where the fake state converges exponentially fast to the attack free

state, under the condition of Theorem 14 the fake state will be within a bounded distance

from the attack free states. Intuitively, depending on the magnitude of deviation γ, different

levels of stealthiness guarantees will be resulted where for smaller values of bζ in case 1 (or

b′ζ in case 2), λs and ∥X s
0 − X a

0 ∥, the deviation is smaller and therefore, the attack will be

stealthier. It should be noted that the IES condition in Theorem 14 guarantees that the

estimated input control ust converges to actual input control uat exponentially fast.

The stealthiness can also be verified directly with the right-hand side of the inequali-

ties (6.48) and (8.11) in Theorem 14, respectively. These terms indicate bϵ for ϵ =
√
1− e−bϵ

for each cases of 1 and 2. We can see that as much as the attacker’s estimate of states

is more accurate (i.e., bζ or b′ζ is smaller), then ϵ will be smaller. However, there is no

guarantee that ϵ approaches to zero when the estimation error is large. On the other hand,

having initial condition X s
0 close to X a

0 will help the attack to be stealthier as the function

γ(k) will be smaller. Ideally, when s0 can be chosen arbitrarily close to zero and both bζ

(or b′ζ ), ∥X s
0 − X a

0 ∥ approach to zero, then ϵ will be close to zero.

We can also observe that having larger noise covariance Σw and Σv will help the attacker

to have a stealthier attack as λmax(Σ
−1
w ) and λmax(Σ

−1
v ) will be smaller. However, if
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the attacker only relies on the system’s sensor measurements for state estimation x̂at (i.e.,

case 1), having stronger noise will also cause larger bζ that has negative impact on attack

stealthiness. To avoid this problem, the attacker might use the side information (case 2) to

have smaller estimation error independent of system’s noise profile.

6.4.3 Vulnerability Analysis of Nonlinear Input Affine Sys-
tems

The system model in (6.1) is very general and as a result it requires the attacker to have

knowledge about the states and input control (system ΣI) or their estimates (system ΣII) to

design the stealthy attacks. However, as we will show in this section, the simplicity of the

model will result in some relaxations on the required knowledge for the attacker to design

stealthy attacks. Specifically, consider the system plants that can be modeled as

xt+1 = f(xt) +But + wt.
7 (6.51)

where x, u and w are defined as before and B ∈ Rm×n. Such formulation can include

systems where the impact of the control input on states is weighted by a constant matrix

or systems with format of xt+1 = f(xt) + g(xt)ut + wt where the function g(x) has very

small Lipschitz constant.

Let consider the system ΣI with plant model (6.51). Therefore, when the conditions of

Theorem 13 holds such system will be (ϵ, α) attackable. However, generating the attack

sequence using (6.14) for such system will be as

st+1 = f(xat ) +Buat − f(xat − st)−Buat

= f(xat )− f(xat − st)

at = h(xat − st)− h(xat ),

(6.52)

which means the attacker does not need to have access to input control during the attack

(uat ) and such requirement in attack model I can be relaxed. Moreover, the attacker does

not need to have knowledge about the matrix B. Similarly, for system ΣII with input

7With some abuse of notation we use f to show state transition function
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affine plant model (6.51), the attack sequence generation (6.32a) in Theorem 14 will also

be relaxed as

st+1 = f(x̂at ) +Bust − f(x̂at − st)−Bust

= f(x̂at )− f(x̂at − st)

at = h(x̂at − st)− h(x̂at ),

(6.53)

Therefore, the attacker does not need to have access to the estimate of input (ust ), which

as a result relaxes the assumption on having the knowledge about the controller dynamics

in attack model II and the matrix B. In addition, since the estimated input control is

not needed, the IES assumption on the controller dynamics (6.3) can be removed from

Theorem 14.

On the other hand, for such system the upper bound on ∥σt∥ ((6.36a) in Theorem 14)

will be smaller as we get ∥σt∥ ≤ 2Lf∥ζt∥. This will help the attacker to have smaller bound

on ϵ and as a result have stealthier attack.

6.4.4 Vulnerability Analysis of LTI Systems

In this section, we derive the condition for the existence of (ϵ, α)-successful attacks on LTI

systems. Specifically, the LTI formulation of (6.1) and (6.3) is

xt+1 = Axt +But + wt, yt = Cxt + vt,

Xt = AcXt−1 +Bcy
c
t , ut = CcXt;

(6.54)

LTI systems with any linear controller (e.g., LQG controllers) can be captured in the above

form. The following lemma provides the conditions for IES and IU for the above LTI system.

Lemma 16. Consider a special case of 2.2 as the LTI dynamical system in the form of

xt+1 = Axt + Bdt. The system is IES if and only if all eigenvalues of the matrix A are

inside the unit circle. The system is IU if and only if A has an unstable eigenvalue.

Proof. Let consider two trajectories x(t, ξ1, d) and x(t, ξ2, d) with initial conditions ζ1 and

ζ2, respectively, and the input sequence of d = d0 : dt−1. Now, let define ∆xt = x(t, ξ1, d)−

129



x(t, ξ2, d), which has the dynamics ∆xt+1 = A∆xt with initial condition ∆x0 = ξ1 − ξ2.

Hence, ∆xt converge exponentially to zero if the matrix A has all eigenvalues inside the

unit circle. Now, let assume the matrix A is unstable and for any trajectory x(t, ξ1, d)

consider another trajectory x(t, ξ2, d) with ξ2 = ξ1 + cqi where c is a constant and qi is the

unstable eigenvector associate with unstable eigenvalue λi of the matrix A. Now, we get

∆xt = At∆x0 = cλtiqi. Since |λi| > 1, for any M > 0, there exists a time step t′ such that

∥∆xt′∥ > M .

This allows us to directly capture conditions for stealthy yet effective attacks on LTI

systems.

Corollary 6. The LTI system (6.54) is (ϵ, α)-attackable for arbitrarily large α if the matrix

A is unstable and the closed-loop control system is asymptotically stable.

Proof. The proof is directly obtained by combining Theorem 13 and Lemma 16.

Asymptotic stability of the closed-loop system is not a restrictive assumption as stability

is commonly the weakest required performance guarantee for a control system. Matrix A

being unstable is a sufficient condition for satisfying (ϵ, α)-attackability when any set of

sensors can be compromised. Note that the (ϵ, α)-attackability condition for LTI systems

with an optimal detector complies with the results from [8,10] where LQG controllers with

residue based detectors (e.g., χ2 detectors) have been considered.

The false-date injection attack sequence design method from (6.14) will reduce into a

simple dynamical model

st+1 = Axat +Buat − (A(xat − st) +Buat ) = Ast

at = C(xat − st)− C(xat ) = −Cst,
(6.55)

that only requires knowledge about the matrices A and C. Similarly, the attack sequence

generated using the attack model II in (6.32a) for systems with LTI model will have the

same form as above. As a result, the attacker does not need to have access to states, input

control (or their estimates) and therefore, both attack models fall into the same attack

model where the attacker only needs to know the matrices A and C.
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As we discussed, st is a measure of distance between xat and xt and in order to have

impactful attack st in (6.55) needs to dynamically grow over time. Therefore, s0 needs to

be in the subspace of unstable eigenvectors of matrix A. For example, if qi is the nonlinear

eigenvector associated with unstable eigenvector λi, for s0 = cqi we get st = cλtiqi, where

c can be chosen by the attacker. On the other hand, if the condition of Corollary 6 holds

and the attack is generated by (6.55) then attack is ϵ stealthy. From Theorem 13 we have

ϵ =
√
1− e−bϵ with

bϵ =
κ2c2∥qi∥2

1− λ2c

(
λmax(Σ

−1
w ) + ∥C∥2λmax(Σ

−1
v )
)
=∆ bϵ,

where we used s0 = cqi and all parameters are defined as before. Since all parameters above

are characterize by the system except c, the attacker can choose scalar c arbitrarily close

to zero to have arbitrarily nonzero small ϵ.

Remark 12. In section 6.2 we assumed that K = S; i.e., the attacker can compromise all

sensors. However, when the system is LTI, the minimum subset of compromised sensors

can be obtained as

min
qi∈{q1,...,qf}

∥supp(Cqi)∥0, (6.56)

where {q1, ..., qf} denotes the set of unstable eigenvectors of the matrix A, and supp denotes

the set of nonzero elements of the vector.

6.5 Resiliency of Nonlinear Systems to Stealthy

Attacks

In previous section, we considered the vulnerability of nonlinear control systems and derive

the conditions for the existence of impactful yet stealthy attacks. We observed that the

instability of the open-loop dynamics helps the attacker to design impactful attacks while

IES (or IISS) of the closed-loop control system causes the attack to be stealthy. In contrast,

in this section we intend to see what will happen if instead the open-loop system is stable

and whether such class of nonlinear control systems can be resilient to stealthy sensor

attacks. We will see that achieving resilience for system in form of (6.1) and (6.3) is not
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possible in general, however, with slight change in the system’s controller we can reach to

resilience for a class open-loop stable control systems.

Let assume that there exists a sensor (i-th) with measurement value at time t denoted

by yct,i for which the system and controller satisfy

lim
|yct,i|→∞

∥f
(
xt−1, hc

(
fc(Xt−1, y

c
t ), y

c
t

))
∥ → ∞, (6.57)

which means for arbitrarily large values of received i-th sensor measurement by controller,

the states norm will become arbitrarily large. For example, the LTI model in (6.54) satisfies

this property. Now, assume that the attacker chooses to compromise the i-th sensor at only

one time step (t = 0) with measurement value of y0,i, and let assume the attack value is

denoted by a0,i. Then, the received i-th measurement by the controller is yc,a0,i = y0,i+a0,i. If

the attacker chooses arbitrarily large a0,i, the states at time step one will become arbitrarily

large according to (6.57). This means the attacker can cause large impact on the states of

the system by attacking only at time step zero. On the other hand, since we assume the

measurement noise is Gaussian, it is feasible for v0,i to take any value in R. Hence, the ID

cannot detect such an attack as a significant increase in measurement within a single time

step may also be attributed to Gaussian noise.

Consequently, any system in form of (6.1) and (6.3) that satisfies (6.57) is vulnerable

to such one time step attacks. However, in real world physical systems the controllers are

designed in a way that such huge jumps in measurements (commonly called as outliers)

are rejected (for example, LQG controllers that use χ2 detectors for outlier detection).

Accordingly, let assume that for each sensor i, the received measurement yct,i is compared

with its nominal value ȳt,i at time t and if |yct,i − ȳt,i| > η holds for some threshold η,

then such sensor measurement will be rejected by the controller. Under such condition,

the controller either uses the sensor measurement that is not rejected or find a predicted

value using previous measurements8. Under such condition if we denote the used sensor

8It should be noted that the nominal sensor measurements ȳ can be obtained either by using

Kalman (or Extended Kalman filter) estimates of observation or the system’s own knowledge

about the range of possible observation (for example by looking at previous measurements).
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measurement in the controller by yu, then the controller (6.3) can be rewritten in the

following form

Xt = fc(Xt−1, y
u
t ),

ut = hc(Xt, y
u
t ),

(6.58)

for any t, where it should satisfy ∥yut − ȳt∥∞ ≤ η.

Theorem 15. Assume that the open-loop system (6.2) and the controller dynamics (6.58)

are IISS with functions γ and γc functions in class K∞, respectively and the function hc is

Lipschitz with constant Lhc. Then, the deviation in the states caused by the sensor attack

will be limited as ∥xat − xt∥ ≤ γ(Lhc(γc(2η) + η)) for all time steps t ∈ Z≥0.

Proof. Consider the dynamics of the controller when the system is attack free and when it

is under attack as follows

Xt = fc(Xt−1, y
u
t ),

X a
t = fc(X a

t−1, y
u,a
t ).

(6.59)

Since the above dynamics is IISS we get

∥X a
t − Xt∥ ≤ γc(∥yu,at − yut ∥∞) ≤ γc(∥yu,at − ȳt + ȳt − yut ∥∞)

≤ γc(∥yu,at − ȳt∥∞ + ∥yut − ȳt∥∞) ≤ γc(2η),
(6.60)

where we used X0 = X a
0 , ∥y

u,a
t − ȳt∥∞ ≤ η, ∥yut − ȳt∥∞ ≤ η, and the fact that γc ∈ K∞

is strictly increasing function. Then, using the Lipschitz property of the function we get

∥uat − ut∥ ≤ ∥hc(X a
t , y

u,a
t )− hc(Xt, y

u
t )∥

≤ Lhc(∥X a
t − Xt∥+ ∥yu,at − yut ∥∞)

≤ Lhc(γc(2η) + η)

(6.61)

Using our assumption that the open-loop system dynamics (6.2) are IISS, we have

∥xat − xt∥
(i)

≤ γ(∥Ua
t − Ut∥∞)

(ii)

≤ γ(∥uat − ut∥∞)

(iii)

≤ γ(Lhc(γc(2η) + η)),

(6.62)
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where we used the fact that x0 = xa0 in (i), wa
t = wt in (ii) and the norm property that

2-norm is always upper bounded by infinity norm in (iii).

Therefore, if the controller rejects the outlier observations, the open-loop and the con-

troller dynamics are IISS, then the attacker’s impact on the states will be limited and

cannot be arbitrarily large.

Remark 13. It should be noted that even though outlier observation rejection in the con-

troller helped the system to be resilient against general attacks for IISS open-loop dynamics,

it will not be effective against stealthy attacks if the open-loop system is unstable and the

closed-loop control system is IES closed-loop. This is because the observation trajectory

of under attack system exponentially converges to observation of the attack free system.

Therefore, this strategy is ineffective against our proposed attack when the conditions of

Theorem 13 and 14 are satisfied.

6.6 Simulation Results

We illustrate and evaluate our methodology for vulnerability analysis of nonlinear control

systems on two case studies, cart-pole and unmanned aerial vehicles (UAVs).

6.6.1 Cart-pole

By neglecting friction, the dynamics of the cart-pole system can be written as [112]

θ̈ =
g sin θ + cos θ

(
−F−Mplθ̇2 sin θ

Mc+Mp

)
l
(
4
3 −

Mp cos2 θ
Mc+Mp

)
ẍ =

F +Mpl(θ̇
2 sin θ − θ̈ cos θ)

Mc +Mp
;

(6.63)

where θ is the pendulum angle from vertical, x is the cart position along the track, and

F is the control torque applied to the pivot, g = 9.8 is the acceleration due to gravity,

Mc = 1Kg is the mass of the cart and Mp = .1Kg is the mass of the pole. The length of
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Figure 6.3: (a) The angle of the pendulum rod over time while the LTI-based attack
starts at time zero. (b) The alarm rate for LTI-based attack on Cart-pole system
over 5000 experiments when the attack starts at time zero.

the pole is 2l = 1m. We assume that only x and θ are directly measured and the system

is equipped with an Extended Kalman Filter to estimate the states of the system. The

system and measurement noise are Σw = σ2I and Σv = σ2I where I is identity matrix with

suitable dimension. Moreover, a feedback full state controller that uses estimated states by

EKF was used to keep the pendulum inverted around θ = 0 and x = 0 equilibrium point.

To detect the presence of attack, we consider two standard IDs that are widely used in

CPSs; i.e., χ2 and cumulative sum (CUSUM) detectors [113]. For each of these IDs, the

residue is obtained by comparing the current received sensor measurement and the expected

measurement. We set the thresholds for both these detectors to have pFA = .002.

In Fig. 6.3 we evaluated the ineffectiveness of LTI attacks on Cart-pole system with

actual nonlinear dynamics (6.63) and σ2 = .001. The LTI attack is designed according

to (6.55), where A is obtained by linearizing the nonlinear dynamics (6.63) around the

equilibrium point at zero, and the matrix C is obtained accordingly by the fact that x and

θ are directly measured. Assuming that the attack starts at time zero with initial condition

∥s0∥ = 10−7, Fig. 6.3a shows the evolution of rod’s angle over time, while Fig. 6.3b shows

the average alarm rate using CUSUM detector for the same LTI-based attack. In the
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Figure 6.4: (a,b) ϵ and falling time of the pendulum rod versus ∥s0∥, for σ2 = 10−3.
(c) The impact of system and measurement noise power σ2 on attack stealthiness ϵ
for ∥s0∥ = 10−8; (d,e) The alarm rate for CUSUM and χ2 intrusion detectors before
and after the attack (attack starts at time t = 0) for different values of bζ over 5000
experiments for ∥s0∥ = 10−8 and σ2 = 10−3; (f) The trajectories of the pendulum
rod angle versus time for different values of bζ .

zoomed areal we can see that when the rod’s angle starts deviating from zero, the the

alarm rate of the ID increases over time. Specifically, for .4 rad = 22.9◦, pTD is almost ten

times larger than pFA. This demonstrates the limitation of the LTI-based attacks as the

LTI approximation of the model is only valid for the region around the equilibrium point

and as the system moves away from equilibrium point, the approximation becomes worse.

For attack model I we used the attack dynamics considered in (6.14) to generate the

sequence of false-data injection attacks over time. Fig. 6.4a shows ϵ versus different norm

values of initial condition s0 and fixed σ2 = .001. By increasing the norm of initial condition

we can see that ϵ also increases which makes the attack more detectable. However, choosing

initial condition with very small norm has a side effect where it takes more time until

the attack becomes effective as illustrated in Fig. 6.4b. Therefore, there is a trade-off

between attack stealthiness and attack time duration. For attack model I, the impact of
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Figure 6.5: (a) ϵ versus ∥s0∥, for σ2 = 10−3 in UAV case study. (b,c) The alarm
rate for CUSUM and χ2 intrusion detectors before and after the attack start time
(t = 0) for case 1 (the attacker uses system’s sensors to estimate the states) over 5000
experiments for ∥s0∥ = 10−5 and σ2 = 10−3.

noise variance on attack stealthiness is considered in Fig. 6.4c where for a fixed ∥s0∥ =

10−8, increasing the noise power σ2 will decrease the amount of ϵ. In Fig. 6.4d and 6.4e

we considered the impact of attacker’s state estimation error (bζ in attack model II) on

detection rate of CUSUM and χ2 detectors when ∥s0∥ = 10−8. Having inaccurate estimate

bζ = .5 can result in detection of the attack, while having more accurate estimate (bζ = .05)

will help the attacker to be stealthier. To show the impact of the attacker in the same

experiment, Fig. 6.4f shows the evolution of rod’s angle over time for different values of bζ .

Before the attack starts at time zero, the pendulum pod is around the angle zero; however,

after initiating the attack it can be observed that the value of the angle increases over time

in both cases.

6.6.2 Unmanned Aerial Vehicles

Finally, we considered a quadrotor with complex highly nonlinear model as discussed in

section 4.4.4 where the system has 12 states

[
x, y, z, ẋ, ẏ, ż, ϕ, θ, ψ, ϕ̇, θ̇, ψ̇

]T
; x, y and

z represent the quadrotor position along the X, Y and Z axis, respectively, while ẋ, ẏ

and ż are their velocity. ϕ, θ and ψ are pitch, roll and yaw angles respectively, and ϕ̇, θ̇

and ψ̇ represent their corresponding angular velocity. The system was discretized using

Euler method with Ts = .01s. The states

[
x, y, z, ϕ, θ, ψ, ϕ̇, θ̇, ψ̇

]T
are measured directly

and are affected by zero-mean Gaussian noise with the covariance matrix R = .001I. We
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Figure 6.6: (a,b) The trajectories of the drone for different initial conditions on s
with the attack starting at red square.

assumed the disturbance on the input to be modeled by zero mean Gaussian noise with

covariance matrix Q = .001I. Similar to Cart-pole case study, we assume the system has

an Extended Kalman Filter to estimate the states and PID controller is used to control the

drone’s navigation. To detect the presence of any abnormal behaviour, we assume CUSUM

and χ2 ID are deployed where the threshold is fixed to have pFA = .002. We considered

the position control task [102], where the drone takes off from (0, 0, 0) in global coordinate

and reaches to predefined point in the space (0, 0, 10m) and stays there (see the black line

trajectory in Fig. 6.6). Once the drone reaches to that point, the attack starts (it should

be noted that there is no limitation for the attacker on the starting time of the attack and

our assumption here is just to illustrate the results better).

Similar to Cart-pole case, for attack model I with generated attack sequence as (6.14),

Fig. 6.5a shows the impact of ∥s0∥ on attack stealthiness. The results again supports that

larger norms initial condition s0 will result in larger attack detection rate. Now, let assume

the attack model I where the attacker generates attack sequence by (6.32) using case 1 and

∥s0∥ = 10−5. Assuming that the attack starts at time zero, Fig. 6.5a shows the alarm rate

of CUSUM and χ2 IDs for 50 seconds. We also have shown that by fixing ∥s0∥ = 10−5,

and changing the nonzero elements of the s0 the attacker can control the direction of the
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drone’s deviation. Fig. 6.6 shows the impact of placing nonzero elements on s0. Assuming

that the attack starts at red square, Fig. 6.6a shows that by placing a positive nonzero

value on the element s0 associated with pitch angle (ϕ), the drone will be deviated 20m

along the negative Y -axis in 50 seconds. Such negative s0 will result on drone’s deviation

in positive direction of Y axis. It also shows that putting the nonzero element in roll angle

can cause the deviation along with X axis. However, if the attacker uses the combination

of both, the drone will be deviated in both X and Y axis as illustrated in Fig. 6.6b.
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Chapter 7

Stealthy Perception-based Attacks on
Unmanned Aerial Vehicles

In this chapter, we study vulnerability of unmanned aerial vehicles (UAVs) to stealthy

attacks on perception-based control. To guide our analysis, we consider two specific mis-

sions: (i) ground vehicle tracking (GVT), and (ii) vertical take-off and landing (VTOL) of a

quadcopter on a moving ground vehicle. Specifically, we introduce a method to consistently

attack both the sensors measurements and camera images over time, in order to cause con-

trol performance degradation (e.g., by failing the mission) while remaining stealthy (i.e.,

undetected by the deployed intrusion detector). Unlike existing attacks that mainly rely on

vulnerability of deep neural networks to small input perturbations (e.g., by adding small

patches and/or noise to the images), we show that stealthy yet effective attacks can be

designed by changing images of the ground vehicle’s landing markers as well as suitably

falsifying sensing data. We illustrate the effectiveness of our attacks in Gazebo 3D robotics

simulator.

7.1 The Outline of Chapter

The chapter is organized as follows. In Section 7.2, we first describe the UAV’s dynamical

model that the attacker uses to generate the false image and sensor values at run-time and

we present the deployed vision-based controller and intrusion detector. Then, we formalize

the notion of stealthy and effective attack as well as a methodology to design such attacks

in section 7.3. Finally, the evaluation and results along with the implementation details

are presented in section 7.4.
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Figure 7.1: The architecture of the perception-based UAV control system under
attack on system sensing, including perception. Independently of the way attacks
are actually implemented (e.g., directly compromising a sensor or modifying the
measurements delivered over the network to the controller), the same impact on the
control performance is obtained.

7.2 System Model

We consider the common system architecture illustrated in Fig 7.1 where raw sensor mea-

surements from the IMU and GPS are used by a sensor fusion module to estimate the

systems state, whereas the relative position of the ground vehicle with respect to the cam-

era is obtained by a vision module. Depending on current state of the system, the Finite

State Machine (FSM) switches between the drone control tasks, for VTOL and GVT as

in e.g., [114,115].

We also assume that the system is equipped with an intrusion detector that utilizes

the sensing information, as well as the controller and FSM outputs to detect presence of

abnormal behaviours. Further, we assume that an attacker can exploit the vulnerabilities

of the employed communication network to compromise the sensing information delivered

to the controller. In this chapter, we show that under such assumption, the attacker can

design a sequence of false image and sensor values that can degrade the control performance

while remaining stealthy from the employed intrusion detector, independent of the type of

the utilized detector.
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7.2.1 Vehicle Dynamical Model

The quadcopter’s dynamical model can be described using the standard Newton-Euler

equations as described in section 4.4.4. By defining x =

[
x, y, z, ẋ, ẏ, ż, ϕ, θ, ψ, p, q, r

]T
,

after discretization the system (6.1) is captured in the state-space form

xt+1 = f(xt,ut) +wt,

yt = h(xt) + vt, zt = G(XC
t ),

(7.1)

where wt is the system disturbance, yt is the vector of the raw sensor measurements with

Gaussian noise vt, G is the perspective camera projection model that maps the points

represented in the camera frame C at time t, denoted by XC
t , to the pixel images zt. Since

the 3D points captured by camera XC
t are a function of the position of the camera and the

UAV in the earth frame E , zt is explicitly a function of state xt; the corresponding frames

are illustrated in Fig. 7.2.

7.2.2 Vision-Based Controller

The objective of the vision-based controller is to use the camera-feed (i.e., images) and

sensor measurements to compute the desired control inputs. Here, we utilize the widely-

employed vision-based control framework as in e.g., [114, 116, 117]. We consider a squared

fiducial marker ArUco [118] as a landing mark. Specifically, a pin-hole model is used to find

the relative position of the landmark center with respect to the camera frame (Fig. 7.2, on

the right) – i.e.,

sc =

scx
scy

 =
fc
ZC

XC

Y C

 (7.2)

where

[
XC , Y C , ZC

]T
∈ XC

t is a point on a 3D object visible to the pinhole camera in the

camera frame C and sc =

[
scx scy

]T
is the projected point on the image plane with the

focal distance fc (see Fig. 7.2).

After detecting the landing mark position sc in the current image (Fig. 7.2), using (7.2)

and the fact that the target (i.e., marker) size is known (which enables computing the ZC
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Figure 7.2: Illustration of the drone with the landing mark, camera frame C, earth
frame E , and image plane.

in (7.2)), the relative position of the landing mark with respect to the camera reference

frame, denoted by PC
t , can be estimated from the image zt; i.e., we can define

V (zt) = P̂C
t = PC

t + e(PC
t ), (7.3)

where V is the described mapping from an image zt into P̂C
t , the estimated value of the

relative position of the landing mark in the camera frame (i.e., PC
t ). In addition, e(PC

t ) is

the error of relative position estimation caused by the vision module and it is a function of

the actual value of relative position PC
t . Here, we use a common assumption for perception-

based control (e.g., [105]) that the norm of the camera-based localization error is bounded

by some γ > 0; i.e., ∥e(PC
t )∥ ≤ γ.

To connect the target position PC
t in the camera frame to the UAV state, in particular

the drone position pt captured in the earth (i.e., global) frame (see (6.1)), PC
t can be

represented using the coordinates in the global frame as

PC
t = RC

E(xt)

(
PE

t − pt

)
; (7.4)

here, RC
E(xt) is the rotation matrix from the earth frame E to the camera frame C and PE

t

is the landing mark position in the earth frame E .

The UAVs control goals are determined by the FSM unit. Specifically, there are two

states for the GVT; the first is to take off to the highest altitude such that the target vehicle
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is visible and can be detected. Then, the second is to follow the ground target vehicle at a

certain altitude. For the VTOL task, there are three states. The first is similar to the first

state of GVT. However, in the second state, the goal is to minimize the relative distance to

the landing mark. Finally, if the relative distance from the target is less than a predefined

threshold, the drone switches to the landing-mode, which is the final state for VTOL. For

each VTOL and GVT task, a cascade PID controller uses P̂C
t and the sensor fusion output

to control the position and the attitude of the drone. Thus, we assume that the closed-loop

control system is stable.

7.2.3 Intrusion Detector

Physics-based intrusion detectors including (but not limited to) χ2, cumulative sum (CUSUM),

sequential probability ratio test (SPRT) have been widely deployed in robotics systems like

UAVs (e.g., [9, 10]). Recently, learning-based intrusion detectors have been employed for

detecting the presence of attacks or any system anomalies (e.g., [119]). Without loss of

generality, assume that the attack starts at time t = 0, and let us use Ot = {zt,yt} and

Oa
t = {zat ,ya

t } to respectively denote the real and compromised (i.e., false) sensing mea-

surements at time t, which includes the sensor values and the camera image. Now, given

a random sequence Ōt = {Ō−T0 : Ōt} of the sensing data received by the controller, no

matter the specific detector design, any possible detector is effectively trying to solve the

hypothesis problem:

H0: normal behavior – i.e., O−T0 : Ot was received;

H1: abnormal behavior – i.e., O−T0 : O−1,O
a
0 : Oa

t was received.

Thus, the sequence Ōt either comes from the distribution of the null hypothesisH0, which is

determined by the system uncertainties, or from a distribution of the alternative hypothesis

H1, which is unknown but controlled by the attack signals. For a given intrusion detector

specified by a function D : Ōt → {0, 1}, false alarm occurs if D(Ōt) = 1 when Ōt comes

from H0, and we denote the probability of false alarm as pFA(D); whereas true detection

occurs if D(Ōt) = 1 when Ōt comes from H1, and we denote the probability of true
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detection as pTD(D).

7.3 Design of Stealthy Effective Attacks

In this section, we introduce an algorithm to attack consistently both the images and the

sensors, ensuring both attack effectiveness and stealthiness. We assume that the attacker

has access to the current sensor measurements and camera images (i.e., zt,yt). Now, to

formally capture the attacker’s goal, we start by formalizing the stealthiness notion and

the attack impact on the control performance.

Definition 19. An attack is strictly stealthy if for a resulting observation sequence Ōt

there exists no detector for which pFA
t < pTD

t holds, for any t ≥ 0. An attack is ϵ-stealthy

if for a resulting observation sequence Ōt and a given ϵ > 0, there exists no detector such

that pFA
t < pTD

t − ϵ holds, for any t ≥ 0.

From the definition, the attack sequence is strictly stealthy if there is no detector

for which the probability of true detection is greater than the probability of false alarm.

However, reaching that level of stealthiness may not be possible and therefore, we also

define ϵ-stealthiness for which the difference between the probabilities of true detection and

false alarm is less than ϵ for any employed detector.

Since the goal of the vision-based control is to follow the target vehicle, the attack

degrades control performance by causing a deviation from the desired trajectory of the

drone in the 3-D space. In particular, the attack goal is to force the drone away from the

target vehicle by some α; this is equivalent to moving the target landing marker in the

camera frame (i.e., PC
t ) α-meters away (in 3-D space). Thus, we introduce the following

definition.

Definition 20. An attack is α-effective if ∥PC
t ∥2 ≥ α for some t ≥ 0.

Now, the attack goal can be formalized as designing a sequence of false sensing infor-

mation from time t = 0, i.e., {yf
0 , z

f
0}, ..., {y

f
T , z

f
T }, that is α-effective and ϵ-stealthy for all
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t ∈ [0, T ]. A sequence of false sensing values that satisfy the attack goal is referred to as

an (ϵ, α)-attack sequence.

7.3.1 Attack Design

The previous works [8, 51, 120–122] have shown that stealthiness conditions require that

the attack impact (i.e., control degradation) is compatible with the system dynamics. For

example, if the attacker wants to cause deviation in the drone trajectory (compared to the

unattacked system’s trajectory), the deviation needs to increase smoothly and in accordance

with the dynamics of the system.

Specifically, if st is used to denote the state deviation due to the attack, to satisfy the

stealthiness condition, [120, 121] show that st needs to dynamically evolve over time as

follows

st+1 = f(x̂a
t ,ut)− f(x̂a

t − st,ut), (7.5)

where s ∈ R12 and f is defined in (7.1), with some small nonzero initial condition s0; also,

x̂a
t denotes the output of a sensor fusion that the attacker runs online using the sensing

information at each time step (e.g., using yt, and potentially zt). Note that x̂
a
t differs from

the system’s sensor fusion output x̂t, as the former is obtained from the actual sensing

measurements whereas the latter is computed using the compromised sensing information

(i.e., yf
t ).

We next show how the attacker can exploit the sequence st, t ≥ 0, to design a stealthy

and effective sequence of false physical sensor and image data.

Attacks on Sensor Measurements

From (7.1), the physical sensors map the states xt to the observation values with function

h. Thus, to remain stealthy, the false sensor values should be obtained by mapping xt − st

using function h – i.e., ideally, the falsified sensor values should be yf
t = h(xt − st) + vt.

However, there are two challenges to construct such falsified sensor data: no access to the

actual state of the system xt and measurement noise vt.
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For the former, the estimated state value x̂a
t can be used instead of xt. For the latter,

the attacker can subtract h(x̂a
t ) from the current sensor measurements yt to estimate the

noise level. Combining these, the sequence of false physical sensor values for t ≥ 0 can be

computed as

yf
t = yt + at = yt + h(x̂a

t − st)− h(x̂a
t ); (7.6)

i.e., the attacker just needs to add at = h(x̂a
t − st) − h(x̂a

t ) to the current physical sensor

measurement yt = h(xt)+vt. As the state estimation error xt− x̂a
t decreases, yf

t from (7.6)

approaches the ideal (from the effectiveness and stealthiness perspective) false sensor value

yf
t = h(xt − st) + vt.

Attacks on Camera Images

Similarly, to remain stealthy, the attacker also needs to remove from the actual image, the

impact of the deviation caused by the attack. To achieve this, our approach is to first

identify the desired false position and size of the landing mark in the image plane. This

is done by finding the desired false position of the landing mark in the camera frame and

then using (7.2) to get the desired false position and size of the landing mark in the image

plane (see for example Fig. 7.2).

When the drone is not under attack, the current position of the landing mark in the

camera frame (i.e., PC
t ) satisfies (7.4). To satisfy the stealthiness constraint by removing

the deviation, the idea is to replace all the system states in (7.4) with x̂a
t − st; i.e., the false

position of the landing mark in the camera frame, denoted by PC
t , should be computed as

PC
t
f
= RC

E(x̂
a
t − st)

(
P̂E

t − (p̂a
t − spt )

)
; (7.7)

here, RC
E(x̂

a
t −st) is the rotation matrix from the earth frame to the camera frame evaluated

by fake Euler angles associated with x̂a
t − st, P̂

E
t is the attacker’s estimate of the position

of the landing mark in the earth frame, spt captures the first three elements of the vector

st (associated with the vector p =

[
x, y, z

]T
). Note that to estimate P̂E

t , the attacker

can either have its own resources (e.g., placing sensing such as GPS on the target and
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Algorithm 3 Design of stealthy and effective attacks by compromising both physical
sensors and image starting at time 0 until T

1: Initialize s0
2: for t = 0 : T do
3: Find x̂a

t and P̂E
t

4: yf
t = yt + h(x̂a

t − st)− h(x̂a
t )

5: PC
t
f
= RC

E(x̂
a
t − st)

(
P̂E

t − (p̂a
t − spt )

)
6: sfc =

[
sfcx
sfcy

]
= fc

Z
PC
t
f

XPC
t
f

Y
PC

t
f


7: lf = fc

Z
PC
t
f
l

8: Generate zft with sfc and lf

9: st+1 = f(x̂a
t ,ut)− f(x̂a

t − st,ut)
10: end for

estimating the position using a Kalman filter) or can use the actual image zt to find the

relative position and then combine it with the drone position in the earth frame E (the first

three elements of x̂a
t ).

Now, the attacker should design an image at each time t ≥ 0 for which the vision module

output (7.3) results in PC
t
f
from (7.7). Once PC

t
f
is obtained, the desired false location for

the landing mark center in the image plane can be found using (7.2) – i.e.,

sfc =

sfcx
sfcy

 =
fc

Z
PC

t
f

XPC
t
f

Y
PC

t
f

 . (7.8)

On the other hand, the scale of the landing mark in the image plane needs to be compatible

with the desired output of the vision module PC
t
f
. If the actual physical length of the

squared ArUco marker is l, the length of the landing mark in the fake image plane lf can

be obtained as

lf =
fc

Z
PC

t
f

l. (7.9)

The resulting procedure is summarized in Algorithm 3.

Finally, to find a falsified image that satisfies (7.8) and (7.9), different methods can be

employed. A promising approach is to use deep learning based generative models such as
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conditional generative adversarial network (cGAN) or similar generative approaches [104].

In this work, we use common computer vision methods, as described in the next section.

7.4 Results and Evaluation

We now describe the performed evaluation of the effectiveness and stealthiness of the in-

troduced attack methodology on the GVT and VTOL control tasks. Representative exper-

imental videos are available at [123].

7.4.1 Implementation Details

We evaluated the presented attacks using an open-source autonomous vehicle simulation

platform Prometheus [124] powered by the PX4 flight controller and Gazebo 3D robotics

simulator. The built-in quadcopter uses a sensor fusion model of IMU and GPS and is

equipped with a down-facing camera with a resolution of 1280× 720, allowing us to imple-

ment the control architecture from Fig. 7.1. In our simulations, the quadcopter identifies

and tracks an ArUco marker placed on a ground vehicle to perform autonomous tracking

and landing missions (as illustrated in Fig. 7.3).

Attacks on sensors were implemented using Algorithm 3. To generate false images, we

assumed that the attacker has a base image with similar background, moving the posi-

tion of the ground vehicle with the landing marker and resizing them by up-sampling (or

down-sampling) using the formulas in Algorithm 3. Two different intrusion detectors were

implemented to evaluate attack stealthiness: χ2 and learning-based detectors. χ2 detector

uses a weighted norm of the residue generated by the Extended Kalman filter, raising alarm

if the residue is larger than a predefined threshold. We also implemented a widely-used

learning-based detector [119] that uses a long short-term memory (LSTM) architecture.
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(a) (b)

Figure 7.3: The simulation environment.

7.4.2 Attacks on Ground Vehicle Tracking

In this task, the drone’s goal is to track the ground vehicle that follows a square trajectory

clockwise illustrated in Fig. 7.4a with the red dashed line. The blue line shows the trajectory

of the drone without attack, successfully tracking the vehicle. The orange trajectory shows

the drone trajectory when the attack starts at the pink square. In this experiment, we

assumed the elements of the initial s0 were all zero except the one associated with the

roll angle which was set to 0.01. With such initial condition, the attacker was successful in

deviating the drone trajectory along the Y axis up to 3 m at which point the ground vehicle

went out of the range of the camera’s scope and we stopped the attack; note e.g., that red

stars highlight the drone positions at the same times t = 30 s for trajectories under attack

and without attack, illustrating significant deviations due to the attack. Similar results were

shown for other s0 initializations, where the error was along the X axis, or the combination

of both axes.

Fig. 7.4b and Fig. 7.4c show the average alarm rate at each time step for 10 experiments

when both χ2 and learning-based intrusion detectors were used, respectively. As the attack

started at time t = 0, the value of true alarm averages (for t > 0) pTD = .01 was almost the

same as the false alarm averages (for t ≥ 0) for both detector, showing the ϵ-stealthiness of

the attack according to Definition 19.
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Figure 7.4: (a) The trajectories of the drone and ground vehicle in XY coordinates
over time for the GVT. The blue line shows the drone trajectory without attack
and the orange line shows the trajectory of the drone during the attack; (b,c) The
average alarm rate for χ2 and learning-based intrusion detectors before and after the
attack (attack starts at time t = 0) for the GVT task over 10 experiments; (d) The
trajectories of the drone and the ground vehicle inXY coordinate for VTOL; (e,f) The
alarm rate for χ2 and learning-based intrusion detectors before and after the attack
(starting at t = 0) for the VTOL task over 10 experiments.

Table 7.1 illustrates the impact of the norm of the initial s0 on the stealthiness level.

The true detection rate increases with the increase in the norm of the initial error state s0.

Intuitively, this is caused by a huge initial error bias due to the attack at time t = 0 (attack

start), which can be easily detected by an intrusion detector. On the other hand, for s0

arbitrarily close to zero the attack will not be detected, but it will take longer time for the

attack to be effective. Therefore, there is a trade-off between the attack detectability and

the time required to achieve significant performance degradation.

So far, we assumed that the attack is implemented on both sensors and images con-

sistently according to Algorithm 3. However, Table 7.2 shows the probability of attack
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Table 7.1: Average true detection rate for χ2 and learning-based intrusion detectors
for different values of the initial condition norm (∥s0∥) in the GVT task when pFA =
.01

pTD (χ2) pTD (learning-based)

∥s0∥ = .001 .009 .011

∥s0∥ = .01 .009 .014

∥s0∥ = .1 .26 .55

Table 7.2: Detection rate of the χ2 and learning-based detectors for different values
of α (deviation) in m when only images were under attack in the VTOL task, with
pFA = .01

α = .2 α = .4 α = .6 α = .8 α = 1

pTD (χ2) .01 .79 1 1 1

pTD

(learning-based)
.05 .42 1 1 1

Table 7.3: Averaged true detection rate of χ2 and learning-based intrusion detectors
for different values of initial condition norm (∥s0∥) in VTOL task when pFA = .01

pTD (χ2) pTD (learning-based)

∥s0∥ = .001 .01 .01

∥s0∥ = .01 .011 .01

∥s0∥ = .1 .55 .79

detection for different values of deviation when the sensors were not under attack and only

images were compromised – even for a small deviation of 0.4 m the attack was detected by

χ2 detector with true detection rate of 0.79 which is 79 times higher than the false alarm

rate (pFA = 0.01). Intuitively, this is caused by the inconsistency between the sensors

and the images, with the sensor values being based on the true drone position whereas the

attacked image were consistent with a different positioning value.

7.4.3 Attacks on Vertical Take-off and Landing

The VTOL mission was to land the drone on the mobile landing mark after it was detected

by the vision module. The dashed red line in Fig. 7.4d shows the trajectory of the target

ground vehicle; when the drone was not under attack, the drone was able to follow the
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Table 7.4: Detection rate of χ2 and learning-based ADs for different values of α
(deviation) in meter when only the image is under attack in GVT task when pFA = .01

α = .1 α = .2 α = .3 α = .4 α = .5

pTD (χ2) .17 .33 .49 .65 .81

pTD

(learning-based)
.17 .33 .49 .64 .67

vehicle and land on the marker (drone trajectory is shown in orange line). The blue line

presents the drone trajectory when it was under attack. The black and red stars show the

same time on both the under attack and non-attacked trajectories; thus, the attacker was

able to deviate the drone 1 m away from the marker when the ground vehicle got out of

range of the camera.

In this experiment, we also assumed the elements of the initial error vector s0 were zero

except the one associated with the roll angle which was 0.01. Similar to the GVT, Fig. 7.4e

and Fig. 7.4f show the average alarm rate at each time step for 10 experiments, for χ2 and

learning-based intrusion detectors, respectively. Assuming the attack starts at time t = 0,

the average true detection rate (for t > 0) pTD = 0.01 was almost the same as the average

false detection rate (for t ≥ 0) for both detectors, demonstrating attack’s ϵ-stealthiness.

Moreover, Table 7.3 captures the impact of the norm of the initial error vector s0 on the

attack stealthiness level – the true detection rate increases with the increase in the norm

of s0. Finally, Table 7.4 shows the true detection rate for different deviation levels for the

VTOL task. As for the GVT, the attack will be detected if the attacker only compromises

the image without consistently attacking the sensors.
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Chapter 8

Conclusion and Future Work

Designing Cyber-Physical Systems (CPSs) that are secure to adversarial attacks while hav-

ing performance guarantees remains as a fundamental challenge. Some methods including

security-aware resource allocation have shown to significantly reduce the security-related

overhead and also the system cost; where the idea is to focus on protecting the critical

system components and communication links, which if compromised could significantly de-

grade system performance. However, in order to locate the critical system components, we

need methods to analyze system vulnerability, in terms of performance degradation under

attack, for different types of attacks. As a result, in this thesis we considered the problem of

vulnerability analysis of CPSs to adversarial attacks. In particular, this thesis has focused

on (i) the vulnerability of resilient state estimators in the presence of general sensor attacks

and provided a new method to secure them, (ii) using machine to evaluate the performance

of CPSs with nonlinear dynamics against stealthy sensor attacks, (iii) evaluating the re-

siliency of perception-based and physical sensor-based nonlinear control systems against

attacks that can be stealthy from any intrusion detector. Our results have been rigorously

constructed by relying on tools from control theory, machine learning, information theory

and computer vision. Finally, we illustrate the effectiveness of our methods for several case

studies of CPSs.

8.1 Summary

In Chapter 2 we presented several preliminary definitions, and some important results

about stability and instability notions in control theory and some important properties of

probability measures of distance.

In Chapter 3 we analyzed the performance of resilient state estimators (RSEs) when
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any subset of sensors may be compromised by a stealthy attacker. We derived the necessary

and sufficient condition under which RSE will be vulnerable to stealthy attacks. Then, we

introduce the notion of intermittent data authentication and provided an analysis of how

such data authentication can help the resiliency in estimation.

In chapter 4 we investigated the use of deep learning for the vulnerability analysis of

control mechanisms in CPS to attacks on system sensing. We introduced two methods

for generating effective stealthy attacks, based on feed-forward neural networks (FNN)

and recurrent neural networks (RNN). Both types of attack-generator models were trained

offline, using a cost function that combines the attack impact on the estimation error (and

thus control) and the residual signal used for anomaly detection. Then, we showed the

effectiveness of the proposed methods on several case studies.

In chapter 5 we studied the performance of perception-based control systems in the

presence of attacks by focusing on a wide class of stochastic nonlinear control systems, and

provided methods to model and analyze their resiliency to stealthy attacks on both physical

and perception-based sensing. Further, we introduce the notions of attack effectiveness and

stealthiness that are independent of the employed ID; where the attack is considered to be

stealthy if it is undetected by the best existing detectors. We found sufficient conditions

for existence of stealthy effective attacks that force the plant state into an unsafe region

without being detected by any employed ID.

In chapter 6 we focused on analyzing the vulnerability of CPSs with general nonlinear

dynamical control systems to stealthy false data injection attack on sensors. The notion

of stealthiness was again considered in the most general form where the attack needs to

be stealthy from any existing intrusion detector. Depending on the level of attacker’s

knowledge about the plant model, controller, and the system states two different attack

models were considered. For each attack model, we derived the condition for which the

system will be vulnerable to stealthy impactful attacks beside providing a generative model

for designing the sequence of attack vectors.

In chapter 7 we studied the vulnerability of unmanned aerial vehicles (UAVs) to stealthy
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attacks on perception-based control. Specifically, we considered two specific missions,

ground vehicle tracking (GVT), and (ii) vertical take-off and landing (VTOL) of a quad-

copter on a moving ground vehicle. We introduced a method to consistently attack both the

sensors measurements and camera images over time, in order to cause control performance

degradation while remaining stealthy.

8.2 Directions for Future Research

This section offers potential research areas that could be further explored as an extension

of the present thesis.

The impact of intermittent data authentication on CPSs with nonlinear

dynamics In our analysis we considered the effect of intermittent data authentication

in LTI systems and showed that the impact of the attacker will be limited even if the

communication network is guaranteed to transmit the actual sensor values intermittently.

This can be extended to nonlinear systems by leveraging the notion of observability for

nonlinear systems.

Learning-based attacks that are stealthy from any ID In this thesis we con-

sidered learning-based impactful attacks on sensors that are stealthy from residue-based

ID (i.e., χ2). The results of this research can be extended to designing attacks that are

stealthy from any existing ID. In particular, one can train a DNN that maximizes the states

of the system while minimizing the KL divergence distance between the distribution of ob-

servation for under attack and free of attack cases. A small KL divergence will guarantee

general stealthiness according to our result in chapter 6.

Using generative models to design stealthy perception attacks In this thesis

we showed the existence of impactful adversarial perception attacks that can bypass any

ID, where we also provided an equation to generate such attack images. In this thesis, we
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generated the adversarial perception attacks by basic computer vision methods as used in

section 7. However, other methods based on deep generative models (such as conditional

generative adversarial networks) can be used to construct such adversarial perception at-

tacks.

Verifying the stealthiness of other standard attacks such as replay and zero

dynamics from the best existing ID In this thesis, we only considered vulnerability

of CPSs in the presence of the attacks on sensing information and we provided the condition

for the existence of impactful attacks that can remain stealthy from the best existing ID.

Other standard attacks have been introduced in the literature such as zero dynamic and

replay attacks where they require the attack on input control in addition to attack on

sensors. Though the stealthiness of these attacks against residue based IDs is verified, it

will be interesting to show if such attacks can bypass any existing ID in a similar notion of

stealthiness introduced in this thesis.
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Appendix

Proof of Lemma 15:

Proof. According to equations (6.32c) and (6.32d), X s
0 and yc,a0 : yc,ai are sufficient to de-

termine usi for any i ≥ 0 as we can rewrite usi in the following form

usi = Fus
i
(X s

0 , y
c,a
0 : yc,ai ) (8.1)

where Fus
i
is an deterministic mapping. Therefore, given Z−1

−T ,Z
f
0 : Zf

t we can determine

usi for any 0 ≤ i ≤ t. Similarly, using equations (6.30) and (6.13), X−T , y
c
−T : yc−1 and

yc,a0 : yc,ai are sufficient to determine uai for any i ≥ 0. Alternatively, for some deterministic

mapping Fua
i
we have

uai = Fua
i
(X−T , y

c
−T : yc−1, y

c,a
0 : yc,ai ). (8.2)

This means if Z−1
−T ,Z

f
0 : Zf

t are determined, then uai will also be deterministic for any

0 ≤ i ≤ t.

Using the equation (6.28), we have x̂a0 = E0(yc−T : yc−1) which means if we have yc−T : yc−1,

then we can determine x̂0. On the other hand, using equation (6.33) we have

yat = yc,at + h(x̂at )− h(x̂at − st). (8.3)

According to above equation, given yc,a0 and x̂a0 and s0, we can determine ya0 . Since we

already showed yc−T : yc−1 determines x̂a0, therefore, y
a
0 will be determined by Z−1

−T ,Z
f
0 : Zf

t
1.

Now, according to equation (6.32a), s1 is determined by s0, x̂0 and us0, and since all these

signal are determined by Z−1
−T ,Z

f
0 : Zf

t , therefore, s1 is also determined. Now, since ya0

is determined by this sequence, using x̂a1 = E1(yc−T : yc−1, y
a
0) we can determine x̂a1. This

process can continue by induction until time t for which yat , st+1 and x̂
a
t+1 will be determined

by Z−1
−T ,Z

f
0 : Zf

t .

1Please note that this sequence includes yc−T : yc−1
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Proof of case 2 in Theorem 14:

Before proving the case 2, let introduce the following lemma.

Lemma 17. Assume the sequence of Z−1
−T ,Z

f
0 : Zf

t , v
′
−T : v′t are given for any t ≥ 0 and s0,

X−T and X s
0 are chosen deterministically. Then, the signals uat , u

s
t , x̂

a
t and st+1 are also

determined.

Proof. We already proved in Lemma 15 that given Z−1
−T ,Z

f
0 : Zf

t , we can determine uat ,

ust . Now, using (6.28), we have x̂a0 = E ′0(y′−T : y′−1, y
′a
0 ) where y′k = h′(xk) + v′k for any

−T ≤ k ≤ −1 and y′a0 = h′(x0) + v′0. Given Z−1
−T ,Z

f
0 and v′−T : v′0, then y

′
−T : y′−1, y

′a
0 are

determined and therefore, x̂a0 is determined. Using (6.32a) and the fact that s0 and us0 are

deterministic, we can conclude that s1 is also deterministic. For x̂a1 = E ′0(y′−T : y′−1, y
′a
0 , y

′a
1 ),

we have y′a1 = h′(xa1) + v′1 = h′(xf1 + s1) + v′1. Therefore, given s1 deterministic and having

Zf
1 , v

′
1, then y′1 will be deterministic. As a result, x̂1 is deterministic. This process can

continue until time t where we can conclude x̂at and st+1 are deterministic given the sequence

in Lemma 17.

Using the monotonicity property of the KL-divergence from Lemma 3 it holds that

KL
(
Q(Y −1

−T , Y
a
0 : Y a

t )||P(Y−T : Yt)
)

≤KL
(
Q(Z−1

−T ,Z
f
0 : Zf

t , v
′
−T : v′t)||P(Z−T : Zt, v

′
−T : v′t)

)
.

(8.4)

Then, we apply the chain-rule property of KL-divergence on the right-hand side of (6.39)

to obtain the following

KL
(
Q(Z−1

−T ,Z
f
0 : Zf

t , v
′
−T : v′t)||P(Z−T : Zt, v

′
−T : v′t)

)
= KL

(
Q(Z−1

−T , v
′
−T : v′t)||P(Z−1

−T , v
′
−T : v′t)

)
+

KL
(
Q(Zf

0 : Zf
t |Z

−1
−T , v

′
−T : v′t)||P(Z0 : Zt|Z−1

−T , v
′
−T : v′t)

)
=

KL
(
Q(Zf

0 : Zf
t |Z

−1
−T , v

′
−T : v′t)||P(Z0 : Zt|Z−1

−T , v
′
−T : v′t)

)
;

(8.5)

where we used the property that the KL-divergence of two identical distributions (i.e.,

the KL divergence between Q(Z−1
−T , v

′
−T : v′t) and P(Z−T : Zt, v

′
−T : v′t) is zero). Now, we
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apply the chain-rule property of KL-divergence to (8.5) and get

KL
(
Q(Zf

0 : Zf
t |Z

−1
−T , v

′
−T : v′t)||P(Z0 : Zt|Z−1

−T , v
′
−T : v′t)

)
=

t∑
k=0

{
KL

(
Q(xfk |Z

−1
−T ,Z

f
0 : Zf

k−1, v
′
−T : v′t)

||P(xk|Z−T : Zk−1, v
′
−T : v′t)

)
+KL

(
Q(yc,ak |x

f
k ,Z

−1
−T ,Z

f
0 : Zf

k−1, v
′
−T : v′t)

||P(yk|xk,Z−T : Zk−1, v
′
−T : v′t)

)}
.

(8.6)

Given Z−T : Zk−1 and the fact that wk−1 is independent of v′−T : v′k, the distribution

of xk is a Gaussian with mean f(xk−1, uk−1) and covariance Σw. On the other hand, using

equations (6.35a) and (6.34) we have

xfk =f(xfk−1 + sk−1, u
a
k−1)− f(x̂ak−1, u

s
k−1)

+ f(x̂ak−1 − sk−1, u
s
k−1) + wk−1

(8.7)

Using Lemma 17, given Z−1
−T ,Z

f
0 : Zf

k−1, v
′
−T : v′t and the fact that s0, X−T and X s

0 are

deterministic, x̂ak−1, sk−1, u
s
k−1 and uak−1 are also deterministic. Therefore, the distribution

of xfk given Z−1
−T ,Z

f
0 : Zf

k−1, v
′
−T : v′t is a Gaussian with mean f(xfk−1 + sk−1, u

a
k−1) −

f(x̂ak−1, u
s
k−1) + f(x̂ak−1 − sk−1, u

s
k−1) and covariance Σw. Using (6.31) and (8.7), it holds

that

xfk − xk =f(xfk−1 + sk−1, u
a
k−1)− f(x̂ak−1, u

s
k−1)

+ f(x̂ak−1 − sk−1, u
s
k−1)− f(xk−1, uk−1),

(8.8)

for all 0 ≤ k ≤ t. Now, according to Lemmas 4, 5, 6 and equation (6.43), for all 0 ≤ k ≤ t

we have

KL
(
Q(xfk |Z−T : Zf

k−1, v
′
−T : v′t)||P(xk|Z−T : Zk−1, v

′
−T : v′t)

)
= E

Q(xf
k ,Z

−1
−T ,Zf

0 :Z
f
k−1,v

′
−T :v′t)

{
(xk − xfk)

TΣ−1
w (xk − xfk)

}

≤ λmax(Σ
−1
w )∥xk − xfk∥

2.

(8.9)

Moreover, given xk, the distribution of yk is a Gaussian with mean h(xk) and covariance

Σv.Using Lemma 17, given xfk ,Z
−1
−T ,Z

f
0 : Zf

k−1, v
′
−T : v′k then yk is Gaussian with mean
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h(xfk)+ σ′k and covariance Σv. Therefore, combining Lemmas 4, 5, 6 and equation (6.43),

for all 0 ≤ k ≤ t we get

KL
(
Q(yc,ak |x

f
k ,Z

−1
−T ,Z

f
0 : Zf

k−1, v
′
−T : v′k)||P(yk|xk)

)
= E

Q(xf
k ,Z

−1
−T ,Zf

0 :Z
f
k−1,v

′
−T :v′k)

{(
h(xfk) + σ′k − h(xk)

)T
× Σ−1

v

(
h(xfk) + σ′t − h(xk)

)}
≤ λmax(Σ

−1
v )

×
(
L2
h∥xk − x

f
k∥

2 + 2L2
hb

′
ζ∥xk − x

f
k∥+ L2

hb
′
ζ
2
)
.

(8.10)

Similar to case 1, we can combine (8.4)-(8.6), (8.10) and (8.9) to get

KL
(
Q(Y −1

−T , Y
a
0 : Y a

t )||P(Y−T : Yt)
)
≤

κ2∥s0∥2

1− λ2
(
λmax(Σ

−1
w ) + L2

hλmax(Σ
−1
v )
)

+
κ∥s0∥
1− λ

(
2γ(0)λmax(Σ

−1
w ) + L2

hλmax(Σ
−1
v )(2γ(0) + b′ζ)

)
+

t∑
k=0

γ2(k)
(
λmax(Σ

−1
w ) + L2

hλmax(Σ
−1
v )
)

+
t∑

k=0

γ(k)
(
2L2

hb
′
ζλmax(Σ

−1
v )
)
+

t∑
k=0

b′ζ
2
L2
hλmax(Σ

−1
v ).

(8.11)

Similar to case 1 , if we denote the right-hand side of the above inequality by bϵ and use

Theorem 12, the system ΣII will be ϵ-stealthy attackable with ϵ =
√
1− e−bϵ .

8.2.1 Discussion on Incremental Stability

As previously discussed, the notions of incremental stability and contraction theory are

well-defined [79–81] and going over their satisfying conditions is beyond the scope of this

thesis. However, to provide some useful intuition, we start with the following example.

Example 5. Consider the system

xt+1 = xt + ax3t + but + wt,
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where a > 0 and w is a Gaussian noise with zero mean and variance σw. Also, consider

the feedback controller

ut = −
a

b
x3t −

1

2b
xt.

With such control input, the closed-loop system becomes

xt+1 = .5xt + wt. (8.12)

The above system is GIES since the difference between any two trajectories of (8.12) with

the same noise w0 : wt−1 and different initial conditions (ξ1 and ξ2), defined as ∆xt =

x(t, ξ1, w)− x(t, ξ2, w), has the dynamics ∆xt+1 = .5∆xt with the nonzero initial condition

∆x0 = ξ1−ξ2. Hence, ∆xt converge exponentially to zero and the closed-loop control system

is exponentially stable.

Now, let us consider

xt+1 = xt + ax3t + dt, (8.13)

with dt = but+wt. The difference between two trajectories with the same input {d0, ..., dt−1}

and different initial condition (ξ′1 and ξ′2) is ∆x′t = x(t, ξ′1, d) − x(t, ξ′2, d). Therefore, the

difference dynamics becomes ∆x′t+1 = ∆x′t + a(x3(t, ξ′1, d) − x3(t, ξ′2, d)). One can use

Lyapunov function method by defining Vt = ∆x′t
2 and verify that

Vt+1 − Vt = ∆x′
2
t+1 −∆x′t

2
= 2a∆x′t

2
(
x2(t, ξ′1, d)

+ x2(t, ξ′2, d) + x(t, ξ′1, d)x(t, ξ
′
2, d)

)
+ a2∆x′t

2×(
x2(t, ξ′1, d) + x2(t, ξ′2, d) + x(t, ξ′1, d)x(t, ξ

′
2, d)

)
.

(8.14)

Since x2(t, ξ′1, d)+x
2(t, ξ′2, d)+x(t, ξ

′
1, d)x(t, ξ

′
2, d) > 0 and V0 > 0, it holds that Vt+1−Vt > 0

for all t ∈ Z≥0; therefore, ∆x
′
t will diverge to infinity, and (8.13) is globally incrementally

unstable.
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[110] Tor Lattimore and Csaba Szepesvári. Bandit algorithms. Cambridge University
Press, 2020.

[111] Sarah Dean, Andrew Taylor, Ryan Cosner, Benjamin Recht, and Aaron Ames. Guar-
anteeing safety of learned perception modules via measurement-robust control barrier
functions. In Conference on Robot Learning, pages 654–670. PMLR, 2021.

[112] Razvan V Florian. Correct equations for the dynamics of the cart-pole system. Center
for Cognitive and Neural Studies (Coneural), Romania, 2007.

[113] David Umsonst, Henrik Sandberg, and Alvaro A Cárdenas. Security analysis of
control system anomaly detectors. In 2017 American Control Conference (ACC),
pages 5500–5506. IEEE, 2017.

[114] Aleix Paris, Brett T Lopez, and Jonathan P How. Dynamic landing of an autonomous
quadrotor on a moving platform in turbulent wind conditions. In 2020 IEEE Inter-
national Conference on Robotics and Automation (ICRA), pages 9577–9583. IEEE,
2020.

[115] Karl Engelbert Wenzel, Andreas Masselli, and Andreas Zell. Automatic take off,
tracking and landing of a miniature uav on a moving carrier vehicle. Journal of
intelligent & robotic systems, 61(1):221–238, 2011.

171



[116] Oualid Araar, Nabil Aouf, and Ivan Vitanov. Vision based autonomous landing
of multirotor uav on moving platform. Journal of Intelligent & Robotic Systems,
85(2):369–384, 2017.

[117] Jie Lin, Yaonan Wang, Zhiqiang Miao, Hang Zhong, and Rafael Fierro. Low-
complexity control for vision-based landing of quadrotor uav on unknown moving
platform. IEEE Transactions on Industrial Informatics, 18(8):5348–5358, 2021.
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