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Abstract
Discrete structures frequently arise in statistics and machine learning as both observed

and latent variables. There is a rich literature on discrete structure modeling for a wide va-

riety of applications, including categorical data analysis, graphical models, and clustering.

However, these fields have multiple well-documented fundamental problems that are not

adequately addressed by existing methods, which result from factors such as model mis-

specification, the curse of dimensionality, interpretability, and sparsity. This dissertation

attempts to address these issues with novel methodology. Chapter 2 details methods to ro-

bustify inferences in Bayesian clustering. This field generally relies on mixture models, with

each component interpreted as a different cluster. Unfortunately, if, for example, Gaussian

kernels are used but the true density of data within a cluster is even slightly non-Gaussian,

then clusters will be broken into multiple Gaussian components. To address this problem,

we develop a Bayesian decision-theoretic clustering method that melds components together

using the posterior of the kernels. In addition, the proposed methodology naturally leads

to uncertainty quantification, can be easily implemented as an add-on to Markov chain

Monte Carlo (MCMC) algorithms for mixtures, and favors a small number of distinct clus-

ters. Chapter 3 presents a theoretical framework for multiview clustering: the problem of

obtaining distinct but statistically dependent clusterings in a common set of entities for

different data types. The complexities of the partition space make standard methods for

modeling dependence, such as correlation, infeasible. In this work, we show how statistically

dependent partitions can be generated by sampling from a Dirichlet process centered on

the product measure of two Dirichlet process distributed random measures. We derive sev-

eral appealing properties of this construction, including a finite approximation, a marginal

Gibbs sampler algorithm, and closed-form expressions for the marginal and joint distribu-

tions of the clusterings. Chapter 4 focuses on the issue of interpretability in applications of

Bayesian clustering to disease subtyping, or the process of deriving subgroups of patients

suffering from the same medical condition. Ideally, subgroups will be used to inform treat-

ment decisions. In this chapter, we propose a prior for Bayesian clustering that explicitly
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models the medical interpretation of each cluster center. This prior favors clusterings that

can be summarized via meaningful feature values, leading to medically significant patient

subgroups. We discuss in detail an application of our methodology to clustering sepsis

patients from Moshi, Tanzania. Finally, Chapter 5 discusses discrete graphical models, i.e.,

when discrete variables are assumed to follow an underlying graph structure. We detail a

Bayesian framework for the case in which the dependence between features is described by

a directed acyclic graph (DAG). For any node in the DAG, the conditional probabilities

associated with its parents are modeled from a hierarchical Dirichlet distribution. This

model allows for the sharing of information between the edges in the DAG. We show that

it results in a reasonable shrinkage estimator for the conditional probabilities, and leads to

an efficient marginal MCMC algorithm and empirical Bayes estimation scheme.
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1. Introduction
Discrete structures are ubiquitous in statistical inference. The development of method-

ology for discrete data dates back to the mid-19th century for contingency table analysis

(Fienberg & Rinaldo, 2007). Later, chi-square tests (Pearson, 1900), maximum likelihood

estimation (Bartlett, 1935), and Bayesian inference (Lindley, 1964) were established for

categorical data, and these frameworks remain widely used in applications (Agresti, 2012).

Concurrent with the development of methods for observed discrete variables were initial

works on latent ones, such as mixture models (Pearson, 1894). Mixture modeling bene�ted

signi�cantly from computational advancements in the late twentieth century and is widely

used in cluster analysis (MacLachlan & Peel, 2000). This time period also saw the for-

mation of Bayes estimation for clustering (Binder, 1978) and the introduction of Bayesian

non-parametrics (Ferguson, 1973). Afterward, further technological improvements acceler-

ated the growth of graphical modeling through Bayesian networks (Pearl, 1985, 1988) and

Markov random �elds (Kindermann & Snell, 1980).

This dissertation proposes methodology for problems in discrete structure modeling,

drawing from the aforementioned �elds of categorical data analysis, clustering, and graphi-

cal models. Although discrete structures are widely applied, existing methods can be brittle

to model misspeci�cation, multiple data sources or types, lack of separation in the data,

and sparsity. Consequently, results can be abstruse or misleading. The methodology in

this dissertation aims to ameliorate these fundamental problems with advances in decision

theory, Bayesian nonparametrics, prior elicitation, and discrete graphical modeling. A com-

mon thread in this dissertation is interpretability of our methods, and we have strived to

make hyperparameters and probabilistic constructions understandable to a broad audience.

In turn, we hope that our contributions can motivate future research activity and increase

the accessibility, generality, and performance of inference methods for discrete structures.

The remainder of this dissertation is organized as follows. The �rst contribution is

discussed in Chapter 2. A key problem in model-based clustering is specifying the within-

cluster distribution. A canonical example is theGaussian mixture model(GMM), in which
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data are assumed to be drawn from a multivariate Gaussian distribution within a given

cluster. In Bayesian implementations of the GMM, the main focus is on inferring the pos-

terior distributions of the parameters and component labels. When the true within-cluster

distributions are non-Gaussian, clustering results from the GMM are overly �ne�each non-

Gaussian cluster is separated into several Gaussian components. This is a major drawback

of using the GMM for clustering; however, the ability of the GMM to accurately estimate

the probability density function (Escobar & West, 1995) suggests that merging the Gaussian

components could improve results for a wide variety of applications. Simultaneously, we

would like to avoid a naive merging approach, as Bayesian clustering estimation has been

established with a rigorous decision theoretic framework (Binder, 1978). Chapter 2 pro-

posesFusing of Localized Densities(FOLD), a clustering method that merges overlapping

Gaussian components and has a fully Bayesian decision theoretic justi�cation. The key idea

of our method is to quantify the loss of co-clustering two objects as the Hellinger distance

(Hellinger, 1909) between their localized densities; we de�ne these to be the mixture com-

ponents that envelop each object. We show favorable properties of our loss function from a

decision theoretic perspective, then show consistency of FOLD to an optimal clustering pro-

cedure. The robustness of our methodology is demonstrated in simulation studies in which

the true within-clustering distribution is misspeci�ed. Finally, we illustrate the advantages

of FOLD in an application to single-cell RNA sequencing (sc-RNAseq), where separate

batching makes learning the true cell type structure challenging for standard algorithms.

Chapter 3 details an inferential framework for multiview clustering: the problem of

inferring separate clusterings for the same set of objects using di�erent input features.

These separate groups of input features are calledviews, as they re�ect di�erent perspec-

tives on the same sample. For example, an observational study may measure both clinical

and multi-omics information on a single cohort. Since these clusterings are de�ned on

the same objects, one would expect them to exhibit some sense of statistical dependence.

However, clusterings are random partitions of the data and the complexities of this space

make de�ning dependent clusterings di�cult. We propose the Product Centered Dirichlet
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Process (PCDP), a Bayesian nonparametric method that generates dependent partitions.

The PCDP is de�ned as a Dirichlet process (DP) (Ferguson, 1973) whose base measure

is the product of two independent DP distributed marginals; this implies the marginal

distributions of the PCDP are hierarchical Dirichlet processes (Y. Teh et al., 2006). The

induced distribution on a pair of partitions is termed Clustering with Independence Cen-

tering (CLIC), and is characterized by the following identity: the prior expectation of the

Rand index (Rand, 1971) is a weighted average of the expected Rand index between two

independent DP partitions and 1, the maximum value of the Rand index. The weights in

this average are trivial functions of a single concentration parameter, making the speci�ca-

tion of our model highly interpretable. We prove several properties of the PCDP and CLIC:

including a Pólya urn scheme, a �nite approximation, a closed form expression for the prob-

ability mass function of two partitions, and a Gibbs sampler for posterior inference. The

performance of our methodology is evaluated using (a) simulations that vary the number

of views and the dimension, and (b) an application to subgroup analysis in epidemiology.

In Chapter 4, we discuss an application of clustering todisease subtyping, in which

clinicians are interested in deriving patient subgroups using an observational study. A

major concern in this �eld is the interpretability of the subgroups. Ideally, subgroups

should have clinically actionable characteristics, since the downstream goal of such analyses

is to use subgroups to inform treatment; see DeMerle et al., 2021 for a background of this

�eld. The speci�c application we focus on is the study Investigating Febrile Deaths in

Tanzania (INDITe) (Snavely et al., 2018), and our aim is to derive sepsis subgroups from

this cohort. In order to imbue intrepretability in the subgroups, we introduce a novel prior

distribution for the parameters of a GMM. That is, we model the prior distribution of

the cluster means (or centers) as a GMM over meaningful regions (MRs), or cut-o�s of

each variable that have a concrete connotation. For example, these may be intervals that

denote diminished (D), neutral (N), and elevated (E) values of a given feature. We refer

to the resulting Bayesian procedure asClustering Around Meaningful Regions(CLAMR),

and we are able to specify default hyperparameters for our prior by examining the tails of
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the Gaussian components. In addition to being an interpretable informative prior, CLAMR

induces a variable selection procedure to determine characteristics that distinguish clusters

through Bayes factors (BF) (Kass & Raftery, 1995), as well as a way to make probabilistic

statements about the de�ning characteristics of each cluster. A Markov chain Monte Carlo

(MCMC) algorithm for the method involves a minor addition to standard algorithms for

inference in a GMM. CLAMR performs excellently on simulated data, particularly when

the GMM likelihood is misspeci�ed. After applying CLAMR to the INDITe data, we �nd

that markers related to organ dysfunction distinguish clusters, and the resulting subgroups

are de�ned by age, liver and renal dysfunction, and HIV status.

We present the �nal contribution in Chapter 5. Graphical modelsare a way to describe

the dependence structure between a set of random variables. Bayesian networks (Pearl,

1985, 1988) use a directed acyclic graph (DAG) to encode conditional independencies in a

sequence of variables, where each variable is associated with a unique node. Conditional

on the previous variables in the sequence, a feature only depends on variables contained

in its parent set, i.e., the nodes connected to the feature by a single edge. For categorical

data, the DAG implies a factorization of the joint cell probabilities, and Bayesian inference

can be attained by using the hyper Dirichlet prior (Dawid & Lauritzen, 1993). However,

contingency table sparsity frequently arises in categorical data analysis, due to a large num-

ber of categories and/or high dimension. Sparse regimes typically bene�t from information

sharing, as in hierarchical models, which are generally applied to grouped data (Gelman

et al., 2013). We propose the Hierarchical Directed Dirichlet Network (HiDDeN), a method

for inferring conditional probabilities in discrete Bayesian networks. The conditional prob-

ability of a feature given its parents is modeled as a hierarchical Dirichlet distribution that

shrinks across the categories of the parent set (Azzimonti et al., 2019; Y. Teh et al., 2006).

That is, the expected value of the conditional probabilities for all parent categories are

equal to a node-speci�c latent probability measure. Shrinkage towards the latent measure

is controlled by a concentration parameter. When the DAG is known, we describe a Gibbs

sampler for estimating the joint probabilities and prediction. For unknown DAGs, we de-
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rive the marginal likelihood of our approach and provide an algorithm for empirical Bayes

estimation, which we use to de�ne a novel DAG scoring objective function.

All of the contributions in this dissertation were funded by the Sepsis Characterization

in Kilimanjaro (SICK) study 1, which seeks to de�ne sepsis subtypes in sub-Saharan Africa.

Alexander Dombowsky was supported by the Myra and William Waldo Boone Fellowship

for Canadian Graduate Students during the 2023-2024 and 2024-2025 academic years. Each

chapter is co-authored with David B. Dunson; Chapter 4 also has Deng B. Madut, Matthew

P. Rubach, and Amy H. Herring as co-authors. The numerical results for all chapters were

obtained using the R programming language. The FOLD method from Chapter 2 can be

implemented using thefoldcluster package. Code to compute the results in Chapter 3

and the simulation studies in Chapter 4 can be accessed at github.com/adombowsky. The

proofs and additional technical details are detailed in Appendices A, B, C, and D.

1 SICK is funded by the National Institutes of Health (NIH) grant R01AI155733.
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2. Bayesian clustering via fusing of localized densities
2.1 Introduction

Clustering data into groups of relatively similar observations is a canonical task in ex-

ploratory data analysis. Algorithmic clustering methods, such as k-means, k-medoids, and

hierarchical clustering, rely on dissimilarity metrics, an approach which is often heuristic

but may perform well in practice; see Hastie et al., 2009, Jain, 2010, and Kiselev et al.,

2019 for an overview. In comparison, model-based clustering methods utilize mixtures of

probability kernels to cluster data, ordinarily by inferring the component labels (Fraley &

Raftery, 2002). Choices of kernel depend on the type of data being considered, with the

Gaussian mixture model (GMM) particularly popular for continuous data. A conceptual

advantage of model-based methods is the ability to express uncertainty in clustering. For

example, the expectation-maximization (EM) algorithm uses maximum likelihood estimates

of the component-speci�c parameters and weights to calculate each observations' posterior

component allocation probabilities, which are interpreted as a measure of clustering un-

certainty (Bensmail et al., 1997). As estimation of the weights and component-speci�c

parameters is crucial for model-based clustering, there is a rich literature on quantifying

rates of convergence for various mixture models, which is usually expressed in terms of the

mixing measure (see Guha et al., 2021 and references therein).

Bayesian mixture models have received increased attention as a clustering method in

recent years. The Bayesian framework can account for uncertainty in the number of compo-

nents and incorporate prior information on the component-speci�c parameters, with Markov

chain Monte Carlo (MCMC) algorithms employed to generate posterior samples for the

mixture weights, kernel parameters, and component labels for each data point. Based on

posterior samples of the component labels, one can obtain Monte Carlo approximations

to Bayes clustering estimators. Forp-dimensional data X = ( X1, . . . ,Xn), a Bayes esti-

mator c� is the minimizer of an expected loss function conditional onX over all possible

clusterings c = ( c1, . . . ,cn). There are several popular choices of loss, including Binder's

(Binder, 1978) and the Variation of Information (VI) (Meil , 2007), which are distance
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FIGURE 2.1: A Bayesian GMM with 10 components and Dirichlet prior concentration
parameter equal to 1/10 is �t to data generated from a mixture of skew Gaussian distri-
butions.

metrics over the space of partitions and favor clusterings that are similar to the component

labels. Further details on set partitions and their role in Bayesian clustering can be found

in Meil , 2007, Wade and Ghahramani, 2018, and Paganin et al., 2021. Several measures

of uncertainty in clustering with Bayesian mixtures exist, including the posterior similarity

matrix and credible balls of partitions (Wade & Ghahramani, 2018).

However, model-based clustering approaches, including Bayesian implementations, can

be brittle in applications due to unavoidable impacts of model misspeci�cation. While the

data are assumed to come from a modelX i � f =
° K

k= 1 akg(�; q̃k), in reality, data are

generated via a true processf 0, which may or may not be in the support of the prior for

f . A speci�c example is kernel misspeci�cation, which occurs whenf 0 is in fact a mixture

model whose components are not contained in the kernel family mixed over by the �tted

model. Mixtures will often induce over-clustering in this setting by approximating a single

component in f 0 with many components from f . An example of this phenomena is shown in

Figure 2.1, where a10 component Bayesian GMM is �t to data generated from a mixture of

bivariate skew Gaussian distributions. Despite using a concentration parameter of1/10 in

the symmetric Dirichlet prior to induce a small number of clusters (Rousseau & Mengersen,
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2011), the GMM allocates the data into10 poorly de�ned groups. A group of observations

in the bottom third of the sample space is split into two, while several observations are

placed into their own groups despite being near dense collections of data.

Several approaches have been proposed to address the issue of over-clustering due to

kernel misspeci�cation. A natural solution is to de�ne a �exible class of kernels, exem-

pli�ed by the mixtures in Karlis and Santourian, 2009, O'Hagan et al., 2016, and Dang

et al., 2023. To increase �exibility further, Rodríguez and Walker, 2014 propose a mix-

ture of nonparametric unimodal kernels. Similarly, Bartolucci, 2005, J. Li, 2005, Di Zio

et al., 2007, and Malsiner-Walli et al., 2017 use carefully chosen mixtures of Gaussians to

characterize the data within each cluster. However, there is an unfortunate pitfall with the

general strategy of using �exible families of kernels. In particular, as the �exibility of the

kernel increases, identi�ability and optimal estimation rates for inferring the mixing mea-

sure tend to weaken, especially when the true number of mixture components is unknown

(Heinrich & Kahn, 2018; Ho & Nguyen, 2016a; Nguyen, 2013). Even the transition from

location Gaussian kernels with known covariance to location-scale Gaussian kernels can

have substantial consequences on the convergence rate of the component means (Manole &

Ho, 2022). Such problems motivated Ho et al., 2020 to propose an alternative estimator of

the mixing measure that is more robust than maximum likelihood and Bayesian approaches

and can achieve optimal convergence rates.

Alternatively, one can develop generalized Bayesian methods of clustering that avoid

de�ning a fully generative probabilistic model for the data. For example, Duan and Dunson,

2021 propose to conduct model-based clustering based on a pairwise distance matrix instead

of the data directly to reduce sensitivity to kernel misspeci�cation. Rigon et al., 2023

instead de�ne a Gibbs posterior for clustering, incorporating a clustering loss function in

place of a likelihood function, completely bypassing modeling of the data. An alternative

that maintains a fully generative model while robustifying inferences to misspeci�cation is

to use a coarsened posterior (Gorsky et al., 2024; Miller & Dunson, 2019). This coarsening

approach often has good practical performance in reducing over-clustering due to kernel
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misspeci�cation.

Unfortunately, these approaches for accommodating kernel misspeci�cation have various

drawbacks. Along with slower convergence rates, �exible kernels typically require a large

number of parameters, worsening the already burdensome computational cost of Bayesian

clustering. The generalized Bayes approaches can perform well in certain settings. How-

ever, both Gibbs posteriors and coarsened posteriors are highly sensitive to key tuning

parameters, which can be di�cult to choose objectively in practice.

A key theoretical advance is given in Aragam et al., 2020, which attempts to solve

the problem of clustering based on a mixture model by merging components in a Gaussian

mixture. They rely on a two-stage procedure that lacks partition uncertainty quanti�cation

and assumes that the true number of kernels is known. However, the approach of viewing

clusters as arising from merging closely overlapping kernels is promising. Related merging

ideas have been implemented in both frequentist and Bayesian approaches in a variety of

settings, and several algorithms exist for deciding how and when to combine components

together (Baudry et al., 2010; Chan et al., 2008; Guha et al., 2021; Hennig, 2010; Manole

& Khalili, 2021; Melnykov, 2016).

In this chapter, we propose a novel decision theoretic method for Bayesian clustering that

mitigates the e�ects of model misspeci�cation. Suppose we model the data with a Bayesian

mixture model, with K components, component labelss = ( s1, . . . ,sn), component-speci�c

atoms q̃1, . . . ,q̃K, and kernels g(�; q̃1), . . . ,g(�; q̃K). Rather than focusing on s, we com-

pute clusters with the localized densitiest g(�; qi )u
n
i= 1, de�ned by qi = q̃si . We de�ne a

loss function for any clustering pc that favors allocating i and j to the same cluster when

the statistical distance betweeng(�; qi ) and g(�; qj ) is small, encouraging grouping obser-

vations with overlapping component kernels. We cluster the data with a Bayes estimator,

interpreted as a Fusing of Localized Densities (FOLD). Our method has a fully decision

theoretic justi�cation, leads to interpretable uncertainty quanti�cation, and can be readily

implemented using the output of existing MCMC algorithms for mixtures.

Though previous methods have utilized merging kernels to account for kernel misspeci-
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�cation, to our knowledge none have a formal Bayesian decision theoretic justi�cation. Al-

though FOLD requires combinatorial optimization when obtaining the point estimate, we

suggest two reasonable approximations: one in which we reduce the optimization space to a

smaller set of candidate clusterings, and another in which we use existing greedy algorithms

to compute a locally-optimal solution. We also provide concrete theoretical guarantees for

our procedure, including the result that as the sample size grows, the clustering point esti-

mate converges to an oracle clustering rule. In addition, we list intuitive examples of oracle

rules and empirically validate our asymptotic theory using a simple example.

In Section 2.2, we explain our clustering method from a Bayesian decision theoretic

perspective, provide a framework for uncertainty quanti�cation, and demonstrate how to

implement FOLD in practice. In Section 2.3, we show asymptotic concentration of FOLD for

misspeci�ed and well-speci�ed regimes. We apply FOLD to a cell line data set in Section

2.4, showing excellent performance. Finally, we provide concluding remarks and some

extensions in Section 2.5. The Supplementary Material contains additional simulations and

real-data examples, as well as proofs for all theoretical results.

2.2 Clustering with Localized Densities
2.2.1 Notation and Setup

Let X0
i = ( X0

i1, . . . ,X0
ip) PR p be multivariate observations, collected into a matrixX 0 =

(X0
1, . . . ,X0

n). Assume that X0
1, . . . ,X0

n are random and generated from an unknown mixture

model: X0
i � f 0, where f 0 =

° M 0

m= 1 a0
mg0

m(�), a0
m ¡ 0 for m = 1, . . . ,M 0,

° M 0

m= 1 a0
m = 1, and

M 0   8 . Since f 0 is a mixture, the data-generating process can be equivalently stated

with the addition of latent variables s0
i P

 
1, . . . ,M 0

(
, so that

�
X0

i | s0
i = m

�
� g0

m(�) for all

i = 1, . . . ,n. P0 refers to probability and convergence statements with respect to the true

data generating process, withP0(A) =
³

A f 0(x)dx for any set A.

Throughout this article, we will focus on the setting in which X 0 is modeled with a

mixture. Let X i = ( X i1, . . . ,X ip) P R p, where X = ( X1, . . . ,Xn). A Bayesian mixture
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model assumes thatX are generated via

P � p P, qi | P � P, X i | qi � g(X i ; qi ); (2.1)

for all i = 1, . . . ,n. Here, P is a probability distribution over a parameter space Q and

known as themixing measure, whereasG = t g(�; q) : q P Qu denotes a family of probability

densities with support on R p. We will impose more conditions on bothQ and G when we

develop our theoretical results in Section 2.3.p P is the prior distribution for the mixing

measure with support L , and examples of such priors are implemented in Bayesian �nite

mixture models, mixtures of �nite mixtures (MFMs) (Miller & Harrison, 2018), Dirichlet

process mixtures (DPMs) (Antoniak, 1974; Ferguson, 1973), and Pitman-Yor process mix-

tures (Ishwaran & James, 2001, 2003). Generally, realizations fromp P are almost-surely

discrete (e.g., as in Sethuraman, 1994) and can be represented asP =
° K

k= 1 akdq̃k
, where

1 ¤ K ¤ 8 , q̃k P Q, 0   ak   1, and
° K

k= 1 ak = 1. Hence, samplingqi from (2.1) re-

sults in ties amongst theatoms � = ( q1, . . . ,qn), which are represented by unique values

˜� = ( q̃1, . . . ,q̃Kn ) for some1 ¤ Kn ¤ n. From these ties we can construct a latent partition

S = ( S1, . . . ,SKn ) of the integers[n] = t 1, . . . ,nu, whereSk =
 
i P [n] : qi = q̃k

(
. The latent

partition may also be represented with labelss = ( s1, . . . ,sn), where si = k ðñ i P Sk.

We will assume that the prior for ˜� is non-atomic, so the allocation of two observations to

the same component is equivalent to equality in their atoms, i.e.si = sj ðñ qi = qj .

Ultimately, our goal is to cluster the data X 0 using the mixture model outlined in

(2.1). The typical approach is to infer the conditional distribution of S after observing the

data. More formally, by assuming that P � p P, we have induced a prior distribution for

S, P (S). We then cluster the data by inferring P (S | X = X 0), which we will refer to

for the remainder of this article as P (S | X 0). To construct a point estimate of S, we

minimize the posterior expectation of a clustering loss function that favors similarity to

S. The decision theoretic approach to Bayesian clustering was �rst proposed in Binder,

1978, and was advocated for more recently in Wade and Ghahramani, 2018 and Dahl et al.,

2022. However, Bayesian methods can lead to homogenous, tiny, and often uninterpretable
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clusters in practice. These issues often arise in the presence of kernel misspeci�cation.

Even well-separated true clusters inX 0 will be broken into multiple components from G

under a minor degree of kernel misspeci�cation. To address this issue, we propose a loss

function focused on simplifying the over�tted kernels via merging rather than estimating

the component labels.

2.2.2 Decision Theory Formulation

We aim to estimate a clustering pC =
!

Ĉ1, . . . ,ĈK̂n

)
of X 0, or labels pc = ( ĉ1, . . . ,ĉn),

based on merging components from the joint posterior that have similar kernelsg(�; q̃k). The

motivation here is to remedy the cluster splitting that occurs in using multiple parametric

kernels g(�; q̃k) to represent each �true" kernel g0
m(�). We de�ne the localized density of

observation i to be g(�; qi ), a random probability density that takes values g(x; qi ) for

all x P R p, where qi is the atom of observation i as de�ned in (2.1). Observe that the

localized density is the distribution for X i under the �tted mixture model given qi , i.e.

(X i | qi = q̃k) � g(�; q̃k). Prior variation in the localized densities is modeled by sampling

P � p P, and then samplingqi � P, for i = 1, . . . ,n.

FIGURE 2.2: A Bayesian location Gaussian mixture is �t to a version of the moonsdata set.
The localized densities are inferred, then merged together to recover the crescents.

To counteract cluster splitting, we de�ne the loss of assigning two observations into the

same or di�erent clusters as a function of the statistical distance between their localized

densities. Figure 2.2 shows the behavior of the posterior distributions of the localized

densities when the modelf (x) =
° 30

k= 1 akN2(x; q̃k, 0.02I ) is �t to a version of the moons

data. The red points plot EP (qi | X 0) for each i = 1, . . . ,n, with gray circles representing
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the 95%high density regions of aN2(EP (qi | X 0), 0.02I ) distribution. The crescent clusters

are split into multiple overlapping Gaussian kernels, but are recovered by fusing these kernels

together.

We de�ne the loss of any clusteringpc resulting from the model in (2.1) to be

L (pc, � ) =
¸

i   j

!
1ĉi = ĉj D i j + w1ĉi � ĉj

�
1 � D i j

� )
, (2.2)

where w ¡ 0, D i j = d
 

g(�; qi ), g(�; qj )
(
, and d is any distance between probability dis-

tributions assumed to be bounded in the unit interval, i.e. 0 ¤ d t P(�), Q(�)u ¤ 1 for

all measures P and Q, and with the property that d t P(�), Q(�)u = 1 if and only if

supp(P) X supp(Q) = H . A key example is whend is chosen to be the Hellinger dis-

tance, but this need not be the case in general. Observe thatL (pc, � ) is non-negative for

any pc. The loss of assigningĉi = ĉj is D i j . If si = sj , then qi = qj and hence there is no

loss incurred. Whensi � sj , then qi � qj but the loss will remain small when the kernels

g(�; qi ), g(�; qj ) are similar underd. Conversely, allocatingi and j to di�erent clusters results

in a loss ofw(1 � D i j ). If D i j = 1, i.e. if the supports of g(�; qi ) and g(�; qj ) are disjoint,

then setting ĉi � ĉj accumulates zero loss. Otherwise, the loss depends on the separation

in d between the localized densities and the loss parameterw.

Our loss L (pc, � ) is invariant to permutations of the data indices and of the labels in

either pc or s, which is desirable for clustering losses (Binder, 1978). In addition,L (pc, � ) is

a continuous relaxation of Binder's loss function (Binder, 1978; Lau & Green, 2007),

L B(pc, s) =
¸

i   j

!
1ĉi = ĉj 1si � sj + w1ĉi � ĉj 1si = sj

)
. (2.3)

A key property of Binder's loss is that it is a quasimetric over the space of partitions (Dahl

et al., 2022; Wade & Ghahramani, 2018).L (pc, � ) is not a quasimetric, but instead aims

to mitigate the problem of cluster splitting arising under kernel misspeci�cation. Note the

di�erence in notation in the arguments of (2.3) and (2.2): we omit s from the notion for

L (pc, � ) to re�ect that we will incorporate information from the atoms in clustering X 0, not
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just the latent partition. However, we can also state (2.3) in terms of � by recalling that

si = sj ðñ qi = qj . One can show thatL (pc, � ) can be rewritten as the sum ofL B(pc, s)

and a remainder term B(pc, ˜� ) that depends on the unique values˜� , and that L (s, � ) = 0

only when the components of f are completely separated underd. The closed form of

the remainder B(pc, ˜� ) is given in the Supplement, and is interpreted as an added cost to

Binder's loss that encourages merging components.

Proposition 1. L (pc, � ) = L B(pc, s) + B(pc, ˜� ), whereB(s, ˜� ) = 0 if and only if

dt g(�; q̃k), g(�; q̃k1)u = 1 for all component pairs k� k1 = 1, . . . ,K.

The parameterw calibrates separation of the clusters. For example, suppose we compare

the clustering pc1, which includes clusters Ĉh and Ĉh1, with the clustering pc2, which is

equivalent to pc1 but now contains the merged clusterĈh Y Ĉh1. The di�erence in their

losses isL (pc1, � ) � L (pc2, � ) = w
°

iPĈh,jPĈh1

�
1 � D i j

�
�

°
iPĈh,jPĈh1

D i j . The loss ofpc2 is less

than that of pc1 when

1

|Ĉh||Ĉh1|

¸

iPĈh,jPĈh1

D i j   g :=
w

1 + w
. (2.4)

This implies that large values of w promote fusing clusters, while smaller values lead to

more clusters having less between-cluster heterogeneity. Whenpc1 = s, it is clear that

a smaller loss can be attained by merging components with average pairwise statistical

distance less thang. Trivial clusterings are favored when w is taken to its lower and

upper limits, similar to both Binder's loss and the VI loss (Dahl et al., 2022; Wade &

Ghahramani, 2018). Asw Ñ 0, our loss is minimized by placing each observation in its

own cluster, and, asw Ñ 8 , all observations are placed in a single cluster. Binder's loss

exhibits a similar interpretation, and one can show that, under the same settings outlined

above, L B(pc2, s)   L B(pc1, s) when |Ĉh|� 1|Ĉh1|� 1 °
iPĈh,jPĈh1

1si � sj = |Ĉh|� 1|Ĉh1|� 1mhh1   g,

wheremhh1 counts the number of pairs across clustersh and h1 that are allocated to di�erent

mixture components. However, the loss is always minimized whenpc = s.

The risk of any clustering pc is the posterior expectation of its loss, which integrates over
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the uncertainty in � after observing the data;

R (pc) = EP
 
L (pc, � ) | X 0(

=
¸

i   j

!
1ĉi = ĉj Di j + w1ĉi � ĉj

�
1 � Di j

� )
, (2.5)

whereDi j = EP (D i j | X 0) is the posterior expected distance between the localized densities

g(�; qi ) and g(�; qj ) for observations i and j, respectively. The point estimator of the clus-

tering of X 0 is given by a Bayes estimator, denotedcFOLD , which is the minimizer of (2.5)

over the space of all possible cluster allocations, i.e.cFOLD = argmin
pc

R (pc). The expected

statistical distance terms in the risk (2.5) exhibit several bounded and metric properties.

Proposition 2. Let D = ( Di j ) i ,j , whereDi j = EP (D i j | X 0). ThenD satis�es the following with

P0-probability equal to1 for all i, j, l = 1, . . . ,n: (a) 0 ¤ Di j ¤ 1; (b) Dii = 0, Dji = Di j , and

Dil ¤ Di j + Djl ; and (c)Di j ¤ P (si � sj | X 0).

Properties (a) and (b) follow naturally from the assumptions we have made regarding

the statistical distance d. To show (c), recall that, conditional on P =
° K

k= 1 akdq̃k
, variation

in qi and qj is explained by sampling fromP in (2.1). This implies that EP (D i j | X 0, P) =
°

k� k1 d
 

g(�; q̃k), g(�; q̃k1)
(

P (si = k, sj = k1 | X 0, P). Since 0 ¤ d(�, �) ¤ 1, we have that

EP (D i j | X 0, P) ¤
°

k� k1 P (si = k, sj = k1 | X 0, P) = P (si � sj | X 0, P). Taking the

expectation with respect to the posterior of P on both sides of the inequality results in

(c). Properties (a) and (b) imply that R (pc) is non-negative for any clustering and that

the sum in (2.5) may be taken over the indicesi   j. Property (c) states that FOLD

will generally favor a fewer number of clusters than Binder's loss. One can show that

Binder's loss prefers assigningi and j to the same cluster whenP (si � sj | X 0)   g. If

Di j   g   P (si � sj | X 0), FOLD will disagree with Binder's loss, with FOLD preferring

to merge i and j into the same cluster, implying that cFOLD is often more coarse then

cB = argmin
pc

EP
 
L B(pc, s) | X 0

(
.

Recently, the Variation of Information (VI) (Meil , 2007) has attracted attention in

the literature for use as a clustering loss function (De Iorio et al., 2023; Denti et al., 2023;
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Wade & Ghahramani, 2018), and we compare FOLD to the VI from a methodological

point of view in the Supplement. The VI is primarily motivated from an information

theoretic perspective, but it, like Binder's loss, is a metric on the partition space (Dahl

et al., 2022; Meil , 2007) and encourages similarity to the component labels when used in

Bayesian clustering. While the VI has been observed to yield fewer clusters than Binder's

loss empirically on synthetic and real data (Wade & Ghahramani, 2018), we show in a

simulation study in the Supplementary and an application in Section 2.4 thatcVI is still

vulnerable to the over-clustering problem, albeit usually to a lesser degree thancB, whereas

cFOLD is more robust.

2.2.3 Uncertainty Quanti�cation

In applications of Bayesian clustering to real data, we often �nd that there is substantial

uncertainty in the component labels a posteriori. To avoid overstating the signi�cance of

cFOLD , it is thus important to express this uncertainty in a clear and interpretable manner.

We focus on the clustering that minimizes (2.2), i.e.c� = argmin
pc

L (pc, � ). Observe that c�

depends onw and may not be equal tos. To see this, we recall (2.4), which shows that

we can acquire a clustering with loss smaller thans by merging any two components with

statistical distance below g. Thus, we formulate our measures of uncertainty with respect

to the FOLD posterior P (c� | X 0), instead of P (s | X 0).

Accordingly, we adapt the notion of a credible ball for Bayesian clustering estimators

(Wade & Ghahramani, 2018) to our procedure. The 95% credible ball aroundcFOLD is de-

�ned as B(cFOLD) = t c : D (cFOLD , c) ¤ eFOLDu, whereeFOLD ¥ 0 is the smallest radius such

that P
 
D (cFOLD , c� ) ¤ eFOLD | X 0

(
¥ 0.95. We interpret B(cFOLD) as a neighborhood of

clusterings centered atcFOLD with posterior probability mass of at least 0.95. Larger eFOLD

means that the FOLD posterior distributes its mass across a larger set aroundcFOLD , im-

plying that we are more uncertain about the cluster allocations of the point estimator. In

practice, we characterize the credible ball with bounds that give a sense of the clusterings

contained within it (Wade & Ghahramani, 2018), much like we would for an interval on the
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real line. The horizontal bounds of the credible ball consist of the clusteringsc P B(cFOLD)

for which D (�, cFOLD) attains its maximum value. We can also impose further restrictions

on our bounds, such as requiring that they contain the minimum or maximum number of

clusters overB(cFOLD) while also maximizingD (�, cFOLD) amongst groupings with the same

number of clusters, giving rise to the notions of vertical upper and vertical lower bounds,

respectively. Alternatively, one can display the posterior similarity matrix (PSM) for c� ,

PFOLD = ( P
 
ci � = cj� | X 0

(
) i ,j , as a heatmap, with the entries ordered bycFOLD , as is

common practice for both Binder's loss and the VI.

2.2.4 Implementation with MCMC Output

Our methodology relies on Markov chain Monte Carlo (MCMC) samples fromP (� |

X 0), which are used to estimate pairwise distances between the localized densities,Di j �

(1/ T)
° T

t= 1 D (t)
i j , where D (t)

i j = d
!

g(�; q(t)
i ), g(�; q(t)

j )
)

, and q(t)
i , q(t)

j can be computed di-

rectly from samples of the componentss(t) and unique values ˜� (t) via q(t)
i = q̃(t)

k ðñ

s(t)
i = k. When d is chosen to be the Hellinger distance, many families of kernels, such

as the Gaussian family, admit a closed form ofD i j . The label-switching problem, which

results from the inherent non-identi�ability of mixture models with any permutation of the

labels yielding the same likelihood (Redner & Walker, 1984), has no impact on FOLD, as

Di j is invariant to labeling. FOLD can be easily applied to virtually any mixture model for

which samples fromP (� | X 0) can be obtained and pairwise statistical distances can be

estimated.

In practice, the minimization of (2.5)must be approximated due to the enormous size of

the partition space for even modestn. We discuss two methods for obtaining an approximate

minimizer. The �rst is to simply reduce the set of partitions over which we minimize

by only considering a tree of clusterings produced by hierarchical clustering onD. We

suggest generating candidates using average linkage due to the appearance of the average

linkage dissimilarity metric as a criterion for merging clusters in(2.4). Figure 2.3 displays

candidate clusterings of themoonsdata resulting from average linkage clustering onD.
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