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Abstract

Advances in medical technology and data-collection methods have led to an explosion
in complicated biomedical data sets over the past few decades. As scientists’ ability to
measure more and more variables grows, so do the challenges in subsequent statistical anal-
ysis. Data are often high-dimensional, with high correlations both among related variables
and over space and time. As a result, public health questions that are simple to ask can
sometimes be quite difficult to answer with data. To address some of these challenges, this
dissertation develops several novel Bayesian modeling approaches to generate interpretable
scientific insights. Throughout, these approaches infer and make use of low-dimensional
latent structure in complex data to facilitate inferences in challenging settings. In Chapter
2, we propose a low-rank longitudinal factor regression (LowFR) model for determining
the associations between a longitudinally measured mixture of chemical exposures and a
subsequent health outcome. LowFR handles high correlations over both related chemicals
and repeated measurements by flexibly reducing dimensionality through a novel factor re-
gression approach. After motivating and describing the model, we apply it to analyzing
data from the ELEMENT study, finding that diethyl and dibutyl phthalate metabolite
levels in trimesters 1 and 2 of pregnancy are associated with altered glucose metabolism
in adolescence. In Chapter 3, we develop a Bayesian hierarchical model for better under-
standing severity of obstructive sleep apnea (OSA) by quantifying patient heterogeneity in
sleep stage dynamics, rates of OSA events, and critically, in the effect of a patient’s OSA
events on their subsequent sleep dynamics. Our model produces a vector of interpretable
patient-level random effects, which can be summarized and related to clinical outcomes.
We develop a novel approach for estimating Bayes-optimal clusters of patients based on
these random effects, and show an association of these clusters with cognitive performance
in the APPLES study that is missed by simpler analysis approaches. In Chapter 4, we
propose a targeted empirical Bayes approach for modified estimation of joint latent factor
models when the ultimate goal is regression. We show that estimating the residual variance

in the response model separately from the rest of the parameters can lead to substantial im-
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provements in predictive performance. In each chapter, we demonstrate the advantages of
our approach over competitors through both simulations and analysis of real public health

data.
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1. Introduction

Modern scienti ¢ studies of human health and well-being often collect massive amounts
of complex data. The resulting data sets represent opportunities for societal bene t, but
also present substantial challenges for researchers interested in analyzing them. Standard
o -the-shelf statistical approaches often break down when confronted with data sets that
are high-dimensional, highly-correlated among variables and over space and time, and that
are collected in the service of answering multifaceted scienti ¢ questions in a particular
context. These challenges represent two key opportunities for the statistical community
on one hand, to develop more sophisticated general methodology that can be widely applied
to analyze challenging biomedical data, and on the other, to become involved in investi-
gating particular scienti ¢ problems, designing approaches that are tailored to a specic
setting. In this dissertation, we propose advances on both of these fronts, focusing on the
Bayesian paradigm due to its exibility in handling complex dependence structures, reduc-
ing dimensionality, and producing coherent and interpretable uncertainty quanti cation. A
unifying theme throughout is the development of modeling approaches that exibly infer
low-dimensional latent structure in complex data.

In Chapter 2, we consider the problem of assessing possible health e ects of longitudinal
prenatal exposure to environmental chemicals. Developmental epidemiology commonly
focuses on assessing the association between multiple early life exposures and childhood
health. Statistical analyses of data from such studies focus on inferring the contributions of
individual exposures, while also characterizing time-varying and interacting e ects. Such
inferences are made more challenging by correlations among exposures, nonlinearity, and
the curse of dimensionality. Motivated by studying the e ects of prenatal bisphenol A
(BPA) and phthalate exposures on glucose metabolism in adolescence using data from the
ELEMENT study, we propose a low-rank longitudinal factor regression (LowFR) model

for tractable inference on exible longitudinal exposure e ects. LowFR handles highly-



correlated exposures using a Bayesian dynamic factor model, which is t jointly with a
health outcome via a novel factor regression approach. The model collapses on simpler and
intuitive submodels when appropriate, while expanding to allow considerable exibility in
time-varying and interaction e ects when supported by the data. After demonstrating
LowFR's e ectiveness in simulations, we use it to analyze data from the ELEMENT study.

In Chapter 3, we turn to the problem of quantifying heterogeneity in the expression
and severity of obstructive sleep apnea (OSA). OSA is a breathing disorder during sleep
that a ects millions of people worldwide. The diagnosis of OSA often occurs through an
overnight polysomnogram (PSG) sleep study that generates a massive amount of physio-
logical data. However, despite evidence of substantial heterogeneity in the expression and
symptoms of OSA, diagnosis and scienti ¢ analysis of severity typically focus on a single
summary statistic, the Apnea-Hypopnea Index (AHI). To address the limitations inherent
in such analyses, we propose a hierarchical Bayesian modeling approach to analyze PSG
data. Our approach produces an interpretable vector of random e ect parameters for each
patient that govern sleep-stage dynamics, rates of OSA events, and impacts of OSA events
on subsequent sleep-stage dynamics. We propose a novel approach for using these random
e ects to produce a Bayes optimal clustering of patients under K-means loss. We use the
proposed approach to analyze data from the APPLES study.

In Chapter 4, we consider a limitation of using joint factor models for linear regres-
sion. Joint Bayesian factor models are popular for characterizing relationships between
multivariate correlated predictors and a response variable. Standard models assume that
all variables, including both the predictors and the response, are conditionally independent
given latent factors. In marginalizing out these factors, one obtains a low rank plus diago-
nal factorization for the joint covariance, which implies a linear regression for the response
given the predictors. Although there are many desirable properties of such models, these
methods can struggle to identify the signal when the response is not dependent on the
dominant principal components in the predictors. To address this problem, we propose

estimating the residual variance in the response model with an empirical Bayes procedure

2



that targets predictive performance of the response given the predictors. We illustrate that
this can lead to substantial improvements in simulation performance. We are particularly
motivated by studies assessing the health e ects of environmental exposures and provide
an illustrative application to NHANES data.

All'work contributing to this dissertation was funded in part by NIH grant RO1IES035625,
Improving Inferences on Health E ects of Chemical Exposures. Chapter 2 is joint work
with David B. Dunson and Amy H. Herring. Chapters 3 and 4 are joint works with David
B. Dunson. Code to reproduce the results throughout this dissertation can be found at

github.com/glennpalmer.



2. Low-rank longitudinal factor regression with
application to chemical mixtures

2.1 Introduction

A key problem in developmental and environmental epidemiology is assessing the as-
sociation between complex longitudinal, multifactorial early life exposures and subsequent
outcomes. Our focus is on exposure to a mixture of chemical exposures, measured over time.
Given modern industrial and manufacturing processes, humans are constantly exposed to
complex mixtures of environmental and synthetic chemicals, some of which may interfere
with biological processes (Kahn et al., 2020). While the health e ects of some individual
chemicals have been well-studied, relevant groups of chemicals are often related and likely
to co-occur, and the potential for interaction e ects can lead to biased or misleading in-
ferences when studying only one chemical at a time (Dominici et al., 2010; Joubert et al.,
2022). Thus, there has been a recent push to develop methods for analyzing the e ects of
such mixtures jointly (Hamra & Buckley, 2018; Stafoggia et al., 2017). Additional chal-
lenges are introduced when studying these exposures during pregnancy and early childhood.
In such settings, accounting for the timing of exposures is critical for analysis, given that
early-life development is a dynamic process with a number of distinct stages (Buckley et al.,
2019). For example, a given exposure in the rst trimester may have a dramatically larger
or smaller e ect than in the third trimester. Moreover, one exposure early in pregnhancy
could plausibly increase vulnerability to a di erent exposure later on, suggesting the need
to evaluate highly- exible but interpretable interaction e ects.

In this chapter we are directly motivated by studying the e ects of prenatal exposure
to bisphenol A (BPA) and phthalates on glucose metabolism in adolescence. BPA and
phthalates are widely used in the manufacturing of plastics, cosmetics, and other household
and industrial products, and their metabolites are found in the overwhelming majority of

participants in human observational studies (Becker et al., 2009; Braun et al., 2013; Silva



et al.,, 2004; Wenzel et al., 2018). However, exposure to these chemicals has been linked
with a variety of disruptive e ects to the endocrine system, leading to such health outcomes
as delayed mental and physical development in childhood (Kim et al., 2011; Whyatt et al.,
2012), delayed onset of puberty (Frederiksen et al., 2012), allergic diseases (Bornehag et
al., 2004; Just et al., 2012), and obesity, insulin resistance, and otherwise disrupted glucose
transport and metabolism (Eng et al., 2013; Stahlhut et al., 2007; Stojanoska et al., 2017).
Despite the growing literature on these e ects, a major limitation is that analyses are
typically conducted for one exposure at a time, and for either a single measurement time
or averaged over time. To address these weaknesses and better illuminate health e ects of
phthalates and BPA, we seek to perform an analysis that attains three objectives: (1) to
learn interpretable relationships between the measured exposures and the outcome, (2) to
understand how these relationships vary over time, and (3) to allow for non-additive e ects.
In particular, we would like to investigate interactions across both exposures and time.
Despite the need for a method addressing our goals, there are several challenges in
developing such an approach. First, measurements are often highly correlated across both
di erent chemicals and time, leading to signi cant collinearity if one were to try even
a simple linear regression approach with all measured values. Second, if exposures are
moderate- to high-dimensional and then measured at even a modest humber of times, the
overall dimensionality can quickly explode, making analysis di cult even if correlations were
low. Even in the cross-sectional case, nding interactions in moderate- to high-dimensional
linear regression is a challenging problem that has sparked a substantial body of recent
work (Bien et al., 2013; Hao et al., 2018; C. Wang et al., 2021). When we also want to
consider longitudinal measurements, the problem quickly becomes harder: if we haye
exposures each measured &t aligned times, then the number of coe cients in a quadratic
regression model become8pT + (pzT). For these reasons, current methods either address
only a subset of our objectives, or have some signi cant limitations, drawbacks, or make

simplifying assumptions.



2.1.1 Relevant literature

When modeling the e ect of longitudinal exposure, a large body of work has focused
on a single exposure measured over time using a distributed lag model (Welty et al., 2009).
Extensions account for spatial variation (J. Warren et al., 2012), time-to-event outcomes
(Chang et al., 2015), multivariate outcomes (J. L. Warren et al., 2016), variable selection to
zero out some time intervals (J. L. Warren et al., 2020), and allowing nonlinear relationships
between the exposure and outcome via splines or regression trees (Gasparrini et al., 2010,
2017; Mork & Wilson, 2022).

In parallel, there has been a recent push to analyze mixtures of exposures jointly. Given
the low sample sizes and signal-to-noise ratios typical of studies in this domain, power to
detect main and interaction e ects within a mixture is quite low using standard regression
approaches (Nguyen et al., 2023). Thus, a number of methods have been proposed that
attempt to make the problem more tractable by applying some combination of variable
selection and dimension reduction. In the cross-sectional case, Bobb et al., 2015 developed
Bayesian Kernel Machine Regression (BKMR), which uses Gaussian process regression with
variable selection priors to estimate a nonlinear regression function. J. Z. Liu et al., 2022
developed a hypothesis testing framework for interaction e ects using kernel regression to
model nonlinear main e ects. Weighted quantile sum regression (WQSR) (Carrico et al.,
2015; Czarnota et al., 2015) uses a two-stage approach to estimate an overall e ect of
guantile-binned exposures. In step one, a training set is used to estimate a set of nonneg-
ative weights summing to one. Then in a validation set, outcomes are regressed on the
resulting weighted indices. Extensions to this approach include tting with random subsets
of features (Curtin et al., 2021), averaging estimates over cross-validation splits (Tanner et
al., 2019), and a Bayesian implementation using a Dirichlet prior for the weights (Colicino
et al., 2020). See Hamra and Buckley, 2018 for an epidemiological perspective comparing
BKMR and WQSR with standard high-dimensional regression methods like principal com-

ponents (Massy, 1965), LASSO (Tibshirani, 1996), and ridge regression (Hoerl & Kennard,



1970).

Most relevant to our work is a growing literature building on the above approaches to
allow mixtures measured over time. Leveraging on a distributed lag approach, Y. Wang
et al., 2022 developed quantile regression for time-varying mixtures, but their model does
not include interactions. Chen et al., 2019 proposed a distributed lag model that allows
interactions, but focuses on the two exposure case. J. L. Warren et al., 2022 extended the
critical window variable selection approach from J. L. Warren et al., 2020 to the mixture
setting, but their method includes constraints so that at a given time, all main e ects and
interactions must have the same sign. Bello et al., 2017 and Gennings et al., 2020 combined
WQSR with distributed lag models, modeling time-varying weights with splines. However,
as in cross-sectional WQSR, this approach does not allow for interactions. Antonelli et al.,
2022 proposed linear regression with all pairwise interactions on a mixture of exposures
measured over time, using basis functions to ensure coe cients vary smoothly in time, and
assigning spike-and-slab variable selection priors to nd critical windows. However, as this
approach does not naturally reduce dimensionality, they proposed PCA as an intermediate
step, thus underestimating uncertainty and limiting interpretability of the resulting coe -
cient estimates. Wilson et al., 2022 combined the distributed lag approach with BKMR by
estimating a smooth lag function for each exposure, using the integral of the product of ex-
posure trajectories and their corresponding lag functions as input to BKMR. However, this
approach shares issues with cross-sectional BKMR in terms of the curse of dimensionality
implicit in estimation of unconstrained multivariate regression functions. Also building on
BKMR, S. H. Liu et al., 2018 combined group lasso (Yuan & Lin, 2006) and fused lasso
(Tibshirani et al., 2005) penalties to regularize, shrinking regression functions for nearby
times toward each other. However, along with the issues with BKMR noted above, this
method only allows interactions between exposures within time points, not interactions

across di erent times (Wilson et al., 2022).



2.1.2 Our contribution

In this chapter, we propose a novel regression approach for longitudinal data that gains
statistical power through dimension reduction similar to weighted quantile sum approaches,
but allows for much more exibility and interpretability, can handle interaction e ects, and
fully quanti es uncertainty through a single coherent Bayesian model. To get some intuition
motivating our approach, consider estimating a linear regression of a real-valued outcome
on p = 5 exposures, each measured & = 3 time points. A naive approach would simply
be to treat the measurements as 15 separate exposures and estimate a linear regression. A
posterior summary for a Bayesian implementation of this approach fon = 200 simulated
data points is shown in the left panel of Figure 2.1. True regression coe cients are shown as
dots, along with 95% posterior credible intervals using independentN (0, 10) priors for the
coe cients. Details of the data simulation and model tting are provided in the Appendix.

Examining the true coe cients in Figure 2.1, note that for each exposure, the magnitude
is larger for time T3 than for times T1 or T2. This could correspond to a health setting
where third-trimester fetal development is strongly linked to the outcome, for example. In
a case like this, we would like our model to take advantage of the temporal structure by
sharing information across coe cient estimates. The right panel of Figure 2.1 demonstrates
the bene t of doing so; for the same data, we estimated linear regression coe cientg P R®
as the outer product of an exposure coe cient vectorb PR® and a time coe cient vector
w PR3, again usingN (0, 10 priors for the entries of b and w. That is, for eachi and j we
simply let

OexpiT = bi w;j.

Note that in the above, b and w are not jointly identi able. Rather than place constraints

to address this, we view the setup as an example of parameter expansion (J. S. Liu & Wu,
1999) and only interpret the posterior ofq. Observe in Figure 2.1 that the credible intervals
for this rank-1 model are much narrower, while still containing the true parameter values.

If we use posterior means as estimates of the coe cients, the naive model has a mean



FIGURE 2.1: Posterior summaries for two linear regression models t to the same
n = 200 simulated data points. Dots indicate true coef cient values and intervals are 95%
credible intervals. The left panel shows a simple Bayesian linear regression approach
using N (0, 10) priors for all coef cients. The right panel shows a “rank-1" model where
each coef cient is modeled as the product of an exposure-speci ¢ parameter and a
time-speci c parameter. Each of these parameters is again given a N (0, 10 prior.

squared estimation error 0f0.055 while the rank-1 model has mean squared estimation error
of 0.012 This makes sense, since we are able to use fewer parameters in our model, and
estimation of eachb; and w; shares information across all times and exposures, respectively.
While the parsimonious rank-1 model in Figure 2.1 has clear bene ts, an immediate
criticism of such an approach is that it makes strong a priori assumptions about the model
structure that may be unrealistic in practice. As a concrete example, Figure 2.2 shows
data where the temporal dependence is di erent for exposures 4-5 than for exposures 1-3.
Again, this could correspond to a realistic case where some exposures are important early
in pregnancy, while others are important later. In this case, the rank-1 model above induces

signi cant bias in estimation. However, if we instead allow two b and w vectors such that

OexpiTj = bi1 wj1+ biz wja,



we again outperform a naive linear regression approach, as shown in the right panel of
Figure 2.2, by learning what shared structure there is. The mean squared estimation error
of posterior mean coe cients for the naive, rank-1, and rank-2 models ar®.054 0.14Q and

0.044 respectively.

FIGURE 2.2: Posterior summaries for linear regression models tto n = 200 simulated
data points with true rank-2 regression coef cients. Dots indicate true coef cient values
and intervals are 95% credible intervals. The left panel shows a simple Bayesian linear
regression approach. The center panel shows a rank-1 model as in Figure 2.1. The right
panel shows a rank-2 model. N (0, 10 priors are used for the coef cient parameters in all
three models.

Taken together, the above results suggest a broader approach to estimating longitudi-
nal regression coe cients. For a real-valued outcome regressed om exposures measured
at T aligned times, we propose modeling thegT linear regression coe cients as a matrix
qgPRP T, and we postulate that in many settings, g can be well-approximated by a ma-
trix g of rank | mintp, Tu. In doing so, we reduce the dimensionality of the regression
surface, and can more precisely and accurately estimate associations. We note that this
idea relates to approaches in Hung and Wang, 2013 and Zhou et al., 2013, who proposed
rank decompositions of regression coe cients when regressing on a matrix or tensor in the
context of medical imaging. However, in addition to our di erent applied motivation, our
approach is distinct from these in several key ways. First, to avoid making assumptions

about the needed rank ofg, we learn| from data using an increasing shrinkage prior distri-
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bution (Bhattacharya & Dunson, 2011) for the exposure and time vectors. Building upon
this insight, we extend our model to handle interactions with an analogous decomposition,
and combine our regression approach with a latent factor model (Bartholomew et al., 2011)
for the exposures to handle strong correlations and further reduce dimensionality. We refer
to our full model as low-rank longitudinal factor regression (LowFR). To our knowledge,
LowFR is the rst approach using this type of multifaceted dimension reduction for longi-
tudinal regression, all within a coherent Bayesian model that fully quanti es uncertainty in
all parameter estimates.

In Section 2.2, we describe the motivating application and data set. In Section 2.3, we
describe our full LowFR model and expand on its exibility and interpretability. In Section
2.4, we compare LowFR to competitors in a simulation study. In Section 2.5, we analyze
data from the Early Life Exposure in Mexico to ENvironmental Toxicants (ELEMENT)
study (Goodrich et al.,, 2022a). Section 2.6 presents discussion, limitations, and future

directions to expand upon our approach.

2.2 Glucose metabolism data analysis
2.2.1 Motivation

Although BPA and phthalates are widely used in consumer products, there is growing
evidence that they may have disruptive health e ects. Both BPA and a number of ph-
thalates appear to interfere with functioning of nuclear receptor proteins (Grimaldi et al.,
2015; Hurst & Waxman, 2003), which are involved in a wide range of physiological processes
including glucose metabolism and homeostasis, and whose disruption has been linked with
diabetes, obesity, and insulin resistance among other poor outcomes (Desvergne et al., 2009;
Stojanoska et al., 2017). In a laboratory study, Alonso-Magdalena et al., 2006 found that
injecting rats with small amounts of BPA led to an increase in plasma insulin along with
a decrease in blood glucose. Glven et al., 2016 treated human pancreatic beta cells with
monoethyl phthalate (MEP) in an in vitro study and also observed an increase in insulin

levels, along with an increase in activity levels of GLUTL1, a glucose transporter respon-
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sible for moving glucose molecules from plasma into cells. Although this type of glucose
metabolism hyperactivity would initially lead to lower blood glucose levels, when sustained
long-term (e.g., over the course of childhood and adolescence) it has been proposed as a
cause of insulin resistance leading to type 2 diabetes (Shanik et al., 2008). Correspondingly,
a number of observational studies have linked high urinary BPA and phthalate levels with
prevalence of obesity, insulin resistance, and type 2 diabetes in adults (James-Todd et al.,
2012; Lang et al., 2008; Stahlhut et al., 2007; Sun et al., 2014).

Since disorders like insulin resistance and type 2 diabetes typically develop slowly over
many years, there is concern about whether exposures during critical windows of fetal devel-
opment could cause small but persistent changes in glucose homeostasis leading to long-term
disease (Griin & Blumberg, 2007). To investigate such long-term e ects, the Early Life Ex-
posure in Mexico to ENvironmental Toxicants (ELEMENT) study (Goodrich et al., 2022b)
measured maternal urinary levels of nine phthalates and BPA in each trimester of preg-
nancy, and then followed up with each child in early adolescence, recording their physical
development and collecting a plasma sample. Analyzing these samples, Goodrich et al.,
2022a found negative associations between rst-trimester MEP, rst-trimester monobutyl
phthalate (MBP), and rst-trimester mono-(3-carboxypropyl) phthalate (MCPP) with fol-
lowup plasma levels of 2-deoxy-D-glucose (2-DG). As 2-DG is a glucose molecule that is
transported out of plasma by GLUT1, these negative associations are consistent with the
MEP-induced GLUT1 upregulation found in Guven et al., 2016, but in human subjects and
measured over a vastly longer window of time. If these early prenatal exposures lead to a
years-long shift in glucose metabolism, it would be a signi cant medical nding with im-
mediate implications for policy makers, medical providers, and pregnant individuals. MEP,
MBP, and MCPP are metabolites of phthalates commonly used in cosmetics, personal care
products, pharmaceuticals and supplements (Braun et al., 2013), so understanding their
safety directly a ects recommendations for patient behaviors and product usage.

These results should be replicated in separate studies to better understand their validity.

However, given that such studies take decades to conduct, we also see an opportunity to
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glean more information from the already-collected and published ELEMENT data. To
analyze the associations between each of the 30 prenatal exposures (10 chemicals measured
3 times) and childhood 2-DG, Goodrich et al., 2022a simply performed 30 separate linear
regressions of 2-DG on one exposure at a time, substantially limiting the interpretability

of their results. In this work, we apply our longitudinal regression approach to analyze
all these associations jointly in a single model, allowing us to study mixture e ects and
give more nuance to the conclusions about exposure timing. As it is dicult to detect
individual signi cant e ects for the reasons listed in Section 2.1, we summarize our model

t in stages. First, we note that much of the correlation among the measured phthalates
arises because they are actually metabolites of a smaller set of parent phthalates, which we
summarize in Table 2.1, compiled from Braun et al., 2013 and Koch et al., 2012. Based on
this list, we consider the expected change in 2-DG if all metabolites of one parent phthalate
at a time were to increase together across all three trimesters. By pooling e ects in this
way, we may have power to detect associations for these parent compounds even when
posterior credible intervals for all of the corresponding individual main and interaction
terms include zero. Then, based on our results for these pooled e ects, we systematically
evaluate e ects of smaller sets of both metabolites and measurement times. In particular,
we summarize regression surfaces for both single chemicals and sets of chemicals based on
parent phthalates at individual trimesters, pairs of trimesters, and cumulatively over all
three trimesters. In doing so, we are able to draw conclusions unavailable from separate
analyses, and that competitor models are not well-equipped to nd.

Finally, we t a second LowFR model with interaction terms added between all expo-
sures and sex. In addition to their analysis of the entire data set, Goodrich et al., 2022a
also split the data into male and female child subgroups and again t linear regressions for
each chemical and trimester. In these models, they did not detect any signi cant associa-
tions with 2-DG for either sex subgroup. However, as BPA and phthalates are endocrine
disruptors, it is reasonable to think that any e ects on 2-DG could vary by sex. We use this

second model to evaluate associations between exposures and 2-DG for male and female
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Table 2.1: Parent compound phthalates corresponding to the 9 measured phthalate
metabolites and some examples of where they are found. For a more detailed summary
and additional references, see Braun et al., 2013.

Parent phthalate =~ Examples of places found Measured metabolites
Cosmetics Mono-butyl
Dibutyl personal célre products phthalate (MBP),
phthalate (DBP) : ' Mono-3-carboxypropyl
pharmaceuticals/supplements phthalate (MCPP)
Diethyl Cosmetics, Mono-ethyl
hthalate (DEP) ~ Personal care products, hthalate (MEP)
P harmaceuticals/supplements P
p pp
Floorin Mono-benzyl
Butylbenzyl A dhesi\?és phthalate (MBzP),
phthalate (BBzP) food acka’l in Mono-butyl
packaging phthalate (MBP)

Di-(2-ethylhexyl)
phthalate (DEHP)

Polyvinyl chloride plastics
(used e.g. in medical tubing,
food packaging, plastic toys,
shower curtains, rainwear)

Mono-ethyl-hexyl

phthalate (MEHP),
Mono-2-ethyl-5-o0xo-hexyl
phthalate (MEOHP),
Mono-2-ethyl-5-hydroxyl-hexyl
phthalate (MEHHP),
Mono-2-ethyl-5-carboxy-pentyl
phthalate (MECPP)

Polyvinyl chloride plastics,

Di-n-octyl paints, Mono-3-carboxypropyl

phthalate (DnOP) adhesives, phthalate (MCPP)
ooring

Di-isobutyl Cosmetics, Mono-isobutyl

phthalate (DIBP)

personal care products,
pharmaceuticals/supplements

phthalate (MIBP)

children separately, again gaining power through our pooled chemical and time e ects, and
to evaluate any direct evidence that the associations di er by sex. More broadly, our over-
all analysis suggests a general strategy in this domain to t a single model that balances
structure with exibility, and then make inferences at increasing levels of granularity, all

while accounting for the mechanism by which the data arose.

2.2.2 Data description and preprocessing

The ELEMENT study recruited 234 pregnant mothers and measured levels of 9 phtha-

lates and BPA in spot urine samples during each trimester of pregnancy. When children
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(110 boys and 124 girls) were between 8 and 14 years old, serum samples were collected
and analyzed using an untargeted metabolomics approach. Investigators also recorded the
BMI, sex, and age of each child, as well as whether they had begun puberty. The resulting
data set includes measurements of 572 metabolites from the serum samples (of which we
focus on 2-DG as our outcome) for each child, as well as the linked pregnancy exposures,
demographic data, and followup data for each child. The data set is available for download
from the University of Michigan (Goodrich et al., 2022b).

As part of data cleaning before publishing the released data set, the metabolomics
data were log-transformed and adjusted for batch e ects, and any missing values were
imputed via K-nearest-neighbors withK = 5. The BPA and phthalate measurements
were adjusted for speci ¢ gravity and log-transformed, and any measurements below the
limit of detection (LOD) were imputed as LOD/ ? 2. See Goodrich et al., 2022a for more
information about data collection and processing. In the released data set, 7 mothers
do not have any measured values of BPA or phthalate metabolites, so we removed these
before analysis. Additionally, 55 individuals are missing BPA and phthalate measurements
at either one or two trimesters. We imputed these values at each step of MCMC when
tting our model. We also standardized all measurements of 2-DG, as well as the BPA and
phthalates within each time point, to have mean 0 and variance 1. After standardizing,
inspection of the 2-DG data revealed one extreme outlier with a standardized value of8.4.

We removed this observation and re-standardized the remaining 2-DG values prior to model

tting.
2.3 Model

Building on the intuition developed in the introduction, in Section 2.3.1 we specify a
low-rank linear regression model and extend it to a quadratic regression to include pairwise
interactions. After a brief review of Bayesian factor analysis in Section 2.3.2, Section 2.3.3
demonstrates that this quadratic regression approach can be paired with a dynamic factor

model for the exposures in the case that they are high-dimensional and/or highly-correlated.

15



In doing so, we reduce the dimensionality of both the exposures and the subsequent re-
gression surface, while still learning quite general linear and interaction coe cients for all

exposures.

2.3.1 Low-rank quadratic regression

To formalize the linear regression approach motivated in Section 2.1.2, let; PR be an
outcome of interest fori = 1,...,n, and let Xj = ( Xi11, ---,Xi1T, - Xip1, -, XipT) T PRPT be a
vector of p exposures, each measured &t aligned measurement times. To take advantage

of shared structure in the regression surface over both times and factors, we let
!
Hi
yi = m+ q'x; + #éy), q=vec  wb/ , (2.1)
I=1

P RT, and by, ...,by, P RP. Observe that if

where m P R is an intercept, wy,...,wy N

1
Hi ¥ mintp, Tu, then g can take on completely general values iRPT. However, we propose
that q may be well approximated using some smaller value dfi;. To allow our model to
take advantage of such a situation, we setH; = mintp, Tu, but place a multiplicative
gamma process (MGP) prior distribution (Bhattacharya & Dunson, 2011) on thew;s and
b;s. The MGP shrinks parameter values more and more strongly toward zero for increasing
| at a rate learned from the data. Such a setup allows us to e ectively reducéd;, while
allowing for fully-general q when supported by the data.

To extend the above to include interaction e ects, we can simply add a quadratic term

and perform an analogous decomposition. Speci cally, let

|
Hi ’ Hz

yi = m+ g'x; + X Wy + #%y), g=vec  wbl , W=" Bbw, (22)

=1 =1
where By, ...,.By, PRP P, Wy,..,Wy, PRT T, and b denotes a Kronecker product. To
learn a fully-general matrix WP RPT PT we would needH, ¥ mint p?, T?u. However, note
that since W only appears in a quadratic form, its elements are not uniquely identi ed in

the above model (e.g., lettingW = (W+ WT)/2, we have that x]Wx; = xWx; for all
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xi P RPT). Thus, we can learn fully general interaction and quadratic coe cients using
H, = mintp(p+ 1)/2, T(T + 1)/2 u. To facilitate computation however, we suggest xing
H, = 1 in practice. In this case, if we organize the interaction terms between exposurgs
andjpinaT T matrix, that matrix can take on values given by any linear combination of
W and WT. So in particular, if we let gj,, j,t, be the interaction coe cient for Xij,, Xij,t,,
we have

Ojtuizte = leyizwtlytz + Berj:LWthtl'

While this restriction does not allow for completely general interaction terms, we demon-
strate in Section 2.4 that our approach is still exible enough to outperform competitors
in simulations, even under misspeci cation. ForH, j 1, the right-hand side of the above
equation simply becomes a sum of such expressions over

If p, T, and the correlations between the exposures are moderate, model (2.2) can be
applied directly to learn an interpretable quadratic regression surface. However, in many
data sets of interest, including the ELEMENT data we analyze here, some exposures may
arise from a common source (for example, groups of exposures measured in urine may ac-
tually be metabolites of the same environmental toxin), leading to within-time correlations
close to 1. In this case, regressing directly or; is unstable due to collinearity. To handle
this situation, we propose combining our regression approach with a dynamic factor model

that reduces the dimensionality of the exposures.

2.3.2 Bayesian factor analysis

Factor analysis has a long history with roots in psychometrics (Spearman, 1904). For a
comprehensive introduction to both frequentist and Bayesian factor modeling, see Bartholomew
et al., 2011. Briey, a factor model seeks to summarize a centered data matriX PR" P

as a matrix of k dimensional latent vectorshy, ...,h, (wherek p) through the setup

Xi  Np(Lh,S), h Ng(O,I), fori=1,..n,
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whereL PRP Kis referred to as thefactor loadings matrix, hy, ...,h, are calledlatent factors,
and S = diag(sf, ...,sg). Additional constraints are required to make L identi able, but

often we may be interested in inferences on the induced covariance fif,
X1, nXn " Np(O,LL T+ S)

in which case we do not need to impose any such constraints. In this covariance model-
ing setting, modern Bayesian methods have been developed to estimakealong with the
parameters of the model (Bhattacharya & Dunson, 2011; Legramanti et al., 2020). A key
use of such covariance models is that if we also model an outcome of intergstas a linear

function of the latent factors, so that
yi=m+q'h+e, & N(Os?),

then we have induced a joint normal distribution for (y;,x;)T and thus can compute co-
e cients of a linear regression ofy; on x; via standard multivariate normal theory (West,
2003). This is particularly useful as an alternative to regularization methods such as lasso
regression (Tibshirani, 1996) whenX is high-dimensional and we do not wish to assume
sparsity.

Recently, Ferrari and Dunson, 2021 showed that if one uses a quadratic regression model

for y; on h; rather than a linear model, i.e.,
yi= m+ g'hi+ hTWh + e, & N(0,s9),

a corresponding quadratic regression is induced foy; on x;, thus allowing for inferences
about interaction e ects in high-dimensional regression problems that would otherwise be

intractable.

2.3.3 Low-rank longitudinal factor regression

Based on EDA for the ELEMENT exposure data, we propose that a reasonable covari-
ance model for centered exposures is
xi  Npt(0,(LL T+ S)b F), (2.3)
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whereL PRP kK S = diag(s?, ...,sg), and F PRT T s a correlation matrix. Note that
(2.3) is the vectorized form of a matrix-normal model (De Waal, 1985) with covariance
matrices (LL T + S) and F, and is related to the separable factor model of Fosdick and
Ho, 2014. To induce such a model, lettingx;; P RP be the exposures for individuali and

time t, we assignx;; a factor model
Xii. = Lhig+ # (2.4)
hit Nk(ol |)1 %I Np(ofs)
fort = 1,...,T. To induce the temporal correlation F, we simply let each entry ofh;; and
#: have correlation F among timest = 1,...,T. De ning h; = (hi11, ....MaT, oo ikt oo Nier) T

and # = (#11, ..., %11, - Hp1, ...,#ipT)T, we can express all of this concisely in a single factor

model for x;:
Xi = (Lblp)h+# (2.5)
hi  Ngr(0,Ixb F), # Np7(0,Sb F).

It is easily veri ed that model (2.5) implies the covariance model (2.3) forx;.
Now, given the latent factors from model (2.5), we can model the relationship between

yi and x; by regressingy; on h;. That is, we let
yi  N(m+ g'h + hf Wh;, s?). (2.6)
Doing so, Theorem 1 demonstrates that we have induced a quadratic regressionypfon X;.
Theorem 1. Under the model in (2.5) - (2.6),
Elyilxi] = m+ tr (W) + (" A)x; + x| (ATWA)X;

where
V=(L'sS L +1) 'bF
and
A=V(LTS 'bF H=(L s L +1) LTS b I.
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The proof of Theorem 1 is given in the Appendix, and closely mirrors the proof of
Proposition 1 from Ferrari and Dunson, 2021.

We note here that if the covariance structure in (2.3) is too restrictive for a particular
application, it can be generalized by givingh; and # more general correlation structures
in (2.5) that could allow, for example, a temporal correlation structure that varies by
exposure. We include a more general form of Theorem 1 in the Appendix for completely
general Co\h;) and Cov(#). However, when applicable, the Kronecker covariance in (2.3)
yields some appealing properties of the induced regression coe cients foy; on x. In
particular, if we again let

Hy ! Hy
g=vec wbhl , W= Bbw (2.7)
=1 =1
where nowb;, PR¥and B, PRk K, Corollary 2 shows a correspondence between the structure

of g and W and that of the induced coe cients on x;.
Corollary 2. Under the model in (2.5) - (2.7),
Elyilxi]= ao+ a'x + x| Gx;

where

and

V=(LTS *L+1) % A=vVL'S 1
6| = ATb|, §| = /&TB|A~.

In the above expressions, note the form of the linear and quadratic coe cientsa and
G In both cases, their structure mirrors the structure developed forqg and W with the

decomposition along exposures and times. The time parameters; and W, go through
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exactly, while the factor parametersb; and B, are modi ed from RK and Rk k to RP and
RP P based on the covariance structure okj;. An appealing implication of this form is that
modifying the tth index of w, for somel only alters the induced coe cients correspond-
ing to exposures at timet, and similarly, W, only a ects the interaction parameters
corresponding to timest; and t,. Thus, the intuitive motivation for our low-rank model
structure goes through exactly from the latent factor regression parameters to the induced
coe cients. Note that this property does not hold for general Cov(h;) and Cov(#). Simi-
larly, approaches for reducing the dimensionality ofx; across both the exposure and time
dimensions so thath; PRT for someTy T also do not share this appealing property. We
present an additional alternate version of Theorem 1 for such an approach in the Appendix

for the x; model of Hung et al., 2012 and Jiang et al., 2020.

2.3.4 Prior distributions and implementation details

To nalize our Bayesian model speci cation, we assign prior distributions to all param-
eters. We place normal priors on the elements of , the intercept term, and coe cients
for any additional covariates we include in the model. To select the rank of L , we adapt

the suggestion of Ferrari and Dunson, 2021 to our longitudinal setting and seledt such

that }(:1 n/ }0:1 n i 0.9 where then;s are singular values of the matrix of allxys. We

place inverse-gamma priors ors? and the diagonal elements ofS. For our application of
interest, we choose to model the correlation matri¥- as compound symmetric, and place a
Uniform (0, 1) prior on the correlation parameterf , thus assuming positive correlation for a
given exposure over time. This compound symmetric structure makes sense for this setting,
since exposure to a given compound within individuals is likely to arise from a constant
source (e.g., due to daily product use or work environment) and thus is well-modeled as
having constant correlation between any two measurement times. This structure is also
supported by EDA in Section 2.5. Note, however, that for other applications, this structure
for F could easily be modi ed, for example to allowf to range from 1 to 1 rather than

assuming non-negativity, or to allow di erent or more general correlation structures.
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As mentioned above, we place a multiplicative gamma process prior (Bhattacharya &
Dunson, 2011) on thew;s and bjs. Under this setup, eachb); and wy is given a normal

prior with the scale modeled as the product of a local termx;; and global termt,, i.e.,
b N(Ox;'t; 1) forl=1,.Hy, j=1,.k

Wit N0ty D) forl= 1, Hy t=1,.T

The x;s are given independent gamma priors, while the;s are modeled as a running product
of gamma random variables for increasing, set up so thatt, increases stochastically (and
thus the global variance of the prior decreases) with at a rate learned from the data. Thus,
if gis well-modeled as rank-1, we expedt, ! to shrink quickly for | i 1, while if q requires
a higher-rank approximation, t, ! should shrink more slowly. We also propose modeling
the W;s and B;s with a multiplicative gamma process prior. In the case we seH, = 1,
as we do in our simulations, we still use the same setup but can drop the indelx Our
full LowFR model setup as implemented in the next section is described in the Appendix,
including all hyperparameter choices.

We implement LowFR using the probabilistic programming language Stan (Carpenter
et al., 2017). In general, we found that running four chains in parallel, each for 1000 burn-in
iterations and 1000 subsequent posterior draws provided quite good mixing, both within
and across chains. In simulations and real-data ts, we found R-hat values very close to 1
and e ective sample sizes for the induced main and interaction e ects almost always above

2000.

2.4 Simulations

To evaluate our LowFR approach, we compare it to ve competitors: FIN (Ferrari
& Dunson, 2021) as implemented in the in nitefactor R package (Poworoznek, 2020),
guadratic regression with a sparsity-inducing horseshoe prior on all coe cients (Carvalho
et al., 2009) as implemented in the horseshoe R package (van der Pas et al., 2016), BKMR

(Bobb et al., 2015) with variable selection on all exposure measurements individually and
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BKMR_group with hierarchical variable selection with one group for each exposure over
all times, both as implemented with the bkmr R package (Bobb et al.,, 2018), and a
Bayesian quadratic regression model with learned correlation parametegsmain and yint for
the correlations among main and interaction e ects within exposures or pairs of exposures
across times. This nal approach, which we refer to as CorrQuadReg, is well-suited to a
data-generating process where the e ects of given exposures are similar across times, since
the correlation among regression parameters allows for information-sharing. The full model
description for CorrQuadReg including all prior distributions is presented in the Appendix.
We did not consider approaches based on WQSR, as these do not provide full coe cient
estimates with uncertainty quanti cation and are not designed to nd interaction e ects.
We also did not consider approaches based on a distributed lag model, as they are designed
for a much larger number of measurement times than we consider here.

We simulated data with n = 200, p = 10, and T = 3 to match the structure of
the motivating ELEMENT data set, and considered three data-generation scenarios. In
Scenarios 1 and 2, we generated thes from our speci ed longitudinal factor model with
k = 5 factors at each time, temporal correlationf = 0.5, all elements of the loading matrix
L drawn from N(0, 1), and the variancessf, sg all setto 0.25 In Scenario 1, we generated
the outcomesy; as variance 1 Gaussian noise plus a quadratic function of the latent factors
with rank-1 coe cients and interactions. We drew these coe cients by drawing w; and
W; from at Dirichlet distributions, and then randomly choosing two elements of b; and
three elements ofB; to make nonzero. The nonzero elements df; and B; were drawn from
Uniform[( 2, 1) Y (1,2)]. In Scenario 2, we repeated the above but also generates,
and b, in the same manner to yield rank-2 main e ects.

In Scenario 3, we generatecy, ....xn  Npr(0,F (EXP b F(TMe) "where F (BXP) pRP P
and F(TM9 pRT T are both compound symmetric correlation matrices with correlation
parameterQ.7. We generated outcomegy; as variance 1 Gaussian noise plus a quadratic func-
tion of x;. To generate coe cients, we randomly selected 4 exposures to have nonzero main

e ects (at all times) and 10 pairs of exposures to have nonzero interactions (at all times).
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Then, for each main e ect exposure, we drew a mean main e ect from Uniforf( 0.4, 0.2)Y
(0.2,0.4] and then drew the coe cients at each time as that mean plus Gaussian noise with
standard deviation 0.05 We generated interactions the same way, but with means drawn
from Uniform[( 0.15, 0.05 Y (0.05,0.19] and noise standard deviation0.01 This data-
generation scheme simulates a setting in which the e ects are not low-rank, but where main
and interaction coe cients within a given exposure or pair of exposures are related. Note
that CorrQuadReg is very well-suited for Scenario 3, while LowFR is misspeci ed both in
the factor model for x; and the assumption of low-rank coe cients.

To compare the accuracy of the models, we calculated the mean squared estimation error
across the main e ects and interactions, using posterior means as coe cient estimates. We
computed coverage as the fraction of coe cients for which95% posterior credible intervals
included the true value. For the main e ects, we also computed true positive (TP) rates
as the fraction of 95% credible intervals excluding zero and having the correct sign among
coe cients with nonzero true values, and true negative (TN) rates as the fraction of95%
credible intervals including zero among coe cients with a true value of zero. Since BKMR
estimates a general regression surface rather than coe cients, we computed BKMR main
e ects as the change in expected outcome when a givexy is increased from 0.5to 0.5
with all other exposures held constant atO; this calculation for all of the quadratic regression
approaches simply yields the appropriate linear coe cient. Similarly, we computed BKMR
interaction e ects as the di erence between the change in expected outcome when a given
Xjr is increased from 0.5to 0.5when all other exposures ar® vs. when a single interacting
exposure has a value of. Finally, given that in these settings, part of the goal is to identify
chemicals that have an association with the outcome, regardless of the particular timing,
we also calculated MSE, coverage, and TP and TN rates for estimated e ects of cumulative
exposure over all times. We de ned the cumulative exposure e ect value as the expected
increase in the outcome when a given exposure was increased fronl to 1 at all three
times, with all other exposures held constant atO for all times. Note that the particular

choice of change from 1 to 1is somewhat arbitrary, and other values could be used to
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summarize bigger or smaller shifts in exposure pro les in cases where those are of interest.

For all scenarios, we t LowFR in Stan using 4 chains, each for 1000 burn-in and
1000 subsequent samples. Mixing was good, with all e ective sample sizes for main and
interaction e ects at least 600 across all simulations, and most of them much higher.

The results of these simulations averaged over 100 replications are shown in Table 2.2.
Observe that LowFR has the lowest MSE for both main and interaction e ects in all three
scenarios, and the coverage of LowFR'85% posterior intervals is quite good. In Scenarios
1 and 2, LowFR also has the highest main e ect TP rate, and substantially outperforms
competitors in all cumulative e ect evaluations. In Scenario 3 where LowFR is misspeci ed,
the main e ect TP rate is lower than that of CorrQuadReg, and the misspeci cation appears
to a ect cumulative e ect accuracy, for which LowFR has the highest MSE among all
models. However, note that the cumulative e ect TN rate for LowFR is still almost 1,
suggesting that the misspeci cation does not lead to high rates of false positive e ects. FIN
has almost perfect coverage across all three scenarios, but much higher MSE than LowFR.
BKMR, BKMR_group, and Horseshoe also have higher MSE, and their main e ect coverage
in Scenarios 1 and 2 is quite poor compared to LowFR, FIN, and CorrQuadReg. This is
consistent with over-aggressive variable selection or shrinkage by BKMR, BKMR_group,
and Horseshoe with some nonzero coe cients e ectively zeroed out in the analysis.

To better understand these results, Figure 2.3 shows true coe cients and estimate85%
posterior credible intervals for the main e ects in one simulation under Scenario 2. The
intervals for FIN look reasonable, but are quite wide. The shrinkage or variable selection
approaches of Horseshoe and variants of BKMR overestimate some coe cients (in particu-
lar, they dramatically overestimate the e ect of X»y), while zeroing out or underestimating
others. In contrast, LowFR successfully shrinks intervals toward the true values, while
handling the rank-2 coe cients by not overshrinking toward a rank-1 setup. CorrQuadReg
does a reasonable job of estimating coe cients, with narrower intervals than BKMR, FIN,
or Horseshoe due to the information sharing induced by the correlated coe cients, but it

still has wider intervals than LowFR since it fails to take advantage of the e ects being less
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Table 2.2: Comparison of six models for simulated data with n = 200,p= 10,andT = 3.
Longitudinal exposures in Scenarios 1 and 2 were generated from a factor model as in
the LowFR setup. Scenario 1 outcomes were generated with rank-1 main effects and
interactions coef cients, while Scenario 2 outcomes had rank-2 main effects. Scenario 3
exposures were generated as multivariate normal with a Kronecker covariance, with
main and interaction coef cients for outcomes generated as constant plus noise within
exposures and pairs of exposures. CE indicates cumulative effects, de ned as the
expected change in outcome if a single exposure increases from 1to 1 at all
measurement times, with all other exposures held constant at zero.

LowFR BKMR BKMR_group FIN Horseshoe CorrQuadReg
Main MSE 1.1*10N-3 2.5*10M2 2.8*10M-2 3.8*10"2 9.0*10"-3 5.6*10"-3
Int MSE 3.4*10M5 2.8*10M1 25*10M1 1.6*10M3 1.2*10M4 1.3*10"-3
Main Coverage 1.00 0.58 0.44 0.98 0.64 0.98
Int Coverage 1.00 0.46 0.34 1.00 0.97 0.97
s1 Main TP Rate 0.30 0.071 0.074 0.078 0.055 0.17
Main TN Rate  N/A N/A N/A N/A N/A N/A
CE MSE 0.020 0.24 0.18 0.89 0.12 0.14
CE Coverage 1.00 0.80 0.88 0.94 0.63 0.96
CE TP Rate 0.53 0.24 0.27 0.16 0.22 0.29
CE TN Rate N/A N/A N/A N/A N/A N/A
Main MSE 22*10"-3 43*10M2 6.4*10"-2 54*10"-2 2.0*10M-2 8.1*10"-3
Int MSE 40*10M5 4.0*10M1 4.1*10M1 1.7*103 1.2*10M4 1.4*10"-3
Main Coverage 0.99 0.58 0.36 0.96 0.58 0.98
Int Coverage 1.00 0.45 0.29 1.00 0.97 0.96
S2 Main TP Rate 0.38 0.10 0.11 0.14 0.092 0.23
Main TN Rate  N/A N/A N/A N/A N/A N/A
CE MSE 0.027 0.41 0.33 1.3 0.19 0.17
CE Coverage 0.99 0.78 0.82 0.90 0.64 0.96
CE TP Rate 0.60 0.31 0.39 0.26 0.31 0.40
CE TN Rate N/A N/A N/A N/A N/A N/A
Main MSE 9.9*10"-3 4.2*10"2 6.3*10"-2 22*10M2 2.9*10M2 1.0*10M-2
Int MSE 1.4*10"-3 3.3*10M1 3.2*10M1 7.6*10"-3 2.2*10MN3 3.4*10"-3
Main Coverage 0.97 0.97 0.77 1.00 0.90 1.00
Int Coverage 0.95 0.63 0.51 1.00 0.98 1.00
s3 Main TP Rate 0.27 0.12 0.17 0.00 0.10 0.51
Main TN Rate  1.00 1.00 1.00 1.00 1.00 1.00
CE MSE 0.27 0.19 0.18 0.27 0.14 0.14
CE Coverage 0.84 0.98 0.97 1.00 0.90 0.96
CE TP Rate 0.83 0.88 0.87 0.00 0.84 0.97
CE TN Rate 0.98 0.98 0.98 1.00 1.00 0.96

than full rank.

When viewing the intervals in Figure 2.3, it is worth noting that for Horseshoe and
both versions of BKMR, many of the wider intervals re ect a mode-switching in posterior
samples between overestimation and underestimation, with little posterior mass assigned

near the true value. This partially explains the higher coverage but worse MSE for Horse-
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FIGURE 2.3: Estimated main effect 95% posterior credible intervals for Scenario 2
simulated data. Dots indicate true values of coef cients.

shoe compared to LowFR for interaction e ects in Scenario 3. To illustrate this, Figure 2.4
shows posterior trace plots for LowFR, BKMR, and Horseshoe for the main e ect ok 3
in Scenario 3. All three resulting equal-tailed intervals include the true coe cient, but the
posterior density for LowFR is much more concentrated around the true value.

Finally, to illustrate how LowFR fares in estimating cumulative e ects of chemicals,
Figure 2.5 shows true values an®5% posterior intervals for LowFR, BKMR, and Cor-
rQuadReg for one run each of Scenarios 2 and 3. In Scenario 2, LowFR both detects the

most true e ects as signi cant, and estimates them the most accurately with the narrowest
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FIGURE 2.4: Trace plots for the main effect of X, 3 for LowFR, BKMR, and Horseshoe for
Scenario 3 data.

intervals. In Scenario 3, LowFR badly underestimates the magnitude of the e ects foix,
and xg, and generally has intervals that are closer to zero than those of BKMR or Cor-
rQuadReg. However, all intervals that exclude zero correspond with truly nonzero e ects of
the correct signs. This trend is maintained across the simulation replicates, and as shown
in Table 2.2, these results suggest that when overall e ects of chemicals are of interest, if
LowFR is well-suited for the data, it can detect more e ects more accurately than com-
petitors. Meanwhile, when LowFR is misspeci ed as in Scenario 3, it will possibly miss or
underestimate some e ects, but the e ects it does nd are likely to be true associations, as

illustrated by its TN rate of 0.98.

FIGURE 2.5: 95% posterior credible intervals for cumulative effects of the 10 exposures in
a single simulation for LowFR, BKMR, and CorrQuadReg t to Scenario 2 and Scenario 3
simulated data. Dots indicate true values.
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Before proceeding, we note that while these simulations were designed for our particular
application in which T = 3, many similar studies involve a higher, but still moderate,
number of measurement times. To evaluate LowFR's ability to handle such situations, we
have included results in the Appendix for the same data generation mechanism as Scenario
2 (i.e., rank-2 linear terms and Kronecker interactions), but forT = p = 10. In this higher-

T scenario, LowFR still substantially outperforms all other models with respect to main,
interaction, and cumulative e ect accuracy and coverage, suggesting that it continues to
capture low-rank structure even as dimensionality grows.

2.5 Application
2.5.1 Exploratory data analysis

Before tting our model to the ELEMENT data, we did some data visualization to
evaluate the assumptions of the model. In Figure 2.6, we show the Pearson correlations
for the exposure data, both across all times and separately for each trimester. We note
two things from this visualization. First, the within-trimester correlation structure appears
consistent across the three trimesters, supporting our approach of using a single factor
loadings matrix L across time. Second, all of the highest correlations are across exposures
within times, with some values as high as 0.99. In contrast, the across-time within-chemical
correlations are all positive but moderate, with none exceeding 0.5. Taken together, these
observations lend support to the Kronecker covariance structure in (2.3) being reasonable

for these data.

2.5.2 Model tting

We t LowFR to the ELEMENT data with standardized 2-DG as the outcome and
the exposure data processed as described in Section 2.2. We speci ed prior distributions
as described in the Appendix, lettingk = 7 based on Zon/ i 2n 09 We also
added linear terms for sex, age at followup, BMI z-score, and pubertal onset following the
analysis of Goodrich et al., 2022a. We assigned these additional coe cientsl (0, 10) prior

distributions. As above, we t the model with Stan (Carpenter et al., 2017). To handle
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FIGURE 2.6: Pearson correlation matrices for the exposure levels of BPA and 9 phthalates
in the ELEMENT data across trimesters 1, 2, and 3.

missing data, we simply imputed values for all missing exposure measurements at each
MCMC step based on our multivariate normal model forx;. In Stan, this is accomplished
by treating the entries of eachx; as a combination of known data (for observed exposures)
and parameters to be learned (representing any missing values). We ran four chains, each
for 1000 burn-in iterations and 1000 subsequent posterior samples. Convergence and mixing
was good, with all Rhat values belowl.02and all bulk and tail e ective sample sizes above
2100across all induced main and interaction coe cients.

For comparison, we also t BKMR and CorrQuadReg to the same data. We imple-
mented BKMR using the bkmr R package (Bobb et al., 2018) for 4000 burn-in iterations
and 4000 subsequent samples, and with the variable selection option selected. We t Cor-
rQuadReg using Stan, running four chains for 1000 burn-in and 1000 subsequent samples.
The bkmr package has a built-in option to include additional linear covariate e ects; for
CorrQuadReg, we added these terms to the Stan model wittN (0,10 priors as in our
LowFR implementation. Since neither of these approaches includes a model fgy, we used
MICE (Van Buuren & Groothuis-Oudshoorn, 2011) to impute all missing exposure values

before analysis.
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FIGURE 2.7: Posterior predictive mean 2-DG values and associated 95% predictive
intervals for each child, plotted against observed 2-DG values.

To evaluate how well the models t the data, we ran posterior predictive checks. Pos-
terior predictive distributions for the marginal distribution of 2-DG are shown in the Ap-
pendix, and indicate that LowFR ts the data reasonably well, while BKMR tends to assign
far too much density close to zero, and CorrQuadReg has a left-skewed peak and overesti-
mates the variance. The posterior predictive distributions for each child's 2-DG level are
shown in Figure 2.7, plotted against the true values. The estimates for LowFR tend to be
closest to the observed values, indicating that the dimension reduction of our low-rank fac-
tor regression approach does not keep LowFR from being su ciently expressive to capture
the variation in the data. We also ran 10-fold cross-validation for each model to check for
over tting. Treating the out-of-sample MSE of LowFR as the reference, BKMR had 5%
higher MSE and CorrQuadReg had 45% higher MSE. In combination with the in-sample t
shown in Figure 2.7, these results suggest that LowFR does the best job of parsimoniously

tting the data.

2.5.3 Posterior summaries

We rst computed posterior summaries of the linear covariate e ects, shown in Table
2.3. For LowFR, the coe cient for female sex has a posterior mean 00.27 with a strictly
positive 95% credible interval, suggesting that female children have higher 2-DG levels on
average accounting for the exposures and other covariate e ects. The posterior means
for female sex are also positive for BKMR and CorrQuadReg, but both of thei95% Cls
include zero. All 95%intervals for age, BMI z-score, and pubertal onset include zero across

all models.
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Table 2.3: Posterior means and 95% credible intervals for covariate effects in LowFR,
BKMR, and CorrQuadReg models tto the ELEMENT data with 2-DG as the outcome.
LowFR BKMR CorrQuadReg
Sex.F 0.27(0.01,0.53) 0.17(-0.07,0.43) 0.15(-0.15, 0.44)
Age 0.11 (-0.06, 0.27) 0.10(-0.06,0.27) 0.07 (-0.12, 0.26)
BMI 0.09 (-0.03,0.22) 0.07 (-0.06,0.20) 0.00 (-0.14, 0.14)
Onset 0.03(-0.31,0.38) -0.01(-0.32,0.31) 0.14(-0.24,0.53)

To evaluate the chemical exposure e ects, we began by examining the cumulative e ects
of BPA and the combined metabolites of each parent compound listed in Table 2.1. The
left column of Figure 2.8 shows posterior means an@85% Cls for the expected change in
2-DG when all metabolites of each given compound increase froml to 1 (i.e., from 1
standard deviation below their mean to 1 standard deviation above their mean) at all three
trimesters, with all other exposures xed to O (i.e., to their mean values). The BPA intervals
represent BPA increasing from 1 to 1 at all times, and the All intervals represent all
measured exposures increasing from1 to 1 at all times. Given the low signal-to-noise
ratio and sample size in this and similar studies, these cumulative e ects give a way to gain
power and generate actionable insights about potentially harmful compounds by pooling
information across measurements, while also agging a subset of exposures to examine more
closely.

For both LowFR and CorrQuadReg, the All and DEP intervals are strictly negative,
suggesting that overall higher exposure to the measured chemicals is associated with lower
followup 2-DG levels, and that in particular, MEP (the only measured metabolite of DEP) is
negatively associated with 2-DG. This aligns with the analysis of Goodrich et al., 2022a for
rst-trimester MEP, and with the laboratory study of Given et al., 2016, which suggested
that MEP can induce higher glucose transport activity out of the blood. Interestingly,
the interval for DBP (metabolites MBP and MCPP) is also strictly negative for LowFR,
but not for CorrQuadReg. This result for LowFR also aligns with Goodrich et al., 2022a,
who found that rst-trimester MBP and MCPP were each associated with lower 2-DG. All

intervals for BKMR include zero, even for the overall e ect.
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FIGURE 2.8: Left: The expected change in 2-DG level when all metabolites of the given
phthalates (listed in Table 2.1) are are increased from 1 to 1 at all three trimesters, with
all other exposures xed to a value of 0. Right: Main effect coef cients for all measured
exposures. For BKMR, these main effects are calculated as the expected change in 2-DG
when the given exposure increases from 0.5 to 0.5 with all other exposures held
constant at zero. In all plots, dots indicate posterior means, and intervals represent 95%
posterior credible intervals.

To get a sense of the individual e ects driving these cumulative inferences, the right
column of Figure 2.8 shows main e ects for all measured exposures at all times. The in-
tervals for BKMR are by far the widest, corresponding to BKMR's wide cumulative e ect
intervals. The di erences between the main e ects for LowFR and CorrQuadReg give some

insights that can inform interpretation of their di ering cumulative e ect estimates. Ob-
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serve that for CorrQuadReg, the posterior means for coe cients within chemicals across
trimesters are extremely similar. This makes sense given the structure of the model, which
allows for information sharing across times via a learned correlation parametey main, but
not across chemicals. Aligning with this observation,y nain has a posterior mean 010.98
Similarly yint, the correlation for within-exposure-pair interaction terms, has a posterior
mean of 0.99 By allowing information sharing among times but not among chemicals,
CorrQuadReg shrinks the e ects of chemicals over time so strongly toward each other that
it can smooth out important temporal e ects. Even if overall cumulative e ects are of
interest, this smoothing can still be harmful. In particular, if two chemicals both have an
e ect that is strongest at a particular time, CorrQuadReg may handle this by estimating
too-high consistent e ects for one chemical across all times and too-low consistent e ects
for the other chemical. This is particularly a concern when the chemicals are correlated.
This phenomenon may contribute to the wide performance gap between LowFR and Cor-
rQuadReg for cumulative e ects in Scenarios 1 and 2 in Section 2.4. Also note that this
concern is not speci ¢ to CorrQuadReg, but applies for any model that handles data like
these by shrinking time-speci ¢ regression surfaces toward each other.

In contrast to CorrQuadReg, since LowFR exibly shares information across both times
and chemicals through its rank decomposition of coe cients, it can easily handle a situation
where a group of exposures have shared temporal structure in their e ects. Observe in
Figure 2.8 that although all main e ect intervals for LowFR include zero, all of MEP,
MBP, and MCPP have posterior mean e ects with the highest magnitude at trimester 1,
then trimester 2, and then a much smaller magnitude for trimester 3. This is a useful
insight on its own, but having this shared structure also allows LowFR to nd moderate
but signi cant cumulative e ects for both DEP and DBP, rather than only a single large
e ect for one of them.

Given these initial inferences, we can use the tted LowFR model to more closely
examine the joint e ects of MEP, MBP, and MCPP. In Figure 2.9, we show the expected

change in 2-DG when each possible combination of these metabolites increases fror
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FIGURE 2.9: Expected change in 2-DG level when the noted combinations of exposures
are increased from -1 to 1 at all three trimesters, with all other exposures xed to a value
of 0. The dots indicate posterior means, and the intervals represent 95% posterior
credible intervals.

to 1 jointly at all times. Although MEP has a signi cantly negative cumulative e ect
corresponding to the DEP interval in Figure 2.8, intervals for the individual e ects of MBP
and MCPP both include zero. However, intervals for all combinations of two or more of
these chemicals do exclude zero, and have increasing magnitude as more are added.
Based on these results, we can also examine the role of time more closely for MEP, MBP,
and MCPP exposure. Since all intervals for individual trimester e ects included zero, we
focus on pairs of trimesters. Similarly, we focus on joint exposure of MBP and MCPP rather
than either individually based on the intervals in Figure 2.9. In addition to their being the
two metabolites of DBP, MBP and MCPP have an average within-trimester correlation of
0.78and only moderate correlations with any other chemicals, so treating them as varying
together is relevant for understanding realistic exposure pro les. For each of MEP and
DBP (MBP and MCPP), we visualized regression surfaces for their measured levels at
pairs of trimesters after accounting for covariate e ects and with all other exposures held
constant at 0. For trimester pairs (1, 3) and (2, 3), both regression surfaces ha@5%credible

intervals that contained zero everywhere. For trimestersl and 2, the surfaces are shown
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in Figure 2.10, with white regions indicating 95% intervals that include zero. Observe
that for both MEP and DBP, when exposure levels for both trimester 1 and 2 increase
away from 0, expected 2-DG decreases. This suggests there is not su cient evidence to
claim that a single trimester is particularly important, as Goodrich et al., 2022a suggested
for trimester 1, but there does appear to be a strong association for some combination
of trimester 1 and 2 MEP and DBP levels. Thus, we are able to make some conclusions
about the role of time even in low sample-size, high noise settings such as this, but without
necessarily needing to conclude that a particular trimester is signi cant while others are
not. This both strengthens the results of Goodrich et al., 2022a and adds additional nuance

in interpretation.

FIGURE 2.10: Regression surface of 2-DG on trimester 1 and 2 MEP, and on trimester 1
and 2 MCPP and MBP varying together. Each surface is after linear correction for
covariates and with all other chemical exposure values set to their mean. White regions
indicate regions where the 95% interval for the regression surface includes 0.

2.5.4 Interactions between exposures and sex

Finally, given that phthalates and BPA act by disrupting the endocrine system, their
e ects on 2-DG could reasonably dier by biological sex. To evaluate this possibility,
we adapted our LowFR model to include rank-1 interaction terms between all exposure
measurements and sex. We accomplished this using the same rank-1 MGP prior setup as
for the entries of W and B, but for additional vectors b(i") PRk and w(i™) PRT. Using our

tted model, Figure 2.11 shows posterior summaries for sex-speci ¢ main and cumulative
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FIGURE 2.11: Top row: Sex-speci ¢ expected changes in 2-DG level when all metabolites
of the given phthalates (listed in Table 2.1) are are increased from 1to 1 at all three
trimesters, with all other exposures xed to a value of 0. Bottom row: Sex-speci ¢ main
effect coef cients for all measured exposures. Results were generated from a LowFR
model with added rank-1 interaction terms between all exposures and the indicator for
female sex. In all plots, dots indicate posterior means, and intervals represent 95%
posterior credible intervals.

parent compound e ects. In the parent compound plots, observe that all intervals in the
female plot contain zero, even the All interval for all measured exposures. In the male plot,

the All and DBP intervals are still strictly negative, but the DEP interval now includes

zero. After adding these interactions, the95% credible interval for female sex now includes
zero, although just barely (mean0.26 95%Cl ( 0.001,0.52). Note that this mean and CI

are very close to their values for the LowFR model without the sex interactions, shown in
Table 2.3. Taken together, these results suggest that in addition to some evidence of female
children having higher 2-DG after accounting for prenatal phthalate and BPA exposure,
there is also less evidence of a negative association between these exposures and 2-DG for

females than males. Additionally, after including the interactions with sex, it is less clear
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whether cumulative MEP exposure is associated with lower followup 2-DG in either male
or female children.

To directly evaluate the evidence for di erences in exposure e ects by sex, Figure 2.12
shows posterior summaries for the interaction terms between the exposures and sex, and
for the di erences in cumulative parent compound e ects for girls compared to boys. All
95% credible intervals in both plots contain zero, so we are not able to conclude that there

are di erences by sex.

FIGURE 2.12: Left: Posterior means and 95% credible intervals of differences between the
female and male parent compound effects shown in Figure 2.11. Right: Posterior means
and 95% credible intervals of the interaction effects between the 30 exposures and sex,
corresponding to the difference between the female and male main effects shown in
Figure 2.11.

2.6 Discussion

In this chapter, we investigated the associations between prenatal BPA and phthalate
exposure and glucose metabolism in adolescence as measured by serum 2-DG levels. By rst
focusing on inferences for pooled e ects motivated by parent compounds of the measured
phthalates, we identi ed overall negative associations for both DEP and DBP with 2-DG.
Then, using the same tted model, we found evidence that these associations are stronger
for trimester 1 and 2 exposures compared to trimester 3. Finally, we considered interactions
between these exposures and sex, and found stronger evidence of the above e ects for boys
than girls. To make these insights possible, we developed LowFR, a exible Bayesian model

motivated by our application that estimates all linear, quadratic, and two-way interaction
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terms for all exposures both within and across time. LowFR accomplishes this estimation by
reducing dimensionality of both the exposures, via a latent factor model, and the regression
coe cients, by modeling them as low-rank. Unlike variable selection approaches, LowFR
can easily capture relationships where a number of highly-correlated exposures all have small
but signi cant e ects, while also fully quantifying uncertainty, unlike WQSR or methods
using PCA. LowFR outperformed competitors for estimating both individual coe cients
and cumulative e ects over time in simulations, and was the only model that found the
association of DBP with lower 2-DG among the competitors we tried.

There are several promising directions for future work. From a public health and clinical
perspective, these early-pregnancy associations of DEP and DBP metabolites with 2-DG
have implications for advising individual patients, crafting national guidelines, and advo-
cating for regulation of particular chemicals. As DEP and DBP are both commonly found
in cosmetics, personal care products, and pharmaceuticals and supplements (Braun et al.,
2013), informing pregnant mothers of the potential risks associated with certain products
could be a key step to preventing complications. However, additional followup studies
should be done to validate these results. In particular, a larger-scale study with more pa-
tients, more covariates collected for each patient, and more repeated measurements of both
exposures and followup serum levels could allow for a stronger level of con dence in our
conclusions. Additionally, in such a study, observational causal inference methods such as
matching (Stuart, 2010) could be applied to yield a more complete understanding of the
direct causal e ects of these chemicals.

From a modeling perspective, one key assumption of our approach is that the measured
exposures follow a Gaussian distribution. While we found this assumption reasonable for
the ELEMENT exposures based on EDA, this will not always be the case, for example
due to right-skewedenss or multimodality. In such cases, there are several approaches to
address this issue while still taking advantage of our low-rank model structure. One ap-
proach would be to use the copula factor modeling approach of Murray et al., 2013, which

combines the copula model of Ho, 2007 with a Gaussian factor model, thereby allowing
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arbitrary marginal distributions for the exposures. Alternately, a simpler approach would
be to transform the exposures prior to analysis, for example with an empirical inverse CDF
or Box-Cox transformation. Although we do not use these approaches in our primary anal-
ysis since the ELEMENT exposures appear reasonably Gaussian, and such transformations
a ect the interpretability of coe cient magnitudes, we have included a version of our ELE-
MENT data analysis after applying an inverse CDF transformation in the Appendix. The
results are quite similar to those we present in Section 2.5.

There are also several other directions for improving the generalizability of LowFR for
analysis of related data sets. First, while our current Stan implementation has very good
mixing and runs in under two hours on a laptop for the ELEMENT data, it may not scale
su ciently well for use in a signi cantly larger study. A Gibbs sampler implementation
could help to some extent; however, the conditional posterior for theh;s, which make
up the vast majority of the parameters to be sampled, is not available in closed form,
and thus would still require a Metropolis-Hastings step at each iteration. Alternately, if
only the induced coe cients for E[yj|x;] are of interest, one could try marginalizing out
the hjs so they do not need to be sampled, and instead simply modeling the induced
distribution of (x;,y;) directly. To do so, one could note that the marginal distribution
of x; is given in equation (2.3), while y;|x;j has a generalized chi-squared distribution with
parameters depending ornx;, A, V, m g, W, and s?. There is no closed-form expression
for the density of a generalized chi-squared random variable, but numerical approaches
have been developed to estimate the distribution function (see e.g. de Micheaux, 2017),
which could potentially be leveraged within a posterior sampler. We note that while such
an approach may yield computational savings by eliminating the need to sample thé;s,
it would generate an identical posterior distribution for the regression coe cients to the
one we currently estimate, as our approach samples all parameters jointly in a single step.
Second, while LowFR works well for a relatively small number of aligned measurement
times (e.g., the three trimesters of pregnancy), it may become unstable for many ne-

grained measurements, and is not equipped to handle misaligned times between patients. To
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address a large number of ne-grained measurements, the individual;;s and Wj;,¢,s could
be assumed to vary smoothly along 1D and 2D surfaces, modeled for example with splines.
This mirrors many of the distributed lag approaches reviewed in Section 2.1. Addressing
misaligned measurement times would require more care, given that such data are often
sparse with potentially di erent numbers of measurements for each patient. However, it is
an important use case and an interesting avenue for future inquiry.

Third, while our current approach learns the dependence structure among the expo-
sures without assuming any group structure a priori (for example, due to families of related
chemicals), it would be interesting to investigate methods of adding this group information
to aid in our modeling goals. One approach for this could be to allow the factor loadings
matrix L to depend on this information, inducing a covariate-dependent correlation struc-
ture among the exposure levels, related to the covariance regression model of Ho and Niu,
2012. Alternately, one could allow such group structure to inform the relationships between
the exposures and outcome, perhaps through an analogous approach to that of Ovaskainen
et al., 2017, which includes a learned amount of phylogenetic information in the prior co-
variance of regression coe cients in an ecological species distribution model. It would be
interesting to explore how such a structured covariance for thdy;s and B;s would impact the
overall model when combined with the low-rank structure of the coe cients. Finally, since
latent factor models learn the latent factors using the joint distribution of (xi,y;) rather
than modeling y;|x; directly, the learned regression ofy; on x; sometimes yields suboptimal
out-of-sample predictive performance. Thus, another interesting avenue for future work
could be to combine the structure of our approach with a more supervised approach to la-
tent factor regression, for example the method of Hahn et al., 2013 which allows additional

dependence directly betweerx; and y; in addition to the dependence induced byh;.
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3. Quantifying sleep apnea heterogeneity using
hierarchical Bayesian modeling

3.1 Introduction

Obstructive sleep apnea (OSA) is a widespread breathing disorder characterized by
periodic narrowing or obstruction of the pharyngeal airway of a person during sleep, leading
to intervals of decreased or stopped breathing (Osman et al., 2018). Estimates of OSA
prevalence in the general population range fron®% to 38%, and are higher for particular
subgroups such as men, older adults, and people with obesity (Senaratna et al., 2017).
Associations have been found between untreated OSA and health conditions, including
metabolic disorders (Drager et al., 2013), cardiovascular disease (Kapur et al., 2008; Walia
et al., 2014), and depression (Wheaton et al., 2012). However, despite the potentially severe
consequences of OSA and its high prevalence, most people with OSA are not diagnosed
(Osman et al., 2018), suggesting that improving the OSA diagnosis process is an important
public health issue.

The gold standard for diagnosing OSA is the polysomnogram (PSG), in which a patient
spends a night in a sleep lab, and their air ow, respiratory e ort, pulse, oxygen saturation,
movements, and sleep stages (as indicated by EEG analysis) are recorded (Rundo & Downey
I1l, 2019). These PSG data are analyzed to identify events when a person's breathing
decreased signi cantly or stopped for at least 10 seconds, referred to as hypopnea or apnea
events, depending on their severity. The total count of these events is divided by the total
number of hours of sleep to calculate the apnea-hypopnea index (AHI), which is used to
diagnose OSA an AHI above 5 indicates sleep apnea, with higher values interpreted as
more severe cases (Rundo & Downey lIll, 2019). Although the AHI is simple to compute and
interpret, it has serious limitations. Osman et al., 2018 note that AHI misses important
di erences in event severity; a person with low AHI can experience signi cant e ects in

terms of oxygen desaturation and clinical symptoms if their apnea events are severe. On
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the other hand, if a person has a large number of minor events that are not extreme
enough to be scored, they could have a misleadingly low AHI compared to the extent to
which their breathing truly is disordered (Koch et al., 2017; Sankari et al., 2017). There
are other sources of heterogeneity within patients who have a given AHI, such as which
stages of sleep the events occur during and how disruptive they were to sleep continuity.
Given these factors, studies have often struggled to nd meaningful associations between
AHI and clinical symptoms (Weaver et al., 2005). Given the time and expense involved in
performing PSG studies and the rich datasets they produce, it is critical to obtain more
robust, descriptive, and clinically useful measures of OSA.

In this chapter, we propose an approach to illuminate the relationship between the rate
of events of apnea and hypopnea and sleep stage dynamics in people with OSA. There
has been recent interest in sleep stage-speci ¢ OSA, with some evidence that a high rate
of events during rapid eye movement (REM) sleep may be particularly harmful (Aurora
et al., 2018; Varga & Mokhlesi, 2019). There is also a great interest in the fraction of
time people spend in each stage of sleep, often referred to as sleep architecture (Pase et al.,
2023). However, there have been limited approaches to unravel the relationship between
the two (Bianchi et al., 2010). We seek to develop a modeling approach that can (1)
illuminate population-level variation in sleep stage dynamics and sleep stage-speci ¢ OSA,
(2) identify individuals whose sleep dynamics are particularly strongly a ected by their
apnea and hypopnea events, and (3) evaluate whether the sleep-stage disruptiveness of a
case of OSA is associated with other clinical variables, including the severity of symptoms.
To do so, we formulate a hierarchical Bayesian model, with patient-level random e ects

governing the variation in stage-speci c event rates and stage-transition probabilities.

3.1.1 Relevant literature

It has been widely acknowledged in the literature on sleep research that there is sub-
stantial heterogeneity in patients with OSA that is not represented by a simple AHI-based

approach. Eckert et al., 2013 proposed a framework for de ning OSA phenotypes based
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on anatomical characteristics and the impact of OSA on breathing patterns and arousal,
suggesting that di erent treatments may be optimal for di erent phenotypes. Mokhlesi et

al., 2014 examined associations between AHI values speci ¢ for sleep stages and hyperten-
sion, nding that REM AHI greater than 15 was associated with the risk of hypertension,
even in patients with a total AHI below 5. Gagnadoux et al., 2016 performed a cluster
analysis based on patient demographics and symptoms and found that the e ectiveness of
CPAP treatment varied between clusters. See Zinchuk et al., 2017 for a clinical review of
approaches for OSA phenotyping.

When investigating sleep architecture, simple summary statistics are typically used, such
as the total time spent asleep, the amount of time awake after the rst onset of sleep, and the
amount or fraction of time spent in each sleep stage (Hermans et al., 2022). However, noting
that such summaries may still miss signi cant variation in dynamics (e.g., a large fraction of
REM sleep could result from many short cycles or a small number of long cycles), a relatively
small literature has formed proposing approaches to model the sleep stage dynamics directly.
These approaches can be broadly categorized into (1) modeling uninterrupted sleep stage
durations using methods from survival analysis, and (2) modeling transition probabilities
between sleep stages using a Markov model (Hermans et al., 2022). In the rst category,
Norman et al., 2006 compared sleep continuity, de ned as the duration of intervals of sleep
between waking up, between healthy participants and those with OSA using Kaplan-Meier
curves (Kaplan & Meier, 1958) and a log-rank test (Mantel et al., 1966), concluding that
the OSA patients had signi cantly less continuous sleep. Klerman et al., 2013 modeled
REM and non-REM uninterrupted durations with an exponential distribution and found
that non-REM stability was higher for younger participants. Also modeling REM and non-
REM durations with exponential distributions, Bianchi et al., 2010 found that expected
continuous durations were shorter in both REM and non-REM sleep for OSA compared
to healthy participants. In the second category, Karlsson et al., 2000 treated sleep-stage
transitions as Markovian and modeled each possible transition using a mixed-e ects logistic

regression model, applying this approach to evaluate the e ectiveness of temazepam for
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patients with insomnia. Bizzotto et al., 2010 expanded on this approach, using multinomial
logistic regressions to ensure the estimated transition probabilities from a given stage added
up to 1, and Kjellsson et al., 2011 applied this approach to model sleep dynamics in insomnia
patients. Finally, Yetton et al.,, 2018 combined the two types of approaches, modeling
sleep stage durations separately from Markovian transition probabilities that excluded self-
transitions, using a Bayesian network approach to evaluate how durations and transition

probabilities varied by categorical covariates.

3.1.2 Our contribution

The above literature conveys a broad recognition of substantial heterogeneity among
OSA patients, including their sleep dynamics, which is not captured by AHI. However, to
our knowledge, no one has presented an approach to model the variability of sleep dynamics
jointly with the occurrence of OSA events. In particular, existing modeling approaches do
not allow the probability of a sleep transition to depend on the occurrence of a recent apnea
event. We propose an approach that not only achieves these goals, but also quanti es
patient-level heterogeneity in sleep-stage dynamics, in sleep-stage specic rates of OSA
events, and critically, in the level of disruptiveness of a patients' OSA events to their sleep-
stage dynamics. We then propose an approach for inferring groups of patients with similar
random e ects that is Bayes optimal under K-means loss. Our full approach illuminates
previously unexplored variation in OSA severity. In doing so, we establish a new framework
for modeling OSA heterogeneity that can be applied to numerous cohorts of patients.

In Section 3.2, we give more information on the motivating application and the data
set. In Section 3.3, we describe our modeling approach. In Section 3.4, we demonstrate the
e cacy of our model in simulations. In Section 3.5, we present our data analysis results.

Section 3.6 presents some discussion and future directions.

45



3.2 Polysomnogram data analysis
3.2.1 Background

The Apnea Positive Pressure Long-term E cacy Study (APPLES) was a multicenter
study of the e cacy of continuous positive airway pressure (CPAP) in improving neurocog-
nitive function in OSA patients (Kushida et al., 2006). APPLES enrolled 1204 partici-
pants, which they randomized into CPAP treatment and control groups and followed for
six months. Baseline PSG data measured at each participant's diagnostic visit is available
through the National Sleep Research Resource (Zhang et al., 2018) for 1104 of these partic-
ipants, as well as demographic covariates, results of neurocognitive testing, and summaries
of follow-up appointments (Quan et al., 2011).

The primary outcomes with measurements at the diagnostic visit in APPLES were
two neurocognitive tests the Path nder Number Test (Partington & Leiter, 1949) and
the Buschke Verbal Selective Reminding Test (BSRT) (Buschke, 1973). In Path nder,
participants try to select consecutive numbers displayed in boxes in di erent quadrants of a
computer screen. The Path nder is designed to assess attention and psychomotor function,
and the primary measured outcome is the time a participant takes to complete the test, up
to 60 seconds (Quan et al., 2011). In the BSRT, participants are presented with a list of
12 unrelated words and then asked to recall as many of them as possible over the course of
6 trials. The BSRT is designed to assess verbal learning and short- and long-term memory,
and the primary measured outcome is the total number of words correctly recalled over the
6 trials, ranging up to all 72 words (Quan et al., 2011). In their analysis of these test results,
Quan et al., 2011 performed hypothesis tests comparing Path nder and BSRT scores for
participants with baseline AHI values below 10 to those of patients with AHI values above
50. In both cases, they found that high-AHI patients performed worse. However, they then
t subsequent regression models that also accounted for demographic characteristics, and
the associations between the tests and AHI were no longer signi cant in these multivariate

models. These results correspond to the general state of the literature, in that there are
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examples of studies that nd associations between OSA and neurocognitive outcomes (e.g.,
Jokic et al., 1999 found that Path nder scores improved in patients after OSA treatment),
but in general the results have been mixed, with other studies not nding associations with
cognitive outcomes (Weaver et al., 2005).

In this work, we postulate that associations between the rate of OSA events and neu-
rocognitive outcomes may vary by how disruptive a particular patient's events are to their
sleep dynamics. This corresponds to the increasing focus on personalized approaches to
medicine (Mathur & Sutton, 2017), which has been suggested to be critical for under-
standing and quantifying OSA (Edwards et al., 2019). To investigate this possible patient
heterogeneity, we propose a hierarchical Bayesian approach to quantify patient-level OSA

disruptiveness, and apply it to re-analyze the APPLES baseline PSG data.

3.2.2 Data description and preprocessing

The released APPLES data set included PSG data for 1104 participants, selected based
on being at least 18 years old and having a clinical diagnosis of OSA, but never having
used a CPAP before. Other exclusion criteria can be found in Kushida et al., 2006, and
include a number of medical conditions, medications, and a history of a sleepiness-related
motor vehicle accident (Quan et al., 2011). After enrollment, the participants attended a
diagnostic visit, where the PSG was measured between 7 and 9 hours, followed by a day
of neurocognitive testing and monitoring. For PSG, sleep stages were manually recorded
for 30-second intervals referred to as epochs using the Rechtscha en and Kales criteria
(Rechtscha en & Kales, 1968), categorized into awake, REM sleep, and three levels of non-
REM sleep numbered by depth. Apnea events were de ned by a decrease of at least 90%
from the baseline nasal pressure amplitude for an interval of at least 10 seconds. Hypopnea
events were de ned as a 10-second or longer decrease in nasal pressure between 50% and
90%, or a decrease less than 50% that was also accompanied by a 3% or greater oxygen
desaturation or arousal, according to (AASM, 1999). The apnea hypopnea index (AHI) was

calculated as the total number of apnea and hypopnea events divided by the total hours of
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sleep.

Before analysis, we removed nine patients who never entered REM sleep, as they likely
had unusually poor sleep during the testing procedure. We removed an additional two
patients whose recorded sleep stages had inconsistencies in the les for their PSG data,
leaving 1093 patients for our primary analysis. In our follow-up analyses of the Path nder
and BSRT tests, two and one participants were missing these scores, respectively, and

therefore were excluded from the corresponding second-stage analysis only.

3.3 Model
3.3.1 Model description

Consider n patients, each monitored for a single night of sleep. We model each pa-
tient's epoch-to-epoch sleep stage transitions as probabilities of going from stagg P
tREM, non-REMu in one epoch to stages, P tAwake, REM, non-REMu in the next. The
subscripts in s, and s, represent the old and new stages, respectively. We allow the
probability of each transition to depend on whether an apnea or hypopnea event is occur-
ring in the current epoch, and we allow both the baseline (no-event) transition probabilities
and the e ects of having an event to vary among patients. By restricting s, to REM or
non-REM, we exclude transitions from being awake in our model. We choose to omit these
because patients only have OSA events while they are asleep, and the duration a patient
stays awake, for example, while getting up to use the restroom, is not of primary interest
in this work.

To formalize the above, lets; = s, P tREM, non-REMu be the sleep stage for the
ith patient during the jth epoch, wherej P t1,...,mju. We model transition probabilities to
S j+1 = Sn P tAwake, REM, non-REMuusing a mixed e ects multinomial logistic regression
model,

o exp(djSOSn)

Pr(sj+1= snlsj = )= ———— 7~
( j+1 | ) ) S%exp(djsos%)
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with

# .
Mys, + Jiss, T (Tsosy T Aiss,) Vij  if S0 sn
0 if S = s

C*J.Sosn -

where vj; = 1(patient i has event during epochj), mys, and gis;s, are xed and patient-
level random e ects governing patienti's baseline transition probability from stage s, to s;,

and tgs, and ajs,s, are xed and patient-level random e ects governing the shift from that
baseline probability when patienti has an OSA event in the current epoch. Settingijs s, =

0for s; = s, We specify the current stage as the reference level so that the parameters of the
xed and random e ects can be interpreted as positive or negative changes relative to the
probability of staying in stage s,. We will return shortly to the implied vector of random

e ect parameters for each patient, (gira, Jirn, GiNA» JiNR, &iRAS RN AiNA, &INR) T P RS,
where, for conciseness, we use subscripts A, R, and N to refer to the stages of awakeness,
REM, and non-REM sleep.

To facilitate computation, we express the above model as a multinomial distribution for
the associated transition counts. In particular, we letGs,  Mult (Pihs,as Pihs,R: PihsoN s Nihs,)
for s, P tREM, non-REMu, whereciys, P R?3 is the vector of counts of transitions from stage
S to each of the stages Awake, REM, and non-REM for patient during epochs for which
vij = h. In the above, nj,, is the number of epochs the patienti spends in the sleep
stage s, with the status of the event h P t0, 1u, excluding the nal recorded epoch and
Pihss, = Pr(sij+1= snlSj = So,Vvij = h).

Jointly with the above, we model the inter-event times between apnea/hypopnea events
(between the end of one event and the start of the next) using a mixed e ects Poisson
process for each sleep stage (REM and non-REM). Lettingv;s be the Ith inter-event time
for patient i during the sleep stages, we let wjs Exp(l sexp(fis)) wheref s is a patient-
level random e ect capturing variability in the event rates for the sleep stages. Similarly
to our collapsing the sleep-stage transitions into multinomial counts, here we can express
the likelihood for the inter-event times in terms of a Poisson distribution for the counts

of events in each stage. That isyjs  Poissor(tisl sexp(fis)) where vis is the number of
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events patienti experiences in sleep stage and tjs is the time in seconds patienti spends
in sleep stages, excluding intervals when they were actively having an event. Given the
above, we now have de ned ten random e ects for each patient:

G =(gia,f1)" = (gira, GirRN, JiNa» GiNR &iRA, &iRN &iNA S &iNRy T iR, Tin) T PR

We assign the vectorg; a multivariate normal distribution g N10(0,S), where we learn
S using a latent factor model. That is, we letg = Lhj + #, hy  Ng(0,1), #  N10(0,W),
where L P R0 9 is an unknown factor loading matrix and W = diag(w?, ...,w3,). This
induces the covariance modelb N1o(O,LL T+ W). By choosingq p, this approach
allows us to reduce the number of parameters needed to estimat from p(p+ 1)/2 for
a general covariance matrix top(q+ 1), allowing for greater e ciency in estimation. In

addition, while L and h; are in general not identi able in the above, using the MatchAlign
procedure of Poworoznek et al., 2021 we can examine posterior summaries of theolumns
of L, which can be thought of as describing low-dimensional components df, ...,gn, Similar

to principal component vectors, but without the restriction that they are orthogonal.

3.3.2 Prior distributions and implementation details

To complete our Bayesian model speci cation, we assign prior distributions for all pa-
rameters. We give Gamma(1,10) priors to thel ss, Normal(0, 10 priors to the mys,s and
tss,S, independent Norma(0, 10 priors to all elements of L, and Inverse-Gammd1, 1)
priors to the diagonal elements ofW. To sample from the posterior distribution, we im-
plemented the model using the probabilistic programming language Stan (Carpenter et al.,

2017).
3.3.3 Loss-based clustering by g

Usual Bayesian clustering relies on mixture models, leading to computational hurdles
and sensitivity to kernel misspeci cation (Dombowsky & Dunson, 2024; Rigon et al., 2023).
In contrast, we propose a Bayesian decision theoretic approach for inferring clinically inter-
esting subgroups based on the posterior distribution of the patient random e ectsy, . .. ,0h.

The empirical distribution of these random e ects can di er arbitrarily from their initial
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population distribution due to the abundant information we obtain on each patient through
the PSG. We focus on estimating the partitionC = tC4,...,Ckuof patientindicest1,...,nu
into K clusters. This is equivalent to choosing a vector of cluster labels = (cg,...,C,)
where eachg P t1,...,Ku. As a loss function quantifying inconsistency between a candi-
date clustering and a particular random e ects vector, we choose the K-means loss. The
Bayes optimal clustering is then chosen to minimize the expected loss marginalizing over
the posterior distribution for the random e ects. In Section 3.3.3.1 we provide algorithmic
details, while in Section 3.3.3.2 we describe an approach for characterizing uncertainty in

clustering and for propagating such uncertainty to subsequent analysis results.

3.3.3.1 Point estimation

Accounting for posterior uncertainty in inferring the random e ects for each patient, our
Bayesian estimator of the cluster labels and centers corresponds to minimizing the expected

K-means loss overp post

K

. 5 5 2
argmin Eppos 1G5 Bll® (3.1)
cICl=K, bPRK dy=1ipc,

o
o
I

When applying K-means clustering to observed data rather than uncertain parameters,
the problem is often framed as optimizing only overc, with centers by, ...,bx automatically
de ned as the means of observations in clusters, ...,K. Adapting such a formulation to our

case produces

K
¢'=argmin " Ep,. lla &’ (3.2)
cICI=K k=1iPC,
where each cluster centeny is a random variable that varies over posterior samples. Note
that (3.1) and (3.2) are not equivalent and, in general, the learned partitions de ned by
¢ and & will dier. In the results that follow, we focus on the formulation (38.1), we are
interested in interpreting the cluster summaries in the context of the estimated cluster

centers, so it is appealing to obtain a principled point estimate of these centers jointly with

the assignments. If we rst compute & using (3.2) and then summarize the centersb! as
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posterior means conditional onél, we produce a suboptimal solution(¢&%, E)l) with respect
to (3.1). However, we also implement formulation(3.2) for comparison and summarize the
results in the Appendix.

In addition to its interpretability, the formulation (3.1)is easy to compute, as implied

by Proposition 3.
Proposition 3. Let (¢, 6) be the solution t¢3.1). Then we can equivalently compute

K

A D _ . 5 5 2
¢b = argmin IEpposdG]  bill™.
cICI=K, bPRK dy=1ipc,

That is, we can simply apply the standard K-means algorithm to the posterior means. of},.

The proof of Proposition 3 is straightforward and is given in the Appendix. With
the e ciency of modern implementations of K-means, such as the kmeans function in R
(R Core Team, 2023), this result suggests that nding the Bayes-optimal clustering is
computationally trivial. By choosing the number of posterior samplesm to be large, we

can estimateEp . [g] arbitrarily well with Monte Carlo sample averages.
3.3.3.2 Uncertainty quanti cation

To characterize uncertainty in clustering patients into groups, we focus on the condi-
tional posterior probability of assigning patient i to cluster k treating the cluster centers as

xed at b
mn !#

Pr(c = klb=b) = Ep,. 1 argmin |lg ball®>=k . (3.3)
KIPLL,...Ku

A Monte Carlo estimate of the probabilities in (3.3) can be easily calculated with posterior
samples, and these probabilities can then be propagated to account for the uncertainty in
future patient summaries based on cluster assignment.

We purposely avoid accounting for uncertainty in inferring the cluster centers. Fixing
the centers gives a clear interpretation of statements such as patientis in cluster k with

probability p that would be muddled if the location of the cluster k was also in question.
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In addition, we are interested in summarizing clinically interesting groups of oum patients
without assuming true, well-separated patient clusters. Given this goal, it is reasonable
to x the locations of these group of patients according to(3.1) and then examine the
uncertainty relative to these locations. Thus, our results in Section 3.5 account only for
the uncertainty in (3.3). Two alternative approaches are described and implemented in the

Appendix.

3.4 Simulations

To evaluate our approach, we simulated PSG data in three scenarios. In Scenario 1, we
generated data from our model as speci ed. For each replication, we drewys, parame-
ters independently from a Uniform[ 4, 2] distribution, tss, from Uniform[0, 1], | s from
Uniform[0.01,0.03, and two additional parameters myg and myy that govern transitions
from Awake from Uniform[ 3, 1]. We generate a factor model covariance for random
e ects with q= 3 factors. Factor loadings were drawn independently fronN (0, 0.2 distri-
butions, and idiosyncratic variances were set td.2 The random e ects g were then drawn
from the resulting multivariate normal distribution. In Scenario 2, we used the same setup,
except that the parametersmy s, and | s were allowed to vary over time, so that the baseline
rates of stage transitions and OSA events were not constant over the course of the night. We
drew my s, parameters as linear functions with intercepts from Uniforni 4, 3] and slopes
from Uniform[ 0.001,0.001 in units of epochs, so that over a 1000-epoch night, a given
parameter could shift by up to one unit. We drew| ¢ intercepts from Uniform[0.01, 0.03
and slopes from Unifornf 0.00001, 0.00001 for a total shift of up to 0.01 In Scenario 3,
we generate xed e ects as in Scenario 1, but draw random e ectg} from a mixture of nor-
mals. Four component centers were drawn independently fronlN1o(0,0.29), the patients
were assigned uniformly at random to one of the four groups, and then the valueg were
drawn from a multivariate Gaussian with the appropriate mean and variance0.25. For
identi ability, we then centered the ¢ values on mean zero. For each scenario and each of

100 random initializations, we generated one night of data for each 01000 patients, with
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each night recorded forl000epochs including any awake intervals; this corresponds to eight
hours and twenty minutes of recording for each patient.

A summary of our model's accuracy is shown in Table 3.1, averaged ov&00replications.
Accuracy is similar across the three scenarios. Coverage @%_credible intervals is excellent
for xed e ects, random e ects, and elements of the random e ect covariance matrix across
the board, with only slight di erences between the di erent data-generating processes. For
the random e ects and their covariance, which are focal points of our applied results, mean
squared error does not su er substantially given non-constant xed e ects in Scenario 2,
and the covariance95% interval coverage actually improves slightly compared to Scenario 1
where our model is correctly speci ed. Itis somewhat more di cult to interpret comparisons
in random e ect MSE for Scenario 3, since the random e ects are drawn from a mixture
that likely has a somewhat di erent scale than the factor model covariance, but in general
performance is good, with the smallest MSE and excellent coverage for the random e ects,
as well as smaller MSE and improved coverage for the xed e ects, which are generated
identically to those in Scenario 1. Overall, these results suggest that our inferences are
reasonably robust to misspeci cation, both in terms of non-constant dynamics and event

rates, and in terms of substantial misspeci cation of the random e ects distribution.

Table 3.1: Accuracy of parameter estimates under three data generation scenarios. In
scenario 1 the model is correctly speci ed, while in scenarios 2 and 3 there are different
types of misspeci cation.

Scenariol Scenario2 Scenario 3

Fixed Effect MSE 0.00101 N/A 0.000482
Fixed Effect Coverage 0.943 N/A 0.985
Random Effect Covariance MSE 0.00159 0.00163 N/A
Random Effect Covariance Coverage 0.945 0.953 N/A
Random Effect MSE 0.107 0.120 0.0993
Random Effect Coverage 0.949 0.948 0.951

Finally, to evaluate the e cacy of our clustering approach, for Scenario 3 data, we
additionally generated an outcome variable for each patient from a mixture distribution

with the same assignments as the mixture forg. The means for these components were
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chosen without replacement fromt 1, 2, 3, 43, and then the patients' values were drawn with
Gaussian noise with standard deviation0.2 We then clustered patients in two ways, rst
using our approach described in Section 3.3.3.1, and then for comparison, using K-means
with standardized values of REM AHI, non-REM AHI, total time in REM, and total time
in non-REM as input data. These represent simple summary statistics, often used to infer
stage-speci ¢ event rates and sleep architecture. Table 3.2 compares the adjusted Rand
index for each clustering compared to the true mixture components averaged over 100
replications. Our approach has a dramatically better clustering accuracy, with an ARI of
0.7, compared to a poor ARI of 0.2 for the competitor. The competitor nds bigger
clusters on average, as the within-cluster outcome variance is over double that for our

approach.

Table 3.2: Accuracy of clustering based onc]i compared to using patient summaries of
REM AHI, non-REM AHI, time in REM, and time in non-REM, evaluated on Scenario 3
simulated data.

Our approach K-means with basic summaries
Adjusted Rand Index 0.670 0.229
Within-cluster outcome variance 0.447 0.959

3.5 Application
3.5.1 Exploratory data analysis

Before tting our model, we performed some data exploration, summarized in Table
3.3. Observe that average AHI appears to be somewhat higher during REM sleep com-
pared to non-REM sleep. Interestingly, event durations also appear to be longer in REM
vs. non-REM. This not only adds to the evidence that OSA intensity may be higher for
the average person in REM sleep compared to non-REM, but actually suggests that the
di erence between AHI values in REM vs. non-REM may in some sense understate the
higher rate during REM sleep, since longer average events lead to a lower AHI given the
same distribution of times between events. (E.g., a patient with two 10-second events each

minute will have double the AHI of a patient with one 40-second event each minute, even
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though they both have an average inter-event time of 20 seconds, and more of the second
patient's sleep time is spent having events.) This suggests our approach of modeling inter-

event times as the time between the end of one event and the start of the next may more

reasonably capture the di erence in in OSA intensity compared to AHI.

Finally, the average patient spends far more time in non-REM than REM sleep. This
suggests that sleep stage-speci c event rates can a ect sleep quality and health through
di erent pathways. On one hand, since non-REM represents the majority of sleep, an
elevated rate of non-REM events has a larger impact on the total number of events in a
night than an elevated REM rate. However, since REM sleep is believed to be particularly
important for learning and memory (Peever & Fuller, 2017), if an elevated rate of REM
events causes a patient's small but important amount of REM sleep to be interrupted or
cut short, this could also be highly detrimental. Box plots showing distributions of the

guantities in Table 3.3 are included in the Appendix.

Table 3.3: Patient means and standard deviations for stage-speci ¢ AHI, event durations,
and time spent in each sleep stage.

AHI Mean event duration (seconds) Time spent in stage (hours)
REM 49.6 (22.7) 27.3(11.4) 1.1 (0.5)
non-REM 43.5 (24.4) 24.1(6.7) 5.2(0.9)

3.5.2 Model tting

To sample from the posterior, we implemented our model in the probabilistic program-
ming language Stan (Carpenter et al., 2017). We ran four chains, each for 2500 burn-in
iterations and 2500 subsequent posterior samples, for a total of 10,000 posterior samples.
To choose the number of factorsy in the factor model for random e ects, we ran a prin-
cipal component analysis on the estimated random e ect vectors in a simpler model with
diagonal covariance, and examined the scree plot; this resulted in a choice gf= 5. The
mixing appears satisfactory, with all e ective sample sizes larger than 2700 and all Gelman-
Rubin diagnostic values less than 1.02 in all main e ects, random e ects, and random e ect

covariance terms.
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To evaluate the quality of model t, we performed several posterior predictive checks.
To simulate a night's data for each patient and each posterior sample, we simulated sleep
stage transitions and OSA event occurrences conditional on the person's total number of
epochs asleep. If a person transitioned to Awake, we draw the next sleep stage uniformly at
random from that patient's observed initial sleep stages after waking up. To generate the
duration of events, we draw the duration of events uniformly at random from the patient's
list of event durations for the current sleep stage. Figure 3.1 shows the posterior predictive
means (orange dots) andd5% intervals (blue lines) for the amount of time spent in non-
REM sleep and the number of total OSA events occurring during non-REM sleep. The
black dots indicate the observed value for each patient. The intervals contain the observed
values for 99.9% of the patients for time spent in non-REM and 99.8% of the patients for
the count of non-REM events. The results are similar for REM sleep, with95% interval
coverage 0f99.9% and 98.9% The posterior predictive plots for time and event count in
REM as well as posterior predictive AHI values in REM and non-REM are presented in the

Appendix.

FIGURE 3.1: Posterior predictive distributions of time spent in non-REM sleep (left) and
the number of events occurring during non-REM sleep (right). Black dots are observed
values; orange dots are posterior predictive means; blue lines are 95% posterior
predictive intervals.
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3.5.3 Posterior summaries
3.5.3.1 Model parameters

Figure 3.2 summarizes the posterior distributions for the transition and inter-event
model parameters. In the top left panel, observe that the posteriors of alin, s, parameters
are strongly negative, indicating that for both REM and non-REM sleep, patients are
overwhelmingly likely to stay in the same stage from one epoch to the next. The 95%
posterior credible intervals fortrn, tra, tnrR, @nd tya are all strictly positive, indicating
that having an apnea event in a given epoch makes the average patient more likely to
transition out of their current sleep stage. Thetra and tya have magnitudes larger than
trn and t yg, respectively, indicating that apnea events have a particularly strong e ect on
the probability of awakening. In the upper right panel of Figure 3.2, the baseline transition
parameters gis.s, appear to have a larger variance for transitions out of REM than for
transitions out of non-REM, while the opposite is true for the parametersajs,s,. This
suggests that there may be more baseline patient variation in transitions from REM sleep,
but more variation in the e ect of OSA events during non-REM sleep.

As expected from our EDA in Section 3.5.1, the bottom left panel of Figure 3.2 shows
that the baseline rate of events is substantially higher during REM sleep compared to
non-REM. The random e ect variances shown in the bottom right panel are very simi-
lar between REM and non-REM, with the posterior mean slightly higher for non-REM.
However, since these random e ect$ s a ect the expected inter-event times at the patient
level multiplicatively, the actual patient-level variability is higher during REM sleep than
during non-REM, due to the higher baseline rate during REM. Finally, given the setup of
the model in Section 3.3.1, the variances observed for thigss indicate substantial patient
variation in the time between events. If the f s variances are 0.7, this corresponds to a
patient with a rate one standard deviation above the mean having an expected inter-event
time over ve times shorter than a patient whose rate is one standard deviation below the
mean.

To illustrate the relationships among random e ects at the patient level, Figure 3.3
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FIGURE 3.2: Posterior summaries of the Markov model xed effects (top left) and
random effect variances (top right), and the apnea and hypopnea inter-event time model
xed effects (bottom left) and random effect variances (bottom right). Dots represent
posterior means, and intervals represent 95% posterior credible intervals.

shows the posterior mean of the correlation matrix forg, which provides a number of
insights into the patient distribution. First, most correlations between the dynamics pa-
rameters g and a are positive, particularly for parameters controlling the transitions from
REM sleep, suggesting that individuals likely to transition from REM sleep at baseline
are also more a ected than average by OSA events during REM. However, for non-REM
parameters, the negative correlations betweelgnr and aygr, and betweengna and aya,
suggest that patients with high baseline rates of transitions from non-REM sleep tend to
experience a smaller disruption than average due to non-REM events. This may be due in
part to the logit scale in our model, which implies that the interpretation of aya and anr
depends on the values ofjna and gyr. Finally, as expected, the random e ects between
eventsf g and f  are positively correlated, suggesting that patients with a high rate of

OSA events in REM or non-REM sleep are more likely to also have a high rate in the other.
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The interpretation of the relationship between these parameterd and the dynamic ran-
dom e ects is more subtle, with a number of moderate positive and negative correlations.
However, it is interesting to observe the negative correlations betweefhgr and aga, and
betweenf y and aya, Which suggest that patients with a higher rate of OSA events may

tend to have their sleep less disrupted by each event.

FIGURE 3.3: Posterior mean correlation matrix for the random effect vectors ¢.

In the Appendix, we summarize the posterior means of the factor loadings in the matrix
L, aligned for interpretability using the method of Poworoznek et al., 2021. In general, the
interpretations of these factors yield similar insights to examining the correlations in Figure
3.3. Factors 1 and 5 yield the positive correlations among the REM transition parameters,
factor 4 yields the positive correlation betweerf g and f y, and factors 2 and 3 are primarily

responsible for the negative correlations discussed above.

3.5.3.2 Clustering

Given the posterior samples ofg;, we computed point estimates of the cluster assign-
ments and centers based or§3.1) using the kmeans function in R (R Core Team, 2023),
as well as the associated assignment probabilities @B.3). Letting the number of clusters

K = 4 based on an elbow plot for the within-cluster sum of squares, the estimated centers
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are shown in Table 3.4. One way to interpret these centers in terms of sleep and OSA
characteristics is to consider whether theg and a parameters tend to be high or low, sug-
gesting highly disrupted vs. steady sleep, and whether each éfz and f y are high or low.
Using this framework, we nd that cluster 1 (276 patients) has moderate sleep dynamics, a
low event rate in REM sleep, and a moderate event rate in non-REM sleep, cluster 2 (143
patients) has highly disrupted sleep dynamics with moderate REM and non-REM event
rates, cluster 3 (326 patients) has fairly calm sleep dynamics, a moderate event rate in
REM, and a low event rate in non-REM, and cluster 4 (348 patients) has fairly calm sleep
dynamics but high event rates in both REM and non-REM.

Table 3.4: Bayes-optimal cluster center estimates based on K-means loss wittK = 4.
gamma_RA gamma_NA alpha_RA alpha_NA gamma_RN gamma_NR alpha_RN alpha_NR phi_R phi_N

Cluster 1 -0.17 0.00 0.30 0.17 -0.37 0.31 0.02 -0.86 -0.97 -0.14
Cluster 2 0.62 0.18 0.38 0.08 1.29 0.64 0.61 0.53 0.18  -0.03
Cluster 3 -0.11 -0.19 -0.20 0.16 -0.09 -0.21 -0.26 051 -0.01 -0.73
Cluster 4 -0.02 0.10 -0.20 -0.31 -0.16 -0.31 -0.02 -0.02 0.69 0.79

The cluster assignment point estimates are shown in the left panel of Figure 3.4, in-
dicated by colored points showing eachy projected into two dimensions. The vertical
axis is simply f g, while the horizontal axis is the rst principal component score for PCA
performed on the posterior means of the sleep-dynamics random e ect$gra, Ina, @rA,
ana,9rN:ONR, @rN, @NR)- The vector of the rst associated principal component is(0.28,
0.06,0.48,0.23,0.33,0.50,0.520.07), suggesting that a positive value of pcl roughly cor-
responds to more disruption of the sleep stages, both at baseline and due to OSA events.
Given this interpretation, the projected locations of the clusters appear to correspond to
the above interpretation of their centers.

To illustrate the uncertainty quanti cation produced by equation (3.3), the right panel
of Figure 3.4 shows the probabilities of assignment to cluster 1. Although the majority of
patients have probabilities very close to 0 or 1, a number of observations near the boundary

with other clusters have meaningful levels of uncertainty in their assignment.
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FIGURE 3.4: Bayes-optimal point estimate of cluster assignments based on expected
K-means loss for random effect vectors g (left), and posterior probability of assignment
to cluster 1, computed with equation (3.3) (right). pc1 refers to the rst principal
component vector computed with the posterior means of the dynamics model random
effects.

3.5.4 Relationship of cluster assignment with other variables

Given the cluster assignments learned above, we can examine how other variables of
interest vary by cluster. Table 3.5 shows the weighted means and standard deviations of
a number of demographic and clinical variables by the probability of cluster assignment.
Several demographic variables appear to vary meaningfully between groups. For example,
cluster 1 has a substantially higher percentage of males than the other groups, as well
as the highest percentage of white patients. Examining other health variables, cluster 4
has an extremely high average BMI of 35.2, as well as an AHI of 63.7, both of which
are substantially higher than those of clusters 1-3. The total amount of sleep appears
reasonably similar across clusters, but the portion of that sleep spent in REM vs. non-
REM di ers substantially. In particular, cluster 2 has well under an hour of REM sleep on
average, aligning with the highly disturbed sleep indicated by the cluster 2 center in Table
3.4. Finally, Table 3.5 shows the average scores for Path nder and BSRT for each group.
Although these generally appear fairly similar, clusters 2 and 4 have the worst two average
scores on both tests.

To illustrate that random e ects in our model and the clusters they produce can generate

insights missed by a simple AHI approach, Table 3.6 shows the results of two Bayesian linear
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Table 3.5: Weighted means and standard deviations of demographic and PSG variables
by cluster assignment. The weights used are the posterior probabilities of assignment to
each cluster.

Cluster1 Cluster2 Cluster3 Cluster4

Age 51.8(13.3) 52.7(11.1) 50.5(12.2) 51.9(11.8)
Fraction male 0.79 0.64 0.54 0.66
Fraction white 0.82 0.77 0.73 0.74

BMI 29.8(5.4) 31.2(6.2) 31.5(6.8) 35.2(7.9)
AHI 31.2(17.4) 38.0(22.1) 23.4(10.2) 63.7 (23.7)
Hours asleep 6.26 (1.08) 6.26 (1.02) 6.43(1.07) 6.28(1.11)
Hours in REM sleep 1.18(0.47) 0.86(0.44) 1.31(0.48) 1.04(0.52)
Hours in non-REM sleep 5.07 (0.90) 5.41(0.90) 5.12(0.87) 5.25(0.97)
Path nder 24.1(7.0) 24.4(5.8) 243(6.2) 25.0(7.1)
BSRT 50.2(9.2) 49.0(9.1) 50.4(9.0) 49.2(9.3)

regression models. The rst regresses the BSRT score on the cluster label, age, and sex,
while the second regresses BSRT score on AHI, age, and sex. In both models, we model
BSRT scores as normally distributed conditional on the covariates, assign uninformative

N (0, 10¢) priors to the coe cients, and assign an IG(1, 1) prior to the residual variance.
We t the models in Stan, and mixing appeared reasonable. The symmetri®5% credible
intervals for sex and age are strictly negative in both models, suggesting that higher age
and being male are associated with poorer performance. In model 1, tf85% interval for

cluster 1 relative to cluster 4 is strictly positive. However, despite the variation in AHI

Table 3.6: Results from Bayesian linear regression models for BSRT score on cluster with
reference level 4 (model 1) and AHI (model 2), both after accounting for age and sex. The
95% credible for the difference in BSRT between clusters 1 and 4 is strictly positive in

model 1, while the 95% credible interval for AHI includes zero in model 2.
Coefcient Posterior Mean 95% Posterior Credible Interval

Intercept 62.76 (60.35, 65.25)
Clusterl 1.55 (0.18, 2.95)
Regression 1 Cluster2 -0.51 (-2.15, 1.13)
Cluster3 0.37 (-0.88, 1.67)
Age -0.21 (-0.25, -0.17)
SexM -4.04 (-5.11, -2.96)
Intercept 63.74 (61.34, 66.14)
Regression 2 AHI -0.02 (-0.04, 0.00)
Age -0.21 (-0.25, -0.17)
SexM -3.74 (-4.80, -2.63)
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between the groups and the fact that group 4 has by far the highest AHI, in model 2 the
95% credible interval for AHI does contain O, suggesting that there may be more to the
story when relating OSA severity to a cognitive outcome like BSRT. One aspect of this
is that while cluster 1 does not have the lowest AHI, it does have the lowest averager,
suggesting that the rate of events may matter more in REM sleep than non-REM. Note that
cluster 3 has the lowest AHI and the lowest averagé \, but the interval for its di erence in
performance with cluster 4 safely include®. Similarly, while cluster 2 also has substantially
lower AHI than cluster 4, it also does not appear to di er signi cantly in BSRT, and its
coe cient actually has a negative posterior mean. One interpretation of these results is
that the higher AHI of cluster 4 is balanced by cluster 2's more highly disrupted sleep,
which suggests that examining OSA event occurrences and sleep dynamics together as our

model does is important for understanding drivers of symptom severity.

3.5.5 Alternate clustering based on simple summary statistics

Examining the AHI and time values in each sleep stage in Table 3.5, it appears that these
basic summary statistics vary by cluster. This suggests that despite the lower performance
of the simple clustering of these variables in our simulations in Section 3.4, they may also
give useful insight here. To explore this, we again grouped patients using the loss function
of K-means with K = 4, but this time using REM AHI, non-REM AHI, time in REM, and
time in non-REM as input variables. The estimated cluster centers are shown in Table 3.7.
Cluster 1 has the lowest AHI in each sleep stage and the longest time spent in REM, while
cluster 4 has the highest AHI values but the least time spent in REM.

Table 3.7: Estimated cluster centers based on K-means loss with REM AHI, non-REM

AHI, time in REM, and time in non-REM as input data.
REM AHI non-REM AHI time in REM time in non-REM

Cluster1 29.2 23.9 1.22 5.07
Cluster2 41.6 59.5 1.08 5.24
Cluster3 64.9 36.1 1.16 5.22
Cluster4 78.0 83.3 0.90 5.32

To get a sense of how these clusters compare with those estimated using our model
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random e ects, Figure 3.5 shows the cluster assignments visualized on the same axes of
Figure 3.4. Observe that clusters 1, 3, and 4 have a pattern similar to before along thier
axis, but now all four clusters are spread widely over the horizontal axis, indicating that
these new clusters do not capture the variation in sleep dynamics that was captured by our

model random e ects.

FIGURE 3.5: Cluster assignments computed using the K-means algorithm with REM
AHI, non-REM AHI, time in REM, and time in non-REM as input variables, plotted on
the same axes from Figure 3.4.

Finally, we examine the di erences in the BSRT scores among these alternate groups.
Using the same linear regression setup as above, we nd th&5%credible intervals for all of
the cluster coe cients include 0, regardless of the choice of reference level. A full summary of
the linear regression coe cients using cluster 4 as the reference is included in the Appendix.
Taken together, the above results suggest that in practice, simple summary statistics such
as time in each sleep stage and stage-speci ¢ AHI may help give complementary insights to
those generated by our model, but do not fully capture the same variability. More broadly,
examining how other variables di er by the clusters generated by our model's random e ects
may help reveal other variables that could be key to better understanding sleep di erences

among OSA patients.
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3.6 Discussion

In this chapter, we investigated the heterogeneity in sleep stage dynamics and stage-
speci ¢ rates of apnea and hypopnea events in OSA patients by analyzing data from the
APPLES study, which generated several novel insights. We found that for the average
patient, having an OSA event during a given epoch increases the probability of awakening
or changing sleep stages in the following epoch, although both the baseline probabilities
and the magnitude of this change vary substantially among patients. Also, for the average
patient, the expected wait time between OSA events is substantially shorter during REM
sleep than during non-REM, although again there is signi cant patient variation in rates.
By modeling the covariance of our model's random e ects, we revealed that during REM
sleep, patient baseline rates of transitions to Awake or non-REM are positively correlated
with one another, as well as being correlated with greater impact of OSA events on these
transitions, while during non-REM sleep, baseline rates of transitions to REM or Awake
are negatively correlated with the corresponding shifts due to events. Finally, we clustered
patients into four interpretable groups based on their random e ects. This revealed that
other demographic and health variables, such as age, sex, and BMI, vary signi cantly by
event rates and sleep dynamics. Turning to the cognitive performance measure BSRT,
we determined that relative to cluster 4, which had the highest average AHI, cluster 1
had signi cantly better BSRT scores after correcting for age and sex. This result was
noteworthy because, while cluster 1 had the lowest rate of events during REM sleep, it
did not have the lowest overall AHI, supporting the hypothesis that events in REM sleep
may be particularly harmful to cognitive outcomes. In contrast to our clustering approach,

a regression of BSRT on AHI directly yielded a95% credible interval that included zero,
further emphasizing the limitations of an AHI-based analysis.

To accomplish the above, we developed a hierarchical Bayesian modeling approach for
analyzing PSG data. We model both OSA event rates and sleep stage dynamics jointly,

including patient-speci c e ects of event occurrences on subsequent dynamics. We mod-
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eled the ten patient-level random e ects controlling variation in these dynamics and event
rates using a multivariate Gaussian distribution with factor-model covariance, thus allow-
ing insights into shared characteristics in patient proles. Then, to summarize patients
based on their estimated random e ects, we showed that a Bayes-optimal clustering under
K-means loss can be easily computed when clustering by random e ects is desired. This
clustering result, along with the associated uncertainty quanti cation we propose, may be
of independent interest to readers, as it generalizes to any setting where one would like to
cluster observations by random e ects estimated using a Bayesian model. In simulations,
we showed that our inferences are robust to model misspeci cation and that our clustering
approach captures variation missed by a simpler clustering approach using only summary
statistics of event rates and sleep architecture.

There are a number of promising directions to build upon this work. From a modeling
perspective, both the inter-event time and dynamics models could be generalized for greater
exibility. For example, both the xed and random e ects for transitions between sleep
stages could be allowed to change as a function of time, re ecting that sleep dynamics
are likely to dier between the beginning and end of the night. Similarly, the rates of
event occurrences during REM and non-REM sleep could vary over time. In addition,
distributions other than the Exponential could be investigated to relax the memorylessness
property for the inter-event times; for example, the Weibull distribution could be a more
exible alternative. All of these proposed directions would substantially complicate the
posterior sampling, so the development of e cient sampling approaches would be a key part
of this research. A separate direction for future work is to extend our results for clustering
based on posterior samples of Bayesian model parameters. For example, loss functions other
than K-means may be desirable in di erent situations; it would be interesting and useful to
explore approaches for Bayes-optimal clustering in these more general settings. Finally, our
approach could be applied to additional data sets to answer questions we did not address
here. For example, while we considered only diagnostic PSG data for OSA patients, it

would be interesting to explore how sleep stage dynamics parameters vary between OSA
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patients and healthy volunteers, as well as how they change for OSA patients in response

to treatment, for example by a CPAP machine.
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4. Targeted empirical Bayes for more supervised joint
factor analysis

4.1 Introduction

Modern scienti ¢ data sets often involve both high-dimensional and highly correlated
observed traits, making a simple linear regression analysis, for example via ordinary least
squares, infeasible. To address this challenge, two broad categories of more sophisticated
linear models have emerged over the past few decades. The rst category assumes that
the regression coe cients are sparse, which means some fraction of them are zero. Popular
sparsity-inducing methods include the Lasso (Tibshirani, 1996) and the elastic net (Zou &
Hastie, 2005), among many others. Alternatively, to avoid making the sparsity assumption
in situations where it may be inappropriate, one can instead assume that the predictors
share some sort of lower-dimensional structure that can be exploited. Classical approaches
in this category include principal component regression (Massy, 1965) and joint latent factor
models (West, 2003), which are the focus of this chapter.

Joint latent factor models work by assuming that predictorsx; PRP and responsey; PR
can be expressed as functions of latent variabldg P R¥ plus noise, where&k p+ 1. When
the functions are linear and h; and the noise are given Gaussian distributions, the joint
distribution of (xiT,yi)T can be used to compute the linear regression coe cients foy;|x;.

A key challenge is choosindk to balance parsimony and exibility. Traditionally, evaluation
metrics such as AIC or BIC are used; however, in recent years, over tted factor models have
been developed that use shrinkage priors to remove unnecessary factors (Bhattacharya &
Dunson, 2011; Frihwirth-Schnatter, 2023; Legramanti et al., 2020). Despite the conve-
nience and inferential bene ts of these approaches, a downside in the regression setting is
that the likelihood used to choosek is the (p+ 1)-dimensional joint likelihood of (x[,yi)T.

If pis large, predictorsx; can dominate this likelihood, leading to an underestimate of the

importance of latent factors that are crucial for the conditional distribution y;|x;, but that
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explain a relatively small fraction of the overall variation in (xiT,yi)T (Hahn et al., 2013).

In this chapter, we propose a Targeted Empirical Bayes Factor Regression (TEB-FAR)
approach to solve this problem. TEB-FAR chooses the residual variance in the response
component to minimize the error in predicting y; from x;. We use the terminology tar-
getedto emphasize that we are not estimating the hyperparameter to maximize the joint
likelihood, following common practice in the empirical Bayes literature, but instead focus
on the conditional distribution of y;|x;. In the remainder of this section, we de ne joint
factor models and summarize some related literature on dimensionality reduction in the
supervised regression setting. In Section 4.2, we motivate and describe our TEB-FAR ap-
proach. In Section 4.3, we present results that compare our approach to competitors in
both simulations and applications, with particular emphasis on studying the relationship
between chemical exposures and health outcomes. Finally, in Section 4.4, we conclude with

a discussion of our ndings and some directions for future work.

4.1.1 Latent factor models

Gaussian joint factor models induce a regression gf PR on x; PRP by letting
(%', yi)T  Nper(Lhi,S), h Ng(0,1) fori=1,...,n, (4.1)

where the data are centered prior to analysisl. P R(P*1 Kk s the factor loadings matrix,

ha,...,hn PR¥ are latent factors, S = diag(s?, ...,s3,s?) is a diagonal matrix of idiosyn-

cratic variances, and k  p+ 1. We induce the distribution (x],y1)",...,(X},yn)" i.d.
Np+1(0,LL T+ S), which can be used to compute the conditional distribution y;|x;
N(b'x;,s?), where b PRP and s? are functions of the covariance matrixLL T + S. Thus,
we induce a form of regularized linear regression, in which a smallds results in greater
regularization. For an introduction to factor analysis, see Bartholomew et al., 2011.

Joint factor models use the marginal covariance irx to inform the estimation of latent
factors, which potentially provides advantages over methods that focus only on the condi-

tional of y|x. However, this also leads to some disadvantages: (1) methods for inferring
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tend to nd the dominant factors underlying the covariance in x and may miss more subtle
factors highly related to y, and (2) the inferred factors depend substantially more onx
than on y. Both of these issues can degrade predictive performance and inferences in the

induced y|x model, problems that we propose to address through a simple modi cation.
4.1.2 Related literature

Our problem of supervised factor analysis is related to principal component regression.
The classical approach, illustrated by Je ers, 1967, for example, is to perform a principal
component analysis onX, and then to keep the top k components for use in regression
based on their associated eigenvalues. Although this approach is still common in practice,
a number of authors have criticized it. Jolli e, 1982 presents several real-world examples in
which later components that would be discarded are important for explaining an outcome.
Cox, 1968 notes that there is no logical reason why the dependent variable should not be
closely related to the least important principal component. Hadi and Ling, 1998 illustrate
this phenomenon with a data set where the rstp 1 components explain 99.96% of
the variation in X, but the nal component is the only one related to the outcome. To
address these issues, several authors have suggested alternative methods of variable selection
among the principal components, regardless of the amount of variation they explain irX
(Cox, 1968; Jollie, 1982; Pires et al., 2008; Sutter et al., 1992). As an alternative, Bair
et al., 2006 developed a supervised PCA method that performs variable selectidrefore
computing the principal components. They compute univariate regression coe cients for
the outcome on each predictor separately and then perform PCA on the matrix of only
those predictors whose coe cients are above a threshold. Related supervised approaches
have been developed for the probabilistic (Yu et al., 2006), sparse (Sharifzadeh et al., 2017),
and functional (Nie et al., 2018) PCA settings.

In the factor analysis literature, several methods have been proposed to choose the
number of factors k. In the Bayesian paradigm, these include treatingk as a model pa-

rameter and sampling it using reversible jump MCMC (Green, 1995; Lopes & West, 2004),
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or alternately taking an over- tted factor model approach relying on priors that shrink
unnecessary columns ol to zero (Bhattacharya & Dunson, 2011; Frihwirth-Schnatter,
2023; Legramanti et al., 2020). However, since these methods seldctand estimate all
model parameters using the joint likelihood of outcomesy;,...,yn P R and predictors
X1, ...,Xn PRP, predictors have been found to dominate factor selection, particularly when
p is large (Hahn et al., 2013). To address this, Hahn et al., 2013 propose a more general re-
gression factor model that relaxes the conditional independence assumption pf K x; | h;,
instead allowing additional dependence directly betweery; and x;. Similarly, Fan et al.,
2024 suggest an approach that modelg; as a function of both latent factors h; and pre-
dictor idiosyncratic errors, #y. In both of these approaches, the authors assume that the
latent factor model is insu cient and thus add additional dependence betweeny; and x;. In
contrast, we seek to maintain the simple factor model setup, but to estimate better factors

and loadings for modelingy;|x;.

4.2 Our approach
4.2.1 Motivation

To motivate our approach, we consider an extension of the motivating example from
Hahn et al., 2013. Suppose datdx.,y;)" are generated from the latent factor model in

(4.1) with

LT =

0 04 . s=diag(0.2,...,0.2.

0O 8 4 6
1 0 0 1

1 40
1 1 01

1
0
If we assume the data come from a mean-zero Gaussian factor model, but wikhunderes-

timated to be 1 instead of 2, the closestl-factor model to the true model in terms of KL

divergence is de ned by

LT =(0.0004, 4.0016, 0.0000, 7.9810, 4.0016, 5.9853,1.0002, 0.9973,4.0016,0.0004

S = diag(1.2000, 0.1872,0.2000, 1.5032,0.1872,1.3763,0.1996, 1.2054, 0.1872,)1.2000

Observe that the single column ofl is almost identical to the rst column of L from the

full model. Although this 1 factor approximation explains most of the variation in the
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joint distribution, it is totally useless if we wanted to predict y; (the nal index) using x;
(the rst nine indices); it e ectively models y; as mean zero noise independent of the other
variables (Hahn et al., 2013).

We would like some way to encode in our model a strengthened preference for learning
yilXi, so that (1) it avoids making such a fatal underestimation ofk, and (2) for a givenKk,
it estimates better factors for predicting yj. To do so, we observe that in the true model
above, the idiosyncratic variance terms§ is only 0.2, while in the 1 factor model, it is
estimated as1.2 the marginal variance ofy;. This observation suggests a question: Can
forcing 33 to a smaller value change the emphasis the model places on the two true factors?
To answer this question, we examine how the optimall-factor approximation to the true
model changes when the optimization is performed conditional on a xed value oeﬁ)?. The
squared Euclidean distances from the KL-optimal single factor loadings vector to each of

| 1 and | » (the rst and second columns ofL ) are shown in Figure 4.1 along a grid ofsg

values between0 and 1.2 Observe that at approximately sf = 0.06 the optimal loadings

FIGURE 4.1: Distance between the KL-optimal loadings vector in the 1-factor model and
each column of the true loadings matrix L as a function of xed 53.

vector undergoes a sort of phase transition from being essentially equal to, to essentially

equal to | . Thus, by shrinking sy2 closer and closer to0, we can in some sense reorder
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the factors in terms of the priority they are given by the joint likelihood. Moreover, even
at higher values ofsf than are needed to cause the phase transition, the second factor is
becoming more and more important to the joint likelihood ass)% becomes smaller, which

should push models to choos& to be high enough so that it is included.

4.2.2 Our approach

Given the motivation above, we de ne our TEB-FAR model as the factor model of(4.1),

2 and the

but with an important alteration: Instead of inferring the joint posterior of sg

other model parameters using a fully Bayesian approach, we propose an empirical Bayesian
approach to estimate §§ as the value optimizing predictive performance ofy from x. In
particular, for standardized data such that y; has marginal empirical mean0 and variance
1, §$ is selected by cross-validation from values on a grid fror® to 1. Then, xing 82 we
use the increasing shrinkage prior of Bhattacharya and Dunson, 2011 to choose the number
of factors, k. Speci cally, this setup chooses a large upper bouné for k, and then models

elements ofL with the priors
Ll N(O,leltl b, j=1,...p1=1,... k

In the above, the x; s are assigned independent gamma prior distributions, while thes
are modeled as a product of gamma random variables, speci ed so that ! decreases for
increasingl at a rate learned from the data. Thus, for high values ofl, the entries ofL are
e ectively shrunk to zero. The full model setup with all prior distributions is speci ed in

the Appendix.

4.2.3 Mathematical intuition

Building on the motivation from Section 4.2.1, here we examine the induced regression

coe cients in a one-factor setup. Let g PR be the factor loading fory;, so that

yi = ghi+ #i,  #; N(O,s)),
xi=lhi+#; # N(O,S),
hy  N(0,1), S = diag(ss, . ...sp)-
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Then the induced linear regression of; on x; can be written asy;|x; N(b'x;,s?), where

I
Py
l1 l'p 2_ 2 g2
b= ——— ... and s°= sf+ ———
_ p + P
J=1sj2 1 j=1s

=

=Nl

Observe in the variance formula above that if we forcesf to be arbitrarily small, the model

will eventually be forced to compensate by increasingy? away from zero. But then, in
doing so, the magnitude of the regression coe cientd will also be in ated, increasing the
penalty for estimating a loadings vector| that is suboptimal for predicting y;|xj. Thus, by
forcing sy2 to be small, we can force the 1-factor model to nd signal foryj|x; when it is
present, even at a cost to the likelihood for;.

To illustrate this, Figure 4.2 shows the 1-factor log likelihoods for 100,000 observations
generated from the true 2-factor model from Section 4.2.1, computed for the KL-optimal
1-factor models on a grid ofs? values. Observe that ass? is decreased toward).06 the log
likelihood for y;|xj su ers dramatically. Eventually, the improvement to this conditional
likelihood from switching to the second true factor exceeds the cost to the joint likelihood
of x;, and the phase transition occurs. The joint model for(x,y;)T is worse than the naive
model that learns the rst factor, but if our goal is to predict y; using X;, we have improved
our model dramatically.

Although the formulas here are for the 1l-factor case, we postulate that this intuition

generalizes fork j 1, and we support this hypothesis with empirical results in Section 4.3.

4.3 Simulation and data analysis results
4.3.1 NHANES phthalate and BMI data

To evaluate our empirical Bayes approach for estimatings)?, we applied it to predict
patient BMI using measured exposure levels tqp = 19 phthalates, using data from the
2017-2018 NHANES public repository, available at https://wwwn.cdc.gov/nchs/nhanes/.
For simplicity, we considered a complete case analysis of only adults over the age of 18,

resulting in a sample ofn = 1724participants. Given these data, we randomly generated0
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FIGURE 4.2: Log likelihoods for the KL-optimal 1-factor models conditional on xed
values of syz, computed for 100,000 observations generated from the true 2-factor model
described in Section 4.2.1. By de nition, the joint log likelihood for (x,y) is equal to the

sum of the log likelihoods for x and y|x.

partitions of the sample into training and test sets, for each of a range of training set sizes.
After standardizing the data, we t our TEB-FAR model to each training set on a grid of 100
33 values from0.01to 1, and used the tted models to predict the BMI for the test set. For
comparison, we also t a joint Bayesian factor model using a multiplicative gamma process
prior for the loadings matrix as implemented in the in nitefactor R package (Poworoznek,
2020), lasso and ridge regression as implemented in the glmnet R package (Friedman et
al., 2021), each for a grid of tuning parameter values and taking the best one, and OLS
linear regression. The average prediction MSE for each model is shown in Figure 4.3 for
training set sizes of100, 200, 400 and 800. Additional results for ntrain = 50 and 1600are
contained in the Appendix. The results for ntrain = 50 and 1600are qualitatively similar
to those for ntrain = 100 and 800, respectively.

In Figure 4.3, observe that for ntrain = 100, all methods have MSE greater thanl,
indicating that they would all be outperformed by simply predicting the mean. However,
for ntrain = 200, 400, and 800, TEB-FAR outperforms all competitors for a substantial

range ofsf values. Interestingly, the average posterior meals)? value estimated by the joint
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