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Abstract

In this work, we study conditional generative models for microbiome compositional
data. Specifically, we propose three approaches for the conditional generation of such data:
(1) a parametric model called the "logistic-tree normal" (LTN) model, (2) a conditional
normalizing flow based on piecewise linear transforms defined using dyadic partition trees in
the outcome space, and (3) a method that involves learning the marginal distribution of the
compositions (with an unconditional tree flow) and the conditional distribution of covariates
given the compositions separately, followed by posterior sampling utilizing the latent code
representation provided by the tree flow. Through extensive experiments, we demonstrated
that the LTN model can incorporate complex design features, such as longitudinal sampling,
and can be integrated into hierarchical models as a building block for inferential tasks, such
as cross-group comparison. The non-parametric approaches better model the complex joint

distributions of the compositions, and each is suitable for different practical data scenarios.
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1. Introduction

The human microbiome is the collection of genetic information from all microbes residing
on or within the human body. The development of high-throughput sequencing technologies
has enabled profiling the microbiome taxa composition in a cost-efficient way through either
shotgun metagenomic sequencing or amplicon sequencing on target genes (e.g., the 16S
rRNA gene). The resulting data are usually a compositional count vector for each sample
with the total count of the identified microbes in each sample determined by the sequencing
depth of the study and shall only be interpreted proportionally (H. Li, 2015).

Various bioinformatic preprocessing pipelines such as MetaPhLAN (Beghini et al., 2021)
and DADA2 (Callahan et al., 2016) have been developed to “count" the microbes in each
sample and report the results in terms of amplicon sequence variant (ASV) or operational
taxonomic unit (OTU) abundance. Both OTU and ASV can serve as the unit for the
downstream analysis of microbial compositions and in recent years the ASV has become
the standard approach for a number of reasons. However, following the broader tradition
in microbial studies, throughout the rest of this work we shall use the more classic term
“OTU" to refer to either of them.

Some common characteristics of microbiome compositional data that need to be ac-
counted for in the modeling and analysis of such data include (i) high-dimensionality—large
K, (ii) sparsity—many counts in the OTU table are zeros, and (iii) pervasive cross-sample
heterogeneity—the OTU count vectors usually display large variability across the samples
and involve complex covariance among the OTUs. We note that the sparsity in micro-
biome data can come in two forms: (1) within-sample sparsity—each microbiome count
sample have non-zero counts in a small proportion of identified OTUs, and (2) within-OTU
sparsity—most OTUs are observed in only a small number of samples. These two types of
sparsity are usually both present in microbiome datasets.

A unified approach to the analysis of microbiome compositional data is through building
generative models. A parametric generative model for i.i.d. or exchangeable samples of

microbiome compositions can serve as building blocks for more sophisticated statistical
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models to accommodate additional features of the data. This approach has been fruitfully
taken by many for both di erential abundance analysis (J. Chen et al., 2017; Fernandes et
al., 2014; La Rosa et al., 2012; Martin et al., 2020; Wadsworth et al., 2017; X. Zhang et al.,
2020) and exploratory analysis (Aktukmak et al., 2023; Fang & Subedi, 2023; Holmes et al.,
2012; Layeghifard et al., 2017; Mao & Ma, 2022; Qiao et al., 2022; Sankaran & Holmes,
2019; Shi et al., 2023). Most of these prior works have given speci ¢ attention to the need
for accommodating the compositionality and the prevalence of zeros in microbiome data
with a variety of di erent approaches proposed such as modeling zero-in ation directly
(Koslovsky, 2023; Z.-Z. Tang & Chen, 2019; X. Zhang et al., 2020) as well as using tree-
based aggregation to accommodate sparsity (Bien et al., 2021; X. Li et al., 2023; Mao
et al., 2020). With some notable exceptions (Grantham et al., 2020; B. Ren et al., 2020),
however, these methods generally adopt restrictive assumptions on the underlying cross-
sample variation and often do so implicitly without warning the practitioner who applies
them of such constraints. Some recent works have found that the resulting downstream
analysis can be sensitive to these implicit assumptions in both di erential abundance (B.
Ren et al., 2020) and exploratory analyses (LeBlanc & Ma, 2023; Mao & Ma, 2022; Shi
et al., 2022).

In Chapter 2, we introduce a generative model called the "logistic-tree normal” (LTN)
model, which addresses the need to capture complex cross-sample variability a challenge
that existing models often struggle with while still adequately capturing other key char-
acteristics of microbiome compositional data, such as the abundance of zeros. The LTN
model incorporates a tree-based decomposition for e ective aggregation over sparse taxa
counts and models the relative abundance at the tree splits jointly using a multivariate
logistic-normal distribution. This distribution can be endowed with a exible covariance
structure tailored to the speci c application. We provide e cient computational methods
for Bayesian inference on the LTN model through fully conjugate Gibbs sampling, enabled
by Pélya-Gamma augmentation. The latent Gaussian structure of LTN allows for the incor-

poration of a wide range of multivariate analysis and modeling tools for high-dimensional
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data, including those that enforce sparsity or low-rank assumptions on the covariance struc-
ture. LTN is a general-purpose, fully generative model, making it applicable in a wide range
of contexts. We demonstrate its use in di erential abundance analysis through a composi-
tional mixed-e ects model that leverages LTN to model variance components. Additionally,
we reanalyze a longitudinal dataset from the T1D cohort of the DIABIMMUNE study using
this model. Finally, we discuss and showcase how LTN can accommodate other key features
of microbiome compositions, such as the abundance of zeros, without requiring an explicit
Zero-in ation component.

In addition to these parametric models, recent nonparametric models have proven e ec-
tive for generative modeling of tabular data due to the fewer distributional constraints they
impose on the complex underlying joint distribution. For a generative model of microbiome
compositions to be useful in practice, it should be capable of accounting for mixed types of
covariates. However, existing models are either marginal or class-conditional (Kotelnikov et
al., 2023; Xu et al., 2019), or are limited to imputation (Choi et al., 2023; Seki et al., 2023).
Motivated by this practical need and the gap in conditional generative models for micro-
biome compositions, we propose two ow-based methods for the conditional generation of
microbiome compositions, detailed in Chapters 3 and 4.

In Chapter 3, we propose a ow-based generative model tailored for the density re-
gression task on tabular data. Our ow applies a sequence of tree-based piecewise-linear
transforms on initial uniform noise to eventually generate samples from complex conditional
densities of (univariate or multivariate) outcomes given the covariates and allows e cient
analytical evaluation of the tted conditional density on any point in the sample space.
We introduce a training algorithm for tting the tree-based transforms using a divide-and-
conquer strategy that transforms maximum likelihood training of the tree- ow into training
a collection of binary classi ers one at each tree split under cross-entropy loss. We assess
the performance of our method under out-of-sample likelihood evaluation and compare it
with a variety of state-of-the-art conditional density learners on a range of simulated and

real benchmark tabular datasets. Our method consistently achieves comparable or superior

3



performance at a fraction of the training and sampling budget. Finally, we demonstrate
the utility of our method's generative ability through an application to generating syn-
thetic longitudinal microbiome compaositional data based on training our ow on a publicly
available microbiome study.

In Chapter 4, we introduce two approaches for the conditional generation of microbiome
compositional data utilizing tree-based normalizing ows: (1) modeling the conditional dis-
tribution of microbiome compositions given the covariates using the conditional ow intro-
duced in Chapter 4, and (2) learning the marginal distribution of microbiome compositions
and the conditional density of the covariates given the compaositions separately, then draw-
ing posterior samples with Langevin dynamics in the latent space. We demonstrated these
two approaches with DIABIMMUNE dataset and provided recommendations on choosing
between these approaches based on the covariates.

Chapters 2 and 3 are based on manuscripts developed during the course of the author's

PhD study, and Chapter 4 presents more recent work.



2. Logistic-tree normal models for microbiome

compositions
2.1 Introduction

A central task in microbiome studies is to decipher the relationship between microbiome
composition and various health outcomes. A common strategy is carrying out a di eren-
tial abundance analysis by comparing the microbiome compositions of samples collected on
two or more groups (Nearing et al., 2022; Y. Xia & Sun, 2023), while adjusting for other
contributors to the variability in the taxa abundance including both measured covariates
and additional unmeasured random e ects . For example, a core research question in the
DIABIMMUNE study (Kostic et al., 2015), which is to be reanalyzed in our case study, is
to understand the association between infant gut microbiome and Type 1 diabetes (T1D)
risk. While a few covariates that are known to contribute to the change in the micro-
biome compositions are measured, including age and dietary patterns, the compositions
display substantial additional variation across the samples beyond what can be explained
by these covariates, clearly due to a myriad of other unmeasured causes. Such variability
needs to be properly accounted for through statistical formulations either model-based or
model-free in order to identify the underlying association of interest with valid statistical
con dence.

Besides di erential abundance analysis, another very common type of analysis involving
microbiome compositions is exploratory data analysis aimed at identifying latent structures
such as clusters, subcommunities and network structures among microbial taxa. In this
context, again one must appropriately di erentiate the underlying structure of interest
from that due to both measured and unmeasured sources of variability. For example, the
key to identifying an underlying cluster of samples lies in distinguishing the within-cluster
variability from between-cluster variability.

A uni ed approach to the analysis of microbiome compositional data is through building
generative models, which allows direct incorporation of key features of such data, including

the count nature, the compositionality, the abundance of zeros, as well as the complex



cross-sample heterogeneity. A generative model for i.i.d. or exchangeable samples of micro-
biome compositions can serve as building blocks for more sophisticated statistical models
to accommodate additional features of the data. This approach has been fruitfully taken
by many for both di erential abundance analysis (J. Chen et al., 2017; Fernandes et al.,
2014; La Rosa et al., 2012; Martin et al., 2020; Wadsworth et al., 2017; X. Zhang et al.,
2020) and exploratory analysis (Aktukmak et al., 2023; Fang & Subedi, 2023; Holmes et al.,
2012; Layeghifard et al., 2017; Mao & Ma, 2022; Qiao et al., 2022; Sankaran & Holmes,
2019; Shi et al., 2023). Most of these prior works have given speci ¢ attention to the
need for accommodating the compositionality and the prevalence of zeros in microbiome
data with a variety of di erent approaches proposed such as modeling zero-in ation di-
rectly (Koslovsky, 2023; Z.-Z. Tang & Chen, 2019; X. Zhang et al., 2020) as well as using
tree-based aggregation to accommodate sparsity (Bien et al., 2021; X. Li et al., 2023; Mao
et al., 2020). With some notable exceptions (Grantham et al., 2020; B. Ren et al., 2020),
however, these methods generally adopt restrictive assumptions on the underlying cross-
sample variation and often do so implicitly without warning the practitioner who applies
them of such constraints. Some recent works have found that the resulting downstream
analysis can be sensitive to these implicit assumptions in both di erential abundance (B.
Ren et al.,, 2020) and exploratory analyses (LeBlanc & Ma, 2023; Mao & Ma, 2022; Shi
et al., 2022).

Two popular classes of generative models for microbiome composiions are the log-ratio
normal (LN) model (Aitchison, 1982) and the Dirichlet-multinomial (DM) model (Holmes
et al., 2012; La Rosa et al., 2012). The LN model can capture rich cross-sample covariance
structure among the OTUs; however, when LN is adopted to model theinobservedelative
abundance that gives rise to the observed count vectors, inference is computationally chal-
lenging if the number of OTUs is even just moderate { 50) due to lack of conjugacy to
the multinomial sampling model that is commonly employed to capture the count nature
of microbiome compositional data. Consequently, in practice LN is most frequently applied

to model the actual observedproportion of counts (i.e., the counts on the OTUs divided
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by the total sum of counts for each sample), essentially ignoring the count nature of the
sequencing reads.

The DM model on the other hand maintains the multinomial sampling model on the
counts but instead adopts a Dirichlet distribution on the underlying unobserved relative
abundance vector. Dirichlet is conjugate to the multinomial sampling model and therefore
DM is computationally e cient, but the induced covariance structure under Dirichlet is
characterized by a single scalar parameter (which is the sum of the Dirichlet pseudo-count
parameters), and thus is way too restrictive for characterizing the cross-sample variability
in typical microbiome compositions. A more recent generalization of the DM model, called
the Dirichlet-tree multinomial (DTM) model (Dennis IIl, 1991; T. Wang & Zhao, 2017)
which utilizes an underlying tree structure relating the taxa usually a phylogenetic tree
or a taxonomic tree lessens this limitation, but only slightly. Its cross-sample covariance,
though more relaxed than that of the Dirichlet, is still very restrictive as it only uses (K 1)
parameters to characterize a(K 1) (K 1) covariance structure whereK is the total
number of taxa. Moreover, the appropriateness of the covariance structure imposed by DTM
relies heavily on the extent to which the imposed tree structure (such as the phylognetic
tree) accurately re ects the functional relationship among the taxa in the given context,
making the resulting inference particularly sensitive to the speci cation of the tree, which is
a major concern in adopting tree-based methods for microbiome compositions (Xiao et al.,
2018; Zhou et al., 2021).

To address these challenges, we propose a new generative model called logistic-tree
normal (LTN) that combines the key features of DTM and LN models to inherit their
respective desired properties. LTN utilizes the tree-based decomposition of multinomial
sampling model as DTM, which takes advantage of tree-aggregation of sparse counts (Bien
et al., 2021; X. Li et al., 2023; T. Wang & Zhao, 2017; Washburne et al., 2018), but unlike
DTM, it employs a latent multivariate LN distribution on the tree splitting probabilities
with a general covariance structure. This more exible covariance structure makes the

resulting inference substantially more robust than DTM with respect to the choice of the

7



tree. At the same time, by utilizing a tree-based binomial decomposition of the multinomial
model, LTN restores the full conjugacy with the assistance of Pélya-Gamma (PG) data
augmentation (Polson et al., 2013), allowing Gibbs sampling and thereby avoiding the
computational di culty incurred by LN-based models.

The fully probabilistic, generative nature of LTN allows it to be either used as a stan-
dalone model or embedded into more sophisticated hierarchical models to capture addi-
tional structures in the data. The latent multivariate Gaussian formulation allows common
modeling and computational techniques for high-dimensional data, such as those based on
sparsity and low-rank assumptions on the covariance structure imposed by various types of
regularization, to be readily incorporated into LTN while maintaining the computational
ease.

The rest of the paper is organized as follows. Section 2 introduces LTN after brie y
reviewing LN and DTM, examines its distributional properties including its ability to gen-
erate sparse data, and presents an LTN-based mixed-e ects model tailored for di erential
abundance analysis. In Section 3, we investigate the performance of the proposed method
for di erential abundance analysis with several numerical experiments and compare it to
two state-of-the-art methods. In Section 4 we carry out a case study on the T1D cohort
from the DIABIMMUNE study (Kostic et al., 2015). In Section 5 we conclude with some
discussion.

2.2 Methods
2.2.1 Background

We start by providing a brief background on two classes of models for microbiome
compositional count vectors that are widely in use namely, the log-ratio normal model
and the Dirichlet (including the more recently introduced Dirichlet-tree) model. Our model
to be introduced later is inspired by these two model classes and incorporate key features
of each.

Suppose there aren samples and a total ofK OTUs, denoted by u,,uy,...,ux. The



FIGURE 2.1: Notation for nodes

FIGURE 2.2: Tree-based transform fromp to

OTU table is an n K matrix, whose ith row represents the OTU counts in samplei and

the (i,])-th element represents the count of OTUj in that sample. Let T = T (I ,U;E)

be a rooted full binary phylogenetic tree over theK OTUs, wherel , U, E denote the set of
interior nodes, leaves, and edges respectively. Formally, we can represent each ngden

the phylogenetic tree by the set of its descendent OTUs. Speci cally, for a leaf noda P U,

which by de nition contains only a single OTU u, we let A = tuu. Then the interior nodes
can be de ned iteratively from leaf to root. That is, for A P with two children nodes A,

and A,, we simply haveA = A, i A:. Figure 2.1 shows an example of a nodA containing

four OTUs, tug, us, us, Ugl.

(o]

SupposeX = (X1, ,Xk)listhe OTU counts for a sample, andN = J-K=1Xj is the



total number of OTU counts. A natural sampling model for the OTU counts given the
total count N is the multinomial model

X |[N,p Multinomial (N,p), (2.1)

wherep = (p1, ,pk)ltis the underlying OTU (relative) abundance vector, which lies in a
(K 1)-simplex. Thatis, p PSk = t(p1, .px): pj¥ 0,j=1, ,K,o szl pj = 1u. The
sum-to-one constraint on relative abundances can present modeling inconveniences, and
a traditional strategy is to apply a so-called log-ratio transformation to map the relative
abundance vector into a Euclidean space (Aitchison, 1982).
Three most popular choices of the log-ratio transform are the additive log-ratio &lr),

centered log-ratio (clIr) (Aitchison, 1982) and isometric log-ratio (ilr) (Egozcue et al., 2003;
Egozcue & Pawlowsky-Glahn, 2016; Silverman et al., 2017), all of which have been applied

to microbiome compositional data in the literature. For a compositionp, the alr and clr

transforms are de ned as follows:
clr(p) = tlog(pi/ 9(p)) :i=1, ,Ku,

alr(p) = tlog(p/ pk) :j=1, ,du,

whered = K 1 and g(p) is the geometric mean ofp. The ilr transform, on the other
hand, uses a binary partition tree structure to de ne the log-ratios, and it turns p into
balances" associated with the interior nodes of the tree. The balanch(A) associated with

an interior node A of the tree is de ned as

d_
_ |A| A a(p(A))
A= TaT+ 1A% o(p(An)’

where|A,| and |A,| are the number of OTUs in the left and right subtree of nodeA respec-
tively, g(p(A;)) and g(p(A;))) are the corresponding geometric means of the probability
compositions of leaves in the left and right subtrees of nod&. While in many applications

nding a suitable binary tree for the ilr might not be easy, in the microbiome context, the

phylogenetic tree is a natural and e ective choice (Silverman et al., 2017).
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The log-ratio normal (LN) model posits that the log-ratios are multivariate Gaussian.
These models have been successfully used in characterizing microbial dynamics (Aij6 et
al., 2017; Silverman et al., 2018) and linking covariates with microbiome compositions
(Grantham et al., 2020; F. Xia et al., 2013). However, inference using the LN models based
on the popular log-ratio transforms can incur prohibitive computational challenges when
the number of OTUs grow due to the lack of conjugacy between the multinomial likelihood
and multivariate normal.

In contrast, another classical approach to modeling the compositional vectop that
is computationally easier at a (great) cost of exibility is the Dirichlet-multinomial (DM)
model (Holmes et al., 2012; La Rosa et al., 2012), which simply modegsusing a Dirichlet
distribution. This model a ords only a single scalar parameter to characterize the covari-
ance structure among the OTUs, essentially assuming that all OTUs are mutually indepen-
dent modulo the arti cial dependence caused by the compositional constrainto ipp=1
This is clearly too restrictive for high-dimensional compositional data such as microbiome
compositions.

The Dirichlet-tree multinomial (Dennis I1l, 1991; T. Wang & Zhao, 2017) model (DTM)
has been introduced to alleviate this limitation of DM while maintaining computational
tractability. Given a dyadic tree T over the OTUs, e.g., the phylogenetic tree, DTM utilizes
the fact that multinomial sampling is equivalent to sequential binomial sampling down a

binary partition. Speci cally, the multinomial sampling model in Eq. (2.1)is equivalent to

y(A) |Y(A),q(A) " Binomial (y(A),q(A))  forall API,

where

o]

5 .: P p
y(A) = Xj and q(A) = LPA'J
jujPA jupA P

See Figure 2.2 for an illustration.
Under this perspective, the relative abundance vector is now represented using the

collection of binomial branching probabilities g(A) for all A P1. DTM adopts a beta
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model for eachq(A) to attain conjugacy with respect to the binomial likelihood. That is,

q(A) ™ Beta(m(A)n(A), (1 m(A))n(A))  for API,

wheren(A) speci es the mean of the branching probabilities, and the variance is determined
by m(A) and n(A). While it may appear similar to the ilr -based LN approach, which
also uses the phylogenetic tree in transforming the abundance vector, we note that very
importantly the factorization under DTM is not only providing a transform of p in terms of
the q(A)'s, but is decomposing thesampling model(i.e., the multinomial likelihood), which

is key to its computational tractability through the beta-binomial conjugacy.

While DTM is more exible than DM, it is far from competitive to LN in characterizing
the covariance among OTUs. To see this, note that the parameters(A)'s are the only
ones that characterize the covariance across th& OTUs. In fact, DTM still assumes
independence among the)(A)'s and so there are a total of onlyd scalar parameters, which
along with the underlying phylogenetic tree characterize the covariance among thi€ OTUs.
This also makes inference with DTM particularly sensitive to the phylogenetic tree in each
given application. In contrast, LN models, including the tree-basedilr models, allow a
full d d covariance matrix, regardless of the tree structure, which results in more robust
inference even when the choice of the partition tree is not ideal.

It is also worth noting that while traditional wisdom suggests that DTM (which con-
tains DM as a special case) is computationally scalable due to the Dirichlet-multinomial
conjugacy, applications of DTM in the context of regression modeling or di erential abun-
dance analysis can still incur prohibitive computation, because in this context DTM is not
the top layer in the hierarchical model, and there exists no known conjugate (hyper)prior
to Dirichlet, and hence also to DTM. For example, when covariate e ects on the mean
of a DTM are incorporated or when hyperpriors are placed on the dispersion parameters
n(A), then under DTM it will require numerical integration or MCMC strategies such as
Metropolis-Hastings to infer these parameters. Such numerical integration can become ex-

tremely expensive as the number of OTUs increases, because it will require a minimal of a
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2D integral evaluated on each tree node in each MCMC iteration. As such, it is desirable
to design a model that enjoys full conjugacy, or in other words has a conjugate (hyper)prior

to itself.

2.2.2 The logistic-tree normal model

We introduce a hybrid model that combines the tree-based factorization of the multino-
mial sampling model under DTM with the log-ratio transform under LN, thereby achieving
both the exibility and the computational tractability. Speci cally, we adopt a log-ratio
transform (i.e., a logistic transform) on the binomial branching probability g(A) on each

interior node A. That is, we propose to model the log-odds on the interior nodes

q(A)
A) = log ———~ forall API
jointly as a multivariate Gaussian.
More formally, for a compositional probability vector p = ( p1, p2,...,px) P Sk, we

de ne the tree-based log-ratio(tlr) transform as tlr (p) = = ty(A) : A Plu, where

y(A) = log 1(‘((@). Like other log-ratio transforms, tir maps a compositional vectorp to

a vector of d log-oddsy (A). Finally, modeling the tlr (p) as MVN( ,S), we have the full
formulation of a logistic-tree normal (LTN) model:
ind

y(A)ly(A).q(A) " Binomial (y(A),q(A))  for API,

y(A) = log 1(:'(?()A) for API, (2.2)

MVN ( ,S).

We denote this model by LTNt ( ,S). A graphical model representation of the LTN model

for a dataset with n exchangeable samples indexed by= 1, ,nis shown in Figure 2.3.

2.2.3 Recipe for Bayesian computation

At rst glance, while LTN a ords exible mean and covariance structures, it su ers

from the same lack of conjugacy as LN models based on log-ratio transforms such als,
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clr and ilr. Fortunately, the binomial decomposition of the likelihood under LTN allows a
data-augmentation technique called P6lya-Gamma (PG) augmentation (Polson et al., 2013)
to restore the conjugacy. In fact, this data-augmentation strategy ensures full conjugacy for
LTN models even with additional modeling sophistication such as covariates and additional
modeling hierarchy; one can adopt a variety of conjugate (hyper)priors on the Gaussian
parameters( ,S), making LTN substantially more computationally tractable than DTM
and LN.

Speci cally, following Polson et al.,, 2013, we can write the binomial likelihood for a

sample at an interior node A as

e\/(A) y(A|) »8
POY(ADIY(A),Y (A)9 ———— = 2 YAKANA) g Wy(A)2 £ () dw,
1+ ey(A) y(A) 0
wherek(A) = y(A;) y(A)/2 and
fwy= 20 LS gaGnt Y(A) 20+ y(A)) ey
Ay(A) _, Gn+ 1) 2pw3

is the probability density function of the P6lya-Gamma distribution PG (y(A),0). We can
accordingly introduce an auxiliary variable w(A) that is independent of y(A,) given y(A)
and y (A), with

p(W(A)IY(A),y (A)9 e AT f(w(A)).
In other words, we add the auxiliary variable w(A) into the LTN model in Eq. (2.2) with
W(A)ly(A),y(A) PG(y(A),y(A)).
The joint conditional distribution for w(A) and y(A,) giveny(A) andy (A) is then
POW(A), Y(ADIY(A),y (A))92 YA MY (A WA (2 £ (w(p)),

which is a log-quadratic function ofy (A), and thus is conjugate to the multivariate Gaussian
likelihood of = ty(A) : A Pl u A graphical model representation of LTN with PG

augmentation for a dataset ofn exchangeable samples is shown in Figure 2.3.
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FIGURE 2.3: A graphical model representation of LTN for n exchangeable samples

2.2.4 Covariance estimation

A common task in microbiome analysis is to learn the covariance structure or network of
the microbial taxa, which can shed light on the underlying biological interplay. Equipped
with the LTN model, one can resort to the rich armory of covariance/graphical models
in the multivariate analysis literature to accomplish this goal. Here we adopt a graphical
modeling approach by assuming a sparse Gaussian graph, i.e., one with a sparse inverse
covariance matrix, on the tree-based log-odds, and carrying out inference in a Bayesian
fashion through adopting a popular prior for sparse Gaussian graphs called the graphical
Lasso prior (H. Wang, 2012) on the inverse covariance.

Speci cally, the graphical Lasso prior on the precision matrixW = S ! takes the form

1 1d
p(Wl )= C 1 tDE(wjjil Ju tEXP(w;|l /2 )ulypy-, (2.3)
it =1
where DE(x|l ) = 'iexp( | |x|) is the double exponential density function, EXP(x|l ) =
| exp( 1 x)1y o is the exponential density function, M* is the space of positive de nite
matrices, and C is the normalizing constant that does not involveW or | . We denote this

distribution with glasso(l ). Finally, we adopt a multivariate Gausian prior on

Putting all pieces together, we obtain the following model for a dataset ofi exchangeable
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samples:

« sampling model ony; fori =1, ,n:

oi(A)

Vi(ADIYi(A).yi(A)) ™ Binomial yi(A), o

forall API,

1 w9 MYN (WY,

e prior on

MVN (0, cl ),

e prior on W:

Wl glassd(l ),

wherel and c are hyperparameters. The prior variancec of mn(A)'s should be large enough

Vi(A)

to cover a wide range of binomial splitting probability, FRCPEE

but not too large so that

there are prior probability concentrated in the range o0f(0.01, 0.99 for the binomial splitting
probability. Alternatively one can adopt a hyperprior on ¢, but in practice we found that
simply setting ¢ in the range of 5 to 10 typically results in indistinguishable inference from
this hierarchical approach, and as such we recommend the simple approach.

Posterior inference can be conducted with the blocked Gibbs sampler proposed in (H.
Wang, 2012). The blocked Gibbs sampler allows drawing from the joint posterior of all
parameters in the model. In particular, it generates posterior samples for the log-odds
parametersy;(A). To investigate the posterior of the original relative abundances or that
under a di erent transform such as alr, cIr and ilr, one can apply the inversetlr to attain
samples for the original relative abundance, which can be further transformed as desired.
Moreover, the generative mechanism allows quantifying the covariance structure of the
compositions under di erent covariance matrix speci cations. As an illustration, suppose

that the centered log-ratio covariance matrix G= co\clr(p;j)) is of primary interest. Given

estimates ~ and W obtained from LTNT, draw 1, , m '@ MVN (*,W ') and let|; =

cIr(tIrTl( i), then the sample covariance otl;u¥, is the Monte Carlo estimate of the
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centered logratio covariance matrix corresponding to LTN(A,VAV 1). Alternatively, this
Monte Carlo procedure can be applied to each posterior draw to obtain posterior samples

of G

2.2.5 Mixed-effects modeling for cross-group comparisons

Next we introduce a mixed e ects model on the OTU counts that utilizes LTN to char-
acterize covariance among the taxa. This general model can readily incorporate common
design features such as covariates, batch e ects, multiple time points, and replicates.

Consider a general study design where a dataset involves samples that can be cate-
gorized into two contrasting groups (e.g., case vs control, treatment vs placebo, etc.), and
the practitioner is interested in testing and identifying cross-group di erence in the micro-
biome compositions. For each microbiome composition samplelet s P t0, 1u be the group
indicator and z; a g-vector of covariates.

We consider random e ects that involve measured subgrouping structure (e.g., indi-
viduals). Speci cally, we assume that there is a random e ect for each sample associated
with an observed groupingg; P t1, ,Gu. For example, in longitudinal studies, g; can
represent the individual from which the ith sample is collected. We associate the covariates

and random e ects with the microbiome composition through the following linear model:

_ T
i= St zit gt |

where represents the potential cross-group di erences, is aq d matrix of unknown
xed e ect coe cients of the covariates, ¢ is the random e ect from individual g;, which
we model exchangeably as g @ MVN (0,S) forg=1, ,G,andeg(A) ind N(0,s2(A)).
We adopt inverse-Gamma prior ons2(A) and continuous priors on the coe cients of the
covariates z;: Ng a(O,cnigb (Z7Z) 1), wherez =(z1, ,zn)7

Under this formulation, testing two-group di erence can be accomplished through test-

ing a collection of hypotheses on the interior nodes:

Ho:a(A) = OversusH;:a(A) 0 for API
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To perform these local tests, we adopt a Bayesian variable selection strategy and place the
following spike-and-slab priors on entries of :

ind

a(A)p(A),fa"™ (1 p(A)do+ p(A)N1 d)N(0,1/f,)  for API,

id

p(A) = Beta(lm,1 m) for API,

fa Gamma(a, hp)

where dy is point mass at 0, andm is a pre-speci ed hyperparameter. One can choose the
value of m to achieve a given valueP, of the prior probability of the joint null hypothesis.
l.e., since the prior probability of the null hypothesis that there is no cross-group di erence
isPr( =0)=(1 m)9 mcan be settol P&’d. Alternatively, m represents the prior
belief on the proportion of nodes with cross-group di erence, and one can choose the value
of m accordingly.

Existing literature on microbiome mixed-e ects modeling have adopted the low-rank as-
sumption on the covariance structure through introducing latent factors (Grantham et al.,
2020; B. Ren et al., 2020). We believe that sparsity can also be very useful in this context.
The LTN framework allows both low-rankness and sparsity to be readily incorporated us-
ing existing techniques in multivariate analysis. For demonstration and to investigate the
usefulness of sparsity in this context, we again adopt the graphical Lasso prior (H. Wang,
2012) on the inverse covariance of the random e ecty¥ = S .

With the PG augmentation and a data augmentation scheme proposed by (H. Wang,
2012), all full conditionals are available in closed form and allows blocked Gibbs sampling
for posterior inference of this mixed e ects model. The details of the sampler are included
in Section 2.6.1.

Based on the posterior samples, we can compute Ga(A) 0]Y ), the posterior marginal
alternative probability (PMAP) for each A P 1, and Pr( 0|Y), the posterior joint al-
ternative probability (PJAP). The PJAP can be used as a test statistic for the global null
hypothesis that no di erence at all exists in any microbial taxa between the two groups,

whereas PMAP provides taxa-level statistical signi cance that can be used to identify the
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microbial taxa contributing to the cross-group di erence.

2.3 Numerical examples
2.3.1 Covariance estimation
2.3.1.1 Simulation setting

We rst assess the performance of LTN in terms of covariance estimation and use as
a benchmark a state-of-the-art approach called COAT introduced in Cao et al., 2019. We
simulate datasets withn = 200samples andK = 1000TUs with a xed phylogenetic tree.
We purposefully generate data from LN and DTM to show that even under such model
misspeci cation, the LTN can recover the true covariance structure in a robust manner.
The parameters of DT are learned from a subset the DIABIMMUNE data (Kostic et al.,
2015) to mimic real data. For LN, we consider three models Hub, Block and Sparse for
the precision matrix under (phylogenetic)ilr transform, which are considered by Cao et al.,
2019 as plausible covariance models for microbiome compositions.

speci cally, we simulate datasets withn = 200 samples andK = 100 OTUs, where the
OTU counts are generated from both LN and DTM models using the phylogenetic tree
from the DIABIMMUNE data (Kostic et al., 2015). The simulation setup is described as
follows:

1. Log-ratio normal (LN). The OTU counts X ;, , X 2gp are from the following model:

X ipi ™ Multinomial (1%, p;)
pi=ilr *(9)
" MYN (M, W, Y)

whereilr 1is the inverse of theilr transform based on the phylogenetic tree (Silver-
man et al., 2017). The components ofn are independent samples from KD, 16).

We adopt three models Hub, Block and Sparse foilWy, which are considered by Cao
et al., 2019 as plausible covariance models for microbiome compositions.

Hub: The 100 OTUs are randomly divided into 3 hubs and 97 non-hub points, where

Pr(hub connected to other OTU) = 0.7, Pr(two non-hub OTUs are connected = 0.2
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Each non-zero entry is set to 0.3 (with probability 0.5) or -0.3 (with probability 0.5).
The diagonal entries are set large enough so thal/p is positive de nite.

Block: The OTUs are equally divided into 10 blocks. Each pair of points in the same
block are connected with probability 0.5, while each pair between di erent blocks are
connected with probability 0.2. Each non-zero entry is set to 0.3 (with probability
0.5) or -0.3 (with probability 0.5). The diagonal entries are set large enough so that
W is positive de nite.

A, O ?

Sparse Let Wp = 0 4 , whereA; = B + elp,p1 = t3 dy p = d py,
P2

B isap:s pi symmetric matrix whose lower triangular entries are de ned asB;; =

Uiily, o3 whereU; " unif([ 1, 0.5 [0.5, 1), V; id

Unif ([0, 1]), U;; and V;; are
independent, ande is large enough so thatA ; is positive de nite. Under this sim-
ulation setting, there is an underlying sparse network of the interior nodes of the
phylogenetic tree in each dataset.
. DTM. Under this scenario, the samplesX 4, , X 200 are from the following DTM
model:

Xilpi ™ Multinomial (10°,p;)

pi " DT( , ),

where DT is the Dirichlet-tree distribution. We adopt the phylogenetic tree from the
subset of the DIABIMMUNE data described in Section 2.4, and set and to their

method of moments estimates based on the same dataset.

Although both scenarios utilize the tree to some extent, we note that under both set-

tings, LTN does not assume the correct distributional form of the relative abundances.

In particular, relative abundances generated fromilr -LN are indeed Guassian under other

commonly used logratio transforms, but not thetlr. We purposefully simulate from these

models that are di erent from our adopted model to show that even with such model mis-

speci cation, LTN can still characterize the true covariance structure in a robust manner.
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2.3.1.2 Comparison with benchmark

We compared the estimatedclr correlation matrix of the two methods. This is because
COAT aims at estimating the clr covariance, and can only be applied for estimating the
clr covariance, while the generative nature of our proposed model can evaluate the induced
covariance under theclr transform or any other transform for that matter based on the
inferred model. We examine four di erent loss functions the Frobenious norm, L; norm,
entry-wise Lg norm and the spectral norm of the di erence between the estimates and the
truth. As shown in Table 2.1, under the LN-sparse setting, LTN outperforms COAT under
all four losses. Under the other simulation settings, LTN outperforms COAT under most
losses. The exibility of the multivariate normal allows LTN to e ectively characterize the
cross-sample variability even when the distribution of the relative abundances is misspec-
i ed. We further note that the results are robust to the choice of the hyperparametersl|

and c within certain ranges (see Section 2.5.1).

Table 2.1: Means (standard errors) of performance measures of two methods based on 100
simulation runs.

Frobenius L, Lg spectral

LN-Hub LTN 40.40.4) 55.1(0.5) 1.4000.01) 37.9(0.4)
COAT 46.6(0.8) 76.3(0.9) 1.723(0.008) 34.640.6)

LN-Block LTN 39.1(0.3) 53.20.5) 1.450.01) 35.8(0.3)
COAT 43.4(0.7) 73.3(0.9) 1.69(0.01) 31.80.6)
LN-Sparse LTN 38.0(0.5) 56.50.8) 1.520.02) 34.70.6)

COAT 53.0(0.8) 78.9(0.8) 1.75(0.01) 41.3(0.7)
DTM LTN 20.78(0.01) 32.230.05) 0.7330.004) 18.930.01)

COAT 19.5450.003) 33.41(0.02) 0.751(0.001) 19.075(0.002)

2.3.2 Differential abundance analysis

We carry out simulation experiments to evaluate our LTN-based mixed-e ects model in
two-group comparison introduced above and compare its performance with state-of-the-art

competitors MaAsLin2 (Mallick et al., 2021) and DirFactor (B. Ren et al., 2020).
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2.3.2.1 Simulation settings

Synthetic datasets are generated based on the 16S rRNA sequencing data of T1D co-
hort of DIABIMMUNE project (Kostic et al., 2015), which collects longitudinal microbiome
samples from infants from Finland and Estonia. The full dataset contains counts of 2240
OTUs of 777 samples from 33 subjects. There are 25 subjects that have more than 20 sam-
ples, 7 subjects whose number of samples is {40, 24, and only 1 subject that has less than
10 samples. For illustration purpose, we focus on the 100 OTUs with the highest relative
abundance. The phylogenetic tree of the 100 OTUs is used throughout all simulations.

We simulate data from both the null and the alternative hypothesis, corresponding
to the absence and presence of cross-group di erence. Under the LTN formulation, these
correspondto = 0 and 0 respectively. We vary the following simulation parameters:

* n : maximum number of samples per subject

e a . signal level

e K : number of OTUs where cross-group di erences exist

Given (n ,a ,K ), in a single simulation run, synthetic datasets under the null and
alternative are generated as follows:

1. Subset

For each subjectj P t1,2, ,33u, we drawn samples out of all its samples if it has
more than n samples. Otherwise, keep all samples of subjegt
2. Generate data under the null
Dataset under the null is created by randomly dividing the samples in the subset
obtained in step 1 into two equal-sized groups, namely, group 0 and group 1.

3. Generate data under the alternative
Randomly chooseK OTUs from the 20 OTUs with highest average relative abun-
dance to be the ones where cross-group di erences exist. Multiply the counts of the
selected OTUs of samples in group 1 byl + a).

We took n P t10,2@ and K P tl1,8u in the simulations. For each combination of
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(n ,K ), we consider three levels of signal (weak, medium, strong), speci ed in Table 2.2.

Table 2.2: Signal levels of data under the alternative

weak medium  strong
K=1|a=05 a=2 a-=4
K =8|a=05 a=07 a-=1

For each combination(n ,a ,K ), 500 datasets under the null and 500 datasets under

the alternative are generated.

2.3.2.2 Comparison with other methods

We compare the performance of LTN in testing the existence of cross-group di erences
with MaAsLin2 (Mallick et al., 2021) and DirFactor (B. Ren et al., 2020). MaAsLin2 tests
the association between covariates and each OTU independently. DirFactor is a joint model
of the OTU compositions, which induces a marginal Dirichlet process prior for the OTU
compositions and assumes a low-rank covariance structure in the random e ects. Among
these three methods, only LTN utilizes the phylogenetic tree. We t these three methods
on the simulated datasets to test the existence of di erence in microbiome compositions
between group 0 and 1, adjusting for country, age at collection and case/control status of
the samples and incorporating subject-level random e ects.

The performance of LTN, DirFactor and MaAsLin2 were evaluated based on the receiver
operating charactersitc (ROC) curve for testing the existence of di erences in microbiome
compositions between group 0 and group 1. As de ned above, the (global) test statistic of
LTN is the PJAP. For MaAsLin2, the smallest g-values of the associations between the group
label (0/1) and the OTUs is used as test statistic to make the ROC curve, and for DirFactor,
the I, norm of the coe cient of group label is used as the test statistic as suggested by B. Ren
et al., 2020. The ROC curves withK = 100are shown in Fig.2.4 and Fig2.5. When cross-
group di erence exists at a single OTU, testing each OTU independently (MaAsLin2) yields
the best performance; however, we suspect that the FDR might not be properly controlled

with the Benjamini Hochberg procedure adopted in MaAsLin2, because the p-values of
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FIGURE 2.4: ROC curves for simulations with K = 100, where cross-group differences
exist at 1 OTU. The columns are indicated by the signal level.

the local tests are likely to be correlated due to the compositional nature of data as well

as the dependence among OTUs. This is further demonstrated in the case study. With
su cient sample size (n = 20), LTN has comparable performance as MaAsLin2. When
cross-group di erence occur at multiple OTUs (K = 8), jointly modeling the abundance
greatly improves the power over independent tests. The impressive performance of LTN
at weak signal level is likely due to the tree-based parametrization. Weak signals at the
selected OTUs can be aggregated to form more substantial cross-group di erence at their
common ancestors. Moreover, such ancestor nodes have less sparse counts than OTUs, so

there is more data for the local hypothesis testing.
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FIGURE 2.5: ROC curves for simulations with K = 100, where cross-group differences
exist at 8 OTUs. The columns are indicated by the signal level.

2.4 Case study

2.4.1 Differential abundance analysis over seroconversion status and
dietary variables

In this section, we apply the mixed-e ects model described in Section 2.2.5 to the Type 1
diabetes (T1D) cohort of DIABIMMUNE project to study the relationship of microbiome
composition with certain covariates. The main goal of this study is to compare microbiome
in infants who have developed T1D or serum autoantibodies (markers predicting the onset
of T1D) with healthy controls in the same area. Within the time-frame of the study, 11
out of 33 infants seroconverted to serum autoantibody positivity, and of those 11 infants,
four developed T1D. Previous studies on this dataset have established associations between

the microbiome composition with both the T1D status as well as environmental and diet
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factors. For example, it has been shown that the microbiome of T1D patients tends to have
a reduced diversity and increased prevalence of Bacteriodetes taxa (Brugman et al., 2006;
Dedrick, Sundaresh, Huang, Brady, Yoo, Cronin, Rudnicki, Flood, Momeni, Ludvigsson,
& Altindis, 2020; Kostic et al., 2015). We focus on seroconversion status and dietary
covariates, and study the relationship between microbiome composition with each of the
factors with LTN mixed-e ects model, and compared to the results from MaAsLin2 and
DirFactor. Speci cally, our analysis takes three steps for each single factor: (1) dichotomize
the samples into two groups based on the level or value of the factor; (2) compare the
microbiome compositions at the group level; and (3) identify and report the taxa that show
such di erences.

Our study diers from previous studies and existing methods from both statistical
and scienti ¢ perspectives. Statistically, unlike the MaAsLin method used in (Kostic et
al., 2015) that ts a linear mixed-e ects model on the transformed relative abundance
of each OTU independently and perform multiple hypothesis testing correction using the
Benjamini-Hochberg method, we model the OTU counts jointly. As shown in the simulation
examples, jointly modeling the OTUs is crucial for identifying the cross-group di erences
if such di erences exist at multiple OTUs. Additionally, by directly accounting for the
compositional nature and the dependency structure among OTUs that may cause depen-
dence in the local test statistics, false discoveries of cross-group di erences are controlled
in a more coherent way. Compared with the other joint model DirFactor, LTN avoids the
permutation-based test required for evaluating overall statistical signi cance, which is com-
putationally expensive and may be hard to construct given the experiment design. More
importantly, LTN allows the evaluation of taxa-level statistical signi cance through the
PMAPs. Taxa-level statistical signi cance is not directly available under DirFactor. Scien-
ti cally, our analysis identi es the cross-group di erences in a standardized manner on the
nodes of the phylogenetic tree across di erent taxonomy levels. In comparison, previous
studies rst pick a specic level in an ad hocmanner and aggregate OTU counts to that

level for the analyses, where di erent levels of aggregation can result in inconsistent ndings

26



(Mao et al., 2020; Y. Tang et al., 2018). In addition, LTN also provides a natural means to
reporting and visualizing such di erences in terms of PMAPs along the phylogenetic tree.

Key scienti ¢ ndings from our analysis are summarized as follows: (i) the microbiome
compositions of samples taken after seroconversion di er from the other samples in terms of
the relative abundance within Bacteroides, Parabacteroides, and Erysipelotrichacea, which
are di erent from the taxa associated with T1D identi ed in Kostic et al., 2015; (ii) intro-
duction of several kinds of food and cessation of breastfeeding can signi cantly alter the
gut microbiome of the infants. We present details of our study on di erent covariates in
the following sections.

Seroconversion status. The DIABIMMUNE dataset records the T1D status of the
individuals at the end of the study as one of the three levels: control, seroconverted and
T1D onset. This status is used to de ne the case and control groups, where the case group
consists of both seroconverted individuals and those who are clinically classi ed as T1D. For
those in the case group, the age at seroconversion is also recorded. Previous analysis on the
T1D status reveals that after the seroconversion window" (i.e., the time between the rst
and third quartiles of age at seroconversion for all seroconverted and T1D subjects), the
alpha-diversity of microbial communities in T1D subjects showed a signi cant attening,
while the alpha diversity in other subjects continue to increase, and such di erence can
be accounted for by several groups of bacteria (Kostic et al., 2015). Motivated by these
ndings, we perform a comparison between the samples collected after seroconversion and
the others to detect potential changes in microbiome compositions after seroconversion.

We tted LTN to test the association between OTU compositions and seroconversion
status and focused on the top 100 OTUs with highest relative abundance. Speci cally,
samplei has group labels = 1if it is collected after seroconversion ands; = 0 otherwise.
The prior marginal alternative probability of each internal node in LTN is set to 0.05. A set
of environmental and diet factors that might be associated with the microbiome composition
are included as xed e ects to control false positives. First, we include eight binary dietary

variables that indicate whether a speci ¢ type of diet was consumed at the time when the
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FIGURE 2.6: PMAPs of nodes and g-values of OTUs. The signi cant nodes with the
threshold of posterior expected false discovery rate being 0.05 and 0.1 are marked with
ek and “*" respectively. The OTUs with g-value = 0.05 and g-valuea 0.1 are marked
with “**"* and “*" respectively. Details on controlling posterior expected false discovery
rate of LTN can be found in Section 2.6.2.

sample was collected:breastfeeding, solid food, eggs, sh, soy products, rye, barlegnd
buckwheat and millet Age at collection (log-transformed), gender and nationality of the
individuals are also included as xed e ects. In addition, individual random e ects are
included to account for the between-individual variation. MaAsLin2 and DirFactor are
tted with the same set of xed and random e ects for comparison.

For the global test, the PJAP of seroconversion obtained from LTN is 1, and the
permutation-based p-value of the coe cient of seroconversion obtained with DirFactor is O,
both indicating signi cant changes in the relative abundance of certain taxa, which though
might not be direct consequences of seroconversion occur around the time of seroconver-
sion. In terms of the taxa-covariate associations, Figure 2.6 compares the results obtained
with LTN and MaAsLin2.

From Figure.2.6, we note that all of the signi cant nodes identied by LTN under
posterior expected false discovery rate 0.05 have at least one descendent OTU with g-

value & 0.05 and such overlapping in the signi cant taxa of the two methods con rms the
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results from LTN. The four nodes identi ed by LTN suggest that signi cant changes in
relative abundance of OTUs within the genus Bacteroides, the family Erysipelotrichaceae,
and the genus Parabacteroides occurs around the time of seroconversion; in particular, the
results from LTN further suggests increased abundance of P. distasonis relative to its sibling
on the phylogenetic tree after seroconversion. These identi ed associations are consistent
with previous studies (Dedrick, Sundaresh, Huang, Brady, Yoo, Cronin, Rudnicki, Flood,
Momeni, Ludvigsson, & Altindis, 2020; Matos et al., 2021; Mejia-Ledn et al., 2014).

Dietary variables. In addition to the seroconversion status, we also compared the micro-
biome composition of groups of samples di erentiated by each of the eight dietary factors.
In particular, the cessation of breastfeeding and the introduction of other types of food are
registered continuously. Thus we are essentially comparing the microbiome compositions in
samples taken before and after those change points of diet. Similar to the analysis of sero-
conversion status, we include the T1D status, other dietary covariates, and environmental
covariates including age, gender and nationality as xed e ects, individuals as random ef-
fects in our mixed e ects model. We note that the introduction of certain types of food and
cessation of breastfeeding is associated with signi cant changes in microbiome compositions.
Comparing the signi cant nodes and OTUs identi ed by LTN and MaAsLin2 respectively
for the dietary variables (see Section 2.5.4), we further note that almost all nodes identi ed
by LTN have descendant OTUs that are signi cant in the tests of MaAsLin2. MaAsLin2
identi es a large number of OTUs for some dietary variables, for example, most of the OTUs
are signi cant in the comparison between samples collected before and after introduction
of solid food. As discussed in Section 2.3, some of these signi cant associations might be

false positive due to the dependence of p-values.

2.4.2 Goodness-of- t to the within-OTU and within-sample zeros

To examine how adequately the zero patterns in the data are captured by our proposed
model, we t our LTN mixed-e ects model with a matrix normal prior on the coe cients

of all covariates (i.e., without a spike-and-slab component) to the DIABIMMUNE data,
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FIGURE 2.7: Proportion of zeros (observed vs posterior predictive)

and generate posterior predictive samples of OTU counts. The posterior predictive distri-
bution of the proportion of zeros is shown in Figure 2.7. In general, our model is capable
of capturing both within-OTU and within-sample sparsity in this dataset without explic-

itly modeling a zero-in ation component, which is consistent with the arguments given in
Silverman et al., 2020b and Sarkar and Stephens, 2021 that adequately modeling cross-
sample heterogeneity under a count sampling model is often adequate in characterizing the
abundant zeros in sequencing data.

2.5 Additional experiments and results
2.5.1 Sensitivity analysis of cand |

We compare the covariance estimation results of the simulation examples with di erent
cand | . As shown in Figure 2.8, for covariance estimation, the inference is robust for a

wide range ofc and | .

2.5.2 Sensitivity analysis on tree misspeci cation

We investigate the robustness of the inference of mean and covariance structure to the

choice of partition tree. Let T, be a phylogenetic tree such that all of the right children of
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FIGURE 2.8: Comparisons of loss of two methods under LN and DTM simulation settings.
| is the shrinkage parameter in graphical lasso prior, and the prior covariance of  iscl

the internal nodes are leavesT, a balanced tree where the left and right subtree of each
node have identical shape. To di erentiate LTNs corresponding to di erent trees, we use
LTN 1 to indicate a model constructed on treeT . The leaves of the two trees have the same
order in the pre-order traversal trace. The dataX g is generated fromLTN1,( 1,S1),
where number of samplesy = 200, number of OTUsK =64, :=(2, ,2),S;1=1.

We t LTNt andLTNT, on X to estimate the mean and covariance of the log-odds at
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the internal nodes of T; (ground truth) and T, (misspeci ed tree) respectively, and convert
such estimates from the misspeci ed tree to the correct tred ;.

We ran 100 replicates under this simulation setting. The MSE of and marginal
correlations on the original tree T, averaged over the 63 internal nodes are shown in Figure
2.9. As expected, the estimates under the correct tree almost always have the smallest MSE.
Inference under the misspeci ed tree seem to be more sensitive to the hyperparameter
than the correct tree.

Figures 2.10 and 2.11 provide a closer inspection of the nodes. The estimated mean
and marginal correlations of the shallow nodes are generally robust to the misspeci ed
trees though for a small number of node-pairs, the estimated correlation can be some-
o biased. The extent of such bias is generally small for nodes in shallow levels of the
tree. We emphasize that here ourT, is completely randomly generated. In practice, the
phylogenetic and taxonomic trees are usually resembling the underlying functional tree to
various extents. So the results suggest that in practice inference under LTN is generally

robust to misspeci cation of the tree.

FIGURE 2.9: MSE of the estimated mean ( ) and marginal correlations on the original tree,
averaged across all nodes. The MSE is calculated based on 100 replicates.

2.5.3 Simulation study of differential abundance analysis with K= 50

The results of simulation study with the same settings as Section2.3 but wittK = 50

are shown in Fig. 2.12 and 2.13.
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FIGURE 2.10: Estimatedmacross nodes with| = 10. The boxplots are generated based
on 100 replicates. The nodes are ordered by their depth in T;.

FIGURE 2.11: Estimated marginal correlations across nodes with| = 10. The left panel
shows the shallowest ten nodes in T, while the right shows the deepest ten nodes. The
boxplots are generated based on 100 replicates. The nodes are labeled by their depth in
T;.

2.5.4 Differential abundance analysis of dietary variables

The PMAPs (computed with m = 0.05 are visualized on the phylogenetic tree along
with the signi cant OTUs reported under MaAsLin2 with BH-adjusted g-values for solid
food (Figure 2.14), soy products (Figure 2.15) and breastfeeding (Figure 2.16). The PMAP
plots for the other dietary variables are reported in Figures 2.19 - 2.23).

Two distinct features of the tree-based parametrization are demonstrated in these g-
ures. First, our model appears to lead to a sparser representation of the signals than
the OTU-level analysis when cross-group di erences are detected at multiple OTUs that
are close to each other on the tree. For example, as shown in Figure 2.14, signi cant
associations with solid food have been identi ed by our LTN-based mixed-e ects model
at relatively shallow nodes on the phylogenetic tree. In contrast, MaAsLin2 reported very

large sets of signi cant descendant OTUs of these nodes. More interestingly, there is a node
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FIGURE 2.12: ROC curves for simulations with K = 50. The columns are indicated by the
counts increased in group 1. Cross-group differences exist at one OTU.

with high PMAP whose left and right child are Firmicutes and Bacteroidetes respectively
(see Figure 2.14), indicating that introduction of solid food is associated with changes in
the Firmicutes/Bacteroides ratio”, which is widely used as an index of dysbiosis (Stojanov
et al., 2020). Second, chains of high PMAPs are observed in several comparisons, which
can be useful in targeting the more precise taxa contributing to the cross-group di erence.
For example, in Figure 2.15 of the posterior marginal alternative probabilities of soy prod-
uct, a chain of three ancestors of OTU 4439360 with the same direction of changes in the
relative abundance implies higher relative abundance of OTU 4439360 after introducing soy
product, which is consistent with data at older age (see Figure 2.18).

Finally, we investigate how breastfeeding is associated with the gut microbiome devel-
opment. In the comparison between samples collected before and after cessation of breast-

feeding, the posterior marginal alternative probabilities are visualized in Figure 2.16, and
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FIGURE 2.13: ROC curves for simulations with K = 50. The columns are indicated by the
counts increased in group 1. Cross-group differences exist at multiple OTUs.

for each signi cant node A, the taxa associated with the left and right child of this node,
the common taxon they belong to, as well as the posterior meaa(A), are summarized in
Table 2.3. The main discovery on breastfeeding in the original study by Kostic et al., 2015 is
an increase in Bi dobacterium and Lactobacillus species and reduction in Lachnospiraceae
during breastfeeding. Table 2.3 and Figure 2.16 reveals some similar ndings and more.
The negative a at node 7 indicates reduced Lachnospiraceae relative to Veillonellaceae in
samples collected from infants during breastfeeding. Moreover, Bi dobacterium has higher
relative abundance in the samples collected during breastfeeding period; indeed, the positive
a at nodes 4 and 5 (and their ancestors) indicates that such enrichment of Bi dobacterium
can be attributed to longum and bi dum as well as some other unclassi ed species. Such
result is consistent with previous ndings on the high abundance of Bi dobacterium longum

in breastmilk and enrichment of Bi dobacterium bi dum in breastfed infants (Fehr et al.,
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FIGURE 2.14: PMAPs of the introduction of solid food. The signi cant OTUs reported by
MaAsLin2 are marked in the same way as Figure 2.6.

2020; Gueimonde et al., 2007).

2.6 Technical details
2.6.1 Gibbs sampler for the mixed effects model

For notational simplicity, we rewrite the model in the following form:

Y = s + Z + H G+ ,
nd nild ndyq nGGd nd

whereHj; = 1(gi = j). We denote the Polya-Gamma auxiliary variable of nodeA and sam-
ple i with w;(A), and let S = diag(s2(A) : API),fe(A) = s, ?2(A) Gamma(cy, do).
The sampler cycles through the following steps:
e Sample from

| Ng a((Z7Z) 'ZT(Y HG s )(Sg'+1/(cn) 'S.h

(Sel+1/(cn) b (z72) Y.
* For eachA Pl , samplea(A) from

a(A)l (1 pA)d(a(A)+ pHA)NL d(a(A))) N(b(A)S(A),Si(A)),
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FIGURE 2.15: PMAPs of the introduction of soy products. The chain of three signi cant
nodes and their descendant OTU 4439360 are marked in the gure. The posterior mean of
a at these three nodes (from top to bottom) are 1.22, -3.12, and 3.19 respectively. The sig-
ni cant nodes reported by our LTN-based mixed-effects model and the signi cant OTUs
reported by MaAsLin2 are marked in the same way as Figure 2.6.

where
p(A)sa(A)f 12 expt b?(A)2(A)/2 u
1 p(A)+ p(A)sa(A)f 37 exptb?(A)Z(A)/2 U’

pi(A) =

N N

sa(A) = (fat  Sfe(A)) Y2, 0(A)= fo(A)™ (s(yi(A) gi(A) zT (A)).
1 i=1

» ForeachA PI, samplep(A) from
p(A)] Betaim+ 1 I(a(A)= 0),1 m+ I(a(A)= 0)).

1, , G, let

e Forl

” (g =1),Cr=(mSt+W) tmi=Ci(Set (v Tz s ),
i=1 irgi=1

n

and sample | from

1 N(m,C)).
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FIGURE 2.16: PMAPs of cessation of breastfeeding. The signi cant OTUs reported by
MaAsLin2 are marked in the same way as Figure 2.6.

» For eachA Pl , samplef ¢(A) from

n
fo(A)]  Gamma(g+ n/2, do+  €X(A)/2)
i=1

e Fori=1, ,n, let
Ci=(diag(wi)+ Se) Lmi=Ci( i+ S} Tzi+ g+s 1),

then sample ; from

il N(m;, Cj)
e Fori=1, ,n and for eachA P, sample the Pdlya-Gamma variablew;(A) from
wi(A)| PG(yi(A),Yi(A))

o Samplef 5 from

fo Gamma(t+  I(a(A) 0)/2, u+  a’(A)/2)
API API

* Update W with data augmentation
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Table 2.3: Nodes with signi cant association with breastfeeding reported by our LTN-
based mixed-effects model with posterior expected FDR = 0.05. The node labels are the
same as in Figure 2.16.

node taxonincommon taxa on left taxa on right posterior
mean a

1 Bacteria Proteobacteria, Firmicutes, 0.52
Actinobacteria Bacteroidetes

2 Proteobacteria Gammaproteobacteria  Betaproteobacteria 0.94

3 Enterobacteriaceae OTU 782953, OTU 2119418 1.28
OTU 668514

4 Actinobacteria Actinobacteria Coriobacteriia 0.97

5 Bi dobacterium longum, bi dum, adolescentis 1.41
unclassi ed

6 Clostridiales Lachnospiraceae, Ruminococcaceae 1.11
Veillonellaceae

7 Clostridiales Lachnospiraceae Veillonellaceae -1.61

8 Lachnospiraceae = OTU 289734, OTU 4469576 1.35
OTU 4483337,
OTU 2724175,
OTU 4448492

9 Ruminococcaceae Oscillospira, unclassi ed -1.29

10
11

Faecalibacterium,

Ruminococcus
Clostridiaceae OTU 193672 OTU 3576174 -2.24
Streptococcus OTU 4442130 OTU 4425214 1.50

We rst describe the data augmentation scheme proposed by (H. Wang, 2012). Be-
cause the double exponential distribution on the o -diagonal terms ofW is a scale
mixture of normals, by introducing latent scale parameters = ttjz:1a j jlo dy,
the data-augmented target distribution can be expressed as follows:

2
W
it o2, 1d |

p(W, |, ,1)9|W|"2e (zSW) 1 tt;%e Wit 2 u te Miudypy+,  (24)
NG j=1
whereS = G'G and the marginal distribution of W is the graphical Lasso distribution
with parameter | .
For any square matrix A = ((Aji1), A j ; denotes the submatrix of A formed by
removing the jth row and jth column, and A; ; the row vector formed by removing

Aj; from the jth row of A. For given valuesl ,W, , ,let U= ( j;1) bead d
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FIGURE 2.17: Relative abundance of distasonis. Data collected before the rst event of
seroconversion is omitted

symmetric matrix with zeros in the diagonal entries and in the upper diagonal
entries, and dene C; = (( S + | )(W j ;) 1+ diagy;, )) X ThenwWand can
be updated with the following steps.

Forj=1, ,d,
—Draw g Gamma(n/2 + 1,(SJ-(J-t Dt D))

~Draw  MVN( ct Vst D c Dy
j i
— Update W, j= W ;= T,W;=g+ T(W; j1?
Forla j jlod,
b
— Draw uj:  Inv-Gaussian( (1 D)2/ (W;2)2, (1 ¢ D)2)

- Update tjjlz 1/ Ujjl
2.6.2 Details on decision making

The decision on reporting the signi cant nodes is a multiple testing problem. Lety be
the observed data. Letda(y) P t0, 1u be the decision rule on nodeA, whereda(y) = 1 if

and only if the node-speci c null Ho(A) : a(A) = Ois rejected. Then the posterior expected
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FIGURE 2.18: Relative abundance of OTU 4439360

false discovery rate is

o

— A L(HofA) is true)da(y)
FOR=H A

A P(alA) = 0ly)da(y)
A dA(y)

ly)

o

A da(y)(1  PMAP(A))
A dA(y)

This is the average of(1 PMAP) over all nodes that are reported as signi cant. Here
we adopt the decision ruleda(y) = 1(PMAP(A) i p) for somep. To control FDR & ¢, we

sortthe (K 1) PMAPs asp 1 ¥ p2 ¥ ¥ px 1, and set the threshold on PMAP in the

decision rule asp = pg, where

k

k= maxtk:kPt1, ,K luand%’ (1 p)ecu

i=1
2.7 Conclusions

We have introduced the LTN model and demonstrated its use as a standalone model for

estimating covariance among taxa and utilizing it in multivariate mixed-e ects modeling

41



FIGURE 2.19: PMAPs for rye (m = 0.05)

for testing the association between microbiome compositions and covariates. LTN decom-
poses the multinomial sampling model to a collection of binomials at the interior nodes

of the phylogenetic tree, and transforms OTU compaositions to node-speci ¢ log-odds and
adopts multivariate normal model on the log-odds, hence possesses the bene ts of both LN

and DT models. The multivariate nhormal model on the log-odds o ers exible covariance

FIGURE 2.20: PMAPs for Buckwheat and Millet (m = 0.05)
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FIGURE 2.21: PMAPs for eggs fn = 0.05)

structure among OTUs. At the same time, with the tree-based decomposition, LTN avoids
the computational challenges caused by the lack of conjugacy between multinomial and
multivariate normal in LN models, and e cient inference can be carried out with Gibbs
sampling by introducing Pélya-Gamma auxiliary variables. This opens the door to adopt-

ing a wide range of multivariate analysis models/methods for microbiome analysis while

FIGURE 2.22: PMAPs for sh (m = 0.05)
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FIGURE 2.23: PMAPs for barley (m = 0.05)

maintaining computational tractability.

We envision the LTN model can be applicable to other compositional data along with a
binary tree partition over the compositional categories. In contexts where a natural tree is
not immediately available, such a tree can be obtained based on data-driven approaches such
as hierarchical clustering. Beyond compositional data, tree-based log-odds decompositions
can also be used as device for modeling general probability distributions (Jara & Hanson,
2011), the modeling and inference strategies described herein can be applied in these broader

contexts as well.
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3. Additive tree ows for conditional density estimation
3.1 Introduction

Many data analytical tasks involving tabular data require learning the conditional dis-
tribution of a (possibly multivariate) outcome y given a set of contextual variables (or
covariates) x, and generating new observations of conditional on the value of x. Given
the e ectiveness of tree-ensemble based approaches for characterizing tabular data in both
supervised learning Grinsztajn et al.,, 2022 and generative modeling of joint (i.e., uncon-
ditional) multivariate distributions (Awaya & Ma, 2024; Inouye & Ravikumar, 2018), we
aim to introduce an e cient approach to approximate conditional densities of tabular data
using ensembles of tree-based transforms. Speci cally, we introduce a tree-based normal-
izing ow capable of (1) outputting the tted density p(y|x) for any given pair of value
(x,y); (2) e ciently generating y given x from the estimated distribution; and (3) being
trained e ciently based on maximum likelihood using tree- tting algorithms that requires
a computational budget linear in the sample size.

Key to e cient training of our tree ow is a new single-tree learning algorithm for
approximating conditional densities, which is employed repeatedly to nd the sequence
of tree-based transforms whose composition constitutes the ow. The single-tree learning
algorithm transforms the unsupervised problem of learning a conditional density into a
collection of supervised problems involving binary classi cation, one at each tree split, and
accomplishes maximum likelihood tting on the tree-based transform through minimizing
the cross-entropy loss on the corresponding binary classi cation tasks. The framework
allows any binary classi er, and in particular non-tree based classi ers to be incorporated,
thereby complementing the e ectiveness of the tree-based transforms in approximating the
conditional density. For illustration, we assess the performance of the resulting tree- ow
using logistic regression and multi-layper perceptrons (MLPs) as the binary classi er at the
tree splits.

The tree-based transforms are all piecewise linear mappings with closed form expres-

sions derived from the trained binary classi ers, and so are their inverses. The Jacobian
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of the piecewise linear transforms is piecewise constant and corresponds exactly to the t-
ted conditional density at each iteration of the tree tting to the current observations
and therefore are available immediately as an output of the tree tting algorithms during
training. The sampling stage of the algorithm involves simply applying a sequence of piece-
wise linear transforms, which are the inverses of the transforms learned during training, to
uniform noise which can be carried out in linear time.

In summary, we propose a ow-based generative model for conditional densitp(y|x)
that utilizes tree-based transforms along with covariate-dependent probability splits to ap-
proximate the conditional density, while o ering exact density evaluation and e cient train-
ing and sampling. Some unique features of our method are

« Combining the strength of trees and non-tree based approximations.Our approach
exploits the e ectiveness of tree-based transforms in approximating multivariate dis-
tribution on tabular data, along with the additional exibility of non-tree based ap-
proximators such as logistic regression and neural network (NN)-based binary classi-
ers to approximate the smooth varying density over covariate values. We empirically
show that the tree and non-tree hybrid approach can achieve superior performance on
conditional density estimation tasks involving tabular data over other state-of-the-art
methods based only on NNs.

» E cient training and sampling . We employ a divide-an-conquer strategy by convert-
ing the unsupervised density learning problem to a collection of binary classi cation
problems de ned on the tree splits, and introduce a tree- tting algorithm with O(nda)
time complexity for a training set of n observations with d outcome variables andq
conditioning covariates. Sampling from the trained ow involves applying a sequence
of piecewise linear transforms to uniform noise, which can be completed e ciently at
complexity O(q) for drawing each sample, independent ofl.

Because our approach falls into the general class of normalizing ows (NFs), it also

inherits the general desirable properties of NFs, including

« Exact conditional density evaluation. Our method allows evaluating the tted condi-
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tional density at any point in the sample space. In particular, the time complexity of
evaluating the conditional density of one sample with our method isO(q), indepen-
dent of the number of outcome variables.

We carry out extensive numerical experiments to assess the performance of our method
in density estimation and compare it to a range of state-of-the-art competitors on both
simulated and real benchmark datasets. We consider an application to a longitudinal mi-
crobiome compositional dataset in which we generate synthetic microbiome compaositions
given time as a covariate. The results showcase the e ectiveness of our method in capturing

complex multivariate conditional densities.
3.2 Background

Our proposed method for conditional density estimation and conditional generative
modeling of tabular data builds upon the tree-ensemble based approach for generative
modeling of the joint unconditional distribution of tabular data, which has been shown to
be e ective (Awaya & Ma, 2024). Therefore, we brie y review this work here.

Suppose the distribution ofy P (0, 1]9 is of interest. Awaya and Ma, 2024 considered
the problem of learning the sampling distribution of y from i.i.d. samplesty;u through a
ow model:

Gk G1(y)  Uniform((0, 19, (3.1)

Such ow-based model is based on a class of transforms based on binary patrtition trees,
which we call tree-CDFs" (Awaya & Ma, 2024; Inouye & Ravikumar, 2018). Tree-CDF
transforms were rst introduced in Inouye and Ravikumar, 2018 as an example of a class
of ow models called the density destructors and was reformulated by (Awaya & Ma, 2024)
as a generalization to univariate CDFs given a binary partition in a way that maintains
the group structure of the univariate CDF and exploits a multi-scale decomposition of the
CDF into branching probabilities along binary splits of the sample space. (Hence the name
tree-CDF.)

Speci cally, given a piecewise constant densityG de ned on a binary partition tree T
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on (0,19, where the leavesL(T) are hyperrectangles, the corresponding tree-CDFG :
(0,99 N (0,1]¢ applies scaling and translation to an observationy P (0, 1], and the

probability measure G(L), and
G(y) Uniform((0,1%) ify G.

Awaya and Ma, 2024 showed a surprising connection between boosted trees and a ow
model based on tree-CDFs the tree-CDFs form a group structure under which the com-
position of the transforms are the addition, and applying a tree-CDF transform to an
observation corresponds to computing the residual” of that observation after subtracting
a corresponding piecewise constant distribution. Training such a ow as well as generating

samples from the trained model are remarkably simple and analogous to training super-

vised tree boosting for regression. Speci cally, Ieti(o) = Vi, such a ow can be trained by

(k
i

iteratively tting probability measure Gy to tr Yuand updating the residuals by applying

the trained tree-CDF G, to the current residuals:
k k 1
i = G(rf* ) (3.2)

The density f(y) specied by the model in Egq. 3.1 can be e ectively evaluated. The
determinant of the Jacobian of a tree-CDFG is simply the density of G, thus the density

is the product of the conditional densities of the residuals:

1K
fly)=  ag(r® ),

k=1
where gy is the PDF of G,. The inverse of the tree-CDFs are analytically available, allowing

sampling from the tted conditional model. We defer mathematical details of the tree-CDFs

to Section 3.5.1.
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3.3 A conditional ow with tree-based transforms
3.3.1 A tree ensemble-based approximation to conditional densities

The problem of conditional density estimation is to nd a close approximation fy :
Y N R to an unknown conditional distribution p( |x) given a training set of n observations
t(xi,yi)ul,, where yj|x; p(yi|xi) independently given the covariatex;. We build the
conditional distributions of a d-dimensional vectory as normalizing ows. That is, given a
set of covariate valuesx, the vector y can be obtained by applying a sequence ofdependent
invertible and di erentiable transformations on a random variable u uniformly distributed
over the d-dimensional unit cube, (0, 1]°.

We train the normalizing ow to a target conditional distribution by maximum likeli-
hood, i.e., minimizing the forward KL divergence. In this work we continue to choose the
tree-CDF transform as the basis for the ow model due to its computational advantage and
expressive power established under the unconditional scenario (Awaya & Ma, 2024) as well
as the evidence for the e ectiveness of tree-ensemble based approximations to tabular data
(Grinsztajn et al., 2022). Our rsttask is to generalize the tree-CDF to covariate-dependent
tree-CDFs.

Without loss of generality, throughout this paper we assume the outcome observations
are de ned on the d-dimensional unit cube, that is, y; = ( yi1, ,Yia) P (0, 1]¢, and we place
no assumptions on the covariate space or distribution since the covariateg will always be
treated as given. Consider nested axis-aligned dyadic partitions o0, 1] represented by a
full dyadic tree T with internal nodes I(T) and leaf nodesL(T). Each node of the tree rep-
resents a rectangular region resulted from the partitions. The root node i$0, 119, and each
internal node is split into two children. Each nite dyadic tree T gives rise to a piecewise
constant conditional density given some covariate value: gx(y) = i APL(T) Sx.Aa 1(Y P A),
where 1( ) is the indicator function. The conditional density gx uniquely de nes a condi-
tional distribution for y given x, denoted by Gy, and gx = dGx/d m where mrepresents the

Lebesgue measure. Moreover, there exists a piecewise linear transform (which is invertible
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with analytic Jacobian) corresponding to the tree T and the probabilities ¢, 5, called the
(covariate-dependent) tree-CDF and denoted byGy : (0,1]¢ N (0, 1]¢ that generalizes

the notion of univariate CDFs in the following sense:
Gyx(y) Uniform((0,10% ify g« and G,%u) gxifu Uniform((0,1]).

Moreover, |det(J,(y))| = ox(y). Further mathematical details of the tree-CDF are pro-
vided in Section 3.5.1. Awaya and Ma, 2024 shows that compositions of tree-CDFs gen-
eralizes the notion of additive tree ensembles such as the one used in tree boosting for
supervised learning to the unsupervised generative modeling context.

Next we use tree-CDFs to construct our covariate-dependent normalizing ows. Specif-
ically, to generate a sampley from an arbitrary conditional probability distribution given

some covariatex, we sampleu  Uniform ((0, 1]%), and then apply a sequence of transforms
y= Gl,)% G,x GK,%((U)

where Gk; is the corresponding inverse of a tree-CDF which is also a piecewise linear
mapping. Each tree-CDF in the sequence is associated with a distinct partition tree. The
conditional distribution for y is thus approximated by the additive ensemble of single-tree
conditional probability measures represented in thegroup formed by the tree-CDFs Gy .
(Awaya and Ma, 2024 proves that the tree-CDFs and their inverses form a group in which
the composition is the addition.)

By the chain rule, the log conditional density ofy is given by

K

log fx(y) = = log gux(y™ ) (3.3)
k=1

wheregy x = dGyx/d mis the corresponding piecewise constant density faBy x with respect
to the Lebesgue measuren and y&k 9 = G, 1, G1x(y) is called the residual at
step k. (The notion of residuals is analogous to that in the supervised tree boosting, which

serves in each step as the data for training thekth base learner, heregy 4.)
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Eg. (3.3) also implies that maximizing the likelihood, that is, nding the collection

of densitiestgyx : k = 1,2,... Ku that maximizes ,log fy (yi) based on training data

t(xi,yi) :i= 1,2,... hucan be achieved by iteratively maximizing the residual likelihood

i log gkvxi(yi(k 1)) over gy for k= 1,...,K. See Algorithm 1 in Section 3.5.3 for details.

Next we address how to learn eaclyy x, or equivalently Gy x and Gy in detail.

3.3.2 Fitting a single covariate-dependent tree-CDF through binary clas-
si cation

The key to training the ow using Algorithm 1 (in Section 3.5.3) is the tting of the

(k 1) .
i :

individual (covariate-dependent) tree-CDF transform Gy x based on the residualdy
i = 1,2,...nu This involves learning the corresponding partition tree Ty as well as the
piecewise constant densitygxx de ned on Ty. To this end, we introduce a divide-and-
conquer strategy that e ciently accomplishes this task through transforming it into training

a collection of binary classi cations along the tree splitting decisions. This strategy also
allows us to approximate the dependency of the outcome distribution on the covariates
which trees do not e ectively approximate through exible approximators such as neural
networks.

First, we note that the conditional probability distribution Gy x can be expressed equiv-
alently in terms of the probability it allocates at each tree split along the corresponding
dyadic partition tree Ty on the space ofy. Speci cally, for each internal node A P I(Ty) we
let A; and A, be the two children nodes ofA. Then Gy x(A|A) = Gyx(A)! Gkx(A) is the
relative probability Gy assigns toA; and similarly Gyx(Ar|A) = Gyx(Ar)/ Gyx(A) that
of Ar. Gxx and thus gk is fully specied by these splitting probabilities Gy x(A[|A) and
Gk x(Ar|A) at all of the internal nodes of Ty.

Then we note that learning G x(A||A) can be viewed as a binary classi cation task on
predicting whether an outcomey in A falls in A, or in A; given the corresponding covariate

value x. As such, we can modelGy x(A(|A) using any binary classi er

Gix(AIlA) = Pg, (%),
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where the classi cation probability qu’A(x) is parametrized by gk o. In our later numerical
experiments, we consider the logistic regression and the multi-layper perceptrons (MLPSs)
as well as a combination of the two as the binary classi er, though the choice of the binary
classi er can really be up to the practitioner and di erent classi ers can be adopted on
di erent nodes A.

Next we describe how to train both the tree T, and the classi ers at the internal nodes
of Tx. We eliminate k in all subscripts in the following to avoid overly cumbersome notation.
Let g denote the collection of all binary classi ers on the internal nodes of the tred. That
is, g = tga : A P I(T)u, where ga is the binary classi er associated with an individual
internal node A.

As we show in in Section 3.5.2, the log-likelihood can be decomposed along the tree

splits as follows

n

(T.q) == loggx(yi)= ~ lapin(T.0a)+ Ca(T) (3.4)
i=1 API(T)

o

where |p pin(T,0qa) = yiPA (1(yi PA)) log qu(Xi)"' 1(yi PAy) log(1 qu(Xi))) is the

cross-entropy loss of the binary classi er, andCa(T) = n(A)) log ':f(';')) n(A;) log ':}('2'))

with mbeing the Lebesgue measure and(A;) and n(A;) the number of observationsy; in
A, and A, respectively. (One can also incorporate a penalty on the complexity of the tree
T into Ca(T) for further regularization, which we discuss in Section 3.5.2.)

It is most important to note that the term Ca(T) does not depend on the binary
classi er g or x. This means that for eachA maximizing I a pin(T,da) + Ca(T) over (T,0ga)
can proceed in two steps: rst maximizing overga by training a binary classi er based on
the cross-entropy loss under each candidate way of splittind\, and then, maximizing over
the ways to split A based on the minimum loss from the trained binary classi er.

Speci cally, we describe this two-step training inductively. Suppose the current tree
and corresponding node-level parameters ar(s‘Tj 1 1)- (Atinitiation, T, has only the

root node, andq, is an empty set. Suppose there aré! possible ways to divide a nodeA
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of T; ,, yielding M candidates for the tree structure,tTj;, ,Tjmu. Then
Step 1. GivenT P tTj1, ,Tjmu, train the optimal binary classi er, g,(T), which minimizes
the cross-entropy 10sda pin(T,0a):  qa(T) = argmingla pin(T,0a).
Step 2. ChooseTj as

T, =arg__ max_ (lapin(T,0a(T)) + Ca(T)),
TPtTj’l, rTj,Mu

”

and setq = ¢ th(Tj u.

In Algorithm 2 in Section 3.5.3, we summarize the full root-to-leaf tree learning algo-
rithm that starts o with the root (whole sample space of y), and expand one split at a
time using the above two-step updating. A node is no longer split when it either reaches
a prede ned maximum depth or the number of samples in the node falls below a speci ed
threshold. See Algorithm 2 in Section 3.5.3 for details.

Suppose the training set consists of samples, each withd outcomes andq covariates.
Our algorithm for training the tree ow exhibits linear time complexity O(ndg). Both the
density evaluation of a test sample and generating a new sample operate at a complexity of
O(q), independent ofd. Detailed analysis of the time complexity is in Section 3.5.4. This

will also be con rmed empirically in our numerical experiments.

3.3.3 Additional technical improvements

We incorporate two additional technical strategies in training the tree ow that can
lead to substantial improvement in applications. The rst strategy involves regularization
through shrinkage, which ensures that each tree transform in the ow modi es the residual
distribution only slightly to avoid over tting, and adopts di erent rates of transform at
di erent spatial scales. The second strategy addresses the limitation of axis-aligned parti-
tion in the tree tting by ensembling over multiple (covariate-dependent) rotations of the
training data.

1. Regularization through scale-dependent learning rate and early stoppm@gvoid over-

tting and smooth the resulting probability measure, a small learning rate can be applied
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to each tree-CDF to shrink its corresponding probability measure towards the uniform
distribution, thereby achieving regularization. Specically, in our implementation, the
regularization can be applied in a scale-specic fashion by specifying a learning rate for
each tree nodeA according to the size of the setA, as measured by the Lebesgue mea-

sure n(A). Speci cally, we incorporate the scale-dependent learning rate c(A)Uap(T,)

by setting G x(AI|A) = c(A)p(x) +(1 c(A))% where c(A) is de ned as c(A) =
Co(1+ log,m(A)) 9. The constantcg P (0, 1) controls the global shrinkage level, andy ¥ 0
controls the rate at which shrinkage intensi es as the node volume decreases. Speci cally,
a g of 0 applies uniform shrinkage across all nodes regardless of their volume, whereas a
positive g results in increased shrinkage at smaller nodes, serving as a form of soft pruning”.

The total number K of tree-CDFs is determined using early stopping, which halts the
algorithm when the log-likelihood on a separate validation set does not increase fov con-
secutive iterations, wherew is a prede ned window size. Additionally, since tree-CDFs
may utilize various types of binary classi ers, this early stopping criterion can be indepen-
dently applied to each classi er type. For example, the algorithm might initially use the
logistic regression for node-level probability assignments. If there is no improvements in log-
likelihood, this indicates that the logistic regression may no longer be capturing additional
distributional structure from the training data. At this point, the algorithm could switch to
a more complex classi er, such as MLPs, to attempt to extract more re ned distributional
structures, using potentially fewer tree-CDFs but with more complicated node-level models.
As we shall see later in the experiments, such combination of classi ers can improve the
performance over a single classi er.

The full algorithm for training the conditional tree ow that includes scale-specic
shrinkage and early stopping is summarized in Algorithm 1.

2. Rotation ensemble of tree owsTo alleviate the restrictions associated with axis-
aligned partitions and enhance the approximative ability of our tree ow, we propose using

an ensemble of conditional tree ows trained on multiple rotated versions of the training
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data. To this end, we rotate the y;'s in the original training data to generate J distinct
data sets, denoted adD;, , Dy, where Dj = t(Xi,Vi Rj)u, R; is a rotation matrix applied

to each data set. The ensemble model is built by training individual conditional tree
ows on rotated datasets and taking a weighted average of their conditional densities with
covariate-dependent weights. Speci cally, to maintain computational e ciency we adopt
an adaptive binning strategy in constructing the weights. We patrtition the covariate space
X into disjoint regions, where weights are constant in each region but can vary across
regions. Within each region, the weights are determined by the likelihood of the rotated
training samples rotations that yield a higher likelihood are up-weighted. (The details of
the weights are provided in Section 3.5.5.) In our experiments, equally spaced 2D rotations
are used, andX is partitioned using k-means clustering, with further details provided in
Section 3.4.

3.4 Experiments
3.4.1 Real-world tasks with univariate outcomes

We rst assess the performance of the proposed method in estimating the conditional
density for univariate outcomes. This experiment involves nine benchmark datasets recorded
in the University of California, Irvine (UCI) machine learning repository(Markelle Kelly,
n.d.), whose characteristics are summarized in Table 3.3 in Section 3.6. For each trial, the
data are randomly split into a training set and a test set with a ratio of 9:1. We use the
same preprocessed data as Gal and Ghahramani, 2016.

We compare the performance of our proposed method with other methods for conditional
density estimation on these univariate tasks. Speci cally, we assess the log likelihood of the
test set using our method against various established methods including NGBoost (Duan
et al., 2020), PGBM (Sprangers et al., 2021), RoNGBa (L. Ren et al., 2019), TreeFlow
(Wielopolski & Ziiba, 2023), enhanced versions of KMN and MDN ( KMN+ and MDN+)
(Rothfuss et al., 2019), Bayesian radial normalizing ows (RNF) (Trippe & Turner, 2018),

Bayesian neural networks with homoscedastic Gaussian likelihoods using a mean- eld vari-
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ational approximation (MF), Mixture Density Networks (MDN) (Papamakarios & Murray,
2016), neural networks with latent variable inputs (LV) (Depeweg et al., 2017), Bayesian
neural networks with homoscedastic Gaussian likelihoods using Hamiltonian Monte Carlo
(HMC) Bui et al., 2016, and Bayesian neural networks with dropout (Dropout) (Gal &
Ghahramani, 2016). For our method, the algorithm initially ts tree-CDFs with node-level
Logistic Regression and a maximum tree depth of 6. It then switches to node-level MLP
with hidden layers sized (4,4) with the maximum tree depth reduced to 4. The hyperpa-
rameter that controls the level of |; penalty on the imbalanced splits in our method, h
(detailed in Section 3.5.2), is set to 0.1. For scale-speci ¢ shrinkage, we se§ = 0.05and
g = 0.5 The detailed experimental speci cations and source of results are available in the
Section 3.5.6.

The results are shown in Figure 3.1, where marker color indicates relative performance:
blue indicates our method outperforms the alternative method, while red indicates the in-
stances when our method underperforms, and black denotes comparable performance within
the standard error bounds. The results of NGBoost (Duan et al., 2020), RoNGBa(L. Ren
et al., 2019), and TreeFlow(Wielopolski & Zijba, 2023) are obtained from their original pa-
pers. The results of PGBM(Sprangers et al., 2021) are obtained from Wielopolski and Zijba,
2023. The results of Dropout, LV, MDN, MF, RNF are obtained from Trippe and Turner,
2018. Our method achieved the highest log likelihood on two datasets and outperformed
most other methods on the remaining datasets. No other method consistently outperforms
ours. Furthermore, the standard errors associated with our method are competitively low.

In addition, we conducted ablation analysis to quantify the e ects of the proposed im-
provements. Table 3.6 in Section 3.6.2 show that exible splits dominates constrained splits
in the middle, and in most cases, the combination of Logistic Regression and MLP out-
performs than either of the two, indicating di erent classi ers can indeed extract di erent
aspects of the conditional distributions from the training data. Table 3.5 shows that scale-
dependent learning rate improves the performance of the proposed method over constant

learning rate across nodesq = 0).
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FIGURE 3.1: Comparison on UCI benchmark datasets as measured by log-likelihood of
test set (mean standard error).

FIGURE 3.2: Ground truth conditional density of simulation examples with bivariate out-
come

3.4.2 Simulation examples for bivariate outcomes

We assess our method using some challenging tasks involving bivariate outcome, origi-
nally proposed in B. Chen et al., 2021. The conditional densities are shown in Figure 3.2,
and detailed settings are provided in Section 3.5.6. For each task, the training set consists
of 2000 observations generated from the joint probability distributionsp(x,y1,Y2).

Our tree- ow is trained with the same hyperparameters and speci cations as used in
comparisons with other methods in Section 3.4.1. Training on one simulated dataset with

2000 samples takes 405 seconds, 414 seconds, 407 seconds, and 580 seconds under the four
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scenarios respectively (using a single core on a MacBook Air equipped with an Apple M2
chip and 16GB RAM).

For these simulated examples, the ground truth of the conditional density is analytically
available, and the sum of squared errors (SSE) calculated on 84 64 grid of values of
(y1,y2) is used to measure the di erence between the estimated conditional density and
the ground truth. As shown in Table 3.1, our method achieves the lowest SSE under all
scenarios. Applying rotations substantially reduces the SSE under all scenarios, while the
performance without rotation is already competitive. The SSE in Table 3.1 is calculated by
averaging over fourx values (-0.75, -0.25, 0.25, 0.75). The standard error of our method is
calculated based on 20 runs. The SSEs of the other methods being compared are obtained
from (B. Chen et al., 2021), where the standard errors are not provided.

Visual comparisons between the ground truth and the conditional densities estimated
by our method with and without rotations are included in Section 3.6.5. Incorporating
rotations appears to help our method capture the non-smoothness of the conditional dis-
tribution with a boundary rotating with the value of x. An illustration of this e ect can be

seen in the half-Gaussian scenario presented in Figure 3.5 in Section 3.6.5.

Table 3.1: SSE between ground truth and estimated conditional densities

Squares Half-Gaussian Gaussian Stick Elastic Ring
DDN 0.070 0.099 0.065 0.056
MAF 0.224 0.088 0.106 0.172
MDN 0.273 0.219 0.256 0.424
NSF 0.149 0.173 0.077 0.235
RNF 0.151 0.134 0.052 0.075

ours (no rotations) 0.071 0.002 0.111 0.002 0.061 0.002 0.057 0.001
ours (12 rotations) 0.055 0.001 0.071 0.001 0.041 0.001 0.044 0.001

3.4.3 Real-world tasks with multivariate outcomes

We also evaluated our proposed method by comparing it with eight neural network

approaches for conditional density estimation on UCI benchmark datasets involving mul-
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tivariate outcomes. We did not include the gradient boosting methods evaluated in the
univariate tasks (NGBoost, RONGBa, and PGBM) in this comparison because their soft-
ware implementations are designed only for univariate outcomes. The characteristics of the
UCI datasets with multivariate outcomes are shown in Table 3.4 in Section 3.6. Following
B. Chen et al., 2021, in each trial, each dataset is split into a training set and a test set with
a ratio of 3.7 to create a data de ciency scenario, and both the covariates and outcomes
are standardized using z-score normalization.

The average log-likelihood of the test set is compared in Table 3.2. MDN+ and KMN+
results were obtained by running the respective software. Results for MDN, MAF, NSF,
RNF, MLP, and DDN are from (B. Chen et al., 2021); NA" indicates results not provided
in (B. Chen et al., 2021), and -Inf" indicates 8 log-likelihood in multiple runs. h is a
tuning parameter that controls the |, penalty on imbalanced splits in our method, detailed
in Section 3.5.2. For our method, 12 equi-spaced rotations are applied to datasets with
2-dimensionaly, and for air and skillcraft, 6 equi-spaced rotations are applied to each
pair of coordinates ofy. X is partitioned into 8 bins to average the rotations. (Based
on our observations, the results are to some extent robust to the way of partitioningX .
See Table 3.8 in Section 3.6 for an example.) Table 3.2 shows that our method achieves
competitive performance. (For our method, the value ofh and whether rotation ensemble
is applied are indicated in brackets. ) The results further demonstrate that rotations
help our method adapt to real-world multivariate distributions, even when it is unknown
whether there is an intrinsic rotation determined by X. The ensemble of rotations not
only improves the average log-likelihood of our method but also enhances the stability
and reduces the standard error of the estimated densities in both real-world tasks and the
simulation examples. Similar to the experiments with univariate outcomes, our method
achieves competitively low standard errors among the methods compared. (Full details on
the datasets and the hyperparameter settings are available in Section 3.5.6.)

A comparison of the results obtained from dierent cg and g values is provided in

Table 3.9 in Section 3.6. The results align with our expectation that a smalleic; and scale-
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speci ¢ shrinkage with a reasonably largeg, which impose stronger regularization, would

enhance the performance of our proposed method under this data de ciency scenario.

Table 3.2: Comparison of log-likelihood on real-world tasks (mean

standard error).

energy parkinsons temperature air skillcraft
MDN+ 133 0.02 -0.970.01 -0.64 001 -1.01 0.01 -Inf*
KMN+ 1.16 0.03 -0.60 0.01 -0.910.01 -1.65 0.01 -Inf*
MDN -8.28 0.91 -3.820.08 -4.240.04 -2.16 0.06 -8.54 0.14
MAF -125 51 -20.1 1.7 -14.0 04 -14514 -81.1 8.2
NSF -2.87 0.11 -1.81 0.03 -2.950.04 0.47 0.11 -8.68 0.09
RNF -19.4 42 -4.01 0.25 -7.510.62 -0.81 0.26 -26.8 2.2
MLP -3.48 0.04 -4.86 0.06 -14.010.04 NA NA
DDN 0.14 0.32 -0.14 0.01 -0.71 0.02 1.22 0.02 -1.56 0.02
DDN (no VL) -1.56 0.27 -0.17 0.02 -0.84 0.02 1.32 0.02 -1.59 0.03
ours (0.1, rot.) 1.84 0.04 -0.54 0.01 -0.68 0.01 -0.67 0.01 -1.66 0.02
ours (0.01, rot.) 1.86 0.04 -0.56 0.01 -0.72 0.01 -0.62 0.01 -1.57 0.02
ours (0.1, norot.) 1.45 0.07 -0.77 0.01 -0.82 0.01 -0.83 0.01 -1.950.02

The linear time complexity for training the tree ow is empirically con rmed across 10
UCI benchmark datasets, as shown in Figure 3.3. Deviations from the linear trend are due
to the varying number of trees required for each dataset. Based on our observations, tens
to hundreds of trees are su cient for the datasets used in this paper. The training process
depicted in Figure 3.3 does not utilize parallelization, and further improvement is expected
because training the binary classi ers on the nodes within the same level of a tree can be

completed in parallel.

3.4.4 Data generation

We demonstrate the data generation capabilities of our proposed model using micro-
biome compositional data from 16S sequencing experiments. The DIABIMMUNE dataset
(Kostic et al., 2015) includes microbiome compositions from 777 stool samples collected
from 33 infants over a period of three years. For each observatiofx;, y;), the covariate x;
is the age at collection, and the outcomey; is the 17-dimensional microbiome composition

aggregated at the class level. The outcomes are normalized to relative abundances, i.e., the
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FIGURE 3.3: Training time of our method on a single CPU core versus ndq on log-log
scale for 9 UCI datasets—boston, concrete, power, yacht, naval, kin8nm, protein, air, and
skillcraft. Points are annotated with (n, d, g) values. A linear trend with slope 1 (gray line)
indicates O(ndq) complexity.

elements of eachy; sum to 1. The proposed model was trained on the full dataset with
co = 0.05 g = 0.5 h = 0.1, and maximum depth of the trees is set to 6. No rotations
were applied. With the trained model, one sample is generated for eack, mimicking the
conditions under which the original data were collected.

Figure 3.4 displays a principal coordinate analysis (PCoA) of the Bray-Curtis similarity
of training and simulated samples. The simulated samples show similar marginal and con-
ditional distributions to the training data, particularly in the lower-dimensional subspaces
de ned by the rst four main axes of the PCoA. For additional visual comparison, a scat-

terplot matrix of the training and simulated data can be found in Figure 3.9 in Section 3.6.
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