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Abstract

A dynamic treatment regime (DTR) is a sequence of decision rules, one per decision
point, that map individual characteristics to a recommended treatment. An optimal DTR
yields the largest mean utility if applied to select treatments in the target population. In
this thesis, we consider estimation of an optimal DTR when the treatments consist of many
smaller components, e.g., these components might be different aspects of a personalized
message targeting some positive behavior change. We introduce a novel design for esti-
mating optimal DTRs in randomized study, where each randomization stage includes a
fractional factorial design. We introduce methods for estimating an optimal regime in both
the single-stage and multi-stage setting. We derive the estimator for the optimal regime
based on the potential outcome framework and Q-learning. We conduct simulation studies
to evaluate the performance of the methods. A case study with single-stage design is used

as an illustrative example.
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1. Introduction

Dynamic Treatment Regimes (DTRs) are personalized and sequential decision rules that
map individual characteristics to treatment recommendations at each decision point. An
optimal DTR maximizes the expected utility if it is used to select treatments in the popula-
tion of interest. Statistical methodologies for estimating an optimal DTR, derived formally
via dynamic programming or weighting applied within the potential outcomes framework,
have been developed and refined over the past twenty-five years (Murphy, 2003). Classically,
methods for estimating optimal DTRs have been categorized as either regression-based or
value-based depending on whether the class of DTRs over which an optimum was computer
was implicitly defined through regression equations or explicitly pre-specified (Y.-Q. Zhao
and Laber, 2014). However, it has become clear more recently that there is not a clean
separation between these methods (Tsiatis et al., 2019). Canonical regression-based meth-
ods include Q-learning and A- learning (Schulte et al., 2014). Variants of these methods
have been developed to include tree-based methods (Laber and Zhao, 2015), decision lists
(Y. Zhang et al., 2015), as well as nonparametric Bayes estimators (Murray et al., 2018).
Canonical methods of value-search learning include outcome weighted learning (Y. Zhao
et al., 2012) and value-search (Rubin & van der Laan, 2012; B. Zhang et al., 2012). The
preceding methods for estimating DTRs have been used in many healthcare applications
using both observational data and data from randomized trials. The sequential multiple
assignment randomized trial (SMART Kidwell & Almirall, 2023; Lavori & Dawson, 2004;
Murphy, 2005) is considered to be the gold standard for data collection when estimating
and evaluating DTRs in multiple-stage settings (Tsiatis et al., 2019). However, SMARTSs
were designed for a small set of treatments (often two) at each stage. And, unless there
is strong scientific justification for doing otherwise, patients are typically randomized uni-
formly among all feasible treatments at each decision point (Murphy, 2005; Tsiatis et al.,
2019). In settings in which treatments consist of many components treating every combina-
tion of components as a unique treatment would make a SMART infeasible as the required

sample size would be massive. For example, in our motivating example, adaptive messaging
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for colorectal cancer screening, there are more than a dozen binary treatments at each stage
(vielding more than 4000 unique treatments at each stage).

We introduce a novel design for SMARTSs that incorporates a fractional factorial struc-
ture at each randomization. Fractional factorial designs, as the name suggests, consists of a
fraction of the full factorial design with the levels chosen to target lower order effects (while
possibly aliasing higher order effects). By targeting lower order effects, fractional factorial
designs are more economical, i.e., requiring fewer runs, than full factorial designs (Wu and
Hamada, 2021). Fractional factorial designs have been studied and applied extensively in
the context of single-stage experimental designs (Mukerjee & Wu, 2007). However, they
have not previously been used in multi-component treatment SMARTS.

The application of fractional factorial designs to SMARTS can be useful when researchers
would like to construct treatment options based on a combination of factors. For example,
our work is partially motivated by our involvement in a series of studies focused in improving
colorectal cancer (CRC) screening through messaging delivered by a virtual clinician. The
virtual clinician, named Alex (Agent Leveraging Empathy for eXams), educates patients
about the benefits of CRC screening as well as the risks of foregoing screening. Alex tailors
its appearance and messaging to individual patient characteristics to enhance engagement
and ultimately the likelihood of CRC screening (Krieger et al., 2021). To investigate the
effects of the message components, participants were randomized to receive messages con-
structed based on a fractional factorial design of the components. The results of this study
are presented in a later section.

In the following sections, we introduce the methodology for estimating an optimal com-
bination of factors in both single-stage and multi-stage designs. In Section 2, we provide
methodology for estimating an optimal DTR with data collected under this design in the
single-stage setting. A simulation study is conducted to assess this method in terms of
identifying the true optimal treatment regime. In Section 3, we provide the methodology
for the multi-stage settings, focusing on a SMART with two decision points. Similarly, we

conduct a simulation study to assess the method for estimating the sequence of optimal
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treatment regimes. In Section 4, we present the results of a single-stage study of the virtual
health assistant ALEX in terms of maximizing intentions for CRC screening. Finally, in

the last section, we discuss limitations and future work.



2. Single Stage Design

In this section, we consider the scenario where there is one decision point, so that
each participant is randomized once. The fractional factorial design for the treatment
assignment and the Q-learning method for estimating an optimal DTR in this setting are

provided below. Simulations are conducted to evaluate the method.

2.1 Notation

In the randomization stage, the set of treatment options is created based on a fractional
factorial design. We assume that there are two levels for each factor. Thus, the method
illustrated below uses a 2M~P design, where M is the number of factors and 277 represents
the fraction of the full factorial design. Based on the effect hierarchy principle (Wu and
Hamada, 2021), which states that higher-order interactions are not significant, we consider
a fractional factorial design that alias the higher-order interactions and does not confound
any pairwise interactions.

We denote the single-stage data using the following notation. Each treatment option
is represented by the vector A;, which comprises a combination of factor levels across
M factors. Specifically, A; = (A11,..., Aim)T, where each element Ay, € Ay, where
Ay ={-1,1}, m =1,..,M. A € A1 x ... x Ay, where the Cartesian product is the
set of combinations of possible factor levels. For simplicity, we represent Aqq X ... x Aqp as
Ai.

Let X; denote the individual characteristics at baseline, X7 € X7, H; denote the history
available at the decision point, H; € H;. In the single stage setting, the only available
information is baseline characteristics, so X7 = H;. Let Y denote the outcome. Here, we
assume that Y is continuous and larger values are preferred. In the case study, we illustrate
scenarios where Y is binary or ordinal. Thus, the data for n observations can then be
represented as {Hj;, A1;, Yi}, i=1,...,n.

Let d denote the dynamic treatment regime, d € D, where D represents the class of

all possible regimes. d = {d1(h1)}, where dj is the rule at the decision point, which is a



function that maps individual history h; to a treatment option aq, i.e., di : H1 — Aj.
2.2 Potential Outcome Framework

Y*(d) is the potential outcome, i.e., the outcome an randomly chosen individual would

achieve if he or she were to receive the treatment option assigned by the decision rule d.

Y¥(d) = D, Y*(@){di(h) = a1}

a1€A]
For a single-stage design of dynamic treatment regimes, we need to make the following
causal assumptions. Firstly, the Stable Unit Treatment Value Assumption (SUTVA),
Yi= > Yf(a){A =m}, i=1,.,n (2.1)
1116./41
SUTVA states that the treatment is consistent and does not vary with different adminis-

tration methods or conditions. In addition, there is no interference between subjects.

Additionally, we assume no unmeasured confounders
Yi* (El1> A A1|H1, i= 1, e, n (22)

as well as positivity,

P(Al = a1|H1 = hl) > 0, a) € ,Al (23)

for all hy € Hq such that P(Hy = hy) >0,i=1,...,n.

The value function of the treatment regime d is defined as V(d) = E{Y*(d)}. In the
case for binary treatment, the value function can be expressed based on the observed data
(Tsiatis et al., 2019). Extending it to multiple treatment options, based on the assumptions
(2.1), (2.2), and (2.3), and by a similar argument, it can be shown that the value function

can be expressed as



E{Y*(d)} =E |EX > Y*(a1)l{dy (1) = ﬂl}‘H1

6116./41

=E Z E {Y*(ﬂl)‘Hl}I{dl(}ll) = Ell}

IZ1EA1

=E Z E{Y*(a1)|H1,A1 = ﬂ]}I{d1<h1) = Ell}

ﬂ]EAl

=E Z E(Y’Hl,Al = al)I{d1(Hl) = b‘ll}

a1EA1

Thus, we can estimate the value function and an optimal treatment regime. The detailed

method is provided in the following section.
2.3 Estimation of an optimal regime with Q-learning

We aim to estimate an optimal regime d°F from the class of possible regimes. An optimal
regime d°Pt = {d({pt(hl)}, is the one in the class of possible regimes D that maximizes the
value function, i.e.,

d°P' = argmax V(d).
deD

It is characterized by the decision rule d}” “(hy) for all hy.

A" (hy) = argmaxE [Y|H; = hy, Ay = aj]

a1eAq
Now that we are able to characterized the optimal regime using observed data, including
the treatment option Ap, history Hi, and outcome Y, we can use Q-learning to estimate
the optimal treatment regimes.
The Q-function is defined as Q(hy,a1) = E[Y|H; = h1, A1 = a1]. A model can be
posited for it to capture the main effects and pairwise interactions for the factors, as well

as the pairwise interactions between these treatment factors and baseline characteristics.
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Qi (h1,a1; @1, B1,71) = Bro +a Bi1 + af Biag + x{ v +aj Cixy, (2.4)

where Bj is a M x M matrix with B11,x on row m and column k, 1 <m <k < M, and 0
otherwise. We use 31 to represent all non-zero elements in By, B19, and B11. Cyisa M x |
matrix with aq1,,; for row m and column j, 1 <m < M, 1 <j<]. We use a1 to represent
all elements in C1. v1 = (711, - 'y]])T.

As the number of factors increases, the number of terms in the model can be large. For
example, if there are ten factors to form the treatment option and one baseline covariate,
there are 67 parameters to be estimated in total. Thus, shrinkage methods should be
performed.

With lasso or ridge penalty, estimated parameters

5 1<
(c1,B1,41) = argmin— > (Y; = Qu(hns, @i, 01, B1,m) + Af (1, B, 7))

Bimaq 1t i=1

where f(ai,31,7) is the lasso or ridge penalization term. For lasso,

flea,Br,m) = Alaals + Bl + [val1),

where | - |1 denotes the L1-norm. For ridge,

fla, Brv1) = A (el + 18113 + Ial2)

where || - |3 denotes the squared L2-norm. A > 0 is the tuning parameter and its value
is selected using cross-validation. The 95% confidence intervals and p-values for these
parameters are obtained by bootstrapping.

Therefore, the estimator for an optimal rule at this decision point can be expressed as

d?pt(hl) = argmaxQs (hy, a1; d1, B1, 1)

a E.Al

for every possible history /7. The estimator for the optimal regime is thus d°Pf = {dA({pt(h1)}.



2.4 Simulation Study

The following simulation study evaluates the above method in terms of identifying the
optimal treatment regime in a single stage setting. We consider two designs, where there
are five factors and ten factors, respectively. In both settings, we use Resolution V in
the fractional factorial design to generate combinations of factor levels for constructing
treatment options. The treatment options are assigned to n = 2000 individuals with equal
probability. The simulated dataset is divided into training and test sets, with 75% for
the training set and 25% for the test set. We generate 500 datasets for each design, and
obtain the accuracy of the estimated optimal treatment regime. That is, the percentage of
observations whose estimated optimal treatment is the same as the true optimal treatment.
We compare the performance of lasso and ridge in terms of the accuracy. In addition, we
compare the similarity of the estimated optimal treatment regime obtained from using these

shrinkage methods.

2.4.1 Data Generative Model

The true parameters are chosen from the following distributions. g1 ~ Unif(—5,5), a1 ~
Unif(—3,3), 71 ~ N(0.5,1). For each simulated dataset, the observed data (Xy;, Ay;,Y;) for
i =1,...,n is generated based on the following design. A; is generated from the fractional
factorial design. In the setting with five factors, the treatment options are shown in the
following table. They are assigned to individuals with equal probability. For example,
Table 2.1 shows the fractional factorial design for the five-factor setting. Each row represents
a run, which contains a combination of levels (either "+" or "-") from the five factors

(A11,...,A15) that form a treatment option.

Xi ~ N(0,1)

Y ~ N(B1o + ai P11 + ai Biay + x{ 71 + a{ Cyx1, 1)



Table 2.1: Fractional Factorial Design for 5 factors

An | Ap | Az | Ay | Ags
1 + - - + +
2 + - + + -
3 - + - - -
4 - - - + -
5 + - - - -
6 - + + - +
7 - - + + +
8 - + - + +
9 - - - - +
10 | - - + - -
1] - + + + -
12 | + + + + +
13| + + - - +
14| + + - + -
15| + + + - -
16 | + - + - +

2.4.2 Results

Table 2.2 shows the simulation results for the setting with five factors. It can be seen
that the training set and test set have similar performance in terms of both the accuracy of
identifying the optimal treatment regime and the similarity between the estimated optimal
regime using lasso and ridge. In both sets, lasso is able to recover the true optimal treatment
regime for 96% of the individuals on average, whereas ridge has a accuracy of approximately
89%, which is slightly lower than that of lasso. Additionally, both methods agree with each

other (i.e., estimated the same optimal regime) for 90% individuals on average.

Table 2.2: Simulation Results for 5 Factors in Single Stage Setting

Accuracy (%) Similarity (%)
Lasso Ridge Lasso VS Ridge
train  96.35 (87.33,99.93) 88.75 (55.66,99.87) 89.96 (56.38, 99.90)
test 96.38 (86.10,100)  88.82(55.30,100)  90.03 (57.97,100)

Table 2.3 shows the simulation results for the setting with ten factors. The training



set and test set still perform similarly in terms of both accuracy and the similarity. For
both sets, lasso has approximately 95% accuracy, whereas ridge has approximately 83%
accuracy. It seems that ridge decreases more compared to lasso. For both sets, the two
shrinkage methods agree with each other about 84% of the time. In both settings, it seems

that lasso performs better than ridge.

Table 2.3: Simulation Results for 10 Factors in Single Stage Setting

Accuracy (%) Similarity (%)
Lasso Ridge Lasso VS Ridge
train  94.92 (79.60, 99.93) 83.15 (35.24, 99.50) 84.46 (41.45, 99.73)
test 94.95 (79.59,100)  83.13 (36.40,99.60)  84.43 (41.00,99.8)

10



3. Multiple Stage

In this chapter, we consider scenarios where there are more than one decision point. This
design is useful for making sequential decisions. We illustrate the method for estimating
an optimal regime using a sequential multiple assignment randomized trial (SMART) with

two decision points.
3.1 Notation

Let Ay = (Agq, ..., Axm)T denote the treatment option for any individual at decision
point k, where each element Ay, € Axy, A = {—1,1}, m = 1,.., M, and k = 1,2.
Ay € Agp x ... X Agyr. Then, the treatment(s) an individual received up to decision point k
is represented by Ay. We assume that all individuals are randomized at both stages.

Similar as before, Xj represents the individual characteristics at baseline. Let X, denote
the information collected between decision point 1 and decision point 2. The individual
history at each decision point is represented as hy = x1, hy = (x1,4a1,x2), respectively,
where hy € Hg, k = 1,2. Thus, the observed data for n individuals can be expressed as
(X1i, A1i, X2i, Agi, Yi), or equivalently, (Xyi, Axi, Yi).

The treatment regime d now contains two decision rules, i.e., d = {dy(h1),d(h2)}. Each
rule corresponds to a decision point, mapping individual history up to that decision point

to a treatment option. dy : Hy — A, k=1,2.
3.2 Potential Outcome Framework

The potential intermediate information between decision 1 and decision 2 that would
be obtained if an individual were to receive treatment option based on d; is denoted by
X3 (d1). The potential outcome that would be achieved in an individual were to receive
the treatment options assigned by the regime d with two decision rules Y*(d) = Y*(dy,d>).
Then, the value of d is V(d) = E[Y*(d)]

With extension of SUTVA, no unmeasured confounders assumption, and positivity as-

sumption to multiple stage, we make the following assumptions.
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In the K = 2 case, SUTVA can be expressed as

Xy = X5 (A1) 3.1)

Y=Y*(A2) = ), Y(@)I(Ar = ) (3.2)

ﬁzEAz

Second, the extension of the no unmeasured confounders assumption, known as the

sequential randomization assumption is

W* 1L AgHy, k= 1,2 (3.3)

where W* = {X3 (a1), Y* (a1, a2)for a; € Ay, ap € Ay}
In addition, we assume positivity,

P(Ak = ak]Hk = I’lk) = P(Ak = ak]Xk = Xg, Ak = ﬁk) > 0, for all a; and hy, k =1,2. (3.4)

The g-computation algorithm for regular multiple decision settings ensures that the

value function can be expressed using observed data (Tsiatis et al., 2019).

ek
For this novel design, the only difference is that the treatment options at each decision point
consist of a set of components. Under the above assumptions, and by the g-computation

algorithm, we can express the value function using observed data as well, which also inform

the Q-learning model for estimating an optimal treatment regime.

3.3 Estimation of an optimal regime with Q-learning

In multiple stage setting (K = 2), the optimal regime is d°P! = {d‘ipt(hl),d‘{pt(hz)},
where dipt(hl) and dipt(hz) are the decision rules that correspond to the first stage and the
second stage, respectively.

At the second decision point, we posit a model for Qa(ha,a2) = E[Y|Hy = hy, Ay =
a;], which includes the main effects and pairwise interactions for treatment a;, the main

effects and pairwise interactions for treatment a,, the pairwise interactions between a; and

12



ay, the baseline characteristics x1, the intervening information x,, as well as the pairwise

interactions between a; and x1, a, and x1, and a; and x».

Qa(hy, a; e, B2,72) = Bao + a] Bo1 + af Baray + x{ v + ai Couxg +al Coxa

+al Bay + a3 Booas + al Bozay + x3 v +alCuxy, (3.5)

where Ba1 = (B211, - B2im) s B2 = (Ba21, -+, Baam) T, Bar is a M x M matrix with Bayuk

on row m and column k, 1 < m < k < M, and 0 otherwise. By, is a M x M matrix with
Boomk for row m and column k, 1 < m < k < M, and 0 otherwise. Bp3 is a M x M matrix
with Bosmk for row m and column k, 1 <m < M, 1 <k < M. We use 3, to represent all
non-zero elements in By1, By, Bo3, B21, B2, and Bag. Cp1 and Cyp are M x |1 matrices with
a21mj and aopyj on mth row and jth column 1 < m < M, 1 < j < Ji, respectively. Cp3 and
Coq are M x J matrices with as3y,; and aogy; on mth row and jth column, 1 < m < M,
1 < j < Jp, respectively. J; and J, are the dimensions for x; and x2, respectively. We use
a; to represent all elements in Cp1, Coo, and Cpz. Finally, v» = ('7;1/ e ’y%})?

With lasso or ridge penalty, the parameter estimates are obtained by

n

o 1
(da, B2, 2) = argmin_ Z (Yi — Qa(hoi, a2i, a2, B2, 72) + Af (o2, Ba, ‘)’2))2
Boya00 't iq

where f(ay, B32,72) is the lasso or ridge penalization term. For lasso,

flaz, B2,72) = A(llezfr + |B2l1 + [2ll)

where | - |1 denotes the L1-norm.
For ridge,

flaz, B2,72) = A ([lexz|3 + 18213 + |v2l3)

where | - 3 denotes the squared L2-norm. A > 0 is the tuning parameter selected using

cross-validation.
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The expected outcome for decision 2 is

Va(ho; ez, B2, 72) max Qa(hy, az; a2, B2,72)
2

are

The estimator for the optimal decision rule at the second decision point is dAgp t(hz) =

argmax Qa(ha, az; &2, B2, ¥2)-
H2€.A2

At the first decision point, we posit a model for E[V,(x1, Xp,41)| X1 = x1, A1 = m].

Qi(h1,a1; @1, B1,71) = Bro +ai Bi1 + af Biay + x{ v +al Cyxy, (3.6)

where By is a M x M matrix with Bqy,x for row m and column k, 1 < m < k < M,
and 0 otherwise. We use B; to represent all non-zero elements in By, 311, and B19. Cy is a
M x | matrix with a1, for row m and column k, 1 <m < M, 1 <j < ]. We use g to
represent all elements in C;. Finally, v1 = (711, ..., 717) -

With lasso or ridge penalty, the parameter estimates are obtained by

. A . 1w 2
(d1,B1,71) = argmin Z (Vai — Q1(hyj, a1;, 01, B1,m1) + Af (oa, B, 1))
Bryen =

where Vo = Va(ha; B2, An, &) is the pseudo outcome. f(ay, B1,71) is defined similarly as

the single stage setting, i.e.,

flag,Bi,m) = A(leafi + 81l + val)

for lasso and

flea, B, ) = A (leal3 + 18115 + |nl3)
for ridge. The 95% confidence intervals for these parameters and the p-values are obtained
by bootstrapping.

Then, Vi(hy; a1, B1,v1) = maxQq(hy,a1; a1, B31,7v1) and the estimator for the optimal

meA

decision rule at the first decision point is dA(l)pt(hl) = argmax Qi (hy,a1; 1, B1,41). Thus,
ﬂleAz

the estimator for the optimal treatment regime is then d°?* is d°P* = {d?pt(hl),dzpt(hz)}.

14



3.4 Simulation Study

Similarly, a simulation study for the multiple decision points is conducted. We also
consider two designs, where five factors and ten factors are used in the fractional factorial
design with Resolution V| respectively, for n = 2000 individuals. For both decision points,
individuals are assigned to each treatment options with equal probability. 500 datasets are
generated for each design and each of them is divided into training set and test set in a 3/1
ratio. The accuracy of the estimated optimal treatment regime is obtained. In addition,
we assess the similarity between the estimated optimal regime from lasso and ridge. The

results for decision 1, decision 2, and both decision points are compared.

3.4.1 Data Generative Model

The observed data (Xy;, A1j, Xoi, Agi, Y;) for i =1,...,n is generated based on the follow-
ing design.

X; ~ N(0,1)

A1 and Aj are generated using the fractional factorial design as in the single-stage setting.

The treatment options are assigned to individuals with equal probability at each stage.

X ~ N(1.5X3,1)

Y ~ N(B2o + a{ B + a{ Baar + x{ Y21 + a{ Co1x1 + af Caoxz
+ EIQTBZZ + ﬂZTBZzﬂz + EI2TB23111 + XFQF’YZZ + 02TC23X1, 1),
where the parameters are defined in Section 3.3 and their true values are chosen from

the following distributions. ay ~ Unif(—3,3), B2 ~ Unif(—5,5), 721 ~ N(0.5,1), 722 ~
N(0.75,1).

3.4.2 Results

The results for the case with 5 factors are shown in Table 3.1. The training set and test

set, show similar performance in terms of accuracy and similarity at each decision point.
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When considering the sequence of decisions, they also have similar performance. At decision
1, lasso has an accuracy of approximately 52%, whereas ridge has a slightly lower accuracy
(49%). On average, the similarity between lasso and ridge is about 80%. At decision 2,
lasso has an accuracy of approximately 95%, whereas ridge has an accuracy of 86%. On
average, the similarity between lasso and ridge is about 89%. For the sequence of decisions,
lasso has an accuracy of approximately 50%, whereas ridge has an accuracy of 45%. On

average, the similarity between lasso and ridge is about 71%.

Table 3.1: Simulation Results for 5 Factors in Multiple Stage Setting

Accuracy (%) Similarity (%)

Lasso Ridge Lasso VS Ridge
1 train 51.65(11.57,97.11)  49.44 (4.46,97.07)  79.54 (0.92, 100)
2 train  95.00 (91.00, 98.00) 86.40 (78.10,93.31)  89.06 (81.90 95.07)
both train 49.64 (10.97,92.31) 44.62 (3.67,86.47) 70.94(0.7293.97)
1 test  51.68 (10.97,96.71)  49.40 (4.8,96.71) 79.49 (1.2,100)
2 test 95.00 (89.9, 98.2) 86.30 (77.1,93.6)  88.97 (81.2,95.51)
both test  49.67(9.79,92.11)  44.56 (3.90, 87.01) 70.78 (1.1, 94.2)

Table 3.2 shows the results for the design with 10 factors. The training set and test set
show similar performance in terms of accuracy and similarity at each decision point. When
considering the sequence of decisions, they also have similar performance. At decision 1,
lasso has an accuracy of approximately 24%, whereas ridge has a slightly lower accuracy
(22%). On average, the similarity between lasso and ridge is about 55%. At decision 2,
lasso has an accuracy of approximately 94%, whereas ridge has an accuracy of 79%. On
average, the similarity between lasso and ridge is about 81%. For the sequence of decisions,
lasso has an accuracy of approximately 23%, whereas ridge has an accuracy of 44%. On
average, the similarity between lasso and ridge is about 80%. In both designs, it seem that

lasso performs better than ridge.
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Table 3.2: Simulation Results for 10 Factors in Multiple Stage Setting

Accuracy (%) Similarity (%)

Lasso Ridge Lasso VS Ridge
1 train  24.37 (2.85,71.38)  22.26 (2.31, 68.34) 54.65 (0,100)
2 train  94.02 (91.46,96.67) 78.91 (71.53,85.6)  80.98 (74.32, 87.81)
both train 23.15(2.58,68.09)  18.83 (1.85,57.16) 44.37 (0, 85.27)
1 test  24.48 (3.55,72.48)  22.25(2.58,64.41) 54.51 (0,1)
2 test  94.06 (90.59,96.8)  78.68 (71.58,86.41) 80.77 (73.78, 88.4)
both test  23.23(3.35,69.84)  18.76 (1.4, 55.95) 44.14 (0, 84.81)
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4. Application to Colorectal Cancer Screening Study

Colorectal cancer (CRC) is the second leading cause of cancer-related death in the
United States. Early detection of CRC via screening is associated with dramatic reductions
in mortality and morbidity (Siegel et al., 2023). Researchers aim to construct messages
to encourage participants to complete colorectal cancer screening. Thus, they designed
Alex (Agent Leveraging Empathy for eXams), the virtual clinician that help facilitate CRC
screening (Krieger et al., 2021).

During the virtual intervention, participants are assigned to receive messages from ei-
ther the virtual health assistant or text. In addition, there are 12 components that are used
to construct messages. Thus, the randomization is based on a fractional factorial design
with 13 factors, including message source, severity, risk probability, susceptibility, framing,
benefits, response efficacy, barriers, narrative persuasion, self-efficacy, race matching, gen-
der matching, and the type of the intervention (virtual clinician or text). Among these
components, susceptibility, framing, and barriers each has three levels, indicating whether
it is included in message construction and tailored ("Tailored"), included but not tailored
("Non-Tailored"), or not included ("OFF"). The rest of the components each has two
levels, indicating whether it is included in message construction ("ON") or not ("OFF").

There are 2350 participants in the study. Among these participants, 1729 were random-
ized to a treatment option and completed the study. Participant characteristics are shown

in Table 4.1.

Table 4.1: Participant Demographic at Baseline (N = 1729)

Characteristic Summary
Age, mean (SD) 59.15 (6.29)
Gender, No. (%)

Man 750 (43.38%)
Woman 979 (56.62%)
Race, No. (%)

Black 650 (37.59%)
White 1079 (62.41%)
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The behavioral outcomes are measured using the answers of four questions focusing on
the intention to get screened for colorectal cancer in the questionnaire given to patients: (1)
I want to get screened for colon cancer; (2) I will talk to my healthcare provider about colon
cancer screening; (3) I will talk to my healthcare provider about colon cancer screening with
FIT; and (4) Imagine you received a link to ALEX from your healthcare provider. Would
you like to share it by sending the link to someone? The first three ask patients to rate
on a 1-5 point scale, from strongly disagree to strongly agree. The last one is a Yes or No
question. The descriptive statistics regrading participants’ responses are shown in Table
4.2. We are interested in identifying the optimal combination of message components that
maximizes the screening intentions in the population, that is, the probability of selecting
the strongly agreement option in the first three questions and selecting "Yes" in the last
question.

We use a penalized ordinal regression with logit link to model ordinal outcomes, as this
is the case for the first three behavioral outcomes. For the binary outcome, we use a logistic
regression. Apart from the different regression models, the other parts for estimating an
optimal regime are the same as the single-stage method introduced in Section 2.

A decision tree based on age, sex, and race is plotted for each behavioral outcome, which
shows how optimal combinations of message components are tailored based on individual
characteristics and produce the best outcome. It is produced by using recursive partition-
ing and regression trees. In this section, we present the results for one of the behavioral
outcomes, which to the response of: I want to get screened for colon cancer.

Fig. 4.1 shows the decision tree for constructing optimal combination of message compo-
nents in terms of maximizing the behavioral outcome corresponding to whether participants
are willing to get colorectal cancer screening, based on their race, sex, and age. For ex-
ample, a 65-year-old white man would be assigned to the combination indexed by 20140
according to the estimated optimal regime. The details of this regime are shown in Table
4.3. It suggests that four messaged components risk, susceptibility, barriers, and gender

matching are turned off and the framing component should be set to changed for this
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Table 4.2: Descriptive Statistics of Behavioral Outcomes

Outcome N (%)
Behavioral Outcome 1

1 0 (0%)

2 131 (13.37%)
3 452 (46.12%)
4 397 (40.51%)
5 0 (0%)
Behavioral Outcome 2

1 0 (0%)

2 134 (13.80%)
3 388 (39.96%)
4 449 (46.24%)
5 0 (0%)
Behavioral Outcome 3

1 0 (0%)

2 133 (14.16%)
3 368 (39.19%)
4 438 (46.65%)
5 0 (0%)
Behavioral Outcome 4

1 805 (46.56%)
2 924 (53.44%)

participant (and other participants with the same baseline characteristics). The decision
trees and corresponding regimes for the other three behavioral outcomes are included in

the Appendix.
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FIGURE 4.1: Decision Tree for Behavioral Outcome 1, which corresponds to the response
of:  want to get screened for colon cancer
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Table 4.3: Optimal Regimes in terms of Behavioral Outcome 1

Treatment ID 6316 20140 20716 6322 6894
Source ON ON ON ON ON
Severity ON ON ON OFF OFF
Risk OFF OFF OFF OFF ON
Susceptibility =~ OFF OFF OFF Tailored OFF
Framing Non-Tailored Non-Tailored Non-Tailored Non-Tailored Non-Tailored
Benefits ON ON ON ON ON
Efficacy ON ON ON ON ON
Barriers OFF OFF ON OFF ON
Persuasion ON ON ON ON ON
Self-efficacy ON ON ON ON ON
Race Match ON ON ON ON ON
Gender Match  OFF OFF OFF OFF OFF
Type OFF ON ON OFF OFF




5. Conclusions

In this thesis, we present a novel design for dynamic treatment regimes in randomized
study. In Section 2 and Section 3, we derive the Q-learning methods for estimating an
optimal treatment regime in single-stage settings and multi-stage settings, respectively. It
is shown that the derivation of optimal regimes estimators can be easily applied to this
novel design. The simulation studies show that using Lasso leads to a better estimation of
optimal treatment regimes in both single-stage and multiple-stage setting (SMART with
two decision points).

Since the number of factors that are used to construct treatment options can be consid-
erably large, we consider applying shrinkage methods. In this study, we only consider lasso
and ridge, whereas there are other methods that can be used, such as the elastic net. It is
worth noticing that there exist potential challenges in inference due to the potential biases
after applying these shrinkage methods. In addition, there might be other possible designs
regarding the randomization stages. For example, investigators may only randomize those
who did not respond at the first decision point to subsequent treatment options. Further-
more, for non-responders, it is natural to design intensified versions of treatment (i.e., the
specific combinations of factor levels) in the subsequent stages, which may lead to more
requirements and restrictions for the fractional factorial design. Therefore, the designs may

vary according to different scenarios and require more considerations.
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Appendix A.
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17258
47 53 .00
62%
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FIGURE A.1: Decision Tree for Behavioral Outcome 2

17280
.31 .29 .28 12
100%

Sex = Man

20144
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EAge >= 52]

FIGURE A.2: Decision Tree for Behavioral Outcome 3
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FIGURE A.3: Decision Tree for Behavioral Outcome 4
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Table A.1: Optimal Regimes in terms of Behavioral Outcome 2

Treatment ID 17258 20706 16666
Source ON ON ON
Severity OFF OFF OFF
Risk OFF OFF OFF
Susceptibility =~ OFF Non-Tailored Tailored
Framing Non-Tailored Tailored Tailored
Benefits ON ON ON
Efficacy ON ON ON
Barriers ON ON OFF
Persuasion ON ON ON
Self-efficacy ON ON ON
Race Match OFF ON OFF
Gender Match  OFF OFF OFF
Type ON ON ON




LC

Table A.2: Optimal Regimes in terms of Behavioral Outcome 3

Treatment ID 17280 20688 20144 20736

Source ON ON ON ON

Severity ON ON ON ON

Risk ON ON ON ON
Susceptibility =~ Non-Tailored Non-Tailored OFF Non-Tailored
Framing Non-Tailored OFF Non-Tailored Non-Tailored
Benefits ON ON ON ON

Efficacy ON ON ON ON

Barriers ON ON OFF ON
Persuasion ON ON ON ON
Self-efficacy ON ON ON ON

Race Match OFF ON ON ON

Gender Match  OFF OFF OFF OFF

Type ON ON ON ON




8¢

Table A.3: Optimal Regimes in terms of Behavioral Outcome 4

Treatment ID 26715 26684 26643 26780 26713 26732
Source OFF ON OFF ON OFF ON
Severity ON ON ON ON OFF ON
Risk OFF OFF OFF OFF OFF OFF
Susceptibility =~ OFF Non-Tailored OFF Non-Tailored OFF Non-Tailored
Framing OFF Tailored OFF Non-Tailored OFF OFF
Benefits ON OFF OFF ON ON ON
Efficacy ON ON ON ON ON ON
Barriers ON ON ON ON ON ON
Persuasion OFF OFF OFF OFF OFF OFF
Self-efficacy ON ON ON ON ON ON
Race Match ON ON ON ON ON ON
Gender Match  ON ON ON ON ON ON
Type ON ON ON ON ON ON
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