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Abstract
Stochastic compartmental models provide interpretable probabilistic descriptions of

many dynamic biological phenomena, such as the spread of a contagious disease through

a population or the progression of cancer in an individual. Many classical inferential tools

are out of reach for fitting these models in missing data settings, however, due to the in-

tractability of the marginal likelihood. To remedy this issue, practitioners typically rely

on simplifying assumptions to make inference tractable, or on intensive simulation-based

methods that do not scale to modern datasets. In this thesis, I demonstrate how long-

held simplifying assumptions can be relaxed, improving model realism and yielding better

data fit. These contributions are developed alongside efficient sampling algorithms to en-

able exact Bayesian inference in many partially observed settings. I focus on two driving

applications: first, I model the spread of contagious disease through a population using

a continuous-time, stochastic susceptible-infectious-removed model, and provide nonpara-

metric temporal extensions. Next, I turn attention to modeling the natural history of

cancer using a semi-Markov model. In each of these studies, I tailor a data-augmented

Markov chain Monte Carlo sampling algorithm that efficiently explores its discrete, high-

dimensional latent space. Taken together, these advances surmount computational and

methodological challenges in a notoriously difficult setting for modern Markov chain Monte

Carlo samplers, and leads to new insights in several timely applications and case studies.
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1. Introduction
1.1 Multistate models

Multistate models are a popular class of models for describing the natural history of a

disease through transitions between a set of discrete states, providing a �exible description of

the underlying progression of the disease over time (Cook & Lawless, 2018; Hougaard, 1999;

Lawless, 2013). For instance in oncology, an individual is often classi�ed as belonging to

one of three states: no detectable cancer, asymptomatic detectable cancer and symptomatic

cancer (Du�y et al., 1995). Other areas of applications include human immunode�ciency

viruses (De Gruttola & Lagakos, 1989; Mathieu et al., 2005), human papillomavirus (Bureau

et al., 2003), contagious disease (Kermack & McKendrick, 1927), psoriatic arthritis (Cook

et al., 2004), diabetic retinopathy (KosoRoK & Chao, 1996), heart transplant monitoring

(Sharples et al., 2003) and hepatic cancer (Kay, 1986).

1.2 Common assumptions

When �tting multistate models, practitioners usually make simplifying assumptions to

keep inference tractable. Two common assumptions are those of independence between

individuals and of a Markov structure in the model. The �rst assumption, that of indepen-

dence, states that the individuals evolve independently of one another through the states

of the model. This assumption is often warranted; for instance, for noncontagious diseases,

such as cancer, this assumption is typically valid because the cancer status of an individual

does not impact the cancer status of others. Even in the case of contagious diseases, this

assumption is acceptable if the individuals are physically separated, so that they, for in-

stance, do not interact with one another during the study. Independence simpli�es inference

because it implies that the likelihood of the observed data factorizes over the likelihood of

each individual. As long as the individual likelihoods are tractable, inference of independent

models is straightforward.

In contrast, the Markov assumption is often made purely for mathematical convenience.

This assumption stipulates that the transition rates do not dependent on the amount of
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time spent in the current state. This assumption is usually questionable when modelling

the progression of a disease. For instance, in the case of cancers, this assumption implies

that tumors remain pre-clinical (asymptotic, but detectable) for a exponentially-distributed

amount of time. The exponential distribution is a questionable model for the distribution

of pre-clinical sojourn times because it has a signi�cant amount of mass at0 and a fat

tail to the right, contradicting the expectation of clinicians that tumors are pre-clinical for

at least 1 year and no more than15 years in the case of breast cancer. Yet, the Markov

assumption is often made in practice because it leads to tractable individual likelihoods,

thereby simplifying inference (Du�y et al., 1995; Kalb�eisch & Lawless, 1985).

Under the two assumptions of independence and a Markov structure, the likelihood is

typically straightforward to evaluate (Kalb�eisch & Lawless, 1985), making likelihood-based

inference such as Bayesian inference (Guttorp, 2018) and maximum likelihood estimation

(Jackson, 2011) trivial to implement.

1.3 Simulation-based inference

As an alternative to relying on simplifying assumptions to make the likelihood tractable,

researchers have developed simulation-based methods to conduct inference on models with

intractable likelihoods. These methods�also called likelihood-free methods�include ap-

proximate Bayesian inference (Bondi et al., 2023; Kypraios et al., 2017; Marjoram, 2013;

Martin et al., 2019; McKinley et al., 2018; Tancredi, 2019), particle �ltering (Ionides et al.,

2011, 2015; Ju et al., 2021; King et al., 2015) and pseudo-marginal methods (Corbella

et al., 2022; Golightly & Kypraios, 2018; McKinley et al., 2014). These methods require

repeated simulation from the model, making them computationally intensive for large data

sets. Moreover, simulating synthetic data that agree with the observed data is often pro-

hibitively expensive using standard techniques such as forward simulation from the model,

resulting in well-documented degeneracy issues (Ho, Crawford, & Suchard, 2018; Ho, Xu,

et al., 2018). The forward-�lter-backward-sampling algorithm (Carter & Kohn, 1994; De

Jong & Shephard, 1995; Frühwirth-Schnatter, 1994; Hobolth & Stone, 2009) enables sim-
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ulation from the model conditional on the observed data, but this sampling algorithm is

generally not applicable for complex models or for models that do not possess a Markov

structure. When these simulation-based methods fail or are infeasible, practitioners, left

with few options, often resort to further approximations.

1.4 My contribution

In this thesis, I consider multistate models for which the assumptions of independence

and of a Markov structure are not appropriate. Dropping these assumptions makes the

models more realistic. However, it severely complicates inference, requiring new inferential

methods; the development of which is at the heart of this thesis.

The two areas of application of my doctoral research are contagious disease modeling

in Chapters 2-3 and cancer natural history modeling in Chapter 4. In contagious disease

modeling, the assumption of independence is violated; the infectious status of an individ-

ual does have an in�uence on the evolution of other individuals. I particular, the rate

at which a healthy individual becomes infected is a function of the number of infectious

individuals in the population, with a larger number of infectious individuals resulting in

a larger infection rate. The probability that a susceptible individual is infected during a

given interval therefore depends on the status of the other individuals in the population,

violating the assumption of independence. This lack of independence complicates inference,

making existing estimation methods for models with independent individuals inapplicable.

In Chapter 2, I consider the susceptible-infectious-removed model, a three-state model of

contagious disease, and develop a uniformly ergodic Markov chain Monte Carlo (MCMC)

sampler to �t this model to discretely observed counts of infections in a fully Bayesian

framework. This sampler o�ers signi�cant improvements over the existing state of the

art samplers that are based on single-site updates (Fintzi et al., 2017; O'Neill & Roberts,

1999). I demonstrate the e�ectiveness of my sampler by analyzing the2014-2016outbreak

of the Ebola virus in Western Africa. In Chapter 3, I introduce two new classes of �exible

time-inhomogeneous stochastic epidemic models that track changes in the transmission rate
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of a contagious disease over the course of an outbreak and learn the e�ect of mitigating

measures. The �rst model has a �exible nonparametric time-varying transmission rate,

while in the second model the transmission rate follows a more parsimonious changepoint

model. These models provide an improvement over existing time-inhomogeneous models

with a rigid parametric form for the transmission rate (Lekone & Finkenstädt, 2006). For

each model, I develop an e�cient MCMC sampler to enable a fully Bayesian approach,

overcoming the computational bottleneck of the time-inhomogeneous model of Kypraios

and O'Neill (2018). I analyze the 1995 outbreak of Ebola in Congo and show that the

mitigating measures implemented in early May of1995to stop the spread of the virus were

followed within two weeks by a drop of the e�ective reproduction number below1, bringing

the outbreak under control. I also revisit the 2014-2016 outbreak of the Ebola virus in

Western Africa and investigate the impact of a stay-in-place order during an outbreak of

COVID-19 on a university campus.

In Chapter 4, I consider the task of estimating the overdiagnosis rate of breast cancer

in cohort screening programs from data on individual-level screening and cancer diagnosis

histories. I introduce a new family of semi-Markov models with a mixture of indolent and

progressive tumors and an e�cient data-augmented MCMC sampling algorithm to enable

fully Bayesian inference. This approach provides rigorous uncertainty quanti�cation for

the probability of indolence and the overdiagnosis rate, thereby improving over existing

methods based on the approximate Bayesian computation framework (Bondi et al., 2023).

I also develop a new method for comparing non-nested latent variable models based on

approximate leave-one-out cross-validation (Vehtari et al., 2017). I show that the semi-

Markov model has a predictive �t that is signi�cantly better than that of the Markov

model; in particular, the analysis shows that the onset rate of pre-clinical breast cancer

increases at least linearly with age, contradicting the commonly made Markov assumption

of a rate that is constant with age.

The MCMC sampling algorithms described in Chapters 2-4 are implemented inR and

C++, and all results and �gures present in those chapters are fully reproducible.
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I am the main contributor on all projects, with the exception of the temporal epidemic

model with a changepoint transmission rate described in Section 3.2, which was developed

in collaboration with Jenny Huang, then an undergraduate student whom I was mentoring.

1.5 Background

In the rest of this introductory chapter, I provide an overview of the main statistical

tools that I employ in Chapters 2-4.

1.5.1 Bayesian inference

Throughout this thesis, I exclusively use the Bayesian framework to estimate model

parameters (Gelman et al., 2013; Robert et al., 2007). In Bayesian inference, the object of

interest is the posterior distribution of the model parametersq conditional on some observed

data X,

p (q | X)9 L(q; X)p (q) (1.1)

where L(q; X)9 f (X | q) is the likelihood of the model parameters andp (q) the prior

distribution.

I opt for Bayesian inference on practical rather than philosophical grounds. The Bayesian

framework is conceptually straightforward and possesses several practical advantages that

make it a natural choice over the frequentist framework for the inferential problems I tackle

in this thesis. First, the Bayesian approach automatically yields a rigorous quanti�cation

of uncertainty through the posterior distribution. Second, when samples from the poste-

rior distribution (1.1) are available�for instance, via Markov chain Monte Carlo�one can

trivially conduct inference on any function of the model parameters, making Bayesian in-

ference extremely �exible. Indeed, if the draws
!

q(m)
) M

m= 1
come from p (q | X), then the

values
!

g(m)
) M

m= 1
, where g(m) = g(q(m) ), form an empirical approximation of the posterior

distribution of any transformation g of q, p (g(q) | X). For instance, in Chapter 4 on cancer

natural history modeling, I choose transformationsg that map the model parameters to

the mean sojourn time in the pre-clinical state and to the overdiagnosis rate, automatically

5



obtaining valid uncertainty quanti�cation for these quantities of interest.

Finally, in the Bayesian framework, statisticians have the prior distribution as an addi-

tional tool to tackle di�cult inferential tasks; in contrast, maximum likelihood estimation

only works with the likelihood. In Chapter 3, I introduce a prior distribution on the time-

varying transmission rate that induces asmoothevolution of the rate over time and permits

an e�cient block Gibbs step in which I sample from the joint full conditional of the rate.

Inducing a temporal evolution that is smooth is crucial for obtaining a �exible model that

is identi�able from partially observed data, and having a block Gibbs step available enables

the construction of an e�cient MCMC sampler. In Chapter 4, I use a weakly informative

prior on the mean sojourn time that stabilizes inference by ruling out in�nitesimally short

sojourn times; I also treat the sensitivity of the screens as an unknown parameter with an

informative prior on it instead of �xing it to some arbitrary value. These few examples

illustrate the fact that the prior distribution, like the likelihood, is an integral part of a

Bayesian model.

1.5.2 Markov chain Monte Carlo

The posterior distribution (1.1) typically only admits a closed-form expression for simple

models. When no closed-form expression is available, one can use samples of the parameters

drawn from (1.1) to empirically describe the posterior distribution. Even when a closed-

form expression is available, possessing draws sampled from the posterior distribution can be

advantageous because it enables inference on any transformationg of the model parameters,

as mentioned in Section 1.5.1.

For simple models�for instance, models that admit a conjugate prior distribution�one

can directly draw from the posterior distribution (1.1). This approach, called Monte Carlo,

provides independent draws

q(m) � p (q | X), m = 1, . . . ,M . (1.2)

These draws are then used to estimate aspects of the posterior distribution that are of

interest, e.g. its mean to provide an estimate ofq, or its quantiles to construct credible
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intervals.

For more complicated models, however, samples from(1.1) cannot be directly obtained.

In this case, one can use Markov chain Monte Carlo (MCMC) to obtain an empirical

approximation of the posterior distribution. This approach relies on the construction of

an ergodic Markov chain whose stationary distribution is the posterior distribution (1.1).

Under general regularity conditions, the Markov chain Convergence Theorem ensures that

the Markov chain converges in distribution to (1.1) (Roberts & Rosenthal, 2004) and the

Ergodic Theorem ensures that, for any integrable functiong,

1
M

M̧

m= 1

g
�

q(m)
�

Ñ E[g(q) | X],

that is, the empirical average of the transformed draws converges to the posterior expecta-

tion of the transformation (Billingsley, 2017).

These results indicate that if one runs an ergodic Markov chain for a su�ciently large

number of iterations, the draws can be use for inference. How long the chains need to be to

provide draws that accurately approximate the posterior distribution is problem-dependent.

In this thesis, I use two metrics to empirically determine whether the chains have converged

and assess their mixing. First, I employ the potential scale reduction factor�also known

as the Gelman-RubinR statistic�to verify that the Markov chains have converged to their

station distribution and have explored the target distribution (S. P. Brooks & Gelman, 1998;

Gelman & Rubin, 1992). The Gelman-RubinR statistic is conceptually straightforward and

easy to implement: one initializes multiple Markov chain at overdispersed values, i.e. values

that are more dispersed than the stationary distribution, and runs the chains independently

for some pre-determined number of iterations. The Gelman-RubinR statistic compares

the between-chain and within-chain variances of the post-burnin MCMC draws for each

element of q to determine if the chains have converged to the stationary distribution and

mixed appropriately. A value close to 1 suggests that the Markov chains were run for a

su�ciently large number of iterations to reach the stationary distribution and explore the
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posterior distribution. In contrast, a large value indicates that the chains have either not

converged to the stationary distribution or have not mixed well yet. In either case, one

would need to run the Markov chains for a larger number of iterations. In Chapters 2-4, I

use the threshold1.01 to determine convergence.

Second, I use thee�ective sample size (ESS), a popular measure of the amount of

information present in a sample of auto-correlated MCMC draws. Since MCMC draws

are auto-correlated, one cannot directly use the sample size to quantify the amount of

information available in the draws as one would do with Monte Carlo. Due to this lack of

independence,M dependent MCMC draws do not contain the same amount of information

as M independent Monte Carlo draws. The ESS of MCMC draws corresponds to the

number of independent draws that contain the same amount of information as the MCMC

draws. Because MCMC draws are typically positively correlated, they typically containless

information than independent draws, so that the ESS ofM MCMC draws is less than M.

A Markov chain that mixes well produces draws with little auto-correlation, resulting in an

ESS close toM; in contrast, the draws of a slowly-mixing chain are highly auto-correlated,

resulting in a low ESS. In Chapters 2-4, all the Markov chains produce at least500ESS for

each model parameter.

1.5.2.1 The Metropolis-Hastings algorithm

The most popular way to construct an ergodic Markov chain withp (q | X) as stationar-

ity distribution is to let the Markov kernel correspond to a Metropolis-Hastings (MH) step.

I now describe the MH step; for simplicity, I �rst consider the case of a univariate random

variable q. A MH step proceeds as follows (S. Brooks et al., 2011; Ho�, 2009). Given the

current state of the Markov chain qcur, one generates the candidate valueq� conditional

on qcur from a proposal distribution having density q(q | qcur) which may depend on some

tuning parameters. Two popular proposal distributions are the Gaussian random-walk pro-

posal,q� | qcur � N (qcur, s2), wheres2 is a tuning parameter, and the independent proposal

q� | qcur � g(q), where g does not depend on the current valueqcur. One then computes
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the MH acceptance probability

a = min
"

1,
p (q� | X)q(qcur | q� )

p (qcur | X)q(q� | qcur)

*
. (1.3)

and accepts the move toq� with probability a, and otherwise keeps the valueqcur. Al-

gorithm 1 summarizes these steps. It is interesting to note that if one uses the posterior

distribution as an independent proposal,g(q) = p (q | X), the acceptance probability (1.3)

is 1, resulting in the acceptance of each proposal. This special case corresponds to a Monte

Carlo sampler and illustrates the fact that Markov chain Monte Carlo is an extension of

Monte Carlo.

Algorithm 1 Metropolis-Hastings step

Require: Current value qcur and proposal q.
Sample q� | qcur � q

Compute a Ð min
!

1, p (q� |X)q(qcur|q� )
p (qcur|X)q(q� |qcur)

)

Setqnew =

#
q� , with probability a

qcur, with probability 1 � a
Return new value qnew.

The MH step satis�es the detailed balance condition and, therefore, preserves the sta-

tionary distribution p (q | X). Under general regularity condition, the resulting Markov

chain is ergodic, and the Ergodic Theorem is applicable.

The Metropolis-Hastings step described in Algorithm 1 can be extended to update a

random vector in two di�erent ways. A �rst option is to construct a multivariate proposal

distribution that updates the entire random vector, and accept or reject the proposed value

using the probability 1.3. This requires the construction of a multivariate proposal that

allows the Markov chain to e�ciently explore the posterior distribution of the random

vector. This task is often di�cult to accomplish in high dimensions. Alternatively, one

can construct a sequence of element-wise Metropolis-Hastings steps that each updates a

subset of the random vector. As an illustration, consider the random vectorq = ( z, h),

wherez and h are random vectors. For example, in a latent variable model,z could denote

the model parameters andh the latent variables. One can construct two MH steps, one
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that updates z while keeping h �xed and one that updates h while keeping z �xed. The

MH step that updates z relies on a proposal distribution qz(z | zcur, hcur) from which one

samples a candidate valuez� conditional on (zcur, hcur). The value z� is then accepted with

probability

a = min
"

1,
p (z� , hcur | X)qz(zcur | z� , hcur)

p (zcur, hcur | X)qz(z� | zcur, hcur)

*
. (1.4)

The MH step that updates h proceeds in an analogous fashion, using a proposal distribution

qh for h. Algorithm 2 summarizes an element-wise MH step.

Algorithm 2 Element-wise Metropolis-Hastings step

Require: Current value (zcur, hcur) and proposal qz.
Sample z� | (zcur, hcur) � qz

Compute a Ð min
!

1, p (z� ,hcur|X)qz(zcur|z� ,hcur)
p (zcur,hcur|X)qz(z� |zcur,hcur)

)

Set(znew, hnew) =

#
(z� , hcur), with probability a

(zcur, hcur), with probability 1 � a
Return new values (znew, hnew).

Again, the user has much freedom when designing the proposalqz. The Gaussian

random-walk proposal, z� | (zcur, hcur) � N (zcur, S), is a popular choice. Here, the co-

variance matrix S is a tuning parameter. One can also opt for the independent proposal,

z� | (zcur, hcur) � gz(hcur), which does not depend on the current value ofz. When the

independent proposal corresponds to the full conditional distribution ofz conditional on

the current value of h, gz(hcur) = p (z | hcur, X), the MH acceptance probability (1.4)equals

1, resulting in every candidate value being accepted; this special case of an element-wise

MH step is referred to as aGibbs step.

1.5.3 Data augmentation

In contagious disease modeling and cancer natural history modeling, the areas of appli-

cations of Chapters 2-4, the stochastic processX that describes the evolution of an outbreak

in a population or the progression of cancer in an individual is rarely observed exactly. In-

stead, the available data, which I denote with Y, only provide a incomplete summary of
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the underlying processX. For instance, in a model of cancer natural history, the stochastic

processX includes the onset age of pre-clinical cancer of each individual in the sample, their

indolent status and their onset age of symptoms. In practice, however, the onset age of

pre-clinical cancer is unknown because pre-clinical cancers are asymtpomatic. Similarly, the

indolent status of the individuals is typically unknown. For this model, the observed data

Y, therefore, consist of the onset age of symptom onset and the outcomes of the screens.

The complete-data and observed-data likelihoods are related via integration

L(q; Y) =
»

f (Y | q, X)L(q; X)dX. (1.5)

For the models and the type of observed data that I consider in this thesis, the integral(1.5)

does not admit a closed-form expression, resulting in an intractable observed-data likeli-

hood. As a consequence, the MH acceptance probability, which requires the evaluation of

p (q | Y)9 L(q; Y)p (q), cannot be computed, rendering the standard MH step described in

Section 1.5.2.1 inapplicable.

Data augmentation o�ers a solution to this problem (Tanner & Wong, 1987). In data

augmentation, one introduces latent variablesZ such that the two quantities L(q; Z)9 f (Z |

q) and f (Y | q, Z) have a closed-form expression, and conducts Bayesian inference on the

joint posterior distribution

p (q, Z | Y)9 f (Y | q, Z)L(q; Z)p (q). (1.6)

One then proceeds by obtaining samples from the joint posterior(1.6) via MCMC. Once

draws
!

q(m) , Z (m)
) M

m= 1
from p (q, Z | Y) are available, the marginal draws

!
q(m)

) M

m= 1
pro-

vide an empirical approximation to p (q | Y), the distribution of interest. This procedure

is referred to asdata-augmentedMCMC (DA-MCMC).

While in theory DA-MCMC is nothing more than MCMC on the augmented distribution

p (q, Z | Y), in practice it helps to treat it separately from traditional MCMC for the follow-

ing reasons. First, in DA-MCMC the Markov chain targets am extremely high-dimensional
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distribution; in Chapter 4, the dimension of the latent variables is |Z| = 8 � 104. Con-

structing a Markov chain that explores such a high-dimensional space e�ciently requires

extreme care. Second, when the observed data is relatively uninformative about the value

of the latent variables, the latent variables and the model parameters tend to be highly

correlated. High correlation between elements of(Z, q) makes any Markov chain based on

univariate MH steps extremely sticky. Finally, in each of the models in Chapters 2-4, some

latent variables follow a discrete or mixed distribution and/or the density of the distribution

p (q, Z | Y) is discontinuous, making gradient-based approaches such as Hamiltonian Monte

Carlo that are otherwise well-suited for high-dimensional problems (Girolami & Calderhead,

2011) not applicable to the models considered here.

1.6 Four guiding principles for MCMC

The success of DA-MCMC hinges on the construction of an e�cient proposal for the la-

tent data. Section 1.5.2.1 shows that the user has almost unlimited freedom when designing

the structure of the MH steps and the form of their proposals. However, as one may expect,

a poorly designed DA-MCMC will fail to explore the posterior distribution in a reasonable

number of iterations. The bulk of my doctoral research has been the construction of e�-

cient DA-MCMC sampling algorithms tailored to high-dimensional latent variable models

with complex, discrete structures. When design MCMC samplers, practitioners often ex-

clusively focus on tuning the parameters of the proposal distributions, such as the step size

or covariance matrix of random walk proposals. Here I �rst take a step back and focus on

the architecture of the whole Markov chain, following four guiding principles.

Principle 1. Update correlated elementsjointly .

Principle 2. Useindependentproposals.

Principle 3. When possible, use the full conditional distribution (Gibbs step). Otherwise, tailor

the independent proposal to match the full conditional distribution of the parameters being updated

as closely as possible with approximations to make the proposal tractable; in other words, make the

MH step as close as possible to a Gibbs step.
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Principle 4. Saturate the latent space to keep its dimension �xed and bypass reversible-jump

MCMC (RJ-MCMC) (Green, 1995).

I refer to these four principles with the acronym JIGS (Joint update, Independent pro-

posal, close toGibbs and on a Saturated space). The JIGS principles have guided the

decisions I have made when designing the MCMC samplers in Chapters 2-4. They, in

particular, guide against the use of univariate updates, especially in the case of correlated

parameters. Practitioners often resort to univariate Gibbs when such steps can be im-

plemented. The fact that every draw of a Gibbs step is accepted can, however, give a

false sense that the chain is mixing well. When some parameters are highly correlated, a

sequence of univariate Gibbs steps will result in sticky chain (Gibson & Renshaw, 1998;

Kypraios & O'Neill, 2018; O'Neill & Roberts, 1999). The JIGS principles suggest that a

joint MH step�even mediocre�can result in better mixing than a sequence of univariate

Gibbs steps (Touloupou et al., 2020).

The best illustration of the JIGS principles is the MH step for the time-varying transmis-

sion rate in Chapter 3. Here, the time-varying transmission rate is denoted by(b1, . . . ,bT),

wherebt denotes the values of the transition rate on dayt = 1, . . . ,T. The prior distribution

on (b1, . . . ,bT) induces a smooth evolution of the rate over time, resulting in consecutive

values (bt , bt+ 1) that are positively correlated. Using T univariate element-wise MH steps

that each updates a single element of the vector(b1, . . . ,bT) would result in an extremely

sticky Markov chain. Instead, following Principle 1, I update the vector (b1, . . . ,bT) jointly

in a single step. Then, following Principle 2, I opt for an independent proposal instead

of a random walk proposal. Finally, following Principle 3, I design a joint independent

proposal for (b1, . . . ,bT) that is as close as possible to the joint full conditional distribution

p (b1, . . . ,bT | �). In this case, I am able to directly draw from p (b1, . . . ,bT | �) using the

forward-�lter-backward-sampling algorithm (Carter & Kohn, 1994; De Jong & Shephard,

1995; Frühwirth-Schnatter, 1994; Hobolth & Stone, 2009). This results in a joint Gibbs

step for the entire vector of correlated transmission rates(b1, . . . ,bT). In this case, �nding
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a prior distribution p (b1, . . . ,bT) that induces a smooth evolution over time while leading

to a full conditional distribution p (b1, . . . ,bT) from which one can directly sample was a

crucial step.

Chapter 4 o�ers another illustration of the JIGS principles. In this chapter, I model

cancers with a mixture of progressive and indolent (non-progressive) cancers. A priori, each

cancer is indolent with probability y P [0, 1],

Ii | y � Ber(y ), i = 1, . . . ,n, independently,

where y P [0, 1] is the unknown probability of indolence and Ii is the latent indolence

indicator of person i. The observed data of an individual consist of their binary screen

outcomes�whether or not the screen detected the cancer. These data often consist of

only one or two screen outcomes per individual, containing almost no information about

the indolent status of the cancer. This implies that a posteriori, the vector( I1, . . . , In) is

highly correlated with y . Updating each Ii and y separately in univariate MH steps would

result in extremely poor mixing of the Markov chains. Following Principle 1, I update the

correlated elements(y , I1, . . . , In) jointly. Following Principle 2, I construct a proposal that

depends as little as possible on the current value of the random vector. Here I construct a

proposal that only depends on the current value of(y , I1, . . . , In) through y . The proposal

takes the form

q(y � , I �
1 , . . . , I �

n | y cur) = qy (y � | y cur)
n¹

i= 1

qI ( I �
i | y � )

where qy (y � | y cur) is a Gaussian distribution centered aty cur and restricted to the inter-

val [0, 1], and qI ( I �
i | y � ) corresponds to the full conditional distribution of Ii , p ( Ii | y � , �).

While I was unable to draw (y , I1, . . . , In) from its full conditional distribution, I carefully

constructed a proposal distribution that closely resembles it, as recommended by Princi-

ple 3.
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1.6.1 Bypassing reversible-jump Markov chain Monte Carlo

While Principles 1-3 articulate good practices for MCMC in general, Principle 4 goes to

the heart of the computational bottleneck of MCMC in the context of stochastic epidemic

models (and to some extent of cancer natural history as well, though this thesis o�ers the

�rst implementation of DA-MCMC for these models). Since the �rst MCMC sampler for

this type of model by Gibson and Renshaw (1998), the vast majority of practitioners�

from (O'Neill & Roberts, 1999) to (Kypraios & O'Neill, 2018)�have relied on reversible-

jump MCMC (RJ-MCMC) because the dimension of the latent variables is unknown. For

instance, while the time of deaths during an outbreak is usually recorded accurately, the

total number of infections during the observation interval may be unknown, especially when

infected individuals do not develop symptoms upon infection, thereby potentially remaining

undetected by the researchers. A similar situation occurs in cancer screening. The total

number of cancer onsets during the study is unknown because the screens may fail to detect

a cancer during its pre-clinical (asymptomatic) phase. This can happen in one of two ways:

(1) the cancer started after the last screen and did not become clinical (symptomatic)

before the end of the study, or (2) the screens after the cancer started were false negative

and did not become clinical before the end of the study. In both cases, the individual has no

positive screen and no symptom of cancer during the study. If one uses data augmentation

to �t these epidemic and cancer data, the infection times and cancer onset ages are treated

as latent variables. Since the dimension of the latent variables is unknown, one can use

RJ-MCMC, a type of MH step that enables the Markov chain to explore con�gurations

of the latent variables with various dimensions (Green, 1995). Constructing joint updates

between dimensions is usually di�cult in the case of RJ-MCMC. The existing RJ MH

steps for stochastic epidemic models consist exclusively of univariate updates, in which the

proposal either adds, removes or modi�es a single infection time, in direct contradiction

with Principle 1. This results in slowly-mixing Markov chains that fail to e�ciently explore

the latent space of large data sets.
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In Chapter 2 and Chapter 4, I bypass the need for RJ MCMC by employing a slightly

di�erent formulation of the latent variables in which the latent space is saturated. Consider

a stochastic process for which individuals are followed between timet0 and time t1 ¡ t0,

and let t i denote the latent event time of personi. In a stochastic epidemic model,t0 is the

start of the outbreak, t1 the time of the last measurement available, andt i the unobserved

infection time of person i. In a cancer model,t0 is the age at which individuals start to be

susceptible to cancer,t1 the age at which they leave the study, andt i the unobserved onset

age of cancer. I let the space oft i be [t0, t1] Y ? , where ? is a placeholder for the event

that the latent time happens after the study ends (t i ¡ t1), and assign a latent variable to

each individual in the sample. If the latent event of individual i happens after the study,

one simply writes t i = ? . In an epidemic model, this would correspond to a individual

that has not been infected by timet1; this individual may become infected aftert1 or may

never be infected if the outbreak dies before (s)her comes into contact with an infectious

individual. Similarly, in a cancer model, the event t i = ? corresponds to an individual

that does not develop cancer during the study; (s)he may develop cancer after the study

ends or may die before developing cancer. By saturating the latent space with the event

? , I keep the dimension of the latent variables �xed, regardless of the number of latent

events that occurred during the study. I thereby avoid any univariate RJ MH step and can

instead focus on the application of Principles 1-3 to design e�cient DA-MCMC sampling

algorithms.

I conclude this section with a technical remark. In Chapters 2 and 4, following Prin-

ciple 2, I construct an independentproposal for the latent removal time (epidemic model)

and the latent cancer onset age (cancer model). When using independent proposals, it

is important to ensure that the domain of the proposal distribution contains that of the

target distribution to ensure ergodicity. Since the latent space consists of an interval and

an atom at ? , the proposal distribution needs to be a mixed distribution with a point mass

at ? and a positive density on the interval [t0, t1]. With this in mind, I carefully design

a mixed independent proposal distribution that either exactly matches the full conditional

16



distribution (Chapter 2) or closely resembles it (Chapters 4).
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2. Exact Bayesian Inference for Partially Observed
Stochastic Epidemic Data via Uniformly Ergodic Block
Sampling

Stochastic epidemic models provide an interpretable probabilistic description of the

spread of a disease through a population. Yet, �tting these models to partially observed

data can be a di�cult task due to intractability of the marginal likelihood, even for classic

Markovian models. To remedy this issue, this chapter introduces a novel data-augmented

Markov chain Monte Carlo algorithm for exact Bayesian inference under the stochastic

susceptible-infectious-removed model, given only discretely observed counts of infections.

In a Metropolis-Hastings step, the latent variables are jointly proposed from a surrogate

process carefully designed to closely resemble the target process and from which one can

e�ciently generate epidemics consistent with the observed data. This yields a method that

explores the high-dimensional latent space e�ciently, and easily scales to outbreaks with

thousands of infections. I prove that the sampler is uniformly ergodic, and show empirically

that it mixes much faster than existing single-site samplers. I apply the algorithm to �t

a semi-Markov susceptible-infectious-removed model to the 2013-2015 outbreak of Ebola

Haemorrhagic Fever in Guéckédou, Guinea.

2.1 Background

Mechanistic compartmental models, which describe the transition of individuals between

various disease states, have a long mathematical modeling tradition in epidemiology dating

back to the work of Kermack and McKendrick (1927). Due to their interpretability, these

models are commonly used to describe the dynamics of an outbreak and typically serve

as a key source of information for predicting its course and identifying interventions that

could be e�ective (Anderson & May, 1991; Andersson & Britton, 2012). The majority of

modeling e�orts in the literature are based on deterministic models, which fail to capture

the inherent randomness of the disease spread process and are not well-posed to infer

quantities such as the probability of a large-scale outbreak. Stochastic epidemic models,

on the other hand, incorporate the random nature of infections and recoveries within a
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mechanistic model of disease dynamics, and naturally admit uncertainty quanti�cation

within estimation procedures (Britton, 2010; King et al., 2015).

While these advantages present an opportunity for more reliable inference from observed

data, estimating the parameters of stochastic epidemic models can be a di�cult task (Brit-

ton et al., 2019). The likelihood becomes intractable when the epidemic process is only

partially observed, which is almost always the case in surveillance data settings. These

models feature large, discrete state spaces, and evaluating marginal quantities requires a

complicated integral to probabilistically account for all possible trajectories consistent with

observations (Gibson & Renshaw, 1998; Kalb�eisch & Lawless, 1985). Even in the Marko-

vian case, the transition probabilities comprising the marginal likelihood do not have a

closed-form expression (Ho, Crawford, & Suchard, 2018). Classical matrix exponentiation-

based techniques quickly become intractable due to the size of the transition matrix beyond

small outbreaks (Crawford & Suchard, 2012; Guttorp, 2018), and uniformization approaches

face similar obstacles (Fearnhead & Sherlock, 2006; Rao & Teh, 2013). Though numeri-

cal methods to compute transition probabilities using dynamic programming have recently

been proposed by Ho, Xu, et al. (2018), they are delicate, do not extend beyond the simplest

models, and do not scale well to large outbreaks.

One way forward is to bypass directly working with the di�cult marginal likelihood

via simulation-based methods. These approaches, also called likelihood-free methods or

plug-and-play inference, are popular for �tting stochastic epidemic models, and include but

are not limited to particle �ltering (Ionides et al., 2011; Ju et al., 2021; King et al., 2015),

approximate Bayesian computation (Kypraios et al., 2017; Marjoram, 2013; Martin et al.,

2019; McKinley et al., 2018), and pseudo-marginal methods (Corbella et al., 2022; Golightly

& Kypraios, 2018; McKinley et al., 2014). While �exible and powerful, they are known to

incur very high computational cost due to their reliance on repeated forward simulation

from the model. Not only does it become prohibitive to repeatedly generate large synthetic

outbreaks, but well-documented degeneracy issues may arise, especially when the data are

observed accurately with low measurement noise (Ho, Crawford, & Suchard, 2018; Ho, Xu,
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et al., 2018). When they fail on a given dataset or are infeasible, practitioners are left with

few options and often resort to further approximations.

In this chapter, I pursue a complementary approach to instead enable classical Markov

chain Monte Carlo via data augmentation (Neal & Kypraios, 2015; Tanner & Wong, 1987).

Treating the unobserved epidemic events as nuisance parameters, I devise an e�cient algo-

rithm to sample from the exact joint posterior distribution of model parameters and missing

data. The resulting sample space is high-dimensional with a complex structure, leading to

inferential challenges (Jewell et al., 2009). From the same perspective, Gibson and Ren-

shaw (1998) and O'Neill and Roberts (1999) employed reversible-jump Markov chain Monte

Carlo to explore models with di�erent numbers of unobserved events. These pioneering at-

tempts update at most a few elements of the high-dimensional latent objects per step, and

are nontrivial to implement due to reverse jump steps. Such �single-site" updates render

the chain particularly prone to poor mixing in the presence of correlated latent variables.

In turn, a very long chain may still result in small e�ective sample sizes, con�ning these

methods to small outbreaks. Due to these drawbacks, these direct approaches have largely

been overshadowed by simulation-based methods.

The method introduced in this chapter revisits this line of thought with a novel block

sampling algorithm that jointly updates many latent variables at each iteration. When

they can be e�ectively implemented, block samplers tend to allow the Markov chain to

better explore the high-dimensional space of missing data. I devise a surrogate process

whose dynamics closely resemble those of the target model, carefully constructed to enable

fast proposals of complete-data trajectories. Importantly. the proposals yield updates

conditional on observed incidence data. These merits translate to healthy acceptance rates

despite larger updates in the latent space, leading to good mixing in large outbreaks and

capable of generating thousands of draws from the exact posterior in minutes using a single

machine.

Similar Bayesian approaches have been recently considered in related epidemic model

contexts. Recently, Fintzi et al. (2021) approximate stochastic epidemic models with a dif-
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fusion process whose likelihood is tractable in the presence of partially observed data. The

approach is similar in spirit to the one employed in this chapter, but such continuous-state

approximations may not be appropriate for all phases of an outbreak, holding only for large

populations. Fintzi et al. (2017) designed a Gibbs-like sampler based on updates of indi-

vidual histories, Choi and Rempala (2012) take a uniformization approach, Bu et al. (2022)

constructed a Gibbs sampler for epidemics over networks, and Touloupou et al. (2020)

constructed a clever sampler for discrete-time models based on individual-level trajectories.

Many prior methods using Bayesian data augmentation take as input observed data consist-

ing in either the exact removal times (Gibson & Renshaw, 1998; O'Neill & Roberts, 1999),

the exact infection times (Bu et al., 2022; Wang & Walker, 2023) or operate on prevalence

data (Fintzi et al., 2017). This can limit their utility since such detailed data are usually

only observed in animal studies or small outbreaks. Instead, public health surveillance sys-

tems often report incidence data such as weekly counts of infections or deaths, the setting

on which I focus my attention. Lekone and Finkenstädt (2006) propose a related method

for �tting discrete-time stochastic epidemic models to incidence data; the method intro-

duced in this chapter enables exact posterior inference in the more general continuous-time

framework. The technique allows for arbitrary infection period distributions in this class of

models, and is extensible to incidence data settings in other stochastic population process

models as well. Finally, I derive strong theoretical guarantees that are not available under

past approaches, showing that the sampler enjoys uniform ergodicity.

2.2 Semi-Markov stochastic susceptible-infected-removed model

The stochastic susceptible-infectious-removed model is a compartmental model o�ering

a mechanistic, interpretable representation of disease spread (Bailey, 1975; Wake�eld et

al., 2019). Under this model, individuals transition through three states or compartments:

susceptible (S), infectious (I) and removed (R). The only possible moves are from S to I

(infections) and from I to R (removals). A susceptible individual becomes infectious through

contact with an infectious individual and remains so for some period of time after which
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she is removed from the process without the possibility of reinfection. Assuming a closed

homogeneously mixing population ofn exchangeable individuals, the model consists of a

continuous-time vector-valued process

X = t X(t) = (X1(t), . . . ,Xn(t)) , t ¡ 0u (2.1)

where, for j = 1, . . . ,n, the agent-level subprocess

X j (t) =

$
''&

''%

s, t P [0,t I
j ]

i , t P (t I
j , t R

j ]

r, t P (t R
j , 8 )

(2.2)

denotes the compartment of individual j at time t with t I
j and t R

j her infection and removal

times. If individual j is never infected, one setst I
j = t R

j = 8 . Contacts between each

pair of individuals are assumed to follow independent Poisson processes with rateb. Since

at time t there are I (t) infectious individuals, the infection pressure on each susceptible

individual is bI (t), with independently and identically distributed infection periods (Allen

& Van den Driessche, 2006).

When the process(2.1) is observed during the interval(0,T], the likelihood is (Streftaris

& Gibson, 2002)

L(q; X) =
¹

jPI

bI (t I
j ) exp

#

�
» T

0
bS(t) I (t)dt

+
¹

kPR

f (t R
k � t I

k ; l )
¹

lPR c

U (T � t I
k ; l ) (2.3)

To establish notation, f and U denote the density and survival function of the infection

period distribution parameterized by l . The model parameters are denotedq = ( b, l ) P c q,

and the index setsI = t j : t I
j P (0,T]u, R = t j : t R

j P (0,T]u and R c = I zR respectively

denote the individuals who are infected, removed, and infected but not removed during the

observation interval (0,T]. Since the compartment sizesS(t) and I (t) are constant between

event times, the integral corresponds to a �nite sum which is straightforward to compute.

If the infection periods are exponentially distributed with rate parameter g, one obtains
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the well-known likelihood

L(q; X) = bnI gnR
¹

jPI

I (t I
j ) exp

#

�
» T

0
bS(t) I (t) � gb I (t)dt

+

where nI = |I | and nR = |R | denote the numbers of the infections and removals in the

interval (0,T].

While practitioners often model infection periods using the exponential distribution

for mathematical convenience, Lloyd (2001) suggests less dispersed distributions for more

model realism. This methodology immediately extends to the semi-Markov case, where

the infection periods may follow an arbitrary distribution. In this paper, I focus on the

Weibull case during the exposition, a �exible as well as computationally convenient family

of distributions that contains the exponential as a special case. For instance, with unknown

scale parameterl and shape parameter set toa = 2, the model allows a thinner tail than

the exponential distribution and a mode away from0. The subsequent methodology readily

apply to any choice of distribution for the infection period.

When the process(2.1) is completely observed until time T, conducting inference is

straightforward. In the case of Weibull-distributed infection periods, the likelihood (2.3) is

an exponential family, and Bayesian inference is facilitated by the existence of the conjugate

prior distribution p (q) = Ga(b; ab, bb)Ga( l ; al , bl ), with Ga(.; a, b) denoting the gamma

distribution with mean a/ b and variance a/ b2. Under this prior distribution, one can

directly sample from the full conditional distributions for b and l

p (b|.) = Ga

 

ab + nI , bb +
» T

0
S(t) I (t)dt

!

, (2.4)

p ( l |.) = Ga

 

al + nR, bl +
¸

kPR

(t R
k � t I

k )a +
¸

lPR c

(T � t I
l )a

!

. (2.5)

2.3 Data-augmented Markov chain Monte Carlo
2.3.1 Incidence data for infections

In practice, inference is complicated by the fact that the epidemic process(2.1) is rarely

completely observed. When some events are unobserved, one cannot evaluate the complete-
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data likelihood (2.3). This is the case forincidence data, an observational data type often

reported in public health surveillance (Fintzi et al., 2021). I focus my attention on such

discretely observed incidence data in this chapter. Given time intervalsT = t T1, . . . ,TK :

Tk = ( tk� 1, tk]u, such that t0 = 0 and tK = T, the observed data consist of theK-dimensional

integer vector Y = ( I1, . . . , IK) where Ik = #t t I
j P Tku is the number of infections in thekth

interval. In words, one knows the interval in which each infection takes place but not its

exact time.

As motivation, consider the 2013-2015 outbreak of the Ebola virus in Guinea, Liberia

and Sierra Leone. The weekly numbers of positive tests in each province of the three

countries are recorded. Individuals infected by the Ebola virus become infectious only

once symptoms start (Coltart et al., 2017). Moreover, unlike contagious diseases for which

the isolation of infected individuals e�ectively prevents them from infecting others, the

2013-2015 outbreak was characterized by a large number of infections that occurred after

individuals tested positive. For instance, Coltart et al. (2017) report that infectious individ-

uals infected numerous people at the hospitals where they received treatment as well as at

their own funerals during which it was customary to touch the body of the deceased person.

This leads me and others in past studies to model the number of positive cases reported

by the World Health Organization as the number of infections in the susceptible-infectious-

removed model. Finally, the severity of the symptoms suggests that the vast majority of

infections were reported, so I focus here on modeling reported infection counts without

an additional noise distribution accounting for under-reporting. Although the susceptible-

exposed-infectious-removed model is arguably more adequate for the Ebola virus which is

characterized by a latent period, in this chapter I opt for the simpler susceptible-infectious-

removed model for illustration
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2.3.2 Exact inference via data augmentation

In a Bayesian framework, the posterior distribution of the parameters given the observed

data, p (q | Y), is formally related to the complete data likelihood (2.3) via integration:

p (q | Y)9 p (q)L(q; Y) = p (q)
»

f (Y | x)L(q; x)dx, (2.6)

where f (Y | x) is the likelihood of the observed data conditionally on the epidemic process.

In the setting considered in this chapter, one hasf (Y | x) = dx(Y), an indicator function

which takes on the value1 if the epidemic processx is in agreement with the observed

infection counts Y and 0 otherwise. The partial data likelihood L(q; Y) therefore consists

of a high-dimensional integral over all epidemic paths consistent with the observed data.

This marginalization step has no analytical solution, and presents computational challenges

even for moderately sized outbreaks (Ho, Xu, et al., 2018).

Data-augmented Markov chain Monte Carlo bridges this challenging missing data set-

ting to the tractable complete-data likelihood. As shown in Section 2.3, the complete-data

likelihood (2.3) is amenable to computation. This suggests augmenting the observed data

Y with latent variables Z such that the likelihood L(q; (Y, Z)) of the observations together

with latent variables has the closed form(2.3). This allows me to construct a Markov chain

Monte Carlo algorithm that generates an ergodic Markov chaint (q(m) , Z (m) )uM
m= 0 whose

limiting distribution is the joint posterior p (q, Z | Y)9 dZ (Y)L(q; Z)p (q). Given the draws

t (q(m) , Z (m) )uM
m= 0, the �marginal" samples t q(m)uM

m= 0 form an empirical approximation to

p (q | Y), the original distribution of interest. In this sense, marginalizing out Z in the

joint posterior becomes trivial, and avoids working with the much more di�cult marginal

quantity (2.6) directly. In the stochastic susceptible-infectious-removed model, the latent

variables Z = t (zI
j , zR

j )un
j= 1 consist of the unobserved infection and removal times of each

individual. If individual j is not infected (removed) beforeT, I set Z I
j = ? (ZR

j = ? ); the

latent variables Z contain the same information as a completely observed processX.

I construct a Markov chain Monte Carlo sampler that iteratively updates q and Z
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conditionally on each other and the observed dataY. A transition from (q1, z1) to (q2, z2)

therefore takes the form

(q1, z1) Ñ (q2, z1) Ñ (q2, z2).

The updates for q are straightforward. In the case of Weibull-distributed infection periods,

it amounts to a Gibbs step since I can directly sample from the full conditional distribution

p (q | Z, Y) = p (b | Z)p ( l | Z); see Equations(2.4)-(2.5). In contrast, updating the

latent variables presents challenges. Though unrestricted forward simulation of stochastic

epidemic models is straightforward (Gillespie, 1977), drawing trajectories conditionally on

Y amounts to conditional simulation of a stochastic process, a considerably more di�cult

task. In this chapter, I seek an alternative to simulation-based inference. The methods

proposed by Hobolth and Stone (2009) do not apply since given onlyY the endpoints of

the process are not known, and the process is not necessarily Markov.

Instead, I employ a block Metropolis-Hastings sampler to update the latent variables.

A new con�guration Z � consistent with Y is generated from an e�cient surrogate process

Q described in Section 2.3.3. Given someq and Z, the Metropolis-Hastings step proceeds

by drawing a candidate Z � from the proposal distribution Q with density q(. | q, Y), and

accepting Z � with probability

a ((q, Z), (q, Z � )) = min
"

1,
dZ � (Y)L(q; Z � )p (q)q(Z | q, Y)
dZ (Y)L(q; Z)p (q)q(Z � | q, Y)

*
(2.7)

= min
"

1,
L (q; Z � ) q(Z | q, Y)
L (q; Z) q(Z � | q, Y)

*
. (2.8)

As the proposal Q always generates latent variables in agreement with the observed data,

dZ � (Y) = 1.

2.3.3 Ef�cient block sampler for the latent variables

Rendering the above strategy e�ective relies on designing an e�cient proposalQ to

explore new con�gurations of the latent variables. I now describe a surrogate stochastic

process, which I call thepiecewise-decoupledsusceptible-infectious-removed process, featur-

ing dynamics that very closely resemble those of the target process. At the same time, it
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decouples nonlinearities in the original process dynamics in order to admit simple enough

structure to yield e�cient conditional simulation given Y = ( I1, . . . , IK).

The piecewise-decoupled process is de�ned on the same discrete state space, in which

individuals move from the S to I and from the I to R compartments. The removal dynamics

are identical under both processes: in the decoupled surrogate, infection periods are drawn

independently from the same distribution�say, a Weibull distribution�as that used in the

target process. The infection dynamics are, however, slightly modi�ed in a way that will

facilitate fast conditional simulation. Recall the individual-level infection rate at time t is

m(t) = bI (t) in the original process. Since the populationI changes with each infection or

removal, this rate mvaries with each epidemic event, leading to costly simulation conditional

on observed incidence data for large outbreaks. The surrogate instead replacesm(t) with a

rate that is constant over each interval

m̃(t) = bI (tk� 1) := mk, t P Tk, (2.9)

where I (tk� 1) denotes the number of infectious individuals at the start of thekth interval.

As a result, m̃ is reset at the start of each interval, and decoupled fromI; see Figure 2.1.

I emphasize that only the per-contact infection rate is approximated: both compart-

ments of the surrogate process evolve stochastically in a way that closely resembles the orig-

inal model. One can show that over eachTj , the piecewise-decoupled process is equivalent

to a two-type branching process; the quality of these approximations to the susceptible-

infectious-removed model is discussed in Ho, Crawford, and Suchard (2018). This small

change to only the transmission rate admits much simpler and useful structure. First, I

note that the compartment S(t) now follows a linear death process over each intervalTk with

death rate mk, where infections corresponds to �death�. Neuts and Resnick (1971) showed

that conditional on the number of events (deaths) in an interval (a, b], the event times of a

linear death process with ratemfollow the order statistics of independent truncated expo-

nential variables with rate m, lower bound a and upper boundb. This generalizes the simple

result that order statistics of Poisson events are uniform, and will enable e�cient simula-

27



FIGURE 2.1: Evolution of the infection rate in the true (dashed line) and surrogate (solid
line) processes in a small population ( (S(0), I (0)) = ( 10, 2)) with b = 1. The infection
rate of the latter process is reset at times (0, 0.2, 0.4). Infection (triangles) and removal
(squares) times are indicated at the bottom of the �gure.

tion of latent variables z =
 
(zI

i , zR
i )

( n
i= 1 consistent with observed dataY = ( I1, . . . , IK)

as follows: for eachk = 1, . . . ,K, denote by I k the indices of the Ik individuals infected

during interval Tk. Then with rate mk = bI (tk� 1), their infection times are independently

distributed as

zI
j � TrunExp(zI

j ; mk, tk� 1, tk), j P I k.

The value I (tk� 1) depends only on past events and is trivially computed given the epidemic

events up to time tk� 1. Sampling from truncated exponentials is straightforward via the

inverse transform method. Importantly, since individuals in the surrogate process are ex-

changeable, I do not need to compute the order statistics of the simulated values, admitting

fast vectorized implementations.

For each interval, generating removal times conditionally on these simulated infection

times is now straightforward. Removals can be independently sampled from the mixed

distribution

zR
j | zI

j � pjd? (zR
j ) + ( 1 � pj )TrunF(zR

j � zI
j ; l , 0,T � zI

j ), j P I k
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placing continuous mass on the interval(zI
j , T] and point masspj = U (T � zI

j ; l ) = Pr(zR
j ¡

T | zI
j ) at ? . Here, the symbol ? is a placeholder for the event that the removal time

occurs afterT, and TrunF(.; l , 0,T � zI
j ) denotes the truncated distribution of the infection

distribution bounded between 0 and T � zI
j . This expression o�ers the simple practical

strategy of �rst generating a Bernoulli variable Bj � Ber(pj ), setting zR
j = ? if Bj = 1,

or independently sampling zR
j � TrunF(zR

j � zI
j ; l , 0,T � zI

j ) if Bj = 0. Sampling form

this truncated distribution is straightforward in many cases, including the Weibull, via the

inverse transform method.

Explicitly accounting for unobserved removals via a point mass above confers subtle

advantages despite coming along with extra notation. In particular, one does not have to

assume that the end of the outbreak coincides with the end of the observation interval:

an individual i that is not removed by time T is assigned the valuezR
i = ? . By doing

so, I e�ectively saturate the vector of latent variables, which has the important practical

implication that the dimension of the latent variables remains constant, even though the

total number of removals during the observation interval (0,T] may �uctuate across iter-

ations. This contrasts with existing data-augmented Markov chain Monte Carlo sampling

algorithms which resort to reversible-jump techniques to explore con�gurations of the latent

variables with varying numbers of epidemic events (Gibson & Renshaw, 1998; O'Neill &

Roberts, 1999; Streftaris & Gibson, 2002).

Algorithm 3 summarizes how to generate latent variables consistent with observed in-

cidenceY from the surrogate proposal scheme. The density associated with the surrogate

process is easy to evaluate, given by

q(z | q)
K¹

k= 1

¹

jPI k

TrunExp(zI
j ; mk, tk� 1, tk)

¹

jPR c

U (T � zI
j ; l )

¹

jPR

f (zR
j � zI

j ; l ). (2.10)
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Algorithm 3 Simulating from the surrogate process conditionally on ( I1, . . . , IK)

Require: ( I1, . . . , IK)
Ensure: dY(Z � ) = 1

for k = 1 . . . ,K do
mk Ð bI (tk� 1)
for j P I k do

zI
j � TrunExp(mk; tk� 1, tk) ™Infection time

pj Ð U (T � zI
j ; l )

zR
j | zI

j � pjd? (zR
j ) + ( 1 � pj )TrunF(zR

j � zI
j ; l , 0,T � zI

j ) ™Removal time
end for

end for
Return Z � = t (zI

j , zR
j )un

j= 1

2.3.4 Theoretical guarantees

The data-augmented Markov chain Monte Carlo algorithm alternates between a Gibbs

step for the parameters and a block Metropolis-Hastings step for the latent variables. The-

orem 1 shows that the Markov chain is ergodic. As a result, for anyp -integrable function g,

the ergodic theorem holds and the estimatorḡM = M � 1 ° M
m= 1 g

�
q(m) , z(m)

�
is consistent

for Ep g under any initial distribution.

Theorem 1 (Ergodicity) . The Markov chaint (q(m) , z(m) )uM
m= 1 underlying the data-augmented

Markov chain Monte Algorithm algorithm described in this chapter is ergodic and Harris recur-

rent.

Proof of Theorem 1.By construction, the distribution p (q, z|Y) is invariant for the kernels

Pq and Pz that respectively update q and z, and is therefore also invariant for the com-

posite kernel P = PqPz (Tierney, 1994). Moreover, since P is strictly positive, the chain

is p -irreducible and aperiodic. The chain is therefore positive Harris recurrent and thus

ergodic.

In contrast to existing single-site samplers tending to generate �sticky" consecutive

con�gurations with very high auto-correlation, the latent block sampler is semi-independent.

That is, the current and proposed latent variables are conditionally independent given the
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parameters and the observed data:Z KK Z � | (q, Y), a property that will lead to uniform

ergodicity of the chain.

Theorem 2 (Uniform ergodicity) . The Markov chaint (q(m) , z(m) )uM
m= 1 underlying the data-

augmented Markov chain Monte Carlo algorithm is uniformly ergodic.

The proof takes advantage of the semi-independence of the latent variables sampler

together with the boundedness of su�cient statistics in Equations (2.4)-(2.5). I show that

the state space of the chain is a small set (Tierney, 1994), a necessary and su�cient condition

for uniform ergodicity. The complete argument, detailed in Section 2.6, is noteworthy since

requiring the entire space to be small is quite restrictive, and as a result is typically not

satis�ed in models with unbounded spaces. Recall that uniform ergodicity ensures the

existence of a Central Limit Theorem for the estimator ḡM = M � 1 ° M
m= 1 g(q(m) , z(m) ) of

Ep g whenever Ep g2   8 (Cogburn, 1972): for any initial distribution,
?

M ( ḡM � Ep g)

converges in distribution to N(0,s2
g) as M Ñ 8 , for some positive, �nite s2

g which can be

estimated via regeneration sampling, batch means or spectral variance analysis (Flegal &

Jones, 2010).

Semi-independence further suggests that the e�ciency with which the data-augmented

sampler explores the latent space is directly related to the acceptance rate in the Metropolis-

Hastings step. Of course, the acceptance rate depends on the quality of the proposal.

The surrogate and target processes di�er only in their respective infection rate; as the

observation intervals become shorter, the di�erence between the surrogate's infection rate

m̃ in (2.9) and the original process infection ratem decreases. Since the generation of the

removal times is the same under the two processes, the surrogate process converges in

distribution to the target process as the observation intervals become smaller, stated in the

following result.

Theorem 3. Let lk be the length of the kth observation interval, k= 1, . . . ,K and l̄ = maxk lk be

the length of the longest interval. As̄l Ñ 0, the piecewise-decoupled susceptible-infected-removed

process converges in distribution to the susceptible-infected-removed process.
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Indeed, the piecewise-decoupled susceptible-infectious-removed process only di�ers from

the exact process in its infection dynamics; it is a fully stochastic count process itself with

identical removal dynamics to the susceptible-infectious-removed process. As the length of

the observation intervals converges to0, m̃Ñ m pointwise, resulting in the two processes

being equivalent. Figure 2.2 show that the discrepancy between surrogate and target pro-

cesses closes rapidly in practice. Before further validating the proposed MCMC sampler

empirically, I remark that for very large outbreaks or for long observation intervals the

acceptance rate may drop despite an e�ective proposal, potentially hindering the mixing

of the Markov chain. This issue is mitigated by introducing a tuning parameter r P (0, 1]

that determines the proportion of individuals whose trajectory is updated per iteration. At

iteration m, the sampler updates the infection and removal times of only a subsetI m € I

of size|I m| = rr nI s chosen uniformly at random. The user may calibrate this �bandwidth�:

a smaller value forr typically results in a larger acceptance rate, which may lead to better

overall mixing in large populations.

2.4 Performance on simulated and real epidemic data
2.4.1 Empirical study

To examine the accuracy and mixing properties of the proposed method, I begin with

a suite of simulation studies. Throughout, I employ weakly informative conjugate gamma

priors b � Ga(0.01, 1) and l � Ga(1, 1) indepedently, and �x the Weibull shape parameter

to a = 2. For ease of interpretation, I parametrize the experiments in terms ofl and R0,

the basic reproduction number or expected number of secondary infections caused by an

infectious individual. Under Weibull infection periods, one hasb = R0/ (S(0) l � 1/ aG(1 +

1/ a)) .

First, I investigate the convergence and mixing properties of the algorithm in a popula-

tion of 2,500 individuals. I simulate an epidemic from the stochastic susceptible-infectious-

removed process with Weibull-distributed infection periods, starting at (S(0), I (0)) =

(2500, 10) until time T = 6 with true parameters ( l , R0) = ( 1, 2), corresponding to
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(a) K = 5 (b) K = 10

(c) K = 50 (d) K = 1000

FIGURE 2.2: Trajectories of the compartments in a piecewise-decoupled process (in colors,
with S in red, I in green and R in blue) and a susceptible-infectious-removed process (in
grey) with the same incidence counts ( I1, . . . , IK). The processes start at(S(0), I (0)) =
(10000, 10) and the parameters are set to(b, l , a) = ( 0.003, 1, 1).

b = 9.027� 10� 4. By time T = 6, the outbreak has completed most of its course but

is not over yet: I (T) = 107 as depicted in Figure 2.3a. This re�ects real epidemic data for

which one may not always assume that the outbreak is over by the end of the observation

period. The numbers of infections inK = 10 equal-length time intervals are observed,

corresponding toY = ( 23, 75, 170, 259, 353, 350, 349, 197, 87, 53), giving a total of nI = 1916

infections. To my knowledge, exact Bayesian inference has not been conducted on outbreaks

of this size under such a model.

To conservatively evaluate the convergence of the algorithm, I initialize the Markov
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(a) Trajectories of the com-
partments S (red), I (green)
and R (blue)

(b) Traceplot of l during the
transient phase

(c) Traceplot of l after the
transient phase

FIGURE 2.3: Performance of the data-augmented Markov chain Monte Carlo sampler on
simulated data. The red dashed line corresponds to the true value of l .

chain in a low density region, at ( l (0) , R(0)
0 ) = ( 0.1, 0.2) = ( l /10, R0/10 ). A practical

bene�t of the semi-independent sampler for the latent variables is that I can initialize

the Markov chain by specifying initial values only for the parameters and generatingZ (0)

conditionally on ( l (0) , R(0)
0 ) from the surrogate process. I keep every10th draw due to

storage constraints and setr = 0.1, updating the trajectories of rr nI s = 192 individuals

each iteration. This yields a healthy acceptance rate of0.20. Remarkably, the algorithm

samples106 iterations in under an hour using a personal laptop computer. Figure 2.3b

shows the traceplot for the parameterl during the transient phase of the Markov chain.

The chain migrates from the low density region where it was initialized to the mode of the

target distribution in less than 10,000 iterations. Figure 2.3c shows that once the chain

reaches the high density region it mixes rapidly. The posterior means ofl , R0 and b

are respectively1.09, 1.95 and 9.027� 10� 4, based on 259, 312 and 1,930 e�ective sample

sizes. The90% equal-tailed Bayesian credible intervals are(0.732, 1.18), (1.86, 2.05) and

(7.65� 10� 4, 9.43� 10� 4) and cover the true values of the parameters. Additional results on

1,000 independent simulations show that the credible intervals achieve the correct nominal

coverage rate for each parameter (Table 2.1). This provides further evidence that running

the Markov chain for 106 iterations well approximates the posterior distribution of the

parameters.
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Table 2.1: Empirical coverage of the 90% Bayesian credible interval and summary statistics
of posterior means of b, l and R0. The true values of the parameters are (b, l , R0) =
(2.26� 10� 3, 1, 2). The standard errors for the observed coverage rate are calculated asa

p̂(1 � p̂)/1000, resulting in a largest standard error of 9.5 � 10� 3

Posterior means

Coverage rate Average Standard deviation

b 0.905 2.27� 10� 3 2.02� 10� 4

l 0.9 1.03 0.2
R0 0.914 2.01 0.088

Next, I explore the impact of the tuning parameter r on mixing as the size of the

outbreak varies. I simulate three outbreaks withS(0) = 100, 500and 1000, and the common

values I (0) = 10, l = 1, T = 6 and K = 10. I set R0 = 1.25, 1.5and 2 respectively, yielding

three outbreaks that have completed most of their course but have not ended by timeT.

For each population size and each valuer P t0.02, 0.05, 0.1, 0.25, 0.5, 1u, the DA-MCMC

sampling algorithm is run for 106 iterations. Figures 2.4a and 2.4b respectively show the

run time of the algorithm and the acceptance rate of the Metropolis-Hastings step. As

expected, the run time increases with the size of the epidemic and withr , which re�ects

the fact that the number of random variables to generate per iteration is proportional to

rr nI s. Moreover, for each population size, the acceptance rate decreases asr increases.

Finally, the e�ect of r on the mixing of the Markov chain is presented in Figure 2.4c,

which shows the e�ective sample size per second forb for each chain. For a population of

100 individuals, the best mixing is obtained with r = 1, which corresponds to proposing

entirely new latent variables each iteration. As the population size increases, however, the

optimal value of r decreases. In practice, one can use several short runs of the algorithm

with di�erent values for r and select the value that yields the largest e�ective sample size

per second or use the guidelines for tuning independent samplers in Lee and Neal (2018).

Finally, I showcase the e�cacy of the block sampler for the latent variables through a

comparison to a single-site sampler similar in spirit to those in Gibson and Renshaw (1998),
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(a) Run time in seconds (b) Acceptance rate
(c) Effective sample size per
second for b

FIGURE 2.4: Effect of r on the performance of the DA-MCMC sampler across three pop-
ulation size: S(0) = 100 (solid), 500 (dotted) and 1000 (dashed). In panel (s), the vertical
axis is on the log scale to facilitate comparison.

O'Neill and Roberts (1999) and Fintzi et al. (2017). I do not consider the particle �lters

of King et al. (2015) nor the di�usion approximations of Fintzi et al. (2021) since these

methods are not well-suited to situations in which incidence counts are observed with low

or no noise. I refer the reader to Ho, Xu, et al. (2018) for an empirical comparison to

�ltering in a similar setup. The single-site sampler that I consider here can be implemented

as a special case of the block sampler by settingr = n� 1
I , resulting in the update of the

trajectory of a single individual each iteration. The samplers are run on simulated data

for a population of 1,000 with the same parameters as previously. I setr = 0.1 in the

block sampler. The single-site and block samplers respectively took 26 and 35 minutes

to complete 106 iterations on a personal laptop, achieving acceptance rates of0.94 and

0.39. Figure 2.5 presents the traceplots and the auto-correlation functions forb for the

two types of sampling algorithms. The Markov chain mixes much better when latent event

times are jointly proposed. This is supported quantitatively by the e�ective sample sizes per

second, between 6 and 17 times larger for the block sampler. Even though block sampling is

computationally more costly per iteration, the joint updates are substantially more e�cient

overall.
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(a) Block sampler (b) Single-site sampler

FIGURE 2.5: Traceplots and auto-correlation functions of the block and single-site sam-
plers for b.

2.4.2 Ebola outbreak in Guéckédou, Guinea

I now turn to a case study of the 2013-2015 outbreak of Ebola in Western Africa,

�tting weekly infection counts to the stochastic susceptible-infectious-removed model with

Weibull-distributed infectious periods. Between late 2013 and 2015, Guinea, along with

several neighboring countries, experienced the largest recorded outbreak of the Ebola virus

in history, resulting in roughly 2,000 deaths in Guinea alone with a fatality rate estimated

to be 70%. Coltart et al. (2017) traced back the origin of the outbreak to the Guéckédou

prefecture, Guinea, at the end of November2013. Weekly positive test counts are available

for the Guéckédou prefecture for the73 weeks between the end of December2013and May

2015.

I apply the block data-augmented Markov chain Monte Carlo sampler to these data,

illustrating how the proposed sampling algorithm enables fast Bayesian inference under the

exact model for large outbreaks. The units of time are �days�, witht = 0 corresponding to

December30, 2013, when the weekly infection counts were �rst reported. The timeline of

the 410 infections observed in Guéckédou is shown in Figure 2.6a. As the �rst documented

infection occurred in late November 2013 (Coltart et al., 2017), one month before the �rst

reported infection count, I set I (0) = 5, and further set S(0) = 292� 103, the estimated

population in the Guéckédou prefecture in2014. I employ the weakly informative conjugate

priors b � Ga(0.01, 1) and l � Ga(1, 1), and further set the Weibull shape parameter to

a = 2.

I initialize the Markov chain at (b(0) , l (0) ) = ( 10� 7, 0.05) and run the sampling al-
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(a) Weekly infection counts (b) Posterior distribution (c) Traceplot

FIGURE 2.6: Weekly infection counts observed in Guéckédou during the 2013-2015 out-
break of Ebola, and the posterior distribution and traceplot of the expected infection pe-
riod.

gorithm for 106 iterations. I update the trajectories of r = 10% of the individuals per

iteration, which yields a healthy 30.8%acceptance rate in the Metropolis-Hastings step for

the latent variables. The �rst 105 iterations are discarded as a burn-in. Figure 2.6b shows

the posterior distribution of the expected duration of the Weibull-distributed infection pe-

riods, l � 1/ aG(1+ 1/ a), based on an e�ective sample size of260 for l . The results indicate

that individuals remained infectious for around 10 days on average, a value consistent with

existing results (Coltart et al., 2017).

2.5 Discussion

The proposed block sampler makes the classical Metropolis-Hastings algorithm an e�-

cient approach to �t stochastic epidemic models to incidence data. In contrast to methods

that rely on model-based simulation, approximate computation or simplifying assumptions,

the data-augmented sampling algorithm revives a line of thought based on exact Bayesian

inference (Gibson & Renshaw, 1998; O'Neill & Roberts, 1999), making these ideas newly

feasible even for large outbreaks. It leverages a well-studied, transparent Markov chain

Monte Carlo framework with a vast toolkit of diagnostics and theoretical results at our

disposal. Furthermore, I derive uniform ergodicity guarantees that are not common for

these models.

Central to the success of the data-augmented Markov chain Monte Carlo algorithm is the
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block proposal for the latent variables, which swiftly explores the high-dimensional latent

space of epidemic paths consistent with the observed data. The following four features of

the piece-wise decoupled surrogate process make the Markov chain Monte Carlo sampling

algorithm e�cient: it closely resembles the target process, it is straightforward to sample

from, the simulated latent variables are consistent with the observed data, and the tuning

parameter r helps to maintain a healthy Metropolis-Hastings acceptance rate for large

epidemics.

The sampler introduced in this chapter is tailored to the stochastic semi-Markov

susceptible-infectious-removed process, an arguably simplistic model for outbreaks such

as Ebola. The core ideas of decoupling nonlinearities and updating subsets of the latent

process tuned byr extend in guiding the design of a faithful surrogate proposal in more

complex models. Toward increasing realism, my contributions rest in a �exible Bayesian

model-building framework. It will be fruitful to consider generalizations to epidemic models

accounting for factors including latency periods (e.g., susceptible-exposed-infected-removed

process), under-reporting (Fintzi et al., 2017), non-homogeneous mixing (Lomeli et al.,

2021) as well as time-varying infection rates (Kypraios & O'Neill, 2018) in future work. I

invite readers to consider applications of these ideas in other stochastic process models with

complex latent spaces arising in biology, oncology, and other adjacent �elds.

2.6 Proof of Theorem 3.1. (uniform ergodicity)

I start with a general theorem concerning data-augmentation Markov chain Monte

Carlo algorithms that alternate between a Gibbs update for the parameters and a semi-

independent Metropolis-Hastings update for the latent variables; that is, a Metropolis-

Hastings updates in which the proposal distribution does not dependent on the current

con�guration of the latent variables.

Consider a Markov chaint (qn, zn), n = 1, 2, . . .u on the spacec = c q � c z corresponding

to a data-augmentation Markov chain Monte Carlo algorithm with target distribution p

and composite transition kernelP = PqPz, where Pq corresponds to a Gibbs sampler forq,
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and Pz to a semi-independent Metropolis-Hastings samplerz.

Assumption 1. There exists a positive function kq such that

kq(q) ¤ p (q | z), @z P c z.

Assumption 2. There exists a positive function kz such that

kz(q) ¤ q(z | q)/ L(q; z), @z P c z,

where q denotes the density of the Metropolis-Hastings proposal distribution for the latent variables

and L the likelihood of the model.

Assumptions 1-2 are su�cient to derive uniform ergodicity (Theorem 4). After proving

Theorem 4, I will derive closed-form expressions for the two minorizing functionskq and kz

for the data-augmented Markov chain Monte Carlo sampler.

Theorem 4. If the target distributionp satis�es Assumption 1 and the transition kernel P satis�es

Assumption 2, then the spacec is a small set. As a result, the Markov chain is uniformly ergodic.

Proof. By Proposition 2 in Tierney (1994), it suf�ces to show that the state space c =

c q � c z is a small setfor the transition kernel P; that is, that there exists a probability

measuren on the s-algebra s(c ) such that

Pm(x, .) ¥ en(.), @x P c (2.11)

for a positive integer m and constant e ¡ 0. I proceed to show that under Assumptions 1-2

inequality (2.11) holds for m = 1.

SinceP = PqPz is composite, with Pq corresponding to a Gibbs sampler for q and Pz a

semi-independent Metropolis-Hastings sampler for z, I have

P((q1, z1), (dq2, dz2)) = Pq(q1, dq2 | z1)Pz(z1, dz2 | q2) (2.12)

where

Pq(q1, dq2 | z1) = p (dq2 | z1) (2.13)
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and

Pz(z1, dz2 | q2) = Q(dz2 | q2)a((q2, z1), (q2, z2)) (2.14)

+ dz1(dz2)
»

(1 � a((q2, z1), (q2, z2))) Q(dz2 | q2)

¥ Q(dz2 | q2)a((q2, z1), (q2, z2))

= q(z2 | q2) min
"

1,
L(q2; z2)q(z1 | q2)
L(q2; z1)q(z2 | q2)

*
dz2. (2.15)

As Pq and Pz are both independent of q1, P is also independent of q1.

To show that c is a small state, it therefore suf�ces to �nd a positive function k such

that

k(q2, z2) ¤ p (q2 | z1)q(z2; q2) min
"

1,
L(q2; z2)q(z1 | q2)
L(q2; z1)q(z2 | q2)

*
, @z1 P c z. (2.16)

Indeed, suppose that I can �nd such function k, then for any set A P s(c ) and any (q, z) P

c I have, by Equations (2.13)-(2.16),

P((q, z), A) ¥
»

A
p (q1 | z) min

"
1,

L(q1; z1)q(z | q1)
L(q1; z)q(z1 | q1)

*
d(q1, z1)

¥
»

A
k(q1, z1)d(q1, z1)

= en(A)

with e =
³

k(q, z)d(q, z) a positive constant and n(A) = e� 1
³

A k(q, z)d(q, z) a probability

measure.

One can construct a positive function k satisfying (2.16) as follows. Note that inequal-

ity (2.16) depends on (q1, z1) only through the full conditional distribution p (q2 | z1) and

the ratio q(z1 | q2)/ L(q2; z1), which are, by the Assumptions 1-2, minorized by positive

functions kq and kz respectively. The expression

k(q2, z2) = kq(q2)q(z2; q2) min
"

1,kz(q2)
L(q2; z2)
q(z2 | q2)

*

is therefore positive and satis�es inequality (2.16), which proves the theorem.
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To show the uniform ergocidity of the data-augmentation Markov chain Monte Carlo

algorithm proposed in the paper, it therefore su�ces to derive closed-form expressions for

kq and kz that satisfy the Assumptions 1-2. I start with kz.

Lemma 5. The function kz(q) =

± K
k= 1

±
jPI k

expt� bn(tk � tk� 1)u

nnI
is positive and satis�es As-

sumption 2 for any distribution on the infection periods.

Proof.

q(z | q)
L(q; z)

=

± K
k= 1

±
jPI k

TrunExp(zI
j ; mk, tk� 1, tk)

±
lPR f (zR

l � zI
l ; q)

±
mPR c U (T � zI

m; q)
±

iPI bI (zI
i ) exp

!
�

³T
0 bS(t) I (t)dt

) ±
lPR f (zR

l � zI
l ; q)

±
mPR c U (T � zI

m; q)

=

± K
k= 1

±
jPI k

TrunExp(zI
j ; mk, tk� 1, tk)

bnI
±

iPI I (zI
i ) exp

!
� b

³T
0 S(t) I (t)dt

)

=

± K
k= 1

±
jPI k

bI (tk� 1) expt� bI (tk� 1)(zI
j � tk� 1)u

1 � expt� bI (tk� 1)( tk � tk� 1)u

bnI
±

iPI I (zI
i ) exp

!
� b

³T
0 S(t) I (t)dt

)

¥
bnI

± K
k= 1

±
jPI k

I (tk� 1) expt� bI (tk� 1)(zI
j � tk� 1)u

bnI
±

iPI I (zI
i ) exp

!
� b

³T
0 S(t) I (t)dt

)

¥

± K
k= 1

±
jPI k

expt� bn(tk � tk� 1)u

nnI
.

The �rst inequality holds because 1 � expt� bI (tk� 1)( tk � tk� 1)u ¤ 1, and the second be-

cause 1¤ I (t) ¤ n for all t, 0 ¤
³T
0 S(t) I (t)dt and zI

j ¤ tk when j P I k.

I now turn to kq. The following two lemmas are useful to �nd a closed-form expression

for kq that satis�es Assumption 1.

Lemma 6. Let Ga(x; a, b) = abG(a) � 1xa� 1 expt� bxu denote the density of the gamma distribu-

tion with shape parameter a and rate parameter b evaluated at x. Then

inf
0¤ b¤ B

Ga(x; a, b+ b) =

#
Ga(x; a, b), x   x�

a

Ga(x; a, b+ B), x ¥ x�
a

(2.17)
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where x�a = a
B log

�
1 + B

b

�
. Moreover,

inf
0¤ a¤ A

Ga(x; a+ a, b) =

#
Ga(x; a, b), x ¡ x�

b

Ga(x; a+ A, b), x ¤ x�
b

(2.18)

where x�b = 1
b

h
G(a+ A)

G(a)

i 1/ A
.

Proof. Jones and Hobert (2004) prove Equation (2.17).

In Equation (2.18), x = x�
b is the only positive solution to Ga(x; a, b) = Ga(x; a+ A, b).

Now, for all 0   x ¤ x�
b and all 0 ¤ a ¤ A, I have

Ga(x; a+ A, b)
Ga(x; a+ a, b)

= bA� axA� a G(a+ a)
G(a+ A)

¤ bA� a

 
1
b

�
G(a+ A)

G(a)

� 1/ A
! A� a

G(a+ a)
G(a+ A)

=
�

G(a+ A)
G(a)

� (A� a)/ A G(a+ a)
G(a+ A)

=

2

6
4

�
G(a+ A)

G(a)

� 1/ A

�
G(a+ A)
G(a+ a)

� 1/ (A� a)

3

7
5

A� a

=
�

Ga,a+ A

Ga+ a,a+ A

� A� a

¤ 1,

where Gd,e = ( G(e)/ G(d))
1

e� d is a geometric mean, and where the last inequality holds

becauseGa,a+ A ¤ Ga+ a,a+ A . This proves the second part of Equation (2.18). The case

x ¡ x�
b is analogous and proves the �rst part of Equation (2.18).

Figures 2.7a-2.7b illustrate the two inequalities(2.17)-(2.18). Lemma 6 can be used to

obtain a closed-form solution to the minimization of a gamma density of the form

Ga(x; a+ a, b+ b) =
(b+ b)a+ a

G(a+ a)
xa+ a� 1 expt� x(b+ b)u, 0 ¤ a ¤ A, 0 ¤ b ¤ B. (2.19)

jointly over (a, b) for a given value of x. To this end, I establish the following technical

lemma.
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(a) a P [0, 1], b = 0 (b) a = 0, b P [0, 1] (c) a P t0, 1u, b P t0, 1u

FIGURE 2.7: Example of minorization of the gamma density Ga(2 + a, 0.5+ b).

Lemma 7. For 0 ¤ a ¤ A, 0 ¤ b ¤ B and a �xed x ¡ 0, the densityGa(x; a+ a, b + b) is

minimized by(a, b) P t(A, 0), (0,B)u, the minimizing set of values depending on the value of x.

In particular,

inf
0 ¤ a ¤ A

0 ¤ b ¤ B

Ga(x; a+ a, b+ b) =

$
'&

'%

Ga(x; a+ A, b), x   xa or x   x�
a+ A _ x�

b

Ga(x; a, b+ B), x�
a+ A   x or x�

a ^ x�
b+ B   x

Ga(x; a+ A, b) ^ Ga(x; a, b+ B), x�
a ^ x�

b ¤ x   x�
a+ A _ x�

b+ B

Proof. Given x ¡ 0, Equation (2.17) shows that for a �xed a, the gamma density (2.19) is

minimized by b P t0,Bu. Similarly, Equation (2.18) shows that for a �xed b, a P t0, Au

minimizes (2.19). This implies that for a �xed x ¡ 0, the gamma density (2.19) is mini-

mized by (a, b) P t(0, 0), (A, 0), (0,B), (A, B)u.

A case-by-case analysis of the nine possibilities

(t x   x�
au; t x�

a   x   x�
a+ Au; t x�

a+ A   xu) � (t x   x�
b+ Bu; t x�

b+ B   x   x�
bu; t x�

b   xu)

is presented in Table 2.2, showing that it is suf�cient to consider (a, b) P t(A, 0), (0,B)u.

The two empty entries in Table 2.2 correspond to values of x that are impossible. In-
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Table 2.2: Values of(a, b) that minimize Ga(x; a+ a, b+ b) for different values of x.

x   x�
a x�

a ¤ x   x�
a+ A x�

a+ A   x

x   x�
b+ B (a+ A, b) ( a+ A, b)

x�
b+ B ¤ x   x�

b (a+ A, b) ad hoc (a, b+ B)
x�

b   x (a, b+ B) ( a, b+ B)

deed, for all 0   a   A and all 0   b   B I must have x�
b ¥ x�

a since

x�
b

x�
a

=

�
G(a+ A)

G(a)

� 1/ A
b� 1

aB� 1 log (1 + B/ b)
=

�
G(a+ A)

G(a)

� 1/ A

a
B/ b

log (1 + B/ b)
=

Ga,a+ A

a
B/ b

log (1 + B/ b)
¥ 1

where Gd,e = ( G(e)/ G(d))
1

e� d is a geometric mean and where the inequality holds since

a ¤ Ga,a+ A and y ¥ log (1 + y). Similarly, x�
b+ B ¥ x�

a+ A since

x�
b+ B

x�
a+ A

=

�
G(a+ A)

G(a)

� 1/ A
(b+ B) � 1

(a+ A)B� 1 log (1 + B/ b)
=

Ga,a+ A

a+ A
B

b+ B
1

log (1 + B/ b)
¤ 1

where the inequality holds since Ga,a+ A ¤ a+ A and
B

b+ B
 

B
b

¤ log (1 + B/ b).

Finally, if x�
a ^ x�

b+ B ¤ x   x�
a+ A _ x�

b, corresponding to the middle entry of the center

column in Table 2.2, one needs to directly check which set of values in

t (0, 0), (A, 0), (0,B), (A, B)uminimizes (2.19). In fact, it is suf�cient to consider only

t (A, 0), (0,B)usince,

Ga(x, a+ A, b) ¤

#
Ga(x; a, b), x   x�

b

Ga(x; a+ A, b+ B), x   x�
a+ A

and

Ga(x, a, b+ B) ¤

#
Ga(x; a, b), x ¡ x�

a

Ga(x; a+ A, b+ B), x ¡ x�
b+ B

,

which concludes the proof.
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Lemma 8. The function

kq(q) = min t Ga(b; ab + nI , bb),Ga(b; ab + nI , bb + n(nI + I0)T)u

� min t Ga( l ; al + nI + I0, bl ),Ga( l ; al , bl + ( nI + I0)( T)a))u (2.20)

is positive and satis�es Assumption 1 for Weibull-distributed infection periods.

Proof. I �rst observe that p (q | z) = p (b | z)p ( l | z). I start with the minorization of

p (b | z) using Lemma 6. Writing C =
³T
0 S(t) I (t)dt, I have 0 ¤ C ¤ n(nI + I0)T since

1 ¤ I (.) ¤ nI + I0 and 0 ¤ S(.) ¤ n. By Lemma 6, I have

p (b | z) = Ga
�
ab + nI , bb + C

�

¥ inf
0 ¤ C ¤ n(nI + I0)T

Ga
�
b; ab + nI , bb + C

�

= min t Ga(b; ab + nI , bb),Ga(b; ab + nI , bb + n(nI + I0)T)u.

I do not need to minimize over the number of observed infections nI since this value is

�xed by the observed infection counts Y � ( I1, . . . , IK).

I then minorize p ( l | z) using Lemma 7. Writing D =
°

kPR (t R
k � t I

k )a +
°

lPR c(T �

t I
l )a, I have 0 ¤ D ¤ (nI + I0)( T)a since |R | + |R c| = |I | = nI + I0, 0 ¤ (t R

k � t I
k )a   Ta

and 0 ¤ (T � t I
k )a   Ta. Moreover, 0 ¤ nR ¤ I0 + nI since the observed number of

removals is bounded above by the sum of the number of initially infectious individuals

and the number of observed infection. By Lemma 7, I have

p ( l | z) = Ga(al + nR, bl + D)

¥ inf
0 ¤ nR ¤ nI + I0,

0 ¤ D ¤ (nI + I0)( T)a

Ga( l ; al + nR, bl + D)

= min t Ga( l ; al + nI + I0, bl ),Ga( l ; al , bl + ( nI + I0)( T)a))u,

which concludes the proof.

While the proof exposition involves Weibull-distributed infection periods, the arguments

behind Lemma 8 and its proof generalize to other infection periods; for instance, it is trivial

to extend the results to the gamma-distributed case.
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2.7 Software

The R packagePDSIR(https://github.com/rmorsomme/PDSIR ) provides the software

for running the data-augmentation Markov chain Monte Carlo sampling algorithm intro-

duced in the chapter. It also contains the data for the2013-2015 outbreak of Ebola in

Western Africa. The GitHub repository PDSIR-article

(https://github.com/rmorsomme/PDSIR-article ) contains the code to reproduce the anal-

yses and �gures present in this chapter.
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3. Time-inhomogeneous stochastic epidemic models
This chapter considers the statistical task of estimating the evolution of the transmis-

sion rate of a contagious disease over time from observational data. Over the course of

an epidemic, the rate at which a disease spreads naturally varies as a result of changes in

behavior, control interventions, mutations in the infectious virus, or other factors (Eiken-

berry et al., 2020; Kypraios & O'Neill, 2018; Lekone & Finkenstädt, 2006). Estimating

such changes in the transmission rate can help better model and predict the dynamics of

an epidemic, and provide insight into the e�cacy of control and intervention strategies.

For longer outbreaks, the common assumption that the transmission rate is �xed over time

may no longer be appropriate in such cases, and epidemic models with a constant trans-

mission parameter often struggle to �t observed trends in data from recent epidemics such

as COVID-19 and Ebola.

Constructing a suitable time-inhomogeneous stochastic model for disease outbreak in

the context of a partially observed epidemic process has been challenging to statisticians

and epidemiologists. To keep the model tractable, many practitioners have resorted to

rigid assumptions on the possible form of the transmission rate over time (Althaus, 2014;

Althaus et al., 2015; Chowell et al., 2004; Lekone, 2008; Lekone & Finkenstädt, 2006;

Ndanguza et al., 2013; Riley et al., 2003) and/or have used a deterministic epidemic model

(Althaus, 2014; Althaus et al., 2015; Chowell et al., 2004; Dehning et al., 2020; Frasso

& Lambert, 2016; Hong & Li, 2020; Ndanguza et al., 2013; Smirnova et al., 2019). The

former approach results in time-inhomogeneous models that force the transmission to follow

a rigid pre-speci�ed parametric form over time. These models often lack realism, relying on

strong assumptions that may be unrealistic in real-world application. For instance, these

models typically do not allow for increases or for multiple decreases in the transmission rate.

Moreover, the time at which the rate decreases needs to be speci�ed by the user instead

of being learned by the model, making these models unable to discover changes in the

transmission rate that were previously unsuspected. The latter approach employs a �exible

model for the time-varying transmission rate, but incorporates it in a deterministic�instead
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of a stochastic�epidemic model. While this helps keep inference tractable, ignoring the

stochastic nature of contagious disease spread yields biased inference (King et al., 2015).

Moreover, unlike stochastic models, deterministic models do not lend themselves to natural

probabilistic interpretations so that resulting estimates do not come equipped with measures

of uncertainty (Allen & Van den Driessche, 2006). Recent works have combined these

two approaches, constructing a time-inhomogeneous epidemic model based on a Gaussian

process that is both �exible and stochastic (Kypraios & O'Neill, 2018; Seymour et al.,

2022; Xu et al., 2016). However, the �tting procedure for these models relies on single-

site reversible-jump Markov chain Monte Carlo (Green, 1995), making them prohibitively

expensive to �t to large outbreaks.

In this chapter, I present two new classes of �exible time-inhomogeneous stochastic

epidemic models amenable to scalable Bayesian inference under the exact model posterior

distribution. First, drawing on ideas from volatility modeling, I model the time-varying

transmission rate with a discrete-time gamma-beta evolution process in Section 3.1. This

nonparametric evolution process can track changes in the transmission rate and, through

the use of time-speci�c discount factors, allows for both gradual and abrupt changes. I

show the practicality of this process by developing an e�cient block Gibbs sampler for the

transmission rate under a discrete-time stochastic susceptible-exposed-infectious-removed

model, enabling Bayesian inference for large outbreaks given incidence data using Markov

chain Monte Carlo. I apply the method to assess the impact of control interventions on

the transmission rate during an outbreak of Ebola in the Democratic Republic of Congo

in 1995. Second, I describe a change-point model for the transmission rate in which the

number and the locations of the change points is unknown. The transmission rate is a step

function that only features change points when there is su�cient evidence from the data

that the value of the rate changes. This leads to �exible yet parsimonious model. This

model was developed in collaboration with Jenny Huang, then an undergraduate student

whom I was mentoring. I validate the performance on simulated data before applying it to

data from the 2014-2016outbreak of the Ebola virus in Western Africa and an outbreak of
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COVID-19 on a university campus.

3.1 Nonparameteric time-inhomogeneous model
3.1.1 Poisson epidemic model

I consider the susceptible-exposed-infectious-removed model, a progressive compartmen-

tal model that mechanistically describes the evolution of an infectious disease through a

population. The model consists of the four compartments Susceptible (S), Exposed (E),

which describes the latent period of the disease during which infected individuals are not

infectious, Infectious (I ) and Removed (R) (Anderson & May, 1991). Transitions from S

to E correspond to infections, fromE to I to the end of the latent period, and from I to R

to recoveries of or death from the disease.

Consider an outbreak over intervals of equal-length indexed byt = 1, . . . ,T, and let St ,

Et , It and Rt represent the size of the corresponding compartment at the start of thetth

interval, and NSE
t , NEI

t and N IR
t be the number of transitions from S to E, E to I , and I to

R respectively during interval t. I assume that the population is closed, with no birth or

death from other causes. Given some initial valuesS1, E1, I1, and R1, the evolution of the

compartments over time follows the di�erence equations

St = S1 �
t� 1¸

k= 1

NSE
k

Et = E1 +
t� 1¸

k= 1

NSE
k �

t� 1¸

k= 1

NEI
k (3.1)

It = I1 +
t� 1¸

k= 1

NEI
k �

t� 1¸

k= 1

N IR
k (3.2)

Rt = R1 +
t� 1¸

k= 1

N IR
k .

In the stochastic version of this model, the numbers of transitions per interval follow

a probabilistic model. In the time-varying Poisson susceptible-exposed-infectious-removed
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model, these are distributed as

NSE
t � Pois(bt It ), NEI

t � Bin(Et , pEI), N IR
t � Bin( It , pIR), t = 1 . . . ,T (3.3)

independently, and independently across the indext. In the Poisson distribution Pois(bt It ),

the scalar It acts as an o�set of the time-varying transmission ratebt . The multiplicative

form of the Poisson rate,bt It , re�ects the intuition that the expected number of infections

should be proportional to the transmission rate as well as to the number of infectious

individuals in the population. Similarly, the binomial distributions are based on the premise

that at each time step individuals in compartments E and I transition to the subsequent

compartment independently, guided by probabilitiespEI and pIR. In particular, this implies

that the sojourn times in these compartments follow independent geometric distributions

with rate pEI and pIR respectively, and corresponding means1/ pEI and 1/ pIR. The e�ective

reproduction number corresponds to the average number of secondary cases per primary

case. At time t, it is computed as Rt = bt / g.

By independence, the distributions(3.3) give the likelihood

L(q; X) =
T¹

t= 1

Pois(NSE
t ; bt It )Bin(NEI

t ; Et , pEI)Bin(N IR
t ; It , pIR). (3.4)

Here,q = ( b̄, pEI , pIR) denotes the parameters of the model with̄b = ( b1, . . . ,bT) the vector

of time-varying transmission rates, and X = ( NSE
1 , . . . ,NSE

T , NEI
1 , . . . ,NEI

T , N IR
1 , . . . ,N IR

T )

denotes the entire epidemic process.

3.1.2 Beta-gamma evolution model

I introduce a stochastic evolution model for the time-varying transmission rate which

is both �exible and leads to scalable inference. I refer to this model as the beta-gamma

evolution model. The model is �exible because it allows for a smooth evolution over time as

well as abrupt changes through the use of a time-dependent tuning parameter. Moreover,

unlike many parametric evolution models which only allow a single decrease (Lekone &

Finkenstädt, 2006), it permits any number of increases and decreases in the transmission
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rate over time. Finally, unlike the non-parametric model of Kypraios and O'Neill (2018), it

leads to straightforward inference via direct sampling from the full conditional distribution

of the time-varying transmission rate in a Gibbs step.

The beta-gamma evolution model was introduced by Smith and Miller (1986) in the

context of Poisson data and has been used in dynamic linear models for modeling time-

varying normal precision parameters (Prado & West, 2010; West & Harrison, 2006). It is

de�ned as follows. Let

b1 � Ga(a1, b1) (3.5)

where a1 ¡ 0 and b1 ¡ 0 are two scalars speci�ed by the user, and let

bt+ 1 = bt
ht

wt
, t = 1, . . . ,T � 1 (3.6)

whereht follows aBe(wt at , (1� wt )at ) distribution. The random variables (b1, h1, . . . ,hT� 1)

are mutually independently distributed. The scalars wt P (0, 1) are user-speci�ed hyper-

parameters that control the smoothness of the temporal evolution of the transmission rate.

Finally, at is a scalar that is recursively computed from the data using a formula described

in Theorem 9. In a Bayesian analysis, the beta-gamma evolution model described by

Equations 3.5-3.6 can be used as a prior distribution on the vector of transmission rates,

in which case I write b̄ � Be-Ga(a1, b1, w̄), with w̄ = ( w1, . . . ,wt� 1).

This evolution model corresponds to a random walk on the positive line with multiplica-

tive increments. The quantity ht
wt

corresponds to the random �shock� applied to the process

at time t. Elementary algebra shows thatE[ ht
wt

] = 1 and Var( ht
wt

) = ( w � 1
t � 1)/ (at + 1).

This implies that E[bt+ 1 | bt ] = bt and Var[bt+ 1 | bt ] = b2
t (w � 1

t � 1)/ (at + 1). The

hyper-parameterwt therefore determines the level of smoothness at timet, with larger val-

ues resulting in smoother trajectories and smaller values implying greater adaptability to

change. In the limit, as wt Õ 1 for all t, one recovers a constant transmission rate, while

as wt × 0 the random variablesbt and bt+ 1 are independently distributed.

The beta-gamma evolution model leads to straightforward inference for the epidemic
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Table 3.1: The random variablesYt are assumed to be mutually independently distributed.
For the gamma and the Weibull distributions, I use the rate parameterization with bt

as the rate parameter. In the normal model, bt is the precision parameter. SIR denotes
the susceptible-infectious-removed model and SEIR the susceptible-exposed-infectious-
removed model.

Model Likelihood ct dt

Poisson Yt � Pois(bt ) Yt 1
Poisson with offset Yt � Pois(btot ) Yt ot

Gamma Yt � Ga(st , bt ) st Yt

Weibull Yt � Wei(st , bt ) 1 Yst
t

Normal Yt � N(mt , b� 1
t ) 1/2 (Yt � mt )2/2

Continuous-time SIR L(b) =
±

k b
nI

k
k expt� bk

³ tk
tk� 1

S(t) I (t)dtu nI
k

³ tk
tk� 1

S(t) I (t)dt
Discrete-time SEIR NSE

t � Pois(bt It ) NSE
t It

model described in Section 3.1.1. Consider the generic likelihood

L(b)9
T¹

t= 1

bct
t expt� dt btu. (3.7)

The generic likelihood(3.7) is fairly general; Table 3.1 lists several commonly used models

that are special cases thereof. The likelihood of the Poisson susceptible-exposed-infectious-

removed model 3.4 is a special case of(3.7) with ct = NSE
t and dt = It . Theorem 9 shows

that the beta-gamma evolution model is conjugate to the generic likelihood 3.7.

Theorem 9. Let Dt = ( Y1, . . . ,Yt , a1, b1, w1, . . . ,wt� 1) denote the information accumulated up

to time t. The likelihood 3.7 used in conjunction with the beta-gamma evolution model 3.5-3.6

gives the following results. For t= 1, . . . ,T, I have

1. bt� 1 | D t� 1 � Ga(at� 1, bt� 1) (posterior distribution)

2. bt | D t� 1, wt � Ga(wt at� 1, wtbt� 1) (prior distribution)

3. bt | D t , wt � Ga(at , bt ) where at = wt at� 1 + ct and bt = wtbt� 1 + dt (posterior distribu-

tion)

Proof. See Appendix E
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Theorem 9 provides recursive formula for computingat and bt , t = 1, . . . ,T. A com-

parison of the posterior distribution p (bt� 1 | D t� 1) and the subsequent prior distribution

p (bt | D t� 1) reveals that E[bt | D t� 1, wt ] = E[bt� 1 | D t� 1]. The beta-gamma temporal

evolution model therefore does not favor any particular direction for the changes in the

transmission rate a priori. Moreover,Var(bt | D t� 1, wt ) = w � 1
t Var(bt� 1 | D t� 1); the model

in�ates the variance from time t � 1 to time t by a factor w � 1
t prior to observing the data

Yt . Theorem 9 describes a �ltering step, that is, it describes how to compute the marginal

distribution p (bt | D t ) as more data are observed over time. Theorem 10 describes a

straightforward way to sample from the joint distribution p ( b̄ | DT). This distribution is

more informative than p (bt | D t ) because it is a joint distribution, and it allows future

observationsYt to inform the value of past bs (s   t). Importantly, one can directly sample

from the joint distribution p ( b̄ | DT) using a scalable forward-�ltering backward-sampling

algorithm (Carter & Kohn, 1994; De Jong & Shephard, 1995; Frühwirth-Schnatter, 1994).

Theorem 10. Let DT = ( Y1, . . . ,YT, a1, b1, w1, . . . ,wT� 1) denote the information accumulated

during the entire stochastic process. To sample fromp (b1, . . . ,bT | DT), one proceeds as follows.

1. Compute a1, . . . ,aT and b1, . . . ,bT using the recursive formula in Theorem 9.

2. SamplebT | DT � Ga(aT, bT)

3. For t = T � 1, . . . , 1, recursively samplebt � p (bt | DT, bt+ 1). This can be done by

(a) sampling ut � Ga((1 � wt+ 1)at , bt ) independently,

(b) settingbt = ut + wt+ 1bt+ 1.

Proof. See Fonseca and Ferreira (2017).

Theorem 10 describes a forward-�ltering backward-sampling algorithm whose compu-

tational costs grow linear with the duration of the outbreak, T, making it scalable to large

outbreaks.
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3.1.3 Inference with complete data

If the outbreak is completely observed, the time-inhomogeneous susceptible-exposed-

infectious-removed model leads to straightforward inference. The maximum likelihood esti-

mates of the two probability parameters admit closed-form expressions and Bayesian infer-

ence is facilitated by the use of the conjugate prior distributionp (q) = p (pEI)p (pIR)p ( b̄)

where

pEI � Be(aEI , bEI), pIR � Be(aIR, bIR), b̄ � Be-Ga(a1, b1, w̄). (3.8)

This independent prior distribution leads to an independent posterior distribution from

which it is straightforward to sample via Monte Carlo.

Theorem 11. Under the independent priorp (q) = p (pEI)p (pIR)p ( b̄), the parameters pEI and

pIR and the vector̄b are mutually independent a posteriori,

p (q | X) = p (pEI | X)p (pIR | X)p ( b̄ | X). (3.9)

Moreover, under the prior distribution described in Equation 3.8, one obtains

p (pEI | X) = Be(a�
EI , b�

EI), (3.10)

p (pIR | X) = Be(a�
IR, b�

IR), (3.11)

andp ( b̄ | X) can be sampled from using Theorem 10. Here,(a�
EI , b�

EI) = ( aEI +
° T

t= 1 NEI
t , bEI +

° T
t= 1 Et ) and (a�

IR, b�
IR) = ( aIR +

° T
t= 1 N IR

t , bIR +
° T

t= 1 It ) combine information from the prior

distribution and from the data.

Proof. The joint conditional distribution factorizes as

p (q | X)9 p (q)L(q)

=

"

p (pEI)
T¹

t= 1

Bin(NEI
t ; Et , pEI)

# "

p (pIR)
T¹

t= 1

Bin(N IR
t ; It , pIR)

#

"

p ( b̄)
T¹

t= 1

Pois(NSE
t ; bt It )

#

.
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Moreover, the marginal conditional distributions of pEI and pIR are proportional to

p (pEI | X)9 p (pEI)
T¹

t= 1

Bin(NEI
t ; Et , pEI)9 p

a�
EI � 1

EI (1 � pEI)b� EI � 1,

p (pIR | X)9 p (pIR)
T¹

t= 1

Bin(N IR
t ; It , pIR)9 p

a�
IR � 1

IR (1 � pIR)b� IR � 1

which respectively correspond to the kernels of two beta distributions with parameters

(a� EI , b�
EI) and (a� IR, b�

IR). Finally, the likelihood of b̄ is

L( b̄)9
T¹

t= 1

Pois(NSE
t ; bt It )9

T¹

t= 1

bNSE
t

t expt� It btu (3.12)

which satis�es Equation (3.7) with ct = NSE
t and dt = It , thereby satisfying the condition

for Theorem 10.

When the entire epidemic processX is observed, Theorem 11 shows that one can directly

sample from the joint conditional distribution p (q | X) by sampling independently from

the beta posterior distributions of pEI and pIR and from the posterior distribution of b̄

using the forward-�ltering backward-sampling algorithm described in Theorem 10. This

enables an e�cient exploration of the joint posterior distribution of the model parameters

via Monte Carlo sampling. In Section 3.1.5.3, I take advantage of these facts to design an

e�cient Markov chain Monte Carlo sampling algorithm.

3.1.4 Partially observed process

In practice, however, inference is complicated by the fact the epidemic process is only

partially observed. I consider the case in which some of the transitions between the model

compartments are not observed. LetYSE
t P t0, . . . ,NSE

t u (t = 1, . . . ,T) be integers de-

noting the number of observed transitions fromS to E during the tth interval and write

YSE = ( YSE
1 , . . . ,YSE

T ). De�ne YEI and Y IR similarly; the observed data correspond to

Y = ( YSE,YEI ,Y IR), which contains the number of observed transitions during each inter-

val.
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The observed data likelihoodL(q; Y) is not tractable for general outbreaks. It corre-

sponds to the sum,

L(q; Y) =
¸

x

L(q; x)1t YSE
t ¤ NSE

t ,YEI
t ¤ NEI

t ,Y IR
t ¤ N IR

t ,@tu. (3.13)

where the sum goes over all possible epidemic outbreaksx = ( NSE
1 , . . . ,NSE

T , NEI
1 , . . . ,NEI

T ,

N IR
1 , . . . ,N IR

T ) and the indicator 1 ensures that the outbreaks are compatible with the ob-

served data. No closed-form expression is known for Equation(3.13). Moreover, the number

of terms in the sum grows exponentially with the duration of the outbreak, making the ob-

served data likelihood tractable only for very short outbreaks. The intractability of the

observed data likelihood for general outbreaks severely complicates the direct computation

of maximum likelihood estimates and prevents a straightforward analysis of the posterior

distribution

p (q | Y)9 L(q; Y)p (q).

3.1.5 Bayesian inference
3.1.5.1 Data augmentation

I bypass the intractability of the likelihood (3.13) by augmenting the observed dataY

with latent variables Z such that L(q; Y, Z)9 f (Y, Z | q) has a closed-form expression, and

treating these latent variables as nuisance parameters. LetZ = ( ZSE, ZEI , Z IR), where

ZSE = ( ZSE
1 , . . . ,ZSE

T ) is the vector of latent transition counts from S to E. The vectors ZEI

and Z IR are de�ned similarly. These latent variables represent the number of unobserved

transitions. For a con�guration of the latent variables Z, the implied numbers of transitions

are ÑSE
t = YSE

t + ZSE
t , ÑEI

t = YEI
t + ZEI

t , and Ñ IR
t = Y IR

t + Z IR
t , for t = 1, . . . ,T. The

augmented-data likelihood therefore takes the closed-form expression

L(q; Y, Z) =
T¹

t= 1

Pois( ÑSE
t ; bt Ĩt )Bin( ÑEI

t ; Ẽt , pEI)Bin( Ñ IR
t ; Ĩt , pIR) (3.14)

where Ẽt and Ĩt are computed from Equations 3.1-3.2 withÑSE
t , ÑEI

t and Ñ IR
t substituted

for NSE
t , NEI

t and N IR
t , (t = 1 . . . ,T).
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3.1.5.2 Integrating out the binomial probabilities

The binomial probability parameters pEI and pIR can be integrated out from the density

of the posterior distribution p (q, Z | Y), giving a collapsed distribution whose density is

p ( b̄, Z | Y) =
» 1

0

» 1

0
p (q, Z | Y)dpEIdpIR

9 B(a�
EI , b�

EI)B(a�
IR, b�

IR)p ( b̄)
T¹

t= 1

Pois( ÑSE
t ; bt It )

�
Et

ÑEI
t

��
It

Ñ IR
t

�
(3.15)

where B(a, b) = G(a)G(b)
G(a+ b) is the beta function. This collapsed distribution is the target of

the Markov chain Monte Carlo algorithm described in Section 3.1.5.3.

Given M draws t ( b̄(m) , z(m) )uM
m= 1 from p ( b̄, Z | Y), one can use Rao-Blackwellization

to estimate the density of the marginal posterior distributions p (pEI | Y) and p (pIR | Y)

with

p̂ (pEI | Y) = M � 1
M̧

m= 1

p (pEI | b̄(m) , z(m) , Y) (3.16)

and

p̂ (pIR | Y) = M � 1
M̧

m= 1

p (pIR | b̄(m) , z(m) , Y) (3.17)

These Rao-Blackwell estimates average the density of the full conditional distribution ofpEI

and pIR over the sampled latent variables. The density of the full conditional distributions

are

p (pEI | b̄(m) , z(m) , Y) = Be(a(m)
EI , b(m)

EI )

and

p (pIR | b̄(m) , z(m) , Y) = Be(a(m)
IR , b(m)

IR ), (3.18)
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where

a(m)
EI = aEI +

¸

t

( ÑEI
t ) (m) ,

b(m)
EI = bEI +

¸

t

Ẽ(m)
t �

¸

t

( ÑEI
t ) (m) , (3.19)

a(m)
IR = aIR +

¸

t

( Ñ IR
t ) (m) , and

b(m)
IR = bIR +

¸

t

Ĩ (m)
t �

¸

t

( Ñ IR
t ) (m) (3.20)

are functions of Z (m) .

Moreover, one can use Monte Carlo to generate draws fromp (pEI , pIR | Y) by sampling

(pEI , pIR) | b̄(m) , z(m) , Y from the distributions (3.1.5.2)-(3.18) for m = 1, . . . ,M .

3.1.5.3 Data-augmentation Markov chain Monte Carlo

I sample from the collapsed posterior distribution(3.15)via Markov chain Monte Carlo.

I construct an ergodic Markov chain over the spacec b̄ � c Z with invariant distribution

p ( b̄, Z | Y). Here, c b̄ = RT
+ is the space of the vector of time-varying transmission rates

with dimension T, and c Z is the space of the latent variables with dimension3 � T.

The sampling algorithm alternates between a block update ofb̄ and a multivariate

update of Z. The update for b̄ consists of a Gibbs step in which I directly sample from

p ( b̄ | Y, Z) using the forward-�lter-backward-sampling algorithm described in Theorem 10.

The update for Z consists of three multivariate Metropolis-Hastings steps forZSE, ZEI and

Z IR respectively which are described in Section 3.1.5.4.

3.1.5.4 Metropolis-Hastings step for the latent variables

Each of the vectorsZSE, ZEI and Z IR is updated in a Metropolis-Hastings step using a

joint proposal distribution based on the multinomial distribution. I now detail the proposal

for ZSE; those for ZEI and Z IR are analogous. LetmSE denote the number of unobserved

exposures during the observation interval[1,T]. Although the number of exposures at each

time step is unknown, I assume that the total number of individuals exposed to the disease
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during the outbreak, mse, is known. Any valid con�guration of ZSE = ( ZSE
1 , . . . ,ZSE

T )

must therefore satisfy
° T

t= 1 ZSE
t = mSE. As a proposal distribution for ZSE I employ

the multinomial distribution Multinomial(mSE, wSE) with number of events mSE and vector

probabilities wSE = ( wSE
1 , . . . ,wSE

T ) where

wSE
t 9 bt It . (3.21)

A priori, the number of transitions from S to E is proportional to bt It . As a result, I

expect the number of unobserved transitions to also be proportional to that quantity, since

the unobserved transitions are assumed to be uniformly distributed among the transitions.

Equation (3.21) lets the data inform the Metropolis-Hasting proposal distribution. The

number of events generated from the multinomial proposal distribution is driven by the

data, being proportional to bt It . This contrasts with existing proposal distributions which

transfer one unobserved latent event from a interval chosen uniformly at random to another

interval also chosen uniformly at random (Lekone & Finkenstädt, 2006). These proposal

only propose small changes to the latent variables and do so in a manner that completely

ignores the data and the current value of the parameters, resulting in Markov chains that

are slow to mix over the high-dimensional latent space.

Once a new vectorZ̃SE is proposed, the Metropolis-Hastings step proceeds by accepting

it with probability

a(ZSE, Z̃SE) = min
"

1,
p (q, b̄ | Y, Z̃)q(ZSE)
p (q, b̄ | Y, Z)q( Z̃SE)

*
= min

"
1,

L(q; Y, Z̃)q(ZSE)
L(q; Y, Z)q( Z̃SE)

*
(3.22)

and otherwise keeping the current con�guration of the latent variables. In Equation(3.22),

Z̃ = ( Z̃SE, ZEI , Z IR) denotes the latent variables with the proposed vectorZ̃SE.

In practice, updating the entire vector ZSE yields an acceptance rate in the Metropolis-

Hastings step that is prohibitively low, hindering the mixing of the Markov chain. To

address this issue, I introduce a tuning parameterskSE P t1, . . . ,Tu that controls the number

of elements inZSE that are updated. Speci�cally, at each Metropolis-Hastings step, I select

a subset of indicesP € t 1, . . . ,Tu of size |P| = kse uniformly at random. Let ZSE
P denote
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the elements in ZSE whose indices are inP. I then propose a new con�guration for ZSE
P

from the multinomial distribution restricted to the indices in P:

Z̃SE
P � Multinomial(mSE

P , wP) (3.23)

with mSE
P =

°
pPP ZSE

t and wP is the normalized vector of weights restricted to the indices

in P. KSE acts as the "step size" of the proposal, with larger values resulting in large jumps

in the latent space and a smaller acceptance rate, while smaller values yield proposed

con�gurations similar to the current one and a higher acceptance rate. I manually tunekSE

to obtain an acceptance rate between0.3 and 0.5, which I have found to give chains that

mix well.

The Metropolis-Hastings steps for updating ZEI and Z IR are analogous. The only

di�erence is that when proposing a new con�guration of ZEI , I set the multinomial weights

to be proportional to Et , while when I update Z IR the weights are proportional to It . The

tuning parameters kEI and kIR in the updates of ZEI and Z IR respectively play the same

role askSE.

3.1.6 Simulation Study

I test and demonstrate the performance of the proposed MCMC sampling algorithm by

applying it to simulated data from the time-varying SEIR model, with an initial population

with E0 = 20 exposed andI0 = 20 infectious individuals. I set pEI = 1/7 , corresponding to

a mean latency period of7 days, and pIR = 1/4 , corresponding to a mean infectious period

of 4 days. Figure 3.1a depicts the time-varying e�ective reproduction numberRt . The

trajectory of Rt is characterized by an initial decline from around1.5 on day 0 to 0.75 on

day 20 followed by an increase to1 on day 35 and a decline to0 afterward, mimicking the

possible evolution of the e�ective reproduction number during an outbreak. The discount

factor wt is set to 0.7 for t ¤ 60 to allow the model to capture the changes inRt during

this period and to 0.95 for t ¡ 60 to induce stability. Figure 3.1b shows the evolution of

the E and I compartments during the outbreak. The outbreak is only partially observed:

the number of transitions from E to I is observed (symptom onsets) and a random sample
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(a) Effective reproduction number Rt . (b) True trajectory of the compartments.

(c) Observed data.

FIGURE 3.1: Simulated data from the time-varying SEIR.

of 50% of the transitions from I to R is observed (deaths); see Figure 3.1c. The remaining

transitions from I to R (recoveries) and the transitions fromS to E (exposures) are not

observed. This amounts to about half of the transitions being treated as unobserved latent

variables. Finally, I place uninformative independent prior distributions,

pEI � Be(1, 1), pIR � Be(1, 1), b1 � Ga(1, 1).

I run the DA-MCMC sampler for 106 iterations in less than 20 minutes on a personal
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(a) Traceplots of the suf�cient statistics of pEI . (b) Traceplots of the suf�cient statistics of pIR.

FIGURE 3.2: Traceplots of the suf�cient statistics of pEI (Panel (a)) and pIR (Panel (b)). In
Panel (a),bEI is de�ned in Equation (3.19), mEI = aEI

aEI+ bEI
is the posterior mean of pEI , and

SE =
°

t Et . Similarly, in Panel (b), bIR is de�ned in Equation (3.20), mIR = aIR
aIR+ bIR

is the
posterior mean of pIR, and SI =

°
t It .

laptop machine, discarding the �rst 2 � 105 iterations as burnin and keeping800 thinned

draws for memory reasons. This results in an e�ective sample size superior to500 for

eachbt and for each su�cient statistics for pEI and pIR; see Figure 3.2, demonstrating the

excellent mixing properties of the DA-MCMC sampler.

Figure 3.3 shows the posterior estimates of the model parameters. The posterior dis-

tribution of pEI and pIR concentrate around the true values and the posterior median of

Rt capture the true evolution of the e�ective reproduction number�with its increase and

two decreases�over time, showing the �exibility of the nonparametric time-varying model.

These results are remarkable given the paucity of the observed data: only the transitions

from E to I and half of those from I to R are observed.

3.1.7 Applications
3.1.7.1 1995 outbreak of Ebola in Kikwit, Congo

The 1995 outbreak of the Ebola virus in Kikwit, Democratic Republic of the Congo,

was a moderate outbreak with403 cases and252 deaths (Chowell et al., 2004; Lekone &

Finkenstädt, 2006). For any time stept, the infection rate mt = bt It is small in comparison

to the population size n and the number of susceptible individualsSt , making the Poisson
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(a) Rao-Blackwell estimate of p (pEI | Y). (b) Rao-Blackwell estimate of p (pIR | Y).

(c) Posterior distribution of Rt .

FIGURE 3.3: Posterior estimates from the simulation. Panels (a)-(b): Rao-Blackwell es-
timates (3.16)-(3.17) of the marginal posterior distributions of pEI and pIR; the truth is
denoted by the vertical red line. Panel (c): posterior distribution of the effective reproduc-
tion number with the median (dark red), 90% credible band (light red) and 10 trajectories
from the posterior distribution (grey); the truth is denoted by the dashed black line.
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(a) Observed data. (b) Rao-Blackwell estimate of p (pIR | Y).

FIGURE 3.4: Observed data and posterior distribution of the effective reproduction num-
ber for the 1995 outbreak of Ebola in Kikwit, Congo. Panels (a): Observed daily counts of
symptom onsets and deaths. Panel (b): posterior distribution of the effective reproduction
number, with the median (dark red), 90% credible band (light red) and 10 trajectories from
the posterior distribution (grey). The vertical line indicates the date of the intervention.

approximation to the binomial distribution of NSE
t applicable. The observed data consist of

the daily number of deaths and of symptom onsets and is displayed in Figure 3.4a. Notably,

the observed data contain no direct information about the daily number of exposures (S Ñ

E transitions). The Ebola virus was identi�ed as the causative agent on May8, more

than 2 months after the start of outbreak. Once the virus was identi�ed, an international

team started to implement a control plan that involved active surveillance and education

programs for infected people and their family members, aiming to curb the transmission of

the Ebola virus.

Figure 3.4b displays the estimated e�ective reproduction number. Before mitigating

measures were implemented on May8, the e�ective reproduction number is estimated to

be constantly above1, meaning that the virus is spreading through the population. A few

weeks after the mitigating measures were introduced, the e�ective reproduction number is

less than1, implying that the outbreak was under control.
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3.2 Change point time-inhomogeneous model

The work presented in this section was conducted in collaboration with Jenny Huang,

then an undergraduate student whom I was mentoring.

3.2.1 Methods
3.2.1.1 Data setting and the stochastic SIR model

This section considers real world applications in which the observed data consist of

incidence counts; that is, counts of new infection are collected at discrete reporting times.

Given observation times t0:K, the observed incidence consists of aK-dimensional vector

I1:k = ( I1, . . . , IK), where Ik is the number of new infections in interval(tk� 1, tk]. This type of

data is frequently available during observational studies of outbreaks, where weekly counts

of new infections are available. Incidence data complicates exact model-based inference

because the epidemic is not entirely observed; the exact infection and removal times are

not available (Fintzi et al., 2021).

I �t a stochastic susceptible-infectious-removed (SIR) model; see Section 2.2 for a de-

tailed description of the model. The variablesS(t), I (t) and R(t) denote the number of

susceptible, infectious and removed individuals, respectively, at timet (Figure 3.5). I as-

sume that contacts between individuals follow independent Poisson processes with rateb,

and infectious periods follow exponential distribution with rate g. The resulting stochastic

SIR model corresponds to a bivariate Markov process with transition probabilities

P(S(t + h), I (t + h)) = ( k, j) | (S(t), I (t)) = ( s, i))

=

$
''''&

''''%

bS(t) I (t)h + o(h) (k, j) = ( s� 1,i + 1)
g I (t)h + o(h) (k, j) = ( s, i � 1)
1 � (bS(t) I (t)h + g I (t)h) + o(h) (k, j) = ( s, i)
o(h) otherwise

(3.24)

The scalars s and i denote the values of the random variablesS(t) and I (t) during the

interval from t to t + h. The probability of an infection event is bS(t) I (t) + o(h), the

probability of a recovery event isg I (t) + o(h), and the probability of no change in state is
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S(t) I(t) R(t)
bS(t) I (t) g I (t)

FIGURE 3.5: Susceptible-infectious-removed model.

1 � [bS(t) I (t) + g I (t)] + o(h). The process is time-homogeneous.

Equation (3.24)describes how a process in state(S(t) = s, I (t) = i) evolves over a short

period of time. The instantaneous ratesof the SIR model are the limits of (3.24)as h × 0.

The instantaneous infection rate is thereforelim h× 0
bS(t) I (t)h

h = bS(t) I (t).

3.2.1.2 Time-varying infection rate

I now relax the assumption of a time-constant transmission rate made in Section 3.2.1.1

by letting b(t) follow a changepoint model over time. The changepoint model letsb(t)

evolve as a piece-wise constant function over time.

The number, location and size of the changepoints is not predetermined by the user

but learned from the data. As a result, the resulting time-inhomogeneous model forb(t) is

both parsmomious and �exible, and preserve the mass action dynamics at the heart of the

SIR model.

b(t) = bk, @t P [ck ¤ t ¤ ck+ 1]. (3.25)

where (c1, . . . ,cJ) € (t1, . . . ,tK) denotes the location of theJ changepoints. I further intro-

duce the vector (D1, . . . ,DK) where Dk P t0, 1u indicates the presence of a changepoint at

the end of the kth interval.

Dt =
"

1 if t = ck for some k
0 otherwise

(3.26)

Treating the vector (D1, . . . ,DK)�instead of the vector (c1, . . . ,cJ)� as a model param-

eter to be estimated from the data allows one to consider model with varying numbers

of changepoints in a uni�ed manner, without having to rely on reversible-jump steps. It

also reduces the task of learningb(t) to that of learning the number and location of the

changepoints and the value ofb between the changepoints.
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3.2.1.3 The complete-data likelihood

From the formulation of the stochastic SIR model as a continuous-time Markov process

with transition rates de�ned from the transition probabilities (3.24), the wait time until

the next event follows an exponential distribution with rate b(t)S(t) I (t) + g I (t) over the

interval (ck, ck+ 1]. Moreover, the probability that an event at time t is an infection is

b(t)S(t) I (t)
b(t)S(t) I (t)+ g I (t) and a removal is g I (t)

b(t)S(t) I (t)+ g I (t) . This gives the following complete-data

likelihood

L (� ; X) =
¹

k

0

@
¹

jPI k

bkI (t I
j )

¹

lPR k

g exp
"

�
» ck+ 1

ck

bkI (t)S(t) + g I (t)dt
*

1

A

= gnR
¹

k

0

@b
nIk
k

¹

jPI k

I (t I
j ) exp

"
� bk

» ck+ 1

ck

I (t)S(t)dt + g
» ck+ 1

ck

I (t)dt
*

1

A (3.27)

whereX denotes the trajectory of an epidemic process that is completely observed, that is,

that contains all infection and removal times. The index setsI k = t j : t I
j P (ck, ck+ 1]u refers

to the individuals infected during the kth interval and R k = t j : t R
j P (ck, ck+ 1]u to those

removed during the kth interval. The integer nIk = |I k| is the number of infections during

the kth interval, and nR =
°

k |R k| is the total number of removals during the observation

period. As a result of the Markov property, the complete-data likelihood(4.5) factorizes

over the K intervals. Moreover, over each interval, the likelihood takes on the form of the

standard SIR model because the transmission rateb(t) is constant between changepoint.

3.2.1.4 Model parsimony

If (D1, . . . ,DK) = ( 1, . . . , 1), the value fo b(t) changes at the end of every interval.

For typical outbreaks in which the observed data is limited, such a model runs the risk of

over�tting the data. I construct a prior distribution on the vector (D1, . . . ,DK) that induces

a parsimonious time-inhomogeneous model forb(t). The distribution needs to favor Dk = 0

a priori and let Dk = 1 a posterior if the data contain su�cient evidence of a change in the

transmission rate at the end of thekth interval.
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A natural prior distribution for (D1, . . . ,DK) is a �rst-order Markov process governed

by the matrix of transition probabilities

P =
�
p 00 p 01

p 10 p 11

�
. (3.28)

where p i j is the probability of moving to state j when the current state is i. This prior

distribution induces a hidden Markov model for the two-state latent vector D (Abraham et

al., 2022; Fox et al., 2008). IfDk = 0, then the probability that Dk+ 1 = 1 is p 01. Therefore,

a small value ofp 01 favors runs of interval with no changepoint. Similarly, if p 11 takes on a

small value, back-to-back changepoints are unlikely to take place. This last observation is

especially important in the context of partially observed epidemic process, because back-to-

back changepoints result in a single incidence count from which to estimate the value ofb(t)

between these two changepoints, likely resulting in an issue of identi�ability. Whenp �1 is

small, the matrix (3.28)induces local constancy; whenp 11 = p 01 this is similar to the fused

lass (Tibshirani et al., 2005), but the prior (3.28) also allowsp 11 � p 01 for additionally

�exibility. For example, setting p 11 = 0 guards against back-to-back changepoints. This

feature is desirable for outbreaks during which we do not expect frequent changes in the

transmission rate.

Sparsity in the temporal evolution of b(t) is also obtained through the Bayesian per-

spective of Occam's razor (Je�erys & Berger, 1992). If we look at this situation as a

variable selection problem, one observes that a larger number of changepoints results in

a larger number of parameters through the levels ofb between the changepoints. Since

the marginal likelihood integrates over the model parameters, it decreases when a model

has super�uous parameters. The posterior probability of a particular con�guration of D,

being proportional to the prior distribution on D multiplied by the marginal likelihood of

the model under the con�guration of D, automatically penalizes over-parameterized mod-

els, resulting in a posterior distribution of D that favors parsimonious temporal models for

b(t), with changepoints only at locations supported by the data.

For additional �exibility, I place a prior on the element on the matrix P instead of �xing
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the values of its elements. I let

p 01 � Be(a01, b01), p 11 � Be(a11, b11) (3.29)

independently. Figure G.1 in Appendix G explores the impact of di�erent values for the

hyper-parameters(a01, b01, a11, b11) the posterior inclusion probabilities of changepoints.

Finally, I place a weakly informative prior distribution on the values of b j , using the

independent prior distributions

b j � Ga(1, 1), j = 1, . . . ,J (3.30)

mutually independently. The simulations in Section 3.2.2.1 show that the parsimony in-

duced by the prior on D and the Bayesian perspective of Occam's razor result in a posterior

distribution for b(t) that is concentrated around the true value despite the use of a weak

prior distribution on each level b j between the changepoints.

3.2.1.5 Posterior computation via Metropolis-within-Gibbs

The time-inhomogeneous model described in Section 3.2.1.2-3.2.1.4 is designed to be

�exible and parsimonious while allowing scalable Bayesian inference. Similarly to Chap-

ter 2, I take advantage of the closed-form expression of the complete-data likelihood(3.27)

to implement data augmentation (Tanner & Wong, 1987). I construct an e�cient data-

augmented Markov chain Monte Carlo sampling algorithm that targets the joint posterior

distribution of the model parameters q and the latent variables Z given the observed inci-

dence counts of infectionsY, p (q, Z | Y). The latent variables consist of the unobserved

infection and removal times which are updated in a joint Metropolis-Hastings step analogous

to that in Chapter 2 for the latent variables. The sampler then alternates between updates

of P and joint updates of (D, b), resulting in an ergodic Markov chain whose stationary

distribution is p (q, Z | Y).

The updates of p 01 and p 11 consist of Gibbs steps that take advantage of the beta-

binomial conjugacy. Given a con�guration of D, the beta prior distributions (3.29) for p 01,

together with the fact that the number of changepoints when the current states is0 is a
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binomial random variable, results in the posterior distribution

p 01 | D � Be(a01 + n01, b01 + n00), (3.31)

where ni j is the number of transitions from state i to state j in the vector D. Similarly, I

obtain

p 11 | D � Be(a11 + n11, b11 + n10). (3.32)

Next, a MH step jointly updates the elements ofD and the levels ofb(t). I proposed

candidate values sequential, �rst proposingD and then proposing b(t) | D. The proposal

for D corresponds to its distribution conditional on P ,

p (D | P ) =
T¹

i= 2

p Di � 1Di = p n00
00 � p n01

01 � p n10
10 � p n11

11

Next, given a candidate value forD, I propose the level of each segment ofb(t) from its

full conditional distribution. Here, I take advantage of the conjugacy of the complete-data

likelihood (3.27) to the gamma distribution to obtain the full conditional distribution,

b j | D, Z, Y � Ga

 

1 + nI j , 1+
» cj+ 1

cj

I (t)S(t)dt

!

. (3.33)

from the prior distribution (3.30).

In the applications in Sections 3.2.2.1-3.2.2.2, updating the entire vectorD results in a

prohibitively low acceptance rate in the MH step. To increase the acceptance rate, one can

update only a portion of D; in the examples below, updating one element ofD per iteration

results in a healthy acceptance rate between0.3 and 0.6.

Algorithm 4 summarizes the DA-MCMC sampler.

3.2.2 Results
3.2.2.1 Simulation study

I validate the performance of the DA-MCMC sampler with a suite of simulation stud-

ies. I generate synthetic epidemic processes from the changepoint model described in Fig-

ures 3.2.1, with two changepoints at the end of weeks3 and 10 (see Figure 3.6.G), and from

71



Algorithm 4 Data-augmented Markov chain Monte Carlo sampler

Require: Observed incidence counts Y and initial values ( P (0) , D(0) and b(t) (0) , number
of iterations M)
return t (P (m) , D(m) , b(t) (m) , Z (m)uM

m= 0
X (0) � PDSIR(. | (D, b) (0) , Y) [initial latent variables using the PD-SIR process from
Chapter 2]
for j = 2, ..., N do

1. Gibbs steps for p 01 and p 11:

p ( j)
01 | D( j� 1) � Be(a01 + n01, b01 + n00)

p ( j)
11 | D( j� 1) � Be(a11 + n11, b11 + n10)

2. Metropolis-Hastings step for ( D, b(t)):
D� | P j �

± n
i= 1 p Di � 1,Di [propose D� ]

for j = 1, ..., Jdo

b�
j | D� � Ga

�
1 + nI j , 1+

³cj+ 1
cj

I (t)S(t)dt
�

[propose b�
j ]

end for
Accept (D� , b� ) with probability

min
"

1,
L(D� , b� ; X)P(b� | D� )q(bj� 1 | Dj� 1)q(Dj� 1 | P j )

L(Dj� 1, bj� 1; X)P(bj� 1 | Dj� 1)q(b� | D� )q(D� | P j )

*
.

3. Metropolis-Hastings step for Z:
Z � � PDSIR(. | (D, b) j ,Y) [propose Z � ]

Accept Z � with probability min
!

1, L(Dj ,bj ;Z � )q(Z( j� 1) |Dj ,bj )
L(Dj ,bj ;Z( j� 1) )q(Z � |(D,b) j )

)
.

end for

a model with a smooth transmission rate (see Figure 3.6.H). I consider a second dataset

with a smoothly-varying transmission rate to showcase the ability of the changepoint model

to provide a accurate and parsimonious representation of a transmission rate that evolves

smoothly over time. The evolution of the transmission rate in the bottom row of Figure 3.6

re�ects the typical evolution during an outbreak, where the e�ective reproduction number

is initially greater than 1, resulting in the spread of the virus through the population before

being brought under 1 through mitigating measures. In each case, the initial compartment

sizes areS(0) = 104 and I (0) = 10; the levels of the piece-wise constant transmission rate

are b = ( 1.75� 10� 4, 1.25� 10� 4, 0.75� 10� 4) and g = 1. I simulate the outbreaks for 12

weeks, observing the weekly incidence counts of infection (see top row of Figure 3.6). The

observed data�with a relatively linear trend between weeks 3 and 9 preceded by a sharp

increase and followed by sharp decrease�clearly di�er from those of a time-homogeneous
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SIR model�with an initial exponential increase, followed by a sharp peak and a long tail

to the right.

I opt for the weakly informative prior distributions for the levels of b (3.30) and the

uninformative Je�rey's prior on the probability of the Markov model (3.29),

p 01 � Be(0.5, 0.5), p 11 � Be(0.5, 0.5).

I conduct a sensitivity analysis of the impact of the prior distribution on the results in

Appendix G, which shows the posterior distribution is relatively robust to the choice of

prior. The removal rate g = 1 is �xed.

I run the DA-MCMC sampler for 50� 103 iterations in less than 10 minutes on a single

laptop machine. Figure 3.6 summarizes the results. Remarkably, even with noninformative

prior distribution on the levels of b(t) and the elements ofP and only two observed incidence

counts, the model correctly identi�es the number of changepoints as well as their location

and magnitude. In addition, there is little bias in the posterior estimate of the levels of the

transmission rate, with the true value well within the 95% credible band. Moreover, the

model adequately re�ects the uncertainty in the exact location of the second changepoint

when the transmission rate is smooth (Figure 3.6.D). The model indicates that a piecewise

constant model with a jump on week 10 or 11 o�ers an accurate approximation of the

smooth transition rate.

Interestingly, the uncertainty in the transmission rate is larger as the beginning and

the end of the outbreak, when the observed counts are smaller and the segments shorter

(Figures 3.6.E-3.6.F). This pattern can be explained by the fact that shorter segments

contain fewer data points from which to estimate the level ofb(t) over that segment, and

that the full conditional distribution of the levels of b(t) (3.33)has variance

1 + nI j

(1 +
³cj+ 1
cj

I (t)S(t)dt)2
.

The integral
³cj+ 1
cj

I (t)S(t)dt tends to grow linearly with nI j because, over a short interval,

the number of infections is proportional to the individual force I (t)S(t). A larger observed
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FIGURE 3.6: Simulation study. Left column: changepoint model for the transmission rate;
Right column: smoothly evolving transmission rate. (A)-(B) observed weekly incidence
counts of infection. (C)-(D) Posterior probabilities of a changepoint. (E)-(F) Posterior
draws of b(t). (G)-(H) True transmission rate. Transmission rates are multiplied by 10 4

for readability.
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incidence count of infection,nI j , therefore, results in a posterior distribution with smaller

variance.

I assess the convergence and mixing property of the Markov chain using the potential

scale reduction factor on multiple chain initialized at over-dispersed values (S. P. Brooks &

Gelman, 1998; Gelman & Rubin, 1992). I run three independent chains initialized atb(0) P

t b/10, b, 10bu. The traceplots of the elements ofD and the levels ofb(t) in Figures G.4-

G.6 show that the Markov chains have converged during the burnin and mix well. This is

con�rmed by the multivariate potential scale reduction factor taking a values less than1.01.

In particular, the traceplots of the elements of D indicate that the chain explore various

con�gurations of that latent vector and are not stuck at a the same con�guration.

3.2.2.2 Applications to outbreaks of Ebola and COVID-19

I apply the changepoint model to two datasets: the2014-2016 outbreak of the Ebola

virus in Western Africa and an outbreak of COVID-19 on a university campus in2021. The

available data for the outbreak of the Ebola virus consist of weekly counts of symptom onsets

in Guéckédou, Guinea between December2014and December2015 (Coltart et al., 2017).

During this period of time, the authorities implemented mitigating measures to curb the

spread of the virus, making the changepoint model suitable for this outbreak. To promote

parsimony in the model, I only allow changepoints on a monthly basis. Figure 3.7 shows

that the model identi�es a changepoint at the end of the months of February and August.

Both changes consists of a decrease in the e�ective reproduction numberR(t) = b(t)
g S(t),

with the second change bringingR(t) below 1. The posterior of Rt is 2.25 in January and

February, 1.08 between March and August and0.74 after August. These results suggest

that the oubtreak was initially spreading rapidly through the population, with R(t) ¡ 2,

then it stabilized after February with R(t) � 1 before being brought under control after

August with R(t)   1.

The location of the changepoints shed light on the e�ect of the mitigating measures

implemented during the outbreak. Public schools were closed in March when Ebola was
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identi�ed as the infectious agent (Coltart et al., 2017). The severe drop inR(t) between

February and March suggests that this measure is associated with a reduction in the trans-

mission rate of the virus. The second changepoint coincides with strict borders restrictions

with the neighboring countries, Sierra Leone and Liberia, which were also impacted by the

outbreak, resulting in the cancellation of �ights and thorough exit screening. The model

indicates that these measures coïncide a sharp decrease ofR(t) below 1, �nally bringing

the outbreak of the Ebola virus under control.

As a second case study, I consider an outbreak of the COVID-19 virus on a University

campus in 2021. The available data consist of weekly counts of infections between mid-

January and the end of April, a period of time during which students and faculty were

tested for the virus regardless of whether or not they exhibited �ue-like symptoms. The

university implemented a campus-wide stay-in-place order on March7 (the end of week9).

The model clearly identi�es a drop in the e�ective reproduction number at the end of week

9, going from around 2.5 before the changepoint to around0.5 after (3.7), showing that

the stay-in-place order resulted in the outbreak on the campus being temporarily brought

under control. The model also identi�es several changes before week9, suggesting that

the transmission rate was not constant during that period of time. The large number of

changepoints indicates that a model with a transmission rate that smoothly evolve over

time, like the model in Section 3.1, may be more suitable for this particular outbreak.

76



FIGURE 3.7: Results of case studies. Left column: Ebola outbreak; Right column: COVID-
19 outbreak. (A)-(B) observed weekly incidence counts of infection. The vertical red lines
correspond to time steps with high posterior probability of a changepoint. (C)-(D) Poste-
rior probabilities of a changepoint. (E)-(F) Posterior draws of b(t). Transmission rates are
multiplied by 10 4 for readability.
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4. A Bayesian approach for �tting semi-Markov mixture
models of cancer latency to individual-level data

Multi-state models of cancer natural history are widely used for designing and evalu-

ating cancer early detection strategies. Calibrating such models against longitudinal data

from screened cohorts is challenging, especially when �tting non-Markovian mixture models

against individual-level data. In this chapter, I consider a family of semi-Markov mixture

models of cancer natural history and introduce an e�cient data-augmented Markov chain

Monte Carlo sampling algorithm for �tting these models to individual-level screening and

cancer diagnosis histories. This fully Bayesian approach supports rigorous uncertainty

quanti�cation and model selection through leave-one-out cross-validation, and it enables

the estimation of screening-related overdiagnosis rates. I demonstrate the e�ectiveness of

the proposed approach using synthetic data, showing that the sampling algorithm e�ciently

explores the joint posterior distribution of model parameters and latent variables. Finally, I

apply the proposed method to data from the US Breast Cancer Surveillance Consortium and

estimate the extent of breast cancer overdiagnosis associated with mammography screening.

The sampler and model comparison method are available in theRpackagebaclava .

4.1 Background

Cancer screening aims to detect early signs or markers of cancer before symptoms arise,

facilitating timely intervention for improved patient outcomes. The e�cacy of screening

depends on the duration of the pre-clinical phase, during which the tumor is asymptomatic

but screen-detectable. If the latency period of a tumor is too short, even frequent screening

does not signi�cantly advance the time of diagnosis. Conversely, a long latency period

can result in overdiagnosis�the diagnosis and unnecessary treatment of slowly growing

tumors that would not have caused symptoms or other harm in the person's remaining

lifetime (Du�y & Parmar, 2013; Welch & Black, 2010). Understanding the duration of

tumor latency is thus crucial for assessing the balance between the bene�ts and harms of a

screening test.

78



Estimating tumor latency from cancer incidence data is challenging because the on-

set of pre-clinical disease in healthy individuals is not directly observable. In unscreened

populations, only the time of clinical diagnosis, which coincides with the end of the tumor

latency period, is known. In this case, one cannot distinguish the time intervals before

and after pre-clinical onset. In other words, the period of tumor latency is not identi�able.

Fortunately, screening methods that utilize biological or imaging markers o�er a selective

insight into the latent disease state, thus enabling the identi�cation of tumor latency.

There is a rich history on estimating cancer latency from screening data using multi-state

models that dates back to the 1980s. These models range from simple three-state models

(Day & Walter, 1984; Shen & Zelen, 1999)�in which individuals are healthy (disease-free),

pre-clinical (with an asymptomatic screen-detectable cancer) orclinical (with a symp-

tomatic cancer)�to more complex models that seek to emulate the biological complexity

of cancer progression (Rutter & Savarino, 2010; Seigneurin et al., 2011). Typically, the

underlying stochastic processes of cancer natural history models are assumed to be Marko-

vian for mathematical tractability. Under this assumption, the unobserved onset times

can be integrated out analytically, giving a closed-form expression for the likelihood of ob-

served data. This enables maximum likelihood estimation (Olsen et al., 2006; Wu et al.,

2018) and Bayesian inference (Du�y et al., 2005; Ryser et al., 2022). However, relaxing

the Markov assumption of state transitions often leads to a departure from the simpler

mathematical structures, and the calibration of more complex non-Markovian models is

usually performed using simulation-based or �likelihood-free� approximation methods, such

as approximate Bayesian computation (Alagoz et al., 2018; Bondi et al., 2023; Rutter et al.,

2009) or pseudo-likelihood methods (Moore et al., 2001).

In this chapter, I present a method for exact Bayesian inference of cancer natural his-

tory using a �exible family of semi-Markov mixture models that account for both progres-

sive and non-progressive (indolent) disease states. The proposed approach accommodates

individual-level screening and cancer diagnosis histories, and because it does not rely on

model-based simulation, is scalable to large cohorts of screened individuals. By relaxing
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the Markov assumption, I can �exibly specify the hazard function, which in turn leads to

improved model realism (Cheung et al., 2022; Hsieh et al., 2002). Since the semi-Markov

models do not admit a closed form expression for the observed data likelihood, I conduct

inference using data augmentation (Tanner & Wong, 1987). This strategy augments the

observed data with latent variables in such a way that the resultingcomplete-datalikelihood

is amenable to iterative sampling. Executing this idea is nontrivial because there are twice

as many latent variables as the number of individuals in the study, and cancer screening

cohorts often comprise tens or hundreds of thousands of individuals. The resulting joint

posterior distribution is complex and high-dimensional, rendering standard rejection or im-

portance sampling approaches impractical. Note that gradient-based approaches such as

Hamiltonian Monte Carlo�well-suited for high-dimensional problems (Girolami & Calder-

head, 2011)�are not applicable to the family of models considered here due to the presence

of discrete latent variables, and of discontinuities in the likelihood from the discrete screen-

ing outcomes.

Instead, the proposed data-augmented Markov chain Monte Carlo (MCMC) sampler

e�ciently explores the joint posterior distribution of the model parameters together with the

latent variables. This fully Bayesian approach automatically accounts for the uncertainty

in the exact onset time of pre-clinical cancers, and allows the user to estimate the posterior

distribution of any relevant function of the parameters such as the overdiagnosis rate. The

sampler enjoys sound theoretical guarantees, and itsC++implementation�made available

in the computing languageR via the R packagebaclava with the help the package RCPP

(Eddelbuettel & François, 2011)�is fast, scaling to large cohort studies. Finally, because

the complete-data likelihood has a simple closed form, I can rigorously compare and select

models using approximate leave-one-out cross-validation (Gelfand, 1995; Gelfand et al.,

1992; Vehtari et al., 2017).

This chapter is structured as follows. In Section 4.2, I introduce the underlying family

of semi-Markov mixture models of cancer natural history. In Section 4.3, I describe the

inferential framework, and, in Section 4.4, I detail the construction of the data-augmented
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MCMC algorithm. I examine the mixing properties of the sampler through simulation

studies in Section 4.5 and use it to estimate the extent of overdiagnosis in a real-world

cohort of women undergoing mammography screening in Section 4.6. The data-augmented

MCMC sampling algorithm is publicly available in the form of the Rpackagebaclava , and

code for reproducing the results in this chapter is available on GitHub (https://github.com/

rmorsomme/Breast-Cancer-Overdiagnosis).

4.2 Semi-Markov mixture model of cancer progression

I model the dynamics of cancer progression as a multi-state mixture model. The model,

depicted in Figure 4.1a, consists of the three compartmentshealthy (H), pre-clinical cancer

(P) and clinical cancer (C). Following Ryser et al. (2019), pre-clinical cancers are modeled

as a mixture of progressive and indolent tumors. All individuals start in the healthy state

H, and transition to a state of pre-clinical screen-detectable cancerP after a randomly

distributed amount of time. Once in P, individuals with an indolent cancer stay in this

compartment inde�nitely, while individuals with a progressive cancer eventually transition

to C when their cancer becomes symptomatic.

Several early works consider purely progressive models, in which all pre-clinical tumors

progress to clinical disease after a �nite time (Day & Walter, 1984; Shen & Zelen, 1999,

2001). Allowing a proportion of pre-clinical cancers to be non-progressive is particularly

important for slowly growing or indolent disease entities, such as low-risk prostate cancers

or in situ breast cancers (Baker et al., 2014). Despite the challenges of �tting such mixture

models in practice (Ryser et al., 2019), these models have gained in popularity, especially in

the study of breast cancer progression (Alagoz et al., 2018; Chen et al., 1996; Du�y et al.,

2005; Olsen et al., 2006; Ryser et al., 2022; Seigneurin et al., 2011; Wu et al., 2018).

To formalize the model structure, I let the starting age t0 ¥ 0 correspond to the age at

which individuals become susceptible to developing pre-clinical cancer, so that the hazard

rate of pre-clinical cancer is assumed to be zero beforet0. Next, let t HP be the age at

pre-clinical onset (the transition from H to P) and let t PC be the age at clinical onset
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(the transition from P to C); by de�nition, t0 ¤ t HP ¤ t PC. When a tumor is indolent, I

set t PC = 8 , re�ecting the fact that indolent cancers never progress to the clinical stage.

Figure 4.1b illustrates the evolution of three individuals throughout this multi-state model.

The associated stochastic process is characterized by the probabilistic mechanisms gov-

erning the transitions between the compartments. Denote the waiting time until pre-clinical

cancer with sH = t HP � t0 and the pre-clinical sojourn time with sP = t PC � t HP, cor-

responding to the interval between the onset of pre-clinical cancer and the diagnosis with

symptomatic disease. An individual with an indolent tumor has sP = 8 . I assume that

sH � FH, sP � FP, (4.1)

independently, whereFH is a distribution on the positive line, and FP corresponds to the

mixture cure model (Berkson & Gage, 1952; Peng & Taylor, 2014),

FP = yd8 + ( 1 � y )Fprog. (4.2)

with a point mass at 8 for indolent cancers and a density on the positive line for progressive

cancers. Here,y P [0, 1] is the proportion of indolent cancers andd8 the Dirac distribution

with point mass at 8 . Distribution (4.2) implies that a proportion y of tumors are indolent

with in�nite sojourn times while the sojourn time of progressive tumors follows distribution

Fprog.

The proposed inferential framework applies to arbitrary choices of parametric distribu-

tions on the positive line forFH and Fprog, resulting in a �exible semi-Markovian formulation.

I write q to refer to the collective parameters ofFH and Fprog. This formulation encom-

passes existing models as special cases: for example, lettingFH and Fprog be exponential

distributions results in the Markov mixture model of Seigneurin et al. (2011), andy = 0

recovers the purely progressive model of Shen and Zelen (1999, 2001).

Introducing the indolence indicator I , which equals 1 if the cancer is indolent and 0
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otherwise, one can express the distribution(4.2) hierarchically as

I � Ber(y ), (4.3)

sP | I �

#
d8 , I = 1

Fprog, I = 0
, (4.4)

where Ber(p) denotes the Bernoulli distribution with probability parameter p.

4.3 Likelihood and inferential methodology
4.3.1 Likelihood of complete data

Consider a sample ofn individuals that evolve independently, and let the subscript

i = 1, . . . ,n refer to quantities related to the ith individual. I refer to the data for individual

i asX i =
�
Ii , t HP

i , t PC
i

�
and write X = ( X1, . . . ,Xn) for the data of the entire population. By

independence between the individuals, the likelihood of the process described by equations

(4.1)-(4.4) factorizes as

L̃(q, y ; X) =
n¹

i= 1

L̃i (q, y ; X i ) (4.5)

where

L̃i (q, y ; X i ) =

$
'&

'%

SH (ci � t0; q) , ci   t HP
i

fH
�
sH

i ; q
�

fI( Ii ; y )Sprog
�
ci � t HP

i ; q
� 1� Ii , t HP

i ¤ ci   t PC
i

fH
�
sH

i ; q
�

(1 � y ) fprog
�
sP

i ; q
�

, t PC
i ¤ ci

. (4.6)

is the likelihood of personi observed until their censoring ageci . Here, f� and S� are the

density and survival functions of the corresponding distributionF�, and fI is the probability

mass function of the Bernoulli distribution (4.3).

One can understand the individual likelihood (4.6) as follows. The contribution of a

person i to the likelihood L̃(q; X) depends on which compartment they are in at ageci . If

individual i does not develop pre-clinical cancer by the censoring age
�
ci   t HP

i

�
, then their

contribution is the survival function SH (ci � t0; q) of FH. If they develop pre-clinical cancer

but not clinical cancer by the censoring time
�
t HP

i ¤ ci   t PC
i

�
, then their contribution

consists of the product of the density fH
�
sH

i ; q
�

of FH, the Bernoulli probability mass
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function of the indolence indicator fI( Ii ; y ), and Sprog
�
ci � t HP

i ; q
� 1� Ii which is either the

constant function 1 for indolent cases( Ii = 1) or the survival function of Fprog for progressive

cases (Ii = 0). Finally, if the individual develops clinical cancer by the censoring time
�
t PC

i ¤ ci
�
, then their contribution is the product of fH

�
sH

i ; q
�
, the probability 1 � y of a

progressive cancer, and the densityfprog
�
sP

i ; q
�

of distribution Fprog.

4.3.2 Partially observed data

I now turn my attention to real-world data sources, such as prospective screening trials

and observational screening cohorts. In such settings, the data consist of a series of screens

and associated results, as well as clinical cancer diagnoses. Letni denote the number

of screens available for personi, with their age and outcome at each of these screening

times contained in the vectors
�
t i
1, . . .t i

ni

�
and

�
Oi

1, . . .Oi
ni

�
P t0, 1uni , respectively, where

t i
1 = ei corresponds to the age at study entry. These data are complemented by the time

tPC
i = min

 
ci , t PC

i

(
, which corresponds to either the age of diagnosis with a screen-detected

cancer, the age of diagnosis with a clinical cancer, or to the age of censoring otherwise.

I assume that the screening ages are non-informative, that is, that they areignorable or

independent of the disease process and of the model parameters. Under this assumption, I

may condition on them in the analysis (Gelman et al., 2013). I therefore denote the observed

data of individual i with Yi =
�
Oi

1, . . . ,Oi
ni

, tPC
i

�
conditionally on the ignorable screen ages

(t i
1, . . . ,t i

ni
), and write Y = ( Y1, . . . ,Yn). Tables 4.2d and 4.2e present the observed data of

a sample of three individuals for illustration.

The screening outcomes are modeled as mutually independent Bernoulli random vari-

ables

Oi
j � Ber

�
pi

j

�
, j = 1, . . . ,ni , i = 1, . . . ,n, where pi

j =

#
0, t i

j   t HP
i

b, t HP
i ¤ t i

j   t PC
i

.

(4.7)

Equation (4.7) indicates that the probability of positive screen, pi
j , is 0 when a person

is in the H compartment, while it is b when they are in P; the parameter b P [0, 1]
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corresponds to thescreening sensitivity and is not assumed to be known. Upon a cancer

diagnosis�whether clinical or screen-detected�an individual receives treatment and leaves

the screening program, implying that any positive screen is the last screen of the individual.

Consequently, pi
j need not be de�ned whent i

j ¡ t PC
i .

The observed data partition the individuals into three groups. The censored group

consists of individuals with no positive screens and who do not develop a clinical cancer

before their censoring age. These individuals either remain inH until their censoring age,

or transition into P and remain there until their censoring age; any screens conducted when

they are in P are false negatives (see Figure 4.2a). Thescreen-detectedgroup includes

individuals with a positive screen (see Figure 4.2b). Finally, theinterval-detected group

contains those with no positive screen, but whose cancer reaches the clinical stage before

their censoring age (see Figure 4.2c). These individuals may or may not have false negative

screens.

4.3.3 Bayesian inference

I now describe how to conduct Bayesian inference to �t the semi-Markov model de�ned

by Equations (4.1)-(4.4) to censored dataY. By Bayes Theorem,

p (q, y , b | Y)9 p (q, y , b)L(q, y , b; Y)

where p (q, y , b) is the prior distribution of the parameters q, y and b, and the marginal

likelihood

L(q, y , b; Y) =
»

f (Y | x, q, y , b)L(q, y ; x)dx, (4.8)

is related to the complete-data likelihood(4.5)via integration. Equation (4.8)integrates over

all the possible clinical histories of the individuals consistent with the observed data. No

general closed-form expression for this integral exists in the semi-Markov case (Hsieh et al.,

2002), and numerical integration over this high-dimensional latent space is computationally

prohibitive.

To overcome this di�cult integration step, data-augmented MCMC takes advantage of
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the tractable form of the complete-data likelihood (4.5). The observed dataY are augmented

with the latent variables Z such that the two expressionL(q, y ; Z) and f (Y | q, y , b, Z) have

closed-form expressions. One can then use Markov chain Monte Carlo to sample from the

joint posterior distribution

p (q, y , b, Z | Y)9 f (Y | q, y , b, Z)L(q, y ; Z)p (q, y , b). (4.9)

Given M ¥ 1 MCMC draws
! �

q(m) , y (m) , b(m) , Z (m)
� ) M

m= 1
, marginalizing out latent vari-

ablesa posteriori is trivial. The empirical distribution of the draws
! �

q(m) , y (m) , b(m)
� ) M

m= 1

form an approximation to the original distribution of interest p (q, y , b | Y). In other words,

simply ignoring the latent variables in each posterior sample yields a valid marginal poste-

rior of the parameters of interest. Similarly, the empirical distribution of
!

Z (m)
) M

m= 1
form

an approximation of p (Z | Y).

An advantage of the Bayesian formulation is that inference is not limited to the orig-

inal parameters, q, y , b and Z. The posterior distribution p (g(.) | Y) of any func-

tional g(q, y , b, Z) is approximated by the transformed sample
!

g(m)
) M

m= 1
, with g(m) =

g
�

q(m) , y (m) , b(m) , Z (m)
�

. For instance, in Section 4.6, I will be interested ing being the

overdiagnosis rate.

In the cancer model, the latent variablesZ consist of the unknown transition ages intoP

and the indolent status of each individual. I write Z = ( Z1, . . . ,Zn), whereZ i =
�
ZHP

i , Z I
i

�

are the latent variables of individual i. ZHP
i P (t0, ci ] Y ? denotes the pre-clinical onset age

and Z I
i P t0, 1u the indolent status. Here, ? indicates the event that the corresponding

transition age is larger than ci .

Upon introducing these latent variables, I obtain closed-form expressions forL(q, y ; Z)

and f (Y | q, y , b, Z). First, by independence, one has

L(q, y ; Z) =
n¹

i= 1

Li (q, y ; Z i ) =
n¹

i= 1

L̃i (q, y ; Z i )/ Ni (q, y , ei ), (4.10)
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where

L̃i (q, y ; Z i )9 f (Z i | q, y ) =

#
SH (ci � t0; q) , ZHP

i = ?
fH

�
ZHP

i � t0; q
�

fI(Z I
i ; y ), ZHP

i ¤ ci
, (4.11)

and

Ni (q, y , ei ) = Pr(t PC
i ¡ ei | q, y )

= Pr( Ii = 1) + Pr
�

Ii = 0,t HP
i ¡ ei

�
+ Pr

�
Ii = 0,t HP

i   ei   t PC
i

�

= Pr( Ii = 1) + Pr( Ii = 0) Pr
�

t HP
i ¡ ei | Ii = 0

�

+ Pr( Ii = 0) Pr
�

t HP
i   ei , ei   t PC

i | Ii = 0
�

= y + ( 1 � y )
�
SH (ei � t0; q) +

» ei

t0

fH(t � t0; q)Sprog (ei � t; q) dt
�

. (4.12)

scale the contribution from personi by the probability that they did not develop clinical

cancer before entering the study at ageei . The inclusion of the factor (4.12) in the likeli-

hood (4.10) comes from the fact that data from cohort analyses are left-truncated: study

participants that developed clinical cancer before the study are excluded. Therefore, I con-

dition on the fact that the individuals in the sample have not developed clinical cancer

before entering the study. As long asfH and Sprog are continuous and bounded, the uni-

variate integral in (4.12) is easy to approximate numerically using a quadrature rule (e.g.,

the function integrate in baseR).

Second, by independence, I have

f (Y | q, y , b, Z) =
n¹

i= 1

f (Yi | Z i , q, y , b), (4.13)

where

f (Yi | Z i , q, y , b) = ft

�
tPC
i | Z i , q

�
fO

�
Oi

1, . . . ,Oi
ni

| Z i , b
�

; (4.14)
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the distribution of the right-censored clinical onset age is

ft

�
tPC
i | Z i , q

�
=

#
dci

�
tPC
i

�
, ZHP

i = ?

Sprog
�
ci � ZHP

i ; q
� 1� Z I

i dci

�
tPC
i

�
+ fprog

�
tPC
i � ZHP

i ; q
�

dt PC
i

�
tPC
i

�
, ZHP

i ¤ ci
,

(4.15)

and the distribution of the screen outcomes is

fO
�

Oi
1, . . . ,Oi

ni
| Z i , b

�
=

ni¹

j= 1

�
pi

j

� Oi
j
�

1 � pi
j

� 1� Oi
j
= bm+

i (1 � b)m�
i , (4.16)

where m+
i =

° ni
j= 1 Oi

j denotes the number positive screens of personi, and

m�
i =

°
j :ZHP

i ¤ t i
j

�
1 � Oi

j

�
their number of false negative screens.

4.3.3.1 Prior speci�cation

While the sampling methodology applies to any prior formulation p (q, y , b), I assume

for convenience here that the parameters are independenta priori

p (q, y , b) = p (q)p (y )p (b), (4.17)

Moreover, I specify the prior distribution of b to be p (b) = Be(ab, bb) and that of y to be

p (b) = Be(ab, bb), whereBe(a, b) denotes to the beta distribution with density proportional

to xa� 1(1 � x)b� 1. The choice of a beta prior distribution for b is motivated by conjugacy;

see Theorem 12, which holds for any choice ofFH and Fprog.

Theorem 12 (Conjugacy). If b is independent of the other parameters a priori, then the beta

distribution is conjugate to the conditional likelihood in(4.9) for b. In particular, under the prior

distribution

p (q, y , b) = p (q, y )p (b), p (b) = Be(a, b), (4.18)

the full conditional distribution ofb is

p (b | q, y , Z, Y) = Be
�
a+ m+ , b+ m� �

, (4.19)
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with m+ =
° n

i= 1 m+
i and m� =

° n
i= 1 m�

i the total number of true positive and false negative

screens in the sample, respectively.

Proof. From Equations (4.9), (4.13) and (4.18), the joint distribution of (q, y , b, Z, Y) is

p (q, y , b, Z, Y) = p (q, y , b) f (Y | q, y , b, Z)L(q, y ; Z)

= p (b)p (q, y )bm+
(1 � b)m�

n¹

i= 1

ft

�
tPC
i | Zi , q

�
L(q, y ; Z), (4.20)

From Equation (4.20), the full conditional distribution of b is, by proportionality,

p (b | q, y , Z, Y)9 p (q, y , b, Z, Y)

9 p (b)bm+
(1 � b)m�

9 ba+ m+ � 1(1 � b)b+ m� � 1,

which is the kernel of the distribution Be(a+ m+ , b+ m� ).

4.4 Markov chain Monte Carlo scheme

I construct a data-augmented Markov chain Monte Carlo sampler that alternates be-

tween a Gibbs step forb, univariate Metropolis-Hastings steps for the elements ofq, and

for ZHP
1 , . . . ,ZHP

n , and a block Metropolis-Hastings step for
�
y , Z I

1, . . . ,Z I
n

�
. Updating y

and
�
Z I

1, . . . ,Z I
n

�
jointly is advantageous because these quantities are highly correlateda

posteriori. This sampling scheme is summarized in Algorithm 5. Methodologically, the

elements ofq could be jointly updated in a block Metropolis-Hastings step which may lead

to further e�ciency gains, though I do not explore this here.

Next, I brie�y review Gibbs and Metropolis-Hastings updates (S. Brooks et al., 2011).

The Gibbs step for b proceeds by drawing a new value for this parameter from its full

conditional distribution (4.19) given the most recent values ofZ. A Metropolis-Hasting

step proceeds as follows. Consider the random vector(z, h) where z and h are random

vectors and from which I wish to updatez. Given current values ( z̃, h̃), a candidate value

z� is drawn from a proposal distribution with density q(z | z̃, h̃), and is accepted with
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Algorithm 5 Data-augmented Markov chain Monte Carlo

Require: a number of iterations M, initial values (q(0) , y (0) , b(0) ), and observed data Y

Z (0) Ð initialize
�

q(0) , y (0) , b(0)
�

for m = 1, . . . ,M do
b(m) � p (b | �) [Gibbs update, c.f. Theorem 12]
for j = 1, . . . ,|q| do

q(m)
j Ð Metropolis-Hasting

�
qj ; �

�
[update the jth element of q]

end for
for i = 1, . . . ,n do

�
ZHP

i

� (m)
Ð Metropolis-Hasting

�
ZHP

i ; �
�

end for
y (m) ,

�
Z I

1, . . . ,Z I
n

� (m)
Ð Metropolis-Hasting

�
y , Z I

1, . . . ,Z I
n; �

�

end for

return
! �

q(m) , y (m) , b(m) , Z (m)
� ) M

m= 1

probability

a
�
z̃, h̃ Ñ z� , h̃

�
= min

#

1,
p (z� , h̃) q

�
z̃ | z� , h̃

�

p
�
z(m) , h̃

�
q

�
z� | z̃, h̃

�

+

= min

#

1,
p (z� | h̃) q

�
z̃ | z� , h̃

�

p
�
z(m) | h̃

�
q

�
z� | z̃, h̃

�

+

,

(4.21)

where p (h, z) is the density of the target distribution; otherwise, the current value is kept.

The proposal distributions for ZHP
i and

�
y , Z I

1, . . . ,Z I
n

�
are described in Sections 4.4.1 are

4.4.2 respectively. Naturally, the proposal distributions for the elements ofq depend on the

choice ofFH and Fprog.

4.4.1 Metropolis-Hastings update for ZHP
i

The e�ciency of the Metropolis-Hastings steps for ZHP
1 , . . . ,ZHP

n is central to the overall

e�ciency of the proposed data-augmented Markov chain Monte Carlo sampler. I construct

a proposal distribution for ZHP
i that is independent of the current value of this latent

variable; a higher acceptance rate, therefore, results in better mixing. To this end, I design

a proposal distribution that is close to the full conditional p
�
ZHP

i | �
�
. The support of

p
�
ZHP

i | �
�

is (t0, ci ] Y ? for individuals in the censored group and(t0, ci ] for those in the

screen-detected and interval-detected groups. I therefore consider a proposal distribution

with a positive density on the interval (t0, ci ] and a point mass at? for the censored group
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and a proposal distribution with a positive density on the interval (t0, ci ] for the screen-

detected and interval-detected groups. The exact form of the proposal distribution depends

on the group of the individual.

4.4.1.1 Censored group

For an individual i in the censored group, the observed data consist ofni negative

screens andtPC
i = ci . The support of the full conditional distribution of ZHP

i is (t0, ci ] Y ? ,

and from Equations (4.9), (4.11)and (4.14), (4.15), its density is

p
�

ZHP
i | �

�
9 Li (q, y ; ZHP

i , Z I
i ) ft

�
tPC
i | ZHP

i , Z I
i , q

�
fO

�
Oi

1, . . . ,Oi
ni

| ZHP
i , b

�

9 d?

�
ZHP

i

�
SH(ci � t0)bm+

i (1 � b)m�
i (ZHP

i )

+ d(t0,ci )

�
ZHP

i

�
fH

�
ZHP

i � t0; q
�

Sprog

�
ci � ZHP

i ; q
� 1� Z I

i
bm+

i (1 � b)m�
i (ZHP

i )

= d?

�
ZHP

i

�
SH(ci � t0)

+ d(t0,ci )

�
ZHP

i

�
fH

�
ZHP

i � t0; q
�

Sprog

�
ci � ZHP

i ; q
� 1� Z I

i
(1 � b)m�

i (ZHP
i ) .

(4.22)

Here m+
i = 0 because personi does not have any positive screen, the notationm�

i

�
ZHP

i

�

emphasizes that the number of false negative screens is a function of the latent variable

ZHP
i , and the equality holds becausem�

i (? ) = 0. The full conditional (4.22) has a point

mass at? and a positive density on(t0, ci ]. The integer-valued quantity m�
�
ZHP

i

�
induces

discontinuities, as shown in Figure 4.3a.

I construct a proposal distribution for the Metropolis-Hastings step that mimics the

full conditional (4.22). First, the proposal has a point mass component at? with weight

proportional to SH(ci � t0). The density component is constructed as a mixture distribution

with a discontinuous density proportional to fH
�
ZHP

i � t0; q
�

(1 � b)m�
i (ZHP

i ) . The expres-

sion is designed to be equal to the full conditional distribution whenever the pre-clinical

cancer is indolent (Z I
i = 1), and otherwise only di�ers by the factor Sprog

�
ci � ZHP

i ; q
�

for

the case of progressive pre-clinical cancer (Z I
i = 0). The mixture components are truncated
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Weibull distributions restricted to non-overlapping supports de�ned by the inter-screen

intervals. Over the kth inter-screen interval (t i
k� 1, t i

k], the truncated Weibull density of

the corresponding mixture component is proportional to fH
�
ZHP

i � t0; q
�
, and its mixture

weight is proportional to

» t i
j

t i
j� 1

fH
�

ZHP
i � t0; q

�
(1 � b)ni + 1� kdZHP

i

= ( 1 � b)ni + 1� k
h
FH

�
t i
k � t0; q

�
� FH

�
t i
k� 1 � t0; q

�i
.

I choose to construct a mixture distribution whose continuous component has a density

proportional to fH
�
ZHP

i � t0; q
�

(1 � b)m�
i (ZHP

i ) instead of

fH
�
ZHP

i � t0; q
�

Sprog
�
ci � ZHP

i ; q
� 1� Z I

i (1 � b)m�
i (ZHP

i ) because the extra term

Sprog
�
ci � ZHP

i ; q
� 1� Z I

i makes the mixture components and weights intractable.

Putting everything together gives the mixed proposal distribution

q
�

ZHP
i | �

�
= pi

0d?

�
ZHP

i

�
+

ni + 1¸

k= 1

pi
kTrunc-FH

�
ZHP

i � t0; q, t i
k� 1 � t0, t i

k � t0

�
(4.23)

where Trunc-FH(.;q, l , u) is the distribution FH truncated to the interval ( l , u], and where I

set t i
0 = t0 and t i

ni + 1 = ci . The mixture weights are

pi
09 SH(ci � t0), (4.24)

pi
k9 (1 � b)ni + 1� k

h
FH

�
t i
k � t0; q

�
� FH

�
t i
k� 1 � t0; q

�i
, k = 1, . . . ,ni + 1. (4.25)

Here FH is the cumulative distribution function of FH. Becausepi
k ¡ 0,@k, Equations (4.23)-

(4.25)de�ne a mixed distribution with a strictly positive density on its support (t0, ci ] Y ? .

I sample from this distribution in a two-step procedure. First, I draw the index k P

t 0, . . . ,ni + 1u from the categorical distribution with weights p0, . . . ,pni + 1. The index k = 0

corresponds to the event that theP transition occurs after the censoring time, the index

k = 1 that it occurs occurs betweent0 and the �rst screen, the index k = 2, . . . ,ni that it

occurs between the(k � 1)th and the kth screen, and the indexk = ni + 1 that it occurs
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between the last screen and the censoring age. Second, I sampleZHP
i conditionally on k as

follows

ZHP
i | k �

#
d?

�
ZHP

i

�
, k = 0

Trunc-FH
�
ZHP

i � t0; q, t i
k� 1 � t0, t i

k � t0
�

, k = 1, . . . ,ni + 1
, (4.26)

This produces a proposal from(4.23), which is then accepted or rejected according to

Equation (4.21) in the Metropolis-Hastings step.

4.4.1.2 Screen-detected cancer group

The observed data for individual i in the screen-detected group consist of negative

screens followed by a positive screen att i
ni

= ci . The support of the full conditional

distribution of ZHP
i is (t0, ci ], and its density is

p
�

ZHP
i | �

�
9 fH

�
ZHP

i � t0; q
�

Sprog

�
ci � ZHP

i ; q
� 1� Z I

i
bm+

(1 � b)m� (ZHP
i ) , (4.27)

where bm+
= b is a constant which I can drop by proportionality.

Following the same reasoning as in Section 4.4.1.1, I construct a proposal distribution

consisting of a mixture of non-overlapping truncated Weibull distribution mimicking the

full conditional (4.27). The proposal distribution is

q
�

ZHP
i | �

�
=

ni¸

k= 1

pi
kTrunc-FH

�
ZHP

i � t0; q, t i
k� 1 � t0, t i

k � t0

�
, (4.28)

where t i
0 = t0, and the mixture weights are

pi
k9 (1 � b)ni � k

h
FH

�
t i
k � t0; q

�
� FH

�
t i
k� 1 � t0; q

�i
, k = 1, . . . ,ni . (4.29)

Equations (4.28)-(4.29)de�ne a mixture distribution with a positive density on (t0, ci ] from

which I sample following the two-step procedure described in Section 4.4.1.1.

4.4.1.3 Interval cancer group

In the interval cancer group, the observed data for individual i consist of a series of

negative screens followed by a clinical diagnosis at timetPC
i = t PC

i . Moreover, I haveZ I
i = 0,
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because the individual's pre-clinical cancer was necessarily progressive. The support of the

full conditional distribution of ZHP
i is (t0, ci ], and its density is

p
�

ZHP
i | �

�
9 fH

�
ZHP

i � t0; q
�

fprog

�
ci � ZHP

i ; q
�

(1 � b)m� (ZHP
i ) . (4.30)

As a proposal distribution, I employ the mixture distribution with density

q
�

ZHP
i | �

�
=

ni + 1¸

k= 1

pi
kTrunc-FH

�
ZHP

i � t0; q, t i
k� 1 � t0, t i

k � t0

�
, (4.31)

where t i
0 = t0 and t i

n+ 1 = t PC
i , and the mixture weights are

pi
k9 (1 � b)ni + 1� k

h
FH

�
t i
k � t0

�
� FH

�
t i
k� 1 � t0

�i
, k = 1, . . . ,ni + 1. (4.32)

Equations (4.31)-(4.32) de�ne a mixture distribution with a positive density on
�
t0, t PC

i

�

from which I sample following the two-step procedure described in Section 4.4.1.1.

As illustrated in Figure 4.3, the three proposal distributions (4.23), (4.28) and (4.31)

all closely match their corresponding full conditional distributions, resulting in a high ac-

ceptance rate in the Metropolis-Hastings steps (see also the simulations and case study in

Sections 4.5-4.6). Notably, for the censored group, in the case of an indolent pre-clinical

cancer the proposal distribution matches exactly the full conditional distribution and in the

case of a progressive pre-clinical cancer the proposal distribution�which ignores the term

S�is close to the full conditional distribution (see Figures 4.3a). Moreover, the proposals

do not depend onZ I
i , a fact that will be useful in Section 4.4.4.

4.4.2 Joint Metropolis-Hastings update for
�
y , Z I

1, . . . ,Z I
n
�

I update y and the vector
�
Z I

1, . . . ,Z I
n

�
jointly because these two objects are highly

correlated a posteriori due to the observed data providing little information about the

latent indolent status of individuals in the censored and screen-detected groups. At iteration

m = 1, . . . ,M of the sampler, I use the sequential proposal distribution

q
�

y � , Z I
1, . . . ,Z I

n | y (m) , .
�

= qy

�
y � | y (m)

�
qI

��
Z I

1, . . . ,Z I
n

� �
| y � , .

�
, (4.33)
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which �rst samples a new valuey � and then samples a new vector
�
Z I

1, . . . ,Z I
n

� �
condition-

ally on y � .

The proposal distribution qy

�
y � | y (m)

�
corresponds to a Gaussian distribution with

re�ection at 0 and 1, ensuring that y � P [0, 1]. Simple algebra shows that the proposal

distribution qy is symmetric, and its variancee is a tuning parameter. If e is too small,

the Markov chain will take small steps, ine�ciently exploring the space of y , while if e is

too large, most proposed values will be rejected, resulting in a Markov chain that is often

stuck at the same location. In the implementation of the sampler, I tune the value ofe to

reach a pre-speci�ed acceptance rate during an warmup phase using the adaptive procedure

described in (Ho�man, Gelman, et al., 2014), and then �x e for the remaining iterations.

Details of the adaptive procedure are provided in Appendix D.

Next,
�
Z I

1, . . . ,Z I
n

� �
is sampled conditionally ony � by drawing each Z I

i independently

from its full conditional distribution given y � . If a personi belongs to the interval-detected

group, I set Z I
i = 0, because their cancer is necessarily progressive; otherwise, I let

p (Z I
i | y � , .) = Ber(qi ), (4.34)

where

qi = Pr
�

Z I
i = 1 | y � , �

�
=

Li
�
Z I

i = 1;y � , �
�

Li
�
Z I

i = 0;y � , �
�

+ Li
�
Z I

i = 1;y � , �
� , (4.35)

with

Li (Z I
i ; y � , �) =

#
Ber(Z I

i ; y ), ZHP
i = ?

Ber(Z I
i ; y )Sprog

�
ci � ZHP

i ; q
� 1� Z I

i , ZHP
i ¤ ci

, (4.36)

the likelihood of Z I
i .

4.4.3 Metropolis-Hastings update for q

I update the elements of q in separate univariate Metropolis-Hastings steps using a

Gaussian proposal. Complete details of these steps are described in Appendix A.
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4.4.4 Initialization of the sampler

To initialize the sampling algorithm, one only needs to specify the initial values of

(q, y , b). Given some initial values
�

q(0) , y (0) , b(0)
�

, I generate the initial values of the latent

variables using the proposal distributions of the Metropolis-Hastings steps. Speci�cally,

the initial values ZHP
1

(0)
, . . . ,ZHP

n
(0)

are generated independently using the distributions

(4.23), (4.28) and (4.31) based on the group�censored, screen-detected cancer or interval

cancer�of each individual, and Z I
1
(0)

, . . . ,Z I
n

(0)
are independently generated from(4.34)

conditionally on ZHP
1

(0)
, . . . ,ZHP

n
(0)

.

4.4.5 Theoretical guarantees

Theorem 13 shows that the Markov chain underlying the data-augmented Markov chain

Monte Carlo sampler is ergodic. The ergodic theorem, therefore, holds for anyp -integrable

function h, and the estimator h̄M = 1
M

° M
i= m h

�
q(m) , y (m) , b(m) , Z (m)

�
is asymptotically

consistent for Ep h under any initial distribution (Billingsley, 2017).

Theorem 13 (Ergodicity) . The Markov chain
! �

q(m) , y (m) , b(m) , z(m)
� ) M

m= 1
underlying the

data-augmented Markov chain Monte Algorithm algorithm described in this article is ergodic.

Proof. I follow the proof of Morsomme and Xu (2022). By construction, the distribution

p (q, y , b, Z | Y) is invariant for the kernels Pb, Pq, PZHP
i

(for i = 1, . . . ,n) and Py ,Z I that

respectively update b, q, ZHP
i and

�
y , Z I

1, . . . ,Z I
n

�
. The distribution p (q, y , b, Z | Y) is,

therefore, also invariant for the composite kernel P = PbPqPZHP
1

. . .PZHP
n

Py ,Z I (Tierney,

1994). Moreover, as each kernel is strictly positive, P is also strictly positive. As a result,

the chain is p -irreducible and aperiodic. The chain is, therefore, positive Harris recurrent

and thus ergodic.

4.4.6 Model comparison

Mis-specifying a model of cancer natural history can lead to biased inference (Cheung

et al., 2022). To identify speci�cations for FH and Fprog that �t the data well, I compare the
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predictive �t of models with di�erent choices for these distributions. I accomplish this by

extending approximate leave-one-out cross-validation (ALOOCV) (Gelfand, 1995; Gelfand

et al., 1992; Vehtari et al., 2017) to the class of latent variable models. While exact cross-

validation requires �tting the model multiple times, approximate cross-validation can be

easily computed from the posterior draws of a MCMC sampler. The procedure is straight-

forward to implement, and enables the user to conduct a hypothesis test for the di�erence

in predictive �t between models.

I de�ne the leave-one-out out-of-sample predictive �t as

pf =
n¸

i= 1

log( f (yi | Y� i )) , (4.37)

where Y� i = ( Y1, . . . ,Yi � 1,Yi+ 1, . . . ,Yn) denotes the data set without theith subject and

f (yi | Y� i ) =
»

f (yi | q, y , b)p (q, y , b | Y� i )dqdy db, (4.38)

is the predictive density for subject i given the data of the other subjects. Models with

larger predictive �t are preferred.

I approximate the integral in Equation (4.38)using the importance sampling estimator

f̂ (yi | Y� i ) =
° M

m= 1 r (m)
i f (yi | q(m) , y (m) , b(m) )

° M
m= 1 r (m)

i

, (4.39)

with importance weight r (m)
i = p (q,y ,b|Y� i )

g(q(m) ,y (m) ,b(m)) for some proposal distribution g.

Vehtari et al. (2017) suggest to choose

g(q, y , b) = p (q, y , b | Y) (4.40)

for two reasons. First, for large samplesp (q, y , b | Y) tends to be similar to p (q, y , b | Y� i ),

making it a suitable proposal distribution for importance sampling. Second, by construc-

tion, once the Markov chain has reached stationarity the draws
! �

q(m) , y (m) , b(m)
� )

m
come
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from p (q, y , b | Y), making the proposal(4.40) straightforward to implement. This choice

of proposal results in the importance weight

r (m)
i =

p
�

q(m) , y (m) , b(m) | Y� i

�

p
�
q(m) , y (m) , b(m) | Y

�

9
f

�
Y� i | q(m) , y (m) , b(m)

�

f
�
Y | q(m) , y (m) , b(m)

�

=
1

f
�
yi | q(m) , y (m) , b(m)

� ,

giving the estimator

f̂ (yi | Y� i ) =

 
1
M

M̧

m= 1

1
f

�
yi | q(m) , y (m) , b(m)

�

! � 1

, (4.41)

where
! �

q(m) , y (m) , b(m)
� )

m
correspond to the posterior draws of the MCMC sampler.

Finally, I estimate the out-of-sample predictive �t (4.37)with

ppf =
n¸

i= 1

log( f̂ (yi | Y� i )) = �
n¸

i= 1

log

 
1
M

M̧

m= 1

1
f

�
yi | q(m) , y (m) , b(m)

�

!

. (4.42)

4.4.6.1 Estimating f (yi | q, y , b)

For the proposed model, the likelihood f (yi | q, y , b) does not admit a closed-form

expression. I use importance sampling to estimate this quantity, taking advantage of the

expression

f (yi | q, y , b) =
»

f (yi , Zi | q, y , b) dZi

=
»

f (yi | q, y , b, Zi ) f (Zi | q, y , b) dZi . (4.43)

Equation (4.43)suggests the importance sampling estimate

f̂ (yi | q, y , b) =
1
J

J¸

j= 1

f
�

yi | q, y , b, Z j
i

�
wj ,
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with importance weights wj =
f
�

Z j
i |q,y ,b

�

q
�

Z j
i

� for some proposal distribution q.

I chooseq to correspond to the independent Metropolis-Hastings proposal distributions

for the latent variables described in Sections 4.4.1-4.4.2,

q(Zi ) = qHP

�
ZHP

i | �
�

qI

�
Z I

i | ZHP
i , �

�
, (4.44)

with qHP corresponding to Equation 4.23, 4.28 or 4.31 depending on the group of individual

i, and qI corresponding to Equation 4.34. I sampleZi � q sequentially, �rst sampling

ZHP
i � qHP and then sampling Z I

i | ZHP
i � qI.

Substituting f̂ (yi | q, y , b) for f (yi | q, y , b) in (4.42)gives the predictive �t estimate

ppf =
n¸

i= 1

log( f̂ (yi | Y� i )) = �
n¸

i= 1

log

0

@ 1
M

M̧

m= 1

1
1
J

° J
j= 1 f

�
yi | q, y , b, Z j

i

�
wj

1

A . (4.45)

Appendix B describes at-test of the hypothesis that two models have the same predictive

�t (4.37).

4.4.7 Model implementation

The methodology described in Section 4.3.3 applies to any continuous distributionFH

and Fprog on the positive line. For the simulations in Section 4.5 and the case study

in Section 4.6, I chooseFH = Wei( l H, aH) and Fprog = Wei( l prog, aprog), with Wei( l , a)

denoting the Weibull distribution with rate l ¡ 0 and shapea ¡ 0, and whose density

is proportional to xa� 1 expt� l xau. The Weibull choice has several advantages, including

�exibility and interpretability: if a ¡ 1 (a   1), the hazard function increases (decreases)

with age as 9 ta� 1; and if a = 1, it corresponds to the exponential distribution with a

constant hazard function. In addition, the survival function of the Weibull distribution has

a closed-form expression, and its cumulative distribution function can be inverted, enabling

e�cient sampling from Trunc-FH in (4.23), (4.28)and (4.31).

The MCMC sampler is implemented in the programming languageC++for e�ciency.

The sampler is fast, scaling to cohort studies with tens of thousands of individuals. For
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convenience, theC++implementation is made available in the programming languageRvia

the Rpackagebaclava with the help the packageRCPP(Eddelbuettel & François, 2011). In

the MCMC runs in Sections 4.5-4.6, I keep103 thinned draws post warm-up phase due to

memory constraints.

4.5 Performance on simulated data

To examine the mixing properties of the proposed MCMC sampling algorithm, I run

multiple chains initialized at over-dispersed values on a simulated dataset and compute the

potential scale reduction factor (S. P. Brooks & Gelman, 1998; Gelman & Rubin, 1992),

the e�ective sample size and traceplots.

For the purposes of a synthetic dataset, I set the starting age for non-zero onset hazard to

t0 = 30years, and assume a linear increase in both the onset and progression hazards (aH =

aprog = 2). I further set the Weibull rates to l H = 6.5 � 10� 5 and l prog = 3.14� 10� 2,

resulting in a cumulative risk of pre-clinical onset by age80 of 15%, and a mean sojourn

time of mprog = 5 years. Finally, I set the indolent probability to y = 0.1 and the screen

sensitivity to b = 0.85. I simulate the natural histories of cancer amongn = 40, 000

individuals (see Appendix C for the distributions of screening and censoring ages).

I employ the independent prior distributions

p ( l H, l prog, y , b) = p ( l H)p ( l prog)p (y )p (b)

with

p ( l H) = Ga(1, 0.01), p ( l prog) = Ga(1, 0.01), p (y ) = Be(1, 1), p (b) = Be(38.5, 5.8)

I choose these prior distributions for their �exibility and, in the case of p (b), for its conju-

gacy (see Theorem 12). The prior distribution onl H, l prog and y are weakly informative,

and that of b places95% of its mass on the interval (0.76, 0.95), re�ecting prior empirical

data on the performance of mammography screening about that parameter (Lehman et al.,

2017).
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Table 4.1: Performance of the MCMC sampler on simulated data.

Parameter
Potential scale

reduction factor
Effective

sample size

l H 1.0005 11, 728
l prog 1.0027 2, 731
y 1.002 2, 568
b 1.0013 6, 497

Next, I apply the MCMC sampler to the synthetic dataset and estimate the values of

the parametersl H, l prog, y and b. I independently run 20 MCMC samplers initialized at

over-dispersed values of these parameters; the latent variables need not be initialized, see

Section 4.4.4. The initial valuesl (0,m)
H , l (0,m)

prog , y (0,m) and b(0,m) of the mth sampler (m =

1 . . . , 20) are sampled from a wide interval around the true values, mutually independently,

l (0,m)
H � Unif(2 � 10� 5, 2 � 10� 4), l (0,m)

prog � Unif(10� 2, 10� 1),

y (0,m) � Unif(0, 1), b(0,m) � Unif(0.7, 0.95).

For each chain, I set the warm-up period to104 iterations and run the sampler for

an additional 2 � 104 iterations. Table 4.1 shows that the potential scale reduction fac-

tor, computed on the post warm-up thinned draws with the R packagecoda (Plummer

et al., 2006), is smaller than1.005 for all parameters, indicating that the chains�which

were initialized at over-dispersed values�converged during the warmup phase and mixed

adequately once they reached stationarity (Gelman & Rubin, 1992). This is a remarkable

achievement considering the high dimensional latent space with 80,000 latent variables.

In addition to exploring the parameter space e�ciently, the sampler also explores the

space of the latent variables swiftly. Figure 4.4 displays the MCMC draws of the latent

variables for an individual whose cancer was screen-detected at age58 years, after a series

of �ve consecutive negative screens at ages(46, 48, 51, 53, 55). The traceplots of the indolent

indicator (Figure 4.4a) and the pre-clinical transition time (Figure 4.4b) indicate that the

sampler rapidly explores the latent space. In particular, the frequent switches between the
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values0 and 1 of the binary draws in Figure 4.4a show that the Markov chain is not stuck

in any particular con�guration of the latent variables for any large number of iterations.

An interesting feature of the data augmentation approach is that I obtain a patient-

speci�c estimate of the onset time of pre-clinical cancer, a quantity that is unobservable

in practice. Figure 4.4c illustrates the MCMC approximation of the marginal posterior

distribution p
�
t HP | Y

�
for the above individual with a screen-detected cancer at age 58

years. Because the screening sensitivity is high, it is most likely that the time of onset

took place after the last screen at55 years, less likely that it did between the screens at

ages53 and 55, and extremely unlikely before the screen at age53. As illustrated by the

discontinuities in this histogram, the screens themselves contribute most of the information

available about the unobserved onset age of pre-clinical cancer.

4.6 Application to data from the Breast Cancer Surveillance Con-
sortium

I illustrate the utility of the proposed semi-Markov model and accompanying data-

augmented MCMC sampler with an analysis of the screening and cancer diagnosis his-

tories from participants in the Breast Cancer Surveillance Consortium (BCSC), a large

population-based mammography screening registry in the US (Ballard-Barbash et al., 1997).

The cohort used for this analysis was previously described in Ryser et al. (2022). In brief,

I included n = 35, 986women aged50 to 74 years who received their �rst screening mam-

mogram at a BCSC facility between2000and 2018(Table 4.2).

Following Ryser et al. (2022), I sett0 = 30. I employ the independent prior distributions

p ( l H, l prog, y , b) = p ( l H)p ( l prog)p (y )p (b) with

p ( l H) = Ga(1, 0.01), p ( l prog) = Ga(aprog, bprog),

p (y ) = Be(1, 1), p (b) = Be(38.5, 5.8),

where, for a givenaprog, I choose values forap and bp that induce a weakly informative

distribution on the mean sojourn time mprog with 0.9 mass in the interval (1, 9) years,

re�ecting prior knowledge about breast cancer progression (Figure 4.5a). Figure 4.5b shows
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Table 4.2: Summary of the data from the Breast Cancer Surveillance Consortium (n =
35, 986). IQR: Inter-quartile range.

Characteristic Value

Median (IQR) age at �rst screen, years 56 (52-64)
Median (IQR) number screens 1 (1-3)
Median (IQR) inter-screen interval, years 1.39 (1.05-2.19)
Number of interval-detected cancers 73
Number of screen-detected cancers 645
Number of censored individuals 35, 268

that the prior distributions induced on mprog are similar across di�erent values ofaprog.

4.6.1 Model speci�cation

I consider the 21 models with aH P t1, 1.5, 2, 2.5, 3, 4, 5u and aprog P t1, 1.5, 2u. I �t each

model to the BCSC data and compare them via ALOOCV (see Section 4.4.6). The warm-

up period is set to 2 � 104 iterations and is followed by an additional 5 � 104 iterations,

resulting in an e�ective sample size of at least103 for each model parameter in every setting.

Figure 4.6 displays the predictive �t of the models. The relation between predictive

�t and aH follows a inverted-U shape, and, nominally, the best model �t was achieved at

aH = 4 and aprog = 1. Models with aH ¤ 1.5 and 2 of the 3 models with aH = 2 have

an estimated predictive �t that is signi�cantly di�erent from that of the best model at the

signi�cance level 0.05. This shows that letting the pre-clinical hazard rate increase at least

linearly with age signi�cantly improves the predictive �t of the model for the BCSC data

set. However, the exact speed of the increase�linear, quadratic, etc�cannot be inferred

from the data, probably because the available screens only cover the range50-85 years,

with 97% of them limited to the range 50-75 years. Incidentally, models with a constant

onset rate (aH = 1)�a value widely used in the literature�have the worst predictive �t.

In contrast, aprog does not have a signi�cant impact on the predictive �t. The three lines

in Figure 4.6, which correspond to the three values of this parameter, are extremely close to

one another, and the pairwise di�erences between the predictive �t of models with the same
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aH do not reach statistical signi�cance at a = 0.05. This indicates that the data contain

little information about this parameter. This is to be expected, because the endpoints of

the pre-clinical sojourn times of progressive cancer are mostly unobserved. Indeed, the

start age is never exactly observed; furthermore, as the screens are imperfect, this value is

not even interval censored. In addition, the end age of the sojourn is exactly observed only

for the interval-detected group (0.18% of the sample) and is right-censored for the other

individuals.

This observation drives me to motivate the choice ofaprog biologically. In particular,

I choose a value ofaprog that implies realistic posterior predictive distributions of sojourn

times among progressive cancers. Conditional onl prog, the sojourn time of a progressive

cancer�denoted by sprog�follows the Weibull distribution Wei( l prog, aprog). Its marginal

posterior predictive distribution

p (sprog | Y, aprog) =
»

Wei(sprog; l prog, aprog) p ( l prog | Y, aprog) dl prog, (4.46)

is therefore a rate-mixture of Weibull distributions, in which the Weibull rate is integrated

out. I approximate the posterior distribution p ( l prog | Y, aprog) with the empirical distri-

bution of the MCMC draws
!

l (1)
prog, . . . ,l (M )

prog

)
, giving the Rao-Blackwell estimate of the

posterior predictive distribution (4.46) (Robert et al., 2007)

p̂ (sprog | Y, aprog) =
1
M

M̧

m= 1

Wei
�

sprog; l (m)
prog, aprog

�
. (4.47)

Figure 4.7a presents the estimate(4.47) for the three models with aH = 2.5 and aprog P

t 1, 1.5, 2u. Under aprog = 1, the posterior predictive distribution has a large amount of

mass concentrated at0 and a thick tail to the right. In contrast, under the semi-Markov

models with aprog P t1.5, 2u the density of the posterior predictive distribution has a thin

tail to the right, and no mass concentrated at 0. Figure 4.7b presents the probabilities

that the sojourn time of a future individual is less than 0.5 year or more than 15 years for

the di�erent values of aprog. Under aprog = 1, these probabilities amount to almost 20%
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of progressive cancers with an extremely short or long pre-clinical sojourn time, while for

the models with aprog P t1.5, 2u, they amount to 5.6%and 1.3%respectively. I thus opt for

aprog = 2 because it results in a more realistic model of sojourn times and note that the

user can use any other value for this parameter deemed suitable.

Among the models with aprog = 2, I choose the one withaH = 2.5 because it agrees

with the trend in age-speci�c data from the Surveillance, Epidemiology, and End Results

Program, and its predictive �t is not signi�cantly di�erent from that of the best model.

Figure 4.8 presents the output of the MCMC sampler for the chosen model. The posterior

mean of the indolence probability y is 0.057, with 95% credible interval (0.002� 0.17),

and that of the mean sojourn time of a progressive cancermprog is 5.63 years (95% CI:

4.06� 7.11). Finally, the hazard rate for pre-clinical cancer at age40 is estimated to be

0.59� 10� 3 (95% CI: 0.53� 10� 3 � 0.65� 10� 3) and that at age 80 is estimated to be

6.6� 10� 3 (95% CI: 5.9� 10� 3 � 7.2� 10� 3).

4.6.2 Estimation of the overdiagnosis rate

Using the MCMC draws, one can estimate the posterior of any function of the parame-

ters. Here, I focus on the extent ofoverdiagnosisin a screening program, de�ned as the the

mammographic detection of cancer that would not become clinically evident in the woman's

remaining lifetime. There are two contributing factors to overdiagnosis. First, by de�nition,

every non-progressive cancer that is detected on mammography is overdiagnosed. Second,

progressive screen-detected cancer are overdiagnosed if the time from screen-detection to

death from a cause unrelated to the cancer is shorter than the time from screen-detection

to clinical progression (also referred to as the lead-time). I use the breast cancer natural

history estimates from the BCSC cohort to estimate the overdiagnosis rate in a biennial

screening program from age50 to 74 years. Table 4.3 provides a side-by-side comparison

of the three models with aH = 2.5. The three models yield similar estimate for the over-

diagnosis rate and the respective contribution indolence and mortality from other sources,

showing that these results are robust to the choice ofaprog. This is reassuring given that the

105



ALOOCV procedure was unable to delineate the best value of this parameter. Moreover,

the estimates obtained here are in line with those of Ryser et al. (2022), which are based on

a Markov model with a piece-wise constant onset rate for pre-clinical cancer, corroborating

the claim that approximately 1 in 7 screen-detected breast cancers are overdiagnosed.
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Healthy ( H)

Pre-clinical
cancer (P)

Clinical
cancer (C)

progressive

indolent

(a) Compartmental model for cancer progression with a mixture of progressive and indolent pre-
clinical cancers.

Aget0

(H)

(P)

(C)

Individual 1

Individual 2

t HP
2

Individual 3

t HP
3 t PC

3

(b) Illustration of possible individual clinical trajectories through the compartmental model.

FIGURE 4.1: Compartmental model for cancer progression. Panel (a) depicts the com-
partmental model for the progression of cancer. Panel (b) illustrates possible individual
trajectories through the compartmental model. Individuals start in compartment H. Only
transitions from H to P and from P to C are possible, with compartment P being an absorb-
ing state for indolent individuals and compartment C being absorbing for all others. In
Panel (b), individual 1 does not develop pre-clinical cancer before the end of the observa-
tion period and, therefore, remains in H until that time. Individual 2 develops pre-clinical
cancer at aget HP

2 , at which time they transition to P, but they do not develop clinical
cancer before the end of the observation period and, therefore, remain in P. Note that
the pre-clinical cancer of individual 2 may be either indolent, in which case t PC

2 = 8 , or
progressive with a clinical onset time after the end of the observation period. Individual
3 develops pre-clinical cancer at aget HP

3 and transitions to state P. At age t PC
3 , they de-

velop clinical cancer and thus transition to C. As C is absorbing, the observation period
ends with their transition time into C.
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(a) Censored individual.
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(b) Screen-detected individual.

Age
(in years)

(H)

(P)

(C)

t0 40

O3
1 = 0

45

O3
2 = 0

46

(c) Interval-detected individual

Individual Screen age Screen outcome

1 40 0
1 45 0
2 40 0
2 45 1
3 40 0
3 45 0

(d) Observed screen data for the 3 indi-
viduals corresponding to Figures 4.2a-
4.2c.

Individual tPC
i Censoring age

1 46.5 46.5
2 45 45
3 46 —

(e) Observed right-censored transition
age into C, tPC

i , and censoring age for
the 3 individuals corresponding to Fig-
ures 4.2a-4.2c.

FIGURE 4.2: Observed data for the individuals depicted in Figure 4.1b. Panels (a-c): di-
agram displaying the trajectories and screen results. Panel (d): screen results. Panel (e):
right-censored onset age of clinical cancer. In Panel (a), the individual does not develop
pre-clinical cancer before their censoring age. They are in H at the two screen times, the
two screens are therefore negative. They are censored at age 46.5, 1.5 years after their last
screen. In Panel (b), the individual develops a pre-clinical before age 40. They are in P
when the two screens take place. The �rst screen is a false negative, and the second is
positive. They are censored at age 45, their age at the positive screen. In Panel (c), the
individual develops a pre-clinical cancer between the �rst and second screen and a clini-
cal cancer at 46. Their screen at age 45 is a false negative. The onset time of their clinical
cancer at age 46 is observed.
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