
Practical Solutions to Neural Architecture Search on Applied Machine Learning

by

Tunhou Zhang

Department of Electrical and Computer Engineering
Duke University

Defense Date: March 22, 2024

Approved:

Yiran Chen, Supervisor

Jian Pei

Maria Gorlatova

Miroslav Pajic

Wei Wen

Dissertation submitted in partial fulfillment of the requirements for the degree of
Doctor of Philosophy in the Department of Electrical and Computer Engineering

in the Graduate School of Duke University
2024



ABSTRACT

Practical Solutions to Neural Architecture Search on Applied Machine Learning

by

Tunhou Zhang

Department of Electrical and Computer Engineering
Duke University

Defense Date: March 22, 2024

Approved:

Yiran Chen, Supervisor

Jian Pei

Maria Gorlatova

Miroslav Pajic

Wei Wen

An abstract of a dissertation submitted in partial fulfillment of the requirements for
the degree of Doctor of Philosophy in the Department of Electrical and Computer

Engineering
in the Graduate School of Duke University

2024



Copyright © 2024 by
Tunhou Zhang

All rights reserved except the rights granted by the Creative Commons
Attribution-Noncommercial Licence

http://creativecommons.org/licenses/by-nc/3.0/us/
http://creativecommons.org/licenses/by-nc/3.0/us/


Abstract
The advent of Artificial Intelligence (AI) propels the real world into a new era charac-

terized by remarkable design innovations and groundbreaking design automation, primarily

fueled by Deep Neural Networks (DNN). At the heart of this transformation is the progress

in Automated Machine Learning (AutoML), notably Neural Architecture Search (NAS).

NAS lays a robust foundation for developing algorithms capable of automating design pro-

cesses to determine the optimal architecture for academic benchmarks. However, the real

challenge emerges when adapting NAS for Applied Machine Learning (AML) scenarios:

navigating the complex terrain of design space exploration and exploitation. This complex-

ity arises due to the heterogeneity of data and architectures required by real-world AML

problems, an aspect that traditional NAS approaches struggle to address fully.

To bridge this gap, our research emphasizes creating a flexible search space that reduces

reliance on human-derived architectural assumptions. We introduce innovative techniques

aimed at refining search algorithms to accommodate greater flexibility. By carefully exam-

ining and enhancing search spaces and methodologies, we empower NAS solutions to cater

to practical AML problems. This enables the exploration of broader search spaces, better

performance potential, and lower search process costs.

We start by challenging homogeneous search space design for multi-modality 3D rep-

resentations, proposing “PIDS” to enable joint dimension and interaction search for 3D

point cloud segmentation. We consider two axes on adapting point cloud operators toward

multi-modality data with density, geometry, and order varieties, achieving significant mIOU

improvement on segmentation benchmarks over the state-of-the-art 3D models. To imple-

ment our approach efficiently in recommendation systems, we develop “NASRec” to support

heterogeneous building operators and propose practical solutions to improve the quality of

NAS on Click-Through Rates (CTR) prediction. We propose an end-to-end full architec-

ture search with minimal human priors. We provide practical solutions to tackle scalability

and heterogeneity challenges in NAS, outperforming manually designed models and existing

NAS models on various CTR benchmarks. Finally, we pioneer our effort on industry-scale
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CTR benchmarks and propose DistDNAS to optimize search and serving efficiency, produc-

ing smaller and better recommendation models on a large-scale CTR benchmark. Intuited

by the discoveries in NAS, we additionally uncover the underlying theoretical foundations of

residual learning on computer vision foundation research, and envision the future prospects

of our research on Artificial Intelligence, including Large Language Models, Generative AI

and beyond.
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1. Introduction
The rise of Deep Neural Networks (DNN) provides various opportunities for thriving Ma-

chine Learning applications. Decades ago, researchers pioneered their efforts on recognizing

images with Convolutional Neural Networks (CNN) [KSH12], kicking off the exploration of

deep learning architectures on representation learning. With this great success, numerous

designs of CNN architectures are booming to investigate depth scalability [SZ14; He+16a],

width scalability [ZF14; ZK16; Sze+15; Xie+17], connectivity [Hua+17; Che+17b] and

convolution [Che+17a; How+17] to explore design motifs for high-performing image clas-

sifiers. In the meantime, another line of research questions the efficiency of large-scale

CNN architectures, proposing efficient structures containing lightweight convolution oper-

ators [Ian+16; How+17] and efficient building block designs [San+18; How+19]. All these

approaches are later adopted to various academic benchmarks in Computer Vision [Gir15;

He+17a; Lin+17; Red+16] and Natural Language Processing [MJ01; Dev+18; Vas+17]

to advance foundation research in DNN architectures and identify new design motifs to

advance the performance of DNN backbones.

Based on the aforementioned motifs, research experts introduce Neural Architecture

Search (NAS) as a design automation tool to optimize DNN backbones. NAS aims to

find the best DNN models with specific search and evaluation strategies in a search space.

On academic benchmarks such as image classification, NAS typically uses pre-defined ar-

chitecture motifs and conducts a hyperparameter search to identify the best candidate.

While brutal-forced search [Tan+19a; Zop+18] beats hand-crafted solutions, researchers

find the novelties in bi-level optimization [LSY18; Che+21c; Xu+19; He+20a; Ye+22],

weight-sharing one-shot [Cai+19; Yu+20; Ben+20], surrogate predictor model [Wen+20;

Dud+20; Wu+21] and zero-shot proxies [Mel+21; Bha+23] to speed up the search process,

trading off quality of search for lower resource consumption. Compared to hand-crafted

approaches, NAS consistently achieved better performance and remedied the errors from

hand-crafted design and experimental trials, showcasing strong signals in automating DNN

backbones and advancing AI towards the next era.

1



However, the adoption of NAS is rarely seen beyond academic benchmarks and is even

questionable under more complex scenarios with multi-modalities. For example, most foun-

dational NAS practices [LSY18; Cai+19; Wen+20] focus on image classification tasks and

benchmarks, where a single image input is passed into the Deep Neural Network and a

single softmax distribution is learned via homogeneous convolution blocks. While these

techniques can be directly transferred to Applied Machine Learning (AML), we identify

several challenges in scale and heterogeneity arising from data heterogeneity in real-world

applications. While a single type of homogeneous operator cannot fully grasp the represen-

tations from these heterogeneous demonstrations, new resolutions in search space design are

urgently needed to deploy NAS on AML successfully. Our research enlarges search space

design to incorporate design motifs for such data heterogeneity and establishes a systematic

NAS pipeline to seek optimal neural architectures via joint optimization.

With data heterogeneity, another challenge in end-to-end Neural Architecture Search

lies in architecture heterogeneity, where finding promising candidate architectures among

a vast collection of heterogeneous building blocks is difficult. The significant challenges

lie in distinguishing good/bad candidate networks within the enlarged search space and

identifying the quality difference of candidate models with minor changes in architecture

configurations. Our research proposes solutions for both predictor-based NAS and weight-

sharing NAS to resolve imbalance and mitigate ranking disorder within the search space,

advancing the quality of discovered models on AML benchmarks.

Overall, our research establishes foundational end-to-end systems and provides practical

solutions to conduct Neural Architecture Search (NAS) on AML tasks, achieving state-

of-the-art performance and significantly better search efficiency in practice. We depict

an outline of this dissertation in Figure 1.1. Our research efforts have been successfully

applied to 3D Point Cloud [Zha+23c] and recommendation systems [Zha+23b; Zha+23a],

beating existing hand-crafted and NAS-crafted approaches on AML datasets with scale,

multi-modality, and heterogeneity.

2



FIGURE 1.1: Overview of the proposed method in dissertation.

1.1 Motivation

The philosophy of this dissertation addresses data heterogeneity and architecture het-

erogeneity to extend NAS towards AML applications.

Motivation to extend NAS on AML: Researchers and ML practitioners have long developed

DNN backbones to optimize model performance and efficiency. AML scenarios, such as

3D point cloud segmentation for Autonomous Driving and Click-Through Rates (CTR)

prediction for recommendation systems, require rich expertise and extensive architecture

design to realize impact on productionisation. As the design of productionisation backbones

3



becomes increasingly sophisticated, exponentially growing human efforts are invested in

harvesting improvements and realizing benefits via lengthy brainstorming efforts and error-

prone experimental trials. To keep up with the pace of development and modernization,

Automated Machine Learning (AutoML), especially Neural Architecture Search (NAS), is

gaining popularity to democratize automatic architecture design and seek the soft point to

trade-off performance and business needs under the AML scenario.

Motivation to address data heterogeneity: There are several gaps between academic re-

search tasks and AML tasks in NAS. The first gap is data modality in AML. Multi-modality

input in real-world applications is a significant cause of data heterogeneity under AML sce-

narios. On images and language tasks, the input to DNN is single-source. For example,

on 3D point cloud semantic segmentation, the input is a cluster of points representing ob-

jects with different geometry and density demonstrations. On Click-Through Rates (CTR)

prediction, the input combines two-dimensional integer embeddings and three-dimensional

categorical embeddings with distinct priors. As most existing NAS methods only support

single input with structured representations, directly migrating these methods to real-world

AML applications is infeasible.

The second gap is the need for heterogeneous building blocks to support multi-modality

inputs in AML. Traditional NAS uses single image/token input for computer vision/lan-

guage processing tasks. Such design only requires convolution/transformer blocks to de-

sign DNN backbones homogeneously. However, AML requires a building block to support

arbitrary fusion from multi-modality inputs, such as processing inputs with varying ge-

ometry dispositions and arbitrarily combining two-dimensional dense tensors with three-

dimensional sparse tensors to realize high-order interactions. In this case, a search space

with a homogeneous family of operators may be limited in its ability to model heteroge-

neous representations. We call for heterogeneous building blocks to advance the headroom

for improvement and harm the deployment of NAS techniques under AML scenarios.

Motivation to address architecture heterogeneity: Heterogeneous architecture design brings

significant challenges to architecture search. On the one hand, architecture heterogeneity
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amplifies some known issues identified in academic NAS research, such as sample ineffi-

ciency [Dud+20] and operator imbalance [Ben+18; Ben+20]. While previous NAS meth-

ods [Cai+19] achieve good performance on image classification, they are not perfect under

the AML scenario. This is because existing solutions are either less effective or voided, as

the underlying assumptions in the original research are no longer valid. For example, on im-

age classification, larger models usually bring better performance in searched architectures.

Yet, this assumption has not been confirmed in autonomous driving or recommendation

systems design, creating complexity for deploying NAS under an AML scenario.

On the other hand, deploying NAS on AML applications creates new challenges, such as

balancing macro-level dense connectivity search and micro-level building operator selection.

This requires innovative design on evaluation strategy and search strategy to accurately

map neural architectures to the search objective and identify the best architecture via

advanced search algorithms. For example, an enlarged search space tailored for AML may

contain search components with varying priors, posing challenges in designing a surrogate

model to distinguish good/bad candidates within the search space. Therefore, we call for

innovations in search techniques when adapting NAS on AML to distinguish architecture

heterogeneity, simultaneously boosting the quality and efficiency of search. We call for

the design of innovative building blocks, surrogate models, and search algorithms to better

reflect the ranking of candidate architectures and advance NAS for AML.
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1.2 Contribution and Dissertation Outline

The above data and architecture heterogeneity challenges motivate us to establish a

systematic framework to enable end-to-end architecture search for AML. This dissertation

proposes two major axes to improve NAS for AML: (1) flexible search space design with

minimal human prior and (2) advanced search techniques to rank candidate architectures

better. The contributions of this thesis are the following practical solutions to Neural

Architecture Search on AML:

• A NAS paradigm on joint optimization for 3D point cloud segmentation called “PIDS”

that performs joint point interaction-dimension search to learn representations on

geometry-varying and density-varying 3D point clouds. “PIDS” unlocks 1% headroom

on semantic segmentation benchmarks for AML.

• An efficient weight-sharing NAS paradigm called “NASRec” utilizes a single super-

net to efficiently produce abundant sub-architectures for user modeling on multi-

modality recommendation systems. NASRec outperforms the state-of-the-art models

by 0.001„0.003 LogLoss on three popular CTR benchmarks.

• A neat solution called “DistDNAS” that brews swift and efficient feature interaction

design via distributed search and cost-aware regularization. DistDNAS demonstrates

0.001 AUC improvement and 60% FLOPs saving over current state-of-the-art CTR

models on the 1TB CTR dataset.

All these techniques contribute to building a foundational NAS system on AML, such

as Point Cloud and Recommendation.

The remainder of this dissertation is organized as follows:

Chapter 2 provides background for deep learning neural networks, applied machine

learning applications and neural architecture search search systems. We also analyze the

limitations in existing architecture search systems and demonstrate the motivation for a

more generalized pipeline under the Applied Machine Learning (AML) scenario.

Chapter 3 describes our proposed solution to handle geometry-varying and density-
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varying 3D point cloud. We propose joint optimization on point interaction-dimension

search to optimize point operators for 3D semantic segmentation, with contributions to

innovating point operator design space and advancing candidate ranking. The content of

this chapter is based primarily on [Zha+23c].

Chapter 4 introduces another practice of our approach to recommendation systems,

dedicated to Click-Through Rates (CTR) prediction on ads. We propose a novel paradigm

to kick off an end-to-end architecture search without any human priors on recommendation

systems, incorporating building blocks from prior literature. We reveal practical solutions

to address data multi-modality and architecture heterogeneity, boosting search efficiency

and search quality of the proposed weight-sharing NAS. The content of this chapter is based

primarily on [Zha+23b].

Chapter 5 extends NASRec onto large-scale recommendation systems and reveals the

challenges in scale and heterogeneity. We propose DistDNAS, a distributed search method-

ology with cost-aware regularization to improve search efficiency and serving efficiency

on recommendation systems, contributing to significant improvement in Criteo Terabyte

benchmarks. DistDNAS achieves state-of-the-art performance on large-scale CTR bench-

marks. The content of this chapter is primarily based on [Zha+23a].

Chapter 6 summarizes the practical solutions to Neural Architecture Search (NAS) on

Applied Machine Learning (AML) and discusses the future directions in extending our

research efforts.

In Appendix, we uncover some side explorations intuited by NAS on AML. We discuss

the theoretical foundations behind residual learning. Our work proposes a hypothesis to

build residual-free plain networks with on-par performance and better parameter efficiency.

The content of this chapter is primarily based on [Zha+24].
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2. Background
This chapter introduces background knowledge on the design, training, and inference of

Deep Neural network (DNN) architectures on Machine Learning (ML) applications. Then,

we introduce Neural Architecture Search (NAS), a systematic methodology to advance DNN

designs automatically without human intervention. Later on, we discuss prior research

practices and methodologies on NAS with novelties in search space, search strategy, and

evaluation strategy.

VGG ResNet Inception

In In

In

Out

OutOut

FIGURE 2.1: Popular Deep Neural Network (DNN) architectures.

Deep Neural Networks (DNNs) are the heart of Machine Learning (ML) over various

applications, such as Computer Vision and Language Modeling. The architecture of DNN

consists of multiple layers, including an input layer, several hidden layers, and an output

layer. Each layer combines linear neurons and non-linear activation functions, mapping

input tensors to output representations. The neurons are learnable and typically trained

under gradient-based methods such as Stochastic Gradient Descent (SGD). Figure 2.1 shows

some design concepts of deep neural networks. Here, we omit non-linear activation functions

and the adoption of batch normalization layers. Since the development of DNNs, AlexNet,
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VGGNet, and eventually ResNet have gained popularity in computer vision problems, while

Transformer [Vas+17; Lee+19] and BERT [Dev+18; Liu+19a] have dominated in Natural

Language Processing (NLP) problems.

The delicate design of network depth [He+16a], network width [ZK16], parallel stack-

ing [Sze+15; Sze+17; Xie+17; Che+17b], and activation function [CUH15; RZL18] has been

actively investigated in prior research on Convolutional Neural Networks [SZ14; He+16a;

Hua+17] and Transformer architectures [Vas+17; Lee+19], with efforts from numerous re-

search scientists and practitioners. As a result, Figure 2.2 demonstrates the prior advance-

ment of manual DNN design on representative Computer Vision (CV) benchmarks, collected

from [TL19]. Here, EfficientNet, NASNet, and AmoebaNet-A are the top-performing NAS

models. This showcases the strength improvement from manual design via extensive brain-

storming and experimental explorations.

2.1 Applied Machine Learning

Applied Machine Learning (AML) is a scenario where machine learning techniques are

applied to a specific data-related problem, such as autonomous driving [Arm+16; AML18;

Tho+19], search recommendation [Nau+19; Che+16] etc. The backbone of the AML sce-

nario is the Deep Neural Network (DNN). Compared to research foundation problems such

as image classification and language modeling, AML problems involve more heuristics such

as cross-domain inputs, multi-modality data, and versatile building components within un-

derlying business logic. This thesis mainly focuses on two applications: 3D point cloud and

recommendation systems.

2.1.1 3D Point Cloud

The rise of 3D acquisition technologies and the increasing amount of geometric data

collected from 3D sensors drive the booming of 3D point cloud applications, such as

object recognition [Wu+15], shape segmentation [Yu+04], and indoor-scene segmenta-

tion [Arm+16]. Figure 2.3 demonstrates PointNet [Qi+17a], a unified architecture that

directly takes point clouds as input and outputs either class labels for the entire input
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FIGURE 2.2: Performance overview of NAS methods.

or per point segment/part labels for each input point. Starting from PointNet [Qi+17a;

Qi+17b], point-based models employ various strategies to design a point interaction to

extract features and make dense predictions for semantic segmentation on the 3D point

cloud. Later works propose Multi-layer Perceptron [Qi+17a; Qi+17b], point convolu-

tions [Xu+18; AML18], graph neural networks [Wan+19], attention mechanism [Zha+21b;

Guo+21; Zha+22b], kernel point convolutions [Tho+19], voxelization [CGS19], and 2D

projections [CTA20; Goy+21] to improve the performance-efficiency trade-off on 3D point

cloud, with manually tuned point dimensions in different hierarchies of a 3D model. More
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FIGURE 2.3: PointNet for 3D point cloud.

recent works leverage Neural Architecture Search (NAS) to explore a broader range of 3D

model choices, such as point dimensions in voxelized point interactions [Tan+20] and the

structural wiring of convolution-based point interactions [Nie+21].

2.1.2 Recommendation Systems

Large technology companies deploy recommendation systems for various tasks, includ-

ing predicting ad Click-Through Rates (CTR) and ranking. Deep learning is essential

in designing modern recommendation systems at a scale in real-world applications. For

example, the most widely used search engines and social medias [KPL17; CJ07] harness

recommendation systems (or ranking systems) to optimize the Click-Through Rates (CTR)

of personalized pages [CAS16; Nau+19; GZY15]. Figure 2.4 demonstrates Wide & Deep

Learning [Che+16], an example of recommendation systems for CTR prediction.

FIGURE 2.4: Wide and Deep Learning in Recommendation Systems.

11



Deep learning-based recommendation systems, especially CTR prediction, carry a neu-

ral architecture design based on multi-modality features. In practice, various challenges

arise. The multi-modality features, such as floating-point, integer, and categorical features,

present a concrete challenge in feature interaction modeling and neural network optimiza-

tion. Finding a good backbone model with heterogeneous architectures assigning appro-

priate priors upon multi-modality features are common practices in deep learning-based

recommendation systems [Ren+11; RDR07; He+14; Che+16; Sha+16; Guo+17; Lia+18;

Nau+19]. These approaches mostly rely on significant manual efforts and suffer from limita-

tions, such as narrow design spaces and insufficient experimental trials bounded by available

resources.

2.2 Neural Architecture Search

FIGURE 2.5: Overview of a NAS framework.

Inspired by the prior works on developing DNN architectures, novel ideas on auto-

matically crafting DNN architectures are booming the research on Automated Machine

Learning (AutoML), especially Neural Architecture Search (NAS). NAS explores the op-

timal candidates with well-defined objectives, as shown in Figure 2.5. The objective can

be topline metrics in vision/language modeling benchmarks, including accuracy, mIOU,

etc. Most of the classic strategies employ heuristic methodologies such as Random Search,

Bayesian Optimization [WNS21; Kan+18], Reinforcement Learning [Zop+18; Pha+18],

and Evolutionary Algorithms [Lu+19; Lu+20; Rea+19] to explore the promising candidate

architectures.

The search space has its roots in prevalent DNN literature research, such as MobileNet-

like search space in computer vision and Transformer-like search space in language modeling.
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Table 2.1: Search space in existing NAS works.

Search Space Base Size Filter
Expansion

Kernel
Output

SE
Factor Filter

ProxylessNAS MobileNetV2 Cp {3, 6} {3, 5, 7} Cp ✗

ProxylessNAS-Enlarged MobileNetV2 Cp {3, 6} {3, 5, 7} 0.5Cp-2Cp ✗

MobileNetV3 MobileNetV3 Cp 1-6 {3, 5, 7} 0.5Cp-2Cp {✗,✓}

NASNet [LSY18] collects all prevalent building operators from existing literature as build-

ing blocks for DNN architectures, DARTS [LSY18] adopts a differentiable-based search

space to search the optimal building operators within DAG for vision/language bench-

marks. MnasNet [Tan+19a] inherits the MobileNet-based search space and carries latency-

aware optimization on lightweight CNN architectures, using an Inverted Residual Bottle-

neck (IRB) block and advanced hyperparameter settings. Once-for-all (OFA) [Cai+19] and

BigNAS [Yu+20] create a large supernet containing different sub-architectures as candidates

and run a one-shot path sampling to train an OFA network that supports diverse architec-

tural settings by decoupling training and search, to reduce the cost of training and inference.

Table 2.1 demonstrates some typical search space for image classification, collected from

[Ben+20]. Here, Cp denotes the number of filters defined in ProxylessNAS [CZH18], and

SE denotes Squeeze-Excitation [HSS18].

FIGURE 2.6: Neural Architecture Search using Reinforcement Learning.
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The search strategy starts as simple as a random search, where the top candidate

is selected from a series of random experimental trials. Evolutionary search, such as

NSGA [Lu+19], NSGA-II [Lu+20], and regularized evolution [Rea+19], is also one com-

mon practice. Another line of research adopts Reinforcement Learning (RL) [Zop+18] and

uses Recurrent Neural Network (RNN) as a controller. Figure 2.6 demonstrates using Re-

inforcement Learning in Neural Architecture Search [Zop+18]. More mature techniques

involving weight-sharing use a supernet as the search space. These techniques adopt dif-

ferentiable bi-level optimization [LSY18; Lia+19; Xu+19; Che+21c; He+20a] and one-shot

supernet [Cai+19; Yu+20; Wan+20] with path sampling to finalize search by training only

one supernet.

The evaluation strategy defines how we evaluate each candidate model over the search

space. Sample-based search [Zop+18; Tan+19a; Rea+19; Liu+17] brutally evaluates each

candidate on the full dataset, yielding the most accurate evaluation with a large search

cost. Predictor-based search [Wen+20; Dud+20; Wu+21] is a surrogate to the ground-

truth performance and maps neural architectures to their estimated performance using a

neural network model. In addition, a zero-shot proxy that utilizes the characteristics of Deep

Neural Networks without any training [Mel+21; Bha+23; Li+22a; Che+21a] has various

adaptations to computer vision and natural language problems. These practices assert

strong assumptions on specific problems and derive the zero-shot proxies by mathematical

tools.

We demonstrate the overview of two mainstream NAS methodologies in the following

context: predictor-based NAS and weight-sharing NAS.

Predictor-based NAS. Predictor-based NAS [Wen+20; Dud+20; Wu+21] is a two-stage

framework that realizes neural architecture search within a complex search space. Figure

2.7 plots an overview of predictor-based NAS. Predictor-based NAS first samples a series of

architecture-performance pairs from the search space. The architecture-performance pairs

are utilized to brew a performance predictor, achieving a precise mapping from architec-

tures toward their performance within the search space. Finally, we query the performance
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FIGURE 2.7: Overview of predictor-based NAS.

predictor within the search space to achieve the best neural architecture given search objec-

tives. While the advantage of predictor comes from exploring a wider search space, training

a good neural predictor that accurately ranks candidate DNN architectures under limited

samples is very challenging, especially on tasks with heterogeneous search components and

complex heuristics behind architecture designs under AML.

Weight-sharing NAS. Weight-sharing neural architecture search is an advanced search strat-

egy that leverages a supernet as the “search space”. Each candidate architecture, namely,

sub-architecture, is a path in the supernet. In DARTS [LSY18], the training of supernet

is carried via bi-level optimization of differentiable operators expressed in continuous re-

laxation. In Once-for-all [Cai+19], the training of supernet is carried via different path

sampling strategies, such as sandwich-rule [Yu+20], progressive shrinking [Cai+19] that

samples sub-architectures, with adaptation to different search objectives during training.

We showcase DARTS [LSY18] (DNAS) and one-shot NAS [Cai+19] in Figure 2.8.

However, weight-sharing NAS is mainly studied for computer vision problems and not
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FIGURE 2.8: Overview of weight-sharing NAS.

explored under more complex problem scenarios, such as recommendation systems with

multi-modality inputs and dense connectivity between features. The ranking quality of

existing DNAS/one-shot methods remains a mystery when adapted to more complex AML

applications. This indicates a more vague boundary between good and bad architectures,

increasing the difficulty of finding the top-performing models.

2.3 Limitations on Image Problems

There are several limitations in the scope of image problems. Typically in vision recog-

nition problems (e.g., image classification), a neural network is designed to map an input:

X P RCˆHˆW towards a logit: Y P R. The input is an image containing C channels, with H

as image height and W as image width.

Vision models are composed of either classical Convolution Neural Networks (CNN) [KSH12;

SZ14; He+16a] or Vision Transformer models (ViT) [Dos+20]. For each structure, image

processing forwards the input image into the vision model and computes output as demon-

strated in Figure 2.9. Here, a CNN comprises several configurable convolution layers with

varying depth/width settings, with fixed pooling layers serving down-sampling functional-

ity. A ViT comprises a Transformer Encoder that absorbs the input from linear projections.

16



FIGURE 2.9: Image processing workflow on CNN (left) and ViT (right).

The backbone models of image classification benchmarks have the following properties:

• The input is usually single-source and structured. The architecture models are de-

signed to learn a single function that directly transforms input to output.

• Due to the simplicity of inputs, the architecture building blocks are usually homo-

geneous. For example, MobileNet-V3 [How+19] uses variants of Inverted Residual

Bottleneck (IRB) blocks to build a candidate architecture. Only different hyperpa-

rameters are searched, including expansion factor, width, depth, etc.

• Only a single type of operator is used in the backbone model. In CNN, we use a

convolution operator. In Vision Transformer [Dos+20; Gon+21a; Wu+22], we use

Multi-head Attention (MHA) with feed-forward networks.
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Thanks to the homogeneity, Neural Architecture Search (NAS) on these problems only

needs to consider positional hyperparameters that define a kernel (e.g., Inverted Residual

Bottleneck), such as depth and width. As such, classic NAS methods can easily use the

properties of homogeneous architecture design to find a good search algorithm. For example,

Single-path NAS [Guo+20] adopts a super-kernel to represent convolutions with 3ˆ3 to

7ˆ7 size. Another example lies in Once-for-all [Cai+19], where progressive shrinking is

adopted to prevent interference between different candidate networks. However, data and

architectures have growing complexity and heterogeneity under Applied Machine Learning

scenarios. The major challenges lie in data and architecture heterogeneity.

FIGURE 2.10: Data Heterogeneity: 3D Point Cloud.

Data Heterogeneity. Input data types can be more complex under the AML scenario. One

example of data heterogeneity in a 3D point cloud comes from geometry and density-varying
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input point distribution. Point cloud inputs are irregular, unlike images with structured

inputs fed into the network. Figure 2.10 showcases an example of data heterogeneity in the

3D point cloud, adapted from [LQG19]. Here, an input point cloud may contain various

objects (vehicles, people, roads, etc.) with different colors and shapes. As different objects

cluster at different positions of the input point cloud, the density distribution of 3D points

also varies. Such heterogeneity presents challenges for vanilla vision methods to extract

and learn representations. For example, given an input 3D point cloud, regular 2D/3D

convolutions are challenging to use due to irregular memory access and unstructured input.

Another example lies in recommendation systems [Nau+19], where a user-item input

contains dense integer/sparse categorical features. Figure 2.11 presents the data hetero-

geneity in recommendation systems. Unlike computer vision problems where a standalone

3D tensor serves as the input, recommendation systems require the support of both 2D

dense numerical tensors and 3D sparse categorical tensors, calling for different architecture

priors encoded for these tensors. These multi-modality inputs cannot be perfectly modeled

via homogeneous architecture designs and the same type of building operators.

Dense 
1

… Dense
N

Sparse
1

Sparse
M

…

Embedding 1 Embedding MDense MLP

FIGURE 2.11: Data Heterogeneity: Recommendation Systems.

All of the above calls for a heterogeneous design of building blocks, adapting DNNs
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towards these AML input types. This brings up the challenges in architecture heterogeneity.

Architecture Heterogeneity. In DNN architectures, heterogeneity indicates building blocks

supporting arbitrary combinations of multi-modality inputs with different ways to learn

representations. This requires a delicate search space design and introduces novel building

blocks as design motifs to optimize the best DNN model under AML.

Tetrahedron Octahedron Icosahedron

FIGURE 2.12: Architecture Heterogeneity: 3D Point Cloud.

Moreover, different AML applications require unique domain-specific knowledge to adopt

NAS solutions as a promising candidate. On a 3D point cloud, architecture heterogene-

ity should reflect the learning on versatile geometry, density, and orders of interactions

between different points. In this sense, several types of heterogeneous point operators are

designed, and the goal of leveraging a NAS framework is optimizing the combination of these

point operator choices. For example, Figure 2.12 demonstrates varying kernel dispositions

(i.e., Tetrahedron, Octahedron, and Icosahedron) of a kernel point convolution [Tho+19],

necessary for processing points with varying geometry distributions. As the weights of
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these operators cannot be shared, most existing solutions using weight-sharing one-shot

approaches [Yu+20; Cai+19; Guo+20] are not compatible on points. Some one-shot so-

lutions [Tan+20; Nie+21] may voxelize the 3D points to regular grids to apply one-shot

NAS. Yet, voxelization drops critical information from the original point cloud, leading to

sub-optimal precision in segmentation. Sampled-based methods such as regularized evolu-

tion [Rea+19; Lu+19; Lu+20] and predictor-based NAS [Wen+20; Dud+20; Wu+21] may

lack sufficient sample efficiency within the large search space dedicated for point opera-

tor search, since it is challenging for a surrogate model to accurate model multiple search

components.

On a recommendation system, the architecture heterogeneity reflects the selection of

heterogeneous building operators and the search for dense connectivity that connects multi-

modality raw inputs and/or intermediate representations. Figure 2.13 demonstrates an

example of architecture heterogeneity handling multi-modality inputs containing versatile

blocks such as Linear, Embedded Fully-Connected (EmbedFC), and Dot-Product. With

different input types and/or building block categories, NAS algorithms developed under

homogeneous convolution blocks and single-source input can barely support such use cases.

Due to the large search space, an efficient yet effective search strategy must be care-

fully designed, heavily leveraging the nature of AML scenarios such as point clouds and

recommendation systems.

2.4 Challenges and Solution

Data and architecture heterogeneity brings several challenges in deploying NAS to AML

scenarios. We demonstrate the challenges in the following context.

• Large search space complexity. The complexity of NAS search space grows exponen-

tially with heterogeneous data/architecture considerations.

• Large search cost and low efficiency. The architecture heterogeneity undermines most

of the assumptions in homogeneous Neural Architecture Search, thus making efficient

methods such as weight-sharing NAS less effective or even infeasible.
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FIGURE 2.13: Architecture Heterogeneity: Recommendation Systems.

These challenges introduce practical problems when applying NAS to AML systems.

First, they may increase the potential difficulty of ranking different candidate architectures,

making it harder to distinguish between good and bad architectures. Second, with search

budget constraints, existing NAS solutions may only find a sub-optimal architecture within

the search space, thus harming the headroom for improvement. For example, our previous

discoveries on image classification [Zha+20a; Che+21d] achieve good search efficiency yet

cannot further advance search quality. AML scenario may only exacerbate the challenges.

These problems can only be fully addressed by redesigning the network search space and

advancing search strategies.

We present our solution in Table 2.2. We summarize the novelty of various NAS

methods over various applications, from classic image classification to applied ML sce-

narios. We summarize the contributions of existing NAS methods and highlight the dif-

ferences between our proposed methods under the AML scenario. In the summary, we
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Table 2.2: Summary of Neural Architecture Search methods.

NAS Data Arch Search Search Primary
Method Heterogeneity Heterogeneity Space Strategy Domain
NASNet ✗ ✗ ✓ ✗ Images
MnasNet ✗ ✗ ✓ ✗ Images

Regularized Evolution ✗ ✗ ✗ ✓ Images
DARTS ✗ ✗ ✓ ✓ Images

Once-for-all ✗ ✗ ✗ ✓ Images
Neural Predictor ✗ ✗ ✓ ✓ Images

NASWot ✗ ✗ ✗ ✗ Images
SPVNAS ✗ ✗ ✓ ✗ Point Cloud

PointSeaNet ✗ ✓ ✓ ✗ Point Cloud
PIDS (Ours) ✓ ✓ ✓ ✓ Point Cloud

AutoCTR ✓ ✗ ✗ ✓ Recommendation
DNAS ✓ ✗ ✗ ✓ Recommendation

PROFIT ✓ ✗ ✗ ✓ Recommendation
NASRec (Ours) ✓ ✓ ✓ ✓ Recommendation

DistDNAS (Ours) ✓ ✓ ✓ ✓ Recommendation

collect popular computer vision methods on images: NASNet [Zop+18], Regularized Evo-

lution [Rea+19], MnasNet [Tan+19a], DARTS [LSY18], Once-for-all [Cai+19], Neural Pre-

dictor [Wen+20], NASWot [Mel+21], popular search methods on 3D point cloud: SPV-

NAS [Tan+20], PointSeaNet [Nie+21], and widespread design automation on recommen-

dation systems: AutoCTR [Son+20], PROFIT [Gao+21] and DNAS [Kri+21].

Although existing methods exhibit strong improvements in search space design and

search strategy advancement, the limitation in scope and completeness of the system moti-

vates us to drive our own NAS framework, producing PIDS [Zha+23c], NASRec [Zha+23b]

and DistDNAS [Zha+23a] that enable end-to-end architecture design under AML scenario.

Despite the above efforts, our research can be adapted to Electronic Design Automa-

tion [Cha+21] and search space shrinkage [Gop+23]. Our side exploration allows us to

peek behind the curtains of residual learning and propose a hypothesis on residual-free

networks [Zha+24].
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3. Joint Interaction-Dimension Search for 3D Vision
A hierarchical 3D model for a point cloud comprises several point operators. Researchers

have identified two heterogeneous axes of a point operator: the interaction of points in a

point cloud (point interaction) and the size dimension of the point operator (point dimen-

sion). In this chapter, we propose PIDS, a novel paradigm that jointly explores point

interactions and dimensions to serve semantic segmentation on point cloud data. Table

3.1 demonstrates the comparison between PIDS and existing methods [Kri+21; Tho+19;

Zha+21b]. Here, methods marked with ˚ leverage Neural Architecture Search with design

automation. The joint interaction-dimension search in PIDS enables the discovery of effi-

cient 3D models, and the DS predictor of PIDS allows a better ranking of candidate models

(i.e., up to 0.03 Kendall’s τ improvement and 2.6% higher mIOU on semantic segmenta-

tion over prior state-of-the-art predictors) to improve the quality of search. As a result,

PIDS crafts high-performing and efficient 3D architectures on various semantic segmenta-

tion benchmarks, such as SemanticKITTI [Beh+19] and S3DIS [Arm+16]. On S3DIS, the

PIDS network outperforms the state-of-the-art hand-crafted architecture by „0.9% higher

mIOU and is 3.6ˆ parameter-efficient. On SemanticKITTI, the PIDS network achieves

0.6% higher mIOU, saves 7.2ˆ parameters, and reduces 7.4ˆ MACs over state-of-the-art

NAS-crafted architecture.

Table 3.1: Comparison of different methods in seeking optimal 3D point operators.

Method Interaction? Dimension? Reuse?
S3DIS

mIOU (%)
KPConv ✓ ✓ 70.6

PointTransformer ✓ ✓ 73.5
PointSeaNet˚ ✓ ✓ 71.9
PIDS (Ours)˚ ✓ ✓ 74.4

We highlight the contributions of PIDS as follows:

• We propose a new paradigm, PIDS, to jointly explore point interactions and dimen-

sions in a vast search space on a 3D point cloud. PIDS optimizes both axes of the
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point operator and seeks 3D models to strike a balance in the performance-efficiency

trade-off.

• We leverage predictor-based NAS to model candidate networks in the PIDS search

space accurately. We further enhance the quality of performance prediction by propos-

ing a Dense-Sparse predictor that encodes unique priors on heterogeneous search

components and computes cross-term products to gather a better architecture repre-

sentation.

• The best model discovered by PIDS achieves state-of-the-art performance on Se-

manticKITTI and S3DIS over existing models, with higher efficiency.

3.1 Point Interaction Design Space

In a 3D point cloud, a point interaction is a symmetric function over a center point X and

its N neighboring points XN. Given a center point X P R3 and its corresponding features

with D dimensions: F P RD, point interaction takes all N neighbor points Xn P RNˆ3 with

their corresponding features F P RNˆD to compute the output features F1 P RNˆD via a

learnable transformation f parameterized by θ, illustrated as follows:

F1 = f (F, X, Xn; θ). (3.1)

We use the intuitions from kernel point convolution [Tho+19] to build point interactions.

This is because, in a kernel point convolution, the neighbor points Xn are efficiently achieved

by performing radius sampling, taking up only „30% of total computation cost. Thus, op-

timizing the point interactions and dimensions shows promising improvement in the overall

3D model. We introduce our first-order and second-order point interactions based on ker-

nel point convolution. Stacking the first/second point interactions leads to high-order point

interactions in the 3D model.

3.1.1 First-order Point Interaction

A first-order point interaction assigns a unique kernel K with K kernel points that carry

weights Wk P RKˆD of all feature dimensions. A first-order point interaction adopts a linear
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correlation function hl : RNˆD Ñ RKˆD that maps the unordered neighbor point features

F to a set of features F̄ = [F̄1, F̄2, ..., F̄K] on K kernel points. Specifically, a linear correlation

function h(l) measures the contribution of a neighbor point xi P Xn towards a kernel point

x̂k and outputs a linear correlation H(l) P RNˆK as follows:

H(l)
i,k = h(l)(xi, x̂k) = max(0, 1 ´

||xi ´ x̂k||2

δ
), (3.2)

Where δ is a hyperparameter that indicates the influence of a kernel over neighboring

points. The first-order interaction aggregates the kernel features F̄ via:

f1st(Fi) =
ÿ

k

H(l) F̂kWk (3.3)

=
ÿ

xiPXn

h(l)(xi, x̂k)FiWk, @xi P Xn, (3.4)

Where F̂k P RD indicates a D-dimensional feature mapped to the kernel points, Fi denotes

an original D-dimensional feature maintained in local neighborhood points. Eq. 3.3,3.4

establish a direct interaction between a center point and its surrounding neighbor points

by an explicit form of linear combination, carried by a specific kernel point Wk that simul-

taneously operate on all D features. Different from the original kernel point convolution,

first-order point interaction carries element-wise multiplication between weighted features

(i.e., H(l) F̂k) and kernel weights (i.e., Wk), without considering the channel-wise features.

This saves Dˆ parameters and Multiply-Accumulates compared to the original kernel point

convolution, yielding higher efficiency in 3D models.

In KPConv, kernel point convolution uses a fixed kernel size (i.e., 15) within all model

parts, indicating a fixed geometric kernel disposition x̂k for points in different hierarchical

levels of the point cloud. Our first-order interaction extends the scope of kernel dispositions

to allow versatile choices in kernel dispositions. Given different kernel dispositions, the first-

order point interaction can capture different geometric properties within the mast 3D point

cloud, leading to higher quality in learned representations with fast-changing point cloud

geometries.
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3.1.2 Second-order Point Interaction

Note that in first-order point interaction, the linear correlation H(l) that measures the

importance of a kernel point towards a neighbor point purely uses the Euclidean distance

between them. Such important measurement overlooks the contribution of other neighbors

and thus may not be accurate under point clouds with varying densities. For example,

farther kernel points might be more critical to neighbor points in a sparse point cloud,

where each center point has only a few neighbors within a sparse distribution of point

clouds.

To cover the varying geometric and dense disposition of kernels, we introduce a density-

aware correlation H(g) as an alternative to the linear correlation Hl. The density-aware

correlation leverages the global neighborhood information of center points and adapts to

the varying density of these points. Specifically, the density-aware linear correlation H(g)

takes linear correlation H(l) as input, and uses gating function hg to re-calibrate the kernel-

neighbor importance as follows:

H(g) = hg(H(l)) = σ(MLP(Pool(H(l)))) d H(l), (3.5)

Here, σ is the sigmoid function, MLP denotes a 2-layer MLP layer with learnable weights,

Pool denotes the global average pooling operator that averages the information in the

neighbor dimension of H(l). Based on the density-aware linear correlation H(g), we establish

the second-order interaction as follows:

f2nd(Fi) =
ÿ

k

1
2
(H(l) +H(g))F̂kWk, @xi P Xn. (3.6)

As H(g) is a function of H(l), we employ a summation of H(g) and H(l) for in second-

order interaction for easier optimization, following the spirit of residual learning [He+16a].

The second-order interaction considers the relative position of neighbor points given a

fixed kernel disposition, thus can quickly adapt to 3D point clouds with varying density.

However, second-order point interaction uses slightly more resources due to the use of a

gating function hg, thus should be used sparingly in the design of 3D models for efficiency.
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Figure 3.1 depicts both first-order and second-order interactions. The first-order point

interaction locally models a center point towards a geometric kernel, and the second-order

point interaction additionally utilizes global neighbors to capture points with varying den-

sities.

Center Point Neighbor Point
Kernel Point

MLP
Correlation

First-order Second-order

Pooling

FIGURE 3.1: First-order and second-order point interaction.

3.1.3 Efficient Point Dimensions

As point interactions only perform point-wise feature extraction, we sandwich high-order

point interactions with two fully connected layers to form a PIDS point operator, see Figure

3.2. Op denotes the search component for point interactions within each point operator.

D: Depth, W: Width and E: Expansion Factor denote the search component for point

dimensions. This enables channel-wise feature interactions in 3D point clouds. Intuited

by the design of Inverted Residual Bottleneck (IRB) [San+18], we apply an expansion

factor on the intermediate point interactions to enrich the representation in low-cost point

interaction operations. This IRB-like design of the point operator also provides a broader

range of search components for point dimensions.
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FIGURE 3.2: Overview of PIDS search space.

Next, we validate the effectiveness of the IRB-like design that combines point interac-

tions and point dimensions in the PIDS point operator. We follow the layer organization

of MobileNet-V2 [San+18] to construct a hand-crafted 3D model in Table 3.2. Here, “1/2”

strides means up-sampling by 2ˆ, and “O” denotes “Octahedron” kernel with 7 kernel points.

All point operators employ a first-order point interaction.

We evaluate the crafted 3D model with first/second-order point interaction and com-

pare its performance with KPConv in Table 3.3. Even without search, the hand-crafted

3D model with the first-order interaction achieves 0.4% higher mIOU with 12ˆ smaller size

on SemanticKITTI than KPConv. The hand-crafted 3D model with second-order interac-

tion pushes the mIOU improvement „0.5% higher, with a marginal increase in parameter

count. The above empirical evaluations suggest two critical insights in designing 3D mod-

els: 1) relaxing the choice of kernel dispositions in first-order point interaction provides

more opportunities to adapt to the geometric distribution of 3D points, and 2) carrying
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Table 3.2: Structure of hand-crafted first-order PIDS.

Point-Op Depth Stride
In Out

E K
Width Width

1 1 1 16 16 1 O
2 2 2 16 24 3 O
3 3 2 24 32 3 O
4 4 2 32 64 3 O
5 3 1 64 96 3 O
6 3 2 96 160 3 O
7 1 1 160 320 3 O
8 1 1/2 416 160 3 O
9 1 1/2 160 96 3 O
10 1 1/2 96 64 3 O
11 1 1/2 64 32 3 O

second-order point interaction that leverages global neighborhood information to measure

kernel importance makes better adaptations to the varying density of points.

Table 3.3: Evaluation of IRB design on SemanticKITTI.

Architecture
Params MACs SemanticKITTI

(M) (G) mIOU (%)
KPConv (Our impl.) 14.8 60.9 59.2

PIDS (first-order) 0.97 4.6 59.6
PIDS (second-order) 0.98 4.7 60.1

We jointly search for the best combination of point interactions and dimensions in the

PIDS search space. We illustrate the two search components as follows:

• Point Interactions. We search for the type of interactions (i.e., first/second-order)

and the choice of geometric kernel dispositions, i.e., 5-point Tetrahedron (T), 7-point

Octahedron (O), and 13-point Icosahedron (I) dispositions. The choice within point

interactions are categorical discrete options.

• Point Dimensions. We search for the width (i.e., the number of features in each point

operator), depth (i.e., the number of stacked point operators), and expansion factor

(i.e., the ratio of point interactions to FC operators) of a point operator. The choice
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within point dimensions are continuous floating-point numbers.

Table 3.4: Configuration of the PIDS search space.
Hierarchy Stage Strides Order Type Kernel Type Depth Expansion Factor Width

1 1 first T, O, I 1 1 16
2 2 first T, O, I 2, 3 2, 3, 4 16, 24
3 2 first,second T, O, I 2, 3, 4 2, 3, 4 24, 32

Backbone 4 2 first,second T, O, I 3, 4, 5 2, 3, 4 24, 32, 40
5 1 first,second T, O, I 2, 3, 4 2, 3, 4 40, 56, 72
6 2 first,second T, O, I 3, 4, 5 2, 3, 4 64, 80, 96
7 1 first,second T, O, I 1 2, 3, 4 160
8 1/2 first,second T, O, I 1 2, 3 64, 80, 96

Segmentation 9 1/2 first,second T, O, I 1 2, 3 40, 56, 72
Head 10 1/2 first,second T, O, I 1 2, 3 24, 32, 40

11 1/2 first T, O, I 1 2, 3 16, 24

Table 3.4 demonstrates the detailed configuration of the PIDS search space. Here, “1/2”

stride indicates up-sampling by 2ˆ. Unlike NAS for image-based models that emphasize

the search for size-based homogeneous components, the choice of point interactions and

dimensions is heterogeneous. In addition, with 11 stages, the overall search space size

contains up to 1.8ˆ1019 possible architectures, making the architecture exploration under

moderate search cost more challenging. This calls for a precise NAS method to explore the

joint point interaction-dimension search space precisely.

3.2 Search Methodology

We employ predictor-based NAS to jointly explore the best combination of point inter-

actions and point dimensions in 3D models for point clouds. Specifically, we sample several

architectures from the joint search space and use their architecture-performance pairs to

train a performance predictor. Unfortunately, the large cardinality of the joint interaction-

dimension search space raises challenges in accurately modeling it. This section analyzes

the priors on search components and proposes a Dense-Sparse (DS) predictor. This novel

surrogate model encodes unique priors to different heterogeneous search features to improve

the quality of performance prediction. As a result, the DS predictor enhances the ranking

of 3D models within the joint interaction-dimension search space.
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3.2.1 Dense-Sparse Predictor

We start by analyzing the priors of different PIDS interaction-dimension search space

components. We note that point interaction settings are sparsely distributed within the

search space. For example, the choice of kernel dispositions in first/second point interac-

tion follows discrete geometry shapes with no explicit correlation that can be achieved via

linear interpolation. Thus, the choice of point interactions possesses categorical priors that

embeddings can implicitly learn. Alternatively, the choice of point dimensions encodes a

linear/quasi-linear relationship towards the model performance, as is reflected in the com-

pound scaling scheme in EfficientNet [TL19]. Thus, the choice of point interactions contains

continuous priors that can be modeled in deep representations. As a result, using a vanilla

predictor to model these multi-modal features with different priors may lead to sub-optimal

results.

Motivated by Wide & Deep learning [Che+16] that combines memorization and gener-

alization for multi-modality inputs; we propose a novel Dense-Sparse predictor to encode

unique priors on point interactions/dimensions. This improves the neural architecture rep-

resentation of candidates in the PIDS search space, thus enhancing the quality of prediction

and ranking of candidate models. We craft dense/sparse neural architecture representations

for point interactions/dimensions and leverage a dot product to compute the cross-term re-

lationship between point interactions and point dimensions. Specifically, given a dense

representation Xd P RBˆdim and a sparse representation Xs P RBˆNˆdim, a dot product

carries cross-term feature communication by carrying the following transformation:

Z = [vec´1
B,1,dim(Xd); Xs], (3.7)

DP(Z) = Triu(ZZT), (3.8)

where DP denotes the dot product operation, and Triu denotes the upper triangular ma-

trix. Figure 3.3 demonstrates the architecture DS predictor. DS predictor adopts a sep-

arate MLP to learn deep representations on the continuous dense representations (i.e.,

point dimensions) and adopts an embedding table to learn the categorical choice of sparse
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representations (i.e., point interactions). DS predictor computes a cross-term product on

heterogeneous search components to improve the prediction quality of joint interaction-

dimension search. The DS predictor yields more accurate modeling of the PIDS search

space thanks to the enhanced encoded priors and their cross-term relationship. Next, we

elaborate on the training and evaluation of our DS predictor.

Prediction

Positional Heterogeneity 

Dense
Sparse
Dot Product

Linear

Embedding

!×

#×

Dimension Interaction

FIGURE 3.3: Dense-Sparse predictor.

We manually configure the architectural hyperparameters of our Dense-Sparse predictor

without delicate architecture engineering. Specifically, we employ a 3-layer MLP with 64-

128-256 layers as the dense architecture to extract dense neural architecture representations

for both positional organizations and structural settings. The overall architecture that is

responsible for processing fused features after dense-sparse interaction is a 2-layer MLP

with 256-256 layers. We utilize ReLU as the activation function and apply a dropout of 0.5

before the final regression head to mitigate overfitting.
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Table 3.5: Dense-Sparse predictor achieves best prediction quality over SemanticKITTI.

Predictor Rank Loss? Priors Pre-training? MSE (10´2) Kendall τ

Random Forest Continuous 3.75˘0.30 0.240˘0.044
GPR Continuous 4.29˘0.41 0.144˘0.042

XGBoost Continuous 4.24˘0.40 0.210˘0.037
NGBoost Continuous 3.90˘0.33 0.255˘0.047
LGBoost Continuous 4.03˘0.36 0.236˘0.033

Dense ✓ Continuous ✓ 3.07˘0.33 0.379˘0.050
Sparse ✓ Discrete ✓ 2.87˘0.21 0.400˘0.047

Dense-Sparse ✓ Continuous + Discrete ✓ 2.80˘0.23 0.408˘0.044

Architecture Sampling. We randomly sample „1K architectures on SemanticKITTI. Fol-

lowing standard settings in NAS, we split the training dataset of SemanticKITTI into mini-

train and mini-val. We train the sampled architectures on mini-train until convergence and

evaluate these architectures on mini-val to obtain architecture performance.

Predictor Training. Mean-Squared Error (MSE) loss is the training objective of the DS

predictor on 1K sampled architectures. We optimize predictors with normalized perfor-

mance to consistently compare predictor performance over multiple benchmarks. Since the

Dense/Sparse/Dense-Sparse predictor can perform gradient-based optimization, we incor-

porate predictor pre-training on Multiply-Accumulates (MACs) prediction [Dai+21] and

use pair-wise margin rank loss [Dud+20] to improve ranking.

We compare the DS predictor with top-performing predictor designs collected from

NASBench-301 [Sie+20], see Table 3.5. Since sparse embedding is not feasible in Bayesian

models (e.g., GPR) and tree-based methods (e.g., Random Forest), all categorical features

are treated as continuous during training. By enhancing search priors and computing cross-

term feature relationships via a dot-product, the DS predictor achieves better prediction

quality and ranking on PIDS search space: DS predictor achieves up to 0.172 higher Kendall

τ compared to prior arts, and 0.008 higher Kendall τ over Dense predictor that converts

all search components to continuous features.
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3.2.2 Evolutionary Search on DS Predictor

With a trained DS predictor, we follow regularized evolution [Rea+19] to effectively

probe the PIDS search space to conduct a joint search on point interactions and dimensions.

Given a candidate architecture A with performance prediction P̂ and MACs M, we use

S(A) = P̂ ´ β ˆ log M as our search objective, and empirically set β to 0.5 to trade-off

performance and resource. We introduce a single mutation of an architecture genotype

with the following sequence of actions in one of the stages:

• Change the kernel disposition in point operators.

• Change the order of interaction in point operators.

• Change the width/expansion factor in point operators.

• Change the depth of stacked point operators.

We use a population of 200 and a sample size of 150 to carry regularized evolution with

360 rounds over PIDS search space to craft NAS models.

3.3 Experimental Evaluation

This section evaluates PIDS over SemanticKITTI [Beh+19] and S3DIS [Arm+16]. Specif-

ically, we conduct an end-to-end search on SemanticKITTI to identify the best 3D archi-

tecture in the PIDS design space and transfer it to S3DIS.

3.3.1 Hyperparameter Settings

We describe the detailed hyperparameter settings on SemanticKITTI, S3DIS, and Mod-

elNet40 benchmark.

SemanticKITTI. A single training batch contains 10 sub-sampled point clouds. On Se-

manticKITTI, we measure Multiply-Accumulates (MACs) over a scene with an average of

„12.3K points, which gives a similar MAC count for KPConv architecture as is shown in

[Tan+20]. We use a downsample rate of 0.06m and train our best model for 250 epochs

with an initial learning rate of 0.04 and cosine learning rate schedule [LH16]. We adopt an

L2 weight decay of 3e-4 and default data augmentation [Tho+19].
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S3DIS. A single training batch contains 8 sub-sampled point clouds. We use a downsample

rate of 0.04m following the original KPConv [Tho+19]. Specifically, we train our best model

for 250 epochs with an initial learning rate of 0.04 and cosine learning rate schedule [LH16].

We adopt an L2 weight decay of 3e-4 and default data augmentation [Tho+19].

ModelNet40. On ModelNet40, a single training batch in ModelNet40 contains 16 sub-

sampled point clouds. We adopt a similar training pipeline following the original KP-

Conv [Tho+19] yet incorporate SimpleView [Goy+21] RSCNN training protocol for fair

comparison. Specifically, the SimpleView-RSCNN protocol adopts random scaling & trans-

lation for the data augmentation, employs cross-entropy loss to optimize, and utilizes a

voting scheme on the best test model to best exploit the potential of the searched model.

3.3.2 Evaluation on SemanticKITTI

Table 3.6: mIOU on sequence 08 (validation split) of SemanticKITTI.

Architecture Method
Params MACs Latency mIOU

(M) (G) (ms) (%)
RandLANet Point-based 1.24 - 103 57.1

KPConv-rigid (our impl.) Point-based 14.8 60.9 221 (164 + 57) 59.2
PolarNet Projection-based 13.6 135.0* 62˚ 58.2+

SalsaNext Projection-based 6.7 62.8* 71˚ 59.0+

MinkowskiNet Voxel-based 5.5 28.5˚ 294˚ 58.9
PIDS (second-order) Point-based 0.97 4.7 160 (103 + 57) 60.1

SPVNAS Voxel-based
3.3 20.0 158 61.5
7.0 34.7 175 63.5

PIDS (NAS)
Point-based

0.57 4.4 169 (112 + 57) 62.4
PIDS (NAS, 2ˆ) 1.36 11.0 206 (149 + 57) 64.1

We evaluate the top-performing models discovered by PIDS. We apply width scal-

ing [San+18] on the NAS-crafted models and attach a mˆ suffix to denote the application of

a mˆ width multiplier. This ensures a fair comparison with existing state-of-the-art mod-

els of similar sizes. We compare the performance and efficiency metrics, such as parameter

count and MACs.

Table 3.6 shows the mIOU comparison on sequence 08 of the SemanticKITTI dataset.

Latency is measured with NVIDIA TITAN X Pascal on a single scene containing „60K
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points. Here, the numbers within the parenthesis in the table denote computation/process-

ing time. + denotes results from [ZZF21]. ˚ denotes results from [Tan+20]. Our hand-

crafted PIDS model outperforms point-based, projection-based, and voxel-based methods

by at least 0.9%, 1.1%, and 1.2% mIOU, respectively, with significant parameter and MAC

reduction. The NAS-crafted PIDS model achieves „1% higher mIOU than the state-of-

the-art SPVNAS while saving 5.8ˆ parameters and 4.5ˆ MACs. Applying a 2ˆ width

multiplier on a NAS-crafted model further boosts the performance, demonstrating good

scalability of discovered 3D models.

Table 3.7: 6-fold cross-validation results on S3DIS.

Architecture
mIOU mAcc OA Params

(%) (%) (%) (M)
InterpCNN 66.7 - 88.7 -
RandLANet 70.0 82.0 88.0 1.24

KPConv 70.6 79.1 - 14.8
RPNet 70.8 - - -

SCF-Net 71.6 82.7 88.4 -
BAAF-Net 72.2 83.1 88.9 1.23

PointTransformer 73.5 81.9 90.2 4.9
PointSeaNet 71.9 - 90.3 6.75

PIDS (NAS, 2ˆ) 74.4 82.1 90.3 1.35

3.3.3 Architecture Transferability

We further verify the transferability of NAS-crafted PIDS models on S3DIS to evaluate

its performance on indoor scene segmentation. Following the established 3D point cloud

segmentation protocols, we report both 6-fold cross-validation mIOU across all Area 1„Area

six splits, see Table 3.7. We also report the validation mIOU and mIOU per class on Area

5 to compare with existing methods on the 3D point cloud in Table 3.8.

Though our NAS-crafted PIDS model is not optimized on S3DIS, it shows a signifi-

cant margin on the S3DIS 6-fold cross-validation benchmark compared with existing ap-

proaches such as [QAB21; Zha+21b]. It achieves 74.5% mIOU, a new state-of-the-art
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result using only 1.35M parameters (i.e., 3.6ˆ fewer than the runner-up architecture, Point-

Transformer [Zha+21b]).

Table 3.8: mIoU per class on S3DIS Area-5.
Methods mIoU ceil. floor wall beam col. wind. door chair table book. sofa board clut.
Pointnet 41.1 88.8 97.3 69.8 0.1 3.9 46.3 10.8 52.6 58.9 40.3 5.9 26.4 33.2

Eff 3D Conv 51.8 79.8 93.9 69.0 0.2 28.3 38.5 48.3 71.1 73.6 48.7 59.2 29.3 33.1
RNN Fusion 57.3 92.3 98.2 79.4 0.0 17.6 22.8 62.1 74.4 80.6 31.7 66.7 62.1 56.7

KPConv 65.4 92.6 97.3 81.4 0.0 16.5 54.5 69.5 90.1 80.2 74.6 66.4 63.7 58.1
PIDS (NAS, 2ˆ) 67.2 93.6 98.3 81.6 0.0 32.2 51.5 73.2 90.7 82.5 73.3 64.7 71.6 60.0

We further demonstrate the evaluation results on the testing dataset of ModelNet40 in

Table 3.9. Here, ˚: Use native protocol instead of SimpleView RSCNN evaluation protocol.

PIDS explores more efficient model designs with higher performance, outperforming KP-

Conv and other prior arts [Goy+21] with up to 1.3% OA while being up to 12ˆ smaller.

Table 3.9: Overall Accuracy (OA) on ModelNet40.

Architecture
Params OA

(M) (%)
PointCNN [Li+18] 0.60 92.2

PointConv [WQF19] - 92.5
SPH3D-GCN˚ [LAM20b] 0.8 92.1

FPConv˚ [Lin+20] 2.1 92.5
RSCNN [Liu+19b] 1.3 92.5
DGCNN [Wan+19] 1.8 92.8
KPConv [Tho+19] 14.9 92.9

SimpleView [Goy+21] 0.80 93.2
PointNet++ [Qi+17b] 1.48 93.3
PIDS (second-order) 1.25 92.6

PIDS (NAS) 0.56 93.1
PIDS (NAS, 2ˆ) 1.21 93.4

3.3.4 Latency Analysis of Best PIDS Model

In Table 3.6, we notice that our NAS-crafted PIDS model is 4.2ˆ faster than the orig-

inal KPConv model despite its higher mIOU. However, we also observe that the latency

reduction of PIDS models is less significant than the MAC reduction, especially compared
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to voxel-based methods. This is because voxel-based methods [Tan+20] benefit from 1)

reduced overhead in point-based neighboring mechanisms. 2) mature software-hardware

co-design that enables inference with high throughput.

Table 3.10: Operation-level latency breakdown of our searched PIDS model.

Operation Type Latency (ms) Latency (%)
Preprocessing (CPU) - 57.015 33.73

aten :: sub C 23.396 13.84
aten :: bmm C 20.236 11.97

aten :: gather M 18.115 10.72
aten :: mul C 12.487 7.39
aten :: sum C 9.887 5.85
aten :: addmm C 7.292 4.31

aten :: threshold_ C 4.444 2.63
aten :: copy_ M 2.912 1.72
aten :: sqrt C 2.256 1.33

Other - 11.00 6.51

To dive deep into this issue, we profile the latency breakdown of the NAS-crafted

PIDS and demonstrate the profiling results in Table 3.10. We list the critical operations

here and categorize less important operations as “Other”. In column Type, C/M denotes

computation-bounded/memory-bounded operation. The preprocessing operations (includ-

ing radius sampling, grid sub-sampling etc.) consumes 33.7% of the inference cost, neighbor

gathering contributes to the memory-bounded operation (i.e., aten :: gather), which takes

10% of the total inference latency. Computation-bounded parts in KPConv such as depth-

wise convolution (i.e., aten :: mul and aten :: sum), MLPs (i.e., aten :: bmm) and point-wise

local neighborhood movement (i.e., aten :: sub) contribute to „50% of the total inference

cost.

Besides the optimization of architecture, we also envision some potential improvements

that harness the hardware-software co-design to improve the efficiency of PIDS blocks, such

as yet not limited to:

• Enable efficient radius sampling to allow parallelization between CPU cores.
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• Utilize a fused version of convolution (i.e., aten :: bmm and aten :: sum) that aggregates

the feature outputs on each kernel point efficiently.

• Incorporate the choice of radius for each point operator into the design space and harness

such options to discover more efficient point-based 3D models.

3.3.5 Effectiveness of Dense-Sparse Predictor

We show that even marginal Kendall’s τ improvement (i.e., 0.008) in the DS predictor

leads to significant quality improvement of NAS-crafted models. We establish a random

search baseline by selecting the top-5 models from the outcome of 1K random samples. We

also establish a predictor-based NAS baseline by selecting top-5 models using the runner-up

above predictor: Sparse predictor in Table 3.11. To ensure a fair comparison, both the Dense

predictor and the Sparse predictor also adopt a 2-layer MLP with 256-128 units to keep

the same maximum projection dimension as the Dense-Sparse predictor. All models are

evaluated on classification and segmentation benchmarks using the same 100-epoch training

pipeline. We report the mean and standard deviation of performance on SemanticKITTI

in Table 3.11, deriving results from the top-5 NAS models discovered by each method.

Table 3.11: Predictor-based NAS methods versus random search baseline.

Search Method
SemanticKITTI mIOU (%)
mean std max min

Random 53.54 1.19 54.68 51.96
Sparse predictor 54.90 0.49 55.28 54.2

Dense-Sparse predictor 56.10 0.85 56.83 54.87

Results demonstrate that: (1) without introducing extra architecture samples, predictor-

based NAS can outperform random search by up to 1.4% mIOU on SemanticKITTI. (2)

Even with 0.07ˆ10´2 lower MSE, the NAS-crafted models via DS predictor can outper-

form NAS-crafted models via Sparse predictor by a large margin (i.e., up to 1.2% mIOU on

SemanticKITTI). This shows the significance of improving predictor design and enabling

superior neural architecture representations for predictor-based NAS.
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3.3.6 Second-order Point Interactions: Visualization

To verify the source of improvement from point interactions, we plot the dynamics of

learned point interactions on a 7-point Octahedron kernel, see Figure 3.4. Here, we use the

slope to denote the strength of the second-order interaction H(g) over first-order interaction

H(l), indicating the impact of neighbor points towards linear correlation captured by the

gating function h(g).

K6

K5

FIGURE 3.4: Visualization of the second-order point interaction.

The learned second-order point interaction demonstrates a strong geometric harmony

with Octahedron kernel dispositions (i.e., 1-4-2 groups among symmetrical axis): the two

vertices that are the most distant from the center point show the most significant in-

teraction (i.e., H(g)) towards global neighborhood information H(l). This supports more

robust recognition results, as these kernel points address the boundary effects of sparse and

fast-changing point clouds. The four vertices connecting the square plane have the least

significant interaction, suggesting smoother learning on a denser point distribution to cap-
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ture the features of point majorities. The center kernel point admits most information from

centralized points and thus co-adapts to global neighbor information and yields a moderate

interaction strength.

3.4 Conclusion

In this chapter, we present a new paradigm, Joint Point Interaction-Dimension Search

for 3D Point Cloud (PIDS), to jointly search point interactions and point dimensions on

two axes of 3D point operators. PIDS innovates high-order point interactions and efficient

point dimensions to suit the geometry and density heterogeneity of 3D point cloud data

and establishes a search space for joint exploration. PIDS utilizes predictor-based NAS

and proposes a novel Dense-Sparse predictor to enhance the quality of predictions and

the ranking of candidate networks. A dense-sparse predictor utilizes enhanced priors to

encode heterogeneous search components and interact with discrete/continuous architecture

representations through a cross-term dot product. Results on two semantic segmentation

benchmarks and a classification benchmark justify the state-of-the-art performance of NAS-

crafted PIDS models and the good transferability of searched models.
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4. NAS for Recommendation Systems
The rise of Automated Machine Learning (AutoML), especially Neural Architecture

Search (NAS) [Zop+18; LSY18; Cai+19; Wen+20], in the vision domain, sheds light on

optimizing models of recommendation systems. However, applying weight-sharing NAS to

the recommendation domain is much more challenging than the vision domain because of

data multi-modality and architecture heterogeneity.

The study of NAS in recommendation systems is very limited. For example, search

spaces in AutoCTR [Son+20] and DNAS [Kri+21] follow the design principle of human-

crafted DLRM [Nau+19], and they only include Fully-Connected layer and Dot-Product as

searchable operators. They also heavily rely on manually crafted operators, such as Fac-

torization Machine [Son+20] or feature interaction module [Gao+21] in the search space

to increase architecture heterogeneity. Moreover, existing works suffer from either huge

computation cost [Son+20] or challenging bi-level optimization [Kri+21]. Thus, they only

employ narrow design spaces (sometimes with strong human priors [Gao+21]) to craft ar-

chitectures, discouraging diversified feature interactions and harming the quality of discov-

ered models. Table 4.1 demonstrates a comparison between existing NAS works [Gao+21;

Son+20; Kri+21] and NASRec on recommendation systems.

Table 4.1: NASRec versus existing NAS methods on recommendation systems.

Method
Building Dense Full arch Criteo Training

Operators? Connectivity? Search? LogLoss Cost
DNAS FC, Dot-Product ✓ 0.4442 One supernet

PROFIT FC, FM 0.4427 One supernet
AutoCTR FC, Dot-Product, FM, EFC ✓ ✓ 0.4413 Many models

NASRec
FC, Gating, Sum, Attention,

✓ ✓ 0.4399 One supernet
Dot-Product, FM, EFC

We evaluate our NAS-crafted models, NASRecNets on three popular CTR benchmarks

and demonstrate significant improvements compared to both hand-crafted models and NAS-

crafted models. Remarkably, NASRecNet advances the state-of-the-art with LogLoss re-

duction of „ 0.001, „ 0.003 on Criteo and KDD Cup 2012, respectively. On Avazu, NASRec
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advances the state-of-the-art PROFIT [Gao+21] with AUC improvement of „ 0.002 and

on-par LogLoss, while outperforming PROFIT [Gao+21] on Criteo by „0.003 LogLoss re-

duction. Thanks to the efficient weight-sharing mechanism, NASRec only needs to train a

single supernet, thus greatly reducing the search cost. We summarize our major contribu-

tions below.

• We propose NASRec, a new paradigm to scale up the automated modeling of recom-

mend systems. NASRec establishes a flexible supernet (search space) with minimal

human priors, overcoming data modality and architecture heterogeneity challenges in

the recommendation domain.

• We advance weight-sharing NAS to the recommendation domain by introducing single-

operator any-connection sampling, operator-balancing interaction modules, and post-

training fine-tuning.

• Our crafted models, NASRecNet, outperform hand-crafted and NAS-crafted models

with a smaller search cost.

4.1 Hierarchical NASRec Space for Recommendation Systems

The flexibility of search space is the key to supporting data modality and architecture

heterogeneity in recommendation systems. We establish a new paradigm free of human pri-

ors by introducing NASRec search space, a hierarchical search space design incorporating

heterogeneous building operators and dense connectivity, see Figure 4.1. NASRec search

space enables a full architecture search on building operators and dense connectivity. Here,

“blue” blocks produce a dense output, and “red” blocks produce a sparse output. The ma-

jor manual process in designing the search space is simply collecting common operators

used in existing approaches [Guo+17; Lia+18; Nau+19; Son+20; Wan+17; Wan+21a].

Beyond that, we further incorporate the prevailing Transformer Encoder [Vas+17] into

the NASRec search space for better flexibility and higher potential in searched architec-

tures, thanks to its dominance in applications such as ViT [Dos+20] for image recognition,

Transformer [Vas+17] for natural language processing, and its emerging exploration in rec-
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ommendation systems [Che+19a; GDC20].

4.1.1 NASRec Search Space

Block &

Block 1

Block 2

Block N…

FC

Input

Logits

+

+ Addition & Concatenation Fixed Connection Searchable Connection

+

Sparse OpDense Op

FC SG Sum DP EFC Attn

Dense 2D Input Sparse 3D Input

Dense 2D Output Sparse 3D Output

FC

Reshape+
FM

FIGURE 4.1: Overview of NASRec search space.

In recommendation systems, we define a dense input as Xd P RBˆdimd which is a 2D

tensor from either raw dense features or generated by operators, such as FC, Gating, Sum,

and Dot-Product. A sparse input Xs P RBˆNsˆdims is a 3D tensor of sparse embeddings

either generated by raw sparse/categorical features or by operators such as EFC and self-

attention. Similarly, a dense or sparse output (i.e., Yd or Ys) is respectively defined as a

2D or 3D tensor produced via corresponding building blocks/operators. In NASRec, all

sparse inputs and outputs share the same dims, which equals the dimension of raw sparse

embeddings. Accordingly, we define a dense (sparse) operator as one that produces a dense

(sparse) output. In NASRec, dense operators include FC, Gating, Sum, and Dot-Product,

which form the “dense branch” (marked in “blue”), and sparse operators include EFC and

self-attention, which form the “sparse branch” (marked in “red”).

A candidate architecture in NASRec search space is a stack of N choice blocks, followed

by a final FC layer to compute the final logit. Each choice block admits an arbitrary

number of multi-modality inputs, each of which is X = (Xd, Xs) from a previous block or

raw inputs, and produces a multi-modality output Y = (Yd, Ys) of both a dense tensor Yd

and a sparse tensor Ys via internal building operators. Within each choice block, we can
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sample operators for search.

We construct a supernet representing the NASRec search space demonstrated in Fig-

ure 4.1. The supernet subsumes all possible candidate models/subnets and performs weight

sharing among subnets to train them simultaneously. We formally define the NASRec super-

net S as a tuple of connections C, operators O, and dimensions D as follows: S = (C,D,O)

over all N choice blocks. Specifically, the operators: O = [O(1), ..., O(N)] enumerates the

set of building operators from choice block 1 to N. The connections: C = [C(1), ..., C(N)]

contains the connectivity ă i, j ą between choice block i and choice block j. The dimension:

D = [D(1), ..., D(N)] contains the dimension settings from choice block 1 to N.

A subnet Ssample = (Osample, Csample,Dsample) in the supernet S represents a model in

NASRec search space. A block uses addition to aggregate the outputs of sampled opera-

tors in each branch (i.e., “dense branch” or “sparse branch”). When the operator output

dimensions do not match, we apply zero masking to mask out the extra dimension. A block

uses concatenation Concat to aggregate the outputs from sampled connections. Given a

sampled subnet Ssample, the input X(N) to choice block N is computed as follows given a

list of previous block outputs tY(1), ..., Y(N´1)u and the sampled connections C(N)
sample:

X(N)
d = ConcatN´1

i=1 [Y(i)
d ¨ 1

ăi,NąPC(N)
sample

], (4.1)

X(N)
s = ConcatN´1

i=1 [Y(i)
s ¨ 1

ăi,NąPC(N)
sample

]. (4.2)

Here, 1b is 1 when b is true otherwise 0.

A building operator o P O(N)
sample transforms the concatenated input X(N) into an inter-

mediate output with a sampled dimension D(N)
sample. This is achieved by applying a mask

function on the last dimension for dense output and the middle dimension for sparse output.

For example, a dense output Y(N)
d is obtained as follows:

Y(N)
d =

ÿ

oPO
1

oPO(N)
sample

¨ Mask(o(X(N)
d ), D(N)

sample,o). (4.3)
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where

Mask(V, d) =

#

V:,i, if i ă d
0, Otherwise.

. (4.4)

Next, we clarify the set of building operators as follows:

• Fully-Connected (FC) layer. The connected layer is the backbone of DNN models for

recommendation systems [Che+16] that extracts dense representations. FC is applied

on 2D dense inputs and followed by a ReLU activation.

• Sigmoid Gating (SG) layer. We follow the intuition in [Wan+21a; Che+19a] and employ

a dense building operator, Sigmoid Gating, to enhance the potential of the search space.

Given two dense inputs Xd1 P RBˆdimd1 and Xd2 P RBˆdimd2 , Sigmoid Gating interacts

these two inputs as follows: SG(Xd1, Xd2) = sigmoid(FC(Xd1)) ˚ Xd2. If the dimensions

of two dense inputs do not match, zero padding is applied to the input with a lower

dimension.

• Sum layer. This dense building operator adds two dense inputs: Xd1 P RBˆdimd1 , Xd2 P

RBˆdimd2 and merges two features from different levels of the recommendation system

models by simply performing Sum(Xd1, Xd2) = Xd1 + Xd2. Like Sigmoid Gating, zero

padding is applied on the input with a lower dimension.

• Dot-Product (DP) layer. We leverage Dot-Product to grasp the interactions among

multi-modality inputs via a pairwise inner product. Dot-Product can take dense and/or

sparse inputs and produce a dense output. After being sent to the “dense branch”,

these sparse inputs can later take advantage of the dense operators to learn better rep-

resentations and interactions. Given a dense input Xd P RBˆdimd and a sparse input

Xs P RBˆNcˆdims , a Dot-Product first concatenate them as X = Concat[Xd, Xs], and then

performs pair-wise inner products: DP(Xd, Xs) = Triu(XXT). dimd is first projected to

dims if they do not match.

• Embedded Fully-Connected (EFC) layer. An EFC layer is a sparse building operator that

applies FC along the middle dimension. Specifically, an EFC with weights W P RNinˆNout

transforms an input Xs P RBˆNinˆdims to Ys P RBˆNoutˆdims
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• Attention (Attn) layer. Attention layer is a sparse building operator that utilizes the

Multi-Head Attention (MHA) mechanism to learn the weighting of sparse inputs and

better exploit their interaction in recommendation systems. Here, We apply Transformer

Encoder on a given sparse input Xs P RBˆNsˆdims , with identical queries, keys, and values.

We observe that the aforementioned set of building operators provides opportunities

for the sparse inputs to transform into the “dense branch”. Yet, these operators do not

permit a transformation of dense inputs towards the “sparse branch”. To address this

limitation, we introduce “dense-sparse merger”, allowing dense/sparse outputs to merge into

the “sparse/dense branch optionally”. Dense-sparse merger contains two major components.

• “Dense-to-sparse” merger. This merger first projects the dense outputs Xd using an FC

layer, then uses a reshape layer to reshape the projection into a 3D sparse tensor. The

reshaped 3D tensor is merged into the sparse output via concatenation.

• “Sparse-to-dense” merger. This merger employs a Factorization Machine (FM) [Guo+17]

to convert the sparse output into a dense representation, then adds the dense represen-

tation to the dense output.

Beyond the rich choices of building operators and mergers, each choice block can receive

inputs from any preceding choice block and raw input features. This involves exploring any

connectivity among choice blocks and raw inputs, extending the wiring heterogeneity for

search.

4.1.2 Search Components

In the NASRec search space, we search each choice block’s connectivity, operator di-

mensions, and building operators. We illustrate the three key search components as follows:

• Connection. We place no restrictions on the number of connections a choice block can

receive: each block can choose inputs from an arbitrary number of preceding blocks and

raw inputs. Specifically, the n-th choice block can connect to any previous n ´ 1 choice

blocks and the raw dense (sparse) features. The outputs from all preceding blocks are

concatenated as inputs for dense (sparse) building blocks. We separately concatenate
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the dense (sparse) outputs from preceding blocks.

• Dimension. In a choice block, different operators may produce different tensor dimen-

sions. In NASRec, we set the output sizes of FC and EFC to dimd and Ns, respectively,

and other operator outputs in the dense (sparse) branch are linearly projected to dimd

(Ns). This ensures operator outputs in each branch have the same dimension and can

be added together. This also give the maximum dimensions dimd and Ns for the dense

output Yd P RBˆdimd and the sparse output Ys P RBˆNsˆdims . Given a dense or sparse

output, a mask in Eq. 4.4 zeros out the extra dimensions, allowing a flexible selection of

building operators’ dimensions.

• Operator. Each block can choose at least one dense (sparse) building operator to trans-

form inputs to a dense (sparse) output. Each block should maintain at least one operator

in the dense (sparse) branch to ensure the flow of information from inputs to logit. We

independently sample building operators in the dense (sparse) branch to form a valid

candidate architecture. In addition, we independently sample dense-sparse mergers to

allow optional dense-to-sparse interaction.

4.2 Search Algorithm

This section proposes a novel path sampling strategy, Single-operator Any-connection

sampling, that combines operator sampling with a good connection sampling convergence.

We further observe the operator imbalance phenomenon induced by some over-parameterized

operators and tackle this issue by operator-balancing interaction to improve supernet rank-

ing. Finally, we employ post-training fine-tuning to alleviate weight co-adaptation and

utilize regularized evolution to obtain the best subnet. We also provide insights that effec-

tively explore the best recommendation models.

4.2.1 Single-operator Any-Connection Sampling

The supernet training adopts a drop-out-like approach. At each mini-batch, we sample

and train a subnet. During training, we train lots of subnets under weight-sharing to be

well-trained to predict the performance of models. Sampling strategies are important to
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FIGURE 4.2: Single-operator Any-connection path sampling.

meet the goal. We explore three path sampling strategies depicted in Figure 4.2 and discover

that Single-Operator Any-Connection sampling is the most effective way:

• Single-operator Single-connection. This path sampling strategy has its root in Computer

Vision [Guo+20]: it uniformly samples a single dense and sparse operator in each choice

block. It uniformly samples a single connection as an input to a block. The strategy

is efficient because, on average, only a small subnet is trained at one mini-batch. How-

ever, this strategy only encourages the chain-like formulation of models without extra

connectivity patterns. The lack of connectivity coverage yields slower convergence, poor

performance, and inaccurate ranking of models, as we will show.

• Any-operator Any-connection. This sampling strategy increases the coverage of the

supernet’s sub-architectures during subnet training: It uniformly samples an arbitrary

number of dense and sparse operators in each choice block and an arbitrary number of

connections to aggregate different block outputs. Yet, the training efficiency is poor when

training large sample subnets. More importantly, the weight co-adaptation of multiple
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Single-operator Single-connection: Pearson=0.05, Kendall=0.02

Any-operator Any-connection: Pearson=0.367, Kendall=0.280
Single-operator Any-connection: Pearson=0.457, Kendall=0.436

FIGURE 4.3: Ranking evaluation of various path sampling strategies.

operators within a choice block may affect the independent evaluation of the subnets

and, thus, eventually lead to poor ranking quality, as we will show.

• Single-operator Any-connection. We propose this path sampling strategy to combine

the strengths of the above two strategies. Single-operator Any-connection samples a

single dense and sparse operator in each choice block and samples an arbitrary number

of connections to aggregate the outputs from different choice blocks. This strategy’s key

insight is separating the parametric operators’ sampling to avoid the co-adaptation of

weights and allowing arbitrary samples of non-parametric connections to gain a good

coverage of the NASRec search space.

Compared to Any-operator Any-connection sampling, single-operator Any-connection
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sampling achieves higher training efficiency: the reduced number of sampled operators

reduces the training cost by up to 1.5ˆ.

We evaluate the ranking of subnets by WS-NAS on Criteo and by 100 randomly sampled

networks in Figure 4.3. We evaluate all ranking coefficients over 100 randomly sampled sub-

nets on NASRec-Full supernet over Criteo. Here, we adopt the design of operator-balancing

interaction modules in Section 4.2 to maximize the potential of each path sampling strategy.

In the figure, the y-axis is the LogLoss of subnets, whose weights are copied from corre-

sponding architectures in the trained supernet. Single-operator Any-connection achieves

at least 0.09 higher Pearson’s rho and 0.15 higher Kendall’s tau than other path sampling

strategies. In addition, we observe that Single-operator Any-connection sampling allows

better convergence of the NASRec supernet, and subnets that inherit weights from the

supernet achieve lower LogLoss during validation, leading to better exploitation of their

ground-truth performance for a better ranking quality.

4.2.2 Operator-Balancing Interaction Modules

Recommendation systems involve multi-modality data with an indefinite number of

inputs, for example, a large number of sparse inputs. We define operator imbalance as

the imbalance of the number of weights between operators within a block. In weight-

sharing NAS, operator imbalance may cause supernet training to favor operators with

more weights. This will offset the gains due to poor ranking correlations of subnets: the

subnet performance in the supernet may deviate from its ground-truth performance when

trained from scratch. In our NASRec, we identify that such an issue is strongly related to

the Dot-Product operator and provide mitigation to address such operator imbalance.

Given Ns sparse embeddings, a Dot-Product block produces N2
s /2 pairwise interactions

as a quadratic function on the number of sparse embeddings. As detailed in Section 4.1,

the supernet requires a linear projection layer (i.e., FC) to match the output dimensions of

operators within each choice block. Typically, this leads to an extra (N2
s ¨ dimd/2) trainable

weights for Dot-Product.
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However, the weight consumption of such a projection layer is large, given many sparse

embeddings. For example, given Ns = 448 and dimd = 512 in a 7-block NASRec supernet,

the projection layer induces over 50M parameters in the NASRec supernet, which has a simi-

lar scale of parameter consumption with sparse embedding layers. Such tremendous weight

parameterization is a quadratic function of the number of sparse inputs Ns. Yet, other

building operators have much fewer weights. For example, the number of trainable weights

in EFC is a linear function of the sparse inputs Ns. As a result, the over-parameterization in

Dot-Product leads to an increased convergence rate for the Dot-Product operator and con-

sequently favors parameter-consuming subnets with a high concentration of Dot-Product

operations, as we observed. In addition, the ignorance of heterogeneous operators other

than Dot-Product provides a poor ranking of subnets, leading to sub-optimal performance

on recommendation systems.

…
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Sparse Features
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FIGURE 4.4: Operator-balancing interaction.

We insert a simple EFC as a projection layer before the Dot-Product to mitigate such

over-parameterization demonstrated in Figure 4.4. Operator-balancing interaction inserts
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a simple EFC layer before Dot-Product to ensure linear parameter consumption and bal-

ance building operators. Our intuition is projecting the number of sparse embeddings in

Dot-Product to [
a

2dimd], such that the following Dot-Product operator produces approx-

imately dimd outputs that later require a minimal projection layer to match the dimen-

sion. As such, the Dot-Product operator consumes at most (dim2
d + Ns[

a

2dimd]) trainable

weights and ensures a linear growth of parameter consumption with the number of sparse

EFC Ns. Thus, we balance the interaction operator to allow all building operators a sim-

ilar convergence rate. Table 4.2 significantly enhances the training efficiency and ranking

quality of the NASRec-Full supernet with Single-operator Any-connection path sampling

strategy. Operator-balancing interactions reduce the supernet training cost and improve

the ranking of subnets.

Table 4.2: Operator-Balancing Interactions.

Interaction Type Training Cost Pearson’s ρ Kendall’s τ

Imbalanced DP 4 Hours 0.31 0.32
Balanced DP 1.5 Hours 0.46 0.43

Post-training Fine-tuning. Although dropout-like subnet training provides a great way to

reduce the adaptation of weights for a specific subnet, The subnet performance prediction by

the supernet can fail when weights are not shared across some subnets. After the supernet

training and during a standalone subnet evaluation, we carry a post-training fine-tuning

that re-adapts its weights to the specific subnet. This can re-calibrate the corrupted weights

when training other subnets during the supernet training. In practice, we find that fine-

tuning the last FC on the target dataset for a few training steps (e.g., 0.5K) is good enough.

With only marginal additional search costs, this novel post-training fine-tuning technique

boosts the ranking of subnets by addressing the underlying weight adaptation issue. It thus

provides a better chance to discover better models for recommendation systems.

Table 4.3 demonstrates the improvement of post-training fine-tuning on different path

sampling strategies. We demonstrate Pearson’s ρ and Kendall’s τ over 100 random sub-
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nets on the Criteo dataset within NASRec-Full. Surprisingly, post-training fine-tuning

achieves decent ranking quality improvement under Single-operator Single-connection and

Any-operator Any-connection path sampling strategy. This is because subnets under these

strategies do not usually converge well in the supernet: they either suffer from poor supernet

coverage or poor convergence induced by co-adaptation. The fine-tuning process releases

their potential and approaches their real performance on the target dataset. Remarkably,

Single-operator Any-connection path sampling strategy cooperates well with post-training

fine-tuning and achieves the global optimal Pearson’s ρ and Kendall’s τ ranking correlation

among different approaches, with at least 0.14 Pearson’s ρ and Kendall’s τ improvement on

NASRec-Full search space over Single-operator Single-connection sampling with fine-tuning.

4.2.3 Evolutionary Search on Best Models

We utilize regularized evolution [Rea+19] to obtain the best child subnet in NASRec

search space, including NASRec Small and NASRec-Full. Here, we first introduce a single

mutation of a hierarchical genotype with the following sequence of actions in one of the

choice blocks:

• Re-sample the dimension of one dense building operator.

• Re-sample the dimension of one sparse building operator.

• Re-sample one dense building operator.

• Re-sample one sparse building operator.

• Re-sample its connection to other choice blocks.

• Re-sample the choice of dense-to-sparse/sparse-to-dense merger that enables the com-

munication between dense/sparse outputs.

Table 4.3: Effects of post-training fine-tuning on different path sampling strategies.

Path Sampling Strategy
No Fine-tuning Fine-tuning

Pearson’s ρ Kendall’s τ Pearson’s ρ Kendall’s τ

Any-operator Any-connection 0.37 0.28 0.46 0.43
Single-operator Single-connection 0.05 0.02 0.43 0.29
Single-operator Any-connection 0.46 0.43 0.57 0.43
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4.3 Experiments

We first show the detailed configuration that NASRec employs during the architecture

search, model selection, and final evaluation. Then, we demonstrate empirical evaluations

on three popular recommendation system benchmarks for Click-Through Rates (CTR)

prediction: Criteo1, Avazu2 and KDD Cup 20123. We showcase the statistics of three

benchmarks in Table 4.4. We follow the evaluation protocols in AutoCTR [Son+20] and

split each benchmark into three sets: training (80%), validation (10%), and testing (10%).

Table 4.4: Statistics of different CTR benchmarks.

Benchmark # Dense # Sparse # Samples (M)
Criteo 13 26 45.84
Avazu 0 23 40.42
KDD 3 10 149.64

4.3.1 Search Configuration

We first demonstrate the detailed configuration of NASRec-Full search space as follows:

• Connection Search Components. We utilize N = 7 blocks in our NASRec search space.

This allows a fair comparison with recent NAS methods [Son+20]. All choice blocks can

arbitrarily connect to previous choice blocks or raw features.

• Operator Search Components. In each choice block, our search space contains six distinct

building operators, including four dense building operators: FC, Gating, Sum, Dot-

Product, and two distinct sparse building operators: EFC and Attention. The dense-

sparse merger option is fully explored.

• Dimension Search Components. For each dense building operator, the dense output

dimension can be chosen from {16, 32, 64, 128, 256, 512, 768, 1024}. The sparse output

dimension can be chosen from {16, 32, 48, 64} for each sparse building operator.

1 https://www.kaggle.com/c/criteo-display-ad-challenge

2 https://www.kaggle.com/c/avazu-ctr-prediction/data

3 https://www.kaggle.com/c/kddcup2012-track2/data
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In NASRec-Small, we employ the same settings except that we use only two dense building

operators: FC, Dot-Product, and one sparse building operator, EFC. Then, we illustrate

some techniques for brewing the NASRec supernet, including the configuration of embed-

ding, supernet warm-up, and supernet training settings.

• Capped Embedding Table. We cap the maximum embedding table size to 0.5M during

supernet training for search efficiency. During the final evaluation, we maintain the full

embedding table to retrieve the best performance, i.e., a total of 540M parameters in

DLRM [Nau+19] on Criteo to ensure a fair comparison.

• Supernet Warm-up. We observe that the supernet may collapse at initial training phases

due to the varying sampled paths and uninitialized embedding layers. To mitigate the

supernet’s initial collapse, we randomly sample the full supernet at the initial 1/5 of the

training steps, with a probability p that linearly decays from 1 to 0. This provides dimen-

sion warm-up, operator warm-up [Ben+20], and connection warm-up for the supernet

with minimal impact on the quality of sampled paths.

• Supernet Training Settings. We insert layer normalization [BKH16] into each building

operator to stabilize supernet training. Our choice of hyperparameters is robust over

different NASRec search spaces and recommendation system benchmarks. We train the

supernet for only one epoch with Adagrad optimizer, an initial learning rate of 0.12, and

a cosine learning rate schedule [LH16] on target recommendation system benchmarks.

Finally, we present the details of regularized evolution and model selection strategies

over NASRec search spaces.

• Regularized Evolution. Despite the large size of NASRec-Full and NASRec-small, we

employ an efficient configuration of regularized evolution to seek the optimal subnets

from the supernet. Specifically, we maintain a population of 128 architectures and run

regularized evolution for 240 iterations. In each iteration, we first pick up the best

architecture from 64 sampled architectures from the population as the parent architecture

and generate eight child architectures to update the population.

• Model Selection. During the weight-sharing neural architecture search, we train the
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supernet on the training set and select the top 15 subnets on the validation set. We

train the top-15 models from scratch and select the best subnet as the final architecture,

NASRecNet.

4.3.2 Recommendation System Benchmark Results

We train NASRecNet from scratch on three classic recommendation system benchmarks

and compare the performance of models that NASRec crafts on three general recommen-

dation system benchmarks. In Table 4.5, we report the evaluation results of our end-to-end

NASRecNets and a Random Search (RS) baseline. The RS baseline randomly samples and

trains models in our NASRec search space.

Table 4.5: Performance of NASRec on general CTR predictions tasks.

Method
Criteo Avazu KDD Cup 2012 Search Cost

LogLoss AUC LogLoss AUC LogLoss AUC (GPU days)

Hand-crafted Arts

DLRM 0.4436 0.8085 0.3814 0.7766 0.1523 0.8004 -
xDeepFM 0.4418 0.8052 - - - - -
AutoInt+ 0.4427 0.8090 0.3813 0.7772 0.1523 0.8002 -
DeepFM 0.4432 0.8086 0.3816 0.7767 0.1529 0.7974 -

NAS-crafted Arts

DNAS 0.4442 - - - - - -
PROFIT 0.4427 0.8095 0.3735 0.7883 - - „0.5

AutoCTR 0.4413 0.8104 0.3800 0.7791 0.1520 0.8011 „0.75
RS, NASRec-Small 0.4411 0.8105 0.3748 0.7885 0.1500 0.8123 1.0
RS, NASRec-Full 0.4418 0.8098 0.3767 0.7853 0.1509 0.8071 1.0

NASRecNet, NASRec-Small 0.4399 0.8118 0.3747 0.7887 0.1495 0.8135 „0.25
NASRecNet, NASRec-Full 0.4408 0.8107 0.3737 0.7903 0.1491 0.8154 „0.3

State-of-the-art Performance. Even within an aggressively large NASRec-Full search space,

NASRecNets achieve record-breaking performance over hand-crafted CTR models [Nau+19;

Guo+17; Lia+18] with minimal human priors as shown in Table 4.5. Compared with

AutoInt [Son+19], the hand-crafted model that fabricates feature interactions with delicate

engineering efforts, NASRecNet achieves „ 0.003 LogLoss reduction on Criteo, „ 0.007

LogLoss reduction on Avazu, and „ 0.003 LogLoss reduction on KDD Cup 2012, with

minimal human expertise and interventions.

Next, we compare NASRecNet to the more recent NAS-crafted models. Compared to

AutoCTR [Son+20], NASRecNet achieves the state-of-the-art (SOTA) LogLoss and AUC

on all three recommendation system benchmarks. With the same scale of search space as
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AutoCTR (i.e., NASRec-Small search space), NASRecNet yields 0.001 LogLoss reduction

on Criteo, 0.005 LogLoss reduction on Avazu, and 0.003 LogLoss reduction on KDD Cup

2012. Compared to DNAS [Kri+21] and PROFIT [Gao+21], which only focuses on con-

figuring part of the architectures, such as dense connectivity, NASRecNet achieves at least

„ 0.002 LogLoss reduction on Criteo, justifying the significance of full architecture search

on recommendation systems.

By extending NASRec to an extremely large NASRec-Full search space, NASRecNet fur-

ther improves its result on Avazu and outperforms PROFIT by „ 0.002 AUC improvement

with on-par LogLoss, justifying the design of NASRec-Full with aggressively large cardinal-

ity and minimal human priors. On Criteo and KDD Cup 2012, NASRec maintains the edge

in discovering state-of-the-art CTR models compared to existing NAS methods [Son+20;

Gao+21; Kri+21].

Efficient Search within a Versatile Search Space. Despite a larger NASRec search space that

presents more challenges to explore fully, NASRec achieves at least 1.7ˆ searching efficiency

compared to state-of-the-art efficient NAS methods [Son+20; Gao+21] with significant

LogLoss improvement on all three benchmarks. This is greatly attributed to the efficiency

of Weight-Sharing NAS on heterogeneous operators and multi-modality data.

We observe that a compact NASRec-Small search space produces strong random search

baselines, while a larger NASRec-Full search space has a weaker baseline. This is because,

with a limited search budget, it is more challenging to discover promising models within a

large search space. Yet, the scalable WS-NAS tackles the exploration of full NASRec-Full

search space thanks to the broad coverage of the supernet. With an effective Single-Operator

Any-connection path sampling strategy, WS-NAS improves the quality of discovered models

on Criteo and discovers a better model on Avazu and KDD Cup 2012 than the NASRec-

Small search space.
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4.3.3 Discussion

In this section, we analyze the complexity of NASRecNet, and demonstrate the impact

of our proposed techniques that mitigate ranking disorders and improve the quality of

searched models.

Model Complexity Analysis. We compare the model complexity of NASRecNets with SOTA

hand-crafted and NAS models. We collect all baselines from AutoCTR [Son+20] and com-

pare performance versus the number of Floating-point Operations (FLOPs) in Table 4.6.

Table 4.6: Model complexity analysis.

Method
LogLoss FLOPS(M)

Criteo Avazu KDD Criteo Avazu KDD
DLRM 0.4436 0.3814 0.1523 26.92 18.29 25.84

DeepFM 0.4432 0.3816 0.1529 22.74 22.50 21.66
AutoInt+ 0.4427 0.3813 0.1523 18.33 17.49 14.88
AutoCTR 0.4413 0.3800 0.1520 12.31 7.12 3.02

NASRecNet @ NASRec-Small 0.4399 0.3747 0.1495 2.20 3.08 3.48
NASRecNet @ NASRec-Full 0.4408 0.3737 0.1491 1.45 1.87 1.09

We profile all FLOPS of NASRecNets using FvCore [Res22]. Even without any FLOPs

constraints, NASRecNets outperform existing arts in efficiency. Despite achieving lower

LogLoss, NASRecNets achieve 8.5ˆ, 3.8ˆ, and 2.8ˆ FLOPS reduction on Criteo, Avazu,

and KDD Cup 2012 benchmarks. One possible reason is using operator-balancing interac-

tion modules: it projects the sparse inputs to a smaller dimension before carrying cross-

term feature interaction. This leads to significantly lower computation costs, contributing

to compact yet high-performing recommendation models.

Effects of Path Sampling & Fine-tuning. We discussed the path sampling and fine-tuning

techniques in Section 4.2.2 and demonstrated the empirical evaluation of these techniques

on the quality of searched models in Table 4.7. The results show that (1) the importance

of path sampling far outweighs the importance of fine-tuning in deciding the quality of
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Table 4.7: Effects of different training techniques on NASRecNet, evaluated on Criteo.

Method LogLoss FLOPS(M)
Baseline (Single-operator Any-connection + Fine-tuning) 0.4408 1.45

Single-operator Single-connection + Fine-tuning 0.4417 1.78
Any-operator Any-connection + Fine-tuning 0.4413 2.04

Single-operator Any-connection, NO Fine-tuning 0.4410 3.62

searched models, and (2) a higher Kendall’s τ that correctly ranks subnets in NASRec

search space (i.e., Table 4.7) indicates a consistent improvement on searched models.

Best Discovered Models. Figure 4.5 depicts the detailed structures of best architecture on

Criteo within the NASRec-Full search space. Here, a striped blue (red) block indicates an

unused dense (sparse) block in the final architecture, and a bold connection indicates the

same source input for a dense operator with two inputs (i.e., Sigmoid Gating and Sum).

Criteo contains the richest set of dense (sparse) features and, thus, is the most com-

plex in architectural fabrication. We observe that dense connectivity is highly appreciated

within both NASRec-Small and NASRec-Full search space, indicating that feature fusion

significantly impacts the LogLoss on a complex benchmark. In addition, self-gating on the

raw, dense features (i.e., block one @ NASRec-Full) is considered an important motif in

interacting features. Similar patterns can also be observed in the best architecture searched

on KDD benchmarks.

Due to the complexity of Criteo and NASRec-Full search blocks, the best-searched

architecture does not use all seven blocks in the search space. Some of the blocks are

not utilized in the final architecture. For example, the best architecture searched within

NASRec-Full contains only four valid blocks. We leave this as a future work to improve

supernet training so that deeper architectures can be discovered in a more scalable fashion.

Based on the best architecture depicted in [Zha+23b], we summarize our observations

on three unique benchmarks as follows:

• Benchmark Complexity Decides Architecture Complexity. The choice of a benchmark

decides the complexity of the final architecture. The more complex a benchmark is, the
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FIGURE 4.5: Best model discovered on Criteo @ NASRec-Full.

more complicated a searched model is in dense connectivity and operator heterogeneity.

• Search Space Decides Connectivity. The best architecture searched within NASRec-

Full on all three CTR benchmarks contains more operator heterogeneity and less dense

connectivity. Yet, the reduced dense connectivity between different choice blocks helps

reduce FLOPs consumption of searched models, leading to less complexity and better

model efficiency. This also shows that the search for building operators may outweigh the

importance of the search for dense connectivity when crafting an efficient CTR model.

• Attention Has a Huge Impact. Attention blocks are rarely studied in the existing liter-

ature on recommendation systems. The architectures searched on NASRec-Full search
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space justify the effectiveness of the attention mechanism on aggregating dense (sparse)

features. For example, the first block in the best searched architecture always adopts

an attention layer to interact raw sparse inputs. The stacking of attention blocks is also

observed in searched architectures to demonstrate high-order interaction between dense

(sparse) features.

• Self-Gating Is a Useful Motif. Self-gating indicates a pairwise gating operator with

identical dense inputs. On both Criteo/KDD benchmarks, self-gating is discovered to

process raw dense inputs and provide dense projections with a higher quality. On Avazu,

with no dense input features, self-gating is discovered to combine a higher-level dense

representation for better prediction results.

4.4 Conclusion

In this chapter, we propose NASRec to fully enable NAS for Recommendation Systems

via Weight Sharing Neural Architecture Search (WS-NAS) under data modality and archi-

tecture heterogeneity. NASRec establishes a large supernet to represent the full architecture

space and incorporates versatile building operators and dense block connections to mini-

mize human priors in automated architecture design for recommendation systems. NASRec

identifies the scale and heterogeneity challenges of large-scale supernet search space and pro-

poses a series of techniques to improve training efficiency and mitigate ranking disorder.

Our crafted models, NASRecNet, achieve state-of-the-art performance on three popular

recommendation system benchmarks, demonstrate promising prospects on full architecture

search space, and direct motivating research towards fully automated architecture fabrica-

tion with minimal human priors.
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5. Adapting NAS to Large-scale Recommendation
A feature interaction in recommendation models connects raw user-item inputs and pro-

duces a prediction on user behavior, such as impression and click. Feature interactions vary

in depth, width, interaction types, and the selection of dense/sparse features. These versa-

tile feature interactions exhibit different levels of performance in recommendation systems.

The design of interaction between dense/sparse features is the key driver to optimizing the

recommendation models.

The advancement of feature interactions incorporates improved prior knowledge into

the recommendation systems, enhancing the underlying user-item relationships and bene-

fits personalization benchmarks such as Click-Through Rates (CTR) prediction. In past

practices, feature interaction advancements have been made, such as collaborative filter-

ing [BK16; WCZ16; He+17b; Zha+17a]. With the rise of Deep Learning, factorization

machines [Guo+17; Lia+18; Che+19b], Dot-Product [Che+16; Nau+19], Deep Cross-

ing [Wan+21a], Graph Neural Networks [Su+21; Su+22], and self-attention [Son+19] craft

individual feature interaction modules to advance representation learning. The stack [Zha+22a]

and the combination [ME14; BAD06] of individual feature interaction modules create in-

teractions with varying orders, types, and dense/sparse input sources.

The recent thriving of Automated Machine Learning (AutoML) democratized the de-

sign of feature interactions and exceeded human performance in various domains, such

as raw feature selection and optimization [Liu+20a; Liu+20b] and Neural Architecture

Search [Son+20; Zha+23b; Kri+21; Xie+21]. However, optimizing the design above space

to obtain the optimal feature interactions has two challenges. First, designing/searching

for the optimal feature interactions requires extensive wall-clock time, as the design/search

sequentially iterates high data volume in production to obtain a good solution in feature in-

teraction. This raises obstacles to ensuring the freshness of feature interaction on the latest

data and potentially harms production quality, such as causing model staleness. This calls

for an efficient search methodology to explore the selection of the feature interaction and

scale with the data volume growth. Second, brewing efficient feature interaction to opti-
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mize serving cost in recommendation models is not straightforward. Among multi-modality

inputs and heterogeneous building operators as feature interaction modules, solving Pareto

optimality (i.e., AUC versus FLOPs trade-off) to identify essential/unimportant modules

within a feature interaction meets complexity challenges that are not quickly resolved within

reasonable search cost. This calls for a systematic approach to co-optimize the performance

and complexity of feature interactions under a large-scale search space.
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FIGURE 5.1: Model AUC versus FLOPs on Criteo Terabyte.

We evaluate DistDNAS on the 1TB Criteo Terabyte dataset using AUC, LogLoss, and

Normalized Entropy (NE) [He+14] as evaluation metrics. Figure 5.1 demonstrates the

state-of-the-art AUC/FLOPs trade-off achieved in DistDNAS. Without human interven-

tion, DistDNAS removes redundant interaction modules and discovers efficient feature in-

teractions, unlocking 0.001 higher AUC and 60% fewer FLOPs in the discovered models,
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with state-of-the-art AUC/FLOPs trade-off demonstrated in Figure 5.1. Furthermore, we

provide ablation studies and discussions on the confounding factors of DistDNAS. We sum-

marize our contributions as follows.

• We analyze the search and serving efficiency challenges when designing feature inter-

actions on large-scale CTR recommendation benchmarks.

• We propose DistDNAS, an AutoML system, to tackle the efficiency challenge in fea-

ture interaction design. DistDNAS distributes the search over varying data dates and

averages the learned architecture on each data split for search efficiency. In addi-

tion, DistDNAS incorporates a cost-aware regularization into the search for serving

efficiency.

• Our empirical evaluations demonstrate that DistDNAS significantly pushes the Pareto

frontier of state-of-the-art CTR models.

5.1 Differentiable Feature Interaction Search Space

A feature interaction comprises building operators (“feature interaction modules”). Su-

pernet is a natural fusion of feature interaction modules that includes all promising candi-

date feature interactions. DistDNAS emphasizes the search for feature interaction modules

and simplifies the search space from NASRec [Zha+23b]. A supernet in DistDNAS con-

tains multiple choice blocks, with a fixed connection between these choice blocks, and fully

enabled dense-to-sparse/sparse-to-dense merger within all choice blocks. Unlike NASRec,

which solely selects the optimal interaction module within each choice block, DistDNAS

can choose an arbitrary number of interaction modules within each choice block and use

differentiable bilevel optimization [LSY18] to determine the best selection. This allows flex-

ibility in combining varying feature interactions and obtaining the best combination with

enhanced search efficiency. We present the details of feature interaction modules as follows.

Here, a dashed line denotes a searchable feature interaction in DistDNAS, and b denotes

the mixing of different feature interaction modules.
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FIGURE 5.2: Feature interaction search space for each choice block in DistDNAS.

5.1.1 Feature Interaction Modules

Feature interaction modules connect dense 2D inputs with sparse 3D inputs to learn

valuable· representations on user modeling. In a recommendation system, a dense input

is a 2D tensor generated from raw, dense features or dense interaction modules, such as a

fully connected layer. A sparse input is a 3D tensor of sparse embeddings either generated

by raw sparse/categorical features or by sparse interaction modules such as a self-attention

layer. We define a dense input as Xd P RBˆdimd and a sparse input Xs P RBˆNsˆdims . Here,

B denotes the batch size, dimd/dims denotes the dimension of the dense/sparse input, and

Ns denotes the number of inputs in the sparse input.

We collect a set of simple feature interaction modules from the existing literature, as

demonstrated in Figure 5.2. A dense interaction module produces a dense output given

a dense input, and a sparse interaction module produces a sparse output given a sparse

input. These interaction modules can cover a set of state-of-the-art CTR models, such

as DLRM [Nau+19], DeepFM [Wan+17], xDeepInt [YL23], DCN-v2 [Wan+21a], and Au-

toInt [Son+19].

• A Identity/Identity3D layer is a dense/sparse interaction module that carries an identity

transformation on dense/sparse input. One can bypass low-order interaction outputs

towards deeper choice blocks through identity layers and formulate a higher-order feature

interaction.
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• A Linear/Linear3D layer is a dense/sparse interaction module that applies on 2D/3D

dense inputs, followed by ReLU activation. Linear/Linear3D is the backbone of recom-

mendation systems since Wide & Deep Learning [Che+16].

• A Dot-Product [Che+16; Nau+19] layer is a dense interaction module that computes

pairwise inner products of dense/sparse inputs. Given a dense input Xd P RBˆdimd

and a sparse input Xs P RBˆNcˆdims , a Dot-Product first concatenates them as X =

Concat[Xd, Xs], then performs pairwise inner products and collects upper triangular ma-

trices as output: DP(Xd, Xs) = Triu(XXT).

• A CrossNet [Wan+21a] layer is a dense interaction module with gate inputs from various

sources. Given a dense input Xd P RBˆdimd , we process the dense input and the raw dense

input X0 with CrossNet(Xd) = sigmoid(Linear(Xd)) ˚ X0.

• An PIN [YL23] layer is a dense interaction module with gate inputs from various sources.

Given a dense input Xd P RBˆdimd , xDeepInt interacts the dense input with the raw

dense input X0 as follows: PIN(Xd) = sigmoid(Linear(X0)) ˚ Xd. In an xDeepInt

layer, we switch the order of left/right input and perform PIN(Xd1, Xd2) = Xd1 ˚

sigmoid(Linear(Xd2)).

• A Transformer [Vas+17] layer is a sparse interaction module that utilizes the multihead

attention mechanism to learn the weighting of different sparse inputs. The queries, keys,

and values of a Transformer layer are identically the sparse input Xs P RBˆNsˆdims . Two

Linear3D layers are then utilized to process sparse features in the embedding dimension,

followed by addition and layer normalization.

• An Embedded Fully-Connected (EmbedFC) is a sparse interaction module that applies

a linear operation along the middle dimension. Specifically, an EmbedFC with weights

W P RNinˆNout transforms an input Xs P RBˆNinˆdims to Ys P RBˆNoutˆdims .

• A Pooling by Multi-head Attention (PMA) [Lee+19] layer is a sparse interaction mod-

ule that forms attention between seed vectors and sparse features. This encourages

permutation-invariant representations in aggregation. Here, PMA applies multi-head at-

tention on a given sparse input Xs P RBˆNsˆdims with seed vector V P R1ˆNsˆdims . PMA
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uses the seed vector V as queries and uses sparse features as keys and values.

Within all dense/sparse interaction modules, a proper linear projection (e.g., Linear)

will be applied if the dimension does not match. The feature interaction search space

contains versatile dense/sparse interaction modules to provide sufficient opportunity to

advance representation learning on recommendation data.

5.1.2 Differentiable Supernet

In DistDNAS, a differentiable supernet contains N choice blocks with a rich collection

of feature interactions. Each choice block employs a set of dense/sparse feature interactions

op(i) = top(i)d , op(i)s u to take dense/sparse inputs X(i)
d /X(i)

s and learn useful representations.

Each choice block contains |opd| = 5 dense feature interactions and |ops| = 5 sparse feature

interactions. Each choice block receives input from previous choice blocks and produces a

dense output Y(i)
d and a sparse output Y(i)

s . Each choice block concatenates the dense/sparse

output from the previous 2/1 choice blocks as dense/sparse block input in block-wise feature

aggregation. The concatenation occurs in the last feature dimension for dense inputs in

previous blocks. Concatenation occurs in the middle dimension for sparse inputs in previous

blocks to aggregate different sparse inputs. We present the mixing of different feature

interaction modules in the following context.

Continuous Relaxation of Feature Interactions. Within a single choice block in the differ-

entiable supernet, we depict the mixing of candidate feature interaction modules in Figure

5.2. We parameterize the weighting of each dense/sparse/dense-sparse interaction using

architecture weights. In choice block i, we use α(i) = tα
(i)
1 , α

(i)
2 , ..., α

(i)
|opd|

u to represent the

weighting of a dense interaction module and parameterize the selection of dense interaction

modules with architecture weight A = tα(1), α(2), ..., α(N)u. Similarly, we parameterize the

selection of sparse interaction modules with architecture weight B = tβ(1), β(2), ..., β(N)u.

We employ the Gumbel Softmax [JGP16] trick to allow a smoother sampling from categor-
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ical distribution on dense/sparse inputs as follows:

Y(i)
d =

|opd|
ÿ

j=1

exp(
log α

(i)
j +gj

λ )
ř|opd|

k exp( log α
(i)
k +gk
λ )

opj(Xi
d, Xi´1

d ), (5.1)

Y(i)
s =

|ops|
ÿ

j=1

exp (
log β

(i)
j +gj

λ )
ř|ops|

k exp( log βk
(i)+gk
λ )

opj(Xi
s, Xi´1

s ). (5.2)

Here, gj and gk are sampled from the Gumbel distribution, and λ is the temperature.

As a result, a candidate architecture C can be represented as a tuple of dense/sparse feature

interaction: C = (A, B). Within DistDNAS, we aim to perform a differentiable search and

obtain the optimal architecture C˚ containing dense/sparse interaction module weighting.

Discretization. Discretization converts the weighting in the optimal architecture to stan-

dalone models to serve CTR applications. Past DNAS practices [LSY18] typically select

the top k modules for each choice block, brewing a building cell containing a fixed number

of modules in all parts of the network. We discretize each choice block in recommendation

models by a fixed threshold θ to determine useful interaction modules. For example, in

the choice block i, we discretize the weight α(i) to obtain the discretized dense interaction

module α̂(i) as follows:

α̂
(i)
j =

#

1, i f α̂
(i)
j ě θ,

0, otherwise.

We typically set threshold θ = 1/|op| (i.e., 0.2 for dense/sparse module search) for each

choice block or use a slightly larger value (e.g., 0.25) to remove more redundancy. There

are a few advantages of adopting threshold-based discretization in recommendation mod-

els. First, a threshold θ is a more precise criterion for distinguishing necessary/unnecessary

interaction modules within each choice block. Second, since a recommendation model

contains multiple-choice blocks with different hierarchies, levels, and dense/sparse input

sources, varying numbers of dense/sparse interactions are needed to maximize the repre-

sentation capacity within each module.
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5.2 Towards Efficiency in DNAS

Search and serving efficiency are two primary considerations in deploying DNAS algo-

rithms in large-scale CTR datasets. In this section, we first revisit DNAS and address the

efficiency bottleneck via a distributed search mechanism. Then, we propose our solution to

reduce the service cost of feature interaction via a cost-aware regularization approach. Fig-

ure 5.3 provides the core methodology of DistDNAS. Here, dashed lines denote searchable

interaction modules, and the size of interaction modules indicates the cost penalty applied

to each interaction module for serving efficiency.

FIGURE 5.3: Overview of DistDNAS methodology.

5.2.1 Revisiting DNAS on Recommendation Systems

A Click-Through Rates (CTR) prediction task usually contains multiple days of training

data. In recommendation systems, we typically use a few days of data (i.e., day 1 to day

T) as the training source and evaluate the trained model based on its CTR prediction

over subsequent days. DNAS carries bilevel optimization to find the optimal candidate

architecture C˚ = (A˚, B˚) as follows:

(A˚, B˚) = arg min
A,B

LogLossx„D[x; w˚(A, B), A, B]. (5.3)

Here, BCE denotes binary cross-entropy, D = (D1, ..., DT) indicates the training data from

day 1 to day T, w indicates the weight parameters within the DNN architecture, and t
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indicates a certain day of data. The previous DNAS workflow must iterate over T days of

data, with a significant search cost. More specifically, the large search cost originates from

the following considerations in search efficiency and scalability:

• Sequentially iterating over T days of data requires T times the search cost of DNAS on

a single data day. These challenges model freshness in production environments where

T can be extremely large.

• Deploying the search over multiple devices may suffer from poor scalability due to com-

munication. For example, the forward/backward process needs to shift from model paral-

lelism to data parallelism when offloading tensors from embedding table shards to feature

interaction modules.

• Within our implementation on Criteo Terabyte, the search throughput on multiple

NVIDIA A5000 GPUs is lower than the search throughput on a single GPU, as demon-

strated in the Queries-Per-Second (QPS) analysis in Figure 5.4. Thus, realizing good

scalability in the growth of computing devices in DNAS is difficult.

The above considerations point to a distributed version of DNAS, where we partition the

training data, launch a DNAS procedure on each day of training data, and average the

results to derive the final architecture. We hereby propose a DistDNAS search with the

following bilevel optimization.

(A˚, B˚)(t) = arg min
A,B

LogLossx„Dt [x; w˚(A, B), A, B], (5.4)

such that

w˚(A, B)(t) = arg min
w

LogLossx„Dt [x; w(A, B), A, B]. (5.5)

Here, t P t1, 2, .., , Tu indicates a certain day of training data. DistDNAS aggregates

the learned weights on each day to retrieve the final architecture coefficients with a simple

averaging aggregator as follows:

(A˚, B˚)(˚) =
T

ÿ

t=1

1
T
(A˚, B˚)(t) (5.6)
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FIGURE 5.4: QPS comparison between DistDNAS and DNAS.

The simple averaging scheme incorporates the statistics from each data day to obtain the

learned architecture weights. In addition, DistDNAS can be asynchronously paralleled on

different computing devices, accelerating search scalability and reducing the total wall-clock

run-time in recommendation systems. Figure 5.4 demonstrates DistDNAS versus vanilla

DNAS on 1-8 NVIDIA A5000 GPUs, with 4K batch size.

5.2.2 Cost-aware Regularization

The serving cost of feature interactions, e.g., FLoating-point OPerations (FLOPs), is

critical in recommendation systems. A lower servicing cost indicates a shorter response

time to process a user query request. As a result, optimizing the cost of recommendation

models is as important as optimizing the performance of recommendation models in the

production environment.

In DNAS, we measure the cost by combining training FLOPs and inference latency. The

cost of a feature interaction in discovery depends on the weights of the learned architecture
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C˚ = (A˚, B˚). An intuition to optimize the feature interaction module is rewarding cost-

efficient operators (e.g., Linear, Identity) while penalizing cost-inefficient operators (e.g.,

Transformer, CrossNet) during differentiable search. Motivated by this, we introduce a

differentiable cost regularizer to penalize large models in discovery. The cost regularizer

adds a regularization term R to the loss function during DNAS to discover cost-effective

feature interactions.
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FIGURE 5.5: Normalized cost importance in a 7-block supernet.

We use j to represent an index of a feature interaction module in C, for example,

the index of a dense interaction module. We first sample a few pairs of architecture and

cost metrics from the DistDNAS search space and create a cost mapping cost : C Ñ R

to model the relationship between feature interactions and FLOPs. Then, we use the

permutation importance [Bre01] to obtain the importance of offline cost sj in the cost

mapping cost, illustrating the offline FLOPs importance of an interaction module i. Finally,

we formulate a cost-aware loss and incorporate it to regularize all interaction modules:
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R(A, B) = γ
ř

opjP(A,B) sj. Here, γ is an adjustable coefficient to control the strength of

cost-aware regularization. With cost-aware regularization, the final architecture of DNAS

with cost-aware loss searched on a single day t can be formulated as follows.

(A˚, B˚)(t) = arg min
A,B

LogLossx„Dt [x; w˚(A, B), A, B] + R(A, B), (5.7)

such that

w˚(A, B)(t) = arg min
w

LogLossx„Dt [x; w(A, B), A, B] + R(A, B). (5.8)

As the feature interaction search space adopts a fixed connectivity and dimension con-

figuration during the search, the cost importance of different interaction modules is unique

in the first choice block and identical across all other choice blocks. We demonstrate the

normalized cost importance of each interaction module in Figure 5.5. Among all interaction

modules, the Dot-Product contributes to a significant amount of FLOPs consumption by

integrating dense and/or sparse features. Unlike Transformers, sparse interaction modules

contribute significantly fewer serving costs than their dense counterparts. Thus, despite

the strong empirical performance of Transformer models, recommendation models choose

Transformer sparingly to build an efficient feature interaction.

5.3 Experiments

We thoroughly examine DistDNAS on Criteo Terabyte. We first introduce the exper-

iment settings of DistDNAS that produce efficient feature interaction in discovery. Then,

we compare the performance of models crafted by DistDNAS versus a series of metrics with

strong hand-crafted and AutoML baselines.

5.3.1 Experiment Setup

We illustrate the key components of our experiment setup and elaborate on the detailed

configuration.

Training Dataset. Criteo Terabyte contains 4B training data on 24 different days. Each

data item contains 13 integer features and 26 categorical features. Each day of data on
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Criteo Terabyte contains „ 0.2B data. During the DistDNAS search, we use data from day

1 to day 22 to learn architecture the optimal architecture weights: C˚ = (A˚, B˚). During

the evaluation, we use the data from day 1 to day 23 as a training dataset and use day

24 as a holdout testing dataset. We perform inter-day data shuffling during training yet

sequentially iterate over data from day 1 to day 23.

Data Preprocessing. We do not apply special preprocessing to dense features except for

normalization. We cap the maximum embedding table size to 5M for sparse embedding

tables and use an embedding dimension of 16 to obtain each sparse feature. Thus, each

model contains „450M parameters in the embedding table.

Optimization. We train all models from scratch without inheriting knowledge from other

sources, such as pre-trained models or knowledge distillation. Based on the hyperparam-

eter sweep on our DLRM baseline, we select the optimal hyperparameters and keep them

constant across all models.

We use different optimizers for sparse embedding parameters and dense parameters (e.g.,

other parameters except for sparse embedding parameters). We utilize Adagrad [DHS11]

with a learning rate of 0.04 for sparse parameters. For dense parameters, we use Adam with

a learning rate of 0.001. No weight decay is performed. During training, we use single-pass

training, a fixed batch size of 8192, and a fixed learning rate schedule.

Architecture Search. Our supernet contains N = 7 choice blocks during the search. We

choose γ=0.004 for cost-aware regularization to balance trade-offs between performance.

During the search, we linearly warm up the learning rate from 0 to maximum with 10K

warm-up steps and use a batch size of 8K to learn the architecture weights while optimizing

the DNAS supernet. Each search takes „ 2 GPU hours on an NVIDIA A5000 GPU.

Discretization. During discretization, we only attempt on 0.25/0.2 and select the discov-

ered feature interaction with a better performance/FLOPs trade-off as the product of the

search. As most baseline models are larger, we naively stack M copies of feature inter-

actions in parallel to match the FLOPs of large models, such as DCN-v2 [Wan+21a] and

xDeepInt [YL23]. In Table 5.1, we use θ=0.20 as the discretization threshold for DistD-
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NAS marked with ˚, and use θ = 0.25 to other feature interactions created by DistDNAS.

We use the discovered feature interaction to connect raw dense/sparse inputs and craft a

recommendation model as the product of search.

Training. To ensure a fair comparison and better demonstrate the strength of the discovered

models, we employ the aforementioned optimization methodologies without hyperparameter

tuning. We linearly warm up the learning rate from 0 to maximum using the first two days

of training data. We use single-pass training to prevent overfitting and iterate the whole

training dataset only once.

Baselines. We select the popular hand-crafted design choice of CTR models from the exist-

ing literature to serve as baselines, i.e., DLRM [Nau+19], DeepFM [Guo+17], xDeepFM [Lia+18],

AutoInt [Son+19], DCN-v2 [Wan+21a] and xDeepInt [YL23]. We also incorporate the best

models from the NAS literature: AutoCTR [Son+20] and NASRec [Zha+23b] to serve as

baselines and use the best model discovered for Criteo Kaggle.

Without further specification, all hand-crafted/AutoML baselines use dims = 16 as the

embedding dimension. All hand-crafted/AutoML baselines use 512/dimd = 256 units in

the MLP layer, including 1 MLP layer in dense feature processing and 7 MLP layer in

aggregating high-level dense/sparse features. All AutoML models use Ns = 16 for sparse

interaction modules. This ensures a fair comparison between hand-crafted and AutoML

models, as the widest part in hand-crafted/AutoML models does not exceed 512. All hand-

crafted feature interactions (e.g., CrossNet) are stacked seven times to match N = 7 blocks

in the AutoML supernet, as NASRec, AutoCTR, and proposed DistDNAS employ N = 7

blocks for feature interaction. As a result, the FLOPs cost of AutoCTR [Son+20] and

NASRec [Zha+23b] reduces significantly. We name the derived NAS baselines NASRec

(tiny) and AutoCTR (tiny). We implement all baseline feature interactions based on open-

source code and/or publication demonstration.
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Table 5.1: Performance of the best discovered DistDNAS model on 1TB Criteo Terabyte.

Model FLOPS(M) Params(M) NE (%) Ó Relative NE (%) Ó AUC Ò LogLoss Ó

DLRM 1.79 453.60 0.8462 0.0 0.8017 0.12432
DeepFM 1.81 453.64 0.845 -0.14 0.8028 0.12413

xDeepFM 6.03 454.14 0.846 -0.02 0.8023 0.12429
DCN-v2 8.08 459.91 0.845 -0.14 0.8031 0.12413
xDeepInt 8.08 459.91 0.8455 -0.08 0.8027 0.12421
AutoInt 2.16 453.80 0.8455 -0.08 0.8024 0.12421

NASRec-tiny 0.57 452.47 0.8463 0.01 0.8014 0.12437
AutoCTR-tiny 1.02 452.78 0.8460 -0.02 0.8017 0.12429

DistDNAS
1.97 453.62 0.8448 -0.17 0.8030 0.12410
3.11˚ 454.70 0.8444 -0.21 0.8032 0.12405

DistDNAS (M=2) 3.94 455.48 0.8448 -0.17 0.8033 0.12410
DistDNAS (M=3) 5.90 457.31 0.8440 -0.26 0.8035 0.12399
DistDNAS (M=4) 7.87 459.14 0.8438 -0.29 0.8039 0.12395

5.3.2 Evaluation on Criteo Terabyte

We use DistDNAS to represent the performance of the best models discovered by DistD-

NAS and compare performance against a series of cost metrics such as FLOPs and param-

eters. We use AUC, Normalized Entropy (NE) [He+14], and LogLoss as evaluation metrics

to measure model performance. We also report the testing NE of each model relative to

DLRM and demonstrate relative performance. Note that relative NE is equivalent to rel-

ative LogLoss on the same testing day of data. Table 5.1 summarizes our evaluation of

DistDNAS. Here, M indicates the number of parallel stackings we apply on DistDNAS to

match the FLOPs of baseline models.

Upon transferring to large datasets, previous AutoML models [Son+20; Zha+23b]

searched on smaller datasets are less competitive when applied to large-scale Criteo Ter-

abyte. This is due to sub-optimal architecture transferability from the source dataset (i.e.,

Criteo Kaggle) to the target dataset (i.e., Criteo Terabyte). Among all baseline mod-

els, DCN-v2 achieves the state-of-the-art performance on Criteo Terabyte with the lowest

LogLoss/NE and highest AUC.

DistDNAS shows remarkable model efficiency by establishing a new Pareto frontier on

AUC/NE versus FLOPs. With a discretization threshold of 0.25, the 1.97M DistDNAS

model outperforms tiny baseline models such as DLRM and DeepFM, unlocking at least
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0.02% AUC/NE with on-par FLOPs complexity. With a discretization threshold of 0.2,

we achieve better AUC/NE as DCN-v2 models, yet with a reduction of over 60% FLOPS.

DistDNAS outperforms DCN-v2 by 0.001 AUC, achieving state-of-the-art AUC/NE by

naively stacking more blocks in parallel.

5.3.3 DNAS Baselines

We study the following DNAS baselines to understand the contribution of proposed

techniques in DistDNAS.

SuperNet indicates a direct use of the DistDNAS supernet as a feature interaction. No

search is performed.

Distributed DNAS applies the DNAS in a distributed manner but does not involve cost-

aware regularization. Distributed DNAS and DistDNAS take 2 hours to complete on

NVIDIA A5000 GPUs.

One-shot DNAS kicks off DNAS and iterates over the entire search dataset (first 22 days)

to obtain the best architecture. Running a one-shot DNAS takes „50 GPU hours on an

NVIDIA A5000 GPU.

Fresh DNAS only covers the most recent data in the training data set (i.e., day 22 on Criteo

Terabyte) and performs a search to learn the best architecture. Intuitively, this serves as a

strong baseline, as the testing data set is more correlated with the most recent data due to

model freshness.

Fresh DNAS (Day 22) Distributed DNAS

FIGURE 5.6: Comparison of learned architecture weights of dense interaction modules.
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We compare the learning dynamics of the architecture weights for fresh DNAS (Day-

22) versus Distributed DNAS. Thanks to the averaging mechanism, Distributed DNAS

benefits from more robust learning dynamics and shows smoother progress toward the

learned architecture weights, see Figure 5.6.
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FIGURE 5.7: Learned architecture weights under distributed DNAS versus DistDNAS.

DistDNAS applies all proposed techniques. Figure 5.7 shows that DistDNAS is more likely

to preserve cost-efficient interaction modules than distributed DNAS without cost-aware

regularization.

We perform and evaluate each of the aforementioned searches based on the following

research questions:

• RQ1: Does the search converge to a stable architecture weight and produce a feature

interaction in discovery?

• RQ2: Does the discovered feature interaction converge on 24 days of training data?

• RQ3: What is the quality (i.e., Testing NE versus FLOPs) of the best feature interaction

discovered?

Table 5.2 summarizes a study of different search strategies for these research questions.

We have a few findings regarding the use of distributed search and the use of cost-aware

regularization.

A standalone supernet cannot converge when trained on the Criteo Terabyte dataset.
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Table 5.2: Study of different DistDNAS search strategies.

Strategy RQ1 RQ2 RQ3
SuperNet N/A No N/A

One-shot DNAS No No N/A
Freshness DNAS Yes No N/A

Distributed DNAS Yes Yes 0.8460/3.56M
DistDNAS Yes Yes 0.8444/3.11M

This indicates that varying feature interactions may conflict, increasing the difficulty of

performing a search and identifying promising feature interactions. Despite the inefficiency

of the search discussed in Section 5.2, a single shot DNAS on multiple days of training data

cannot converge to a standalone architecture.

Distributing DNAS over multiple-day splits and aggregating the learned weight architec-

tures are critical to the convergence of search and training. This is because, in recommenda-

tion systems, there might be an abrupt change in different user behaviors across/intra-days;

thus, a standalone architecture learned on a single day may not fit all user-item representa-

tions. Additionally, as NAS may overfit the target dataset, a standalone feature interaction

searched on day X may not be able to learn day Y well and is likely to collapse due to

abrupt changes in user behavior.

We also compare distributed DNAS with DistDNAS to demonstrate the importance

of cost-aware regularization. Experimental evaluation demonstrates that cost-aware reg-

ularization enhances searched feature interaction performance, removing the supernet’s

redundancy. This observation provides another potential direction for recommendation

models to compress unnecessary characteristics. A recent study using an instance-guided

mask [WSZ21] supports the feasibility of applying model compression to advance perfor-

mance on recommendation models.
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5.3.4 Transferability on Small-scale Benchmarks

We study the transferability of search feature interactions on two alternative small-

scale CTR benchmarks: Avazu1, and KDD Cup 2012 2. We use the pipeline in NAS-

Rec [Zha+23b]. As different models may have different optimal hyperparameters [SJ23],

we carry a learning rate sweep to evaluate each model within a learning rate chosen from

0.04 to 0.24. We start to see model divergence using a larger learning rate.
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FIGURE 5.8: AUC evaluation of various models on Avazu and KDD.

Figure 5.8 illustrates the evaluation of AUC at various learning rates. While adjust-

ing the learning rate can slightly enhance performance, the primary gains are attributed

to advances in model design. For example, irrespective of the hyperparameter configura-

tions employed, NASRec [Zha+23b] and DistDNAS exhibit an approximate improvement

of 0.001/0.003 AUC over DLRM on Avazu/KDD, showcasing their superior capabilities

through automated exploration of extensive design space. We hypothesize the observation

in [SJ23] arises from the lack of examples in the dataset (i.e., up to 1M examples are

utilized). Since Avazu (40M), KDD (150M), and Criteo Terabyte (4B) contain sufficient

examples, the importance of model architecture may far outweigh the significance of hyper-

1 https://www.kaggle.com/c/avazu-ctr-prediction/data

2 https://www.kaggle.com/c/kddcup2012-track2/data
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parameter tuning on recommendation systems. Figure 5.8 further indicates that optimizing

hyperparameters for baseline models, such as DLRM, is prudent. The best set of hyper-

parameters on DLRM preserves the comparative performance of all competing models and

provides a solid ranking on recommendation benchmarks.

5.3.5 Recurring Training

Recurring training [He+14] is a common practice in recommendation system applica-

tions. In recurring training, practitioners must regularly update the model with new data

to gain fresh knowledge. Here, we simulate the scenario in recurring training to evaluate

top-performing feature interactions (i.e., DistDNAS and DCN-v2) on different training/e-

valuation splits of Criteo Terabyte. Specifically, we use day 1 to day t as training dates and

day t + 1 as the testing date to report AUC and relative NE.

AUC Relative NE (%)

Testing 
Day t

FIGURE 5.9: Performance on Criteo Terabyte under recurring training.

We demonstrate the evaluation of recurring training on DistDNAS, DCN-v2, and DLRM

(baseline) in Figure 5.9. Although performing better on the final testing date, DistDNAS

consistently outperforms the previous state-of-the-art DCN-v2 on all testing splits under

recurring training. This indicates that DistDNAS successfully injects the implicit patterns
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within the large-scale dataset into the searched feature interaction, learning better priors

to gain knowledge from a large amount of training data.

5.4 Conclusion

This chapter emphasizes search efficiency and serving efficiency in designing a feature

interaction through a differentiable supernet. We propose DistDNAS to explore the dif-

ferentiable supernet containing dense and sparse interaction modules. We distribute the

search on different days of training data to advance search scalability, reducing end-to-end

search cost from 2 days to 2 hours with a 25ˆ speed-up in scalability. In addition, DistD-

NAS incorporates cost-aware regularization to remove potential conflicts and redundancies

within feature interaction modules, yielding higher serving efficiency in searched architec-

tures. Our empirical evaluation justifies DistDNAS search efficiency on the Criteo Terabyte

dataset, reducing the search cost from 2 days to 2 hours. Despite search efficiency, DistD-

NAS discovers an efficient feature interaction to benefit serving, advancing AUC by 0.001

and surpassing existing hand-crafted/AutoML interaction designs. We further provide ab-

lation studies to analyze confounding factors in DistDNAS.
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6. Conclusion & Future Work
This dissertation studies Neural Architecture Search (NAS) deployment under the Ap-

plied Machine Learning (AML) scenario and proposes a series of practical solutions. With

data and architecture heterogeneity in real-world AML problems, existing NAS method-

ologies are less suitable and no longer compatible with efficient and effective solutions.

Multi-modality inputs and heterogeneous building blocks require fully exploring specialized

design space and an advanced search strategy. Our research provides practical solutions to

these problems on 3D point cloud segmentation and recommendation systems, advancing

autonomous driving and web-based personalization experiences. With our contributions to

handle density-varying and geometry-varying points on 3D point clouds, we wish the com-

munity could have a better framework to explore high-performing and efficient 3D models.

With our contributions to handling multi-modality input via heterogeneous building oper-

ators, we wish the community could better understand recommendation systems and adopt

advanced representations to optimize the performance and efficiency of recommendation

models. With our contributions to advance search space design and search strategy, we

build a more systematic NAS framework with improved performance and efficiency, pro-

viding practical solutions to NAS on AML.

With our established achievements, our vision extends NAS to broaden the AML scope

and dive deeper into fundamental research in Deep Neural Networks. On the 3D point

cloud, we envision that hardware-software co-design on point-based networks can be im-

plemented and realized to further speed up PIDS networks, enabling edge deployment on

resource-constrained devices. On recommendation systems, we envision that a well-defined

benchmark can be established to map candidate architectures to their performance on

small-scale benchmarks, providing guidance and insight for the development of Neural Ar-

chitecture Search on Recommendation Systems. We also envision advancing models for

large-scale recommendation system benchmarks, creating connections between multi-task

recommendation learning and benefiting the social good with large-scale foundation models.

Recent years have witnessed the thriving of Large Language Models (LLMs), which
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empower use cases regarding language generation and understanding. While LLMs are

more data-centric models that focus on utilizing big data, NAS is more model-centric and

focuses on the model architecture. We wish the community could leverage Automated Ma-

chine Learning (AutoML) to explore foundation model patterns better and exploit learned

representations to strengthen generative AI. In addition, we envision that our contributions

can be transferred to enhance the data-centric development of LLMs, such as dataset con-

densation, feature optimization, and privacy. We believe that NAS and AutoML will be a

bright future for Artificial Intelligence!
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Appendix A. Peeking Behind Residual Learning

Dense connectivity is one of the most important components in NAS for AML. Skip

connection is a typical semantics in modern DNN architectures, and residual learning is a

critical reason DNNs can go deeper. In this chapter, we carry out some side exploration

to study the fundamental principles that contribute to the success of residual learning and

attempt to train plain nets effectively with depth scalability.

To elucidate the theoretical underpinnings of residual learning, a suite of theories and in-

sights encompassing both data-dependent approaches [Bal+17; Xia+18] and data-agnostic

methodologies [ZK17; Din+21; Men+21], have been proposed. Existing data-dependent

methods [Li+20] focus primarily on transferring knowledge from a pre-trained ResNet to-

wards a plain neural net. However, this strategy culminates in sub-par depth scalability, as

the intrinsic challenges of learning deep plain representations persist unmitigated. Exist-

ing data-agnostic approaches focus on analyzing the forward and/or backward propagation

process during ResNet training. These works attempt to simulate such behavior in plain

CNNs through sophisticated engineering efforts, such as re-parameterization [Din+21], over-

parameterization [Men+21], and local training [Wan+21b]. However, these approaches may

lead to poor training efficiency. For example, RepVGG [Din+21] involves 2ˆ training over-

heads with at least 1.4ˆ larger network size.

In this work, we make an initial effort to explain residual learning formally. With

weight parameters at He-normal initialization [He+16a], we uncover the “dissipating in-

put” phenomenon in deep plain CNNs, demonstrated in Figure A.1. While plain CNNs do

not connect features from the source to deeper layers, the input information is gradually

lost, as is reflected by dissimilarity score (DISTS), causing “dissipating input”. ResNet ad-

dresses “dissipating input” by establishing an explicit residual connection, and our proposed

PNNH paradigm derives theoretical foundations to incorporate residuals into plain archi-

tecture. Specifically, we argue that plain CNNs cannot preserve critical input information

and quickly degenerate the input information to random noise: the DISTS dissimilar-
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FIGURE A.1: Dissipating inputs phenomenon.

ity [Din+20] between VGG layer-wise outputs and original inputs quickly approaches the

noise level after only five plain layers. As a result, the layer output loses its relationship with

the original input and thus fails to converge to correct representations in plain networks.

We formulate theoretical foundations to verify our discovery and further articulate “the

Plain Neural Net Hypothesis” (PNNH) to pioneer the possibility of training plain CNNs

from scratch. PNNH states the importance of an internal path within neural nets to

preserve cross-layer input information. We establish the “PNNH paradigm” to practice

PNNH on CNN architectures and Transformer models for vision problems. Within the

PNNH paradigm, we split a conventional neural net layer (e.g., a CNN layer) into two

parts: a learner that learns the representation of data-dependent features and a coder

that transforms the preceding input features into efficient coding. While the representer

learns knowledge from input data via SGD, the coder preserves input information for bet-

ter generalization, with weights shared across different neural net layers to provide better

parameter efficiency for CNN and Transformer architectures. Combining a learner and

a coder provides a simplified training procedure, leading to improved training efficiency

without residuals.

We apply PNNH on CNN and Transformer architectures and evaluate the performance

on vision benchmarks. On CNN architectures, we prototype PNNH on three popular CNN
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blocks: vanilla residual block [He+16a], residual bottleneck block [He+16a], inverted resid-

ual bottleneck block [San+18]. In Transformer, we prototype PNNH on the residual MLP

block of the Swin Transformer [Liu+21]. We conduct extensive experiments on three vision

classification benchmarks: CIFAR-10, CIFAR-100, and ImageNet-1K. With light tuning

on hyperparameters, PNNH allows plain CNN/Transformer architectures to achieve on-par

results with the ResNet/Transformer counterparts, achieving up to 0.3ˆ higher training

throughput and 2ˆ parameter efficiency. We summarize our contributions as follows.

• We peek behind the curtains of residual learning by explaining the “dissipating inputs”

behaviors of plain CNN learning. We theoretically verify our discovery by deriving

δ-ϵ bound on the minimum number of layers that collapse a plain/residual CNN. We

propose “the Plain Neural Net Hypothesis” (PNNH) to mitigate “dissipating inputs”.

• We introduce a novel paradigm to practice PNNH on plain neural nets. PNNH

combines the learner and the coder within the paradigm to establish an internal path

within plain neural nets. PNNH enables a plain network to be trained from scratch

in the same fashion as residual neural nets without additional engineering efforts such

as tuning, distillation, and reparameterization.

• We thoroughly evaluate PNNH on CNN/Transformer architectures on three vision

benchmarks and demonstrate promising signals regarding performance, efficiency, and

the underlying theoretical foundations.

We list the annotations in this chapter for reference in Table A.1.

A.1 Why Deep Plain Neural Nets are Challenging?

The simple residual connection in ResNet pushes the success of deep residual neural

networks. A set of theoretical and empirical hypotheses attempts to reveal the secrets of

residual learning in ResNets. Yet, none of these studies reveal the explicit motifs of residual

connections that lead to its success. In this section, we start by introducing the “dissipating

inputs” phenomenon we discovered in deep plain neural nets and then proceed with for-

mulating an exact hypothesis “The Plain Neural Net Hypothesis” (PNNH) to unravel the
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Table A.1: Annotations in PNNH.

Symbol or Name Description
Wconv Weight of a convolution layer.
Wenc Weight of an encoder layer.
Wdec Weight of a decoder layer.
µx The mean of input x, usually for plain and/or residual layers.
σ2

x The variance of input x, usually for plain and/or residual layers.
δ The precision of bound for surviving neurons.
ϵ The minimum remaining neuron responses that do not allow “dissipating inputs”.
f Convolution.

ReLU(¨) Rectified Linear Unit activation function.
Neuron (Responses) The output of a parameterized layer in CNN, for example, convolution.

Activation Output of neuron (responses) that pass through a non-linearity, for example, ReLU.

secrets of building deep plain neural nets. We defer the proofs of theorems in A.3.3.

Our key insight is that ReLU non-linearity drops negative neuron responses that contain

the original information of the source input and establishes a lower bound of positive neurons

survived from ReLU non-linearity in both plain VGG-style layers and residual ResNet-style

layers. The lower bounds demonstrate that a residual connection pushes up the mean of

neuron responses, yielding a higher portion of non-zero activations surviving the ReLU

non-linearity.

Next, we explain the scope and introduce the assumptions in our analysis.

Scope. This chapter discusses convolutional neural nets and MLP neural nets within Trans-

former architectures. Without loss of generality, We limit the discussion to vanilla residual

blocks with 2 3ˆ3 convolution layers to conduct the analysis and discuss the generality of

broader choices of CNN/MLP block in the end. We focus on the weight initialization phase

of neural nets, as it is critical to starting representation learning. In this case, the network

input X is independent of the randomly initialized weights Wconv1 and Wconv2. We drop

Batch Normalization (BN) to simplify the analysis because they are data-dependent. The

behavior of BN can be fused into weights equivalently. Similarly, we exclude bias coefficients

in each layer.

Assumptions. We assume the input is non-negative activations with mean µx and variance

σ2
x . We also assume σx = o(µx) ą 0. Without losing generality, we can always scale a

90



non-negative input to the above scenario by linear operators. Note that all our analyses are

based on the He-normal initialization [He+16a] of weight parameters, commonly employed

in ResNets. Specifically, the weights in each layer W P RCoutˆCinˆKˆK are initialized from a

normal distribution as follows:

W „ N (0,
a

2/Cin ˆ K ˆ K), (A.1)

where Cin is the input channel number, Cout is the output channel number, and K is the

kernel size.

Remarks. The “ f an_in” mode in He normal [He+16a] is the most straightforward

way to preserve the variance of the inputs X when passing through convolutional doublets.

Specifically, it doubles the variance of positive neurons prior to ReLU and restores the

variance following the ReLU non-linearity. Our analysis also fits the scenario under other

weight initializations, such as Glorot normal [GB10]. This is because modern ConvNets have

adopted batch normalization layers, and they can achieve the transition of scale towards

other weight initialization towards He-normal via a learned affine layer.

A.1.1 Dissipating Inputs Are Lost Activations

We first look at the transformation of input structures via a simple Convolution-ReLU

doublet. We demonstrate that ReLU non-linearity drops information in neural nets.

Proposition 1. (Curse of Non-linearity). ReLU non-linearity: ReLU(x) = max(0, x) is a

low-rank operator that induces information loss in neuron responses. We define “dissipating

inputs” as losing 1-ϵ of the original information from negative neurons that are zeroed by ReLU

non-linearity.

This is because a linear finite-width neural network layer cannot learn an unbiased

estimator of the ReLU non-linearity.

Remarks. Information loss induced by negative activations in “dissipating inputs” can-

not be restored by the following layers initialized independent of data. Leaky ReLU pre-

serves more information than ReLU, thus encouraging convergence in deep plain networks.
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Unlike the existing analysis of vanishing gradients [Li+20] that focuses on the backprop-

agation of convolutional neural nets, “dissipating inputs” focuses on forward propagation

that emphasizes the initial stage of representation learning. In this regard, studying the

probability of maintaining positive activations from an arbitrary input is important. With

He-normal initialization, which keeps the variance scaled, we first study the distribution of

output neuron responses before the last ReLU non-linearity.

Theorem 2. (Statistics of Neuron Responses). Before the last ReLU non-linearity, the output

neuron responses in plain layers have zero-mean and 2σ2
x variance. A residual connection gives

the output neuron responses µx mean and 3σ2
x variance.

Remarks. We utilize the variance-preserving mechanism in He-normal initialization in

derivation.

With the mean and variance of neurons calculated, We derive the lower bounds for

maintaining positive activations in a plain layer and a residual layer as follows.

Theorem 3. (Lower-bound on Surviving Neurons). Given an arbitrary input with mean µx

and variance σ2
x , the probability that a neuron survives ReLU activations is lower bounded by

δ2

4σ2
x+δ2 in plain layers. For residual layers, the probability of maintaining positive activations is

lower bounded by (µx+δ)2

9σ2
x+(µx+δ)2 . Here, δ = o(σx) determines the precision of the bound.

Remarks. We derive this bound by applying the Chebyshev-Cantelli inequality to the upper

bound of the negative-side-tail probability distribution centered with 0 for plain layers and

µx for residual layers.

With a total of N plain/residual networks and ϵ of minimum surviving neurons to

retrieve input, the minimum layers that collapse a plain/residual neural net design are

given by the following δ ´ ϵ bound:

inf[Nplain(δ, ϵ)] = r
ln (1/ϵ)

ln [1 + ( 2σx
δ )2]

s, (A.2)
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inf[Nresidual(δ, ϵ)] = r
ln (1/ϵ)

ln [1 + ( 3σx
µx+δ )

2]
s. (A.3)

The lower bounds for plain layers and residual layers provide an important insight for

the ResNet designs: pushing the mean of neuron distributions far from zero mean such

that negative responses occur less often prior to ReLU activation. With σx = o(µx),

residual learning consistently achieves a better lower bound than plain learning shown

in Theorem 3, thus allowing very deep architectures without losing significant amounts

of information. Furthermore, the bound in Theorem 3 matches the observations in FixUp

initialization [ZDM18], where a bias can serve an equivalent purpose as a residual connection

to restore the representation power after zero-mean normalization layers. As a result,

the deep architecture can extract information from inputs, thanks to the preserved input

information induced by the residual connections. Nevertheless, Eq. A.3 shows that deep

residual networks may still lose all input information and suffer worse generalization than

their shallower counterparts.

For deeper convolutional neural net blocks, such as residual bottleneck block, the min-

imum layers that collapse a plain network should not be lower than inf[Nplain(δ, ϵ)] in

Eq. A.2. This is because an additional convolution layer with/without ReLU activation

retrieves no input information and thus cannot increase the lower bound on surviving neu-

rons. Therefore, Eq. A.2 and Eq. A.3 serve as lower bounds for deeper convolutional neural

net blocks, such as residual/inverted residual bottleneck blocks.

A.1.2 The Plain Neural Net Hypothesis

Theoretically, the key to residual learning success is establishing an internal path that

maintains the input structures. Theoretically, the residual connection uses positive-centered

activations to push the zero-centered neuron responses toward positive values. It thus im-

proves the bounds in Theorem 3 compared to their plain counterparts. Based on these

studies, we propose below “The Plain Neural Net Hypothesis,” which enables the train-
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ing of plain neural nets from scratch without extra engineering efforts, such as tuning,

reparameterization, and distillation.

Hypothesis 4. (The Plain Neural Net Hypothesis). A deep plain CNN is trainable from

scratch as long as an internal path exists that communicates input information towards output

layer responses before non-linearity in every plain neural net layer.

In particular, a residual connection is a special internal path represented by a full-rank

identity mapping. However, residual connections consume more memory than their plain

counterparts. In the following section, we incorporate PNNH into plain neural nets. We

establish a simple yet novel paradigm to enable high-quality and convenient training of

plain neural nets from scratch.

A.2 Practicing PNNH on Plain Architectures

We apply the aforementioned discoveries in PNNH to plain CNN / transformer ar-

chitectures to establish a new paradigm, dubbed the “PNNH paradigm”, to mitigate the

phenomenon of “dissipating inputs”, enabling the training of very deep plain neural nets

from scratch. Figure A.2 illustrates an example of the PNNH paradigm on a 34-layer plain

neural net, following the same layer organization as ResNet-34. We maintain the original

block in the stride=2 block and incorporate the PNNH mechanism into the stride=1 block.

PNNH establishes a dual-path structure within each layer of the plain neural net containing

a learner and coder. The learner enables supervised learning from data, and the coder em-

ploys an unsupervised auto-encoder to maintain input via an established internal path. The

code weights within each stage are shared to improve the parameter and training efficiency

of PNNH. Next, we elaborate on the coder design and the overall training procedure of the

PNNH paradigm.

A.2.1 Weight-Sharing Coder as Internal Path

Within the coder design, we establish an internal path using an auto-encoder [Vin+10] as

the coder model to maintain efficient coding of input structures. Given Cin input channels,
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FIGURE A.2: An example of applying PNNH on the 3rd stage of ResNet-34.

the coder: fcoder : X P RCinˆKˆK Ñ X̂ P RCinˆKˆK only maintains CB channels of efficient

coding. The goal of the coder is to reconstruct the input to minimize coder loss lcoder as

follows:

Lcoder(x| fcoder) = ||x ´ fcoder(x))||22. (A.4)

We utilize weight-sharing that ties each coder structure’s encoder/decoder weights to

the same weight bank. The coder serves the same functionality (i.e., preserves input infor-

mation) in each CNN block. Once the coder is trained, it is not updated with incoming

input data. Thus, training a coder uniquely for each CNN block is unnecessary.

Next, we discuss the detailed coder configurations that adapt towards different CNN

blocks, including vanilla ResNet block, ResNet bottleneck block, and Inverted Residual

Bottleneck block. This showcases the broad use of PNNH on various CNN architectures,

such as vanilla ResNet (e.g., ResNet-18/34), bottleneck ResNet (e.g., ResNet-50/101), and

inverted residuals (e.g., MobileNet-V2). We first illustrate the representation of a residual

connection in a coder.

A Residual Connection is a Special Coder. Following Eq. A.4, the coder contains the
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spatial and local feature learning solution space. More importantly, (partially) residual

connections proposed in RM operation [Men+21] is a special case in the solution space of

coder – the encoder weights Wenc P RCBˆCoutˆKˆK and decoder weights Wdec P RCoutˆCBˆKˆK

are constructed as follows:

W(i,j,x,y)
enc , W(i,j,x,y)

dec =

#

1, if i = j, x = y = 1
0.Otherwise

, (A.5)

where i, j denotes the channel index, and x, y denotes the filter index. Although a resid-

ual connection perfectly preserves the spatial input features, it randomly drops channel

information to compromise the input structure. Furthermore, although residual connec-

tion (or RM operation) is an optimal solution in the theories of linear auto-encoder, that

is, WT
encWdec = I, the non-linearity activation ReLU within the auto-encoder structure no

longer guarantees the optimality of the above solution. Therefore, the optimization in the

coder is necessary to address the phenomenon of “dissipating input better”.

Next, we illustrate the coder function in vanilla residual blocks, residual bottleneck

blocks, and inverted residual bottleneck blocks.

• Vanilla Residual Block. A vanilla residual block contains 2 3ˆ3 convolution. Hence, the

coder function fcoder is defined as:

fcoder = ReLU[(x f Wenc)] f Wdec. (A.6)

Given C input channels, the coder function produces efficient coding with CB channels

and expands it back to the original dimension. In this work, we choose CB = C/2 for

simplicity.

• Residual Bottleneck Block. A residual bottleneck block first squeezes the input feature

to a lower dimension Clow, extracts the features from the squeezed feature, and expands

the squeezed feature back to the original dimension. Therefore, the coder function fcoder

is defined as:

fcoder = ReLU[ReLU[(x f Wenc)] f I3ˆ3] f Wdec. (A.7)
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Where I3ˆ3 P RCBˆCBˆKˆK can be initialized in the same way as in Eq. A.5. Similarly

to the previous case, we choose CB = Clow/2 to preserve half of the information in

compressed bottlenecks for simplicity.

• Inverted Residual Bottleneck Block. An inverted bottleneck block first expands the input

feature to a higher dimension Chigh, then carries a depth-wise convolution to extract

features and finally projects the output back to the original dimension. We choose

CB = C/2 for simplicity in this work. Hence, the coder function fcoder is defined as:

fcoder = ReLU[ReLU[(x f Wenc)]f̂Idw
3ˆ3] f Wdec. (A.8)

Here, f̂ denotes a depthwise convolution, We initialize depthwise kernel Idw
3ˆ3 P RCBˆ1ˆKˆK

as:

Idw(.,1,x,y)
3ˆ3 =

#

1, if x = y = 1
0.Otherwise

, (A.9)

where i, j denotes the channel index, and x, y denotes the filter index.

• Transformer MLP. Transfomers such as ViT [Dos+20], Swin Transformer [Liu+21] en-

code residual layers within MLP to enable deep architectures. Such a setting can be

viewed as a special case of the vanilla residual block with kernel size fixed to 1.

We establish an unsupervised task for the coder to learn an internal path that better

preserves input. We use a rectified normal distribution for better generalization: X „

max(0, N(0, 1)). This is because the distribution of CNN responses is mostly Gaussian,

and ReLU non-linearity forces the input to be non-negative. We train the coder in the

aforementioned task to minimize lost information. The training objective can be achieved

by optimizing coder weights (Wenc, Wdec) and obtain the optimal coder f ˚
coder as follows:

f ˚
coder = arg min

fcoder

E
x„max(0,N(0,1))

Lcoder(x| fcoder). (A.10)

The objective in Eq. A.10 can be easily optimized via SGD [Rud16].
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A.2.2 Training a Plain CNN with PNNH

We present the algorithm for training a plain neural net enabled by PNNH in Algo-

rithm 1. Here, we use the vanilla residual block (e.g., ResNet-34) as an example when

practicing PNNH on CNN architectures. Algorithm 1 constructs an internal path (i.e.,

Wcoder) within each layer of the plain CNN architecture and then freezes the internal path

to learn useful representations via updating Wlearner.

Input:
Set of CNN block channel sizes C, Coder Objective Lcoder, Coder function fcoder,
learner objective Llearner, learner function flearner, learner target dataset D

Hyperparameter:
Coder learning rate αcoder, Coder training steps Tcoder, learner learning rate αlearner,
learner training steps Tlearner.
begin
for Cin P C do

Initialize Wcoder = (Wenc, Wdec) „ N(0, 0.01)
for t Ð 1 to Tcoder do

Wcoder ´= αcoder∇Ex„max(0,N(0,1)) Lcoder(x, fcoder)
end for
Copy Wcoder to all blocks with CNN containing Cin channels.

end for
Initialize all learner: Wlearner = (Wconv1, Wconv2) following He-normal initialization.
for t Ð 1 to Tlearner do

Wlearner ´= αlearner∇ExPD Llearner(x| flearner)
end for

end
Algorithm 1: Training a Plain CNN with PNNH.

A.3 Experiments

In this section, we practice “The Plain Neural Net Hypothesis” (PNNH) on plain ar-

chitectures over three vision benchmarks: CIFAR-10 [KH+09], CIFAR-100 [KH+09], and

ImageNet [Den+09]. We support PNNH by adapting it to both CNN and Transformer

architectures.

A.3.1 Architecture Settings

For CNN architectures, we use authentic ResNet [He+16a] as our backbone model and

prototype PNNH to establish plain residual-free deep CNN architectures.
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CIFAR-10 & CIFAR-100. On CIFAR-10, we prototype PNNH in the same fashion as

ResNet and Wide-ResNet counterparts. For example, on ResNet-20, PNNH replaces vanilla

residual blocks with a trainable learner and an autoencoder following Eq. A.6. It adopts 3

blocks within each stage for all 3 stages of the network. For Wide ResNet [ZK16], we use

width multiplier and no dropout [Sri+14] when applying PNNH to original wide ResNet

architectures, such as WRN-28-10 [ZK16].

ImageNet. We use ResNet 18/34 to represent vanilla residual blocks and prototype PNNH

in plain convolutional neural nets with 18/34 layers following Eq. A.6. We use ResNet-

50/ResNet-101 as backbones for residual bottleneck block designs and apply PNNH to

construct 50/101-layer convolutional neural nets following Eq. A.7. We use MobileNet-v2

as a backbone for inverted residual bottleneck blocks and craft plain mobile CNNs following

Eq. A.8. For Swin Transformer [Liu+21], we adopt the smallest model (i.e., Swin-T) and

use Eq. A.6. Note that MLP is a special case of the residual block containing 2 3ˆ3

convolution blocks, with a kernel size of 1 for each convolution.

A.3.2 CIFAR-10/CIFAR-100 Results and Analysis

We prototype PNNH on the aforementioned models in Section 5.1 and construct plain

CNN architectures. We train all CNNs for 300 epochs with an initial learning rate of

0.1, batch size of 128, weight decay of 3e-4, cosine learning rate schedule [LH16], and
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FIGURE A.3: CIFAR-10 Accuracy-Parameter trade-off on various CNNs.
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Table A.2: PNNH test error on CIFAR-10/CIFAR-100.

Architecture
C10 Test C100 Test Params
Err. (%) Err. (%) (M)

ResNet-110 [He+16a] 6.61˘0.16 27.22 1.7

DiracNet [ZK17]
5.16˘0.14 - 9.1
4.75˘0.16 21.54˘0.18 36.5

ResDistill-18 [Li+20] 4.89˘0.08 21.76˘ 0.04 11.5
RepVGG-A2 [Din+21] 4.65 - 24.1

FractalNet [LMS16] 5.22 23.30 38.6
RMNet 26ˆ3_32 [Men+21] 4.19 20.84 8.8

DenseNet (k = 12) [Hua+17] 4.10 20.20 7.0
WRN-28-10 [ZK16] 4.0 20.50 36.5

Plain-110 36.80 DIVERGE 1.7
Plain-110, with PNNH 6.37˘0.06 28.85˘0.20 0.88

Plain (WRN-28-10), with PNNH 3.90˘0.05 19.83˘0.17 18.3

standard data augmentation. This recipe gives on-par accuracy for ResNet and Wide-

ResNet baselines. We use SGD with a momentum of 0.9 to optimize plain CNNs enabled

by PNNH without using dropout [Sri+14]. We compare the accuracy-parameter trade-off

between PNNH-enabled plain CNNs and ResNets on CIFAR-10 in Figure A.3 and compare

the best accuracy obtained in the CIFAR-10 / CIFAR-100 test dataset with prior-art and

current state-of-the-art plain networks in Table A.2. We compute the mean and standard

deviation of PNNH performance over 3 runs.

Parameter Efficiency over ResNets. PNNH paradigm wins the accuracy-parameter trade-

off over classic hand-crafted ResNets and Wide ResNets. Thanks to the weight-sharing

autoencoder, plain PNNH-enabled neural nets can achieve 2ˆ parameter efficiency com-

pared to their vanilla ResNet counterparts. As such, PNNH demonstrates that a plain CNN

architecture can achieve good depth scalability without additional engineering efforts.

We further prototype PNNH on wider versions of the ResNet, Wide-ResNet 28-10

(WRN-28-10). With PNNH, WRN-28-10 achieves better accuracy while saving 2ˆ param-

eters compared to the vanilla, Wide ResNet-28-10. Compared to RepVGG, WRN-28-10 +

PNNH achieves a better accuracy with 1.3ˆ fewer parameters. The PNNH paradigm allows
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Table A.3: PNNH results on ImageNet-1K.

Model
Scratch? Training Speed Inference Speed Top-1 Params

(Images/sec) (Images/sec) Err. (%) (M)
Plain-34 ✓ 414 1447 28.4 21.4

ResNet-18 ✓ 631 2334 30.2 11.7
Plain-18 + PNNH ✓ 704 2533 29.9 6.4

ResNet-34 ✓ 389 1312 26.7 21.6
DiracNet-34 - - 27.8 21.6
ResDistill-34 - - 26.2˚ 21.6

Plain-34 + PNNH ✓ 414 1447 27.5 11.4
Plain-50 ✓ 224 798 30.7˚ 22.8

ResNet-50 ✓ 169 629 23.9 25.5
Plain-50 + PNNH ✓ 224 798 24.2 15.4

ResNet-101 ✓ 114 409 22.7 44.5
Plain-101 + PNNH ✓ 129 454 22.8 23.6

MobileNet-V2 ✓ 345 1577 28.0 3.4
Plain-MobileNet-V2 + PNNH ✓ 446 1615 28.5 3.1

Swin-T ✓ - - 20.0 28.3
Plain Swin-T + PNNH ✓ - - 20.3 27.3

a plain CNN to achieve on-par accuracy with more complex designs like DenseNet. Note

that plain CNN architectures converge much worse (or even diverge) without an internal

path on CIFAR-10/CIFAR-100.

Preserving Input Improves Scalability. The PNNH paradigm is crafted based on our un-

derstanding of residual learning in plain CNN architectures. Thus, PNNH shows consistent

performance gain with more layers (i.e., 40 vs. 28) and even wider structures (i.e., 10 v.s.

2/4) in the backbone architecture.

Accuracy-latency Trade-off. We compare the performance over various metrics, including

training/inference speed and parameter count. Table A.3 demonstrates the key results on

the ImageNet-1K benchmark. Here, all models use 224ˆ224 input size, and “˚” denotes

results collected from [Li+20]. The training/inference speed is measured on a GTX 1080-Ti

using a batch size 128.

A.3.3 ImageNet-1K Results and Analysis

We apply the PNNH paradigm to train the large-scale ImageNet classifier on 1.28M

ImageNet-1K training images without using additional data. We prototype PNNH on
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plain CNN architectures with 18/34 layers composed of vanilla residual blocks to ensure a

fair comparison. We also prototype PNNH on plain CNNs with 50/101 layers composed of

residual bottleneck blocks and MobileNet-V2-like plain CNNs composed of inverted residual

bottleneck blocks. For 18/34-layer ResNet-style and MobileNet-style plain neural nets,

We preprocess ImageNet training data with Inception preprocessing [Sze+17], and train

models with an initial learning rate of 0.256, batch size of 256, weight decay of 1e-5, and

a cosine learning rate schedule [LH16] with warm-up for 120 epochs. For 50/101-layer

ResNet-style plain neural nets, we enable PNNH and employ the time ResNet-50 training

recipe [WTJ21]. Since the pipeline is optimized on ResNet-50 and far from optimal on

PNNH, we compare it with the original ResNet-50/ResNet-101 result to demonstrate the

ability to train plain neural nets toward residual-level performance. For Transformer-style

neural nets, we adopt the backbone of Swin-T [Liu+21] and employ the Swin-T training

recipe from timm [WTJ21].
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ResNet34 Plain 34 + PNNH ResNet50 Plain 50 + PNNH MobileNet-V2 Plain-MobileNet-V2 + PNNH

Batch Size=64 Batch Size=128 Batch Size=256×ResNet-34

FIGURE A.4: Training throughput of plain/residual CNN architectures.

Training and Memory Efficiency. We illustrate the training throughput of the PNNH

paradigm relative to ResNet-34 in Figure A.4. Here, all latency numbers are measured on

an NVIDIA GTX 1080 TI with 11GB memory, and a missing bar indicates out-of-memory

on GPU. With PNNH, we observe up to „ 0.1ˆ on vanilla residual blocks, up to „ 0.25ˆ on

residual bottleneck blocks, and up to „ 0.3ˆ on inverted residual bottleneck blocks. This

strengthens the demonstration of the hardware efficiency in full 3ˆ3 convolutional networks
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thanks to existing hardware optimizations, especially in inverted residual bottleneck blocks.

In addition, the PNNH paradigm has a less expensive memory consumption during training.

With a limited 11GB GPU memory, PNNH supports a maximum training batch size of 128,

while vanilla ResNet-50 can only support a maximum training batch size of 64. This also

justifies the training efficiency of the PNNH paradigm.

Our experimental evaluation supports “The Plain Neural Net Hypothesis” on a large-

scale image classification dataset. The 34-layer PNNH-enabled neural net on plain neural

nets brings up to „1.0%/„5.0% top-1 accuracy gain, with 2x parameter savings under

the original ResNet training pipeline. Compared to plain CNN architectures trained with

engineering techniques such as distillation and reparameterization, a plain 50/101-layer

neural net with PNNH enabled can achieve on-par performance with original ResNet 50/101

baselines, while enjoying 10% higher training efficiency and 2ˆ parameter efficiency. When

transferred to mobile IRB blocks and Transformer MLP residual blocks, plain PNNH-

enabled neural nets still maintain competitive performance, achieving an accuracy on par

with a similar parameter count.

Best Practice for PNNH. As PNNH saves half of the parameters, it is the best fit to adapt

over-parameterized residual convolutional neural nets towards plain convolutional neural

nets without sacrificing the performance metrics. As a result, PNNH performs on par

or better on small benchmarks such as CIFAR-10/CIFAR-100. In addition, PNNH has a

narrower accuracy gap on Inverted Bottleneck blocks, such as MobileNet-V2 IRB blocks

and Transformer MLP residual blocks. This is because, in Vision Transformer/IRB, the

coder part is much smaller than the learner part, preserving more representation power for

the learner part in PNNH.

A.4 Proof of Theorems

Before showing the proofs of theorems, we again emphasize the overview of plain and

residual learning in Figure A.5. We mark activations in “blue” and mark weights in “red”.

We use the vanilla residual block as an example.
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FIGURE A.5: Overview of (left) plain learning and (right) residual learning.

Given an input x, we again demonstrate the response y of popular residual learning

parameterized by 2 convolutional layers Wconv1 and Wconv2 as follows:

y = ReLU(x + ReLU(x f Wconv1) f Wconv2) (A.11)

Theorem 3.2 Given an input x P RNˆCˆHˆW with mean µx and variance σ2
x , the randomly

initialized weight W P ROˆIˆKˆK is independent of the weight. The weight distribution in

He-normal initialization [He+15] ensures:

E[x f W] = 0, Var[x f W] = 2σ2
x , (A.12)

Here, K denotes This is because He-normal adopts a zero-mean weight initialization ap-

proach, and by the independence of statistics, it is easy to see that

E[x f W] = E[
ÿ

iăk,jăk

x:,:,i,jW:,:,i,j] =
ÿ

iăk,jăk
E[x:,:,i,jW:,:,i,j] = 0 (A.13)

The last inequality holds in Eq.A.13 because X and W are statistically independent. Thus,

Eq. A.13 ends up with
ř

iăk,jăk E[X(:,:,i,j)]E[W(:,:,i,j)] = 0, as W is initialized from a zero-

mean distribution (i.e., He-normal [He+15]). Notably, He-normal is derived under this

assumption and empirically works well to scale the variance of activations.
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Hence, the consequent Conv-BN doublet in plain learning generates zero-mean outputs

following 2 consecutive convolution layers. The presence of residual connection yields µx

for the output response before the final ReLU activation.

Next, we proceed with the variance. Given an input with variance σ2
x , He-normal

initialization [He+15] already gives 2σ2
x for the variance of each convolution layer prior to

ReLU activation. As the weights are symmetrically distributed, He et al. also hypothesize

that ReLU non-linearity cuts off half of the activations, thus leading to an activation with

variance σ2
x . Notably, the presence of a residual connection adds the original input of

variance σ2
x before non-linearity, yielding a total of 3σ2

x variance in the output response

before the last ReLU activation. Notably, the last ReLU activation has half the variance

yet fails to achieve a scale-invariant output activation.

Remarks. The above analysis reveals why the “addition” operation has to be placed be-

fore the “ReLU” non-linearity: otherwise, zero-mean responses will directly pass the ReLU

activation and drop all information as plain layers. The observation that variance may ex-

ponentially grow in ResNet activation fits the observation in recent normalizer-free ResNet

works [ZDM18], where batch normalization layers are needed to address the exploding

variance.

Theorem 3.3 The key idea lies in bounding a single-sided tail probability given the dis-

tribution x centered at E(x) = µx, with standard deviation σ2
x of inputs. Here, we first

introduce the Chebyshev-Cantelli inequality [BLM13] as follows:

Theorem 5. (Chebyshev-Cantelli inequality) For any λ ą 0, given any real-valued distribu-

tion X with mean E(x) and variance σ2, the lower tail probability can be upper bounded by:

Pr(X ´ E[x] ď ´λ) ď
σ2

σ2 + λ2 (A.14)

Let λ = δ = o(σx) be a small value that determines the precision of the bound. Plug in

the mean/variance of output responses of plain layers: E[x] = 0, σ2
x yields the upper bound
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that a neuron does not survive in ReLU non-linearity, and thus leads to the upper bound

of a neuron surviving ReLU non-linearity in Theorem A.2. Similarly, we can derive the

upper bound of tail probability for residual layers using the statistics of the corresponding

responses.

Remarks: In practice, due to covariate shift and the introduction of bias variable, the

output response will no longer be zero-mean, for example, have a mean of µy. By plugging

the new mean into Chebyshev-Cantelli inequality, the new lower bound is (µy+δ)2

4σ2
x+(µy+δ)2 for

plain layers and (µx+µy+δ)2

9σ2
x+(µx+µy+δ)2 for residual layers, and the aforementioned analysis holds.

Thus, to avoid the “dissipating input” phenomenon and keep ϵ surviving neurons, the

number of plain layers should satisfy:

(
δ2

4σ2
x + δ2 )

Nplain ă ϵ (A.15)

The number of residual layers should satisfy the following:

(
(µx + δ)2

9σ2
x + (δ + µx)2 )

Nresidual ă ϵ (A.16)

Solving Eq. A.15 and Eq. A.16 gives the bound in Eq. A.2 and Eq. A.3.

A.5 Conclusion

In this work, we peek behind the curtains of residual learning and discover the phe-

nomenon of “dissipating inputs” due to convergence failure in plain CNNs. We make a

pioneering effort to offer a formal theoretical analysis of residual learning. Then, we con-

clude our discoveries with “The Plain Neural Net Hypothesis” (PNNH) and propose a novel

paradigm for practicing PNNH on plain neural nets. PNNH pioneers training deep and

scalable plain CNN architectures from scratch, providing better parameter efficiency and

training efficiency than existing solutions. We apply PNNH on various plain CNN archi-

tectures and plain Transformer MLP architectures. Empirical evaluations on CIFAR-10,

CIFAR-100, and ImageNet indicate a 0.3ˆ higher training throughput and 2ˆ better pa-
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rameter efficiency than ResNet-like CNN architectures and/or vision Transformers on vision

tasks, with on-par accuracy.
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