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Abstract

Developing flexible tools that apply to datasets with large size and complex structure
while providing interpretable outputs is a major goal of modern statistical modeling.
A family of models that are especially suitable for this task is the Pdlya tree type
models. Following a divide-and-conquer strategy, these tree-based methods trans-
form the original task into a series of tasks that are smaller in size and easier to
solve while their nonparametric nature guarantees the modeling flexibility to cope
with datasets with a complex structure. In this work, we develop three novel tree-
based methods that tackle different challenges in Bayesian hierarchical modeling.
Our first two methods are designed specifically for the amplicon sequencing data
in microbiome studies, which consists of high dimensional counts with a complex,
domain-specific covariate structure and exhibits large cross-sample variations. These
features limit the performance of generic statistical tools and require special model-
ing considerations. Both methods inherit the flexibility and computation efficiency
from the general tree-based methods and directly utilize the domain knowledge to
help infer the complex dependency structure among different microbiome categories
by bringing the phylogenetic tree into the modeling framework. An important task
in microbiome research is to compare the composition of the microbial community
of groups of subjects. We first propose a model for this classic two-sample problem
in the microbiome context by transforming the original problem into a multiple test-

ing problem, with a series of tests defined at the internal nodes of the phylogenetic
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tree. To improve the power of the test, we use a graphical model to allow infor-
mation sharing among the tests. A regression-type adjustment is also considered to
reduce the chance of false discovery. Next, we introduce a model-based clustering
method for the microbiome count data with a Dirichlet process mixtures setup. The
phylogenetic tree is used for constructing the mixture kernels to offer a flexible co-
variate structure. To improve the ability to detect clusters determined not only by
the dominating microbiome categories, a subroutine is introduced in the clustering
procedure that selects a subset of internal nodes of the tree which are relevant for
clustering. This subroutine is also important in avoiding potential overfitting. Our
third contribution proposes a framework for causal inference through Bayesian re-
cursive partitioning that allows joint modeling of the covariate balancing and the
potential outcome. With a retrospective perspective, we model the covariates and
the outcome conditioning on the treatment assignment status. For the challenging
multivariate covariate modeling, we adopt a flexible nonparametric prior that focuses
on the relation of the covariate distributions under the two treatment groups, while
integrating out other aspects of these distributions that are irrelevant for estimating

the causal effect.
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1

Introduction

Nowadays, increasingly massive datasets become available by virtue of the evolving
technologies to collect, preprocess, and store the data. Developing flexible tools
that apply to such datasets while providing interpretable outputs is a major goal of
modern statistical modeling. The massiveness of modern data is at least twofold—
(i) the size of the dataset can be tremendous, and (ii) the structure of variables
in the dataset can be sophisticated. These two facets pose seemingly irreconcilable
modeling challenges: the complex data structure requires models to be flexible with
a large number of parameters, while the large size of the data prefers simpler models
with an easy computational solution. Besides its massiveness, a modern dataset is
usually domain-specific, reflected in its complicated structure. Therefore, available
domain knowledge can and should be incorporated into the modeling framework to
produce interpretable analyses within the specific scientific domain.

Bayesian tree-based methods form an important family in the standard statistical
toolkit. Some examples in this family include Bayesian classification and regression
trees (BCART) (Chipman et al., 1998; Denison et al., 1998; Wu et al., 2007) and

Bayesian additive regression trees (BART) (Chipman et al., 2010). A specific type
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of models in this family—the so-called Pdlya tree type models (Lavine et al., 1992,
1994; Paddock et al., 2003; Hanson, 2006; Wong et al., 2010)—is of special interests
in modeling modern massive datasets. In this thesis, we investigate some members
in this family with applications to the microbiome data, which has an inherent tree
structure. These tree-based models are of interest for three reasons. Computation-
ally, they offer a divide-and-conquer framework that breaks down the computation
burdens into relatively small pieces which can be processed in parallel. From a
modeling perspective, the nonparametric nature of these methods guarantees their
flexibility while the tree structure ensures a natural way of reporting and interpret-
ing the analysis results. Additionally, the way these methods construct coarse-to-fine
resolutions and decompose empirical evidence to perform inference makes them ideal
for detecting and reporting local signals that are otherwise likely to be submerged
by the tides of noises.

In Chapter 2, we introduce the human microbiome and the microbiome sequenc-
ing data. Understanding the human microbiome is important for learning various
aspects of our physiology. The maturity of next-generation sequencing technologies
(Goodwin et al., 2016) together with the advance in preprocessing pipelines such
as DADA2 (Callahan et al., 2016) give birth to large-scale microbiome sequencing
datasets of high quality. A microbiome dataset contains counts of different microbes
within a set of samples and provides a snapshot of their underlying microbial com-
munities. These counts exhibit a sophisticated dependency structure inherited from
the complicated interactions of the microbes. One source of domain knowledge in
the microbiome context is the evolutionary relations among the microbes, summa-
rized in a phylogenetic tree. Following this discussion, in Chapter 3 and Chapter 4
we develop methods for two classic statistical problems: the two-sample problem,
and the clustering problem, in the microbiome context. Although numerous generic
statistical tools have been proposed to solve these problems in various settings, their

2



performance is typically disappointing when directly applied to the microbiome am-
plicon sequencing data.

In Chapter 3, we introduce Bayesian Graphical Compositional Regression (BGCR)
for testing the existence of and giving characterization to differences in the micro-
biome composition across groups of samples. Two important challenges of this prob-
lem are the large within-group heterogeneities among samples and the existence of
potential confounding variables that, when ignored, increase the chance of false dis-
coveries and reduce the power for identifying true differences. Our model utilizes a
Polya tree type decomposition of the Dirichlet-multinomial distribution into a series
of beta-binomial distributions along a phylogenetic tree, which provides a divide-and-
conquer strategy that transforms the original high dimensional problem into multiple
testing with a set of local tests at the internal nodes of the tree. To enhance the
power of the local tests, we use a graphical model to achieve information sharing
among them. Our framework adjusts for potential confounders in each local test
and can be merged with the Bayesian testing strategy to give fast inference without
the help of Monte Carlo simulations. The tree-based decomposition also provides a
natural way to report and illustrate the testing result through reporting the nodes
with a significant difference along the phylogenetic tree. With the proposed method,
we analyze a version of the dataset from the American Gut Project (McDonald et al.,
2018) to compare the gut microbiome composition of groups of participants with dif-
ferent dietary habits. Our analysis shows that (i) the frequency of consuming fruit,
seafood, vegetable, and whole-grain is closely related to the gut microbiome composi-
tion and (ii) the conclusion of the analysis can change drastically when different sets
of relevant covariates are adjusted, indicating the necessity of carefully selecting and
including possible confounders in the analysis when comparing microbiome compo-
sitions with data from observational studies. This chapter is based on the published

paper Mao et al. (2020).



In Chapter 4, we propose a model-based clustering method, referred to as Dirichlet-
tree Multinomial Mixtures (DTMM), for microbiome data. DTMM can be viewed as
a generalization to the Dirichlet Multinomial Mixtures (DMM)(Holmes et al., 2012),
which clusters microbiome data with a finite mixtures of Dirichlet distributions.
There are three key differences between DTMM and DMM. Firstly, DTMM induces
a clustering pattern among samples with a Dirichlet process mixtures (Escobar and
West, 1995), in which the number of clusters is not specified a priori. Secondly,
DTMM utilizes the Dirichlet-tree distribution (Dennis, 1991) as the kernel for the
mixtures. Unlike the Dirichlet distribution which has a single dispersion parameter to
account for the within-cluster dispersions among samples, the number of dispersion
parameters in a Dirichlet-tree distribution grows linearly with the number of cate-
gories in the microbiome data. Therefore, DTMM offers a better characterization of
the “shapes” of the cluster. Thirdly, DTMM introduces a node-selection subroutine
into the clustering procedure. Scientifically, it is important to identify the nodes that
are actually contributing to the clustering. Statistically, this subroutine avoids un-
necessary cluster-specific parameters and thus prevents the model from overfitting.
We also analyze the American Gut Project data with DTMM. Specifically, we use
DTMM to cluster two subsets of samples: those diagnosed with Inflammatory bowel
disease and those with diabetes. Our analysis suggests that the identified clusters
for different groups of samples can be different. Instead of determined by a few cat-
egories, the clusters of microbiome samples are typically determined by numerous
categories jointly in a complicated manner. This chapter is based on the paper Mao
and Ma (2020).

Determining the effect of a treatment is a central task in scientific research. In
Chapter 5, we introduce a general framework for causal inference through Bayesian
recursive partitioning, which induces a tree-structure. Popular methods for causal
inference typically proceed with a prospective perspective by conditioning on a set

4



of pretreatment covariates and provide models for either the treatment assignment
indicators or the outcome (or both). In this work, we take a retrospective perspec-
tive and instead model the covariates and the outcome jointly conditioning on the
treatment assignment status. With this perspective, the classic problem of making
causal comparisons through balancing the covariates of different treatment groups
can be achieved through directly comparing the covariate distributions. At first
glance, modeling the multivariate pretreatment covariate seems to be much harder
than modeling the binary treatment status. We note that to achieve covariate bal-
ancing, the covariate model should focus on aspects of the covariate distributions
that are relevant to balancing while treating the rest of the distributions as nuisance.
To this end, we adopt a flexible nonparametric model for the covariates that focuses
on the relations of the covariate distributions under different treatment groups while
allowing the nuisance part of the distributions to be integrating out easily. With this
joint modeling framework, we propose two strategies for estimating the causal effect.
Our first strategy is a two-step approach that first finds regions in the covariate space
within which the covariate distributions are balanced, and then estimates the treat-
ment effect conditioning on the identified balancing blocks. This approach can be
viewed as a generalization to the classic propensity score stratification (Rosenbaum
and Rubin, 1984). The second strategy jointly models the covariates and the out-
come, offering a way towards estimating the heterogeneous treatment effect. With
this approach, the treatment effect is obtained from the posteriors of the parameters

in the outcome model.



2

Microbiome and Microbiome Data

2.1 Microbiome and microbiome research

The microbiome is the collective genomes of all microbes that inhabit a specific en-
vironment, be it an animal, a plant or a tissue. In particular, the human microbiome
is the genomes of the microbes that inhabit the human body and is considered as
a counterpart or an extension to the human genome (Grice and Segre, 2012). The
microbes in human body make up to 100 trillion cells collectively, encoding 100-fold
more unique genes than the human genome (Qin et al., 2010), making the human
microbiome a huge tank of information. There are several features of the human mi-
crobiome that make it popular in recent scientific research. Firstly, it has significant
influences on various aspects of our physiology (Turnbaugh et al., 2009; Karlsson
et al., 2013). For example, diseases such as obesity and Type 2 diabetes have been
shown to be related to the gut microbiome (Turnbaugh et al., 2006; Qin et al.,
2012). Secondly, unlike the relatively stable human genome, the human microbiome
is highly variable. Although functionally similar, the microbe compositions of two

individuals can be significantly different. Even for a single individual, the composi-



tion of the microbiome can be mutable spatially and temporally (Kuntz and Gilbert,
2017). Thirdly, the microbiota interacts with the body environment and can react
to changes of the host sites. For example, alternations of the gut microbiome can be
made by antibiotic administrations or dietary changes (Lozupone et al., 2012). For
these reasons, learning and understanding the human microbiome provides a way
to collect information about various aspects of human health and a way towards
precision medicine (Kuntz and Gilbert, 2017).

The development of next-generation sequencing strategies enables us to profile
the microbiome fast and economically, through either amplicon sequencing on target
genes (usually the 16S ribosomal RNA gene) or shotgun sequencing on the entire
microbial genome. Traditionally, the sequencing reads are sent to preprocessing
pipelines such as QIIME (Caporaso et al., 2010) to construct clusters named op-
erational taxonomic units (OTUs) based on certain predefined similarity threshold
(typically 97%). In contrast, more recently developed pipelines such as DADA2
(Callahan et al., 2016) directly resolve amplicon sequence variants (ASVs), which
is shown to outperform OTUs in terms of accuracy and interpretability (Callahan
et al., 2017). OTUs and ASVs serve as the unit for the downstream statistical anal-
yses of the microbiome and provide the same interface: each sample can be written a
vector of counts on a list of units (OTUs or ASVs), representing the composition of
the underlying community. The methodologies developed in the following chapters
depend only on the interface and apply to both OTUs and ASVs, we thus use the

customary “OTU” to refer to the unit.
2.2 Microbiome data and modeling

A preprocessed microbiome dataset that is ready for statistical analyses typically
consists of three parts: a table of the OTU counts, a phylogenetic tree representing

the evolutionary relationship of the OTUs, and a set of covariates for each sample.
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Microbiome studies often collect covariate information about the host individ-
ual of each sample. For example, these covariates may include the demographic
information of the participants, their dietary habits, and histories of disease. These
information are sometimes collected via questionnaires on a voluntary basis. It is
not uncommon for a microbiome study to be observational. Thus the distribution of
the covariates are generally out of the control of the researchers.

The key part of a microbiome dataset is the OTU table, which summarizes the
count of each OTU in each sequenced sample and provides a snapshot of the under-
lying microbial community. Microbiome count data has several features: (i) compo-
sitional: the OTU counts are compositional in nature. The total OTU count in a
sample is artificial and can depend on various factors such as the sequencing depth.
Therefore, the values of the OTU counts are meaningful only proportionally. (ii)
high dimensional: the number of OTUs in a microbiome dataset is often large. A
typical microbiome dataset contains tens of thousands of different categories. (iii)
sparsity: the total OTU count of a sample is dominated by a few OTUs, with others
having counts closed or equal to zero, referred to as the “rare biosphere” (Sogin et al.,
2006). The zeros can either represent the absence of taxa from a particular sample or
result from under-sampling (Tsilimigras and Fodor, 2016). (iv) complex covariance
structure: the OTUs in a microbial community are functionally and evolutionarily
related in a complex manner. As a result, the correlations among counts of different
OTUs are also complicated. (v) large cross-sample variations: the OTU counts of
samples often show large within-group heterogeneities.

These features of the microbiome count data poses challenges to the downstream
statistical analyses, both computationally and from a modeling perspective. As
we shall see in Chapter 3 and Chapter 4, off-the-shelf statistical tools developed
for general purposes are typically not suitable for analyzing microbiome datasets

directly. In this work, we focus on analyzing microbiome datasets with generative
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models. A proper generative model that gives descent description of the microbiome
count data must take into account these features.

There are two classic models for compositional data in general: the Dirichlet-
multinomial (DM) model and the logistic-normal multinomial (LNM) model (Atchi-
son and Shen, 1980). Let y = (y1,¥2,...,Ynm) be a vector of counts and suppose
that y ~ Multi(V, p). DM and LNM are obtained by choosing different models for

p. Specifically, we have
e DM: p ~ Dir(a).

o LNM:

y4! J4! Pm-1
wz(log—,log—,...,log )
Pm Pm Pm

x ~ N(p, 3).

Both DM and LNM have been applied to the microbiome context to answer various
statistical queries (La Rosa et al., 2012a; Holmes et al., 2012; Xia et al., 2013; Silver-
man et al., 2019). When applied to the microbiome count data directly, DM suffers
from the lack of flexibility in modeling the covariance structure among different cate-
gories, reflected by the single dispersion parameter of the Dirichlet distribution. The
LNM, on the other hand, offers a very flexible treatment to the covariance struc-
ture. However, it entails a pre-selected base OTU that breaks the symmetry of the
categories and doing inference under such a flexible setup is challenging. Moreover,
direct application of DM and LNM to microbiome data ignores the biological re-
lations of the OTUs. Incorporate such information requires extra tailors to these
models, usually in an indirect manner. For example, Silverman et al. (2019) uses the
phylogenetic distance among the OTUs to guide the prior selection of the covariate
matrix for a LNM-type model.

In this work, we explore the so-called Dirichlet-tree multinomial (DTM) model
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(Wang and Zhao, 2017; Tang et al., 2018), which is a tree-based extension to the
DM model. Specifically, DTM utilizes a decomposition of the multinomial likelihood
into a series of binomial likelihood along the tree and brings in a local beta-binomial
model at each internal node (non-leaf node) of the tree. DTM balances the model
flexibility and the computation feasibility—it generalizes DM to offer a richer covari-
ance structure among the categories while not deviating “too far” from DM to keep
inference practical. For a count vector with M categories, DM has only 1 parameter
for the dispersions while LNM has M (M —1)/2. In comparison, DTM offers (M — 1)
free dispersion parameters when the tree is a full binary tree. Clearly, the covariance
structure offered by DTM is still restrictive compared to LNM especially when M is
large, which is typical in microbiome studies. A heuristic illustration of the relations
of the three models are shown in Figure 2.1. Although LNM is much more flexible
than DTM in general, some DTM (even DM) cannot be well approximated by LNM
(Hoft, 2003; Atchison and Shen, 1980)

LNM

DM < - _

</

Ficure 2.1: DM, LNM and DTM. This illustration is only heuristic. Each segment
represent a family of DTMs for a specific tree structure.

To ensure that the additional (M — 2) dispersion parameters over DM are spent

efficiently, the tree in DTM must be a “good” one—it has to provide useful infor-
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mation about the correlations among the OTU counts. In the microbiome context,
a natural candidate of such a tree is the phylogenetic tree, which summarizes the
evolution hierarchy of the OTUs with a tree. As a simple illustration, we consider
the top 20 OTUs based on total counts in a microbiome dataset (introduced in the
next section). The phylogenetic tree over these OTUs are shown in Figure 2.2 (left).
Figure 2.2 (right) shows two scale-free association measure—the Spearman’s p and
the Kendall’s 7—between pairs of OTUs. Clearly, the marginal associations between
pairs of OTU are partly reflected by the phylogenetic tree.

We also consider conditional associations between pairs of OTUs given other
OTUs. Figure 2.3 (left) shows the estimated conditional dependency coefficients
defined through a semi-parametric copula model as in (Hoff et al., 2007). Green
edges represent positive associations, red edges represent negative associations. The
darkness and the width of an edge shows the strength of the conditional association
described by that edge. To better visualize the pattern of the conditional associa-
tions, we remove the edges in Figure 2.3 (left) with absolute value less than 0.1. The
resulting plot is shown in Figure 2.3 (Right). Generally, counts of OTUs that are
closer in the phylogenetic tree tend to have stronger correlations. The three separated
clusters in Figure 2.3 (Right) are well represented by the three clusters obtained by
cutting the phylogenetic tree at a high level (the dashed line in Figure 2.2 (left)).
Note that unlike DM and LNM, biological information are incorporated directly into
the generative modeling framework under DTM with the phylogenetic tree.

Computationally, DTM allows fast and efficient inference through a divide-and-
conquer strategy. Specifically, the tree-decomposition transforms the original high-
dimensional computational problem into a series of lower-dimensional ones, which
can be solved in a relatively easy way and in parallel. This point would be recurrent

in the following chapters.
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FIGURE 2.2: Left: the phylogenetic tree over the top 20 OTUs. Right: correlation
measures of the OTU pairs.

F1GURE 2.3: Left: Estimated conditional dependency coefficients among the OTUs
(only coefficients with posterior 95% credible intervals do not cover zero are shown).
Right: the estimated conditional dependency coefficients thresholded at 0.1.
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2.3 The American Gut project

The American Gut (AG) project (McDonald et al., 2015a, 2018) aims at building
an open-source and open-access reference microbiome dataset for general scientific
use based on 16S rRNA sequencing and the QIIME pipeline (Caporaso et al., 2010).
It collects mouth, skin and feces samples over a large variety of US participants
on a voluntary basis. The participants send their microbiome samples to UC San
Diego for sequencing and complete a questionnaire that covers the dietary habits,
lifestyle, and health history. The AG project offers publicly accessible datasets that
can be downloaded from http://americangut.org. In this work, we use the July 29,
2016 version of the fecal data of the AG project to illustrate the proposed methods.
The full dataset we use contains counts of 27774 OTUs from 8327 fecal samples.
Each sample is taken from a unique participant individual; 455 covariates describing
various aspects of the host individuals are collected, such as their demographical
information and dietary behaviors. Moreover, a rooted full binary phylogenetic tree

on all OTUs is available.
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3

Bayesian Graphical Compositional Regression

3.1 Introduction

An important task of microbiome studies is to compare the composition of the mi-
crobial community of groups of subjects (Hildebrandt et al., 2009; Wu et al., 2011;
Qin et al., 2012; David et al., 2014). Various methods have been proposed for com-
paring two groups of data samples and their underlying distributions, ranging from
the classic t-test to numerous recently developed methods (see for example Holmes
et al. (2015), Soriano and Ma (2017) and Chen and Friedman (2017)). However,
these generic approaches are either inapplicable or severely underpowered when the
samples are OTU counts. In this chapter, we analyze the American Gut data (Mc-
Donald et al., 2015b) to compare the gut microbiome composition of groups of people
with different dietary habits. The American Gut data includes samples from a large
population and provides abundant sample-specific covariate information. Previous
analyses of the American Gut data that compare groups of microbiome samples can
be improved since they either focus on certain summary statistics of the microbiome

compositions (Goedert et al., 2014), or disregard the observational nature of the
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American Gut project by ignoring possible confounders (Tang et al., 2018). Our
approach aims at addressing these limitations.

As introduced in Chapter 2, the specific features of the OTU counts make this
two-sample-problem challenging in the microbiome context. In this chapter, we pro-
pose a testing method, called Bayesian graphical compositional regression (BGCR),
that utilizes both the phylogenetic information among the OTUs and the covari-
ate information of the host participants to tackle the aforementioned modeling and
computational challenges.

BGCR aims to effectively account for the specific features of microbiome data
by combining three techniques—(i) a decomposition of the multinomial likelihood
along the phylogenetic tree, (ii) graphical models , and (iii) the Bayesian testing
framework. Broadly speaking, our approach falls into a stream of works based on
the Dirichlet-multinomial model (DM) (La Rosa et al., 2012a) that puts a Dirichlet
prior on the multinomial parameters to resolve the large overdispersions in OTU
counts. Recent developments along the line use the phylogenetic tree—which sum-
marizes the evolutionary relationship among the OTUs and thus serves as a proxy to
their functional relationship—to enrich the model construction. Specifically, Wang
and Zhao (2017) adopt the Dirichlet tree multinomial model (DTM) in which OTU
counts are aggregated along the phylogenetic tree and a DM model is introduced to
characterize how the OTU counts on each internal node of the tree are distributed
into its child nodes. BGCR adopts a similar decomposition to transform the origi-
nal testing problem into multiple testing involving a collection of node-specific tests
along the phylogenetic tree.

Instead of treating the node-specific tests independently, we use a bottom-up
graphical structure to introduce dependency among them. Our motivation is that
some of these tests may have poor statistical power due to the limited number of

samples and relevant OTU counts. The dependency structure allows effective in-
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formation sharing among the node-specific problems, thereby improving the power
of the tests. Our choice of a bottom-up autoregressive specification comes from the
observation that compositional differences are often observed to cluster into “chains”
along the phylogenetic tree (Tang et al., 2018). Such chains can arise in two ways:
either due to a structural constraint of DTM—a cross-group difference at any par-
ticular node in the phylogenetic tree induces (weaker) differences in its ancestors, or
as a result of the functional relatedness of OTUs in the phylogenetic tree.

The decomposition scheme and the graphical structure are merged with the
Bayesian testing framework to give fast and interpretable inference through a suite
of computational techniques including numerical integration and message passing.
On the one hand, exact posterior summaries are available through a recursive al-
gorithm that does not require Monte Carlo simulations; on the other, the testing
results are given a full probabilistic characterization with the uncertainty quantified
in a coherent manner. In addition, we show that the Bayesian test results in sub-
stantially improved power, likely due to the way the within-group variability is dealt
with—integrated out rather than estimated as in existing approaches.

Besides the phylogenetic tree, covariate information is also used to assist the
modeling of the microbome composition in recent works focusing on prediction (Tang
and Nicolae, 2017) and selection of the covariates with significant associations to the
OTU counts (Xia et al., 2013; Wang and Zhao, 2017; Wadsworth et al., 2017; Ren
et al., 2017; Grantham et al., 2017). In contrast, little attention has been paid
to the cross-group comparison scenario, where incorporating covariates is even more
crucial since many microbiome studies are observational and the effects of unadjusted
confounders could invalidate the testing results by creating false positives. As a
starting point, BGCR allows a node-specific regression adjustment for important
covariates. This adjustment can be incorporated in the inference mechanism with

little extra computational burden and is able to reduce the number of false positives

16



effectively, as we will illustrate in our numerical examples. In our analysis of the
American Gut data, we show that when a set of possible confounders are ignored,
the testing results can be misleading.

In summary, in comparison to existing approaches, the contribution of BGCR are
three-fold: (i) it allows a Bayesian framework for testing cross-group differences in
microbiome composition along a phylogenetic structure; (ii) it provides a principled
probabilistic modeling framework for borrowing information across taxa, thereby
enhancing the power for detecting cross-group differences; and (iii) it uses a princi-
pled way to incorporate additional covariates in the Bayesian testing setting while
maintaining the computational efficiency of the proposed framework.

To close the introduction, we connect BGCR to some relevant references in the
DM literature stream. Using DM, La Rosa et al. (2012a) proposed a generalized
Wald-type test statistic based on method-of-moments estimates of the Dirichlet pa-
rameters. Due to the large number of OTUs, this test has large degrees of freedom
and is usually underpowered. Omne simple attempt to alleviate this problem is to
aggregate OTUs from the same genus and study their composition at the genus level
as suggested by Chen and Li (2013). However, one could also aggregate the OTUs
to other levels in the hierarchy of biological classification, such as the family or or-
der level, yet different levels of aggregation can result in inconsistent testing results
(Tang et al., 2018). Similar to BGCR, Tang et al. (2018) proposed the PhyloScan
test, which also decomposes the original problem to a series of node-specific tests
along the phylogenetic tree and tries to incorporate dependencies among these tests.
BGCR and PhyloScan differ in the way they deal with these underlying dependen-
cies. PhyloScan introduces dependencies through a scanning procedure by adding
up the test statistics in triplets of neighboring nodes while BGCR considers a prob-
abilistic graphical model that describes the dependencies in a generative manner.
The latter allows more flexible borrowing of information beyond neighboring triplets
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along with a fully probabilistic interpretation.

In Section 3.2, we describe our method for testing and characterizing the cross-
group differences of OTU compositions. In Section 3.3, four representative simulation
scenarios are considered to evaluate the performance of the proposed method. An
application of the method to the American Gut data is shown in Section A. Section

3.5 concludes.

3.2 Method

3.2.1 Data and background

In this section, we set up some notations and briefly review DM and DTM for OTU
compositions. In this work, all three parts of the microbiome dataset are utilized.

OTU counts. Consider a microbiome dataset with OTU counts of two groups of
subjects on M OTUs denoted by Q = {OTU;,OTU,, ..., OTUy} = {wi,wa, ..., wyn}-
Let n; be the number of samples in group ¢, ¢ = 0,1. For the j-th sample in group
i, j = 1,...,mn, let y;; = (Yij1,---,yijm) be the vector of its OTU counts, where
Yii is the number of the I-th OTU in this sample for [ = 1,..., M. Moreover, let
N;; = Zfil yij1 be the total number of OTU counts in that sample. For simplicity,
let Y be the OTU counts of all the samples. Table 3.1 illustrates the OTU counts
for a certain group of samples.

Phylogenetic tree. Let T be a rooted full binary phylogenetic tree that de-
scribes the evolutionary relations of the M OTUs. Let Z denote the set of its internal
nodes (i.e., non-leaf nodes). We denote each node A of 7 by the set of its descendant
OTUs. For example, A = {w;}, 1 <[ < K represents a leaf of 7 that contains a
single OTU w;; A = Q is the root containing all the OTUs. Since the tree is full,
each internal node has exactly two children. For A € Z, let A;, A, be the left and
right children of A. If A + Q, let A, be its parent and A, be its sibling (i.e., the node
in 7 that has the same parent as A). If A is a leaf, for the j-th sample in group 4,
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we let y;;(A) = y;j; be the count of the OTU that A represents; if A € Z, we recur-
sively define the count in A to be the aggregation of the counts in its two children:
Yii(A) = vi; (A1) + vi;(A,). Equivalently, y;;(A) = Z{l5wl€A} Yiji- Figure 3.1 shows an
example of a phylogenetic tree over 6 OTUs. In this example, A = {ws, w4, ws, we},

yij(A) = Yij3 + Yija T Yijs + Yije-

ey
Table 3.1: An n; x M OTU table for
group 4.
A, A
Sample ‘ w1 Wy v Wis ‘ Sum
A A
1 Yiir Yz o Yam N; F‘W rj
? ?Jm‘ yi22' S in]W‘ Ni‘ o; . . o o .
' ' ' ' FiGUure 3.1: A phylogenetic tree
Yind Ying2 YinM over 6 OTUs.

Covariates. For the j-th sample in group i, let @;; = (1,21, ..., xij) € RPH

denote the p covariates that we want to include in the analysis. Moreover, let z;; €
{0,1} be its group indicator.
La Rosa et al. (2012a) used the Dirichlet-multinomial model (DM) to account for

the within-group heterogeneity among the OTU counts:

Yij | Nij, mi; £y Multinomial(N;;, 7;;)

(3.1)
i | i, v RS Dirichlet(vr;)
for i = 0,1, where m; = (m;1,...,mix) with Zz}iﬂﬁ'l = 1, and v > 0 a dispersion

parameter that controls the within-group variability. A limitation of DM is its in-
duced correlations among OTUs—that they are independent up to the summation

constraint (Wang and Zhao, 2017), which is unrealistic since the OTUs have inherent
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and complicated relationships with each other, partly reflected in their evolutionary
history summarized in a phylogenetic tree.

Wang and Zhao (2017) propose to adopt the Dirichlet-tree multinomial model
(DTM) by directly incorporating the phylogenetic tree in the modeling of the OTU
counts. Specifically, DTM models how the counts in A € 7 are distributed to its two
children by a beta-binomial model:

yii (A1) | yi;(A), 0;5(A) ™ Binomial(y,;(A), 6 (A))
(3.2)

0,;(A) | 0:(A), v(A) K" Beta(0;(A)v(A), (1 — 0;(A))v(A)),

where 6;;(A) denotes the proportion of counts in node A that are distributed to its left
child A;, 6;(A) the mean of the §;;(A)’s in group 4, and v(A) a precision or dispersion
parameter that controls the variability of ;;(A) around the group mean, for ¢ = 1, 2,
j=1,...,n. Let Lpp(0;(A),v(A) | vi;(A),yij(Ar)) denote the likelihood of the
parameters in (3.2) obtained by integrating out 6;;(A), which with slightly more

general notations can be written as

B(Ov +y1, (1 —0)v + y2)/B(0v, (1 = 0)v), ifv <o

3.3
0vi(1 — 0)e, o O

£BB<07V | yl,y2) = {

for y1,y2 € {0,1,2,...,},0 € [0,1] and v € (0, 0], where B(-,-) is the Beta function.
It can be shown that the DM likelihood for each sample can be factorized into a

series of beta-binomial likelihoods along the tree

Lpm(mi, v | yi;) HLBB (A) | yij (A1), i (Ar)) (3.4)

AeT

provided that 6;(A) = m;(4;)/m;(A) and v;(A) = vm;(A), where m;(A) = >}, , ™y for
A € T (Dennis, 1991, 1996). In this sense, DTM could be seen as a generalization of
DM.
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3.2.2  Bayesitan compositional regression for microbiome data

The likelihood factorization (3.4) suggests a “divide-and-conquer” strategy to per-
form inference on ;. Specifically, inference on 7; could be achieved equivalently by
doing inference on {0;(A) : A€ Z}, i = 0,1. In this section, we use this strategy to
transform the original problem of comparing microbial compositions of two groups
of sample into a series of tests on {#;(A) : A € Z} in a more general situation that
allows adjustment for covariates.

For each A € T, we modify the beta-binomial specification in DTM to allow

regression adjustments for covariates:

vii (A1) | 955 (A), 0;5(A) ™ Binomial(y;(A), 05 (A))
0ij(A) | @5, 215, v(A) ~ Beta(la, 2, (A)r(A), (1 = ba,, .5 (A))p(A4)) (35)

g(ewijazij (A)) = :E; (A) + Z’ij’Y(A)’

where g : [0,1] — R is a link function, such as the logit link g(z) = log(z/(1 — z))
for x € (0,1). B(A) € RP*! and v(A) € R are the unknown parameters of the local
model on A. We refer to this model as the Bayesian compositional regression (BCR).
Under BCR, testing the original null that there is no cross-group difference in the
microbial composition is equivalent to jointly testing a set of local hypotheses on all
Ael:

Ho(A) : 7(4) =0 vs Hy(A): 4(4) +0. (3.6)

Instead of modeling the OTU counts around some “group-specific centroid” as
in DM and DTM, we model them around some “covariate-specific centroid” with
the grouping information included as a special “covariate”. Recent literature has
shown that many covariates have associations and possible effects on the microbiome
composition (Wang and Zhao, 2017; Wadsworth et al., 2017; Xia et al., 2013; Tang
and Nicolae, 2017; Ren et al., 2017; Grantham et al., 2017). In the testing scenario,
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some of these covariates may also be correlated with the grouping variable. Ignoring
such confounding can reduce the power for identifying differences, or worse yet,
lead to false positives. The regression adjustments in (3.5) block out the possible
confounders and give us an opportunity to improve the accuracy of the testing results
and reduce the chance of false discoveries.

We shall take a Bayesian approach to the local testing problem (3.6) for three
reasons: (1) it provides a natural way to deal with the dispersion v(A), essentially
a nuisance parameter, through integration instead of potentially unstable points
estimates; (2) it allows the introduction of dependencies among the local hypotheses
in a generative manner as shown in Section 3.2.3; and (3) it gives a fully probabilistic
characterization of the uncertainty.

To this end, we first need to specify priors for B(A) and for v(A) under H;(A).
A simple choice is to put independent normal priors on the elements of 3(A) and
~v(A). Note that using vague proper priors on the model specific parameters v(A)
is often problematic in testing and would cause the so-called “Bartlett’s Paradox”
(Berger et al., 2001). Alternatively, various principles for constructing “objective”
priors for the coefficients can be adopted. For example, generalizations of the g-
prior and the mixture of g-priors (Liang et al., 2008) for linear regressions to GLMs
can be employed here, see for example Held et al. (2015) and Li and Clyde (2015).
Specifically, one could apply the local information metric (LIM) g-prior as suggested
by Li and Clyde (2015) on (A). In our setting, the difference in dimensions between
the parameter space under the alternative and the null is only one; therefore, putting
normal prior N(0,02(A)) with reasonably large variance (such as 02(A) = 10) would
give reasonable results. For the “common” parameters 3(A), we adopt independent
normal priors N(0, 05(A)) with large 0g(A) on its elements. For example, when the
covariates are standardized (rescaled to have a mean of zero and a standard deviation
of one), N(0, 16) covers most probable values of B(A) in many applications.
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Without further knowledge about the nuisance dispersion parameter v(A), we
put a prior G4(v) on it and integrate it out. This is key to the improvement gained
by applying a Bayesian testing scheme compared to its frequentist counterparts that
rely on a point estimator of v(A) (4.3). It is necessary for G4(v) to have a large
support to allow various levels of dispersions. We hence take log,, v(A) ~ Unif(—1,4)
that covers a wide range of dispersion levels but does not put too much prior mass
on unreasonably large or small values (Ma and Soriano, 2018). Other choices with
unbounded support such as Gamma priors on v(A) can also be adopted.

To perform posterior inference, we introduce the state indicator of the test on

node A for AeZ:

S(A) = {O, Hy(A) is true, (3.7)

1, H(A) is true.
We assume for now that the S(A)’s are independent and let Pr(S(A) = 1) = p(4) a
priori. The testing problem on A now becomes an inference problem on S(A). Let

M(A) be the marginal likelihood under H (A), s € {0,1}. We have

M (A) = CJJJH 1_] ﬁBB(Q_l(miTjﬂ + 2ij7), v | i (A1), i (Ar))

i=1j=1

dFs 4(B)dF; a(7)dGa(v),

where C' is a constant with respect to the parameters, Fs 4(8), Fs a(y) are the priors
for B(A) and y(A) under Hs(A), Lpp(-) the beta-binomial marginal likelihood de-
fined in (3.3), and G 4(v) the prior on v(A). We give details on the computational
strategy for evaluating M;(A) in Appendix A.1. Given M,(A), the posterior of S(A)
is

S(A) | p(A) ~ Bernoulli(p(A))

p(A) My (A)

P = T ) Mo(A) + p(A) M (A)
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We shall refer to p(A) = Pr(S(A) = 1]Y) as the posterior marginal alternative
probability (PMAP) on node A, denoted also as PMAP(A). The PMAP is large
when the evidence against the local null is strong. The set of PMAPs along 7 can be
used to test the original null and pinpoint the differences. We postpone the details
on using PMAPs for making such decisions based on multiple testing considerations
to Section 3.2.5.

We end this section with three further comments on our model specification in
BCR. Firstly, we assume that the two groups share a common dispersion parameter
v(A) to simplify the computation. If this assumption is not likely to hold in the data,
group-specific dispersions can be adopted. Secondly, BCR does not automatically
select covariates. This is not restrictive in the testing scenario since our primary
goal is not to identify the best predictive model for the microbiome composition or
to estimate the “effect size” of specific covariates on the microbiome composition,
but to preclude them from introducing bias to the analysis. In practice, all the
suspect confounders can be included in the model even some of them may turn out
to have no confounding effects provided that the number of covariates is not too
large. We note that one must practice caution in adopting covariate selection in this
context. Traditional statistical variable selection is based on the predictive ability of
the covariates, and can lead to inappropriate elimination of confounders and result
in false positives. We provide more discussion and a simple numerical illustration
in Appendix A.3. Thirdly, in the regression setup, we assume that the regression
coefficients B(A) are the same for both groups. This “common slope” assumption
essentially serves as an identifiability constraint, without which the null hypothesis
is ill-defined—the two groups will be identical only for a specific combination of
covariate values but not others, and consequently it would not make sense to test
whether two groups of samples involving different covariate values are “identical” in
microbiome composition.
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3.2.3  Bayesian graphical compositional regression

In BCR, the test on node A is performed based only on the empirical evidence in
A. Let § = {S(A) : A eI}, the collection of state indicators of all internal nodes in
T. Elements in S are independent a priori. However, this independence assumption
disregards the inherent relations of the S(A)’s—that they are naturally linked by
the phylogenetic tree. Introducing suitable dependency structures on S can enhance
inference because (1) cross-group differences often occur along the phylogenetic tree
in a clustered manner, forming chains, which is pointed out in Tang et al. (2018) and
will be confirmed in our data analysis, and (2) from a statistical perspective, some
local tests may involve only few counts and their power is thus limited, especially
when the nodes are close to the leaves of 7. Introducing a dependency structure
on S allows these nodes to borrow information from each other and thus increases
the power of the tests. The dependency structure we introduce should satisfy two
desiderata. On the one hand, it should allow flexible information sharing among
nodes that are close on the phylogenetic tree. On the other hand, it should be
simple enough to keep the posterior inference tractable.

Recall that the node-specific beta-binomial models in BCR are naturally linked
together by the phylogenetic tree, which provides a proxy to their functional relation-
ship. This suggests that we can use the phylogenetic information when imposing de-
pendency structures on S. In particular, we consider a “bottom-up” auto-regressive
structure such that if the signal (cross-group difference) is present at a certain node
A e T, there is a chance for it to be “carried upwards” to A,. Formally, for A € Z,

we let

logit[Pr(S(A) = 1] S(A),S(A))] = a(A) + 7(A) - Lisca)+s(4,)=1] a5
3.8
+ K(A) - Lisa)+s(4,)=215

where 7(A), k(A) = 0 together describe how likely signals at A; or A, are passed
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upwards along the tree. If A; or A, (or both) is a leaf node, we set S(A4;) or S(4,) to
be zero since there is no test performed on that node. This model can be embedded

in a family of models specified by the conditional probabilities
Pr(S(A) = s | S(A) = s1,5(4,) = s) = psys,.s(A), (3.9)

where s, 51, 5, € {0, 1} and py,s, s € [0, 1]. Specifically, the auto-regressive model forces
po1,s(A) = p1o.s(A) since usually there is no specific prior information to differentiate
between the two children of a node. Equivalently, the conditional probability of S(A)

given S(4;), S(A,) can be characterized by a transition matrix

Poo,ogﬁ; Poo,1§ﬁ;
P = | Do) paon(A)
pr10(A) pi111(A)

where the elements in each row of p(A) sum up to 1. We denote p = {p(A) : A €
Z} and defer the specification of elements in p to Section 3.2.5. The set of auto-
regressive models with transition probabilities p induces a joint distribution Fs on
S. Incorporating this distribution into BCR leads to a hierarchical formulation of

our model for each A € Z:
S(A) | p~ Fs, v(A)|Ga™ G,

B(A) "N, 11(0,03(A) - Ls1)

Y(A) ™ Lisay—o) - 0o + Lsca—y - N(0, 02(A))

(3.10)
90z, 2, (A) = 258(A) + 2i57(A)

eij (A) | Lij; Zig, V(A) ~ Beta(ewij,zzj (A)V(A)? (1 - Qwij,zij (A))V(A))

Ui (A1) | 45 (A), 055 (A) ™' Binomial(yy; (A), 0;5(A)), i=1,2,j=1,...,n,,

where I, is the (p + 1)-dimensional identity matrix, 1pj the indicator function,
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and &g a point mass at zero. We shall refer to this model as the Bayesian graphical
compositional regression (BGCR).

An alternative way to introduce dependencies among elements in S that also
incorporate the phylogenetic information is by utilizing the “top-town” Markov tree
model (MT) (Crouse et al., 1998; Soriano and Ma, 2017), which instead specifies
Pr(S(A) | S(A,)) for A e T\{Q}. However, the “explaining away” effect (Wellman
and Henrion, 1993) of the auto-regressive model is important for microbiome data.
MT pushes signals downwards along the tree to both children of a node and implies
cooccurrence of signals in the sibling nodes, which is not the typical situation in the
microbiome context. Instead, the signals in microbiome studies often form chains,
with only one of the two children nodes share the signal with the parent node. This

is the primary reason for adopting a “bottom-up” autoregressive model.
3.2.4  Inference under BGCR

As in BCR, the marginal posteriors {Pr(S(A) = 1 |Y) : A € Z} play a pivotal
role in the posterior inference under BGCR. We next show that these quantities can
be calculated exactly up to the approximation to M (A)’s, without entailing Monte
Carlo simulations.

The joint distribution introduced by BGCR on S can be represented by a Bayesian
network, i.e., a directed acyclic graph (DAG) G(Vs, Bs) with nodes Vs = {S(A) :
A e T} and edges Bs = {S(A) — S(4,) : A € T\{Q}}. Moralizing G(Vs, Bs)
yields an undirected graph U(Vs, Es) from which the conditional dependencies in
S can be read off directly (Koller and Friedman, 2009). Specifically, the vertices
of U are the same of those of G; there is an undirected edge between S(A) and
S(A") in U if A and A’ € T are siblings or if they form a parent-child pair: Eg =
{{S(A),S(A)}: A=A, or A = A;, A e T\{Q}}. Moreover, we refer to a chain of

edges as a “path”. Two nodes S(A) and S(A’) in U are conditionally independent
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given a set of nodes v = {S(A;),...,S5(An)} < Vs if and only if any path connecting
S(A) and S(A’) passes some elements in v. Figure 3.2 (i), (ii), and (iii) respectively
give illustrations of a fictional phylogenetic tree, the corresponding Bayesian network
G on S, and the moralized undirected graph Y. The structure of U induced by
BGCR has two implications on posterior computations. On the one hand, I/ contains
many loops, which at first glance would substantially complicate the posterior and
the inference algorithm. If U were a tree-type graph without loops, as in MT,
simple and exact inference can be achieved by a forward-backward algorithm. On the
other hand, all the loops in ¢ include only three nodes and the dependencies among
S(A)’s are local—S(A) is independent of other elements in S once conditioning on
S(Ap), S(As), S(A;) and S(A,), suggesting that U is not “too far” from a tree-type
graph that allows exact inference. Intuitively, if we treat each loop as a unit, U can
be viewed as a “tree of loops” on which exact inference can now be performed.

Formally, for S(A) € Vs, we call C(A) = (S(A), S(A;), S(A,)) the clique of S(A),
or simply the clique of A. The conditional dependencies among C = {C'(A) : A € T}
are inherited from U and can be represented by an undirected graph J(V¢, E¢) in
a similar manner, where Vo = C, Ec = {{C(A),C(A)} : A" = A,, A € T\{Q}}.
See Figure 3.2 (iv) for an illustration. It is easy to see that J contains no loop
and that any two nodes in J are connected by a unique path. Therefore, J is an
undirected tree. We refer to J as the clique tree and perform inference thereon.
Note that C'(A) can take on eight values, denoted by ¢ = {ci,¢ca,...,cs} where
¢ = (e, ¢, ci3) = (|5] mod 2,|5%] mod 2, (¢ — 1) mod 2) (each element is the
corresponding digit of the binary representation of 7).

For A € 7, without loss of generality, let A be the left child of A,. Eq. (3.9)
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(iv). J

FIGURE 3.2: (i). A fictional phylogenetic tree (the leaves of T are not shown); (ii).
The “bottom-up” Bayesian network G on S corresponds to T (iii). The undirected
graph after moralizing G; (iv). The clique tree derived from U.

induces the top-down transition probabilities on the clique tree [J:

Pr(C(A) = ¢y | C(4p) = i) = Pr((S(A), S(A1), S(A;)) = cv | (S(Ap), S(A),5(As)) = i)
= Pr((S(A1), 5(4r)) = (cia, cv3) | S(A) = i),

(3.11)
for C(A) € C, where 4,7 = 1,2,...,8. As with p(A), these transition probabilities
could be organized into an 8 x 8 matrix £(A) with the ¢-th element in row ¢ defined
by &iv(A) = Pr(C(A) = ¢ | C(A4,) = ¢;). Each row of this matrix represents the
conditional distribution of C'(A) when C(A,) takes one of the eight possible values
in ¢. Since 2 € T does not have a parent, we let each row of £(2) be the induced

marginals of C'(12).
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In addition, for A € Z, let T(A) be the subtree of T with A as the root. Recall
that for the j-th sample in group 4, v;;(A) denotes the OTU counts in node A. Let
yi;(A) denote all the OTU counts that fall into the subtree 7(A). Note that the
difference between y;;(A) and y;;(A) is important: y;;(A) contains only the counts in
A while y;;(A) contains the set of y;;(Ag)’s for all Az e T(A). Let Y(A) = {y,;(A) :
i=1,2,7=1,...,n;} be the counts in 7 (A) from all the samples. Bayesian inference
on S(A) relies on evaluating the posterior transition probability matrix 3 (A) for each
C(A) € C. We next describe how these posteriors can be calculated with a recursive
algorithm. Specifically, the root of the clique tree, C(Q2), first collect information
iteratively from other nodes. After all the information is collected, it is distributed
downwards along the tree to finish the information sharing.

Information collection. Fori =1,2,...,8,let ¢;(4) = Pr(Y (A) | C(4,) = &)
be the prior predictive distribution of Y (A) evaluated at the observed counts given

C(A,) = ¢;. When A e Z\{Q}, it is given by

¢i(A) := Pr(Y(4) [ C(4,) = )

= D Pr(Y(A) | C(A) = ¢x) Pr(C(A) = cv | C(4,) = 1)

1<9/<8

= D) &r(AM,, (A Pr(Y (A) | C(A) = ¢y) Pr(Y (A,) | C(A) = e)

1<i'<8

- 2 L (A)M., (A)dy(A) i (A;).

1<i'<8
(3.12)
When A has no children in Z, by definition ¢;(A) = 1 for all i. When A = Q, C'(A)
does not have a parent in the clique tree. To simplify the notation, we can introduce
an imaginary node €2, that serves as (2’s parent. Without loss of generality, we let
2 be the left child of €2, and let Q, with ¢;(€25) = 1 be Qs “imaginary” sibling.
By setting Pr(C(2) = ¢ | C(Q,) = ¢;) to the corresponding marginals of C(2) for
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¢, ¢y € ¢, we can keep the formulation in (3.12).

As a byproduct of the inference algorithm, ¢;(€2) gives the marginal likelihood
of the data, which can be used to guide the selection of hyper-parameters (Sec-
tion 3.2.6). Moreover, since the marginal likelihood is available, variable selection
can be achieved by putting spike-and-slab priors on the regression coefficients (details
are in Appendix A.3).

Information distribution. By Bayes’ theorem, the posterior transition proba-

bility

Ei(A) := Pr(C(A) = ¢y | C(A) = ¢, Y)

_Pr(C(A) = ¢, Y(Q) | C(A) =)
Pr(Y(2) | C(4,) = c)

Pr(C(A) =¢' | C(Ay) = ;) Pr(Y(A) | C(A) =¢) (3.13)
- Pr(Y (A) | C(4,) = ¢)

_ & (A) M, (A)bi (A1) pir(Ar)
bi(A) '

Let £(A) be the matrix of the posterior transition probabilities of C'(A) given
C(A,). Based on {£(A) : A € T}, it is casy to compute the PMAP on each node
A e I. Specifically, starting from the root of the tree, each row of é (Q) represents
the posterior marginals of the clique C(2). Thus

Pr(C(Q) =cr | V) = > &w(Q)/8 (3.14)

1<i<8

fori' =1,2,...,8. By marginalization, we can get PMAP(Q2). The PMAPs on other
nodes can be computed by induction. For example, given the clique marginals of
C(A,), we can compute the clique marginals of C'(A)

Pr(C(A) =cy |Y) = Z Pr(C(4,) = ¢; | Y)&w(A) (3.15)

1<i<8
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for i =1,2,...,8, from which the PMAP on A can be obtained by marginalization.
We can also compute the posterior joint alternative probability (PJAP) that
captures the empirical evidence against the global null. Formally,
AeT

Note that the above steps are a variant of the junction tree algorithm (Lauritzen and
Spiegelhalter, 1988) that efficiently calculate the marginals in a graphical model. Di-
rectly applying the standard junction tree algorithm on J outputs the PMAPs,
however, it does not allow efficient computation of the PJAP. Algorithm 1 summa-

rizes the entire inference recipe for testing the existence of cross-sample differences

under BGCR.
3.2.5 Decision making

The PJAP and the PMAPs provide the bases of making decisions about the original
and the node-specific hypotheses along the tree. For the original testing problem,
we reject the null if PJAP > 0.5, which corresponds to the Bayes optimal decision
rule under the simple 0-1 loss. Similarly, we reject Hy(A) and call A a significant
node if PMAP(A) > L for some threshold 0 < L < 1. For example, L = 0.5 is
recommended by Barbieri et al. (2004). Details on decision making can be found
in Appendix A.2. It is worth noting that by reporting the significant nodes and
marking them on the phylogenetic tree (or simply mark the PMAPs along the tree
without explicitly providing a decision), we have a natural way to characterize and
visualize the cross-group differences that offers more insights than merely providing
a decision about a test on the original null. For example, it sheds light on the set of

microbes most relevant to the cross-group differences.
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Algorithm 1 BGCR for comparing microbiome composition

Construct the clique tree J. > Preprocessing

for Ain 7 do

Compute the marginal likelihoods of the local test on A.

Compute the prior transition matrix £(A) on the clique of A.

Compute D(A) — the depth of A defined as the number of edges from A to the root
of T.

end for

for d in Iﬂa%({D(A)} :0 do > Recursive information collection
€

for A with D(A) = d do
if C(A) has no children in J then
Let ¢i(4;) = ¢i(A,) =1,i=1,2,...,8.

else
Compute ¢;(A) = > & (A)M., (A)py(A)bi(Ar), i=1,2,....8.
1<i'<8
end if
end for
end for
for Ain 7 do > Information distribution
: Lir (A) M., (A)pi (A (Ar)
Compute &;(A) = el . 4,4 =1,2,...,8.
end for
Compute the PJAP. > Global information summary
for d in 0: Iga%({D(A)} do > Local information summary
€.
for A with D(A) = d do
if A= then
Let Pr(C(4p) = ¢ |Y)=1/8, i=12,...,8.
else .
Compute Pr(C(A) = ¢y | Y) = 2 Pr(C(4p) = ¢ | Y)&w(A), i =
1,2,...,8.
Compute PMAP(A) by marginalization.
end if
end for
end for
Report nodes with PMAP(A) > L for some threshold L. > Decision making

Reject the original null if PJAP > 0.5.
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3.2.6  Specifications of hyper-parameters

In BGCR, we need to specify a(A),7(A) and x(A) in (3.8). For simplicity, we let
a, T, k be global parameters that are the same for all A € 7.
Choice of . The prior joint alternative probability (PrJAP) can be written

as

) 7
PrJAP =1 — (—— ) |
1 + exp(a)

which is a monotone function of . We can then choose o = o such that the PrJAP
is at a desired level such as 0.5.

Choice of k. 7 and k together control the “stickiness” of the signals, that is, how
likely the “chaining” pattern will occur along the phylogenetic tree. To encapsulate
the “explaining away” effect, we set k = 0 and assume that the signal at A could be
“explained away” by the signal at one of its children. Another choice for k is k = T,
which imposes additive effect of signals at the sibling nodes on the parent.

Choice of 7. Given a = ag,k = 0, we use an empirical Bayes procedure to
choose the value of 7. Given 7, the marginal likelihood is given by ¢1(£2) as defined
in (3.12). We maximize ¢,(2) over 7 to get 7 as the prior choice for 7. In search
of 7, we focus on the interval [0, T,,qz), Where 7,4, is some predetermined upper
bound on 7. One way to choose 7, is based on the prior marginal alternative
probability (PrMAP) on each node, which is a monotonically increasing function of
7. Therefore, the total number of nodes with PrMAP exceeding the threshold L
also increases with 7. We can preselect an upper bound of the total prior expected
number of true alternatives and solve for 7,,,, accordingly. In practice, when the
number of OTUs is not very large (< 150), we find that setting 7,,., = 6 usually
works well (this corresponds to setting the prior expected sum of PrMAPs equal to

2 with 100 total OTUs). When 7 = 0, BGCR incorporates BCR as a special case.
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3.3 Numerical examples

3.3.1 FEwvaluating the performance of BGCR

We first carry out three simulation studies to illustrate the performance of BGCR.
For these simulations, several synthetic datasets are obtained based on the July 29,
2016 version of the fecal data of the AG project introduced in Chapter 2.

Although the number of OTUs in the study is large, many cells in the OTU table
contain zero or very few counts. For illustration purpose, we focus on the top 50,
75, and 100 OTUs with the largest overall counts across samples. Using different
numbers of OTUs allow us to evaluate the inference of increasing dimensionality on
the performance of different tests. Note that even with these filtered top OTUs,
the data still demonstrate the four challenging features of the OTU counts listed in
Section 4.1. We further narrow down the samples to 561 middle-aged (people in their
30s, 40s and 50s) male Caucasian participants from the west census region to reduce
the large variation across different simulation rounds (we will use the full dataset in
our later data analysis). Reducing the sample size in the simulation is also necessary
due to the speed of the competitors. In each simulation, we randomly divide the
data into two roughly equal-sized groups to create the data under the null. The data

under the alternative is generated under three scenarios:

[. Cross-group difference exists at a single OTU. This scenario is also
considered in Tang et al. (2018). In each round of the simulation, we randomly
select an OTU and increase its count in the second group by a given percentage
p. This induces cross-group differences on the parent node of the selected
OTU. In this case, the differences are considered local on the tree. We consider
M = 50,75, and 100 with p = 100%, 150%, and 250% (To rule out obvious
simulations with either too weak or too strong signals, we place additional

constraints in the random selection. Specifically, we only select OTUs with
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I1.

I1I.

sample means in the middle 80% range of all the OTU sample means).

Cross-group difference exists at multiple OTUs. Similar to the first
scenario, eight OTUs are randomly selected and their counts are increased by
a given percentage p of the subjects in the second group to create cross-group
differences that are more global on the tree. We consider M = 50,75, and 100

with p = 50%, 100%, and 150%.

Cross-group difference exists at a chain of nodes in the phylogenetic
tree. Cross-group differences of OTU compositions often cluster into chains as
shown in Section 4.4 and Tang et al. (2018). To see how the graphical structure
in BGCR helps increase the power of the test in this situation, we consider a
case in which cross-group differences are present in a fixed chain of nodes in the
phylogenetic tree. In particular, we focus on the top 100 OTUs (M = 100) with
their phylogenetic tree shown in Figure 3.3. Consider a chain of three nodes
in the tree as shown in red in Figure 3.3, we create cross-group differences at
these nodes by systematically modifying the counts of their descendant OTUs.
Specifically, we increase the counts of OTU 1, 2 and 3 (marked in Figure 3.3) of
all the subjects in the second group by 0.33p, 0.67p and p percent, respectively.
We consider the case with p = 75%, 100%, and 125%.

In each scenario, we carry out 3000 rounds of simulations. For BGCR, we let

v(A) ~ N(0,10) and log,,v(A) ~ Unif(—1,4) independently for A € Z. Hyper

parameters are chosen according to Section Figure 3.2.6 with PrJAP = 0.5, k = 0,

and 7T,,q.. = 6. We compare BGCR with DTM using the maximum of the single node

statistic (DTM-1), using the maximum of the triplet statistic (DTM-3) (Tang et al.,

2018) and the DM test (La Rosa et al., 2012a).

The ROC plots under the three simulation scenarios with M = 100 are shown in

Figure 3.4. Similar results under Scenario II and III with M = 50 and M = 75 and
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FicUurE 3.3: The phylogenetic tree of the top 100 OTUs with the largest overall
counts. Each circle represents an internal node; each tip represents an OTU. The
chain of nodes with designed cross-group differences in simulation III is marked red.
The zoom-in plot gives a better view of these nodes and their descendant OTUs.

shown in Figure A.1 and Figure A.2 in Appendix A.4. Overall, BGCR outperforms
the competitors in all these scenarios. In general, the three methods that incorporate
phylogenetic information perform better than the DM test. In Scenario I and II,
Figure 3.4 and Figure A.1 show that DTM-1 and DTM-3 work better when M is
small. Compared with BGCR, these tests perform worse with the increase of . This
is due to the inherent features of the microbiome data. When M is small, the samples
typically contain large counts of many OTUs included in the study and are likely to
be described by the DM-type models. When M becomes larger, the OTU table gets
sparser, making it harder for DTM-1 and DTM-3 to estimate the right dispersion
parameters. In contrast, the dispersion parameters are integrated out rather than

estimated in BGCR.
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F1GURE 3.4: ROC curves for Scenario I (top row), II (middle row) and III (bottom
row) with M = 100. The columns are indicated by the percent of counts increased

in the second group (p).
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To illustrate how borrowing information among neighboring nodes helps increase
the power of the node-specific tests, we compare BGCR with BCR in Scenario III.
Under the null, the estimated v by the empirical Bayes procedure in BGCR are zero
in all but a few of the simulations (Figure A.3 left). Therefore, BGCR essentially de-
generates to BCR and does not increase the chance of false positives (Figure A.3 mid-
dle and right). Under the alternative, by introducing positive dependencies among
the local tests, BGCR obtains larger PJAPs and thus provides a better chance to
correctly reject the null. To see how this would influence the decision procedure, we
show the proportion of tests that reject the null under different decision thresholds
L in Figure A4 in Appendix A.4. When 0.5 < L < 0.9, the gain by introducing
the dependencies among tests is remarkable. Figure A.5 in Appendix A.4 shows the
estimated v’s under the alternatives. When the cross-group difference increases, the
chaining pattern gets stronger, causing the estimated v to increase. Figure A.6 in

Appendix A.4 shows the corresponding PJAPs of the two models under comparison.
3.3.2  Visualizing the cross-group differences with BGCR

In many applications, characterizing and visualizing the cross-group difference is
often of more interests than merely testing its existence. As mentioned in Section
3.2.5, this can be achieved by marking the PMAPs along the phylogenetic tree. As an
example, consider a specific round of simulation in Scenario III. In this simulation,
PJAPggcr = 0.910, PJAPgcr = 0.651, 4 = 5.521. Figure 3.5 plots the PMAPs
obtained by the two models along the phylogenetic tree (only shows the relevant
part of the tree). It is clear that BGCR benefits from the graphical structure and

reveals the designed chaining pattern of the cross-group differences (see Figure 3.3).
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FiGure 3.5: PMAPs from BCR and BGCR under a specific simulation case in
Scenario III. Only nodes in the zoom-in subtree in Figure 3.3 are shown since the
PMAPs at other nodes are essentially zero. Left: PMAPs obtained by BCR; Right:
PMAPs obtained by BGCR. The number in each node denotes its PMAP. We also
color the nodes by their PMAPs to give a better visualization.

3.8.83 Adjusting for covariates

In practice, OTU compositions can depend on various factors. When the data are
gathered from observational studies, unadjusted covariates can lead to false positives.
Even when the data do arise from randomized experiments, incorporating relevant
covariates can improve the statistical power for identifying cross-group differences.
We illustrate with another simulation scenario the necessity of incorporating con-

founders in the testing procedure:

IV. Cross-group difference exists at a single OTU with an unbalanced
confounder. We start from the same American Gut dataset as in the previ-
ous simulation scenarios. Now we randomly select 200 male and 200 female
Caucasians, all middle aged and from the west region (the reason we take a
random sample instead of using the full dataset is the large computational bur-
den brought by the competitors). To purposefully make gender an unbalanced

confounder, we select an OTU (OTU ‘4352657’, denoted by w,.) and increase
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the counts of this OTU for all male participants by 175%. We then randomly
select 160 males and 40 females into the first group and put the rest into the
second group to get the data under the null. To simulate data under the alter-
native, we select another OTU (OTU ‘4481131, denoted by ws) and increase

the count of this OTU in the second group by 175%.

We carry out 750 simulations with M = 50 and compare BGCR with DTM-3
and DM (we do not simulate 3000 rounds or consider M = 75 or 100 since some
competitors are too slow). Figure 3.6 shows the histograms of the statistics these
methods used for decision making under the null—PJAP for BGCR, p-values (or
equivalently, 1 — p-values ) for DTM-3 and DM. From Figure 3.6 (ii)-(iv), it is clear
that all three methods fail in controlling false positives without adjusting for the
“gender” of the participants. After incorporating “gender” in each node-specific
regression, BGCR is able to keep the PJAPs under the null at a reasonable level
(Figure 3.6 (i)).

Adjusting for confounders is also important in the characterization of the cross-
group differences. For example, consider a specific round of simulation in Scenario I'V.
Figure 3.7 marks the PMAPs reported by BGCR on the phylogenetic tree under the
null and the alternative, with or without “gender” included. Under the null, ignoring
“gender” leads to a false discovery at the parent of w,. and also a false rejection of
the hypothesis that no cross-group difference exists at threshold 0.95. Under the
alternative, the PJAPs reported by BGCR are closed to 1 with or without adjusting
for “gender”, suggesting that incorporating “gender” in the model is likely to keep
the decision about the original hypothesis unchanged. However, failing to adjust for

“gender” contaminates the pattern of the cross-group differences (Figure 3.7 (iii)-

(iv)).
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FiGURE 3.6: Histograms of the statistics used for decision making under the null.
Plot (i) shows the histogram of PJAPs under the null (white) and under the alterna-
tive (red) with “gender” adjusted. The other three plots present the histograms of
the decision-making statistics of the three models under comparison under the null
without adjusting for “gender”.
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FIGURE 3.7: PMAPs of a specific simulation in Scenario IV. (i) and (ii): PMAPs
under the null; (iii) and (iv): PMAPs under the alternative (only a subtree is shown
since PMAPs on other nodes are essentially zero). The nodes are colored by their
PMAPs. Under the alternative, true cross-group differences are only present at the
parent of w,. A false discovery is made at the parent of w. when “gender” is not
adjusted for.
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3.4 Application to the American Gut project data

3.4.1  Cross-group comparison of OTU compositions

In this section, we apply BGCR to the same dataset from the AG project as in
Section 4.3. The AG project collects many binary or ordered categorical covariates of
the participants that can be used to divide them into groups. In particular, we focus
on comparing the OTU compositions of groups of participants categorized by their
dietary habits, which can be characterized by their frequencies of consuming different
kinds of food. We consider eight types of food: alcohol, diary, fruit, meat/egg,
seafood, sweets, vegetable and whole grain. For each kind of food, the dataset records
each participant’s frequency of consumption per week as a categorical variable with
five categories: Never, Occasionally (1-2 times per week), Rarely (less than once per
week), Regularly (3-5 times per week) and Daily. We dichotomize the categories
based on whether the food is consumed less than 3 times per week and use this
binary variable to divide the participants into two groups.

In our analysis, we only use the top 100 OTUs with the largest overall counts
across samples. This choice is made mainly for quality control. For OTUs containing
nil or only very few counts over all samples, their counts are largely influenced by
sequencing errors and are highly unreliable. Using these OTUs is likely to contam-
inate the analysis by bringing in pure noises that are hard to quantify. We note
that prescreening the OTUs to drop those who do not have substantial counts in any
samples is a common recommended practice in the literature (see for example Wu
et al. (2011); Tang et al. (2018)).

Besides diet, there are other possible factors that may influence the OTU com-
position. Including these factors in the model could help reduce the chance of false
discoveries and improve the power of the inference. In our analysis, we consider five

such covariates: the participant’s biological sex, has the participant been diagnosed

43



with diabetes, does the participant have IBD (inflammatory bowel disease), has the
participant used antibiotic in the past year, and does the participant consume pro-
biotic less than 3 times per week. All five covariates are binary. In addition to
adjusting for these non-dietary covariates when investigating a certain kind of food,
dietary habits of other foods are also natural candidates for confounders to be in-
cluded in the analysis, especially when they are unbalanced across the two groups.
For example, Figure 3.8 shows the unbalancedness of vegetable and grain consump-
tion of participants across the two groups defined by fruit consumption. Since the
covariate information in the study is collected by asking the participants to take a
non-compulsory questionnaire, some covariates are missing for certain participants.
For simplicity, we ignore all participants with missing values in any variable men-
tioned above and perform a complete-case analysis. Moreover, we restrict our samples
to participants with age in range 20 ~ 69 and BMI 18.5 ~ 30 to disregard potential
outliers. The resulting sample size in each comparison is shown in Table 3.2.

For each type of food, we use BGCR to compare the group-level OTU composi-
tion across the two resulting groups. In each comparison, we consider BGCR with
different sets of covariates adjusted—first no covariate, then the five non-dietary co-
variates, and finally the non-dietary covariates as well as dietary habits on other
foods. The (1 — PJAP)’s reported by BGCR under each comparison are shown in
Table 3.2.

When all the covariates are adjusted, the test rejects the global null at threshold
L = 0.5 when the grouping food is fruit, seafood, vegetable, or whole grain. This is
consistent with the findings that dietary habits are closely related to gut microbiome
compositions in general (Graf et al., 2015; Singh et al., 2017; Rothschild et al., 2018;
Tang et al., 2018).
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FI1GURE 3.8: Unbalancedness of vegetable and grain consumption in the two groups
defined by fruit consumption. The area of each block represents the proportion of
the counts in the corresponding cell of the 2 x 2 contingency table.

Table 3.2: (1-PJAP)’s for testing OTU compositions of different dietary habits.
In the last column, red cells indicate rejections of the global null under threshold
L = 0.5. The estimated 7 when all the covariates are adjusted is shown in the
parentheses in the last column.

Diet Group size 1-PJAP
False True No cov Non-diet cov Al cov (7)
Alcohol 2099 995  0.134 0.345 0.555 (0)
Diary 1733 1361 1.27 x 1072 6.97 x 1072 0.517 (0)
Fruit 1296 1798 6.86 x 1077 1.29 x 1078 0.259 (3.93)
Meat/Egg 798 2296 0.867 0.857 0.757 (0)
Seafood 2637 457 1.99 x 1072 9.11 x 1073 0.166 (0)
Sweets 2005 1089 0.200 0.347 0.912 (0)
Vegetable 375 2719 <1.00 x 1078 < 1.00 x 1078 < 1.00 x 10°% (5.13)
Whole grain 1735 1359 <1.00 x 107® < 1.00 x 1078 3.85 x 1077 (5.63)
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Our analysis also shows that adjusting for relevant covariates, which is missing
in previous analyses, can significantly change the testing results and can reverse the
testing decision on the null hypothesis. For example, when no covariate or only
non-dietary covariates are adjusted, the null of no cross-group difference is likely
to be rejected for diary and sweets, which leads to the same conclusion as in Tang
et al. (2018). However, once other dietary covariates are included, these two diets
tend to have no significant association with the microbiome composition. Typically,
the posterior probability of the null (1 - PJAP) increases when more covariates
are incorporated in the model. This reflects the complex nature of the microbial
community that it is associated with various factors (Rothschild et al., 2018).

Similar phenomena can be seen on the more refined PMAP scale. For the four
comparisons that reject the null, we visualize the cross-group differences by marking
the PMAPs on the phylogenetic tree (Figure 3.9). Similar plots of PMAPs under
BGCR with no covariate or only non-dietary covariates can be found in Appendix A.4
(Figure A.7 and Figure A.8). These plots show that adjusting for relevant covariates
greatly changes the characterization of the cross-group differences. Many signifi-
cant nodes reported by BGCR with some covariates unadjusted turn out to be false

positives when all the covariates are included.

3.4.2 BGCR vs. BCR

In this section, we evaluate the performance of BGCR compared with BCR in our
data application. Figure A.9 in Appendix A.4 shows the PMAPs under BCR for
the four comparisons that BGCR rejects the null. In BGCR, the global parameter
7 controls the level of dependencies among the node-specific tests. We note in Sec-
tion 3.2.6 that when 7 = 0, BGCR degenerates to BCR. This nested feature together
with our empirical Bayes strategy to estimate 7 allow BGCR to decide whether the

dependencies are necessary based on the data—when the estimated 7 = 0, BGCR
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simply performs independent tests without introducing the graphical structure.
Table 3.2 shows 7 in each comparison when BGCR with all covariates is used.
In all four comparisons that the null is accepted at threshold L = 0.5, 7 = 0. In
these cases, no node is significant and the “signals” are trivially independent. For
fruit, vegetable and whole grain, 7 > 0, suggesting that cross-group differences might
cluster into chains. To see whether it is necessary to introduce the graphical structure
among the node-specific tests, one can test Hj : 7 = 0 vs H{ : 7 & 0. For example,
when the prior 7 ~ Uniform(0,6) is used, the Bayes factor comparing H{ and H{
for fruit, vegetable, seafood and whole grain are 1.022, 0.830, 138.699 and 6.922,
respectively. For vegetable and whole grain, the cross-group differences cluster into
chains (Figure 3.9) and thus it is necessary to introduce the graphical structure. We
can also look at the posterior on 7 in the four comparisons that reject the null as
shown in Figure 3.10. For vegetable and whole grain, the signals demonstrate a strong
chaining pattern and the posteriors on 7 concentrate to some positive values. For
fruit and seafood, the cross-group differences are local to certain nodes. Therefore,
not much information about the dependencies of the node-specific tests is provided

by the data and the posteriors on 7 are very similar to the prior.
3.5 Concluding remarks

We have introduced a Bayesian framework for testing the existence of cross-group
differences in the OTU composition. The original testing problem is transformed
into a series of dependent node-specific tests linked together by the phylogenetic
tree. A key feature of the Bayesian formulation is that the dispersion parameters
are integrated out, providing more robust inference than the methods that use point
estimates of the within-group variation. We use numerical integration to evaluate
the Bayes factors, circumventing Monte Carlo simulations to give fast inference.
By introducing dependencies among the local tests, information sharing is allowed
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F1cURE 3.9: PMAPs for the four comparisons that reject the global null. The
nodes are colored by PMAPs reported by BGCR with both non-dietary covariates
and dietary covariates adjusted.
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FiGURE 3.10: Posteriors on 7 with the uniform prior. Shown for the four compar-
isons that reject the null at threshold L = 0.5.
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among neighboring nodes. This further improves the power of the test when the
cross-group differences cluster into chains along the tree, which is often observed in
practice. We derive an exact message passing algorithm that is scalable to the size
of the tree to carry out inference under this information borrowing.

Because microbiome data are often collected by observational studies, it is im-
portant to adjust for possible confounders in testing. This is crucial in reducing
the chance of false discoveries and the residual overdispersion. Our model achieves
this goal by incorporating the covariates via a regression model, which adds little
computational burdens to the Bayesian testing framework. A relevant problem is to
select covariates in the testing scenario. Generally, this must be done with caution
since incorporating standard variable selection procedures can substantially affect or
even invalidate the meaning of the testing result on the two-group difference due to
possible confounding. Readers may refer to Appendix A.3 for more details on this
along with some numerical examples.

Besides testing, our model gives a full probabilistic characterization of the cross-
group differences that can be naturally visualized. Note that although we focus on
two group comparisons in this chapter, the proposed method can be generalized to

multiple group settings with little extra effort.
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4

Dirichlet-tree Multinomial Mixtures

4.1 Introduction

The microbiome is the collective genomes of all microbes that inhabit a specific envi-
ronment, be it an animal, a plant, or a tissue. In particular, the human microbiome is
considered as a counterpart or an extension to the human genome (Grice and Segre,
2012), containing 100-fold more unique genes than the latter (Qin et al., 2010). The
human microbiome has significant influences on various aspects of our physiology
(Turnbaugh et al., 2009; Qin et al., 2012; Karlsson et al., 2013) and is suggested as
a way towards precision medicine (Kuntz and Gilbert, 2017). The development of
next-generation sequencing strategies enables us to profile the microbiome fast and
economically, through either amplicon sequencing on target genes (usually the 16S
ribosomal RNA gene) or shotgun sequencing on the entire microbial genome. In this
work, we focus on datasets obtained from amplicon sequencing studies. Traditionally,
the sequencing reads are sent to preprocessing pipelines such as QIIME (Caporaso
et al., 2010) to construct clusters named operational taxonomic units (OTUs) based

on certain predefined similarity threshold (typically 97%). In contrast, more recently
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developed pipelines such as DADA2 (Callahan et al., 2016) directly resolve amplicon
sequence variants (ASVs), which is shown to outperform OTUs in terms of accuracy
and interpretability (Callahan et al., 2017). OTUs and ASVs serve as the unit for
the downstream analyses and provide the same interface: each sample is a vector
of counts on a list of units (OTUs or ASVs), representing the composition of the
underlying community. The methodology developed in this work applies to both
OTUs and ASVs, we thus use the customary “OTU” to refer to the unit.

Typical tasks of microbiome research include characterizing the microbiome com-
position of an individual and study its relationship with various covariates, such as
the host’s dietary patterns or disease status. Due to the considerable variability of
human microbiome compositions, it is hard to complete these tasks directly at the
individual level (Ding and Schloss, 2014). A popular way to overcome this difficulty
is to first group individual samples into clusters and perform downstream analyses
at the cluster level. For example, in the context of the human gut microbiome, these
clusters are referred to as “enterotypes” (Arumugam et al., 2011; Costea et al., 2018),
which are shown to be associated with long-term dietary habits, obesity, and Crohn’s
disease (Wu et al., 2011; Holmes et al., 2012; Quince et al., 2013). Nevertheless, clus-
tering microbiome samples is challenging. Off-the-shelf machine learning algorithms
such as k-means, Partitioning Around Medoids (PAM) and hierarchical clustering
that are distance-based are not satisfactory when applied to microbiome data. To
get a partition of the samples into clusters, these methods entail a predetermined
number of clusters or cut-offs, which is typically hard to specify in microbiome set-
tings. In addition, popular distance metrics for microbiome compositional data such
as the Bray-Curtis dissimilarity and the Unifrac distances (Lozupone and Knight,
2005) can induce improper weights to different OTUs while clustering. Koren et al.
(2013) show that different methodologies to select the number of clusters can yield

inconsistent clustering results and that these algorithms are sensitive to the distance

o1



metrics chosen.

Alternatively, one can achieve clustering through building a probabilistic model
for the microbiome count data with a latent grouping structure, such as the mix-
ture model. The key to this thread is a good generative model for the OTU counts:
firstly, the model needs to be flexible enough to capture the idiosyncrasy of each clus-
ter and allow the complex variations of samples therein; secondly, it should borrow
information across all samples to accurately infer the shared portion of all clusters;
moreover, since biological information of the OTUs is available, it is desirable for
the model to incorporate such information. By far, the most popular model-based
clustering method designed for microbiome data is Dirichlet multinomial mixtures
(DMM) (Holmes et al., 2012), which adopts a multinomial sampling scheme and gen-
erates the sample-specific multinomial parameters from a finite mixture of Dirichlet
distributions. Unfortunately, DMM does not satisfy the above desiderata.

We illustrate some limitations of DMM with a simple example with six OTUs.
Suppose that the microbiome population has three equal sized clusters. We first as-
sume DMM is the true data generating process and denote the three Dirichlet compo-
nents as Dir(ay), k = 1,2,3. Let a; = (10,2,4,4,2,2) - ap, g = (6,6,4,4,2,2) - g,
as = (2,10,4,4,2,2) - ap, respectively. 4.1 (a) and (c) show the 2.5% and 97.5%
percentiles of the marginals of Dir(ay) for ag = 10 and ag = 0.25, £ = 1,2,3. Note
that the single parameter g governs the dispersion level of all the categories simul-
taneously. Therefore, although the Dirichlet distribution is flexible in capturing each
cluster centroid, it is restrictive in modeling the systematic variations among sam-
ples in the same cluster around the centroid. Consequently, when DMM is applied to
data with true marginals on the multinomial parameters as shown in 4.1 (b), where
different categories have different levels of dispersions, g has to be estimated small
to accommodate to the large dispersion of the last 4 categories, essentially washing
away the strong signals contained in the first 2 categories and pooling all the samples
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to the same cluster. Unfortunately, this situation is not uncommon for microbiome
data. In this example, the clusters are only different in the compositions of OTU
1 and 2. However, DMM ignores this common feature across clusters and overfits
the data by introducing cluster-specific parameters for the compositions of the last 4
OTUs. This problem is amplified in real microbiome applications, where the number
of OTUs is typically large and the overfitting can be severe when the clustering is

relevant to only a portion of OTUs.
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FIGURE 4.1: 2.5% and 97.5% percentiles of the marginals for each category (plots
are obtained based on simulation). (a): the truth is the Dirichlet distribution, with
small dispersion; (b): the truth is the Dirichlet-tree distribution (introduced in 4.2);
(c): the truth is the Dirichlet distribution, with large dispersion.

In this work, we propose a method, called Dirichlet-tree multinomial mixtures
(DTMM), that performs model-based clustering of the microbial compositional data.
Similar to DMM, our method applies the mixture model to achieve clustering un-
der the Bayesian inference framework. Unlike DMM, we consider a more flexible
mixing kernel than the Dirichlet distribution that (i) provides a more flexible co-
variance structure among OTU counts within a cluster and (ii) offers a solution to
identify and efficiently infer the common parts across clusters. By directly bringing
in a phylogenetic tree of the OTUs that summarizes their evolutionary relationship,

DTMM adopts the Dirichlet-tree distribution (DT) (Dennis, 1991) as the mixture
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component that sequentially generates the multinomial parameters through a series
a beta distributions at the internal nodes of the phylogenetic tree. On one hand,
DT introduces a set of dispersion parameters through these beta distributions that
allow different variation levels among the OTUs, offering a more flexible covariance
structure than the Dirichlet distribution. 4.1 (b) gives an example of the marginals
generated from three DT under a specific tree. On the other hand, through allowing
some of these beta distributions to be shared across clusters, cluster-specific param-
eters are only introduced when necessary and the common portion of the clusters
can be inferred accurately.

Using phylogenetic information to guide inference is a popular direction in recent
microbiome research. For example, Wang and Zhao (2017), Tang et al. (2018) and
Mao et al. (2020) use a similar DT-multinomial framework in various model-based
microbiome analyses. Silverman et al. (2017) propose a phylogenetic-based log-ratio
transform on the compositional data to a space where classical statistical tools can
be applied. Other than the Dirichlet-based models, log-ratio based models such
as the logistic-normal model (Atchison and Shen, 1980) are also frequently used in
microbiome studies (see for example Xia et al. (2013) and Li et al. (2018)). Although
offering a more flexible covariance structure than the Dirichlet distribution, these
models incur challenges in inferring the high-dimensional covariance structure. As
we shall see, the DT model strikes a balance between the simple but restrictive
Dirichlet model and the more flexible log-ratio based models: in addition to the
aforementioned modeling benefits, the tree-based decomposition allows a divide-and-
conquer strategy to perform inference, in a way similar to the posterior inference of
Pélya tree type models in the Bayesian nonparametric literature (Lavine et al., 1992,
1994). Instead of having to resort to optimization techniques to do inference as in
DMM, fully Bayesian inference becomes practical.

The rest of the paper is organized as follows. Section 4.2 introduces a phyloge-
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netic tree-based decomposition of the multinomial counts and proposes DTMM for
clustering OTU counts based on this decomposition. Section 4.3 performs a series
of representative numerical experiments to evaluate the performance of DTMM and
validate the resulting clusters. Section 4.4 applies DTMM to a specific dataset from
the American Gut project to find enterotypes of samples that are diagnosed with

IBD or diabetes. Section 4.5 concludes.

4.2 Method

4.2.1 DM and DMM

Consider a microbiome dataset with OTU counts of n samples y;,¥ys,...,y,. Each
sample is a vector of counts of the M OTUs in the study. We denote the OTUs by
Q = {OTU,, OTU,,...,OTUy} = {wi,ws,...,wy}. Let the i-th sample and the
total counts in that sample be y; = (y;1, Yo, - - -, ¥ins) and N; = Z]Nil Yij, where y;;
is the count of OTU j. The samples can be stacked into an OTU table denoted by
Y, as shown in Table 4.1. In this chapter, we shall treat the total counts N;’s as
given since they are artificial quantities that depend on the sequencing depth rather
than reflecting the true abundance of the OTUs in the sampled environment. This
leads to the generative Dirichlet-multinomial model (DM) that takes the multino-
mial sampling scheme coupled with a Dirichlet prior on the multinomial parameters
(Knights et al., 2011; La Rosa et al., 2012b):
Yi | Ni, pi e Multi(N;, p:)
(4.1)
pi | o i Dir(av),
where p; = (pi1, pi2, - - -, Dim), Dij is the probability that a count in sample ¢ belongs
to OTU j, a = (a1, 9, ..., apr) with a; > 0 for j =1,..., M.
Viewing each sample as randomly drawn from an underlying “community” char-

acterized by its multinomial parameter (Holmes et al., 2012), DM models all the
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“communities” as realizations of a single “metacommunity” governed by . Holmes
et al. (2012) extend DM to Dirichlet multinomial mixtures (DMM) by replacing the
single Dirichlet prior in DM by a finite mixture of K Dirichlets to allow clustering

of the samples into different “metacommunities”:
ind .
i | Ni,pi '~ Multi(N;, p;)

K
pi|lman,. .. ax & Z 7 Dir( o) (4.2)
k=1

™= (7T17 s 77TK) ~ Dir<b0)7

where oy = (g1, Q2,..., k), ™ the weights of the “metacommunities” with
Zszl 7, =1,m, = 0fork=1,..., K. In DMM, each sample is viewed as a draw from
a unique “‘community” that is itself drawn from one of the K “metacommunities”.
As a clustering method, DMM has several limitations. Most importantly, it could
not adequately model the within cluster variation of the microbial composition. This
can be seen by writing the cluster-specific Dirichlet parameter ay, as o = ayg - &,
where ay, lying in the (M — 1)-dimensional simplex represents the prior mean of the
multinomial probabilities in cluster k, axy = Z]Ail aj determines the within cluster
variation of all these probabilities around &, simultaneously. Secondly, the multino-
mial parameters in DM are modeled independently up to the sum to one constraint
(Mosimann, 1962), which is not suitable in the microbiome context since the OTUs
are functionally and evolutionarily related. Moreover, although DMM is specified
within the Bayesian framework, the posterior inference is performed by optimization
through an EM algorithm with Laplace approximations of the marginal likelihoods.
When the number of OTUs is moderate, which is typical in microbiome studies,
these techniques are numerically unstable and cannot provide reliable uncertainty

quantifications.
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Table 4.1: Ann x M OTU table.

Sample ‘ w1 Wy o W ‘ Sum
1 yin Y2 0 v | M
2 Yor Y22 o Yomr | No
n Un1 Yn2 e YnM Nn

4.2.2  Dirichlet-tree multinomial miztures

A key feature of microbiome count data is that the categories (OTUs) are functionally
and evolutionarily related. Typically, this relationship can be summarized into a
rooted phylogenetic tree. In this phylogenetic tree, each internal node can be viewed
as a “taxa” that represents the most recent common ancestor of its descendant OTUs.
Let T = T(Z,U;E) be a rooted full binary phylogenetic tree over the M OTUs in
the study, where Z, U and £ denote the set of internal nodes, leaves and edges of T,
respectively. We denote each node A € Z U U by the set of its descendant OTUs. In
particular, A = € denotes the root of T; A = {w,} represents the leaf that contains
OTU j for j = 1,..., M. With our notation, U = {{w} : w € Q}. For A e Z, let A
and A, be the left and right children of A, respectively. For A € Z u U\{Q}, let A,
be its parent and A, be its sibling (i.e., the node in T that has the same parent as
A).

As is Chapter 3, given T, the multinomial likelihood of y; factorizes into a series
of binomial likelihoods at the internal nodes of T

Lulyi [ || Lalwi(A) | wi(A),6:(A)), (4.3)

{A:AeT}
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where

Z jwied} Pij
yi(A) = Z Yij,  0:i(A) = %,
(iwreA) e} Pis (4.4)

vi( A1) | 9i(A), 0,(A) ™ Binom(y;(A), 6;(A)).

Note that for j = 1,..., M, there is a unique path 97 = Ag =0 - A{ — >

A{] — wj in 7 connecting the root with w; such that

o~

J

pij = | [ 0:(A)). (4.5)

=0

By (4.4) and (4.5), p; and 8; = {0;(A) : A € I} give two equivalent parameterizations

of the distribution of y;. Figure 4.2 gives an example of how a specific multinomial

parameter pey = (%, 15—2, %, %, 11—2, %) on 6 OTUs can be generated sequentially along

a given tree.

1/2

1/2
5/6| 1-5/6)

FIGURE 4.2: A tree based generation of pey.

The factorization in (4.3) provides an orthogonal decomposition of the empirical
evidence about p; into pieces of “local” evidence about ;(A) at A € Z, which suggests
a “divide-and-conquer” strategy of doing inference on p; through learning the “local”

probability assignment parameters ;. To this end, we take the Bayesian strategy
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and put independent beta priors on the binomial parameters:
0:(A) | (A), 7(A) ™ Beta(B(A)7(4), (1 - 6(4))7(A)), (4.6)

where 0(A) € (0,1) is the prior mean of 6;(A), 7(A) > 0 is a dispersion parameter that
controls the variability of #;(A) around its mean. Note that the independent priors
on 0; together with the relation in (4.5) induce a joint prior on p;, which falls into the
family of Dirichlet-tree distributions (DT) (Dennis, 1991). Let 8 = {0(A) : A € T}

and 7 = {7(A) : A e T}, we shall denote the Dirichlet-tree prior on p; or 6, as
p; ~DTr(0,7) or 6, ~DTr(0,1). (4.7)

When 7(A) = 7(A;) + 7(A,) for every A € T that has non-leaf children, DT degen-
erates to the Dirichlet distribution. By removing this constraint, DT offers a more
flexible way to model the variability of p; around its cluster centroid.

DT also induces a more flexible covariance structure than the Dirichlet distribu-
tion. This can be seen by considering the covariance between any two categories 7;
and ja (j1 # j2). Suppose that the first (L+1) nodes in &7t and 9272 are shared and
let the shared path be Q@ = Ay - A — -+ — Ap. It can be shown that (Dennis,
1991)

7(AL) [a(Ay) + 1]7(Aiq)
T(Ap) + 1 a(A)[r(Aiq) + 1]

Cov (pijy » Pijy) = — 1| E(pij,)E(pijy ),

1<t<L
where a(A;) = 6(A;_1)7(A;_q1) if Ay is the left child of A;; and a(4;) = (1 —
0(A;—1))7(As—1) otherwise. In DT, the covariance between categories depends not
only on their means and the sum of the pseudo count as in the Dirichlet distribu-
tion, but also on the tree structure. This offers a more flexible covariance structure
among OTU counts governed by the phylogenetic information. For example, since
a(Ay) < 7(Ai-r), [a(Ay) + 17 (A1) /a(Ay)[T(Ai=1) + 1] > 1. Thus p;;, and p;;, can
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be positively correlated if the share a series of common ancestors in the phylogenetic
tree. On the other hand, if p;;, and p;;, are “far away” in the phylogenetic tree such
that their only common ancestor is €, Cov(pij,, Pij,) = —E(pij, )E(pij,)/(T(2) +1) as
in the Dirichlet distribution. When the phylogenetic tree gives decent summaries of
the functional relationship among OTUs, this introduces suitable covariance struc-
ture among the OTU counts and can improve the inference substantially.

DT has been used for microbiome modelings in various context for different pur-
poses. For example, Wang and Zhao (2017) apply the DT multinomial model to
study the association between OTU counts and a set of covariates; Tang et al. (2018)
and Mao et al. (2020) use the tree decomposition to motivate a divide-and-conquer
strategy to increase the statistical power when comparing the OTU composition of
groups of samples. In this work, we shall replace the Dirichlet prior in DMM with the
DT prior to give a more suitable clustering model for microbiome data. Our main
motivation is that when DT is used as the mixing kernel, the model would be more
powerful in detecting different clusters. In DMM, if the counts of one OTU are highly
variable, the single dispersion parameter would be estimated large in adjustment of
this variation. As a result, signals contained in other OTUs would be washed away
and the samples would be modeled as drawn from a single cluster. In contrast, the
set of dispersion parameters in DT are able to account for different levels of variation
across OTUs and thus prevent the signals from being contaminated by the noises.

Specifically, under the sample multinomial sampling scheme as in DMM, let

Yi | Ni,pi iy Multi(N;, p;)
pi < 0
..d K
0: | w {(0F, 7)oy ~ Y, mDTr(6;, 7))
k=1
7 = (m,...,mg) ~ Dir(by),

60



where

(6%, 77) X DT (80, 1) x F(7), (4.9)

DT (6o, 1) the prior for the cluster centroid, F(7) = [],o; F*(7(A)) the prior
for the within-cluster dispersion. Note that (6}, 7}) determines the k-th “meta-
community”. We shall refer to this model as the basic Dirichlet-tree multinomial

mixtures (bDTMM).
4.2.8  Discriminative taxa selection

In DMM and bDTMM, all OTUs are treated equally in the clustering procedure. In
many applications, however, it is expected that only a (possibly sparse) subset of
OTUs determine the underlying clustering. In these cases, it is of scientific interests
to identify and report this subset of crucial OTUs along with the clustering profile.
Performing OTU selection in clustering is also of statistical importance. DMM and
bDTMM introduce cluster-specific parameters on OTUs that are not relevant to the
latent class, which may overfit the data and can severely limit their statistical power
to identify certain clusters. When applied directly in situations where the signal-to-
noise ratio is not very large, DMM and bDTMM tend to identify a few big clusters
containing potential sub-clusters.

It is desirable for an OTU selection subroutine in the clustering procedure to have
several features. Firstly, since the OTUs are functionally and evolutionarily related,
the clustering procedure can be determined by a group of OTUs jointly. As a result,
it is desirable for the selection method to provide a shortcut for these groups of
OTUs to be selected simultaneously instead of simply treating them as independent.
For example, a natural grouping OTUs is provided by the phylogenetic tree—each
internal nodes of the tree represents a set of OTUs that are evolutionarily related.
Secondly, the selection procedure should be merged with the generative modeling

framework to give fast inference.
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We next provide an OTU selection method that possesses these features and in-
corporate it into bDTMM. Specifically, with the tree decomposition, we transform
the OTU selection problem into selecting a subset of internal nodes in the phyloge-
netic tree that are potentially relevant in determining clusters. Formally, for A € Z,
let v(A) € {0, 1} be the indicator of whether node A can be contributive to the latent
clustering: v(A) = 1 if A can play a role in defining clusters, and 0 otherwise. If
v(A) = 1, we allow different clusters to have cluster-specific branching probabilities
at A; otherwise, we “couple” all the clusters at A and force them to share the same
branching probability. For this reason, we shall refer to v(A) and A\(A) as the “cou-
pling” indicator and the prior “coupling” probability on A. Let v = {vy(A) : A e T}
be the collection of coupling indicators of all the internal nodes.

In this section, we consider a generalization to bDTMM: firstly, we incorporate
~ in the model to allow automatic OTU selection; secondly, we replace the finite
mixture in bDTMM with an infinite mixture to avoid presetting the number of
clusters. This is equivalent to adopting a Dirichlet process mixture model for the
cluster-specific parameters. Let F(-) be a probability measure on (0, ), d,(-) the

Dirac measure. The model can be written in the following hierarchical form:
e sampling model on y;:
yi | Ni,pi ™ Multi(N;, py); (4.10)
e priors for the sample-specific probability assignment vector p;:

pi < 0;
4.11
s __rind . ( )
0| 6;, 7. ~ DT(6;,7,);

77
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e priors for the cluster-specific probability assignment vector:

@, 7)|GEG

R

(4.12)
G~ DP(G()(O,T ‘ ~; éa%%ﬁ)v

e the base measure in DP:

Go(0,717,8,7) = | [ G(8(A), 7(A) | 1(4),8(4), 7(4))

Gi(0(A), 7(A) | 7(A) = 1,6(A),7(A)) = Beta(6o(A)ro(A), (1 — 6o(A))ro(A))
X FA<T)
G (0(A), 7(A) | ¥(A) = 0,6(A), 7(A)) = S50a) 5(an)

(4.13)

e priors for the hyperparameters in the base measure: for A € Z,

v(A) ™ Binom(\(A))
(G(A), 7(A)) ™ Beta(f (A)o(A), (1 — Bo(A))vo(A)) x FA(T) (4.14)

A(A) ™ Beta(ag(A), bo(A)).

We shall refer to this model as the Dirichlet-tree multinomial mixtures (DTMM).
The graphical model representation of DTMM is shown in Figure 4.3. Note that G
in (4.12) is supported on a countable number of values since samples from a Dirichlet
process are discrete, implying ties in the iid samples (0., 7/)’s and thus a clustering

1) "

on . This becomes clear with the stick-breaking construction of the Dirichlet process
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(Sethuraman, 1994), from which we can rewrite (4.11) and (4.12) as

e}
5 % iid %
pi | m A{(0F ) i ~ Z DT 7 (05, 77)

k=1
k-1
ii 4.1
TE = Uk n(l —vj), where vy, vq,... |8 i Beta(1, ) (4.15)
j=1

(05,7 < Go(0,7 | 7,0, 7).

For i = 1,...,n, let ¢; € NT be the cluster label for the i-th sample such that
pi | ¢, (05, )iz, ~ DTr(0},7%). We can equivalently illustrate DTMM as in
Figure 4.4. For comparison, we can introduce the latent cluster labels to DMM
and bDTMM in the same manner and write their graphical model representations

as in Figure 4.5 and Figure 4.6. Figure 4.6 and Figure 4.4 illustrate how DTMM
generalizes bDTMM.

R\
o

@6 AeT
\ ]
@ (@)@

n

&
)
3

FIGURE 4.3: A graphical model FIGURE 4.4: An alternative graphical
representation of DTMM. model representation of DTMM.
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FIGURE 4.5: A graphical repre- FIGURE 4.6: A graphical model rep-

sentation of DMM. resentation of bDTMM.

Prior specification. To complete the model specification, we need to choose ag(A),
bo(A), 0y(A), vy(A) and FA(7) for each A € Z. Ideally, informative prior knowledge
shall be incorporated in choosing these parameters. If instead no prior knowledge is
available, we treat these parameters (priors) as global such that they do not depen-
dent on A and remove the “(A)’s” from the notations.

For the coupling probability A, we could set ay = by = 1 such that A has a uniform
distribution a priori, which yields the following prior probability on the v(A)’s (Scott
and Berger, 2010):

1/ M—1 \"
P = (s o) (410

A default choice for (6, 1) is (0.5,1), which yields the Jeffrey’s prior on 6;(A) and
0*(A). For F(v), any prior with a reasonably large support that covers a wide
range of dispersion levels can be chosen. For example, we let F(7) have density
f(r) = (7 x 5log10) "1 (0.1<r<104), Which is equivalent to putting the Unif(—1,4)
prior on log;, 7. Figure 4.7 shows the histogram of 10° draws of 7 from this F(7).
In our software, we use a discrete approximation of this prior induced by drawing

log,, 7 uniformly from {—1,—-0.5,0,0.5,1,...,4}.

(192
*

Model behavior. In our formulation, 8 and 7 with a superscript are cluster-

specific parameters that govern the centroid and the within cluster variance of each
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(13 2
~

cluster. @ and 7 with a are parameters that determine the centroid and the

variability of the “coupled” base distribution. For i = 1,...,n, recall that ¢; € N*
is the cluster label for the i-th sample. Moreover, let ¢ = (c¢q,co,...,¢,), €* the
set of distinct values in ¢ and k* = |¢*| the number of distinct clusters. We note

that the actual values of ¢; bear no significance and thus assume that the ¢;’s take
integer values between 1 and |¢*|. At each node A € Z, vy(A) serves as a selector:
(A) and 7(A) become relevant only if y(A) = 0. If y(A) = 1, they are masked
and not used by the model. We note that this “masking” happens at the level of
the base distribution of the Dirichlet process mixture model. If v(A) = 0, the base
distribution G3' is a point mass. Thus (#(A),7/(A))’s must share the same value
although (0}, 7/)’s may not be the same. In a special case when v(A) = 0 for all
A € T, the entire base distribution is a point mass and (@}, 7/)’s are all the same.
In this case, the cluster labels ¢ are only nominal—the samples are from a single
cluster although it is possible that |¢*| > 1. Similarly, v(A) as an OTU selector
is also nominal—A is not necessarily relevant to clustering even if y(A4) = 1. In
real applications, what we care are not these “nominal” parameters ¢ and ~ per se,
but their “actual” counterparts. Specifically, let g; € N* be the “actual” cluster
label of sample ¢ for i = 1,...,n, and let s(A) € {0,1} be the “actual” indicator of
whether A is relevant to clustering for A € Z. Moreover, let g = (¢g1,...,¢9,) and

s ={s(A): AeZ}. We have

if On— d 1,
g=1 ?74: m-1 and ¢ + (4.17)
1,, ifv=0y_,0rc=1,,
and
if 1,, and On—
Oy, ife=1,0r~y=0_.

Unlike ¢ and ~, g and s are directly interpretable. For example, A € 7 is relevant
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to clustering if and only if s(A) = 1. In microbiome applications, it is typically
expected that the samples have a latent clustering pattern. Therefore, it is common

that g = c and s = ~.

Histogram of ©

4 Discrete approx

Density
0.000  0.001 0.002 040‘03 0'0\04 0.0‘05 0.006

[

T T T T 1
2000 4000 6000 8000 10000
T

o

FIGURE 4.7: Histogram of 7. The discrete prior puts equal mass at the red points.

4.2.4 Inference strategy

Under DTMM, we are interested in inferring the nominal cluster labels ¢ and the
nominal coupling indicator v from which the actual cluster labels g and the actual
coupling indicators s can be obtained. Let y_; denote all the observations other
than y;. Bayesian inference for DTMM can be achieved by constructing a Markov
chain that converges to the joint posterior of (e,7). We shall see that techniques
designed for Dirichlet process mixture models in general, such as those described in
Neal (2000) or Ishwaran and James (2001), can be applied here.

For c € ¢*, let ¥¥ = (0%, 7)) be the parameters that define the cluster indicated
by ¢ (we also let ¥*(A) = (6*(A), 7*(A)) for A € Z). Similarly, let ¥ = (8,7) be
the shared parameters at the coupled nodes and ¥ (A4) = (6(A),7(A)) for A € T.
The set of unknown parameters in DTMM is {{6;, ¢;}™,, {4p*}¥* . ~, 4, 8, A}. In this
work, we construct a collapsed Gibbs sampler that iteratively samples from the joint
posterior of (e,7, 8, ). The key to our inference strategy is to compute the marginal

likelihoods of samples from a given cluster, integrating out both the sample-specific
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parameter 8; and the cluster-specific parameter 4. This can be achieved numeri-
cally due to two facts. Firstly, the beta-binomial conjugacy makes it easy to integrate
out the sample-specific compositional probabilities 8;. Secondly, the tree-based de-
composition of the Dirichlet distribution and the multinomial likelihood provides a
divide-and-conquer strategy to marginalize out the high-dimensional cluster-specific
parameters 1¥ through performing a series of low-dimensional integrals at the inter-
nal nodes of the tree.

Specifically, for any ¢ € ¢*, let Y, = {y; : ¢; = c,i € I} be a set of samples in
cluster ¢ where I < [n] :={1,...,n}. We also let Y, = Y™ be the set of all samples

in cluster ¢ and Y, = Yc[n]\{i} be the set of samples in cluster ¢ excluding sample
i. For A e T, let LAY | 9*(A),7(A),%(A)) be the marginal likelihood of Y/
at node A by marginalizing out the sample-specific parameters. The beta-binomial

conjugacy yields

LAY |2 (A),7(A), 9 (4))

-] (MA)) B(0:(A)7(A) + yi(A), (1= 05(A)72(A) + mi(4,))  (419)
yi(Ar) B(0:(A)rz(A), (1 —0:(A)7x(A)) '

{iel:c;=c}

We then further integrate out 1} (A) to obtain the marginal likelihood of Y, at node

A given only the coupling indicators and the base parameters:

yi(A)\ BO(A)T(A) + yi(A), (1 — 6(A))7(A) + 4i(A4r))
ﬂ 1 ( (Az)> ) (

{i€el:c;=c}

9(A>90(A vo(A 1( —0(A ))(1 00(A))vo(A)—1

A
B(6y(A)vg(A), (1 — y(A))r(A)) df(A)dF (1),
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Note that the integrals in (B.1) are two-dimensional integrals that are easy to
evaluate numerically. In comparison, to perform a fully Bayesian inference for DMM,
the high dimensional cluster centroids ay’s in (4.2) has to either be integrated out
directly or incorporated into the MCMC procedure. With these marginal likelihoods,
we can summarize the full conditionals of the parameters as follows. Details on the

derivation of these full conditionals are given in the online supplementary materials

A.

The full conditional of v: For each A € Z, the Bayes factor comparing v(A) = 1

versus 7(A) = 0 given ¢ can be written as

[
Myo(A |~ ¢,8,A) = Miy(A | ¢) = — (4.22)
| iy 1rayancia)

It follows that

Pr(y(A) = 1Y,y %,¢,8,)) = = ij‘ﬁﬁ%;& o (4.23)

The full conditional of ¢: For i = 1,...,n, let ¢_; = c\{¢;}. Following the

discussion in Neal (2000), we can write the prior conditional distribution of ¢; given
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C_; as

n_.
Pr(c; = c f silei Y BN = ——
r(¢; = c for some ce c_; | c_;,7, 5, \) n—1+5
; (4.24)
Pr(c; + ¢ forall j £i|cy,7v,5,\) = m’

where n_; . represents the number of samples in the cluster with label ¢ excluding
sample 7. After conditioning on the data, these probabilities become
Li(y, Yo' | )

Li(Y, " | 7) (4.25)

Pr(c; + cjforall j +i|ci,Y,7v,B8,N)8 x Li(y: | ),

Pr(c¢; = cfor some ce c_; | e, Y, v, B, N\)ocn_; . x

where for any y;, ..., y; in the same cluster,

ﬁl(yla"wyl |7) = 1_[ E?(yl""’yl)' (426)
{AeZ:y(A)=1}

If v(A) =0 for every A€ Z, we let Li(y1,...,y;) = 1. Note that given the coupling
status ~y, the posterior conditional distribution of ¢; only depends on the likelihoods
of the data at nodes with v(A) = 1. Therefore, to update the cluster label for any
observation y;, we only need to focus on the nodes with v(A) = 1 and at each of
these nodes compute: (i) the marginal likelihood of y; and (ii) for each ¢ € c_,,
the conditional likelihood of y; given Y, . All nodes with y(A) = 0 and thus the

parameters at these nodes are essentially “nuisance” for the cluster labels.

The full conditional of : Instead of fixing [, one can put a prior on it and
incorporate it into the Gibbs sampler. For example, when gamma priors are used,
Escobar and West (1995) update (5 using a data augmentation trick. When arbitrary
priors are used, 8 can be updated by reparameterizing b = % (Hoff et al., 2006).

Specifically, let 7(b) be the induced prior on b, we have

b\ T/ -b)
w(b| Y, e, v, \om(b) x (1 — b) ROEDETDh (4.27)
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The full conditional of \: By the beta-binomial conjugacy,

A Y, e, 53 ~ Beta <a0 + 3 (A), b+ D (1 Wx))) . (4.28)

Ael AeT

Details for implementing the Gibbs sampler are summarized in Algorithm 2.
After running the chain for T iterations, we discard the first B samples as burn-in
and obtain (' — B) posterior samples denoted as [{cP) 4B+ gBHY A(BrD}
e {c(T),'y(T), BM), )\(T)}]. Based on these posterior samples, we can compute the
posterior samples for g and s based on (4.17) and (4.18). We denote these posterior
samples as [{gPTV s(BFDY (gD s(M}]

For each sample g, let T'® be the corresponding n x n association matrix
(t

whose (i1,42) element is 1 if gi(f) = gi2) and 0 otherwise. Element-wise average of
DB+ T provides an estimation II of the pairwise clustering probability ma-
trix IT whose (i1, 72) element is Pr(y;, and y;, in the same cluster). To yield a repre-
sentative clustering, we can report the least-squares model-based clustering (Dahl,
2006), defined as
Cys = argmin Z Z (FE?ZQ —IL;,3,)> (4.29)
{gM:B<t<T} 1<iy<n 1<iz<n
Cs has the advantage that it incorporates information from all posterior samples
while output one of the observed clustering in the Markov Chain (Dahl, 2006). Other
representative clusterings such as the MAP clustering or the clustering given by the
last iteration are also frequently used.
We can also portray the cluster centroids given any representative clustering and
the corresponding coupling indicators. Suppose that ¢,., = g for B <ty < T is

one of the representative clusterings and let 7,., = s*). For the k-th resulting cluster

defined by ¢ep, 1 < k < |cf,,|, the posterior mean of the branching probability at

rep

71



Algorithm 2 A collapsed Gibbs sampler for DTMM

procedure GIBBS(B,T,{y1,...,Yn}) > B : burn-in; T total number of
iterations.

Initialize c©,~©, 30 ),

(@, 3O 4©) can be initialized with random draws from their prior, ¢® can

be initialized with the clustering result of some distance-based algorithms such as
PAM.)

fort=1,2,....T do

[1] Update the coupling indicators:
for AeZ do
Compute MEV(A | ¢®V) as defined by (4.23).
Draw a new value for v (A):

+"(A) ~ Binom <1 )\(t_l)Ml((t;l)(A [ ) ) .

(1= A@=1) 4 ACDAED (4 | -1

end for

[2] Update the cluster labels:
for:=1,2,...,ndo
Draw a new value for cz@ from

C; | Cgt)> cee 7Cz(t—)17cz(i—_11)7 s 7C£Lt71)7Y77(t)75(t71)

as defined by (4.25).
end for

[3] Update the Dirichlet process precision parameter:

Draw value b from b ~ w(b | Y, c®, 4" A1) as defined in (4.27).
Let g = -2

1—pnew *

[4] Update the prior coupling probabilities:
Draw A® from A | Y, c® v, 51 as defined in (4.28).
end for

return [{C(B+1), ABH) BB+ ABHDY LT 4T 3T )\(T)}]'

end procedure
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A € T given the coupling status 7,.,(A) can be written as

E[0;(A) | Y, yrep(A) = 1] = J 0r (A) x (05 (A), 7 (A) | Yr)dOy (A)dri (A)
(4.30)
E[0(A) | Y, Yrep(A) = 0] = H 0(A) x m(6(A), 7(A) | Y)dA(A)d7(A)

where

m(65(A), i (A) | Yiyre [ ]

Yi€Yk

<3/z’(A)> B0 (A) 7 (A) + yi(Ar), (1 = 05(A) 7 (A) + vi(Ar))
vi(Ar)

x (03 (A), 74 (A))
T(0(A), 7(A) | Y)ocLg (Y | 9h(A)) x w(0(A), 7(A)).
(4.31)
Note that (4.30) involves two-dimensional integrals that can be numerically approx-
imated accurately. Let pr = (Pk1,.-.,Drm) be the posterior mean of pj, which is
the centroid of the k-th cluster. For w; € Q, let A} — A7 — ... — A{j — w; be the

unique path in 7 connecting {2 and w;. Then

L _
Py = | | BIBE(A) | Y rpep(A]) = 1] 0rer 4D
1=0 (4.32)

E[0(AD) | Y, ypep(AT) = 0]FOrer(AD=0),

Note that py only characterizes the centroid of the k-th cluster. To characterize the
within-cluster dispersion, we need to look at the posterior distribution of 7;*(A) or

7(A) for A € Z, which is available through marginalizing out 8% (A) or 6(A) in (4.31).
4.2.5 Sample classification for microbiome data with DTMM

The DTMM framework can also be used in the supervised setting to achieve sam-
ple classification based on a training microbiome dataset. Without loss of general-

ity, suppose that the training dataset contains microbiome samples from K classes:
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{(y1,c1), (y2,¢2)s ..y (Yn,cn)}, 1 < ¢ < K. We consider the following generative
model of Y:

ind 3 %
Yi | ci =k ~ DT (0;,7%)

65, 7)™ Go (8,7 | 7,6, 7) (4.33)
Pr(c; = k) = mg,

where Gy and the hyperparameters of Gy are specified as in (4.13) and (4.14).

Let y"*" be a new microbiome sample from (4.33). It follows that
PI,<CTL€’U} — k | ,!JTL(E’LU7 Y)

oC Ty, + L(ynew | Cnew _ k’, Y) (4 34)

2Ny | Y) f f Ly | 3t V)T | Vi, )1 | ).
Y

Note that (4.34) can be numerically evaluated in a way similar to the marginal
likelihood evaluation in DTMM. Details of doing inference for classification under

the DTMM framework can be found in the online supplementary materials A.3.

4.3 Numerical examples

4.8.1  Simulation studies

Sitmulation setup

In this section, we carry out a series of numerical studies to evaluate the performance
of DTMM and compare it to several other methods for clustering microbiome count
data—mamely, the Dirichlet multinomial mixtures (DMM) (Holmes et al., 2012), the
k-means algorithm (K-ms) (Lloyd, 1982), the partitioning around medoids algorithm
(PAM) (Kaufman and Rousseeuw, 2009), hierarchical clustering (Hclust) (Kaufman
and Rousseeuw, 2009), and spectral clustering (Spec) (Ng et al., 2002).

In the numerical examples, we simulate datasets with n samples and six OTUs.
In each dataset, the n samples are denoted as y; = (yi1,...,¥i6), @ = 1,...,n, which
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are generated from the following model:
Yi | Ni,pi ! Multi(N;, p:)
. d K
pi ~ Z T - Hi(pi | Br) (4.35)
k=1
N; % Neg-Binom(m, s),

where the mixture kernel Hy(p; | Bx) is a distribution on the 5-simplex with param-
eter B,. We take the tree in Figure 4.8 as the “phylogenetic tree” over the six OTUs
and use it as the 7 when fitting DTMM. We consider 5 different simulation scenarios
by choosing different mixture kernels Hy(p; | Bx) in (4.35). In each scenario, we let
n = 90 or 180, K = 3 and (m,mo,73) = (%, g, %) Parameters for the negative-
binomial distribution are chosen as m = 15000, s = 20 such that the generated total
counts has mean 15000 and standard deviation 3346, with 95% of them fall into the

range (9158, 22258). In the 5 simulation scenarios, the mixture kernels are chosen as

follows:

I. Dirichlet-tree kernel. We first fix 7 = 75 as in Figure 4.8 and let Hy(p; |
Br) = DT7(0, 7) such that DTMM is the “true” model. The parameters
(6, T1) are chosen such that the branching probabilities at the 5 internal nodes
have the Beta distributions as shown in Figure 4.9, where vy = (10c, 2cv), vy =
(6, 6cr), v3 = (2, 10cr) and v = 0.1. We write this specific family of Dirichlet-
tree distributions as DTr (vg; a57), k = 1,2,3. Note that when o = ~, the
Dirichlet-tree distribution becomes the Dirichlet distribution. In this case, only
the branching probabilities at node C contribute to the clustering. The signals
are thus local to a single node. Three signal levels are considered by letting

a=1,3,6.
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C)

B : Beta(12a, 12¢)
© \
C: Beta(v)| D : Beta(8y,4y)

: © ® N

E : Beta(4vy,4y) F : Beta(2y,2y)

OTU 1 oTu 2 OTuU3 OTu 4 OTU 5 OTu6

FiGURE 4.8: The phylogenetic tree FiGURE 4.9: Distributions for the
for the simulated examples. branching probabilities in Scenario 1.

II. Dirichlet kernel. In this scenario, we let Hy(p; | Bx) = Dir(ay) such that
DMM is the “true” model that generates the data. In this case, DTMM is
still correct but is over-specified. We let a; = (2,2,5,2,3,1) - ap, s =
(2,4,3,2,1,3) - ap and a3 = (2,6,1,2,2,2) - ag for oy > 0 such that all six
OTUs are active in differentiating the clusters and the signals are global. We

consider three signal levels with oy = 1, 3, 5.

In the following three examples, we evaluate the performance of DTMM when
the model is misspecified. Let p = (p1,...,ps) € S°. We say that p has the logistic

normal distribution (Atchison and Shen, 1980) and denote as p ~ Logit-Norm(u, ¥)

P1 Ps !
<log< ) ..., log <—>)
Ps Pe
ind

x ~ N(p,X).

if

In Scenarios III, IV and V, we let Hy(p; | Brx) = Logit-Norm(pg, Xi). In these
examples, we assume that the phylogenetic tree Tg provides some insights on the

covariate structures of the OTUs.

ITI. Logistic-normal approximations to the Dirichlet-tree kernel. Consider
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IV.

the Dirichlet-tree kernels g, = DTr, (vg; «; 7) as in Scenario I with v = 0.5 for

k =1,2,3. In this example, we let

Hy(pi | Br) = argmin Dky(gx | h)
hel L5

where Dxr,(qx | h) is the Kullback-Leibler divergence from h to gz, L5 the set
of logistic-normal distributions on S°. It is shown in the online supplementary

materials A.1. that Hy(p; | Br) = Logit-Norm(p, X), where

I _g I_g
i = B, [log (x—aﬂ - 2=V [l‘)g (TJ] ’

which are available in closed form by the properties of the exponential family.
In this scenario, DTMM is not the correct model, but we expect that it is not

severely misspecified. Three signal levels are considered with a = 3,6, 9.

Logistic-normal kernel (single node). In this scenario, we let Hy(p; |

Br) = Logit-Norm (g, 3y), where ¥, = diag(0.05,0.05,1,1,1), p; = (3,1,a,b,0),

o = (2.43,2.43,a,b,0) and p3 = (1,3,a,b,0). The py’s are chosen such that
only node C in 7Tg is relevant for clustering. The diagonal covariance matrix
suggests that DTMM is misspecified (in comparison, in 11T the covariance ma-
trices are dense). We consider three signal levels with (a,b) = (5,3),(2,2)
and (1,1). Note that when the relative abundance of OTU; and OTU, are
high, the compositional nature of the data implies that fewer counts are gen-
erated for OTU; and OTU, that determine the clustering, resulting in a low

signal-to-noise ratio.

Logistic-normal kernel (multiple nodes). Similar to scenario IV, we let
Hi(p; | Br) = Logit-Norm(py, X)), where ¥, = diag(1,1,0.05,0.05,0.05),
w1 = (¢,d,3.5,3,2.5), pe = (¢,d,2.5,3.5,3) and p3 = (¢,d,3,2.5,3.5). In this
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case, the pi’s are chosen such that the clusters are determined by the relative

abundance of OTUjs, OTU, and OTUs, which are reflected in nodes D, E and

F in 75 in Figure 4.8. Three signal levels with (¢,d) = (6,6),(3,3) and (1,1)

are considered.

Table 4.2: Mixture kernels for generating the simulated datasets.

Kernel Signal Bk
Level Parameter

W a = 1 (12ar, 12ax)

I DT M o — 3 v =0.1

RN

S o = 6 Ay (27,27)
W ap =1 = (2,2,5,2,3,1) - ag

I Dir M ap = 3 s = (2,4,3,2,1,3) - a
S ap = 6 as =(2,6,1,2,2,2) o
W a=3 qr = DT7, (vi; ;0.5) —FE  |log (®=2

I LN ~ v = (100, 20) He = T [Og( o )]
M a=06 _

Uy = (604,60() Ek — qu [log (%)]

g a=9 vs = (2a, 10a) ¢
W a=50b=3 = (3,1,a,b,0) 0.05 008

IV LN M a=20b=2 — (2.43,2.43,a,b,0) , - L
S a=1b=1 u3_(1 3,a,b,0) !
W  ¢=6,d=6 = (¢,d,3.5,3,2.5) .
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Mixture kernels for generating datasets in the 5 simulation scenarios are summa-

rized in Table 4.2. In each scenario, a “null” case is also considered by setting K =1

in the case with the medium signal level. For each (kernel, signal level) combination,

we conduct 100 rounds of simulations. For each simulated dataset with K = 3,

we calculate the following R? as a measure of the strength of the signal (Anderson,
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where dpg(-, ) is the Bray-Curtis dissimilarity, n, the number of samples in cluster
k, efj = 1 if the samples ¢ and j are both in cluster £ and 0 otherwise. The average
R?’s of the 100 simulated datasets in each experiment are reported in Table 4.3 and
Table 4.4.

In each simulation round, we run the Gibbs sampler for DTMM for 2000 iterations
and discard the first half of the chain as burn-in. The priors and hyper-parameters
for DTMM are set to the recommended choice in Section 4.2.3. The initial values
for the clustering labels in the Markov chain are set to the labels of running the
k-means algorithm with & = 5. For DTMM, we output cpg as a representative
clustering. For PAM and Hclust, we use the Bray-Curtis dissimilarity on the relative
abundance as the underlying distance measure between samples. For all competitors
other than DMM, the number of clusters is required as a tuning parameter, we set

this parameter to the truth 3 when running these methods.
Analyses

To compare the performance of different methods, we compute the Jaccard index
(Jaccard, 1912) between the clusters obtained by each method and the truth. For a
specific clustering ¢ and the true clustering ¢y, the Jaccard index between ¢ and ¢y
is defined as J(c, €y) = Neney/Neoey, Where Nenqe, is the number of pairs of samples
that are in the same cluster under both ¢ and ¢y, Neoe, the number of pairs of samples
that are in the same cluster under at least one of ¢ and ¢y. When ¢ gives the same

clustering as ¢y, J(e,co) = 1. In each simulation scenario, we compare the root
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r=1

mean squared error of each method m: RMSE(™ — \/ZIOO [J(c™, o) — 1]2/100,

where ¢!™ is the clustering obtained by method m in simulation round r. As some

references, let ¢g = (1-1)y,2-135,3-15), €1 = (1-14y), c2 = (1-1],,2- 139, 3-130) and
c3 = (1-1}y,2-159), where 1,, is the n-dimensional vector with all element equal to 1.
We have A/[J(c1, ) — 1]2 = 0.65, /[ J(c2, co) — 1]2 = 0.50 and +/[J (3, cp) — 1]2 =
0.30. Table 4.3 and Table 4.4 shows the RMSE of DTMM and the competitors under

all simulation scenarios. Boxplots of the Jaccard index reported by each method are
shown in Figure B.1 and Figure B.2 in the online supplementary materials A.2.
When K = 3, DTMM is always one of the top two methods under comparison.
When it’s not the best method, its performance is often close to the best. With-
out utilizing the information provided by the phylogenetic tree, all competitors of
DTMM provide limited insights on the clustering when the signal is weak or medium.
Moreover, these competitors rely on global distance measures between samples and
treat the six OTUs equivalently. As a result, in scenario like I and IV where the
signal is local to a single internal node of the phylogenetic tree, these methods have
poor performance. Even in scenario V where half of the OTUs are relevant for clus-
tering, these methods still suffer unless the signal is very strong. In scenario II where
the signal is global, all methods perform reasonably well. Note that in this scenario,
DTMM can outperform DMM when n = 90 even the latter is the true model. This
is because DMM relies on a Laplace approximation to a six dimensional integral
when computing the marginal likelihoods to choose the number of clusters. When
the sample size is small, DMM tends to choose less than three clusters due to the
poor approximation. When n = 180, DMM is more likely to choose the right number
of clusters even with the inaccurate approximation. Thus the performance of DMM
improves significantly with more samples. Our experience suggests that DMM tends

to underestimate the number of clusters in most cases. For example, in scenario I
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Table 4.3: RMSE of the Jaccard index (small sample size). Cells with the lowest
RMSE in each row are highlighted.

n =90

Signal Method
Expt 1 el B2 DTM DMM K-ms PAM Helust Spec
— — 043 051 - - - -
Copr WO030 056 064 067 071 065 071
M 035 033 065 069 069 064 071
S 037 017 065 069 071 065 0.70
035 o000 _ - -
by WO 035 053 053 055 050 058 057
M 052 018 030 037 033 037 033
S 060 0.04 009 032 019 038 022
046 006 - B - -
0o WO 037 049 064 053 053 054 054
M 038 023 064 050 046 055 047
S 039 0.0 064 048 044 053  0.46
060 o054 - - -
v ong WO010 035 072 077 078 073 074
M 041 021 054 059 054 060 0.53
S 060 0.7 037 036 024 041 027
~ 041 061 - - - -
v LNl 004 0.20 078 078 079 078 0.76

W
M 0.23 0.14 0.65 0.76  0.70 0.74  0.68
S 0.53 0.17 0.49 0.22 0.20 0.39 0.22

and III, DMM simply puts all samples in a same cluster when n = 90.

In our simulation settings, there are two factors that determine the effect of
the increase of sample size on the performance of the two model-based clustering
methods. On the one hand, since more samples are available per cluster, the models
have a better chance to capture the cluster centroids well once they identify the
correct number of clusters. On the other hand, more samples makes it harder to

get the number of clusters right. These two fighting forces together determine the
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Table 4.4: RMSE of the Jaccard index (large sample size). Cells with the lowest
RMSE in each row are highlighted.

n — 180

Signal Method
Expt 1 el B2 DTM DMM K-ms PAM Helust Spec
038 075 - -
Copr WO 030 045 065 067 072 065 071
M 035 036 069 069 072 066 071
S 036 019 072 069 071 065 0.70
050 000 - -
0obe W 034 051 046 058 059 059 056
M 051 016 0.12 033 029 037 028
S 059 008 0.04 031 017 039 0.2
067 021 B - -
W 037 056 055 052 0.48 056 051
HELN-A - ar 088 026 055 049 040 056 044
S 039 013 056 046 038 054 041
074 066 - - - -
v ong  WO009 062 075 07T 078 072 073
M 040 046 052 058 054 062 047
S 059 0.9 033 034 022 042 020
~ 048 069 - -
v LNl 003 0.20 081 079 079 078 078

W
M 0.22 0.24 0.73 0.76  0.71 0.74  0.57
S 0.52 0.17 0.25 017 0.17 024  0.17

overall performance shift of the two model-based methods, yet which force prevails
is unclear. For DTMM, when the model is mis-specified (as in scenarios III, IV
and V), the model tends to identify too many small clusters, resulting in a worse
overall performance. For the distance-based clustering methods, these two factors
play no role since we assume that the number of clusters is known. In general, our
observations suggest that these methods benefit a little from more samples when the

signal is strong. Among the distance-based methods, PAM and Spec have a better
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FiGure 4.10: 2D NMDS plot of samples in a simulation round in scenario IV
(n = 90, medium noise level). In each sub-plot, the true clustering is indicated by
the shape of the points while the clustering obtained is indicated by the color.

overall performance. We thus recommend using these two methods to help choose
the initial values of the MCMC chain of DTMM.

We next zoom in to an example to further study the properties of DTMM. In this
example, we consider a specific simulation round in scenario IV with the medium
noise level (n = 90). Figure 4.10 shows the 2D NMDS plot of the samples colored by
the clustering obtained by each method. In this example, the clustering is roughly
determined only by the first NMDS axis. By utilizing the information provided by the
phylogenetic tree, DTMM is capable of picking the relevant dimensions and clustering
efficiently. As for a representative clustering, DTMM finds 4 clusters, with one falsely
identified cluster containing only two samples. This is consistent with the well-known
fact that inference based on Dirichlet process mixture models can identify small clus-
ters that do not reflect the true data-generating process (Miller and Harrison, 2013).

One feature that differs DTMM from its competitors is that it not only outputs a
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representative clustering, but also a whole MCMC trajectory that allows natural un-
certainty quantifications. Figure 4.11 (a) shows the probability of two samples being
clustered together by DTMM. Clearly, three stable clusters are identified. Although
DTMM falsely puts the first two samples in a separate cluster, the uncertainty is
large. There is a high probability that these two samples are actually from the sec-
ond cluster. The estimated centroids for the three large clusters obtained by DTMM
have compositions (0.44,0.05,0.23,0.22,0.03,0.03), (0.24,0.25,0.23,0.22,0.03,0.03)
and (0.08,0.41,0.23,0.22,0.03,0.03). In comparison, the centroids’ compositions
in the true data-generating process are (0.51,0.07,0.19,0.19,0.03,0.03), (0.29,0.29,
0.19,0.19,0.03,0.03) and (0.07,0.51,0.19,0.19,0.03, 0.03), respectively. A byproduct
of DTMM is its ability to perform node selection during the clustering procedure.
Figure 4.11 (b) shows the relative abundance of the samples as well as the estimated
posterior node selection probabilities. In this example, DTMM is able to uncover
the correct subset of internal nodes that are relevant for clustering. We also con-
sider an example from simulation scenario V. Illustrations similar to Figure 4.10 and
Figure 4.11 can be found in Figure B.3 and Figure B.4 in the online supplementary

materials A.2.
4.8.2  Validation

Validating the results of unsupervised learning is often challenging. In microbiome
clustering analyses, the best practice is to check the resulting clusters with scientists
to see if they provide any biological insights on a case by case basis. In this section,
instead of trying to provide a general solution of how to justify the clusters found
by DTMM, we provide an example to show that DTMM can identify biologically
meaningful clusters in real microbiome applications.

Specifically, we reanalyze the data in Dethlefsen and Relman (2011), which studies

the responses of stable gut microbiota to antibiotic disturbance. In this study, the
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FIGURE 4.11: Illustrations for an example from simulation scenario IV. (a): Proba-
bility of two samples being clustered together by DTMM based on 1000 post-burnin
MCMC samples. The samples are ordered by their cluster labels from DTMM. The
clusters identified by DTMM are highlighted by squares colored as in Figure 4.10.
(b): An illustration of the node selection property of DTMM. The nodes are colored
by their estimated posterior node selection probabilities. The heatmap plots the
relative abundance of the samples grouped by their cluster labels from DTMM.
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distal gut microbiome of three patient (patient D, E and F) were monitored over 10
months, including two 5-day antibiotic treatment courses separated by a 5-month
interim period. 52 to 56 samples were collected for each patient in the experiment.
For example, samples of patient D and F are shown in 4.12 and 4.13. These figures
also illustrate the design of the study. In our analyses, the OTU counts are aggregated
to the genus level, which gives 59 OTUs (genus) in total.

We analyze the samples from the three patients separately. For each patient,
we ignore the time information of when the samples were taken and run DTMM on
these samples for 2500 iterations. The first half of the chain was discarded as burn-in.
The clustering results for patient D and F are shown in 4.12 and 4.13 (the z-axis
labels in these plots are colored by the cluster labels in Crg of the samples they

represent). For patient D, DTMM identifies three clusters, which can be interpreted
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FIGURE 4.12: The heatmap of the microbiome samples of patient D (after the
square-root transform). Each column represents a specific sample. The columns are
ordered by the times the samples were collected. The colors of the z-axis labels
represent the clustering labels of the samples returned by DTMM. The blue vertical
lines mark the two antibiotic treatment courses. “CP” denotes the antibiotic treat-
ment (ciprofloxacin); “WPC” is the week post treatment; “Pre” and “Post” denote
the pre-treatment and post-treatment period, respectively.

as the stable, sterile and recover stages of the microbiota. Based on the clustering
results, the gut microbiota of patient D was stable before the treatment. It was able
to recover to some stable states from antibiotic treatment within a week after the
treatment was finished. However, although the microbiota was able to fully recover
to the pre-treatment state after the first antibiotic treatment course, it never made
a full recovery to the original state after the second (repeated) antibiotic treatment.

For patient F, DTMM identifies four clusters corresponding to the stable 1 (blue),
sterile, recover and stable 2 (purple) stages, respectively. Like patient D, the gut
microbiota of patient F was stable before the treatment and was able to recover from
the treatments. Unlike patient D, it did not recover to the pre-treatment state even

after the first treatment course. Moreover, it took longer for patient F to recover than

86



patient D. We note that these findings are all consistent to the findings in Dethlefsen
and Relman (2011), where the time and design information was used to get these
results. Therefore, the clusters found by DTMM are biologically interpretable in this

example.

Subject F: DTMM
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FIGURE 4.13: The heatmap of the microbiome samples of patient F (after the
square-root transform). Each column represents a specific sample. The columns are
ordered by the times the samples were collected. The colors of the z-axis labels
represent the clustering labels of the samples returned by DTMM. The legends are
defined the same way as in 4.12.

As a comparison, the clustering results for these two patients under DMM are
shown in B.5 and B.6 in the online supplementary materials A.2. For both patients,
DMM returns two clusters with high probability, with the two clusters roughly repre-
senting the stable and unstable stages of the microbiota, respectively. In this example,
DTMM is able to discover more interesting latent structures among samples than
DMM. It is worth noting that in each analysis, microbiome samples were collected
from the same patient. Thus the level of cross-sample variations in this study is
much smaller than microbiome studies with multiple subjects. In those cases, we

expect DTMM to benefit more from its improved flexibility over DMM and discover
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even more interpretable structures than the latter.
4.4 Application to the American Gut project data

In this section, we apply DTMM to the July 2016 version of the fecal data from
the AG project to construct enterotypes for two groups of samples: firstly, we con-
sider participants who have been diagnosed with inflammatory bowel disease (IBD);
secondly, we consider participants who have been diagnosed with diabetes. The di-
agnoses are made by a medical professional (a doctor or a physician assistant). We
focus on the top 75 OTUs based on total counts to reduce noises in the dataset and
control for the sequencing errors. The top 75 OTUs on average retain 2/3 of the
total counts in a sample. We filter the samples by only considering participants with
at least 500 counts on the top 75 OTUs. This filtering ends up with 189 samples
diagnosed with IBD and 106 samples diagnosed with diabetes that we use in our
analysis.

In the following sections, we fit DTMM to each or the two datasets with the
priors and hyperparameters set to the recommended choices in Section 4.2.3. In
each analysis, we run the Gibbs sampler in Section 4.2.4 for 5000 iterations and
discard the first half of the chain as burn-in. The cluster labels are initiated by
running the PAM algorithm with K = 5.

Key findings from our analyses are summarized as follows:

e The enterotypes (clusters) are determined by a large number of OTUs jointly

in a sophisticated manner instead of by a few OTUs.

e OTUs from genera Bacteroides, Prevotella and Ruminococcus are typically
important in identifying enterotypes, which is consistent to the findings in

previous works (Arumugam et al., 2011).
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e The number of enterotypes and the OTUs that characterize each enterotype

can differ across datasets.
e DMM tends to find larger clusters that are unions of clusters found by DTMM.

4.4.1 IBD

We first consider samples from participants that are diagnosed with IBD. Figure 4.14
shows the traceplots of some one dimensional parameters or summaries of the pos-
terior samples. The Markov chain stabilizes and mixes reasonably well after about
750 iterations. Figure 4.14 (a) and Figure 4.14 (b) show the traceplots of the Dirich-
let process precision parameter § and the prior global coupling probability A. The
posterior means of these parameters are 0.87 and 0.53, respectively. Traceplot of
the sampled number of internal nodes with v(A) = 1 is shown in Figure 4.14 (c).
On average, 39 out of 74 nodes are marked as relevant to the clustering process,
indicating that the clustering process is determined by various OTUs jointly in a
complicated way instead of being dominated by a few OTUs that are dominant in
terms of counts. Figure 4.14 (d) shows the cumulative proportion of samples in the
largest one, two, three, four and five clusters for each iteration. DTMM tends to
assign samples into 5 clusters.

We find Cpg as defined in (4.29), which corresponds to ¢®) with ¢, = 2717. Cpg
assigns the samples into five clusters, with size 6, 41, 73, 42 and 27, respectively. The
estimated centroids of the five clusters are shown in Figure 4.15. Figure 4.15 also
shows the estimated posterior means of the coupling indicator s(A) at A € Z. Most
internal nodes that are irrelevant to clustering are close to the leaves of the tree.
Nodes that are more “global” (have more descendant OTUs) generally contribute to
the clustering. This indicates that the clustering process is determined by most OTUs
jointly in a complicated manner. Figure 4.16 (left) shows the estimated pairwise

clustering probability matrix IT with the rows and columns ordered by the labels in
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FIGURE 4.14: Traceplots of some summary statistics.

C's. There are noticeable uncertainties in the clustering, especially between cluster
2, 3 and 4. This can also be seen from Figure 4.16 (right), where we plot the
heatmap of the samples (after the square-root transform) grouped by their labels in
C\s. Clearly, clusters 2, 3 and 4 are similar. Figure 4.16 (right) also shows that the
within-cluster variations among samples are large.

To see which OTUs are more important in determining Cpg, we consider the
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FIGURE 4.15: Left: Estimated posterior means of the coupling indicators at each
node of the phylogenetic tree. Right: The estimated centroids of the five clusters in

Cs (after the square-root transform).
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FIGURE 4.16: Left: Estimated pairwise co-clustering probabilities. Right: Heatmap
of the samples (after the square-root transform) grouped by their labels in Cps. The

sample

black boxes illustrate the characteristic OTUs of each cluster.

following heuristic measure of OTU importance: for 1 < j < M, let

Z nc(gcj - gj)2

SSB] ceClrs

U;

S Ci=cC

S % 20 (Wig — Yes)?

(4.36)



Table 4.5: Estimated cluster-specific compositions of the top 10 OTUs in determining
Crs in terms of ¥;. Values of the OTU compositions are shown in the percentage
scale.

OTU Family Genus 9 c1 C2 (C3 C4 OG5

185420  Bacteroidaceae Bacteroides 0.43 2.01 2.62 098 0.66 0.54
4478125 Ruminococcaceae  Faecalibacterium 0.43 0.22 1.71 5.72 2.71 0.10
4356080 Barnesiellaceae — 0.33 0.53 0.41 0.37 0.42 0.28
4476780 Rikenellaceae - 0.32 0.14 1.70 0.15 0.33 1.04
4453609 Rikenellaceae — 0.26 2.08 2.43 1.15 0.71 0.85
4480359 Ruminococcaceae  — 0.22 0.22 1.02 1.22 0.11 1.48
4465907 Lachnospiraceae Blautia 0.21 3.32 1.82 240 347 3.04
4481131 Ruminococcaceae Faecalibacterium 0.18 0.11 2.92 5.62 6.11 0.22
4457438 Lachnospiraceae - 0.19 0.36 2.72 6.43 4.67 1.68
4385479 Enterobacteriaceae Proteus 0.17 0.02 0.21 0.04 0.24 291

where y; is the overall mean of y;;, ¥.; the mean of y,;; for samples with ¢; = c.
Table 4.5 shows the top 10 OTUs in determining Crs in terms of ¥; as well as their
compositions in each cluster centroid. Overall, Cpg is jointly determined by multiple
OTUs in a complicated way. Note that OTUs that are important for clustering are
not necessarily those with abundant counts. For example, OTU-4468234 and OTU-
4447072 (both are Bacteroides) are the two OTUs with the most counts in the
dataset. However, these two OTUs are prevalent in most samples and thus have
limited roles in the clustering.

We next compare the five resulting clusters in more details. Figure 4.17 shows
the boxplot of the Shannon diversity of samples in the five clusters, respectively.
Samples from cluster 2 and 3 tend to have more evenly distributed counts across
OTUs compared to those from cluster 1 and 5. Similar to (4.36), we can define
a heuristic measure of OTU importance in characterizing each of the five clusters.
Specifically, for c =1,...,5, let

¢ — SS5; _ ne(Uej — U5)* + n—c(Yej — U;)?
TOSSWE Y (Wi — Yei)t 2 (Ui — Uej)? (4.37)

c;=c ci¥c
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FIGURE 4.17: Left: Boxplot of the Shannon diversity of samples in each cluster.
Right: Relative abundance of 8 genera for each sample. A genus is chosen if its
descendant OTUs have large v for some c. For the 3 OTUs with unavailable genera
information, their family is shown instead (indicated by Rikenellaceae™).

where n_. is the number of samples that are not in cluster ¢, y_.; the mean of y;;
for samples with ¢; £ ¢.(4.37) is equivalent to merging the four clusters other than
cluster ¢ in (4.36). The boxes in Figure 4.16 (right) indicate the top OTUs in terms
of ¥ for each ¢ (only OTUs with 9§ > 0.1 are shown).

Based on these results, we can characterize each cluster by a few OTUs with
the top ¥5. For example, samples from cluster 2 tend to have more counts from
the Rikenellaceae family (represented by OTU-4453609 and OTU-4476780). Cluster
3 is characterized by having more abundance in the Faecalibacterium (represented
by OTU-4478125 and OTU-4481131) and the Lachnospiraceae family (represented
by OTU-4481127 and OTU-4457438). Arumugam et al. (2011) proposed three en-
terotypes in human gut microbial communities that are characterized by the variation
in the levels of one of the three genera: Bacteroides, Prevotella and Ruminococcus.
Our analysis suggests that the enterotypes are determined by a more sophisticated

mechanism involving more genera. Although OTUs from the Bacteroides, Prevotella
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and Ruminococcus genera are not always those with the largest 9, they are play-
ing important roles in identifying the five clusters. For example, OTUs from the
Prevotella genus have large 19? and are thus crucial in determining cluster 3 while
OTUs from the Ruminococcus genus have large 19; and 19? and are thus important
in identifying cluster 1 and 2. This can also be seen from Figure 4.17 (right), where
relative abundance of 8 genera picked by ¥J5 are shown for each sample. The samples

are grouped by their cluster labels in Cpg.
4.4.2  Diabetes

Similar to Section 4.4.1 we apply DTMM to samples from participants that are di-
agnosed with diabetes. Counterparts of Figure 4.14 and Figure 4.16 are shown in
Figure B.7 and Figure B.8 in the online supplementary materials C. In this example,
DTMM finds three clusters with C'1g. Figure 4.18 shows the estimated centroids of
the three clusters as well as the estimated posterior means of the coupling indicators
at each node of the phylogenetic tree. Figure 4.17 (right) shows for each sample the
relative abundance of 6 genera selected based on the importance of their descendant
OTUs in identifying the three clusters. Compared with the IBD example, the en-
terotypes in this case can be identified easier. For example, samples in cluster 3 tend
to have significantly lower abundance in Faecalibacterium and Bacteroides, which
are the dominating genera in most samples. Compared with cluster 2, cluster 1 is
identified with relatively more counts from OTU-173876 and the Prevotella family.
On average, 21 out 75 internal nodes of T are estimated as relevant to the clus-
tering process. Compared with the IBD example in Section 4.4.1, fewer nodes are
involved. The reason for this is twofold. Firstly, as we discussed previously, clusters
in the diabetes example are determined by fewer OTUs (genera), which is reflected
in the number of internal nodes selected. Secondly, as shown in Figure B.8 (right),

a few OTUs play crucial roles in determining multiple clusters. As a comparison,

94



sl

Cluster

FIGURE 4.18: Left: Estimated posterior means of the coupling indicators at each
node of the phylogenetic tree. Right: The estimated centroids of the three clusters
in Cps (after the square-root transform).

as shown in Figure 4.16 (right), each cluster in the IBD example is determined by a
unique set of OTUs. Since DTMM marks an internal node as relevant if it is relevant

in determining any cluster, more nodes are selected in the IBD example.
4.4.3 DTMM vs. DMM

We also apply DMM to the two examples in this section and compare it with DTMM.
DMM reports two clusters in both examples (see Figure B.10 in the online supplemen-
tary materials C). For the IBD dataset, Figure 4.20 (left) shows the two-dimensional
NMDS plot of the data, colored by the cluster labels reported by DMM. In compar-
ison, Figure 4.20 (right) shows the same NMDS plot colored by the cluster labels in
C'1s reported by DTMM.

The five clusters reported by DTMM can be seen as refinements of the two clusters

reported by DMM. Roughly, cluster B identified by DMM is the union of cluster 2
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and 3 from DTMM while cluster A found by DMM is the union of cluster 1, 4
and 5 from DTMM. As shown in Figure 4.16 (right) and Figure 4.17 (right), those
subclusters from DTMM are not differentiated by OTUs with dominant counts. Thus
it is very unlikely for DMM to make further splits. Moreover, based on Figure 4.16
(right), samples within each cluster from DTMM tend to show different levels of
heterogeneities across OTUs, making the underlying Dirichlet-multinomial model of
DMM unrealistic. For example, counts of OTUs from the Prevotella genus tend to
show large within cluster variations among samples in cluster 3. To capture this level
of variation, DMM has to push the cluster-specific dispersion parameter very large,

essentially loose its ability to effectively find those subclusters.
4.5 Concluding remarks

We have introduced DTMM as a model-based framework for clustering the amplicon
sequencing data in microbiome studies. By directly incorporating the phylogenetic
tree, DTMM generalizes the popular DMM in three directions: first, it offers a
more flexible covariance structure among different OTUs; second, it provides a way
for selecting a subset of internal nodes in the phylogenetic tree that is relevant for
clustering; moreover, it replaces the finite mixtures in DMM with Dirichlet process
mixtures to allow automatic selection of the number of clusters.

Although the covariance structure offered by DT is richer than that of the Dirich-
let distribution, it is still limited compared to the logistic-normal family (LN). In a
case with K OTUs, DT models the covariance among OTU counts with (K — 1)
dispersion parameters in the series of beta distributions while LN uses K (K — 1)/2
parameters in modeling the covariance matrix. It is interesting to further general-
ize the covariance structure provided by DTMM without making the inference too
complicated. When selecting a subset of internal nodes in the phylogenetic tree that

are relevant to clustering, DTMM selects a node if it is relevant in identifying any
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cluster. Intuitively, DTMM first selects a subspace in the node space and performs
clustering in that space. An alternative direction worth exploring is to allow the
nodes selected to be cluster-dependent such that each cluster can deviate from the
“mean” cluster at different internal nodes.

Based on our analysis of the AG data, enterotypes are defined by a large number
of OTUs jointly in a complex manner. Other than the dominant OTUs, some OTUs

that are not very abundant in counts are also crucial in determining these clusters.
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5

Bayesian recursive partitioning for causal inference

5.1 Introduction

Making unconfounded comparisons between groups of samples and determining the
effect of a treatment is a central task in scientific research. A gold standard for such
comparisons is through carefully designed randomized experiments (Rubin, 2008a),
in which experimental units are randomly assigned into treatment groups under a
known mechanism. For example, in completely randomized experiments, directly
comparing units in different treatment groups has valid causal interpretations by
virtue of randomization. In observational studies, such direct comparison introduces
systematic bias in estimating the treatment effects due to the unknown treatment
assignment mechanism and the potential “unbalance” of relevant pre-treatment co-
variates between the treatment groups, that is, their distributions in these groups
are substantially different.

An example of randomized design is the randomized block design (RBD), in which
experimental units are arranged into blocks according to certain blocking factors, and

units within each block are assigned to different treatment groups completely at ran-
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dom. Within each block, the effect of the nuisance blocking factors is removed and
the effect of the treatment of interests can be estimated through directly comparing
units in different treatment groups. Sometimes, a properly designed observational
study could be viewed as an approximation to an underlying hypothetical RBD (Ru-
bin, 2008b). A popular way for valid causal comparison is to uncover this underlying
RBD and compare units in different treatment groups conditioning on the uncovered
blocks. For example, Figure 5.1 shows the two-dimensional covariates of units in
a fictional observational study. Within each of the four blocks, this observational

study approximates a completely randomized design.
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FIGURE 5.1: A fictional observational study that approximates an RBD with four
blocks. Left: covariates of units in the control group. Right: covariates of units in
the treatment group.

Following the seminal work of Rosenbaum and Rubin (1983), adjusting for the
propensity score is sufficient to reduce the systematic bias in estimating the causal
effect induced by confounding under the strong ignorability assumption. There-
fore, arranging units with similar propensity scores provides a convenient way of
uncovering an underlying RBD design in an observational study, referred to as the

propensity score stratification (Rosenbaum and Rubin, 1984). This classic solution
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only requires estimating the one-dimensional propensity score for each unit, which
seems to be much easier than dealing with the multidimensional covariate and trying
to find balancing blocks in the covariate space directly. Over the decades, various
off-the-shelf tools have been used to estimate the propensity score, ranging from the
simple logistic regression (Rosenbaum and Rubin, 1983) to the flexible nonparametric
generalized boosting models (McCaffrey et al., 2004).

The propensity score stratification falls into a family of methods, generally re-
ferred to as “matching”, that aim at balancing the distribution of the pretreatment
covariates in different treatment groups (Stuart, 2010). Other methods in this family
include nearest-neighbor matching (Rosenbaum and Rubin, 1985; Rosenbaum, 1989;
Hansen, 2004), weighting (Hirano et al., 2003; Crump et al., 2009; Li et al., 2017) and
variants of them. It is worth noting that for these propensity score based methods,
the propensity score itself is not the variable of interest per se, but a tool through
covariate balancing. Thus a propensity score estimation can only be evaluated based
on its ability in balancing the covariates. For example, in the propensity score strat-
ification, if in some blocks the covariates are not well-balanced, the propensity score
must be estimated again by another model. In practice, this procedure might need
to be carried out multiple times before a reasonable blocking is achieved, which can
be inefficient and has no clear rule as to when this loop should stop.

Other than this “propensity score tautology” (Imai et al., 2008), these methods
have other limitations. For example, they usually entail ad hoc tuning parameters,
such as the number of matched blocks in the stratification procedure (Rosenbaum and
Rubin, 1984) and the number of control unites matched to each treatment units in
nearest-neighbor matching (Smith, 1997). In addition, units with similar propensity
scores can be far away in the original covariate space. Yet they are likely to be
matched together by the propensity score based methods. This is counterintuitive

and undesirable when the treatment effect is not homogeneous.
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In this chapter, our first goal is to introduce a method that partitions the covari-
ate space into balancing blocks directly, without resorting to the propensity score.
To this end, we take a retrospective perspective on the treatment status and model
the covariates of units in different treatment groups jointly. At the first glance, this
seems to be “impossible” compared to estimating the propensity score. However,
our goal here is not to accurately learn the multivariate covariate distribution, but
the induced balancing blocks, which correspond to only a single aspect of the joint
covariate distribution. As we shall see, our strategy shares the motivation of learn-
ing correlations of variables through copulas. The success of our approach hinges
critically on the ability of the modeling strategy to directly model the relation of
the covariate distributions in different treatment groups instead of modeling them
separately and infer their relation from the joint model. By directly targeting at the
covariate space, the proposed method finds balancing blocks that are interpretable
subpopulations. Moreover, the balancing is measured in a probabilistic manner and
the number of blocks needed is determined automatically.

An important feature of the aforementioned strategies for causal comparison is
that the design stage and the analysis stage of the study are separated. For example,
in propensity score stratification, balancing blocks can be constructed to reflect the
design of the experiment even before seeing the outcome variable. On one hand,
this two-staged strategy only utilizes the covariate information and the treatment
assignment information to uncover the underlying design, and is thus robust to the
specification of an outcome model in the analysis stage. On the other hand, the
uncovered design says nothing about the potential heterogeneity of the treatment
effect. Following up the fictional example in Figure 5.1, suppose that the outcomes
of the experimental units are observed and shown as in Figure 5.2. In this example,
the treatment effect is heterogeneous across units and is determined only by the

second covariate. Although the four blocks in Figure 5.1 allows unfounded causal
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comparison within each block, they do not reflect the underlying treatment effect
heterogeneity. In comparison, within each of the 16 blocks shown in Figure 5.2, the

covariates are balanced and the treatment effect is homogeneous.
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FIGURE 5.2: A fictional observational study that approximates an RBD with four
blocks. Left: covariates of units in the control group. Right: covariates of units in
the treatment group.

Our second goal in this chapter is to propose a probabilistic way to infer such
blocks through incorporating an outcome model. Specifically, we aim at partitioning
the samples into blocks within each of which the covariate distributions are balanced
and the treatment effect is homogeneous. To achieve this, we model the covariates
and the outcome jointly conditioning on the treatment status by using the flexible
covariate model discussed above and incorporating an outcome model given the co-
variates. The outcome model allows the partitioning procedure to be efficient and
makes it possible for the blocks to capture the heterogeneities in the treatment effects.
The covariate model checks covariate balance during the procedure thus protects the
outcome model from severe extrapolation.

In the past decade, an emerging literature focuses on addressing the treatment
effect heterogeneity (Imai et al., 2013; Tian et al., 2014; Hill, 2011; Athey and Im-
bens, 2016; Wager and Athey, 2018; Hahn et al., 2020). We note that although the
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design stage is not explicitly uncovered in this stream of methods, it is still criti-
cally important. For example, even a flexible outcome model as BART can yield
badly biased estimates of treatment effects when directly fitted to the outcome data
under strong confounding (Hahn et al., 2020). To remove such biases, the design
stage has to be taken into account by incorporating the estimated propensity score
in the BART model (Hahn et al., 2020). Similarly, in constructing a causal random
forest that gives consistent causal effect estimation, an “honest” condition has to be
satisfied by each single tree that separates the design and the analysis stage explic-
itly (Wager and Athey, 2018). In out proposed method, the role of both stages are
equally emphasized.

The rest of the paper is organized as follows. In Section 5.2, we introduce a general
retrospective framework to achieve joint modeling of the design stage (covariates) and
the analysis stage (outcome) in an observational study. In Section 5.3, we study the
two-step approach in details, evaluating the performance of the proposed method

numerically and from a theoretical perspective.

5.2 The retrospective framework

5.2.1 Set-up

We start with the common setting with two treatment status. Consider a finite
sample of size n drawn randomly from some large population. The i-th observation
consists of (X, Z;,Y;) where X; € Qx is a covariate vector of p dimension, Z; € {0, 1}
the treatment indicator, and Y; is an outcome. We use X, to denote the covariate
of all the units and define Z,, and ), in a similar manner. Moreover, let D, =
{X, Z,, YV} Under the standard stable unit treatment value assumption (SUTVA)
(Imbens and Rubin, 2015), we take the potential outcome framework to make causal
comparisons (Rubin, 1974, 1978) and let Y; = {Y¥;(0),Yi(1)} be the two potential
outcomes under control and treatment for unit ¢. Following Rosenbaum and Rubin

104



(1983), we also assume that the treatment assignment is strongly ignorable (SI),
which requires (i) the unconfoundedness assumption: {Y;(0),Y:(1)} L Z; | X, and (ii)
the probabilistic assignment assumption: 0 < d < Pr(Z; =1| X, =) <1-6 <1
for all & and some 0 < § < 1.

Let 7(x) = E[Y;(1) — Y;(0) | X; = «] be the conditional average treatment effect
(CATE) given @ € Qx. Our goal is to estimate 7(x), which also serves as the basis
for estimating population level treatment effects such as the average treatment effect

(ATE) or the average treatment effect on the treated (ATT):

TE — E[Y;(1) — Y;(0)] = Ex[r(X)]

FATT _ E[Y;(1) = Y;(0) | Z; = 1] = ]EX\Z=1[T(X)]'

In this work, our goal is to infer a partition of the covariate space such that within
each block of the partition, direct comparisons of samples from different treatment
groups have causal interpretation. Formally, we are interested in inferring a balancing

partition:

Definition 1 (Balancing partition). Let P, = {By : k € I} be a partition of the

covariate space Qx. We shall refer to Py as a balancing partition if Z L X | X € By.

Within each block By, the covariate distributions under the two treatment regimes

are balanced and the treatment assignment imitates a randomized design in con-

ATE ATT

trolled experiments. Given P, unbiased estimators of 7 and T can be ob-
tained by properly weighting the differences in means of the outcome between the
two treatment groups in each block. Let e(x) = Pr(Z; = 1| X; = @) be the propen-
sity score. Following Rosenbaum and Rubin (1983), a propensity score partition P,

is a balancing partition:

Definition 2 (Propensity score partition). Let P, = {E}, : k € I.} be a partition of
the covariate space Qx. We shall refer to P, as a propensity score partition if (i)
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e(x1) = e(xq) for any @y, x2 € Ej, and (ii) e(x;) + e(xy) for any x; € Ey,, x5 € Ey,

and ]{31 :i: ]{72.

Specifically, we require the index sets [, and I, to be finite. In practice, such P,
and P, may not exist. In this case, our goal is to find an approximation to these
partitions. Inferring (an approximation to) P, corresponds to the classic propensity
score stratification strategy (Rosenbaum and Rubin, 1984). Moreover, since the
propensity score is the coarsest balancing score, Py is finer than P..

Let F' denote the marginal distribution of the covariates, Fj the conditional dis-
tribution of the covariates among the controls, and F; that among the treated. We
also assume that F, Fy and F; have densities f(x), fo(x) and fi(x), respectively.
We note that a fully probabilistic model for X; given Z; will allow proper inference
on the propensity score. Specifically, we define the covariate density ratio (CDR)

between two treatment groups as

r(x) = o

fo(x)  f(2)(1 - e(z)) 1 e(x) (5.1)

Accordingly, effective estimation of the CDR fi(x)/ fo(x) will allow efficient inference
on the propensity score. Specifically, points in the covariate space that have the
same CDR also have the same propensity score. This allows a strategy to learn the
propensity score partition P, (and thus a balancing partition) through learning a

CDR partition:

Definition 3 (Covariate density ratio partition). Let P = {Ay : k € I} be a partition
of the covariate space 2x. We shall refer to P as a covariate density ratio partition

if fi(x)/fo(x) = ca for any A € P, where § < cy < M for 6, M > 0.

Due to SI, the joint likelihood of the complete data factorizes as follows

f(Zi, X3, Ys) = Hf(X»f(Zi | X)) f(Y; | Xo). (5.2)

n n
i=1 i=1
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Most classic methods thus proceed by conditioning on the covariates and directly
specifying either the propensity score model f(Z; | X;) or the outcome model f(Y; |
X;) or both. In this work, we take a retrospective perspective on the treatment

status and base the inference on a different likelihood factorization:

n

[ 1z X0y = [ [ (20 F(X: | Z0) f(Y: | X). (5.3)

n
=1 i=1

Specifically, our inference strategy is based on the conditional likelihood given the

treatment status, not the covariates.
5.2.2 A Bayesian nonparametric model for covariate density ratios

To learn the CDR and thus the partition P, we take a nonparametric modeling
approach, without assuming any parametric forms of the two densities fy; and f;.
Many nonparametric models are available, but since our objective is not in learning
the two densities per se but to get an equivalent partition on 2x induced by their
ratio, we adopt a model under which the CDR is a piecewise constant function.
Note that the underlying densities do not have to be piecewise constant but their
ratio. This is important as inferring details of the covariate distributions is often
harder than inferring their ratio. The piecewise constant assumption on the CDR is
essentially nonparametric as well, because any bounded CDR can be approximated
arbitrarily well by piecewise constants. (The boundedness of the CDR is in essence
the probabilistic assignment assumption.) Such a model will be particularly effective
in achieving local smoothing on the CDR and hence the propensity score.

In summary, we construct a joint Bayesian nonparametric model on the pair of
covariate distributions (Fp, F;) (or equivalently, the covariate densities ( fo, f1)) such

that under this model,

(i) fo and f; can both be any bounded densities;
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(ii) r = fi/fo is approximated by a piecewise constant function rp(x) = >} ,cpca -
1.ca with finite pieces, and can be effectively inferred upon while providing

full uncertainty quantification. Note that P is the induced CDR partition.

In practice, we shall require each block in the CDR partition to be contiguous (i.e.,
connected through a path within the block). While the true propensity score parti-
tion may be disconnected, allowing such distconnected blocks makes the model space
on the CDR or propensity score too flexible and can introduce substantial variance
into the inference.

Our model takes the following hierarchical form:

P~ 7(P)
(Fo, F1) | P~ w(Fo, F1 | P) (5.4)
X | Fo, 1, Z; i (1-2Z)F + Z;Fy,

for i = 1,...,n, where m(P) represents a prior on the space of all finite partitions,
m(Fy, F1 | P) a joint prior for the two distributions (Fy, F1) with densities such that
r = f1/fo is piecewise constant on P.

The success of this covariate density modeling approach for inferring a balancing
partition rests critically on the choice of the model on (Fp, F} )—it must directly model
the difference between the density ratio rather than modeling Fy and F) separately
and infer on r based on the joint posterior. We shall treat r as the key object of
interest while the rest of Fjy and Fi as the “nuisance parameters”. The strategy we
take to deal with them is through marginalization. It is thus desirable to construct a
model that allow simple Rao-Blackwellization on the nuisance parameters and render
direct marginal inference on the interesting “parameters” r and P.

To complete (5.4), we need to specify 7(Fy, F} | P) and 7(P). Here we first present
one Bayesian nonparametric model w(Fy, Fy | P) that satisfies the above considera-
tions. We postpone the specification of 7(P) to Section 5.2.4 after introducing an
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outcome model. Given P, we specify (Fp, F1) in terms of two components. The
first component is the probability mass F; and F; have on each A € P, and the
other is the conditional distribution Fy(-| A) and Fy(-| A) on each A € P. Now by
the definition of P, the two conditional distributions are identical on each A € P.
Let Fy(P) = (Fy(A1), Fy(Az),..., Fy(Ap))) for g = 0,1. A simple model for the
probability mass on A € P is the Dirichlet prior:

F,(P) ™ Dirichlet(by, by, ..., byp) for g =0, 1, (5.5)
where |P| denotes the number of blocks in P, b; = vG(A;) for v > 0 and some base
measure GG. For the conditional distribution on each A € P, Fy(-|A) = Fi(-| A),
we shall adopt a flexible prior supported on all possible densities that can be easily
integrated out. One class of such nonparametric processes is the so-called Pélya
tree (PT) type models. For example, we can apply the OPT (Wong et al., 2010):
Fo(-| A) = Fi(-|A) = Fa() ™ OPT\A(Ra; ka,wa, pa) for all A € P. Putting the

two pieces together, we shall denote our prior on (Fp, F}) given P as
(Fy, F1) | P ~ Dir-OPT(P;v,G; R, k,w, p), (5.6)

where with a bit abuse of the notation, we use R, Kk, w, p to denote the OPT param-
eters at any possible A.

Under this setup, the marginal likelihood of partition P can be written as

- f]‘[ fol@) 50 i () D (o, Fy | P) 5

= Mo(P)My(P) x H P(A),

AeP
where for P = {A;, Ay, ..., Ajp}, 9= 0,1, and j = 1,...,|P|,
D 09) TL T(b; + nil(4)))
[[T) TR0 +m)
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which is the contribution to the marginal likelihood from the distribution of ob-
servations over the CDR partition in treatment group g, where n,(A) denotes the
sample size in group g¢ that fall in block A and n, the total sample size in that group.
D(A) = ST 1,.ca fa(mi | A)dm(F,) is the marginal likelihood of the OPT process on
each A € P, which summarizes the “nuisance” part of the model, with f4 = dFs/du
being the balanced covariate density in each block A. [],., ®(A) is the contribu-
tion to the marginal likelihood from further details within each A, had the CDR be
constant within each A. Intuitively, the empirical evidence will push further division
over A if the decrease in the baseline contribution is small compared to the increase
in My(P)M;(P) due to such a division.

A particularly desirable feature of the above model is its conjugacy. That is,
given the data D, the conditional posterior of (Fj, F1) given P is of exactly the

same form as the prior. In particular, a posteriori
F,(P)|P,D nd Dirichlet(b; + ng(A1),ba 4+ ng(Asz), ..., bp| + ng(Ap))),

for ¢ = 0,1. The conditional posterior for Fu(-) = Fy(-|A) = Fi(-|A) is also
conjugate if PT type models are adopted (see for example Wong et al. (2010)),
though since these are nuisance parameters we do not need them for our purpose.

Our main interest lies in the conditional posterior of the CDRs

(5.9)

(r(A1),r(As), ..., 7(Ap))) = <F1(A1) F1(A) Fl(AW;)) |

Fo(Ar)” Fo(Ag)™ 7 Fo(Appy)

which, a posteriori is the element-wise ratio of two independent Dirichlet random

vectors.
5.2.3 Incorporating an outcome model

Heretofore, we construct a balancing partition P only with the conditional likelihood
of X, given Z,. In this section, we show that an outcome model can be incorporated
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into the joint modeling framework in (5.4) for the heterogeneous treatment effect.
Specifically, we specify a model for ), conditioning on &, Z,, and P.

Given P, let V,(A), Z,(A) and X, (A) be the vector of outcome, the vector of
treatment assignment indicator and the covariate matrix of units in block A € P. As
a starting point, suppose that the ),,(A)’s are conditionally independent for different

A e P. For example, we can model ), (A) with a linear regression:

Vu(A) = Lynya(A) + Z,(A)v(A) + X, (A)d(A) + €(A)

€(A) ~ N(On(a), Lnga)/w(A)),

(5.10)

where 1,,(4), 0,4) are the n(A) vector of ones and zeros, I, 4) the identity matrix of
size n(A). To simplify the notations, we write the treatment indicator as the first
dimension of the covariate matrix and use x(A) = (Z,(A), X,,(A)) to denote the
treatment and the pre-treatment covariate as a whole. We also let y(A) = V,.(A).
Moreover, we shall fix our attention on a specific block A and suppress the “(A)”
and “n(A)” in the notations. We can then write the regression model at a specific
block as

y=1la+xB+e€ €~N(0,I/w), (5.11)

where B = (1,8")". We further assume that the covariates are centered: 1'x = 0

and apply Zellner’s g-prior (Zellner, 1986; Liang et al., 2008) on the parameters:
1 91 Toy—1
m(a,w)oc—, Blw~N((0,=(x'x)""]). (5.12)
w w
The marginal likelihood on A under this outcome model is available in closed form:

\I/(A) _ f(2ﬁw_1)_n(A)/2€_w(y_1a_x’@)T(y_la_xB)/2d7T(Oé,,8, w)

5.13
(14 g)n—2-n2 (5.13)

[T+ g(1— R

D((n—1)/2)
NN

ly — 17/~ x
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where R? is the ordinal coefficient of determination. Moreover, since the outcomes
on each A are mutually independent, the conditional joint posterior of the regression

parameters (B(A),w(A)) are directly available through standard Bayesian updating:

n—11|87(x" x),é
w|y~Gamma( 5 ,§[ TESY

+(y—17-xB)"(y— 1y - xB)D

~N T -1, -1
Bluy~N(h Lo ).

(5.14)
where 7 is the mean of y, 8 = (x'x)'x"y the MLE of 8.

Putting this outcome model together with the marginal likelihood from our co-

variate models, the full marginal likelihood given P becomes

= | Mo(P)M;(P) [ [ 2(4) .[H (A

AeP AeP

(5.15)

where W(A) is the contribution to the marginal likelihood from the outcome model in
A € P. Therefore, both the empirical evidence from the covariates and that from the
outcome model will contribute to the marginal likelihood and inform the appropri-
ate partition P. In particular, the blocks in P will tend to be homogeneous both in
the CDR (and thus the propensity score)and their outcome-treatment-covariate re-
lationship. To inform the partitioning, only the marginal likelihood W(A) is needed.
Therefore, as long as the marginal likelihood can be efficiently calculated, although
not necessary, more complicated outcome models can also be used here.

It is worth noting that if one only uses the the contribution from the outcome
model [ [,.p V(A) is used as the marginal likelihood, this essentially boils down to
fitting a Bayesian CART (Chipman et al., 1998) (in particular a treed piecewise
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linear model), and the inferred P is aiming at achieving homogeneous treatment
effects within each partition block. On the other hand, if only the contribution from
the covariate model My(P)M;(P) ][ cp P(A) is used as the marginal likelihood, the
resulting model uncovers the design stage of the observational study and provides a
matching strategy for causal comparison. These two ways of inferring P fall into a
class of methods for modularized Bayesian inference (Liu et al., 2009), where factors
of the likelihood function are ignored in the analysis. By incorporating both the
treatment model and the outcome model into the marginal likelihood, the inferred
partition P achieves homogeneity in both the CDR (or the propensity score) and the
treatment effect. Therefore, this joint model achieves automatic covariate balancing
through the partitioning P while fitting Bayesian CART, in particular a treed linear

model, at the same time.
5.2.4  Priors on P

To complete the specification of our probability model for (X;,Y;, P) given Z;, we
need to specify the prior on P. In principle, any priors on finite partitions of the
covariate space can be adopted, though different choices will result in different in-
ference strategies. In this work we do not propose any new priors for partitions,
but instead illustrate how common popular priors can be adopted. For example, a
popular prior on the space of recursive partitions is the Bayesian CART prior (Chip-
man et al., 1998). Generally, such priors will result in marginal posteriors of P that
are conjugate but with no closed-form expressions. These posteriors can be sampled
from using MCMC algorithms.

These algorithms aim at sampling from the posterior 7(P | D) through making
local moves from P to a new partition P’ on the space of finite partitions. Because
each local move results in only a minor change in the partition, such as dividing

one set into two halves, only a small portion of the contribution to the marginal
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likelihood is changed under each move. Specifically, most of ®(A) and W(A) remain
the same, and one only needs to compute them for sets A that are exclusive to P or
the proposal P’. Let m(P — P’) be the proposal kernel, then a Metropolis-Hastings

sampler will accept the proposed new partition with probability

min {1 (P’ = P)n(P)M(P) } (5.16)

" (P — Pr(P)M(P)
Because P’ and P differ only in a small number of A’s, both 7(P’")/x(P) and
M (P")/M (P) can be quickly computed at each step. Alternative strategies to MCMC
include sequential Monte Carlo (SMC), as proposed by Lakshminarayanan et al.

(2013). These algorithms are all directly applicable due to the available closed form
marginal likelihood M (P).

Recursive dimensionwise dyadic partitioning. We discuss a special version of the
Bayesian CART prior, called recursive dimensionwise dyadic partitioning (RDDP),
which leads to a particularly simple inference recipe through forward-backward re-
cursion for calculating and sampling from the exact posterior without the need for
approximate sampling algorithms such as MCMC and SMC when the number of
covariates are not too large, e.g., (< 20). This is achieved through imposing that
each set is allowed to be partitioned at the middle point of each continuous covariate.
The middle point constraint substantially reduces the space of possible partitions,
thereby allowing efficient computation.

Specifically, this prior on P can be described constructively as a generative pro-
cedure in the form of a coarse-to-fine recursive dyadic partitioning on the covariate
space. We describe the procedure inductively. After k steps of partitioning, let P®*)
represent the current partition of Qx. Moreover, we write P*) = Pék) V) Pl(k) where
Pfk) are the partition blocks that can be partitioned further in future steps, whereas

Pék) are those blocks on which no further partition is done in future steps. (We shall
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refer to blocks in Pék) as the “stopped” blocks and those in Pl(k) as “active” blocks.
To begin the induction, we have k = 0, P = 771(0) = {Qx}, the trivial partition,
and Péo) = .

Now, the (k 4+ 1)-st step of the partitioning proceeds as follows. For each active

block A e Pl(k), we draw a Bernoulli random variable

C(A) ~ Bernoulli(y(A))

such that if C(A) = 1 then we do not further partition A, and move it from the
active blocks into the stopped blocks. If C'(A) = 0, then suppose there are N(A)
ways to divide A into two children (e.g., there are N(A) covariates whose support
is not atomic and each can be divided into halves). We randomly draw one of the

N(A) ways through generating a multinomial Bernoulli variable
D(A) ~ Multi-Binom(A(A)), (5.17)

where A(A) = (A1(A), X2(A), ..., An)(A)), and if D(A) = d then divide A in the

dth way into two children A = A¢ U A?. We then replace A with A? and A? in the

1) This completes the inductive description of the (k + 1)-st

active partition 731(
step of the partitioning.

One can show that as long as the stopping probability v(A) > e for all A and
some € > 0, then this iterative partitioning will with probability 1 “stop” almost
everywhere on Qx (Wong et al., 2010). That is the “size” of the total size of ’Pl(k)
will decrease to zero as k increases. Practically, it is convenient to set a maximum
number of steps in the partition, K, such that all sets are forced to stop if they are
generated after K levels of partitioning. This completes the generative procedure for

random partitions, and we say that the random partition arises from a RDDP prior

with parameters v and A, and write it as

P ~ RDDP(R;~, A), (5.18)
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where R denotes the set of allowed partitions under the RDDP prior, v and A are the
stopping indicators and the dimension selection indicators at any possible A. In this
work, we shall focus on this RDDP prior on P for the simple and fast computation

it offers.
5.3 Bayesian recursive partitioning for covariate balancing

In this section, we ignore the outcome information in constructing the partition P

and focus on inferring a CDR partition through (5.4).
5.3.1 Posterior inference

To summarize, our prior on (Fy, F}) takes the following hierarchical form

P ~ RDDP(R;~, A)
(5.19)
(Fo, F1) | P ~ Dir-OPT(P; v, G; R, k,w, p),

with an inductive description of this prior given in Prior 1. We now formally in-
troduce the concept of force coupling. Let K € N* be the maximum level of the
partition. That is, we force Fy(- | A) = Fi(- | A) ind OPT\|a(Ka,wa, pa) regardless
of the value of C'(A) for A € Pl(K). We let (FO(K),Fl(K)) denote the covariate dis-
tributions generated from this process with maximum partition level K. Note that
this inductive process naturally generates a partition tree of Q2x. We denote this
tree as 7). The set of internal nodes and leaves of 7%) are denoted as Z(7 %))
and L(T5), respectively. We have £(T®) = P by definition. If the partition
rule R allows only finite number of ways to partition each set, the total number
of trees up to level K is finite. We denote this set of trees as 7). We also let
N E) = A A e Urmera LTE)} to be all reachable subsets of Qx by trees up

to level K.
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Prior 1 Two-step covariate modeling

procedure RDDP(R;~, A) > Step 1: generate a partition
Let k =0, PO = {Qx}, PO = @, P = B P, > Initialization
while [ J 4ep() A :|: Qx do = Inductively generate the partition
7D(1~c+1 7)0 7)1k+1) 7)1(1&)‘
for Ae 731
Let C’(A) ~ Bernoulli(y(A))
if C(A) =1 then > Stopped

P(g/cﬂ) P} (k+1) U {A}.
Pl(k+1) - 731/c+1) (A},
end if
if C(A) =0 then > Active
Let D(A) ~ Multi-Binom(A(A)), d < D(A).
P P G (AT} L A} - (A},
end if
end for
l—k+1. > Move to next level
end while
end procedure

P — Pék) > Step 2: covariate modeling given partition
Let Fi(P) ™ Dir(by, by, ..., bp|), i = 0, 1.
for Ae P do .
Let Fy(-| A) = Fy(-| A) ™ OPT 4(ka, wa, pa).
end for

return (Fy, Fy).

One advantage of the RDDP prior over other more flexible alternatives such as
the Bayesian CART is that it facilitates simple and exact posterior inference. To
see this, we first consider an alternative prior for (Fy, ) by modifying the RDDP
generating process in the way shown in Prior 2. In this new formulation, the partition
and the conditional model on the covariate are specified simultaneously. We denote

this prior on the covariate distributions as
(Fo, F1) ~ RDDP-OPT(R; v, A\, a; K, w, p). (5.20)

The following lemma shows that Prior 2 incorporates Prior 1 as a special case. There-
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fore, posterior inference under Prior 1 can be achieved through posterior inference

under Prior 2.

Lemma 1. For K € N*, suppose that (FO(K),Fl(K)) and (FSK),E(K)) are generated
by the procedure described in Prior 1 and Prior 2 with maximum partition level K

respectively. We have (FéK), ﬁ’l(K)) A (FO(K), Fl(K)) if a(A) = vG(A) for Ae ¥ E)

Prior 2 Simultaneous partitioning and covariate modeling

Let k=0, P = {Qx}, PV = @, P = B} P, = Initialization
while UA PP A+ Qx do > Inductively generate the partition
73(()k+1 730 ’ 73(1c+1 ,Pfk)
for Ae 731
Let C’(A) ~ Bernoulli(v(A))
if C(A) =1 then > Stopped

Let Fy(-| A) = Fy(-| A) ™ OPT a(ka, wa, pa)-

7)(kﬂ 7)(kﬂ {A}
,P(k+1 (k+1 . {A}
end if
if C(A) =0 then > Active
Let D(A) ~ Multi-Binom(A(A)), d < D(A).
Let F(A? | A) ™ Beta(a(A%), a(A%)).
P — PIMTY G (A} U (AL — (A},
end if
end for
k<—k+1. > Move to next level
end while

return (Fy, F).

The next lemma shows that our model under Prior 2 is conjugate, and the poste-
rior can be computed with a forward-backward algorithm. (The proofs of Lemma 1

and Lemma 2 are given in Appendix C.1.)

Lemma 2. SUppOS@ that g = (3301, o2, ... ,CL‘OnO) and I, = (3311, ri12,... ,w1n1> are

i.i.d. samples from Fy and Fy, where (Fy, F1) ~ RDDP-OPT(R;~, A, o, 15 K, w, p; K).
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The posterior of (Fy, F1) can be written as
(F(), Fl) | o, Ly ~ RDDP—OPT(R, ’3/7 X, dg, dl, I%, X s [N), K), (521)
where for each A e N5 we have

1. Stopping probabilities:

2. Partition selection probabilities: for d =1,... N(A),

Y n d a AT d a d
Aa(A) :Ad(A).B( o(Al);(aZEj%:azij;;; 0(A9))

o B(A]) + an(Af), m (A7) + an (A7) 1-7(4)

X d . d X .
B(ai(Af), a1 (Ad)) (A7) - n(4r) n(A) —v(A)g(A)

1

3. Probability assignment pseudo-counts: for 1 = 0,1,

4. OPT stopping probabilities:

5. OPT partition selection probabilities: ford =1,... N(A)

B(ni (A7) + na(Af) + w(Af), n1(AY) + na(AY) + w(AD)
B(w(Af),w(Ad))

1—p(A)
¢(A) — p(A)u(A)’

Ra(A) = ra(A) -

x P(A]) - ¢(A7) x

6. OPT probability assignment pseudo-counts:

W(A) =ni(A) + na(A) + w(A).
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where n;(A) denotes the number of sample from group i that fall into A,

o(A) = p(A)u(A) + (1 - p(4)) ) Ka(A)

o B (A]) + na(Af) + w(Af), m (A7) + na(A7) + w(AT))

B(w(Af),w(Ad)) x (A7) - o(A7),

u(A) is the conditional likelihood of the base distribution, and

_ B c B(n (A}) + a1(A}), n1(AY) + a1 (AY))
n(A) =v(A)o(A) + (1 ’Y(A));l)\d(fl) Blor (A7), on (A9)]

y B(na(A}) + aa(Af), na(AY) + ap(AD))
B(az(Af), az(Ad))

(A7) - (A7),

if I(A) < K and n(A) = ¢(A) if I(A) = K, where [(A) denotes the level of A.
5.3.2  FEstimation of the average treatment effect

In this section, we consider estimating population treatment effects such as the av-
erage treatment effect (ATE): 7418 = E[Y;(1) — Y;(0)] = Ex[7(X)]. Suppose that
we have i.i.d. samples (X1, Z1, Y1), (X9, Z2,Y3), ..., (X,, Z,, Y,). Given a balancing

partition P, one estimator of 74T is (Lunceford and Davidian, 2004)
7A'7> = 2 M nl(A)_l Zn: Ziyi]l(XieA) — nO(A)_l zn](l — Zi)Y;]]-(XieA) . (5.22)
dep i-1 i—1

We define the posterior average of 7p with respect to II(P | &,,) as
E[rp | X, 2] = f%de(P | X, Z0)- (5.23)

In practice, this expectation can be estimated by drawing S partitions Py, Ps, ..., Pg
from II(P | X,, Z,), and take the average of 7p,. The following theorems establish
the consistency of this estimator for estimating the ATE:

120



Theorem 1. Suppose that P is generated through the RDDP prior with maximum

level K for K = 0. Suppose that the following assumptions hold:

1. Asn — 0, nO/(nO + nl) - CO € (071)7 nl/(no + nl) - Cl € (07 ]-)7 where o

and ny are the number of control and treatment unit, respectively;
2. The CDR r(x) is uniformly continuous;
3. The potential outcomes are bounded such that |Y;(0)],|Y;(1)| < B;

4. The covariate densities are bounded and bounded away from zero: 0 < 6 <

fo(iL‘), fl(m> < M.

Then

E[#p | X, Z,] B 74T,
asn — o0 and K — oo.
Theorem 2. Suppose that P is generated through the RDDP prior with maximum

level K for K = 0. Under the assumption of Theorem 1 and suppose that in addition,

r(x) is Lipschitz continuous with a Lipschitz constant L,. Then

) M>r p 5
[E[7p | X, V] — 73] < (Co + C1) - < 5 Ly 4lK/pJ)

as n — oo, where

2 M
=B|l——+ M
Co {(1—5)2+ 1o’ go]
2 M M
ClzB{—2+M+—+<° ]
e e Gir

r and 7 are the induced bounds on the CDR such that 0 <r < r(x) <7, e and € are

™|

the induced bounds on the propensity scores such that 0 < e < e(x) <
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The proofs of Theorem 1 and Theorem 2 are given in Appendix C.3. We provide
additional details on theoretical properties of the posterior of our CDR model in
Appendix C.2.

In practice, this estimator is always biased due to remaining imbalance in each
block. To alleviate this issue, model-based adjustment can be applied within each

block. Suppose that
P - K
Y;‘ = Z m(ZZ, Xi> aj)]l(XieAj) + €, €; ES N <O, Z 532‘]1(X¢€Aj)> s (524)
j=1 J=1

where m(Z, X, a;) represents a model on each block with the block-specific param-
eter a;, a; the estimate of a;, for j = 1,2,...,|P|. This leads to the following

model-adjusted variant of 7p (Lunceford and Davidian, 2004):

[P n

(m n(A; _ A 5

=3 % (nl(Aj) " Uixeanm(l, X, a5) — m(07Xi=aj>]> . (525
j=1 i=1

For example, m(Z;, X;, a;) = ao; + az;Z; + X, ax; corresponds to the linear regres-

sion adjustment. When ax; = 0, %ém) degenerate to 7p. Since the block-specific

model adjustment are independent, an estimator of the variance of %ém) is

[P AN 2
=y <—"(A”)) 57, (5.26)

=N

(m)

where ?7]2 is an estimation of the variance of [m(1, X;, a;) —m(0, X;, a;)| for block

(m)

. . . ~2 . . .
J. For the linear regression model, 67" is the sampling variance of «;z.

Note that (5.26) estimates the variance of %ém) for a given partition, ignoring the
uncertainties in constructing P. Recall that Py, Py, ..., Ps are independent draws

from H(;’: | Xn,Zn) Lel
] S ( )
A(m) S SE 1 A~ Tsn ) (527)
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We shall use 7(™) as an estimation to the ATE. This estimator has a close connection
to multiple imputation (MI) of missing data. In our case, the underlying design is
“missing”. The S partitions drawn from the posterior can be viewed as the multiple
imputations to this missing design. Following this discussion, the variance of 7™

can be written as
VRS | Xy, 2,] = B(V[ES | Xy, 20, P]) + V(E[ZS | X, 20, P)). (5.28)

and can be estimated with

1 S . 1 S_ %(m) _ %(m) 2
520 & 3 o™+ (1 + §) 2o ?_ ; r (5.29)
s=1

A similar strategy has been discussed in Liao and Zigler (2020) to incorporate uncer-

tainties in estimating the propensity score for the propensity score based methods.

Incorporating the propensity score. A major limitation of the current RDDP
prior and the Bayesian CART prior in general is that all the splits are perpendic-
ular to some covariate axis. Similar to the variable combination procedures used
to strengthen a CART model (Breiman et al., 1984), the covariates in the RDDP
model can be combined to provide other possible split directions. In the causal set-
ting, a natural split direction is given by the estimated propensity score. Let é(Xj;)
be an estimated propensity score for i = 1,2,...,n. We can treat é(X;) as another
dimension of the pretreatment covariate X;. The specific model used to estimate
the propensity score is not a concern here since this extra direction is only served
as a possible shortcut instead of the only way towards covariate balancing. One can
even incorporate estimated propensity scores from different models to offer different
shortcuts.

By allowing split in the propensity score direction, our retrospective matching
method can be viewed as a direct extension to the classic propensity score stratifica-
tion (Rosenbaum and Rubin, 1984). If only the propensity score dimension is split in
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P, our model essentially performs propensity score stratification that automatically
determines the splitting points and the number of strata. If splits also happen in
the original covariate space, it suggests that utilizing information in the covariates
that are not synthesized in the estimated propensity score offers a better chance to
achieve the in-sample covariate balancing.

This viewpoint is especially useful when the number of covariates is large (e.g.,
> 20) such that exact inference under the RDDP prior with all the covariates is
practically infeasible. In this case, if some good estimates of the propensity score
is available, one can let the covariate space to include the estimated propensity
score and only a subset of important covariates. Now the propensity score model is

essential since it is the only bridge towards the covariate balancing.
5.3.8  Numerical examples

In this section, we replicate the classic simulation experiment in Kang et al. (2007),
which was originally proposed to evaluate the performance of the doubly robust

estimator (Robins and Rotnitzky, 1995).

Data generating process: For ¢ = 1,...,n, suppose that there are four pretreatment
covariates ®; = (T;, T2, Ti3, Tia), T; i N(0,%), ¥ = diag(1,1,1,1). Consider the

following true propensity score model and the true outcome model:

(5.30)

where ¢; S N(0,1). In this setup, a logistic regression of the covariates would be a
correctly specified propensity score model, and a linear regression of y; on x; would

be the correct outcome model.

Competitors: We compare our method (referred to as RP) with the following meth-
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ods: the causal random forest (CF), matching based on the Mahalanobis distance
(MC), and three propensity score based methods: the Horvitz-Thompson estimator
(HT), the inverse propensity score weighting estimator (IPW) and the doubly robust

estimator (DR):

1Sz 1S (-2
s T A e

M

Z‘l Zi/é; Z}l(l —7Z)/(1—¢&)
LG4 (Zi-épin(X)] 14 o (= éino(X))
TDRn;léi B é; ]_n;l 1—6Z 1—¢; ’

(5.31)
where 7 (X;) and mo(X;) are the OLS estimates of Y; under the linear model given
Z; = 1 or 0. For the propensity score based methods, we estimate the propensity
score through two parametric methods: the standard logistic regression and the
CBPS (Imai and Ratkovic, 2014). Note that RP, CF and MC are essentially modeling
the propensity score nonparametrically. RP and DR also explicitly make use of a

parametric outcome model. CF models the outcome in a nonparametric way.

Ezxperiments: As in Kang et al. (2007), we consider four scenarios. In scenario I and
I1, we suppose that the true covariates x;’s are observed directly. In scenario III and
IV, instead of being given x;’s directly, we assume that the researcher only observes

w; = (w;1, Wy, W;3, Wiy ), which is a nonlinear transform of the original covariates:

Wi;1 = exp(wil/Q)
Wi = -1722/(1 + exp(a:il)) + 10
(5.32)
Wiz = (2311.1'13/25 + 06)3
Wiy = (afiz + Tiq + 20)2.
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Table 5.1: RMSE for the competing methods.

HT IPW DR HT IPW DR
CBPS GLM

n RpPp CF MC

200 0.17 2.89 547 12.41 4.29 0.16 17.29 3.63 0.18
600 0.10 1.28 3.66 742 253 0.10 8.42 1.96  0.10
1500 0.06 0.68 2.64 4.84 152 0.06 5.20 1.22 0.06

IT
200 2.62 289 547 12.41 429 211 17.29 3.63  2.66
600 1.48 1.28 3.66 742 253 1.34 8.42 1.96 1.48
1500 1.17 0.67 2.64 484 152 091 5.20 1.22  0.94

ITI
200 0.17 528 7.35 13.61 8.22 0.17 108.98 8.74 0.42
600 0.09 2.85 4.95 899 6.76 0.10 206.47  9.87 048
1500 0.06 1.73 3.62 8.27 586 0.07 173894 11.17 4.44

IV
200 391 528 7.35 13.61 822 6.05 108.98  8.74 16.43
600 3.16 2.85 4.95 899 6.76 6.10 206.47  9.87  70.64
1500 3.12 1.73 3.62 8.27 586 6.64 1738.94 11.17 957.07

In this case, the logistic regression propensity score model and the linear regression
outcome model are misspecified. In scenario I and III, we assume that the outcome
model for RP and DR are correctly specified, regardless of the covariates observed.
We consider three sample size: 200, 600 and 1500. We randomly simulate 5000
datasets for each sample size and apply each competing method in the four sce-
narios to estimate the ATE (the true ATE is zero in all scenarios). The estimated
Root Mean Square Errors (RMSE) are shown in Table 5.1. (For CF, we use the
average_treatment_effect function in the R package grf. For MC, we use the
Match function in the R package Matching. For CBPS, we use the CBPS function in

the R package CBPS.)

Analyses: Table 5.1 shows that the overall performance of RP is promising. With
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the induced nonparametric propensity score model, RP is capable of balancing the
covariates when the transformed covariates are observed. With a correctly specified
outcome model, the RMSE of RP reduces significantly, indicating its doubly-robust
nature. We note that as the sample size increases, the performance of RP improves
slower comparing to the other nonparametric methods CF and MC. This is mainly

due to the restricted partitioning scheme under the RDDP prior.
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6

Conclusions

In this work, we presented three novel Bayesian hierarchical models. In Chapter 3,
we introduced BGCR for solving the two-sample problem in the microbiome con-
text. BGCR transforms the two-sample problem into a multiple testing problem
and improves the power of these tests with a graphical model. BGCR also allows
controlling for confounding covariates and provides a flexible way to report and visu-
alize the testing results. In Chapter 4, we proposed DTMM as a tool for clustering
microbiome count data in a model-based way. DTMM simultaneously selects rel-
evant nodes in the phylogenetic tree and performs clustering, which is of scientific
and statistical importance. In Chapter 5, we introduced a general framework for
causal inference. Our framework allows two ways to estimate the treatment effect,
either through the traditional covariate balancing strategy or by joint modeling the
covariates and the outcome.

As we saw, an underlying tree-structure plays a crucial role in each of these
methods. For BGCR and DTMM, a phylogenetic tree is incorporated to construct
a more flexible generative model for microbiome count data than the well-known

Dirichlet-multinomial model while keeping inference tractable. The phylogenetic
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tree essentially imposes a set of modeling assumptions on the covariate structure
among OTUs—that this structure can be well represented by the tree. In fact,
the formulating of BGCR and DTMM requires only a fixed tree over the OTUs,
not necessarily the phylogenetic tree. There can be trees that are better than the
phylogenetic tree in terms of characterizing the dependency structure among OTUs.
Searching for such trees and evaluating the benefits of using them instead of the
phylogenetic tree in BGCR and DTMM is an important direction to explore. For
our causal model, the tree is induced by the recursive partitioning scheme. Unlike
in the microbiome setting, this tree is treated as a parameter and is learned from
the data. In this setting, we are interested not in the tree itself, but the resulting
balancing partition of the covariate space represented by its leaves.

These three methods are closely related to the Polya tree type models in the
Bayesian nonparametric literature. For example, Ma and Wong (2011) and Soriano
and Ma (2017) adopt tree-based models to the general two-sample problem; Chris-
tensen and Ma (2020) achieves clustering functional data through the hierarchical
adaptive Polya tree. Although motivated by features of the microbiome data, some
novel developments of BGCR and DTMM can be adopted in more general settings.
For example, the regression adjustment in BGCR can be adopted in the MRS test
(Soriano and Ma, 2017) to control for false discoveries when covariate information
is available. Similarly, the node selection module of DTMM can be applied to the
more general functional data clustering problem. Our retrospective framework for
causal inference is closely related to the classic two-sample problem. By conditioning
on the treatment assignment indicator, we are essentially comparing the covariate
distributions under the two treatment groups. The theories we developed here are
thus applicable to the coupling optional Polya tree (Ma and Wong, 2011) for the

two-sample problem.
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Appendix A

Supplementary Material for Chapter 3

A.1 Computational strategies

The crux of doing inference with BCR is to calculate the marginal likelihoods M (A).
We use the computational strategies in Ma and Soriano (2018) to compute the in-
tegrals. Specifically, for fixed v, the inner integrals on the regression parameters are
evaluated based on Laplace approximation; then the outer integral on v is calculated
with finite Riemann approximation.

With a bit abuse of the notations, in this section, we use B(A) to denote the
‘active’ regression coefficient in (3.10). That is, under the null, B(A) is just the B(A)
in (3.10); under the alternative, 3(A) denotes (B(A)",v(A4))". x;; is redefined to be
the ‘active’ covariates in the same sense. With these notations, we have g(0,,,(A)) =

x;8(A) and 0;;(A) | 2, v(A) ~ Beta(f,,(A)v(A), (1 — b, (A))r(A)) for each local
beta-binomial model.
The computational strategies are the same under both hypotheses. Let m4(3)

be the prior density of 3(A) under either hypothesis. For fixed v in the support of
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G 4(v), by the Laplace approximation, the inner integral is

L(A) = [TTT1Lo50 @58 v | v A usy(A))ma(B)dB

J =1 j=1

= (exp {ZlogﬁBB(g_l(%Tj ), v i (AL, vij (Ar)) + 10g7TA(,3)} dpB

i’j

— [ exp h(8)} 4B

J

~exp{hy(B,)} - (22| = H,(B,)[

= LV<A)

where h,(8) = 3, 1og Les(g™ (x],8),v | yij(A),yi5(A,)) + logma(B), B, is the
maximizer of h,(8), H,(3,) is the Hessian matrix of h,(8) at 8 = B,. d is the
degrees of freedom of B, which is (p + 2) under the alternative and (p + 1) under
the null. We describe a Newton-Raphson algorithm to solve for B,, below. The log-
likelihood function is strictly log-concave and the Newton-Raphson method generally
converges after only a few iterations. Finally, to get M (A), we compute the outer
integral on v, { L, (A)dG 4(v), with finite Riemann approximations. Specifically, after

calculating ﬁV(A) at a grid of v’s: vy, s, ..., vy, we have

J A)dGa(v) ~ Y. Ly, (A)(Ga(vm) — GalVim-1)).

Newton-Rhaphson for Bl,. In this subsection, we shall fix our attention on a
specific node A and suppress the ‘(A)’ in the notations. Moreover, we let y;;(A4;) = t;;

for simplicity and express the local Beta-Binomial regression model on A as

t;j ~ Binomial(y;;, 0;;), 0 ~ Beta(0q,v, (1 — 04,,)v), and g(b,) =x'p.
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The contribution to the log marginal likelihood from the j-th observation in group ¢
is
lij =log L9~ (x;8),v | tij, yij — tij)
=log (s, v + tij) + 10gT((1 — bz, )v + yij — tij) —log T'(v + vi;)
—1ogI'(0g,,v) —logI'((1 — 0s,,)v) + logI'(v).

Taking the first derivative w.r.t. 3,
0olyj _ 0l . 00q,; ' N
B 00y, Ony I8

where 7;; = :c;; B. Now with ¢ denoting the digamma function,

alij

o = V[00z, v + i) = O(L = o, v + i — i) = 60a,v) + G((1 — O, V)]

With the logit link, 65, = g~ (m;;) = 1/(1 + e "), and

00, . 1
Ik R _l":ac--l_ac---
a,rhj (g ) (Th]) 9 1]( 9 z])
Thus
alij
B Vo, (1 = bz,,)[0(0a, v + tij) — (1 — O, )V + yij — tij)

- ¢(9wuy) + ¢((1 - chw)y)]wlj

The second derivative of [;; w.r.t. 3 is

Ply Pl (02,\* (ny\ (O L Oy ey (O (Ony
0BoBT 062\ Ony oB)\oBT) " 0., o oB ) \oBT
i (%U a‘gmlj 62771'3'
0, O BB

The third term on the right-hand side is equal to zero. With v being the trigamma
function,

002

Lij

= VQ[Qp(@wijV + tij) + ¢((1 - 6:131']')]/ + Yij — tij) - 77/)(way) - ¢<(1 - eﬂc”)y)]
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Thus the first term is

Pl (002,\* (5 (5"
o6z \ on; o8) \ o8
= V2[77Z)(9w,-j7/ + tij) + @D((l — Gmij)u + yij — tij)

- w(ewulj) - ¢((1 - ezzg)y)]eiw(l - ewzg)2wl]wz—;

The second term, which has expectation zero, is

Ol 029% onij i !
sy O (%) (0ﬁ>
= [0(0a,;v + i) — S((1 = O, )V + yij — t5) — D(0a,;v) + O((1 — bz, )V)]

X O (1= 0, ) (1 — 205, )i,

v

Foreachi=1,2, 7 =1,2,...n, let

QAij = ¢(9m¢jy + tij) - ¢<<1 - ewij)l/ + Yij — tij) - ¢<9w231/) + ¢((1 - ewij)y>
bz’j = ¢(6$ijy + tij) + ¢((1 - emij)l/ + Yij — tij) - w<9wmy) - w<<1 - 9%;)”)

Since the total log likelihood is [ = >, ; Ii;,

where the rows of X are x;, Wy = diag(ay;) and z = (0g,, (1 = 0a,,), ..., 0a,, (1 —

7,]7

Oz, )y -+ s Oy, (1 = Oay, )T, The rows of X, Wy and the elements of z are ordered

first by j and then 7.

=v Z blﬂi — 0, T + VZ 0, (1 — 0z,,) (1 — 205, )i,

i,J

5ﬁ5ﬁT

= X " W,X,
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where Wy = —diag(ubijﬂiﬁ(l —0z,,)* + aijb,, (1 — bz,,) (1 — 20,,,)). The columns of
W, is also ordered first by j and then by <.
When applying Laplace approximation to evaluate the marginal likelihood for a

fixed v,

L, = j exp{l(8) + log m(8)}48,

where 7 is the prior on 3. For example, with () is the independent normal N(0, o)

on the k-th element of 3, let h,(3) = I(B) + logm(B) = I(B) — B"X713/2, where

¥ = diag(a?,...,02), we have
ahu(/g) _ ol _ y—1
I R
02]1,/(/6) _ 821 . 2_1.

0B0BT ~ 0BIBT

Hence the Newton-Raphson step for solving the MLE of 3 given v is given by
B _ g0 (XTWZ(t)X n Zfl/y> = (XTWft)Z(t) _ Zfl/é(t)/y) .

Under the alternative, suppose that 7(3) = 7(81)7(7y), where By are the coeffi-
cients for the covariates and ~ for the group indicator. Instead of using independent
normal prior on 7y, the LIM g-prior (Li and Clyde, 2015) could be adopted. Using

the independent normal prior for 3;, we have

hy(B) = 1(B) + log w(8)
= 1(B) - BIZ'B/2— g T (A)7/2

=1(B) — B{Z7'B1/2 — g7 (X TWoX)avy/2

where (X Wy X )2 denote the block of the Hessian matrix corresponding to . There-
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fore,

5hl,(ﬁ) T — . .
- =vX ' Wz (g—ly(X W2X)2 ?)

The resulting NR update is

R R Yty 0 -
) _ g0 [ xTwx
AET=p *( WX+ g xwix),

&_1 g(t)
% XTWI(t)z(t) . b 1ﬂ(1t)/V '
g HX T, X),40

A.2  More on decision making

We first consider the original hypothesis that there is no cross-group difference.
Taking a decision theoretic perspective, let d(y) € {0,1} be some decision rule,
with d(y) = 1 corresponding to the rejection of the global null that there are no

cross-group differences in the OTU composition. When the loss function is

L(d(y), C) =C- ]]-[HO is true]d(y) + (1 - C) : :H-[Hl is true](l - d(:’-/))

for some 0 < ¢ < 1, one can show that the Bayes optimal decision rule is d(y) =
Lipjap>¢- In particular, when ¢ = 0.5, this gives the optimal decision under the
simple 0-1 loss.

The decision on reporting the significant nodes is essentially a multiple testing
problem. One way to address this problem is to use loss functions specified with the
false positives and false negatives (Miiller et al., 2006). For example, let d;(y) € {0, 1}
be the decision rule on the i-th node; again, d;(y) = 1 corresponds to the rejection

of the node-specific null. Let FD and FN denote the number of false positives and
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false negatives. The posterior expectation of FD and FN are
FD = ) (1 — PMAP;) x di(y),
FN = Y PMAP; x (1 - di(y)).

It can be shown that under the loss L(d(y),t) = t x FD + FN, the Bayes optimal
decision rule, which minimizes the posterior expected loss L(d(y),t) =t x FD + FN
has the form d;(y) = 1pmap,><) with the optimal threshold ¢ = t/(t + 1), t > 0
(Miiller et al., 2004). In our application, we use ¢ = 0.5 that corresponds to ¢ = 1
which is also recommended by Barbieri et al. (2004) from a Bayesian model choice
perspective. Note that one can also consider loss functions that directly take into
account the dependency among the hypotheses being tested. In our framework, such
dependency is incorporated only through the probability model, not in the decision

theoretic part.
A.3 Covariate selection

As we noted in Section 4.2.4, covariate selection is achievable in BGCR by putting

a spike-and-slab prior on the regression coefficients (George and McCulloch, 1997).

For example, let 7, nd Bernoulli(g;) where ¢, € (0,1),l=2,...,p+ 1. For A€ Z, we

can modify the prior on 3(A) to be
BiA) (1 = 1)dy + 1N(0,02(A)), [=2,....p+1, (A1)

where dy is a point mass at zero, o7(A)’s are chosen for N(0,07(A)) to cover all
reasonable values of f;(A) while not supporting unreasonable values of (,(A).
Let r = (rg,...,7p41) € {0,1}?. The independent Bernoulli priors on r; induce

the following prior on r



Conditioning on =, the marginal likelihood of the data, ¢(€2 | r), is available as a
byproduct of the BGCR inference algorithm (Section 4.2.4). When the number of

covariates is not too large, this allows us to get the posterior of » by Bayes theorem:
m(r | Y )om(r) i (82 ] 7).

We modify our simulation scenario IV in Section 3.3.3 to give a simple illustra-
tion of the covariate selection procedure. Consider the data simulated under the
alternative, in which the counts of OTU ‘4481131’ (w;) are increased by 175% in the
second group. Instead of using “gender” as a confounder, we generate two covariates
for each sample:

zija CN(0,1), w5 " N(0,1).
Suppose that the first covariate is relevant to the counts of a specific OTU while the
second covariate has nothing to do with the OTU counts. Specifically, we increase
the counts of OTU ‘4352657 (w,) in the j-th sample in group i by (z;;2 x 175%)
(when this value is less than —1, we set the count to zero). We note that due to the
large variation in OTU counts, the signal injected on w, is quite weak.

Consider a specific round of simulation. We let ry = r3 = 0.5, ¢?(4) = 10
for | = 2,3 and fit BGCR with the prior in (A.1). A.l summaries the posterior
probabilities of the four possible models. In comparison, each model has equal prior

probabilities. Therefore, the important variable is correctly identified.

Table A.1: Posterior probabilities of different models (no confounding).

Covariate in the model None 2 3 2 and 3
Posterior probability 0.223 0.320 0.186 0.270

Although a covariate selection procedure can be incorporated in BGCR, one

must proceed with caution since this can substantially affect or even invalidate the
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meaning of the testing result on the two-group difference. To see this intuitively,
consider the following simplistic but representative scenario. Suppose there is a
(close-to) perfect confounding covariate which explains virtually all the difference
across the two groups. Once this covariate is included in the model then there is
no remaining cross-group difference and the two-group comparison will not favor the
alternative. However, including the covariate into the model may not improve the
fit to the observed data in any substantive manner as its effect is largely overlapping
with that of the intercept (i.e., the group label). Consequently, statistical model
selection strategies, both Bayesian or frequentist, would very likely to exclude this
covariate from the model. This would lead to a significant testing result on the two-
group differences. As a simple illustration, in the previous example, suppose instead
we have

Iljg 11(/1 N(O, 1), Z’ng nf\(/i N(Q, 1)

In this case, the first covariate is a confounding variable. A.2 summaries the posterior
probabilities of the four possible models. Due to the strong confounding effect, the
first covariate is excluded from the model, which would lead to false positives in the

testing scenario.

Table A.2: Posterior probabilities of different models (with confounding).

Covariate in the model None 2 3 2 and 3
Posterior probability 0.599 0.001 0.400 =~0
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A.4 Additional figures
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FIGURE A.2: ROC curves for Scenario I and II with M = 75. The columns are
indicated by the percent of count increased in the second group (p).
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FicURE A.7: PMAPs for the four comparisons that reject the global null.
nodes are colored by PMAPs reported by BGCR with no covariate adjusted.
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FiGURE A.8: PMAPs for the four comparisons that reject the global null. The
nodes are colored by PMAPs reported by BGCR with only non-dietary covariates
adjusted.
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FicURE A.9: PMAPs for the four comparisons that reject the global null. The
nodes are colored by PMAPs reported by BCR with both non-dietary covariates and
dietary covariates adjusted.
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Appendix B

Supplementary Material for Chapter 4

B.1 Computational strategies

B.1.1 Derwation of the Gibbs sampler for DTMM.

The key to the derivation of the Gibbs sampler is to marginalize out the sample and
cluster-specific parameters such that the number of parameters need to be sampled
is greatly reduce.

Recall that for Y,/ = {y; : ¢; = ¢,i € I}, the marginal likelihood of Y,/ at node
A given v(A) = 1 or y(A) = 0 after marginalizing out the sample-specific parameter

and the cluster-specific parameter can be written as

L1 = [[ LA 92 (A () = LB A) [1(4) = 15()

yi(A)\ B(O(A)T(A) + vi(Ar), (1 — 0(A))7(A) + yi(Ar))
-1 1 ()

{i€l:c;=c} (Al)

6(A)90(A)V0(A)—1(1 _ Q(A))(l—QO(A))Vo(A)—l
© T B(o(A)no(A), (1 - 60(A))ro(A)) do(A)dF4(r),
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CAV! | (A f f LAY | 2(A), 7(A) = 0,9 (A)dII((A) | 1(4) = 0,55(4))

_ yi(A)\ BO(A)T(A) + yi(A), (1 — 0(A)7(A) + yi(A,))
- 1 ( > TR

{iel:c;=c} Yi (Al)

(i). The full conditional of ~. For each A€ Z, let Y(A) = {y;(A) : i € [n]} and
Y.(A) = {yi(A) : ¢; = ¢,i € [n]}. We have

MIO(A ’ 7_A7 C, B7 )\)

cec*

) | v 1peanancay

(ii). The full conditional of ¢. For i € [n], let Y denote the set of samples

with sample i excluded and let ¢*; = {c_;} be the set of distinct values of c_;.
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For c € ¢*, we have

PI’(CZ' =c ‘ C—i>Y77767 )\)

OCPI(Ci =cC | C—i77757>\)‘c(yi | Y_iaci = C, C—z',%ﬁa)\>

OCT],,LC X J£<y2 | Yﬁia Ci =¢C,Ci,7, 57 )‘7 /l;)dn(’(;)

e [ [ [ew v m s dan: J)m] ATI(4)

o £l LY )
e U Ll o) H(”[’)]

{AeT:vy(A)=1} {AeZ:v(A
o Y, LAY [ (4) o
et T, U {H VL3 (Y| p(A)) (‘b)}’

(B.4)
where we use L(y; | —) to denote the conditional likelihood of y; given certain

parameters or other samples. Similarly, we have

PI'(Ci :+: Cj for a‘H] :*: i ’ c—i7Y777ﬁ7 >\)

OCPr(Ci ¢ C*—i ‘ c—i/y’ﬂa )‘)£<yl ‘ Y_ivci ¢ Ciiac—ia’yaﬁa )‘)

OCB X fﬁ(yz | Y_iaci ¢ Cizﬁc—ia’%ﬂa )\,’L[))dH(@L)

w | [ ot | Yt com by oy [ an)

. £AY | 9(4)
ix 1 H) U Lz e H(’”]

{AeZy(A)= {AeZ:v(A)=

0( | ~( ))
acp X £1 i = dH .
5 (i | ) x U | | Ly LAY [ (4) (¢)]

{AeZ:v(A
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Putting together (B.4) and (B.5), we have

L1 (y;, Yc_i | )
LY 1Y) (B

PI"(Cz' + Cj for all j 4 ’ c_i,Y,v,p, )\>OC5 X ﬁl(yi ’ ’Y)-

Pr(c; = cfor some ce c_; | e, Y, v, B, N\)ocn_; . x

Note that the integral term in (B.4) and (B.5) represents the marginal like-
lihood of y; at the nodes with v(A) = 0 conditioning on all other samples.
This likelihood does not depend on c_; since the cluster-specific parameters

1p¥ share the same value at these nodes regardless of c.
B.1.2  Numerical approximations to the marginal likelihoods

To fully specify the Gibbs sampler, we need to numerically approximate the following

marginal likelihoods at A € Z:

1. The marginal likelihoods of a set of samples from the same cluster given v(A) =

1 LMY,

2. The marginal likelihoods of the samples given v(A) = 0:
| e 1eapanca) (B.7)

Note that (B.7) is a one-dimensional integral that can be easily approximated by

quadrature. For £{(Y,1), let

yi(A)\ B(OT + vi(A), (1 —0)1 + y;(A,))
o0.m= 11 (yxAz)) Blor. (1 0)7)

{iel:c;=c}

(B.8)
§o(Ao(A)=1 (1 _ g)(1—Bo(A))wo(4)-1

h(8) = B(6o(A)vg(A), (1 — 0p(A))v(A))

Then we have

LYl = f Ug(e, T)dFA(T)] h(0)db. (B.9)
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Both integrals in (B.9) are one-dimensional. In our software, we approximate both

integrals with quadratures.
B.1.83  Sample classification for microbiome data

In this section, we provide details on performing sample classification for microbiome
data under the DTMM framework. Let g be a new microbiome sample from (2.33)

in section 2.5. Similar to the computations in (B.4), we have

Pr(é=k|9,Y)

i L(G | &=k, Y)

e Y rr | V) [[ 2] 059, Y d(w? | Yiy. $)an(h | v)
vy

wn Loy | V) [ | [ 603 w20, vt .| )

L3, Y3) LG Y [P(A) -
s 2,y [ Y) Ty LT ()
k; {AeI:ly—([l)—l} LE(Y2) f{AeI;l:(L)—o} Lo(Y [¢(A))

Al ~
e ly) [T Gl 1 [,

¥ {AeZ:v(A)=1} {AeZ:v(A

(B.10)

where
(v | Y)om(v)L(Y [ v)

ety [ [1 < ] fﬁAYw ))dII((A)).

{AeT:v(A)=1} 1<k<K {AeT:(A)=
(B.11)

Note that (B.10) and (B.11) can be evaluated numerically.
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B.2 Additional materials for the numerical examples

B.2.1 Logistic normal approximations to the DT distribution

Lemma 3. Ford > 2 and d e N*, let Q be a distribution on S%'. Let L' be the

set of logistic-normal distributions on S“t. We have

P = argmin Dg.(Q | h),
helLd

where

L_d

P 2 Logit—Norm(ﬁ, 2)7 B = ]Ea:~Q [log (—)] , 3= Vw~Q [log (H)} .
de Id

Proof. For h ~ Logit-Norm(f, f)) e L9, the pdf of h can be written as

p(a) = 275 (ﬁ xj> o tes(%) ) 5 on() )

= f(z)exp {n'T(z) — A(n)},

where

Thus h is an exponential family distribution with natural parameter 1. Note that

Da(Q | 1) = Bg [1ox (7 )
= Eq[log Q] + Eq [A(m)] ~ Eq [1 T(@)] — Eo llog /(2)
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By the property of the exponential family, we have
Vi Dk (@ || h) = En[T ()] — Eq [T(x)] .

Let h* satisfy V, Dk, (Q | k) = 0, if follows that Ej« [T (x)] = Eq [T'(x)]. Consider

the second derivative of Dkp,(Q | h) at h*
VVy D (@Q || h) = VV,Eq [A(n)] = Vi [T ()],

which is positive semi-definite. Therefore, h* minimizes Dk (Q | h). O

Therefore, for () 4 DT7(0, 1), the best approximation to () in the logistic-normal

family is P < Logit-Norm(jt, 3) such that

- T_q < L_g
=E,0 |l — )|, X=Vzoll — |-
= Erva b ()| 2 Ve e ()

For the j-the OTU wj, let A;, be its parent in the phylogenetic tree. Let a; =
0(A;,)7T(A;p) if w; is the left child of A;, and o; = (1 — 0(A;,))7(A;j,) otherwise.
Similarly, for A € T, let B4 = 6(A,)7(A,) — 6(A) if A is the left child of A, and
Ba = (1—-6(A,))T(A,) — 0(A) otherwise. The density function of () can be written

as

—1 d

po(@) = | | [ BO(A)7(A), (1 - 6(4))7(4)) H:B?j_l [ [«

AeT AeT

where 4 = )] jea Tj. Therefore, the Dirichlet-tree distribution is a member of the
exponential family with natural parameter n = {{a; : 1 < j < d},{8a : A€ T}}.
Let

An) = ) log [B(O(A)T(A), (1 - 6(A)r(4)].

Again by the property of the exponential family, & and 2 can be computed with the

digamma and the trigamma functions.
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B.2.2 Additional figures for the numerical examples
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F1GURE B.1: Boxplots of the Jaccard index (n = 90).
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FIGURE B.2: Boxplots of the Jaccard index (n = 180).
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FIGURE B.4: Illustrations for an example from simulation scenario V. (a): Proba-
bility of two samples being clustered together by DTMM based on 1000 post-burnin
MCMC samples. The samples are ordered by their cluster labels from DTMM. The
clusters identified by DTMM are highlighted by squares colored as in 4.10. (b):
An illustration of the node selection property of DTMM. The nodes are colored by
their estimated posterior node selection probabilities. The heatmap plots the relative
abundance of the samples grouped by their cluster labels from DTMM.
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Subject D: DMM
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FIGURE B.5: The heatmap of the microbiome samples of patient D (after the square-
root transform). Each column represents a specific sample. The columns are ordered
by the times the samples were collected. The colors of the z-axis labels represent
the clustering labels of the samples returned by DMM. The legends are defined the
same way as in 4.12.

157

Q LA VLD 300,00 3009 A AN dh o o™ 19 60 A\ o 6D 4O 0N 6% 6 o> 69 60 A\ 4D 6D O N QU WD
ST TP FII T I I I I I PP P PP F ST P PP PP P PP FF T F TP PP PSS

I SIS
XTI T SR P 2e)

bw;o(o"o

~0.5
Yij

0.75
0.50
0.25

0.00



Subject F: DMM
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FIGURE B.6: The heatmap of the microbiome samples of patient F (after the square-
root transform). Each column represents a specific sample. The columns are ordered
by the times the samples were collected. The colors of the z-axis labels represent
the clustering labels of the samples returned by DMM. The legends are defined the

same way as in 4.12.
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B.3 Additional materials for the applications
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F1GURE B.7: Traceplots of some summary statistics for Section 4.2.
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black boxes illustrate the characteristic OTUs of each cluster.
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Appendix C

Supplementary Material for Chapter 5

C.1 Proof of Lemma 1 and Lemma 2

For Lemma 1, let 7U) and 7U) be the underlying partition tree of Qx gen-
erated when generating (FéK),Fl(K)) and (FO(K),FI(K)). For any £ < %) we
have Pr(T®) € E) = Pr(T®) € E). When TH) = 7 (FF) FFY | 4 =
(FO(K), ﬁ’l(K)) | Afor Ae L(TU)). Note that for i = 0, 1, F;(£5)) follows a Dirichlet-
tree distribution (Dennis, 1991) with parameter 7%) and o with the following den-

sity function

plx)oc 1_[ xZ(A)*l 1_[ xOLB(B)*Oé(Bz)*&(Br)
AeL(T(K)) BeZ(T(E))

where © = ﬁi(ﬁ(K)), TA = E(A), TR = ZAE,?—(K) Ta, 7~;§K) is the subtree of 7U) with
B

B as the root. If a(A) = vG(A) for Ae ¥
E(Z(K)) ~ Dir(by, by, . .. 7b|£<K>\) < Ffi(ﬁ(K))a
where bj = Fz(AJ), Aj € E(K) ]

Lemma 2 is essentially the Theorem 4 in (Ma and Wong, 2011). ]
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C.2 Some theoretical properties of the nonparametric CDR model

In this section, we provide details on the theoretical properties of the proposed CRD
model (without incorporating an outcome model). Specifically, we study the limiting
behaviors of the posterior (P | X, Z,) as n — . To this end, we introduce some
additional notations and list some important notations introduced in Section 5.2.
For T, recall that £(7) and Z(T) denote the set of leaves and internal nodes of
T. We write A e T if Ae L(T) ZI(T) Let ny = |z, and ny(A) = |x,(A)| for
AeT and g = 0,1. We denote the covariate of the samples in the two treatment
groups as Xo, = {To1. T2, - - . , Ton, } and Xy, = {®11 T19, ..., T1y, } Where n = ng+n;.
Let X, = {Xon, X1} denote the covariate on all the n samples. In this section, we
assume that A, incorporates the treatment information Z,. Therefore, we simply
write < | &, for “ | &, Z,”. Given a tree T, we let x,(A) = {xy : x4 € A0 =
1,...,ng} for g = 0,1 be the samples in the two treatment groups that fallin Ae T,
Xn(A) = {zo(A), 21(A)}.

Recall that .75 denotes the set of trees with maximum partition level K under
partition rule R, A %) = {4 : A € e ruo L(TH))} denotes all reachable subsets
of Qx by trees up to level K. For T e .7%) we let 1(A) denote the level of A for
AeT. For T,T' € 75 we write T < T"if T is a subtree of 7' and 7 < 7" if in
addition T # 7. For Ae L(T), let A}, = {Age L(T") : Ag = A} be the set of all
descendant leaves of A in 77, and let Ap = |Jr_r{Aa€ L(T") : Ag = A} be the set
of all potential descendants of A that are reachable by trees up to level K.

Given T € 7®) and a probability measure G on Qx, let

Gir(B)= > G(A)M7
AeL(T) u(A)
for any Borel set B < {lx. G|7 can be viewed as an approximation to G' with respect

to the partition induced by the tree 7. If G has a density function g, G|1 also has
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a density function:

Q

(A

grie) = 3, Mwe )T

AeL(T) H

~—~

Moreover, for A € T, let G4 and g4 denote the conditional distribution and the
conditional density of G' on A, respectively. We use H(G) to denote the entropy of G
and Dk1,(G1 || Go) the Kullback-Leibler divergence from G to G for two probability

measures G and Gy. Without loss of generality, let u(Q2x) = 1, we have

Lemma 4. Let G be a probability measure on 2x with density g, U the uniform

distribution on Qx. Then for T € TK),

1. (i). Dr(Gir [ U) = 3] G(A)log%;
AeL(T)

2. (i), Dgi(G | Gyr) = —H(G) = D (Gyr | U).

Proof. (i) is trivial. For (ii),

(x)u(A)
Dir(G | Gir) = (@) log D2 ()
= x)logg(x ) — 0 G(A)
| s@osgte)duta) 2 Gt

= —H(G) — Dxr(G7 | U).

O

The next Lemma studies the limiting behavior of the likelihood given a specific

T, which is useful for studying the limiting behavior of the posterior of P. Based
on this Lemma, the KL-divergence between the true covariate distributions and the

tree-based approximations to these distributions plays an important role.
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Lemma 5. For T € &)

(X | T)

n RS CoDkr(Foir | U) + G Dgi(Fuyr | U) — Dgr(Fir | U) — H(F)

= Dki(F | Fir) — [¢oDi(Fo | Forr) + G Dk (Fy | Fyr)] + C(Fo, Fr),

as ng — w,n; — 0 and ng/(ng + n1) — (o € (0,1), where with respect to T,

C(Fy, F1) = — [CH(Fo) + G H(F1)] is a constant.

Proof. Let (1 =1—(y, F = (oFy + (1Fy and f = (ofo + (1 f1. Let U be the uniform
distribution on Qx, since u(Q2x) = 1, the likelihood of the uniform distribution on

X, can be decomposed along 7T as

L=u(X)= [] Va&, < [ wx A),

AeN(T) AeL(T)

where

Va(Xo(A) | T) = (A | A" (A, | A4 for Ae N(T)
W(X,(A) | A) = uw(X,(A) | A) = p(A)"D, for Ae L(T).

Similarly, the marginal likelihood of 7" has the decomposition

LX, | T)= ] La(X. ]_[ DX,

AeN(T) Ael(T

where

B(ng(A;) + ao(Ar), no(A,) + ap(A,))

La(X,(A) | T) = Blag(A), ap(A,))

y B(ni(A)) + a1(4)),n1(A4,) + a1(4A,))
B(ai (A1), a1 (Ar)) ’

O(X,(A) | A) is the marginal likelihood of the OPT process on A. Let

va(Xn(A) [ T) = 1og Va(Xu(A) | T),  w(Xn(A) [ A) = log W(X,(A) | A)

(X (A) | T) = log La(Xu(A) [ T),  o(Xn(A) [ A) = log &(X,(A) [ A).
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With Stirling’s approximation for the Gamma function, we have
g5s app

M@0 5 oy
Bz,y) = =W L o T Y
N YT B PR T

for large = and y. Following the strategy in (Holmes et al., 2015) and (Soriano and
Ma, 2017), for A € N(T), we can approximate the ratio

H (A) (Az\A) g(AD)+ag(A) pr (A ‘A)ng r)+og(Ar)
VA(Xn(A) |

g0 Ay () u(Ar] AyaAp(A, | Ayrsa) |

where C/() is a constant with respect to n, F,(A; | A) = ny(A;)/ng(A) and F,(A, |
A) = ny(A,)/ny(A) for g = 0,1. Therefore,

ZA( ( ) | A) ;UA( ( ) ’ A) L Z Cg [Fg(Al)log 4Fg(Ali| A) + Fg(Ar) log 4F9<AT7| A):| .

g=0,1 n(Ar | A) (A | A)

It follows that

3 La(Xn(A) [ A) —va(Xa(A) | A)

AEN(T) n

AG%ET)QZO:JCQ [FQ(AZ)I g (A | A) + Fy(Ar)log (A, | A) ]

= D6 2] > Fg(A’)logiFg(Al A > FQ(ATA)}

Fy(A")log
9201 AEN(T) | (AreL(Trarc Ay HALTA)  er ey u(Ar | 4)

+ Liarca,) log
9=01  aeL(T) | (AN (T): A5 AT} p(Ar | A) w(A, | A)

S S FIVCREND YR Comm S W)]

_ Moy Fo4)
= ZCg Z Fg(A)lg'u

g=0,1  AeL(T) (4)

CoDxL(Fgr | U).
g=0,1
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By Theorem 4 in Wong et al. (2010), the OPT process on each A € L(T) is

weakly consistent, thus
(X, (A) | A) = f(Xa(A) | A), ae. FY.

If follows that

Note that
f(x | A)
Da(Fal Ua) = | f@| Atos L2 Zhd(a)
fx) . fa)u(A)

- L poaree Ry @

- 07 | S oz f(@)dn(z) ~ o fj))
We have

AeL(T)

Put the two pieces together and apply Lemma 4, we have

WX | T) UX, | T)—logu(Xy,)

n n

3 a(Xn(4) | A) —va(Xn(4) | 4) 3 P(Xn(A4) [ A) — w(X,(A4) [ A)

AeN(T) " ACL(T) "

5 GoDxL(Foyr | U) + G Dkw(Fy7 | U) — Dxu(Fir | U) — H(F)

= —CoH (Fo) — G H(F1) — CoDkr(Fo | Foir) — G DxL(Fy || Fyyr) + Dxu(F | Fir).
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O

The following Lemma characterizes the trees with positive probability mass in the
limiting posterior distribution. Specifically, such trees should not contain leaves in
which the conditional covariate distributions under the two treatment groups differ
(up to a maximum resolution), and should not contain internal nodes in which the
conditional covariate distributions under the two treatment groups are the same (up
to a maximum resolution). Or put it another way, the procedure for generating the

partition stops when it should stop, and does not stop when it should not.

Lemma 6. Suppose that T € Y. Then TI(T | &,) — 0 as n — oo if either one of

the following conditions holds:

(i). 3A € L(T) with 1(A) < K such that Fo(Aq | A) £ Fi(Ag | A) for some
AdEAD;

(i1). JA € Z(T) such that Fo(Ag | A) = F1(Ag | A) for all Aye T and Aq < A.

Proof. For condition (i), by the definition of Ap, 37 such that (i) 7 < 7T, (i)

A e L(T)if A € L(T) and A" + A and (iii) Ay € £(T). Note that 7 can be
obtained by further partition A (and only A) e £(7). By Lemma 5,

PP CALs
_ B CRM) o P
- A | T\A) + Gh(4) o ) 4 67 (4)log TR — Py 10 £
2= i 1 T

= AX, | T\A) + o - G(Fo, AD) + ¢ - G(Fy, AD) — G(F, AD),

where A(X,, | T\A) denotes the limit of the log-likelihood at nodes of T except for
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A over n, and for a probability measure GG on Qx,

G(G, A}) - ZG éﬁ))
T es i@xﬁ EIey
B AZ (A log i((j; i AZ G(4;)log ifﬁ—,‘ﬁ?
G(A) log i((ﬁ)) 4 AZ G(4;)log (Aﬁ (j;‘é( o

where the summations are taken over A; € AZ. It follows that

L5 — L = Z ZCg ;) log (A, |A ZF ) log (A, \(A))( )

g=0,1 A;

Fg(Aj)
2 [ 2, Pl log o )

2GR
(ZCF )k)g S GulA; [ AVE(A)

9=0,1

> 0,

with equality if and only if for A; € A7),

Cofo(4;) _ C1F1(Ay)
Cor(Aj [ A)Fo(A)  Gu(A; | A)Fi(A)

< Fy(A; | A) = Fi(A; | A).

Since Fy(Aq | A) + Fi(Aq | A), L5 — 25 > 0. Thus

(T [ &) _ I(TL(X [ T)
(T | &) I(T)L(X | T)

which implies that II(7 | &) — 0.
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For condition (ii), let 7’ < T be the tree obtained by pruning the subtree of T
with A; and A, as the root in 7. We have

LX, | T =n(T | THM(X, | T),

where (7T | T') is the conditional prior probability of T given T,

M, | T)= ] L B)|T) [[ o= B)
BeN(T) BeL(T)
[ @3,
BeN(T)\N(T")

Lp(X,(B) | T) and ®(X,(B) | B) are defined in the proof of Lemma 5,

B(nog(By) + n1(B)) + w(By),no(B,) + ni(B,) + w(Br))'

Lp(X(B) | T) = B(w(By),w(B,))

Here M (X, | T) is the marginal likelihood of T with the two covariates distributions
coupled at all B € N(T)\N(T”). Note that

M@ET) o e T
Similar to the proof of Lemma 5,
Lp(Xa(B) [ T) B Bl ng(B )
~ C(a, w —_—
s 1 =N s L[V @

~ ~

(Bz | B)n(Bo+w(B) F(B | B)n(Br)+e(Br)
Fg(Bl | B)ng(Bl)+a9(Bl)F (Br ‘ B)ng(Br)-i-ag(BT) )

where C(a,w) is a constant with respect to n, F,(B; | B) = ny(B;)/ng(B) and
Fy(B, | B) = ng(B,)/ng(B) for g = 0,1, F(B; | B) = n(By)/n(B) and F(B, | B) =
n(B,)/n(B). Thus

1(X0(A) | A) — 15(X0(A) | A) ~ log (e, w) + % log n + log A(B),
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where

log A(B) :=

g=0,1

F(B,| B)"P)F(B, | B)"P")
Ag(Bl ‘ B>ng(Bl)Fg(Br ‘ B)ng(BT)

is the likelihood ratio for testing composite hypotheses Hy : pg = py vs. Hy : po F
p1 € (0,1). Under the null, —2A(B) % x? (?). Therefore,

15(X(B) | B) ~ 1a(%u(B) | B) , 1
log n 2
It follows that
wrn T LR
2T | T') exp <|N il - VTN n)
5 0.

Thus
(T | X) _ WTDLX,|T)
W7 [ &) I(THL(X, | T7)
which implies that II(7 | &) — 0. O

Lemma 7, Lemma 8 and Lemma 10 characterize the limit of the posterior on
the trees from another perspective. Specifically, these Lemmas profile the limiting
behavior of the posterior with respect to the propensity score. We note that Lemma 7
and Lemma 8 are special cases of Lemma 10. We state them separately since they
correspond to three common application scenarios.

Let e(x), & € Qx be the propensity score function. We first consider the case
where the propensity score function induces a sub-stratification structure on Qx.
We call P, a propensity score partition of the covariate space if P, = {E; € Z(RP) :
j € 1.} such that
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QX = LJjeIE E
2. 6(1‘1) = 6(332), le,mg € Ej, ] € Ie;
3. 6(331) =+= 6(332), le S EJ17 Iy € Ej2 and jl 2*2 jg.

where p is the dimension of X, Z(RP) the Borel algebra on R?. Let R(P,) be the set
of partitions that are refinement of P, that is, if P, € R(P.), then VA € P,, IE; € P,

such that A < E;. We refer to 0P, = |J..; 0F; as the boundary of P..

jele
For K > 0, each T € .7 induces a partition £(T) of Qx. Let 25) = {L£(T) :
T € )} be the set of all partitions of Qx induced by trees with maximum level

K under the RDDP prior. Moreover, let &2 = |-, 2 K) denote all partitions that
can be generated by the RDDP prior.

Lemma 7. Suppose that there is a propensity score partition P, of Qx. If 3ky such
that P, € 2% ) Then for K > ko, H(L(T) € R(P.) | X,) — 1 as n — .

Proof. For any K > kg and T € 7 by Lemma 5,

(X | T) » “ fa)log? ><>dﬂ()

n Ael(T) ( )

( N6 [ nenosEE e >> + (R, )
g=0,1
< C(Fy, 1Y),
with equality if and only if
fO( ) (zeA) . fl(m)]]- xeA)
A R for Ae L(T), a.e. p
< folx|A) = fi(x|A) for Ae L(T), ae. p
< e(x)=cafor Ae L(T), ae p
< L(T)eR(P.). O
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When the propensity score induces a finite partition that cannot be obtained
exactly by the RDDP procedure, or it does not induce a finite partition, we next
show that the RDDP procedure will concentrate to partitions that induce “good”
approximations to the propensity score function.

Given a partition P, for € > 0, let

M.(¢;P) = {az €Ox :

<€}.

Let R.(€) be the set of partitions of Qx such that if P € R.(¢), up(M.(e;P)) > 1 —e.

C1F1 A)
/;) CoFo(A) + G Fi(A )1(:3.5,4)

Therefore, R.(€) defines a set of “good” partitions in terms of the propensity score.
If the propensity score induces a finite partition P, R.(¢) # & since P, € R¢(€). Let
r(x) = fi(x)/fo(x) be the covariate density ratio, we have

_h(@) el
fol@) ~ G[L—e(@)]’

Gir(x)
Co+ Gir(x)

e(x) =

Lemma 8. Suppose that there is a finite propensity score partition P, of Qx such
that u(0P.) = 0. If in addition, the covariate density ratio r(x) is bounded: 0 < r <
r(x) < 7. Then for e >0, 3K, such that for K = K., II(T : L(T) € Re(¢e) | &,) — 1

as n — 0.

Proof. For fixed K = 0 and T € 7% let

9(T) = Din(F | Fi) = [QDxe(Fo | For) + GDsu(Fy | Fyr)] = ), 9a(T)

(@)pl4), @A)
U IR (Zoc | e WW(%‘))

TE) — argmax g(7T), ME) = max ¢(7T).
g ma 9(T) _max g(T)

By Lemma 5, as n — o0,
(T eTH | x,) - 1.
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Let M) = ma()é)g(T). Since 7)) « 7E+D) we have MF) < ME+D < 0.
TeT

We first show that as K — oo, M) — (. To see this, let K = p- K’ for K’ e N*
and let Tx € .7 %) be the tree that cut in the (I 4+ 1)-th dimension for any window
A with ¢(A) < K and «(A) = [ (mod p). Note that for A € L(Tx), u(A) = 27X
and diam(A4) = /p- 27X Let By, = {A € L(Tk) : A € E; for some j € I},
B%.. = L(Tk)\Br,. By definition, each set in By is a “balancing block” that allows
valid causal inference.

For each E € P,, let Br, (F) = {A € L(Tk) : A € E}. It can be shown that

O(E) = limkx—o Uacp, (5 A, where O(E) is the interior of E. To see this, note
K

that Tk, can be obtained by dividing each A € L£(7x) into 2P equal-sized cubes
with side length 27%'~'. Then By, (E) can be obtained by taking the union of
the smaller cubes if they are completely contained in . As K — oo, we keep this

process indefinitely. Since Vx € F, there is a cube A, € L(T, ) with side length

27K such that @ € A, © E. By the definition of B(T, ), Ay € B(T, ). Therefore,

p
UAEBTK A— UjEIe O(EJ) Thus

D1 A = ) u(Ey) = > uO(Ey)) = u(Pe) = 0,
AeB¢(Tk) J€le Jele
as K — oo. For @y, @y € A, A € Br, e(x1) = e(xs) and r(x1) = r(xz). Thus
fo(x)/Fo(A) = fi(x)/Fi(A) and ga(Tx) = 0 for A € Br,.. Suppose that § < fo, f1 <
M. It follows that,

ME) > (Tx) = Z 9a(Tk) + Z 9a(Tk)

AeBry, AeB%LK

5 M
>0+ <5logM— > <9M10g7> > u(A) -0

g=0,1 AeBErK

as K — oo.

174



Given a partition P, similar to the definition of M.(e;P), let

<6}.

By the uniform continuity of g(x) = 12/({y + C1z) on [r, 7], 3¢’ such that |g(x1) —

) - 3 0l

M, (e;P)=<axelx: @e
6= {zene o)~ £ Hiten

g(x29)| < € for |xy — 29| < €. Thus M, (¢';P) € M.(¢;P). For & € A, let

i) = e o T - ( S Cufy(a) o M)

F ! (A)
ag + aq ag + aq by ag ag
= (bo+b lo - -—=log —= |,
(b 1)<b0+b1 “botb  Sibotb by b,
where
CQFQ(A)
ag = Cofqlx), b, = , forg=0,1.
g g g( ) g PJ(A)

For x € A n MS(€;P), by Theorem 1 in (?),

1 . bo bl (CLle — a1b0)2
LA) < —=(by+ b R R = s e
ha; ) < =50 +b) Xmm{ }X bobi (b0 + br)?

ag aq
1 . bo bl y a%bo ay bl 2
= ——min{ —, — _ = — =
2 a07 ai bl (bo + bl) ap b[)
< —0612,

where C' > 0 is a constant that does not depend on @ and A. We note that C' exists

since fo(z), fi(x) and r(z) are all bounded. Thus for T € (Jyxoo 7 such that
u(M,(€;L(T))) <1—¢, we have

9(T) < h(z; A)dp(x) < —Ce?u(M:(e; L(T))) < —Ce”e.

AeL(T) LEAﬂMﬁ(e;E(T))

Since M) — 0 as K — oo, 3K, such that for K > K., M5 > —Ce?e > ¢(T).
Then for K > K, I(T : p(M,(€;L(T))) <1—¢€]| X,) = 0 as n — . The result

then follows by noticing that .7 is finite. m
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We next focus on the case where the propensity score function does not necessarily

induce a sub-stratification structure on Qx.

Lemma 9. Suppose that r(x) is uniformly continuous and 0 < r < r(x) < 7. Then

Re(e) £ @ for Ve > 0.

Proof. Since g(x) = (12/((o + (1) is uniformly continuous on [r, 7], 3¢’ such that
lg(x1) — g(x2)| < € for |z — 25| < €.
By the uniform continuity of r(x), 39, such that |r(x;) —r(xs)| < € if |21 — 5| <

de. Let P be a partition of Qx such that diam(A) < d.. Then

1 (zea)

Fi(A
(@)= X, piqt o] -

AeP

‘ Z SweA x)dp(z)

AeP meA fO( :U'(m)

< L(geay max {[r(x) — 7a|, |[r(x) —1r4]} <€

where 74 = maxgea r(x), 14 = minges r(x). It follows that

a:EA)
AeP A

Thus P € R.(¢). O

GFi(A) ( )ﬂ(meA) _

A=) = 2 GRA) + GR(A

Lemma 10. Suppose that the covariate density ratio r(x) is uniformly continuous
and bounded such that 0 < r < r(x) < 7. Then for e > 0, K, such that for K > K,
I(T : L(T) € Re(€) | X,) — 1 as n — .

Proof. Define g(T), ga(T), T¥) and M%) as in the proof of Lemma 8. Similar to the
proof of Lemma 8, it is sufficient to show that M) — 0 as K — o0. Let K = p- K’
for K’ e N* and let Tx € 7 be the tree defined as in the proof of Lemma 8 such

that for A € £(Tx), diam(A) = \/p- 275", For € > 0, by the uniform continuity of
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r(x), there is a 0, such that for |r(x;) — r(xs)| < € for |x; — x5| < d.. We let K’ be
chosen such that diam(A) < ¢, for A € L(Tk).

For A € L(Tk), we define h(x; A), ag,bo,a; and by as in the proof of Lemma 8.
By Theorem 1 in (?),

1 bo b1 (a0b1 — a1b0)2
h(x;A) = —=(bg + b ASuUhC SR bl 2
(w7 ) 2( 0 + 1) X maX{ ) } X bobl(bo + b1)2

ag Qi
——lmin @ ﬁ x—a%bo ﬂ_ﬁ i
N 2 Clo7 aq bl(bO + bl) Qo bo

where C' is a global constant that does not depend on « or A. Then

9(T) = > ga(Tx) = D] f (x) = —C¢

AeL(Tk) AeL(Tk)

and

M) > g(T) = —Cé

Since € is arbitrary, we have M%) — 0 as K — oo0. The rest of the proof follows by

the same reasoning as in the proof for Lemma 8. O]

C.3 Proof of Theorem 1 and Theorem 2

For Theorem 2, let
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We have 7, % 7. For ¢/2 > ¢ > 0, let

L5

AeL(T) Li=1
n

n(4) 1
(4)  e(Xy)

~ ~

Te(rm) — Te

> Z;Yil (xen)
n

i

= (A1 + Agg + Agz) — (Aor + Ag2 + Ags),

AeL(T) Li=1 (

n( 1

A)
(4)

(2 no

where

n(A)  F(A)
(A " ClFl(A))Zi}/;]l(XieA)]

> Zz}/z IL[XieAmMe(G[:(T))]

> ZiY;IL[XieAmMg(ﬂﬁ(T))]

and

n(A)  F(A)
no(A) coFo<A>> - Z"M‘X*A)]

-

BN
m
5
3
i
_

F(A) 1
CGFy(A) 1—e

-

i
m
B
3
i
—

F(A) 1
((]Fo(A) B 1—e

-

1

B
m
iy
3
i

Note that as n — oo,

Anl< )]

AeL(T)

2

AeL(T)

Bni(A)

n(A)  F(4) '
nl(A) C1F1(A)

F(4)  F(4)
GFi(A)  GFi(A)

‘BFI(A) = 07
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( X,)> (1= Z)Yilix,eanms (o) |-



aczir €le =) "
Be Be
Q(Q_ )C1F1<M6(€7£<T))) < Q(Q—E),
ni(An M(e; L(T)))
|Ay3| = BCy <
Ae;(T) n

— BOIGE(M(6 L(T))) < BOIM p(M((e; £(T))),

where C; < oo is a constant such that

(] > max max max
T Ael(T) weA

1 R4 ‘
e(x) GFR(A)]

Note that C; exists since e(x) and r(x) are bounded. Therefore, for 7 such that
L(T) € R.(¢), as n — o0,

2Be
|A1| < |A11’ + |A12| + |A13| < ? -+ BClME = CHE.
For T such that £(7T) ¢ Rc(e), as n — oo,
2Be . 2B
|A1| < |A11| + |A12’ + |A13| < 6_2 + BC’IM,u(Me(e,E(T))) < ? + BClM = Clg.

Similarly, we have as n — o,
|Ag| < Core, for T such that L£(T) € R.(¢)
|Ao| < Co2, for T such that £L(T) ¢ R.(e).

For K > 0,
Eltzer | X, Vu] — 7 = Jfﬁmdn(T | x,) — TATE

= > (T | X)[Fem — 7]
TeT(K)

— Z (T | X)[Feer — 7o) + (e — 78TF).
TeT(K)
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By Lemma 8 or Lemma 10, for every ¢ > 0, K. > 0 such that for K > K.,

I(T : L(T)eR.(e) | X,) > 1 as n — oo. Let K > K, it follows that as n — oo,

Eler | X Vul =71 < ) (T | Xa)lier) — el + 7o = 72
Te7(K)

< (001 + 011)6 . H(T ,C(T) € Re(e) | Xn)
+ (Coa + Cha) - TI(T : L(T) ¢ Re(e) | Xy)

- (001 + 011)6.

The result then follows by noticing that € is arbitrary. O

For Theorem 2, we first prove the following Lemma:

Lemma 11. Under the assumption of Theorem 2 for each K = 0, II(T : L(T) €

Re(e) | X)) — 1 as n — o for € = e, where

M°F P 3
o= (2 )

Proof. Define g(T), ga(T), T¥) and M®) as in the proof of Lemma 8. Similar to the
proof of Lemma 8, let K = p- K’ for K’ € N* and let Tx € .7 %) be the tree defined
as in the proof of Lemma 8 such that for A € £(Tx), diam(A4) = /p- 27", By the
Lipschitz continuity of r(x), |r(x1) — r(x2)| < diam(A)L, for |x; — x5| < diam(A).

For A € L(Tk), we define h(x; A), ag, by, a; and by as in the proof of Lemma 8.

By Theorem 1 in (?),

1 bo bl (a0b1 — a1b0)2
h(z; A) = —=(by+ b R Ve LV
(33, ) 2( 0 + 1) 8 max{ao al} x bObl(bO + b1)2
1 a b() b1 y agbo aq bl 2
2 CL(]7 aq b1 (b() + bl) Qo b()

> —CL%p-47%,
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where
_ 1 M3
202

Then

9(Tk) = Z 9a(Tk) = Z f Ah(w;A)du( x)=>—CL% 47X,

AeL(Tk) AeL(Tk)
and
ME) > g(Tx) = —CL2p - 47K

Given a partition P, similar to the definition of M, (e; P), let

<6}.

For € > 0, by the Lipschitz continuity of g(z) = (2/({o + G1x) on [r, 7], |g(z1) —
g(z2)| < € for |z — 29| < € = €((o + (1r)?/CoC1. Thus M,.(¢;P) = M.(¢e;P). For
x e A, let

) - 3 0,

M, (e;P)=<axelx: @e
) { X 2y e

h(z; A) = f(z)log —= f( ( > Gfylx)log %)

g=0,1

a0+a1 ag + aq Qg
= (by + b - - =,
(bo 1)<b0+b1 S Zbo+b1 gogbg>
where

ggFg (A)
u(A)

For x € An MS(€/;P), by Theorem 1 in (?),

ag = Cofy(x), by = for g =0, 1.

1 bo bl (&obl — a1b0)2
h(z; A) < —=(by + b , {aobr = a1bo)”
(33, ) 2( o + 1) X mln{ } X bObl(bO + b1)2

ag ap
1 . bo bl y agbo ay bl 2
= ——min< —, — — | — — —
2 CL07 aq b1 (bo + bl) ao b[)
< —C'¢?
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where

1
2 M2

Cl
Thus for 7 € .7 %) such that u(M,(€; £(T))) < 1 — ¢, we have

9(T) < h(x; A)dp(x) < —C'e*u(Ms(e; £(T))) < —C'ee

AeL(T) LEAﬂMs:‘(e;ﬁ(T )

18 (Gt le)Qes
2M* 7 GG .

For € > ek, we have

1 6% (o +Gir)? 3 2 P (K)
9(T) < =577 aeC S ~CL} i < MU,
By Lemma 5, II(7T : L(T) € Re(€) | X,) — 1 as n — 0. O

Following Lemma 11, the proof is essentially the same as the proof for Theorem 1.
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