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Abstract

Previous research argues that people receive positive evaluations from third parties
for engaging in peer punishment, which lead to reputational rewards. Recent work
challenges this, however, finding instead that punishers can potentially receive negative
evaluations from others. These conflicting arguments present a set of open questions
regarding third-party evaluations of punishers and the factors shaping them. This
dissertation offers three studies intended to improve knowledge surrounding these
questions. These studies contribute to research in this area by using data from real-world
settings to test experimental findings from the laboratory, and by considering how
punishers can use verbal justifications to shape third-party evaluations of their actions.

The first of these studies, contained in Chapter 2, uses data from therapeutic
communities for addiction treatment (TCs) to determine if people generally receive
reputational rewards for engaging in peer punishment. Using social network analysis of
data from four TCs, it asks whether residents of these communities are more likely to be
identified as “role models” by others when they engage in punishment. Results offer
mixed support for this being the case, with punishers being more likely to receive role
model nominations from peers in two communities but no more likely in the other two.
Simultaneously, results indicate that punishers are more likely to receive role model
nominations from supervisory staff. Findings from this study show how punishers may or
may not receive reputational rewards from peers and from authority figures, and suggest
the importance of local institutional and cultural contexts in how third parties evaluate

punishment.
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Chapter 3 identifies the importance of social and relational factors in how people
construct justifications for peer sanctions. Using social network analysis and automated
text analysis on data from one TC, it examines how social proximity, status differences,
and friendships shape the amount of explanatory effort made in justifications of rewards
and punishment. Results indicate that these factors have different effects on the amount
of explanatory effort given in justifications for rewards versus punishment. This finding
suggests that TC residents use rewards and punishment to build and enact different kinds
of relationships with their peers, supporting recent arguments advanced by TC scholars.

Using two online vignette experiments, Chapter 4 considers how third-party
evaluations change when punishers mention specific social actors when justifying
punishment. These experiments measured participants’ evaluations of punishers who
mentioned themselves, a friend, a stranger, or a collective when justifying their actions.
Results show that observers evaluate punishers more positively when punishers offer
justifications that mention collectives rather than themselves. Punishers who reference
individuals other than themselves also receive more positive evaluations, though this
finding requires further investigation. Additional results show that people generally
prefer punishment for norm violations that affect broader groups rather than specific
individuals. However, this preference appears to have no effect on how third parties
evaluate punishers based on whom they mention in justifications.

Overall findings from this dissertation contribute to research on cooperation,
punishment, and “metanorms” surrounding the propriety of peer punishment. Findings
from select chapters make additional contributions to other areas of inquiry, including
sociological theories of accounts and justifications and clinical research on therapeutic
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communities as a form of addiction treatment. These contributions are discussed in detail

in their respective chapters, as well as in the concluding piece of this dissertation.
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1. Introduction

Social norms, or collective evaluations of behavior and their propriety, are
fundamental to regulating individual actions, promoting cooperation in groups, and
maintaining existing social orders (Horne and Mollborn 2020). Although norms are
generally shared among members of a society, people are often tempted to behave in
ways that violate them. This may arise from differences in personal beliefs surrounding
the validity of norms or the desire to personally benefit from violating them. Given the
temptation to violate social norms, norms are typically most effective when people
enforce them through sanctions. Sanctions are actions directed from one person, ego, to
another, alter, in response to ego’s evaluation of a previous action taken by alter.
Sanctions can entail either rewards for positive behavior or punishment for negative
behavior, both of which have been shown to encourage people to behave in socially
desired ways. Indeed, sanctions appear to successfully enforce individual behavior in a
variety of settings. Scholars find that sanctions exchanged between peers can help
promote anti-racism (Nelson et al. 2011), reduce bullying in schools (Paluck et al. 2016),
and ensure cooperation in group efforts (Fehr and Géchter 2000).

Despite the potential for sanctions to promote desirable behaviors, people are often
reluctant to sanction their peers. Scholars note that peer sanctioning is potentially costly,
as it requires individuals to expend time, effort, and resources in order to sanction their
peers. This is especially true of punishment, as punishment can prompt retaliation from
those being punished that creates additional costs for punishers. Because of this, scholars
have wondered why people appear willing to assume the costs of engaging in peer

punishment. To date, research on this subject offers several explanations. Some scholars
1



argue that people who witness norm violations become charged with strong emotional
responses, which they alleviate by administering punishment (Feinberg and Willer 2012).
Relatedly, others have argued that people use punishment to reduce the personal gains
that others make from violating social norms and ensure that both parties remain of
relatively equal standing (Raihani and Bshary 2019). These explanations, while valid,
focus on how punishers relate to their targets in a dyadic manner. However, norm
violations and their punishment rarely occur in a vacuum. Punishment often occurs in
group settings where others can witness it happening, and the presence of others might
affect whether people engage in peer punishment.

Another explanation for people’s willingness to punish pays more attention to the
broader social context in which punishment occurs. According to this explanation, people
who engage in peer punishment receive benefits from others that offset potential costs.
When observing third parties witness the punishment of a norm violation, they appreciate
the punisher’s willingness to assume personal costs. This appreciation leads to positive
evaluations of the punisher that strengthen the punisher’s relationships with others,
improve the punisher’s reputation within a broader group, and allow the punisher to
access future rewards. Although people recognize that it is costly to punish others, they
are more willing to do so when they know that others will reward them for engaging in
punishment (Horne 2009). This argument finds support in recent work showing that
people view punishers as being more trustworthy, prestigious, and dominant than those
who abstain from punishing others (Horne 2009, Barclay 2006, Martin et al. 2019,

Redhead et al. 2021).



At the same time, other contemporary work challenges the claim that punishers
receive positive evaluations from observing third parties. This work goes so far as to
argue that punishers can receive negative evaluations from others under certain
conditions (Eriksson et al. 2017, Strimling and Eriksson 2014, Willer et al. 2009, Kim
and Zukerman Sivan 2017). These conditions indicate the presence of what scholars have
termed “metanorms,” or collective evaluations about punishment behaviors. As widely-
held attitudes about punishment, metanorms dictate who can punish norm violations,
what actions are appropriate forms of punishment, and how severe a punishment should
be given for a particular offense. When people punish in a way that violates metanorms,
evaluations from third parties might lead to additional costs and reputational losses rather
than rewards. But metanorms are a fairly recent topic of research, and more work is
needed to identify the full set of factors shaping how third parties evaluate punishers.

Accordingly, recent research poses a set of open questions regarding the evaluation
of punishers: Do people generally receive positive evaluations from others for engaging
in punishment? Do these evaluations have consequences for punishers’ reputations?
What determines whether punishers receive positive or negative evaluations from third
parties? And what can punishers do to shape these evaluations? These questions lay at
the heart of this dissertation. In the studies offered here, I aim to extend research
surrounding these questions in two key ways.

First, I hope to extend to research in this area by studying how third parties
evaluate punishers in real-world settings. To date, most research on the evaluation of
punishers has relied on experimental methods conducted in the laboratory. This has

largely been done out of necessity given the difficulty of collecting naturally occurring
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data on peer sanctioning (Horne and Mollborn 2020, Doering and Ody-Brasier 2021).
Although findings from this research have been valuable, it is not clear whether they
replicate in the real world. I offer an early step to remedying this issue by using archival
data from four therapeutic communities for addiction treatment. Therapeutic
communities, or TCs, are isolated social settings designed to rehabilitate people with
addictions for reentry into society. TCs operate according to a shared philosophy and
clinical practice that feature a formal peer sanctioning system. Residents of these
communities are both encouraged and expected to reward and punish their peers using
messages that are read aloud during community-wide meetings. The data I use here
contain all approved reward and punishment messages exchanged between residents of
these communities over a period of several years. These data allow me to study peer
sanctioning and its consequences in relatively closed real-world settings, and to consider
the social context in which peer punishment is given and evaluated.

Second, I hope to make a contribution by considering how punishers use verbal
justifications to shape how others evaluate their actions. Acts of punishment are often
accompanied by explicit messages that offer a reason for their occurrence. Additionally,
verbal expressions of disapproval are often a preferred method of punishing minor norm
violations (Strimling and Eriksson 2014). Scholars have not yet fully investigated how
the content of these verbal messages might shape third-party evaluations of punishers.
This is somewhat surprising given that sociologists have long known that people can use
justifications to change how others view their actions (e.g. Mills 1940, Scott and Lyman
1968). Justifications likely afford punishers the ability to persuade others that their
actions are appropriate or warranted, shaping how others evaluate punishers in turn. It is

4



also likely that some justifications are more persuasive than others, and knowing why this
is the case could better identify the conditions under which people generally approve of
punishment. Consequently, a large portion of this dissertation is devoted to studying how
punishers construct justifications for their actions, as well as to how third parties change
their evaluations of punishers when given different justifications.

The three studies I offer here make these contributions to varying degrees. In
Chapter 2, I use data from the four TCs described earlier to test whether punishers receive
reputational rewards in real-world settings. Within the TC setting, the term “role model”
is used to refer to residents of high status who embody the ideals of the community.
Using social network analysis, I examine whether residents of these communities were
more likely to be referred to as “role models” by their peers the more they actively
engaged in peer punishment. Results offer mixed support for this being the case, with
punishers being more likely to be called role models by their peers in two communities
but not more likely in the other two. While these findings cannot broadly claim that
punishers receive reputational rewards from peers, they also offer no evidence of
punishers suffering reputational losses for their actions. Additional results indicate that
punishers were more likely to be identified as role models by supervisory staff members
in these settings, offering insight into how authority figures evaluate subordinates who
engage in peer punishment. Moreover, differences between those communities that
rewarded punishers and those that did not suggest the importance of local cultural context
in shaping how observers evaluate punishment. As such, they imply a need to study peer
punishment and its evaluation in other real-world settings and further test arguments

derived from laboratory experiments.



A unique feature of the archival data used here is its inclusion of the full text of
sanctioning messages exchanged between TC residents. These texts allow one to study
naturally occurring justifications for sanctions in a way seldom accessible to researchers.
Leveraging this unique opportunity, Chapter 3 uses the text of messages exchanged in
one TC to examine how people construct justifications for both rewards and punishment.
Specifically, it explores how one’s position in a social setting and their relationships to
others shape the content of justifications given for sanctions. Combining social network
analysis with automated text analysis tools, I examine how social proximity, status
differences, and personal friendships shape the amount of explanatory effort that TC
residents give when justifying sanctions. Results indicate that these factors have different
effects on the amount of explanation given for rewards versus punishment, and suggest
that the communication of rewards and punishment may reflect efforts to build and enact
different kinds of relationships between TC residents. Overall, Chapter 3 illustrates how
people use different strategies to construct justifications for rewards and punishment, and
that these strategies reflect the relational context in which these sanctions are given.

Whereas Chapter 3 examines how people construct justifications for sanctions,
Chapter 4 studies how observing third parties evaluate them. Chapter 4 uses two online
vignette experiments to see how people respond to different justifications given for
punishment. The methods used in this chapter follow past work studying the evaluation
of punishers (e.g. Eriksson et al. 2017) and offer a better test of how people evaluate
justifications than data from TCs can provide. Justifications for punishment can vary in a
multitude of ways, and no single study can account for the full range of this variation. As
a result, Chapter 4 considers how third parties might evaluate punishers differently

6



depending on the kinds of social actors they mention when justifying punishment.
Regardless of their true motivations, punishers can claim to sanction others on behalf of
actors other than themselves. These actors can include specific individuals or a broader
collective, and references to these actors may help persuade observers that an act of
punishment is warranted. Results from both experiments support this claim and indicate
that third parties give more positive evaluations to people who claim to punish on behalf
of a collective than to those who claim to punish out of self-interest. While results also
indicate that punishers who reference individuals other than themselves receive more
positive evaluations, findings across the two experiments are inconsistent and suggest a
need for further investigation. Additionally, results from this chapter’s second experiment
show that observers prefer punishers who sanction norm violations that affect broader
groups rather than specific individuals. However, this preference does not appear to affect
how observers respond to punishers’ justifications. Findings from Chapter 4 identify
verbal justifications as a factor shaping how third parties evaluate punishers. Further,
these findings show how punishers can modify the content of their justifications to better
procure reputational rewards.

As a whole, the studies I offer here extend and contribute to research on the
evaluation of punishers. By extension, these studies have substantive implications for
research on cooperation and peer sanctioning. Though previous research shows that peer
punishment promotes cooperation in groups, this can only occur if people are willing to
engage in punishment. Knowing whether punishers receive positive evaluations from
others is important to this end, as these evaluations shape people’s willingness to assume
the costs required to punish their peers. Chapter 4 shows that punishers can use verbal

7



justifications to improve their chances of receiving reputational rewards for their efforts,
which suggests that punishers may be more inclined to engage in punishment if they can
successfully justify their actions. At the same time, findings from Chapter 2 suggest that
cultural and institutional contexts also determine whether punishers receive these rewards
and highlight the importance of local settings in shaping how people value punishment.
To be sure, more research is needed to identify the full set of conditions shaping third
party evaluations of punishers. However, these studies advance research in this area by
recognizing how local settings and verbal justifications may alter peer punishment and its
consequences.

Relatedly, these studies also offer insight into the content of metanorms regarding
the propriety of punishment. Findings from Chapter 4 suggest that people generally
prefer punishers who sanction norm violations that affect broader groups rather than
specific individuals, and that they favor punishers who justify their actions in terms of
group welfare rather than personal gain. These findings suggest that acts of punishment
are less likely to violate metanorms the more they can be interpreted as being altruistic
endeavors. Chapter 2’s study of how people construct justifications also sheds light on
metanorms surrounding how people should sanction others. Chapter 2 shows that people
offer different amounts of explanation for rewards and punishment depending on their
relationship to the person they sanction. This suggests that whom one sanctions
determines the manner in which sanctions are successfully given, particularly when
sanctions take the form of verbal messages of praise or disapproval. Research on
metanorms is a relatively recent development, and scholars have yet to fully explore what
constitutes an appropriate sanction. Accordingly, the studies I offer here contribute to

8



knowledge on this topic by highlighting factors shaping how people evaluate and justify
punishment.

The contents of this dissertation have additional implications for other areas of
research. Chapters 3 and 4 draw on established theories of justifications and account
giving that typically describe how people explain basic norm violations. Using these
theories to explore how people justify sanctions, I extend them to consider the strategies
that people use to defend potential violations of metanorms that arise from actions
following initial norm violations. Chapter 3 makes a further contribution in this vein by
supporting a central claim made by theories of accounts. In showing that people’s
explanations for sanctions change depending on their audience, it highlights how
justifications are often shaped by the relational context in which they are given. As
studies of therapeutic communities, Chapters 2 and 3 also contribute to research on these
communities as a form of addiction treatment. Peer sanctioning is a core component of
the philosophy guiding TCs, and the formal sanctioning system of TCs lies at the heart of
their clinical operations. Given the importance of this sanctioning system, research on
TCs can benefit from a more thorough understanding of how residents engage in peer
sanctioning and whether they are rewarded for doing so. Chapter 2 reveals that TCs vary
in the extent to which residents receive rewards for engaging in peer sanctioning. Despite
operating according to a shared philosophy, TCs appear to differ in how they implement
this philosophy, which may affect residents’ experiences in turn. By examining the
justifications that residents give when sanctioning their peers, Chapter 3 offers a more
detailed look into how TC residents engage in peer sanctioning than many past studies
have offered. Findings from Chapter 3 suggest that residents use rewards and punishment

9



to build and enact different kinds of relationships with their peers, supporting recent
claims offered by TC scholars (Warren 2023). These contributions are described in
further detail where they appear in their respective chapters, and are revisited in the

concluding section of this volume.
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2. Praise for Punishers?:

Peer Sanctioning Behaviors and “Role Model”
Nominations in Therapeutic Communities

for Addiction Treatment

2.1 Introduction

Peer sanctioning, consisting of both rewards and punishment for individual
behaviors, is an important phenomenon for fostering positive outcomes in groups. A
substantial body of research affirms that sanctions promote group cooperation (e.g. Fehr
and Géchter 2000). Additionally, sanctions from intervening bystanders can assist in
promoting anti-racism (Nelson et al. 2011), reducing bullying in schools (Paluck et al.
2016) and remedying a variety of other social problems. But peer sanctioning is
potentially costly, as it requires individuals to expend time, effort and/or resources in
order to administer sanctions. This is especially true of punishment, as punishment can
prompt retaliation from its targets that creates additional costs. Accordingly, scholars
have wondered why individuals engage in peer punishment despite its apparent costs.
Understanding what factors shape individuals’ willingness to punish is important given
widespread evidence of its benefits.

Previous research argues that individuals who engage in peer punishment receive
benefits from others that offset potential costs. These benefits include positive
evaluations from third parties that improve one’s reputation and offer access to additional
rewards. However, other work finds little evidence for positive evaluations of punishers.
In some cases, this work goes so far as to argue that punishers can receive negative
evaluations from third parties. Together, these lines of research present an open debate

surrounding the reputational consequences of peer punishment. It is not clear whether
11



actors generally receive reputational rewards or suffer reputational damages for punishing
their peers.

To date, research surrounding this debate has largely drawn on experimental games
and vignettes to advance arguments. Much of this work highlights the importance of
“metanorms” — collective beliefs regarding who is allowed to administer punishment,
what forms of punishment are appropriate, and the level of severity appropriate for a
given offense — in shaping how third parties evaluate punishers. While research using
these methods has produced valuable contributions, it bears at least three limitations.
First, it remains to be seen whether past experimental findings generalize outside of
laboratory settings. Naturally occurring data on peer sanctioning is notoriously difficult to
find (Horne and Mollborn 2020, Doering and Ody-Brasier 2021), leaving scholars unable
to study punishment and its consequences in the real world. Second, while past work has
studied how third-party peers evaluate punishers, many real-world settings feature
authority figures who are better-equipped to administer punishment. Little is known
about how authority figures evaluate subordinates who engage in peer punishment. Third,
past work overlooks the potential importance of local context in shaping how third parties
evaluate punishers. Experimental work in this area tends to present its findings as being
generalizable across settings. However, research in the sociology of culture suggests that
groups may vary in how seemingly shared cultural beliefs shape action (Eliasoph and
Lichterman 2003, Fine 2012). It is possible that reasonably similar groups differ in how
their members evaluate punishers even when they presumably share similar metanorms
regarding punishment. This kind of local variation is difficult to simulate in the
laboratory.

12



Although it is difficult to obtain naturally occurring data on peer sanctioning, it is
by no means impossible. Clinical data from therapeutic communities for addiction
treatment provide extensive records of both positive and negative sanctioning activity and
offer an opportunity to study rewards and punishment in real-world settings. Therapeutic
communities (TCs) are isolated social settings intended to rehabilitate individuals with
addictions for re-entry into society. TCs feature a formal peer sanctioning system that
both encourages and expects residents to reward and punish their peers. Rewards and
punishment in this system consist of messages evaluating peers for their behavior, which
are read aloud during community-wide meetings. In some TCs, these messages are
recorded in archives for clinical purposes and document the history of sanctioning
exchanges between residents. Data from these archives enable researchers to examine
peer sanctioning and its evaluation in closed environments outside the laboratory.

In this study, I use data from four TCs to determine whether their residents received
reputational rewards for engaging in peer punishment. Specifically, I examine whether
residents were more likely to be called “role models” by both their peers and supervisory
staff members the more they actively sent punishment messages. In the overarching
philosophy of TCs, the term “role model” refers to residents of high status and
reputational standing who embody the ideals of the community. During community
meetings, residents occasionally sent messages that explicitly identified their recipient as
being a role model. These messages offer an avenue for quantifying reputational rewards
and examining these rewards as a consequence of peer sanctioning activity.

Using these data, I advance research on the evaluation of punishers in three ways.
First, I determine whether findings from past work on this subject replicate in real-world
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settings. Identifying the reputational consequences of punishment in TCs offers a baseline
for comparison with laboratory experiments that can help assess the generalizability of
their findings. Second, I examine whether individuals who engage in punishment receive
reputational rewards from both peers and from authority figures. TCs employ supervisory
staff members who are also able to administer sanctions to residents during community
meetings, including messages identifying residents as role models. This allows me to
simultaneously study how peers and authorities evaluate residents, and whether
evaluations from the latter affect those made by the former. Third, and finally, I consider
how evaluations of punishers might vary depending on the local settings in which
punishment is administered and witnessed. Despite operating according to a common
philosophy and set of practices, individual TCs may still differ in how their residents
respond to punishers. This study analyzes multiple TCs individually to identify potential
differences between nominally similar groups.

Results find mixed support for the claim that individuals receive reputational
rewards for administering punishment. Only in two of the four communities studied were
residents who engaged in punishment more likely to be called role models by their peers.
These two communities share noticeable similarities that suggest the importance of
contextual factors in how residents evaluated punishment. Results also find no evidence
of residents being less likely to receive role model nominations from peers when they
administered punishment. Additional results find that staff members were generally more
likely to give reputational rewards to residents who were more active in sending
punishment messages to their peers. Together, findings from this study suggest the need
to further examine peer sanctioning and reputational rewards in real-world settings, as
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well as to consider the effects of local context on how third parties evaluate punishers.
These conclusions have important implications for research on cooperation and peer
sanctioning and for the study of therapeutic communities as a form of addiction

treatment.

2.2 Theoretical Background
2.2.1 Evaluation of Punishers by Peers

Peer punishment has consistently been shown to promote cooperation in groups. At
the same time, cooperation scholars note that engaging in peer punishment is costly to
individuals. Peer punishment often requires individuals to expend time, effort, and
resources. Actors who punish others may encounter retaliation from their targets, creating
additional costs in turn. Given the personal costs but collective benefits of peer
punishment, some scholars view peer punishment as creating a second-order collective
action problem. If punishment is to improve cooperation, individuals must be willing to
assume punishment costs. Despite this apparent dilemma, humans across many cultures
appear willing to engage in costly, “altruistic”” punishment (Fehr and Géichter 2002), and
scholars have sought to explain why people show this willingness.

One common explanation argues that actors receive rewards from other group
members for engaging in punishment. These rewards offset the personal costs of
punishment such that actors who anticipate rewards become more willing to punish
others. This argument highlights evaluations from observing third parties as a common
form of reward. Third parties who witness a peer engaging in altruistic punishment come

to view their peer more favorably, thereby improving the punisher’s reputation and
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offering her access to additional rewards (Horne 2009). Indeed, past work finds that
people react more positively to peers who punish noncompliance in public good
dilemmas, viewing them more trustworthy than those who abstain from punishing (Horne
2009, Barclay 2006, Martin et al. 2019). Punishers may also be perceived by their peers
as being more prestigious and dominant (Redhead et al. 2021). Additionally, third parties
may evaluate punishers more positively in situations of intergroup conflict where group
identities are salient (Benard and Doan 2020). Research supporting this argument finds
that actors anticipate reputational rewards for engaging in peer sanctioning (Horne 2009).
When actors expect to be rewarded for punishing others, they may even start to engage in
punishment out of self-interest rather than altruistic concern (Redhead et al. 2021).
Several contemporary findings challenge the idea that actors improve their
reputations through punishment. Research in this vein shows that people prefer rewards
over punishment as a means to promote cooperation, and that people may disapprove of
peer punishment where rewards systems are in place. When individuals can both reward
and punish their peers, those who are generous with giving rewards are seen as more
trustworthy and deserving of second-order rewards. Punishers, by contrast, do not receive
these benefits (Kiyonari and Barclay 2008, Przepiorka & Liebe 2016). Moreover, recent
work argues that third party evaluations of punishment reflect “metanorms” that dictate
who can punish, what actions are appropriate forms of punishment, and the severity of
punishment for a given offense. When actors punish others in a way that violates
metanorms, their actions may lead to negative rather than positive evaluations from third
parties. Punishers are more likely to receive negative evaluations when they exhibit
aggression, punish strangers rather than familiars, and punish relatively minor offenses
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(Eriksson et al. 2017). Negative evaluations may also arise when third parties suspect that
an actor aims to personally benefit from punishing others (Willer et al. 2009) or to mask
their own deviance through punishment (Kim and Zuckerman Sivan 2017). Finally, past
work finds that people prefer punishment administered by authorities and collectives
rather than those by peers (Strimling and Eriksson 2014). Actors who take it upon
themselves to punish peers may not be viewed favorably by others if there is an authority
figure available to administer punishment instead. Taken together, these findings suggest
that situational factors can lead to negative evaluations and reputational losses for
punishers. Under these conditions, evaluations from peers may become an additional cost
of punishment rather than a reward.

Whether actors make reputational gains from punishing noncooperative peers
remains an open question. Efforts to answer this question could improve from studies of
peer punishment in real-world settings. Most research studying how actors evaluate peer
punishers relies on experimental games and vignette studies. This work does well to
identify the content of metanorms and conditions shaping evaluations of punishers by
way of experimental control. However, peer sanctioning in the real world typically occurs
in settings where actors can promote cooperation through rewards rather than punishment
and where punishments vary in their alignment with metanorms. If debates regarding
whether punishers receive positive evaluations are to be resolved, scholars must study
how punishment is evaluated in real-world settings where these conditions cannot be
ignored. Additionally, peer punishment transpires in many real-world settings where

collective actors and authority figures are present. Research in this area could improve by
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studying how people evaluate their peers who punish despite having access to authority

figures, and by also studying how authority figures evaluate peer punishment.

2.2.2 Evaluation of Peer Punishment by Authority Figures

While research on metanorms recognizes a general preference for punishment
administered by authority figures, it has yet to fully investigate how actors evaluate peer
punishment when authority figures are present. Research in criminology and
organizational studies offers more insight on this topic, providing accounts of how actors
evaluate peers who turn to authorities to administer punishment. People are more likely to
report misconduct to authorities if they are personally affected by an offense and where
institutions reward reporting or punish a failure to report (Schmolke and Utikal 2016).
Individuals who report misconduct to authorities are viewed more favorably by their
peers if the misconduct in question causes harm to them or their close ties or when
reporting may prevent future harm (Pyrooz et al. 2021). However, individuals who report
misconduct to authorities will receive negative evaluations if their reporting is suspected
to be motivated by personal gain (Heumann et al. 2016). These findings suggest that
actors remain subject to evaluation by their peers even when they delegate punishment to
authorities.

Past work also details how people evaluate punishment administered by authority
figures. People expect authorities to administer punishment when needed, and view
authorities who refrain from punishing as being more deserving of second-order
punishment than subordinates who fail to punish their peers (Martin et al. 2019). Despite

this expectation, authorities may receive different evaluations from subordinates
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depending on how they administer punishment. Subordinates view authorities more
favorably when they offer explanations when administering punishment, especially if
these explanations encourage the target of punishment to engage in self-reflection.
Exceedingly harsh punishments decrease trust in authorities, as does an authority figure’s
negative demeanor when administering punishment (Ball et al. 1993). Although
metanorms research indicates a general preference for punishment administered by
authority figures, authorities too must administer punishment in a preferred manner if
they are to be trusted and valued by subordinates.

Studies of punishment and authority have done well to examine how actors
evaluate peers who turn to authorities to administer punishment, as well as how actors
evaluate authorities tasked with punishing subordinates. However, research in this area
gives less consideration to how actors in positions of authority evaluate subordinates who
engage in peer punishment. This may result from authorities being unable to observe peer
punishment exchanges in some settings. In criminological settings, for example, people
are actively discouraged from informing authorities about others’ misconduct (Wieder
2015 [1974], Martin et al. 2019). Should individuals take it upon themselves to punish
peers in these settings, authority figures are unlikely to learn about these efforts and
evaluate actors involved in them. Nonetheless, past work offers accounts of how
authority figures recruit subordinates to report on their peers’ deviant actions (Heck
1992). Still, this work offers little insight into how authority figures evaluate informants
and the actors detailed in informant’s reports. Research on cooperation, punishment, and
organizations could all improve from knowledge regarding how authorities evaluate peer

punishment among subordinates. Knowing how authorities evaluate subordinates
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engaged in punishment could reveal additional consequences for administering peer
punishment. This is likely the case, as authorities often have a greater capability to
administer rewards and punishment and shape individuals’ reputations in groups (Fine
2019).

In sum, additional research is needed to determine whether actors receive positive
evaluations from third parties for engaging in peer punishment. These third parties
include both an actor’s peers and authority figures tasked with administering sanctions.
As suggested earlier, this research could be done by studying real-world settings in which

actors engage in peer sanctioning, particularly those with authorities present.

2.2.3 Therapeutic Communities for Addiction Treatment

Therapeutic communities for addiction treatment are one such setting matching this
description, making them well-suited to studying how actors evaluate peer punishers.
Therapeutic communities (TCs) are isolated social settings designed to prepare people
with addictions and other conditions for reentry into society. In their core philosophy,
TCs view residents’ addictions as a symptom of a larger problem involving the
individual’s lifestyle and identity. A stated goal of TCs is to address residents’ conditions
by teaching them “positive values” associated with the American middle class. A core
tenet of TCs is the idea of “community as method:” although TCs employ staff for
specific purposes, they assign a wide variety of operational duties to residents. Residents
are expected to perform these duties, to serve as “role models” for their peers, and to use

one another as instruments of self-change. In the TC setting, the term “role model” is
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used to identify high status TC residents who demonstrate the expected behaviors and
values of the community (De Leon et al. 2015).

The community as method ideal is brought to the fore in frequent meetings, where
residents evaluate one another through messages of affirmation (often called “push ups”)
and punishment (“pull ups”) based on observed behaviors. The exchange of affirmations
and punishment messages comprise a peer sanctioning system that lies at the core of TC
operation. During their stay within a TC, residents are expected to constantly monitor one
another’s behavior and administer push ups and pull ups when they perceive behaviors to
align or deviate from TC norms. Staff members are also able to give affirmations and
punishment messages to residents as they see fit.

Affirmations and punishment messages may be given for seemingly major and
minor grounds alike. A punishment message, for example, may reflect a resident’s
expressed disavowal of the TC program, or it may reflect a simple lapse in awareness
such as forgetting to take one’s personal items with them (Hawkins and Wacker 1987).
Although residents are expected to administer affirmations and punishment evenly across
the entire community, this is often not the case in practice. Residents often give
affirmations to their friends and administer punishment to those with whom they have
more adversarial relationships. Consequently, some TCs regulate the process of
administering sanctions using a supervisory board of staff members and senior residents.
Here residents are required to document an attempted sanction and provide the board
with information regarding the target of the sanction, the date of the sanction, and an

explanation for why the sanction is warranted. The attempted sanction is then judged by
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the board for propriety and is only allowed to be read to the community if deemed
acceptable.

Past work recognizes TCs as a site for studying peer sanctioning processes in real-
world settings, and has used clinical archives of affirmations and punishment messages to
trace patterns of peer sanctioning using social network analysis. Network-based studies of
TCs identify patterns of reciprocity and homophily in the exchange of both push ups and
pull ups (Doogan and Warren 2017a, 2017b; Warren et al. 2020). They also identify the
existence of social hierarchies that produce better outcomes for higher-status residents
(Campbell et al. 2021). Findings from these studies can corroborate laboratory research
on peer sanctioning processes. Doogan and Warren (2017a), for example, find that TC
residents send more affirmations the more they receive them. Simultaneously, they find
that residents do not increase the number of affirmations they send when they receive
more punishment. These findings suggest that individuals receive second-order benefits
for rewarding peers but not for punishing them, consistent with previous experimental
findings (Kiyonari and Barclay 2008). TCs offer a rare opportunity to compare naturally
occuring sanctioning behavior with that seen in the laboratory, and may help shed light
on how actors evaluate peer punishment.

Several aspects of the TC sanctioning system make it compelling for studying how
actors evaluate and reward punishers. First, affirmations and punishment messages offer
residents the ability to sanction peers in a way that is standardized and socially accepted
within the TC context. Affirmations and punishment messages are verbal sanctions that
constitute relatively minor forms of reward and punishment, respectively. Past work
highlights verbal messages as a preferred form of sanctioning, being less costly and more
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socially acceptable than other forms of reward and punishment (Strimling and Eriksson
2014, Rahiani and Bshary 2019). By using these messages, TC residents can sanction
their peers in ways that align with expectations regarding the kinds of actions appropriate
for sanctioning and their severity. This allows residents to administer sanctions in a way
that is less likely to elicit negative evaluations from peers. Second, while affirmations and
punishment messages are (usually) directed toward individual targets, they are
administered publicly during community meetings. As sanctions, these messages are
witnessed by many third parties whose evaluations can lead to reputational rewards.
Third, affirmations and punishment messages are witnessed by authority figures in the
form of TC staff, allowing one to simultaneously examine how peers and authority
figures evaluate peer punishers. Fourth, and finally, TC clinical practice encourages
residents to engage in peer sanctioning despite the presence of authorities able to
administer rewards and punishment. Even if people generally prefer punishment to be
administered by authorities (Strimling and Eriksson 2014), TC residents understand that
sanctions from peers are acceptable and should not be viewed negatively. TCs are
settings where residents can administer punishments that align with metanorms dictating
who can punish, what actions are acceptable forms of punishment, and the severity of
punishment given. This makes residents less likely to engage in peer punishment that
violates metanorms and elicits negative evaluations from third parties. Consequently, TCs
allow for a conservative test of whether actors receive reputational rewards for engaging
in punishment.

Indeed, previous research has examined how sanctioning activity informs residents’
reputations in TCs. In a study of a single women’s TC, Hodge et al. (2014) found that
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residents who sent more punishment messages were more likely to be privately identified
as role models by supervisory staff members. The authors also found that residents who
sent more affirmations were less likely to be seen as role models by staff. These findings
run counter to past work examining how actors respond to peer sanctioning (Kiyonari and
Barclay 2008, Przepiorka & Liebe 2016) and suggest that authority figures and
subordinates differ in how they evaluate peer punishers. However, this study did not
examine how residents were evaluated by peers based on their sanctioning activity.
Moreover, findings from this study reflect a single community and may not reflect what
happens more generally in TCs and other settings. I aim to remedy these limitations by
studying the exchange of rewards and punishment between residents of four separate and
isolated TCs. Further, I examine how both residents and supervisory staff evaluate
community members who engage in different amounts of peer sanctioning. This allows
me to offer more particular findings regarding how third parties evaluate peer punishment
in TCs. It also allows me to simultaneously examine how different kinds of third parties

evaluate punishers.

2.3 Data and Methods
2.3.1 Data

Data for the current study come from archival records of three minimum security
facilities for felony offenders that operated as TCs. Two of these facilities served
predominantly rural catchment areas, while the third served a mixture of urban, rural, and
suburban catchment areas. Additionally, one of the three facilities housed two separate
TCs that operated independent of one another. Residents of these TCs had no contact

with one another and were supervised by entirely different staff members. In total, the
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data used in the current study reflect four all-male TCs that housed between 50 and 90
residents at any given time. The data reflect 4,634 residents who lived in these
communities, the majority of whom were white (about 70%).

Data from the four TCs were originally collected for clinical purposes and contain
all approved affirmation and punishment messages sent between residents and
supervisory staff members from 2001 and 2008. In order to give an affirmation or
punishment message, residents had to fill out a form indicating the sender, the receiver,
the date, and the reason for sending a message. Completed forms were reviewed by a
committee of senior residents to ensure that evaluations were legitimate. This was done to
guarantee that residents did not give their friends unwarranted praise or give pull ups in
retaliation for having themselves received one. Only those evaluations deemed legitimate,
which were shared publicly during meetings, are included in these data. Across the four
TCs, residents exchanged approximately 283,902 affirmations and 169,957 punishment
messages.

Research on peer sanctioning is typically conducted in the laboratory due to the
rarity of naturally occurring data on sanctioning behavior (Horne and Mollborn 2020,
though see Doering and Ody-Brasier 2021 for an important recent exception). The data
used in this study offer a rare opportunity to study peer sanctioning in multiple real-world
settings. Additionally, these data are unique in that they identify the sender, receiver, and
date of each message sent, allowing one to treat the data as a directed edgelist suitable for
social network analysis. This allows me to trace dynamic networks of sanctioning activity

in these TCs and identify residents' positions within these networks. Nodes in these

25



networks represent individual residents and staff members, and edges represent push ups
and pull ups directed from one resident to another.

Although the data used here can be harnessed to construct networks, edges in these
networks do not represent relationships of the sort commonly studied using social
network analysis. Rather, edges here represent individual sanctioning acts that are sent
from one resident to another at a specific point in time. Affirmations and punishment
messages are “relational events:” discrete events directed from one actor to another that
exist in ephemeral temporal moments. Relational event models (REMs), a recent advance
in social network analysis, offer a means to model the occurrence of these events that
accounts for time invariant and time varying variables and endogenous network effects
(detailed in the next section — Butts 2008, Butts and Marcum 2017, Duxbury 2022).
While statistical tools are available to easily construct and fit REMs (Brandenberger
2018), using these tools with large datasets proves very computationally intensive.
Consequently, I use only a subset of data from each of the four TCs in analysis. For each
TC, I select a period of 500 continuous days and include all affirmations and punishment
messages exchanged between residents in this subset. I include only those messages for
which complete data about their sender and receiver are available in analysis. In total, this
subset includes 54,767 affirmations and 31,984 punishment messages exchanged between

1,166 residents in the four TCs studied.

2.3.2 Methods

Recognizing affirmations and punishment messages as relational events, I employ

REMs in my analysis. A REM can be conceptualized as an event-history model for
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network data that treats the occurrence of a relational event as a “hazard” for analysis.
Data used in these REMs are formatted such that the unit of analysis is a given directed
dyad (i, /) at time ¢, indicating a potential relational event that could have occurred in the
network at that point in time. Potential relational events are coded 1 when they actually
occur and 0 otherwise. REMs include several measures that account for the changing
state of a relational event network over time. These measures are treated as lagged
indicators of structural characteristics in the network, which resolve statistical issues
stemming from network dependencies in cross-sectional network models (Duxbury and
Haynie 2021).

In their ideal implementation, REMs require continuous data for the time at which
relational events occur, and assume that no two events can occur simultaneously.
However, the TC data used here only contain information about the date on which
affirmations and punishment messages were given. Because of this, the REMs I use here
are estimated as a discrete time model and fit using logistic regression (Butts 2008,
Brandenberger 2018, Duxbury 2022). This approach resembles past work using REMs

with discrete timing data (Duxbury and Haynie 2021).

2.3.2.1 Measures

I operationalize reputational reward, my outcome of interest, as events in which
one resident, ego, sends an affirmation to another resident, alter, and identifies alter as
being a “role model” in the text of the affirmation. Although affirmations generally
indicate ego’s positive evaluation of alter, the term “role model” is used to identify

residents who embody the ideals of TC philosophy. This higher form of praise suggests a
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resident’s higher reputational standing within the community, and distinguishes it from
other affirmations sent between community members. Additionally, past work studying
TCs suggests a need to distinguish role model nominations' from other affirmations. TC
messages can be sent for a variety of reasons, and not all affirmations may reflect the
same amount of good behavior. This has presented a dilemma in TC research, as some
studies find that residents who receive a high number of affirmations may have worse
outcomes upon leaving the community. TC scholars have taken this to mean that, in some
cases, residents use affirmations to encourage peers who struggle in the program. By
measuring role model nominations rather than affirmations more generally, I am better
able to separate affirmations of encouragement from those of more substantial praise. In
line with the REM framework, I code possible role model nominations as 1 if ego
actually refers to alter as a role model in an affirmation on a given day, and 0 if ego does
not.

The REMs used here include a combination of measures that account for both
endogenous sender and receiver effects in the network as well as exogenous effects
related to TC members’ demographic characteristics. I account for endogenous sender
and receiver effects using measures developed by Brandenberger (2018) for relational
event data. These measures are lagged by one day to reflect the state of TC networks
prior to a potential role model nomination event. Following past work using these data

(Doogan and Warren 2017a, Doogan and Warren 2017b, Campbell et al. 2021), I treat

It is important to clarify that the term “nomination” here refers to the momentary act of identifying a
resident as being a role model. In social network analysis, this term is often used to refer to respondent’s
identification of enduring relationships in sociometric surveys. One should understand this term as being
adapted for a relational event framework in the context of this study.
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exchanges of affirmations and punishment messages as separate networks when
calculating measures for sender and receiver effects. Further, I treat affirmations
containing role model nominations as a third network and calculate additional measures
based on this network. In total, each category of sender and receiver effect includes three
measures reflecting the network of affirmation, punishment, and role model nomination
exchanges, respectively.

I measure punishment activity, my main predictor of interest, as alter’s endogenous
outdegree measure in the network of punishment messages exchanged. Alter’s outdegree
is measured here as the sum of weighted messages sent by alter in the pull up network, or

2wi(b, j)
Where w; is a weighting function that gives greater weight to messages sent more

recently. This function is calculated as

In(2) IH(Z)
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where ¢ is the current day, . is a past event time and a is a parameter that determines how
more or less recent events should be weighted. I set a to give message weights a half-life
of seven days.

My models include several other network-based measures for alter that previous
work on cooperation, peer sanctioning, and TCs suggest are important (all measures are

calculated using the same weighting function and parameter detailed above). Past work
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on TCs finds that residents experience Matthew effects in the exchange of affirmations,
with residents receiving affirmations being more likely to receive affirmations in the
future (Merton 1968, Doogan and Warren 2017a). Consequently, alter’s affirmations
received, or endogenous indegree in the affirmation exchange network, is included as a
control. Given that role model nominations are also a form of affirmation, I also control
for alter’s role model nominations received, or their endogenous indegree in the network
of role model nominations.

Past work argues that actors are more likely to receive positive evaluations from
third parties when they administer rewards rather than punishment (Kiyonari and Barclay
2008, Przepiorka & Liebe 2016). Because of this, I control for alter’s affirmations sent,
measured as alter’s endogenous outdegree in the network of push ups exchanged. I also
control for alter’s role model nominations sent, measured as alter’s endogenous
outdegree in the network of role model nominations.

A final control related to alter’s position in the TC network concerns their past
experience with receiving punishment. One expects that residents who receive more
punishment messages for undesired behavior will be less likely to be identified as a role
model. I control for alter’s punishment received, or endogenous indegree in the
punishment network, to account for this expected relationship.

Whether a resident is more likely to receive a role model nomination may be due in
part to ego’s properties as a potential nominator. I include measures related to ego’s
network activity and popularity as a result. Ego affirmations sent indicates ego’s
endogenous outdegree in the affirmation network, while ego punishment sent indicates

ego’s endogenous outdegree in the punishment network. Ego role model nominations
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sent measures ego’s endogenous outdegree in the role model nomination network,
indicating how much ego nominates others as role models in general. Ego affirmations
received indicates ego’s endogenous indegree in the affirmation network, and ego
punishment received indicates ego’s endogenous indegree in the punishment network.
Ego role model received, or ego’s endogenous indegree in the role model nomination
network, captures the amount of times ego has been identified as a role model by others
in the TC.

TC residents are more likely to send messages to others whom they have
sanctioned in the past (Doogan and Warren 2017a). Accordingly, I include controls for
“inertia,” which indicate the amount of ego activity directed toward alter in the past.
Inertia is calculated as

W (a, b),

where a is a particular ego and b is a particular alter. Past messages are weighted by W.
Inertia values are calculated for each of the three networks measured in each TC, creating
measures of ego-to-alter affirmation inertia, ego-to-alter punishment inertia, and ego-to-
alter role model inertia.

TC residents also demonstrate reciprocity when exchanging affirmations and
punishment (Doogan and Warren 2017a, 2017b). I include three additional measures that

account for reciprocity between residents, with reciprocity calculated as

G = G(E)= (4, B, wy.
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These measures provide indicators of affirmation reciprocity, punishment reciprocity,
and role model reciprocity.

Beyond the above measures, my models include controls for demographic
properties of ego, alter, and the dyads they form. TC philosophy expects resident
behavior to improve over the course of their residence, and that senior residents serve as
role models for newer residents (Yates et al. 2021). Because of this, I control for alter’s
time in TC, or the number of days alter has lived in the TC. I also control for ego’s
seniority relative to alter, measured as the difference in the number of days each resident
has lived in the TC (higher values indicate ego’s seniority relative to alter). Difference in
age, measured in years, is included as a control, as past work finds that residents may be
more likely to send push ups to others who are closer to them in age (Doogan and Warren
2017a). Research on TCs also finds that residents with greater chances of completing the
TC program form relationships with one another upon entry (Warren 2023). This
suggests that residents can recognize other residents’ potential for success, which may
shape their perceptions of others as being role models. Taking this possibility into
consideration, I control for ego and alter’s difference in LSI-R score. The LSI-R, Level of
Services Inventory - Revised, is a standardized measure of criminal recidivism risk
(Andrews and Bonta 1995). The LSI-R includes information on substance abuse,
education level, previous offenses, employment, financial status, social support,
family/marital status, living accommodations, recreational skills, mental health issues and
attitudes toward criminal behavior. Higher values on this difference measure indicate ego

having a higher risk of recidivism upon leaving the TC program relative to alter.
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Finally, past work on TC networks finds that residents are more likely to send
affirmations to members of their own self-identified race (Doogan and Warren 2017a). I
account for racial homophily using dummy variables indicating the racial composition of
each ego — alter dyad. Because most residents are white, I code individual residents’
race as either “white” or “non-white.” From this, I create three dummy variables: white
— non-white, non-white — white, and non-white — non-white (white — white dyads are

treated as a reference category).

2.3.2.2 Analytic Strategy

As stated earlier, REMs used in my analysis are estimated using a logistic
regression framework. These models are estimated using the brms package (Biirkner
2017) in the R programming language (R Core Team 2022).2 Two sets of REMs are
estimated separately to examine how residents are nominated by peers and by supervisory
staff, respectively. In the set of REMs predicting role model nominations from peers, I
estimate models for each TC individually. While this approach differs from past work
using these data, which aggregates data from all four communities into a multi-level
model (Doogan and Warren 2017a, 2017b), it is done to better identify differences
between communities in how residents reward peer punishment activity. Although TCs
operate according to a common philosophy featuring a shared vocabulary and set of

practices (De Leon 2000), research in sociology suggests that individual TCs might vary

2 Models are fit using a Markov chain Monte Carlo (MCMC) sampler implemented in STAN (Stan
Development Team 2016). STAN is a Bayesian modeling framework, allowing the incorporation priors
into model parameter estimates (Gelman et al. 2004). I use zero-centered weakly informative priors for all
parameters. If the prior has any bearing on the parameter estimates, it decreases the estimates toward zero.
However, this decrease is likely to be negligible due to the large number of observations and the weak
information contained in the prior.

33



in how they implement these elements of group culture. Even when cultural concepts and
practices appear to have a widespread understanding across a broader population, this
understanding can differ between small groups and other subsets of the population and
compel actors to behave differently in local contexts (Eliasoph and Lichterman 2003,
Fine 2012). Recent work finds that this is true of concepts and practices related to norm
enforcement and punishment (Friis 2022), implying a need to carefully consider
differences between individual TCs. Individual models for each of the four TCs studied
here include all measures detailed above, and include random intercepts for the sender,
the receiver, and the date of a potential role model nomination event.

In the set of REMs predicting role model nominations from staff members, I
estimate models on data from all four TCs simultaneously. The four TCs studied here
varied in how they documented affirmations and punishment messages sent to residents
by staff. While some TCs recorded specific identifiers for individual staff members,
others assigned all staff members a single shared identifier. To ensure that data from each
TC were comparable with all others, I treat all staff members in each TC as a single node
in their respective networks. Consequently, the unit of analysis in the staff nomination
model is the potential event in which any staff member identifies alter as a role model on
a given day. Using this unit of analysis results in a smaller sample of both real and
potential events analyzed. The different analytic strategy for staff role model nominations
is intended to accommodate this smaller sample size. These models contain only those

measures capturing alter’s characteristics,’ and include random intercepts for individual
9

3 In lieu of dyadic measures of age difference, LSI-R difference, and racial homophily. I control for alter’s
individual age, LSI-R, and race (white/non-white) values.
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receivers nested within TCs. Models also include a random intercept for the day in which
potential events could occur. In both the peer and staff nomination models, covariates are

standardized when used in analysis.

2.4 Results
2.4.1 Peer Role Model Nominations

Table 1 provides descriptive statistics related to peer role model nominations for
each TC studied. Despite operating according to a shared philosophy, residents of these
TCs varied in how much they engaged in different kinds of sanctioning activity.
Residents of the largest of these communities (Community 1) were most active in
sending affirmations, punishment messages, and role model nominations alike. Over the
500 days sampled from this community, residents exchanged 32,733 affirmations, 13,585
punishment messages, and 5,616 role model nominations. The ratio of affirmations to
punishment messages here aligns with past work studying TCs, which finds that residents
tend to favor sending positive sanctions over negative ones (Doogan and Warren 2017a,
2017b). This preference is even stronger in another community (Community 2), where
residents exchanged 10,570 affirmations and only 1,583 punishment messages during the
500 days sampled. Despite this preference for positive sanctioning, residents of this
community exchanged considerably fewer role model nominations than Community 1,
with only 1,476 occurring during this time.

While Communities 1 and 2 align with prior understandings of TC sanctioning
rates, the remaining two communities in this study (Community 3 and Community 4)
show a remarkable difference. In both of these communities, residents exchanged more

punishment messages than affirmations during their respective 500-day periods. This
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difference is relatively mild in Community 4, where residents exchanged roughly the
same amount of affirmations and punishment messages (7,275 affirmations, 7,461
punishment messages). This difference is much more drastic in Community 3, however,
as residents in this community gave more than twice as many punishment messages to
their peers than they did affirmations (4,189 affirmations, 9,355 punishment messages).
Consistent with a lack of preference for sending affirmations, residents in both these
communities sent far fewer role model nominations than their counterparts in
Communities 1 and 2 (Community 3: 140; Community 4: 118). These differences
confirm what past work in sociology would suspect: that TCs differ in their
implementation of their common peer sanctioning system and should be studied with
individual local context in mind. It is noteworthy that Communities 3 and 4 exhibit this
difference given that the two were housed simultaneously within the same correctional
facility. Although residents of these communities had no contact with each other and
were supervised by entirely different sets of staff, it is possible that some aspect of this
facility would account for their rates of punishment and affirmation activity.

Despite differences in overall sanctioning rates, residents in three of the four
communities studied appear to have administered punishment at similar rates (Alter
Punishment Sent: Community 1 mean = .31, standard deviation = .43; Community 3
mean = .40, standard deviation .38; Community 4 mean = .31, standard deviation = .29).*
Residents of Community 2 engaged in much less punishment on average (mean = .06,

standard deviation = .12), consistent with the overall lower rate of negative sanctioning

4 Note that decimal values reflect sanctions being weighted by recency according to the decay function
detailed in the Methods section of this paper.

36



within this community. Rates of other endogenous network activity also vary between
communities according to the amount of affirmations, punishment messages, and role
model nominations sent over their respective 500-day time periods. Measures of past
activity and popularity in role model nominations, for example, reflect the different
numbers of role model nominations given within each community (e.g. Alter Role Model
Sent: Community 1 mean = .13, standard deviation = .21; Community 2 mean = .05,
standard deviation = .13; Community 3 mean = .01, standard deviation = .03; Community
4 mean = .01, standard deviation = .02).

Table 2 and Figure 1 contain estimated coefficients and 95% “credible intervals”
for the full peer nomination model fit on each TC individually. Tables summarizing
iterative models for each community can be found in the Appendix A of this chapter.
Overall, results find mixed support for residents receiving reputational rewards for
engaging in peer punishment. In three of the four communities studied, simple bivariate
models find that residents who administered more punishment were more likely to
receive role model nominations from their peers (Alter Punishment Sent: Community 1 b
=.08, 95% CI [.05, .10]; Community 3 b = .33, 95% CI [.17, .49]; Community 4 b = .28,
95% CI [.13, .42]; see Appendix). For the remaining community, the bivariate model
finds no support for this effect (Community 2 b = .00, 95% CI [-.06, .05]). After
controlling for endogenous network effects and other covariates, punishment activity is
positively associated with likelihood of role model nomination in only two of the four
communities (Alter Punishment Sent: Community 3 b = .28, 95% CI [.10, .45];
Community 4 b = .29, 95% CI [.11, .47]; see Figure 1). This positive association finds no
support in the remaining two communities (Alter Punishment Sent: Community 1 5 = .02,
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95% CI [-.02, .05]; Community 2 b =-.02, 95% CI [-.08, .04]), and suggests that
residents differed in how they rewarded punishment activity between communities.

Models fit on these communities find limited support for factors predicting
reputational rewards in past work. While past work on TCs finds residents experiencing
Matthew effects in the exchange of affirmations (Doogan and Warren 2017a), there is no
evidence of this being the case for role model nominations. Additionally, only in two
communities were residents who received more affirmations more likely to receive role
model nominations (Alter Affirmations Received: Community 1 b = .10, 95% CI [.05,
.14]; Community 2 b = .07, 95% CI [.00, .15]). Elsewhere, past experimental work argues
that people tend to give second-order rewards to actors who administer positive rather
than negative sanctions (Kiyonari and Barclay 2008, Przepiorka & Liebe 2016).

In all four communities, however, residents who were more active in sending
affirmations were no more likely to receive role model nominations from their peers. In
fact, residents in one community were actually /ess likely to receive role model
nominations the more they were active in sending affirmations (Alter Affirmations Sent:
Community 1 b =-.03, 95% CI [-.08, .02]; Community 2 b =-.10, 95% CI [-.19, -.02];
Community 3 b =.00, 95% CI [-.17, .17]; Community 4 b = -.15, 95% CI [-.41, .08]).
However, results indicate that residents in one community were more likely to receive
role model nominations the more they had nominated others as role models in the past
(Alter Role Model Sent: Community 2 b =.07, 95% CI [.01, .14]). These findings
suggest that predictors of reputational rewards identified by experimental work may not

always generalize to real-world settings and warrant future study.
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Table 1: Descriptive Statistics for Peer Role Model Nominations, by Community

Community 1 Community 2 Community 3* Community 4*

Potential Nomination Events (r) 2075542 366244 456724 480976
Role Model Nominations 5616 1476 140 118
Affirmations Sent (Push Ups) 32733 10570 4189 7275
Punishment Sent (Pull Ups) 13585 1583 9355 7461

Mean SD Mean SD Mean SD Mean SD

Punishment Activity

Alter Punishment Sent 0.31 043 006 0.12 040 0.38 0.31 0.29

Alter Characteristics

Alter Affirmations Received 0.74 044 0.35 027 0.16 0.14 0.29 0.20

Alter Affirmations Sent 0.77 0.83 039 055 0.16 035 030 0.38
Alter Punishment Received 0.29 0.27 005 0.09 038 0.35  0.30 0.27
Alter Role Model Received 0.13 0.13 0.05 0.07 0.01 0.02  0.00 0.02
Alter Role Model Sent 0.13 021 0.05 0.13 0.01 0.03  0.01 0.02

Ego Characteristics

Ego Affirmations Sent 0.77 0.83 039 055 0.17 035 030 0.38
Ego Affirmations Received 0.74 044 035 027 0.16 0.14 0.29 0.20
Ego Punishment Sent 0.31 043 0.06 0.12 0.40 0.38 0.31 0.29
Ego Punishment Received 0.29 0.27 0.05 0.09 0.38 0.35 0.30 0.27
Ego Role Model Sent 0.13 021 0.05 0.13 0.01 0.03  0.01 0.02
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Community 1 Community 2 Community 3* Community 4*

Potential Nomination Events (r) 2075542 366244 456724 480976
Role Model Nominations 5616 1476 140 118
Affirmations Sent (Push Ups) 32733 10570 4189 7275
Punishment Sent (Pull Ups) 13585 1583 9355 7461

Mean SD Mean SD Mean SD Mean SD

Ego Role Model Received 0.13 0.13 0.05 0.07 0.01 0.02  0.00 0.02
Ego-to-Alter Affirmation Inertia 0.01 0.02 001 0.02 0.00 0.01  0.01 0.02
Ego-to-Alter Punishment Inertia 0.00 0.02 0.00 0.01 0.01 0.02  0.01 0.02

Ego-to-Alter Role Model Inertia 0.00 0.01 0.00 0.01 0.00 0.00  0.00 0.00

Reciprocity

Affirmation Reciprocity 0.01 0.02 0.01 0.02 0.00 0.01  0.01 0.02
Punishment Reciprocity 0.00 0.02 0.00 0.01 0.01 0.02  0.01 0.02
Role Model Reciprocity 0.00 0.01 0.00 0.01 0.00 0.00  0.00 0.00

Demographic Characteristics

Alter Time in TC (Days) 78.51 44.11 88.12 50.82 64.67 35779 74.88 41.87
Ego Seniority (Days) 0.00 62.19 0.00 68.70 0.00 49.47 0.00 58.00
Age Difference (Years) 0.00 12.83 0.00 12.66 0.00 12.92  0.00 13.62
LSI-R Difference 0.00 9.18 0.00 882 0.00 9.54 0.00 8.84
White/Non-White 0.14 0.14 0.24 0.16
Non-White/White 0.14 0.14 0.24 0.16
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Community 1 Community 2 Community 3* Community 4*

Potential Nomination Events (r) 2075542 366244 456724 480976
Role Model Nominations 5616 1476 140 118
Affirmations Sent (Push Ups) 32733 10570 4189 7275
Punishment Sent (Pull Ups) 13585 1583 9355 7461

Mean SD Mean SD Mean SD Mean SD

Both Non-White 0.03 0.03 0.36 0.04

Note: Non-binary variables are standardized before analysis
* Communities housed in the same facility. Community members had no contact with each other and were
supervised by entirely different sets of staff.

Differences between communities appear in the effects of other covariates in these
models. In fact, no single variable appears to have a universal effect on resident role
model nominations across all four communities. Nonetheless, some variables are more
consistent in their effects than others, including those which past work and intuition
would predict. In three of the four communities, residents were less likely to refer to
peers as role models when those peers had received higher amounts of punishment
messages in the recent past (Alter Punishment Received: Community 1 b =-.09, 95% CI
[-.13, -.04]; Community 2 b =-.22, 95% CI [-.31, -.14]; Community 3 b =-.22, 95% CI [-
47, .01]; Community 4 b = -.36, 95% CI [-.66, -.07]; see Figure 1). This finding is not
surprising given that residents receiving greater amounts of punishment for violating
community rules and norms would be less likely to be viewed as role models embodying
community ideals. Additionally, three communities show a positive relationship between

affirmation reciprocity and likelihood of role model nomination (Affirmation
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Reciprocity: Community 1 b= .16, 95% CI [.14, .19]; Community 2 b = .16, 95% CI
[.12,.20]; Community 3 b = .14, 95% CI [.02, .25]; Community 4 b = .14, 95% CI [-.01,
.27]). Residents in these communities were more likely to nominate a peer as a role
model when the two had exchanged more affirmations with one another in the recent
past. This is consistent with past work finding reciprocity in the exchange of affirmations
in TCs (Doogan and Warren 2017a).

Despite these more consistent findings, the TCs studied here offer varying support
for most other variables related to endogenous network effects. In two communities,
residents were more likely to receive multiple role model nominations from a single peer
(Ego-to-Alter Role Model Inertia: Community 1 » = .03, 95% CI [.01, .05]; Community 2
b=.04,95% CI [.02, .06]). Additionally, while one expects residents to have engaged in
reciprocity for role model nominations, only one community offers support for this being
the case (Role Model Reciprocity: Community 1 b =.02, 95% CI [.00, .04]; see Figure
1). In fact, another community finds support for a strong negative effect of this
reciprocity on future role model nominations (Role Model Reciprocity: Community 4 b =
-1.23, 95% CI [-3.37, -.06]; see Figure 1).

One of the more interesting inconsistencies across the four communities studied is
how residents responded to receiving punishment. In one community, residents were
more likely to nominate peers as role models when they had received more punishment in
the recent past (Ego Punishment Received: Community 1 b = .07, 95% CI [.03, .11]; see
Figure 1). This would suggest that peer punishment produced generalized reputational
rewards in this community, as receiving punishment led residents to increase their
distribution of these rewards to peers not directly involved in administering sanctions.
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Table 2: Estimated Effects of Covariates on Peer “Role Model” Nominations,
All Four Communities

Community 1 Community 2 Community 3* Community 4*

-6.71 -6.47 -11.39 -10.58
Intercept (-6.84, -6.59) (-6.69, -6.27) (-12.52,-10.42) (-11.3,-9.93)
Punishment Activity

0.02 -0.02 0.28 0.29
Alter Punishment Sent  (-0.02, 0.05) (-0.08, 0.04) (0.10, 0.45) (0.11, 0.47)
Matthew Effect
Alter Affirmations 0.10 0.07 0.09 -0.02
Received (0.05, 0.14) (0.00, 0.15) (-0.11, 0.29) (-0.25,0.2)
Alter Role Model -0.03 0.01 0.00 -0.06
Received (-0.07, 0.01) (-0.07, 0.08) (-0.15,0.13) (-0.25,0.11)
Reward Activity
Alter Affirmations -0.03 -0.10 0.00 -0.15
Sent (-0.08, 0.02) (-0.19, -0.02) (-0.17,0.17) (-0.41, 0.08)

0.02 0.07 -0.15 0.06
Alter Role Model Sent  (-0.02, 0.06) (0.01, 0.14) (-0.41, 0.04) (-0.13,0.21)
Staff Evaluations
Alter Staff 0.04 -0.02 0.06 -0.25
Affirmations Received (0.00, 0.07) (-0.08, 0.04) (-0.15,0.27) (-0.50, -0.01)
Alter Staff Punishment -0.03 0.02 -0.12 -0.06
Received (-0.07, 0.00) (-0.04, 0.08) (-0.34, 0.07) (-0.29, 0.16)
Alter Staff Role Model 0.00 0.05 0.09 0.14
Received (-0.03, 0.02) (0.00, 0.09) (-0.05, 0.22) (-0.02, 0.27)
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Alter Characteristics

Alter Punishment
Received

Alter Time in TC

Ego Characteristics

Ego Affirmations Sent

Ego Affirmations
Received

Ego Punishment Sent

Ego Punishment
Received

Ego Role Model Sent

Ego Role Model
Received

Dyadic Measures
Ego-to-Alter
Affirmation Inertia

Ego-to-Alter
Punishment Inertia

Ego-to-Alter Role
Model Inertia

Affirmation
Reciprocity

Punishment
Reciprocity

Role Model
Reciprocity

-0.09
(-0.13,-0.04)

0.09
(0.04, 0.14)

0.14
(0.1, 0.18)

0.00
(-0.05, 0.05)

0.05
(0.02, 0.08)

0.07
(0.03,0.11)

0.07
(0.03, 0.10)

0.05
(0.01, 0.09)

-0.06
(-0.08, -0.03)

-0.01
(-0.04, 0.01)

0.03
(0.01, 0.05)

0.16
(0.14, 0.19)

-0.01
(-0.03, 0.02)

0.02
(0.00, 0.04)

0.22
(-0.31,-0.14)

0.08
(-0.01, 0.17)

0.03
(-0.04, 0.09)

-0.07
(-0.15, 0.00)

0.06
(0.01,0.12)

-0.07
(-0.14, 0.00)

0.00
(-0.04, 0.05)

0.04
(-0.03, 0.12)

0.06
(0.02,0.11)

0.01
(-0.08, 0.05)

0.04
(0.02, 0.06)

0.16
(0.12, 0.20)

0.01
(-0.07, 0.04)

0.01
(-0.02, 0.05)
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0.22
(-0.47,0.01)

0.47
(0.21,0.75)

0.01
(-0.16, 0.17)

0.00
(-0.23,0.23)

0.48
(-0.79, -0.19)

041
(-0.77,-0.07)

-0.08
(-0.19, 0.01)

0.2
(-0.44, 0.00)

0.09
(-0.01, 0.19)

0.06
(-0.18, 0.27)

0.00
(-0.05, 0.05)

0.14
(0.02, 0.25)

-0.05
(-0.27,0.14)

0.05
(-0.05, 0.13)

0.36
(-0.66, -0.07)

0.14
(-0.17, 0.45)

0.16
(-0.06, 0.36)

-0.02
(-0.27,0.22)

0.16
(-0.06, 0.37)

-0.04
(-0.32,0.23)

-0.11
(-0.25, 0.02)

0.13
(-0.05, 0.29)

0.11
(-0.03, 0.23)

0.22
(-0.52, 0.03)

0.04
(-0.01, 0.08)

0.14
(-0.01, 0.27)

0.11
(-0.05, 0.25)

-1.23
(-3.37, -0.06)



Demographics

Ego Seniority

Age Difference

LSI-R Difference

White/Non-White

Non-White/White

Both Non-White

0.14
(-0.19, -0.09)

-0.08
(-0.15,-0.02)

0.04
(-0.02, 0.11)

0.08
(-0.06, 0.22)

-0.08
(-0.31, 0.16)

0.55
(0.26, 0.83)

-0.20
(-0.29, -0.10)

-0.07
(-0.17, 0.03)

0.14
(0.04, 0.25)

-0.01
(-0.23,0.21)

-0.18
(-0.57,0.21)

0.14
(-0.35, 0.63)

0.22
(-0.05, 0.48)

0.01
(-0.25,0.27)

-0.07
(-0.32,0.17)

0.08
(-0.47, 0.62)

-1.02
(-1.94,-0.11)

0.01
(-0.82, 0.84)

027
(-0.62, 0.07)

-0.05
(-0.31,0.21)

0.18
(-0.08, 0.44)

0.04
(-0.57, 0.62)

0.23
(-0.57, 1.01)

0.78
(-0.13, 1.66)

* Communities housed in the same correctional facility
Note: Non-binary variables are standardized before analysis. Values in parentheses indicate
95% credibility intervals. Rhat values for all estimates = 1.0.

N Community 1 =2,075,542; N Community 2 = 366,244; N Community 3 = 456,724,

N Community 4 =480,976

In another community, however, residents were /less likely to give role model

nominations to peers after receiving punishment (Ego Punishment Received: Community

3b=-41,95% CI [-.77, -.07]). These findings suggest that receiving punishment

decreased the willingness of residents to give reputational rewards that would potentially

offset punishment costs. Differences between these communities further highlight

variation in whether actors receive rewards for engaging in peer punishment across

settings, as well as whether administering punishment leads to greater exchange of

reputational rewards across a community.

For as much as these four communities differ in how the exchange of peer

sanctions produced reputational rewards for residents, they largely resemble one another
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Alter Statt Punishment Recelved
Alter Statt Role Model Recelved

Alter Characteristics
Alter Punishment Recelved

Alter Time In TC
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Ego Role Model Sent

Ego Role Model Recelved

Dyadic Measures
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Punishment Reciprocity
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I
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Figure 1. Estimated Effects of Covariates on Peer “Role Model” Nominations

Note: * Communities housed in the same correctional facility.
N Community 1=2,075,542; N Community 2 =366,244; N Community 3 = 456,724;

N Community 4 = 480,976

46



when it comes to the effects of sanctions administered by supervisory staff members. In
one community, residents were more likely to receive role model nominations from peers
the more they had received affirmations from staff members in the recent past (Alter Staff
Affirmations Received: Community 1 5 = .04, 95% CI [.00, .07]; see Figure 1). In
another community, however, residents were less likely to be named role models by peers
when they received more affirmations from staff (Alter Staff Affirmations Received:
Community 4 b = -.25, 95% CI [-.50, -.01]; see Figure 1). Beyond these findings, though,
all four communities offer limited support for the importance of staff evaluations on how
residents exchanged reputational rewards. Residents were no more or less likely to
receive role model nominations from peers depending on the amount of punishment
messages they received from staff (Alter Staff Punishment Received: Community 1 b = -
.03, 95% CI [-.07, .00]; Community 2 b = .02, 95% CI [-.04, .08]; Community 3 b =-.12,
95% CI [-.34, .07]; Community 4 b = -.06, 95% CI [-.29, .16]). Additionally, only in one
community did role model nominations given by staff members have a positive effect on
role model nominations given by residents (Alter Staff Role Model Received:
Community 2 b = .05, 95% CI [.00, .09]). These results largely align with past work
studying TCs that finds that staff evaluations have relatively little bearing on how
residents exchange affirmations with their peers (Doogan and Warren 2017a, 2017b).
Finally, models find piecemeal support for the effect of demographic factors on
peer role model nominations. In two TCs, residents were more likely to be nominated as
a role model by a peer the longer they had lived in the community (Alter Time in TC:
Community 1 b= .09, 95% CI [.04, .14]; Community 3 » = .47, 95% CI [.21, .75)]. In
two communities, residents were less likely to send role model nominations to peers who
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had more recently entered the community (Ego Seniority: Community 1 b = -.14, 95% CI
[-.19, -.09]; Community 2 b = -.20, 95% CI [-.29, -.10]). Residents of one community
were also less likely to send role model nominations to peers who were younger than
themselves (Age Difference: Community 1 b = -.08, 95% CI [-.15, -.02]). Models also
find some limited support for racial homophily in peer role model nominations among
residents. Compared to dyads in which both residents were white, non-white residents in
one community were less likely to send role model nominations to white residents (Non-
White/White: Community 3 » =-1.02, 95% CI [-1.94, -1.11]). In another community,
non-white residents showed greater homophily in sending role model nominations than
white residents (Both Non-White: Community 1 b = .55, 95% CI [.26, .83]). Finally,
relative recidivism risk as measured by the LSI-R had a positive effect on peer role model
nominations in one community (LSI-R Difference: Community 2 b = .14, 95% CI [.04,
.25]). This would suggest that residents in this community were more likely to give role

model nominations to peer with a lower risk of recidivism than themselves.

2.4.2 Staff Role Model Nominations

Table 3 provides summary statistics related to staff role model nominations for all
four TCs combined. Staff members sent far fewer role model nominations than residents
in these TCs, with only 478 nominations occurring across their respective samples. This
is not to say that staff members did not engage in sanctioning residents, however: as staff
members sent 7,001 affirmations and 4,380 punishment messages to residents during the
periods of time studied. Resident rates of punishment activity in the data used in this

model resemble those of most of the communities when viewed individually (Alter
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Punishment Sent: mean = .31, standard deviation = .39). By contrast, average rates of

other endogenous network activity vary from those seen in the data used for the

individual peer role model nomination models, reflecting the aggregation of these data

from all four communities.

Table 3: Descriptive Statistics, Staff Role Model Nominations

Potential Nomination Events ()
Role Model Nominations
Affirmations Sent (Push Ups)

Punishment Sent (Pull Ups)

58061

478

7001

4380

Mean SD

Punishment Activity

Alter Punishment Sent

Alter Characteristics

Alter Affirmations Received
Alter Affirmations Sent
Alter Punishment Received
Alter Role Model Received

Alter Role Model Sent

49

0.31

0.49

0.51

0.29

0.07

0.07

0.39

0.42

0.70

0.29

0.11

0.16



Staff Evaluations
Alter Staff Affirmations Received 0.06 0.06
Alter Staff Punishment Received 0.04 0.06

Alter Staff Role Model Received 0.00 0.02

Demographic Characteristics

Alter Time in TC (Days) 75.60 43.00
Alter LSI-R 22.59 8.23
Alter White 0.74

Alter Age (Years) 29.30 9.23

Note: Non-binary variables are standardized before analysis

Table 4 and Figure 2 contains estimated coefficients and 95% credible intervals for
the full model estimating staff role model nominations across all four communities. A
table detailing iterative models can be found in Appendix B. Overall, there is evidence to
suggest that residents who were more active in administering punishment received
greater reputational rewards from staff members. In a simple bivariate model, results
show a positive relationship between a resident’s recent activity in sending punishment
messages and the likelihood that a staff member referred to them as a role model in a
push up message (Alter Punishment Sent: b = .20, 95% CI [.19, .28]; see Appendix B,

Model 1). While the magnitude of this relationship decreases after including controls for
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other covariates, it remains positive with its credible interval falling above zero (Alter
Punishment Sent: b = .10, 95% CI [.00, .19]; see Figure 2). This finding suggests that
authority figures respond positively to subordinates who engage in negative peer
sanctioning despite potential costs, and aligns with past work studying staff evaluations
of TC residents (Hodge et al. 2014).

Beyond negative sanctioning activity, residents were more likely to receive role
model nominations from staff the more they had received affirmations messages from
both peers (Alter Affirmations Received: b = .21, 95% CI [.09, .32]) and staff (Alter Staff
Affirmations Received: b = .25, 95% CI [.15, .34]) in the recent past. Conversely,
residents were less likely to receive role model nominations from staff the more they had
recently received punishment messages from peers (Alter Punishment Received: b = -.18,
95% CI [-.30, -.06]). The association between punishment received from staff and role
model nomination is also negative but lacks sufficient evidence for there being a real
effect (Alter Staff Punishment Received: b = -.04, 95% CI [-.14, .05]). Additionally, there
is insufficient evidence to suggest that residents were more likely to receive role model
nominations from staff the more they sent affirmations (Alter Affirmations Sent: b = -.02,
95% CI [-.14, .07]) and role model nominations (Alter Role Model Sent: » = .02, 95% CI
[-.07, .11]) to their peers. Residents who recently received role model nominations from
peers were also no more likely to receive role model nominations from staff members
(Alter Role Model Received: b = .08, 95% CI [-.01, .17]). On the whole, supervisory staff
appear more likely to give role model nominations to residents who behave in accordance
with TC standards, and appear less likely to give these nominations to those whose
behavior violate TC rules and conventions.
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With regard to exogenous demographic factors, results only find support for an

effect of residency length on whether staff nominated residents as role models.

Table 4: Estimated Effects of Covariates on Staff “Role Model” Nominations

Model 1 Model 2 Model 3
-6.33 -6.34 -6.20
Intercept (-8.02,-4.00) (-8.04,-3.93) -7.88,-3.75)
Punishment Activity
0.20 0.10 0.10
Alter Punishment Sent (0.12,0.28)  (0.01,0.18) (0.00, 0.19)
Matthew Effect
0.18 0.21
Alter Affirmations Received (0.07,0.29) (0.19, 0.32)
0.14 0.08
Alter Role Model Received (0.06,0.22)  (-0.01, 0.17)
Reward Activity
-.01 -0.02
Alter Affirmations Sent (-0.12,0.09)  (-0.14, 0.07)
0.02 0.02
Alter Role Model Sent (-0.08,0.11)  (-0.07,0.11)
Staff Evaluations
.25 0.24
Alter Staff Affirmations Received (0.15,0.34) (0.15,0.34)
.04 -0.04
Alter Staff Punishment Received (-0.06,0.13)  (-0.14, 0.05)
.08 0.06
Alter Staff Role Model Received (0.01, 0.15) (-0.01, 0.13)
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Alter Characteristics

-0.19 -0.18

Alter Punishment Received (-0.30,-0.08)  (-0.30, -0.06)

0.34

Alter Time in TC (0.23, 0.45))
Demographics

-0.22

Alter White (-0.45, 0.00)

-0.07

Alter LSI-R (-0.17, 0.03)

0.02

Alter Age (-0.09, 0.11)

Note: Non-binary variables are standardized before analysis. Values in parentheses indicate 95% credibility
intervals. Rhat values for all estimates = 1.0. N=58,061.

On average, residents were more likely to receive a role model nomination from a staff
member the longer they had been in the TC program (Alter Time in TC: b = .34, 95% CI
[.24, .45]). This is not surprising given that senior residents are expected to better behave
according to TC philosophy over time and serve as role models for newer residents. The
model finds no support for staff members being more likely to nominate residents as role
models based on their race (Alter White: b = -.22, 95% CI [-.44, .00]), their age (Alter
Age: b=.02,95% CI [-.68, .11]), or their risk of recidivism as measured by the LSI-R

(Alter LSI-R: b =-.07, 95% CI [-.17, .03]).
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Figure 2. Estimated Effects of Covariates on Staff “Role Model” Nominations

Note: N =58,061

2.5 Discussion

As a whole, the current study provides mixed evidence for the claim that actors
receive reputational rewards for engaging in peer punishment. Of the four TCs studied
here, only two provide sufficient evidence for this being the case. However, results for
the model predicting staff rewards suggest that actors who engage in punishment may
improve their reputational standing among authority figures. Importantly, none of these

models support the idea that engaging in punishment decreases actors’ likelihood of
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receiving reputational rewards. This is worth highlighting, as recent work has argued that
actors who engage in punishment can potentially damage their reputations. The absence
of evidence for this occurring in the communities studied here suggests that people who
face reputational losses for engaging in punishment do so under relatively specific
circumstances. This does not undermine the importance of findings from past work
studying evaluations of punishers; rather, it emphasizes the importance of situational
factors in how third parties evaluate punishment and those who administer it, which may
not be present in the instances of punishment contained in these data.

Given mixed findings for the effect of punishment activity on reputational reward,
it is important to consider why differences appear to exist between the four TCs in this
sample. Sociologists studying culture note that widespread cultural concepts and
practices can vary in how smaller groups understand and enact them (Eliasoph and
Lichterman 2003, Fine 2012). This is true of concepts and practices related to how actors
should sanction behavior, as groups in seemingly identical settings can differ in how they
administer punishment (Friis 2022). As such, one expects that differences in local culture
may explain why residents appear to reward punishment more in some TCs than in
others. Despite operating according to a common philosophy, TCs can vary in how they
understand this philosophy and implement its corresponding set of practices (De Leon
2000). This may owe to differences between staff members overseeing these
communities or to social learning experiences of residents at particular moments in time.
However seemingly minute, these differences can potentially result in some TCs valuing

peer punishment more than others, shaping reputational rewards for punishers in turn.
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The idea that findings here reflect local cultural variation is plausible but requires
further investigation. Although the data used here capture the exchange of sanctions in
each of the four TCs, they remain limited in their ability to document local differences in
how residents and staff understood and valued specific TC principles. A more precise
defense of this argument would require data surrounding these differences in
understanding. Future work studying TCs could better investigate this by pairing data on
affirmation and punishment exchanges with surveys or interviews of community
members. Nonetheless, the data used in this study do suggest that residents varied in their
appreciation of peer punishers depending on the local context in which they resided. Of
the four TCs studied, the two in which punishers were more likely to receive reputational
rewards were also those in which residents administered punishment at a higher rate than
they did affirmations. Compared to their counterparts in other communities, residents of
these TCs may have understood punishment messages as a more important component of
the TC sanctioning system, regarding those who administered them as “role models”
embodying community ideals in turn. Moreover, both of these TCs were simultaneously
housed in the same correctional facility. Although residents of these communities had no
contact with each other and were supervised by entirely different sets of staff, it is
possible that some aspect of this facility led both communities to place a greater emphasis
on peer punishment and reward punishers accordingly. While one cannot identify this
potential cause using available data, these findings suggest a need to carefully consider
local and institutional contexts when explaining how actors understand, administer, and

evaluate peer punishment. Groups that claim to operate according to similar principles
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can differ in their actual behavior, and scholars studying these behaviors must be able to
account for these differences.

The need to consider local context is only more apparent when comparing findings
from this study to past work on TCs and peer sanctioning. While research on TCs finds
that residents encounter Matthew effects when receiving general affirmations (Doogan
and Warren 2017a), this does not always appear to be the case with higher-level rewards.
Only in two communities were residents more likely to be nominated as role models by
their peers the more they had received affirmations in the past, and past role model
nomination did not have an effect on future role model nomination in any of the four
communities. This difference is plausible when recognizing role model nominations as a
higher and less frequent form of affirmation. It is possible that some residents received
large numbers of affirmations for relatively minor reasons that would not necessarily
imply high status or good reputational standing. If this is the case, the number of
affirmations a resident receives might matter less for their reputation than the grounds for
which these affirmations were given. Research on TCs could benefit from more
concerted attempts to classify affirmations and other messages based on the stated
reasons for their occurrence. Such efforts would better situate these sanctions in their
substantive context and improve knowledge about how these sanctions relate to resident
outcomes. Still, one would expect residents to have been more likely to be called role
models by peers the more they had received role model nominations in the past. Absence
of evidence for this effect may reflect the relative lack of frequency at which role model

nominations were given, especially in communities where such nominations were rare.
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A more surprising finding of this study is that residents who engaged in positive
sanctioning do not appear more likely to receive reputational rewards. Past experimental
work finds that people prefer to reward peers who administer positive sanctions over
those who administer punishment (Kiyonari and Barclay 2008, Przepiorka & Liebe
2016). However, residents in all four communities were no more likely to receive role
model nominations from peers the more they were active in sending affirmations.
Moreover, only in one community were residents who sent role model nominations more
likely to receive them. This divergence from past work may owe to differences in the
substantive setting of TCs and the kinds of settings simulated in laboratory experiments.
Experiments identifying second-order rewards for positive sanctions have done so using
games in which rewards, punishments, and sanctioning costs are measured in terms of
monetary units. In these games, peer sanctioning is an altruistic endeavor in which
individuals assume personal costs to administer sanctions. In contrast, rewards and
punishments in TCs are largely symbolic and require little to no tangible resources to
administer. TC affirmations are rewards that residents send at no cost to themselves, and
residents may not feel the need to reward those who send them because of this lack of
cost (Horne 2009). At the same time, punishment messages remain a costly form of peer
sanctioning, as residents recognize the potential for these messages to prompt conflict
and retaliation (Hawkins and Wacker 1987, Doogan and Warren 2017b). Compared to
affirmations, TC residents may recognize punishment messages as a more altruistic
endeavor and be more inclined to reward those who assume personal costs to send them.

This explanation highlights the importance of personal cost in how third parties evaluate
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both rewards and punishment as forms of peer sanctioning and suggests a need to identify
how these costs manifest in the real world.

Overall, results for models predicting reputational rewards from peers stress the
importance of local context in determining whether actors receive rewards for
administering punishment and other forms of sanctions. While it is likely that local
context also matters for how authorities administer these rewards, limitations in data
preclude this study from investigating this in depth. Nonetheless, analysis of all four TCs
in the aggregate offers insight into how authorities reward subordinates in these settings.
This analysis finds that supervisory staff members are generally more likely to give
reputational rewards to residents who administer punishment to their peers, as well as to
residents who receive lower numbers of punishment messages. Unlike results for peer
rewards, it also finds evidence of Matthew effects where rewards from staff are
concerned. Simultaneously, staff members resembled peers insofar as they were not more
likely to give reputational rewards to residents for sending affirmations. Although they
cannot identify differences across individual communities, findings from this analysis
align with past work studying staff evaluations of TC residents (Hodge et al. 2014).
Further, these findings suggest that authority figures favor subordinates who engage in
peer punishment and may reward subordinates who willingly do so.

Past work argues that authority figures have a greater ability to shape individuals’
reputations in groups and are likely to do so when it serves their interests (Fine 2019).
Consequently, one would expect reputational rewards from authorities to yield similar
rewards from subordinates and peers in the future. However, previous research on TCs
finds that staff evaluations of residents have little bearing on how residents evaluate one
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another in community meetings (Doogan and Warren 2017a, 2017b). This appears to be
the case for reputational rewards in the form of role model nominations. Evidence for
effects of staff evaluations on peer role model nominations is scant and inconsistent
across the four communities studied, and residents who received role model nominations
from staff were more likely to receive them from their peers in only one community.
While residents may receive reputational rewards from staff for engaging in peer
punishment, these rewards do not matter for shaping residents’ reputations among their
peers. Moreover, if strong reputations allow residents to access additional rewards as past

work suggests, rewards given by peers and staff likely occur independent of one another.

2.6 Conclusion

This study finds mixed support for the claim that actors receive reputational
rewards for engaging in peer punishment. Only in two of the four communities studied
were residents more likely to be called role models by their peers the more they engaged
in peer punishment. Although the data used here cannot fully identify why these two
communities differed from their counterparts, there is some evidence to suggest that the
local context of these communities may have shaped how residents evaluated punishers.
Both communities were simultaneously housed within the same correctional facility, and
residents of these communities administered punishment at higher rates than their
counterparts in other TCs. With this in mind, therapeutic communities appear to vary in
terms of how residents evaluate and reward peer punishment despite operating according
to a shared philosophy. Additionally, this study finds no support for the claim that actors
suffer reputational damages for administering punishment, despite recent experimental

work suggesting this possibility.
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Overall results also indicate that authority figures in these settings were more likely
to give reputational rewards to subordinates who administered peer punishment: staff
members were more likely to identify residents as role models the more active these
residents had been in sending punishment. At the same time, there is relatively little
evidence to suggest that reputational rewards from staff members shaped the exchange of
the same rewards between peers. This finding is consistent with past work studying
therapeutic communities that finds that evaluations of residents by staff matter little to
how residents evaluate their peers.

This study extends and contributes to research on cooperation and peer sanctioning,
as well as to clinical research on therapeutic communities as a form of addiction
treatment. As a study of peer sanctioning processes, it makes a valuable contribution by
examining the exchange of punishment and reputational rewards in real-world settings
using social network analysis. This study follows other recent work discovering
opportunities to study the exchange of sanctions outside the laboratory (Doering and
Ody-Brasier 2021) and suggests that certain research sites may be well-suited to
producing observational data on peer sanctioning in the future. Further, data used in this
study show the possibility of collecting data that captures the exchange of rewards and
punishment in dynamic social networks. Though past work has explored how networks
can shape peer sanctioning processes and how third parties respond to peers engaging in
punishment (e.g. Harrell and Wolff 2023, Horne 2009), it has primarily done so in the
laboratory. This study shows how network-based approaches to studying sanctions may

be paired with real-world data in order to test laboratory findings.
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More substantively, findings from this study contribute to research surrounding the
evaluation of punishers and metanorms shaping these evaluations. Given that this study
finds evidence of punishers receiving reputational rewards from peers in only two
communities, it cannot definitively state whether punishers generally receive these
rewards from their peers. However, this study finds no evidence of punishers being less
likely to receive reputational rewards from peers, suggesting that past work identifying
this relationship in the laboratory may be simulating rare or extreme circumstances.
Moreover, findings here advance research in this area by identifying the need to better
consider the local and institutional contexts in which peer sanctions and their evaluation
occur. Differences between the communities studied here suggest that local culture and
institutional frameworks inform the metanorms that people use to evaluate punishers.
Finally, this study contributes to research on the evaluation of punishers by exploring
how punishers are evaluated by authority figures, which past work has largely failed to
consider. Recognizing that authority figures give reputational rewards to subordinates
who punish their peers is important given that authorities are often in a better position to
confer rewards and punishment in groups.

As a study of therapeutic communities, this work has implications for research on
these communities as a form of addiction treatment and their clinical practice. Past
quantitative work on TCs generally treats all affirmation and punishment messages as
being functionally equivalent. This has presented a dilemma in TC research, as some
studies find that residents who receive more affirmations may have worse outcomes upon
leaving the community. Research on TCs and resident outcomes could benefit from
attempts to differentiate different kinds of affirmation messages based on the stated
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grounds for which they are given. This study makes a simple but important effort to do so
by treating role model nominations as a unique and especially valuable form of
affirmation. Future work studying TCs could extend this effort by more thoroughly
categorizing affirmation and punishment messages based on their content and examining
whether these different categories of sanctions have unique consequences for resident
outcomes.

This study makes an additional contribution to research on TCs by performing
separate analyses of the exchange of affirmations and punishment on multiple
communities. Past work studying TC networks — including work using the same data as
this study — tends to present aggregated results for multiple communities using a single
model. While this is done to present generalizable findings, it potentially overlooks
important differences in how individual TCs operate and how residents in these
communities engage in peer sanctioning. Even when they nominally operate according to
a common philosophy and set of practices, TCs prove quite different in how they
implement these shared cultural elements. Indeed, results from this study show
considerable variation in how residents engage in peer sanctioning and evaluate their
peers. As with research on peer sanctioning, research on TCs could benefit from a more
careful consideration of local context. Variation in how residents experience and engage
with TCs may have important consequences for their outcomes upon graduating from the
TC program. Accordingly, future efforts to collect data from TCs should strive to
measure potential sources of this variation at the community level.

While the present study makes several valuable contributions, it also bears
limitations that reflect the substantive setting of TCs and their approach to recording data.
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TCs are rather unique environments that differ from many other real-world settings. Peer
sanctioning is explicitly recognized as a core component of TC philosophy and practice,
and residents are not only encouraged but expected to sanction their peers. This
expectation may make residents less likely to negatively evaluate punishers than people
witnessing punishment in other settings. Relatedly, TC sanctions are highly formal
insofar as they consist of standardized messages, are delivered during community
meetings, and require approval from authorities in order to be delivered. Most real-world
cases of sanctioning lack this level of formality, and it is possible that differences exist
between how actors evaluate peers who administer formal rather than informal sanctions.
It is also important to acknowledge that the four communities studied here were
correctional facilities that housed incarcerated populations. This aspect of these settings
may have led residents to sanction and evaluate their peers in ways they would otherwise
not had they not been incarcerated.

The unique setting of TCs and their formal sanctioning system also produces
limitations in the data used in this study. In the TCs studied, affirmations and punishment
messages had to be approved by a committee of senior residents and staff in order to be
delivered. Data used in this study include only those sanctioning messages that were
approved to be shared during community meetings, as these were the only messages that
were archived. This may explain why this study finds no negative effects of punishment
activity on receiving reputational rewards. Past work argues that punishers face
reputational damages when third parties view an act of punishment as a violation of
metanorms. In the TC setting, such inappropriate attempts at punishment are likely those
that senior residents and staff prevent from being administered and exclude from clinical
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archives. Consequently, data used in the current study may be limited in their ability to
identify reputational damages resulting from punishment activity.’ At the same time, this
limitation proves useful when considering whether individuals receive reputational
rewards for engaging in punishment. The exclusion of punishment messages that violate
metanorms allows for a more conservative test of this phenomenon, as the data used here
contain only those cases of punishment that are likely to lead to rewards. Still, a more
exhaustive study of punishment and its reputational consequences would include a wider
range of attempts at punishment that vary in terms of social approval.

An additional limitation of these data concerns their ability to identify variation
across communities in how staff members rewarded residents. The four communities
studied here differed in how they recorded affirmations and punishment messages given
by staff, with some assigning unique identifiers to individual staff members and others
treating staff members as a single entity. To ensure consistency in data across these
communities, this study adopts the latter approach for all four communities, resulting in a
considerably smaller set of potential role model nominations than is used to model peer
nominations. As a result, this study analyzes staff rewards using a single aggregated
model of the sort seen in past work on TC networks. Albeit driven by necessity, this
approach makes the current study unable to explore how staff evaluations of punishers

might vary across the four TCs included in these data. Given the differences seen in how

5 In some TCs, failed attempts at sending punishment messages are referred to as “revenging,” “head
hunting,” or a “misuse of TC tools,” and can themselves be grounds for receiving a punishment message. It
is possible that one could measure residents’ violations of metanorms by counting the number of times they
receive punishment messages of this sort. However, these terms are not as universal across TCs as others
(e.g. “role model”) and may not appear in some communities. Consequently, the analyses offered here do
not include such measures.
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residents of these communities rewarded punishers, it is likely that TCs also vary in terms
of how staff evaluate residents who administer peer punishment. However, identifying
this variation would require a much larger amount of data than is used here.

Despite the above limitations, this study offers an important first step in studying
the evaluation of punishers in real-world settings and suggests directions for future
research. Future work could follow this study and other recent work by finding additional
settings in which to study peer sanctioning outside the laboratory. Ideally, these settings
would provide data on both the exchange of punishment and reputational rewards
between individuals. Data from these settings could produce complementary studies
investigating the reputational consequences of punishment and determine whether
findings here are generalizable beyond the context of therapeutic communities.
Elsewhere, research on therapeutic communities could extend this study by collecting
higher-quality data from other TCs. Data from these TCs could better capture how
communities vary in their implementation of TC philosophy and clinical practice, record
peer sanctioning attempts that fail to reach their targets, and consistently identify how
individual staff members evaluate residents. Each of these improvements would advance
TCs as a setting in which to study peer sanctioning processes, with implications for
research on the effects of rewards and punishment in groups. More importantly, they
would also expand knowledge on the experiences of residents in these communities and

help assess the efficacy of these communities as a form of addiction treatment.
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2.7 Appendix

Table A2.1: Iterative Models, Community 1

Model 1 Model 2 Model 3 Model 4
-6.72 -6.68 -6.68 -6.71
Intercept (-6.85,-6.58)  (-6.8,-6.56) (-6.8,-6.57) (-6.84,-6.59)
Punishment Activity
0.08 0.03 0.02 0.02
Alter Punishment Sent (0.05,0.10) (-0.01,0.06) (-0.01,0.06) (-0.02, 0.05)
Matthew Effect
0.08 0.07 0.1
Alter Affirmations Received (0.03,0.13)  (0.02,0.11)  (0.05,0.14)
0.04 0.03 -0.03
Alter Role Model Received (0.00, 0.08) (-0.01,0.07) (-0.07,0.01)
Reward Activity
0.00 0.00 -0.03
Alter Affirmations Sent (-0.05,0.05)  (-0.04, 0.05) (-0.08, 0.02)
0.00 0.00 0.02
Alter Role Model Sent (-0.04,0.04)  (-0.04,0.04) (-0.02, 0.06)
Alter Characteristics
-0.08 -0.09 -0.09
Alter Punishment Received (-0.13,-0.04) (-0.13,-0.04) (-0.13,-0.04)
Ego Characteristics
0.12 0.12 0.14
Ego Affirmations Sent (0.08,0.16)  (0.08,0.16)  (0.10, 0.18)
0.01 0.01 0.00
Ego Affirmations Received (-0.04, 0.06) (-0.04, 0.06) (-0.05, 0.05)
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Ego Punishment Sent

Ego Punishment Received

Ego Role Model Sent

Ego Role Model Received

Dyadic Measures

Ego-to-Alter Affirmation Inertia

Ego-to-Alter Punishment Inertia

Ego-to Alter Role Model Inertia

Affirmation Reciprocity

Punishment Reciprocity

Role Model Reciprocity

Staff Evaluations

Alter Staff Affirmations
Received

Alter Staff Punishment
Received

Alter Staff Role Model
Received

Demographics

Alter Time in TC

Ego Seniority

Age Difference

0.04
(0.01, 0.07)

0.07
(0.03, 0.11)

0.08
(0.04, 0.11)

0.02
(-0.02, 0.06)

-0.06
(-0.08, -0.03)

-0.01
(-0.04, 0.01)

0.03
(0.01, 0.05)

0.16
(0.14, 0.18)

-0.01
(-0.03, 0.02)

0.02
(0.00, 0.04)
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0.04
(0.01, 0.07)

0.07
(0.03, 0.11)

0.08
(0.04, 0.11)

0.02
(-0.02, 0.06)

-0.06
(-0.08, -0.03)

-0.01
(-0.04, 0.01)

0.03
(0.01, 0.05)

0.16
(0.14, 0.18)

-0.01
(-0.03, 0.02)

0.02
(0.00, 0.04)

0.05
(0.02, 0.09)

0.02
(-0.01, 0.06)

0.01
(-0.02, 0.04)

0.05
(0.02, 0.08)

0.07
(0.03, 0.11)

0.07
(0.03,0.1)

0.05
(0.01, 0.09)

-0.06
(-0.08, -0.03)

-0.01
(-0.04, 0.01)

0.03
(0.01, 0.05)

0.16
(0.14, 0.19)

-0.01
(-0.03, 0.02)

0.02
(0.00, 0.04)

0.04
(0.00, 0.07)

-0.03
(-0.07, 0.00)

0.00
(-0.03, 0.02)

0.09
(0.04, 0.14)

-0.14
(-0.19, -0.09)

-0.08
(-0.15, -0.02)



LSI-R Difference

White/Non-White

Non-White/White

Both Non-White

0.04
(-0.02, 0.11)

0.08
(-0.06, 0.22)

-0.08
(-0.31,0.16)

0.55
(0.26, 0.83)

Note: Non-binary variables are standardized. Values in parentheses indicate 95% credibility intervals.
N=2,075,542. Rhat values for all estimates = 1.0.

Table A2.2: Iterative Models, Community 2

Model 1 Model 2 Model 3 Model 4
-6.52 -6.47 -6.48 -6.47
Intercept (-6.73,-6.32)  (-6.67,-6.28) (-6.67,-6.29) (-6.69, -6.27)
Punishment Activity
0.00 -0.02 -0.03 -0.02
Alter Punishment Sent (-0.06, 0.05)  (-0.08,0.04)  (-0.09,0.03)  (-0.08, 0.04)
Matthew Effect
0.06 0.06 0.07
Alter Affirmations Received (-0.02,0.14)  (-0.02,0.14) (0.00, 0.15)
0.05 0.05 0.01
Alter Role Model Received (-0.02,0.12)  (-0.02,0.12) (-0.07, 0.08)
Reward Activity
-0.09 -0.08 -0.10
Alter Affirmations Sent (-0.17,-0.01)  (-0.17,0.00)  (-0.19,-0.02)
0.05 0.05 0.07
Alter Role Model Sent (-0.02,0.12)  (-0.02,0.12) (0.01, 0.14)
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Alter Characteristics

Alter Punishment Received

Ego Characteristics

Ego Affirmations Sent

Ego Affirmations Received

Ego Punishment Sent

Ego Punishment Received

Ego Role Model Sent

Ego Role Model Received

Dyadic Measures

Ego-to-Alter Affirmation Inertia

Ego-to-Alter Punishment Inertia

Ego-to Alter Role Model Inertia

Affirmation Reciprocity

Punishment Reciprocity

Role Model Reciprocity

Staff Evaluations

Alter Staff Affirmations
Received

Alter Staff Punishment
Received
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0.23
(-0.32,-0.15)

0.01
(-0.05, 0.08)

-0.07
(-0.15, 0.01)

0.06
(0.00, 0.11)

-0.08
(-0.15,-0.01)

0.01
(-0.03, 0.05)

0.02
(-0.05, 0.09)

0.07
(0.02, 0.11)

-0.01
(-0.08, 0.05)

0.04
(0.02, 0.06)

0.16
(0.11, 0.20)

-0.01
(-0.07, 0.04)

0.01
(-0.03, 0.05)

0.23
(-0.32,-0.15)

0.01
(-0.05, 0.08)

-0.07
(-0.15, 0.01)

0.06
(0.00, 0.11)

-0.08
(-0.15,-0.01)

0.01
(-0.03, 0.05)

0.02
(-0.05, 0.09)

0.07
(0.02, 0.11)

-0.01
(-0.08, 0.05)

0.04
(0.01, 0.06)

0.16
(0.11, 0.20)

-0.01
(-0.07, 0.04)

0.01
(-0.03, 0.05)

-0.01
(-0.07, 0.05)

0.03
(-0.03, 0.09)

0.22
(-0.31,-0.14)

0.03
(-0.04, 0.09)

-0.07
(-0.15, 0.00)

0.06
(0.01, 0.12)

-0.07
(-0.14, 0.00)

0.00
(-0.04, 0.05)

0.04
(-0.03, 0.12)

0.06
(0.02, 0.11)

-0.01
(-0.08, 0.05)

0.04
(0.02, 0.06)

0.16
(0.12, 0.20)

-0.01
(-0.07, 0.04)

0.01
(-0.02, 0.05)

-0.02
(-0.08, 0.04)

0.02
(-0.04, 0.08)



Alter Staff Role Model 0.05 0.05

Received (0.00, 0.09) (0.00, 0.09)
Demographics

0.08

Alter Time in TC (-0.01, 0.17)

-0.20

Ego Seniority (-0.29,-0.1)

-0.07

Age Difference (-0.17,0.03)

0.14

LSI-R Difference (0.04, 0.25)

-0.01

White/Non-White (-0.23,0.21)

-0.18

Non-White/White (-0.57,0.21)

0.14

Both Non-White (-0.35, 0.63)

Note: Non-binary variables are standardized. Values in parentheses indicate 95% credibility intervals.
N =366,244. Rhat values for all estimates = 1.0.

Table A2.3: Iterative Models, Community 3

Model 1 Model 2 Model 3 Model 4

-11.15 -11.39 -11.39 -11.39
Intercept (-12.01,-10.40) (-12.34,-10.59) -12.37,-10.56) (-12.52,-10.42)
Punishment
Activity
Alter Punishment 0.33 0.30 0.29 0.28
Sent (0.17, 0.49) (0.13, 0.46) (0.11, 0.46) (0.10, 0.45)
Matthew Effect
Alter Affirmations 0.11 0.10 0.09
Received (-0.07, 0.30) (-0.09, 0.29) (-0.11, 0.29)
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Alter Role Model
Received

Reward Activity

Alter Affirmations
Sent

Alter Role Model
Sent

Alter
Characteristics

Alter Punishment
Received

Ego
Characteristics

Ego Affirmations
Sent

Ego Affirmations
Received

Ego Punishment
Sent

Ego Punishment
Received

Ego Role Model
Sent

Ego Role Model
Received

Dyadic Measures
Ego-to-Alter
Affirmation Inertia
Ego-to-Alter
Punishment Inertia

Ego-to Alter Role
Model Inertia

Affirmation
Reciprocity

0.08
(-0.06, 0.20)

0.00
(-0.18, 0.16)

-0.17
(-0.43, 0.05)

-0.23
(-0.47, -0.01)

0.00
(-0.17, 0.16)

0.03
(-0.22, 0.25)

-0.41
(-0.70, -0.14)

0.41
(-0.77,-0.07)

-0.07
(-0.18, 0.02)

-0.16
(-0.39, 0.03)

0.10
(0.00, 0.20)

0.04
(-0.2,0.26)

0.00
(-0.05, 0.05)

0.14
(0.03, 0.25)
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0.05
(-0.09, 0.18)

-0.01
(-0.19, 0.15)

-0.18
(-0.46, 0.04)

0.22
(-0.46, 0.02)

0.00
(-0.17, 0.16)

0.02
(-0.22, 0.25)

041
(-0.69, -0.13)

041
(-0.76, -0.07)

-0.07
(-0.18, 0.02)

-0.16
(-0.39, 0.03)

0.10
(0.00, 0.20)

0.05
(-0.19, 0.25)

0.00
(-0.05, 0.05)

0.14
(0.03, 0.25)

0.00
(-0.15, 0.13)

0.00
(-0.17,0.17)

-0.15
(-0.41, 0.04)

0.22
(-0.47,0.01)

0.01
(-0.16, 0.17)

0.00
(-0.23,0.23)

-0.48
(-0.79, -0.19)

-0.41
(-0.77, -0.07)

-0.08
(-0.19, 0.01)

0.2
(-0.44, 0.00)

0.09
(-0.01, 0.19)

0.06
(-0.18,0.27)

0.00
(-0.05, 0.05)

0.14
(0.02, 0.25)



Punishment -0.05 -0.05 -0.05
Reciprocity (-0.27, 0.15) (-0.27, 0.15) (-0.27,0.14)
Role Model 0.05 0.05 0.05
Reciprocity (-0.05, 0.14) (-0.05, 0.13) (-0.05, 0.13)
Staff Evaluations
Alter Staff
Affirmations 0.02 0.06
Received (-0.19, 0.22) (-0.15,0.27)
Alter Staff
Punishment -0.02 -0.12
Received (-0.21, 0.16) (-0.34, 0.07)
Alter Staff Role 0.11 0.09
Model Received (-0.02, 0.24) (-0.05, 0.22)
Demographics
0.47
Alter Time in TC (0.21, 0.75)
0.22
Ego Seniority (-0.05, 0.48)
0.01
Age Difference (-0.25,0.27)
-0.07
LSI-R Difference (-0.32,0.17)
0.08
White/Non-White (-0.47, 0.62)
-1.02
Non-White/White (-1.94,-0.11)
0.01
Both Non-White (-0.82, 0.84)

Note: Non-binary variables are standardized. Values in parentheses indicate 95% credibility intervals.
N =456,724. Rhat values for all estimates = 1.0.
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Table A2.4: Iterative Models, Community 4

Model 1 Model 2 Model 3 Model 4
-10.07 -10.29 -10.32 -10.58
Intercept (-10.70,-9.50)  (-10.98,-9.67) (-11.02,-9.71)  (-11.30,-9.93)
Punishment Activity
0.28 0.32 0.33 0.29
Alter Punishment Sent (0.13, 0.42) (0.15, 0.50) (0.15, 0.50) (0.11, 0.47)
Matthew Effect
-0.05 -0.04 -0.02
Alter Affirmations Received (-0.28, 0.16) (-0.27, 0.18) (-0.25, 0.20)
0.00 -0.02 -0.06
Alter Role Model Received (-0.18, 0.15) (-0.20, 0.14) (-0.25,0.11)
Reward Activity
-0.14 -0.13 -0.15
Alter Affirmations Sent (-0.39, 0.09) (-0.38,0.10) (-0.41, 0.08)
0.04 0.04 0.06
Alter Role Model Sent (-0.15, 0.18) (-0.14, 0.19) (-0.13,0.21)
Alter Characteristics
-0.42 -0.40 -0.36
Alter Punishment Received (-0.69, -0.16) (-0.69, -0.13) (-0.66, -0.07)
Ego Characteristics
0.13 0.13 0.16
Ego Affirmations Sent (-0.09, 0.33) (-0.09, 0.33) (-0.06, 0.36)
-0.01 -0.02 -0.02
Ego Affirmations Received (-0.27,0.22) (-0.27,0.22) (-0.27,0.22)
0.12 0.13 0.16
Ego Punishment Sent (-0.09, 0.34) (-0.09, 0.34) (-0.06, 0.37)
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Ego Punishment Received

Ego Role Model Sent

Ego Role Model Received

Dyadic Measures

Ego-to-Alter Affirmation
Inertia

Ego-to-Alter Punishment
Inertia

Ego-to Alter Role Model
Inertia
Affirmation Reciprocity

Punishment Reciprocity

Role Model Reciprocity

Staff Evaluations

Alter Staff Affirmations
Received

Alter Staff Punishment
Received

Alter Staff Role Model
Received

Demographics

Alter Time in TC

Ego Seniority

Age Difference

LSI-R Difference

-0.06
(-0.34,0.22)

-0.10
(-0.24, 0.03)

0.12
(-0.06, 0.29)

0.10
(-0.03, 0.22)

0.22
(-0.52, 0.03)

0.03
(-0.01, 0.08)

0.14
(0.00, 0.27)

0.11
(-0.05, 0.25)

-1.25
(-3.45,-0.07)
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-0.05
(-0.33,0.22)

-0.10
(-0.24, 0.03)

0.13
(-0.05, 0.29)

0.10
(-0.03, 0.22)

0.22
(-0.52, 0.03)

0.04
(-0.01, 0.08)

0.14
(0.00, 0.26)

0.11
(-0.06, 0.25)

-1.22
(-3.36, -0.06)

0.27
(-0.52, -0.04)

-0.03
(-0.26, 0.17)

0.14
(-0.02, 0.27)

-0.04
(-0.32, 0.23)

-0.11
(-0.25, 0.02)

0.13
(-0.05, 0.29)

0.11
(-0.03, 0.23)

0.22
(-0.52, 0.03)

0.04
(-0.01, 0.08)

0.14
(-0.01, 0.27)

0.11
(-0.05, 0.25)

123
(-3.37,-0.06)

0.25
(-0.50, -0.01)

-0.06
(-0.29, 0.16)

0.14
(-0.02, 0.27)

0.14
(-0.17, 0.45)

0.27
(-0.62, 0.07)

-0.05
(-0.31,0.21)

0.18
(-0.08, 0.44)



0.04

White/Non-White (-0.57, 0.62)
0.23
Non-White/White (-0.57, 1.01)
0.78
Both Non-White (-0.13, 1.66)

Note: Non-binary variables are standardized. Values in parentheses indicate 95% credibility intervals.
N =480,976. Rhat values for all estimates = 1.0.
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3. What More Do | Have to Say?:
Social Factors Shaping the Justification
of Peer Sanctions

3.1. Introduction

Social norms play a fundamental role in human societies by regulating individual
behavior, promoting cooperation in groups, and maintaining existing social orders (Horne
and Mollborn 2020). Norms are especially effective in regulating behavior and promoting
cooperation when backed by both positive and negative sanctions. Individuals abiding by
norms may be rewarded by others for their cooperation, while those acting in violation of
a norm risk being punished by their peers (Horne 2009; Horne and Mollborn 2020;
Ostrom 2000; Simpson and Willer 2015). Indeed, peer sanctioning is an important
phenomenon for remedying a variety of social problems. Sanctions from intervening
bystanders can assist in promoting anti-racism (Nelson et al. 2011), reducing bullying in
schools (Paluck et al. 2016), and ensuring that community efforts to control a pandemic
succeed (Horne and Johnson 2022). At the same time, engaging in peer sanctioning is
potentially costly to individuals, as administering sanctions requires time and effort.
Further, negative sanctions may prompt retaliation from those being sanctioned, making
sanctioning more costly in turn. Though individuals appear willing engage in peer
sanctioning across cultures (Fehr and Géachter 2002), scholars continue to investigate why
people incur costs to do so.

Previous research argues that individuals receive benefits for engaging in peer
sanctioning that offset potential costs. These benefits include positive evaluations from

third parties that improve one’s reputation and offer access to additional rewards (Barclay
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2006, Horne 2009). However, other work finds that those who sanction may be
negatively evaluated by their peers, especially when administering negative sanctions.
Such evaluations indicate the presence of “metanorms” that establish the circumstances
under which sanctions are appropriate, the way sanctions should be administered, and the
actors permitted to administer sanctions. Past work identifies several factors shaping how
observing third parties evaluate both positive and negative sanctions. Findings from this
work offer valuable insight into the content of metanorms but are by no means
exhaustive. Given the positive consequences of norm enforcement via sanctions, research
on norms and cooperation could benefit from continued exploration of how third parties
positively and negatively evaluate sanctioners.

One way that sanctioners can manage how third parties evaluate them is by
pairing sanctions with verbal justifications. Verbal justifications in this context
communicate the normative grounds for administering sanctions, thereby situating
sanctions as being appropriate, warranted, or even beneficial. Accordingly, third parties
may evaluate sanctioners differently depending on how well they justify sanctions in
communication. But relatively little is known about how justifications of sanctions are
constructed. The very process of justifying sanctions is likely guided by situational
conventions, suggesting additional metanorms surrounding how actors administer and
defend sanctions.

Although research on metanorms has yet to fully investigate how actors justify
sanctions, other work in sociology offers general insight into how people defend their
actions. Classical theories of “accounts” detail the process by which actors construct and
provide explanations of their actions to questioning audiences. Over several decades,
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research on accounts has identified general rules surrounding the construction of these
explanations and their evaluation by an audience. This work highlights the importance of
situational factors in shaping both the content and style of accounts, noting that accounts
reflect, enact, and recreate the particular relationships existing between their author and
audience. To the extent that findings from this work describe how actors generally justify
their actions, theories of accounts may identify metanorms governing how actors justify
questionable sanctions. However, classical theories of accounts primarily describe how
actors justify basic norm violations and pay little attention to sanctions that may be seen
as violating metanorms. Questionable sanctions entail a kind of “second-order” norm
violation, and it is not clear whether actors use similar strategies to justify them.
Research on metanorms and theories of accounts could both benefit from studying
justifications of sanctions. Beyond identifying potential metanorms governing how actors
justify sanctions, efforts in this vein might also extend and challenge past theory. As
second-order violations of metanorms, questionable sanctions may constitute a category
of action that differs from basic norm violations. Actors might use different strategies to
explain sanctions than those they would use to explain behaviors that elicit sanctions.
Additionally, it is not clear whether actors use similar strategies when justifying positive
and negative sanctions. Actors tend to administer rewards and punishment in response to
different kinds of behaviors. These behaviors and the situations in which they occur may
differ such that actors follow separate rules when justifying sanctions. Moreover, positive
and negative sanctions may enact different kinds of roles and relationships between
actors in a particular setting. Where positive sanctions may be more emblematic of
friendlier and familiar ties, negative sanctions may bring forth relationships involving
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competition and authority. These relationships may also lead actors to use different
strategies when justifying rewards and punishment. Should sanctions differ from other
kinds of actions in how actors justify them, it would suggest limitations in scope for some
of the more general claims offered by theories of accounts. Simultaneously, it might
bolster other claims from these theories regarding the importance of situational factors in
how actors explain their actions.

In this study, I examine whether three general hypotheses from classical theories
of accounts find support in justifications of positive and negative peer sanctions.
Specifically, I test whether three social factors — social proximity, friendliness, and
differences in status — shape the amount of explanatory effort actors engage in when
offering justifications. To test these hypotheses, I use data from an archive of naturally-
occurring peer sanctioning messages exchanged between residents of a therapeutic
community for addiction treatment. Therapeutic communities (hereafter TCs) are isolated
social settings that aim to rehabilitate residents for re-entry into society. TCs operate
according to a philosophy that expects residents to regularly monitor others’ behaviors
and sanction others for their behavior during community-wide meetings. As such, TCs
offer a compelling real-world setting in which to study peer sanctioning with minimal
researcher involvement. Data from this archive contain all approved positive and
negative sanctioning messages exchanged over multiple years and include the text of
justifications given for administering sanctions. These data also offer the ability to
measure aspects of residents’ relationships with one another using tools from social
network analysis. Together, these features allow me to examine the effects of social

factors on actors’ justifications for sanctions.
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Consistent with past work on account giving, the present study finds support for
all three hypotheses where they pertain to justifications of positive sanctions. In the TC
studied, residents engaged in more explanatory effort and referenced a greater number of
community norms when justifying positive sanctions directed toward friendlier and more
socially proximate peers. Residents also engaged in more explanatory effort when
justifying positive sanctions directed toward peers of higher status than themselves, and
engaged in less effort when justifying positive sanctions given to lower status peers. At
the same time, the present study finds little to no support for these hypotheses when
examining justifications of negative sanctions. In fact, findings suggest that residents
engaged in more explanatory effort when justifying sanctions directed toward more
socially distant peers. Findings also indicate that residents engaged in more explanatory
effort when giving justifications for negative sanctions directed toward peers of lower
status than themselves. These findings run counter to what theories of accounts would
predict and reveal that residents likely followed different rules when constructing
justifications for negative sanctions. Although the data used here cannot fully explain this
difference between positive and negative sanctions, past work offers two reasons for why
this might be the case. First, past theory argues that negative sanctions may lead to more
strategic interactions that lead actors to follow different patterns in how they explain their
actions. Second, research on therapeutic communities suggests that residents develop a
variety of formal and informal relationships with one another over the course of their
stay. It is possible that positive and negative sanctions enact different kinds of
relationships in this setting, leading to differences in how residents communicate
justifications to one another. This second explanation is most compatible with the present
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study’s findings and emphasizes the importance of relational context in theories of
account giving.

This study makes several contributions to existing literature. First, this study uses
observational data collected from a real-world setting to study how actors justify
sanctions. To date, research on both peer sanctioning and account giving has largely
relied on qualitative and experimental methods to develop theory. The archival data used
here provide a rare opportunity to study these phenomena without experimental
manipulation or other researcher involvement, adding to recent work offering new ways
of studying sanctions (e.g. Doering and Ody-Brasier 2021). Second, this study explores
how actors construct verbal justifications for sanctions and how social factors shape this
process. In so doing, it sheds light on metanorms dictating how sanctioners defend their
actions to different audiences and adds to a growing literature identifying metanorms and
their content. Third, the present study extends sociological theories of accounts to
consider sanctions as a distinct kind of action needing explanation. This study finds that
actors use different strategies to construct justifications of negative sanctions than those
they use for other kinds of actions. Accordingly, it suggests a need for extant theories to
include scope conditions that identify which strategies actors use when explaining
different kinds of actions. Finally, this study contributes to literature on therapeutic
communities for addiction treatment by showing how formal and informal relationships

both shape peer sanctioning in these settings.
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3.2. Theoretical Background

3.2.1 Metanorms and Evaluations of Peer Sanctioning Behavior

Research on social norms and cooperation has increasingly explored the concept
of “metanorms” surrounding peer punishment. Metanorms can be understood as social
reactions to sanctions that dictate who can sanction others, what kinds of actions are
appropriate sanctions, and the appropriate level of severity for sanctions in a given
situation (Horne and Mollborn 2020). Metanorms are an important point of consideration
in the study of cooperation because they determine how willing actors are to sanction
others. Additionally, metanorms inform whether actors receive rewards for sanctioning
efforts that offset potential costs of sanctioning. Given the well-established importance of
peer sanctioning in promoting cooperation, a growing body of research has sought to
understand what factors shape people’s engagement in and evaluation of sanctioning
behavior.

Recent scholarship has primarily studied metanorms surrounding the use of
negative sanctions (e.g. Horne 2009, Strimling and Eriksson 2014). This work finds that
negative evaluations can arise when a sanctioner exhibits aggression, when the normative
cause of a sanction is relatively minor, or when a sanctioner is a stranger to the person
sanctioned (Eriksson et al. 2017). Negative evaluations may also arise when third parties
suspect that a sanctioner aims to personally benefit from sanctioning others (Willer et al.
2009) or to mask their own deviance by punishing others (Kim and Zuckerman Sivan
2017). Further, punishment may be viewed more positively by others in cases of
intergroup conflict where valued identities are salient (Benard and Doan 2020). Evidence

also suggests that people prefer punishment when it is administered by collectives rather
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than by individuals, and by individuals assigned to formal punisher roles rather than those
not occupying such roles (Strimling and Eriksson 2014). These findings offer valuable
insight into metanorms pertaining to punishment, but they are by no means exhaustive.
To build more comprehensive theories about norms, metanorms, and their effects,
scholars must continue to investigate the conditions under which punishment is positively
or negatively evaluated.

Research in social psychology suggests the existence of additional metanorms
surrounding positive sanctions. This work recognizes the possibility of actors giving and
receiving unjust rewards and examines their consequences. In line with the metanorm
concept, actors hold expectations about what behaviors should be rewarded and the
quantity and quality of rewards given. When actors find that these expectations are not
met, they experience negative emotions that can lead to retaliation (Barclay, Skarlicki,
and Pugh 2005) or decreases in group cooperation (Park and Melamed 2015, 2016).
Negative emotions arise where actors perceive themselves or others being under-
rewarded or (in some cases) over-rewarded (Clay-Warner et al. 2016). While this
provides compelling evidence for the existence of metanorms regarding positive
sanctions, knowledge about these metanorms needs further development. Again, research
on norms, metanorms, and cooperation could benefit from continued exploration of how
third parties evaluate rewards, punishment, and the actors administering them.

Observers may evaluate sanctioners differently where sanctioners pair rewards
and punishment with verbal messages. Sanctions are inherently communicative, signaling
approval or disapproval of a perceived behavior while also suggesting qualities about
both a sanctioner and her target (Raihani and Bshary 2015). Though the meanings

84



conveyed by sanctions can be implicit, sanctions are often accompanied by explicit
verbal messages that offer a reason for their occurrence. Indeed, verbal expressions of
praise or disapproval are often sanctions themselves and may be preferred to other forms
of sanctioning (Strimling and Eriksson 2014). Additionally, verbal messages provide
justifications for sanctioning acts that attempt to frame a sanction as being appropriate,
necessary, or beneficial to one or more actors. Where sanctions potentially disrupt social
situations and elicit negative responses, these messages reflect efforts to negotiate
disruptions and identify the sanctioner’s awareness of norms and metanorms (Horne
2009). Consequently, third parties may evaluate sanctioners differently depending on the
efficacy of an actor’s given justification for a sanction. To better understand if and how
this happens, researchers must be able to identify verbal messages accompanying

sanctions and measure both their qualities and their evaluation by audiences.

3.2.2 Accounts and Justifications of Peer Sanctions

Sociologists have long considered how individuals use verbal messages to explain
their behavior in social situations to others. Research on “motives” (Mills 1940) and
“accounts” (Scott and Lyman 1968, Orbuch 1997) has explored the ability of actors to
provide statements about unexpected or disapproved behavior that satisfy questioning
audiences. This work overlaps with more recent developments in cultural sociology that
have emphasized actors’ abilities to use cultural “tools” to justify their actions (Swidler
1986, Vaisey 2009). Overall, these streams of research emphasize that actors’
explanations are unreliable as indicators of the true motivations behind their behavior.
Rather, motives, accounts, and other explanations are mainly rhetorical devices that

actors use to satisfy an audience. They reflect normative expectations for action in a
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social setting more than anything else.! While research on motives and accounts evolved
to primarily consider how actors make meaning of events in their lives, foundational
work in this area primarily focuses on moments of interactional instability and deviance
and subsequent attempts to repair breaches in interaction (Orbuch 1997:458). As such,
earlier work in this area provides a more direct theoretical framework for understanding
justifications of peer sanctions.

Over several decades, researchers have attempted to build a comprehensive
understanding of how individuals explain problematic actions and repair interactional
breaches (Orbuch 1997). Theories of accounts have offered exhaustive typologies
enumerating the many strategies people use to appeal to questioning audiences (Sykes
and Matza 1957, Scott and Lyman 1968, Goffman 1971, Semin and Manstead 1981).
These typologies find empirical support in various qualitative studies, with scholars
recognizing the strategies they detail in a variety of social settings (Scully and Marolla
1984, Hopper 1993, Monaghan 2006). Elsewhere, experimental work has offered insight
into how audiences evaluate accounts and their authors. Research in this vein finds that
audiences assign positive and negative traits to authors on the basis of their accounts and
are more or less inclined toward future interaction with authors based on their evaluations
of accounts (Orbuch et al. 1992). Audiences also are more willing to accept an author’s
account when the author expresses regret for an offense, when the severity of an offense
is relatively minor, when the author of the account is seen as being moral, and when the
author of an account is of higher status relative to her audience (Blumstein et al. 1974).

Taken together, the above research illustrates how actors mitigate negative judgments

! However, recent work suggests that these explanations may help motivate future action (Winchester and Green 2019)
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when others call their behavior into question. Actors have a variety of rhetorical
strategies at their disposal when giving accounts, but the success of these strategies
depends largely on the relational setting in which an account is requested and given.
While existing literature details much of the process of account giving and
reception, research on accounts could improve in several ways. First, research on
accounts could benefit from greater inclusion of studies using observational data of
naturally-occurring cases of account giving. Previous work on accounts has largely relied
on qualitative interviews to document the kinds of accounts that actors give for their
actions. Although interviews have done well to identify examples of different kinds of
accounts, accounts collected in interviews are always given at the request of the
researcher (Orbuch 1997:469). As such, many of the accounts analyzed by social
scientists are the product of the situational setting of interviews and subject to interviewer
effects. Select studies have managed to avoid this issue by building corpora of more
naturally occurring accounts from archival data. McLaughlin and French (1990), for
example, collected accounts of traffic violations given in courtroom settings and
presented them to survey respondents for evaluation. More recently, Cerulo and Ruane
(2014) collected a set of public apologies given by celebrities and politicians and
combined them with public opinion data to assess how well different apologies were
received. Studies such as these show the promise in turning to archival records for data
related to account giving. Were scholars to collect more data of this sort, scholars could
better identify how actors explain their actions across a broad variety of setting and

situations.
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Related to the above, knowledge about account giving could also improve from a
better understanding of how actors construct the accounts they give to others. Theories of
motives and accounts stress that the popularity and efficacy of accounts depend on the
situation in which an account is requested and given (Mills 1940, Scott and Lyman 1968).
Situational factors determine not only how audiences receive an account — which past
work has done well to explore (Blumstein et al. 1974, McLaughlin and French 1990,
Orbuch et al. 1992, Cerulo and Ruane 2014) — but also authors’ expectations about what
constitutes an effective account and thus the content and style of accounts given. Though
theories of motives and accounts have offered some hypotheses regarding the effects of
situational factors on account construction (Mills 1940, Scott and Lyman 1968, Tilly
2006), little work has been done to give them empirical support. Studies better suited
toward analyzing situational factors, namely those using real-world data on account
giving, have primarily focused on how these factors shape audience reception without
considering how they contribute to the construction of accounts themselves.
Consequently, the accounts literature remains underdeveloped where it concerns this key
part of the account giving process.

Finally, research on accounts could benefit from consideration of how processes
of account giving and reception unfold with regard to positive and negative sanctions.
Foundational work on accounts has given thorough consideration to how initial norm
violations lead to the giving of accounts. This is understandable, as “first-order”
violations of this sort typically create the need for actors to request and provide accounts.
However, an awareness of the metanorm concept leads one to recognize that sanctions
following initial norm violations can produce “second-order” violations if not

88



administered appropriately. If a sanction is perceived to be inappropriate for a given
situation, the actor administering the sanction may also receive requests to offer an
account. Indeed, actors do appear to offer explanations for sanctions. Moreover, these
explanations can satisfy audiences even when they do not entirely align with people’s
own preferences for how to administer sanctions (Carlsmith et al. 2002, Carlsmith 2008).
The extent to which accounts of questionable sanctions resemble those given for
other actions remains unclear. Initial consideration suggests that accounts of sanctions
primarily fall within the category of “justifications” in existing typologies of accounts.
When offering justifications, sanctioners assert that their sanctions are warranted or
appropriate and deny portrayals of their targets as victims. But whether justifications of
sanctions are constructed, given, and received in ways resembling those given for first-
order breaches needs further empirical investigation. Moreover, it is uncertain whether
situational factors shape justifications of positive and negative sanctioning acts
differently. Foundational theories of accounts betray a strong focus on deviant and
potentially harmful actions. Positive sanctions, while questionable to the extent that
observers may find them undeserved, may nonetheless appear less damaging at first
glance, and sanctioners may follow different processes when explaining rewards
compared to punishment. Literature on accounts, then, could benefit from understanding
how actors justify different kinds of sanctions. Given that sanctions typically follow
initial norm violations, research into how actors justify sanctions could extend the
accounts framework to acknowledge a broader range of actions requiring accounts, as
well as offer insight into how actors repair and negotiate initial breaches. Additionally,
justifications of sanctions have the potential to incorporate metanorms into theories of
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accounts. If accounts reflect the normative expectations of the setting in which they are
given, justifications of sanctions can shed light on metanorms governing sanctioning

behavior in different social situations.

3.2.3 Some Hypotheses Regarding the Construction of Accounts

As mentioned in the previous section, theories of account giving offer general
hypotheses regarding how situational factors shape the construction of justifications.
While some of these hypotheses concern the institutional setting in which accounts are
requested and given, most tend to focus on the effects of qualities belonging to the author
and audience of an account (Tilly 2006, Scott and Lyman 1968). The present study
concerns itself with hypotheses of this latter sort, and what follows is a summary of select
hypotheses that this study aims to investigate.

Theories of accounts have argued that the content and style of a justification
depend partially on the degree of social proximity between its author and audience. These
theories predict that justifications tend to be longer and more elaborate when shared
between familiars, and more generic and formulaic when shared between socially distant
persons. Tilly (2006), for example, argues for greater idiosyncrasy of accounts between
familiars by noting that people in intimate relationships have a greater shared history
from which they build and situate accounts. When actors identify problematic actions in
intimate relationships, these actions are found to be inconsistent with both normative
expectations of behavior and expectations derived from a broader relationship history.
Actors in these relationships must give more elaborate reasons for their actions as a
result, having to explain these actions with both sets of expectations in mind. Such

broader histories are absent in less familiar relationships, leading socially distant persons
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to give shorter and more generic accounts to one another. Further, Tilly argues that were
elaborate accounts to be exchanged in more distant relationships, they would likely be
received as confusing, intrusive, or embarrassing (ibid. 2006:46-7). Given these lines of
reasoning, one expects to see actors engaging in more explanatory effort when
communicating to those with whom they are more familiar. By contrast, one expects that
actors engage in less effort when constructing justifications given to socially distant

alters:

HI: Actors engage in more explanatory work in justifications directed toward

socially proximate targets.

Social proximity is but one dimension along which relationships between actors
can differ. While two relationships may be similar in terms of proximity, they may still
differ regarding the affect shared between actors in the relationship. Previous work
suggests that justifications given by actors differ depending on how an actor feels toward
her audience. However, this work offers competing predictions insofar as the effect of
these feelings is concerned. One line of thinking suggests that actors offer more
justification when they find greater value in or feel more positively toward their
relationship with their audience. This may be because these relationships are often those
with broader histories from which to build accounts, consistent with Tilly’s reasoning for
the effect of social proximity. Alternatively, actors may give more justification to actors
they like because of the value they place in their relationships to these audiences,
motivating them to engage in more explanatory effort when repairing interactional
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breaches (Brown and Levinson 1979, McFarland and Wolff 2022). What is more, actors
may give shorter and more formulaic justifications to adversaries and those they dislike
in hopes of avoiding resistance or further questioning (Goffman 1955, 1967; Hawkins
and Wacker 1987). The above arguments imply that actors will put more effort into

justifications given to audiences they like or value:

H2a: Actors engage in more explanatory work in justifications directed toward

[friendlier targets.

Another line of thinking suggests the opposite: that actors put more effort into
justifications given to adversaries or those they dislike. This prediction rests on the
assumption that adversarial audiences are less likely to accept any justification offered by
an author, and that the author anticipates a longer process of negotiation upon explaining
her action. Where relationships are unsettled or antagonistic, communication between
actors is more likely to entail disagreement or debate (McFarland 2004). Consequently,
actors faced with unfavorable audiences may provide more detailed justifications,
offering a larger body of evidence for their claims that is harder to challenge or
undermine (McFarland and Wolff 2022). If this assumption holds true, one expects that
actors faced with unfavorable or adversarial audiences will offer more explanation in

their accounts:

H2b: Actors engage in more explanatory work in justifications directed toward
less friendly targets.
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A final potential factor shaping the construction of justifications concerns
differences in social status between the author of a justification and her audience.
Theories of accounts show consensus in the notion that actors provide simpler and more
formulaic accounts when they occupy a position of higher status relative to their audience
(Scott and Lyman 1968:56, Semin and Manstead 1981, Tilly 2006). These theories posit
that actors in positions of superiority find little need to defend their actions to inferiors
and engage in less explanatory work as a result. By contrast, actors faced with a
questioning superior are called upon to explain themselves with greater scrutiny, leading
them to construct more detailed accounts to defend themselves. As accounts are often a
reflection of the social setting in which they are given, the offering of a simpler account
may itself be an assertion of one’s superior position (Tilly 2006:45). To the extent that
differences in status exist between the author and audience of an account, it is expected
that authors of a higher position relative to their audience will offer less explanation,

while authors of a lower position relative to their audience will offer more:

H3: Actors engage in more explanatory work in justifications directed toward

targets of higher status relative to themselves

Although past work has offered the above hypotheses for quite some time, these
hypotheses could benefit from further empirical validation. Scholars devising these
hypotheses have based their claims on various findings in qualitative work, and it is
possible that these claims reflect particular settings or instances of account giving rather
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than general principles. As suggested earlier, the validity of these hypotheses could be
bolstered using studies based on archival data containing naturally occurring accounts.
The present study aims to contribute to research on accounts and peer sanctioning using
such an approach, offering quantitative analysis of an archive of justifications given for
peer sanctions in a therapeutic community for addiction treatment. Before proceeding to
this analysis, the following section describes the substantive setting of this study and
provides an overview of past research on therapeutic communities for addiction

treatment.

3.2.4 Therapeutic Communities for Addiction Treatment

Therapeutic communities (hereafter TCs) are isolated social settings designed to
prepare people with addictions and other conditions for reentry into society. In their
philosophy, TCs view residents’ addictions as but one symptom of a larger problem
involving the individual’s lifestyle and identity. A stated goal of TCs is to address
residents’ conditions by teaching them “positive values” associated with the American
middle class. A core tenet of TCs is the idea of “community as method.” Although TCs
employ staff for specific purposes, they assign a wide variety of operational duties to
residents. TCs expect residents to perform these duties, to serve as “role models” for their
peers, and to use one another as instruments of self-change. The community as method
ideal is brought to the fore in frequent meetings, where residents evaluate one another
through messages of praise (often called “push ups”) and censure (“pull ups”) based on
observed behaviors (De Leon et al. 2015).

The exchange of “push ups” and “pull ups” comprise a peer sanctioning system that

lies at the core of TC operation. During their stay within a TC, residents are expected to
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constantly monitor one another’s behavior and administer push ups and pull ups when
they perceive behaviors to align or deviate from TC norms. Push ups and pull ups may be
given on seemingly major and minor grounds alike. A pull up, for example, may reflect a
resident’s expressed disavowal of the TC program, or it may reflect a simple lapse in
awareness such as forgetting to take one’s personal items with them (Hawkins and
Wacker 1987). Although residents are expected to administer push ups and pull ups
evenly across the entire community, this is often not the case in practice. Residents tend
to give push ups to their friends and give pull ups to those with whom they have more
adversarial relationships. Consequently, some TCs regulate the process of administering
push ups and pull ups using a supervisory board of staff members and senior residents.
Here residents are required to document an attempted push up or pull up and provide the
board with information regarding the target of the sanction, the date of the sanction, and
an explanation for why the sanction is warranted. The attempted sanction is then judged
by the board for propriety and is only allowed to be read to the community if deemed
acceptable.

Where TCs require residents to explain the grounds for a sanction before
administering it, the offering of justifications is a mandatory part of the sanctioning
process. Accordingly, these TCs offer an optimal setting for studying how actors
construct justifications for sanctions. Because virtually all sanctions administered are
accompanied by justifications, TC archives offer large corpora of justifications that can
be compared to one another in analysis. Additionally, the process by which sanctions are
reviewed, approved, and shared imply the existence of multiple audiences evaluating
justifications. Justifications are first constructed with the recipient of a push up or pull up
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in mind, who constitutes the primary audience of a justification. At the same time,
residents are aware that their justifications must win the approval of the supervisory
board regulating sanctions, and they take the evaluations of this second audience into
consideration when constructing their accounts. As push ups and pull ups are often given
during community-wide meetings, the broader TC comprises a third audience evaluating
justifications. Residents may consider how justifications are received by the overall
community and tailor the justifications they give as a result. Recognizing this plurality of
audiences allows one to consider how multiple relationships contribute to the
construction of a justification. While the need to appeal to multiple audiences
simultaneously may be less common outside the TC setting, it provides greater
opportunities to explore situational factors shaping the construction of accounts.

Current research on TCs examines the exchange of push ups and pull ups in detail.
Using clinical archives of approved push ups and pull ups, scholars have traced patterns
of peer sanctioning in multiple TCs using social network analysis. These network-based
approaches have identified patterns of reciprocity, homophily, and hierarchy in the
exchange of push ups and pull ups within TCs (Doogan and Warren 2017a, 2017b;
Warren et al. 2020; Campbell et al. 2021). They also find that residents demonstrate a
tendency to balance the number of pull ups they send others relative to the number of
push ups they send (Doogan and Warren 2017b). Despite thorough investigation into how
TC residents engage in peer sanctioning, current work in this area tends to treat all push
ups and all pull ups as functionally equivalent. Few studies using TC archives have
attempted to analyze residents’ justifications for sanctions (though see Doogan and
Warren 2016 for a notable exception), nor have they tried to differentiate sanctions based
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on how they are justified. This is a potential shortcoming in developing knowledge about
peer sanctioning in TCs. Scholars of accounts (e.g. Tilly 2006) and communication in
networks (e.g. Fuhse 2021, 2022; McLean 1997) both note that the content of a
justification can indicate the existence of certain relationships between its author and
audience. Qualitative work suggests that this is true of justifications for sanctions in TCs,
finding that residents often disguise their animosity toward those to whom they send pull
ups by giving relatively simple justifications (Hawkins and Wacker 1987). By giving
more attention to how residents justify push ups and pull ups, one may be better able to
identify the kinds of relationships formed between residents in TCs. Additionally, greater
attention to how residents justify sanctions could offer better insight into how residents

engage with the TC sanctioning system.

3.3. Data and Methods
3.3.1 Data

Data for this study come from a minimum security facility for felony offenders that
operated as a therapeutic community for addiction treatment. This facility served a
mixture of urban, rural, and suburban catchment areas. Residents were segregated by sex,
and the current study uses only data pertaining to male residents, who constituted the
majority of residents in the facility. At any given time, this TC housed approximately 90
male residents. In total, the data reflect 1,872 residents, the vast majority of whom were
white (82%).

Data from this TC were originally collected for clinical purposes and contain a
corpus of all approved push up and pull up messages exchanged between residents from

mid-2001 to late 2008. The data provide a record of the sender, the receiver, the date, and
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the text for each message, as well as limited demographic information about individual
residents. In order to give a push up or a pull up, residents had to fill out a form
containing this information. Completed forms were reviewed by a committee of senior
residents to ensure that messages were legitimate. This was done to guarantee that
residents did not give their friends unwarranted praise or give pull ups in retaliation for
having themselves received one. Only those messages deemed legitimate, which were
shared publicly during community meetings, are included in this corpus. Excluding
messages for which demographic information about either the sender or receiver is
missing, the data contain 133,781 push ups and 53,727 pull ups used in analysis.

These data offer a unique and valuable avenue to studying peer sanctioning and
verbal justification processes. Research on peer sanctioning is typically conducted in
laboratory settings due to the rarity of naturally occurring data on sanctioning behavior
(Horne and Mollborn 2020, though see Doering and Ody-Brasier 2022 for an important
recent exception). As such, data from this TC provide an uncommon opportunity to study
sanctions in a real-world setting. Additionally, these data identify the sender, receiver,
and date of each message sent, allowing one to treat the data as a directed edgelist
suitable for social network analysis. This allows one to situate residents and messages
within dynamic networks of sanctioning activity and account for residents' positions and
relationships within these networks. Further, these data are uniquely valuable in their
inclusion of the text of each message sent, which indicate the normative grounds used to
justify sanctions. Experimental studies on peer sanctioning typically examine the
enforcement of a single norm and focus on sanctioning activity rather than the content of
the norm in question. Qualitative studies prove better at identifying multiple norms and
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their content but are less able to measure their enforcement (Horne and Mollborn 2020).
The data used here are rare in that they provide both a record of sanctioning activity and
a record of sanctions administered for a variety of social norms. Moreover, the text used
to identify these norms can be analyzed to explore how residents construct verbal

justifications using observational data.

3.3.2 Measures
Explanatory Effort

Messages in the TC corpus use several community-based terms to justify push ups
and pull ups. These terms reveal a cultural repertoire of norms and conventions that
residents drew on to administer sanctions. I operationalize amount of explanatory effort,
my dependent variable, as the number of norms and conventions, or “topics,” that appear
in a single sanctioning message.

To identify these norms and conventions for analysis, I code messages using a two-
step process involving automated coding and qualitative refinement. In the first step of
this process, I use bi-term topic modeling (Yan et al. 2013) to create an exhaustive list of
norms and conventions used in messages. Messages in the TC corpus are short, usually
consisting of one or two sentences. Bi-term topic modeling is a form of topic modeling
designed to handle short texts for which conventional forms of topic modeling such as
Latent Dirichlet Allocation do not work well. Unlike conventional forms of topic
modeling, which sample topic assignments for individual words within documents, bi-
term topic models sample topic assignments for co-occurring pairs of words across an
entire corpus. This allows bi-term topic modeling to better capture the correlation

between words in corpora of shorter texts. Because positive and negative messages often

99



used similar words in different contexts, I treat push ups and all pull ups as separate
corpora of texts. I apply five separate bi-term topic models specified to infer 20 topics
each to each corpus to create an exhaustive and robust list of norms and conventions.
Figure 1 provides visual examples of topics inferred by bi-term topic models for each

corpus.

Push Ups

Figure 3. Examples of Bi-Term Topic Model Output
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In the second step, I qualitatively inspect samples of messages assigned to each
topic to ensure accurate coding of messages. Within each sample, I identify the set of
words and phrases most indicative of the topic to create a set of search terms used to
more accurately code the topic. Using these sets of search terms, I then re-code messages
according to whether they contain one or more relevant search term. Over multiple
iterations, this eliminates redundant topics, creates more accurate coding, and better
identifies messages featuring multiple topics. This combination of automated and manual
coding capitalizes on the efficiency of automated text analysis methods while ensuring
that its output correctly reflects the actual meaning of texts (Fuhse 2022). A summary of
the full set of topics derived from this strategy can be found in the Appendix for this

chapter.

Social Proximity

Hypothesis 1 concerns the effect of social proximity on the amount of justification
given for a sanction. I measure social proximity as the distance between the sender and
receiver of a message in a two-dimensional latent space. For each message, I create two
networks mapping the exchange of push ups and pull ups in the week before the message
was sent. Using the latentnet package in R (Krivitsky and Handcock 2008, R Core Team
2022), I then fit latent space models on each network to position residents relative to each
other in a two-dimensional space. From these models I calculate the distance between the
message’s sender and receiver in both the push up and pull up networks. This provides
two separate measures of social proximity used in analysis. Greater distance measures
indicate lower social proximity. Because the range of coordinates created by latent space
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models can vary as these networks evolve, distance measures are standardized within-day

to ensure comparability across time.

Friendliness of Audience

Hypotheses 2a and 2b examine the effect of friendlier audiences on the amount of
justification given. Many push ups sent between residents involve the sender calling the
receiver a friend. To account for friendliness between a message’s sender and receiver, [
use a dummy variable indicating whether the sender referred to the receiver as a friend in

a past message.

Differences in Status

Hypothesis 3 concerns the effect of status differences on the amount of justification
given for a sanction. Past work uses eigenvector centrality as a measure of resident status
in TC networks (Campbell et al. 2021). This work treats push ups and pull ups as separate
networks to produce two separate measures of status. Eigenvector centrality in the
network of push ups serves as an indicator of high status, while eigenvector centrality in
the network of pull ups serves as an indicator of low status. Following this example, I
measure status difference between sender and receiver as the difference between the two
residents’ eigenvector centrality scores. For each message, I create two weighted
networks mapping the exchange of push ups and pull ups that occurred prior to its
creation. Edge weights in these networks are calculated as the sum of message weights,
which are determined using an exponential decay function with a half-life of seven days.
From these networks I calculate the eigenvector centrality scores for sender and receiver
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and take their difference. To ensure comparability across time, these eigenvector
centrality scores are standardized within-day before taking the difference.

As mentioned earlier, messages sent in TCs have audiences beyond their direct
recipient. Messages have to receive approval from a committee of senior residents before
being exchanged and are read aloud in community meetings once approved. It is possible
that residents in the TC studied justified sanctions with these audiences in mind.
Accordingly, I include the eigenvector centrality scores of each message’s individual

sender, standardize within-day, as an additional covariate in my models.

Additional Predictors

The data used in the current study provide a limited set of additional variables that I
include in my models. To account for the possibility that senior residents had greater
knowledge of TC conventions, I include sender’s time within the community as the
number of days a message’s sender had lived in the TC. Relatedly, I also include
difference in seniority between a message’s sender and receiver, as this difference may
indicate differences in knowledge and status between the two residents. I include age
difference between sender and receiver, as age may serve as a salient status characteristic
shaping rhetorical effort. Finally, past work on has found evidence of racial homophily in
the exchange of messages within TCs, which might suggest greater social proximity or
familiarity between residents of the same race (Doogan and Warren 2017). Given the
largely white composition of residents in this community, I include a dummy variable
indicating that sender and receiver are both white. Table 1 provides descriptive statistics
for all variables as they factor into each model.
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3.3.3 Analytic Strategy

I model the number of topics appearing in a message by fitting Bayesian negative
binomial regression models coded using the brms package in R (Biirkner 2017).2 Because
the hypotheses I test may apply differently to positive and negative sanctions, I fit the
same model specification on push up and pull up messages separately. Both models
feature all the measures described above. As some residents may have a tendency to
engage in more explanatory effort than others when sending messages, I include random
intercepts for individual senders in my model. I also include random intercepts for
individual receivers in the model, as some receivers may elicit more explanation in

messages are directed toward them.

3.4 Results
3.4.1 Push Ups

Figure 2 contains estimated coefficients for the model fit on the push up data, along
with their 95% “credible intervals.” Both coefficients measuring latent space distance
between sender and receiver are negative, with credible intervals falling below zero.
Residents mentioned more topics, on average, when they justified a positive sanction
directed toward a receiver who was more socially proximate in both the push up and pull
up networks. This provides support for Hypothesis 1, which posits that actors engage in

more explanatory work in justifications given to socially proximate audiences.

2 Models are fit using a Markov chain Monte Carlo (MCMC) sampler implemented in STAN (Stan
Development Team 2016). STAN is a Bayesian modeling framework, allowing the incorporation priors
into model parameter estimates (Gelman et al. 2004). I use zero-centered weakly informative priors for all
parameters. If the prior has any bearing on the parameter estimates, it decreases the estimates toward zero.
However, this decrease is likely to be negligible due to the large number of observations and the weak
information contained in the prior.
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Table 5: Descriptive Statistics

Push Ups Pull Ups

(n=133,781) (n=53,727)
Variable Mean Median SD Mean Median SD
Dependent Variable
Number of Topics 1.72 2 0.97 1.51 | 0.91
Social Proximity
Distance (Push) -0.70 -0.80 0.29 -0.26 -0.56  0.792
Distance (Pull) -0.14 -0.49 0.93 -0.83 -0.86 0.16
Friendliness of Audience
Friend 0.13 0.05
Difference in Status
Eigen. Diff. (Push) -0.17 -0.12 1.32 0.60 0.56 1.37
Eigen. Diff. (Pull) 0.06 0.02 1.312 -0.77 -0.52 1.40
Sender Eigen. (Push) 0.47 0.32 1.03 0.58 0.47 1.05
Sender Eigen. (Pull) 0.04 -0.25 0.95 0.20 -0.06 0.99
Other Measures
Sender Time in TC 76.75 75 38.73 81.19 78 31.55
Diff. Time in TC 2.44 0 50.91 4.08 2 49.21
Diff. Age 0.02 0 11.44 1.17 1 11.26
Both White 0.71 0.69

The effect of past friendship nomination is also positive with credible intervals above
zero, offering support for Hypothesis 2a over Hypothesis 2b. Residents giving push up
messages used more topics when the recipient of a push up was someone they identified

as a friend in a past message.
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Figure 4. Coefficients for Effects of Selected Covariates, Push Ups

Note: Dark boxes indicate 50% “credibility intervals;” lines indicate 95% intervals

Coefficients for status differences between message sender and receiver offer
support for Hypothesis 3. Residents used fewer topics to justify positive sanctions when
their eigenvector centrality in the push up network was higher than that of the person they
sanctioned. Additionally, residents used more topics to justify positive sanctions when
their eigenvector centrality in the push up network was higher than that of the person they
sanctioned. Both effects are in the direction that Hypothesis 3 predicts, suggesting that
actors engage in less explanatory work when giving accounts of positive sanctions to an
audience of lower status than them. Effects for sender’s individual eigenvector centrality
in the push up and pull up networks are positive and negative, respectively. Both effects
imply that higher status TC residents generally engaged in more explanatory work when
justifying positive sanctions. If one considers the overall TC and its committee approving
messages to be additional audiences, these finding may complicate support for
Hypothesis 3. However, it is possible that high status residents offered more explanation
on average due to greater familiarity with TC norms and conventions. This greater
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familiarity would set a higher baseline for the number of topics used, which would then
decrease as these residents sanctioned lower-status peers.

Most other variables included in the model had comparatively negligible effects.
The only exception here is that messages tended to feature more topics when both its
sender and recipient were white. It is possible that racial homophily serves as an
additional form of social proximity, which this model finds to increase the amount of
topics used to justify push ups. Although effect sizes in this model are small overall, it is
worth noting that most if not all these effects are in the direction that theories of accounts
would predict. Moreover, the magnitude of effects supporting Hypotheses 1, 2a, and 3 are
overall greater than those of other variables in the model. This suggests that these
hypotheses accurately predict how residents justified giving positive sanctions to their

peers.

3.4.2 Pull Ups

Fitting the same model on pull ups produces remarkably different results. Figure 3
contains estimated coefficients for the model fit on the pull up data. The coefficient for
latent space distance in the push up network is positive here, with the 95% credible
interval above zero. This suggests that residents engaged in more explanatory work when
justifying negative sanctions given to socially distant peers, counter to Hypothesis 1.
Distance in the latent space of the pull up network has no recognizable effect on the

number of topics appearing in pull ups, nor does past friendship nomination.
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Counter to Hypothesis 3, the coefficient for difference in eigenvector centrality in
the pull up network is negative, suggesting that residents used fewer topics to justify
sending a pull up to a higher status peer. Similarly, the coefficient for difference in
eigenvector centrality in the push up network is positive, though here the 95% credible
interval crosses zero. Both coefficients for sender eigenvector centrality scores suggest
that residents who were of low status in the overall TC used more topics to justify
negative sanctions. While this aligns with Hypothesis 3, this hypothesis does not seem
well-supported considering dyadic status difference effects.

Once more, most of the remaining variables appear to have relatively little effect,
save for racial homogeneity between whites. Messages featured fewer topics on average
when both their sender and recipient where white. Results for this model are striking in
how much they differ from those of the model fit on the push up data. Not only does this
model find no support for any hypothesis tested, it also seems to contradict what
Hypotheses 1 and 3 predict. Further, nearly all negative effects in the push up model are
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negative in the pull up model and vice versa. Taking this into account, it appears that
social factors play a different role in shaping how actors construct justifications of

negative sanctions.

3.5 Discussion

Taken together, the above analyses find that long-standing theories of accounts
are limited in their ability to explain how actors verbally justify sanctions. This suggests
that these theories could benefit from clearer scope conditions that better identify when
and where social proximity, friendship, and status differences have their predicted effects.
Explaining the observed differences between positive and negative sanctions may help
define these scope conditions. Unfortunately, the present study is limited in its ability to
explain this difference empirically. While the data used in this study contain naturally
occurring verbal justifications, they lack additional measures beyond those already
included in analysis.

Despite the limitations of these data, existing theory offers at least two
explanations for why social factors might shape justifications of positive and negative
sanctions differently. One explanation is that negative sanctions are distinct from other
types of action in how actors verbally justify them. Goffman (1955) suggests this might
be the case where he defines “aggressive interchanges” as a unique kind of social
interaction. Goffman characterizes most social interaction as a cooperative effort in
which actors work to preserve each other’s face and status. This effort entails each actor
behaving in accordance with the specific “line” given to them by a situation. As each
actor behaves according to their line, the interaction between them follows a typical

pattern of communication reflecting the conventions of their situation. Should one actor
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deviate from their line, others involved in the interaction provide them the opportunity to
explain or correct their unexpected action. This allows the interaction to proceed
according to convention while allowing the deviant actor to avoid loss of face or other
negative consequences.

Aggressive interchanges, by contrast, are characterized by actors’ competitive
efforts to gain status over others. In these interactions, actors emphasize positive
information about themselves and present negative information about others. Goffman
portrays actors in most situations as having knowledge about their line, the lines of
others, and the conventions of their situation regarding how each individual should act. In
cooperative interactions, actors use this knowledge to behave in accordance with their
line and carry the interaction as is expected by convention. Actors in aggressive
interchanges possess the same knowledge but use it in an attempt to control the
interaction to their advantage. They knowingly manipulate the situation such that they
maximize their own status at the expense of others. An implication of this attempt at
control is that actors in aggressive interchanges are more strategic in their communication
with others. To the best of their ability, they deviate from typical patterns of
communication to avoid giving opponents the opportunity to refute and counter their
claims. Goffman notes that this greater strategy reflects an inherent risk involved in
aggressive interchanges. If an opponent successfully counters an actor’s challenge, the
actor is likely to lose more status from the interaction than they would have gained had
their challenge succeeded. Consequently, actors attempting to “make points” at others’

expense may communicate in ways unexpected of them in a given situation. Some have
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interpreted this as a shift away from “situation-oriented” communication in favor of more
“person-oriented” communication (Semin and Manstead 1983:58).

Without much difficulty, one can view pull up messages and other justifications
of negative sanctions as elements of aggressive interchanges. Both suggest an author’s
lack of interest in allowing their target to explain or correct an offensive action.
Moreover, these communicative efforts are given to solidify some loss on the part of their
target. In the TC setting, the sending of a pull up bears an especially keen resemblance to
aggressive interchanges. Residents who receive pull ups are expected to accept the
message without challenge, and residents sending pull ups are aware of this expectation
when they compose messages.* Residents author pull ups knowing that it will be difficult
for their targets to refute them. Further, residents authoring pull up messages do not do so
without risk. Residents could receive a pull up if they were found to author an earlier pull
up deemed inappropriate by other members of the community.* Given this resemblance,
pull ups and their justifications may be strategic attempts to “make points” in the way
Goffman describes. This may be why social proximity and status differences shaped the
amount of content residents included in pull ups in ways counter to what theories of
accounts predict.

Viewing pull ups as aggressive interchanges offers a plausible explanation for the
observed effect of status differences on the amount of content residents provided in their

justifications of pull ups. Past work on TCs finds that higher status residents are more

3 In the TC studied, refusing a pull up or other negative sanction could be grounds for receiving an additional pull up.
Such behavior was referred to as “refusing” or giving “negative feedback” in this community, and these phrases reflect
one of the community norms counted in pull up messages in this study’s analysis.

4 Sending “inappropriate pull ups” or “misusing TC tools” was another community norm counted in pull up messages
in this study’s analysis.
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likely to successfully graduate from the TC program (Campbell et al. 2021). This finding
suggests that higher status residents possess greater knowledge of both community norms
and TC philosophy. Such knowledge would make higher status residents better able to
successfully challenge and refute claims made in pull ups directed toward them, posing
greater risks for lower status residents challenging them. Residents in the TC studied may
have included less content in justifications of pull ups directed toward higher status peers
as a result. By invoking fewer community norms, authors of pull ups provided fewer
opportunities for their targets to challenge and successfully counter their claims. This
interpretation is consistent with the notion that aggressive interchanges entail “person-
oriented” rather than “situated-oriented” communication.

At the same time, recognizing pull ups as aggressive interchanges does not seem
to explain why residents engaged in more explanatory work when justifying pull ups
directed toward socially distant peers. One could argue that greater distance between a
pull up’s author and target would lead to its author having less knowledge about its
target. When authors lack knowledge about their target’s fluency with community normes,
they default to a strategy of including more content. Hypothetically, this greater amount
of content would make it more difficult for a target to refute the pull up, as the target
would have to challenge each individual norm mentioned (McFarland and Wolff 2022).
Still, it is equally plausible that residents would default to using an opposite strategy.
Residents lacking knowledge about a target could conceivably offer less content when
justifying a pull up to minimize opportunities for the target to challenge them. Though
the idea of pull ups being aggressive interchanges is compelling, it seems unable to
explain how social proximity shapes how actors justify negative sanctions. Future work
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could remedy this issue by exploring social proximity’s effects on aggressive
interchanges, as Goffman’s description of these interactions offers no apparent insight on
this matter.

Theories from the accounts literature (Scott and Lyman 1968, Tilly 2006) and
relational sociology (McLean 1997; Fuhse 2021, 2022) stress that communications
reflect, enact, and recreate existing relationships between their author and audience. With
this in mind, another explanation for the observed differences between push ups and pull
ups is that these communications reflect different kinds of relationships in their
substantive context. TC philosophy dictates that residents use one another as instruments
of self-change and examples of appropriate behavior. This implies a basic, formal
relationship between all residents in which they are expected to teach each other about
proper conduct. TC philosophy views the exchange of push up and pull up messages as a
pedagogical tool reflecting this relationship. However, residents form both friendships
(Warren 2023) and adversarial relationships (Hawkins and Wacker 1987) with others
during their time in the TC program. Previous work suggests that the emergence of these
additional kinds of relationships leads residents to use the TC sanctioning system in ways
not prescribed by TC philosophy. Specifically, this work argues that residents primarily
use push up messages to build and maintain positive relationships with peers (Warren
forthcoming). While designed as a tool for positive sanctioning, push ups might best be
understood as communications that enact and reinforce friendships and similar positive
relationships. By contrast, pull up messages remain communications that reflect the

nominal relationship between residents dictated by TC philosophy.
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Understanding push ups and pull ups in this way provides plausible explanations
for how social factors shape their content. First, it explains why social proximity and
friendship increase the amount of content in justifications of push ups, and why social
proximity decreases the amount of content in justifications of pull ups. As theories of
accounts predict, friends and socially proximate peers have more of a shared history of
interaction between them. This shared history provides authors with more experiences to
frame in terms of community norms and include in justifications of pull ups, which
reinforce positive relationships between authors and targets in turn. Social proximity also
indicates a greater likelihood that two residents share a friendship or other positive
relationship with one another. This may explain why justifications of pull ups targeting
socially proximate peers offer less explanation. Even when pull ups primarily reflect the
formal teaching relationship between residents, this relationship may be superseded by
other kinds of relationships that residents form on their own. If this is true, residents
giving pull ups to socially proximate peers may be less committed to enacting the former
kind of relationship. Past work studying TCs finds that residents send push ups to peers in
hopes of offsetting potential damages caused by having sent them a pull up in the past
(Doogan and Warren 2017b, Kreager et al. 2019). Residents may similarly use less
content in pull ups targeting familiars to minimize damaging their existing relationship.
When residents are more socially distant, these relationships are less likely to exist, and
residents share only the nominal teaching relationship imposed on them by the TC
setting. This may lead residents to engage in more explanatory effort when justifying pull

ups given to socially distant peers who they only recognize as a subject of teaching.
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Second, understanding push ups and pull ups as enacting different kinds of
relationships explains why status differences have different effects on their content.
Friendships and other positive relationships in TCs resemble relationships commonly
found outside this context. It is not surprising, then, that lower status residents would
engage in more explanatory effort when justifying push ups directed toward higher status
peers, as this pattern resembles what commonly transpires in these relationships. That
lower status residents engaged in less explanatory effort in justifications of pull ups sent
to higher status peers may reflect the latter’s presumed knowledge of TC philosophy and
community norms. Because high status residents are likely fluent in community norms,
lower status residents find little need to give detailed explanations when informing them
of their misconduct.

Viewing push ups and pull ups as reflecting different categories of relationships
offers a more thorough explanation of findings in the present study. This explanation is
compatible with existing theories of accounts, which frequently state that
communications enact and reproduce relationships existing between their author and
audience. Simultaneously, it still emphasizes the need to refine these theories’ predictions
regarding the effects of social factors on how people explain their actions to others. By
this line of thinking, differences in the effects of friendship, social proximity, and status
differences on push ups and pull ups can be attributed to the role of communication in the
different relationships these messages enact. Push ups feature more explanation to the
extent that they enact existing friendships and other positive relationships between
residents. When the relationship between residents is nominal and imposed by TC
philosophy, residents put more explanatory work into pull up messages to teach proper
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behavior to other residents. Social factors shape how actors construct both kinds of
communication, but how these factors shape them varies according to the kind of

relationship these communications enact.

3.6 Conclusion

Sociological theories of accounts have long considered how social factors shape
peoples’ explanations for their actions. These theories generally predict that actors offer
more content in their explanations when addressing socially proximate, friendlier, and
higher-status audiences. However, scholars offering these theories have primarily focused
on the construction of explanations given for “first-order” norm violations. They describe
a process in which an actor constructs and provides an explanation for an initial action to
avoid being sanctioned by others. The advent of the “metanorm” concept in social
research reveals that sanctions may also become questionable actions if administered in a
way that audiences deem inappropriate. When this happens, actors administering
sanctions may be compelled to offer verbal justifications to avoid being sanctioned
themselves. This study extends past theory to consider whether social factors similarly
shape the content of justifications given for sanctions. Looking at positive and negative
sanctions separately, it tests whether the amount of normative content used in a
justification reflects its author’s social proximity, friendship, and status relative to their
audience. While past work has largely relied on qualitative and experimental evidence to
develop theories of accounts, this study uses a unique archive of justifications given for
sanctions exchanged in a therapeutic community for addiction treatment. These data
provide a rare opportunity to study sanctions and verbal justifications outside a laboratory

setting and with minimal researcher involvement.
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This study finds that justifications of positive sanctions resemble explanations
given for first-order norm violations in how actors construct them. Residents in the
community studied engaged in more explanatory work when justifying positive sanctions
directed toward higher status and more socially proximate peers, as well as peers whom
they had previously identified as a friend. This was not the case when residents gave
justifications for negative sanctions. Analysis of pull up messages suggests that residents
engaged in more explanatory effort when justifying negative sanctions given to lower
status and more socially distant peers. Viewed in conjunction with one another, these
findings suggest the need for clearer scope conditions in existing theories of accounts.
This study offers two possible explanations for these findings and ultimately argues that
how social factors shape people’s justifications depends on the broader category of
relationship enacted by a justification.

This study has implications for interdisciplinary research on cooperation and
sanctions, sociological theories of accounts, and research on therapeutic communities.
Past work on cooperation and sanctions has argued that actors who engage in costly peer
sanctioning receive reputational rewards that offset sanctioning costs. However, more
recent research finds that sanctioners can receive negative evaluations from observing
third parties and has sought to identify the conditions leading to negative evaluations.
This study posits that sanctioners can shape how third-parties evaluate them by offering
verbal justifications for their actions. While this study does not explore how these
justifications ultimately shape evaluations, it offers insight into how actors construct
justifications for both positive and negative sanctions. Findings from this study suggest
that sanctioners use different strategies to justify sanctions according to the kinds of
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relationships enacted in offering the justification. The effect of these relationships on
actors’ strategies suggests additional metanorms regarding the propriety of positive and
negative sanctions in the context of these relationships.

This work also contributes to a long tradition in sociological theory describing
how people construct and provide explanations for their actions. Theories of accounts
typically focus on situations in which actors offer explanations for an initial norm
violation or interactional breach. The present study recognizes that sanctions responding
to norm violations may themselves require explanation if they are perceived to violate
metanorms. Accordingly, this study extends theories of accounts to examine how
sanctioners offer explanations of their actions. In the process, it suggests the need to
reconsider how social factors contribute to the construction of accounts. There is no
doubt that social proximity, friendship, status differences, and other factors shape how
actors explain their actions to an audience. However, this study suggests that the ways in
which these factors matter depends on what kind of relationship is primarily enacted by
an actor’s communication. Although this poses challenges to specific claims offered by
past theory, it nonetheless reinforces a core claim made by this body of work.
Communications reflect, enact, and reproduce the social relationships in which they
transpire, and scholars studying them must consider their relational context.

Additionally, this study is of value to research on therapeutic communities. The
peer sanctioning system studied here is a core component of TC clinical practice and
philosophy. While this system is intended to serve as a pedagogical tool for residents in
these communities, findings here suggest that residents use push ups and pull ups to enact
different kinds of relationships. These findings support recent work arguing that residents
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primarily use push ups to build and reinforce positive relationships with peers (Warren
2023, Doogan and Warren 2017a). Moreover, this study sheds light on how residents
experience the exchange of peer sanctions as a part of the TC program. TC philosophy
expects all residents to participate in the exchange of push ups and pull ups. However,
social factors shaping how residents justify sanctions may make it easier for some
residents to send messages and more difficult for others.

For all its contributions, this study is not without limitations. This study is unique
in its ability to study both peer sanctions and verbal justifications without the use of
laboratory experiments. At the same time, the data that make this possible reflect a single
community in a very particular kind of setting. Findings from this study should be
compared to data from other TCs to see whether they replicate. Additionally, the TC
studied here consisted only of male residents and operated as a correctional facility.
Future work should examine whether these findings extend to women’s TCs and those
operation outside a carceral setting.> Moreover, the peer sanctioning system at the heart
of TC practice is unique in that it is formally established, encourages residents to
participate, is supervised by a team of staff and senior residents, and administers
sanctions during community-wide meetings. Given these qualities, it is not clear whether
this system resembles how individuals exchange and justify peer sanctions in other
settings. Testing the generalizability of this study’s findings may be difficult due to the
scarcity of naturally occurring data related to sanctioning. With that said, many

organizations have formal peer evaluation systems. Future research could collaborate

5 Recent work suggests that women in TCs may exchange and respond to push ups and pull ups in ways
that slightly differ from men (Warren et al. 2021).
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with one or more of these organization to study how actors give sanctions and justify

them in other settings.
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4. On Whose Behalf?:
Evaluations of References to Social Actors
in Justifications of Peer Punishment

4.1. Introduction

Social norms play a fundamental role in human societies by regulating individual
behavior, promoting cooperation in groups, and maintaining existing social orders (Horne
and Mollborn 2020). Norms are especially effective in regulating behavior and promoting
cooperation when backed by negative sanctions, as individuals acting in violation of a
norm risk being punished by their peers (Horne 2009; Horne and Mollborn 2020;
Simpson and Willer 2015). Indeed, peer punishment is an important phenomenon for
remedying a variety of social problems. Punishment from intervening bystanders can
assist in promoting anti-racism (Nelson et al. 2011), reducing bullying in schools (Paluck
et al. 2016), and ensuring that community efforts to control a pandemic succeed. At the
same time, engaging in peer punishment is potentially costly to individuals, as
administering punishment requires time and effort and may prompt retaliation from those
being sanctioned. Though individuals appear willing to engage in costly punishment
across cultures (Fehr and Géchter 2000, 2002), scholars continue to wonder why people
incur costs to punish others.

Previous research argues that individuals receive rewards for engaging in
punishment that offset potential costs and make individuals more willing to sanction their
peers. These rewards include positive evaluations from observing third parties that
improve one’s reputation and offer access to additional rewards in the future (Barclay

2006, Horne 2009). However, recent work finds that those who punish may be negatively
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evaluated by their peers under certain conditions. Such conditions indicate the presence
of “metanorms” that dictate the circumstances under which punishment is appropriate,
the manner in which punishment should be administered, and the actors permitted to
administer punishment. Negative evaluations can arise when a punisher exhibits
aggression, when the normative cause of punishment is relatively minor, or when a
punisher is a stranger to the person being punished (Eriksson et al. 2017). They may also
arise when third parties suspect that a punisher aims to benefit from sanctioning others
(Willer et al. 2009) or to mask their own deviance by punishing others (Kim and
Zuckerman Sivan 2017). Further, punishers may be viewed more positively by others in
cases of intergroup conflict where valued identities are salient (Benard and Doan 2020).
The presence of collective actors and identities appears to matter for the evaluation of
punishment, as people prefer punishment when it is administered by collectives rather
than by individuals (Strimling and Eriksson 2014).

Research from the past two decades offers valuable insight into the content of
metanorms. Still, findings from this research are by no means exhaustive. Future work
could continue to improve knowledge about the conditions under which observers
positively and negatively evaluate punishers for their efforts. Knowledge on this topic is
especially important given the potential benefits of peer punishment, which can only arise
if actors are sufficiently willing to assume punishment costs. This project aims to
improve knowledge in this area by considering how punishers can use verbal
justifications to shape observers’ evaluations of their actions. Punishment is inherently
communicative, and verbal messages are themselves a preferred method of punishment
among humans (Raihani and Bshary 2015, Strimling and Eriksson 2014). As such,
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greater attention should be given to the content of verbal communications accompanying
punishment. Additionally, verbal justifications likely afford punishers the ability to
persuade observers that their actions are appropriate or warranted. While observers might
initially evaluate a punisher negatively, their evaluations could change if given a
justification that presents a punishment act as being consistent with metanorms. The
efficacy of some justifications over others might also extend knowledge surrounding the
content of metanorms. If one justification yields more positive evaluations from
observers than another, it is likely because its content demonstrates better knowledge of
the conditions under which people generally approve of punishment.

Justifications for punishment vary in myriad ways, and no single study can account
for the full range of this variation. Consequently, this project explores how observers
respond to justifications for punishment that differ according to a limited set of factors.
Specifically, it explores whether observers’ evaluations of punishers change depending
on the kinds of social actors that punishers mention in justifications. Past work shows that
people evaluate situations involving punishment differently depending on the kinds of
actors present and their relationships with one another (Eriksson et al. 2017, Martin et al.
2019). Because of this, one imagines that punishers can shape observers’ evaluations of
their actions by highlighting the presence of specific kinds of actors in their justifications.
This project examines whether observers evaluate punishers differently when punishers
mention a) themselves, b) an individual friend, c) an individual stranger, or d) a broader
group or collective when justifying punishment. Given findings from past work, one
expects that references to these actors will have different effects on how observers react
to justifications of punishment.
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At the same time, observers’ evaluations might not change if a punisher’s
justification seems at odds with their initial perceptions of the situation at hand.
References to collectives, for example, might fall flat if observers view a cause of
punishment as affecting a single individual. Research on what has been termed the
“identifiable victim effect” argues that people react more strongly to offenses presented
as harming specific individuals rather than larger numbers of people (Slovic 2007; Jenni
and Loewenstein 1997; Small and Loewenstein 2003, 2005). Taking this into account,
this project also examines whether observers react differently to mentions of social actors
when witnessing norm violations that primarily affect individuals or broader groups.
Research in this area suggests that observers are more likely to give positive evaluations
to actors who punish norm violations that affect individuals rather than broader groups,
especially when these actors highlight the presence of the individuals affected in a verbal
justification. Additionally, one expects that justifications mentioning collectives elicit
more positive evaluations when norm violations affect a broader group, and less positive
evaluations when norm violations affect individuals.

Following past work on the evaluation of punishers (Eriksson et al. 2017), this
project explores the effects of these factors using two online vignette experiments. Study
1 tested whether observers evaluated punishers differently when they referenced
themselves, a friend, a stranger, or a broader collective when justifying punishment for a
minor norm violation. While similar to Study 1, Study 2 also tested whether the effect of
referencing different actors changed when the norm violation in question affected
specific individuals or a broader group of people. Results from both studies show that
observers evaluate punishers more positively when punishers offer verbal justifications
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that mention collectives rather than themselves. Results also suggest that punishers who
reference specific individuals other than themselves receive more positive evaluations.
However, findings related to referencing these individuals varied between the two
studies, implying a need for further empirical investigation. Results for Study 2 indicate
that observers’ reactions to mentions of social actors do not change when norm violations
primarily affect single individuals rather than broader groups. Moreover, these results
find that observers give more positive evaluations to actors who punish norm violations
that affect a broader group, counter to what the identifiable victim effect would predict.
Together, findings from these two studies support the claim that punishers can use
verbal justifications to shape how third parties evaluate them. Findings also offer insight
into the content of metanorms by showing that people prefer punishment when it is
administered on behalf of a collective rather than on behalf of an individual. These
conclusions have implications for research on cooperation, punishment, and metanorms;
sociological theories of justification and account giving, and research on the identifiable
victim effect. In addition, this project offers an early effort to study verbal justifications

of peer punishment and suggests opportunities for future research.

4.2 Theoretical Background
4.2.1 Verbal Justifications of Punishment

Punishment is inherently communicative, signaling disapproval of a perceived
offense while also suggesting qualities about both a punisher and her target (Raihani and
Bshary 2015). While the meanings conveyed by punishment can be implicit, punishment
is often accompanied by explicit verbal messages that offer a reason for its occurrence. In

fact, verbal expressions of disapproval may themselves be sanctions in cases of minor
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norm violation, and are often a preferred method of peer punishment (Strimling and
Eriksson 2014). Given the potential for punishment to disrupt social situations and elicit
negative responses, verbal messages serve as justifications that aim to present a
punishment act as having positive value (Scott and Lyman 1968). These justifications can
help frame punishment as being appropriate and warranted, especially in real-world
situations where grounds for punishment may be ambiguous (Toribio-Florez et al. 2022).
Accordingly, third parties may evaluate punishers differently depending on the efficacy
of a given justification for punishment.

Sociologists have long considered how individuals use vocabularies to explain their
behavior in social situations to others. Research on “motives” (Mills 1940) and
“accounts” (Scott and Lyman 1968, Orbuch 1997) has explored the ability of actors to
provide statements about unexpected or disapproved behavior that satisfy questioning
audiences. More recent developments in cultural sociology have emphasized actors’
abilities to use “toolkits” to justify their actions, noting that actors can offer multiple
rationales that may or may not reflect their true motivations (Swidler 1986, Vaisey 2009).
These streams of research suggest that individuals can devise a variety of justifications
for their behavior, but only a subset of these justifications will win favorable responses
from others depending on situational factors.

Perhaps more so than contemporary toolkit theories, older theories of motives and
accounts pay explicit attention to how actors justify violations of social norms. These
theories stress the ability of actors’ conveyed meanings to “[satisfy] the questioners of an
actor or program” (Mills 1940:907) and “explain unanticipated or untoward behavior”
(Scott and Lyman 1968:46), putting deviant behavior at the forefront. It is no surprise,
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then, that research on motives and accounts has examined how actors justify or excuse
behaviors that others might interpret as straightforward norm violations (e.g. Shotter
1984, Orbuch et al. 1992). However, research has paid less attention to justifications of
punishment acts that potentially violate metanorms. Extending theories of justification to
punishment is reasonable given that said acts are often accompanied by verbal messages.
Moreover, actors appear similarly capable in providing different justifications for
punishment that may vary in their ability to elicit positive reactions from observers.
Outside of sociology, Carlsmith (2008) and colleagues (2002) find that people are willing
to accept a variety of stated beliefs about just punishment, even when these beliefs
contradict their own demonstrated preferences for punishment. In light of this evidence,
actors engaging in punishment can likely avoid negative judgments from third parties by
providing adequate justifications. This may even be the case where actors punishment
others for selfish reasons or to conceal their own norm violations, as they modify the
content of justifications to avoid accusations of “false enforcement” (Willer et al. 2009,

Kim and Zuckerman Sivan 2017)

4.2.2 References to Social Actors in
Justifications of Punishment

Reference to different kinds of social actors is one of many ways in which
justifications of peer punishment can vary. Even if an individual punishes others out of
self-interest, she may still present her decision to punish as being on behalf of another
entity such as a friend, a stranger, or a more abstract and collective “community.” There
is evidence to suggest that whom one mentions in a justification affects how that

justification is evaluated by others. Examining public apologies given by celebrities and
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politicians, Cerulo and Ruane (2014) find that apologies are more likely to elicit
forgiveness when they prioritize the feelings of a victim rather than those of an offender.
While this example concerns justifications given by perpetrators of norm violations, one
may expect something similar when it comes to justifying punishment.

Previous work suggests several hypotheses regarding how the invocation of certain
actors may shape how third parties evaluate justifications of punishment. First, research
on norm enforcement points to a tendency for people to favor those who engage in
punishment on behalf of specific third parties over those who engage in punishment out
of self-interest. While some scholars have argued that punishment motivated out of self-
interest — including “false enforcement” intended to mask one’s own deviance — can
succeed in upholding existing norms and establishing new ones (Willer et al. 2009,
Centola et al. 2005), others have argued that this may not be the case, as people can infer
enforcers’ selfish intentions and own deviance (Kim and Zuckerman Sivan 2017).
Implicit in this disagreement is the idea that individuals who punish out of self-interest
are evaluated more negatively than those who do so out of true commitment to a norm.
Elsewhere, Martin et al. (2019) have examined how individuals may be deemed
deserving of second-order punishment depending on whether they administered first-
order punishment in response to an offense. The authors find that in situations of
wrongdoing where a clear victim is present, observing third parties who fail to punish an
offender are deemed more worthy of second-order punishment than victims who fail to
do so. With these contributions in mind, one suspects that justifications of peer

punishment will be more successful when they reference specific individuals other than
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the actor giving the justification, as this suggests to audiences that punishment is not

motivated out of self-interest:

H1: Observing third parties will evaluate punishers who mention the well-being
of a specific other individual, such as a friend or a stranger, more positively than

punishers who mention their own well-being when verbally justifying punishment.

Next, although punishers may benefit from mentioning specific others in
justifications, this may depend on the nature of the relationship between the punisher and
the person mentioned. In the aforementioned study, Martin et al. (2019) found that third
parties who refrained from punishing an offender were deemed more worthy of second-
order punishment when they were a friend or an authority rather than a stranger to the
victim of an offense. Relatedly, Eriksson et al. (2017) find that punishers receive worse
evaluations from observing third parties when the target of punishment is a stranger
rather than someone they know. Taken together, it appears that third parties consider
situations involving punishment more appropriate when these situations involve actors
who are familiar with one another. Accordingly, one might expect that justifications of
punishment will be more successful when they reference socially close rather than

socially distant others:

H?2: Observing third parties will evaluate punishers who mention the well-being
of a friend more positively than punishers who mention the well-being of a

stranger when verbally justifying punishment.
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Social norms regulate behavior in ways that can promote group-level cooperation
and maintain existing social orders. Consequently, one can interpret norm violations as an
offense to a broader community or group of people and attempt to administer punishment
on behalf of the group. Scholars like Goffman (1990 [1956]:39) have suggested that
individuals who justify their actions as being good for a collective may be evaluated
differently by audiences than those who justify actions based on self-interest. This may
also apply in cases where individuals act out of self-interest but present themselves as
doing otherwise.

There is some evidence to suggest that actors who present themselves as punishing
on behalf of a collective may be evaluated more positively by observers. Benard and
Doan (2020), for example, find that individuals who retaliate for perceived offenses may
receive status rewards in situations of intergroup conflict where valued group identities
are salient. Carlsmith and colleagues (2002, 2008) note that people find utilitarian logics
of deterrence as satisfactory justifications of punishment even when they disagree with
their effects in practice. Moreover, Markowitz and Slovic (2020) find that actors tend to
use first-person plural (“we”) pronouns when communicating imperatives to others,
positing that this is done to increase credibility and establish a sense of closeness between
speaker, audience, and relayed imperative. That people regularly use collectively-oriented
language when communicating imperatives — including those arising from norms and
sanctions (Markowitz and Slovic 2020:602) — may indicate its success in eliciting
positive evaluations from audiences. Consequently, it is plausible that punishers who

reference a collective receive more favorable evaluations from others:
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H3: Observing third parties will evaluate punishers who mention the well-being
of a community or collective more positively than punishers who mention their

own well-being when verbally justifying punishment.

4.2.3 The Identifiable Victim Effect

Past work offers evidence to support the idea that actors who justify punishment as
being made on behalf of a collective will be viewed more positively than those who
justify punishment in terms of self-interest. Despite this evidence, there is also reason to
believe that invoking groups and collectives may not be effective when justifying
punishment. Research on judgment and decision making has found that humans have
trouble intuiting large groups and collectives in the abstract, and that presenting injustices
in terms of large numbers of nameless victims does not elicit affective responses required
for corrective action (Ledgerwood et al. 2010, Slovic 2007). This work argues that
individuals react more strongly to offenses in which an easily identifiable victim is
present (Jenni and Loewenstein 1997; Small and Loewenstein 2003, 2005). Although
research on this “identifiable victim effect” tends to examine differences between
narratives of individual victims versus victims in the hundreds, thousands, and even
millions (Slovic 2007), this phenomenon may also hold true in situations involving
smaller groups. Indeed, one study finds that observers react more strongly to situations
involving a singular identifiable victim than those involving small groups of victims,
even when observers can easily identify all group members (Kogut and Ritov 2005).

Following research on the “identifiable victim effect,” it is possible that people react
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more to justifications that present specific individuals as being affected by a norm
violation than justifications presenting a broader group as being affected. If this is the
case, mentioning the well-being of a collective when giving punishment may not succeed
in eliciting positive evaluations from third parties.

Overall, past work implies conflicting accounts of how third parties react to
justifications that mention the well-being of a collective. Though various findings suggest
that people view punishment more favorably when it is understood to benefit a broader
group, research on the identifiable victim effect suggests that justifications referencing
group welfare may not fully resonate with audiences. However, not every norm violation
produces a clear identifiable victim. Consider the example of a norm violation that affects
the enjoyment of a public good such as littering in a park. Although the norm violation
potentially affects all individuals enjoying the public good, it is not clear whether it
affects particular individuals to a greater extent than others. Here the presence of an
identifiable victim is ambiguous: one could highlight a single individual as being a
primary victim of the norm violation, but one could just as easily (or more easily) view
the norm violation as an offense toward a broader group. In this case, both references to
specific individuals and references to collectives are plausible strategies for justifying
punishment. Whether one strategy proves more effective than another may reflect the
situation in which a justification is given and the extent to which audiences can
themselves identify singular persons as victims. Theories of motives and accounts
suggest as much, as they often stress that the popularity and efficacy of justifications are

situationally determined (Mills 1940, Scott and Lyman 1968).
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The above line of reasoning suggests two additional possibilities regarding how
third parties evaluate punishment and its justification. First, one expects that third parties
will respond more favorably to justifications referencing the well-being of individuals
where it is easier to recognize singular victims of norm violations. This prediction is
relatively straightforward given extensive support for the identifiable victim effect in past

work:

H4: In situations where it is easier to identify individual victims of a norm
violation, observing third parties will evaluate punishers who mention the well-
being of a specific other individual more positively than punishers who mention

their own well-being when verbally justifying punishment.

Second, one expects that third parties will respond more favorably to justifications
that reference the well-being of a collective when it is difficult to identify singular
victims. Justifications are most effective and persuasive when they are viewed as
accurately reflecting the situation in which they are given (Mills 1940, Scott and Lyman
1968). If third parties cannot themselves recognize singular victims of a norm violation, it
is likely that they may view attempts to highlight individual victims as being strange or
inappropriate. By contrast, justifications that mention group well-being may better align

with the situation at hand and elicit more positive evaluations:

H5: In situations where it is harder to identify individual victims of a norm

violation, observing third parties will evaluate punishers who mention the well-
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being of a community or collective more positively than punishers who mention

their own well-being when verbally justifying punishment.

The two studies offered here tested the above five hypotheses using experimental
vignettes. In both studies, participants were given a single vignette detailing a minor
norm violation and subsequent verbal sanction, with vignettes varying according to the
specific norm violation committed and its setting. Study 1 examined Hypotheses 1, 2, and
3 by varying the kinds of social actors that punishers mentioned when justifying a
sanction. Study 2 aimed to replicate Study 1 while also testing the Hypotheses 4 and 5. In
Study 2, vignettes were also manipulated to depict situations in which norm violations
primarily affected specific individuals or the broader group in their setting. This
additional manipulation allowed for a better investigation of how the presence of
identifiable victims might affect how third parties evaluate punishers and their

justifications.

4.3. Study 1
4.3.1 Participants and Design

Participants for Study 1 were recruited using Prolific, a crowdsourcing website that
allows researchers to connect with participants interested in completing tasks in exchange
for payment. Prolific offers several advantages for researchers over other participant
recruiting platforms, such as Amazon Mechanical Turk, including higher data quality and
a replenishing pool of participants (Peer et al. 2017, Gupta et al. 2021). Participants were

qualified to participate in the study if they were 18 years of age or older and located in
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the United States. Prolific takes measures to guarantee that researchers connect with
participants from only those areas they desire. However, a VPN checking tool was
included at the beginning of the experimental instrument to further ensure that
participants for this study were in the United States (Winter et al. 2019). Data collection
for the study occurred between December 5% and December 8%, 2021. Participants took
an average of 7 minutes to complete the study and were compensated $1.00 for their
time. A total of 1,628 participants enrolled in the study. Responses from 17 of these
participants were removed due to incorrectly answering an attention check question,
resulting in a total of 1,611 participant responses used for analysis (49% women; 80%
white; age range = 18-92 years, mean = 34 years, SD = 13.85 years).

Participants completed an online survey instrument programmed in Lioness Lab
(Giamattei et al. 2020), a platform designed to help researchers conduct online studies.
The instrument presented participants with a single vignette involving three characters.
Vignettes for this study were adapted from past work by Eriksson et al. (2017), which
used a wider set of scenarios to explore conditions under which punishers receive
negative evaluations from third parties. Vignettes were modified to include the presence
of an additional character who did not appear in the original vignettes. Names for
characters in the vignettes were also modified (for reasons explained below), and some
language in the vignettes was changed to make them seem more realistic to participants.

In the vignette, one character (hereafter “the perpetrator’”) commits a minor norm
violation and is sanctioned by another character (hereafter “the punisher”) via verbal
reprimand. A third character in the vignette (hereafter “the bystander”) serves as a
specific individual that the punisher mentions in his reprimand in certain treatment
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conditions. The bystander is merely present in the vignette, saying nothing to either of the
other two characters, and participants received no information about this character’s
feelings toward the norm violation. Because the primary aim of the study was to examine
how participants reacted to the content of the punisher’s reprimand, information about the
bystander was kept to a minimum to avoid confounding treatment effects. After reading
the vignette, participants were asked to answer a series of questions about each of the
three characters. Participants were informed before the study that their task would be to
evaluate characters in a scenario but were not told that the scenario would involve
sanctioning or punishment.

Study 1 followed a 4x4 between-subjects design with treatments varying according
to 1. the vignette presented to participants, and 2. the content of the verbal reprimand
given by the punisher. Participants were given one of four possible vignettes to read,
assigned at random by the survey instrument. Vignettes differed according to their
setting, and, by extension, the kind of norm violation committed by the perpetrator. The
first vignette detailed all three characters situated near each other in a park, where the
punisher catches the perpetrator littering on the ground and reprimands him. In the
second vignette, all three characters are sitting near each other on a crowded train when
the perpetrator begins to watch a loud movie on his phone without using headphones. The
punisher then proceeds to reprimand the perpetrator. The third vignette features the three
characters at a dinner party in which a cake is served. Here the perpetrator takes a large
piece of cake, leaving relatively less for others to share, and the punisher reprimands the

violator as a result. In the fourth vignette, the three characters are in line to get into a
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concert, and the perpetrator attempts to cut the line, prompting the punisher to reprimand
him.

To maintain experimental control, two key decisions were made regarding the
naming of characters in the vignettes. First, all three characters were given names
typically associated with men to remove gender as a potential confounder. Second, the
three characters were assigned names intended to have similar connotations to minimize
implicit associations that could affect results. Newman et al. (2018) provide a list of 383
common names for use in vignette studies, which they had respondents rate in terms of
perceived age, warmth, and competence. A copy of this list was obtained from the first
author and processed using hierarchical clustering in the R statistical programming
language (R Core Team 2022) to produce sets of names that received similar ratings
along these dimensions. Based on the results of this clustering, the name “Roger” was
given to the perpetrator, the name “Perry” was given to the punisher, and the name
“Craig” was given to the bystander. These names were consistent across all experimental
treatments.

Treatments in the current study also varied according to the content of the verbal
reprimand given to the violator by the punisher. The content of the reprimand varied in
terms of a single social actor that the punisher chooses to mention. Across the different
treatments, the punisher informs the perpetrator that the norm violation in question is
unfair to either himself; the bystander, presented as a friend of the punisher; the bystander
again, this time presented as a stranger; or “everyone,” representing a broader collective.
Language in each vignette specified that all three characters were strangers to one
another, except in the case of the friend treatment, which specified that the punisher and
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the bystander were friends. Examples of vignette treatments as participants saw them in

the survey instrument appear in Figure A4.1 in the Supplemental Materials for this paper.

4.3.2 Procedure and Measurement

Participants for Study 1 responded to an invitation to complete a “Character
Evaluation Study” on the Prolific website. The invitation informed potential participants
that the study would involve reading a brief scenario and answering a series of questions
regarding their thoughts about each of the characters in the scenario. Participants were
also informed of the presence of a simple question included to ensure that they were
giving proper attention to the study as they completed it. Participants were told that
failure to successfully answer this question would result in a loss of payment, in
accordance with Prolific policy. Participants who agreed to take part in the study were
directed to an initial survey programmed in Qualtrics. This survey contained an informed
consent screen that provided information regarding study procedures, qualifications for
participation, and payment for completion of the study. Participants were informed that
they could only participate in study if they were located in the United States and were not
using a VPN or proxy server to mask their location. Once participants consented to the
terms of the study, a VPN checking tool embedded in the survey determined whether
participants met these conditions. Participants who did not meet these conditions were
informed that they were ineligible to complete the study and were asked to withdraw their
intent to participate on the Prolific website. Those deemed eligible to participate were
provided a link to the main experimental instrument, which was programmed in Lioness

Lab and hosted on a separate server.
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In the main experimental instrument, participants were informed that they would
first answer a series of questions about themselves. They were then reminded of the basic
task of the study: reading a scenario, answering questions about their opinions of the
characters in the scenario, and answering a simple question to ensure that they were
paying attention while completing the study. Participants proceeded to answer a series of
questions capturing their demographic information. Demographic measures included the
participant’s age, sex, race/ethnicity, level of educational attainment, total household
income in the last year, and political views. Upon completing these demographic items,
participants were presented with a single vignette involving the perpetrator, the punisher,
and the bystander. As described in the previous section, this vignette could vary
according to the setting of the vignette and the norm violation committed, as well as the
content of the verbal reprimand given by the punisher. To ensure full strength in
experimental treatment, character names were color-coded to help indicate what each
character did in the vignette. Additionally, information about the relationship between the
perpetrator, the punisher, and the bystander — as well as the language of the punisher’s
reprimand — were presented in bold text. To ensure that they properly read the vignette
before answering questions, participants were required to wait 45 seconds after initially
receiving the vignette before they could proceed with the rest of the study.

After reading the vignette, participants were given a series of questions to answer
about the three characters. To ensure that participants remembered what each character
did in the vignette, the vignette remained visible above each set of questions. For each of
the three characters, participants answered five questions, each of which was a seven-
point ordinal response item ranging from “Strongly Disagree” to “Strongly Agree.” Three

151



of these items were adapted from past work on third-party evaluations of punishers
(Eriksson et al. 2017): “I think [character]’s behavior was appropriate,” “I would like to
spend time with a person who behaves like [character],” “If a person who behaves like
[character] belonged to my group, I would consider them to be a problem (rather than an
asset) for the group” (reverse-coded). The remaining two items were added to explore
possible mechanisms underlying results: “I think [character]’s behavior was immoral”
(reverse-coded), “I think [character] cares about others.” For each character, all five
response items were collapsed into a single scale that served as the primary dependent
variable in analysis. Scales proved fairly reliable as a measure of respondent’s
evaluations of the perpetrator (alpha = .85) and the punisher (alpha = .83). However, the
scale proved less reliable for respondents’ evaluations of the bystander (alpha = .73),
perhaps a result of the vignettes providing no information about the bystander’s thoughts
or actions. Inclusion of all five items, rather than only the three used in past work,
improved scale reliability.

Once participants answered all questions for each of the three characters, they
completed a simple attention check question designed to confirm their active
participation in the study. Participants were then debriefed and given a completion code
to enter into the Prolific webpage for the study, which confirmed that they had finished
participating. Participants took an average of 7 minutes to complete the study.
Participants who entered a completion code and successfully answered the attention
check question were paid $1.00 for their participation within a week of completing the

study.
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4.3.3 Results

Table 1 summarizes results of linear regression models predicting participants’
evaluations of the punisher character as measured by the 5-item scale described earlier.
Results for these models are also summarized visually in Figure 1. Models contain main
effects for treatments varying the setting and norm violation depicted in each vignette
(with Littering vignette as reference category), as well as main effects for treatments
varying the kind of social actor mentioned by the punisher in his justification (Self
treatment as reference category). In an initial model (Model 1, Table 1 and Figure 1),
results find a significant and positive main effect of the Stranger treatment (B = .16, p <
.05). On average, participants evaluated the punisher more positively when the character
stated that the perpetrator’s norm violation was unfair to a specific stranger compared to
when the punisher stated that the norm violation was unfair to himself. An even stronger
main effect is found for the Collective treatment: participants evaluated the punisher most
positively when his justification stated that the perpetrator’s norm violation was unfair to
“everyone” (B = .20, p <.01). However, participants who received the Collective
treatment did not rate the punisher significantly higher than those who received the
Stranger or Friend treatments. Results also find a positive effect for the Friend treatment,
though this treatment did not elicit significantly more positive evaluations from

participants than the Self treatment (B = .09, p =.19).
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Table 6: Evaluation of Punisher Character, Study 1
Model 1 Model 2

(Intercept) 5.39%** 5.39%**
(0.07) (0.07)
Actor Mentioned in Justification (Self)

Friend 0.09
(0.07)
Stranger 0.16*
(0.07)
Third Party (Friend or Stranger) 0.13*
(0.06)
Collective 0.20** 0.20**

(0.07) (0.07)
Vignette Scenario (Littering)

Cake —0.30***  —0.30***
(0.07) (0.07)
Movie —0.43*** —0.43***
(0.07) (0.07)
Concert 0.21** 0.21**
(0.07) (0.07)
R? 0.07 0.07
Adj. R? 0.07 0.07
AIC 4463 4506

Note: Standard errors presented in parentheses. N = 1611 responses. AIC = Akaike information criterion.
*n <.05. ¥*p <.01. ***p < .001 (two-tailed tests).

A second model was fit on these data to determine the extent to which the
relationship between the punisher and the bystander character mattered for how
participants evaluated the punisher (Model 2, Table 1 and Figure 1). This model differed
from Model 1 in that it collapsed both the Friend and Stranger treatments into a single
category indicating whether the punisher mentioned the norm violation as being unfair to
any kind of Third Party individual. Results for this model find a significant positive main
effect of the collapsed Third Party treatment (B = .13, p <.05). On average, participants
evaluated the punisher more positively when he referenced the well-being of an

individual other than himself compared to when he mentioned his own well-being when
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sanctioning the perpetrator. The effect of the Everyone treatment remains identical to
what is seen in the previous model (B = .20, p <.01). Although collapsing the Friend and
Stranger treatments into the single Third Party treatment produces a simpler model,

Models 1 and Model 2 did not significantly differ in terms of fit.

Model 1 Model 2

Friend
Stranger
Third Party
g Everyone Everyone
3

Cake . Cake
Movie ~—————— Movie .

Concert . Concert .

08 04 -02 00 0z 08 04 02 00 02

Figure 6. Evaluation of Punisher Character, Study 1

Note: Points indicate coefficient estimates, lines indicate 95% confidence intervals. “Model 1”
corresponds to Model 1 in Table 1. “Model 2” corresponds to Model 2 in Table 1.

Both models produced identical results with regard to the effects of individual
vignette scenarios. Overall, participants evaluated the punisher most positively when they
were presented with the Concert vignette, in which the punisher reprimands the
perpetrator for attempting to cut a line at a concert (B = .21, p <.01). Participants gave
the second highest ratings of the punisher, on average, when given the vignette in which
the punisher reprimands the perpetrator for Littering in a park (reference category).
Participants gave lower ratings to the punisher when presented with the vignette in which

the punisher reprimands the perpetrator for taking too large a slice of Cake at a party (B =
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-.30, p <.001) and gave the lowest ratings when given the vignette in which the punisher
reprimanded the perpetrator for playing a loud movie on a crowded Train without

headphones (B =-.43, p <.001).

4.3.4 Discussion

Results for Study 1 offer support for two of the three hypotheses it aimed to test.
Specifically, results indicate that actors who justify punishment in terms of the well-being
of a broader group or collective receive more positive evaluations from third parties than
those who justify punishment in terms of their own well-being (Hypothesis 3). Results
also indicate that actors who justify punishment in terms of the well-being of an
individual other than the self similarly elicit positive evaluations from observing third
parties (Hypothesis 1). However, this appears to only be the case when the individual
mentioned in a justification is a stranger rather than a friend to the punisher. These
findings indicate that third parties generally favor punishers who offer more altruistic
motives when justifying sanctions. Moreover, they suggest that individuals who claim to
punish on behalf of actors other than the self receive more positive evaluations, even
when it is unclear whether these actors are truly affected by a norm violation.

In a previous study, Martin et al. (2019) find that actors who refrain from punishing
norm violations that affect their friends are more likely to be penalized by observing third
parties. Despite this finding from past work, results from Study 1 find that actors who
claim to punish on behalf of a friend do not receive better evaluations for doing so.
Although these two findings appear contradictory, differences between them might be
explained by the lack of information given about the bystander character in Study 1’s

vignettes. In Martin et al.’s study, participants were given vignettes in which friends and
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other actors were clearly identified as being affected by a perpetrator’s norm violation.
Here the need to punish on behalf of these actors was certain, and participants were asked
to evaluate potential punishers based on whether they did or did not engage in
punishment. By contrast, vignettes in Study 1 deliberately did not indicate whether the
bystander character was noticeably affected by the perpetrator’s norm violation. Given
this lack of information, participants presented with the Friend treatment may not have
perceived any reaction from the bystander that would provide grounds for the punisher to
act on their behalf. If this is the case, differences between findings from Study 1 and this
past work may owe to the apparent imperative for punishment in the latter’s vignettes and
the relative lack of this imperative in the former. Still, the same ambiguity about the
bystander character appears in all treatments used in Study 1, and it remains uncertain
why the Stranger treatment produced a significant effect but not the Friend treatment. As
a pair, these findings run counter to what past work would suggest and imply a need for
further investigation.

Consistent with other past work (Eriksson et al. 2017), Study 1 finds that punishers
are evaluated differently depending on the norm violations they punish and the settings in
which they do so. The situational context in which punishment is given and justified is
worth further consideration, as this might contribute to how third parties recognize
particular actors as being affected by a norm violation. Although actors can claim to
punish norm violations on behalf of the self or another person, some norm violations may
be seen as more of an offense to a broader group than to a specific individual. Examples
of such norm violations used in Study 1 might include littering in a park or watching a
loud movie on a train without headphones, which can be understood as violations of
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public rather than private goods. When punishing these norm violations, actors may have
more success with justifications that reference collective welfare rather than those that
reference individual well-being. This might explain both the greater strength of the
Collective treatment and mixed results for the Third Party treatments in Study 1. In light
of this reasoning, Study 1 could be improved by including modified vignettes that better
indicate whether a norm violation primarily affects a broader group or a specific set of
individuals. Study 2 aimed to improve on Study 1 in this way by incorporating insights

from research on the identifiable victim effect into its design.

4.4 Study 2
4.4.1 Participants and Design

Similar to Study 1, participants for Study 2 were recruited using Prolific and were
qualified to participate if they were 18 years of age or older, located in the United States,
and were not using a VPN. Data collection for the study occurred between January 4+ and
January 24, 2023. Participants took an average of 8 minutes to complete the study and
were compensated $1.10 for their time. A total of 1,631 participants enrolled in the study.
One participant response was removed due to incorrectly answering an attention check
question, resulting in a total of 1,630 participant responses used for analysis (53%
women; 80% white; age range = 18-83 years, mean = 39 years, SD = 13.80 years).

Participants completed an online survey instrument programmed in Lioness Lab
that largely resembled the one used in Study 1. Participants were presented with a single
vignette that they were asked to read. Vignettes used in this instrument were modified
versions of those used in Study 1 that featured the same three characters (perpetrator,

punisher, and bystander) who were given the same three names (Roger, Perry, and
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Craig). As was the case in Study 1, information about the bystander was kept to a
minimum to avoid confounding treatment effects. After reading the vignette, participants
were asked to answer a series of questions about each of the three characters. Once more,
participants were informed that their task would be to evaluate characters in a scenario
but were not told that the scenario would involve sanctioning or punishment.

Unlike Study 1, Study 2 followed a 2x2x2 between-subjects design with treatments
varying according to 1. the vignette presented to participants, 2. the specific social actor
mentioned by the punisher in their justification, and 3. whether the norm violation
depicted in the vignette was described as primarily affecting a) the punisher and the
bystander, or b) everyone in the setting of the vignette. To allow for this third category
of treatment, participants were randomly assigned one of only two possible vignettes to
read. In the first vignette, all three characters are at an event in which a box of cupcakes
is served. Here the perpetrator attempts to take the entire box of cupcakes, prompting the
punisher to reprimand him.! In the second vignette, all three characters are sitting near
each other on a crowded train car where passengers are expected to be quiet.? The
perpetrator begins to watch a loud movie on his phone without using headphones, and the
punisher proceeds to reprimand the perpetrator. Treatments related to the content of the

punisher’s reprimand were the same as those in Study 1: when reprimanding the

! The choice to include a box of cupcakes rather than a larger cake being divided up was meant to make the
perpetrator’s norm violation more discrete and quantifiable. In the vignette used in Study 1, the perpetrator
takes a slice of cake larger than his fair share, leaving less for other people to divide among themselves.
One can imagine that characters faced with the norm violation in Study 1’s vignette could have simply cut
the remaining amount of cake into smaller pieces to evenly distribute. With a box of cupcakes, the
deprivation of goods is more absolute: if the entire box of cupcakes is taken, anyone waiting to take one
simply cannot. Thanks go to Ashley Harrell and Lynn Smith-Lovin for this suggestion.

2 Unlike its counterpart in Study 1, this vignette made explicit the expectation that passengers in the train
car be quiet. This was done to make clearer that the perpetrator’s actions constituted a norm violation. This
added language also reflects the presence of “quiet cars” on many public trains.
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perpetrator, the punisher either described the perpetrator’s norm violation as being unfair
to either himself (Self), a Friend, a Stranger, or “everyone” (Collective).

Vignettes in Study 2 also varied according to which actors were identified as being
affected by the perpetrator’s norm violation. In one treatment condition, the vignette
presented to participants described the perpetrator’s norm violation as affecting the
punisher and the bystander characters. Here participants given the vignette involving a
box of cupcakes were told that the perpetrator’s actions left the punisher and the
bystander unable to take a cupcake for themselves. Participants given the vignette taking
place on a train were told that the punisher and the bystander could hear the loud movie
playing on the perpetrator’s phone. In another treatment condition, the vignette described
the perpetrator’s norm violation as affecting everyone present in the vignette’s setting.
When given the vignette involving cupcakes, participants were told that the perpetrator’s
actions left everyone else at the event unable to take a cupcake. In the train vignette,
participants were told that everyone on the train car could hear the perpetrator’s loud
movie. These Identifiable Victim treatments were intended to vary the extent to which
participants would perceive the bystander and the punisher as singular identifiable
victims of the perpetrator’s norm violation. As such, these treatments allowed Study 2 to
expand on Study 1 and test Hypotheses 4 and 5. Examples of vignette treatments as
participants saw them in the survey instrument appear in Figure A4.2 in this chapter’s

Appendix.

4.4.2 Procedure and Measurement
Study 2’s procedure largely matched that of Study 1. Participants responded to an

invitation to complete a “Character Evaluation Study” on the Prolific website, which
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informed them that they would be reading a brief scenario and answering questions about
the characters in the scenario. Participants were also informed of the presence of a simple
attention check question that needed to be answered correctly in order to receive
payment, as well as that they would need to pass a VPN check to ensure that they were
located in the United States. Upon consenting to participate and passing the VPN check,
participants were given a link to the experimental instrument hosted on a separate server.
Participants’ experiences with the experimental instrument in Study 2 were largely
the same as in Study 1. Study 2’s instrument asked the same set of demographic
questions, then presented participants with a single vignette for 45 seconds, which was
formatted in the same way as vignettes in Study 1. After reading the vignette, participants
were given the same set of questions to answer about the perpetrator, the punisher, and
the bystander. Answers from these questions were collapsed into the same five-item
scale, which showed the same internal consistency as evaluation measures for the
perpetrator (alpha = .85), the punisher (alpha = .83), and the bystander (alpha = .73) alike.
An additional two questions were added to the instrument to capture participants’
perceptions of both the punisher and the bystander as victims of the perpetrator’s norm
violation. When given the cupcake vignette, these questions asked participants to indicate
their agreement with the statement that “If Roger [the perpetrator] had continued to walk
away with the box of cupcakes, Perry/Craig [the punisher/the bystander, respectively]
would have been worse off. When given the vignette taking place on a train, these
questions asked participants whether they agreed with the statement that “If Roger [the
perpetrator] had continued to watch the loud movie on his phone without headphones,
Perry/Craig [the punisher/the bystander, respectively] would have been worse off.” As
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with other questions in the instrument, responses were recorded as a seven-point ordinal
response ranging from “Strongly Disagree” to “Strongly Agree.” After answering these
questions, participants completed the simple attention check question, were debriefed,
and then given a completion code to enter into the Prolific webpage for the study.
Participants took an average of 8 minutes to complete the study, and those who entered a
completion code and successfully answered the attention check question were paid $1.10

for their participation within a week of completion.

4.4.3 Results

Table 2 summarizes results of linear regression models predicting participants’
evaluations of the punisher character. Results from select models in Table 2 are also
summarized visually in Figure 2. Consistent with Study 1, initial models containing only
main effects for experimental treatments (Models 1 and 2, Table 2; Basic Model, Figure
2) find significant positive effects for the Collective treatment (B =.18, p <.01). On
average, participants evaluated the punisher more positively when his justification stated
that the perpetrator’s norm violation was unfair to “everyone” rather than to himself.
However, results for other treatments related to the content of the punisher’s reprimand
varied from those of Study 1. When treating the Friend and Stranger treatments as
separate effects, the first of these models finds a significant positive effect for the Friend
treatment (Model 1 B = .13, p <.05) but not for the Stranger treatment (Model 1 B = .08,
p = .23). Participants evaluated the punisher more positively when the character stated
that the perpetrator’s norm violation was unfair to the bystander rather than unfair to
himself, but only when the bystander character was presented as being a friend of the

punisher. Collapsing these into a single category, the second model finds a positive but
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not significant effect for the Third Party treatment (Model 2 B = .11, p =.07). In the
aggregate, participants in Study 2 did not appear to evaluate the punisher more positively

when describing the perpetrator’s norm violation as being unfair to the bystander rather

than to himself.
Table 7: Evaluation of Punisher Character, Study 2
Model 1 Model 2 Model 3  Model 4
Intercept 58 518 4417 4.20%**

0.06)  (0.06)  (0.10)  (0.11)
Actor Mentioned in Justification (Self)

Friend 0.13*
(0.07)
Stranger 0.08
(0.07)
Third Party (Friend or Stranger) 0.11 0.10 0.09
(0.06) (0.06) (0.06)
Collective 0.18** 0.18** 0.19** 0.60**

(0.07) (0.07) (0.06) (0.18)
Vignette Scenario (Train)

Cake 0.64*** 0.64*** 0.64*** 0.64***
(0.05) (0.05) (0.05) (0.05)
Identifiable Victim Treatment

Identifiable Victim —-0.16*** —0.16"** —0.15*** —0.15***
(0.05) (0.05) (0.05) (0.05)
Victim Identification

Bystander Victim Identification 0.16*** 0.19***
(0.02) (0.02)
Bystander Victim Identification x Everyone —0.09*
(0.04)
R? 0.12 0.12 0.16 0.17
Adj. R? 0.11 0.11 0.16 0.16
AIC 4423 4421 4330 4327

Note: Standard errors presented in parentheses. N = 1630 responses. AIC = Akaike information
criterion. *p <.05. **p < .01. ¥***p < .001 (two-tailed tests).

Study 2 extended Study 1 by considering whether third parties evaluate punishers
differently in situations where norm violations produce singular identifiable victims.

Interestingly enough, results for initial models find a significant but negative effect for
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Study 2’s Identifiable Victim treatment (Models 1 and 2, B =-.16, p <.001). Overall,
participants gave less positive evaluations to the punisher when given a vignette that
presented the perpetrator’s norm violation as affecting the punisher and the bystander
rather than everyone present in the vignette’s setting. With that said, Hypotheses 4 and 5
predict that the efficacy of specific mentions of social actors in justifications will vary
depending on the presence of identifiable victims. These hypotheses imply interaction
effects between the Identifiable Victim treatment and treatments related to the actors
mentioned in the punisher’s justification. Models that included these interactions are
included in Table A4.1 in the Supplemental Materials. Surprisingly, these models find no
significant effects, nor did the inclusion of these interactions improve model fit. In
vignettes where the perpetrator’s norm violation was presented as primarily affecting the
punisher and the bystander, participants did not give better evaluations to the punisher
when he mentioned the bystander in his justification (Model S3: Identifiable Victim x
Friend B = .08, p =.54; Identifiable Victim x Stranger B = .12, p = .36; Model S4:
Identifiable Victim x Third Party B = .10, p = .38). Additionally, when the perpetrator’s
norm violation was presented as affecting everyone in the broader setting, participants
did not give better evaluations to the punisher when he mentioned “everyone” in his
justification (Model S3: Identifiable Victim x Everyone B = .06, p = .66; Model S4:
Identifiable Victim x Collective B = .06, p =.66). As such, results from these models find

no support for Hypotheses 4 and 5.
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Basic Model Full Model

hurd Party (Friend or Stranger) Third Party (Fnend or Stranger)

Figure 7. Evaluation of Punisher Character, Study 2

Note: Points indicate coefficient estimates, lines indicate 95% confidence intervals. “Basic Model”
corresponds to Model 2 in Table 2. “Full Model” corresponds to Model 4 in Table 2.

Additional analyses were performed to identify other potential effects shaping how
participants evaluated the punisher character. These analyses expanded on the model that
collapsed the Friend and Stranger treatments into the single Third Party treatment, which
was found to better fit Study 2’s data. Study 2 included measures of the extent to which
the punisher and the bystander were negatively affected by the perpetrator’s norm
violation. When these measures are incorporated into analysis, results find a significant
positive effect for participants’ perceptions of the bystander as a victim of the norm
violation and their evaluation of the punisher (Model 3: Bystander Victim Identification B
=.16, p <.001). The inclusion of this measure also significantly improves model fit.
Participants’ perceptions of the punisher as a victim did not have a significant effect on
their evaluation of the punisher, and this measure was subsequently excluded from
analysis. Despite the significant negative effect of the Identifiable Victim treatment,

participants evaluated the punisher more positively the more they perceived the bystander
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character to be a victim of the perpetrator’s norm violation. This relationship occurred
regardless of the specific social actor that the punisher mentioned when justifying his
sanctioning of the perpetrator.

Given the interaction effects implied by Hypotheses 4 and 5, a set of final analyses
was performed to determine whether the Bystander Victim Identification measure
interacted with experimental treatments in significant ways. Results here find a
significant negative interaction between this measure and the Collective treatment (Model
4: Bystander Victim Identification x Collective B =-.09, p <.05), and the inclusion of
this interaction effect further improved model fit (results for this Full Model are
presented visually in Figure 2). Although participants evaluated the punisher more
positively when he described the perpetrator’s norm violation as being unfair to
“everyone” rather than to himself, the extent to which evaluations improved decreased
the more participants perceived the bystander to be a victim of this norm violation. While
this finding does not offer definitive support for Hypotheses 4 or 5, this effect is
potentially informative and warrants further consideration.

Like Study 1, results for Study 2 found a significant main effect of vignette setting
on how participants evaluated the punisher. On average, participants evaluated the
punisher more positively when given the vignette involving the box of cupcakes
compared to when they were given the vignette taking place on a train (Models 1-4: Cake
B = .64, p <.001). This main effect further suggests that how participants evaluated the
punisher depending on the specific norm violation this character was reprimanding, as

well as the specific setting in which the reprimand occurred.
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4.4.4 Discussion

As was the case in Study 1, results for Study 2 find support for Hypothesis 3. These
results suggest that actors who justify punishment in terms of the well-being of a broader
group or collective receive more positive evaluations from third parties than those who
do so in terms of their own well-being. At the same time, results from Study 2 failed to
replicate other findings from Study 1. While Study 1 found that actors who justified
punishment on behalf of another individual receive better evaluations than those who
justify punishment on their own behalf, Study 2 offers less support for this claim
(Hypothesis 1). Additionally, results from an initial model in Study 2 suggest that actors
who claim to punish on behalf of a friend — but not a stranger — may also receive more
positive evaluations from third parties. These results further depart from Study 1, which
found the reverse in its own analysis. Although it is not clear why results related to
Hypotheses 1 and 2 varied between these studies, it is worth noting that Study 2 included
only two of the four vignette settings used in Study 1. Moreover, Study 2 modified the
language of these vignettes to better indicate the occurrence of a norm violation and
situate it in a public setting. As with Study 1, baseline evaluations for the punisher
character varied depending on vignette setting and the specific norm violation committed
by the perpetrator. Given the apparent importance of vignette setting on how participants
evaluated the punisher, these changes to Study 2’s design might account for its different
findings.

Study 2 further modified Study 1’s vignettes to examine whether the presence of
singular identifiable victims changes how third parties evaluate punishers and their
justifications. Research on the identifiable victim effect suggests that people respond
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more strongly to norm violations when they are presented as affecting specific
individuals rather than larger groups. Past work in this area suggests this remains the case
when norm violations affect smaller groups whose individual members can all be
recognized by observing third parties (Kogut and Ritov 2005). Despite findings from this
past work, results for Study 2 find that actors receive more positive evaluations for
punishing norm violations that affect a broader group of people in a social setting. This
finding from Study 2 is a surprising departure from past work on the identifiable victim
effect, especially considering that Study 2’s vignettes did not specify the number of
people affected by a norm violation when it was presented as affecting the broader group.
It is possible that this too is a reflection of the settings used in Study 2’s vignettes: these
settings may have been such that participants inferred a relatively small and
comprehensible number of victims from them. Nonetheless, past work argues that the
identifiable victim effect should still shape third parties’ responses to norm violations
regardless of group size. This finding from Study 2 suggests the need to consider how
differences in the number of individuals affected by an offense might vary the strength of
the identifiable victim effect as it is presented in past literature.

While Study 2’s treatment for the identifiable victim effect produced unexpected
results, findings from this study still suggest that third parties react more strongly to
situations that produce recognizable victims. Independent of this treatment, participants
in Study 2 evaluated the punisher character more positively the more they viewed the
bystander character as being a victim of the perpetrator’s norm violation. This finding
offers some support for the importance of identifiable victims in how people react to
situations involving norm violations and evaluate actors who give punishment in
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response. At the same time, Hypotheses 4 and 5 predict that the success of mentioning
specific actors in justifications varies according to the presence of identifiable victims.
Hypothesis 4 predicts that punishers who mention the well being of a specific individual
should receive more positive evaluations in situations involving singular identifiable
victims. Conversely, Hypothesis 5 predicts that punishers who mention the well being of
a broader collective should be viewed more positively when sanctioning a norm violation
that affects a broader group. Study 2 finds no interaction between the content of a
punisher’s justification and the presence of singular identifiable victims and consequently
offers little support for these hypotheses. However, results from Study 2 do find a
negative interaction between the content of a punisher’s justification and observers’
perceptions of victim identification. Although participants gave more positive evaluations
to the punisher when he mentioned the well-being of a broader group, the magnitude of
this evaluation decreased the more they recognized the bystander as being a victim. This
finding may reflect a preference for justifications that align with the situations in which
they are given. If observers see a norm violation as primarily affecting a single person,
justifications for punishment that mention a collective might seem slightly unusual or

confusing and elicit less positive evaluations.

4.5 General Discussion and Conclusion

The foregoing vignette studies have examined whether punishers can shape how
their peers evaluate them by offering verbal justifications for punishment. Specifically,
these studies have examined whether punishers can shape third-party evaluations of their
actions by mentioning specific kinds of social actors in their justifications. Results for

both studies indicate that punishers elicit more positive evaluations from peers when they
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mention the well being of a broader group or collective rather than their own well being.
This finding suggests that punishers are more likely to receive reputational rewards by
presenting their efforts as being a more prosocial endeavor. The effect of referencing a
collective in a justification occurs even when observers do not know the true intentions
behind a punisher’s actions or the extent to which actors in the broader group are affected
by the cause of punishment. Accordingly, results from these studies suggest that actors
who justify punishment in this way can persuade others that their actions are done out of
altruism and that they should be viewed favorably.

Because altruistic punishment can be administered on behalf of individuals, the
foregoing studies also examined the effect of justifications that reference specific
persons. Study 1 found that punishers receive better evaluations from third parties when
they justify punishment in terms of the well being of a third party individual rather than
their own. However, this finding failed to replicate in Study 2. Additionally, results from
both studies offered conflicting findings regarding the importance of a punisher’s
relationship to the individual mentioned in their justification. Study 1 found that actors
who claim to punish on behalf of a stranger receive more positive evaluations from
observers, but those who claim to punish on behalf of a friend do not; Study 2 found the
reverse. While the latter’s findings align with past work on the evaluation of punishers
(Martin et al. 2019), their failure to replicate those of Study 1 suggest the importance of
unmeasured factors that could be better identified in future work.

Study 2 also considered whether the presence of singular identifiable victims leads
observers to favor some justifications for punishment over others. Results found no
support for this being the case, as participants’ evaluations of punishers and their
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justifications did not change when given vignettes highlighting singular victims. Further,
results from Study 2 found that observers give better evaluations to actors who punish
norm violations that appear to affect a broader group rather than a singular victim. This is
perhaps not surprising, as observers may view punishments given for norm violations that
affect a larger number of people to be more altruistic or prosocial (Horne 2009, Willer
2009). At the same time, a substantial body of work suggests that people react more
strongly to situations involving singular victims. Study 2’s findings suggest the opposite
and imply a need to further investigate how the identifiable victim effect manifests in
small groups.

This work has implications for literatures related to cooperation, punishment, and
metanorms; sociological theories of justification and account giving; and research on the
identifiable victim effect. As a study of punishment and its evaluation, this work makes a
contribution by demonstrating how punishers can use verbal justifications to elicit more
positive evaluations from their peers. Recent work has found that actors do not always
receive rewards for engaging in costly punishment, and that punishers may suffer
reputational losses under certain conditions. These conditions correspond to widely-held
“metanorms” that determine the propriety of punishment acts and their evaluation by
third parties. When actors administer punishment in a way that potentially violates
metanorms, it is possible that they can use verbal justifications to make their actions seem
more appropriate and worthy of reward. The work presented here offers evidence for this
being the case, and shows that actors can persuade observers to interpret specific cases of
punishment as being more or less altruistic. Findings from this work also offer insight
into the content of metanorms insofar as the number of actors affected by a norm
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violation is concerned. Results from both studies here show that actors receive better
evaluations from peers when they punish norm violations that are understood to affect a
broader group of people. This implies that people generally view punishment as being
more appropriate the more it benefits a larger number of individuals or a collective.
Altogether, this work identifies conditions under which actors are more likely to be
rewarded for enforcing cooperation and may consequently be more willing to engage in
costly peer punishment.

This work also contributes to research on justifications and account giving by
examining verbal justifications in the context of peer punishment. Sociological theories
of accounts have thoroughly shown that actors can use verbal justifications to absolve
themselves of questionable actions. However, these theories tend to focus on
justifications given for basic norm violations that elicit a need for explanation from
observing third parties. In these cases, actors give justifications for their actions in order
to avoid receiving an initial instance of punishment. Recent work on metanorms shows
that punishment acts can themselves be called into question by observers, and that
punishers may also have to offer explanations when this occurs. The work presented here
extends research on accounts to consider justifications of punishment and finds that
verbal justifications can similarly assuage audiences who question the propriety of
punishment acts. Additionally, the interaction effect identified in Study 2 suggests that
audiences respond more positively to justifications of punishment that better align with
their perceptions of the situations in which they are given. This is consistent with

established claims in theories of accounts (Mills 1940, Scott and Lyman 1968) and
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reveals further similarities between justifications of punishment and those of basic norm
violations.

Finally, this work has implications for research on the identifiable victim effect as
it pertains to offenses that occur in small groups. Scholars of the identifiable victim effect
argue that people react more strongly to offenses that are presented as affecting specific
individuals rather than large numbers of people. When offenses are presented in this way,
they elicit a stronger cognitive response that prompts a greater desire for corrective
action. While research in this area tends to compare differences between singular victims
and those numbering in the hundreds, thousands, or even millions, past work finds that
the identifiable victim effect may also occur in small groups where all group members
can be recognized (Kogut and Ritov 2005). Despite substantial research in this area, this
work finds no evidence of the identifiable victim effect shaping how people respond to
norm violations that potentially affect small groups. On the contrary, results from Study 2
find that people feel a greater need for corrective action when they recognize a norm
violation as affecting a larger group. This suggests a need to further investigate how the
identifiable victim effect manifests in small groups and identify the threshold at which
the number of victims affected by an offense becomes too large for people to intuitively
grasp.

For all its contributions to existing areas of study, the work presented here is not
without limitations that suggest directions for future research. Vignettes used in Studies 1
and 2 were adapted from those used in past work studying the evaluation of punishers
(Eriksson et al. 2017). Following this past work, these vignettes were selected to identify
how observers evaluated punishers across a variety of settings involving different kinds
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of norm violations. However, it is possible that the inclusion and omission of these
vignettes resulted in Study 2’s failure to replicate select findings from Study 1.
Participants of both studies showed baseline differences in how they evaluated punishers
depending on the vignette setting they were given. These settings and the norm violations
they depicted may have varied according to important dimensions not accounted for in
the work presented here. Such dimensions might include the extent to which participants
perceived punishment as taking place in public versus private settings, as this might have
led participants to infer different degrees of familiarity between the punisher, the
perpetrator, and the bystander character. This variation could potentially be important
given that past work shows people preferring punishment when it is exchanged between
familiars (Eriksson et al. 2017) and administered on behalf of personal ties (Martin et al.
2019). Future work could improve on the studies offered here, then, by using vignettes
that depict various norm violations occurring within the same setting.

Relatedly, future work could improve on the studies offered here by considering
how the kinds of norm violations depicted in experimental vignettes might differ from
one another. As a whole, vignettes used in Studies 1 and 2 depicted norm violations that
were ambiguous in terms of who they primarily affected. These norm violations were
deliberately selected to prevent participants from inferring selfish motives on the part of
the punisher and to facilitate the identifiable victim treatment used in Study 2. Be that as
it may, these norm violations may still have differed from other offenses in important
ways. For example, one may find it hard to conceptualize littering in a public park as
primarily affecting a specific individual rather than a broader community. Conversely,
explaining how the physical assault of an individual affects a broader collective requires
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more effort than explaining how it affects the person assaulted.? Differences of this sort
may help explain why some justifications of punishment elicit positive evaluations more
than others in specific situations. They may also explain why the effect of the identifiable
victim treatment in Study 2 ran counter to what research on the identifiable victim effect
would predict. Accordingly, research on peer punishment and its evaluation could benefit
from attempts to better categorize norm violations along a set of yet unspecified criteria.
Given a thorough typology of norm violations, one could be more judicious in how they
select norm violations for inclusion in vignettes and better predict how observers evaluate
their punishment.

The work presented here could also be extended by changing other aspects of the
vignettes used in Studies 1 and 2. In order to minimize the effects of confounding factors,
these studies kept many potential variables fixed in the vignettes they employed. Future
work could explore how observers’ evaluations of punishers change when these variables
are modified, as well as how these modifications might interact with other factors known
to shape third party reactions to punishment. Social identities belonging to punishers,
perpetrators, and bystanders offer several potential modifications in this vein. In Studies 1
and 2, the names of vignette characters were carefully selected to imply that all characters
possessed similar social identities. One imagines that observers’ evaluations of these
characters could change were these characters assigned names suggesting different
memberships in categories related to age, race, gender, and group affiliations (Benard and

Doan 2020, Munger 2017). Moreover, evaluations might also change depending on

3 Offenses of this sort appear in other work on the evaluation of punishers (i.e. Martin 2019), and their
omission from studies presented here may account for differences in findings.
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within-dyad differences in identities between a punisher and the target of punishment.
Efforts to explore the effects of social identities could reveal additional determinants of
rewards for punishers that reveal metanorms surrounding the kinds of actors people

prefer to engage in punishment.
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4.6 Appendix

Littering x Self
Three strangers, Roger, Perry, and Craig, are all at the park. Roger is sitting in the park and eating. Perry and Craig are
both walking in the park, approaching Roger from opposite directions. Perry and Craig both walk by Roger just as Roger
throws some packaging on the ground. Perry realizes that Roger is littering and confronts him:
"Hey! You know you’re not supposed to litter like that! It’s really not fair to me while I'm trying to enjoy the park."

Roger then picks up the packaging and refrains from littering.

Cake x Friend

Two friends, Perry and Craig, and a stranger, Roger, are at a dinner party where a cake is served. There is only
enough cake for each person at the party to have a small piece. Roger takes a much larger piece than this when Perry and
Craig, who have been to the bathroom, come for cake. Perry realizes that Roger is taking more than his share and
confronts him:

"Hey! You know you’re not supposed to take that big a piece of cake! It’s really not fair to my friend while he’s
waiting to get a slice," gesturing toward Craig.

Roger then cuts his piece in two and refrains from taking more than a small piece.

Movie x Stranger

Three strangers, Roger, Perry, and Craig, are traveling home on a crowded train. Perry and Craig are sitting in the
same car when Roger enters the car and starts watching a loud movie on his phone without headphones. Perry realizes
that Roger is watching a loud movie on a crowded train and confronts him:

"Hey! You know you're not supposed to watch a video that loud on the train! It’s really not fair to this person while
he’s trying to enjoy the ride," gesturing toward Craig.

Roger then refrains from watching the loud movie.

Concert x Collective

Three strangers, Roger, Perry, and Craig, are waiting in line at a concert. Roger starts to walk straight to the front of
the line. Perry realizes that Roger is jumping the line and confronts him:

"Hey! You know you’re not supposed to cut the line like that! It’s really not fair to everyone while they’re waiting to
get into the show."

Roger then moves back to the end of the line.

Figure A4.1. Examples of Vignettes Used in Study 1

Note: Notation above vignette examples indicate combination of experimental treatments.
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Cake x Self x Identifiable Victim

Three strangers, Roger, Perry, and Craig, are at an event where a box of cupcakes is served at a table. There are
only enough cupcakes for each person at the event to take one. Roger grabs the box of cupcakes for himself and begins to
walk away with it, which would leave Perry and Craig without a cupcake. Perry realizes that Roger is taking the box of
cupcakes and confronts him:

"Hey! You know you’re not supposed to take the whole box. It’s really not fair to me while I’'m trying to get a
cupcake."

Roger then places the box back on the table and refrains from taking more than a single cupcake.

Cake x Friend x Broader Group

Two friends, Perry and Craig, and a stranger, Roger, are at an event where a box of cupcakes is served at a
table. There are only enough cupcakes for each person at the event to take one. Roger grabs the box of cupcakes for
himself and begins to walk away with it, which would leave everyone at the event without a cupcake. Perry realizes that
Roger is taking the box of cupcakes and confronts him:

"Hey! You know you’re not supposed to take the whole box. It’s really not fair to my friend while he's trying to get a
cupcake," gesturing toward Craig.

Roger then places the box back on the table and refrains from taking more than a single cupcake.

Train x Stranger x Identifiable Victim
Three strangers, Roger, Perry, and Craig, are traveling home on a crowded train. Perry and Craig are sitting next to
each other in the same car, where it is expected that everyone be quiet. Roger enters the quiet car and sits across from

Perry and Craig. Roger starts watching a loud movie on his phone without headphones, which Perry and Craig can hear.
Perry realizes that Roger is watching a loud movie on a crowded train and confronts him:

"Hey! You know you're not supposed to watch a video that loud on the train! It’s really not fair to this person while
he's trying to enjoy the ride," gesturing toward Craig.

Roger then refrains from watching the loud movie.

Train x Collective x Broader Group

Three strangers, Roger, Perry, and Craig, are traveling home on a crowded train. Perry and Craig are sitting next to

each other in the same car, where it is expected that everyone be quiet. Roger enters the quiet car and sits across from

Perry and Craig. Roger starts watching a loud movie on his phone without headphones, which everyone on the train can
hear. Perry realizes that Roger is watching a loud movie on a crowded train and confronts him:

"Hey! You know you're not supposed to watch a video that loud on the train! It’s really not fair to everyone while
they're trying to enjoy the ride."

Roger then refrains from watching the loud movie.

Figure A4.2. Examples of Vignettes Used in Study 2

Note: Notation above vignette examples indicate combination of experimental treatments.
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Table A4.1: Additional Analyses, Study 2

Model S1  Model S2 Model S3 Model S4
(Intercept) 5.18*** 5.18*** 5.21%** 5.21%**
(0.06) (0.06) (0.07) (0.07)

Actor Mentioned in Justification (Self)

Friend 0.13* 0.09
(0.07) (0.10)
Stranger 0.08 0.02
(0.07) (0.10)
Third Party (Friend or Stranger) 0.11 0.05
(0.06) (0.08)
Collective 0.18** 0.18** 0.14 0.14
(0.07) (0.07) (0.10) (0.10)

Vignette Scenario (Train)

Cake 0.64*** 0.64*** 0.64*** 0.64***
(0.05) (0.05) (0.05) (0.05)
Identifiable Victim Treatment

Identifiable Victim —0.16***  —0.16*** —0.23* —0.23*
(0.05) (0.05) (0.10) (0.10)
Interactions
Friend x Identifiable Victim 0.08
(0.13)
Stranger x Identifiable Victim 0.12
(0.14)
Third Party x Identifiable Victim 0.10
(0.12)
Collective x Identifiable Victim 0.06 0.06
(0.13) (0.13)
R? 0.12 0.12 0.12 0.12
Adj. R? 0.11 0.11 0.11 0.11
AIC 4421 4422 4425 4428

Note: Models S1 and S2 are the same as Models 1 and 2 in Table 2. Standard errors presented in
parentheses. N = 1630 responses. AIC = Akaike information criterion. *p < .05. **p <.01. ***p
<.001 (two-tailed tests).
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5. Conclusion

Previous research argues that people receive positive evaluations from third parties
for engaging in peer punishment that improve one’s reputation and offer access to future
rewards. At the same time, recent work has challenged this claim, finding that punishers
can potentially receive negative evaluations from others when their actions violate
metanorms. These conflicting findings pose a set of open questions regarding how third
parties evaluate peer punishment and whether engaging in punishment leads to
reputational rewards.

In the foregoing three studies, I have aimed to improve research surrounding these
questions in two key ways. First, | have examined whether punishers receive reputational
rewards from others using data from real-world settings in order to test arguments
developed from laboratory experiments. The archival data from therapeutic communities
used in Chapters 2 and 3 offer a unique opportunity to study peer sanctioning and its
consequences in settings outside the laboratory. These chapters demonstrate the value of
testing laboratory findings using naturally-occurring data and highlight the potential to
find other settings from which similar data could be collected. Second, I have considered
how punishers can use verbal justifications to shape how observing third parties evaluate
them. While acts of punishment risk violating metanorms regarding the propriety of
punishment, verbal justifications provide punishers the opportunity to persuade others
that their actions are appropriate and worthy of reward. Chapter 3 investigated how one’s
position in a social environment shapes the amount of effort made in constructing these

justifications. Chapter 4 looked at how the content of these justifications can shape how
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third parties evaluate punishers, giving careful consideration to the kinds of social actors
that punishers mention in justifications.

Broadly speaking, results from these studies offer valuable insight into the
conditions surrounding how observers evaluate punishers and how punishers justify their
actions. Findings from Chapter 2 indicate that punishers may or may not be rewarded by
others for their efforts depending on local institutional and cultural factors. The extent to
which punishers receive reputational rewards varies across nominally similar settings,
and explaining this variation is likely more complicated than past laboratory work would
suggest. Simultaneously, results from Chapter 2 offer no evidence for the claim that
people suffer reputational losses for engaging in punishment. Recent work advancing this
claim finds little support in the real-world setting of therapeutic communities, suggesting
that reputational losses arising from punishment only occur in relatively unique
situations.

Chapter 3 finds that people vary the amount of explanatory effort given in
justifications of sanctions depending on their relationship to the person hearing the
justification. Social proximity, status differences, and friendships between the author of a
justification and its audience matter when considering how much explanation a person
gives for an act of reward or punishment. However, Chapter 3 also finds that these
relational factors matter differently for justifications given for rewards compared to those
given for punishment. This likely indicates that people use rewards and punishment to
build and enact different kinds of relationships with others, at least in the real-world

setting of therapeutic communities.
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Results from Chapter 4 show that people generally prefer punishment when it is
given for norm violations affecting groups rather than single individuals, and that people
evaluate punishers more favorably when they justify their actions in terms of group
welfare. These relatively simple findings confirm that justifications matter for how third
parties evaluate punishers and should be accounted for when considering the reputational
consequences of punishment. Furthermore, these findings show that punishers can use the
content of justifications to shape how others view their actions. One expects that
punishers are more likely to be rewarded when they have the opportunity to offer
justifications for their actions, and when they can justify their actions in terms that
observers appreciate.

Though the foregoing studies make several worthwhile contributions, they also
present several new questions worthy of future research. How exactly do institutional and
cultural contexts matter for how third parties reward punishers? While Chapter 2
recognizes the importance of these contexts, it is limited in its ability to explain why
some communities rewarded punishers more than others. Do punishers receive more
positive evaluations from third parties when they justify punishment in terms of
individuals other than the self? Chapter 4 offers inconsistent support for this being the
case, and future work could better account for why these inconsistencies appear. And how
similar are peer sanctioning processes in therapeutic communities to those we see in
other real-world settings? The studies in Chapters 2 and 3 capitalize on a rare
opportunity to study peer sanctions and justifications outside the laboratory, but it
remains to be seen whether their findings are specific to their substantive setting or more
generalizable. My hope is that future studies will extend the work I offer here to address
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these and questions and continue to improve knowledge concerning how people evaluate
and justify punishment.
The need to understand punishment and its consequences is important given that
punishment has been shown to promote many desirable outcomes in groups (Nelson et al.
2011, Paluck et al. 2016, Fehr and Géachter 2000). Moreover, verbal justifications for
punishment appear frequently in the real world (Strimling and Eriksson 2014), and
scholars should have a thorough account of how people construct them and how they
manage to persuade audiences. Given my emphasis on studying punishment in real-world
settings, it is worth illustrating these points using a final example:
In December 2020, during the first year of the COVID-19 pandemic, actor Tom
Cruise faced controversy for a leaked audio clip of him shouting at crew members on the
set of an upcoming film. In the clip, Cruise chastised his crew for violating safety
measures intended to reduce the spread of COVID-19 on the film’s set, and threatened to
fire them if they continued to do so:
"We are the gold standard. They 're back there in Hollywood making movies right
now because of us. Because they believe in us and what we re doing. I'm on the
phone with every (expletive) studio at night, insurance companies, producers and
they re looking at us and using us to make their movies. We are creating
thousands of jobs, you (expletive). I don’t ever want to see it again. Ever!”
"If [ see you do it again you 're (expletive) gone. And if anyone on this crew does
it, that’s it — and you too and you too. And you, don’t you ever (expletive) do it
again" (Alexander 2020).

This incident received considerable media coverage and prompted a fair amount of online

discussion about how to evaluate the actor’s words and actions. Was Cruise right to treat

his crew members this way? Was the way he addressed his crew appropriate? Was the
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stated reasoning for his actions justified? And what was the best way of enforcing safety
protocols for COVID-19?

If we recognize “social distancing,” mask wearing, and related practices as
corresponding to norms regarding people’s behavior (Horne and Johnson 2022), and if
we acknowledge Cruise’s threats and shouting as forms of punishment, we see that these
questions mirror those explored in this dissertation. Cruise’s actions transpired in a
broader social context that likely shaped what he did, how he justified his actions, and
how others evaluated him. After all, the actor’s own words nod to both this incident’s
setting in the entertainment industry and his position within this setting. Given findings
from this dissertation, one expects that how Cruise justified his actions and the reception
he met might have changed under different conditions. It is also worth noting that
Cruise’s justification mentions the jobs of thousands of others, a point he continued to
emphasize in later interviews (Willis 2021). Knowing now that people respond more
positively to justifications that reference the well-being of a collective, one imagines that
people would have received the actor’s words less favorably had he provided more self-
interested reasoning. While it is impossible to know the true counterfactuals of this
incident, findings from this dissertation allow us to make better sense of situations like
these and to anticipate their consequences. Knowing how people justify and evaluate
punishment can be valuable for those looking to uphold important social norms, as
punishment is often a key avenue to doing so.

Overall, this dissertation frames its findings as being important to research on
cooperation, peer sanctioning, and metanorms surrounding the propriety of punishment.
However, the three studies I offer here draw on and contribute to other areas of inquiry.
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In studying the construction and evaluation of justifications given for sanctions, Chapters
3 and 4 draw on well-established theories in sociology that describe how people provide
verbal explanations for their actions. Sociological theories of “accounts” and “account
giving” have long argued that people use verbal justifications to explain their actions
when others call them into question. These theories state that the content, style, and
efficacy of these justifications both reflect and depend on the social contexts in which
they are given.

Chapters 3 and 4 validate and extend this argument in a number of important ways.
While previous work on accounts tends to focus on how justifications shape judgments
about basic norm violations, these chapters consider how justifications can similarly
shape judgments about sanctions. The advent of the metanorm concept in social research
suggests that punishment can also be called into question if people find the ways it is
administered to be inappropriate. Chapter 4 reveals that punishers can also use
justifications to persuade others that their actions are warranted, showing that the process
described by theories of accounts also pertains to punishments that risk violating
metanorms. Additionally, findings from Chapter 3 indicate that social and relational
factors shape the content of justifications given for sanctions as they do accounts given
for other questionable actions. With that said, these factors appear to shape justifications
of rewards and punishment differently, challenging the generalizability of select
arguments offered by existing theories. Chapter 3 implies a need to revisit and reexamine
the scope of claims made in theories of accounts and suggests new methodological paths
to doing so. This chapter illustrates the potential in using archival data and automated text
analysis tools to study large volumes of naturally-occurring accounts and justifications.
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Research using these methods can complement existing work on account giving, which
has largely used qualitative techniques and laboratory experiments over the past several
decades.

More substantively, studies in this dissertation also have implications for clinical
research on therapeutic communities as a form of addiction treatment. TCs operate
according to a common philosophy and practice that expects residents to engage in peer
sanctioning. Given the importance of peer sanctioning in these settings, research on TCs
could benefit from improved knowledge surrounding how residents engage in sanctioning
and how the exchange of sanctions affects residents’ experiences and outcomes. Past
quantitative work studying peer sanctioning in TCs tends to study multiple communities
in an aggregate fashion with the intent of offering generalizable results. However,
Chapter 2 shows that TCs vary in the extent to which residents receive rewards for
engaging in peer punishment. This suggests that TCs vary in their implementation of their
shared philosophy and practices, and that this variation may lead to differences in
residents’ experiences as they engage in this form of addiction treatment. Accordingly,
research on TCs would do well to carefully consider local variation in common practices
and its potential consequences for residents.

Chapters 2 and 3 have additional implications for how scholars should use existing
data to study the exchange of sanctions in TCs. To date, most work using social network
analysis to study TC sanctions has treated all “push up” (positive) and “pull up”
(negative) messages as being functionally equivalent. Both Chapters 2 and 3 challenge
this approach by recognizing that these messages vary in their content and represent
different kinds of events transpiring between residents. Chapter 2 recognizes “role
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model” nominations as indicating a higher form of reward than is implied by most other
push up messages. Findings from this chapter suggest that these nominations arise from
different patterns of behavior than do push ups more generally, which may warrant a
need to treat them as their own category of events in existing datasets. Chapter 3
demonstrates that residents offer a wide variety of reasons for justifying push ups and
pull ups (see Chapter 3 Appendix), and that residents sometimes offer multiple reasons
for rewarding and punishing peers in a single message. Results from this study suggest
that residents use rewards and punishment to enact and build different kinds of
relationships with their peers, supporting recent claims made by TC scholars (Warren
2023). As such, future work ought to consider how push ups and pull ups might identify
other kinds of events occurring between TC residents and how these events relate to
residents’ experiences in treatment. Categorizing these messages according to their
content could yield interesting methodological and substantive advances in research on
TCs as a form of addiction treatment.

While TCs offer a rare opportunity to study peer sanctioning in real-world settings,
it is important to remember that residents of these communities are not study participants.
Residents enter TCs with the intent of improving their lives and their struggles with
substance abuse, and research on TCs should always take this into account. Although this
dissertation has used data from TCs to study the evaluation of punishers, it is my hope
that the work I offer here can also inform future research on TCs and their intended
purpose. The sanctioning system at the heart of TC operations is in many ways unique,
and it is imperative to consider how this system leads to different experiences than
residents might have in other forms of addiction treatment. By improving theoretical and
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methodological approaches to studying TCs, this work should ideally help scholars
account for residents’ experiences in TC programs. In turn, knowledge about these
experiences should allow scholars to better evaluate TC programs and their efficacy as a

method of treating substance abuse.
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