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Abstract
Neurons responding to multiple simultaneous stimuli may fluctuate between stimulus-

linked activity patterns rather than encode only a pooled response. Detecting such “code

juggling” from trial-wise spike counts typically relies on model comparison frameworks

that use single-stimulus responses as benchmarks. However, existing approaches commonly

assume Poisson benchmark models, an assumption that is often too restrictive for neural

data where spike counts exhibit overdispersion and latent heterogeneity.

This work develops a mixed-Poisson generalization of the SCAMPI framework for de-

tecting neural code juggling. Single-stimulus responses are modeled using finite Poisson

mixtures, allowing benchmark conditions to involve multiple latent firing regimes. Dual-

stimulus responses are then compared across fixed, slow-juggling, fast-juggling, and over-

reaching mechanisms within a unified predictive recursion marginal likelihood framework.

To address identification issues and provide uncertainty quantification, we introduce a

shrinkage-modified predictive recursion algorithm and incorporate benchmark uncertainty

using a Bayesian bootstrap for Poisson mixtures.

Simulation studies show that accounting for benchmark uncertainty improves model

discrimination and stabilizes inference when benchmark sample sizes are limited. Applying

the method to extracellular recordings from primary auditory cortex reveals that while

many neurons exhibit benchmark-like responses, a substantial minority show non-fixed

structure consistent with multiplexing. Evidence for multiplexing is broadly distributed

across neurons and shows different patterns during sustained responses compared with the

initial onset window.
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1. Introduction

Understanding how sensory information is represented in the spiking activity of single

neurons is a central aim of computational and systems neuroscience. A common experi-

mental paradigm records repeated “trials” of responses to controlled stimuli and analyzes

the resulting spike trains. When a single stimulus is presented, it is often assumed that a

neuron responds in a repeatable fashion up to stochastic variability, so that the distribution

of trial-wise responses is stable across repetitions (Kass et al., 2005, 2014). When multiple

stimuli are presented concurrently, however, a growing body of evidence suggests that some

neurons may not simply average or pool inputs, but instead may fluctuate between distinct

stimulus-linked response patterns in time—a phenomenon referred to as multiplexing or

code juggling (Caruso et al., 2018; Groh et al., 2024; Jun et al., 2022; Mohl et al., 2020;

Schmehl et al., 2024). In classic “triplet” designs, spike trains are collected under A-alone,

B-alone, and AB (simultaneous) conditions, and the inferential goal is to determine whether

AB activity reflects (i) stable encoding of a fused/combined stimulus (e.g., normalization

or other pooling mechanisms), or (ii) switching between A-like and B-like activity patterns

that could preserve information about the individual components (Caruso et al., 2018; Groh

et al., 2024).

A key methodological split in this literature is between macro-level analyses that com-

press each spike train within a trial to a single trial-wise spike count, and point-process

analyses that explicitly model spike timing structure within trials. The macro-level route

yields high statistical power from small sample sizes and enables formal testing based on

distributions of trial-wise counts; it is particularly attractive in typical neurophysiology

settings where the number of trials per condition is modest. Early statistical evidence for

code juggling emphasized across-trial fluctuations: under AB, a neuron may encode A on

some trials and B on others, implying that the AB count distribution resembles a mix-

ture of the two single-stimulus benchmark distributions (Caruso et al., 2018). Subsequent
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work refined these ideas and highlighted the need to distinguish across-trial switching from

sub-trial switching, since rapid within-trial alternations can yield unimodal AB count dis-

tributions that nevertheless remain overdispersed relative to a single Poisson benchmark

(Glynn et al., 2021; Groh et al., 2024; Mohl et al., 2020).

Within the spike-count paradigm, Chen et al. (2024) proposed the Spike Count Analysis

for MultiPlexing Inference (SCAMPI) framework, which formalizes a set of competing hy-

potheses for AB trial-wise spike counts by leveraging A-alone and B-alone trials as response

benchmarks. SCAMPI adopts Poisson benchmarks for the two single-stimulus conditions

and then represents multiplexing under AB using two distinct mixture-of-Poissons formu-

lations: slow juggling, a two-component mixture with component means anchored at the

benchmark rates, and fast juggling, a continuous mixture of Poissons whose means are con-

strained to lie between the benchmark means (Chen et al., 2024). These two multiplexing

models are contrasted with (i) a fixed-Poisson alternative (including possible “intermediate”

mean rates, consistent with normalization-style pooling) and (ii) an overreaching mixture-

of-Poissons alternative in which some component means fall outside the benchmark range,

intended to reduce false positive detection of multiplexing when AB variability is not tied to

the A/B benchmarks (Chen et al., 2024). Statistically, SCAMPI performs Bayesian model

comparison using integrated predictive recursion marginal likelihood (PRML), building on

predictive recursion methods for nonparametric mixture modeling (Martin & Tokdar, 2011;

Newton, 2002; Newton et al., 1998; Tokdar et al., 2009).

In parallel, point-process approaches aim to leverage the full spike timing information

to achieve localized inference about whether and when switching occurs within a trial. For

example, Glynn et al. (2021) developed a dynamic admixture point-process (DAPP) anal-

ysis that models within-trial firing-rate fluctuations by operating on binned spike counts,

providing descriptive quantification of switching propensity but facing statistical challenges

when bins are short and data are sparse (Chen et al., 2024). More recently, Marco et al.

(2025) advocated a mechanistic point-process framework based on integrate-and-fire mod-

els (Burkitt, 2006), wherein spikes arise as first-passage events of latent drift-diffusion pro-

2



cesses; multiplexing under AB is modeled through competition between stimulus-specific

latent processes, yielding an endogenous, continuous-time state-space formulation. This

line of work emphasizes that distinct within-trial mechanisms can generate similar trial-wise

count distributions, so spike-count evidence alone may be insufficient to uniquely identify

the temporal structure of switching (Marco et al., 2025).

The present work builds on the spike-count framework of SCAMPI while addressing

modeling limitations that arise in practical neural data analysis. In particular, the Poisson

benchmark assumption—that the mean equals the variance at the level of trial-wise spike

counts—is often violated in neural recordings due to latent state fluctuations, adaptation,

and other sources of trial-to-trial variability (Kass et al., 2005, 2014). Moreover, the A-

alone and B-alone conditions themselves are not always perfectly “pure” benchmarks: even

when only one nominal stimulus is presented, intrinsic neural variability and uncontrolled

contextual factors can produce spike-count distributions that are overdispersed or multi-

modal relative to a single Poisson model. As a result, the benchmark responses used to

define slow and fast juggling constraints may already contain latent mixture structure.

Motivated by these considerations, this dissertation develops a mixed-Poisson extension

of the SCAMPI framework for detecting multiplexing from trial-wise spike counts. Instead

of modeling the single-stimulus benchmarks with single Poisson distributions, we allow

each benchmark condition to be represented by a finite Poisson mixture, providing a more

flexible description of intrinsic spike-count variability. Conditional on these benchmark

mixtures, the competing dual-stimulus models—including fixed responses, slow juggling,

fast juggling, and overreaching—can be embedded in a unified mixture-of-Poissons formu-

lation and compared using predictive recursion marginal likelihood. To stabilize inference

in the higher-dimensional mixture setting, we introduce a shrinkage-modified predictive

recursion algorithm and provide a stochastic approximation interpretation of the result-

ing updates. In addition, to account for uncertainty in the benchmark fits, we develop a

Bayesian bootstrap procedure for Poisson mixtures and integrate this uncertainty into the

model comparison step.
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2. Statistical Analysis Framework

2.1 Mixed-Poisson Spike Count Models

Let Y denote the number of spikes emitted by a single neuron within a fixed time window

[0, T]. A classical modeling assumption is that conditional on an underlying firing rate Λ,

spike times arise from a homogeneous Poisson process with intensity Λ, so that

Y | Λ „ Poisson(ΛT).

Such conditionally Poisson formulations are standard in neural data analysis (Burkitt, 2006;

Caruso et al., 2018; Chen et al., 2024).

However, substantial experimental evidence indicates that the firing rate itself is not

fixed across trials. Trial-to-trial fluctuations in cortical state, gain modulation, adaptation,

and latent attentional factors can induce variability beyond Poisson noise (Kass et al., 2005,

2014). A statistical representation of such heterogeneity is to treat the rate Λ as a random

variable. Marginally, this yields a mixed Poisson distribution:

Y „

ż

Poisson(λT) dG(λ),

for some mixing distribution G over firing rates. Finite mixtures arise when G has discrete

support,

Y „

L
ÿ

ℓ=1

πℓ Poisson(λℓT),

representing a latent-response-type model in which each trial selects one of several rate

states. Let A and B denote two stimuli presented individually. We model their single-

stimulus spike counts hierarchically as

Z(A)
i „ Categorical(πA

1 , . . . , πA
LA
), Y(A)

i | Z(A)
i = ℓ „ Poisson(λA

ℓ T),

and

Z(B)
j „ Categorical(πB

1 , . . . , πB
LB
), Y(B)

j | Z(B)
j = m „ Poisson(λB

mT).

4



Here each stimulus is allowed to engage multiple latent firing regimes. The discrete

latent variable Z represents a trial-specific selection among possible neural response modes,

consistent with state-dependent variability observed in cortical recordings.

2.2 Multiplexing and Alternative Mechanisms
2.2.1 Model Formulations

When stimuli A and B are presented simultaneously, we model the response under the

multiplexing assumption. Within the mixed-Poisson generative structure, two hierarchical

regimes arise according to whether switching occurs across trials or within trials. Un-

der Slow-Juggling, no switching occurs within a trial. Instead, each trial selects one

stimulus-specific mechanism and remains in that mode throughout the counting window.

Formally, introduce a latent trial-level selector

Si „ Bernoulli(ρ),

where ρ denotes the probability of selecting the A-type mechanism.

Conditional on Si:

if Si = 1 : Z(AB)
i „ Categorical(πA), Y(AB)

i | Z(AB)
i = ℓ „ Poisson(λA

ℓ T),

if Si = 0 : Z(AB)
i „ Categorical(πB), Y(AB)

i | Z(AB)
i = m „ Poisson(λB

mT).

Marginally,

Slow-Juggling : Y(AB)
i „ ρ

ÿ

ℓ

πA
ℓ Poisson(λA

ℓ T) + (1 ´ ρ)
ÿ

m
πB

mPoisson(λB
mT). (2.1)

Under Fast-Juggling, the neuron alternates between A-like and B-like firing modes

within the same trial. Let ri P [0, 1] denote the fraction of time during trial i that the

neuron operates under the A-type regime. We model

ri „ f (r),

where f is an unknown mixing distribution.
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Given ri, latent spike sources are generated as

ZA
i „ Categorical(πA), ZB

i „ Categorical(πB),

A˚
i | ZA

i = ℓ „ Poisson(λA
ℓ riT), B˚

i | ZB
i = m „ Poisson(λB

m(1 ´ ri)T),

and the observed count is

Y(AB)
i = A˚

i + B˚
i .

Conditionally on (ZA
i , ZB

i , ri),

Y(AB)
i „ Poisson

(
riλ

A
ℓ T + (1 ´ ri)λ

B
mT

)
.

Marginalizing over latent indices yields

Fast-Juggling : Y(AB)
i | ri „

ÿ

ℓ,m

πA
ℓ πB

m Poisson
(
riλ

A
ℓ T + (1 ´ ri)λ

B
mT

)
. (2.2)

In the Slow-Juggling formulation (2.1), ρ represents the trial-to-trial prevalence of

the A-type generative mechanism within the ensemble of dual-stimulus responses. Each

trial is produced entirely from either the A-specific or the B-specific mixture component, so

that Slow-Juggling corresponds to whole-trial recombination of the two single-stimulus

response structures. In contrast, in Fast-Juggling (2.2), the latent variable ri quantifies

the fraction of the duration of the trial during which the neuron operates in the regime

of type A. The mixing distribution f (r) therefore describes the across-trial variability in

the relative temporal occupancy of the two stimulus-specific mechanisms. These model

formulations parallel those in SCAMPI (Chen et al., 2024), where ρ and f (r) characterize

the relative prevalence of stimulus A at the ensemble level.

The class of non-multiplexing data-generating mechanisms is considerably larger than

can be represented by a single parametric model. Rather than attempting to specify this

space exhaustively, we select a small number of representative constructions that corre-

spond to qualitatively distinct generative scenarios. This choice can be viewed from a

hypothesis-testing perspective. The multiplexing hypothesis specifies that the dual-stimulus
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response arises through recombination of the stimulus-specific spike-generating processes,

either across trials or within trials. The complement of this hypothesis is extremely broad,

including all mechanisms that do not preserve this structure. The Fixed and Overreach-

ing models considered here are therefore not intended to span the entire alternative space,

but to represent two canonical ways in which the multiplexing assumption can fail.

In the Fixed formulation, the dual-stimulus response does not arise from recombination

of stimulus-specific mechanisms. Instead, the neuron treats the AB input as eliciting a single

stimulus-specific response mode throughout the counting window. Under our mixed-Poisson

specification for the single-stimulus trials, these sub-types can be written as

FixedA : Z(AB)
i „ Categorical(πA), Y(AB)

i | Z(AB)
i = ℓ „ Poisson(λA

ℓ T), (2.3)

and

FixedB : Z(AB)
i „ Categorical(πB), Y(AB)

i | Z(AB)
i = m „ Poisson(λB

mT). (2.4)

Fixed models represent the two extreme scenarios in which the AB condition is encoded

as a single, non-switching response distribution that coincides with one of the two single-

stimulus generative mechanisms.

The overreaching model allows the dual-stimulus response to be generated from a

mechanism that is not constrained to preserve the single-stimulus structure. We retain

the latent Poisson counts A˚
i , B˚

i associated with the two stimuli, but introduce separate

thinning proportions from an unknown joint distribution

r1i, r2i P [0, 1], (r1i, r2i) „ f (r1, r2),

so that

Ai | A˚
i , r1i „ Binomial(A˚

i , r1i), Bi | B˚
i , r2i „ Binomial(B˚

i , r2i),

and

Y(AB)
i = Ai + Bi.

7



Marginalizing over the mixture components yields

Overreaching: Y(AB)
i | r1i, r2i „

ÿ

ℓ,m

πA
ℓ πB

m Poisson
(
r1iλ

A
ℓ T + r2iλ

B
mT

)
. (2.5)

2.2.2 Model Hierarchy

The four model classes introduced above can be embedded in a common mixed-Poisson

construction. Conditional on the single-stimulus mixture parameters

θ =
(

tλA
ℓ , πA

ℓ u
LA
ℓ=1, tλB

m, πB
mu

LB
m=1

)
,

the dual-stimulus spike-count distribution under a candidate model M can be written as

the mixture

PAB
θ (y) =

ż

κθ(y | r1, r2) dFM(r1, r2), (2.6)

where FM is a mixing distribution on [0, 1]2 and

κθ(y | r1, r2) =
LA
ÿ

ℓ=1

LB
ÿ

m=1

πA
ℓ πB

m Poisson
(

y
ˇ

ˇ

ˇ
r1λA

ℓ T + r2λB
mT

)
. (2.7)

The different models are obtained by imposing structural restrictions on the support of FM.

The Fixed sub-types (2.3) and (2.4) correspond to degenerate configurations in which

the response is generated entirely from one stimulus-specific mechanism. In terms of the

mixing distribution, FFixedA = δ(1,0) and FFixedB = δ(0,1). In the Slow-Juggling model

(2.1), the recombination occurs at the level of whole trials. This is represented by a mixing

distribution supported on the two endpoints, supp(FSlow) Ď t(1, 0), (0, 1)u. The Fast-

Juggling model (2.2) relaxes this constraint by allowing the two stimulus-specific spike-

generating processes to contribute within the same trial. The relative contributions are

governed by a single proportion r P [0, 1], which induces the structural condition r1 + r2 = 1.

Accordingly, supp(FFast) Ď t(r1, r2) P [0, 1]2 : r1 + r2 = 1u. Finally, the Overreaching

model (2.5) allows the two thinning proportions to vary freely, supp(FOver) Ď [0, 1]2, so that

8



the dual-stimulus response is no longer restricted to convex combinations of the stimulus-

specific firing regimes.

For likelihood-based comparison of the candidate models, it suffices to work with the

dual-stimulus observations. Since the single-stimulus data are modeled identically across hy-

potheses, their contribution can be absorbed into a data-driven distribution on the stimulus-

specific mixture parameters. Denote Π(θ) the distribution on θ induced by the A-alone

and B-alone trials. The marginal likelihood for a candidate model M, corresponding to a

restriction on the support of F, can then be written as

m(YAB | M) =

ż

m(YAB | θ,M) dΠ(θ), m(YAB | θ,M) =
nAB
ź

i=1

PAB
θ (Y(AB)

i ).

Conditional on θ, the only infinite-dimensional component in (2.6) is the mixing distri-

bution FM. This allows all four model classes to be treated within a common predictive

recursion marginal likelihood (PRML) framework, using the kernel κθ in (2.7) and restrict-

ing the support of F according to the model under consideration. To initialize the recursion,

we take f0 to be the uniform density on the admissible support of (r1, r2) with respect to

its natural dominating measure. For the Fixed sub-types, F is degenerate and no PRML

update is required.The admissible supports of FM and the corresponding choices of f0 are

summarized in Table 2.1.

Table 2.1: Model classes as support restrictions on the mixing distribution F in (2.6),
together with the corresponding initial density f0 for predictive recursion.

Model supp(FM) Constraint f0

FixedA t(1, 0)u A mechanism δ(1,0)
FixedB t(0, 1)u B mechanism δ(0,1)
Slow juggling t(1, 0), (0, 1)u across-trial switching 1

2 δ(1,0) +
1
2 δ(0,1)

Fast juggling t(r, 1 ´ r) : r P [0, 1]u within-trial switching Unif on (r, 1 ´ r)
Overreaching [0, 1]2 unrestricted Unif on [0, 1]2
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2.3 Estimation and Statistical Inference
2.3.1 Predictive recursion for the mixing distribution

Conditional on θ, the dual-stimulus model reduces to estimation of the mixing distri-

bution FM in (2.6). Let ν be a σ-finite dominating measure on the admissible support

UM Ď [0, 1]2, and let f denote the corresponding mixing density. Then

mθ, f (y) =
ż

UM

κθ(y | u) f (u) dν(u), u = (r1, r2).

We estimate f using predictive recursion(Newton et al., 1998; Tokdar et al., 2009).

Starting from an initial density f0, the recursion

fi(u) = (1 ´ wi) fi´1(u) + wi
κθ(Yi | u) fi´1(u)

mi´1,θ(Yi)
, (2.8)

is applied sequentially, where

mi´1,θ(y) =
ż

UM

κθ(y | u) fi´1(u) dν(u)

is the predictive density of Yi given Y1, . . . , Yi´1. The recursion weights are chosen to satisfy
ř

i wi = 8 and
ř

i w2
i ă 8.

For the overreaching model the mixing distribution is supported on the two-dimensional

region [0, 1]2. In this case the mixed-Poisson representation is not identifiable without

additional structure, and the likelihood surface may be nearly flat along certain directions

in the mixing space. As a consequence, the standard predictive recursion update can exhibit

unstable behavior, with the estimated mixing distribution concentrating prematurely on

lower-dimensional subsets. To regularize the recursion we introduce a shrinkage step toward

a fixed reference density fref,

fi(u) = (1 ´ ε i)
[
(1 ´ wi) fi´1(u) + wi

κθ(Yi | u) fi´1(u)
mi´1,θ(Yi)

]
+ ε i fref(u), ε i =

η

(η + i)2 , (2.9)

where η ą 0 is a tuning parameter and fref is a smooth probability density supported on

[0, 1]2. In our implementation fref is taken to be a truncated bivariate normal density with
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mean µ and covariance matrix Σ. This modification admits a stochastic-approximation

interpretation: the recursion becomes a regularized PR update whose mean-field drift con-

tains an additional pull-to-prior term of the form λi
(

fref ´ f
)
, where λi = ε i/((1 ´ ε i)wi).

With the choices wi — i´2/3 and ε i = η/(η + i)2, we have λi — i´4/3 Ñ 0 and
ř

iě1 ε i ă 8.

Thus the regularization affects the finite-sample trajectory of the recursion while leaving

its asymptotic target unchanged. A detailed derivation of this stochastic-approximation

representation and its optimization interpretation is given in Appendix A.1.

For the remaining model classes the admissible support of FM is either finite or one-

dimensional, so the mixture representation is identifiable and the standard predictive re-

cursion update (2.8) is used without modification.

2.3.2 Inference via Predictive Recursion Marginal likelihood

For a fixed value of the stimulus-specific parameter θ, the predictive recursion algorithm

produces the sequence of predictive densities tmi´1,θun
i=1 and hence the PRML score

Ln(θ) =
n

ź

i=1

mi´1,θ(Yi), (2.10)

which serves as an approximation to the marginal likelihood of the dual-stimulus obser-

vations under the corresponding Dirichlet process mixture idealization (Martin & Tokdar,

2011). This allows likelihood-based comparison of competing model classes without explic-

itly estimating the infinite-dimensional mixing distribution.

To compare models it is necessary to integrate (2.10) with respect to the uncertainty in

θ induced by the single-stimulus data. Let Π(θ) denote the distribution of θ obtained from

the A-alone and B-alone trials. The integrated PRML score for a candidate model M is

I(M) =

ż

Ln(θ) dΠ(θ). (2.11)

In the Poisson benchmark setting this integral can be approximated by a Laplace ex-

pansion because θ = (µA, µB) is low-dimensional and the log-likelihood is locally quadratic

(Chen et al., 2024). However, in the present mixed-Poisson framework, θ consists of the
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locations and weights of stimulus-specific mixtures. Its dimension grows with the number

of mixture components and the likelihood is typically highly non-quadratic due to label-

switching and boundary effects. A direct Laplace approximation is therefore unreliable.

We instead construct a Monte Carlo approximation to Π(θ) using a Bayesian bootstrap

for mixture models (BBM) (Cui & Walker, 2024). For each single-stimulus condition s P

tA, Bu, let the fitted nonparametric mixing distribution be represented as a finite Poisson

mixture

pGs(λ) =
Ls
ÿ

ℓ=1

πs
ℓ,0 δλs

ℓ,0
(λ),

Ls
ÿ

ℓ=1

πs
ℓ,0 = 1,

which induces the fitted sampling pmf

pps(y) =
Ls
ÿ

ℓ=1

πs
ℓ,0 Pois(y | λs

ℓ,0).

BBM generates bootstrap draws by iterating a “sample–update” scheme driven by pseudo-

observations Ys,˚ sampled from the current fitted mixture. In our implementation we up-

date both the mixture weights and the component locations, yielding a bootstrap draw

tλs
ℓ, πs

ℓu
Ls
ℓ=1 from an approximation to the uncertainty distribution of the single-stimulus fit.

The above updates correspond to a Robbins–Monro stochastic approximation scheme

(Cui & Walker, 2024); derivations and implementation details are given in Appendix A.2.

After convergence, one bootstrap draw is t(λs
ℓ, πs

ℓ)u
Ls
ℓ=1. We repeat this procedure indepen-

dently for s = A and s = B to obtain

θ(b) =
(

tλ
A,(b)
ℓ , π

A,(b)
ℓ u

LA
ℓ=1, tλ

B,(b)
m , π

B,(b)
m u

LB
m=1

)
„ Π(θ), b = 1, . . . , B.

Each draw θ(b) yields a PRML score Ln(θ(b)), and the PRML score is approximated by

pI(M) =
1
B

B
ÿ

b=1

Ln
(
θ(b)

)
. (2.12)

Given a finite collection of competing models tMh : h P Hu, we define the Bayes factor

12



between Mi and Mjas

Bi,j =
I(Mi)

I(Mj)
.

With prior model weights p0,h, the posterior model probability is

ph(Y) =
I(Mh)p0,h

ř

h1PH I(Mh1)p0,h1

, (2.13)

and the model with the largest posterior probability is selected.
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3. Simulation Results

3.1 BBM for Poisson mixtures

We evaluate the Bayesian bootstrap for mixture models (BBM) in a Poisson mixture

setting, using the stochastic updates summarized in Table A.1. For each simulated dataset

we first compute the Poisson-mixture NPMLE, retain atoms with weight above a small

threshold, and renormalize the remaining weights. We then initialize BBM at this fitted

discrete mixing distribution and run the pseudo-sampling recursion for M = 5000 iterations

per bootstrap replicate.

We consider two data-generating mechanisms for the Poisson rate mixing distribu-

tion G: (i) a discrete three-atom distribution with rates λ P t10, 25, 40u and weights

(0.5, 0.3, 0.2); and (ii) a continuous Gamma mixing distribution, which induces a nega-

tive binomial marginal for the spike count. For each mechanism we report results at sample

sizes n = 50 and n = 100, with B bootstrap replicates as shown in Figure B.1.

Figure B.1 displays uncertainty in the estimated mixing distribution by plotting the

CDFs of the BBM bootstrap draws, together with the NPMLE CDF (red) and the true

CDF (blue). In both the discrete and continuous settings, the true mixing distribution is

visibly covered by the range of BBM draws, even when the NPMLE exhibits noticeable

mismatch. As expected, increasing the sample size from n = 50 to n = 100 produces a

tighter envelope of bootstrap CDFs, indicating reduced uncertainty. In the discrete case

the bootstrap CDFs concentrate around the step structure implied by the fitted atoms,

whereas in the Gamma-mixing case the bootstrap CDFs form smooth curves that track

the continuous target distribution. Figure B.2 displays the implied marginal pmf m(y)

under the NPMLE and the BBM draws, showing that the bootstrap predictive distributions

concentrate around the NPMLE fit while exhibiting noticeably larger dispersion for smaller

sample sizes.
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3.2 Accounting for Benchmark Uncertainty
3.2.1 Experimental Design

To evaluate whether uncertainty in the single-stimulus benchmarks materially affects

model discrimination, we conducted a second simulation study comparing two inference

strategies. The plug-in approach fits each benchmark by a Poisson-mixture NPMLE and

treats the fitted mixture parameters as fixed when scoring candidate dual-stimulus mod-

els. The BBM-based approach instead applies the Bayesian bootstrap for mixture models

(BBM) to the benchmark fits and integrates over benchmark uncertainty by marginaliz-

ing θ = (λ,π). The experiment is designed to match the scale of the real dataset: each

benchmark is estimated from about nA = nB = 50 single-stimulus trials, while the dual-

stimulus sample used for model discrimination is fixed at nAB = 30. In each replicate

we generate benchmark spike counts from the true single-stimulus mechanisms, fit each

benchmark by a constrained NPMLE Poisson mixture to obtain (pλA, pπA) and (pλB, pπB),

and then generate Y(AB)
1 , . . . , Y(AB)

nAB from one of the candidate dual-stimulus mechanisms

and perform model selection using integrated PRML scores. Under the plug-in strategy,

the benchmark fits (pλA, pπA) and (pλB, pπB) are treated as known when computing PRML

scores for the multiplexing candidates, while the fixed candidates are scored directly by the

fitted Poisson-mixture likelihoods. The BBM procedure instead initializes the recursion at

the CNM benchmark fits and generates draws θ
(1)
A , . . . , θ

(B)
A and θ

(1)
B , . . . , θ

(B)
B , recomputing

the PRML scores for each draw and averaging the resulting marginal likelihoods.

We evaluate performance in configurations that approach the boundaries of the model

space. In the fixed setting, Y(AB) is generated entirely from one of the two benchmarks, with

the separation sep = µB ´ µA controlling the overlap between their response distributions.

In slow juggling the dual-stimulus distribution switches between the two benchmarks with

skewness parameter m, and difficulty increases as m approaches the boundary cases where

the distribution becomes nearly fixed. In fast juggling the counts arise from continuous

within-trial mixing along the simplex line, and we index complexity by the induced Fano
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factor, which increases as the Beta mixing distribution becomes more diffuse and concen-

trates mass near the endpoints. In overreaching we introduce an additional gain variable s

with E[s] = 1 and measure complexity by CV2
s = Var(s)/E(s)2, which determines how far

the model departs from the fast-juggling boundary s ” 1. For each configuration we repeat

the experiment independently and summarize performance by the probability of correct

classification and the probability of detecting multiplexing.

3.2.2 Results

Figure B.3 summarizes the comparison between plug-in NPMLE inference and BBM-

marginalized inference under realistic sample sizes. When the true mechanism is Fast-

Juggling or Overreaching, BBM marginalization yields consistently higher correct-

classification probabilities than the plug-in approach, as shown in Figures B.3c and B.3d.

The main reason is that with benchmark sample sizes around nA = nB « 50, the NPMLE

fit is often supported on multiple mixture components and can vary noticeably across

repeated samples. The plug-in strategy commits to a single benchmark estimate and ignores

this variability, so fluctuations in the fit can translate directly into overly sharp PRML

comparisons among multiplexing candidates. BBM instead propagates this uncertainty

through pseudo-resampling and marginalization of θ, effectively averaging evidence over a

neighborhood of plausible benchmark fits. This stabilization is particularly important in the

fast and overreaching regimes, where model discrimination depends on subtle differences in

how the benchmark response distributions combine under within-trial mixing. In contrast,

for Slow-Juggling the plug-in method is often comparable and can be slightly better than

BBM. In these regimes the relevant comparisons are highly sensitive to the benchmark fits

near boundary configurations, especially when the observed dual-stimulus distribution is

close to a fixed subtype or near the two-point boundary of slow juggling. While BBM

correctly reflects benchmark uncertainty by spreading mass over alternative fits, in finite

samples it can also assign weight to benchmark realizations that distort the fixed-versus-

slow evidence, slightly reducing the separation between leading candidates in the marginal-
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likelihood comparison.

Overall, these experiments suggest that BBM remains the preferable strategy in practice

because it provides principled uncertainty quantification for θ and improves robustness in

the regimes most relevant to multiplexing inference. In slow regimes the BBM results

are typically close to the plug-in estimates, with only mild conservativeness. Moreover, the

variability of the BBM draws is naturally controlled by the step-size schedule ηm = 1/(n0 +

m + 1), so that larger benchmark sample sizes concentrate the draws near the NPMLE fit

while smaller samples produce broader dispersion reflecting increased uncertainty.

3.3 Model Discrimination in the Mixed-Poisson Framework
3.3.1 Experimental Design

To assess accuracy of the proposed framework in the mixed-Poisson setting, we con-

ducted a simulation study detecting whether dual-stimulus activity exhibits code juggling

and correctly identifying the data-generating mechanism for mixing density among Fixed,

Slow-Juggling, Fast-Juggling, and Overreaching. Synthetic data were generated

under four scenarios, each corresponding to one of these hypotheses and equipped with a

single tuning parameter controlling the complexity of the classification task. For each ex-

perimental configuration, we generate nAB dual-stimulus trials with nAB P t20, 50, 100, 200u,

and we repeat the experiment independently 100 times to estimate model selection error

rates.

In the Fixed scenario, the observed dual-stimulus counts are generated entirely from

one of the two single-stimulus benchmarks. Here PB(y) = Pois(y | 80) and PA(y) =

0.5 Pois(y | µA ´ 10) + 0.5 Pois(y | µA + 10) with µA P t40, 50, 60, 70, 75u. Each (A, B)

pairing defines one data-generating configuration; when the two benchmarks overlap sub-

stantially, the FixedA and FixedB candidate models become nearly indistinguishable, in-

creasing the chance of mismatched selection; we quantify this difficulty using the separation

level |µA ´ 80|.
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For the Slow-Juggling scenario, the dual-stimulus distribution is

P(AB)(y) = mt0.5 Pois(y | 40) + 0.5 Pois(y | 60)u + (1 ´ m)Pois(y | 80).

As the skewness parameter m approaches 0 or 1, P(AB) becomes close to the boundary cases,

making Slow-Juggling harder to distinguish from the corresponding Fixed scenario.

Fast-Juggling assumes continuous within-trial mixing along the simplex line, so the

marginal dual-stimulus model is

P(AB)(y) =
ż 1

0
Pois

(
y | rλA + (1 ´ r)λB

)
Beta

(
r | mprec/2, mprec/2

)
dr,

where λA = 50 and λB = 80. Rather than indexing complexity by mprec directly, we report

results against the induced Fano factor: under the conditionally Poisson representation with

Λ = rλA + (1 ´ r)λB, we have Fano(Y(AB)) = Var(Y(AB))/E(Y(AB)) = 1+Var(Λ)/E(Λ).

With mean mixing fixed at 0.5, larger mprec concentrates r near 0.5 and drives the Fano

factor down toward 1, while smaller mprec spreads r over [0, 1] and inflates the Fano factor.

In particular, in our setting, Fano « 4.5 corresponds to an extremely diffuse Beta (e.g.,

mprec « 10´3), which produces a highly overdispersed marginal distribution that can closely

resemble the two-point switching behavior in Slow-Juggling.

In Overreaching, we reparameterize (r1, r2) as (r1, r2) = (sr, s(1 ´ r)) with r P [0, 1]

and s ą 0, and generate

P(AB)(y) =
ż 1

0

ż 8

0
Pois

(
y | s[r ¨ 50 + (1 ´ r) ¨ 80]

)
Beta

(
r | mprec/2, mprec/2

)
LogNormal

(
s | ´ 1

2 σ2
s , σ2

s
)

ds dr,

with truncation of s if needed to match the inference grid support. We index Overreach-

ing complexity by the gain variability CV2
s = Var(s)/E(s)2, which under the lognormal

model reduces to CV2
s = exp(σ2

s )´ 1. Imposing E[s] = 1 is essential: it prevents mean-rate

shifts from trivially separating Overreaching from Fast-Juggling, so that CV2
s Ó 0

genuinely pushes the model toward the boundary case s ” 1.
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For each simulated dataset, we compute integrated PRML scores pI(M) for the compet-

ing models and select the model with largest posterior probability (2.13). We summarize

performance by the probability of correct classification and the probability of detecting

code juggling (i.e., selecting a non-fixed model). Because each scenario is tuned to approach

boundary cases shared with competing hypotheses, these experiments directly probe the

regimes in which model discrimination is intrinsically most difficult.

3.3.2 Results

We summarize the model-selection behavior across the four data-generating regimes in

Figure 3.1. Each panel corresponds to one true mechanism and the horizontal axis repre-

sents the regime-specific complexity parameter controlling the difficulty of model discrimi-

nation. In these experiments, all candidate models are evaluated using BBM-marginalized

predictive recursion marginal likelihood, so that benchmark uncertainty is propagated con-

sistently across methods. The corresponding results obtained using plug-in NPMLE bench-

mark estimates are reported in Figure B.4.

In the fixed regime, performance is driven almost entirely by the separation between the

two benchmark firing-rate distributions. When the separation |µB ´ µA| is small, the two

single-stimulus response distributions overlap substantially, so FixedA and FixedB become

intrinsically difficult to distinguish. This ambiguity leads to occasional misclassification

between the two fixed sub-types. However, even in this regime the selected model almost

never moves to a multiplexing class. The data-generating mechanism is the simplest among

the candidates, and the marginal-likelihood comparison consistently favors a fixed model

over more complex alternatives. As separation increases, the overlap disappears and both

subtype identification and overall classification become essentially perfect.

The behavior in the slow-juggling regime follows the expected pattern and is largely un-

changed from the baseline description. Errors occur primarily when the mixing proportion

approaches the boundary, where the distribution becomes close to one of the fixed cases and

the model lies near the interface between the two hypotheses. Away from the boundary,
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(a) FIXED Scenario (b) SLOW-JUGGLING Scenario

(c) FAST-JUGGLING Scenario (d) OVERREACHING Scenario

FIGURE 3.1: Model-selection performance across the four data-generating regimes. Top
panels show correct classification probabilities and bottom panels show detection of
multiplexing as a function of the regime-specific complexity parameter.

the two-point structure is clearly expressed and slow juggling is detected reliably.

The fast-juggling regime is indexed by the Fano factor, which controls the variability

of the effective rate. When the Fano factor is small, the marginal distribution approaches

a single Poisson law. In our parameter configuration there is no centered fixed model

whose mean matches this effective rate, and the support of the mixing distribution remains

outside the slow-juggling class. As a result, the data still lie within the fast-juggling model

space, and the selection procedure correctly identifies them as such despite the apparent

simplicity of the marginal distribution. At the opposite extreme, when the Fano factor is

large, the Beta mixing distribution becomes U-shaped and concentrates most of its mass

near the endpoints. The resulting spike-count distribution is then close to a two-point
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mixture, which lies near the slow-juggling boundary in the model space. In this regime the

dominant errors correspond to confusion between fast and slow juggling. Importantly, this

is a within-multiplexing ambiguity and does not affect the detection of multiplexing itself.

For the overreaching regime we constrain E(s) = 1, so that differences from fast juggling

are driven purely by the additional dispersion of the gain variable rather than by a change

in the mean firing rate. When the variance of s is very small, the support of the mixing

distribution is effectively confined to the simplex r1 + r2 = 1, and the model becomes

nearly indistinguishable from fast juggling. In this situation the selection procedure shows a

strong tendency to choose the fast-juggling model. As the variance increases, genuinely two-

dimensional mixing emerges, the support moves away from the simplex, and overreaching

is identified with rapidly increasing probability.

Across all regimes, the most difficult configurations occur near the boundaries of the

model space, where two candidate mechanisms generate nearly indistinguishable spike-count

distributions. Increasing the sample size improves performance primarily in these boundary

cases by sharpening the marginal-likelihood comparison, while having little effect when the

generating mechanism is well separated from its competitors.
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4. Application to Auditory Multiplexing Data

4.1 Experimental background and task structure

We apply the proposed mixed-Poisson model comparison framework to extracellular

recordings from primary auditory cortex (A1) obtained in a sound-binding paradigm de-

veloped in the Groh laboratory. In the auditory domain this question is tightly linked

to perceptual binding: when two harmonic complexes are played together, they may be

perceived either as one fused auditory object or as two separate objects.

During each trial the monkey maintained fixation on a central LED while a sound was

presented from a speaker located 12˝ contralateral to the recorded hemisphere. A reward

was delivered for successful fixation. The temporal structure of a trial is shown in Figure 4.1.

FIGURE 4.1: Trial structure. After a 1000 ms fixation period, the sound stimulus is
presented for 1000–1300 ms while fixation is maintained. Spike counts are computed in
predefined response windows.

Neural activity exhibits a strong transient response in the initial 0–100 ms window fol-

lowed by a sustained response in the 100–500 ms epoch. Previous analyses showed that neu-

rons are typically classified as single-component encoders in the early period but frequently

display mixture-like behavior in the sustained period, suggesting within-trial fluctuations

between component representations. This motivates modeling spike counts in each epoch

separately using the mixture-based framework developed in this thesis.

The stimuli are harmonic complexes composed of a lower set of harmonics (denoted A)

and an upper set (denoted B). Two types of dual-sound stimuli are constructed: Congruent
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stimuli, in which both harmonic groups are integer multiples of the same fundamental fre-

quency (440 Hz), promoting perceptual fusion; and Incongruent stimuli, in which the lower

and upper harmonics are drawn from slightly different fundamentals (440 Hz and « 453 Hz),

corresponding to a quarter-tone separation that disrupts binding while remaining percepti-

ble to the animal. The frequency structure of these stimuli is illustrated in Figure B.5. Each

dual stimulus therefore has a corresponding pair of single-stimulus benchmark responses.

4.2 Application Results

Following the paradigm of Caruso et al. (2018), the dual-stimulus response is classified

according to how its spike-count distribution relates to the two benchmarks. If the neuron

fluctuates between encoding the two components, the dual-stimulus distribution should

resemble a mixture of the single-stimulus distributions. The analysis described in Section 2

is carried out separately for spike counts computed in two temporal windows of the neural

response: an early transient window (0–100 ms) and a sustained response window (100–500

ms).

Before fitting the competing dual-stimulus models, we performed a diagnostic step to

ensure that the two single-stimulus benchmarks provide a meaningful reference for subse-

quent comparison. After fitting Poisson mixture models to the A and B spike-count data,

we evaluated how well each benchmark explains the data generated under the other condi-

tion. Specifically, we computed two log-likelihood contrasts: one comparing how well the

A data are explained by the A versus B benchmark fits, and the other comparing how well

the B data are explained by the B versus A fits. These quantities measure the extent to

which the two benchmark response distributions are distinguishable from the perspective

of each stimulus condition. To obtain a conservative measure of separability, we defined the

benchmark separation statistic as the smaller of the two Bayes factor contrasts. Datasets

for which this quantity fell below a preset threshold were excluded from further analysis,

ensuring that the subsequent model comparison was conducted only in cases where the A

and B benchmark firing regimes were empirically distinguishable.
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To illustrate the type of inference produced by the framework, we first examine a rep-

resentative dataset: RACVR_2024_12_05. The fitted benchmark distributions for the

A and B conditions are shown in Figure B.6. In both cases the empirical spike-count

histograms display noticeable overdispersion relative to a single Poisson distribution, and

the fitted Poisson mixtures capture this structure using a small number of latent firing-

rate components. The separation between the two benchmark distributions is substantial:

evaluating each dataset under the competing benchmark fits yields log BFA = 7.18 and

log BFB = 8.87. The empirical spike-count distribution under the dual-stimulus condition

can be compared with the predictive distributions implied by the candidate models. Fig-

ure B.7 shows this comparison for the A vs B stimulus pair. The corresponding marginal

likelihoods and posterior model probabilities are summarized in Table 4.1. Among the

candidate models, the largest marginal likelihood is achieved by the two-dimensional mix-

ture model (Overreaching), indicating that the dual-stimulus spike counts are better

explained by a flexible mixture structure than by either fixed benchmark response.

Table 4.1: Model evidence for the dataset RACVR_2024_12_05.

Model Log marginal likelihood Posterior probability
FAST-JUGGLING ´270.40 0.259
SLOW-JUGGLING ´270.32 0.282
OVERREACHING ´270.29 0.290
FIXEDA ´271.21 0.115
FIXEDB ´271.95 0.055

We next summarize the full set of analyzed datasets across the two response windows.

The distribution of winning models is shown in Figure B.8, and the dataset-level assignments

are displayed in Figure B.9. Several features are consistent across both windows. In all

three comparison types, fixed benchmark models remain the most common outcome. In

the early 0–100 ms window, the fixed-A model accounts for 24 of 50 datasets (48%) in the

A vs B comparison, 25 of 54 (46.3%) in A vs B2, and 25 of 53 (47.2%) in A vs B1. A similar

pattern is observed in the sustained 100–500 ms window, where fixed-A remains the largest
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category (23 datasets, 41.8% in A vs B; 24 datasets, 45.3% in A vs B2; and 26 datasets,

48.1% in A vs B1). Thus, for a substantial fraction of neurons the dual-stimulus response

remains well approximated by one of the single-stimulus benchmark firing regimes.

At the same time, non-fixed outcomes occur in a sizeable minority of datasets. In

the early window, fast-juggling appears in roughly 15–22% of datasets depending on the

comparison, while slow-juggling and overreaching each account for roughly 6–13%. In the

later window the distribution shifts somewhat: fast-juggling becomes less common (about

9–13%), whereas overreaching increases to around 20–25% of datasets. Slow-juggling re-

mains present but relatively modest (about 9–14%). These shifts suggest that deviations

from a single benchmark response persist in the sustained period, although the dominant

form of deviation varies across neurons. The heatmaps in Figure B.9 further illustrate this

heterogeneity. Some neurons retain the same classification across stimulus comparisons,

while others switch among fixed, juggling, and overreaching categories depending on which

benchmark pair is used, indicating that dual-stimulus response structure is not organized

around a single population-level pattern. Additional insight comes from the distributions of

log marginal likelihood values shown in Figure B.12. Across datasets the evidence for differ-

ent models typically lies in a relatively narrow range, and the boxplots indicate substantial

overlap among competing mechanisms.

To quantify evidence for multiplexing more directly, we consider the posterior probabil-

ity of belonging to either of the two information-preserving multiplexing classes,

P(multiplexing | Y) = P(Fast-Juggling | Y) + P(Slow-Juggling | Y).

Figure B.10 groups datasets according to four evidence levels based on this probability,

while Figure B.11 shows the corresponding continuous distributions. In the early 0–100 ms

window, moderate or strong multiplexing evidence (P ě 0.5) is observed in 10 of 50 datasets

(20%) for A vs B, 11 of 54 datasets (20.4%) for A vs B2, and 8 of 53 datasets (15.1%) for A

vs B1. In the sustained 100–500 ms window these proportions increase slightly to 15 of 55

datasets (27.3%) for A vs B, 10 of 53 datasets (18.9%) for A vs B2, and 11 of 54 datasets
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(20.4%) for A vs B1. Using a weaker threshold P ě 0.25, the fraction of datasets with at

least some multiplexing support is considerably larger, ranging from roughly 60% to 72%

across comparison types and windows.

The histograms in Figure B.11 make this pattern particularly clear. Posterior multiplex-

ing probabilities are distributed broadly across the unit interval rather than concentrating

near zero or one, indicating that many datasets fall into an intermediate evidence regime.

In other words, even when multiplexing models are not the unique winner in a strict model-

comparison sense, they often retain non-negligible posterior support. Taken together, these

results suggest that while many neurons remain close to fixed benchmark-like responses,

multiplexing-compatible structure is nevertheless widespread across the population and be-

comes slightly more prominent in the sustained response window.

4.3 Comparison with SCAMPI framework

For reference, we also reproduced the model classifications obtained from the original

SCAMPI procedure. The resulting distributions of winning models are shown in Ap-

pendix Figure B.13. Compared with the mixed-Poisson framework developed in this dis-

sertation, the most notable difference appears in the sustained response window (100–500

ms), where the original method assigns a substantially larger fraction of datasets to the

Slow-Juggling category.

This discrepancy arises primarily from differences in the benchmark model assumptions.

In the original implementation, each single-stimulus benchmark is modeled as a single

Poisson distribution. Under this formulation the “single” hypothesis assumes that the dual-

stimulus spike counts follow exactly one Poisson distribution, typically with rate equal to

either the A or B benchmark. If the empirical dual-stimulus distribution deviates from this

strict Poisson form—even when the deviation is caused by mild overdispersion or latent

rate heterogeneity—the method tends to reject the single model and attribute the excess

variability to mixture-based mechanisms such as Slow-Juggling. In contrast, the present

framework models each benchmark response using a finite Poisson mixture. Under the
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FixedA or FixedB hypotheses the dual-stimulus distribution may therefore inherit the full

mixture structure of the corresponding benchmark condition. This substantially enlarges

the benchmark model space and allows intrinsic spike-count overdispersion to be explained

without invoking additional juggling mechanisms.
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5. Conclusions

This work develops a mixed-Poisson extension of the SCAMPI framework for spike-

count inference on neural code juggling. The main motivation is that single-stimulus bench-

mark responses in neural recordings often exhibit greater variability than a single Poisson

model can accommodate. When such benchmarks are misspecified, model comparison un-

der dual-stimulus conditions may incorrectly attribute intrinsic spike-count variability to

multiplexing. To address this issue, the present framework replaces the Poisson benchmark

assumption with a finite mixed-Poisson formulation while retaining the model-comparison

logic of SCAMPI.

Within this formulation, the Fixed, Slow-Juggling, Fast-Juggling, and Over-

reaching mechanisms are embedded in a unified mixture-of-Poissons framework and com-

pared using predictive recursion marginal likelihood. Two extensions are introduced to ad-

dress identification challenges and enable uncertainty quantification: a shrinkage-modified

predictive recursion update that stabilizes inference in higher-dimensional mixture settings,

and a Bayesian bootstrap for Poisson mixtures that propagates uncertainty in the bench-

mark fits into the model comparison step.

Simulation studies show that incorporating benchmark uncertainty improves the stabil-

ity of model evidence and helps avoid spurious detection of multiplexing when benchmark

variability is present. Application to extracellular recordings from primary auditory cortex

indicates that while many neurons exhibit benchmark-like responses, a substantial minor-

ity display non-fixed structure consistent with multiplexing. Evidence for multiplexing is

typically distributed across several candidate models rather than concentrated in a single

dominant mechanism.

Several directions remain for future work. On the methodological side, it would be

useful to develop theory for predictive recursion under support restrictions and shrinkage,

and to better characterize the uncertainty properties of the Poisson-mixture BBM in non-
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identifiable settings. It would also be valuable to relax the assumption that the single-

stimulus benchmark mixtures are estimated independently, for example by introducing

hierarchical structure across stimuli, neurons, or recording sessions. The benchmark-based

mixed-Poisson framework developed here is not specific to auditory cortex and may be

useful more broadly in experiments where one seeks to determine whether responses to

combined stimuli preserve information about their components through fluctuating neural

codes.
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Appendix A.
A.1

Throughout, we work in the continuous formulation: the unknown mixing object is a

probability density f on a space U with a σ-finite dominating Borel measure ν. Let κ(y | u)

be a known kernel on Y ˆ U and

m f (y) =
ż

U
κ(y | u) f (u) dν(u)

the induced mixture density on Y .

Given a current estimate f , define the posterior responsibility

p f (u | y) =
κ(y | u) f (u)

m f (y)
, u P U .

The predictive recursion (PR) update with weight wn P (0, 1) is

f̃n = (1 ´ wn) fn´1 + wn p fn´1(¨ | Yn), (A.1)

where Yn is the nth observation. To stabilize the recursion in the two-dimensional mixing

setting, we introduce an additional shrinkage step toward a fixed reference density g,

fn = (1 ´ εn) f̃n + εng, εn P (0, 1). (A.2)

Combining (A.1)–(A.2) yields the single-step increment form

fn ´ fn´1 = (1 ´ εn)wn

!

p fn´1(¨ | Yn) ´ fn´1

)

+ εn(g ´ fn´1). (A.3)

This is a stochastic approximation (SA) recursion with a data-driven term and an additional

pull-to-prior term. Define the primary step size

an := (1 ´ εn)wn.

Then (A.3) can be written as

fn = fn´1 + an

[
H( fn´1, Yn) + λn (g ´ fn´1)

]
, (A.4)
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where

H( f , y) := p f (¨ | y) ´ f , λn :=
εn

(1 ´ εn)wn
=

εn

an
.

Thus the shrinkage strength enters the SA recursion through the explicit coefficient λn.

When εn is small, λn « εn/wn.

Let m‹ denote the true data-generating density for Y. Define the mean-field operator

Ψ( f )(u) := E
[
p f (u | Y)

]
, Y „ m‹.

Taking conditional expectation of (A.4) given fn´1 = f gives the drift

E[ fn ´ fn´1 | fn´1 = f ] = an

[
Ψ( f ) ´ f + λn(g ´ f )

]
. (A.5)

The term in brackets describes the average direction in which the estimate fn moves when

the randomness from the data Yn is averaged out. Relative to the standard PR drift

Ψ( f ) ´ f , the modification adds the additional term λn(g ´ f ), which pulls the dynamics

toward the reference density g.

A convenient population objective for mixture modeling is the expected log-likelihood

ℓ( f ) = EY„m‹

[
log m f (Y)

]
,

equivalently minimizing dKL(m‹, m f ). Predictive recursion has fixed points satisfying Ψ( f ) =

f , which coincide with first-order stationarity conditions for optimizing ℓ( f ) over the space

of mixing distributions (see, e.g., Tokdar et al., 2009; Martin and Tokdar, 2011, for related

discussions).

The shrinkage term admits a direct regularization interpretation. Consider the quadratic

penalty

R( f ) =
1
2

} f ´ g}2
2, ∇R( f ) = f ´ g,

so that g ´ f = ´∇R( f ). Then the mean-field drift (A.5) can be written as

Ψ( f ) ´ f ´ λn∇R( f ),
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i.e., the SA dynamics correspond to the usual PR drift plus an additional penalty-gradient

term with coefficient λn. This suggests the penalized objective

Ln( f ) = ℓ( f ) ´ λnR( f ),

whose gradient contributes the additional term ´λn∇R( f ) in the mean-field dynamics.

Hence the modified recursion can be interpreted as a stochastic gradient-type procedure for

maximizing a regularized version of the likelihood, where the regularization strength varies

with n and gradually vanishes as λn Ñ 0.

The expression for λn makes precise when the regularization is asymptotically negligible.

In our implementation we take εn = η
(η+n)2 , so that εn — n´2. Combined with the choice

wn — n´2/3, this yields

λn =
εn

(1 ´ εn)wn
—

n´2

n´2/3 = n´4/3 Ñ 0,

and hence the pull-to-prior term vanishes rapidly with n. More generally, whenever λn Ñ

0—for instance if εn decays sufficiently fast relative to wn—the regularization primarily

affects the finite-sample trajectory of the recursion and does not alter its asymptotic be-

havior. In particular, under εn = η/(η + n)2 we have
ř

ně1 εn ă 8, so the cumulative

magnitude of the shrinkage perturbation is finite.

32



A.2

We summarize the Bayesian bootstrap for mixture models (BBM) construction and

specialize it to Poisson mixtures. Consider a generic kernel mixture model

pG(y) =
ż

k(y | ϑ) dG(ϑ), G(ϑ) =
r

ÿ

j=1

πj δϑj(ϑ),
r

ÿ

j=1

πj = 1,

where r is fixed and (πj, ϑj) are the mixture weights and atom locations. BBM proceeds

by repeatedly drawing pseudo-observations from the current mixture pGm and updating

(πm, ϑm) by a stochastic-gradient step based on the one-step log-likelihood under the current

mixture (Cui & Walker, 2024):

ℓ(π, ϑ; y) = log
( r

ÿ

j=1

πjk(y | ϑj)
)

´

( r
ÿ

j=1

πj ´ 1
)

. (A.6)

Let

Sm(y) =
r

ÿ

i=1

πi,m k(y | ϑi,m), γj,m(y) =
πj,m k(y | ϑj,m)

Sm(y)
,

where γj,m(y) is the usual responsibility (posterior component probability) under the current

mixture. Differentiating (A.6) yields

Bℓ

Bπj
=

k(y | ϑj)

S(y)
´ 1, ∇ϑjℓ =

πj

S(y)
∇ϑk(y | ϑj).

With step sizes αj,m and β j,m, the BBM recursion takes the form

πj,m+1 = πj,m + αj,m+1

(
k(Y˚

m+1 | ϑj,m)

Sm(Y˚
m+1)

´ 1
)

, (A.7)

ϑj,m+1 = ϑj,m + β j,m+1

(
πj,m

Sm(Y˚
m+1)

∇ϑk(Y˚
m+1 | ϑj,m)

)
, (A.8)

where the pseudo-observation is drawn from the current mixture, Y˚
m+1 „ pGm .

In our single-stimulus setting, the kernel is Poisson with parameter λ ą 0:

k(y | λ) = Pois(y | λ) =
e´λλy

y!
, y P t0, 1, 2, . . . u.
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For notational simplicity we suppress the stimulus label s P tA, Bu in this subsection. The

mixture pmf at iteration m is

Sm(y) =
r

ÿ

i=1

πi,m Pois(y | λi,m), γj,m(y) =
πj,m Pois(y | λj,m)

Sm(y)
.

Substituting k(y | λ) into (A.7) gives

πj,m+1 = πj,m + αj,m+1

(
Pois(Y˚

m+1 | λj,m)

Sm(Y˚
m+1)

´ 1
)

, (A.9)

followed by renormalization and truncation to maintain πj,m+1 ě 0 numerically.

We need Bk(y | λ)/Bλ. Since

B

Bλ
log k(y | λ) = ´1 +

y
λ

,

we obtain

B

Bλ
k(y | λ) = k(y | λ)

( y
λ

´ 1
)

.

Plugging into (A.8) yields

λj,m+1 = λj,m + β j,m+1 γj,m(Y˚
m+1)

(
Y˚

m+1

λj,m
´ 1

)
, (A.10)

where we used γj,m(y) = πj,mk(y | λj,m)/Sm(y).

To enforce positivity and improve stability, we update ϕj,m = log λj,m. Using

B

Bϕ
log k(y | eϕ) =

B

Bλ
log k(y | λ) ¨

dλ

dϕ
=

(
´ 1 +

y
λ

)
λ = y ´ λ,

a responsibility-weighted stochastic-gradient step gives

ϕj,m+1 = ϕj,m + β j,m+1 γj,m(Y˚
m+1)

(
Y˚

m+1 ´ λj,m
)
, λj,m+1 = eϕj,m+1 . (A.11)

Equations (A.9) and (A.11) are implemented for each single-stimulus condition using Robbins–

Monro step sizes ηm = 1
n+m+1 , which satisfy

ř

m ηm = 8 and
ř

m η2
m ă 8. We summarize

the updates as
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Table A.1: Stochastic updates for mixture weights and Poisson locations based on
pseudo-count sampling from the current fitted model.

Initialize (λs
ℓ,0, πs

ℓ,0)
Ls
ℓ=1 from the single-stimulus fit. For m = 0, 1, 2, . . .

1. Sample: draw a pseudo-count

Ys,˚
m+1 „

Ls
ÿ

ℓ=1

πs
ℓ,m Pois(λs

ℓ,m).

2. Responsibilities: for ℓ = 1, . . . , Ls define

γs
ℓ,m(y) =

πs
ℓ,m Pois(y | λs

ℓ,m)
řLs

u=1 πs
u,m Pois(y | λs

u,m)
.

3. Update weights:
πs
ℓ,m+1 = πs

ℓ,m + αm+1

(
γs
ℓ,m(Y

s,˚
m+1) ´ πs

ℓ,m

)
,

which automatically preserves
řLs

ℓ=1 πs
ℓ,m+1 = 1.

4. Update locations: write ϕs
ℓ,m = log λs

ℓ,m and take a stochastic-gradient step

ϕs
ℓ,m+1 = ϕs

ℓ,m + βm+1 γs
ℓ,m(Y

s,˚
m+1)

(
Ys,˚

m+1 ´ λs
ℓ,m

)
, λs

ℓ,m+1 = eϕs
ℓ,m+1 .

For the weights we take

αj,m+1 = ηm πj,m,

so the update preserves the simplex constraint and, when the atom locations are fixed,

yields a martingale sequence for the predictive distribution (Cui & Walker, 2024). For the

locations we work with the log–rate parametrization ϕj,m = log λj,m. In the Poisson case

the score is

B

Bϕ
log k(y | eϕ) = y ´ λ,

and the Fisher information for one observation is

Iϕ(ϕ) = Var(Y) = λ.
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Following Cui and Walker (2024), we use the curvature-adaptive scaling

β j,m+1 = ηm c
1

a

λj,m πj,m
=

c
(n + m + 1)

a

λj,m πj,m
,

which normalizes the stochastic-gradient noise across components andstabilizes the recur-

sion when a component has small weight or lies in a high-curvature region.

The choice equalizes the effective learning rate across components and controls the

stochastic-approximation error in the non-compact parameter space. Under the regular-

ity conditions, the resulting recursion admits a diffusion limit whose asymptotic covari-

ance matches the inverse Fisher information. Consequently, the Monte Carlo variability of

the BBM iterates is of the same order as the posterior uncertainty for the corresponding

Bayesian mixture model, so the bootstrap draws provide a first-order valid posterior-scale

uncertainty quantification.
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Appendix B.

FIGURE B.1: BBM uncertainty for the Poisson mixing distribution G. Pink curves show
bootstrap draws of the mixing CDF, the red curve is the Poisson-mixture NPMLE, and
the blue curve is the true mixing CDF. The envelope narrows as n increases, reflecting
reduced uncertainty.

Table B.1: Log-likelihood summaries under the Poisson-mixture NPMLE and BBM
draws. For each setting, NPMLE is the log-likelihood evaluated at the NPMLE. The
remaining columns summarize log-likelihood values computed at each BBM draw.

Setting NPMLE Mean SD q2.5 q50 q97.5
Discrete (n = 50, B = 100) -177.79 -182.31 3.97 -194.29 -181.14 -178.41
Discrete (n = 100, B = 100) -364.37 -370.20 5.90 -384.13 -368.06 -364.90
Gamma (n = 50, B = 50) -172.60 -176.59 4.46 -186.12 -175.20 -172.91
Gamma (n = 100, B = 50) -361.36 -366.02 3.67 -375.26 -364.92 -361.59
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FIGURE B.2: Implied marginal pmf m(y) under the NPMLE and BBM draws. Pink
curves show m(y) induced by each BBM bootstrap draw of G, the red curve corresponds
to the NPMLE, and the blue curve is the true marginal pmf.
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(a) FIXED Scenario (b) SLOW-JUGGLING Scenario

(c) FAST-JUGGLING Scenario (d) OVERREACHING Scenario

FIGURE B.3: Comparison of plug-in NPMLE inference and BBM-marginalized inference
under realistic benchmark and dual-stimulus sample sizes.
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(a) FIXED Scenario (b) SLOW-JUGGLING Scenario

(c) FAST-JUGGLING Scenario (d) OVERREACHING Scenario

FIGURE B.4: Model-selection performance across the four data-generating regimes when
using plug-in NPMLE rather than BBM marginalization.
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FIGURE B.5: Harmonic structure of congruent and incongruent stimuli. Lower
harmonics (A) and upper harmonics (B) are either aligned to the same fundamental
frequency or shifted by a quarter tone.

(a) Poisson Mixtures fit for stimulus A (b) Poisson Mixtures fit for stimulus B

FIGURE B.6: Example benchmark fits for dataset RACVR_2024_12_05. Grey bars show
empirical spike-count histograms, and red curves denote fitted Poisson mixture models.
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FIGURE B.7: Comparison of candidate dual-stimulus models for the example dataset.
The empirical spike-count distribution is compared with predictive distributions from
competing models.

(a) Time window: 0–100 ms. (b) Time window: 100–500 ms.

FIGURE B.8: Distribution of winning models across datasets and stimulus comparison
types. Each bar shows the number and percentage of datasets for which a given model
achieves the highest marginal likelihood.
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(a) Time window: 0–100 ms. (b) Time window: 100–500 ms.

FIGURE B.9: Winning model for each dataset and stimulus comparison. Each row
corresponds to one dataset and each column to a comparison type.

(a) Time window: 0–100 ms. (b) Time window: 100–500 ms.

FIGURE B.10: Evidence for multiplexing across datasets summarized by the posterior
probability P(Fast-Juggling) + P(Slow-Juggling). Datasets are grouped into four
categories: None ([0, 0.25)), Weak ([0.25, 0.5)), Moderate ([0.5, 0.75)), and Strong
([0.75, 1]). Numbers inside the bars indicate dataset counts in each category.
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(a) Time window: 0–100 ms. (b) Time window: 100–500 ms.

FIGURE B.11: Distribution of posterior multiplexing probability across datasets. The
dashed vertical lines mark thresholds at 0.25, 0.5, and 0.75, corresponding to the
boundaries between None, Weak, Moderate, and Strong evidence categories.

(a) Time window: 0–100 ms. (b) Time window: 100–500 ms.

FIGURE B.12: Distribution of log marginal likelihood values across models and datasets.
Each point represents the value for one dataset.
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(a) Time window: 0–100 ms. (b) Time window: 100–500 ms.

FIGURE B.13: Distribution of winning models obtained from the original SCAMPI
framework.
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