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Abstract

Wearable devices have rapidly become essential tools for tracking sleep in natural, non-
clinical settings. Despite their widespread adoption, consumer-grade wearables, such as
smartwatches and fitness trackers, exhibit significant limitations in their ability to accurately track
wake epochs after sleep onset and classify sleep stages, particularly in individuals with sleep
disorders. Recent independent validation studies reported frequent misclassifications, especially
distinguishing Rapid Eye Movement (REM) sleep and non-REM (NREM) N3 from other sleep
stages. This inaccuracy is exacerbated in populations with sleep disorders such as obstructive
sleep apnea (OSA), where sleep is fragmented and physiological signals and sleep patterns
deviate from those seen in healthy individuals. Furthermore, it is practically impossible for
independent academic researchers to develop and evaluate sleep staging algorithms from
consumer devices due to their proprietary nature and a lack of publicly available datasets for
wearable sleep staging. The need for precise, reliable, and scalable sleep tracking methods in
wearable devices is crucial as wearables become more integrated into both personal health

management and clinical applications.

To address these challenges, | collected and published the Dataset for Real-time sleep
stage EstimAtion using Multisensor wearable Technology (DREAMT),! a unique collection of
multimodal physiological data recorded from 100 participants diagnosed with varying sleep
disorders at the Duke Sleep Disorders Center. The DREAMT dataset includes synchronized
recordings of both wearable device data, obtained using Empatica E4 smartwatches, and sleep
stage annotations and sleep apnea events annotated by certified sleep technicians based on
clinical polysomnography (PSG), the gold standard for clinical sleep studies and sleep staging.

This dataset is the first and only high-resolution wearable smartwatch dataset with reliable sleep



stages made public. It is an indispensable resource for advancing the development and validation
of sleep staging algorithms capable of accurately detecting sleep stages using wearable
smartwatches by serving as a benchmark for the research community to develop and compare
new algorithmic development. It represents an important step towards establishing an open

science framework for wearable-based sleep research.

Leveraging this dataset, | proposed a modeling approach to predict sleep vs. wake,
combining feature engineering, Light Gradient Boosting Machines (LightGBM) with Gaussian
Process-based mixed effects modeling (GPBoost) for epoch-by-epoch sleep vs. wake prediction,
and a Long Short-Term Memory (LSTM) network for post-processing. The LSTM module is an
innovative approach to improve sleep vs. wake detection by capturing the temporal dependencies
within these physiological signals. This feature engineering process significantly enhanced the
model’s ability to detect transitions between wakefulness and sleep, especially in cases of
individuals with sleep disorders by recognizing that individuals of varying degrees of sleep
disorder severity are very likely to exhibit different sleep patterns and behaviors. This ensemble
model established a baseline and also provided a foundation for exploring more sophisticated

deep learning architectures tailored to wearable sleep data.

Building on this foundation and to utilize the existing large external PSG datasets, |
designed WatchSleepNet to predict wake vs. NREM vs. REM, a deep learning model specifically
developed to tackle the inherent challenges of wearable-based sleep staging. WatchSleepNet
integrates Convolutional Neural Networks (CNNs), Temporal Convolutional Networks (TCNs),
and bidirectional LSTM networks with multi-head attention mechanisms to process Inter-beat
Interval (IBI) signals for sequence-to-sequence classification. The model was trained to recognize
both spatial and temporal dependencies in the physiological data, enabling it to accurately classify
sleep stages in terms of wake, NREM, and REM. One of the unique strengths of WatchSleepNet

\'



is the approach of pretraining using 1BI values calculated from both ECG and PPG signals
available in large external PSG datasets, including the Sleep Heart Health Study (SHHS) and the
Multi-Ethnic Study of Atherosclerosis (MESA). This pretraining step allowed the model to learn
foundational patterns in sleep physiology across diverse populations and levels of sleep disorder
severity. Following pretraining, the model was fine-tuned using the DREAMT dataset, ensuring
that it could adapt to the unique characteristics of wrist-based PPG data collected in real-world
settings. WatchSleepNet demonstrated superior performance compared to state-of-the-art models
like SleepConvNet and InsightSleepNet in a similar training pipeline, achieving significant
improvements in REM sleep classification, an area where consumer-grade wearables typically
perform poorly. The model achieved a REM F1-score of 0.648 and a Cohen’s Kappa of 0.706,
significantly higher than the results from the benchmark algorithms, highlighting its potential to

bridge the gap between consumer and gold-standard in-clinic sleep tracking.

Beyond model development, this dissertation contributes to the broader field of digital
health, particularly in promoting open science and the standardization of wearable sensor data for
sleep research. By publishing the DREAMT dataset and developing reproducible methodologies
for digital sleep biomarkers, this work sets the stage for more transparent, collaborative research
in wearable-based sleep tracking. Additionally, | explored the clinical utility of wearable sleep
monitoring in detecting circadian rhythm disruptions and their impacts on mental health in
adolescents. Circadian misalignments, common among shift workers and individuals with sleep
disorders, are linked to an increased risk of mood disorders, anxiety, and metabolic dysfunction.
By advancing the accuracy and reliability of wearable devices in tracking these disruptions, this
research opens new avenues for early detection, intervention, and management of these

conditions.

Vi



Overall, this dissertation presents key innovations in wearable-based sleep monitoring
through the presentation of the DREAMT dataset, development of the WatchSleepNet deep
learning model, expanding the clinical applicability of wearable sleep tracking, and promoting
open science and standardization in the field of sleep digital health research. Together, they
represent a significant advancement in the ability to perform accurate, scalable, and clinically
applicable sleep monitoring using wearable devices. These contributions not only enhance the
field of sleep medicine but also offer a foundation for future research in sleep digital health,
focusing on the integration of wearable technologies for improving sleep health, monitoring

circadian rhythms, and supporting mental health interventions.
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1. Introduction: Sleep Health and Wearable Technology
1.1 The Critical Role of Sleep in Health and Well-Being

Sleep is a critical biological process that plays a vital role in physical health, cognitive
function, and emotional well-being.?* It serves as a period of rest, recovery, and rejuvenation for
the body and brain. While sleep might appear to be a passive activity, it is a highly active state for
various bodily systems, including the heart, respiratory, and endocrine systems, which undergo
specific changes depending on the stage of sleep. Sleep supports critical functions like healthy
brain activity, immune responses, metabolic regulation, and even physical growth, especially in

children and adolescents.

The human sleep cycle alternates between two major states: non-rapid eye movement
(NREM) sleep and rapid eye movement (REM) sleep. These stages occur in cycles throughout
the night, with each cycle lasting approximately 90 minutes. NREM sleep is further divided into
three stages, each characterized by distinct patterns of brain wave activity and physical relaxation.
The early stages of NREM sleep are associated with light sleep, while the deepest stage, known
as slow-wave sleep, is important for restorative processes like tissue repair, muscle growth, and

immune function.

REM sleep, which follows NREM sleep, is perhaps the most intriguing stage. It is during
REM that the brain becomes highly active, mirroring wakefulness in terms of brain wave
patterns. This stage is associated with vivid dreaming and plays a key role in cognitive functions
such as memory consolidation, emotional regulation, and learning. While the body remains
mostly paralyzed during REM to prevent acting out dreams, the eyes move rapidly, giving the
stage its name. REM sleep has significant physiological effects, and disruptions in this stage are

linked to various sleep disorders.



1.1.1 Physiological Impact of REM Sleep

REM sleep is critical for the regulation of the central nervous system.® The brain's
cholinergic neurons become highly active during REM, while other neurotransmitter systems,
including those using serotonin and norepinephrine, decrease in activity. This shift in brain
chemistry is thought to promote the processing of emotions and memories. REM sleep also
affects cardiovascular function. Although heart rate and blood pressure decrease during NREM
sleep, they fluctuate significantly during REM, sometimes spiking to daytime levels. These
variations can exacerbate cardiovascular conditions in people with underlying heart diseases.
Additionally, REM sleep is involved in thermoregulation, with the body becoming less capable of
maintaining a steady internal temperature, which is why it is more common to wake up cold

during this stage.

Disruptions to normal REM sleep patterns are associated with several disorders.® For
example, in narcolepsy, people experience sudden and uncontrollable episodes of sleep that
include immediate transitions into REM sleep. This is often accompanied by cataplexy, or sudden
muscle weakness, due to the abnormal activation of REM circuits. REM behavior disorder (RBD)
is another condition where individuals lose the paralysis typically associated with REM sleep,

leading them to physically act out their dreams, which can be dangerous.

REM sleep disturbances are also common in psychiatric disorders such as major
depressive disorder (MDD) and bipolar disorder.® In MDD, REM latency (the time it takes to
enter REM sleep) is often shortened, and REM density (frequency of eye movements) is
increased. Medications that treat depression, like selective serotonin reuptake inhibitors (SSRIs),

commonly work by altering REM sleep patterns. In bipolar disorder, both manic and depressive



episodes are linked to abnormal REM sleep, further emphasizing the critical role REM plays in

emotional regulation.

Moreover, obstructive sleep apnea (OSA), a condition characterized by repeated
interruptions in breathing during sleep, is often more severe during REM due to the relaxed state
of the body's muscles during this stage.” This can lead to fragmented sleep and reduced oxygen

levels, increasing the risk of cardiovascular diseases.

To sum up, sleep, especially the balance between NREM and REM stages, is vital for
both physical and mental health.® Disruptions in REM sleep not only affect cognitive and
emotional functions but are also closely tied to serious disorders such as narcolepsy, sleep apnea,
and depression. As sleep research progresses, understanding the nuances of these stages becomes
even more important in diagnosing and treating sleep disorders that affect millions of people

worldwide.

1.1.2 Circadian Rhythm

Circadian rhythms, which regulate the body's internal processes in alignment with the 24-
hour day-night cycle, are essential for maintaining optimal physiological and behavioral
functions. Disruptions in these rhythms, referred to as circadian misalignment, can have profound
effects on health. For instance, Sletten et al.® describe how circadian misalignment, such as that
experienced by night shift workers, leads to adverse outcomes including impaired cognition,
mood disturbances, and increased risks of metabolic disorders like obesity and type 2 diabetes.
Disrupted circadian rhythms impair glucose metabolism, and mistimed eating during the
biological night further exacerbates metabolic dysfunction. Additionally, circadian misalignment
is linked to cardiovascular diseases, gastrointestinal disorders, and immune system dysregulation,

contributing to conditions such as heart disease, stroke, and even cancer.®14



Emerging evidence suggests that wearable technologies could provide innovative
solutions for monitoring and managing circadian rhythms in real-time. However, Depner et al.*®
highlight the need for rigorous validation of wearable devices, as current technologies—such as
wrist-worn actigraphy, heart rate monitors, and nearables—are still limited in their validation
against gold-standard measures like PSG and constant routine protocols. Wearables hold the
potential to track circadian metrics such as sleep duration, sleep efficiency, and circadian timing
(e.g., melatonin onset),*6 but the field must prioritize establishing public data repositories and

improving device accuracy to enable their widespread adoption in clinical practice.

Recent advancements in wearable technology have begun to address these challenges.
One study introduced a novel machine learning method called Penalized Multiband Learning
(PML)Y to analyze circadian rhythms using actigraphy data. The researchers applied this method
to data from infants and discovered key periodicities that emerged during early childhood
development. Their findings revealed that infants form 24-hour sleep-wake cycles as early as six
months, and the consolidation of circadian rhythms between six and 18 months was strongly
associated with motor development. This study illustrates how advanced algorithms like PML can
enhance the ability of wearables to track complex, non-sinusoidal daily activity patterns, making

circadian rhythm monitoring more accurate and informative across different populations.

Another significant development in the field is the introduction of CosinorAge,® a digital
biomarker derived from wearable-based circadian rhythms to assess aging and healthspan. Using
data from over 80,000 participants, this study demonstrated that wearable-derived circadian
metrics such as acrophase could predict biological aging more accurately than traditional physical
activity measures. Increased CosinorAge scores were associated with higher risks of mortality

and age-related diseases, highlighting the potential for wearable data to inform health



interventions by integrating circadian rhythms with clinical outcomes such as glucose levels and
cardiovascular health. This scalable and economic approach to monitoring biological aging

underscores the potential of wearables to promote healthy aging and longevity.

In another study,'® researchers evaluated consumer-grade wearables, such as
smartwatches and core body temperature (CBT) sensors, for circadian rhythm monitoring in real-
world settings. The study found that the circadian phases captured by these devices showed
strong correlations with traditional Actigraphy measures and chronotype questionnaires. The
results suggest that consumer wearables can provide accurate, real-time circadian data, supporting
their potential for scalable, non-invasive health monitoring. By measuring activity, heart rate, and
temperature, these wearables offer a practical solution for tracking circadian alignment outside

laboratory environments.

While the circadian field has made significant progress in understanding the biological
and environmental factors driving these rhythms, there remains a pressing need for translational
research that leverages wearable technology. As wearable devices become increasingly integrated
into daily life, they hold promise not only for individual health management but also for
improving decision-making and alertness in high-risk professions like healthcare and
transportation. Despite these advances, as Depner et al.X® emphasize, ongoing validation and
standardization efforts are essential to ensure that wearables can accurately measure circadian and

sleep-related health metrics across diverse populations and environments.



1.1.3 Sleep and Mental Health

Sleep and mental health are intricately connected, with disruptions in sleep patterns
strongly associated with a wide range of mental health challenges.®?°-22 Sleep serves not only as a
restorative process but also as a critical regulator of emotional and cognitive functions. Research
increasingly highlights that sleep disturbances, particularly insomnia, are more than just a
symptom of mental health disorders—they may play a causal role in their development,

exacerbation, and persistence.?

One of the most compelling aspects of the sleep-mental health connection is the bi-
directional nature of their relationship.?° Historically, poor mental health, particularly conditions
such as depression and anxiety, was seen as a primary cause of sleep disturbances. However,
recent studies suggest that the reverse may also hold true: chronic sleep problems can contribute
to the onset and worsening of mental health conditions.?® This bidirectional relationship positions
sleep as a potential transdiagnostic factor across various psychiatric conditions, meaning that

targeting sleep could have widespread benefits for mental health.

1.1.3.1 Sleep and Mood Disorders

Insomnia is highly prevalent in mood disorders, including major depressive disorder
(MDD) and bipolar disorder. In fact, up to 80-100% of individuals experiencing a depressive
episode report significant sleep problems, with insomnia persisting even in remission periods of
bipolar disorder. Chronic sleep deprivation can contribute to increased illness severity, impaired
cognitive functioning, heightened emotional dysregulation, and even an increased risk of suicide.
Research also shows that insomnia can act as both a predictor and a marker of relapse in mood

disorders, highlighting its importance not only as a symptom but as an independent risk factor.?



Neurobiologically, disrupted sleep, particularly REM (rapid eye movement) sleep, is
closely associated with mood dysregulation. REM sleep is essential for emotional processing and
the consolidation of emotional memories, and disturbances in this sleep phase are a hallmark of
depressive disorders. Studies have shown that individuals with depression often exhibit reduced
REM sleep latency, increased REM density, and prolonged REM sleep duration. This REM
dysregulation has been linked to hyperarousal and increased emotional reactivity, suggesting that
improving sleep may help stabilize mood and emotional regulation in individuals with depression

and bipolar disorder.?°

Sleep disturbances are equally prevalent in anxiety disorders, where insomnia is a major
predictor for the onset of generalized anxiety disorder (GAD) and panic disorder (PD). Chronic
insomnia exacerbates hyperarousal and impairs the brain's ability to regulate fear and stress
responses. In anxiety disorders, dysregulation of the prefrontal cortex-amygdala network, which
governs emotional responses to stress, is frequently observed. Similar dysregulation is found in
individuals with insomnia, suggesting that poor sleep may amplify anxiety symptoms by

impairing emotional control mechanisms.?

Interestingly, insomnia and anxiety may feed into each other in a vicious cycle.
Individuals with anxiety often experience heightened worry and hypervigilance, making it
difficult to fall asleep or stay asleep, while poor sleep worsens their ability to cope with stress and
anxiety during the day. Addressing sleep problems in anxiety disorders can therefore have a

significant impact on symptom reduction and overall mental health improvement.?



1.1.3.2 Sleep and Psychotic Disorders

The relationship between sleep and psychotic disorders, particularly schizophrenia,® is
also well-documented. Insomnia is present in 36-80% of individuals with schizophrenia and is
considered a major risk factor for the recurrence of psychotic episodes. Sleep disturbances,
particularly during the prodromal phase, can signal the onset of psychosis and are strongly
correlated with increased severity of hallucinations and delusions during acute episodes. Insomnia
not only exacerbates positive symptoms, such as delusions and hallucinations, but also negative

symptoms like cognitive dysfunction and emotional withdrawal.

Neurobiologically, the dysregulation of dopamine, a neurotransmitter implicated in both
schizophrenia and the sleep-wake cycle, plays a central role in linking sleep disturbances to
psychosis. Elevated dopamine levels disrupt normal sleep patterns and contribute to heightened
arousal, which may explain why individuals with schizophrenia struggle to achieve restful sleep.
Addressing sleep disturbances in individuals with schizophrenia may reduce symptom severity

and improve overall cognitive functioning and emotional stability

1.1.3.3 The Causal Role of Sleep in Mental Health

While the association between sleep and mental health has long been recognized, recent
research provides more robust evidence for a causal relationship. A meta-analysis of randomized
controlled trials (RCTs) on sleep interventions, including cognitive behavioral therapy for
insomnia (CBT-I), demonstrated significant improvements in mental health following sleep
improvement 2. This study, titled “Improving Sleep Quality Leads to Better Mental Health”,
found that interventions targeting sleep quality led to medium-sized effects on mental health,

reducing symptoms of depression, anxiety, and stress. Importantly, the study also uncovered a



dose-response relationship: greater improvements in sleep quality corresponded to greater

reductions in mental health symptoms.

This meta-analysis underscores the potential for sleep interventions to serve as a
preventive and therapeutic tool for mental health conditions. For example, CBT-I1, which focuses
on addressing the cognitive and behavioral factors that contribute to insomnia, has shown promise
not only in improving sleep but also in alleviating symptoms of various psychiatric conditions.
The meta-analysis included 72 trials with over 8,000 participants, demonstrating that sleep
improvements can lead to meaningful mental health benefits across diverse populations and

settings.

Additionally, other studies have shown that sleep quality, physical activity, and sedentary
behavior are interrelated and collectively influence mental health, especially in children and
adolescents. A systematic review found that meeting recommendations for sleep, physical
activity, and low sedentary time is associated with better mental health outcomes in young
populations.?* The combination of these lifestyle factors can protect against the development of
depressive symptoms and anxiety in children, further underscoring the need for comprehensive

sleep and health interventions.

1.1.3.4 Summary: Sleep and Mental health

Sleep is a fundamental pillar of mental health, and its disturbances can have far-reaching
consequences on emotional, cognitive, and psychological well-being. The growing body of
research points to the importance of sleep as both a risk factor for and a potential therapeutic
target in mental health disorders. Interventions that improve sleep quality, such as CBT-I, have

been shown to significantly reduce symptoms of depression, anxiety, and stress, offering a



powerful tool for improving mental health outcomes. Moving forward, integrating sleep
interventions into mental health care could not only enhance treatment effectiveness but also

serve as a preventive measure against the onset and progression of psychiatric conditions.

1.2 The Rise of Wearable Sleep Technology

The advent of wearable devices, particularly wrist-based smartwatches and fitness
trackers, has revolutionized and decentralized sleep monitoring. These devices offer non-
invasive, continuous tracking of physiological signals in natural environments, an appealing
alternative to traditional in-laboratory methods. The rapid growth in consumer sleep technology is
evident, with wearable devices shipped globally increasing from 89 million to 232 million
annually and expected to reach 379 million by 2025.% Despite this growth, the development of
these devices has outpaced validation efforts, as most rely on proprietary algorithms that lack
transparency and sufficient validation against gold-standard methods like PSG. While wearable
devices are widely used for home-based sleep monitoring, inconsistencies in how they measure
sleep parameters, such as sleep stages and oxygen desaturation, pose challenges for clinical

adoption.?

1.2.1 Sleep Detection and Sleep Staging

Wearable devices typically use sensors like accelerometers and photoplethysmography
(PPG) to infer sleep stages and calculate sleep metrics such as total sleep time, sleep onset
latency, and sleep stages. Accelerometers detect motion to differentiate between rest and activity,
while PPG measures blood volume changes to estimate heart rate and heart rate variability
(HRV), which fluctuate across different sleep stages.?® Compared to PSG, consumer wrist-based

wearable devices demonstrate reasonable performance in detecting sleep versus wake, with
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accuracy reaching 91.5% and Cohen’s kappa of 0.66,%” and with wakefulness sensitivity ranging
from 20% to 70%.2® However, in multi-stage classification, where sleep is separated into light,
deep, and REM stages, performance declines significantly, with accuracy dropping to 76.4% and
Cohen’s kappa to 0.62.2” Multiple reviews show that for multi-stage classification, there is a wide
variability in performance.?-* For instance, several studies evaluating consumer wearable
devices reported epoch-to-epoch agreement rates ranging from 44-71% for light sleep, 28-72%
for deep sleep, and 36-66% for REM sleep.®>* This variability is exacerbated in individuals with
sleep disorders, such as sleep apnea, where validation is limited and performance declines
significantly. One review found that only 4 out of 35 studies included both healthy participants
and those with sleep disorders.*® Furthermore, a study showed that Fitbit devices overestimated
total sleep time by 59.8 minutes and underestimated wake after sleep onset by 36.1 minutes, with
low wake specificity (0.44) in an adult population suspected of obstructive sleep apnea.?® Another
study found that the sensitivity scores of REM sleep and deep sleep are significantly negatively
correlated with apnea severity,® indicating the decline in performance in disordered populations.
This greatly limits the utility of wrist-based wearable devices for widespread sleep monitoring,
particularly in populations with sleep apnea, which is very prevalent but more than 80% of these
patients are undiagnosed.3* Given the high prevalence of sleep apnea and its impact on sleep
architecture, the need for accurate sleep staging in this population is both critical and particularly
challenging.3** In Table 1, a summary of the most recent validation studies and their reported
performances on sleep monitoring by consumer wearable devices is shown. Unfortunately, all of
the validation studies chose different scores to report on, making direct comparison between these
studies and across devices impossible. It is also evident that all these validation studies only

included healthy populations for analysis, excluding any participant with sleep disorders,
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exacerbating the challenge of evaluating and building sleep detection and sleep staging

algorithms for the sleep ordered population.
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Table 1: Summary of recent validation study results on wearable devices sleep monitoring performance.

* ICC = Intraclass correlation coefficient; PABAK = Prevalence and Bias-Adjusted Kappa. It’s a version of Cohen's Kappa that
adjusts for the prevalence of certain outcomes and bias between raters, helping to give a clearer view of agreement between
measurements (like sleep stages in wearable devices) when outcomes aren’t balanced. PABAK scores tend to be higher than

Cohen’s Kappa in unbalanced datasets.

Brand Device Sensors
Name Year
/

Validation Study

Year

Oura  OuraRing 3D accelerometer, 2021

Generation 3 infrared PPG, 2024

36 negative temperature
coefficient (NTC)
thermistor

Garmin Garmin Accelerometer, 2019
Forerunner  Green/Infrared LEDs 2022
245 Music 3 with photodiodes for
PPG

Device Launch

Population Description

96 generally healthy Japanese adults
(ages 20-70) with balanced gender
representation, no diagnosed sleep
disorders, over multiple nights.

Healthy adults, 53 participants (26
female, 27 male), mean age 25.4
years, active population with no
medical or sleep disorders.

Sleep Monitoring Performance

For light sleep detection, sensitivity was 76.7%
(non-dominant hand) and 76.8% (dominant hand),
with specificity at 74.4% and 74.5%, respectively,
and an accuracy of 75.5%-75.6%, alongside a
PABAK of 0.51. In deep sleep classification,
sensitivity reached 64.0%-64.5% with high
specificity at 93.7%-93.8%, an accuracy of 88.6%-
88.9%, and a PABAK of 0.77-0.78. REM sleep
detection had a sensitivity of 71.9%-72.6%,
specificity of 94.9%-95.1%, an accuracy of 90.6%,
and a PABAK of 0.81.

Two-state categorization (sleep/wake): 98%
sensitivity for sleep, 27% sensitivity for wake, 89%
overall agreement, Cohen’s kappa = 0.35.
Multi-state categorization (wake, light, deep, REM):
68% sensitivity for light sleep, 28% for deep sleep,
50% for REM, 27% for wake, 50% overall
agreement, Cohen’s kappa =0.25.
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Garmin Garmin Accelerometer, PPG 2018
Vivosmart 4 'with additional SpO2 2024
87 monitor

Garmin Fenix 553  Accelerometer, 2017
optical heart rate 2020
sensor

Apple Apple Watch Optical heart sensor, 2022
Series 8%°  electrical heart 2023
sensor, SpO2,
temperature,
accelerometer and
gyroscope, altimeter

Healthy adults, 53 participants (31
female, 22 male), aged 18-30 years;
excluded individuals with sleep
disorders, abnormal sleep patterns,
and use of sleep-affecting medication.

34 healthy young adults (22 women;
28.1 + 3.9 years, mean + SD) were
tested on three consecutive nights
(including a disrupted sleep condition)
in a sleep laboratory with PSG

75 individuals, 37 (27 males and 10
females) with scheduled PSG for sleep
disorders and 38 (12 males and 26
females) recruited through an online
platform; age between 19 and 70 years
and presence of subjective sleep
discomfort.

Light Sleep: Proportional bias was observed. The
device overestimated shorter durations and
underestimated longer durations. Mean absolute
percentage error for light sleep was 19.4%. Deep
Sleep: Also showed proportional bias, with similar
overestimation of shorter durations and
underestimation of longer ones. Mean absolute
percentage error for deep sleep was over 20%. REM
Sleep: Tended to overestimate REM sleep durations
overall, with mean absolute percentage error for
REM sleep above 20%. Wake After Sleep Onset
(WASO): Agreement with PSG was poor, as
Garmin tended to overestimate nights with shorter
WASO and underestimate nights with longer
WASO.

Sleep vs wake: Sensitivity = 0.99, Specificity =
0.18, PABAK =0.74

REM vs rest: Sensitivity = 0.54, Specificity = 0.84,
PABAK =0.53

Epoch-by-epoch agreement for 4 sleep stages:
Cohen’s Kappa=0.2976, Macro-F1=0.4910; Epoch-
by-epoch agreement for individual sleep stages: 1)
wake: F1=0.5493, sensitivity=0.4481,
specificity=0.9624; 2) light sleep: F1=0.6680,
sensitivity=0.6649, specificity=0.5737 3) deep
sleep: F1=0.3073, sensitivity=0.4130,
specificity=0.8412; 4) REM: F1=0.4394,
sensitivity=0.4276, specificity=0.9070



GT

Fitbit

Google

Fitbit

Fitbit

Ftibit Sense 2
39

Google Pixel
Watch *°

Fitbit Inspire
HR 7

Fitbit Versa 2
37

Optical heart sensor, 2022
ECG, EDA, Skin 2023
temperature, SpO2,
accelerometer,

gyroscope

Optical heart rate 2022
sensor, ECG, Sp0O2, 2023
Accelerometer and
gyroscope

3-axis accelerometer, 2019
optical heart-rate 2024
monitor

Optical heart rate 2019
monitor, 3-axis 2024
accelerometer,

altimeter, ambient

light sensors, relative
Sp0O2 sensor,

vibration sensor,
microphone

75 individuals, 37 (27 males and 10
females) with scheduled PSG for sleep
disorders and 38 (12 males and 26
females) recruited through an online
platform; age between 19 and 70 years
and presence of subjective sleep
discomfort.

75 individuals, 37 (27 males and 10
females) with scheduled PSG for sleep
disorders and 38 (12 males and 26
females) recruited through an online
platform; age between 19 and 70 years
and presence of subjective sleep
discomfort.

Healthy adults, 53 participants (31
female, 22 male), aged 18-30 years;
excluded individuals with sleep
disorders, abnormal sleep patterns,
and use of sleep-affecting medication.

Healthy adults, 53 participants (31
female, 22 male), aged 18-30 years;
excluded individuals with sleep
disorders, abnormal sleep patterns,
and use of sleep-affecting medication.

Epoch-by-epoch agreement for 4 sleep stages:
Cohen’s Kappa=0.4185, Macro-F1=0.5814

Epoch-by-epoch agreement for 4 sleep stages:
Cohen’s Kappa=0.4044, Macro-F1=0.5669

Total sleep time: Intraclass correlation coefficient
(ICC) of 0.84 compared to PSG; Wake after sleep
onset: ICC of 0.27 compared to PSG; Light sleep
duration: ICC of 0.42 compared to PSG; Deep sleep
time: 1CC of 0.00 compared to PSG; REM sleep:
ICC of 0.70 compared to PSG;

Total sleep time: Intraclass correlation coefficient of
0.86 compared to PSG; Wake after sleep onset: ICC
of 0.27 compared to PSG; Light sleep duration: ICC
of 0.40 compared to PSG; ICC of 0.00 compared to

PSG; REM sleep: ICC of 0.57 compared to PSG;



Existing state-of-the-art comes from OURA ring’s reported clinical validation study from
96 healthy adults, in 4-stage sleep staging classification. The Oura Ring Gen3, when compared to
PSG, demonstrates moderate performance in sleep tracking, especially in distinguishing sleep
stages. For sleep vs. wake (two-stage classification), the Oura Ring achieved a Kappa value of
0.60, while in sleep stage classification (four-stage, including wake, light sleep, deep sleep, and
REM sleep), the Kappa value was 0.65. The device showed a sleep-wake agreement of 92% with
PSG, reflecting its accuracy. In terms of sensitivity, it detected sleep with 95% sensitivity, light
sleep at 78.2%, deep sleep at 79.5%, and REM sleep at 76.0%. The precision (positive predictive
value) was 79.5% for light sleep, 77.0% for deep sleep, and 79.1% for REM sleep. The intraclass
correlation coefficients (ICC) further support these results, with a good ICC of 0.74 for total sleep
time and sleep efficiency, an excellent ICC of 0.94 for sleep latency, and a fair to good ICC of
0.72 for WASO. However, the device showed poor concordance with PSG for deep and REM
sleep, with ICCs of 0.32 and 0.27, respectively. This study highlights the challenges of consumer
wearables in accurately detecting sleep stages, especially REM and deep sleep, as their sensitivity
varies from 50.5% to 86.1%. While the Oura Ring performs well in healthy adults without sleep
disorders, further validation studies need to be conducted and research on algorithm development
should explore improvements in performance across more diverse populations, including
individuals with sleep disorders. Oura Ring’s performance is also not directly translatable to

wristwatch based sleep tracking performances due to the difference in form factor.

1.2.2 Sleep Disorder Detection
Sleep apnea is a prevalent and serious health condition characterized by episodic

cessation or reduction of airflow during sleep, leading to disrupted sleep patterns and decreased
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oxygen saturation in the blood. According to the American Academy of Sleep Medicine, over 30
million people in the United States are affected by sleep apnea, yet more than 80% of cases
remain undiagnosed. Globally, approximately 936 million adults aged 30 to 69 years suffer from
obstructive sleep apnea (OSA), with prevalence rates ranging between 9% and 38%.%° Untreated
sleep apnea can lead to severe health complications, including mood disorders, cardiovascular
diseases, cognitive decline, increased risk of accidents, and elevated mortality rates. Early
detection and intervention are crucial to mitigate these adverse outcomes and improve patients'

quality of life.

There are three primary types of sleep apnea: obstructive sleep apnea (OSA), resulting
from upper respiratory tract dysfunction; central sleep apnea (CSA), caused by the brain's failure
to signal the breathing muscles; and complex or mixed sleep apnea, which is a combination of
both OSA and CSA, often starting as OSA and progressing to CSA.*° Symptoms of sleep apnea
include loud snoring, gasping for air during sleep, excessive daytime sleepiness, morning
headaches, and difficulty concentrating during the day. Despite the severity of these symptoms,

many individuals remain undiagnosed due to the limitations of current diagnostic methods.

The standard method for diagnosing sleep apnea is polysomnography (PSG), a
comprehensive test that monitors various physiological parameters during sleep in a laboratory
setting. This procedure involves attaching multiple sensors to the patient to record brain activity
(electroencephalogram, EEG), eye movements (electrooculogram, EOG), muscle activity
(electromyogram, EMG), heart rate (electrocardiogram, ECG), oxygen saturation (pulse oximeter,
Sp0z), airflow (nasal cannula or thermistor, NA or TH), and leg movements (electromyogram,
EMG). Despite being the gold standard, PSG has notable limitations: it is expensive, may have

limited accessibility due to the scarcity of sleep laboratories in certain regions, and can be
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inconvenient for patients who must sleep overnight in unfamiliar environments with multiple
sensors attached. Additionally, the data collected may not accurately reflect typical sleep behavior
due to the "first-night effect," where patients experience difficulty sleeping in the laboratory
setting, potentially affecting the results. The analysis is also subjective, relying heavily on

clinicians' expertise.*

The detection and diagnosis of sleep apnea and other sleep disorders have been
significantly advanced by the introduction of novel wearable technologies. These devices utilize
innovative sensors, alternative placement locations, and sophisticated algorithms—including Al
and machine learning—to move beyond traditional PSG. For instance, devices like the Sleep
Profiler and Cerebra incorporate EOG, EMG, and limited EEG to measure total sleep time and
classify sleep stages, offering detailed sleep architecture analysis that enhances diagnostic

accuracy.*

Wearable devices for OSA detection are primarily categorized based on their operating
mechanisms into PPG-based and non-PPG-based systems. PPG-based devices such as NightOwl
and ANNE Sleep PAT derive peripheral arterial tonometry (PAT) signals from fingertip PPG to
detect respiratory events. The NightOwl device, for example, is a small sensor worn on the
fingertip that collects PPG data to analyze sleep patterns and detect apnea events. Similarly, the
Belun Ring and Sleeplmage Software as a Medical Device obtain PPG signals from the proximal
phalanx of the fingers to calculate the apnea-hypopnea index (AHI), a key metric in diagnosing
sleep apnea severity. Non-PPG-based devices include the AcuPebble and BresoDX1, which use
proprietary acoustic sensors placed on the trachea to monitor breathing patterns and detect apnea
events through sound analysis. The Sunrise sensor measures mandibular movements via a small

sensor attached to the chin to detect respiratory disruptions. Notably, many of these devices have
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recently added fingertip PPG with pulse oximetry to enhance their diagnostic capabilities by
monitoring oxygen saturation levels during sleep.** As of now, more than a dozen devices have
received FDA clearance for adult OSA testing, including ANNE Sleep, ApneaTrak, NightOwl,

and WatchPAT.

The increasing popularity of consumer wearable sleep trackers like Fitbit, Oura Ring, and
Apple Watch has led many people to use these devices to monitor their sleep quality, stages, and
even respiratory rate. According to the American Academy of Sleep Medicine, a third of
Americans have utilized these electronic sleep-tracking devices.*> However, medical experts
emphasize that while these devices offer convenience, they are not reliable tools for diagnosing
sleep apnea, lacking the capability to detect respiratory events with the precision required for

medical diagnosis.

Dr. Mark Weidenbecher, an ENT specialist and sleep disorder expert at Unity Health
Network, points out that these trackers "are just not that great at diagnosing obstructive sleep
apnea, let alone telling you how severe your apnea is." He strongly recommends professional
evaluation through sleep studies conducted in sleep labs or at home using special FDA-approved
devices that measure brain activity and respiratory parameters. While wearable sleep trackers can
offer general insights into sleep patterns, they should not replace professional medical evaluations

for those concerned about sleep apnea.*?

Advancements in digital technology and artificial intelligence (Al) have created new
opportunities for automating sleep disorder detection through the analysis of physiological
signals. Wearable Al technologies have emerged as a promising alternative for sleep apnea
detection. These devices integrate Al algorithms into wearables like smartwatches, fitness

trackers, and smart glasses to collect and analyze physiological data such as heart rate, respiration
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rate, oxygen saturation, and even snore sounds. They offer convenience, accessibility,
affordability, objectivity, and real-time monitoring capabilities, addressing many limitations of

traditional PSG.*

A comprehensive review of research from 2010 to 2021 examined 95 scientific articles to
evaluate the effectiveness of Al in supporting the diagnosis of various sleep disorders. The review
focused on eight conditions: sleep apnea, insomnia, rapid eye movement (REM) behavior
disorder, hypopnea, narcolepsy, periodic limb movement disorder (PLMD), nocturnal frontal lobe
epilepsy (NFLE), and bruxism. Sleep apnea and insomnia received the most attention due to their
prevalence and significant health impacts. Various physiological signals were employed in these
studies, including ECG, EEG, EMG, and recordings of snore sounds. ECG and EEG were
particularly prominent because they effectively capture the physiological changes associated with

sleep disorders.*?

Over the years, there has been an evolution in the Al algorithms used for sleep disorder
detection. Before 2017, traditional machine learning techniques such as support vector machines
(SVM) and random forests were predominantly used, requiring manual feature extraction by
experts. These methods involve selecting relevant features from the data, such as heart rate
variability parameters or spectral features from EEG signals, which can be time-consuming and
dependent on expert knowledge. From 2018 onward, there was a significant shift toward deep
learning methods like convolutional neural networks (CNN) and recurrent neural networks
(RNN). These algorithms can automatically extract features from raw data, enhancing
classification performance without extensive preprocessing. For instance, CNNs have been used

to detect sleep apnea events from raw ECG or respiratory signals, while RNNs, particularly long
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short-term memory (LSTM) networks, have been effective in modeling temporal dependencies in

physiological data.*

Despite technological advancements, several challenges remain. One major issue is the
variability of physiological symptoms among individuals with sleep disorders, making it difficult
to develop universally effective detection models. Factors such as age, gender, comorbidities, and
individual differences in physiological signals can affect the performance of Al algorithms.
Additionally, deep learning models require large amounts of labeled data for training, but such
data are often limited due to privacy concerns, the cost of data collection, and the complexity of
annotating clinical data. The opaque nature of deep learning algorithms, often referred to as
"black boxes," poses another challenge, as clinicians need to understand the reasoning behind
diagnostic decisions to trust and adopt these technologies. The lack of interpretability can hinder

clinical acceptance and integration into existing workflows.*®

1.2.3 The Economic and Market Influence of Wearable Sleep Trackers

The commercial success of wearable sleep trackers has been immense, with the global
market for wearable health technology projected to reach billions of dollars in value in the next
few years. Devices like the Oura Ring, Fitbit, and other smartwatches have made sleep tracking

more accessible to the general public, capitalizing on growing consumer interest in sleep health.**

The integration of wearable devices into health care management has emerged as a
transformative approach with significant economic implications.* Wearable health
technologies—such as fitness trackers, smartwatches, biosensors, and smart clothing—enable
continuous monitoring of health parameters like vital signs, physical activity, and sleep patterns.
By facilitating real-time data collection and personalized health insights, these devices have the

potential to improve patient outcomes while optimizing health care expenditures.
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Economically, wearable devices contribute to cost savings by reducing the need for
frequent in-person consultations and hospital readmissions.*® Continuous monitoring allows for
early detection of health anomalies, enabling prompt interventions that can prevent the escalation
of medical conditions into more severe and costly stages. For chronic disease management,
wearables empower patients to self-manage their conditions effectively, which can lead to

decreased reliance on emergency services and hospitalization.

From a resource allocation perspective, wearables enhance the efficiency of health care
delivery. Health care providers can leverage data from wearables to make informed decisions,
prioritize high-risk patients, and tailor interventions more precisely. This data-driven approach
can lead to better utilization of medical resources and reduce unnecessary procedures or tests,

thereby lowering operational costs for health care facilities.

Moreover, the use of wearables aligns with value-based care models that emphasize
outcomes over service volume. By improving quality-adjusted life years (QALYS) for patients,
wearable technologies demonstrate favorable incremental cost-effectiveness ratios (ICERs)
compared to traditional care methods. This economic advantage supports the case for insurers and
health systems to invest in and promote the adoption of wearable devices as part of standard care

protocols.

However, the economic benefits of wearables are influenced by factors such as device
cost, integration with existing health systems, patient engagement levels, and data privacy
considerations.* Initial investments in technology infrastructure and training may be required,
and the effectiveness of wearables depends on patient adherence and accurate data interpretation.
Addressing these challenges through supportive policies, reimbursement models, and education

can enhance the economic impact of wearable devices in health care management.
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1.3 Research Opportunity

Wearable technologies and artificial intelligence have revolutionized sleep disorder
detection by offering unprecedented accessibility and the potential for real-time monitoring in
natural sleep environments. Devices like smartwatches, fitness trackers, and specialized medical
wearables integrate innovative sensors and sophisticated algorithms, opening new avenues for
early detection and management of sleep apnea and other sleep disorders. This advancement
holds significant medical, scientific, and economic potential by enabling widespread screening

and personalized treatment plans, thereby reducing the burden on healthcare systems.

However, several challenges hinder the full realization of this potential. Wearable devices
often lack accuracy in detecting specific sleep stages, particularly REM and deep sleep. This issue
is exacerbated in individuals with sleep disorders like sleep apnea, where devices may
significantly overestimate total sleep time and underestimate wake after sleep onset, limiting their
clinical utility. Inconsistency across different brands and platforms presents another significant
challenge. Proprietary algorithms used by manufacturers lead to variability in sleep stage
classification, making it difficult to compare results or utilize these devices in clinical research.
This lack of standardization hinders meaningful comparisons and reduces the utility of wearables

in both clinical and research settings.

Furthermore, there is a lack of publicly available and informative datasets on wearable
sleep tracking and sleep disorder detection. Limited access to large, diverse datasets hampers the
development and validation of more sophisticated algorithms. Additionally, the lack of
transparency in algorithmic code bases makes scientific research more difficult, as researchers

cannot fully evaluate or build upon existing methods.
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There exists significant research opportunity to bridge these gaps. Enhancing algorithmic
sophistication by integrating additional physiological signals and refining machine learning
models is crucial. Increasing the size and diversity of publicly available datasets will improve
model generalizability, making devices more effective across various populations. Developing
explainable Al techniques can improve model interpretability and foster trust among healthcare
providers. Transparency in algorithm development and sharing code bases can accelerate
scientific progress and innovation. Standardizing sleep tracking methodologies and data outputs

across platforms will enhance consistency and reliability, benefiting both users and researchers.

In conclusion, while wearable sleep tracking holds immense potential, realizing this
requires addressing challenges in accuracy, algorithmic limitations, data availability, and
transparency. Through concerted research efforts and collaboration, it is possible to develop more
reliable wearable technologies that significantly enhance sleep disorder detection and
management, ultimately improving patient outcomes and reducing the burden on healthcare

systems.
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2. Wearable-based Sleep Tracking in Sleep Disordered
Populations

The study of sleep has long relied on polysomnography (PSG) as the gold-standard
method for assessing sleep architecture. However, PSG is labor-intensive, expensive, and requires
participants to sleep in a clinical environment that may not accurately reflect their typical sleep
patterns. As wearable technologies become more advanced, they present a promising alternative
for tracking sleep in a naturalistic, non-clinical environment. Devices like the Empatica E4
smartwatch allow for the continuous recording of physiological data, such as heart rate and

electrodermal activity, which can be used to infer sleep stages.

However, many of the algorithms that power wearable sleep tracking devices are
developed using datasets from healthy individuals with regular sleep patterns. This leads to
suboptimal performance in populations with sleep disorders, who often exhibit irregular sleep
behaviors that differ from the general population. As a result, there is a need for more

sophisticated models that can account for the variability seen in these populations.

In this study, we introduce the DREAMT dataset, which was collected from 100
participants with varying degrees of sleep disorders. We also propose a new modeling approach
that incorporates temporal post-processing via a Long Short-Term Memory (LSTM) neural
network and mixed-effects modeling to account for group-wise variability. Our results show that
these methods significantly improve the accuracy of sleep tracking in populations with sleep
disorders, highlighting the potential of wearable devices to monitor sleep in real-world settings.

In this study, we present the DREAMT dataset, comprising data collected from 100 patients at the
Duke Sleep Disorders Center who wore an Empatica E4 smartwatch during an overnight PSG
study. This dataset encompasses a wide variety of demographics and medical conditions. We
propose a novel methodology that addresses two critical limitations in existing modeling
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approaches: (1) the failure to account for temporal dependencies in relatively small datasets,
solved by incorporating a post-processing LSTM module, and (2) group-wise variations (random
effects) that affect classification performance, addressed through the use of mixed-effects boosted
tree models. This combination of methods achieved strong performance metrics, with an F1-score
of 0.823 + 0.019, an AUROC of 0.926 + 0.016, and Cohen's Kappa of 0.695 + 0.025 for detecting

sleep onset and wakefulness in a sleep-disordered population.

Through this study, we demonstrate the utility of our publicly available dataset and
unique methodological approach, which sets a new standard for wearable-based sleep tracking in

populations with sleep disorders.

2.1 The DREAMT Dataset

The dataset used in this study, named DREAMT (Dataset for Real-time sleep stage
EstimAtion using Multisensor wearable Technology),*® was collected as part of a comprehensive
overnight sleep study conducted at the Duke Sleep Disorders Center. The primary aim of the
dataset was to capture high-resolution, multi-modal physiological data from wearable sensors,
while simultaneously recording gold-standard PSG as the reference for sleep stages and apnea
events. This unique combination of wearable sensor data and clinically validated PSG data
provided a robust foundation for developing and evaluating algorithms for accurate sleep staging

and apnea event detection outside of traditional clinical environments.
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2.1.1 Data Collection Process

The data collection process involved recruiting a cohort of 100 unique participants
between May 2022 and September 2022, illustrated in Figure 1. All participants were undergoing
clinical sleep assessments at the Duke Sleep Disorders Center and consented to wear the
Empatica E4 wristband overnight while their sleep was also being monitored using PSG, which
serves as the clinical gold standard for sleep staging. The demographic profile of the participants
was designed to reflect a broad cross-section of patients with sleep disorders, including varying
degrees of obstructive sleep apnea (OSA), obesity, and other comorbid conditions such as
insomnia and restless leg syndrome. Participants ranged in age from 21 to 87 years, with 45 males
and 55 females, ensuring a diverse representation of both sexes and different age groups.
Moreover, a significant number of participants were obese or severely obese (68%) and had
varying levels of apnea severity, making this dataset representative of a clinical sleep-disordered

population.

Upon arrival at the Duke Sleep Disorders Center, each participant who consented to be
part of this study and then fitted with an Empatica E4 device on their left wrist, and PSG sensors
were attached according to the lab’s standard protocol for overnight sleep studies. The sleep study
began around 10 PM and continued until the participant naturally woke up, typically between 6
AM and 7 AM. The PSG recorded various physiological signals throughout the night, while the
Empatica E4 collected continuous data on blood volume pulse (BVP), accelerometry (ACC),
electrodermal activity (EDA), and skin temperature (TEMP). All signals from both the PSG and
the Empatica E4 were time-synchronized to ensure accurate alignment of the data streams for

analysis.
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The sleep stage annotations from PSG, performed by trained sleep technicians, were
recorded in 30-second epochs. The PSG annotations were categorized into six stages: Wake (W),
Rapid Eye Movement (REM), Stage 1 Non-REM (N1), Stage 2 Non-REM (N2), Stage 3 Non-
REM (N3), and "Missing" for epochs with no label. These labels were time-aligned with the
wearable data and subsequently used as the ground truth for training and testing the sleep staging

algorithm.
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Figure 1. DREAMT dataset collection process.
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2.1.2 Research Grade Wearable: Empatica E4 Wristband

The Empatica E4*' is a research-grade wearable device designed to monitor multiple
physiological parameters continuously. It has been widely used in clinical studies for monitoring
heart rate variability, stress responses, and sleep patterns. In this study, the E4 wristband was
selected due to its capacity to collect several types of physiological signals relevant to sleep
monitoring, including heart rate (HR), blood volume pulse (BVP), electrodermal activity (EDA),
skin temperature (TEMP), and three-axis accelerometry (ACC). These signals provide a
comprehensive view of the body’s physiological state, which is crucial for detecting different

sleep stages and identifying abnormal events such as apnea episodes.

Each sensor on the E4 operates at a different sampling rate, necessitating careful
preprocessing to ensure that all signals are synchronized before analysis. The BVP signal, derived
from the photoplethysmography (PPG) sensor, is sampled at 64 Hz. The BVP data is particularly
important because it is used to compute interbeat intervals (IBI), which are critical for estimating
heart rate and heart rate variability. The accelerometer records triaxial motion data (ACC_X,
ACC_Y, and ACC_Z) at 32 Hz, providing information on movement during sleep, which is
useful for detecting transitions between sleep stages. The EDA and TEMP sensors operate at a
lower sampling frequency of 4 Hz, but their signals can still provide valuable information about

changes in autonomic nervous system activity and body temperature regulation during sleep.

The raw data from each of these sensors were stored and used as inputs to the machine
learning models. The BVP signal, for example, was processed to obtain the interbeat interval
(IBI) and heart rate (HR), both of which were analyzed to study heart rate variability, a key

indicator of sleep health. Electrodermal activity, which measures changes in skin conductance,
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was used to infer changes in sympathetic nervous system activity, which can correlate with stress

levels or sleep arousals.

2.1.3 Dataset Description

The DREAMT dataset includes a variety of physiological signals recorded by the
Empatica E4 wearable device. To facilitate machine learning analysis, the raw signals were
synchronized and preprocessed, ensuring that all signals were resampled to the highest sampling
frequency (64 Hz). The dataset consists of time-series data, where each row represents a specific
time point and each column represents a physiological signal or sleep stage label. Figure 2 shows
raw signal examples from this dataset. In the published dataset, each participant's data is stored in

a separate .csv file, which contains the following columns:

e Timestamp: The time-synchronized value for each data point, resampled to 64 Hz.

e BVP: Blood volume pulse recorded at 64 Hz, used for heart rate and interbeat interval

(IBI) calculations.
e |BI: Interbeat intervals derived from BVP, measured in milliseconds.
e HR: Heart rate calculated from the IBI values, reported every second (1 Hz).

e ACC _X,ACC_Y, ACC _Z: Triaxial accelerometry data recorded at 32 Hz, providing

information about body movement during sleep.

e EDA: Electrodermal activity, recorded at 4 Hz, which provides insights into changes in

sympathetic nervous system activity.

e TEMP: Skin temperature recorded at 4 Hz, indicative of thermal regulation during sleep.
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e Sleep Stage: The sleep stage annotations from PSG, recorded every 30 seconds, with

values corresponding to Wake, REM, NREM1, NREM2, NREM3, and "Missing".

In addition to the raw signals, we performed feature extraction to summarize the data
over 30-second epochs, which aligns with the PSG annotations. Features include statistical
metrics such as the mean, variance, and standard deviation of each signal. For BVP and HR, we
also extracted heart rate variability (HRV) metrics, including the root mean square of successive
differences (RMSSD), standard deviation of NN intervals (SDNN), and frequency domain
features such as low-frequency (LF) and high-frequency (HF) power, which are commonly used

to assess autonomic function during sleep.

The dataset also includes metadata about each participant, including age, gender, body
mass index (BMI), and apnea-hypopnea index (AHI), which categorizes the severity of
obstructive sleep apnea. The demographics of the population included in this dataset is shown in
Table 2. These metadata are stored in a separate .csv file and linked to the physiological data by

participant ID. This dataset has been published on PhysioNet.!
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Figure 2. Example of raw Empatica E4 signals.
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2.1.4 Demographics

Table 2. DREAMT dataset demographics description.

Count (n)

Male
Female

Gender

Age (years)

BMI (kg/m?)
Obesity, n (%)
Mean Sa0O: (%)

Arousal Index (count per hour)

AHI (count per hour)
OAHI (count per hour)

20
5
15
32+6
33.9+13.2
16 (80%)
94.8 4.7
33.6+23.0

26.6 +45.0
26.0+44.4

Age Group

Young Adults [18-39] | Mid Adults [40-64]

47
21
26
54+8
33.7+73
34 (72%)
94.0 +2.2
35.7+26.5

225+ 245
20.1+22.6

Older Adults [>65]

33

19

14

7421

30.1 4.0
18 (55%)
93.7 £3.1
43.2 + 26.0

18.9+21.3
143+194

Total

100
45
55
56+ 17
33.7+86
68 (68%)
94.1+3.1
37.7+25.7

22.1+28.7
194 +275



2.1.5 Sleep Stage Annotation

The sleep stage annotations used in this study were derived from PSG recordings, which
were manually scored by trained sleep technicians following the American Academy of Sleep
Medicine (AASM)* guidelines. These annotations serve as the ground truth for sleep staging,
providing a reference against which the wearable-based sleep staging algorithm was trained and
evaluated. The sleep stages include Wake (W), REM, and Non-REM (NREM) stages, with
further subdivision of NREM into three stages (N1, N2, and N3) representing light to deep sleep.
Epochs with no valid sleep stage labels (due to incomplete or missing PSG data) were marked as
“Missing”. In total, the dataset contains 8636 REM epochs, 52915 NREM epochs (N1, N2, N3

combined), and 20334 Wake epochs.

Each participant contributed on average approximately 12% REM, 64% NREM, and 25%
Wake epochs. The proportion of each sleep stage varies based on individual sleep patterns and the
presence of sleep disorders, such as obstructive sleep apnea (OSA), which affects the distribution

of sleep stages throughout the night.

2.1.6 Data Quality Control

Ensuring high data quality was a critical aspect of our data collection process. To address
potential issues such as motion artifacts or poor signal quality, we implemented several quality
control measures. For instance, epochs with excessive movement, as detected by the
accelerometer (ACC), were flagged, and epochs where the BVP signal was out of range
(indicative of sensor displacement or malfunction) were removed.*® Additionally, we used a
signal-to-noise ratio (SNR) threshold of 10 dB to filter out low-quality signals, particularly for

BVP and HR data.
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After applying these quality control measures, participants with more than 20% of their
data flagged as artifacts were excluded from further analysis. This ensured that the dataset used
for model training and evaluation consisted of high-quality, reliable physiological signals,

allowing for more accurate sleep staging and apnea detection.

By employing these strict quality control procedures, we were able to create a dataset that
is both comprehensive and reliable, capturing the physiological variations that occur during sleep

in a population with diverse sleep disorders.

2.1.7 Dataset Accessibility and Privacy Considerations

To make the DREAMT dataset accessible to the research community, it has been
published on PhysioNet, a publicly accessible repository for physiological data.! Given the
sensitive nature of the data, particularly the wearable signals linked to clinical sleep stage
annotations, strict privacy protocols were followed. All personal identifying information has been
removed from the dataset, and the date information in timestamps were removed to anonymize
the data. The dataset is available under the PhysioNet Credentialed Health Data License, which

ensures that only authorized researchers with ethical approval can access the dataset.

Moreover, in compliance with ethical guidelines, participants provided informed consent
before data collection, and the study was approved by the Duke University Health System

Institutional Review Board (IRB #Pro00108961).

2.2 Methods

The methodology for this study is centered on integrating advanced signal processing

techniques, feature extraction from multi-sensor wearable devices, and sophisticated machine
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learning models designed specifically to address the challenges posed by sleep-disordered
populations. In this section, we outline the steps taken to preprocess the raw data, extract
meaningful features, and implement a modeling pipeline that incorporates mixed-effects and

temporal dependencies.

2.2.1 Wearable Signal Preprocessing

The Empatica E4 device, worn on the wrist, records multiple physiological signals at
different native sampling rates. Figure 3 shows the pipeline employed for wearable signal
preprocessing and feature engineering. To standardize the data for analysis and modeling, all
signals were resampled to a consistent 64 Hz frequency, which corresponds to the highest native
sampling rate among the sensors — the Blood Volume Pulse (BVP). For signals with lower
sampling frequencies, such as electrodermal activity (EDA) and skin temperature (TEMP)
(sampled at 4 Hz), and accelerometry (ACC) (sampled at 32 Hz), we used a forward-fill method
to upsample these signals. This ensures that the timestamps for all the signals are aligned, making
the data uniform and easier to work with during feature extraction and modeling. Maintaining a
consistent sampling rate is critical because it allows for the integration of different signal types,
enabling the construction of comprehensive feature vectors that describe each 30-second epoch of

the sleep data.
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In addition to resampling, the synchronization of the wearable data with the gold-
standard PSG annotations was essential for creating a reliable labeled dataset. PSG data, collected
by the Duke Sleep Disorders Center, provided sleep stage labels at 30-second intervals, marking
each epoch as either Wake, REM, or one of the three stages of non-REM sleep (NREM1,
NREM2, NREM3). To align these labels with the Empatica E4 data, we utilized the timestamp
from both data sources. Each 30-second epoch of E4 data was annotated with the corresponding
PSG-derived sleep stage, ensuring that the machine learning models would have access to

ground-truth labels for training and evaluation.

A major challenge in wearable data collection is the presence of noise and artifacts,
particularly due to movement during periods of wakefulness. To address this, we employed
several artifact detection and removal techniques. Motion artifacts, which can distort the
accelerometer and BVP readings, were identified by examining extreme values or signal
discontinuities. For example, epochs where accelerometer readings indicated excessive
movement were flagged as unreliable and excluded from further analysis. Additionally, outliers in
the BVP signal — defined as values exceeding physiological limits (e.g., BVP values greater than
500 or less than -500) — were removed to ensure that the data fed into the model was as clean
and artifact-free as possible. This artifact removal process is crucial for minimizing noise, thereby

improving the quality of the input features for the machine learning models.

After artifact removal, we applied a bandpass filter to further refine the signals. The BVP
signal was filtered using a Chebyshev type Il bandpass filter to retain frequencies between 0.5 Hz
and 20 Hz, which are most relevant for physiological phenomena like heart rate variability
(HRV). Similarly, the accelerometry signals were bandpass filtered between 3 and 11 Hz to focus

on the movement frequencies typically associated with physical activity during sleep. This
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filtering step helped reduce high-frequency noise and low-frequency drift in the signals, both of

which could negatively affect the performance of downstream machine learning algorithms.

2.2.2 Feature Engineering

Once the signals were preprocessed, the next step was feature extraction — transforming
the raw sensor data into a set of numerical descriptors that could be used by the machine learning
models. For each 30-second epoch, we extracted a range of statistical, temporal, and frequency-
domain features from the BVP, EDA, TEMP, and ACC signals. These features are designed to

capture the physiological patterns that differentiate sleep stages.

From the BVP signal, we derived several heart rate variability (HRV) metrics, which are
widely recognized as important indicators of autonomic nervous system activity and are sensitive
to changes in sleep state. These metrics included the root mean square of successive differences
(RMSSD), the standard deviation of normal-to-normal intervals (SDNN), and the percentage of
successive RR intervals that differ by more than 50 ms (pNN50). Additionally, we computed
spectral features such as the power in the low-frequency (LF: 0.04-0.15 Hz) and high-frequency
(HF: 0.15-0.40 Hz) bands, as these are linked to sympathetic and parasympathetic nervous
system activity, respectively. These HRV metrics were extracted using the NeuroKit2%° Python

package, which provides robust methods for analyzing physiological signals.

The accelerometer data was processed to derive movement-related features that are
particularly useful for detecting wakefulness. We calculated the mean, standard deviation, and
interquartile range of the accelerometer readings across the X, Y, and Z axes. Additionally, we
computed the accelerometry index (ACC_INDEX), a measure of the intensity of movement
within each epoch, which has been shown to correlate with periods of wakefulness and

restlessness. The electrodermal activity (EDA) and skin temperature (TEMP) signals were also
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subjected to feature extraction. For EDA, we decomposed the signal into tonic and phasic
components, using a method based on continuous decomposition analysis. The phasic component,
which reflects short-term fluctuations in skin conductance, was analyzed to extract features such
as the number and amplitude of skin conductance responses (SCRs), while the tonic component
was used to assess overall arousal levels. Skin temperature features included the mean and
variability of the temperature signal within each epoch, which can be indicative of sleep stage

transitions, particularly between REM and non-REM sleep.

Finally, all features were aggregated at the 30-second epoch level, corresponding to the
sleep stage annotations from PSG. In total, each epoch was represented by a feature vector
comprising dozens of extracted variables, capturing both time-domain and frequency-domain
characteristics across the various physiological signals. These feature vectors formed the input to
the machine learning models, which were trained to predict sleep stages based on the wearable

data.

2.2.3 Modeling Approach

Figure 4 presents a diagram of model architecture. Epoch Classifier: The raw wearable
signals from Empatica E4 are preprocessed and features engineered to be fed into boosted tree
models. Post-processing module: The negative (sleep) and positive (wake) output probabilities
and the most predictive features are collected as inputs to a shallow LSTM ! model to predict

sleep vs. wake labels through time.
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Figure 4. Representation of GPBoost + LSTM post-processing model pipeline.

For the modeling phase, we implemented a multi-step machine learning pipeline designed
to address two key challenges: individual variability among participants and the need to account
for temporal dependencies in sleep stage transitions. The first component of our pipeline was a
Light Gradient Boosting Machine (LightGBM)>? model, chosen for its ability to handle large
datasets efficiently and its strong performance in classification tasks. LightGBM is a gradient-
boosting framework that builds a series of weak decision trees, where each subsequent tree
corrects the errors made by the previous ones. We selected LightGBM due to its fast training
times, its ability to handle missing values directly, and its inherent capability to rank the

importance of features, providing interpretability to the model’s predictions.

To further improve the model’s robustness, particularly in accounting for individual
physiological differences, we incorporated mixed-effects modeling using a Gaussian process in

combination with LightGBM. The mixed-effects model allowed us to include participant-specific
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random effects, such as obesity and apnea severity, which were modeled as group-wise
characteristics. This approach enabled the model to make personalized predictions based on
individual physiological profiles, capturing variations that a standard fixed-effects model would
overlook. By including random effects for obesity and apnea severity, the model was able to
adjust its predictions based on these covariates, leading to better generalization across the diverse

population in our dataset.

While the boosted tree model was highly effective in classifying individual epochs, it did
not account for the temporal dependencies inherent in sleep. To address this, we added a post-
processing step using a Long Short-Term Memory (LSTM) neural network. LSTMs are a type of
recurrent neural network (RNN) designed to capture long-term dependencies in sequential data,
making them well-suited for modeling the transitions between sleep stages over time. In our
pipeline, the LSTM module took as input the probability outputs from the LightGBM model,
along with the two most important features identified during training (ACC_INDEX and HRV
metrics). By incorporating these probability scores and key features into the LSTM, we were able
to refine the model’s predictions, improving accuracy in detecting transitions between sleep
stages, particularly for difficult-to-classify epochs such as the transition between wakefulness and

sleep.

The LSTM model was designed to be shallow, with a single hidden layer, to prevent
overfitting on our relatively small dataset. This allowed the model to learn temporal patterns
without requiring large amounts of data. The output of the LSTM was then used to produce the
final sleep stage predictions, taking into account both the epoch-level features and the longer-term

context provided by the time-series nature of sleep.
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2.2.4 Dataset Splitting and Cross-Validation

To ensure a robust evaluation of our model's performance and avoid overfitting, we
implemented a subject-independent 5-fold cross-validation (CV) approach. This method ensures
that the model generalizes well to unseen data by training on different subsets of the dataset and
testing on previously held-out participants in each fold. The entire dataset, consisting of
recordings from 100 participants, was divided into five folds. Each fold contained data from 20
unique participants, ensuring that no participant’s data appeared in both the training and testing
sets simultaneously. By splitting the dataset in this manner, we minimized any potential overlap
in temporal patterns that might be present if individual epochs from the same participant were

used in both training and testing sets.

For each iteration of the cross-validation, 80 participants' data were used for training the
model, 16 participants' data were used for validation to perform early stopping and
hyperparameter tuning, and the remaining 20 participants' data were reserved for testing. This
subject-independent cross-validation approach is particularly critical when working with
physiological data, where significant between-subject variability exists. It ensures that the model
is not learning subject-specific idiosyncrasies but is instead generalizing across different sleep

disorder profiles, body mass indices (BMI), and apnea severity levels.

2.2.5 Model Training and Hyperparameter Tuning

Training the machine learning models involved multiple steps, from preprocessing the
data to optimizing hyperparameters. The training procedure for the LightGBM model involved
feeding the feature vectors extracted from the preprocessed signals into the classifier. The model
was trained to minimize the binary cross-entropy loss for sleep vs. wake classification, while a

softmax layer was used for multiclass classification of sleep stages (Wake, REM, NREM). The
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LightGBM algorithm was chosen for its efficient handling of high-dimensional data and its
ability to manage imbalanced datasets, such as ours, where wake epochs are significantly fewer

compared to sleep epochs.

To prevent overfitting and ensure that the model learned meaningful patterns in the data,
we employed early stopping based on performance on the validation set. Specifically, if the
model's performance on the validation set did not improve after 20 consecutive epochs, training

was halted to avoid overfitting to the training set.

We used HyperOpt,> a widely adopted Python library for hyperparameter tuning, to
automate the search for optimal values of key parameters such as the learning rate, the number of
boosting rounds, maximum depth of trees, and the minimum number of data points per leaf node
in LightGBM. This tuning process was critical in finding the best model configuration that
balanced accuracy and generalization across different participants with varying physiological
characteristics. The optimal set of hyperparameters was determined based on the performance
metrics (discussed in the next section) on the validation set, ensuring that the model was not only

accurate but also efficient in terms of computation time.

Once the LightGBM model was trained, the probability outputs of the classifier were
passed into the LSTM post-processing module. The LSTM model, designed to capture the
temporal dependencies in sleep stages, was trained using the Adam optimizer with a learning rate
of 0.001, as it has been shown to work effectively with recurrent neural networks in handling
sequence data. To avoid overfitting, dropout regularization (with a dropout rate of 0.2) was
applied during the LSTM training process. The number of LSTM units and batch size were also
optimized through grid search, with the goal of maintaining a balance between model complexity

and the size of our relatively small dataset.
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2.2.6 GPBoost

GPBoost>** is an advanced algorithm that merges gradient boosting with Gaussian
processes and mixed effects models to enhance predictive performance, particularly in datasets
with complex dependencies and high-cardinality categorical variables, by capturing both fixed

and random effects in the data.

The core idea underlying GPBoost is to model the response variable as a combination of
three components: a predictor function representing fixed effects, a random effects term capturing
dependencies among observations, and an error term accounting for noise. The predictor function
is modeled using gradient boosting, a flexible, non-parametric method that builds an ensemble of
weak learners, typically decision trees, to approximate complex, nonlinear relationships between
predictors and the response variable. This approach relaxes the traditional assumption in Gaussian
processes that the prior mean function is zero or linear, allowing the model to capture intricate

patterns in the data without being constrained by parametric forms.

The random effects component is modeled using Gaussian processes and grouped
random effects. Gaussian processes provide a probabilistic framework for modeling functions in
which observations have a joint multivariate normal distribution with a covariance structure
defined by a kernel function. This kernel encodes assumptions about the function's smoothness
and captures dependencies such as spatial or temporal correlations. Grouped random effects are
used to model variations due to grouping structures in the data, such as repeated measurements
within subjects or levels of a high-cardinality categorical variable (i.e., in our case, either obesity
categories or apnea severity categories). By treating these categorical variables as random effects,

the model can handle a large number of categories without overfitting.
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The algorithm operates by iteratively updating the predictor function and the covariance
parameters that define the random effects. In each iteration, the predictor function is updated
using gradient boosting steps. This involves computing the negative gradient of the loss function,
which, in the context of GPBoost, incorporates the covariance structure of the data. The negative
gradient serves as the pseudo-residuals, and a new base learner is fitted to these residuals to
update the predictor function. This step leverages the concept of functional gradient descent in a

space of functions, allowing the model to progressively improve its fit to the data.

Simultaneously, the covariance parameters of the Gaussian processes and random effects
are updated by minimizing the negative log-likelihood of the observed data given the current
predictor function. This involves calculating the likelihood of the data under the assumed
covariance structure and adjusting the parameters to maximize this likelihood. The joint
optimization of the predictor function and covariance parameters ensures that both fixed and

random effects are estimated cohesively, accounting for their interdependence.

To handle large datasets efficiently, GPBoost employs the Vecchia approximation for
Gaussian processes. The computational complexity of Gaussian processes typically scales
cubically with the number of observations due to the inversion of large covariance matrices. The
Vecchia approximation mitigates this by approximating the joint distribution of the observations
with a product of conditional distributions, each conditioned only on a subset of neighboring
observations. This reduces the computational burden from cubic to linear complexity, making it

feasible to apply Gaussian processes to large-scale problems.

GPBoost also uses out-of-sample validation or cross-validation to address the potential
bias in variance parameter estimation caused by overfitting. Since gradient boosting can fit the

training data very closely, the estimates of variance components may become biased. By
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estimating these parameters on validation data not used in fitting the predictor function, the
algorithm obtains more accurate estimates of the covariance structure, leading to better

generalization.

In summary, GPBoost combines the gradient boosting's ability to model complex,
nonlinear relationships with Gaussian processes' strength in capturing dependencies among
observations. The algorithm iteratively updates the predictor function using gradient boosting
while simultaneously adjusting the covariance parameters of the random effects. By incorporating
techniques like the Vecchia approximation and careful parameter estimation strategies, GPBoost
effectively models both fixed and random effects in a computationally efficient manner, leading

to improved predictive performance on complex datasets.

2.2.7 Evaluation Metrics

To evaluate the model's performance, we utilized several standard metrics used in the
field of sleep staging and machine learning. These metrics allowed us to assess not only the
accuracy of the model in classifying different sleep stages but also its ability to handle

imbalanced data and make clinically meaningful predictions.

e Accuracy: This is the proportion of correctly classified epochs out of the total number of
epochs. While accuracy is a straightforward metric, it can be misleading in imbalanced
datasets where the majority class (sleep epochs) dominates the minority class (wake

epochs). To account for this, additional metrics were also used.

o True Positives (TP): Correctly predicted positive cases.

o True Negatives (TN): Correctly predicted negative cases.
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o False Positives (FP): Incorrectly predicted positive cases (actual negatives).
o False Negatives (FN): Incorrectly predicted negative cases (actual positives).

o TP+ TN
. ccuracy = TP + TN + rp + N

F1-Score: The F1-score is the harmonic mean of precision and recall and is particularly
useful when dealing with imbalanced data, such as ours. The F1-score for each class
(wake, REM, and NREM) was calculated, with a special focus on the wake class due to
its clinical relevance. Below is how F1 scores are calculated:

o True Positives (T P)
Precision = — —
o True Positives (T'P) + False Positives (FP)

Recall True Positives (TP)
ecall =
o True Positives (I'P) + False Negatives (F'N)

Precision x Recall
Fl=2x —
o Precision + Recall

The Area Under the Receiver Operating Characteristic Curve (AUROC) quantifies a
binary classifier's ability to distinguish between two classes across all thresholds. It is
calculated by plotting a graph of sensitivity (true positive rate) versus 1 minus specificity
(false positive rate) at various threshold settings, forming the ROC curve. The AUROC is
the area under this curve, computed using numerical integration methods like the

trapezoidal rule, where a larger area indicates better overall classification performance.
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AUPRC (Area Under the Precision-Recall Curve): This metric is especially useful when
working with imbalanced datasets, as it provides a better indication of the model's

performance on the minority class (wake epochs) compared to AUROC.

Cohen's Kappa: This metric assesses the level of agreement between the predicted and
true labels, adjusted for chance agreement. A higher Cohen’s Kappa score indicates better
overall model performance, especially in handling multi-class sleep staging tasks. This
metric is useful in quantifying how well the model agrees with the expert annotations

from PSG. Below are how Cohen’s Kappa score is defined:
o « = Cohen's Kappa coefficient
o P = Observed agreement between the raters
", = Number of items both raters assigned to category k
N = Total number of items

K = Number of categories

o Pe= Expected agreement by chance
P, = Proportion of items assigned to category k by Rater A

PB, = Proportion of items assigned to category k by Rater B

K

pe = prlk X PBA.

k=1
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o Finally to calculate Cohen’s Kappa

Po — Pe
1 — Pe

R =

For each cross-validation fold, these metrics were computed for both the LightGBM (or
GPBoost) model and the full pipeline that included the LSTM post-processing. The comparison
between the base epoch classifier and the epoch classifier + LSTM post-processing model
allowed us to quantify the improvement in performance that comes from accounting for temporal

dependencies in sleep stages.

2.2.8 Data Imbalance and Class Weights

Sleep data is inherently imbalanced, with the majority of epochs corresponding to sleep
and only a small fraction corresponding to wakefulness. To address this issue, we employed the
Synthetic Minority Over-sampling Technique (SMOTE)®® to generate synthetic samples of wake
epochs during training. However, the validation and testing sets were left unbalanced to reflect
real-world scenarios. In addition to using SMOTE, we also incorporated class weights into the
LightGBM model. These class weights penalized the model more for incorrectly predicting wake
epochs, ensuring that the model paid attention to minority classes during training. The class
weights were computed based on the inverse frequency of each class in the training data, thereby

giving more importance to wake and REM epochs compared to the more common NREM stages.

The class weights, combined with SMOTE, allowed the model to handle the imbalance
without overfitting to the wake class. This approach was crucial for ensuring that the model did
not simply predict the majority class (sleep) for all epochs, which would result in high accuracy

but poor clinical relevance.
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2.2.9 Computing Resources

All experiments were conducted using high-performance GPUs, specifically NVIDIA
RTX 4090 GPUs with 24 GB of VRAM, which allowed for faster training and inference times.
The CPU used was an AMD Ryzen 9 7900X 12-Core Processor, and model training was further
accelerated by using parallelized data loading and multithreaded computations. The combination
of advanced computational resources and optimized model architectures enabled the training of
deep learning models like LSTM in a reasonable time frame, even with the large dataset of high-

resolution physiological signals.

2.3 Results

Our study aimed to enhance sleep-wake classification using research-grade wearable data
collected from participants with varying degrees of sleep disorders. By integrating advanced
machine learning technigues, including mixed-effects modeling with Gaussian processes and
Long Short-Term Memory (LSTM) post-processing, we sought to improve upon baseline models

and address the heterogeneity inherent in sleep-disordered populations.

2.3.1 Performance Overview
We evaluated the models using several key performance metrics to assess their
effectiveness in classifying sleep versus wake epochs as described above and the results are

summarized in Table 3 below.

52



€9

Table 3. Algorithm performances of different models on DREAMT Sleep vs. Wake epoch-by-epoch classification.

Model Configuration F1 AUROC AUPRC Accuracy Cohen's Kappa
Baseline LightGBM 0.777 £ 0.009 0.895 + 0.007 0.885 + 0.008 0.816 + 0.008 0.605 + 0.024
GPBoost + Obesity 0.785 £ 0.020 0.902 £ 0.015 0.891 £ 0.015 0.825+0.013 0.622 +0.023

Random Effect
GPBoost + Apnea 0.782 + 0.015 0.898 £ 0.016 0.886 £ 0.017 0.826 £ 0.010 0.623 £ 0.026
Severity Random Effect
LightGBM + LSTM 0.805 £ 0.025 0.915+0.019 0.906 £ 0.018 0.836 £ 0.018 0.649 £ 0.023
Post-Processing
GPBoost + Obesity 0.822 £0.019 0.926 £ 0.011 0.914 £+ 0.008 0.853+0.012 0.683 £0.028
Random Effect + LSTM
Post-Processing
GPBoost + Apnea 0.823 £ 0.019 0.926 £ 0.016 0.915 + 0.020 0.857 £ 0.016 0.694 + 0.025

Severity Random
Effect + LSTM Post-
Processing




2.3.2 Performance of the Mixed-Effects GPBoost Model

The mixed-effects GPBoost model, utilizing apnea severity as the random effect and
combined with LSTM for signal post-processing, emerged as the best-performing algorithm in
our experiments. This model significantly outperformed the baseline LightGBM model, achieving
an F1-score of 0.823 = 0.019, an accuracy of 0.857 + 0.016, an Area Under the Receiver
Operating Characteristic Curve (AUROC) of 0.926 + 0.016, an Area Under the Precision-Recall
Curve (AUPRC) of 0.915 + 0.020, and a Cohen's Kappa of 0.694 + 0.025. These metrics indicate
a substantial improvement over the baseline and highlight the effectiveness of incorporating

random effects and temporal modeling in sleep-wake classification.

2.3.3 Advantages of Combining LightGBM with Mixed-Effects Modeling

As presented in Table 3, the combination of LightGBM and mixed-effects modeling
using Gaussian processes led to higher accuracy and overall better performance compared to the
baseline. LightGBM, a gradient boosting framework, could efficiently handle various types of
data and is well-suited for large-scale datasets. However, it does not inherently account for the
individual differences among participants. By integrating Gaussian processes as random effects,
the model was able to capture complex patterns and relationships that arised due to heterogeneity

in the population.

This approach allowed researchers to develop algorithms that took into consideration the
variability in physiological signals caused by factors such as obesity and apnea severity.
Incorporating these variables as random effects enabled the model to make semi-personalized
predictions, accounting for individual physiological differences and sleep behaviors. This led to a

fairer and more robust algorithm capable of generalizing across diverse populations.
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An interesting observation is that using either apnea severity or obesity as the random
effect resulted in similar performance improvements. This is unsurprising given the strong
correlation between moderate to severe obesity and the development of sleep apnea. Both
variables captured critical aspects of the participants' physiological state that influenced sleep
patterns, and their inclusion as random effects enhanced the model's ability to adjust predictions

based on individual or group characteristics.

2.3.4 Impact of LSTM Post-Processing on Temporal Modeling

Long Short-Term Memory (LSTM) networks are a type of recurrent neural network
capable of learning long-range temporal dependencies in sequential data. In our study, we
employed LSTM as a post-processing step to refine the predictions made by the GPBoost model.
This strategy leverages the strengths of both models: the GPBoost model excels at capturing
individual variability through random effects, while the LSTM network models the temporal

dynamics inherent in sleep architecture.

LSTM post-processing significantly improved the algorithm's performance, even with the
limited dataset common in clinical research due to cost and effort associated with data collection.
By accounting for temporal patterns in sleep states, the LSTM post-processing module enhanced
sequence-to-sequence classification without requiring large databases typically needed for
training deep learning models from scratch. The LSTM network effectively corrected for false
positives and false negatives by learning the probability of transitions between sleep and wake
states over time. It recognized that wake epochs are more likely at the beginning and end of the
sleep opportunity window and that awakenings during the middle of the night are generally
sporadic. This temporal information allowed the model to refine its predictions, leading to higher

accuracy and agreement with the ground truth labels.
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2.3.5 Analysis of Participants Without Sleep Apnea

To assess the generalizability of our approach, we conducted the same set of experiments
on a subset of participants without sleep apnea (n = 22). The results, summarized in Table 4,
revealed that the LSTM post-processing step continued to improve algorithm performance in this
group. However, adding random effects related to apnea severity or obesity did not yield

significant improvements.

This finding corroborated our expectation that in populations with less physiological
variability due to sleep disorders, the benefits of modeling random effects diminish. The
homogeneous nature of the non-apnea group reduced the impact of individual differences that
random effects aim to capture. Nonetheless, the enhancement from LSTM post-processing
underscored the importance of temporal modeling in sleep-wake classification across different

populations.
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Table 4. Algorithm performances of different models on DREAMT Sleep vs. Wake epoch-by-epoch classification for only the

participants without sleep apnea (n =22).

Effect + LSTM Post-Processing

Model Configuration F1 AUROC AUPRC Accuracy Cohen's
Kappa
Baseline LightGBM 0.755 + 0.060 0.853+0.049 |0.848 £0.056| 0.757 £ 0.059 | 0.492 + 0.084
GPBoost + Obesity Random Effect 0.760 £ 0.045 0.864 +0.048 |0.857 £0.063| 0.764 +0.040 | 0.506 + 0.059
GPBoost + Apnea Severity Random Effect | 0.758 +0.039 0.859 £0.050 |0.853+0.062| 0.760 £ 0.033 | 0.499 + 0.048
LightGBM + 0.763 + 0.057 0.874+0.044 |0.876 £0.047| 0.763 £ 0.064 | 0.502 + 0.099
LSTM Post-Processing
GPBoost + Obesity Random Effect + 0.775 +0.035 0.886 +0.038 |0.887 £0.040| 0.784 £ 0.026 | 0.538 +0.043
LSTM Post-Processing
GPBoost + Apnea Severity Random 0.776 + 0.033 0.883+0.041 |0.886+0.039| 0.784 +0.026 | 0.543 +0.048




2.3.6 Visualization of Model Outputs and Temporal Dynamics

To illustrate the efficacy of our modeling approach, we present here a time-series plot for
a validation participant in Figure 5. This figure displays the raw signals and smoothed values of
two key physiological features: ACC_INDEX and HRV_MInNN. ACC_INDEX represents the
intensity of wrist movement within each 30-second epoch, directly correlating with physical
activity levels and, consequently, wakefulness. HRV_MIinNN denotes the minimum interval
between heartbeats, inversely corresponding to the maximum instantaneous heart rate, and

reflects autonomic nervous system activity during sleep.

The first two panels of Figure 5 show the original (gray) and Gaussian-smoothed (blue)
values of ACC_INDEX and HRV_MIinNN. The smoothing process reduces noise and highlights
underlying trends in the data. The third panel compares the true sleep and wake labels (black)
with the predictions from the GPBoost model using obesity as the random effect (red). The fourth

panel presents the true labels (black) alongside the predictions after LSTM post-processing

(green).

Comparing the third and fourth panels, it is evident that the LSTM network is capable of
refining the GPBoost predictions by considering temporal dependencies. Specifically, the LSTM
can correct misclassifications during transitions between sleep and wake states, reducing false
positives and negatives. This improvement demonstrates the LSTM's ability to model the

sequential nature of sleep patterns, which the GPBoost model alone may not fully capture.
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Figure 5. Example output from a validation participant after GPBoost modeling and LSTM post-processing.




2.3.7 Novelty and Significance of Our Approach

Our work introduces a novel dataset comprising high-resolution, research-grade wearable
data from patients with varying degrees of sleep disorders. This dataset includes detailed sleep
stage annotations and apnea event labels provided by expert sleep technicians using gold-standard
PSG. The richness and granularity of this data enable comprehensive analysis and modeling of

sleep patterns in a clinical population.

Furthermore, our approach is unique in applying Gaussian Process Boosted Tree Models
(GPBoost) to model random effects in wearable sleep tracking. To our knowledge, this is the first
application of GPBoost in this context. By incorporating random effects related to physiological
conditions such as obesity and apnea severity, our model accounts for unobserved heterogeneity

among participants, enhancing its robustness and generalizability.

Additionally, we introduce an innovative post-processing method based on LSTM
networks to learn temporal information from the outputs of the trained boosted tree models. This
hybrid approach combines the strengths of ensemble tree methods in handling diverse data types
and the capabilities of recurrent neural networks in capturing temporal dynamics. The result is an
improved sleep-wake classification algorithm that performs well even with limited data—a

common challenge in clinical research.
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2.4 Interpretation, Limitations, and Future Directions

The findings of this study underscore the effectiveness of integrating mixed-effects
modeling and temporal post-processing to enhance the accuracy of sleep tracking algorithms
using wearable technology in sleep-disordered populations. This section provides a
comprehensive interpretation of our results, discusses their implications for clinical practice and
research, acknowledges the limitations inherent in our study, and proposes future directions to

advance the field of sleep medicine.

2.4.1 Interpretation of Findings

Our results demonstrate that the combination of mixed-effects boosted tree models and
Long Short-Term Memory (LSTM) post-processing significantly improves the performance of
sleep-wake classification algorithms. Specifically, the model configuration utilizing Gaussian
Process Boosting (GPBoost) with apnea severity as a random effect, coupled with LSTM post-
processing, achieved the highest performance metrics across all evaluated categories. The F1-
score increased from 0.777 £ 0.009 in the baseline LightGBM model to 0.823 + 0.019, while the
Area Under the Receiver Operating Characteristic Curve (AUROC) rose from 0.895 + 0.007 to
0.926 £ 0.016. These substantial improvements highlight the utility of our approach in accurately

classifying sleep and wake states within a heterogeneous clinical population.

Incorporating random effects into the modeling process allowed the algorithm to account
for intra-individual variability associated with group-wise characteristics such as obesity and
apnea severity. Sleep disorders, particularly obstructive sleep apnea (OSA), significantly impact
physiological signals during sleep, leading to variations that standard models may not effectively
capture. For example, individuals with severe apnea may exhibit different heart rate variability

patterns, oxygen saturation levels, and movement profiles compared to those without apnea. By
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modeling these random effects, the algorithm adjusted its predictions based on these group-

specific characteristics, enhancing its generalizability and robustness across diverse subgroups.

The LSTM post-processing further improved the model's performance by capturing the
temporal dependencies inherent in sleep architecture. Sleep is a dynamic process characterized by
cyclical patterns and transitions between different stages, such as light sleep, deep sleep, and
rapid eye movement (REM) sleep. These transitions follow specific physiological patterns
regulated by circadian rhythms and homeostatic sleep drives. The LSTM network leveraged this
sequential information, refining the initial predictions from the boosted tree models and
correcting misclassifications, particularly during transitions between sleep and wake states. This
temporal modeling is crucial because certain physiological signals may overlap between stages

when examined in isolation but reveal distinctive patterns over time.

2.4.2 Clinical Implications

The enhanced accuracy of sleep tracking algorithms in detecting sleep onset and
wakefulness has significant clinical implications. Accurate sleep monitoring is essential for
diagnosing and managing sleep disorders, which are associated with numerous adverse health
outcomes, including cardiovascular disease, metabolic dysregulation, impaired cognitive
function, mood disorders, and decreased quality of life. Traditional PSG, while considered the
gold standard, is resource-intensive, requires overnight stays in specialized clinics, and may not

reflect typical sleep patterns due to the unnatural sleeping environment.

The ability to monitor sleep accurately using wearable devices offers a non-invasive,
cost-effective alternative to PSG. Wearable technology allows for continuous, long-term
monitoring in naturalistic settings, providing a more comprehensive understanding of an

individual's sleep patterns. For patients with sleep disorders, continuous monitoring can facilitate

62



early detection of sleep disturbances, allowing for timely interventions before conditions worsen.
This is particularly important for OSA, where early diagnosis and treatment can significantly

reduce the risk of cardiovascular complications.

Moreover, wearable devices empower patients to engage actively in managing their sleep
health. By providing immediate feedback on sleep quality and patterns, individuals can make
informed decisions about lifestyle modifications, adherence to treatment regimens, and when to
seek professional help. This increased engagement may improve compliance with therapies such

as continuous positive airway pressure (CPAP) for OSA, leading to better health outcomes.

In clinical practice, the integration of accurate sleep tracking algorithms into wearable
devices can enhance remote patient monitoring, reduce the burden on sleep clinics, and enable
personalized treatment plans. Healthcare providers can utilize data from these devices to monitor
treatment efficacy, adjust interventions as needed, and identify patterns that may necessitate

further investigation.

2.4.3 Contributions to the Field

This study makes several notable contributions to the field of sleep medicine and
wearable technology. Firstly, we introduce the Dataset for Real-time sleep stage EstimAtion
using Multisensor wearable Technology (DREAMT), a novel dataset containing high-resolution,
research-grade wearable data synchronized with gold-standard PSG annotations from patients
with varying degrees of sleep disorders. To our knowledge, our study is the first to release a
complete dataset for sleep tracking and staging using a publicly available research-grade wearable
device from such a large and diverse population. By making this dataset publicly available, we
promote transparency, reproducibility, and collaborative advancement in the field, providing a

valuable resource for researchers aiming to develop and validate sleep tracking algorithms.
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Secondly, our approach is unique in applying Gaussian Process Boosted Tree Models
(GPBoost) to model random effects in wearable sleep tracking. By incorporating random effects
related to physiological conditions such as obesity and apnea severity, our model accounts for
unobserved heterogeneity among participants, enhancing its robustness and generalizability.
Traditional models often assume that all individuals can be modeled using the same parameters,
which may not hold true in heterogeneous populations. By accounting for group-wise
characteristics, our method allows for semi-personalized predictions, leading to improved

accuracy and fairness in sleep-wake classification.

Thirdly, we introduce a novel post-processing method based on LSTM networks to learn
temporal information from the outputs of the trained boosted tree models. This hybrid approach
combines the strengths of ensemble tree methods in handling diverse data types and the
capabilities of recurrent neural networks in capturing temporal dynamics. The LSTM post-
processing adds robustness to the base model by learning temporal patterns, which is especially
beneficial when training with relatively small datasets common in clinical research due to cost

and effort associated with data collection.

2.4.4 Limitations of the Study

Despite the promising results, our study has several limitations that warrant
consideration. One primary limitation is the sample size and composition. While we included 100
participants with varying degrees of sleep disorders, the dataset predominantly comprises
individuals with OSA and obesity. This composition may limit the generalizability of our
findings to other sleep disorders or to populations without sleep disorders. Additionally, the
relatively small sample size may not capture the full spectrum of variability present in the general

population.
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Another limitation is the lack of healthy controls in our dataset. Contrary to other existing
open-source datasets, we do not have a large number of participants who present normal sleep
behaviors (i.e., without any sleep disorder diagnosis). All participants in this dataset are expected
to have some type of sleep disorder, which may bias the model towards detecting abnormalities
rather than normal sleep patterns. There are 26 participants who do not have sleep apnea, but they
do have other conditions, including depression, anxiety, hypertension, or asthma, which are
expected to affect sleep. In future research, we plan to augment the DREAMT dataset by

including healthy adults without sleep disorders to improve the generalizability of our models.

Additionally, the data were collected in a clinical setting, which might not reflect sleep
patterns in a natural home environment. Participants might have experienced the "first-night
effect,” where sleep is atypical due to unfamiliar surroundings and the presence of monitoring
equipment. These conditions could affect physiological signals and sleep architecture, potentially
limiting the applicability of our findings to real-world settings. The differences between the
conditions under which sleep was assessed in the clinic versus how it occurs in everyday life

might hinder our method's performance if deployed outside of the sleep clinic setting.

Our feature extraction pipeline is another limitation, as it is domain-driven rather than
data-driven. We engineered the features based on established physiological indicators of sleep
stages and exploratory data visualization. While this approach leverages expert knowledge, it may
overlook subtle patterns or interactions captured by data-driven methods. Employing deep
learning techniques for automated feature extraction could potentially enhance model

performance by identifying complex, non-linear relationships in the data.

Moreover, although we modeled random effects related to obesity and apnea severity,

other unmeasured confounding variables may influence sleep patterns and physiological signals.
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Factors such as medication use, comorbid conditions (e.g., chronic pain, neurological disorders),
lifestyle factors (e.qg., caffeine or alcohol intake), and genetic predispositions were not explicitly
accounted for but could impact the algorithm's accuracy. Investigating these additional variables

in future studies could further personalize the algorithm and improve its performance.

Lastly, our study utilized data from a specific research-grade wearable device (Empatica
E4). While this device provides high-resolution data, the findings may not directly translate to
consumer-grade wearables, which often have different sensor capabilities and sampling rates.
Future research should explore the applicability of our methods across various wearable

technologies to enhance generalizability and accessibility.

2.4.5 Conclusion and Future Directions

This study demonstrates the potential of integrating mixed-effects modeling and temporal
post-processing to improve the accuracy of sleep tracking algorithms using wearable technology
in sleep-disordered populations. By addressing individual variability and leveraging the temporal
structure of sleep, our approach enhances the detection of sleep onset and wakefulness, which are

critical for diagnosing and managing sleep disorders.

Our work contributes to the field by introducing the DREAMT dataset, providing a
valuable resource for future sleep tracking and staging algorithm development. The application of
Gaussian Process Boosted Tree Models to model random effects in wearable sleep tracking is a
novel approach that accounts for unobserved heterogeneity among participants. Additionally, the

introduction of LSTM-based post-processing to learn temporal information from the outputs of
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the trained boosted tree models offers a new methodological advancement, improving model

accuracy even with relatively small datasets.

Building upon our findings, several avenues for future research emerge. Firstly, we plan
to expand the DREAMT dataset by including healthy adults without sleep disorders. This
expansion will allow us to develop algorithms capable of accurately tracking sleep across a
broader spectrum of the population, including those with typical sleep patterns. A more diverse
dataset would enhance the model's ability to generalize and perform well in both clinical and real-

world settings.

Secondly, further exploration of different mixed-effects in the modeling process could
potentially achieve better sleep tracking performance. Our study focused on obesity and apnea
severity as random effects, but the dataset contains numerous variables of interest for further
exploration, such as mental health conditions, cardiovascular illnesses, age, sex, and diagnosis of
sleep disorders other than sleep apnea. Investigating these variables could lead to more

personalized predictions and improve the algorithm's robustness.

Thirdly, integrating data-driven feature extraction methods, such as deep learning models
or complex time series analysis, could automate the process of feature extraction and potentially
uncover complex patterns not captured by domain-driven approaches. These methods may
enhance model performance by identifying subtle, non-linear relationships within the

physiological signals, especially given the large number of epochs in our dataset.

Additionally, validating our methods in naturalistic settings is essential. Since our data
were collected in a clinical environment, testing the algorithm's performance using data collected

in participants’ home environments would assess its applicability under typical sleeping
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conditions. This validation is crucial for developing sleep tracking solutions that are effective

outside of controlled clinical settings.

Exploring the integration of our modeling approach with consumer-grade wearable
devices could broaden the impact of our findings. Adapting the algorithm to function with data
from widely available devices like smartwatches and fitness trackers would enhance accessibility
and utility for a wider user base. This adaptation requires addressing differences in sensor
accuracy, data resolution, and signal processing capabilities between research-grade and

consumer-grade devices.

Engaging in collaborative efforts to create standardized benchmarks and evaluation
protocols would benefit the field of sleep medicine and wearable technology. Sharing datasets
and methodologies promotes transparency, accelerates the development of robust, generalizable
sleep tracking solutions, and fosters innovation through collective efforts. Our publicly available
DREAMT dataset is a step toward fostering such collaboration and setting a foundation for

standardized practices.

Investigating other random effects in the mixed-effects modeling framework could
further personalize the algorithm. Factors such as age, sex, comorbid conditions, and genetic
predispositions might significantly influence sleep physiology and should be considered.
Developing adaptive algorithms that can learn from individual users over time could also improve
accuracy and user experience, allowing for continuous refinement based on personal sleep

patterns and responses to interventions.

While limitations exist, such as the need for larger and more diverse datasets and

validation in naturalistic settings, our findings lay the groundwork for future advancements in
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wearable-based sleep monitoring. Continued research in this area has the potential to
revolutionize sleep medicine by providing accessible, non-invasive tools for accurate sleep

assessment, ultimately improving patient outcomes and quality of life.
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3. WatchSleepNet: A deep learning approach

3.1 Introduction

Consumer wearables, like the Oura Ring, have reported moderate success in sleep
staging, with a Cohen's Kappa of 0.65 for four-stage classification (Wake, Light, Deep, REM).
However, wrist-based devices, like smartwatches, tend to perform worse than finger-based
devices due to issues like motion artifacts and less optimal placement for capturing PPG signals.
Wrist-based devices, including popular models like the Apple Watch, are more prone to errors
caused by movement and varying skin contact, which can introduce noise into the HRV data.
Additionally, these devices are typically validated on healthy populations, limiting their

generalizability to clinical populations with sleep disorders.

Sleep staging with wearable devices has seen rapid advancements over the past few
years, but significant gaps remain in the development and validation of reliable algorithms. Most
consumer-grade wearables focus on three- or four-stage sleep classification, distinguishing
between Wake, Light Sleep (NREM stages N1 and N2), Deep Sleep (NREM stage N3), and REM
sleep. However, their accuracy is often benchmarked against relatively small datasets of healthy
adults, which limits their utility in clinical populations, especially those with sleep disorders such
as obstructive sleep apnea (OSA). OSA affects sleep architecture by reducing the time spent in
deep and REM sleep, making accurate classification in these stages crucial for detecting the

disorder.

Several studies have attempted to develop machine learning and deep learning algorithms
for wearable-based sleep staging. Many of these approaches utilize PPG signals to infer HRV,
which fluctuates across sleep stages. PPG-based sleep staging models typically rely on time-

series data and leverage recurrent neural networks (RNNs), convolutional neural networks
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(CNNs), or a combination of both to predict sleep stages. These models have shown moderate
success, but they are often hindered by the lack of publicly available wrist-worn datasets,
reproducible code, and standardized validation procedures. For example, Korkalainen et al.
(2020) developed a deep learning model using PPG data from patients with suspected sleep
apnea, achieving an accuracy of 80.1% for three-stage sleep classification. However, their data
was not made publicly available, making it difficult to validate or compare their results with other

models.

Another challenge in wearable sleep staging is the heterogeneity of the PPG signal itself.
PPG is highly sensitive to movement and other environmental factors, which can introduce noise
and artifacts into the data. Additionally, the morphology of the PPG signal can vary depending on
the body location where the sensor is placed (e.g., wrist vs. fingertip), which complicates the
development of generalized algorithms. Wrist-based PPG signals, in particular, are more prone to
motion artifacts, which can degrade the performance of sleep staging algorithms. This has led
some researchers to explore alternative signals, such as interbeat intervals (1BI) derived from PPG

or ECG, which are less susceptible to noise and provide a more consistent measure of HRV.

Despite these challenges, there has been some progress in improving the performance of
wearable-based sleep staging algorithms. For example, recent advancements in deep learning
architectures, such as the use of convolutional neural networks (CNNs) and recurrent neural
networks (RNNs) in combination with attention mechanisms, have shown promise in capturing
the temporal and spatial dynamics of sleep stages. These models can learn complex patterns in the
data and are capable of handling the variability introduced by different sensor placements and
population characteristics. However, most of these models are trained and validated on small,

homogeneous datasets, limiting their generalizability to larger, more diverse populations.
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3.2 Literature Review

The field of wearable sleep staging has seen significant advancements in recent years,
with numerous studies exploring novel deep learning architectures and sensor data for predicting
sleep stages. Below is a summary of the most relevant studies, focusing on their methodologies,
datasets, performance metrics, and the availability of code and dataset availability.

Korkalainen et al.>” developed a deep learning model for classifying sleep stages using
photoplethysmography (PPG) signals. This model was applied to patients with suspected sleep
apnea, achieving impressive accuracies of 80.1% for 3-stage sleep classification, 68.5% for 4-
stage classification, and 64.1% for 5-stage classification. The model’s performance demonstrated
the viability of PPG signals in sleep staging for patients with sleep disorders. However, the
absence of open-source code limits the reproducibility of this work.

Sridhar et al.>® explored the use of instantaneous heart rate signals extracted from
electrocardiograms (ECG) to classify sleep stages. Their model achieved 77% accuracy and a
Cohen’s kappa of 0.66 on the Sleep Heart Health Study (SHHS) dataset. This work contributed to
the development of ECG-based sleep staging but did not publish a codebase, limiting further
reproducibility and adaptation.

Fonseca et al.*>® presented a study involving the use of consumer-grade devices such as
the Apple Watch for sleep staging. Fonseca et al. developed a neural network using heart rate and
body movement data to classify sleep stages into three classes. Their model achieved a
classification accuracy of 72%, focusing on a consumer-friendly setup that made sleep staging
more accessible to the general population, albeit at the cost of lower accuracy compared to
clinical-grade devices.

Radha et al.® applied a deep transfer learning framework to wrist-worn PPG signals.

They pre-trained their model on ECG data and then fine-tuned it for PPG data. This transfer
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learning approach showed promising results in four-stage sleep classification (Wake, REM,
N1/N2, N3), but the study primarily focused on healthy individuals, limiting its generalizability to
populations with sleep disorders. The absence of open-source code also restricts replication.

Li et al.®* presented a study focusing on transfer learning for sleep staging using Empatica
E4 devices. Li et al. pre-trained their model on ECG signals and adapted it to PPG signals. The
study achieved up to 81.49% accuracy and a Cohen’s kappa of 0.58 for two-class classification
(sleep vs. wake), marking significant progress in wrist-based sleep staging. However, the study’s
primary limitation was its focus on a small number of sleep stages and the lack of an open-source
codebase.

Waulterkens et al.?’ developed a deep learning algorithm that combined wrist-worn PPG
and accelerometry data to predict sleep stages. Their model achieved an accuracy of 76.4% and a
Cohen’s kappa of 0.62 in a clinical population, demonstrating the potential for generalizability
across different populations. However, like many other studies, the lack of publicly available
code prevents further analysis and replication.

Kotzen et al.% introduced SleepPPG-Net, which achieved state-of-the-art performance by
using raw PPG signals for sleep staging. The model showed robust generalization across multiple
public datasets, including SHHS and MESA, achieving a Cohen’s kappa of 0.62. This study
stands out for its cross-dataset evaluation, highlighting the importance of generalization in sleep
staging models, although it did not release the codebase.

In a more computationally efficient approach, Fonseca et al.®® developed an algorithm for
four-stage sleep staging using PPG and body movement data. The model achieved a Cohen’s
kappa of 0.638 and a median accuracy of 77.8%, demonstrating the feasibility of using consumer-
grade wearables for more detailed sleep staging. However, without access to the code, the

model’s reproducibility remains limited.
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Zhang et al.% developed SensEcho, a wearable system designed to capture
cardiorespiratory signals using a combination of bidirectional long short-term memory (BLSTM)
networks. Their system achieved accuracies of 80.25% and 80.75% on two separate datasets,
showcasing the benefits of using advanced neural network architectures for sleep staging in real-
world environments.

Topalidis et al.®® proposed a novel method for sleep staging using heart rate variability
(HRV) signals from low-cost wearables. Their model reached a Cohen’s kappa of 0.69,
demonstrating the potential for accurate sleep staging using more affordable consumer-grade
devices.

Heneghan et al.®® employed convolutional neural networks (CNNs) for sleep staging
using raw accelerometer and wrist-worn PPG data. They achieved an accuracy of 0.79 and a
Cohen’s kappa of 0.66 for four-stage classification. This work highlights the growing importance
of CNNs in processing raw physiological signals from wearables.

Silva et al.*® used recurrent neural network (RNN) algorithms to classify sleep stages
using PPG and accelerometer data. Their model achieved a balanced accuracy of 71.6% and a
Cohen’s kappa of 0.56 for classifying wake, light, deep, and REM sleep. The use of RNNs
reflects the increasing reliance on sequential modeling techniques in wearable-based sleep
staging.

Attia et al.®” built upon the original SleepPPG-Net architecture, developing SleepPPG-
Net2. This model achieved improved generalization across five external datasets and introduced a
multi-source domain training approach. They reported up to 19% higher Cohen’s kappa
compared to benchmarks, although the study did not release its codebase.

Nam et al.®® presented InsightSleepNet, a deep learning model that used continuous PPG

signals for sleep staging, with a focus on interpretability and uncertainty estimation. They
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achieved notable improvements in accuracy and Cohen’s kappa on datasets like MESA, CFS, and
CAP. Nam et al.’s study stands out for releasing its codebase, allowing for replication and further
investigation. The model employed temporal convolutional networks (TCN) combined with local

attention modules, making it one of the more advanced architectures in wearable sleep staging.

3.2.1 Limitations in Recent Sleep Staging Research

Across most of these studies, there is a consistent issue of lack of transparency—many do
not make their codebases or datasets publicly available. A large number of studies focus on raw
fingertip PPG, which differs significantly from wrist-based PPG due to unique challenges in
signal acquisition, including noise and signal quality. Although some studies provided code, the
datasets—especially wrist PPG—were not available, limiting reproducibility. One study offered
both dataset and code, but the signals were processed (heart rate and accelerometry) from Apple
devices rather than raw PPG. To date, no large wrist-based PPG datasets have been openly

available, except for our self-collected DREAMT dataset.

3.3 Methods

3.3.1 Datasets and Preprocessing

For the development of WatchSleepNet, we leveraged three primary datasets: the Sleep
Heart Health Study (SHHS),® 7 the Multi-Ethnic Study of Atherosclerosis (MESA),”®" and the
Duke Research on Empirical Assessment of Methods for Sleep and Technology (DREAMT).#
Details about the DREAMT dataset can be found in the previous chapter. Each dataset provides a
unique contribution to the training and validation of our sleep staging algorithm, allowing for a
comprehensive approach to model development. In Table 3, the demographics of the datasets

used in this study is presented, including the distribution of apnea severity categories. Data
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samples are categorized as no apnea, mild apnea, moderate apnea, and severe apnea, with
percentages of each category relative to the total number of samples for each dataset. The types of
physiological data included for each dataset are also listed. Also included in the comparison of
REM sleep percentages across apnea severity categories for the DREAMT, SHHS, and MESA
datasets. REM percentages are shown for no apnea, mild apnea, moderate apnea, and severe
apnea groups, providing insights into the relationship between apnea severity and REM sleep

proportions in each dataset
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Table 5. Summary of dataset characteristics for the DREAMT, SHHS, and MESA datasets.

Dataset Data samples Devices for No apnea # Mild apnea # Moderate apnea # Severe apnea #
used Recording % of recordings % of total recordings % of total recordings % of total recordings
(# subjects) [% REM epochs] [% REM epochs] [% REM epochs] [% REM epochs]

DREAMT 100 PSG 26 25 24 25
(100) E4 (26%) (25%) (24%) (25%)
[9.4%] [9.1%)] [7.7%] [6.5%]
SHHS 7845 PSG 1467 2829 2062 1477
(5791) (17.4%) (33.5%) (24.5%) (17.5%)
[14.5%] [14.2%)] [13.4%)] [11.4%)]
MESA 2055 PSG 415 569 474 478
(2055) Finger PPG (20.2%) (27.7%) (23.1%) (23.3%)

Actigraphy [11.4%)] [11.1%)] [10.2%)] [8.3%]



3.3.1.1 SHHS (Sleep Heart Health Study)

The Sleep Heart Health Study (SHHS)® 0 is a large-scale, multi-center cohort study
initiated by the National Heart, Lung, and Blood Institute (NHLBI) to explore the relationship
between sleep-disordered breathing (SDB), including obstructive sleep apnea (OSA), and
cardiovascular outcomes. The study enrolled 6,441 participants aged 40 years and older from nine
existing epidemiological cohorts between November 1995 and January 1998. The PSG recordings
were conducted using a standardized montage that included EEG, EOG, EMG, ECG, thoracic and
abdominal excursions, airflow detection, pulse oximetry, heart rate, body position, and ambient
light monitoring (Table 5). For our study, we combined the 5,791 ECG records from the SHHS1
dataset and 2,055 ECG records from the SHHS2 dataset. In both datasets, the ECG was sampled
at 125 Hz, and the length of each recording was, on average, approximately 10 hours. The
distribution of sleep apnea severity among these participants is as follows: 17.3% with no apnea,
33.8% with mild apnea, 24.7% with moderate apnea, and 17.0% with severe apnea. To allow
better transfer of learning tasks, we kept the maximum length of any SHHS record at 1100

epochs, same as DREAMT, and we removed any data after the 1100th epoch.

3.3.1.2 MESA (Multi-Ethnic Study of Atherosclerosis)

The Multi-Ethnic Study of Atherosclerosis (MESA)™™ is a comprehensive, multi-center
cohort study sponsored by the (NHLBI) to investigate the factors associated with the
development and progression of subclinical cardiovascular disease (CVD) in a diverse
population. The study initially enrolled 6,814 participants aged 45-84 years, representing Black,
White, Hispanic, and Chinese-American ethnic groups, from six U.S. centers between 2000 and
2002. To further explore the relationship between sleep disorders and cardiovascular outcomes,

the MESA Sleep ancillary study was conducted between 2010 and 2012, enrolling 2,237
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participants who underwent full overnight unattended PSG, along with 7-day wrist-worn
actigraphy and sleep questionnaires. For this study, we utilized data from 2055 participants in the
MESA Sleep study, specifically focusing on both the ECG and PPG signals, which were both
sampled at 256 Hz. The distribution of sleep apnea severity among these participants is as
follows: 20.2% with no apnea, 27.7% with mild apnea, 23.1% with moderate apnea, and 23.3%
with severe apnea. In Table 5, the exact numbers in each sleep apnea severity category and the
corresponding REM sleep percentages are reported. Some records from MESA contain more than
1 night of recording. To allow better transfer of learning tasks, we kept the maximum length of
any MESA record at 1100 epochs, same as DREAMT, and we removed any data after the 1100th

epoch.

3.3.2 Interbeat Interval (IBI) Values

IBIs are fundamental measurements in cardiovascular physiology, representing the time
intervals between consecutive heartbeats. An IBI is specifically the duration between two
successive peaks in a cardiac signal, such as the R-peaks in an ECG or the pulse peaks in a PPG
signal. IBIs are crucial because they serve as the raw data from which heart rate variability
(HRV) metrics are derived, offering insights into autonomic nervous system function and overall
cardiovascular health. To transform IBls into a time series signal, the calculated intervals are
arranged sequentially in chronological order. This IBI time series signal can be used to calculate
all domain-driven HRV metrics, providing valuable information about an individual's
physiological state, including stress levels, sleep quality, and cardiovascular health. In sleep
studies, variations in HRV can inform predictions of sleep stages, making IBIs instrumental in
sleep staging and research.

By utilizing IBIs calculated from both ECG and PPG signals, researchers can leverage a

broader range of datasets and ensure that their models are robust across different measurement
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modalities. This approach enhances the generalizability of findings and supports advancements in

fields like sleep medicine, cardiology, and wearable health technology.

3.3.3 Preprocessing

Preprocessing varied slightly across the datasets due to differences in the sampling rates
and signal characteristics. For both SHHS and MESA, the raw ECG and PPG signals were
processed to extract interbeat intervals (IBI), which are the time intervals between successive
heartbeats. IBls were calculated using peak detection algorithms, where the time intervals
between the peaks of the R-wave in the ECG or the systolic peak in the PPG were measured.
These IBI values were then used as input features for our model. For DREAMT, which used the
Empatica E4 smartwatch, the BVP signal was first preprocessed to remove motion artifacts and
noise, and then IBI values were calculated from the cleaned BVP signal. To ensure consistency
across datasets, we resampled all signals to a uniform 25 Hz and truncated the recordings to a
maximum length of 1,100 epochs (approximately 9 hours) to match the typical length of

overnight sleep studies.

The preprocessing pipeline included several steps designed to improve the quality of the
input signals. First, any IBI values exceeding 2 seconds (corresponding to a heart rate below 30
bpm) were flagged as physiologically abnormal and replaced with zero. These extreme values
were often the result of no wear, poor sensor contact, or motion artifacts, particularly in the
wearable data from DREAMT. Next, we applied a low-pass filter to remove high-frequency
noise, which is common in PPG signals. Finally, we standardized the IBI values across all

participants to ensure that the input features were comparable across datasets.
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3.3.4 Benchmark Algorithms

3.3.4.1 InsightSleepNet

InsighSleepNet® was the only model with open-sourced code for sleep staging. The
model integrates advanced components like local attention, InceptionTime, and TCN to capture
temporal features. While InsightSleepNet was designed for PPG, for our comparison, we adapted
the model to use IBI signals. We used our cross-entropy loss function and Adam optimizer while
keeping the recommended hyperparameters.®® However, the fixed input size of InsightSleepNet
posed a challenge when compared to WatchSleepNet. WatchSleepNet leverages recurrence to
dynamically process variable-length inputs while InsightSleepNet requires a fixed length (1200
epochs) for its input. We reduced the input sequence length to 1100 epochs to align with our

DREAMT dataset to allow fair comparison and make transfer learning easier.

To ensure a fair comparison, we made adjustments to the training process. During
training, we encountered numerical instabilities, specifically NaN values in the gradients and
predicted probabilities. We addressed this by zeroing out any NaN values in the softmax
predicted probabilities, to help maintain the integrity of the training process without altering the
core architecture of InsightSleepNet. Additionally, gradient clipping with a value of 3.0 was
implemented to prevent exploding gradients. These adjustments ensured that InsightSleepNet was
trained in a stable environment and could be compared under similar conditions as

WatchSleepNet.

3.3.4.2 SleepConvNet

SleepConvNet™® is one of the few models explicitly designed to utilize interbeat interval

(1BI) signals allowing a direct comparison to our methodology. The model employs convolutional
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and dilated convolutional layers to capture both local and long-range features from the IBI input.
We adapted the architecture by reducing the input sequence length to 1100 epochs and applied
our cross-entropy loss function with the Adam optimizer, similar to InsightSleepNet. We also
incorporated a modified learning rate but maintained all other originally recommended
hyperparameters to ensure consistency. Aside from hyperparameters, we added an additional
convolutional layer to avoid shape mismatches during matrix operation. This issue is most likely
due to the difference in computational tools and infrastructure. The original model was developed
using proprietary tools and infrastructure while our implementation was carried out in PyTorch.
We added a fully connected layer to resolve the discrepancy. These modifications allowed us to
reproduce the model's core functionality as faithfully as possible while adapting it to our

experimental framework.

3.3.4.3 Excluded Models

We decided to forgo using the other studies that presented PPG-based or HR-based sleep
staging algorithms as benchmarks for mainly three reasons: 1) significant differences in raw
signal type used, modeling task or modeling approach, 2) lack of published codebase or lack of
sufficient details to describe the algorithm used. For instance, while the work of Li et al.®* is
arguably the closest to our proposed data type and approach, we decided not to use their approach
as a benchmark because their classifier was sequence-to-class, primarily using a CNN for feature
extraction (pretrained from ECG signals) and then applied (through transfer learning) to the PPG
signals, followed by a Support Vector Machine (SVM) as the classifier, which significantly
differed from our sequence-to-sequence classifier with an end-to-end deep learning pipeline.
Similarly, SleepPPG-Net presented by Kotzen et al.®? was a very promising model, focusing on a

sequence-to-sequence model, but the primary issue was that it proposed finger-based PPG signals
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as the best signal for SleepPPG-Net achieving the best sleep staging results, and did not provide a
public codebase. The lack of code, coupled with the difference in raw signal characteristics,
would make reproducing their results with our wrist-based PPG dataset challenging. Moreover,
their feature extraction pipeline included specific preprocessing steps for finger PPG, which may
not translate directly to our data, raising concerns about generalizability and implementation
feasibility. In addition, many of the other approaches from relevant literature significantly
diverged from our end-to-end deep learning framework that requires a robust and scalable
sequence-to-sequence model. The absence of code for many of these papers also presents an
unnecessary burden, as developing and validating complex preprocessing steps or feature
extraction techniques from scratch would involve significant time and effort without contributing

to fair comparisons.

3.3.5 WatchSleepNet Model Architecture

The architecture of WatchSleepNet was designed to address the unique challenges of
sleep staging using wearable device data, specifically focusing on capturing both the spatial and
temporal dependencies in the interbeat interval (IBI) signals. The model combines elements of
convolutional neural networks (CNNs), temporal convolutional networks (TCNs), and recurrent
neural networks (RNNs) with attention mechanisms, enabling it to learn hierarchical features
from the data while effectively modeling temporal dependencies. In Figure 6 there are diagram
representations of A) Overall Model Architecture. B) ResNet Unit. C) Temporal convolution

network. D) LSTM + Multi-Headed Attention Module.
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3.3..1 Model Inputs

The input to WatchSleepNet consists of sequences of IBI values, where each sequence
represents a full night of sleep, broken down into 30-second epochs. For each epoch, the input
feature vector contains 750 values (25 Hz sampling rate * 30 seconds), which represent the 1BI
signal for that epoch. The input shape for each sample is therefore [batch_size, seq_len, 750],

where seq_len represents the number of epochs in the sequence (up to 1,100 epochs).

3.3.5.2 ResNet Blocks

The first component of WatchSleepNet is a series of four residual blocks, inspired by the
ResNet architecture, which are used to extract hierarchical spatial features from the IBI signals.
Each residual block consists of two convolutional layers with a kernel size of 3, followed by
batch normalization and a ReLU activation function. The residual connections between blocks
help mitigate the vanishing gradient problem, allowing the network to be trained more effectively
even with a large number of layers. The output of the final residual block is a 256-dimensional

feature map for each epoch, which captures the low-Ilevel features of the 1BI signal.

3.3.5.3 Temporal Convolutional Network (TCN)

After the ResNet blocks, the feature maps are passed through a Temporal Convolutional
Network (TCN), which is designed to capture long-range temporal dependencies in the data. The
TCN uses dilated convolutions to model the sequential nature of the sleep data, ensuring that
predictions for each epoch are informed by both past and future epochs. Unlike traditional RNNs,
TCNs are more efficient in handling long sequences because they can process multiple time steps
in parallel. This is particularly important for sleep staging, where the duration of the input

sequence can be several hours long.
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3.3.5.4 LSTM with Attention Mechanism

To further improve the model's ability to capture temporal dependencies, we included a
bidirectional Long Short-Term Memory (LSTM) network with a multi-head attention mechanism.
The LSTM processes the IBI sequences in both forward and backward directions, allowing the
model to learn dependencies that exist before and after each time step. The attention mechanism
enhances the LSTM by enabling the model to focus on the most relevant epochs when making
predictions. This is particularly useful for sleep staging, where certain epochs may contain more
information about transitions between sleep stages than others. For example, transitions from
NREM to REM sleep are often preceded by specific changes in heart rates, which the attention

mechanism can learn to prioritize.

3.3.5.5 Final Classification Layer

The output of the LSTM is passed through a fully connected layer that maps the enriched
feature representations to the output space. The final output has the shape [batch_size, seq_len,
3], where the last dimension corresponds to the three sleep stage classes (Wake, NREM, REM).
A softmax activation function is applied to produce probability distributions over the three

classes, and the model is trained using cross-entropy loss.

85



98

AN N =
M

([ [[]

[[[ T[]

oulpu o previous residual biock

Figure 6. WatchSleepNet model architecture.

-
9
N
g
Y

BILSTM x 4 .
Bl e - TCNx3 with multi-headed )
Epochs Block . Classifier
attention
Multi-Head Attention
Resl\let‘ = ResNet ‘ = ResNet —= ResNet —
' ) ) - ) BILSTM with
multi-headed attention
Linear Reshape
; Scaled Dot-Product ‘ui h
B. ResNet = Aﬁentl:::n
Lingar
= i 3
= 7 E:
§— g —_—— + —
B i K Q
! g
= outputs
T b Fy Fy
C. TCN ENEEENEEER

-
backward
|ayer ‘—(LSTM j‘*
k.

E.

forward __|
layer

inputs Xt

LST™M

Predicted
Sleep Stages




3.3.5.6 Model Parameters and Training Details

Our model configuration was determined through hyperparameter tuning to optimize

performance on the sleep stage classification task. The final model parameters are as follows:

e NUM_INPUT_CHANNELS: 1

e FEATURE_CHANNELS: 256

e NUM_CHANNELS: 256

e KERNEL_SIZE: 5

e HIDDEN_DIM: 256

e TCN_LAYERS:3

e NUM_LAYERS: 4

e NUM_HEADS: 16

The number of TCN layers and LSTM layers heavily influenced the model's
performance. Increasing the number of layers led to a larger number of parameters, which could
cause overfitting and increased computational demands, while decreasing the layers could result
in underfitting and insufficient modeling of temporal dependencies. By systematically
experimenting with different configurations for these layers, we identified the optimal settings
that yielded the best trade-off between model complexity, training efficiency, and predictive
accuracy.

WatchSleepNet was trained using the Adam optimizer with an initial learning rate of
0.001. We applied early stopping with a patience of 20 epochs, and the model was trained for up
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to 200 epochs. To prevent overfitting, we applied L2 regularization with a weight decay of 0.0001
and used dropout layers with a dropout rate of 0.2 after each ResNet block and LSTM layer. The
model was pretrained on the SHHS and MESA datasets before being fine-tuned on the DREAMT

dataset.

3.3.6 Pretraining and Fine-Tuning strategy

Step 1: Pretrain Step 2: Finetune and CV evaluation
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Figure 7. Pretraining and fine-tuning strategy.

Model pretraining and finetuning was a key component of our approach, enabling
WatchSleepNet to generalize better to smaller, wearable-based datasets like DREAMT. We
pretrained the model on the larger SHHS and MESA datasets, which contain ECG and PPG
signals from thousands of participants. This pretraining allowed the model to learn general
patterns in IBI signals that are relevant for sleep staging, such as the differences in HRV across

sleep stages and transitions. By leveraging these large datasets, we could effectively initialize the

88



model’s parameters, reducing the risk of overfitting when fine-tuning on smaller datasets like

DREAMT.

The pretraining process involved training the model to classify sleep stages (Wake,
NREM, REM) using the SHHS and MESA data. During this phase, we experimented with
freezing different layers of the model to assess the impact on performance. Ultimately, we found
that fine-tuning all layers, including the ResNet blocks, led to the best results, as it allowed the
model to adapt to the specific characteristics of the DREAMT dataset, which used wrist-based

PPG signals rather than the ECG signals used in SHHS and MESA.

After pretraining, we fine-tuned the model on the DREAMT dataset, using a 5-fold cross-
validation approach to ensure robust evaluation, under the same learning rate, same batch size,
and same number of patience for early stopping. The entire training and testing process is

illustrated in Figure 7.

3.4 Results

3.4.1 Performance Evaluation Across Datasets

The performance of WatchSleepNet was evaluated on the DREAMT dataset after
pretraining on SHHS and MESA. The model was compared against two baseline models:
SleepConvNet and InsightSleepNet, both of which are state-of-the-art deep learning models for
sleep staging. Table 6 summarizes the performance metrics for all three models across several

key metrics, including accuracy, macro F1-score, REM F1-score, AUROC, and Cohen's Kappa.
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As shown in Table 6, WatchSleepNet outperformed both baseline models across all
metrics, with significant improvements in REM F1-score and Cohen’s Kappa. The high REM F1-
score of 0.646 demonstrates the model's ability to accurately classify REM sleep, which is
typically the most challenging sleep stage to predict. The improvement in Cohen's Kappa, which
measures agreement between the model's predictions and the true labels, indicates that
WatchSleepNet is more reliable than the baseline models in classifying sleep stages, particularly

in the presence of sleep disorders like apnea.

All models—including WatchSleepNet, SleepConvNet, and InsightSleepNet—were
pretrained on SHHS and MESA before being fine-tuned on the smaller DREAMT dataset. While
pretraining allowed all models to learn general sleep patterns, WatchSleepNet was more effective
at leveraging this knowledge to generalize to DREAMT's wrist-based PPG signals. This superior
generalization indicates that WatchSleepNet is better equipped to adapt to smaller datasets,
enhancing its reliability in classifying sleep stages even in the presence of sleep disorders like

apnea.
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Table 6. Performance results table for wearable sleep staging model.

Shown here is the comparison of different model configurations across SHHS, MESA, and DREAMT datasets using pIBI and
elBI signals for sleep staging. The table presents model parameters, training and testing signals, fine-tuned layers, and key
evaluation metrics, including accuracy, F1-score, REM F1, AUROC, and Cohen's Kappa. Results are shown for models fine-
tuned on different layers (e.g., Attention, LSTM, TCN) and evaluated using 5-fold cross-validation and DREAMT dataset test
cases. Performance metrics are reported as means and standard deviations where applicable.

WatchSleepNet 0.837 +0.016 0.835+0.016 0.649 +0.08 0.938 +0.012 0.706 + 0.031
InsightSleepNet 0.761 +0.017 0.747 +0.015 0.261 +0.115 0.853 +0.024 0.555 +0.033

SleepConvNet 0.794 £ 0.014 0.787 £0.014 0.465 + 0.062 0.905+0.015 0.624 +0.028



3.4.2 Confusion Matrices and REM Misclassification

Overall

19.0%

WAKE

True Label
NREM

4.3% 34.4%

REM

WAKE NREM
Predicted Label

REM

Figure 8. WatchSleepNet sleep staging: confusion matrix of 5-fold cross
validation testing predictions against true labels.

Figure 8 displays the confusion matrix of the model's performance for the entire
DREAMT population, while Figure 9 shows the confusion matrices for subpopulations
categorized by different sleep apnea severity levels. Each cell in these matrices represents the
frequency with which one sleep stage is classified as another, offering insight into patterns of
error. The confusion matrices reveal a consistent trend where approximately 30% of
misclassifications occur between NREM and REM sleep stages. These misclassifications are
likely due to physiological similarities in certain features of the interbeat interval (IBI) signals

during transitions between these stages.
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As apnea severity increases, especially in severe cases, the model struggles more to
accurately classify REM sleep. The substantial rise in misclassifying REM as NREM sleep
suggests that severe apnea alters REM sleep characteristics, making it more challenging for the
model to distinguish between these stages. This sharp increase in misclassification in the severe
apnea population highlights the challenges in detecting REM sleep accurately, potentially due to
fragmented REM sleep or overlapping features with NREM sleep in this population. As apnea
severity increases, the HRV patterns that typically distinguish REM from NREM become less
pronounced, making it more difficult for the model to identify REM sleep. Overall, the highest
misclassifications occur between REM and NREM stages, indicating that distinguishing between

these two stages is particularly challenging for the model in cases of severe apnea.

Normal Mild

18.2% 1.6% 18.3%

3.1% 34.1%

True Label
REM NREM WAKE

Moderate Severe

18.5% 1.1%

3.5% 25.3% 4.1%

True Label
REM NREM WAKE

WAKE NREM REM WAKE NREM REM
Predicted Label Predicted Label

Figure 9. WatchSleepNet sleep staging confusion matrices across populations of
different sleep apnea severity categories.
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3.5 Discussion

3.5.1 Advantages of Using IBI Signals

One of the key decisions in designing WatchSleepNet was the use of interbeat interval
(1BI) signals instead of raw photoplethysmography (PPG) signals for sleep staging. This choice
was motivated by several factors that enhance the model's robustness, scalability, and
performance across different devices and populations.

Firstly, IBI signals offer greater consistency and reliability across different sensor
modalities, such as ECG and PPG. By using IBIs, we were able to leverage a broader range of
datasets for pretraining, including ECG from SHHS and PPG from MESA to serve as large
external pretraining datasets. This significantly increased the amount of data available for
training, which is crucial for improving model performance and generalizability. Relying solely
on raw wristwatch PPG signals would have limited us to only DREAMT, excluding valuable and
abundant ECG and fingertip PPG datasets and reducing the diversity and size of the training set.

Secondly, IBI signals are less susceptible to motion artifacts and device-specific
variations than raw PPG signals. Raw PPG signals can be highly variable due to movement,
particularly in wearable devices like smartwatches, and differences in sensor technology or body
location can lead to heterogeneity in PPG waveform morphology. In short, raw PPG signals can
contain too much irrelevant information. These factors can significantly affect data quality and
introduce inconsistencies that hinder robust model performance.

In contrast to recommendations by de Zambotti et al. to use raw PPG signals because it
could contain more information, we argue that using IBls enhances model robustness and
scalability. Raw PPG signals are prone to the aforementioned issues, which can hinder model
performance and generalization. The decision to use IBI signals was based on its consistency

across sensor modalities, reduced susceptibility to artifacts and device-specific variations, and the
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ability to integrate data from multiple large-scale datasets. This approach allowed us to build a
more robust and scalable model capable of accurate sleep staging using wearable technology

across diverse devices and populations.

3.5.2 Strengths of WatchSleepNet’s Model Architecture

The architecture of WatchSleepNet, which combines ResNet blocks, TCN, and LSTM
with attention mechanisms, offers several key advantages over traditional sleep staging models.
First, the use of residual connections in the ResNet blocks helps mitigate the vanishing gradient
problem, allowing the model to learn deeper representations of the IBI signals. This is particularly
important for sleep staging, where subtle changes in HRV can indicate transitions between sleep

stages.

The inclusion of the TCN further enhances the model's ability to capture long-range
dependencies in the data, which is crucial for modeling the temporal dynamics of sleep stages.
Unlike traditional RNNs, which suffer from vanishing gradients when processing long sequences,
TCNs can efficiently model temporal dependencies without requiring as many parameters. This
makes TCNs particularly well-suited for sleep staging tasks, where the duration of the input

sequence can span several hours.

Finally, the LSTM with attention mechanisms allows the model to focus on the most
relevant epochs when making predictions. This is especially useful for capturing sleep stage
transitions, where certain epochs may contain more information about the change in HRV
patterns than others. By incorporating attention, WatchSleepNet is able to prioritize these
important epochs, leading to more accurate predictions, particularly for challenging stages like

REM.
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Overall, the combination of these architectural components allows WatchSleepNet to
outperform existing models like SleepConvNet and InsightSleepNet, particularly in terms of its

ability to generalize to wearable data from a sleep disordered population.

3.5.3 Limitations

In this study, we aimed to demonstrate the applicability and potential of deep learning
algorithms developed for 3-class sleep staging (Wake, NREM, REM) using the data from
Empatica E4. Our study does not differentiate between light and deep sleep stages or the finer
granularity of N1, N2, and N3 stages present in 4- or 5-class sleep staging models that may
provide more detailed insights into sleep patterns. Future work could expand WatchSleepNet to
more detailed 4-class and 5-class sleep staging, enhancing the model's capability to capture finer

sleep stage transitions.

The study also does not incorporate other physiological signals collected from the
Empatica E4 device, such as accelerometry, electrodermal activity, and skin temperature. A key
reason for this omission is the lack of external datasets with gold standard sleep labels annotated
by sleep technicians based on PSG for pretraining on these signal types. Nonetheless,
accelerometry, being the second most common signal type used for sleep staging algorithms, is a

candidate for future investigation to complement the IBI signals used in this study.

To demonstrate the clinical impact of WatchSleepNet, we decided to focus our analysis
on sleep apnea, given that sleep apnea is the most common yet underdiagnosed sleep disorder
(add reference from intro). However, further analysis with other sleep disorders or sleep-related

conditions warrant investigation.
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During the training of WatchSleepNet, we observed some instability in the REM F1
score. The model reached high values (e.g., 0.780) but then fluctuated before stabilizing at a
better set of parameters. The oscillation in performance seen in WatchSleepNet can be considered
an inherent challenge of high-capacity models.”"* These high capacity models explore a high-
curvature loss landscape filled with local minima and saddle points. Thus, the models are often
sensitive to variations in the gradient, which can then lead to divergent training trajectories or
oscillations in performance, especially early in training.”>"* To mitigate such oscillations , early
stopping with a high patience setting was employed to allow the model to find flatter, more stable
regions of parameter space as training progresses. Early stopping prevented WatchSleepNet from
overfitting by halting training once performance on a validation set stops improving. The high
patience allowed WatchSleepNet to recover from short-term fluctuations during the early phase
of training and continue optimizing towards better parameter configurations, rather than
terminating prematurely. While this training instability might be viewed as a limitation, it is
effectively managed with early stopping, ensuring the model avoids overfitting and generalizes

well, particularly on smaller and noisier datasets like DREAMT.

Finally, while we aimed to benchmark against well-established models, we encountered
significant challenges both benchmark models: Nam et al. and Sridhar et al. Although Nam’s
code was published, the model they implemented, InsightSleepNet, was difficult to adopt due to
its being developed for PPG signals, which are not directly comparable in signal characteristics to
the IBI signals used in this study. On the other hand, Sridhar’s model (SleepConvNet),despite
providing detailed descriptions, was difficult to reproduce due to the lack of a published code
base. These challenges underscore the difficulty of adapting models designed for different signal
types and research questions, particularly when the necessary resources for replication are not

made available. These discrepancies required significant adaptation efforts, but given the
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differences in the underlying research objectives and available data, some models could not be
fully implemented as intended. Despite these challenges, we strived to align the models with our
task as closely as possible while making necessary adjustments. Future research should focus on
bridging these gaps by promoting the publication of open code bases and more flexible model

architectures that can adapt to diverse research setups.

3.5.4 Experiment Transparency

In the field of wearable sleep staging, a significant challenge lies in the lack of
transparency regarding available code bases, coding environments, and datasets for
benchmarking, hindering a community of research to further advance algorithm performance and
generalizability. This lack of openness has hindered the reproducibility and validation of many
published methods, making it difficult for researchers to build upon existing work. A notable
example is the study by Sridhar et al., which, despite providing detailed parameter descriptions,
did not publish the accompanying code base. This omission made it extremely challenging to
reproduce the model accurately, even with specific guidance on the architecture and
hyperparameters. The absence of standard datasets for benchmarking further complicates efforts

to compare models and evaluate performance across studies.

In this context, our work is especially significant as it addresses these challenges directly.
We contribute a complete and publicly available code base for sleep staging using a dataset
containing high-resolution smartwatch data (DREAMT, which was previously made public by
our group), offering an unprecedented level of detail for sleep staging analysis and ensuring that
our work can be reproduced and built upon by other researchers. By providing these resources,
we aim to foster transparency and collaboration in the field, setting a new standard for

reproducibility in wearable sleep staging research. This approach not only enables fair
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benchmarking across studies but also accelerates scientific progress by making state-of-the-art

tools and data readily accessible.

3.5.5 Conclusion

In this study, we aim to address the gaps in current wrist-watch wearable sleep staging
research by developing a novel sleep staging algorithm that uses wrist-based PPG signals
collected from wearable smartwatches, with insights with respect to participants with different
levels of sleep apnea severity. Our approach introduces a sequence-to-sequence neural network
architecture combining ResNet, Temporal Convolutional Network (TCN) layers, and Long Short-
Term Memory (LSTM) with attention, specifically targeting the classification of sleep into Wake,
NREM, and REM stages, achieving best results compared to benchmark algorithms. We have
pushed the boundaries of existing literature and studies by making both the dataset and code
repository publicly available, ensuring model reproducibility and facilitating future model

development among the community of digital health research.
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4. Impact of Different Sampling Strategies on Sleep Staging
Performance

4.1 Impact of Sampling on Generalization

A key challenge in developing sleep staging models is ensuring that they generalize well
across different populations, particularly those with varying levels of sleep apnea severity. Sleep
staging models trained exclusively on healthy populations often fail to generalize to clinical
populations with sleep disorders, such as obstructive sleep apnea (OSA). OSA affects sleep
architecture by reducing the time spent in deep and REM sleep, making accurate classification of

these stages particularly important for detecting the disorder.

In this chapter, we explore the impact of different sampling strategies on the
generalizability of sleep staging models. Specifically, we compare two sampling approaches:
representative sampling (Mrs), where the model is pretrained on a balanced subsample of
participants across all apnea severity levels, and selective sampling (Mss), where the model is
pretrained exclusively on normal participants without sleep apnea. By comparing these two
approaches, we aim to assess the impact of data drift on the model’s ability to generalize to

disordered populations, particularly those with severe apnea.

4.2 Sampling Methodology

4.2.1 Representative Sampling (Mrs)
In the representative sampling (Mrs) approach, we pretrain WatchSleepNet on a balanced
subsample of the SHHS and MESA datasets, which includes participants across all apnea severity

levels (normal, mild, moderate, and severe). This balanced subsampling ensures that the model is
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exposed to a wide range of sleep behaviors during pretraining, allowing it to learn general
patterns that are applicable across different populations. The model is then fine-tuned on a
similarly balanced subset of the DREAMT dataset, ensuring that it is exposed to varying levels of

apnea severity during both pretraining and fine-tuning.

This approach was designed to mitigate the effects of data drift, which occurs when the
distribution of the training data differs significantly from the test data. By training the model on a
representative sample of participants with different apnea severities, we aim to improve the
model’s ability to generalize to more disordered populations, particularly those with severe apnea.
This is important because sleep staging models that are trained only on healthy populations often
perform poorly when applied to clinical populations, where sleep architecture is more irregular

and difficult to predict.

4.2.2 Selective Sampling (Mss)

In the selective sampling (Mss) approach, the model is pretrained exclusively on normal
participants from SHHS and MESA, who have no diagnosed sleep apnea. The rationale behind
this approach is to assess how well the model can generalize to more disordered populations
when it has only been trained on healthy participants. During pretraining, the model is exposed
only to normal sleep patterns, which are more regular and easier to classify. After pretraining, the
model is fine-tuned on normal participants from the DREAMT dataset, who similarly have no

diagnosed sleep apnea.

This approach intentionally limits the model’s exposure to participants with sleep apnea
during training, testing its ability to generalize to more disordered populations, particularly those

with severe apnea. By comparing the performance of the Mrs and Mss models, we can assess the

101



impact of selective sampling on the model’s ability to generalize to participants with more

irregular sleep patterns, such as those with severe apnea.

4.2.3 Hypothesis

It was hypothesized that the lack of exposure to moderate and severe apnea cases in the
selective sampling setup (Mss) would lead to poorer generalization to the severe apnea population
in the test set, compared to the representative sampling setup (Mrs), which incorporated a broader
range of apnea severity during both pretraining and fine-tuning. The held-out test set consisted
entirely of severe apnea subjects, and we expected Mrs to outperform Mss on this test population
due to its more diverse training exposure. Both models were trained on equivalent numbers of
subjects, ensuring a controlled comparison of the effects of training data composition on model

performance. Figure 10 illustrates the experimental design for both setups.
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Experiment 1: Representative Sampling
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Figure 10. Ilustrations of training strategies under different sampling methods.

Experiment 1: Representative Sampling (Mrs). Experiment 2: Selective sampling (Mss).
For explanations, please see text in the previous page.



4.3 Results

4.3.1 Performance Comparison of Sampling Methods

To evaluate the impact of the different sampling strategies, we compared the performance
of the Mrs and Mss models on the severe apnea population in the DREAMT dataset 50 times.
Table 7 summarizes the performance metrics for both models, including accuracy, macro F1-

score, REM F1-score, AUROC, and Cohen's Kappa, similar to previous experiments.

As shown in Table 7, the Mrs model outperformed the Mss model across most metrics,
with statistically significant improvements in accuracy, macro F1-score, AUROC, and Cohen’s
Kappa (p < 0.05). The higher accuracy and REM F1-score of the Mrs model indicate that it is
better able to generalize to participants with severe apnea for detecting REM specifically, which
is likely due to its exposure to a broader range of apnea severities during pretraining and fine-
tuning. However, there was no statistically significant difference in REM F1-score between the
two models (p = 0.2034). Both models performed similarly in predicting REM sleep, which is
consistent with previous findings that REM sleep is particularly challenging to classify in
participants with severe apnea. This suggests that even with representative sampling, the model

struggles to accurately classify REM sleep in disordered populations.
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Table 7. Experimental results for WatchSleepNet under different sampling strategies.

Experiment Accuracy

Representative 0.7710 £ 0.0104 0.7661 + 0.0102 0.4007 + 0.0258 0.8851 +0.0038 | 0.5800+0.0172
Sampling
Selective 0.7414 £ 0.0315 0.7375 £ 0.0333 0.4069 + 0.0215 0.8516 £ 0.0216 | 0.5233 +0.0604
Sampling
0.0296 0.0286 - 0.0062 0.0335 0.0567

Mann-Whitney U 0.00014 0.0011 0.2034 6.19¢—14 0.00036
test (p_value)



4.4 Discussion

4.4.1 Effects of Data Drift

The results of our experiments highlight the importance of representative sampling in
sleep staging models. The Mrs model, which was pretrained on a diverse sample of participants
with different apnea severities and finetuned in a population with varying degrees of sleep apnea
severity, performed significantly better than the Mss model, which was pretrained and finetuned
only on participants without sleep apnea. This suggests that exposure to a broader range of sleep
patterns during training helps the model generalize to more disordered populations, particularly
those with severe apnea. In contrast, the Mss model, which was trained only on normal
participants, struggled to generalize to participants with more irregular sleep patterns. This
suggests that models trained on healthy populations often fail to generalize to clinical
populations, particularly those with sleep disorders like apnea. The results of our study
underscore the risks of data drift, where the distribution of the training data differs from the
distribution of the test data, potentially leading to poorer algorithm performance, especially for

the underrepresented.

4.4.2 Generalizability Insights

One of the key insights from our study is the importance of training on a representative
sample of participants with different sleep apnea severities. By exposing the model to a diverse
range of sleep patterns during training, we were able to improve its ability to generalize to
participants with severe apnea, leading to better overall performance across all metrics. This
finding is particularly relevant for the development of sleep staging models that are intended for

use in clinical populations, where sleep architecture is more irregular and difficult to predict.
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Our results also suggest that selective sampling, where the model is trained only on
normal participants, can lead to poorer generalization, particularly in disordered populations.
While the Mss model performed reasonably well in classifying normal and mild apnea
participants, its performance dropped significantly when applied to participants with moderate or
severe apnea. This highlights the risks of training models on homogeneous datasets, where the

model may not be exposed to the full range of sleep patterns seen in real-world populations.

Finally, our study underscores the need for more diverse and representative datasets in
sleep staging research. To develop more robust sleep staging models, future research should focus
on collecting data from more diverse populations, including those with severe sleep disorders.
This will help ensure that sleep staging models are more generalizable and better suited for

clinical applications.

107



5. Field-based Digital Biomarkers Related to Sleep Behavior

5.1. Field-based Wearable Tracking for Circadian Disruption in Shiftwork

Shift work plays a critical role in many industries such as healthcare, law enforcement,
and transportation, where 24-hour operations are essential. However, the irregular hours that
accompany shift work can disrupt the body’s natural circadian rhythm, which is the internal
biological clock regulating sleep and wake cycles. This disruption, known as circadian
misalignment, has been linked to several negative health outcomes, including sleep disorders,
metabolic dysregulation, and an increased risk for chronic diseases like cardiovascular conditions
and type 2 diabetes.”>"8 Given these risks, accurate and continuous monitoring of sleep patterns
in shift workers is essential for understanding the broader health implications of circadian

disruption.

Wearable technology has emerged as a promising solution for continuous, real-time
health monitoring, offering non-invasive means to collect physiological data such as heart rate,
activity levels, and sleep patterns. Devices like smartwatches and fitness trackers are now widely
used in both clinical and research settings to gather detailed information about human behaviors
in everyday environments. Despite their potential, these devices often face challenges in
accurately detecting sleep during atypical schedules, such as those experienced by shift workers,
especially when sleep occurs during the day.” These inaccuracies, if unaddressed, could hinder

our understanding of how shift work impacts sleep and health.

This chapter focuses on the use of wearable devices to assess sleep and circadian
disruption in shift workers, specifically police academy trainees transitioning from day shifts to
night shifts. It explores the development and application of a novel sleep label imputation

algorithm designed to improve the accuracy of sleep detection during periods of circadian
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misalignment. By leveraging wearable technology, we aim to better understand the physiological
and behavioral impacts of shift work, with an emphasis on real-world data collection and
advanced data processing techniques. This chapter describes my work in the published paper
titled: “Field-Based Assessments of Behavioral Patterns During Shiftwork in Police Academy

» 80

Trainees Using Wearable Technology.

5.1.1 Wearable Watch for Behavioral Monitoring

Wearable technology has become an essential tool in health monitoring, allowing
individuals and researchers to track various physiological and behavioral metrics in real time. The
range of available wearables spans from basic devices, such as pedometers, to advanced
smartwatches and fitness trackers capable of monitoring heart rate, activity levels, sleep patterns,
and even oxygen saturation. In this study, we utilized the Garmin vivosmart® HR &, a wrist-worn
device that continuously records heart rate and activity levels. This device was chosen due to its
ability to provide raw data at frequent intervals, making it suitable for detailed analysis of sleep-

wake cycles.

The Garmin vivosmart® HR offers several advantages over other popular consumer-
grade wearables like the Fitbit and Apple Watch. One key advantage is its accessibility to raw
data. Unlike many commercial devices that only provide summary statistics, the Garmin device
allows for the extraction of detailed heart rate and activity data, which is crucial for custom
analyses such as sleep label imputation. Additionally, the Garmin vivosmart® HR collects data at
15-minute intervals, providing a higher temporal resolution than many other devices, which often

aggregate data over longer periods.

Wearables like the Garmin vivosmart® HR are becoming increasingly popular in

research due to their ability to monitor behavior in a non-invasive manner. By wearing the device
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continuously, participants can go about their daily lives without the need for complex or intrusive
monitoring systems. This ability to capture real-world data is especially valuable in field-based
studies where laboratory-based assessments may not accurately reflect typical behaviors. In the
context of this study, the wearable allowed us to monitor police trainees as they transitioned from
day shifts to night shifts, capturing the physiological and behavioral impacts of circadian

disruption in real time.

5.1.1.1 Strengths and Limitations in Field-Based Research

The use of wearable devices in field-based research offers several significant advantages.
One of the most notable strengths of wearable technology is its accessibility and cost-
effectiveness. Devices like the Garmin vivosmart® HR are relatively inexpensive compared to
traditional laboratory-based equipment, making them suitable for large-scale studies where
monitoring many participants is necessary. Additionally, their small size and ease of use promote
high user compliance, as participants are more likely to wear the devices continuously over
extended periods, reducing missingness and resulting in more reliable and consistent data.® The
ability to collect data in real-time is another critical advantage, allowing researchers to track
physiological changes as they happen, rather than relying on retrospective or self-reported data,

which can be prone to bias and inaccuracies.

However, despite these strengths, wearables also come with limitations that must be
considered. One of the primary challenges is the reliability of proprietary algorithms used in
consumer-grade wearables. These algorithms are often optimized for "typical™ users who
maintain regular sleep-wake cycles. As a result, they may struggle to accurately detect sleep
during more irregular schedules, such as those experienced by shift workers. For instance, when

participants sleep during the day, the device may misclassify this period as wakefulness, leading
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to inaccuracies in the data. Additionally, wearables often have limited battery life and data

storage capacity, which can be problematic in long-term studies requiring continuous monitoring.

Moreover, the proprietary nature of many wearable algorithms limits researchers' ability
to customize or adjust data processing to suit specific study needs. While devices like the Garmin
vivosmart® HR provide access to raw data, many others do not, restricting the potential for more
sophisticated analyses. These limitations highlight the need for custom algorithms, such as the
sleep label imputation algorithm developed in this study, to enhance the accuracy of wearable

data in non-standard conditions like shift work.
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5.1.1.2 Data Collection Protocol

(a)
In-Class Training Field-Based Training Regular Duty
Time (24 weeks) (14 weeks) i
_ Pilot Study
///
/
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Figure 11. Circadian Rhythm Project data collection protocol: Panel a) shows study design.
Panel b) shows activity monitor and salivary sample assessment timeline.

To capture the physiological and behavioral impacts of shift work, we designed a data
collection protocol that leveraged the continuous monitoring capabilities of the Garmin
vivosmart® HR. The protocol is depicted in Figure 11. Police academy trainees participating in
the study were asked to wear the device continuously for a total of 12 weeks. This period covered
both the in-class training phase, where participants worked regular day shifts, and the field-

training phase, where some transitioned to night shifts. The continuous monitoring allowed us to
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gather a rich dataset that included periods of circadian alignment (day shifts) as well as circadian
misalignment (night shifts). Illustrations of day shifts and night shifts when compared to day-

night cycle are shown in Figure 12.

The wearable device recorded three primary types of data: heart rate, activity levels, and
sleep patterns. Heart rate data was recorded in beats per minute (bpm) and provided insights into
the physiological stress associated with shift work. Activity levels were measured using a motion
intensity score, which ranged from 0 (stillness) to 7 (high activity). This allowed us to capture
participants' activity patterns throughout the day and night. The sleep data, generated by Garmin’s
proprietary algorithm, categorized 15-minute epochs as either sleep or wake based on the device’s

assessment of activity and heart rate.

Data was synchronized with the Garmin Connect application, where it was stored and
later extracted for analysis. By collecting data continuously and unobtrusively, we were able to
minimize disruptions to participants' daily routines, ensuring that the behavioral patterns captured

were reflective of their natural responses to shift work.

113



p— o
shiftA | s ™ \'@

Day
Shift B -[ * 10am-9pm off

/o
ShiftC - |+ 4pm-3am Doy 3 m @
Shift D -[ + 8pm-7am m \ ,

Shift
B Sleep
12 PM Day Light 12 PM
B Night Light
9 AM 3PM 3PM
6 BM 6 PM
9 PM
12 AM 12 AM

Figure 12. llustration of different work schedules including day shift (Shift A and Shift
B) and night shift (Shift C and Shift D).

5.1.2 Consumer Device Sleep Labeling: Challenges and Solutions
Consumer-grade wearables, such as the Garmin vivosmart® HR, rely on proprietary
algorithms to detect sleep and wake periods based on a combination of heart rate and activity
data. These algorithms are typically optimized for users with regular, circadian-aligned sleep
patterns, which is a significant limitation when applied to populations like shift workers. Shift
workers, particularly those who work night shifts, often sleep during the day and are active at
night. This irregular pattern can confuse the device’s algorithm, leading to misclassifications: the
Garmin sleep detection algorithm may label daytime sleep as wakefulness simply because it

deviates from the expected nighttime sleep pattern, as seen in Figure 13.
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Figure 13. Example wearable device data with missing sleep records.
In Figure 13, physiological measurements are shown together with Garmin detected sleep
periods and missing sleep periods. Heart rate, mean motion intensity, and max motion intensity

derived from activity monitor collected over a typical span of 4 days for an individual police
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trainee during field-training. X-axis displays time (12-h increments indicated). Data points are
shown at a frequency of every 15 min. Panel (a) shows heart rate (beats per minute) over the
course of four days represented by black symbols. Panel (b) shows mean motion intensity over
the course of four days represented by black symbols. Panel (¢) shows max motion intensity over
the course of four days represented by black symbols. The gray shaded area is the Garmin
vivosmart® HR-generated sleep labels. The orange shaded area denotes sleep labels imputed by
our novel sleep labeling method. It could be clearly observed that some sleep periods in circadian
misalignment were missed, even when the physiological measurements clearly showed potential
sleep periods. Overcoming this limitation required the development of a novel algorithm that

could impute the missing sleep labels.

5.1.2.1 Development of a Novel Sleep Label Imputation Algorithm

To address the limitations of Garmin's proprietary sleep detection, we developed a novel
sleep label imputation algorithm. The goal was to create a model that could accurately label sleep
episodes in shift workers, particularly during periods of circadian misalignment when sleep
occurs during the day. Our algorithm was designed to rely solely on physiological data—heart

rate and activity levels—rather than external cues like clock time or user-defined sleep windows.

The rationale behind this approach was that both heart rate and activity levels are reliable
indicators of sleep and wake states. During sleep, heart rate typically decreases, and physical
activity levels are minimal. By analyzing these two variables in conjunction, we aimed to develop

a more accurate classification system for sleep detection that was not biased by the time of day.

We tested several machine learning models for the task of sleep label imputation,

including logistic regression, random forest, AdaBoost, and support vector machines (SVM) with
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a radial basis function (RBF) kernel. Each model was trained on a ground truth dataset created
from reliable sleep periods detected during the participants' in-class training phase, where
Garmin’s algorithm was known to perform accurately. For details, please refer to our published
paper 8 and supplementary materials. We then used nested cross-validation to tune
hyperparameters and prevent overfitting, ensuring that the model generalizes well to unseen data.
Ultimately, we selected logistic regression as the final model due to its simplicity and strong
performance. This model achieved high accuracy in labeling 15-minute epochs as either sleep or

wake, demonstrating its effectiveness in overcoming the limitations of the proprietary algorithm.

5.1.2.2 Algorithm Performance and Validation

To validate the performance of our novel sleep label imputation algorithm, we conducted
a detailed comparison between the labels generated by our algorithm and those produced by
Garmin’s proprietary software. The validation process involved evaluating the model’s
performance using several key metrics, including accuracy, F1-score, and the area under the
receiver operating characteristic curve (ROC-AUC). These metrics provided a comprehensive
assessment of the algorithm's ability to correctly identify sleep and wake periods. Training and

testing results are included in Table 8 below:
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Table 8. Average algorithm performance for sleep imputation method.

Algorithm Training Testing Testing Testing
Name Accuracy Accuracy F1-Score AUC
Logistic Regression 0.9444 0.9437 0.94 0.98
Ridge Regression 0.9288 0.9250 0.92 0.92
Random Forest 0.9479 0.9458 0.95 0.98
Adaboost 0.9436 0.9425 0.94 0.98
SVM(rbf) 0.9470 0.9425 0.95 0.95

The logistic regression model achieved an accuracy of 94%, meaning that 94% of the
epochs were correctly labeled as either sleep or wake. The F1-score was 94% and the ROC-AUC
was 98%, indicating that the model was effective at minimizing both false positives and false
negatives, demonstrating excellent discriminative ability between sleep and wake states. These
performance metrics suggest that the novel algorithm is not only accurate but also robust across

different participants and varying sleep patterns.

In addition to these quantitative metrics, we conducted a visual comparison of sleep
labels generated by Garmin’s algorithm and our novel method. In one example, Garmin’s
algorithm failed to detect sleep episodes during the daytime for a participant on night shifts,
mislabeling the periods as wakefulness. In contrast, our algorithm correctly identified these
periods as sleep, providing a more accurate representation of the participant’s behavior. Figure 14
illustrates these differences, highlighting the algorithm’s ability to capture sleep episodes that
Garmin missed. Figure 14 compares Garmin vivosmart® HR sleep labeling (blue shading) versus
our novel sleep imputation method (overlaid orange shading) over the course of dayshift in-class
training and the transition to nightshift field-based training. The nightshift-start date is indicated

by the dashed horizontal line. These data show that the novel sleep imputation method increases
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data labeling performance of sleep episodes occurring during daytime, which overcomes data

labeling accuracy limitations specifically in the context of nightshift work.

(a) » Novel Imputed Labels = Activity Tracker Labels == == Shift Start Date

Day 4

il

abial

Day 32
(b) .
g A A AL L L L L L A A A R R R R R A R
& Day4é
=3 o
a 3 “
""""" . o -«
1 : TTTTITITLL s T srrminiimem
Day 50 - == S g ey
arrTrTInan
£
je &2 24 - .l
EEE$E3 S EEE2EE0 ST B
je+ 5 3} TTETITSLIITL
ooy o+ S - ™ -
o
ITTITIITTITIIITETI B &
s 32
: T
Day78~ St 1 I53Ees ER$eda e . oI 6 STEEIER
[ e —— " smm " & ]
0 5 10 15 20
Time of Day (hr)

Figure 14. Comparison of sleep labels from our novel imputation method versus Garmin
Vivosmart® HR proprietary software.
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5.1.3 Data Visualization and Insights

The effective visualization of data is essential for interpreting complex physiological
datasets, particularly when dealing with continuous monitoring over extended periods. In this
study, we used a variety of data visualization techniques to explore and present the sleep and
activity patterns of the police trainees. These visualizations were crucial for identifying trends and
discrepancies in the data, especially when comparing results from the Garmin algorithm with

those generated by our novel sleep label imputation method.

One of the most effective visualization tools we used was the polar plot, which represents
24-hour activity cycles in a circular format. This allowed us to visualize patterns of sleep and
activity over multiple days, making it easier to identify shifts in behavior relative to external
clock time. Polar plots were particularly useful for comparing the activity patterns of participants
during day shifts versus night shifts. By plotting activity and sleep data in relation to time, we
could easily see how participants' sleep-wake cycles shifted when they transitioned to night shifts.
In the polar plots, days are plotted on the radial axis for two consecutive observational periods
(in-class training followed by field-training). Each activity and sleep data pair represents one
participant. In Figure 15, panel a) shows paired activity and sleep data from four participants
assessed during dayshift circadian alignment. Panel b) shows paired activity and sleep data from
four participants during nightshift circadian misalignment. Black dashed circle indicates
approximate timing of the transition from in-class training to field-training. Intensity of the
activity data is represented by increased pixel color intensity as indicated in the figure legend on
the top level of both panels. As shown in Figure 15, the polar plots depict behavioral pattern
shifts relative to the external clock time over long durations (e.g., several weeks) and demonstrate
the dramatic shift in the sleep/wake routine relative to the external clock time that is absent during

dayshift work (Figure 15 a) but present during night shift (Figure 15 b).
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Figure 15. Activity and Sleep Polar plots for example subjects.

In addition to polar plots, we employed time series plots to represent heart rate and
activity levels over the course of each day. These plots were overlaid with sleep labels from both
Garmin and our novel algorithm, allowing for a direct comparison of their performance. The time
series plots provided a detailed, moment-to-moment account of participants' physiological states,

highlighting periods where Garmin’s algorithm failed to detect sleep but our method succeeded.
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5.1.3.1 Interpreting Circadian Misalignment

The visualizations generated from the data provided key insights into the phenomenon of
circadian misalignment experienced by participants transitioning to night shifts. Circadian
misalignment occurs when an individual's internal biological clock is out of sync with the
external environment, such as when a person is awake during nighttime hours and sleeps during
the day. This misalignment can lead to disrupted sleep, reduced sleep quality, and various

negative health outcomes.”

The polar plots of activity and sleep patterns clearly illustrated the shift in behavior that
occurred when participants moved from day shifts to night shifts. During the day shifts,
participants exhibited relatively regular sleep patterns, with the majority of sleep occurring during
the night. However, after transitioning to night shifts, sleep periods shifted to the daytime, and
activity levels increased at night. This shift was accompanied by greater fragmentation of sleep

periods, with more frequent awakenings and shorter durations of continuous sleep.

These findings are consistent with previous research showing that night shift workers
often experience disrupted sleep and reduced sleep regularity. The visualizations also revealed
how Garmin’s algorithm struggled to accurately detect sleep during periods of circadian
misalignment. Garmin labeled periods of low activity during the night as sleep, even though the

participants were awake.

5.1.3.2 Resting Heart Rate and Sleep Regularity Index

In addition to sleep patterns, we also analyzed changes in resting heart rate (RHR) and

sleep regularity index (SRI) during the study. Resting heart rate is a key indicator of physiological
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stress and recovery, while the sleep regularity index quantifies the consistency of sleep patterns

over time.

The SRI calculates the probability that a person is in the same state—either asleep or
awake—at the same time points across consecutive days. This probability is then averaged over
the entire study period. The SRI is designed to scale between 0 and 100, where 0 indicates

completely random sleep—wake patterns and 100 signifies perfectly regular sleep—wake patterns.

The formula for computing the SRI is:

200 =
SRE— 100 + (73 ) S5 s s001s)

j=1 i=1

In this formula:

M represents the number of epochs per day (e.g., the total number of 30-second intervals
in 24 hours).

e N is the total number of days in the study.

e Sijdenotes the state at epoch i on day j (0 for sleep, 1 for wake).

o 0(5ij; Sit15) is a function that equals 1 if i.j = Si+1j (states are the same across

consecutive days at the same time point) and 0 otherwise.

Epochs (M) are the fixed intervals into which each day is divided. For instance, with 30-
second epochs, there are 2,880 epochs in a 24-hour day. Days (N) represent the total number of
days over which the individual's sleep—wake patterns are recorded. The state (%:.i) at each epoch
iii on day j is recorded as either asleep (0) or awake (1). The delta function () compares the state
at the same epoch across consecutive days. If the states are identical, it contributes a value of 1 to
the sum; if not, it contributes 0.
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A high SRI value, close to 100, indicates a highly regular sleep—wake pattern, meaning
the individual is usually asleep or awake at the same times each day. Conversely, a low SRI
value, close to 0, suggests a random sleep—wake pattern with little to no consistency from day to
day. While the practical range of SRI values is between 0 and 100, the theoretical range extends
from -100 to 100. Values below 0 are possible but rare in real-world scenarios, such as patterns

where an individual sleeps for 24 hours and then stays awake for the next 24 hours.

The SRI is designed to be independent of total sleep time. It is formulated so that
individuals with the same variability in mid sleep times but different total sleep durations (for
example, one person sleeps 4 hours per night while the other sleeps 8 hours) will have similar SRI
scores. This means the index focuses on regularity, not the amount of sleep. Studies have shown
that the SRI tends to be uncorrelated with the total amount of sleep an individual gets,384

isolating the regularity aspect without being influenced by sleep duration.

In hypothetical situations where an individual is either always awake or always asleep
(sleeping 0% or 100% of the time), the SRI would reach a value of 100 due to the perfect
consistency of the state across time points. However, such extremes are not observed in practice.
The SRI does not assume any specific sleep architecture; it doesn't matter whether the individual
consolidates sleep into one main episode or takes multiple naps throughout the day—the index

purely measures regularity.

A higher SRI indicates that the individual maintains a consistent sleep—wake schedule,
which can be important for circadian rhythm stability and overall health. The SRI is valuable in
sleep research for quantifying sleep regularity and has applications in studying sleep disorders,

shift work, and the effects of irregular sleep patterns on health.
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Our analysis showed that participants who transitioned to night shifts experienced a
significant increase in resting heart rate compared to those who remained on day shifts. This
increase in RHR is indicative of greater physiological stress, likely due to the disruption of
normal circadian rhythms and the challenges of sleeping during the day. Elevated RHR during
shift work has been associated with increased risks of cardiovascular disease and other health
problems.® These findings underscore the importance of monitoring heart rate as part of a

comprehensive assessment of shift work’s impact on health.

The sleep regularity index also revealed notable differences between participants on day
shifts and those on night shifts. The SRI, which ranges from 0 to 100, measures how consistent an
individual's sleep-wake patterns are from one day to the next. A higher SRI indicates greater
regularity, while a lower SRI suggests more variability in sleep patterns. Participants on night
shifts exhibited a lower SRI compared to those on day shifts, reflecting the irregularity and
fragmentation of their sleep during periods of circadian misalignment, exacerbating the

challenges faced by night shift workers in maintaining healthy sleep patterns.

Visual representations of these findings, such as bar graphs comparing RHR and SRI
between day and night shift participants, provide a clear and intuitive way to communicate the
physiological impacts of shift work. These visualizations help to reinforce the conclusions drawn
from the data and provide compelling evidence of the need for interventions to mitigate the

negative health effects of circadian misalignment.

5.1.4 Salivary Biomarker and Digital Biomarker Differences
Sleep biomarkers are physiological indicators that reflect various aspects of an
individual’s sleep quality and circadian rhythms. In this study, we focused on four key salivary

biomarkers: cortisol, uric acid, testosterone, and melatonin, as well as 2 physiological biomarkers:
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resting heart rate and sleep regularity index. Each of these biomarkers has been associated with
circadian rhythms and sleep, making them valuable tools for assessing the physiological impacts
of shift work.%-88 Cortisol, often referred to as the "stress hormone," follows a diurnal pattern,
with levels peaking in the early morning and declining throughout the day. This pattern, known as
the cortisol awakening response, is closely tied to the body’s internal clock and can be disrupted
by circadian misalignment. Uric acid, a metabolic byproduct, has been linked to oxidative stress
and may fluctuate with changes in sleep and circadian rhythms. Testosterone, a hormone that also
exhibits circadian variation, is typically higher in the morning, while melatonin plays a crucial
role in regulating the sleep-wake cycle and is often used as a marker of circadian phase. By
measuring these biomarkers, we aimed to gain a deeper understanding of how shift work impacts
not only sleep patterns but also the underlying physiological processes that regulate circadian

rhythms.
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Table 9. Summary of statistical analysis comparing dayshift and nightshift workers.

Outcome Measures Dayshift: Circadian Nightshift: Circadian p
Alignment Misalignment
Activity tracker assessments

Resting heart rate, bpm 1.84 +2.33 6.48 +4.28 0.00898*

Sleep regularity index 1.44 +10.8 9.49+10.9 0.05
Salivary biomarker
Cortisol

Before bed -0.0018 £ 0.13 -0.046 £ 0.11 0.142
Upon waking —0.00056 + 0.15 -0.11+0.21 0.31

Wake + 30 min 0.04 £0.18 -0.32+0.23 0.00156*

Uric acid
Before bed 0.012 +1.32 -0.29+31 0.28
Upon waking -1.01£3.79 2.81+£3.47 0.128
Wake + 30 min -0.12+1.85 -052+34 0.939
Testosterone
Before bed -15.4+70.0 —27.2 £ 145 0.44
Upon waking 232+ 721 40.3+83.5 0.866
Wake + 30 min —40.9 + 126 -3.32+61.3 0.537
Melatonin
Before bed 47.5 =162 3.91+£9.29 1

Upon waking -5.35+15.3 0.93+11.7 0.482
Wake + 30 min 2.11+16.9 -4.86 £ 13.83 0.482
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5.1.4.1 Changes Observed in Salivary Biomarkers

Salivary data were analyzed from 19 participants. Our analysis of sleep biomarkers
revealed several important findings related to the impact of shift work on physiological processes.
Cortisol levels, in particular, showed significant changes in participants who transitioned to night
shifts. For the trainees remaining in circadian alignment, cortisol measured 30 min after waking
was 0.31 + 0.15 pg/dL during in-class training and changed to 0.35 + 0.16 pg/dL during field-
training; whereas for the trainees who underwent circadian misalignment, cortisol measured 30
min after waking was 0.57 + 0.25 pg/dL during in-class training and decreased to 0.25 + 0.14
po/dL during field-training. Circadian misalignment resulted in a significantly larger decrease in
cortisol measured 30 min after waking (p = 0.0002, Table 9). Cortisol measures before sleep and
upon waking did not significantly change during circadian alignment versus circadian
misalignment (Table 9). This reduction in cortisol levels is consistent with previous research
suggesting that circadian misalignment can disrupt the normal functioning of the hypothalamic-
pituitary-adrenal (HPA) axis, which regulates stress responses and maintains homeostasis. In
contrast, we did not observe significant changes in uric acid or testosterone levels between day
shift and night shift participants. The lack of significant findings for these biomarkers may be due
to the high variability in individual responses, as well as the relatively small sample size used in
this study. However, it is also possible that these biomarkers are less sensitive to the effects of

circadian misalignment compared to cortisol.

Melatonin levels were not analyzed in depth due to challenges in sample collection.
Specifically, the salivary sample used for melatonin required a larger sample volume than was
typically collected using the oral swab method. Although we switched to a passive drool method

partway through the study, this still did not yield sufficient volumes for reliable analysis. Despite
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this limitation, melatonin remains a promising biomarker for future studies, as it is directly

involved in the regulation of the sleep-wake cycle

5.1.4.2 Changes Observed in Digital Biomarkers

For the trainees remaining in circadian alignment, resting heart rate was 63.5 = 6.4 bpm
(beats per minute) during in-class training and increased to 65.4 + 6.7 bpm during field-training;
whereas for the trainees who underwent circadian misalignment, resting heart rate increased from
66.1 £ 4.5 bpm during in-class training to 72.5 + 6.0 bpm during field-training. Circadian

misalignment resulted in a significantly larger change in resting heart rate (p = 0.009, Table 9).

For the trainees remaining in circadian alignment, sleep regularity index was 65.5 + 13.4
during in-class training and changed to 67.0 = 10.2 during field-training; whereas for the trainees
who underwent circadian misalignment, sleep regularity index was 64.5 £ 8.2 during in-class
training and decreased to 55.0 + 9.8 during field-training. Circadian misalignment resulted in a

significantly larger decrease in sleep regularity index (p = 0.050, Table 9).

The integration of digital biomarkers with wearable data presents exciting opportunities
for advancing the field of sleep and circadian research. Wearable devices, such as the Garmin
vivosmart® HR used in this study, allow for the continuous monitoring of physiological
parameters in real-world settings. When combined with the collection of biomarkers like cortisol
and melatonin, these devices offer a comprehensive picture of how behaviors such as shift work

affect both sleep patterns and underlying physiological processes.

One of the major advantages of this approach is that it allows for the collection of data
outside of the laboratory, making it more reflective of real-world behaviors. Traditional

laboratory-based sleep studies often fail to capture the variability and complexity of sleep patterns
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in everyday life, especially in populations like shift workers. By using wearable devices and
digital biomarkers, researchers can gather data over extended periods, providing a more accurate

representation of an individual’s sleep-wake cycles and physiological states.

However, there are also challenges associated with the use of digital biomarkers in field-
based studies. Compliance with biomarker collection protocols can be difficult to maintain,
especially over long periods. Additionally, the sensitivity of salivary samples and the variability
in individual responses may affect the reliability of the data. Despite these challenges, the
potential for integrating wearable data with biomarkers represents a significant advancement in

our ability to study circadian disruption and its health impacts.

5.1.5 Discussion and Future Directions

Shiftwork has been consistently linked to increased health risks, including cardiovascular
disease, obesity, and metabolic disorders. To better understand these risks, there is a pressing
need for field-based methodologies that can accurately quantify behavioral circadian disruptions
on a large scale. In this study, we utilized commercially available wrist-worn activity trackers
(Garmin vivosmart® HR) to assess alterations in activity and sleep patterns resulting from the

transition from day shifts to night shifts among police trainees.

Wearable devices offer the possibility of long-term monitoring, which is critical for
managing chronic conditions. Unlike traditional clinical assessments that provide only a snapshot
of an individual's health at a single point in time, wearables allow for the continuous collection of
data, offering a more dynamic and comprehensive view of health. This approach has the potential
to revolutionize how we monitor and manage conditions related to circadian disruption, providing
opportunities for early detection and prevention. The findings of this study highlight the

importance of accurate sleep detection in evaluating the health risks associated with circadian

130



misalignment. Wearable devices, when combined with custom algorithms and biomarkers, offer a
scalable solution for large-scale monitoring of sleep and circadian rhythms in real-world settings.
As wearable technology continues to advance, it holds great promise for improving our ability to
study and manage the health impacts of shift work and other conditions that disrupt normal sleep

patterns.

Traditional consumer activity trackers often rely on external clock time and self-reported
sleep times to detect sleep and wake episodes, which can be inaccurate for shift workers who
sleep during unconventional hours. As demonstrated in this study, proprietary algorithms used by
consumer-grade wearables may struggle to accurately detect sleep during periods of circadian
misalignment, highlighting the need for algorithms that can better account for irregular sleep
patterns experienced by shift workers. To address this limitation, we implemented a novel data
preprocessing method that relies on heart rate and activity data—physiological indicators of sleep
and wakefulness—rather than external time cues. This approach improved the accuracy of sleep
labeling during shiftwork, overcoming biases associated with mislabeling periods of low activity

during night hours as sleep and actual sleep during day hours as wakefulness.

Our findings revealed that night shiftwork led to a significant decline in sleep regularity,
as measured by the sleep regularity index. This decline corresponded with observable changes in
activity and sleep patterns detected by the improved sleep labeling method. Additionally, we
noted a decrease in salivary cortisol levels during periods of circadian misalignment, suggesting
physiological stress associated with disrupted circadian rhythms. While testosterone, uric acid,
and melatonin levels did not show significant changes, the high variability in testosterone
levels—partially due to the inclusion of female participants—indicates the need for further

research with larger sample sizes and more frequent sampling.
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The implementation of our novel data preprocessing method enhances the utility of
consumer-grade wearable devices in accurately assessing sleep and activity patterns among shift
workers in real-world settings. By relying on physiological data rather than external time cues, we
overcome key limitations of traditional sleep detection algorithms, particularly in populations
with irregular schedules. Wearable devices, when combined with custom algorithms and
biomarkers, offer a scalable solution for large-scale monitoring of sleep and circadian rhythms.
As wearable technology continues to advance, it holds great promise for improving our ability to
study and manage the health impacts of shift work and other conditions that disrupt normal sleep

patterns.

Wearables offer the possibility of long-term monitoring, which is critical for managing
chronic conditions. This continuous collection of data provides a more dynamic and
comprehensive view of health, unlike traditional clinical assessments. The approach has the
potential to revolutionize how we monitor and manage conditions related to circadian disruption,

offering new opportunities for early detection and prevention.

Future studies leveraging this methodology can provide deeper insights into the negative
health impacts of circadian misalignment and contribute to the development of interventions
aimed at mitigating these risks. As the limitations of proprietary algorithms become more
apparent, especially in accurately detecting sleep during periods of circadian misalignment, the
development of algorithms that better account for irregular sleep patterns becomes increasingly
important. This advancement is a crucial step toward large-scale, long-term assessments of

behavioral circadian disruptions and their health consequences.

Future research should focus on refining sleep labeling algorithms, expanding the use of

digital biomarkers, and exploring interventions to mitigate the negative health effects of circadian
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disruption. By continuing to leverage the power of wearable technology, we can enhance our
understanding of sleep and circadian rhythms and develop more effective strategies for improving

health outcomes in populations at risk.

5.2 Regularity of Sleep and Behavioral Health among Adolescents

Sleep plays a critical role in supporting adolescent behavioral health and functioning.
However, despite its importance, sleep disturbances are often under-recognized and undertreated
in healthcare settings. Many providers focus primarily on sleep duration, overlooking other
aspects of sleep such as regularity and timing, which may also significantly impact adolescent
health. The complexity of adolescent sleep patterns makes it challenging to determine which
aspects of sleep should be prioritized for assessment and intervention. This study, titled
“Regularity and Timing of Sleep Patterns and Behavioral Health Among Adolescents” &,
investigates the associations between sleep regularity, timing, and adolescent behavioral health
over and above the effects of shortened or fragmented sleep. By exploring these relationships, this

study aims to highlight the importance of considering sleep patterns beyond duration in

promoting adolescent health and functioning.

5.2.1 Study objectives

The objective of this study is to explore whether the regularity and timing of sleep
patterns are associated with behavioral health and psychosocial functioning in adolescents,
beyond the effects of shortened or fragmented sleep. Previous research has primarily focused on
sleep duration, with less attention to the impact of when adolescents sleep (timing) and how
consistent their sleep schedules are (regularity).

This study addresses the following hypotheses:
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1. Delayed Sleep Timing: Adolescents with delayed sleep timing are expected to exhibit
higher levels of internalizing (e.g., depression, anxiety) and externalizing (e.g.,
aggression, rule-breaking) symptoms after accounting for sleep duration and

fragmentation.

2. lrregular Sleep: Adolescents with irregular sleep patterns are hypothesized to show
greater behavioral issues and lower psychosocial functioning, even after considering

sleep timing and shortened/fragmented sleep.

An additional exploratory aim is to examine whether sleep timing and regularity improve

predictions of psychosocial functioning (e.g., academic performance, peer relationships).

5.2.2 Methodology

Eighty-nine adolescents, aged 11 to 17 (mean age = 14.04 years, 45% female), were
recruited through community advertisements, online platforms, and school contacts. Exclusion
criteria included any history of occult sleep disorders (e.g., sleep apnea) or the use of prescribed
sleep aids. After screening, participants provided informed consent, completed self-reported
behavioral health assessments, and wore actigraphy monitors for seven consecutive days and

nights.

Participants were fitted with ActiGraph devices, which recorded sleep/wake patterns over
a seven-day period. Sleep variables of interest included Total Sleep Time (TST), Wake After
Sleep Onset (WASO), sleep midpoint (sleep timing), and the Sleep Regularity Index (SRI). Each
morning, participants completed an electronic sleep diary detailing the previous night’s sleep

behaviors.
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The Sleep Regularity Index (SRI) is a quantitative measure used to assess the
consistency of an individual's sleep—wake patterns from one day to the next. It relies on binary
classifications of sleep and wake states, typically recorded in short, fixed intervals known as

epochs (for example, every 30 seconds). More detailed explanations can be found in Chapter 5.

Actigraphy data was collected and analyzed using the Sadeh algorithm. Key variables
included TST (the average total sleep in hours per night), WASO (average time awake after sleep
onset), sleep midpoint (the time halfway between sleep onset and wake time), and sleep regularity

index (the probability of being asleep at the same time on consecutive days).

Behavioral health was assessed using the Child Behavior Checklist (CBCL) for parents
and the Youth Self-Report (YSR) for adolescents. These measures evaluated internalizing
symptoms (e.g., anxiety, depression) and externalizing symptoms (e.g., aggression, rule-
breaking). Psychological functioning was measured through the Total Competence score on the
CBCL and YSR, which assessed functioning in academic, extracurricular, and peer relations

domains.

5.2.3 Results

The study found significant associations between sleep patterns and behavioral health
outcomes, visualized in Figure 16. Delayed sleep timing was related to higher self-reported
internalizing and externalizing symptoms, even after accounting for shortened or fragmented
sleep. Adolescents with later bedtimes reported higher levels of anxiety, depression, and rule-
breaking behaviors. Irregular sleep patterns were associated with higher levels of externalizing
symptoms as reported by both adolescents and parents. Importantly, the impact of sleep regularity

was observed over and above the effects of shortened or delayed sleep.
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There were notable demographic differences in sleep patterns. For instance, non-White
adolescents exhibited less total sleep time, later sleep midpoint, and more irregular sleep
compared to their White peers. In addition, females had later midpoints and less sleep
fragmentation (WASQO) compared to males. These findings suggest that demographic factors,

such as race and sex, may influence sleep patterns and their relationship to behavioral health.

For more detailed reports of the associations, please refer to the published work:

“Regularity and Timing of Sleep Patterns and Behavioral Health Among Adolescents” 5,
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Figure 16. Linear regression analysis of behavioral health scores vs. sleep regularity index.
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5.2.4 Conclusion

This study provides important insights into the role of sleep timing and regularity in
adolescent behavioral health. The findings suggest that delayed sleep timing is associated with
higher levels of internalizing and externalizing symptoms, highlighting the potential risks of
delayed sleep schedules commonly observed during adolescence. Additionally, irregular sleep
patterns were strongly linked to externalizing behaviors, such as aggression and rule-breaking,
suggesting that sleep regularity may be a key factor in understanding behavioral problems in

adolescents.

These results emphasize the importance of assessing both sleep timing and regularity in
clinical settings. Traditional focus on sleep duration may overlook critical aspects of sleep health
that contribute to behavioral outcomes. Furthermore, interventions targeting consistent sleep
schedules may offer a practical, low-cost solution for improving adolescent health and
functioning, particularly for adolescents and families who may find recommendations for

extended sleep duration difficult to implement.

In conclusion, this study underscores the importance of regular sleep patterns and
appropriate sleep timing in supporting adolescent behavioral health. Both sleep regularity and
timing were found to be associated with behavioral and psychosocial outcomes beyond the effects
of shortened or fragmented sleep. These findings suggest that healthcare providers should
consider these additional sleep indices when assessing sleep health in adolescents. Future
interventions aimed at improving sleep consistency may have significant benefits for preventing
or addressing behavioral problems and promoting better psychosocial functioning among

adolescents.
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6. Conclusion

6.1 Summary of Findings

This thesis has delved into the critical role of sleep in health and well-being, highlighting
how disruptions in sleep and circadian rhythms can lead to a range of physical and mental health
issues, including metabolic disorders, cardiovascular diseases, and mental health conditions like
depression and anxiety. Through the exploration of wearable technology, specifically devices like
the Empatica E4 smartwatch, the research has advanced methods for sleep monitoring in

naturalistic settings, addressing the limitations of traditional polysomnography (PSG).

By introducing the DREAMT dataset, which includes data from 100 participants with
varying degrees of sleep disorders, the study has provided a valuable resource for the research
community. The development of a novel modeling approach that integrates mixed-effects boosted
tree models with temporal post-processing using Long Short-Term Memory (LSTM) neural
networks has addressed individual variability and temporal dependencies in sleep patterns. This
methodology resulted in significant improvements in detecting sleep onset and wakefulness,

achieving an F1-score of 0.823, an AUROC of 0.926, and Cohen's Kappa of 0.695.

The research also examined the generalizability of sleep staging models across different
populations by comparing representative and selective sampling strategies. The findings
underscored the risks associated with data drift and emphasized the necessity for diverse training
data to enhance model performance in disordered populations. By demonstrating that models
trained exclusively on healthy populations may fail to generalize to clinical populations with
sleep disorders, the study highlighted the importance of including diverse physiological profiles

in training datasets.
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Furthermore, the thesis investigated the use of wearable technology to assess circadian
disruptions among shift workers, specifically police academy trainees transitioning from day
shifts to night shifts. By developing a novel sleep label imputation algorithm, the study improved
the accuracy of sleep detection during periods of circadian misalignment. Additionally, the
associations between sleep regularity, timing, and behavioral health in adolescents were explored,
revealing significant links between irregular sleep patterns and behavioral issues, such as

increased internalizing and externalizing symptoms.

The research highlights the transformative potential of wearable technology in health
monitoring. Wearable devices, when combined with advanced analytical methods, offer scalable
solutions for continuous, non-invasive health assessment. The methodologies developed in this
thesis are not limited to sleep monitoring but can be generalized to other domains involving
physiological signal analysis, such as stress detection, cardiovascular health monitoring, and

chronic disease management.

A key insight is the importance of accounting for individual variability and temporal
dynamics in modeling human physiological data. Personalized models that consider individual
differences are likely to outperform generic approaches, enhancing the effectiveness of health
monitoring technologies. This principle extends beyond sleep research to any application where

human physiology exhibits significant inter-individual variability.

The thesis also underscores the need for collaboration and data sharing in the research
community. Publicly available datasets like DREAMT facilitate the development of more robust
and generalizable models, accelerating progress in the field. Establishing standardized
benchmarks and evaluation protocols would benefit the community by promoting transparency

and enabling meaningful comparisons between different methodologies.
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In conclusion, this thesis advances the field of wearable-based sleep monitoring by
developing and validating methodologies that enhance accuracy and generalizability in diverse
populations. It underscores the critical importance of considering sleep timing and regularity in
health assessments and demonstrates the potential of wearable technology to improve sleep health
outcomes through accessible and personalized monitoring solutions. The findings have significant
implications for clinical practice, research, and public health. By providing tools and insights that
enable more accurate sleep monitoring in naturalistic settings, this work contributes to better
diagnosis, management, and prevention of sleep-related health issues. The methodologies and
insights presented pave the way for future advancements in wearable technology applications,
ultimately aiming to improve overall health and well-being through enhanced understanding and

monitoring of human physiology.

6.2 Contributions to the Field

This work contributes significantly to the fields of sleep medicine and wearable
technology. Firstly, it advances the methodology for wearable-based sleep tracking by addressing
challenges related to individual variability and temporal dependencies, particularly in populations
with sleep disorders. The integration of mixed-effects modeling and LSTM post-processing
represents a novel approach that enhances the accuracy and generalizability of sleep detection

algorithms.

Secondly, the introduction of the DREAMT dataset fills a critical gap in publicly
available data for sleep research, particularly in disordered populations. By providing
synchronized wearable sensor recordings with gold-standard PSG annotations, the dataset

facilitates transparency, reproducibility, and collaboration in the research community. It serves as
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a valuable resource for developing and validating sleep tracking algorithms, promoting

advancements in the field.

Thirdly, the exploration of sleep regularity and timing in adolescents extends the
understanding of sleep's impact on behavioral health. The findings highlight the importance of
considering sleep patterns beyond duration, suggesting that interventions targeting sleep
regularity may offer practical, low-cost solutions for improving adolescent health and
functioning. This emphasizes the need for healthcare providers to assess additional sleep indices

when evaluating adolescent sleep health.

6.3 Future Directions

Despite the promising results, the study has limitations that warrant consideration. The
sample size and composition of the datasets may limit the generalizability of the findings. While
the DREAMT dataset includes participants with varying degrees of sleep disorders, it
predominantly comprises individuals with obstructive sleep apnea (OSA) and obesity, which may
not represent other sleep disorders or the general population. Additionally, data collection in
clinical settings may not fully reflect sleep patterns in natural home environments, as participants

might experience the "first-night effect” due to unfamiliar surroundings.

The reliance on domain-driven feature engineering, although effective, may overlook
subtle patterns that data-driven methods could capture. The models developed were primarily
validated in controlled settings, and their performance in real-world applications may be
influenced by factors such as environmental variables and user adherence to device usage

protocols.
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Furthermore, while the models accounted for random effects related to obesity and apnea
severity, other unmeasured confounding variables—such as medication use, comorbid conditions,
and lifestyle factors—may influence sleep patterns and physiological signals, potentially

impacting the accuracy of the algorithms.

Building upon these findings, future research should aim to address the identified
limitations and expand the applicability of the methodologies developed. Increasing the diversity
and size of datasets is a crucial step. Including participants with a broader range of sleep
disorders, as well as healthy controls from various demographic backgrounds, would enhance the
models' ability to generalize across different populations. Collecting data in home settings could
provide insights into the algorithms' performance in real-world environments, accounting for

factors like varying sleep schedules and environmental influences.

Exploring advanced modeling techniques represents another avenue for improvement.
Incorporating deep learning models capable of end-to-end learning from raw sensor data may
uncover complex, non-linear relationships that domain-driven feature engineering might miss.
Techniques such as convolutional neural networks (CNNs) and recurrent neural networks (RNNSs)
have shown promise in other time-series classification tasks and could be adapted for sleep
staging. Additionally, integrating multimodal data—including environmental sensors measuring
light exposure, noise levels, and temperature—could enhance the models' context-awareness and

robustness.

Personalization of sleep tracking algorithms represents a promising direction. Developing
adaptive models that learn from individual users over time could account for personal

physiological variations and lifestyle factors, improving accuracy and user experience.
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Investigating other random effects in the mixed-effects modeling framework, such as age, sex,

comorbid conditions, and genetic predispositions, may further personalize the algorithms.

In the context of circadian disruption among shift workers, future work should focus on
refining sleep labeling algorithms and developing interventions to mitigate the negative health
effects associated with irregular schedules. Longitudinal studies monitoring individuals over
extended periods could provide deeper insights into the chronic impacts of circadian

misalignment and inform strategies for prevention and management.

For adolescent populations, interventions that promote sleep regularity and appropriate
timing should be designed and tested. Educational programs targeting adolescents and their
caregivers about the importance of consistent sleep patterns may contribute to better behavioral
and psychosocial outcomes. Further research could explore the effectiveness of such interventions

in diverse socioeconomic and cultural contexts.
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Appendix A: Digital Health Open Science Efforts

A.1 Digital Measurement of Nocturnal Scratching in Atopic Dermatitis

As part of my research, | explored the challenges associated with defining and measuring
nocturnal scratching in patients with atopic dermatitis (AD). AD is a chronic inflammatory skin
condition characterized by intense itching (pruritus) that leads to scratching behaviors. This
scratching exacerbates skin lesions and perpetuates the itch-scratch cycle, significantly impacting

patients' quality of life.

In my study titled "Defining the Digital Measurement of Scratching During Sleep or
Nocturnal Scratching: Review of the Literature” %, published in the Journal of Medical Internet
Research in 2023, | aimed to address the lack of standardized definitions and measurement
methods for nocturnal scratching using digital health technologies (DHTS). My goal was to
establish unified measurement definitions to facilitate better communication and comparison
across different technologies and studies focused on nocturnal scratching in patients with

inflammatory skin conditions like AD.

A.1.1 Literature Review on Scratch Definitions

I conducted a narrative literature review to identify existing definitions of scratching in
patients with skin inflammation. The search spanned publications from 1996 to 2021, covering
databases such as PubMed, IEEE, Scopus, and Web of Science, and was limited to English-
language studies involving human subjects. I identified 29 studies that provided definitions or

descriptions of scratching behavior related to skin inflammation.
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These studies varied widely in their definitions of scratching due to differences in study
designs, objectives, and measurement tools. For instance, some studies classified scratching based
on the duration of scratching bouts. Ebata et al. (1996) categorized scratching into light rubbing
lasting less than five seconds, short bouts lasting between five and thirty seconds, and long bouts
exceeding thirty seconds. Other studies described scratching as rhythmic and repetitive skin
contact movements using hands or fingers, sometimes including feet. Key variables commonly

specified across the studies included:

Properties of the Scratching Movement: This encompassed aspects such as speed,
frequency, pressure, and intensity of the scratching action. Some studies measured the

frequency of scratching in Hertz (Hz), reflecting the rhythmic nature of the movement.

e Scratching Tool: The body part used for scratching was noted, typically hands or fingers,

but occasionally other body parts like feet.

e Body Part or Area Scratched: Researchers specified the areas of the body targeted by
scratching, which could include any part of the body or specific regions like the face or

limbs.

e Duration of Scratching Bout and Minimum Separation Between Bouts: Studies defined
the minimum duration that constituted a scratching episode and the required pause
between bouts to consider them separate events. Durations ranged from one to five

seconds, and separations were often three seconds.

e Scratch Outcome to Be Measured: Outcome measures included total scratch time,
frequency of scratching events, or indices like the Scoring Atopic Dermatitis Index

(SCORAD).
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e Method or Tool of Recording Scratch: Various methods were employed to capture
scratching behavior, including videography, accelerometry, electromyography, and self-
reported diaries or questionnaires. Devices ranged from infrared cameras to wearable

accelerometer-equipped wristbands.

Despite the detailed descriptions of scratching behaviors, the lack of standardized
definitions and measurement parameters made it challenging to compare findings across studies

or develop unified outcome measures for nocturnal scratching.

A.1.2 Review of Sleep Definitions in the Context of Scratching

Recognizing that nocturnal scratching occurs during sleep periods, | performed a targeted
literature review to understand how sleep was defined in the context of scratching behavior. |
searched for terms related to sleep periods, such as "sleep opportunity" and "attempted sleep,” in

conjunction with symptoms or conditions like cramps, pain, or spasms.

The search revealed that only two of the 29 studies from the scratch literature provided
descriptions of sleep-related variables. These studies defined sleep start and end times based on
when participants attached or removed the monitoring devices before and after sleep, without
using standardized sleep outcome measures. This highlighted a significant gap in the literature

regarding the precise definition of the sleep period during which scratching occurs.

I noted that the term "nocturnal” traditionally refers to nighttime activities, but patients
may sleep at various times due to factors like shift work, travel, or sleep disorders. Therefore, |

emphasized the importance of defining the measurement period based on the intended and actual
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sleep, rather than restricting it to nighttime hours. This approach ensures that the measurement of

scratching is relevant to the patient's sleep patterns and experiences.

A.1.3 Development of Unified Definitions and Ontologies
To address the inconsistencies and gaps identified in the literature, | developed evidence-

based and patient-centric definitions for nocturnal scratching. | proposed the following definition:

Nocturnal Scratch: An action of rhythmic and repetitive skin contact movement
performed during a delimited time period of intended and actual sleep, not restricted to any
specific time of the day or night. This definition focuses on the observable action of scratching
during the period when the patient intends to sleep and actually sleeps, without limiting the
measurement to traditional nighttime hours. It distinguishes the action of scratching from the
sensation of itch, acknowledging that scratching is a behavior that can be objectively measured,

whereas itch is a subjective sensation.

Based on my findings, | developed ontologies for the digital measurement of scratching
during sleep. An ontology, in this context, is a structured framework that defines the key
concepts, properties, and relationships involved in a specific domain. For the Scratching

Ontology, the main concepts and properties include:

e Scratching Episode: Characterized by properties such as duration, intensity, tool used

(e.g., fingers, nails), movement type (e.g., rubbing, scratching), and number of events.

e Scratch Area: Specifies the body part or area scratched.
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e Metadata: Includes information about the measurement tools and methods used, such as

the type of sensor or algorithm employed.

For the Sleep Ontology, the concepts and properties are:

e Sleep Episode: Defined by properties like duration, total sleep time, sleep stages (e.g.,

REM, non-REM), start and end times, and whether it is the main sleep event.

e Wakefulness Episode: Periods of wakefulness occurring during the intended sleep period.

e Metadata: Details regarding the methods used to detect sleep, such as polysomnography,

actigraphy, or other clinical outcome assessments.

By deconstructing the terms "nocturnal,” "scratch,”" and "sleep," and organizing them into
ontologies, I provided a structured approach to standardizing measurements. These ontologies
serve as a starting point for developing standardized outcome measures for scratching during

sleep in patients with inflammatory skin conditions.

A.1.4 Implications for Digital Health Technologies

The lack of standardized definitions and measurement parameters hampers the
development and comparison of digital health technologies designed to measure nocturnal
scratching. Digital technologies, including wearable sensors and machine learning algorithms,
offer the potential to objectively and continuously monitor scratching behavior in a scalable and

patient-friendly manner.

However, without unified definitions and standardized measurement properties, it

becomes challenging to validate these technologies, ensure their accuracy, and compare results
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across different studies or devices. The ontologies and definitions | proposed aim to facilitate the
development of digital health technologies by providing clear guidelines on what should be

measured and how.

For instance, by standardizing the main outcome measure as the total scratch time during
the intended and actual sleep period, researchers and developers can focus on creating
technologies that accurately capture this metric. Additionally, specifying required properties such
as the characteristics of the scratching movement, the tool used for scratching, and the body area

scratched ensures that all relevant aspects of scratching behavior are considered.

The proposed standardization also supports regulatory processes by enabling
reproducible and meaningful verification and validation procedures for digital biomarkers and
clinical outcome assessments. It ensures that the technologies developed are aligned with patient

needs and clinically relevant outcomes.

A.1.5 Relevance to Sleep Tracking and Wearable Technologies

The challenges identified in measuring nocturnal scratching are closely related to those
encountered in sleep tracking using wearable technologies. Just as there is a need for standardized
definitions in measuring scratching behavior, consistent definitions and measurement parameters

are crucial in sleep tracking to ensure accuracy and comparability.

In sleep tracking, inconsistencies in defining sleep stages, sleep onset, and wakefulness
can lead to variations in algorithm performance and difficulty in comparing results across studies
or devices. By adopting standardized ontologies and definitions similar to those | proposed,

researchers can improve the reliability and generalizability of sleep tracking algorithms.
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Moreover, integrating standardized measurement frameworks facilitates collaboration
among researchers, technology developers, clinicians, and regulatory bodies. It ensures that
patient-centric approaches are employed, taking into account individual sleep patterns and
behaviors, which is particularly important in populations with sleep disorders or atypical sleep

schedules.

A.1.6 Conclusion and Future Directions

In conclusion, my study underscores the importance of establishing standardized
definitions and measurement parameters in the digital assessment of nocturnal scratching. By
proposing unified definitions and developing detailed ontologies, | aim to facilitate better
communication and sharing of results among various stakeholders. This standardization is
expected to enhance the development of digital health technologies, improve patient care, and

support regulatory acceptance of new measurement tools.

Future research and development efforts should focus on adopting these standardized
definitions and ontologies to ensure consistency and comparability across studies. Additionally,
collaboration among industry, academia, clinicians, patients, and regulatory agencies is essential

to refine and implement these standards effectively.

Overall, this work represents a significant step toward improving the measurement of
nocturnal scratching and, by extension, advancing the understanding and management of atopic

dermatitis and other inflammatory skin conditions.
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A.2 DBDP and V3

In my pursuit to advance digital health and contribute to field standardization, | have
been actively involved in two significant projects: the development of the V3 framework for
Biometric Monitoring Technologies (BioMeTs) and the creation and maintenance of the Digital
Biomarker Discovery Pipeline (DBDP). These initiatives aim to address the challenges in digital

medicine by promoting consistent terminology, best practices, and open-source resources.

The first project centers around the paper titled “Verification, Analytical Validation, and
Clinical Validation (V3): The Foundation of Determining Fit-for-Purpose for Biometric
Monitoring Technologies (BioMeTs).” *t While | was not the main contributor, | assisted with the
paper's writing and gained valuable insights into the complexities of standardizing digital health
technologies. The interdisciplinary nature of digital medicine often leads to confusion due to
varying terminologies and practices across different fields such as engineering, clinical science,

data science, and regulatory affairs.

The V3 framework introduced in this paper addresses these challenges by providing a

three-component model for evaluating BioMeTs:

1. Verification: This step involves a systematic evaluation by hardware manufacturers to
ensure that sensors within BioMeTs accurately capture data according to design
specifications. Verification safeguards against the risk of inaccurate data collection by
testing the hardware both computationally (in silico) and in laboratory settings (in vitro).

2. Analytical Validation: Occurring at the intersection of engineering and clinical expertise,
this stage evaluates the algorithms that convert raw sensor data into meaningful
physiological metrics. It ensures that these algorithms function correctly in real-world

settings (in vivo).
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3. Clinical Validation: This final step demonstrates that the BioMeT reliably identifies,
measures, or predicts clinical states or outcomes within a specific context and population.
It typically involves testing the technology on cohorts with and without the condition of

interest to establish its clinical utility.

By contributing to the development of the V3 framework, | helped clarify core
terminology and best practices essential for evaluating BioMeTs. This framework aims to enable
more effective communication and collaboration among stakeholders, generating a meaningful
evidence base for BioMeTs and improving accessibility within the digital medicine field.
Understanding how the V3 framework fits within the current regulatory landscape, particularly in

light of legislative changes like the 21st Century Cures Act, was a crucial aspect of this work.

The second and more substantial contribution I made was to the paper “The Digital
Biomarker Discovery Pipeline: An Open-Source Software Platform for the Development of
Digital Biomarkers Using mHealth and Wearables Data.” As one of the main contributors, |
played a key role in developing and maintaining the DBDP, an open-source software platform
designed to facilitate the end-to-end development of digital biomarkers using data from mobile

health (mHealth) devices and wearables.

The DBDP addresses several pressing challenges in digital biomarker development:

e Lack of Standardization and Validation Methods: The DBDP provides a collaborative,
standardized framework for transforming raw biometric data into validated digital
biomarkers. It includes modules for data preprocessing, exploratory data analysis (EDA),

and algorithm development, promoting consistency and reproducibility across studies.

153



e Limited Open-Source Data and Code: By making the DBDP openly accessible on GitHub
under Apache 2.0 licensing, we encourage researchers and developers to contribute to
and benefit from shared resources, fostering a community-driven approach to innovation.

e Computational Challenges: The platform is designed to handle the computational
complexity of processing large datasets from various devices. It supports multiple
programming languages and integrates containerization to ensure scalability and
flexibility.

e Device Agnosticism: The DBDP supports data from a wide range of wearable devices,
making it adaptable to various research needs. This device-agnostic approach broadens

the platform'’s applicability and encourages wider adoption.

In my role, 1 was instrumental in developing specific modules within the DBDP, such as
those for resting heart rate, glycemic variability, sleep patterns, and circadian rhythms. | worked
on ensuring that these modules are robust, well-documented, and user-friendly. By maintaining
the platform and providing detailed documentation and user guides, | aimed to make the DBDP

accessible to researchers and clinicians, even those without extensive computational backgrounds.

The DBDP also emphasizes the importance of validation and benchmarking. We
developed guidelines for contributing new modules, including requirements for formatting,
documentation, and validation against reference datasets. This rigorous review process ensures

that all contributions meet high standards of quality and reliability.

Through the DBDP, we sought to overcome barriers such as mistrust in sharing personal
data and the shortage of open-source tools in the field. By adhering to FAIR principles (Findable,
Accessible, Interoperable, and Reusable), the platform encourages transparency and

collaboration, essential components for advancing digital health research.
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In synthesizing my contributions to these two projects, | recognize the overarching goal
of promoting open science and standardization in digital health. By helping to establish the V3
framework, | contributed to clarifying essential terminology and evaluation processes for
BioMeTs, which is crucial for regulatory compliance and scientific rigor. My work on the DBDP
further extends this effort by providing an open-source, standardized platform for digital

biomarker discovery and validation.

These contributions are significant steps toward enhancing collaboration across
disciplines, reducing duplication of effort, and accelerating innovation in digital medicine. By
addressing the challenges of inconsistent terminology, lack of standardization, and limited access
to tools and data, we aim to improve the development and validation of digital health
technologies. Ultimately, these efforts contribute to better health outcomes through reliable,

validated, and accessible digital solutions.

Through my participation in these projects, I am committed to advancing the field of
digital health by promoting best practices, fostering collaboration, and supporting the growth of
an open, innovative community. | believe that such collective efforts are essential for realizing the

full potential of digital medicine in improving patient care and healthcare systems globally.
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