Essays in Financial Econometrics
by
Yasin Simsek

Department of Economics
Duke University

Defense Date: March 30, 2026

Approved:

Andrew Patton, Advisor

Tim Bollerslev

Anna Bykhovskaya

Anna Cieslak

Dissertation submitted in partial fulfillment of the requirements for the degree of
Doctor of Philosophy in the Department of Economics
in the Graduate School of Duke University
2026



ABSTRACT
Essays in Financial Econometrics
by
Yasin Simsek

Department of Economics
Duke University

Defense Date: March 30, 2026

Approved:

Andrew Patton, Advisor

Tim Bollerslev

Anna Bykhovskaya

Anna Cieslak

An abstract of a dissertation submitted in partial fulfillment of the requirements for
the degree of Doctor of Philosophy in the Department of Economics
in the Graduate School of Duke University
2026



Copyright (©) 2026 by
Yasin Simsek
All rights reserved except the rights granted by the Creative Commons
Attribution-Noncommercial Licence


http://creativecommons.org/licenses/by-nc/3.0/us/
http://creativecommons.org/licenses/by-nc/3.0/us/

Abstract

This dissertation presents three essays in financial econometrics, addressing questions
in forecasting in financial markets, high-frequency factor models, and spot covariance es-
timation. The first chapter provides an overview of these topics. The remainder of this
dissertation is summarized as follows.

In the second chapter, which is joint work with Andrew Patton, we propose methods
to improve the forecasts from generalized autoregressive score (GAS) models (Creal et al.
(2013); Harvey (2013)) by localizing their parameters using decision trees and random
forests, which exploit information in state variables from within and possibly beyond the
model. These score-driven models are widely used in econometrics literature for forecasting
volatility, correlation etc. The proposed methods allow the researcher to draw on infor-
mation from multiple state variables simultaneously and avoid the curse of dimensionality
faced by kernel-based approaches. We apply the new models in four distinct empirical
analyses, and in all applications the proposed new methods significantly outperform the
baseline GAS model. In our applications to stock return volatility and density prediction,
the optimal GAS tree model reveals a leverage effect and a variance risk premium effect.
Our study of stock-bond dependence finds evidence of a flight-to-quality effect in the opti-
mal GAS forest forecasts, while our analysis of high-frequency trade durations uncovers a
volume-volatility effect.

Next, the third chapter, which is also joint work with Andrew Patton, analyzes variation
in the factor structure of asset returns within a trade day by combining non-parametric
kernel methods with principal component analysis. We estimate the model on a collection
of over 400 high frequency U.S. equity returns over the period 1996-2020 and show that
the proposed model has superior explanatory power relative to a collection of well-known
observable factor models and standard PCA. We present a stylized model of asset prices and
information flows and show that the factor structure of asset returns varies with the arrival
of news. Using data on individual firm earnings announcements, FOMC announcements,

and other macroeconomic announcements, we provide evidence consistent with our stylized
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model, that the superior performance of the proposed model is due to time variation in the
factor structure of asset returns around times of information flows.

The fourth chapter concerns about the precise estimation of spot covariance matrices.
Spot covariance estimation is commonly based on high-frequency open-to-close return data
over short time windows, but such approaches face a trade-off between statistical accuracy
and localization. In this chapter, I introduce a new estimation framework using high-
frequency candlestick data, which include open, high, low, and close prices, effectively
addressing this trade-off. By exploiting the information contained in candlesticks, the
proposed method improves estimation accuracy relative to the return-based approach while
preserving local structure. I further develop a test for spot covariance inference based on
candlesticks that demonstrates reasonable size control and a notable increase in power,
particularly in small samples, compared to the test built on returns. Motivated by recent
work in the finance literature, I empirically test the market neutrality of the iShares Bitcoin
Trust ETF (IBIT) using 1-minute candlestick data for the full year of 2024. The results
show systematic deviations from market neutrality, especially in periods of market stress.
An event study around FOMC announcements further illustrates the new method’s ability
to detect subtle shifts in relatively mild information events.

Finally, the fifth chapter concludes.
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1. Introduction

We have been experiencing rapid developments in the field of financial econometrics in
recent years. First, researchers have increasingly integrated sophisticated machine learning
algorithms into estimation and inference procedures. Second, the growing availability of
high-frequency data in financial markets has enabled the analysis of financial quantities at
granular levels. Together, these advances provide new insights and open novel avenues for
exploring the dynamics of financial markets; see, for example, Bollerslev (2022) and Kelly
and Xiu (2023).

Motivated by these recent developments, I began my research with Generalized Au-
toregressive Score Trees and Forests (see Creal et al. (2013) and Harvey (2013)) which
is co-authored with Andrew Patton. In this work, we propose estimating parameters of
Generalized Autoregressive Score (GAS) models using regression trees and random forests
borrowed from machine learning literature. These GAS models are common in the finan-
cial econometrics literature and contain many prominent models like GARCH (Bollerslev
(1986)) as special cases. This approach localizes the model parameters using a large set of
variables which describes the economic conditions. In an extensive empirical exercise, we
show that our tree-based estimation method significantly improves the out-of-sample fore-
casting accuracy of financial quantities like market volatility and stock-bond correlation.
We further interrogate these so-called black-box machine learning methods to understand
the sources of improvement, and find that they uncover important relationships between
financial variables, such as the flight-to-quality effect previously documented in the litera-
ture.

In my second research project, which is co-authored with Andrew Patton, we study
latent factor models in asset pricing literature using high-frequency price data. Recent
empirical findings show intraday variation in second moments of asset returns, see for ex-

ample Andersen et al. (2021). Given this background, we combine nonparametric kernels



and principal component analysis (PCA) to estimate factor exposures and loadings while
capturing intraday variation therein. Our empirical analysis show that proposed method
has superior explanatory power, both in-sample and out-of-sample, economically as well as
statistically, relative to a collection of well-known observable factor models like Fama and
French (1992). We unveil a striking intraday pattern in these performance gains, with im-
provements concentrated predominantly in the first periods of the trading day and smaller,
often insignificant, gains near the market close. We hypothesize that the overnight flow of
information and its incorporation into asset prices at the open generates variation in the fac-
tor structure of asset returns that standard factor models fail to capture. We formalize this
hypothesis through a stylized model of high-frequency returns and information flows, and
demonstrate that such flows can induce changes in the factor structure. The model further
predicts that these changes are larger when the surprise component of the news is greater,
a prediction we confirm empirically by analyzing performance improvements around large
versus small shocks, including earnings surprises and monetary policy announcements.
Finally, the third essay studies the estimation of spot covariance matrices. The increased
availability of high-frequency data provides a natural environment for estimating covariation
at specific points in time, known as “spot” covariance. I propose a new estimation framework
that exploits high-frequency candlestick data, comprising open, high, low, and close prices,
which carry more information than standard return observations, thereby yielding more
precise estimates and sharper inference. I develop a novel econometric framework that
characterizes how to optimally incorporate candlestick data into estimation. My estimator
enjoys several desirable properties. First, it achieves a notable reduction in estimation risk.
Second, hypothesis tests based on my estimator exhibit greater statistical power relative to
existing benchmarks. Third, the final estimator is easy-to-implement, resembling the OLS
formula. For empirical illustration, I apply my framework to test the market neutrality of
Bitcoin which is a recent debate in asset pricing literature. My findings indicate systematic
deviations from neutrality hypothesis especially in periods of high market volatility exactly

when a market neutral asset is supposed to be most useful.
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2. Generalized Autoregressive Score Trees and
Forests

2.1 Introduction

Models for economic time series data that can capture time variation in features of
the predictive density are widely used for policy making, investment decisions, risk man-
agement, and many other applications. Such models include the autoregressive-moving
average model of Box and Jenkins (1970), the ARCH/GARCH models of Engle (1982) and
Bollerslev (1986), and many others. The family of “generalized autoregressive score” (GAS)
models, proposed by Creal et al. (2013) and Harvey (2013), nests these time series models
and others, and has been applied to a wide range of problems. Artemova et al. (2022a,
2022b) and Harvey (2022) provide surveys of this growing literature.

Despite their success, score-driven models are inevitably only approximations to the
true data generating process. We propose using machine learning methods to improve the
performance of these models. Specifically, we propose a “GAS tree,” that combines the
parsimonious structure of the GAS model with the flexible, data-driven learning of decision
trees Breiman et al. (1984, 2017). A GAS tree allows the parameters of the model to vary
across “branches” of the tree, which are formed using a possibly large collection of state
variables. This leads to a model that can incorporate information from outside the GAS
model, and that allows for potentially complicated nonlinearities and interactions, while
maintaining interpretability of the resulting final model. We further propose “GAS forests,”
analogous to the “random forests” of Breiman (2001) for linear regression, where we create
many GAS trees using bootstrap samples of the original data and then average the forecasts
from these trees. In many applications random forests have been found to improve upon
regression trees due to the reduction in variance obtained via averaging, see e.g. Hastie
et al. (2009).

The estimation of GAS trees and GAS forests is computationally demanding. It in-



volves finding the optimal state variables and thresholds (which determine the locations
of the “branches” of the tree) from the set of candidate variables, as well as estimating
the parameters of the GAS model. We use cluster computing and a “greedy” estimation
algorithm related to that of Breiman et al. (1984) for regression. This algorithm finds a
near-optimal solution and converges quickly. A key hyperparameter in tree and forest mod-
els is the maximum depth of the tree (essentially, how many subsamples of the data will
be considered) and we tune this parameter using a validation sample, separate from our
forecast evaluation sample.

We apply the proposed GAS tree and GAS forest models in four empirically relevant
forecasting problems: stock return volatility, the distribution of stock returns, the joint
distribution of stock and bond returns, and high-frequency trade durations. As baseline
models for these applications we use the GARCH model of Bollerslev (1986), the t-GAS
model of Creal et al. (2011), a joint distribution model with Student’s ¢ margins and a
Student’s ¢ copula, as in Janus et al. (2014), and the ACD model of Engle and Russell
(1998). We then consider tree and forest extensions of these models, using between 10
and 14 state variables, and in all four cases we find that the baseline model is significantly
out-performed. For the two stock return applications, we find that the optimal GAS tree
turns out to be relatively simple: we find evidence of a leverage effect, where the GAS
model parameters differ depending on whether the lagged stock return was positive or
negative, and a variance risk premium effect, where the model parameters differ depending
on whether the difference between option-implied and historical volatilities is large or small.

In our study of the joint predictive distribution of stock and bond returns, we find that
the GAS tree significantly beats all competing models except for the GAS forest. Variable
importance (“SHAP”) analyses indicate that the most important variables for the GAS
forest are the lagged stock and bond returns themselves, indicating omitted nonlinearity in
the baseline GAS model. We find evidence of a flight-to-quality effect, where higher bond
returns or lower stock returns are associated with even more negative long-run correlations

between the stock and bond markets. In our analysis of trade durations, defined as the
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time taken for 10,000 shares of the S&P 500 exchange traded fund, SPY, to be transacted,
we again find the forest-based extension to be the preferred model. In this application the
most important state variables are both measures of volatility, consistent with the well-
known volume-volatility relationship, see Tauchen and Pitts (1983) and Karpoff (1987) for
example.

This paper is part of the fast-growing literature using tools from machine learning in
econometrics, see Varian (2014) and Athey and Imbens (2019) for recent surveys. Various
studies have found that machine learning techniques bring significant gains over tradi-
tional econometric methods for forecasting applications. For example, Huber et al. (2020),
Medeiros et al. (2021), and Goulet Coulombe (2024) show that tree-based methods, in-
cluding random forests, can produce more accurate forecasts of important macroeconomic
variables like unemployment and inflation. Gu et al. (2020) and Bianchi et al. (2021) show
how machine learning methods can improve forecasts of stock and bond returns respectively.

In addition to macroeconomic and financial forecasting, some recent papers have found
success applying machine learning methods to volatility models such as the GARCH model
of Bollerslev (1986) and the HAR model of Corsi (2009). For instance, Christensen et al.
(2022) shows that neural networks and random forests significantly improve over HAR
model, and Nguyen et al. (2023) create hybrid stochastic volatility models with recurrent
neural networks. Reisenhofer et al. (2022) and Kleen et al. (2023) use convolutional neu-
ral networks and random forests, respectively, combined with the HAR model to obtain
improved out-of-sample forecasts.

Perhaps closest to our work is the “tree-structured GARCH” model of Audrino and
Biithlmann (2001), which uses the lagged return as a state variable to generalize the GARCH
model of Bollerslev (1986). We extend that paper in several empirically important direc-
tions: we propose tree-based extensions of the broader family of GAS models (Creal et al.
(2013) and Harvey (2013)), which nests the GARCH model as a special case; we consider a
large collection of possible state variables rather than just a single state variable; we propose

forest-based GAS models, nesting tree-based models as a special case; and we formally test
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for forecast improvements of the proposed models over existing models and show that the
improvements are indeed statistically significant.

In generalizing the class of GAS models to incorporate information from exogenous state
variables and allowing the updating equation to differ from that implied by the choice of
conditional density, this paper is also related to the class of “quasi score-driven models”
of Blasques et al. (2023). We differ from that paper in our adoption of regression tree
and random forest methods to augment the underlying GAS specification, rather than the
flexible “mix-and-match” approach proposed by Blasques et al. (2023), and in our focus on
out-of-sample forecast accuracy rather than full-sample parameter estimation and inference.

Our work also relates to a broadly defined “local estimation” literature. Tibshirani and
Hastie (1987), Fan et al. (1998), Fan et al. (2009) and Oh and Patton (2024) use kernel-
based methods to localize (quasi-) maximum likelihood models. A more recent strand of
this literature includes Breiman (2001), Schlosser et al. (2019) and Athey et al. (2019), who
use decision trees and random forests to localize regressions, parametric distributions, and
GMM models respectively. Amongst these, most related to our work is Oh and Patton
(2024). That paper’s approach suffers from the curse of dimensionality, due to its use of
kernel-based methods, and it additionally requires that all (or none) parameters of the
baseline model are localized. In contrast, the approach proposed in this paper can deal
with a large number of state variables as well as permitting only a subset of parameters to
be localized, thereby allowing the researcher to impose more or less structure on the model
as needed.

The remainder of the paper is structured as follows. In Section 2.2 we review the
class of GAS models of Creal et al. (2013) and Harvey (2013) and introduce our new GAS
tree and GAS forest models, including computational details for implementation. Section
2.3 presents four empirical analyses, applying the new methods to forecasting volatility,
correlation, and univariate and bivariate distributions. Section 4.6 concludes, and the

supplemental appendix presents additional analyses and results.



2.2 GAS Trees and Forests

The class of generalized autoregressive score (GAS) models of Creal et al. (2013) and
Harvey (2013) provide a parsimonious and powerful way to capture time variation in the
parameter(s) of a given probability density function. We describe this model below, and in

Sections 2.2.2 and 2.2.3 we introduce tree- and forest-based extensions.

2.2.1 GAS models

Let the dependent variable be denoted by y; € R¥. Conditional on the information set
Fi, this variable is assumed to have a parametric predictive density p, with d-dimensional
time-varying parameter f;, and potentially a static parameter v. The GAS(p,q) model

specifies the evolution of f; as:

q p
ft = w+ Z ijt—j + Z Aist—i (2.1)
7j=1 =1
0l ;
Where St = St . Vt, Vt = ng(Yta ft’ V> St = Et,l[vtvg]_l

off ’

It is the appearance of the score, V¢, in the evolution equation for f; that gives this class of
models its name.! Similar to the Newton-Raphson algorithm for numerical optimization,
at each date ¢, f; moves in the direction that most improves model fit.?

Let 6 = (w,vec(By), ..., vec(By), vec(A1), ..., vec(Ap)) denote the vector of all GAS pa-
rameters of this model, making (6, v) the full set of unknown parameters. Since GAS mod-
els are “observation driven,” as opposed to “parameter-driven” (Cox (1981)), the likelihood
function is available in closed form, and (6, ) can be estimated by maximum likelihood with
low computational cost. This feature makes it feasible to consider tree- and forest-based

extensions of this class of models, which we introduce below.

! We follow Creal et al. (2011) and use the inverse information matrix to scale the score in all of our
applications, though other choices for this matrix are possible, such as the square root of this matrix, or
simply the identity matrix.

2 Blasques et al. (2015) present conditions under which the update step is optimal, in the sense that the
GAS evolution equation minimizes the Kullback—Leibler distance between the true conditional density and
the model-implied conditional density.
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FIGURE 2.1: A decision tree example and corresponding subsamples

2.2.2 GAS Trees

Regression trees (Breiman et al. (1984); Breiman et al. (2017)) are a type of nonpara-
metric regression based on sequentially splitting the available data into partitions. The par-
titions are formed using one or more state variables, Z;, and estimated threshold value(s),
c. Figure 2.1 illustrates a simple tree structure. The left panel shows a tree with two state
variables and specific thresholds, and the right panel shows the corresponding partition of
the support of state variables. This hypothetical tree has three “terminal nodes” and implies
a specific partition of the data, denoted P = {P1, P2, P3}. Given a tree structure, a “regres-
sion tree” is obtained by estimating a linear regression separately for each of the terminal
nodes in the tree. In so doing, regression trees allow for nonlinearities and multi-way inter-
actions, greatly generalizing the baseline regression model. Importantly, interpretability of
the final model is retained: the functional form of the baseline model remains the same in
each terminal node, but with parameters that can differ. Naturally the flexibility of trees
make them prone to overfitting the training data, and therefore trees must be regularized,
or “pruned.” We describe the estimation and regularization methods we use for GAS trees
and forests in Section 2.2.4.

We adapt the idea of regression trees for application to generalized autoregressive score

(GAS) models. For a given tree structure with J terminal nodes, P = {Pi,...,Ps}, the



GAS(1,1) tree is based on the evolution equation:
ft = w(Zt) + ﬁ(zt)ft_l + a(Zt)st_l (22)

J
where  0(Zy) = >, 0;1(Z¢€P))
j=1

where §; = [wj, B, ;] are the GAS parameters for partition j, and s; is as in equation
(2.1). By allowing the parameters of the GAS model to vary across partitions we increase
the flexibility of this class of models to fit the data, and by retaining the GAS structure for
each partition, we can more easily interpret how the tree structure improves the fit of the
model, in contrast with more “black box” machine learning algorithms.?

The parameters of the predictive density that are assumed constant in the baseline GAS
model, denoted v above, can either be held constant across partitions or can be allowed to

vary. In our description below we impose they are fixed across partitions.

2.2.3 GAS Forests

“Random forests” (Breiman (2001)) are an extension of regression trees designed to
reduce the estimation error in predictions, while retaining the information contained in the
tree-based forecast, see Hastie et al. (2009) for example. Similar to bootstrap aggregation,
or “bagging,” a random forest is populated by trees that are each estimated on a bootstrap
sample of the original data. In addition, each tree uses only a randomly-selected subset of
the original state variables. The predictions from each of these trees are then averaged to
obtain the random forest forecast.

If we denote trees in the random forest as Py for b = 1,..., B, and the forecast from

each tree for a given value of the vector of state variables, Z¢ as ft(b) (Z¢), obtained using

3 One could consider including the state variables as exogeneous variables in the baseline GAS model.
Such a model is nested by equation (2.2) by allowing the intercept, w, to vary with the state variables but
not the other two parameters. We do not consider this restricted model here.

4 In the kernel-based local M-estimation approach of Oh and Patton (2024) it is not possible to allow only
a subset of parameters to vary with the state variable(s); the framework adopted in that paper requires an
“all-or-nothing” assumption on parameter variation.



equation (2.2), then the GAS forest forecast is obtained simply as

LS )
fZ) = 52,172y (23)
b=1

We next turn to the estimation of the tree structure used in GAS trees and forests.?

2.2.4 Estimating GAS Trees and Forests

The estimation of a GAS tree requires finding the optimal state variables and thresholds
from the set of candidate variables, as well as estimating the parameters of the GAS model.
Finding the global optimum of this optimization problem is computationally infeasible in
even moderately-sized regression tree applications, and to reduce the computational burden
Breiman et al. (1984) proposed a greedy estimation algorithm that finds a near-optimal so-
lution and converges quickly. The algorithm finds a state variable and a threshold to locally
minimize the prediction error at each splitting step, continuing until a stopping criteria is
satisfied. Further, standard regression tree estimation involves estimating a regression sepa-
rately for each terminal node in the tree, but given the autoregressive nature of GAS models,
this is not possible for our application. We adapt the estimation algorithm of Audrino and
Biihlmann (2001) for the estimation of GAS tree models, and extend it to accommodate
multiple state variables and to estimate GAS forests. We describe the estimation algorithm
in detail below.

In the case that the number of terminal nodes is just one, there is no tree structure and

the original GAS model is estimated via maximum likelihood:

T
o 1
(Or,07) = arger’ilax T élogp(yt; fi(0),v) (2.4)

5 Following a referee’s suggestion, we also considered a “boosted GAS tree” specification, drawing on the
insights of “boosted regression trees”’ (see, e.g., Elith et al. (2008)). Rather than averaging across multiple
trees estimated on bootstrap samples, as in the GAS forest, we instead repeat steps 1-6 below multiple times,
each time fitting the error from the previous round. The out-of-sample forecasts were always inferior to the
GAS Tree (i.e., a boosting model with zero boosting rounds) and so we do not consider this specification
further.
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When the number of terminal nodes is greater than one, we use the following estimation
algorithm to estimate the tree structure. As illustrated in Figure 2.1, a tree structure is
equivalent to a particular partition of the sample, and we use the latter formulation in
estimation. Estimation of the GAS tree involves Steps 1-6 below, and the GAS forest

additionally uses Step 7.

Step 1: Denote the entire sample as the trivial partition PO, Estimate the parameters of
the model as in equation (2.4), and denote these as (6%, 2°). Set the tree depth parameter,

m, to zero.

Step 2: Define a new partition: ’PE-TZH) = 'P(_T?) v {P](?)L,PJ(?)R} where ’P(_";) = Pm/p;

contains all the partitions of pm) except for the j¥, and the j*" partition is split into “left”

and ‘“right” subpartitions based on the k" state variable and a threshold c:
PJ(,T::,)L = {Zy:Z¢ € P](m) and Zpp < c} (2.5)

p](T]Z)R = {Zy: 7 € P](m) and  Zyj > c}

Step 3: Estimate the parameters for the new subpartition, taking the parameters of the
other partitions, é(jjl), as fixed:8
~ 1 ~ 1 1 I A
65100 = argmax 7 > tog plye: (0, 01,05),00™) (2.6)
L.9r =1

and compute the log-likelihood value at estimated parameter values:
1 1 ¢ A(m) f(m+1) A(me+1
log ply: Py ) = = D logplys fi(07, 073 07 ) o) (2.7)
t=1

Step 4: Maximize equation (2.7) over the partition j, state variable k, and threshold ¢.”

5 Optimizing the split (Steps 3 and 4 above) is the most demanding part of the estimation algorithm.
The assumption that the parameters in the other partitions remain unchanged significantly reduces the
computational burden, making estimation feasible. Similar ideas have been implemented in the literature,
e.g. Athey et al. (2019) uses a gradient approximation to avoid full re-estimation of all parameters.

7 For each state variable we use a grid of 19 points based on 5%, 10%, ..., 95% percentiles as thresholds.
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Denote the optimized new partition as plntl),

m+1)

Step 5: Estimate all of the model parameters using the partition P! and denote these

as é(m-ﬁ-l) 8

Step 6: Repeat steps 2-5 until the depth of the tree, m, reaches a prespecified maximum
value, M. The depth of the tree controls the model complexity, and we consider values
of M between one and six. Audrino and Biithlmann (2001) choose M using the AIC; with
the benefit of a quarter-century of advances in parallel computing, we instead optimize this

hyperparameter using a validation sample.”

Step 7: For the GAS forest, repeat steps 2-6 for B = 250 trees. Each tree in the forest uses
bootstrap data obtained from a circular block bootstrap (see, e.g., Politis et al. (1999)),
with block length of 100 observations, and a random subset of the state variables. Setting
the number of state variables to one third of the total number of state variables, S, is a
common choice in the machine learning literature, see Hastie et al. (2009) for example, but
we instead optimize this choice using a validation sample, and we consider between 1 and
|S/3]+1 state variables for each tree in the forest. The forecasts from each of the bootstrap

trees are then averaged to obtain the GAS forest forecast.

All computations are done using the Duke Computing Cluster exploiting multiple com-
puting nodes. We parallelize the split optimization steps, and use the Numba package to
speed up the code. Estimating a single tree takes around five minutes with forty CPUs.
We update the tree structures every 250 observations. With the exception of two rolling-
window models, we adopt fixed-window estimation for all other models: we estimate the
model parameters using the estimation sample and use those parameters to compute all

out-of-sample forecasts.

8 In steps 3 and 5, parameter estimation is done using nonlinear solvers available in Python’s Scipy
package. We use the estimates from the previous iteration, 9(’"), as “warm” starting values to accelerate
the algorithm.

9 We impose a minimum of 100 observations per leaf, another form of hyperparameter, but that constraint
was never binding on the optimal tree and forest models.
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2.3 Forecast performance of GAS trees and GAS forests

We apply our new GAS tree and forest models in four out-of-sample forecasting anal-
yses. First, we consider forecasting S&P 500 return volatility using the GARCH model of
Bollerslev (1986), followed by predicting the entire conditional density of S&P 500 returns
using the “t-GAS” model of Creal et al. (2013). In our third application we consider the
joint distribution of S&P 500 returns and 10-year U.S. government bond returns, motivated
in part by work on the switching sign of this correlation, see Guidolin and Timmermann
(2006) and Baele et al. (2010), using the t-GAS copula to link t-GAS models for the marginal
distributions, as in Janus et al. (2014). Finally, we consider the “autoregressive conditional
duration” model of Engle and Russell (1998), using high frequency transaction data on
the exchange traded fund tracking the S&P 500 index, the SPY. These four applications
represent a range of predictive environments, and we provide evidence of the merits of GAS
trees and forests in each of them.

In addition to the baseline GAS model for each application, we consider four other
benchmark models. The first two are the baseline GAS model estimated using a rolling
window (of 250 or 500 observations), which is a simple and well-known way of accom-
modating time-varying parameters. Next we consider a low-dimensional GAS tree (“small
GAS tree”), in which we only consider the lag of the dependent variable(s) as a state vari-
able. This model is similar to that of Audrino and Biithlmann (2001), and comparing the
GAS tree and forest forecasts with this benchmark reveals the benefits of using a larger
set of state variables. The final benchmark model is the “distributional random forest” of
Schlosser et al. (2019). This model “switches off” the GAS dynamics, and has no time series
dynamics other than through the state variables, but can provide a flexible fit through the
forest structure.

As is common in the GAS literature, we compare all models in terms of one-step-ahead

predictive performance.'® For the volatility forecasting application, we use the QLIKE loss

10 Multi-step-ahead predictive densities from GAS models, even without tree or forest extensions, are
generally not available in closed form. Evaluating the log-score of such forecasts requires nonparametrically
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function with realized volatility as the volatility proxy, see Patton (2011) for details. For
the remaining applications we use the negative log-likelihood, which is a consistent scoring
rule for density forecasts, see Gneiting and Raftery (2007).!1 We conduct Diebold and
Mariano (1995) tests of equal predictive accuracy, using Newey and West (1987) standard

errors based on 10 lags.

2.3.1 Data description

We consider GAS trees and forests in four empirical applications. The first three of
these use daily data on S&P 500 index returns and 10-year U.S. government bond returns
from January 2000 to December 2021, a total of 5447 observations. Our fourth application
uses high frequency trade durations for the S&P 500 index tracker fund, SPY, during the
calendar year 2021, and has 5,100 observations. In all applications we split the sample into
three sub-periods: training sample (first 30%); validation sample to determine the optimal
depths of the GAS tree and GAS forest (next 30%); test sample for out-of-sample forecast
comparisons (remaining 40%).12 Models that do not need a validation sample are estimated
on the first 60% of sample.

We consider ten state variables for use in the applications based on daily data, and we
add three high frequency state variables in the fourth application. We firstly include the
(lagged) return on the S&P 500 index and the 10-year U.S. government bond (abbreviated
as SPX and T10Y), to capture any nonlinearities omitted by the GAS models. We next
consider three measures of volatility: 5-min subsampled realized volatility (RVOL) on the
S&P 500 index (L. Y. Liu et al. (2015)), a one-month (backward-looking) rolling average of
RVOL (RVOLM), motivated by prominent HAR model of Corsi (2009), and the VIX index,

a measure of S&P 500 volatility extracted from option prices (Fleming et al. (1995); Blair

estimating the multi-step-ahead predictive density using simulated data. We do not consider this extension.
11 In the supplemental appendix we consider alternative loss functions for each application.

12 Tn the supplemental appendix we also consider a 30/20/50 split, and a 30/30,/10/30 split where the first
10% of observations after the validation sample are discarded. The empirical results for these alternative
splits are generally very similar to our main results.
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et al. (2001)). We then consider three measures from the fixed income market: the federal
funds rate (FFR), the difference between 10-year and 3-month bond yields (T10Y3M),
representing the level and slope of the yield curve, and the “default spread” (DEFS) defined
as the difference between BAA and AAA rate corporate bond yields (Keim and Stambaugh
(1986); Campbell (1987); Estrella and Mishkin (1998)). For our ninth state variable we
include the economic policy uncertainty index (POLICY') proposed by Baker et al. (2016),
based on newspaper coverage. This index tracks important policy related events like the
failure of Lehman Brothers or presidential elections. We take a rolling monthly average
of policy uncertainty index to eliminate the noise in the data. Our tenth state variable is
time, to capture potential structural breaks, e.g. see Goulet Coulombe et al. (2022). In
our fourth application, we additionally consider three high-frequency state variables: the
first lag of duration, which can capture nonlinearities missed by the benchmark model, the
return on SPY over the last trade event period (HFRETURN), which can capture leverage-
type effects, and the market liquidity of Amihud (2002), which can gauge whether the ACD
model parameters differ during periods of high versus low liquidity.

We use the augmented Dickey-Fuller test (Dickey and Fuller (1979)) for each state
variable to test for the presence of a unit root. We fail to reject the null of a unit root for
the federal funds rate and the difference between 10 year and 3 month yield, and we take
the first difference of these two variables. To avoid look-ahead bias, we use a one-period
lag of the state variables when forming the tree and forest forecasts.

All of our data comes from the FRED database at the Federal Reserve Bank of St.
Louis, with the following exceptions: the realized volatility data comes from the Oxford
Realized Library; the high frequency data comes from the New York Stock Exchange’s
TAQ database; the 10 year bond return series is from Y. Liu and Wu (2021); and the policy

uncertainty series is from Baker et al. (2016).13

13 The data for the latter two variables is available at https://sites.google.com/view /jingcynthiawu,/
yield-data and www.policyuncertainty.com.
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2.3.2 Forecasting stock return volatility

The GARCH model of Bollerslev (1986) is widely used for forecasting asset return
volatility, and has been shown to be difficult to beat in a range of applications, see Hansen
and Lunde (2005). Assuming a zero conditional mean, the model is:

Yt = O€gs €t ~ ’LZdN(O,l)

2

2.8
oy = w+ 603,1 + ayt{l. (2.8)

Creal et al. (2013) show that this model can be interpreted as a GAS model for the scale
parameter of the Normal distribution. Given this equivalence, the GAS tree and forest
models for this case can also be labeled GARCH tree and forest models. The “distributional
random forest” (DRF) of Schlosser et al. (2019) in this application sets § = a = 0 and
allows the intercept, w to vary with the forest structure, while the “small GAS tree” model
of Audrino and Bithlmann (2001) uses a decision tree with only y;—1 as a state variable.
We compare forecasts from these three models with those from the new GAS tree and GAS
forest models in Table 2.1.

We observe that each variant of tree-based GARCH model (small GARCH tree, GARCH
tree and GARCH forest) significantly outperforms the benchmark GARCH model with ¢
statistics all less than —4. Moreover, the tree and forest models all significantly beat the
DRF specification. Thus, in this first application, we find that tree-structured models im-
prove the out-of-sample forecast accuracy over simple GARCH, a conventional econometrics
model, and DRF, a machine learning tool. The second and third columns reveal that the
small GARCH tree does not significantly beat rolling window forecasts from the GARCH
model (t-statistics are less than 0.25 in magnitude), while the more flexible GARCH tree
and forest models significantly beat both rolling window forecasts. This suggests that the
tree and forest models are capturing features in the data beyond just time-varying param-
eters. Table 2.1 also shows that the “small GAS tree” of Audrino and Bithlmann (2001)

is significantly outperformed by the GAS tree, with a t-statistic of —4.8, revealing that
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Table 2.1: Out-of-sample performance of GARCH models.

Small GARCH GARCH
GARCH RW250 RW500 DRF G Tree Tree Forest

RW250 -5.237

RW500 -5.730 0.844

DRF 0.023 2.960 2.813

Small G Tree -4.061 0.240 -0.191  -2.592

GARCH Tree -7.885 -3.185  -4.055 -5.295 -4.782
GARCH Forest -11.558  -3.722  -5.843 -5.706 -3.385 0.438

Avg Loss 0.399 0.347 0.352  0.400  0.350 0.314 0.316
MCS v v

Note: The top panel of this table presents ¢-statistics from Diebold-Mariano (Diebold and
Mariano (1995)) comparisons of out-of-sample forecast performance, where a negative t-
statistic indicates that the model in the column had lower average loss than the model
in the row, and a positive t-statistic indicates the opposite. The lower panel presents the
average out-of-sample QLIKE losses and an indicator for whether the model is included
in the 90% model confidence set of Hansen et al. (2011). GARCH refers to the model of
Bollerslev (1986) estimated using the full estimation sample, while RW250 and RW500 refer
to GARCH models estimated with a rolling window of 250 and 500 observations respectively.
DRF refers to the distributional random forest model of Schlosser et al. (2019). Small
G(ARCH) Tree refers to the model of Audrino and Bithlmann (2001), and uses only the
lagged return as a state variable. The GARCH tree and forest models are described in
Section 2.2.

variables beyond the lagged return carry important information about future volatility.!
Interestingly, and in contrast with both the econometrics and the machine learning
literatures which generally find ensemble methods tend to outperform forecasts from indi-
vidual models, we find that the GAS tree (slightly) outperforms the GAS forest, although
the t-statistic is only 0.4. We interpret this result by noting that random forests have the
potential to improve forecast accuracy through variance reduction at the cost of increasing
bias, see for example Hastie et al. (2009). In our case, the variance reduction attained by

the GAS forest cannot compensate the associated increased bias, leading to less accurate

14 Tn Table S.7 in the supplemental appendix we consider forecast accuracy using MSE rather than QLIKE
loss. Consistent with simulation results in Patton and Sheppard (2009), using MSE rather than QLIKE we
find almost identical ordering of models but a reduction in power. For example, the 90% MCS goes from
including just two models to including all seven competing models.
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forecasts. The 90% model confidence set contains only two models: the GARCH tree and
GARCH forest.

To understand the source of forecast gains from the GAS tree model, we consider the
estimated tree structure (depicted in Figure S.2 in the Supplemental Appendix). The
optimal depth was found to be three, with three different splitting variables. The algorithm
first chooses the S&P 500 return with a threshold value —0.14 (its 40" percentile) which
approximately splits the sample using positive and negative market returns, consistent with
an asymmetric reaction of future volatility to past returns, also known as a “leverage effect”
(Black (1976)). The second split in the tree is for negative returns and uses realized volatility
with a threshold of 1.09 (16.6% in annualized standard deviation form), corresponding to
the 40" percentile of RVOL (conditional on the first split), thus approximately splitting
positive return days into “high” and “low” volatility days. The third and final split is for low
volatility days and uses VIX with a threshold of 14.07, corresponding to its 20" conditional
percentile. Recalling that the “variance risk premium” (Carr and Wu (2008); Bollerslev et al.
(2009)) can be approximated as the difference between VIX? and RVOL, the four terminal
nodes of the tree in Figure S.2 can be interpreted, approximately, as those associated with
(1) positive returns, (2) negative returns and high realized volatility, (3) negative returns,
low realized volatility and low variance risk premium, (4) negative returns, low realized
volatility and high variance risk premium.® 16

To quantify the impact of each of the state variables on the performance of the GARCH
Forest model, we compute the “SHAP” (SHapley Additive exPlanations) metric proposed
by Lundberg and Lee (2017). These values estimate the marginal contributions of possibly
correlated inputs to a model. We follow the implementation of the SHAP value computa-

tions in Aleti et al. (2025) and report the results in Figure 2.2. Positive values indicate that

15 Employing a semi-structural regime switching model, Baele et al. (2010) also finds that variance risk
premium is an important economic factor in explaining stock return volatility.

16 Tn Section S.2 of the supplemental appendix we present a small simulation study of how GARCH Tree
and Forest models compare with simpler models when the data generating process is GARCH, GARCH
with a structural break, or a nonlinear GARCH process.
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FIGURE 2.2: SHAP values for state variables in the GARCH Forest. This figure reports
the SHAP value for each state variable, calculated as the increase in OOS QLIKE loss when
a state variable is replaced by its in-sample mean, averaged across 500 permutations of the
state variables.

omitting a given variable leads to higher out-of-sample (OOS) loss, i.e., that it is a valuable
input to the model, while negative values indicate that OOS loss can be decreased by omit-
ting the variable. Figure 2.2 shows that the most important variable in the GARCH Forest
is RVOL, followed by the return on the index (SPX) and VIX. (Note that these are the
three state variables that are used in the GARCH Tree model, depicted in Figure S.2.) The
remaining state variables are mostly found to be unimportant, and RVOLM (the monthly

average of RVOL) is actually found to be better off exluded from the model.

2.3.3 Forecasting the distribution of future stock returns

We next consider the problem of forecasting the entire distribution of daily returns on
the S&P 500 index. Our baseline model is the t-GAS model introduced by Creal et al.
(2013), which captures both excess kurtosis, through the use of the Student’s ¢ distribution

for the standardized residuals, and time-varying volatility, through the GAS structure for
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FIGURE 2.3: SHAP values for state variables in the t-GAS Forest. This figure reports the
SHAP value for each state variable, calculated as the decrease in OOS log-likelihood when
a state variable is replaced by its in-sample mean, averaged across 500 permutations of the
state variables.

the scale parameter. Assuming a zero conditional mean, the t-GAS model is:

Ut

140! R
O't2 = w+ ,80'?71 + O[(l + 3v 1) <]_—2’U1{1 + mogi yt271 - O-t271
t—1

o€y, € ~ iid t(v) (2.9)

where v is the degrees of freedom parameter for the ¢ distribution. As in Creal et al. (2013),
v is assumed constant, while o2 varies over time.!” The dynamics of o7 differs from the
familiar GARCH structure when v < 0, and simplifies to the GARCH model when v — c0.
The {-} term in equation (2.9) implies a more moderate reaction to a large past return than
in the GARCH model, as large returns are more common under the ¢ distribution than the
Normal distribution.

Table 2.2 presents comparisons of the t-GAS model with rolling window versions of this

17 We also impose that the tree and forest structure leaves v constant over time and only affects the GAS
parameters, (w, o, 8). Having some but not all parameters vary with the state variable is not possible with
the kernel-based method proposed in Oh and Patton (2024).
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Table 2.2: Out-of-sample performance of t-GAS models.

Small GAS GAS
t-GAS RW250 RW500 DRF GAS Tree Tree  Forest

RW250 -0.662

RW500 -1.197  -0.465

DRF -3.269  -1.907  -1.957

Small GAS Tree -5.849 -4.235 -4.853 -1.762

GAS Tree -7.821  -5.550  -6.419 -3.540 -2.799

GAS Forest -9.960 -6.484  -8.031 -4.267 -3.144 -0.861

Avg loss 1.185 1.180 1.178  1.157 1.139 1.128  1.126
MCS v v

Note: The top panel of this table presents ¢-statistics from Diebold-Mariano (Diebold

and Mariano (1995)) comparisons of out-of-sample forecast performance, where a negative
t-statistic indicates that the model in the column had lower average loss than the model
in the row, and a positive t-statistic indicates the opposite. The lower panel presents the
average out-of-sample loss (negative log-likelihood) and an indicator for whether the model
is included in the 90% model confidence set of Hansen et al. (2011). t-GAS refers to the
model of Creal et al. (2013) estimated using the full estimation sample, while RW250 and
RW500 refer to t-GAS models estimated with a rolling window of 250 and 500 observations
respectively. DRF refers to the distributional random forest model of Schlosser et al.
(2019). Small GAS Tree refers to a GAS tree that uses only the lagged return as a state
variable. The GAS tree and forest models are described in Section 2.2.

model, as well as the distributional random forest (DRF'), the “small GAS tree” (which only
uses the lagged return as a state variable), and the GAS tree and forest models, both of
which use all ten state variables described in Section 2.3.1. The first column shows that
the t-GAS model is significantly out-performed by all four competing models, including
the DRF model, with Diebold-Mariano t-statistics less than -3.2 in all cases, while it is
not significantly different from the rolling window t-GAS models. We also observe that
the “small GAS tree” is significantly outperformed by both the GAS tree and GAS forest,
revealing the importance of a larger set of state variables. The GAS forest significantly
outperforms all models other than the GAS tree, and the 90% MCS contains only the GAS

tree and forest.
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The optimal tree structure for the GAS tree in this application turns out to be identical
to the one for the GARCH tree (see Figure S.2), presumably due to the fact that the
dynamics of the scale parameter in a Gaussian model (leading to the GARCH specification)
are very similar to those in a Student’s ¢ model (the t-GAS specification). The SHAP values
for the t-GAS forest presented in Figure 2.3 show that only three state variables are valuable,
and these are the three state variables that are used in the t-GAS tree; the remaining seven

state variables all have SHAP values close to zero.

2.3.4 Forecasting the joint distribution of stock and bond returns

We now focus on forecasting the joint distribution of stock and bond returns, using the
S&P 500 index and 10-year Treasury bond for this purpose. We construct this model by
combining t-GAS models for the marginal distributions with a Student’s ¢ copula, as in
Janus et al. (2014). Copulas are convenient tools for capturing the dependence between
variables separately from the marginal distributions of each of the variables; see Patton
(2013) for a review of these methods for economic time series. The use of a ¢ copula
allows for the possibility of tail dependence, or “joint crashes and joint booms.” Although
the marginal distributions and the copula are all from the Student’s ¢ family, this joint
distribution is not bivariate Student’s t distribution unless all three degrees-of-freedom
parameters are identical; instead, this joint distribution allows for varying degrees of fat
tails in each marginal distribution and the joint tails. The Student’s ¢t copula with GAS
dynamics for the correlation parameter is:

exp{p}—1

exp {pi} + 1 (210

w ~ Cgudent(pt,v), where p, =

pr = w+ Bpi—1

2 > ( 1+ p? > < Pt 2 2
+a wi (214724 — pt) — — 5 (W] + wiTs — 2)
(1—p? g+ (29— 1)p} Lpp !

where z;; = Fs_ti dent (Wi, Vi) uses the inverse ¢ CDF with degrees-of-freedom parameter v;,

and g and w; are scalars defined in Appendix S.1. As in Janus et al. (2014), we impose that
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Table 2.3: Out-of-sample performance of ¢ Copula GAS models.

Small GAS GAS
GAS LRW250 RW500 DRF GAS Tree Tree Forest

RW250 3.179

RW500 2.038 -2.243

DRF 1.495 -1.217 0.267

Small GAS Tree -1.310 -3.293 -2.300 -1.662

GAS Tree -2.293  -3.643 -2.784  -2.536 -2.133

GAS Forest -0.811  -3.132 -2.099 -1.951 -0.648 1.575

Avg Loss -0.081 -0.065 -0.074 -0.073 -0.081 -0.087 -0.083
MCS v v

Note: The top panel of this table presents t-statistics from Diebold-Mariano (Diebold and
Mariano (1995)) comparisons of out-of-sample forecast performance, where a negative t-
statistic indicates that the model in the column had lower average loss than the model
in the row, and a positive t-statistic indicates the opposite. The lower panel presents the
average out-of-sample loss (negative log-likelihood) and an indicator for whether the model
is included in the 90% model confidence set of Hansen et al. (2011). GAS refers to the
GAS-copula model of Janus et al. (2014) estimated using the full estimation sample, while
RW250 and RW500 refer to GAS-copula models estimated with a rolling window of 250
and 500 observations respectively. DRF refers to the distributional random forest model
of Schlosser et al. (2019). Small GAS Tree refers to a GAS tree that uses only the lagged
stock and bond returns as state variables. The GAS tree and forest models are described
in Section 2.2.

the correlation parameter, p; lies in (—1,1) for all ¢ by specifying GAS dynamics for the
variable p; and then transforming that variable to p; in equation (2.10). As in the univariate
t-GAS model, we impose that the copula degrees of freedom parameter, v is constant over
time. To ensure comparability across the various copula specifications, all models use the
same marginal distributions, namely the baseline t-GAS model introduced in the previous
section (see equation 2.9).

Table 2.3 shows the out-of-sample performance of competing models. We see that
the benchmark GAS model significantly beats rolling window competitors, revealing the
importance of a large sample for the estimation of this model, and insignificantly beats the

DRF model. The best-performing model is the GAS tree, which significantly outperforms
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the GAS model, with a t-statistic of -2.3. The optimal tree structure for this model turns
out to be very simple: there is a single split based on the 10-year Treasury bond return,

5th

with threshold equal to 0.1, which corresponds to the 45" percentile of this variable. Thus

the optimal tree approximately splits the data simply into days when the bond price went
up or down.'®

The GAS forest is the second-best performing model, and the 90% model confidence set
includes only two models: the GAS tree and GAS forest, indicating that these two models
are significantly better than the other models under consideration, but not significantly
different from each other.'”

To better understand the impact of the most important state variable on the GAS forest
model we plot the parameters of the GAS model (recall equation 2.1) as a function of the
state variable.?? The parameters § and « are interpretable as the persistence and reaction-
to-news of the model. The intercept, w is not directly interpretable, and we instead plot
w/(1 — B) which is interpretable as the long-run level of the GAS process. As the GAS
forest involves averaging 250 bootstrap samples, each based on a random subset of state
variables, we construct this plot by averaging the GAS parameters within each 1% quantile
of the state variable.

Figure 2.4 presents the results using the bond return as the state variable. The upper-
left panel shows that the long-run correlation peaks when the bond return is around zero,
at about —0.15. It declines slightly as the bond return decreases, and it declines markedly,
to around —0.7, as the bond return increases. This is interpretable as a “flight-to-quality”
effect, with high bond market returns leading to more negative comovements between the

stock and bond markets. Figure S.5 in the supplemental appendix considers the stock

8 Figure S.4 presents the SHAP values for the state variables used in the GAS forest model. Consistent
with its prominence in the optimal tree structure, we see that the bond return (T10Y) is the most important
variable, follwed by the stock market return (SPX). The remaining variables have small SHAP values.

19 In Table S.5 we consider alternative sample splits and we find some sensitivity to the choice of training,
validation and testing splits, in particular, the MCS includes more models with different splits. We find no
such sensitivity in the other three applications, considered in Tables S.3, S.4 and S.6.

20 Analogous plots for the other applications are presented in Section S.4 of the supplemental appendix.
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FIGURE 2.4: Parameter estimates as a function of 10-year Treasury bond returns (T10Y)
for the Student’s ¢ copula GAS forest. This figure plots the average, across bootstrap
samples, values of w/(1 — ) (upper-left), 8 (upper-right), and « (lower-left) from the GAS
model in equation (2.10), as well as the average predicted correlation, p; (lower-right) from
that model. The state variable is discretized into bins based on 1% quantiles. The values for
each of these quantities from the benchmark GAS model are plotted in horizontal dashed
lines. The solid lines are local quadratic polynomials fitted to the grey dots.

return as the state variable, and that figure is also consistent with a flight-to-quality effect:
negative stock returns lead to more negative stock-bond comovements.

The lower-left panel of Figure 2.4 shows that the GAS model reacts slightly more
strongly to news when the Treasury bond is down versus up: the o parameter is around
0.055 when it is down, while it is 0.062 when it is up. A similar but reversed pattern
is shown in Figure S.5 as a function of the stock market return. This is consistent with

investors paying closer attention to bad news than good news, a finding similar to that of
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Patton and Sheppard (2015a) in a different context.

The lower-right panel of Figure 2.4 shows the predicted correlation from the GAS forest
as a function of the stock market return, and reveals mildly decresing pattern, though
with substantial noise. Without an underlying model to guide interpretation, one might
be hesitant to draw too much from this panel. With the benefit of the GAS structure
underlying our forest forecast, we know that this shape is primarily coming from the long-
run level, w/(1—/), in the upper-left panel, and that that relationship is strong. This reveals
an important benefit of combining machine learning tools with economically motivated,

and /or empirically successful, econometric models.

2.3.5 Forecasting market activity

Finally, we consider the problem of forecasting the time between consecutive trade
events, known as a “trade duration.”?! Trade durations are a measure of market activity,
and are important for high-frequency risk management and transaction cost minimization.
We take as our benchmark the “autoregressive conditional duration” (ACD) model of Engle
and Russell (1998). Denoting y; as the time (in minutes) between consecutive trade events,
the ACD model assumes an exponential distribution for g, with a time-varying conditional
mean, fi:

ye ~ Exp(u) (2.11)
pe = w+ B+ ayi1.

Creal et al. (2013) show that the ACD model is also a special case of a GAS model,
allowing us to consider it in our study of tree- and forest-based extensions of GAS models.
See Bauwens and Hautsch (2009) for a review of ACD and related models.

For our empirical analysis in this section, we use high-frequency data on SPY, an ex-
change traded fund tracking the S&P 500 index, between January 15 2021 and December

315t 2021. We study the time taken for 10,000 shares of SPY to be transacted, leading to

21 A “trade event” could be a single transaction occurring, or a total of  transactions occuring, or a total
of $y value of transactions occuring, or a total of z shares being transacted, or some other event defined as
a function of characteristics of transactions.
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Table 2.4: Out-of-sample performance of ACD models.

Small ACD ACD
ACD RW250 RW500 DRF ACD Tree Tree Forest

RW250 0.788

RW500 0.840 -0.091

DRF 7.497  2.706 2.945

Small ACD Tree -2.041 -1.439 -1.680 -6.311

ACD Tree -2.803 -2.834 -2.838 -6.213 -2.309

ACD Forest -5.350 -3.497  -3.786 -9.071 -4.485 -0.082

Avg loss -0.776  -0.757  -0.759  -0.664 -0.788 -0.841 -0.842
MCS v v

Note: The top panel of this table presents ¢-statistics from Diebold-Mariano (Diebold and
Mariano (1995)) comparisons of out-of-sample forecast performance, where a negative t-
statistic indicates that the model in the column had lower average loss than the model
in the row, and a positive t-statistic indicates the opposite. The lower panel presents the
average out-of-sample QLIKE losses and an indicator for whether the model is included in
the 90% model confidence set of Hansen et al. (2011). ACD refers to the model of Engle and
Russell (1998) estimated using the full estimation sample, while RW250 and RW500 refer
to ACD models estimated with a rolling window of 250 and 500 observations respectively.
DRF refers to the distributional random forest model of Schlosser et al. (2019). Small ACD
Tree refers to an ACD tree that uses only the lagged duration as a state variable. The ACD
tree and forest models are described in Section 2.2.

5,100 durations and an average duration of 14.9 minutes.

Table 2.4 presents the out-of-sample forecast performance of the baseline ACD model
as well as the competing models considered in previous sections: the distributional random
forest (DRF), the ACD tree using only lagged durations as a state variable (Small ACD
tree), the ACD using all 13 state variables, and the ACD forest model. We firstly observe
that the DRF model for durations, which is pure machine learning tool, is beaten by all
models including the benchmark with ¢-statistics greater than 2.7 in magnitude. The base-
line ACD model has higher loss in the out-of-sample than tree- and forest-based extensions,
and the best performing model is the “ACD forest,” which significantly beats all other mod-

els (t-statistics less than -3.5) except for the ACD Tree.?? The 90% MCS includes only the

22 Figure S.3 in the supplemental appendix presents the optimal tree structure for the ACD tree. We find
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FIGURE 2.5: SHAP values for state variables in the ACD Forest. This figure reports the
SHAP value for each state variable, calculated as the decrease in OOS log-likelihood when
a state variable is replaced by its in-sample mean, averaged across 500 permutations of the
state variables.

ACD Tree and ACD Forest models.

The SHAP analysis of variable importance for the ACD forest, presented in Figure 2.5,
reveals realized volatility, stock market return and VIX to be the most important state
variables, despite the fact that these are measured only daily, and so are constant within a
trade day. The remaining variables, including those that vary within the trade day, have
low SHAP values, and TIME has a large negative SHAP value, indicating that excluding
this variable leads to better OOS performance.

In Figure 2.6 we plot the parameters of the forest ACD model as a function of the most
important state variable, realized volatility (RVOL). In the upper-right panel we see that
the long-run average duration implied by the model is highest when volatility is low, at

around 23 minutes, and it steeply declines as volatility increases, at around 16 minutes.

four terminal nodes in this structure, with splits depending on the stock market index, the Treasury bond
return, and monthly average realized volatility. One of the terminal nodes covers just 3.5% of observations,
when the stock market is down (below its 45" percentile) and the bond return is very high (above its 92™¢
percentile).
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FIGURE 2.6: Parameter estimates as a function of realized volatility (RVOL) for the ACD
GAS forest. This figure plots the average, across bootstrap samples, values of w/(1 — o +
B) (upper-left), a + 5 (upper-right), and « (lower-left) from the GAS model in equation
(2.11), as well as the average predicted duration, p; (lower-right) from that model. The
state variable is discretized into bins based on 1% quantiles. The values for each of these
quantities from the benchmark GAS model are plotted in horizontal dashed lines. The solid
lines are local quadratic polynomials fitted to the grey dots.

Persistence, measured by « + § in the ACD model, is lowest when volatility is low, and
it increases sharply with volatility to around 0.5 and is approximately flat beyond that.
The parameter governing the reaction of the model to news, «, declines somewhat as a
function of volatility. The pattern for the forecasts from the ACD forest model, in the
lower-right panel, shows that predicted durations are around 13 minutes when volatility is
above 2, while they are around double that when volatility is low. This is consistent with

the positive volume-volatility relationship (see, e.g., Karpoff (1987) and Tauchen and Pitts
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(1983)): volume and durations are negatively correlated (longer durations correspond to
lower volumes, and vice versa) and so in periods of lower volatility average trade durations

tend to be longer.

2.4 Conclusion

The class of generalized autoregressive score (GAS) models of Creal et al. (2013) and
Harvey (2013) is a popular way to capture time variation in the parameter(s) of a given
model. The parsimonious GAS structure, however, may omit some important informa-
tion or nonlinearities. We propose adapting methods from machine learning to search
across a wide range of exogeneous variables and capture various forms of nonlinearity: the
“GAS tree” combines the parsimonious GAS structure with the flexibility of decision trees
(Breiman et al. (1984, 2017)), and the “GAS forest” (c.f. Breiman (2001)), averages the
forecasts from many GAS trees each produced on a bootstrap sample of the original data.
Our GAS tree and GAS forest models can be applied whenever a GAS model is considered,
requiring only some potentially useful state variables.

We apply the proposed GAS tree and GAS forest models in four diverse applications:
forecasting stock return volatility, the distribution of stock returns, the joint distribution
of stock and bond returns, and high-frequency trade durations. We find that the proposed
extensions lead to significantly improved forecasts in all four applications. We moreover
uncover economic explanations for the sources of these forecast gains. Through inspections
of the optimal GAS tree structures, and variable importance and parameter sensitivity
analyses for GAS forest forecasts, we find that the best-performing GAS tree and forest
models are those that incorporate well-known empirical regularities, such as the leverage
effect in volatility, the flight-to-quality effect in stock-bond correlations, and the volume-
volatility relationship in trade durations.

Faced with evolving data generating processes and the resulting “small” data sets, the
success of machine learning methods in economics and finance relies on good, parsimonious

benchmark models as reference points, an observation made nicely in Israel et al. (2020).
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We used GAS models for this purpose; future work may consider augmenting a different

class of forecasting models with machine learning methods.
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3. Intraday Variations in Systematic Risks and
Information Flows

3.1 Introduction

Factor models are fundamental tools for understanding systematic risks. The widely
used Capital Asset Pricing Model (CAPM) of Sharpe (1964) and Lintner (1965) remains a
workhorse for analyzing financial data, and extensions, including Fama and French (1992),
Carhart (1997), Fama and French (2015) and many more, have provided additional insights
into the risk and returns of financial assets. Nevertheless, these models are known to be
imperfect, failing to capture some forms of comovements in stock returns, see Fama and
French (2004) and Giglio and Xiu (2021). This has given rise to a proliferation of factor
models, famously called the “factor zoo” by Cochrane (2011).

An alternative to building a model with a pre-specified set of observable factors is
to extract the factors directly from the data, resulting in the class of unobservable, or
latent, factor models. The estimation of the latent factors is most commonly carried out
by principal component analysis (PCA), see Hastie et al. (2009) for a textbook treatment.
This approach was first used by Connor and Korajczyk (1986) in asset pricing and can be
motivated by the arbitrage pricing theory of Ross (1976). Recent noteworthy extensions
of PCA for financial applications include Kelly et al. (2019), Pelger (2020) and Lettau and
Pelger (2020b), amongst others, which we discuss further below.

Standard implementations of factor models, whether based on observable or latent fac-
tors, assume that the factor loadings are constant, yet the battery of evidence of time-
varying asset return volatility (Bollerslev et al. (1994)), correlations (Engle (2009)), and
risk premia (Shanken (1990)), questions this assumption, and motivates allowing for a
time-varying factor structure, see for example Connor et al. (2012), Gu et al. (2021), Ja-
gannathan and Wang (1996), and Kelly et al. (2019), among others. These papers consider

factor structures that evolve at lower frequencies, such as monthly or daily intervals. Re-
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cent work by Andersen et al. (2021, 2023) and Liao and Todorov (2024) goes further and
suggests that the factor structure in asset returns also varies at higher frequencies, within
the trading day.

Motivated by this empirical evidence, we propose a new framework to allow for intraday
variation in latent factor models. We draw on recent econometric advances, see Su and Wang
(2017) and Fan et al. (2022), that combine non-parametric kernel methods with principal
component analysis, generalizing the latent factor model of Connor and Korajczyk (1986) by
treating factor exposures as an unknown function of the time of day. We estimate the new
factor model on 15-minute data for more than 400 individual U.S equity returns over the
period from January 1996 to December 2020. We show that our proposed “Intraday PCA”
has superior explanatory power, both in-sample and out-of-sample, economically as well as
statistically, relative to a collection of well-known observable factor models and standard
PCA. Indeed, the improvement in fit from using Intraday PCA compared with the famous
three-factor model of Fama and French (1992) (FF3) is larger than the improvement from
using the FF3 compared with the workhorse CAPM.

Our empirical analysis unveils a striking intraday pattern in the improvement of perfor-
mance metrics, with gains concentrated predominantly around first periods of the trading
day, with smaller and sometimes insignificant gains at the market close. We hypothesize
that the overnight flow of information, and its incorporation into asset prices at the market
open, leads to variation in the factor structure of asset returns that standard factor models
cannot capture. We formalize this hypothesis via a stylized model of high frequency returns
and information flows, and demonstrate that information flows can lead to changes in the
factor structure of asset returns. The model further predicts that these changes are larger
when the surprise component of the news is greater.

We test our “information flow” hypothesis in three distinct empirical studies. First,
we analyze our model’s behavior following overnight periods with more surprising earnings
announcements (relative to equity analysts’ expectations). We find that new model achieves

significantly greater improvements on days following larger earning surprises, supporting
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our hypothesis.

Second, we analyze the relative performance of the proposed Intraday PCA model on
Federal Open Market Committee (FOMC) announcement days. This study is particularly
revealing because, unlike earnings announcements which mostly occur in the overnight
period, FOMC announcements occur within the trade day, typically at 2pm. Consistent
with our “information flow” hypothesis, we find the largest improvements from our model in
the periods immediately after 2pm. Moreover, we make use of the “monetary policy surprise”
measure of Bauer and Swanson (2023) to quantify how surprising a given announcement
was to financial markets, and we find that our proposed model works particularly well when
the surprise component FOMC announcement is large.

Finally, we consider a set of other macroeconomic announcements: non-farm payrolls,
consumer price index (CPI), the Conference Board’s consumer confidence index, and the
ISM manufacturing report.

We find the improvements in fit from using local PCA relative to standard PCA is larger
for all four of these announcement types, relative to the full sample, with the improvements

being between two and nearly four times as large as in the full sample.

3.1.1 Related literature

This work engages with several strands of the asset pricing literature. First and fore-
most, our estimation method links this paper to high-dimensional models in asset pricing.
Starting with Ross (1976), this branch analyzes latent factors for returns, e.g. Connor
and Korajczyk (1986), Ait-Sahalia and Xiu (2019), Pelger (2019, 2020), Lettau and Pelger
(2020a, 2020b), and Pelger and Xiong, 2022, amongst others. For example, Lettau and
Pelger, 2020b employs a penalized PCA method to extract latent factors using not only
second moments but also first moments of returns. Pelger and Xiong (2022) proposes a
semi-parametric framework, estimating factors and exposures as a function of states. Pel-
ger (2019, 2020) apply standard PCA to stock returns and estimate overnight, intraday

and jump factors separately. Our paper extends these two papers to consider whether, and
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why, the factor structure of asset returns varies within the trade day.

This paper is also related to recent work by Andersen et al. (2021, 2023) and Liao
and Todorov (2024) exploring intraday variation in market beta and factor structures.
Specifically, Andersen et al. (2021) show that dispersion in CAPM betas is high during
the market open and gradually subsiding as market approaches the close. Andersen et al.
(2023) shows that this heightened dispersion in market beta is attenuated when controlling
for additional factors such as size, value and momentum. Liao and Todorov (2024) propose
a test to determine whether the span of factor exposures is the same at the market open
and the market close.

Our paper complements these papers by proposing a method to capture within-day
variation in a factor model and showing that doing so leads to economically and statistically
significant forecast improvements. Furthermore, we conjecture an economic channel for the
improved performance, namely our “information flow” hypothesis, and provide a battery of
evidence consistent with this channel.

The idea of intraday variation is also related to work on capturing lower-frequency
(monthly or daily) variation. For example, Connor et al. (2012) model factor loadings
in observable factor models as a function of observed firm characteristics, estimating the
function using semi-parametric methods. Gagliardini et al. (2016) model factor loadings as
a function of macro variables and firm specific quantities. In a similar vein, Fan, Liao, and
Wang (2016), Gu et al. (2021), and Kelly et al. (2019) introduce time varying loadings in
a latent factor model by linking them to firm characteristics. Like this paper, Pelger and
Xiong (2022) combines local kernel methods with PCA and estimates the factor structure
of (lower-frequency) asset returns as a function of economy-wide variables such the Chicago
Board of Exchange’s “volatility index” (VIX).

We also connect to the high-frequency econometrics literature, which utilizes the high
frequency data to estimate factor loadings within in each day, see for example Andersen
et al. (2005), O. E. Barndorff-Nielsen and Shephard (2004a), and Bollerslev et al. (2016),

among many others. Our contribution to this body of research is to capture intraday
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variation in the factor structure, and explain its importance around times of information
flows.

Finally, our paper is related to work that contrasts the behavior of asset returns in the
overnight and intraday periods. For example, Lou et al. (2019) find that overnight and
intraday returns show strong persistence along with an offsetting reversal effect. Bogous-
slavsky (2021) demonstrates that a mispricing portfolio earns a positive return for most of
the trade day but yields a significant and negative alpha in the last 30 minutes of trading.
We diverge from this branch of the literature as we focus solely on intraday periods, and
study variation at a more granular level.

The rest of the paper is organized as follows. Section 3.2 presents our approach for
capturing intraday variation in the latent factor structure of a panel of asset returns and
presents initial evidence that such variation is statistically significant empirically. Section
3.3 presents a simple model of asset returns and information flows that shows how such flows
can alter the factor structure of returns. Section 3.4 shows that the gains from allowing
for a time-varying factor structure are particularly large around times of information flows.
Section 3.5 presents some extensions and robustness checks and Section 3.6 concludes. An

appendix contains additional details and derivations.

3.2 Intradaily variation in the factor structure of returns

This section introduces our model for the intraday factor structure in equity returns,
describes the data that we use, and presents evidence that the factor structure changes
predictably over the trade day.

Throughout, 714+, denotes the return on asset i € {1,2,...,N}, observed at day
te{1,2,...,T} and intraday period 7 € {ﬁ, %, ...y 1}. We use ry_14+, to denote the (N x 1)
vector of returns on all N assets at that time, and R to denote the (T'M x N) matrix of

returns on all assets across all time periods. We use K to denote the number of factors.
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Table 3.1: Summary statistics.

Cross-sectional statistics

Mean 1% 5% Median 95% 99%
Mean x 10* 0.135 -0.435 -0.173 0.143 0.419 0.559
Std Dev x102 0.412 0.066 0.195 0.394 0.669 0.802
Skewness 0.237 -3.067 -0.848 0.151 1.310 4.038
Kurtosis 73.127 12.622 15.454 31.291 192.388 669.695
Pairwise Corr 0.174 0.029 0.049 0.171 0.300 0.389

Note:This table presents summary statistics on the 6,254 x 26 x 407 panel of 15-minute
returns we use in our analysis. We compute the mean, standard deviation, skewness and
kurtosis for each of the 407 stocks, and report cross-sectional descriptive statistics (the
cross-sectional mean and various percentiles) of these measures. The bottom row presents
summary statistics for the 82,261 pairwise correlations across the 407 stocks.

3.2.1 Data

This study employs high-frequency return data from the New Stock Exchange’s Trade
and Quote (TAQ) database, over the period January 1996 to December 2020 (7" = 6254).
We implement standard cleaning procedures following O. E. Barndorff-Nielsen et al. (2008)
and merge with CRSP open-close prices. Days with incomplete trading hours are ex-
cluded from the analysis. High-frequency returns are sampled at 15-minute intervals, with
overnight returns omitted.! As a result, there are M = 26 observations for each trading
day. The analysis considers all stocks ever listed in the S&P 500 index in the period 1996-
2020 and which traded throughout the entire sample period, resulting in a balanced panel
comprising N = 407 stocks.? Summary statistics on these returns are presented in Table

3.1.

! There is ample evidence in the literature, see e.g. Lou et al. (2019) and Bogousslavsky (2021), that
overnight asset returns exhibit different properties to intradaily returns. The focus of this paper is whether
intradaily returns, which might be thought to be similar to each other, exhibit important differences in
their factor structure over the trade day, and if so, why.

2 Omitting stocks that did not trade for the full sample period introduces survivorship bias, however our
focus is on the second-moment structure of intradaily returns, not the cross-section of first moments, which
are very close to zero at high frequencies, and so this is not a concern for our analysis. The methods
we consider can be extended to accommodate an unbalanced panel of returns, for example estimating the
principal components via alternating least squares, at the cost of an increased computational burden.
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3.2.2 PCA and Local PCA for asset returns

Following Chamberlain and Rothschild (1983), Connor and Korajczyk (1986) and Bai
(2003), a popular alternative to specifying a set of observable factors (which may be incom-
plete, see e.g. Giglio and Xiu (2021)), is to use the asset returns themselves to estimate
the underlying factors, which can be done using principal components analysis (PCA). We

assume that asset returns follow:

Tig—t4r = B fi14r + it 14r (3.1)
where 3; is K x 1 vector of exposures (or factor loadings), f;_1, is K x 1 vector of factors,
and €; ;147 is the residual. The model can be written in matrix notation as:

1 2
t1+r = /6 ft*lJrT + E€t—14r v (th) € {17 7T} x {7 PV 1} : (32)
Nx1 NxK Kx1 Nx1 MM

A “strict” factor structure holds if the residuals are cross-sectionally uncorrelated. Following
Bai (2003) we exploit the “large N” nature of our data set and assume only an “approximate”
factor structure, which allows for some weak cross-sectional correlation in the residuals.?
PCA allows us to find the factors and factor loadings that best explain the panel of asset

returns, solving the following optimization problem:

N T M
. ‘ 1
P, B =argmin wor 203 D (rieter = B fio1ir)? (3.3)

The model in equation (3.1) is identified only up to a rotation of the factors, and to overcome
this we impose an orthogonality constraint on exposures: 33 = Ix. The outputs of this
estimation are the T'M x K matrix of estimated risk factors, ]§‘, and the N x K matrix of
estimated factor loadings, ,3 As described in Bai (2003), factor loadings can be recovered
as the eigenvectors associated with the K largest eigenvalues of RTR, multiplied by v/N.
Given these, we can estimate factors by regressing the returns on the estimated loadings:

F = RB(BTﬁ)_l or simply RB, given the orthogonality constraint on the factor loadings.

3 In detail, an approximate factor structure holds if K < N eigenvalues of the covariance matrix of R
diverge as as N — o0, while the remaining eigenvalues are bounded.
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Motivated by recent work on intraday variation in factor loadings in observable factor
models (Andersen et al. (2021, 2023)) and in the span of factors in latent factor models
(Liao and Todorov (2024)), we next consider a factor model for high frequency asset returns

that varies across the time of day:

N T
F(T),B( ) = arg mln % ; ;(riyt,pﬂ — B;ft71+7)2 (3.4)

for each 7 € {1/M,2/M,...,1}. In our empirical work we use 15-minute returns, implying
M = 26 for stocks traded on the New York Stock Exchange. The model in equation (3.4)
can be estimated by using PCA for each the T' x N matrix of returns over the same 15-
minute window in our sample. That is, we use PCA on all of the 9:30-9:45am returns, then
separately on the collection of 9:45-10am returns, etc. Estimating the factors and factor
loadings separately for each of the M high-frequency windows is clearly more flexible than
standard PCA: the factors and loadings can vary across each of the high frequency windows
rather than being imposed to be constant.

Whilst flexible, the approach in equation (3.4) fails to incorporate the economic knowl-
edge that adjacent high-frequency windows are similar. That is, while features of returns are
known to vary across the trade day (see, e.g., Wood et al. (1985); Harris (1986); Andersen
and Bollerslev (1998)), this variation tends to be smooth, and we can draw on information
from neighboring windows to improve estimation accuracy. To accomplish this, we propose
using “local PCA” (see, e.g., Su and Wang (2017), Fan et al. (2022) and Pelger and Xiong
(2022)), which combines nonparametric kernel methods and principal component analysis.

For a some kernel function, ¢, and bandwidth, A > 0, local PCA solves:

~ ~ ' 1 N T M ;s
F(r), B(r) = argmin ;;121¢ ( ; ) (rie—1es =B fi145)*  (35)

We dub the model obtained by applying local PCA to high frequency returns “Intraday
PCA
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FiGUrRE 3.1: Number of factors across years. This figure shows the number of factors
selected for standard PCA using the information criterion proposed in Bai and Ng (2002)
and Liao and Todorov (2024) for each year in our sample.

It is simple to show that the solution to the optimization problem in equation (3.5) can
be obtained by applying standard PCA to the TM x N matrix of weighted returns, R(T),

with representative row given by:

r— s\ Y2
ft_1+s<f>=¢( . ) (3.6)

These weighted returns lower the importance of returns from high-frequency windows that
are far from the window of interest (that is, when 7 — s is large).* As the bandwidth
parameter in equation (3.5) shrinks (h — 0), we recover the period-by-period PCA objec-
tive function in equation (3.4), and as it grows (h — ), we recover the baseline PCA
objective function in equation (3.3). In between these limiting cases, Intraday PCA allows
for variation in the factor structure across the trade day, drawing on information from
adjacent periods. In the next section we describe how we select the bandwidth and other

hyperparameters.
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3.2.3 Hyperparameters for PCA and Intraday PCA

A key hyperparameter in principal component analyses is the number of factors, K,
to use in the model. We adopt the widely-used information criterion proposed in Bai and
Ng (2002), extended to the high frequency setting by Liao and Todorov (2024), for this
purpose. In Section 3.5.2 we show that our results are very similar when using the method
of Pelger (2019) to choose the number of factors.

First, consider the choice of K for the PCA model, where all intradaily periods are
treated identically. Let A1 = Ao = ... = Ay denote the sorted eigenvalues of ﬁRTR,
where R is the matrix of high-frequency returns. The number of factors is then estimated

as:

. T+ N TN
PO 1 A+ K 1 3.7
argminy < K <K, ,, 108 k;}( Bt B log (T + N) (3.7

Knaz 18 a pre-defined upper bound, which we set to 10.

We estimate K year-by-year and present the estimated values in Figure 3.1. The es-
timated number of factors varies over time, and increases almost monotonically over the
sample period. Prior to 2008, we find a single factor, with the exception of the years 2005
and 2006 where our analysis identifies two factors as optimal. Subsequent to 2008, we find
the presence of between two and four factors, with at least three factors found starting from
2014.

To choose the number of factors to use in the Intraday PCA model, we estimate number
of factors following the same steps outlined above separately for each intradaily period and
each year. Figure 3.2 presents the estimated number of factors across the 26 15-minute
windows, for three subsamples of the data (1996-2003, 2004-2012, 2013-2020). We report
the median number of factors selected for each of these three subsamples. Consistent with
Figure 3.1, we observe that selected number of factors is notably lower for the first subsample

compared with the latter two subsamples. Moreover, we find that optimal number of factors

4 This can be considered as standard PCA on the full panel of asset returns, as in equation (3.3), but
downweighting estimation errors that occur in periods far from the period of interest and upweighting errors
that occur at or near the period of interest, so that the fit is best near the period of interest.
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FI1GURE 3.2: Number of factors across years and intraday periods. This figure shows the
number of factors selected for Intraday PCA using the information criterion proposed in
Bai and Ng (2002) and Liao and Todorov (2024) for each 15-minute window of the New
York Stock Exchange trade day. For clarity we present results for three subsamples, rather
than each year separately, and report the median value in each subsample.

varies across the trade day. For example, in the latest subsample, the optimal number of
factors at the market open is five, while it is only three at the market close. This intraday
variation in the optimal number of factors is the first indication that the factor structure
of these asset returns varies over the trade day. We investigate this more formally in the
next subsection.

In Intraday PCA, we also need to choose a kernel to weight the intradaily periods. We

adopt the Gaussian kernel:

2
T— 35 1 /7—5
— _Z 3.8
¢(h)exp{2(h)} (33)
and we impose that the kernel is one-sided at the open and close, so that the 9:30-9:45am
window is not treated as adjacent to the 3:45-4pm window, by imposing zero weight before
the market open and after the market close, and re-weighting the remaining windows so

that the weights sum to one. Figure 3.3 illustrates the optimal kernel (with bandwidth

estimated via cross-validation) for three periods in the trade day.’?

> We also considered allowing the bandwidth parameter to vary over the trade day, but did not find
much improvement in fit despite the greatly increased computational burden, and so we impose a common
bandwidth parameter across all intraday periods.
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F1GURE 3.3: Kernel weights across the trading day. This figure shows the weights assigned
to each intraday period for the first, middle and last 15-minute window of the trade day. The
weights are computed using the Gaussian kernel described in Section 3.2.3 with bandwidth
parameter h = 0.17 obtained via cross-validation.

The final hyperparameter, the bandwidth A, controls the smoothness of the Intraday
PCA model as a function of the time of day, i.e. how much information from adjactent
intraday periods is used, with smaller values for h indicating a more localized model. We
consider choices for the bandwidth ranging from 0.001 to 5, and we select the optimal
bandwidth using a validation sample. For out-of-sample forecasts for year Y, we estimate
the Intraday PCA model on data from year Y —2 for each of the bandwidths, and construct
forecasts for data in year Y — 1. The bandwidth that performs best in year Y — 1 is then
used for the forecasts made in year Y. This year-by-year estimation procedure has the

benefit that it allows for low-frequency changes in the factor structure.

3.2.4 Forecast performance evaluation

We compare performance of the factor models under consideration both in-sample and
out-of-sample. In-sample, we compare the fit of the models using the R? associated with

the grand mean-squared error that appears in the PCA objective function, and we test for
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significant differences in in-sample fit using the test of Rivers and Vuong (2002).

B 2 2tm)er (Tig—147 — Bt _14:)?

RZ=1
* Ziz(t,ﬂ')ET TiQ,t—l-‘rT

(3.9)

where 7 denotes the collection of days and intradaily observations in the in-sample period.
This measure captures the proportion of observed return variation explained by the model,
aggregated across all assets and time observations. One can consider BZT ft_1+T = Pit14r
as the projection of contemporaneous returns onto the space spanned by estimated factor
loadings. Therefore, comparing the R?’s of different models is equivalent to comparing the
projection of factor loadings for these models. Put differently, differences in R? implies
a discrepancy in factor loadings’ projection matrices. This connects our in-sample com-
parisons to Liao and Todorov (2024), who use the distance between projections of factor
loadings to test for differences in the factor structure between two periods of the trade day.
To compare models out-of-sample, we use an approximate “leave-one-out” R? metric that
can be viewed as lying between the “predictive” and “total” R? metrics considered in Kelly et
al. (2019). The “total R?” metric uses estimation sample factor loadings and realized factor
returns to construct the forecasts, and thus implicit in these predictions is information on
the realized value of the target variable, meaning that they are not true forecasts. The
“predictive R?” measure, on the other hand, uses the in-sample factor loadings and replaces
the realized factor return with the in-sample factor mean when constructing the forecasts,
yielding proper forecasts. However, this metric is not informative in applications where the
variables have means close to zero, as is the case for high-frequency asset returns, as in such
applications all models, regardless of quality, are assigned an R? close to zero. To overcome
this, we propose a simple approach where the forecast of variable i is based on factor(s)
that use the realized values of other variables and the estimation-sample mean for variable

i, leading to the “approximate leave-one-out” forecast®:
Fir = Bl £ — B Bilriz — fus) (3.10)

5 The equation for the leave-one-out forecast exploits the normalization that 378 = Ix. If the other
common normalization, that the factors are uncorrelated, is imposed, the functional form will differ.
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B.1 presents details on the derivation of this forecast. This is a proper out-of-sample forecast
of variable i, using contemporaneous information from other other variables in the panel.
We then compute:

i Dtmyer (Tig—14r = Tig—14r)?

R2, =1
2 Z(t,‘r)eT ri2,t71+T

008

(3.11)

where T denotes the collection of days and intradaily observations in the out-of-sample
period. We test for significant differences in out-of-sample forecast performance using the
test of Diebold and Mariano (1995).

Table 3.2 shows in-sample fit and out-of-sample predictive accuracy of the competing
models. Below each R? value we report the t-statistic comparing the fit with that of
Intraday PCA, using Rivers and Vuong (2002) for the in-sample comparisons and Diebold
and Mariano (1995) for the out-of-sample comparisons. A positive t-statistic indicates
superiority of Intraday PCA in terms of R2. This table shows that Intraday PCA exhibits
superior performance compared to the observable factor models and the standard PCA
specification. In-sample, Intraday PCA provides an R? gain of nearly 11% over CAPM
and a 2.5% gain over standard PCA, both of which are significant at the 1% level. Out-
of-sample R?s are lower for all models than their in-sample counterparts, as expected, but
the gains from using Intraday PCA remain significant and similarly large: 9.0% relative to
the CAPM and 1.8% relative to standard PCA.

Our high frequency data enables us to delve into the details of the above performance
gains and examine the within-day variation in predictive performance of Intraday PCA.
We take the R? differences between Intraday PCA and standard PCA, the latter being
the competing method with the best in-sample and out-of-sample fit, as shown above,
and present in Figure 3.4 the R? differences across the trade day. This figure reveals that
improved performance of Intraday PCA is not uniform across intraday periods, rather gains
are larger and more significant near the market open, and smaller and less significant at the
market close. For example, in the first period Intraday PCA provides a 2% gain in OOS

R?, significant at the 0.01 level, while the improvement is between 0.5% and 1% in the last
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Table 3.2: In-sample and out-of-sample performance of factor models.

Factor model

CAPM FF3 FF6 PCA Intraday PCA
In-sample R? 19.56 22.60 24.40 24.44 26.12
(RV t-stat) (18.39) (14.11) (9.57) (19.41)
00S R? 18.27 20.53 20.77 22.49 23.76
(DM t-stat) (16.43) (12.12) (12.07) (18.69)

Note: This table reports measures of in-sample fit and out-of-sample accuracy (R? metrics
defined in equations (3.9) and (3.11), measured in percent) for three models based on ob-
servable factors and two models based on latent factors. The CAPM uses solely the market
factor; FF3 additionally uses the size and value factors of Fama and French (1992); FF6
additionally uses the momentum factor of Carhart (1997) and the quality and profitability
factors of Fama and French (2015). The column titled PCA uses standard principal com-
ponents analysis on the TM x N panel of high frequency stock returns. The last column
uses the kernel-based local PCA introduced in Section 3.2.2. t-statistics from Rivers-Vuong
(Rivers and Vuong (2002)) and Diebold-Mariano (Diebold and Mariano (1995)) tests com-
paring the fit of each model to that of Intraday PCA are reported in parentheses.

hour of the trade day.”

The significant improvement in fit of Intraday PCA compared with standard PCA rep-
resents evidence that the factor structure of high frequency asset returns varies within
the trade day. We next propose an to answer the deeper question of why: what drives
this variation in the factor structure over the trade day? Noting that the improvements
achieved by Intraday PCA are greatest in the first hours of the trade day, and we con-
jecture a connection with the influx of new information in the overnight period, such as
earnings announcements, Consumer Price Index releases, and non-farm payroll reports. We
hypothesize that incorporation of new information into asset prices generates a change in

the factor structure of asset returns in the opening hours of the trade day relative to the

7 We also implemented the test of Liao and Todorov (2024), testing that the span of latent factors is the
same in the first two hours of the trade day as in the last two hours. Consistent with the conclusion from
our forecast comparison results in Table 3.2, we reject the null at the 1% level.
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FIGURE 3.4: Comparing the fit of Intraday PCA and PCA. This figure shows the difference
in out-of-sample R? between Intraday PCA, introduced in Section 3.2.2, and standard
PCA, for each of the 26 15-minute periods during the New York Stock Exchange trade
day. Positive values indicate that Intraday PCA has a higher R? than standard PCA. The
vertical lines at the end of each bar are 95% confidence intervals for the difference in R?
based on a Diebold-Mariano (Diebold and Mariano (1995)) test.

middle and closing hours. Section 3.3 formalizes this conjecture and generates additional

testable implications, which we take to the data in Section 3.4.

3.3 A model of asset prices and information flows

This section presents a simple model of asset prices and information flows that reflects
the three key features of our empirical environment. Firstly, multiple types of news impacts
asset prices, e.g., earnings announcements, statements by the Federal Reserve, announce-
ments by the government or an industry regulator, etc. Secondly, different types of news
induce possibly different factor structures in returns, e.g., the factor structure in firm cash-
flows may differ from that generated by other types of news. Thirdly, different types of
news arrive at different times in the trade day, e.g., earnings announcements typically occur
in the overnight period, while announcements from the Federal Open Market Committee
(FOMC) typically occur in the middle of the trade day.

Following the influential work of Vuolteenaho (2002) and Campbell and Vuolteenaho
(2004), we model returns as driven by changes in expectations about cashflows and discount

rates. We next describe how we model each of these types of news and how they impact

47



asset returns.

We assume that log-earnings follow a random walk, consistent with Watts and Leftwich
(1977), Kormendi and Lipe (1987) and Kothari (2001), who note that earnings are indeed
very persistent. This implies that “cashflow news” can be modeled as updates to expecta-
tions about the current level of log-earnings for a given firm. Our model for the change in
log-earnings is:

Alog Xy = gi + 7 Zo + uiy (3.12)

where g¢; is a firm-specific average growth rate of earnings, Z; are the K factors driving
earnings growth, 7; is firm 7’s exposure to the common factors, and u;; is the unpredictable
component of earnings growth for firm 3.

We assume that firms report their earnings every C' days, always in the overnight (or
0") period of the day.® Since the level of earnings of a given firm are not observed every day,
and since there are common factors in earnings growth, investors update their expectations
about profitability using information contained in the earnings announcements of other
firms. We adopt the model for cross-stock learning proposed in Patton and Verardo (2012),
who use a Kalman filter designed to accommodate the intermittent nature of earnings
announcements (Sinopoli et al. (2004)). We describe the filtering problem in detail in B.2.

The output of this filter is a sequence of cash flows news for each day and each firm:
N = Byflog Xi 4] — Ey_1[log X; 1] (3.13)

where the information set available at time ¢ includes the earnings announcements of all
firms up to and including day ¢, and E;[log X; ] denotes the “nowcast” of the earnings of
firm 7 in period ¢ based on the Kalman filter (see equation B.38 in the appendix). It varies
even in the absence of an earnings announcement from firm ¢ due to updates to expectations
based on announcements by related firms.

We model discount rate news as a “monetary policy surprise” (e.g., see Bauer and Swan-

son (2023)), which can affect each firm differently through its sensitivity to the surprise.

8 We discuss specific choices for the parameters of the model at the end of this subsection.
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We assume that the Fed makes an announcement every D days, and that this announce-
ment always occurs in the d period of the announcement day, consistent with the 2pm
timing of most announcements from the FOMC. On non-announcement days, and in non-
announcement trading periods, the monetary policy suprise variable is equal to zero. The
output of this part of the model is a sequence of discount rate news for each day and each
firm:

Nz‘,DtlEl—i-d/M = BMSs, (3.14)

Finally, to capture the slow diffusion of information (e.g., Brennan et al. (1993); Hong
and Stein (1999); Boguth et al. (2016)), we assume that news is incorporated into prices
with a possible delay: with probability m¢cr € (0, 1] the price of firm i reacts to cashflow
news in the first trading period after the news is released, with probability (1 — 7or)mTor
it reacts in the second period, (1 — mor)?mcor in the third, etc. We introduce an analogous
parameter, mpg € (0, 1], for the incorporation of discount rate news into prices. This feature
means that even though cashflow news is assumed to arrive in the overnight period, and
we focus only on intradaily returns thus omitting the overnight return, it is still possible
for intra-day returns to react to overnight cashflow news.

Combining these effects, our model for asset returns is:
CF DR
Tig—1+r = Nigiiyr + Nzl + Eit—14r (3.15)

where 74147 is the return on firm i on day ¢ € {1,2,...,T} and intraday period 7 €
{ﬁ, %, ey 1}, NZ%IEHT and Nl-gl_?'HT are the cashflow news (equation 3.13) and discount
rate news (equation 3.14) incorporated into prices in this period, and e;; is the return
attributable to noise traders, which we model as independent across time and firms.

This model implies that the periods that reflect cashflow news “inherit” the factor struc-
ture in earnings: for announcing firms, earnings growth realizations have the factor structure
in equation (3.12), and for non-announcing firms the Kalman filter updates to expectations

also inherit this factor structure, see B.2. In the absence of news, returns are purely due

to noise traders and no factor structure is present. The d** period in the trading day oc-
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FIGURE 3.5: Comparing the fit of Intraday PCA and PCA, simulated data. This figure
shows the difference in out-of-sample R? between Intraday PCA and standard PCA, using

the simulation design described in Section 3.2. Positive values indicate that Intraday PCA
has a higher R? than standard PCA.

casionally has a one-factor structure, driven by the release of monetary policy news, but
on non-announcement days returns in that period behave like those in the other intraday
periods, and no factor structure is present.

Given the Kalman filtering step required to capture updates to investors’ expectations
in the presence of intermittent, correlated, earnings announcements, no closed-form expres-
sions for the factor structure are available. Instead, as in Patton and Verardo (2012), we
rely on 1000 simulations of this model. We assume T = 3000 trade days and M = 20 in-
tradaily periods, both comparable to our data. Due to computational memory constraints,
we assume only N = 100 firms and C' = 10 days between earnings announcements.” To
match the empirical feature that FOMC announcements occur about twice as often as earn-
ings announcements (eight versus four times per year) we set D = 5, and we model them as
arriving in intradaily period 13, approximately matching the 2pm announcements by the
Fed. We set the diffusion of information parameters to mcp = mpr = 0.25. The choices for
the remaining parameters of the model are presented in B.2.

Figure 3.5 presents the improvements in R? from using Intraday PCA compared with

9 The framework of Sinopoli et al. (2004), which we use, requires defining a state variable of size N x C,
and attempting to match our data on this dimension, with NV &~ 400 and C' ~ 63 makes the model too large
to be stored in memory. The qualitative predictions with this choice of N and C are unaffected.
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standard PCA, for each of the intradaily trading periods, averaged across the 1000 simula-
tions.'0 For this first simulation, we shut down the discount rate news channel and focus
on cashflow news only.!! We see that the figure is qualitatively comparable to 3.4 using real
data. The gains are greatest in the periods immediately after flows of information, which
in this model are those at the start of the day, after the overnight earnings announcements.
For the rest of the trade day there is no difference in fit between the two models, as they
both correctly select zero factors.

Next, we consider the implications of allowing for both cashflow and discount rate
news. Panel A of Figure 3.6 and shows that the gains for allowing for a time-varying factor
structure are greatest in the periods immediately after flows of information, namely after
the overnight earnings announcements at the start of the day, and those starting from period
13, when monetary policy surprises are realized. This suggests that the gains from using
Intraday PCA will differ on FOMC announcement days versus other days, a prediction we
test in Section 3.4.

We can also use the model to identify the types of news that lead to the greatest
changes in the intraday factor structure. For example, in Panel B of Figure 3.6 we increase
the variance of the unpredictable component of earnings, thereby making each earnings
announcement “more surprising.” We see an increase in the gains from using Intraday PCA
when earnings announcements resolve more uncertainty. Similarly, we can increase the size
of the monetary policy surprise, and in Panel C of Figure 3.6 we see that the gains from
using Intraday PCA are also greater in that case. We test these two predictions from this

model in the next section.

10 As in our empirical application, we use Bai and Ng (2002) to select the number of factors to use in each
of the models, and we use cross validation to choose the optimal bandwidth for Intraday PCA.

1 In our data only approximately 8/252 ~ 3.2% of days have an FOMC announcement, while our simulation
design has a monetary policy surprise on 20% of days, roughly six times as often.
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FIGURE 3.6: Comparing the fit of Intraday PCA and PCA, simulated data. This figure
shows the difference in out-of-sample R? between Intraday PCA and standard PCA, using
the simulation designs described in Section 3.2. Positive values indicate that Intraday PCA
has a higher R? than standard PCA. Panel (a) shows the results when both cashflow and
discount rate news are present. Panel (b) shows the impact of larger cashflow news. Panel
(c) shows the impact of larger discount rate news.
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3.4 Information flows and the factor structure of returns

We now empirically consider some of the insights into the impact of information flows
on asset return factor structures afforded by the model presented in the previous section.
We first test whether days following a large number of firm earnings announcements are
also ones where Intraday PCA outperformance is particularly large. Using equity analysts’
forecasts of earnings, we are also able to sort earnings announcements by how surprising
they were to analysts. Second, we consider FOMC announcements, which have the added
benefit of occuring during the trade day, and so generate a clear testable implication for the
information flow explanation for changes in the factor structure of asset returns. Finally,
we consider four other important macroeconomic announcements, and compare the gains

from using Intraday PCA on announcement days with the gains on average days.

3.4.1 Earnings anouncements

Firms’ quarterly earnings announcements are well-documented disclosures of essential
information regarding their operational and financial status, and prior research has found
significant impacts of earnings announcements on equity prices, see for example Collins
and Kothari (1989), Livnat and Mendenhall (2006) and Patton and Verardo (2012). We
investigate whether earnings announcement surprises lead to changes in the factor structure
of asset returns. The model in Section 3.3 implies that the factor structure of asset returns
varies over the trade day, and that the variation is stronger when earnings announcements
are “more surprising.” Following Livnat and Mendenhall (2006), we measure the surprise
component of a given earnings announcement as the difference between realized earnings-
per-share and the median analyst forecast in the 90 days prior to the announcement, scaled
by current quarter’s price for cross-sectionaly comparability. We sort earnings days into
quintiles using according to this measure of earnings surprise.

Table 3.3 shows R? improvement of Intraday PCA over PCA for each quintile of earnings

surprise, and the last column shows the difference in R? improvements between the top and
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Table 3.3: Performance of Intraday PCA over standard PCA on earnings announcement
days by quintile of earnings surprise.

Quintile of absolute earnings surprise

Low 2 3 4 High High-Low
In-sample R? gain 1.23 1.49 1.92 1.67 2.44 1.21
(RV t-stat) (16.45)  (17.44) (8.88) (18.06)  (14.48) (6.89)
00S R? gain 0.89 1.26 1.46 1.30 2.01 1.12
(DM t-stat) (15.78)  (16.16)  (14.04)  (16.02)  (13.71) (8.03)

Note: This table reports measures of in-sample fit and out-of-sample accuracy (R? metrics
defined in equations (3.9) and (3.11), measured in percent) on earnings announcement
days, sorted into quintiles by absolute earnings surprise as described in Section 3.4.1. Each
cell in the first five columns reports the difference in R? of Intraday PCA versus PCA.
PCA uses standard principal components analysis on the T'M x N panel of high frequency
stock returns, and Intraday PCA uses kernel-based local PCA introduced in Section 3.2.2.
The last column shows the difference of top and bottom quintiles. t-statistics from Rivers-
Vuong (Rivers and Vuong (2002)) and Diebold-Mariano (Diebold and Mariano (1995)) tests
comparing the fit of each model to that of Intraday PCA are reported in parentheses.

bottom quintiles. Table 3.3 reveals that the outperformance of Intraday PCA over standard
PCA is significant for all types of earnings announcements (the t¢-statistics in the first five
columns are all well above 1.96). Moreover, the outperformance is greatest for the most
surprising earnings announcements and smallest for the least surprising announcements.
The difference in the improvement in fit is 1.2% in-sample and 1.1% out-of-sample, and both
differences are significant at the 1% level. The increased outperformance from allowing for
a time-varying factor structure following more surprising news is consistent with the model

in the previous section.

3.4.2 FOMC Announcements

We next investigate the factor structure of asset returns around perhaps the most im-

portant single piece of news for financial markets: the announcement by the Federal Open
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Market Committee (FOMC) of the target range for the federal funds rate.’? FOMC an-
nouncements generally occur eight times per year, and in our sample we have a total of
196 announcement days. We obtain FOMC date and time information from the Bloomberg
Economic Calendar.'® In the analyses decribed above we use one-year rolling windows for
estimation, however given the small number of FOMC announcement dates per year we use
an expanding window estimation strategy for the study of these dates. Specifically, consid-
ering the days post-2010 as the out-of-sample period, the factor models are estimated for
each date using all available data up to that date.

Table 3.4 shows the in-sample and out-of-sample performances of the competing factor
models on FOMC days. We find that Intraday PCA exhibits the highest in-sample and OOS
R?,35.4% and 33.7% respectively. Intraday PCA provides an R? gain of over 11% compared
to standard PCA in-sample, and a gain of 4.8% out-of-sample, with both improvements
being significant at the 1% level. Comparing the results on FOMC days with the full-sample
results from Table 3.2, we see that the improvements from allowing for a time-varying factor
structure are much greater on FOMC days: 11.1% versus 1.7% in-sample, and 4.8% versus
1.3% out-of-sample, consistent with the predictions of the model presented in Section 3.3.

Next, we exploit a feature of FOMC announcements that is particularly informative for
our “information flows” hypothesis: unlike earnings announcements, which predominantly
occur outside of trading hours, FOMC announcements typically happen at 2pm, during the
trade day. Thus, if it is the arrival of new information to the market and its subsequent
processing by market participants, we would expect to see larger gains from using Intraday
PCA in the windows immediately after 2pm. Figure 3.7 presents the OOS R? differences
between Intraday PCA and PCA across the trade day, and reveals a pattern consistent with

our conjecture: the gains from using Intraday PCA are particularly large, as high as 11%,

12 An extensive body of research shows that monetary policy announcements have significant impacts on
the stock market, see for example Bernanke and Kuttner (2005), Bollerslev, Li, and Xue (2018b), and
Cieslak and Schrimpf (2019).

13 Almost 70% of the FOMC announcements in our sample occur at 2pm; another 20% occur at 2:15pm,
and the remainder occuring at other times. Importantly for our analysis, all FOMC announcements in our
sample period occur within the NYSE trade day.
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Table 3.4: In-sample and out-of-sample performance of factor models in FOMC announce-
ments days.

Factor model

CAPM FF3 FF6 PCA Intraday PCA
In-sample R? 21.95 25.04 26.23 24.30 35.38
(RV t-stat) (16.20) (15.14) (14.19) (16.19)
00S R? 26.42 29.02 29.36 28.91 33.69
(DM t-stat) (13.47) (11.35) (9.68) (12.90)

Note: This table reports measures of in-sample fit and out-of-sample accuracy (R? metrics
defined in equations (3.9) and (3.11), measured in percent) using only FOMC announcement
days, described in Section 3.4.2, for three models based on observable factors and two
models based on latent factors. The CAPM uses solely the market factor; FF3 additionally
uses the size and value factors of Fama and French (1992); FF6 additionally uses the
momentum factor of Carhart (1997) and the quality and profitability factors of Fama and
French (2015). The column titled PCA uses standard principal components analysis on the
TM x N panel of high frequency stock returns. The last column uses the kernel-based local
PCA introduced in Section 3.2.2. t-statistics from Rivers-Vuong (Rivers and Vuong (2002))
and Diebold-Mariano (Diebold and Mariano (1995)) tests comparing the fit of each model
to that of Intraday PCA are reported in parentheses.

in the first two 15-minute windows after the FOMC announcement.

The model presented in Section 3.3 predicts that the gains from allowing for changes in
the factor structure of asset returns will be larger for when the news is “larger”. To gauge the
surprise component of a given FOMC announcement we use the “monetary policy surprise”
series of Bauer and Swanson (2023), which is estimated as the first principal component of
changes in the first four quarterly Eurodollar futures contracts around the announcement.!*

Figure 3.8 presents the improvement in OOS R? for each of the 196 FOMC announce-
ment days as a function of the monetary policy surprise (measured as the log-squared
surprise from Bauer and Swanson (2023)). The figure reveals a broadly increasing pattern,

especially for larger surprises (to the right-hand side of the plot). The red dashed line is

14 The monetary policy surprise data is available at www.michaeldbauer.com.
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FIGURE 3.7: Comparing the fit of Intraday PCA and standard PCA on FOMC announce-
ment days. This figure shows the difference in out-of-sample total R? between Intraday
PCA, introduced in Section 3.2.2, and standard PCA on FOMC announcement days, de-
scribed in Section 3.4.2, for each of the 26 15-minute periods during the New York Stock
Exchange trade day. Positive values indicate that Intraday PCA has a higher R? than
standard PCA. The vertical lines at the end of each bar are 95% confidence intervals for
the difference in R? based on a Diebold-Mariano (Diebold and Mariano (1995)) test.

— — — — — — —

a fitted local polynomial, indicating an approximately flat relationship for surprises below
the median surprise and a clear positive relationship for surprises above the median. This
represents further evidence that larger information flows cause changes in the factor struc-
ture of asset returns, which in turn lead to a greater improvement from using Intraday PCA

relative to the standard PCA alternative.

3.4.3 Other macroeconomic announcements

While Federal Open Market Committee (FOMC) announcements are the most impactful
announcements and are widely watched by investors and market analysts, other sources of
macroeconomic information also impact asset prices. We next consider four other macroeco-
nomic announcements: non-farm payrolls (typically released at 8:30am on the first Friday
of each month); the consumer price index or CPI (8:30am in the second week of each
month); the Conference Board’s consumer confidence index (10am on the last Tuesday of
each month); and the ISM manufacturing report (10am on the first business day of each

month). The times of these announcements are noteworthy as two of them occur in the
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FiGURE 3.8: Comparing the fit of Intraday PCA and PCA across monetary policy sur-
prises. This figure shows the difference in out-of-sample total R? between Intraday PCA,
introduced in Section 3.2.2, and standard PCA for each of the 97 FOMC announcement
days between 2010 and 2020 as a function of the monetary policy surprises (MPS) of Bauer
and Swanson (2023). We use log M PS? as the measure of the magnitdue of the surprise.
Positive values on the y-axis indicate that intraday PCA has a higher R? than standard
PCA. The dashed line is a fitted local polynomial curve.

overnight period (similar to earnings announcements), and two are within the trade day
(similar to FOMC announcements).

Table 3.5 reveals that for all four types of announcements Intraday PCA yields better
forecasts than the competing methods, and for three out of four announcement types the
improvement is statistically significant at the 5% level. Only for the consumer confidence
announcement is the out-of-sample improvement not significantly different from zero. (The
in-sample gains in R? are significant at the 1% level for all four types of announcements.)
It is noteworthy that the OOS R? improvement offered by Intraday PCA is greater for all
four types of announcements than it is in the full sample (see Table 3.2): in the full sample

the improvement over standard PCA is 1.3%, while for these four announcements it ranges
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Table 3.5: In-sample and out-of-sample performance of factor models on other macroeco-
nomic announcements days.

Factor model

CAPM FF3 FF6 PCA Intraday PCA

Panel A: Non-farm payrolls (8:30am)

In-sample R? 17.85 20.64 21.31 19.58 25.67
(RV t-stat) (19.69) (16.80) (15.06) (18.46)
00S R? 24.72 27.93 27.90 26.81 29.46
(DM t-stat) (3.95) (2.63) (2.07) (3.48)

Panel B: CPI (8:30am)

In-sample R? 17.98 21.29 22.27 22.19 29.31
(RV t-stat) (16.01) (14.25) (13.18) (15.45)
00S R? 22.61 26.15 26.28 25.50 30.39
(DM t-stat) (2.62) (2.07) (1.85) (2.01)

Panel C: Consumer confidence (10am)

In-sample R? 15.88 18.57 19.30 17.61 25.52
(RV t-stat) (18.77) (16.59) (15.22) (18.45)
00S R? 20.09 22.92 22.78 22.12 24.96
(DM t-stat) (1.08) (1.06) (1.06) (1.07)

Panel D: ISM Manufacturing (10am)

In-sample R? 15.67 18.34 19.10 17.36 23.90
(RV t-stat) (21.26) (18.78) (16.92) (20.51)
00S R? 21.66 24.94 25.16 23.87 26.99
(DM t-stat) (3.34) (1.66) (1.78) (2.05)

Note: The table reports measures of in-sample fit and out-of-sample accuracy (R? metrics
defined in equations (3.9) and (3.11), measured in percent) using macroeconomic announce-
ment days including non-farm payrolls, CPI, consumer confidence and ISM Manufacturing
releases, described in Section 3.4.2, for three models based on observable factors and two
models based on latent factors. The CAPM uses solely the market factor; FF3 addition-
ally uses the size and value factors of Fama and French (1992); FF6 additionally uses the
momentum factor of Carhart (1997) and the quality and profitability factors of Fama and
French (2015). The column titled PCA uses standard principal components analysis on the
TM x N panel of high frequency stock returns. The last column uses the kernel-based local
PCA introduced in Section 3.2.2. t-statistics from Rivers-Vuong (Rivers and Vuong (2002))
and Diebold-Mariano (Diebold and Mariano (1995)) tests comparing the fit of each model
to that of Intraday PCA are reported in pargéltheses.



from 2.7% for nonfarm payroll announcements to 4.9% for CPI announcements. Thus,
consistent with the model in Section 3.3, the gains from allowing for intradaily variation
in the factor structure are greater following times of information flows. For these four
macroeconomic announcements, the gains are between two and nearly four times as great

on macroeconomic announcement days than on average.

3.5 Extensions and robustness checks

3.5.1 Subsample analysis

This section investigates whether our findings of a time-varying factor structure within
equity returns varies over our sample period. We repeat our full sample analyses, reported
in Table 3.2, separately for the first and second halves of our data (1998-2009, and 2010-
2020) and present the results in Table 3.6. A first finding from Table 3.6 is that the factor
structure in asset returns, however modeled, is stronger in the second period than the
first: the OOS R2s are higher for each of the five models, and the cross-model average R?
rises from 18.4% in the first subsample to 27.6% in the second. In both subsamples we
find strong evidence of a time-varying factor structure, with Intraday PCA significantly
outperforming all competing models, including standard PCA.'® The outperformance of
Intraday PCA is slightly greater in the latter subsample (e.g., the improvement in OOS
R? relative to standard PCA is 1.1% in the first subsample and 1.6% in the second.) The
Diebold-Mariano t-statistic comparing Intraday PCA and standard PCA is greater than 18
in both subsamples, confirming our results from the full sample.

In Figure 3.9 we show how the improvement offered by Intraday PCA over standard
PCA varies over the trade day for each of the two subsamples. The pattern is similar in
both subsamples, and similar to the full-sample pattern presented in Figure 3.4: the gains
are greatest in the first trading periods of the day, and diminish towards the end of the

trade day. Consistent with the results in Table 3.6, we observe that the gains are slightly

5 The test of Liao and Todorov (2024), that the span of the latent factors is the same in the opening two
hours of trade as in the last two hours, also rejects the null in both subsamples, at the 1% level.
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Table 3.6: In-sample and out-of-sample performance of factor models.

Factor model

CAPM FF3 FF6 PCA Intraday PCA

Panel A: First subsample (1998-2009)

In-sample R? 17.67 19.85 21.35 20.68 22.11
(RV t-stat) (16.79) (11.69) (5.23) (18.17)
00S RZ? 16.43 18.12 18.40 18.96 20.07
(DM t-stat) (15.55) (10.02) (8.70) (17.78)

Panel B: Second subsample (2010-2020)

In-sample R? 23.96 28.97 31.49 33.14 35.43
(RV t-stat) (16.03) (12.94) (10.83) (13.13)
00S R? 22.55 26.14 26.24 30.68 32.31
(DM t-stat) (14.20) (11.41) (12.22) (12.61)

Note: The table reports measures of in-sample fit and out-of-sample accuracy (R? metrics
defined in equations (3.9) and (3.11), measured in percent) for three models based on ob-
servable factors and two models based on latent factors. The CAPM uses solely the market
factor; FF3 additionally uses the size and value factors of Fama and French (1992); FF6
additionally uses the momentum factor of Carhart (1997) and the quality and profitability
factors of Fama and French (2015). The column titled PCA uses standard principal com-
ponents analysis on the TM x N panel of high frequency stock returns. The last column
uses the kernel-based local PCA introduced in Section 3.2.2. t-statistics from Rivers-Vuong
(Rivers and Vuong (2002)) and Diebold-Mariano (Diebold and Mariano (1995)) tests com-
paring the fit of each model to that of Intraday PCA are reported in parentheses. Panels
A and B present results analogous to the full-sample results in Table 3.2, for the first and
second halves of the sample period.

greater on average in the latter subsample. Comparing the top and bottom panels of Figure
3.9 we can observe a difference at the end of the trade day: in the first subsample Intraday
PCA offered a significant improvement over standard PCA in the last hour of the trade
day, while in the latter subsample the improvement is small and not significantly different
from zero.

Overall, we conclude that our finding of significant variation in the factor structure of

asset returns is not sensitive to the choice of sample period, with both halves of our sample
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FIGURE 3.9: Comparing the fit of Intraday PCA and PCA, first and second subsamples.
This figure shows the difference in out-of-sample R? between Intraday PCA, introduced in
Section 3.2.2, and standard PCA, for each of the 26 15-minute periods during the New York
Stock Exchange trade day. Positive values indicate that Intraday PCA has a higher R? than
standard PCA. The vertical lines at the end of each bar are 95% confidence intervals for the
difference in R? based on a Diebold-Mariano (Diebold and Mariano (1995)) test. Panels (a)
and (b) present the results for the first (1998-2009) and second (2010-2020) subsamples.

yielding qualitatively similar results.

3.5.2 Choosing the number of factors

To select the number of factors in the standard PCA and Intraday PCA models in
our main analysis we adopt the information criterion proposed in Bai and Ng (2002) and
extended to high-frequency setting by Liao and Todorov (2024), see equation (3.7). In

this section we consider the estimator for the number of factors in a high frequency factor
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setting proposed by Pelger (2019, Theorem 6). This estimator examines ratios of adjacent
(ordered) eigenvalues, similar to the method of Ahn and Horenstein (2013). We follow the
recommendation of Pelger (2019) and use median of eigenvalues as the “perturbation” and
0.2 as the “cutoff” hyperparameters for this estimator.

Table 3.7 presents results for the full sample and two subsamples, when the PCA-based
methods choose the number of factors using Pelger (2019). The results in this table can
be compared with those in Tables 3.2 and 3.6. The observable factor models (CAPM, FF3
and FF6) are unchanged in this analysis, so their in-sample and OOS R?s are identical to
the earlier tables, however their comparisons with Intraday PCA differ as the latter model
is different in this analysis.

The performance of standard PCA and Intraday PCA when the number of factors
are chosen using Pelger (2019) rather than Bai and Ng (2002) are very similar: in the full
sample the in-sample and OOS R?s fall by between 0.2% and 0.6%, but the outperformance
of Intraday PCA relative to the competing models remains significant at the 1% level. This
is true also for both subsamples: the R? values decline slightly, but the improvement of

Intraday PCA over the competing models remains significant at the 1% level.

3.6 Conclusion

Motivated by recent work on within-day variation in CAPM factor loadings (Andersen
et al. (2021, 2023)) we propose using a combination of kernel-based methods and principal
components analysis (PCA), known as “local PCA” (Su and Wang (2017); Fan et al. (2022);
Pelger and Xiong (2022)) to allow the latent factor structure of asset returns to vary over
the trade day. This approach nests both standard PCA, which imposes no variation in
the factor structure across the trade day, and PCA applied to each high-frequency period
separately, which ignores the fact that adjacent high-frequency periods are likely to be
similar. By optimally choosing the degree of flexibility in the model, which we accomplish
via cross-validation, we obtain a model that exploits information from neighboring high-

frequency periods, but allows the factor structure to vary over the trade day.
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Table 3.7: Performance of models with number of factors chosen using Pelger (2019).

Factor model

CAPM FF3 FF6 PCA Intraday PCA

Panel A: Full sample (1998-2020)

In-sample R? 19.56 22.60 24.40 24.18 25.55
(RV t-stat) (18.91) (14.15) (8.11) (18.25)
00S R? 18.27 20.53 20.77 22.29 23.19
(DM t-stat) (16.65) (11.48) (11.20) (16.99)

Panel B: First subsample (1998-2009)

In-sample R? 17.67 19.85 21.35 20.62 21.74
(RV t-stat) (17.24) (11.54) (3.31) (16.65)
00S R? 16.43 18.12 18.40 18.94 19.74
(DM t-stat) (15.93) (9.45) (7.82) (14.20)

Panel C: Second subsample (2010-2020)

In-sample R? 23.96 28.97 31.49 32.42 34.41
(RV t-stat) (16.39) (12.97) (10.10) (12.17)
00S R? 22.55 26.14 26.24 30.06 31.17
(DM t-stat) (13.96) (10.61) (11.33) (10.72)

Note: The table reports measures of in-sample fit and out-of-sample accuracy (R? metrics
defined in equations (3.9) and (3.11), measured in percent) for three models based on ob-
servable factors and two models based on latent factors. The CAPM uses solely the market
factor; FF3 additionally uses the size and value factors of Fama and French (1992); FF6
additionally uses the momentum factor of Carhart (1997) and the quality and profitability
factors of Fama and French (2015). The column titled PCA uses standard principal com-
ponents analysis on the T'M x N panel of high frequency stock returns. The last column
uses the kernel-based local PCA introduced in Section 3.2.2. The latter two models set the
number of factors using Pelger (2019). ¢-statistics from Rivers-Vuong (Rivers and Vuong
(2002)) and Diebold-Mariano (Diebold and Mariano (1995)) tests comparing the fit of each
model to that of intraday PCA are reported in parentheses. Panel A presents results anal-
ogous to the full-sample results in Table 3.2, and panels B and C present results for the
first and second halves of the sample period, analogous to Table 3.6.

We apply our “Intraday PCA” to 15-minute returns on a collection of over 400 individual

U.S. stock returns over the period 1996-2020. We find comprehensive evidence that the
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factor model of these returns varies over the trade day, and the improvement in explanatory
power of Intraday PCA over standard PCA is significant at the 1% level. The improvement
in fit compared with the famous Fama-French (Fama and French (1992)) model (FF3),
which is also significant at the 1% level, is larger than the improvement from using the FF3
compared with the workhorse capital asset pricing model (CAPM). Our analysis reveals that
the gains from allowing for a time-varying factor structure mostly accrue in the opening
hours of the trade day, when information accumulated in the overnight period (e.g., earnings
announcements and pre-market macroeconomic announcements) is incorporated into asset
prices.

We next propose a simple model of high frequency asset returns and information flows,
and demonstrate that information flows can lead to changes in the factor structure of asset
returns. The key mechanism in the model is that if prices are affected by different types of
news (e.g., cashflow and discount rate news), arriving at different times, and if the different
news types have different factor structures, then the factor structure of asset returns will
naturally vary over the trade day. The model additionally predicts that changes in the
factor structure will be greatest when the surprise component of the news is larger.

We test the predictions of the model in three distinct empirical analyses. Firstly, we
sort days according to the surprise component of earnings announcements made during the
previous overnight period. We find significant evidence that the changes in asset return
factor structure are larger when earnings announcements are more surprising. Secondly, we
examine Federal Open Market Committee (FOMC) announcements, which occur during
the trade day rather than in the overnight period. Focusing only on FOMC days we see
that the gains from allowing for a varying factor structure are greatest in ther periods
immediately after 2pm, the typical FOMC announcement time. We use the “monetary
policy surprise” measure of Bauer and Swanson (2023) to quantify the surprise component
of a given FOMC announcement and find that the gains from the Intraday PCA model
are larger for more surprising announcements. Finally, we consider four other important

macroeconomic announcements and find the gains from allowing for intradaily variation in
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the factor structure are between two and nearly four times as great on announcement days
than on average. All three analyses support our hypothesis that information flows lead to

changes in the factor structure of asset returns.
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4. Beyond Returns: A Candlestick-Based Approach
to Spot Covariance Estimation

4.1 Introduction

The covariance matrix of asset returns is fundamental to many financial applications
such as portfolio selection, risk management, and asset pricing, which has led to a large
literature on its estimation. A key finding of this literature is that covariances vary con-
siderably over time. High-frequency intraday returns provide an effective means to capture
this variation and have enabled more precise estimation over shorter horizons, such as a
day or a month (e.g., Ait-Sahalia and Jacod (2014), Bollerslev, Hood, et al. (2018) and
references therein). Recent evidence shows that covariances also vary significantly within a
trading day (e.g., Bibinger et al. (2019), Andersen et al. (2021)), creating a demand for spot
covariance estimates at specific points in time. Constructing such spot estimates, however,
relies on returns sampled from narrow time intervals at moderate frequencies. Therefore, it
suffers from limited local information and in turn generates a trade-off between statistical
precision and localization. Sampling returns at finer frequencies is a natural way to address
this trade-off, but doing so introduces market microstructure noise, requiring additional
modeling assumptions to form an estimator.

Building on this background, I develop a new estimation framework for spot covariances
using an additional source of information to alleviate the localization-precision trade-off.
Specifically, my approach leverages the richer information in high-frequency candlesticks
that contain the open, high, low, and close prices within each sampling interval, moving be-
yond the conventional methods that rely solely on (open-to-close) returns. Importantly, this
work provides a practical way to improve estimates and enable reliable inference by avoiding
intricate modeling assumptions while preserving the local structure of the estimates.

This paper makes three main contributions. First, it introduces a new candlestick-based

estimator for spot covariances that exploits all available price information within each in-
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terval. This estimator is defined as a weighted sum of quadratic forms based on candlestick
variables within a local window. The paper also develops an econometric framework that
determines the estimator’s form by minimizing a specific risk function, thereby improving
efficiency relative to classic return-based estimator. Second, it presents a procedure for con-
ducting inference on spot covariances using the new candlestick-based estimator, including
a formal hypothesis test with asymptotically correct size. Third, the practical value of the
proposed estimator is demonstrated through an empirical application to assess the market
neutrality of Bitcoin.! The empirical results show frequent rejections of the null hypothesis
of market neutrality, challenging existing beliefs about Bitcoin’s risk exposure.

The proposed candlestick-based estimator has several desirable properties. First, it
is derived by minimizing an asymptotic approximation of the risk function. Here, the
asymptotic approximation is performed by taking the size of the estimation window (i.e.
number of observations in the estimation sample) as a fixed, possibly small constant. As
such, my approach effectively accounts for the scarcity of local information. Moreover,
the estimator’s form is analytically tractable, resembling the least squares formula and
does not depend on the specific sample at hand. This feature makes the estimator readily
applicable to various settings without requiring further econometric procedures. I find
that my estimator substantially reduces the asymptotic risk relative to the conventional
estimators that only use return observations. Importantly, it continues to outperform even
when implemented with shorter estimation windows. This makes my approach particularly
useful for high-frequency event studies which require high localization for identification (e.g.
Bollerslev, Patton, and Quaedvlieg (2018), Nakamura and Steinsson (2018)).2

Having established the candlestick-based spot covariance estimator, I further develop a

! The term “market neutrality” refers to the idea that an asset’s returns do not comove with the overall
market returns. Such assets are particularly important for risk management purposes because they can
provide diversification benefits.

2 Specifically, Nakamura and Steinsson (2018) exploit high-frequency bond returns over a short window
around FOMC announcements to identify the effects of monetary policy shocks. Bollerslev, Patton, and
Quaedvlieg (2018) estimate disagreement among investors by local jump regressions around news announce-
ments.
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formal procedure for inference on the spot covariance matrix. While recent studies have in-
vestigated candlestick-based inference for spot variances (e.g., Bollerslev, Li, and Li (2024)
and J. Li et al. (2024)), inference methods for spot covariances remain underexplored. To
address this gap, I develop a hypothesis test and corresponding test statistic. I show that
this test statistic can be approximated by a limiting variable whose distribution can be
characterized via Monte Carlo simulations under the null hypothesis. Accordingly, I deter-
mine the critical values by simulating the quantiles of the limiting variable. This inference
procedure yields a test with asymptotically correct size. Moreover, a finite sample simula-
tion study shows that the proposed test has reasonable size control and a notable increase
in power, relative to the return-based test, particularly pronounced in small samples.

Motivated by the recent work of Y. Liu and Tsyvinski (2021), I apply the candlestick-
based estimation and inference framework to examine the market neutrality of Bitcoin, a
popular cryptocurrency. In recent years, cryptocurrencies have become increasingly com-
mon in both institutional and retail portfolios.?> However, their market exposure remains a
subject of debate among academics and practitioners. Crypto advocates often frame Bit-
coin as “digital gold” due to its potential hedging properties. In a similar vein, Y. Liu and
Tsyvinski (2021) find limited evidence of systematic exposure of crypto assets to market
risk. Using the proposed candlestick-based spot estimator, I provide a more granular ap-
proach to this empirical question, offering deeper insights into the risk characteristics of
crypto assets.

Specifically, I use 1-minute candlestick observations of the iShares Bitcoin Trust ETF
(IBIT) and the SPDR S&P 500 ETF Trust (SPY) as proxies for Bitcoin and the overall
market returns, respectively. I collect data for the full year of 2024 to construct spot
covariance estimates at a 10-minute frequency. From these, I compute candlestick-based

spot beta estimates, defined as the ratio of covariance between IBIT and SPY to variance of

3 In 2017, Bitcoin futures were introduced by the Chicago Mercantile Exchange (CME). Later, several
cryptocurrency ETFs were launched in January 2024, allowing the investors to gain exposure to different
cryptocurrencies such as Bitcoin.

4 IBIT is a relatively new financial product that has been traded on the NASDAQ since January 2024.
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SPY'. I then test the null hypothesis of market neutrality (zero beta) using the test statistics
developed in this paper. The null is rejected at the 5% significance level approximately 35%
of the time, revealing very different pricing dynamics in the Bitcoin market compared to
prior analyses. I also find that rejection rates exceed 50% in August and September 2024,
coinciding with heightened financial market turmoil, precisely when the diversification and
hedging benefits are most needed.

Along with this analysis, [ conduct an event study around two FOMC announcements
on June 12 and September 18, 2024. In September, the Federal Reserve cut interest rates
by 50 basis points which was the first reduction since the 2022 tightening cycle. Thus, this
decision is perceived as a strong dovish signal. Both return-based and candlestick-based
estimates reveal that IBIT’s spot beta exhibits no clear pattern before the announcement
but increases sharply afterward, reaching approximately 1.5 and remaining statistically
significant through the end of the trading day. By contrast, during the June meeting, these
two methods lead to different conclusions. In this meeting, the Federal Reserve kept rates
unchanged as expected but released a relatively hawkish dot plot which suggests less clear
signals about future policy paths. Consequently, my results show that candlestick-based
estimates reject the null that beta is zero immediately after the announcement, while return-
based estimates fail to do so. This finding highlights the ability of the candlestick-based
test to detect shifts in response to less informative events.

In an attempt to improve the estimation, one could alternatively employ tick-level data
which provides the most granular information, as it records every single transaction in the
market usually at ultra-high frequencies (e.g., milliseconds). However, using tick-level data
faces important limitations. First, this data is accessible only to well-resourced researchers
since it requires costly subscriptions through commercial providers such as NYSE Trade and
Quotes (TAQ) or TickData. Furthermore, prices sampled at such ultra high-frequencies
are invariably contaminated by market microstructure noise, which necessitates imposing
additional modeling assumptions on the noise structure to obtain enhanced estimates, see

for example Diebold and Strasser (2013). By contrast, candlestick data is widely accessible
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through many different public sources at “not-too-fine” frequencies (e.g., l-minute or 5-
minute), which naturally guards against the impact of microstructure noise. From this
perspective, my paper adopts a more practical and accessible approach for improving spot
covariance estimation.’

This paper contributes to multiple strands of the literature. From a technical perspec-
tive, this paper is closely related to the high-frequency econometrics literature on spot and
integrated covariance estimation, see for example O. Barndorff-Nielsen et al. (2009), O. E.
Barndorff-Nielsen and Shephard (2004a), and Fan and Wang (2008) among many others.
These papers develop estimators primarily based on high-frequency returns from open and
close prices. This work complements this literature by introducing a new class of estima-
tors for covariances that leverage candlestick observations, which expands the information
set of high-frequency intervals with high and low prices. Moreover, these papers have pri-
marily considered that the number of high-frequency observations growing asymptotically.
However, my approach assumes a fixed estimation window following the recent work of
Bollerslev et al. (2021).

My work is inspired by the range-based volatility estimation literature. Starting from
seminal papers by Garman and Klass (1980) and Parkinson (1980), this literature high-
lights remarkable efficiency gains in estimating variances by extracting more information
from candlestick prices. Notably, Christensen and Podolskij (2007) introduces the realized-
range estimator for integrated variance, constructed by high-frequency ranges. Later, it
is extended to be robust to microstructure noise (Christensen et al. (2009) and Martens
and Van Dijk (2007)); jumps (Christensen and Podolskij (2012)) and drifts (Y. Li et al.
(2025)). More recently, several papers study spot volatility estimation using candlesticks,
see for example J. Li et al. (2024), Bollerslev, Li, and Li (2024) and Bollerslev et al. (2025).

The main focus of these papers is to derive optimal estimation and inference frameworks

5 Within the high-frequency econometrics literature, researchers have developed models for market mi-
crostructure noise. Notable references include Ait-Sahalia et al. (2010), O. E. Barndorfl-Nielsen et al. (2011),
Christensen et al. (2010), and Hayashi and Yoshida (2005). These models can potentially be integrated
into my framework. However, this is beyond the scope of this paper and left for future research.
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for spot volatility and its functionals. This paper complements this literature by extending
these ideas to multivariate settings which allows us to study dependence structure between
assets with this data.

This paper is perhaps most closely related to Bollerslev, Li, and Li (2024) which develops
a decision-theoretic framework to construct optimal estimators for volatility functionals.
In their approach, the risk function is asymptotically approximated using pivotal random
variables, and the asymptotic risk is minimized through Monte Carlo simulations. However,
in multivariate settings, the limiting distributions are generally non-pivotal, which makes
direct minimization of a traditional risk function infeasible. To overcome this challenge, I
integrate the asymptotic risk to obtain an average risk function which is pivotal, allowing
me to determine the optimal estimators by minimizing this objective. Importantly, this
approach delivers a feasible solution to an otherwise intractable problem while delivering
superior efficiency in both estimation and inference.

Prior to this study, Brandt and Diebold (2006) and Bannouh et al. (2009) introduced
range-based covariance estimators that exploit triangular no-arbitrage conditions in cur-
rency markets. While effective in that setting, this is generally not applicable to equity
markets. Similarly, L. C. Rogers and Zhou (2008) estimated the correlation coefficient of
a bivariate Brownian motion using open, high, low and close price observations. However,
their analysis is conducted under a constant volatility framework. In contrast, this paper
accommodates a more general [t6 semimartingale environment and provides a feasible in-
ference procedure with candlesticks which is not considered in the abovementioned papers.

The remainder of the paper is organized as follows. Section 4.2 introduces the candlestick-
based estimation methodology. Section 4.3 develops the inference procedure. Section 4.4
presents simulation results, and Section 4.5 provides empirical applications. Section 4.6

concludes. Additional technical details and all proofs are provided in the appendices.
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4.2 Spot Covariance Estimation with Candlesticks

Section 4.2.1 introduces the underlying price process. Section 4.2.2 presents the obser-
vation scheme and defines the candlestick returns. Section 4.2.3 proposes a class of new
estimators for spot covariance. Then, Section 4.2.4 solves for the optimal estimator in the

proposed class. Finally, Section 4.2.5 discusses the implications.

4.2.1 Price Process

The log-price vector at time ¢ is denoted by X; = [X1,, ...,XN,t]T. Assume that X,
follows an It6 semimartingale process defined on a filtered probability space (€2, F, (F3),P),
given by

dX,; = bydt + o, dWy, (4.1)

where by is the drift process, o; is N x N stochastic volatility matrix and W} is an N-
dimensional vector of independent Brownian motions. The spot covariance at time t is
defined as ¢; = crtcrtT, where ¢; is an N x N matrix.

The Ito-semimartingale representation in Equation (4.1) can be motivated by no-arbitrage
conditions and therefore serves as a workhorse framework in the continuous-time finance lit-
erature, see for example Back (2010). Consequently, it has become the fundamental model
for analyzing high-frequency asset prices; see Jacod and Protter (2012) and Ait-Sahalia
and Jacod (2014) for further discussions. For simplicity, I exclude jumps from the price

process.’

4.2.2 Observation Scheme and Candlesticks

Suppose that the price process X; is sampled on a regular time grid, {iA, : i =

0,1,...,n} over a fixed time span [0,T"]. Here, A,, = T'/n refers to the sampling frequency

5 The estimators discussed in this paper are generally robust to Poisson-type jumps as they occur at
vanishing probability, see Theorem 13.3.3 Jacod and Protter (2012). Nevertheless, if jumps are a major
concern, one can employ truncation (Mancini (2009)) or bi-power variation (O. E. Barndorff-Nielsen and
Shephard (2004b)) methods to explicitly account for price discontinuities. I do not pursue this direction to
present the novelty of the paper with minimal technical complexity.
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and n is the number of observations, assumed to be an integer. High-frequency intervals
are denoted by 7; = [(i — 1)A,,,iA,] for each i € {1,...,n}. Following the standard prac-
tice in the high-frequency financial econometrics literature, I consider an in-fill asymptotic
framework where A,, — 0 asymptotically, see for example Ait-Sahalia and Jacod (2014).7

A typical candlestick over the interval T; consists of four observed prices:

X(i-1)a,, sup Xy, inf Xy, Xia,
teT; teT;

which are called the open, high, low, and close prices, respectively. From these prices, one

can construct the following normalized variables:

Xing—=X(i—1)An

rio= T A,
_ SuPer; Xe—X(i1)A,
h, = — , (4.2)
/= infrer; Xe—X(i—1)A,
i = e

where sup and inf operators are applied element-wise. The first line defines the standard
high-frequency (open-to-close) return, commonly employed in the literature. The second
and third lines indicate the high-open and low-open returns, respectively. These returns
stand as a new source of information in this framework. Thus, the bundle (7, h;,¥£;)
summarizes the price dynamics within the interval 7, ; through the lens of candlesticks.

Following Bollerslev, Li, and Li (2024), I also define the range and asymmetry variables:

h; —¢;,
hi + ei - 7r;.

w;
a;

(4.3)

Figure 4.1 presents the graphical representation of the candlestick returns on a typical
candlestick chart. Looking at this figure, the range w; is shown as the vertical distance

between the high and low prices, while the return r; reflects the length of the thick body.

" The choice of A, is usually guided by volatility signature plots introduced in Andersen et al. (2000).
Following the standard practice in high-frequency econometrics literature, I adopt moderate sampling fre-
quencies like A, = 1,5,10-min in my practical implementations, thereby avoiding ultra high-frequency
observations that could be contaminated by microstructure effects.
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FIGURE 4.1: Tllustration of candlestick returns. The figure shows examples of bearish (left
panel) and bullish (right panel) candlesticks, illustrating the open, high, low, and close
prices. Also it highlights the open-close return r;, high return h;, and low return £; as
defined in Equation (4.2).

The asymmetry a; indicates the position of the returns (or the thick body) within that
range. For example, if a; = 0 then the thick body of the candlestick is exactly centered
between the high and low prices. On the other hand, if a; > 0 then the body is skewed
towards the low price, and vice versa.

One can show that (7;, a;, w;) is a rotation (i.e., a linear transformation) of (r;, hi, £;),
implying that both vectors carry the same information. In this paper, I primarily work
with the rotated set (r;,a;, w;) to facilitate the analysis, but the proposed methodology

can be easily adapted to the original set.

4.2.3 Candlestick-based Estimator

The spot covariance matrix ¢; can be simply estimated as the local average of the outer
products of high-frequency (open-to-close) returns. For any ¢ € [0, 7], this can be formally

expressed as:

1
z Z i, (4.4)

iEZn,z
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where 7, = {[ﬁ] +1,..., [Ain] + k} is the local estimation window and k stands for the
size of that window.® This estimator represents a widely adopted method in the literature;
see, among others, Fan and Wang (2008).”

The estimator in Equation (4.4) relies solely on open-to-close returns and therefore
ignores potentially valuable information embedded in other candlestick returns. Thus,
I introduce a flexible class of estimators for ¢; that incorporates all candlestick returns
(ri,a;,w;) and combines them through a weighted sum of quadratic forms over a local

window. Formally, the estimator is defined as:

N 1
eniN) =7 ) {uarir] + deaia] + Ngwpw] | (4.5)

’iGIn ,t

where A = (A1, A2, A3) € R? denote the weights assigned to each component.!® The resulting
estimator is always symmetric and positive semi-definite whenever A\; > 0 for all j € {1, 2, 3}.
The optimal choice of A will be determined in subsequent sections according to specific
optimality criteria. Importantly, I assume that the size of the estimation window, denoted
by k, is fixed.!!

The class of estimators defined in Equation (4.5) is highly flexible. For example, setting

A = (1,0,0) recovers the standard spot covariance estimator in Equation (4.4). Moreover,

8 Here, [-] denotes the ceiling function, which maps a real number to the smallest following integer.
Thus, Z,,+ can be interpreted as the right-sided local window that contains k observations after time t.
Alternatively, left-sided or symmetric windows can be considered without changing the main results of the
paper.

9 The form of the estimator in Equation (4.4) is slightly different from that of Fan and Wang (2008). The
standard approach is to let k = k,, grow with n. However, I consider k as a constant number, not dependent
on n.

10 One could also include cross-product terms such as r;a;. Within the framework of this paper, the

optimal weights on such terms turn out to be zero. This is because this set of returns (r;,a;, w;) are
asymptotically orthogonal to each other. Hence, to simplify the notation, I do not include them in the
estimator.

1 This corresponds to the fixed-k asymptotic framework introduced by Bollerslev et al. (2021) and recently
extended to candlestick-based spot volatility estimation and inference by J. Li et al. (2024). Fixed-k
asymptotics build on coupling (or strong approximation) arguments; see Jacod et al. (2021). The key
idea is that, over short intervals, an It6 semimartingale can be locally approximated by a scaled Brownian
motion. This feature allows for determining the (approximate) finite-sample distribution of the estimator
under diverging A,. Bollerslev et al. (2021) show that fixed-k asymptotics deliver confidence intervals with
more accurate coverage than conventional large-k approximations, especially in small samples, where the
latter often suffer from nontrivial size distortions.

76



when N = 1, the estimator encompasses several well-known candlestick-based spot volatility
estimators (e.g., Parkinson (1980), Garman and Klass (1980), J. Li et al. (2024)), which
have been shown to deliver substantial efficiency gains, yielding more precise estimates
and reliable inference.!? From this perspective, the proposed estimator can be viewed as
a natural multivariate extension of these univariate methods, thereby generalizing their
efficiency benefits to the multivariate setting.

At a first glance, it might be surprising that moments of high and low returns are
included in the covariance estimator just like the regular returns. However, there exist a
tight connection between the moments of candlestick returns and the underlying correlation
structure. To illustrate this, consider a price process X; generated by a bivariate Brownian
motion with unit volatilities and constant correlation coefficient p.'? Denote the correlations
between the candletick returns by p,, pa, pw. Clearly, it holds that p, = p. As shown by
L. Rogers and Shepp (2006), the correlation of range and asymmetry variables (pq, pu) are
smooth and nonlinear functions of p. Figure 4.2 illustrates this relationship. Notably, p.,
is symmetric around zero, while p, closely follows 45-degree line. This figure thus suggests
that the cross moments of candlestick returns may contain valuable information about the

underlying correlation structure.

4.2.4 Finding the “Optimal” Weights

The primary objective of this paper is to construct an estimator that efficiently exploits
the information contained in candlestick features. To this end, the optimal weighting scheme
A is determined by minimizing a suitably defined risk function, which serves to quantify the
estimation error. In what follows, I first provide a detailed discussion of the loss criterion

underlying this risk function.

12 For instance, Garman and Klass (1980) propose the following estimator for spot variance, among others:
Cnt = —0.3925r7 + 0.0095a? + 0.5015w? which implies A = (—0.3925,0.0095, 0.5015).

13 This special case considers N = 2 assets and implies following specifications for Ito-semimartingale
process in Equation (4.1): b; = 0 and ¢; is unit diagonal matrix with off-diagonal elements given by p.
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F1GURE 4.2: Cross moments of candlestick returns. The figure illustrates the relationship
between the correlation of open-close returns p, (blue) and that of asymmetry p, (red) and
range p,, (green) variables, respectively. The underlying price process is assumed to be a
bivariate Brownian motion with unit volatilities and constant correlation coefficient p.

4.2.4.1 Loss Function

I adopt the following quadratic loss function:
14 1T 1
Lve) = o7 e T - 1] (4.6)

where || - || denotes the Frobenius norm and I is the identity matrix. Recall that ¢; and o
denote the true spot covariance and volatility matrices at a fixed time point t, respectively,
and €, is the estimator defined in Equation (4.5).

1T captures the multiplicative estimation error of the spot covari-

The term o; ' &, 0,
ance matrix relative to the identity, naturally inducing a scale-invariant loss function. This
property is particularly desirable, as covariance matrices represent scale parameters. In the

univariate setting (N = 1), the loss reduces to

c 2

,t

Gt 1),
Ct

which corresponds to the relative squared error that has been previously analyzed in the
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context of volatility estimation with candlestick data by J. Li et al. (2024).
Accordingly, one can naturally define the risk of the estimator ¢, as the conditional

expectation of the loss function:
R(Xe) =E[L(Ae) | - (4.7)

This quantifies the exact finite sample risk of an estimator. For a given A, the risk depends
on the joint distribution of (7;, a;, w;) which in turn is determined by the law of (b, o, W).
Since this law is unknown, the estimation of A with direct minimization of R(\; o) is
infeasible in practice.

To simplify the analysis, I first establish, in the next subsection, an asymptotic ap-

1 using coupling arguments

proximation of the multiplicative estimation error o, '¢, 0,
(see, e.g., Jacod et al. (2021)). This characterization is subsequently extended to the loss
function and, in turn, to the risk. The resulting asymptotic risk functional is then used to

determine the optimal weights A.

4.2.4.2 Asymptotic Approximation for the Risk Function

The assumption below gathers a set of regularity conditions, required for the asymptotic

approximation results.

Assumption 1. Suppose that Xy has the form in Equation (4.1) and there exists a sequence
(Tin)m=1 of stopping times increasing to infinity and the following conditions hold for each
m = 1:

(i) |be| + |ot]| + o7t < K for some constant Ky, for all t € [0,T),];

(it) E[|oiat,, — Osatl?] < Kmlt — s| for all t,s € [0,T,,].

These conditions are quite standard in the high-frequency econometrics literature; see,
for example, Jacod and Protter (2012) for further details. The first part of the Assumption
1 implies local boundedness of the drift, volatility, and inverse volatility processes while

the second part ensures a degree of smoothness in the volatility process, specifically called
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as locally 1/2-Holder continuous. These assumptions are sufficiently general to accommo-
date a wide range of volatility dynamics, including volatility jumps, leverage effects, and
intraday seasonality. For example, they are satisfied if the volatility process is itself an 1t6
semimartingale or long-memory process driven by fractional Brownian motion.

The following proposition describes the key approximation result for the estimation

error 0;16n7t0;1T. The proof is deferred to Appendix C.1.

Proposition 1. Suppose that Assumption 1 holds. Fiz any t € [0,T]. For any k > 1 and
A, the following holds as A, — 0:

Ha,;lan,t(A)a;T . Un,t(A)H — o,(1

~—

(4.8)

where Uns(N) = & Siez,,, {MGrCl + A2GiaCl, + AaCiCl, b and, for any i € Ty,

Win,—Wei_1a,

Ci:” - B W,.—W, W,.—W, W, W,
_ —1 T W(E—-1)Ap —1- T Wi-1)A, Ny~ W(ihi-1)A,
; = su — e inf —
Gi.a o, sup Qt( — ) + o in ﬂQt( A ) ( ~ )
_ -1 WT*W(FnAn) —1-: (Wwa(ifl)An>
; = su — x| — inf — JA.
Cz,w Qt 7—6'17);. Qt ( An gt ’TE'Tl'Qt An

(4.9)
with ¢ being the square root of spot correlation matrix py, i.e., pr = gtgtT.M All inf and

sup operators are applied element-wise.

Proposition 1 establishes that the multiplicative estimation error of the spot covariance
estimator €, 4(\) is asymptotically approximated by the random matrix U, ; in probability
as A,, — 0. The structure of Uy, ; mirrors that of the original estimator, with the candlestick
returns replaced by the variables (;s. These variables are functions of Brownian motion
W and square root of spot correlation matrix g;. In addition, the approximation error
(op(1) term) captures nonparametric biases arising from stochastic volatility and drift. Put
differently, in the limiting case of constant volatility and vanishing drift, the relationship in

Proposition 1 holds exactly rather than approximately.

1
2

14 In explicit terms, pr = diag(ct)féct diag(ct) and g: = diag(ct)féat where diag(c:) is a diagonal

matrix with the same diagonal elements as c;.
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Using Proposition 1 and the conditions stated therein, analogous approximations apply
to the loss and risk functions. Since the loss function is continuous, the continuous mapping
theorem implies

L er) = [UnsN) = T2 + 0,(1). (4.10)

This relation can similarly be extended to the risk function by taking the conditional ex-

pectation of both sides given F;:

R(X &) = E[|Uno(N) = 117 | Fi| +0,(1) (4.11)
R(Xipt)

where }N*E()\;pt) is the asymptotic risk of the estimator En,t.m Importantly, I switch to
notation ]TZ()\; pt) to emphasize that the asymptotic risk depends on the spot correlation
matrix p; rather than the spot covariance matrix ¢;. This is because the risk formula
involves a term, U, ;, which depends on g, i.e., the square root of the spot correlation
matrix. The use of the Frobenius norm in the final calculation effectively considers the
product thtT , making the risk solely dependent on p;.

The above expressions indicate that the asymptotic risk of an estimator is determined
by the F;-conditional distribution of the term U, ;. In the univariate case, i.e. N =1, this
conditional distribution is pivotal, see Theorem 1 in J. Li et al. (2024). In contrast, this
does not hold in the multivariate setting, as U, ; depends on p;, a population quantity that
is unknown to the researcher.

To build intuition, consider the structure of U, ;, which is derived from the variables
(Cisrs Civar Giw). By the scaling property of Brownian motion, ¢;, is standard normally
distributed and therefore naturally pivotal. However, the remaining variables, ¢; o and ¢ .,
depend on g; in a nontrivial manner. This dependence arises because the supremum and
infimum operators are nonlinear, preventing the scaling by g; and its inverse from canceling.

Consequently, the distribution of U,; is generally not free from g;. In the univariate

15 This step requires an additional uniform integrability condition to interchange the limit and expectation
operators. This condition is satisfied under the assumptions stated in Assumption 1.
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case, by contrast, the terms ¢; , and ;. reduce to functions of standard Brownian motion
increments. This is because the scaling by g; and its inverse cancels, as they become scalars,
allowing the distribution of these terms to be fully characterized through simulations of
Brownian motion functionals. Consequently, the asymptotic risk can be computed directly
from this simulated distribution. Such pivotality considerably simplifies the derivation of
optimal estimators via risk minimization; see J. Li et al. (2024) and Bollerslev, Li, and Li
(2024) for further discussion. In this sense, the multivariate volatility estimation problem
studied here departs from the standard univariate frameworks and requires a more intricate

treatment.

4.2.4.3 Average Risk Minimization

To address the non-pivotal nature of the asymptotic risk in the multivariate setting,
I propose marginalizing over the unobserved quantities and working with the resulting
average risk. This approach is directly inspired by the classical decision theory literature,
see for example Lehmann and Casella (2006), which advocates the use of integrated risk
functions to handle nuisance parameters.

Let P denote the parameter space for positive semidefinite correlation matrices.' Then

define the average risk R(\) by integrating R over P:
R(\) = f R(X; p)dp. (4.12)
P

For any fixed A, the mapping p — 1?1’()\; p) can be computed via Monte Carlo simula-
tion. This in turn allows for the determination of the weights A by solving the following

optimization problem:

N = arg min R(N). (4.13)

The solution to this optimization problem is available in closed form. To see this, rewrite

16 When N = 2, P is simply all possible 2 x 2 correlation matrices.
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the explicit form of the average risk R()\) by applying the half-vectorization operator:

L E H% Z {)\1 vech(Gir¢,l) + Ao vech($inGily) + A3 VeCh(Ci,wCiTw)} _ Vech(I)H2|]-'t o

’iEIn,t
(4.14)
Next, stack the vectorized terms into a single matrix:
I = %ZZ vech((i,,ﬂc;’r) %ZZ vech(iq ZTa) %ZZ vech(Ci,wCiTw) (4.15)
. N(N+1) : o wod as:
where IT is a ——— x 3 matrix. Then, the average risk may be expressed as:
_ 2
R\ = f E “1‘[ A yH \}'t} dp (4.16)
P

in which y = vech(I). This representation resembles a standard least-squares estimation

problem, allowing for a closed-form solution. Consequently,

N = (L E[HTH]-}]dp> - <L IE[HTyFt]dp>. (4.17)

Finally, the numerical computation of A* proceeds as follows:

Step 1. Uniformly draw p from the parameter space P.17

Step 2. For the given p, compute the conditional expectation E[- | p] using Monte Carlo
simulation.

Step 3. Repeat Steps 1-2 over a large number of draws and average the resulting estimates
to approximate R(\).

Step 4. Plug the resulting approximation of R()\) into Equation (4.13) and solve for \*.

The above numerical procedure applies for all values of k, estimation window size,

and N, number of assets. For clarity, I focus on the case of N = 2 in my practical

" For N = 2, this corresponds to drawing the correlation coefficient p uniformly from (—1,1). When
N > 2, one can use the distribution developed by Lewandowski et al. (2009) which allows for uniform
sampling of correlation matrices. The implementation of this procedure is available in the programming
languages like R and Python.
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implementations. The optimal weights \* for different local window sizes k € {5, 10,20} are

given by in Equation (4.18):

(0.4106, 1.4550, 0.0013) " if k = 5,
X* =< (0.4725, 1.6280, 0.0002) " if k = 10, (4.18)

(0.5176, 1.7039, 0.0001) " if k = 20.

4.2.5 Discussion

The resulting estimator &, (\*) aligns with the broader motivation of candlestick-based
estimators to be straightforward to implement, as the weights in the linear combination can
be computed once and subsequently reused across different settings without the need for
complex statistical or econometric procedures.

When defining the average risk, the integration over P is performed uniformly which also
induces a uniform marginal distribution for the correlation parameter. This may appear
simplistic, and alternative choices including more flexible distributional assumptions or
those informed by the historical data and expert judgment could be certainly considered.
Nevertheless, the asymptotic risk comparisons presented in Section 4.4.1 reveals that this
approach performs nearly as well as oracle estimators, leaving limited potential improvement
through alternative specifications. Moreover, solving this optimization problem for A does
not inherently depend on uniform integration. As such, the optimal weights can be obtained

for any given marginal distribution of p following the same computational steps.

T

An estimator of this form, a linear combination of rir; and a;a,; , was previously studied
by L. C. Rogers and Zhou (2008) for the purpose of estimating the correlation between
two Brownian motions. Their analysis assumes that the price process follows a scaled
Brownian motion and determines the weights by minimizing the variance of the estimation
error, subject to an unbiasedness constraint under the assumption of zero correlation. By

contrast, my approach is formulated within a general It6-semimartingale framework and

selects the weights by minimizing the average risk of the estimation error without imposing
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any restrictions on the correlation structure. Moreover, an inference procedure is developed
in the next section that enables hypothesis testing for spot covariances, whereas L. C.

Rogers and Zhou (2008) focus exclusively on point estimation.

4.3 Spot Beta Estimation and Inference with Candlesticks

In this section, I study inference on spot covariances using the candlestick-based estima-
tor introduced in the previous section. While prior work has focused on inference for spot
volatilities using candlesticks (see, e.g., J. Li et al. (2024); Bollerslev, Li, and Li (2024)),
the problem of conducting inference on covariance terms remains unexplored. To address
this gap, I propose a hypothesis testing procedure. In particular, I focus on spot betas,
defined as the ratio of covariance to variance, which naturally arise as a by-product of
spot covariance estimation. Focusing on betas is practically relevant as these quantities are

widely employed in asset pricing and portfolio management to measure systematic risk.

4.3.1 Candlestick-Beta Estimator

To fix ideas, I focus on the N = 2 case and tailor the price process Xy = [ X1, Xg,t]T

to the following regression representation:

dX1; = v2dwy,

(4.19)
dXoy = BidXyy+ < 2dWay.

where W = [y 4, Wz,t]T is a standard bivariate Brownian motion. This is also equivalent

to assuming the following spot covariance structure:

a=(" Beve and o = th/Q 0 (4.20)
' Bive Bive + < ' ﬁtutl/Q gtl/Q ' '

Through the lens of factor models in asset pricing literature (e.g., Fama and French (1992),
Lintner (1965), and Sharpe (1964)), one can consider the first asset as the market portfolio
and the second asset as a risky asset. Then, vy and ¢ refer to the market and idiosyncratic

variances, respectively. Finally, 5; indicates the market beta of the risky asset.
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From the above, it is clear that 5; = iﬁz

and therefore, naturally suggesting the spot

beta estimator:

[€n,t(A)]1y

/Bn,t(A) = [an,t(A)]ll .

(4.21)

where the notation [-];; refers to the (7, j)-th entry of a matrix. This defines a candlestick-

based spot beta estimator, hereafter referred to as the candlestick-beta estimator.

4.3.2 Testing on Spot Beta

I consider the following test statistics:

~ ~ ~ ~ En.t(A)]2
where Dy = [(A)]11 and g = [En4(A)]2r — {22002,
Similar to spot covariance estimation, one can establish an asymptotic approximation

to fn using the coupling variable U, ; defined in Proposition 1. This result is summarized

in the following proposition. Proof is provided in Appendix C.2.

Proposition 2. Suppose that the conditions of Proposition 1 holds and X, follows Equation
(4.19). Then, for any fized k = 2 and X, the following holds as A, — 0:

VE=1[U, ]
VUt IV 122 = (U113,

This proposition shows that T n can be asymptotically approximated by T, n, which is
a function of the matrix U, ; defined in Proposition 1. Consequently, the distributional
properties of the limiting variable T, can be exploited to test the null hypothesis 8; = S
or to construct confidence intervals.

Accordingly, Bollerslev, Li, and Ren (2024) demonstrate that fn follows a Student’s
t distribution with & — 1 degrees of freedom when the beta estimator is based solely on

return observations, that is, when A = (1,0,0)", which makes inference straightforward.
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The key complication arises when the beta estimator incorporates the other candlestick
returns, i.e., when A # (1,0,0)7. In this case, as discussed in Section 4.2.4.2, Up: and
hence fn depend on population quantities in a non-trivial manner, generally resulting in a
non-pivotal distribution, thereby complicating inference.

Meanwhile, under the null hypothesis Hy : 5 = 0, the limiting distribution of T”n
becomes pivotal and hence allows for feasible inference. The reason is that under this null
hypothesis, the covariance matrix ¢; defined in Equation (4.20) simplifies to a diagonal
matrix and consequently the g; terms in the coupling returns provided in Equation (4.9)
cancel out, leaving the limiting variable as a function of the Brownian motion functionals
only. Therefore, the distribution of fn can be characterized by Monte Carlo simulations.

Based on this simulated distribution, one can easily determine the critical values for the

test. Specifically, for a given significance level «, I define constants B} and B, such that:
P (B; <T, < B;) —1-a (4.22)

These constants serve as the lower and upper critical values for this test. By construction,
this procedure delivers asymptotically correct size under the null hypothesis Hy : 8; = 0.
Table 4.1 reports the critical values for various combinations of £ and «, computed using
10,000 Monte Carlo simulations. Since infinitely many pairs can satisfy this condition, I
select the highest density interval (HDI), which is the narrowest interval containing the
desired probability mass. For comparison, I also report the critical values corresponding
to the return-based beta estimator. These are derived analytically from the Student’s ¢-
distribution, following Bollerslev, Li, and Ren (2024). Finally, I present the interval widths,
defined as B — B, for both estimators to highlight efficiency gains achieved by the new
candlestick-based method. From this table, it is evident that the critical values are tighter
for the candlestick-based beta estimator compared to the return-based estimator, across all
values of k and «. Specifically, the difference in interval widths becomes more pronounced
as k decreases. This highlights the usefulness of my estimator, particularly in limited data

scenarios.
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Table 4.1: Critical values for the beta estimators

Return Candlestick

k B B Width B B} Width
Panel A: o = 5%

5 -2.776 2.776 5.552 -1.657 1.415 3.072

10 -2.262 2.262 4.524 -1.430 1.460 2.890

20 -2.093 2.093 4.186 -1.429 1.383 2.812
Panel B: a = 10%

5 -2.132 2.132 4.264 -1.204 1.262 2.466

10 -1.383 1.383 2.766 -1.203 1.199 2.402

20 -1.328 1.328 2.656 -1.103 1.244 2.347

Note: This table reports the critical values for the hypothesis test of Hy : 5 = 0 at
significance levels a € {5%,10%} and for different local window sizes k € {5,10,20}. The
left panel shows the critical values for the return-based beta estimator derived from the
Student’s t-distribution with £ — 1 degrees of freedom. The right panel presents the critical
values for the candlestick-based beta estimator computed via Monte Carlo simulations. The
interval width is defined as B} — B .

4.4 Simulations

This section examines the performance of the candlestick-based spot covariance estima-
tor and the associated inference procedure through a series of Monte Carlo experiments.
The analysis proceeds in two parts. First, I investigate the efficiency of the proposed es-
timator by comparing its asymptotic risk against an oracle estimator and a return-based
estimator. Second, I evaluate the power of the hypothesis test for spot betas introduced in

Section 4.3.

4.4.1 Asymptotic Risk of the Estimators

To assess the effectiveness of the new approach, I compare the asymptotic risk of the
estimator against two natural benchmarks. The first is an infeasible oracle estimator that

minimizes the asymptotic risk under knowledge of the true correlation structure. The second
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Table 4.2: Asymptotic Risk of Estimators for Different p Values

p=0 p=0.2 p=0.6

k Return Candlestick Oracle Candlestick Oracle Candlestick Oracle

5 1.212 0.427 0.384 0.429 0.384 0.440 0.391
10 0.599 0.240 0.222 0.241 0.221 0.249 0.224
20 0.297 0.128 0.119 0.128 0.118 0.134 0.119

Note:The table presents the asymptotic risk of three estimators: the return-based estimator,
the candlestick-based estimator, and an oracle estimator that minimizes asymptotic risk
with knowledge of the true correlation structure. The results are shown for various local
window sizes k € {5,10,20} and correlation levels p € {0,0.2,0.6}. The asymptotic risk is
computed via Monte Carlo simulations.

benchmark is the return-based estimator, which relies solely on (open-to-close) returns.
This comparison highlights the efficiency gains achieved by incorporating the additional
information contained in the candlestick features.

The asymptotic risk ﬁ(A; pt) can be computed via Monte Carlo simulations for any A
and k if the correlation structure is known. As in the previous numerical implementations,
I focus on the case of N = 2 assets. Table 4.2 reports the asymptotic risk values for various
configurations. I consider 3 different levels of correlation, p € {0,0.2,0.6}.'® Moreover, the
size of the local estimation window is set to k € {5,10,20}. All results are based on 10,000
Monte Carlo simulations.

Table 4.2 provides several key insights. First, my estimator achieves asymptotic risk
levels that are very close to those of the oracle estimator across all values of k and p, im-
plying roughly 8 — 9% efficiency loss. This indicates that the proposed approach effectively
addresses complications arising from the distribution of the estimator being non-pivotal,
resulting in an estimator that performs nearly as well as the infeasible oracle estimator.
Second, the proposed estimator consistently demonstrates a significant reduction in asymp-

totic risk compared to the return-based estimator, particularly for smaller values of k. That

18 This numbers represent the 10, 50, 90 percentiles of cross-section of pairwise correlations among the S&P
500 stocks.
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is, for k = 5, the candlestick-based estimator’s risk is roughly 65% lower than that of the
return-based estimator, and this difference is about 55% for k = 20. This suggests that
my approach effectively leverages the candlestick prices and yields more efficient estima-
tors. With only k£ = 5 observations, the proposed estimator achieves a lower risk than the
return-based estimator using k = 10 observations, demonstrating its superior efficiency in
extracting information from limited data. This advantage is particularly valuable in high-
frequency event studies, where identification often relies on short time intervals and data
are inherently limited.

Overall, these results show that incorporating candlestick information substantially im-
proves efficiency, providing a powerful and practical alternative to traditional return-based

methods and approaching the performance of the infeasible oracle benchmark.

4.4.2 Power of the Test

Next, I evaluate the properties of the hypothesis test for spot betas discussed in Section
4.3. To this end, I consider the data-generating process (DGP) employed in Bollerslev,
Li, and Ren (2024).1% Specifically, this DGP assume a two-factor structure for the market

variance process: vy = Vi + Vo, where Vi and Va; follow the processes:

dVi; = 0.0128 (0.4068 — Vi ;) dt + 0.0954+/V4 (ydWLt +/1- 72dBLt) ,
(4.23)

Vo = 0.6930 (0.4068 — Va,p) dt + 0.7023+/Va,, ('ydWLt +4/1— Vdeu) .

Here, By1; and Bsy; are independent Brownian motions that are also independent of W1,
and Wy ;. The parameter v is set to —0.7, capturing the well-documented leverage effect
in financial markets. The coefficients are set so that the first volatility factor is highly
persistent, showing 2.5 months half-life, while the second factor reverts to mean quickly,
with a half-life of a day. This allows the DGP to capture both short-term fluctuations and

long-term trends in volatility.

19 This DGP is built on the univariate setup originally proposed by Bollerslev and Todorov (2011). Later,
it is implemented by a number of subsequent studies (e.g., Bollerslev et al. (2021) and J. Li et al. (2024)).

90



Table 4.3: Power of Tests Derived from Return and Candlestick Estimators (%)

Return Candlestick
k 1% 5% 10% 1% 5% 10%
5 8.84 28.02 42.11 31.49 58.82 65.67
10 32.53 59.98 72.66 60.46 84.81 91.22
20 73.99 90.32 94.80 94.95 99.15 99.44

Note: The table reports the rejection rates (in percent) for the hypothesis test of Hy : 5 = 0
at significance levels o € {1%, 5%, 10%} and for different local window sizes k € {5, 10,20}
based on simulated data. The left panel shows the rejection rates for the return-based beta
estimator, while the right panel presents the rejection rates for the candlestick-based beta
estimator.

The idiosyncratic variance ¢; and the spot beta are assumed to follow:
By =1+0.25sin(t)?, ¢ = (1.5+0.25sin(t)%) 1, (4.24)

where §; fluctuates between 1 and 1.25 over time and ¢ is set to be proportional to the
market variance v;. Finally, the price processes are generated using the representation
provided in Equation (4.19).

I simulate the price path using an Euler scheme on a one-second grid. Then I sample
the prices at one-minute frequency to construct the candlestick data, implying A,, = 1/390
and n = 390 intraday observations. This setup mimics the empirical applications involving
high-frequency financial data. As in the previous section, I consider three different values
for the local window size, k € {5,10,20}. For each configuration, I conduct 10,000 Monte
Carlo simulations to compute the empirical rejection rates at significance levels of 1%, 5%,
and 10%. The results are summarized in Table 4.3. T also report the rejection rates for the
return-based beta estimator for comparison.?’

Table 4.3 reports the rejection rates (in percent) for the two competing inference proce-

dures at significance levels of 1%, 5%, and 10%. Across all scenarios, the candlestick-based

20 Note that the return-based test is developed by Bollerslev, Li, and Ren (2024). As discussed in Section
4.3, the corresponding test statistic is shown to be Student’s t distributed.
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FIGURE 4.3: Power Curves of Return-based and Candlestick-based Tests. The figure plots
the empirical power of the two tests as a function of the true f; value (assumed to be

constant), with k£ = 10 and a significance level of 5%. The power is computed using 10,000
Monte Carlo simulations for each S; value.

test comsistently rejects false null hypotheses more frequently than the return-based test.
This gap widens as the local window size decreases. For instance, when k = 20 and o = 5%,
the difference in rejection rates is approximately 9%, increasing to 25% for k = 10 and
a = 5%. These results demonstrate a substantial reduction in false negatives, highlighting
the improved power of the candlestick-based procedure.

To further illustrate the power advantage of the proposed test, Figure 4.3 presents the
power curves for both tests as a function of the true S; value. In this analysis, I use the
same DGP as before but set 5; to be constant, varying from 0 to 2. The null hypothesis is
that 8; = 0, and the empirical rejection rates are computed at a 5% significance level using
10,000 Monte Carlo simulations. The local window size is fixed at k = 10.

Figure 4.3 displays two panels. The top panel shows the rejection rates for both tests,
while the bottom panel illustrates the difference in rejection rates between the candlestick-

based and return-based tests. The x-axis shows how far f; is from the null value of 0.
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Looking at the leftmost point where 3; is set to zero, the return-based test appears to
correctly maintain the size at approximately 5%, while the candlestick-based test slightly
over-rejects at around 6%. At the right-end where 3; is far from the null, unsurprisingly,
both tests achieve a power close to 100%. As f; deviates from zero, the power of both
tests increases, with the candlestick-based test exhibiting a notably steeper increase. For
example, when F; is around 1, the candlestick-based test achieves a power of approximately
85%, while the return-based test is around 60%, indicating a 25% difference.

Overall, these results show that the candlestick-based inference for spot betas greatly
improves power, especially when the true §; is near the null, highlighting its practical value

for more accurate inference on measures of the systematic risk.

4.5 Empirical Application

In this section, I apply the candlestick-beta estimator and the associated inference
procedure to analyze Bitcoin’s market exposure, i.e., its market beta. Given the growing role
of crypto assets in institutional and retail portfolios, this empirical question has important

21 Although crypto advocates

implications for risk management and portfolio selection.
often describe these assets as “digital gold”, suggesting potential hedging benefits against
aggregate market risk, empirical evidence on their risk characteristics remains limited.

To gain a deeper understanding of Bitcoin’s market exposure, I estimate the spot beta
and then test the null of market neutrality, i.e, zero beta, at a 5% significance level using
the new candlestick-based framework proposed in Section 4.3. This analysis employs 1-
minute price observations from two prominent ETFs: SPY and IBIT. While the former is
a well-known ETF that tracks the S&P 500 index and commonly used in empirical studies,

the latter is a newly launched (as of January 2024) iShares Bitcoin Trust ETF designed

to track the performance of Bitcoin.?? The sample spans the entire year 2024, covering

21 Recent years have seen several developments that facilitated investment in crypto assets. In 2017, the
Chicago Mercantile Exchange (CME) launched Bitcoin futures contracts, followed by the introduction of
Bitcoin options in 2020. More recently, in January 2024, the U.S. Securities and Exchange Commission
(SEC) approved the first Bitcoin exchange-traded fund (ETF).

22 Cryptocurrency ETFs are designed to provide investors with exposure to the price movements in crypto
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250 trading days and standard trading hours from 9 : 30 to 16 : 00. Spot beta estimates
are computed using a local window of £k = 10 one-minute candlesticks, yielding 39 spot
estimates per trading day.

I start by assessing the monthly rejection rates (in terms of percentage) of the null
hypothesis of market neutrality. The results are presented in Figure 4.4. The figure shows
that the rejection rates are around 10% in the first two months of 2024, later increasing
to 40% in mid-2024 and ending the year with a similar rate. Notably, the rejection rates
are more pronounced in August and September, reaching around 60%. These months also
coincide with a number of crucial economic events. Particularly, the first week of September
was marked by a series of weak production and labor market data releases, raising concerns
about a potential economic slowdown.?3

Figure 4.5 presents the spot beta estimates and corresponding confidence intervals for
September 3-6. This figure reveals that the null hypothesis of zero beta is rejected in a
substantial portion of the intraday intervals, approximately 65% of the time. For instance,
looking at the bottom right panel, the null is rejected in 27 out of 39 intervals on September
6. On that day, the NFP report was released at 8:30 AM, prior to market open, and spot
beta estimates were already significant and around 1.5 at the opening. Similar patterns are
observed on the other days of that week. These results indicate that the Bitcoin ETF IBIT
exhibited significant positive exposure to market risk during this turbulent week, precisely
the periods when such instruments may be most valuable for risk management purposes.

To illustrate the advantages of the proposed candlestick-based framework relative to
conventional return-based methods, I conduct an event study analysis around two Federal

Open Market Committee (FOMC) meetings on June 12, 2024, and September 18, 2024.%4

markets. The IBIT has been the most traded one since its launch and its net asset value exceeds $70 billion
as of 2025.

23 The first week of September brought a sequence of weak data: the ISM manufacturing index on the
3rd, the ADP jobs report on the 5th, and the non-farm payrolls on the 6th, all of which came in below
expectations. These developments led to a sharp sell-off in equities and a spike in volatility, as reflected in
the VIX index.

24 The literature widely recognizes FOMC announcements as among the most influential scheduled events,
showing immediate and significant impacts on financial markets, see for example, Bernanke and Kuttner
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FIGURE 4.4: Monthly Rejection Rates of the Null Hypothesis of Zero Beta for IBIT. The
figure shows the monthly rejection rates of the null hypothesis of zero beta for IBIT using
candlestick-based inference framework. The sample covers the entire 2024 year, a total of
250 days, and usual trading hours from 9 : 30 to 16 : 00.

Figure 4.6 reports the estimation results for these two events. The top panels display
the prices of IBIT and SPY, while the bottom panels present the corresponding spot beta
estimates for IBIT over a two-hour window surrounding the FOMC rate decision, with time
zero aligned to the announcement (indicated by the vertical dashed line). Candlestick-
based estimates are depicted by blue circles, while return-based estimates are shown by red
triangles, with vertical bars representing the 95% confidence intervals.

On September 18, 2024, the FOMC announced a 50-basis-point rate cut at 2:00 PM,
which markets interpreted as a strong dovish signal, triggering increases in SPY and IBIT
prices (see the top-right panel of Figure 4.6). Following the announcement, spot beta
estimates increased from below 0.5 to around 1.5 and remained consistently positive and
statistically significant for nearly an hour. In this case, the signal is strong, and both the
candlestick-based and return-based methods rejected the null hypothesis, although small

differences arise in the pre-announcement period.

(2005), Cieslak et al. (2019), Lucca and Moench (2015), and Savor and Wilson (2014).
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F1GURE 4.5: Spot Beta of IBIT on September 3-6, 2024. The figure shows the spot beta
estimates of IBIT with respect to SPY using 10 1 —min candlestick observations in 10—min
frequency. The vertical lines indicate the 95% confidence intervals.

In contrast, the June 12, 2024 FOMC meeting reflects a weaker informational shock.
The Fed kept rates unchanged but released a relatively hawkish dot plot, prompting declines
in SPY and IBIT prices (see the top-left panel). Here, the candlestick-based estimates still
detect a significant positive exposure to market risk immediately after the release, whereas
the return-based method fails to reject the null. Particularly, the return-based estimates
exhibit wider confidence intervals, reflecting greater uncertainty around the estimates. This
comparison is consistent with the simulation results in Section 4.4, demonstrating the su-
perior power properties of the candlestick-based approach. Consequently, these findings

underscore the usefulness and robustness of the proposed approach in empirical settings.

4.6 Conclusion

This paper develops a new framework for estimating and conducting inference on spot

covariance matrices using high-frequency candlestick data which consist of open, high, low
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FIGURE 4.6: Spot Beta of IBIT Around FOMC Meetings. The figure shows the spot beta
estimates of IBIT with respect to SPY using 10 1-min candlestick observations in 10-min
frequency around two FOMC meetings: June 12, 2024 (left panels) and September 18, 2024
(right panels). The top panels display the price movements of IBIT and SPY, while the
bottom panels present the corresponding spot beta estimates. Candlestick-based estimates
are indicated by blue circles and return-based estimates by red triangles. The vertical lines
indicate the 95% confidence intervals, and the vertical dashed line marks the time of the
FOMC announcement.

and close prices for each interval. The approach builds on the idea of minimizing a well-
defined estimation risk to optimally combine the information from all four prices. The
resulting candlestick-based estimator has a simple form and is easy to implement. Monte
Carlo experiments demonstrate that the candlestick-based estimator attains asymptotic
risk levels close to those of an infeasible oracle benchmark, while substantially outperform-
ing return-based estimators, exhibiting markedly higher power (up to 25% improvement),
reducing false negatives in hypothesis testing.

In an empirical study with 1-minute candlestick data of SPY (S&P 500 ETF) and IBIT
(iShares Bitcoin Trust ETF), the method reveals significant positive market exposure of

the Bitcoin ETF, especially during turbulent periods, challenging popular “digital gold”
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narrative for risk management. Moreover, in an event study around FOMC meetings, the
candlestick-based approach detects significant market betas that the return-based method
fails to do so. Overall, this work highlights the value of utilizing candlestick data for more
accurate and powerful estimation and inference of spot covariance structures in financial

markets.
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5. Conclusions

These three essay are centered around the high-frequency methods and machine learning
applications in financial econometrics. In the first essay, we combine machine learning
methods with a standard econometric model to improve its predictive ability. Our results
show that the proposed methodology significantly outperforms various benchmarks in the
out-of-sample, demonstrating the benefits of incorporating sophisticated machine learning
methods. Moreover, we find that these hybrid models unveil well-known relationships
among financial variables, such as the volume-volatility effect and the flight-to-quality effect.
We further provide a variable importance analysis to shed light on the mechanics underlying
the reported improvements.

In the second essay, we study latent factor models for high-frequency asset returns.
We propose a local principal component analysis to estimate factors and factor loadings
while capturing intraday variation in the latter. This flexible model significantly improves
fit relative to standard benchmarks. Importantly, we find notable heterogeneity in these
improvements over the course of the trading day, with gains concentrated in the morning
hours. We further develop a model for asset prices that incorporates cash flow and discount
rate news, which rationalizes our empirical findings. Guided by the implications of this
model, we show that fit improvements are particularly pronounced when large information
shocks hit the market, such as significant monetary policy surprises.

The third essay proposes a new spot covariance estimation method using high-frequency
candlesticks. I first lay out a novel econometric framework that characterizes the “optimal”
utilization of candlestick data for covariance estimation, leveraging a decision-theoretic
framework with asymptotic approximation arguments. The resulting estimator takes a
simple, easy-to-implement form. I show that it notably reduces estimation risk and yields
more precise point estimates. I further develop a hypothesis test within this new framework

and demonstrate that it achieves greater statistical power relative to benchmarks, produc-
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ing more frequent rejection of false nulls. As an empirical application, I test the market
neutrality of Bitcoin using the IBIT ETF, a recently introduced financial product, and find
systematic deviations from the neutrality hypothesis.

Appendix ..2em
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A. Appendix for Chapter 2

A.1 Derivation of the score function for the t-GAS copula

In this section we present the score function for the t-copula analysis discussed in Section
2.3. We refer to Creal et al. (2013) for the details of the univariate applications (the GARCH

and t-GAS models).

A.1.1 Notation

We adopt the notation of Creal et al. (2011) for ease of comparability with that article.
The Kronecker product is denoted by AQ B for any matrices A and B. Ag stands for AQ A.
The function vec(A) vectorizes matrix A into a column vector, and vech(A) vectorizes just
the lower triangle of A, which eliminates duplicates in the case that A is symmetric. The
duplication matrix is implicitly defined as the solution to Dvech(A) = vec(A). Finally,

E;_1 denotes the expectation conditional on the information available up to period ¢t — 1.

A.1.2 The probability density function of ¢t copula

We adopt Student’s t copula specification in our empirical analysis and its probability

density function is given by

+2

v v+l
(27 (& ry-1 - 2 2 2
c(ug; B, v) = (*5°) 12) <1+Xt;Xt) [T{t+=* (A.1)
=1

where x; = [z14,72¢] = [T, (u14), T,  (u2s)] obtained by applying the inverse of the
univariate t distribution with v degrees of freedom, I'(+) is gamma function and ¥; is 2-by-2
correlation matrix. We denote the off-diagonal element of ¥; with p; which is the variable

of interest:

5, = [1 pt] (A.2)
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A.1.3 The score and information matrix

We use inverse information matrix of the score function as a scaling factor in all applica-
tions. Given the complex structure of the Student’s t copula, derivation of the information
matrix requires tedious calculations, but Creal et al. (2011) provide a closed-form formula

of both score and information matrix. Based on their results, we can write

vt _ 610gct5)3{t|2t;u)
ajt
%(D\I/t)’z;(@l [tht® — vec (Et)] (A?))
Lijg1 = Ea [ViVY]
= 1(DW) Jlg [9G — vec() vec(I)'] Jig DYy

__ Ovech(%y) . -1 _ — v+2 — v+2
where U; = BT Jy is such that X, 7 = J/Ji, wy = e g = and the

explicit form of matrix G is

_ o O W
S = = O
O = = O
w o o

We define the scaled score functions as s; = It_‘tl_lvt. As in Janus et al. (2014) we use a

1—exp(—p¢)

transformation to ensure p; € (—1,1), by setting p; = Troxp(—f)’

where p; € R. In order
to obtain the scaled score function for p;, we multiply the original scaled score with the
derivative of the transformation function: §; = g—ﬁ:st. When we use the explicit form of

each component in equation (A.3), we obtain the following expression for the scaled score

of the t copula:

2 1+ p? > ( P , )
5t = wt(xl,th,t - pt) — 7(wt$ + ws , — 2)
(1 - p?) (g + (29 — 1)p} 14 p2 WL 21
(A.5)

Noting that (g,w;) — (1,1) as v — o0, we thus also obtain the scaled score function for

Gaussian copula:

2 Pt 2 2
= (—= —p— (2?4 2k, —2) ). A6
St (1 —p?) ($1,t$27t Pt 1 ~|—p? (Jfl,t Lot ) (A.6)
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A.2 Simulation study

In this section we consider three data generating processes (DGPs) to evaluate the
performance of GAS Tree and Forest models under varying degrees of model complexity
and dynamics in the conditional variance.

All DGPs assume that returns follow a zero-mean normal distribution, i.e.,
re ~N(0,02), t=1,...,T

where the variance o evolves over time according to different specifications described below.
e DGP 1 (Baseline GARCH): This is a standard GARCH(1,1) model with constant
parameters:

02 =0.0540.8007 ; +0.18772 ;.
This specification captures persistence in volatility through past variance and past
squared returns.

e DGP 2 (Structural break in GARCH parameters): In this setting, we in-
troduce a structural break in the GARCH parameters at time ¢ = 7'/4. While the
long-run variance and total persistence remain unchanged, the contribution of past
variance becomes more pronounced in the post-break period:

b2 {0.05 +0.80 atz,l + 0.187«12,1, it < T/4,
0.05+0.900; ; +0.0877 4, ift>T/4.

e DGP 3 (Nonlinear GARCH): In the final DGP, we allow the coefficient on the
score (i.e., the past squared return) to be a nonlinear function of past returns. Specif-

ically, we adopt the following form:

3r2
=1 i <0,
1+ 3ry
02 =0.1+0.9002 ; +0.10- 5 4
3ry
5—, ifri 120
14 Zia

This model generates asymmetric responses to past returns and introduces smooth

nonlinear dynamics into the conditional variance process.
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Table A.1: QLIKE loss by DGP and model, relative to GARCH loss.

DGP GARCH RW250 RW500 Tree Forest
Baseline 1.000 7.224 3.049 1.179 1.020
Break 1.000 2.133 0.938 0.973 0.701
Nonlinear 1.000 5.219 2.490 1.141 0.907

Note: This table presents the out-of-sample average QLIKE loss of four models: a GARCH
model estimated using a rolling window of 250 or 500 observations, a GARCH Tree, and
a GARCH Forest, each relative to the average QLIKE loss of a GARCH model estimated
using the full training sample. Three data generating processes are considered, as described
in the text above. The sample size for each simulation is 2,000, with the first half used
for estimation and the second half for out-of-sample forecast comparison. The number of
simulation replications is 1,000.

These DGPs are designed to reflect a range of volatility behaviors commonly observed
in financial return series, from stationary GARCH dynamics to structural changes and
nonlinear relations in volatility process.

We simulate 1,000 return series for each of the three DGPs described above, each con-
sisting of T" = 2000 observations. The first half of each sample is used for in-sample
estimation, while the second half is reserved for out-of-sample evaluation. We estimate the
GARCH Tree and GARCH Forest models as introduced in the main text, and benchmark
their performance against the standard GARCH model as well as rolling window GARCH
specifications. To construct the GAS trees and forests, we define a set of state variables
comprising time, lagged return, lagged variance, and lagged squared return. Table A.1
presents the out-of-sample performance comparison across models.

Table A.1 shows that when the DGP is a standard GARCH model, with no parameter
breaks, the simple GARCH model yields the lowest out-of-sample (OOS) loss. This is not
surprising, as that model is correctly specified in this case, and it does not have additional,
unnecessary, flexibility as in the GARCH Tree and Forest models. These two models have

loss close to the baseline GARCH model, but slightly higher. The worst performing model
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in for this DGP is the GARCH model using a window of just 250 observations. While that
model is also correctly specified, the short sample size means that parameter estimation
error contaminates the forecast and leads to higher OOS loss.

In the second DGP the parameters of the GARCH model change halfway through the
estimation sample. The rolling window estimator using 500 observations beats the baseline
GARCH model, with OOS loss 6.2% lower, while the model using 250 observations continues
to perform poorly out of sample. The GARCH Tree and Forest models are able to detect
the parameter instability and both models beat the baseline GARCH model. Interestingly,
the GARCH Forest model is the best-performing model for this design, with OOS almost
30% lower than the baseline GARCH model, and 23.7% lower than the GARCH model
estimated using a rolling window of 500 observations.

In the third DGP, where the GARCH parameters are a nonlinear function of past re-
turns, we see the rolling window GARCH models perform poorly; these models are capable
of capturing breaks in parameters but are not well-suited to capturing omitted nonlinear-
ities. The GARCH Tree model is theoretically able to capture such nonlinearities, but we
see in this simulation that it performs slightly worse than the baseline GARCH model,
revealing that its improved fit is more than offset, out of sample, by increased estimation
error. The GARCH Forest, on the other hand, is able to capture the nonlinearity and
mitigate estimation error, by averaging across the trees in the forest, and attains the lowest

OOS loss for this design, with loss almost 10% lower than the next best model.

A.3 Conditional forecast comparison

In the main text we compared competing methods based on their average out-of-sample
loss, providing an unconditional assessment. Next, we examine whether the state variables
used in the construction of the tree structures can also help predict which model outperforms
the other. We focus on the relative performance of the baseline GAS model and the GAS
Forest model for each of our four applications.

In this section we conduct two empirical exercises to investigate this question. First, we
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run linear regressions of the out-of-sample loss differences between the competing models on
a constant and a state variable, following the approach of Giacomini and White (2006). This
allows us to assess whether the state variable has predictive power for model performance
differences. Second, we estimate the loss differences using a nonparametric kernel smoothing
technique, which enables us to explore how model performance varies across different regions
of the state variable’s support.

In each application, we select the state variable with the highest SHAP value. Specifi-
cally, we use RVOL for the GARCH, t-GAS, and ACD models, and T10Y for the t-Copula

models.

Table A.2: Conditional comparisons of GAS Models.

GARCH t-GAS t-Copula ACD
Intercept -0.083 -0.059 -0.002 -0.066
(std. err.) (0.007) (0.006) (0.003) (0.012)
[t-stat] [-11.490] [-10.198] -0.813] [-5.357]
Slope -0.009 -0.007 0.006 -0.016
(std. err.) (0.008) (0.004) (0.006) (0.021)
[t-stat] [-1.038] [-2.072] [1.057] [-0.781]

Note: This table reports the estimated coefficients and standard errors from linear regres-
sions of out-of-sample loss differences on a constant and the lagged state variable, across the
four applications considered in this paper. In each case, the forecasts from the GAS Forest
model are compared to those of the basline GAS model. RVOL is used as the conditioning
variable for the GARCH, t-GAS, and ACD models, while T10Y is used for the t-Copula
model.

Table A.2 presents the results of the Giacomini and White (2006) regressions. The
columns correspond to the four applications considered in the main paper, while the rows
report the regression coefficients along with their standard errors and corresponding t-

statistics. We demean the state variable so that the t-statistic for the intercept aligns with
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F1GURE A.1: Conditional expected loss differences between GAS models. This figure shows
the estimated expected loss differences between the GAS forest and baseline GAS models,
conditional on RVOL (top left, top right, bottom right) and T10Y (bottom left). Negative
values indicate that the GAS forest model outperforms the plain GAS model. The differing
support of RVOL in the bottom-right plot reflects differences in sample periods across
applications.

the Diebold-Mariano statistic reported in the out-of-sample comparison section.

The slope coefficients in Table A.2 indicate no evidence that the selected state variable
(linearly) predicts the relative performance of forest models in the GARCH, ACD, or t-
Copula applications. In contrast, for the t-GAS model we observe that RVOL has predictive
power, with a slope t-statistic below —2. The negative sign of the slope indicates that the
t-GAS forest model outperforms its benchmark more strongly when market volatility is
high. This finding underscores the strength of tree-based methods, particularly in periods
of elevated uncertainty, where forecasting return distributions is typically more challenging.

Figure A.1 displays the estimated expected out-of-sample loss differences between mod-

els as a function of the selected state variables, along with 95% pointwise confidence in-

! The t-statistics in Table A.2 differ very slightly from those in Tables 1-4 (e.g., -11.490 vs -11.558 for the
GARCH application) due to the numerical implementation of Python’s built-in functions.
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tervals. These estimates are obtained by applying a Gaussian kernel smoother to the loss
differences. The top-left and top-right panels indicate that the GAS forest models outper-
form the baseline GAS model by a greater margin when RVOL is high. As expected, the
confidence intervals become wider in periods of elevated market volatility, though they still
exclude zero, indicating suggesting statistically significant gains.

On the other hand, the bottom panels show that the t-Copula and ACD forest models
exhibit relatively stable performance across the support of T10Y and RVOL, respectively.
Specifically, while the ACD forest model continues to outperform its benchmark overall,

this advantage diminishes in the right tail of RVOL, where statistical significance is lost.
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A.4 Additional tables and figures

Table A.3: Out-of-sample performance of GARCH models, alternative sample splits.

Small GARCH GARCH
GARCH RW250 RW500 DRF G Tree Tree Forest
Panel A: Sample splits 30/20/50
RW250 -4.564
RW500 -5.092 0.344
DRF 2.204 4.682 4.833
Small G Tree -4.801 -0.974 -1.259  -5.043
GARCH Tree -7.168 -3.492 -4.064 -7.316 -3.172
GARCH Forest  -10.667 -4.984 -6.855 -8.484  -3.211 -0.591
Avg loss 0.382 0.342 0.344  0.412 0.331 0.309 0.306
MCS v v
Panel B: Sample splits 30/30/10/30
RW250 -3.964
RW500 -4.963 -0.046
DRF 0.770 2.837 3.019
Small G Tree -3.599 -0.363 -0.371  -2.899
GARCH Tree -6.346 -2.620 -2.885 -4.787  -3.083
GARCH Forest  -9.567 -3.171 -4.314  -5.183  -2.212 0.111
Avg Loss 0.410 0.361 0.360  0.427 0.355 0.327 0.327
MCS v v

Note: This table presents results analogous to Table 2.1 of the main paper. That table
uses training, validation and test sample splits of 30/30/40. Panel A instead uses splits
of 30/20/50, and Panel B uses 30/30/10/30, where the third subsample is discarded to

separate the estimation sample from the test sample. See the notes to Table 2.1 for more

details.

109



Table A.4: Out-of-sample performance of t-GAS models, alternative sample splits.

Small GAS GAS
GAS RW250 RW500 DRFEF GAS Tree Tree Forest

Panel A: Sample splits 30/20/50

RW250 -0.565

RW500 -1.085 -0.536

DRF -0.344  0.039 0.238

Small GAS Tree -4.808 -3.854 -4.158 -3.617

GAS Tree -6.240 -4.896 -5.531 -4.813 -0.896

GAS Forest -8.128 -6.022 -7.065 -6.257 -2.180 -1.979

Avg loss 1.257 1.253 1.251 1.253 1.214 1.210 1.204
MCS v

Panel B: Sample splits 30/30/10/30

RW250 -0.302

RW500 -0.720  -0.419

DRF -2.294  -1.416  -1.425

Small GAS Tree -4.905 -3.709 -4.248 -1.840

GAS Tree -6.334  -4.498  -5.202 -3.055 -1.595

GAS Forest -8.500  -5.503  -6.885 -3.916 -2.489 -1.760

Avg loss 1.222 1.219 1.216 1.197 1.172 1.165 1.159
MCS v

Note: This table presents results analogous to Table 2.2 of the main paper. That table
uses training, validation and test sample splits of 30/30/40. Panel A instead uses splits
of 30/20/50, and Panel B uses 30/30/10/30, where the third subsample is discarded to
separate the estimation sample from the test sample. See the notes to Table 2.2 for more
details.
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Table A.5: Out-of-sample performance of ¢ Copula GAS models, alternative sample splits.

Small GAS GAS
GAS RW250 RW500 DRF GAS Tree Tree Forest
Panel A: Sample splits 30/20/50
RW250 2.513
RW500 1.723  -1.825
DRF 4.739 1.873 3.208
Small GAS Tree -1.686 -2.832 -2.169 -5.664
GAS Tree -0.918 -2.486 -1.724  -4.870 0.987
GAS Forest 0.584 -2.034 -1.136  -5.180 2.302 1.293
Avg Loss -0.115 -0.105 -0.110 -0.093 -0.119 -0.118 -0.114
MCS v v v v v
Panel B: Sample splits 30/30/10/30
RW250 1.836
RW500 1.357 -0.885
DRF 1.143  -0.155 0.322
Small GAS Tree -1.232 -2.010 -1.619 -1.324
GAS Tree -1.559 -2.181 -1.870 -1.805 -1.381
GAS Forest -1.219 -2.239 -2.052 -1.748 -1.077 0.665
Avg Loss -0.086 -0.078 -0.081 -0.079 -0.086 -0.091 -0.089
MCS v v v v v v v

Note: This table presents results analogous to Table 2.3 of the main paper. That table
uses training, validation and test sample splits of 30/30/40. Panel A instead uses splits
of 30/20/50, and Panel B uses 30/30/10/30, where the third subsample is discarded to
separate the estimation sample from the test sample. See the notes to Table 2.3 for more

details.
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Table A.6: Out-of-sample performance of ACD models, alternative sample splits.

Small ACD ACD
ACD RW250 RW500 DRF ACD Tree Tree  Forest
Panel A: Sample splits 30/20/50
RW250 -8.389
RW500 -9.328  -0.606
DRF -8.445 2.380 2.958
Small ACD Tree -12.525 -1.942 -1.738 -6.076
ACD Tree -10.529 -2.334 -1.946 -5.336 -1.001
ACD Forest -13.504  -3.947  -3.935 -9.731 -4.406 -1.666
Avg loss -0.377  -0.651  -0.660 -0.584 -0.686 -0.705 -0.729
MCS v v
Panel B: Sample splits 30/30/10/30
RW250 0.919
RW500 1.074 0.015
DRF 6.808 2.095 2.186
Small ACD Tree -1.848 -1.571 -1.942 -5.475
ACD Tree -2.212  -2.428  -2.458 -5.365 -1.719
ACD Forest -4.745  -3.310  -3.574 -7.910 -3.899 -0.560
Avg loss -0.797  -0.768  -0.768 -0.680 -0.810 -0.858 -0.870
MCS v v

Note: This table presents results analogous to Table 2.4 of the main paper. That table
uses training, validation and test sample splits of 30/30/40. Panel A instead uses splits
of 30/20/50, and Panel B uses 30/30/10/30, where the third subsample is discarded to
separate the estimation sample from the test sample. See the notes to Table 2.4 for more

details.
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Table A.7: Out-of-sample performance of GARCH models, MSE loss.

Small GARCH GARCH
GARCH RW250 RW500 DRF G Tree Tree Forest
RW250 -0.076
RW500 -0.585 -0.989
DRF 0.564 0.592 0.778
Small G Tree -2.047 -0.898 -0.703 -1.228
GARCH Tree -1.443 -0.623 -0.354 -1.304  0.566
GARCH Forest -2.197 -0.723 -0.481 -1.132 1.156 -0.101
Avg Loss 7.490 7.346 6.652 9.062 5.720 6.036 9.982
MCS v v v v v v v

Note: This table presents results analogous to Table 2.1 of the main paper. That table
uses QLIKE as the loss function, while this table instead uses mean-squared error. See the

notes to Table 2.1 for more details.

Table A.8: Out-of-sample performance of t-GAS models, CRPS loss.

Small GAS GAS
t-GAS RW250 RW500 DRF GAS Tree Tree Forest
RW250 1.102
RW500 0.927 -1.603
DRF -2.433  -2.107 -2.090
Small GAS Tree -0.180 -2.651 -3.209 1.668
GAS Tree -2.744  -2.269 -2.362 1.336 -1.806
GAS Forest -2.589  -2.242 -2.363 1.504 -1.656 1.875
Avg loss 0.528 0.552 0.544  0.492 0.526 0.505 0.510
MCS v v v v v v v

Note: This table presents results analogous to Table 2.2 of the main paper. That table
uses the negative log-likelihood as the loss function, while this table instead uses continuous
ranked probability score (CRPS). See the notes to Table 2.2 for more details.
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Table A.9: Out-of-sample performance of ¢ Copula GAS models, CRPS loss.

Small GAS  GAS
GAS RW250 RW500 DRF  GAS Tree Tree Forest
RW250 1.258
RW500 1.610  -0.495
DRF 12.976 3.201 5.310
Small GAS Tree  9.555 -0.061 0.662 -12.212
GAS Tree -5.214 -1.627 -2.331  -13.811 -12.239
GAS Forest -10.001  -2.847 -4.620 -14.346 -13.752 -9.512
Avg Loss 0.944 0.954 0.951 0.979 0.954 0.941 0.931
MCS v

Note: This table presents results analogous to Table 2.3 of the main paper. That table
uses the negative log-likelihood as the loss function, while this table instead uses continuous
ranked probability score (CRPS). See the notes to Table 2.3 for more details.

Table A.10: Out-of-sample performance of ACD models, MSE loss.

Small ACD ACD
ACD RW250 RW500 DRF ACD Tree Tree Forest
RW250 3.318
RW500 2.565  -0.099
DRF 1.479 -3.304 -2.552
Small ACD Tree 3.532 -3.314 -2.561 -0.941
ACD Tree -1.676 -3.324 -2.570 -2.087 -2.447
ACD Forest -3.667 -3.326  -2.571 -2.381 -4.472 -0.657
Avg loss 0.085  0.959 0.917  0.089 0.086 0.083 0.083
MCS v v

Note: This table presents results analogous to Table 2.4 of the main paper. That table
uses the negative log-likelihood as the loss function, while this table instead uses continuous
ranked probability score (CRPS). See the notes to Table 2.4 for more details.
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FIGURE A.2: The estimated GARCH tree model. This figure depicts the tree structure for

the GARCH model. The tree’s splits are based on SPX, RVOL and VIX, which refer to the
S&P 500 return, realized volatility, and the option-implied volatility index respectively.
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FIGURE A.3: The estimated ACD tree model. This figure depicts the tree structure for
the ACD model. The tree’s splits are based on SPX, T10Y and RVOLM, which refer to
the S&P 500 return, the 10 year Treasury bond return and the monthly average of realized

variance respectively.
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FIGURE A.4: SHAP values for state variables in the t-Copula GAS Forest. This figure
reports the SHAP value for each state variable, calculated as the decrease in OOS log-
likelihood when a state variable is replaced by its in-sample mean, averaged across 500

permutations of the state variables.
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FIGURE A.5: Parameter estimates as a function of the stock market return (SPX) for the
Student’s ¢ copula GAS forest. This figure plots the average, across bootstrap samples,
values of w/(1 — () (upper-left), S (upper-right), and « (lower-left) from the GAS model
in equation (2.10), as well as the average predicted correlation, p; (lower-right) from that
model. The state variable is discretized into bins based on 1% quantiles. The values for
each of these quantities from the benchmark GAS model are plotted in horizontal dashed
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FIGURE A.6: Parameter estimates as a function of realized variance (RVOL) for the
GARCH forest. This figure plots the average, across bootstrap samples, values of
w/(1—a—p) (upper-left), a+  (upper-right), and « (lower-left) from the GARCH model in
equation (2.8), as well as the average predicted variance, o7 (lower-right) from that model.
The state variable is discretized into bins based on 1% quantiles. The values for each of
these quantities from the benchmark GARCH model are plotted in horizontal dashed lines.
The solid lines are local quadratic polynomials fitted to the grey dots.
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FIGURE A.7: Parameter estimates as a function of stock market return (SPX) for the
GARCH forest. This figure plots the average, across bootstrap samples, values of w/(1 —
a — () (upper-left), a + 8 (upper-right), and a (lower-left) from the GARCH model in
equation (2.8), as well as the average predicted variance, o7 (lower-right) from that model.
The state variable is discretized into bins based on 1% quantiles. The values for each of
these quantities from the benchmark GARCH model are plotted in horizontal dashed lines.
The solid lines are local quadratic polynomials fitted to the grey dots.
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FIGURE A.8: Parameter estimates as a function of realized variance (RVOL) for the Stu-
dent’s t GAS forest. This figure plots the average, across bootstrap samples, values of
w/(1 = () (upper-left), 8 (upper-right), and « (lower-left) from the GAS model in equation
(2.10), as well as the average predicted variance, o7 (lower-right) from that model. The
state variable is discretized into bins based on 1% quantiles. The values for each of these
quantities from the benchmark GAS model are plotted in horizontal dashed lines. The solid
lines are local quadratic polynomials fitted to the grey dots.
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FIGURE A.9: Parameter estimates as a function of the stock market return (SPX) for the
Student’s t GAS forest. This figure plots the average, across bootstrap samples, values of
w/(1— () (upper-left), 8 (upper-right), and « (lower-left) from the GAS model in equation
(2.10), as well as the average predicted variance, o7 (lower-right) from that model. The
state variable is discretized into bins based on 1% quantiles. The values for each of these
quantities from the benchmark GAS model are plotted in horizontal dashed lines. The solid

SPX

lines are local quadratic polynomials fitted to the grey dots.
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FIGURE A.10: Parameter estimates as a function of the stock market return (SPX) for
the ACD GAS forest. This figure plots the average, across bootstrap samples, values of
w/(1— () (upper-left), 8 (upper-right), and « (lower-left) from the GAS model in equation
(2.10), as well as the average predicted duration, p; (lower-right) from that model. The
state variable is discretized into bins based on 1% quantiles. The values for each of these
quantities from the benchmark GAS model are plotted in horizontal dashed lines. The solid
lines are local quadratic polynomials fitted to the grey dots.
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B. Appendix for Chapter 3

B.1 An approximate leave-one-out R? metric

Recall that we estimate the factor loadings, B, in the estimation sample using the
eigenvectors associated with the K largest eigenvalues of RT R, the second moment matrix
of returns in the estimation sample. With those, we obtain the factor realizations by
regressing returns on betas:

f, =(B" B )'B" R = B R (B.1)
(Kx1) (KxN)(NxK) (KxN)(Nx1) (KxN)(Nx1)
where the last equality holds as we impose the normalization that BT,B = Ix. From those

we obtain the (infeasible) forecasts, 7;;, from the factor model:

iy = B i (B.2)

These are not true forecasts because f; uses, in part, the realized value of the target variable,
r;¢- One might instead consider using the estimation-sample mean of the factors, A, rather

than their out-of-sample realizations, leading to the forecast:
Tie =B A (B.3)

The “predictive” and “total” R? measures of Kelly et al. (2019) are based on these two

forecasts:

. Zz Z(t,T)ET(Ti,t—l—‘rT — 721"15_1_;'_7.)2

RZ., =1 (B.4)
rore 2 Z(t,T)eT rz'Q,t—1+T
; Tig—14r — Tig—147)°
R?)red = 1- ZZ Z(th)ET( s M (B.5)

2
i Z(t,T)eT Tit—1+7

where 7 denotes the collection of days and intradaily observations in the out-of-sample
period.
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Note that the infeasible forecasts in equation (B.2) can be written as:

N
fie= B BT Ry =1 > Byriu =B Biriz+ BT D Birja (B.6)
j=1

(IxK)(KxN)(Nx1) i

Consider a forecast that replaces r;; on the right-hand side with its in-sample mean, fi;:

Fir = B} Bipi + B ), Birja (B.7)
Jj#i

This is a proper forecast of r;;, being based on estimation sample estimates of factor

loadings, and contemporaneous values only of the other variables in the panel, ie. 7;;

for j # 4. This is an “approximate leave-one-out” (ALOO) forecast of variable i. It is

particularly useful in applications with a large cross-sectional dimension, where a true

leave-one-out forecast is computationally expensive, and in local PCA, where the bandwidth

parameter must be tuned using a validation sample, increasing the computational burden.

Below we show that one can obtain the ALOO forecast as a simple transformation of the

original factors and infeasible forecasts.

It is convenient to write the above equation as:

A~

Fir = Pis — B Bi (riy — fii) (B.8)

which is presented as equation (3.10) in the main paper. In matrix form, we then obtain

the factors, infeasible forecasts, and ALOO forecasts:

F = R g B.9
(TxK) (TXN)(N{?K) (B:9)
R = F B8 =R g 47 (B.10)
(TxK) (TxK)(kxN) (TXN)(NxK)(KxN)
R = R —-(R — ¢ 4')-dia B AT B.11
(T'xN) (TxN) <(TxN) (Txl)({izv)) g{(NxK)(KxN)} ( )
(NxN)

where ¢ is a vector of ones, and diag{A} sets the off-diagonal elements of the matrix A to

zero. Thus the ALOO forecasts, R, can be obtained in closed form from the usual forecast,
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R, the matrix of factor loadings, B, and the vector of in-sample mean returns, fi. No new
estimation is required. The “approximate leave-one-out” R? metric is then computed as in
equation (3.11) of the main paper.

For PCA applied to standardized data, as in our empirical application, a simple modi-

fication of the above derivations is required. Denote the standardized returns as:

iy = (rig— fu) /6 (B.12)
so X = (R — ¢+ ")D! (B.13)
(TxN) (TxN) (T><1)(1><N) (NxN)

where fi is the vector of estimation-sample means, and D is a diagonal matrix of the
estimation-sample standard deviations.

We estimate the factor loadings, Bi, in the estimation sample using the eigenvectors
associated with the K largest eigenvalues of X "X, again imposing the normalization that
BT,[; = Ix. With those, we obtain the factor realizations:

f, = 87 X, (B.14)
(Kx1) (KxN)(INx1)

and from those we obtain the forecasts from the factor model for the standardized returns
and the original returns:
iy = fli + 6idig = fi; + 616 £ (B.15)
Analogous to equation (B.6), these infeasible forecasts can be written as:
Fix = i + 6:0] Biwi + 6:8] Y Bz (B.16)
J#i

We replace the realized value of z;; with its estimation sample mean, which is zero by

construction. Analogous to equations (B.7) and (B.8), we obtain the ALOO forecasts:

Fir = fu+6iB8 ) Bixjy (B.17)
J#i
= iy — 638] Bixiy (B.18)
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Finally, we have the factors, original forecasts, and ALOO forecasts in matrix form:

F = X g B.19
(TxK) (TXxN)(NxK) ( )
X = F B B.20
(TxN) (TxK) (K xN) ( )
R = o+ g + X D (B.21)
(T'xN) (T><1)(1><N) (TxN)(NxN)

X = X - X -diag{ B8 B B.22
(TxN) (TxN) (T'xN) g{(NxK)(KxN)} ( )
(NxN)

R = R - X -diag{ 8 B'} D B.23
(TxN) (TxN) (T'xN) g{(NxK)(KxN)}(NXN) ( )
(NxN)

The ALOO forecasts, R, can again be obtained in closed form from the usual forecast,
f{, the standardized data, X, the matrix of factor loadings, B, and the diagonal matrix
of standard deviations of the original data, D. The approximate leave-one-out R? is then

computed as in equation (3.11) using the ALOO forecasts from equation (B.23).

B.2 Details on the model in Section 3.3

B.2.1 Details on the Kalman filter

The underlying variable of interest in this problem is the (N x 1) vector of daily earnings
growth, Alog Xy, for each of the firms (see equation 3.12). For reasons that become clear

below, we define the state variable for this filtering problem, &;, as the most recent C' values
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of this variable:

AlogX; = g+9Z¢+wy (B.24)
Alog X[

& = vec 5 =F& 1+ 1y (B.25)

AlogX{_ ¢4y
where F = IN ® F1 (B26)
Vi = Qi1®Q: (B.27)

0

and = LC—l, 00—1} (B.28)
Q1 = Xz +oily (B.29)
Q2 = elef (B.30)

where Iy is the N-dimensional identity matrix, ® is the Kronecker product, O¢ is a (C' x 1)
vector of zeros, and e is a (C' x 1) vector with a 1 in the first element and zeros elsewhere.
The measurement variable for this problem is complicated by the fact that earnings
announcements only occur every C' > 1 days. We follow Patton and Verardo (2012) and
use the framework proposed by Sinopoli et al. (2004) for updating expectations when the
signal is only observed intermittently. We proceed by defining a measurement variable that
tracks, with error, earnings growth over the last C' days:
Cc-1
Yii = Z Alog X;i—j + it (B.31)
j=0
The measurement error, n;; is introduced to “mask” this signal in between earnings an-
nouncement dates. Specifically, on earnings announcment dates the variance of the mea-

surement error is set to zero, and the earnings growth since the last announcement is

perfectly observed. On other dates, the variance of this variable is set to a large value:
Viniel = o7(1— Aiy) (B.32)

where A;; = 1 if day ¢ is an announcement date for firm 4, and zero otherwise, and o7 — 0

is the variance of the measurement error on non-announcement days.
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The measurement variable

Y:=[Yig o, Yul" (B.33)
is linked to the state variable via:
Y, = H'&+mny (B.34)
where H' = In®uc (B.35)
and  V[n] = o7(Iy — diag{A;}) (B.36)

where 1 is a (C x 1) vector of ones, A; is a (N x 1) vector of announcement indicators for

each of the firms, and diag{a} is a diagonal matrix with the vector a on the diagonal.
With the above structure for the state variable, & and its connection to the measurement

variable, Y;, standard Kalman filtering computations can be applied. The one-step-ahead

forecasts and the nowcasts of the state variable can be obtained as follows:

ét\tfl = Fét71|t71 (B.37)
~ ~ X 1 ~
Et\t = £t|t71 + Pt\tqHT (Hpt\tAHT +or(In — dlag{At})) <Yt - HT€t|tﬂ3>-38)
Py = FPt71|t71FT +@Q (B.39)
. -1

Pt\t = Pt|t—1 - Pt\t—lHT (Hpt\t—lHT + U%(IN - dlag{At})) Hpt\t—l (B.40)
From equation (B.38) we can extract the nowcasts of the earnings growth of each firm
between day t —C'+ 1 and day t. By summing the growth rates since the last announcement
day of a given firm (which can be no more than C' days in the past) we obtain a nowcast of

the log-level of the earnings of the firm. The first-difference of this nowcast is the “cashflow

news” for this firm.
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B.2.2 Parameter choices for the simulation

Parameter Value Description

T 3000 Number of trade days

M 21 Number of periods per day (including the overnight return)

N 100 Number of firms

C 10 Number of days between earnings announcements

D 5 Number of days between FOMC announcements

K 2 Number of common factors in earnings growth

TOF 0.25  Diffusion of cashflow information

TDR 0.25  Diffusion of discount rate information

03’0 0.25  Variance of noise trades as a proportion of cashflow news variance,
0527[) 0.03 for the overnight period (0370) and the intraday periods (aiD)
g 5/252  Growth rate of log-earnings

o2 0.1  Variance of unpredictable component of earnings growth

Yz 2Iy  Covariance matrix of common factors in earnings growth

T [2,3]  Coefficients on common earnings factors, for first N/2 firms

Y2 [2,-1]  Coefficients on common earnings factors, for second N/2 firms
aff 0.252  Variance of the monetary policy surprise (MPS)

LM PS -4 Mean (parps) and variance (012\4 pg) of the Normal distribution
O'%/[ PS 2 used to determine firm sensitivity to the MPS
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C. Appendix for Chapter 4

C.1 Proof of Proposition 1

In this section, I provide the proof of Proposition 1 which builds on the coupling tech-
niques developed in Jacod et al. (2021) and Bollerslev et al. (2021). The former studies the
approximation of the estimation error for the spot covariance estimator when k increases
with n, whereas the latter focuses on coupling the spot volatility estimator in a fixed-k
framework. As noted in the main text, I consider a fixed-k setup and thus my work is in
the same spirit as Bollerslev et al. (2021). To ensure consistency with the existing literature,
I closely follow the notation introduced in the aforementioned papers.

I rewrite the Assumption 1 and Proposition 1 here for convenience:

Assumption 2. Suppose that Xy has the form in Equation (4.1) and there exists a sequence
(Ton)m=1 of stopping times increasing to infinity and the following conditions hold for each
m = 1:

(i) |be] + o] + o | < K for some constant Ky, for all t € [0,T),];

(it) E[|oiat, — Osat,|?] < Kmlt — s| for all t,s € [0,Ty,].

Proposition 3. Suppose that Assumption 1 holds. Fiz any t € [0,T]. For any k > 1 and
A, the following holds as A, — 0:

Hat_lé\nﬂf(/\)at_T — Unyt

= op(1) (C.1)

where Uy, ¢ = %ZEIM {)\ICi,rCZ‘TT + XaCindl, + )\SCi,KC;—w} and, for any i € Iy,

Win,—Wei_1a,

—1 W, ”(z‘—l)An —1: W, ”(ifl)An ”iAn*”(i—l)An
i = su —_—" ] + lIlf —
C’L,a Qt plgt ( /An ) Qt ,Egt ( /A ) < /An )

—Wi-na, —Wi-nan

Giw o0; 'sup o (WT) — o; tinf g, (Wi)
’ e " reT, VAL

(C.2)
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with g; being the square root of spot correlation matriz py, i.e., pr = 010, . In explicit
terms, py = diag(ct)_%ct diag(ct)_% and @y = diag(ct)_%at where diag(cy) is a diagonal

matrix with the same diagonal elements as c;.

Proof. Fix k = 1 and A. Let K denote a generic positive constant. As is common in the
spot estimation literature, one can strengthen Assumption 1 by assuming the conditions
hold with T}, = oo, which can be justified by a standard localization argument (see Jacod
and Protter (2012) for details).

I begin by writing out the explicit expressions for the candlestick returns:

ri = ARt (521, bods + 52 5, sdW)
h, = A;% (supteTm (Sl(fifl)ﬁn bsds + Sl(fi—l)An a’deS)> (C.3)
b = AL (infier,, (5 )a, buds + 5y a, 00d W, ) )

I also introduce the following definitions:

Win,, —We—
/ _ iAp (i—1)Anpn
,ri = U(Z_ 1)An ( \/Tn >

Wi —W, 1— n
h; = Supte'fn,i U(i—l)An (tT(nl)A> (C4)

. Wi —W,;_
/ — ) (i—1)Ap
& = infer,; o6-1)a, (7\/5 )

which serve as the coupling variables for the candlestick returns. Similar variables can be

defined for the range and asymmetry variables:

h%—i—ﬂ%—rg

(C.5)

SUN eSS

The proof consists of two steps. The first step controls how well the coupling returns
in Equation (C.4) approximate the candlestick returns in Equation (C.3). The second
step combines these results with the continuous mapping theorem to reach the desired

conclusion. Before proceeding to the first step, I derive useful intermediate results.
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By Assumption 1, it is easy to see that:

iAn
f b.ds
(i-1)An

Moreover, the Burkholder-Davis-Gundy inequality and Assumption 1 imply that:
2|

Further, we can deduce that:

IYANS
< f bs|lds = Op(An). (C.6)
(i—1)Ap,

1Ay
Sina, (@s —oi-na,)

2
: ] < KA E[S( A, \Ias—ff(i—l)AnHst] (C.7)
< KAZ

sup
t€77ﬂ,¢

L = 0,(A). (C.8)

t
J (0'5 - U(ifl)An)
(i—1)An

Step 1: We now establish approximation results for r;, h; and €; separately. We start

with the return:

o rll = At 5, bus) +

VAN
[Er——

where the first line directly follows from the triangle inequality and the second line uses

above intermediate results in Equation (C.6) and (C.8). For the high return, we have:

1

|hi — R Ap?

SUPyer, , (S(l 1A, bsds +S DA, a'de>
—Supser;, , O(i-1a, (Wi — Wiona,)

_1
An? super, |

N

SEi—l)An bsds + Sfi—l)An(as — 0(i-1)a, )W

(C.10)

N

An S DA, |bs|ds + SUPteT,, S](tz‘—l)An (o5 — U(i—l)An)dWs

The first two lines are obviously implications of sup definition. Similarly, the last line

follows from Equation C.6 and C.8. Finally, one can deduce the same inequality for the low
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return:

6 — €] = 0,3, (C.11)

and also for the asymmetry and range variables:

1
lai —ail < |hi—hil|+ € = €] + |ri — i = Op(A7)

(2

1 (C.12)
Jwi —wil < hi = B[ + € — £] = Oy(AZ).
Furthermore, I claim that
ot ¢ = opai?)
o la — Ga| = 02 (C.13)
o w = G| = 0%,

The first line directly follows from Assumption 1. Note that |[iA, —t| — 0 for any i € Z,, ¢

as A, — 0 and this implies |0y — o;_1)a, [ = Op(Arl/ ?). For notational convenience, I
only consider the third line and the same steps can be adopted for the second line as well.

Specifically, one can write:

o7 w; = Gl < o ) — o
= o/t - 'w; — diag(c;)Y? SUP; se7;, ; Ot (W\T/X—:‘G) H
— o - |w] = sup,er, o (Wozt ) | (C.14)
— o | suprser (01— o na,) (Yoz) |
= OP(A}L/Q)

where the first line follows from sub-multiplicative property of matrix norm, the second
and third lines use the definition of {;,, and g, the fourth line is a direct implication of

sup definition and the last line uses Assumption 1 and properties of Brownian motion.
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Step 2: Rewrite the main statement of the proposition as:

% Z {>\1 g, l'rz)(o't 'r'z) Cer }

iEIn t

o 2Ny T = Uny| =

+7 Z {)‘2 al Ut %) CzaCza}

’LEIn t

I IR T

’LEIn t

Using the results from Step 1, it follows that the terms in curly brackets are OP(ATI/ 2) for any

i € I, and fixed A = (A1, A2, A\3)". Therefore, the entire expression is O (AI/Z) = 0p(1).

This completes the proof.

C.2 Proof of Proposition 2

Now, I provide the proof of Proposition 2, which establishes the coupling result for the

test statistic defined as:

VE=1(Bus = 81)
NenZr

The proof is based on the algebraic manipulations of the previous proposition. For conve-

T, =

nience, I restate the proposition here:

Proposition 4. Under the conditions of Proposition 1, for any fivzed k = 2 and X, the
following holds as A, — 0:

I, — T, ~ k—1[U,}
Tn — Tn| = 0p(1)  where T, = 1\/75 ot 12 -
\/[U”_vt]n[Un_,th? — [Uni 32

Proof. Fix k = 2 and A. By Proposition 1, we have:

= 0,(1). (C.16)

’

Ho-t_lam()\)o-t_T —Uns
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Note that both o, l/c\n,t()\)a; T and U, are positive definite matrices. Therefore, by the

continuity of matrix inversion operator on the set of positive definite matrices, we have:

— 0,(1). (C.17)

This implies that each element of the matrix (o, ', :(\)a; ')~ converges to the corre-
sponding element of U, tl in probability. These relations can be written in explicit forms as

follows:

|< 4 2B ne)” ﬁ”’t)z) U ] = o)

/V\n,t &\n,t
1/2 1/2 I~
v """ (Bt — Bnt) -1
= — U 121 = O 1
‘( St [ n,t] P( )
St

= — [U {1a2| = 0p(1).
Sn,t

Using the second and third lines, one can write:

N —1
But—8) U ,t1]12 _ o(1). (C.18)

Voni/vne  [Uqtle

Moreover, from all three lines, one can deduce that:

-1
1 (W;,%]n B [Un,t]%2>| o, 1)

ﬁn,t [Un_’tl]zz

Finally, combining the above equations yields:

~ —1
VE=1(Bnt = B) VE—1[U; e = 0p(1). (C.20)

Vonsline U Ut — Ui B

n, n,t

as required.
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