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Abstract
This dissertation investigates the relationship between discretion and the production of

authoritative rules and information in organizations. Building on themes first introduced in

Max Weber’s writings on bureaucracy and rationalization, I explain that the formalization

of decision-making is an attempt to transform the existing allocation of cognitive effort,

accountability, and trust in a division of labor. The first essay argues written rules and

processed information acquire authority when their use is vindicated by results (outcomes)

and when their construction follows procedural constraints that guard against arbitrariness

(process). When this happens, these authoritative abstractions acquire a special kind of

causal effect: they reduce the discretion exercised by decision-makers. Two recent cases of

formalization are discussed in depth to illustrate the usefulness of this approach: the use of

preregistration plans in scientific reform and the use of artificial intelligence in bureaucratic

reform. The second essay analyzes rule-making from the point of view of courts. I conduct

a large-scale analysis of the citation practices of the Colombian Constitutional Court, using

a corpus of more than 28,000 rulings in the period between 1992 and 2024; introduce a

novel statistical framework in which each citation is modeled as a choice among plausible

alternatives; and take advantage of how the Court structures its tasks to reconsider the

longstanding opposition between top-down and bottom-up approaches to formalization.

The resulting picture is that of an organization that combines both approaches in ways that

are tied to the nature of its tasks. Finally, the final chapter turns to a broader theoretical

issue: the role of functionalist arguments in sociological explanations.
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1. Introduction

This dissertation investigates a set of topics which sociologists can trace back to Max

Weber's writings on bureaucracy and rationalization.

The �rst paper uses the concept of authority to characterize the role of abstractions�

written rules and processed information�in decision-making. It argues that authoritative

abstractions have causal e�ects, which means that they reduce the discretion exercised by

decision-makers. It then argues that these abstractions become authoritative (1) when

their use is instrumental to the attainment of some legitimate goal and (2) when their

construction satis�es a set of procedural constraints that guard against arbitrariness. The

usefulness of this theoretical framework is then explored with two case studies that further

depict the formalization of decision-making as an attempt to reshape the allocation of

cognitive e�ort and trust in a division of labor.

This paper ends with the following observation: since many people and organizations

are often pressured to pursue ambiguous or con�icting goals, it is hard for some abstractions

to acquire too much authority. This is exactly the predicament faced by judges and other

third-party adjudicators�i.e., in order to settle disputes, they must make decisions that

will be accepted as legitimate, even though the losing party will almost always have grounds

to believe that their case was wrongly decided.

The second paper in this dissertation claims that courts attempt to secure the legit-

imacy of their decisions through a series of self-e�acement practices through which they

try to avoid accusations of arbitrariness. These practices, in turn, produce distinct kinds

of citation networks. Here, I look at the case-law produced by one single organization:

the Colombian Constitutional Court. The contribution of this paper is two-fold. First, I

take advantage of the the particular way in which the Court structures its work to draw

comparisons between Civil Law (top-down) and Common Law (bottom-up) approaches to

decision-making. Second, I introduce a novel statistical framework in which citations to
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prior rulings are modeled as choices among plausible counterfactual citations and in which

di�erent subgraphs can be compared from a di�erence-in-di�erences perspective.

Originally, this dissertation was to be completed by a �nal study in which the evolution

of legal precedent was explained as a consequence of attention scarcity. It is painful to get

rid of a paper that I had long intended to be my best empirical and theoretical contribution.

In lieu of this, it is �tting that the �nal paper in this dissertation is the one for which I

spent the most time writing. It is titled "How to Make a Functionalist Argument," which

will strike many sociologists as odd because our current professional norms indicate that

this is something we should avoid at all costs. In this paper we argue that the reluctance to

talk transparently about functions is a major hindrance to sociological theory. Our attempt

to remedy this situation is simple. Instead of thinking of functionalism as a substantive

theory about society, we think it is more useful to reconceptualize it as a set of general forms

of argument suited for di�erent types of questions. We begin by following other disciplines

in distinguishing between proper functions and role functions, which are suited respectively

to answer to why-is-it-there and how-does-it-work questions. We then introduce a typology

of functionalist arguments that builds upon this distinction and explain how this pluralist

framework can peacefully dissolve much of the skepticism that sociologists harbor toward

functionalist explanations.
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2. The Authority of Abstractions

I have tried to refute the idea that the essence of formality is rigidity, that
abstraction necessarily loses contact with reality and details, that routines
are frozen and never improved, and that the central source of legitimacy is
dogmatism rather than reason.

� Arthur Stinchcombe

Sociologists tend to depict formal rationality in its worst light. We focus our attention

on rules and technologies that will not work as advertised because they have been adopted

to serve ritual purposes (Meyer and Rowan, 1977; Edelman, 2016); other times we focus

on those that go rogue and wreak havoc as soon as they are set loose on the world (Scott,

1998; Levy, 2022). In other words, we are inclined to study formality when it lacks causal

signi�cance or when it creates damaging unintended e�ects. As noted by Stinchcombe

(2001, p. 17) �the unpopularity of formality in social life is due to the fact that it has been

understood by its pathologies.�

This view is in stark contrast to Max Weber's ([1921] 1978, p. 973) ideas about the

spread of bureaucratic organizations, which he attributed to their �technical superiority�

over all other forms of organizing. These organizations were e�cient, like machines, be-

cause the people sta�ng them were committed to an impersonal system of formal rules

that restrained their personal biases, eliminating all traces of love, hatred, whim, and ar-

bitrariness. All behavior was coordinated by a hierarchy of communication and control, in

which every bureaucrat could claim a special form of �legal-rational� authority over well-

de�ned jurisdictions. This special type of authority was granted to them by virtue of some

power-conferring rule belonging to the same system of abstract and impersonal rules to

which they were committed. The result was a powerful organizational form that could be

harnessed for di�erent purposes�e.g., managing large-scale armies, constructing roads and

railways, enabling scienti�c discoveries. However, Weber stopped short of investigating the

abstract systems of rules from which people derive their claim to legal-rational authority.

How could an abstract rule acquire such force? There was no reason for him to even ask this
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question, since all �calculable rules� derived from the rationality of science and its proven

track record of success�which at the time also included German �legal science� (Merryman

and Pérez-Perdomo, 2018, pp. 63�69).

In this article, I argue that the causal e�ect of formal rules and processed information in

di�erent decision-making environments is best characterized with the concept of authority.

Authority is the capacity to change an individual's behavior by supplying reasons for acting

that remove competing reasons from consideration. It demands the �surrender of private

judgment� (Starr, 1982, p. 10). It requires that people �turn down the volume on their own

consciences� (Heimer, 2023, p. 49). Whereas the authority of rules prescribes what ought

to be done in any given situation, the authority of processed information prescribes what

ought to be believed. Moreover, authority makes them resistant to permanent revision, in

the sense that decision-makers are discouraged from reexamining their validity on a case-

by-case basis (cf. Raz, 2009, p. 33). In other words, an abstraction is authoritative when

it is taken as a �fact� so that �most people, most of the time, do not have to go behind it�

(Stinchcombe, 2001, p. 2).

I will use the term authoritative abstractions (AAs) to refer to both formal rules and

processed information that have this causal e�ect�they reduce the discretion exercised by

decision-makers. This de�nition excludes rules that get adopted but are never implemented,

as well as information that is gathered but never used (Meyer and Rowan, 1977; Feldman

and March, 1981). AAs have two additional distinguishing features. First, they are always

generalizations, meaning that they get rid of particular details in order to facilitate the

processing of whatever is left. They are built on �acts of simpli�cation� (cf. Beniger, 1986,

p. 14). Second, unlike tacit knowledge and skills, AAs are always rendered explicit and

recorded in a physical medium, turning them into an external sca�old for human cognition

(cf. Collins, 2010; Clark, 2008). They are concrete cultural objects. This is what allows

AAs to reach distant decision-makers, who can only �see� the parts of the world that have

been rendered legible to them�and which only becomes a problem when relevant details

are suppressed (cf. Scott, 1998).
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A clear example of what I am talking about can be found in the �formal selection devices�

used by organizations to accept or reject applicants (Duncan et al., 1953; Hirschman and

Bosk, 2020). These AAs have a nested structure consisting of both a scoring instrument and

a rule for deciding admission solely on the basis of the score assigned to each individual. For

example, a student's GPA and standardized test results get transformed into a numerical

score, and a decision is made based on whether their score lies above or below some cuto�.

Is GPA a valid indicator of potential? Are we excluding other relevant indicators simply

because they are harder to measure? What is the justi�cation for choosing this cuto�

instead of another one? What criteria of success should we use to determine whether this

selection device is producing the results we actually want? The point of this example is not

that this abstraction always delivers on its promise, or that it never loses contact with reality

and details. Rather, the point is that the administrators are expected to set aside their

personal judgments and accept the authority of the selection device, since someone else can

be trusted to have addressed these questions in the past and do so again when necessary.

The cuto� point may itself be arbitrary, but the AA itself is implemented �without regard to

personal considerations� (Weber, [1921] 1978, p. 225). It reduces the exercise of discretion.1

Why are some abstractions authoritative and why are others routinely disregarded?

According to Weber ([1921] 1978, p. 263), �the basis of every authority, and correspondingly

of every kind of willingness to obey, is a belief, a belief by virtue of which persons exercising

authority are lent prestige.� What, then, is the basis of this belief? I will argue that

an abstraction becomes authoritative when its application is vindicated by results and

when their construction satis�es a set of procedural constraints that respond to our moral

disapproval of arbitrariness. Conversely, the authority of a governing abstraction becomes

contested when it is perceived as lacking one or the other. The two empirical examples that

accompany this paper�on the use of preregistration plans in scienti�c reforms, and the use

of arti�cial intelligence in bureaucratic reform�illustrate this issue in further detail.

1 That cutoff points are often arbitrary is in fact the central premise behind regression discontinuity ap-
proaches to causal inference, where individuals who are very close to the cutoff are treated as if they were
randomly assigned to one condition or the other.
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This framework has two advantages over previous investigations into the formalization

of decision-making. First, it does not attempt to provide a full answer to a more complicated

set of questions: How is compliance achieved? Why do people follow orders? This is because

there are many more causal factors, unrelated to authority, that increase the probability

of compliance with governing abstractions, such as self-interest or coercion. As noted by

Weber ([1921] 1978, p. 214): �Loyalty may be hypocritically simulated by individuals or

by whole groups on purely opportunistic grounds, or carried out in practice for reasons

of material self-interest. Or people may submit from individual weakness and helplessness

because there is no acceptable alternative.� In such cases, compliance is correlated with the

content of governing abstractions, but it is not caused by them. In other words, there are

plenty of situations in which people will comply with governing abstractions that are not

authoritative in themselves, since the elements that increase the probability of compliance

are drawn from elsewhere. James Scott's (1998, p. 5) well-known critique of social planning,

for example, focuses exclusively on how authoritarian governments use the full weight of

their coercive power to implement formal designs that fail to deliver on their promises.

Second, by characterizing the causal e�ect of AAs in terms of how they reduce the

discretion exercised by decision-makers, this framework avoids comparisons to an ill-de�ned

notion of informality that encompasses most of everyday life. I do not assume that the

formalization of decision-making is meant to displace, destroy, or replace everything that

is �informal� or �local.� As noted by Stinchcombe (2001, p. 9),

�Except in totalitarian systems or total institutions, people do not usually try to for-

malize the whole of people's lives. When they do, they regularly fail. And in particular,

in pursuit of the impossible goal of formalizing everything, they then often fail to for-

malize the things that really matter.�

The main advantage of focusing on discretion, rather than informality, is that we can ask

important questions about the sources of discretion in formal decision-making environments.

Discretion becomes unavoidable, for example, when decision-makers lack the economic or

cognitive resources to enforce large amounts of formal rules, which leads them to prioritize
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some rules at the expense of others. This is a well-known fact in the literature on street-

level bureaucrats (Goldstein, 1963, p. 142; Lipsky, 1983, p. 14). It is also unavoidable

when formal rules and processed information are expressed in an ambiguous language that

is open to interpretation, or when unforeseen circumstances demand full deliberation. In

other circumstances, discretion is purposefully created by rule-makers who believe it is

desirable for decision-makers to rely on their �local� knowledge and expertise (Zacka, 2017,

p. 64). Finally, discretion may also arise from technological innovation, as I explain later

when discussing the example of preregistration plans in scienti�c research. In contrast,

it makes little sense to try to discuss the sources of informality. Informality requires no

explanation�it simply exists, with or without formality.

More importantly, focusing on discretion means that we are in a better position to char-

acterize our ambivalence toward formalization. This ambivalence results from two con�ict-

ing ways of characterizing discretion: judicious and capricious. The �rst is more commonly

associated with expertise, tacit knowledge, skills, know-how, and good judgment. It is the

kind of knowledge and competence that can only be acquired through practical experience

(cf. Scott, 1998 on m	etis; Lizardo, 2017 on nondeclarative personal culture). It refers to

�the delicate sense of knowing just when and how to adjust a rule to circumstance or aban-

don it all together� (Daston, 2022, p. 79). The second is more commonly associated with

arbitrariness, whim, bias, self-interest, and malfeasance. It refers to the kind of behavior

that is antithetical to bureaucratic organization and the Rule of Law.2 Our ambivalence

toward formalization derives from the fact that these two separate meanings of discretion

are hard to distinguish from a distance, and adjudicating between them is often a matter

of perspective.

At this point, it is important to be clear about an assumption I will be making through-

2 An entirely different meaning of discretion concerns who has the “�nal authority” to decide on some
matter in a way that cannot be reviewed or reversed by another person. This meaning of discretion—as
autonomy from outside interference—is prevalent in the study of bureaucratic organizations (e.g., McDonnell,
2020, p. 139). In this article I use “discretion” to refer to the ability to interpret or even disregard AAs on a
case-by-case basis, whether judiciously or capriciously, which is much closer to how other sub�elds use this
term (Lipsky, 1983; Zacka, 2017; Daston, 2022).
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out the majority of my argument. I assume that people do not have strong moral objections

to the goals that give AAs their background justi�cation. It makes no sense to ask if the

application of an AA is vindicated by results unless this is the case. Furthermore, strong

moral convictions are relatively immune to authority (Skitka et al., 2021, p. 353). Thus, my

framework is developed from the perspective of what legal scholars, following Hart ([1961]

2012), call the �puzzled person.� Puzzled individuals accept the goals that AAs are designed

to accomplish as legitimate, and so they are willing to follow rules and accept information

that will lead them to �do the right thing.� The alternative perspective is that of the self-

interested person who only follows rules opportunistically or to avoid punishment (Schauer,

2015, pp. 41�42).

This temporary assumption makes it easier to distinguish between two di�erent pro-

cesses that lie behind the creation of new AAs. The �rst is formalization�the creation

of abstractions that are cognitively adequate, communicable, and set on a trajectory of

improvement (Stinchcombe, 2001). The second is institutionalization�the elaboration and

entrenchment of shared goals and values (Selznick, 1984, p. 16). It is through this second

process that many AAs become infused with the goals of the various constituencies that

have a stake in their continued existence. These constituencies are the ones who get to

decide whether an abstraction delivers on its promise or not.

The remainder of this article proceeds as follows. The next section elaborates on the

concept of AAs as cognitive sca�olds whose causal e�ect varies with the interpretative

discretion required for their application. The following section draws from work in orga-

nizational sociology and the Rule of Law to expand my account of why some abstractions

become and remain authoritative. The next section contrasts this framework to the antifor-

malist perspective that characterizes much work in the sociology of organizations, before

delving into a deeper discussion about two recent initiatives aimed at making decision-

making more mechanical: preregistration plans in Open Science reform and the incorpora-

tion of modern-day arti�cial intelligence in bureaucratic decision-making. These two cases

further illustrate how the creation of new AAs transforms the allocation of cognitive e�ort,
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discretion, accountability, and trust in a division of labor. The �nal section concludes with

a brief discussion about the implications and limitations of this framework.

2.1 Cognitive Scaffolds

The idea that authority can be attached to abstractions, rather than just people, and

that we can subject this authority to further scrutiny, is not without precedent. It is the

basis of Paul Starr's (1982, p. 13) distinction between the �cultural authority� of professions

and the �social authority� of professionals, which is worth citing at length.

�Social authority involves the control of action through the giving of commands, while

cultural authority entails the construction of reality through de�nitions of fact and

value. Whereas social authority belongs only to social actors, cultural authority may

also reside in cultural objects, including products of past intellectual activity, such as

religious texts (the Bible), recognized standards of reference (dictionaries, maps, math-

ematical tables), scholarly or scienti�c works, or the law. Authority, in this particular

form, may be used without being exercised; typically, it is consulted (even by people

in authoritative positions), often in the hope of resolving ambiguities.�

The idea that authority can reside in cultural objects that operate as cognitive scaf-

folds is also found in the sociology of quanti�cation, which focuses more narrowly on a

special subset of AAs: information in the form of data and computations (Espeland and

Stevens, 2008, pp. 416�22). In contrast, the concept of AAs is signi�cantly larger in scope

because it encompasses both processed information and formal rules. The former refers

to public records that serve as evidence for the existence of real-world phenomena, such

as written reports, maps, blueprints, dictionaries, graphs, and statistical summaries.3 The

latter includes regulative rules that issue directives for behavior (e.g., �authors must submit

replication packages before publication�); constitutive rules that determine matters of fact

(e.g., �all persons born or naturalized in the United States are citizens�); power-conferring

rules that grant authority to people (e.g., �Congress has the power to declare war�); and

3 We can further think of “data” as a collection of standardized symbols that are arranged in a way that is
convenient for computer processing—i.e., symbols that are stable, transportable, and manipulable (Latour,
1987, p. 227).
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secondary rules that determine how to create, eliminate, modify, or prioritize these other

rules (Schauer, 2009, pp. 13�35; Hart, [1961] 2012, pp. 91�97). Moreover, it is rules that

create the standards upon which information can disseminate widely in the form of data

and computations (cf. Timmermans and Epstein, 2010).

Formal rules and processed information have a causal e�ect when they provide normative

and factual premises for decision-making that remove other considerations from deliberation

(e.g., personal preferences, intuition, prior beliefs). This makes them a special kind of

cognitive sca�old, one that enhances human intelligence because it frees the conscious mind

to do other work (Clark, 2008). However, cognitive sca�olds may also take over completely,

leaving not much else for the conscious mind to do. In the �rst case, the use of limited

cognitive resources is reserved for when they are most needed. In the second case, the result

is cognitive deskilling and sometimes �moral deskilling� (Heimer, 2023; Vallor, 2015). In

other words, the extent to which AAs enhance or simply replace human cognition varies by

context and is ultimately a matter of institutional design.

Lorraine Daston has recently attempted to capture this variation by distinguishing

between �thick� and �thin� rules. Thin rules are algorithmic: they �oat above speci�cs and

require mindless execution. Thick rules are less precise and come �enriched with copious

advice on how to apply them: examples, exceptions, problems, provisos, models, caveats,

and, in almost all cases, an appeal to. . . discretion� (Daston, 2022, p. 56). Their correct

application is context-dependent. At the limit, some thick rules are basically restatements

of more imprecise goals. For example, family judges are instructed to award custody in

accordance with �the best interests of the child,� which may require choosing between a

wealthy parent who can provide better resources (e.g., high-quality education and housing)

and a parent who appears to be more caring and nurturing but lacks �nancial means

(Schauer, 2009, pp. 190�94). Things would be di�erent if there existed a thin rule stating

that custody always goes to the wealthier parent, thereby reducing the judge to an algorithm

or an �automaton of paragraphs� (Weber, [1921] 1978, p. 1395).

A similar distinction carries over to the communication of processed information, which
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also has a �variance of meanings� (Stinchcombe, 2001, p. 55; cf. Geertz, 1973 on �thick de-

scription�). At one extreme information is �thin� when it has a plain meaning and demands

little interpretive work, such as a message communicating that �the temperature outside

is 70°F.� At the opposite extreme, information is �thick� when its interpretation requires

specialized training, as with regression coe�cients or deciding whether a person's sugar lev-

els are indicative of a speci�c medical condition. In other words, as rules and information

become �thicker,� their capacity to single out a particular course of action diminishes, and

the exercise of discretion is required to �ll in any interpretative gaps.

Importantly, AAs are not only signi�cant because of their psychological e�ects�the way

in which they reallocate attention and cognitive e�ort at the level of individual decision-

makers. They also transform the allocation of trust and accountability in a division of labor.

The widespread adoption of AAs results from the belief that the government of abstract

rules and information leads to better decisions, on average, than would otherwise be the

case if individuals were to be granted unfettered discretion. But the �correct� amount of

discretion in organizations is contingent on an underlying economy of trust. It cannot be

determined in advance.

2.2 Sources of Authority

Having laid out the idea that AAs are cognitive sca�olds that provide premises for

decision-making (cf. March and Simon, 1993), this section explains how these abstractions

become authoritative from the perspective of the �puzzled person.� I argue that the author-

ity associated with AAs rests on two sources. First, their application is instrumental to

the attainment of some legitimate goal�i.e., they are vindicated by results. Second, their

construction satis�es a set of procedural constraints that respond to our moral disapproval

of arbitrariness, and which are typically associated with the Rule of Law. These two sources

of authority mirror the analytical distinction between �substantive rationality� and �formal

rationality.� But, as stressed by Stinchcombe (2001, pp. 181�82), �this distinction is not

a valid one, if the formality is any good.� The authority of abstractions requires both,
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otherwise people will �nd reasons to disregard them�a point that I will further illustrate

with the two empirical examples that accompany this paper.

The �rst source of authority is established on grounds of expediency and value-rationality

(cf. Weber, [1921] 1978, p. 217). AAs reduce the cognitive e�ort required from decision-

makers, sparing them the trouble of having to create solutions from scratch. They compen-

sate for individual biases, provide a predictable environment that facilitates coordinated

action, and settle controversies without the need to engage in costly deliberations, negotia-

tions, or bargaining (cf. Shapiro, 2011 on the e�ciency of �plans�). The complete removal of

discretion is synonymous with mechanical decision-making and automation, at which point

AAs turn into algorithms and e�ciency becomes supercharged with computing power. In

other words, an AA will create situations in which individuals are unburdened by infor-

mation about the stable features of their environment, at the cost of being burdened by

ignorance of unforeseen particulars.

However, more than e�ciency, vindication by results means that the substantive goals

of an organization are actually achieved. Stinchcombe (2001, pp. 18�41) argues that this

will reliably happen to the extent that AAs satisfy three desiderata: cognitive adequacy,

communicability, and trajectory of improvement. First, the abstraction provides an ade-

quate representation of the underlying problem in a way that is �easy to think about� (not

too �thick�). This usually means that a blueprint has the right amount of detail; rules and

categories are mostly unambiguous; and data is measured without much error. Otherwise,

the AA cannot o�er reliable guidance. Second, communicability indicates that information

is transparent, robust, and traverses the division of labor in a timely and reliable fashion.

It means that information is protected from �corruption by the interests and ideologies

of intervening people and organizations in a transmission network� (Stinchcombe, 2001,

p. 30; cf. Cheng, 2022). Typically, it also means that workers use a specialized language to

communicate with one another, such that ambiguities can be reduced with little cognitive

e�ort (Timmermans and Epstein, 2010). Finally, abstractions are set on a trajectory of

improvement when there is a feedback channel that allows for self-correction in response to
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changing realities. This requires having people tasked with handling unforeseen situations,

such that important mistakes are corrected in time, ambiguities are resolved, technologies

are regularly updated, and so on.

The second source of authority is related to form rather than substance. It is meant

to create trust among distrusting partners, even in the absence of clear results. The idea

is that formal rules and processed information also draw authority from our moral dis-

approval of arbitrariness. Historians who study �mechanical objectivity� in science and

government often make this point. Mechanical objectivity means following rules that lead

to the production of information that is �untainted by subjectivity� (Daston and Galison,

2007, p. 43), free from the intrusion of personal biases or preferences. According to Porter

(1996), numbers have become widespread in government because they solve the administra-

tive problem of distance and mistrust. They facilitate the large-scale coordination of work

among strangers. Their capacity to yield predictions or policy recommendations that are

later vindicated by results is only one part of the story. The other part has more to do with

their capacity to signal personal restraint and the exclusion of discretion, or what Weber

([1921] 1978, p. 225) refers to as a logic of formalistic impersonality (�sine ira et studio�).

In this sense, mechanical objectivity is a narrow subset of the Rule of Law, which is

directed toward the progressive reduction of arbitrariness (Selznick, 1969; Krygier, 2016).

People experience arbitrariness when they are subject to the whims of another person, or

when their interests are not taken into account by those who wield power over them. In

these circumstances, the Rule of Law refers to a set of government principles�e.g., the

separation of powers; that nobody is above the law; and that individuals are entitled to

representation, due process, and legal recourse (Rawls, 1999, pp. 206�13; Waldron, 2023,

p. 2). However, when individuals accept the goals that AAs are intended to accomplish

as legitimate, arbitrariness means uncertainty. It is experienced as lack of regularity, stan-

dardization, and calculability.

Thus, from the perspective of puzzled individuals, the Rule of Law refers to a set of

secondary rules that promote predictability of results, uniformity of treatment (treating like
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cases alike), and a limited exercise of discretion in the application of laws (Schauer, 2009,

p. 35). They require rules to be general (rather than ad hoc); open (not secret); understand-

able (not opaque); laid out in advance (rather than created by retrospective enactments);

congruent with other rules; capable of being obeyed (compliance is realistic); relatively

stable; and upheld by o�cials in a way that prevents the decoupling of law-in-books and

law-in-action (Fuller, 1969, p. 39; Gardner, 2012; Raz, 2019). Legal philosophers describe

rules that have these features as having an �internal morality,� since the value they provide

is independent of the substantive results produced by their application. However, they are

also fundamental to the long-term sustainability of all formal organizations (Shapiro, 2011,

pp. 393�94). It is hard to imagine the existence of �adequate� and �communicable� abstrac-

tions that lack these features�although this possibility is discussed later in the example of

arti�cial intelligence in bureaucratic reform.

In sum, the authority of abstractions rests on both results and procedure. Even if

decision-makers had in�nite time and energy at their disposal to come up with optimal

solutions from scratch for each particular situation, they would still be open to the problem

of having to deal with distrusting collaborators. Even if decision-makers somehow managed

to come up with an institutional arrangement that ensured zero arbitrariness, they would

still have to make sure that it produces the results they want.

2.3 Studies of Formal Rationality

This leads to a well-known theoretical problem �rst encountered by Post War organiza-

tional sociologists: the alleged technical superiority of bureaucratic organizations is often

thwarted by a rigid adherence to impersonal rules. Like most people, sociologists have

known for decades that rule-following is compatible with �dysfunction� and that excessive

rigidity creates its own special type of arbitrariness. Merton (1940, p. 563) illustrates this

problem vividly in his portrayal of the �bureaucratic virtuoso� as someone who �never forgets

a single rule binding his action and hence is unable to assist many of his clients.�

A common response to this problem is to deny the importance of formal rules and pro-

14



cessed information. This perspective assumes that formal decision-making cannot deliver

on its promise unless individual decision-makers have the �good sense� of bending the rules

or ignoring them altogether. James Scott (1998, p. 6) illustrates this point with the example

of a work-to-rule strike, which he introduces as follows:

�Designed or planned social order is necessarily schematic; it always ignores essential

features of any real, functioning social order. This truth is best illustrated in a work-

to-rule strike, which turns on the fact that any production process depends on a host of

informal practices and improvisations that could never be codi�ed. By merely following

the rules meticulously, the workforce can virtually halt production.�

Some contemporary scholars have interpreted this story to mean that formal organiza-

tions can only work because individuals bend rules and exercise discretion��that we often

depend on rule-breaking to make the world function� (Levy, 2022, p. 4). Weber's belief in

the technical superiority of bureaucratic organization rests on the assumption that there

are no gaps between �formal� and �substantive� rationality�or that any gaps can be re-

duced over time. But if it is true that such gaps are insurmountable, then it follows that

tacit knowledge and the exercise of discretion reign supreme over the explicit knowledge

codi�ed in written rules and processed information (Zacka, 2017, p. 250; McDonnell, 2020,

pp. 221�22; Eyal and Fu, 2025, p. 5).

My account of AAs runs opposite to such a premature conclusion. I have argued that

abstractions gain authority when their use is vindicated by results and when their con-

struction satis�es a set of constraints that guard against arbitrariness. Thus, puzzled indi-

viduals will routinely disregard formal rules and processed information that are inadequate

for accomplishing goals they have accepted as legitimate. But they will also turn toward

formalization when tacit knowledge and the exercise of discretion proves to be idle, reckless,

confused, or unreliable. Finally, there is no fundamental disconnect between tacit knowl-

edge and explicit knowledge. Tacit knowledge refers to a set of procedures that could be

made explicit with a great deal of e�ort (Collins, 2010). And even though tacit knowledge

is often praised for being �exible and easily adaptable to changing circumstances, it can
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also be rigid and resistant to change (Stinchcombe, 2001, p. 192). In other words, there are

also many gaps between tacit knowledge and substantive rationality, even in cases where

discretion is exercised by well-meaning individuals looking to �do the right thing.� Thus,

from the point of view of this paper, the most important di�erence between tacit and ex-

plicit knowledge is that only the latter can be transformed into an impersonal system of

abstractions that can then also gain authority from procedural constraints on arbitrariness.

The next two sections use the framework developed here to discuss two recent cases in

the formalization of decision-making. The �rst concerns the introduction of preregistra-

tion plans as a way to increase the reliability of scienti�c research, motivated by a well-

documented replication crisis in social psychology (Nosek et al., 2018; Christensen et al.,

2019). It draws attention to the rules that regulate discretion in the production of scienti�c

knowledge. The second concerns the use of modern-day arti�cial intelligence in service of

tasks traditionally carried out by bureaucracies, motivated by a belief in technological im-

provement rather than the desire to �x any speci�c problem. This case also draws attention

to a speci�c circumstance in which decision-making is mechanical but not bureaucratic, in

the sense that it lacks procedural constraints on arbitrariness. Moreover, the comparison

of both cases reveals a deep irony: we increasingly demand that experts behave like our old

machines, but we design our newest machines to exhibit more human-like behavior.

2.3.1 Preregistration plans and scienti�c reform

The so-called replication crisis has led to a series of methodological reform initiatives

aimed at restoring public trust in science writ large. While some blame this crisis on very

public instances of academic malfeasance,4 others believe that the bigger problem lies in a

set of institutionalized rules and guidelines that provide poor guidance to �puzzled� scientists

looking to �do the right thing.� In particular, Christensen, Freese, and Miguel (2019) point

toward two problems. The �rst is attributed to the widespread adoption of statistical

signi�cance testing at an arbitrary cuto� point (p = 0.05), leading to the distortion of entire

4 Notorious cases include Dan Ariely, Francesca Gino, Michael LaCour, and Diederik Stapel.
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scienti�c literatures plagued by published overestimates and unpublished null �ndings. The

second is related to an increase in capricious discretion made possible by technological

innovation. Any researcher can now run a dozen regressions from their personal computer

in the span of seconds. They no longer have to wait days before being able to calculate

a single statistical test on an expensive mainframe computer. This newfound source of

�undisclosed �exibility� (Simmons et al., 2011) is what allows researchers to fumble their

way into publishable but unreplicable results (cf. Gelman and Loken, 2014, on �researcher

degrees of freedom�).

The result is remarkably similar to a work-to-rule strike in which researchers adopt a

series of behaviors that seemingly adhere to the �thin� rules of statistical signi�cance but

that ultimately betray their purpose: p-hacking, data dredging, or HARKing. But some

scientists would prefer to see it as an unintended work-to-rule strike led by well-meaning

�bureaucratic virtuosos.� For example, Gerd Gigerenzer (2018, p. 199) describes statistical

signi�cance testing as a �ritual that researchers perform not simply on the grounds of oppor-

tunism or incentives but because they have internalized the ritual and genuinely believe in

it.� From his perspective, the real cause of the problem is attempting to regulate scienti�c

research with a set of mechanical rules whose implementation resembles the interpretation

of oracles: �the idol of automatic inference and the elimination of judgment� (Gigerenzer,

2018, p. 200). This diagnosis sees the problem in the gap between formal and substantive

rationality, rather than in the exercise of discretion. Gigerenzer faults an earlier genera-

tion of scholars for training their students to be rule-worshiping bureaucrats rather than

truth-seeking scientists.

This is the context in which preregistration plans are introduced (Nosek et al., 2018;

Christensen et al., 2019, pp. 99�119). These documents are meant to include a comprehen-

sive description of how researchers will collect their data and what they will do with it once

they have it. The Open Science Framework (OSF) website currently contains 11 registra-

tion templates.5 However, there is no consensus on what exactly they should contain, nor

5 OSF Support. 2023. “Select a Registration Template.” OSF Help. Retrieved on July 22, 2025 (https:
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the extent to which they should be recognized as an indicator of research quality. Their

purpose is to counteract researcher discretion and provide a source of public accountability,

yet some critics of preregistration worry that creating a rigid standard may hurt the epis-

temic diversity of science (Leonelli, 2023). Others argue that �demanding preregistration

of analyses, on its face, devalues creative iteration by explicitly calling it suspect� (Proulx

and Morey, 2021, p. 676).

In this sense, preregistration has a similar function to the �laws of evidence� in criminal

procedure, which direct jurors to disregard information that �ts some category of imperfect

evidence (Schauer, 2009, pp. 210�12). For example, any evidence obtained by police o�cers

through an illegal search is mechanically excluded from a trial. The reasoning behind this

exclusionary rule is that it will deter the police from engaging in unconstitutional behavior,

regardless of whether the evidence obtained is reliable or not.6 Similarly, failure to comply

with the preregistered template is taken to be indicative of capricious discretion, regardless

of whether researchers have stumbled upon a true result or not (Nelson et al., 2018, p. 519).

The critics of preregistration plans see in all this a new gap between substantive and

formal rationality�one that does not �x the old one. They see a new layer of bureaucratic

rules decoupled from the actual practice of scienti�c research. For example, Szollosi et al.

(2020, p. 95) note that

�preregistration does not require that the underlying theory be strong, nor does it dis-

criminate between experiments based on strong or weak theory. Because bad theories,

methods, and analyses can also be preregistered, we should remain aware of the ways

in which widespread adoption of preregistration could harm progress in our �eld.�

For them, only stronger theories can reduce �researcher �exibility� (Szollosi and Donkin,

2021; Proulx and Morey, 2021). Since good theories are not easily adaptable to explain

anything, they cannot be p-hacked. This is also why they disagree with the claim that

the replication crisis a�ects all of science. Instead, they see the problem as being speci�c

//help.osf.io/article/229-select-a-registration-template).

6 Mapp v. Ohio, 367 U.S. 643 (1961).

18



to a few sub�elds in the social sciences that have an abundance of �exible theories�and

preregistration alone cannot compensate for �exible theories that accommodate all sorts of

contradictory �ndings.

However, advocates of preregistration do not see an inevitable gap between the ends of

science and the means of bureaucracy. Nosek et al. (2019, p. 817) argue that �preregistration

is a plan, not a prison� and that plans do not compete with the development of better

theories. Instead, by forcing us to put our plans in writing, preregistration e�ectively

creates a new object upon which to direct our critical attention. Important �aws can be

revealed more easily and corrected in time; new ideas can result from self-criticism; and

hidden assumptions are forced out into the open. Preregistration is thus meant to enhance

cognition, rather than to undermine the judicious exercise of discretion where it matters

most.

In the end, the e�ort to institutionalize preregistration plans was bound to be contro-

versial. This is because, like with most AAs, they impinge upon the allocation of cognitive

e�ort and trust in a complex division of labor (cf. Shapiro, 2011, pp. 332�39). It forces

methodological reformers to be more explicit about their goals�e.g., whether they are

primarily interested in deterring delinquent behavior or in o�ering guidance to �puzzled�

researchers. It forces them to disclose their beliefs about who is to be trusted, which is

bound to upset those who are not. And it forces a debate among di�erent constituencies

about whether all the extra e�ort is going to be vindicated by results or simply become an

�administrative burden� (cf. Herd and Moynihan, 2019).

2.3.2 Arti�cial intelligence and bureaucratic reform

Computers will reliably do whatever it is you tell them to do, even if you later realize that

it was not what you wanted them to do. They cannot exercise discretion. When Alan Turing

was �rst trying to describe the idea of digital computers, he explained that �these machines

are intended to carry out any operations which could be done by a human computer. The

human computer is supposed to be following �xed rules; he has no authority to deviate

19



from them in any detail� (Turing, 1950, p. 436). Moreover, given their remarkable capacity

to process information, it makes sense to describe them as a �pure� form of bureaucracy�

i.e., completely cleansed of all traces of human intuition, ingenuity, introspection, a�ection,

enthusiasm, and guessing.

This �nal step towards automation profoundly changes the way in which AAs work:

formal rules and processed information are transformed into mechanical causes and e�ects.

In contrast, people almost always interpret symbols before these can have an e�ect. AAs

have a causal e�ect when they provide exclusionary reasons for decision-making, meaning

that they displace other considerations from deliberation. But this displacement is always

a matter of degree. Authority may require that people �turn down the volume on their

own consciences� (Heimer, 2023, p. 49), but people will still disobey if they have strong

moral objections (Skitka et al., 2021). Computers, on the other hand, do not have reasons

for acting. They do not interpret symbols�in the same way that a light bulb does not

interpret the �ick of a switch. When confronted with ambiguous rules or information, they

will just push forward until they crash or produce absurd results. This is why computers

cannot be held accountable for making mistakes.

Nevertheless, algorithmic decision-making is still promoted on the basis of its alleged

superiority over unreliable human judgment, which is prone to error and fatigue (Dawes

et al., 1989; cf. Burrell and Fourcade, 2021, pp. 218�22). It is also promoted on the belief

that�when mistakes happen�it is easier to �x a biased algorithm than it is to ��x� a

biased person (Kleinberg et al., 2018). Since algorithms are explicit and public, they are

more subject to democratic control and to improvement over time. At the same time, the

automation of government services leaves fewer street-level bureaucrats in a position to

judiciously �bend� the rules before some mistakes are made (Bovens and Zouridis, 2002).

However, this is a trade-o� that decision-makers are willing to make if they believe that

doing so will result in greater e�ciency and less arbitrariness.

Notably, things started to change in the last decade with the success of modern arti�cial

intelligence. Whereas �classical� arti�cial intelligence requires devising a full set of explicit
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rules that can anticipate every particular situation thrown at them (Haugeland, [1996]

2023, pp. 23�28), �modern� arti�cial intelligence�or machine learning�focuses instead on

estimating complex statistical associations from massive datasets (Fourcade and Healy,

2024, pp. 86�99; Burrell, 2016, pp. 5�7). This change of paradigm is succinctly captured by

Goodfellow, Bengio, and Courville (2016, p. 1) in the introduction to their Deep Learning

textbook:

�In the early days of arti�cial intelligence, the �eld rapidly tackled and solved problems

that are intellectually di�cult for human beings but relatively straight-forward for

computers�problems that can be described by a list of formal, mathematical rules.

The true challenge to arti�cial intelligence proved to be solving the tasks that are easy

for people to perform but hard for people to describe formally�problems that we solve

intuitively, that feel automatic, like recognizing spoken words or faces in images.�

The application of machine learning to real problems has resulted in a remarkable track

record of success. It has led to the large-scale automation of voice recognition, image classi-

�cation, translation, and text summarization. And this has prompted their endorsement as

a more e�cient way of making hiring, credit, admissions, and other decisions traditionally

entrusted to bureaucracies (cf. Barocas et al., 2023, pp. 27�29).

However, this new approach has also institutionalized the idea that the most accurate

methods are necessarily �the most complex and inscrutable� (Breiman, 2001, p. 209; cf.

Avnoon and Eyal, 2025). As a result, modern arti�cial intelligence produces decision-

making rules that lack the �internal morality� that characterizes the Rule of Law. These new

algorithms codify, summarize, and organize information in ways that allow for automated

decision-making at an unprecedented scale. But they are also riddled with corporate secrecy,

opacity, unpredictability, and lack of recourse (Burrell, 2016; Rahman, 2021; Avnoon and

Eyal, 2025). They make predictions in ways that cannot be articulated in plain language

for humans to understand. They include predictors that are logically unrelated to the

outcomes of interest, which in turn o�ends the moral intuitions of policymakers and the

public (Kiviat, 2019, Kiviat, 2021). �When they fail and you ask for an explanation, they
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present you with a blank face� (Fourcade and Healy, 2024, p. 98). In other words, they

represent a style of decision-making that is mechanical but not bureaucratic, because it

cannot respond to our moral disapproval of arbitrariness. This has not been a problem for

low-stakes decisions�e.g., the Post O�ce is happy to implement any method that predicts

correct addresses from hand-written scribbles. But many computer scientists have argued

that high-stakes decisions should only rely on �inherently interpretable models� (Rudin,

2019).

Large Language Models (LLMs) exacerbate these concerns about arbitrariness even fur-

ther. Their interface is designed to imitate conversations between people. Users submit

loosely phrased questions and instructions, which then trigger an output that consists of

paragraphs of text in which each new word is sampled from a di�erent probability distribu-

tion. Their capacity to retrieve factual information is a byproduct of the co-occurrence of

words found on the Internet. LLMs cannot adjudicate between �truth� and �things people

have said in writing� (Yiu et al., 2023). Moreover, even though the techniques developed

to produce better outputs�more truthful, helpful, and harmless�are well-known (Ouyang

et al., 2022; Christiano et al., 2017), their actual implementation is shrouded in corporate

secrecy. When they fail and you ask for an explanation, they apologize. Taken together,

these features provide an unstable and unpredictable method for decision-making, which

makes it easy for various constituencies to permanently contest its institutionalization.

Even though it is a popular trope in science �ction writing, not many people could have

anticipated the possibility of building machines whose mechanical causes and e�ects resist

explication. Weber ([1919] 1958, p. 139) thought that the historical process of rational-

ization would cleanse decision-making from all �mysterious incalculable forces.� And yet

there is hardly a better description for the way modern-day arti�cial intelligence is being

promoted and adopted by all sorts of organizations. As noted by Fourcade and Healy (2024,

p. 92),

� . . . the relative opacity of the method tends to encourage a kind of magical orientation

to the results. At their best, these approaches really do perform astonishingly well.
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But their scale and complexity invites a kind of deference to the oracle, both in terms

of its care and feeding, on the one hand, and its pronouncements, on the other.�

The new abstractions created by this approach cannot derive their authority from pro-

cedural constraints on arbitrariness, even though they continue to prove useful in a variety

of speci�c tasks. What is truly novel about them is that, in many cases, their cultural

authority is drawn from charismatic sources that have traditionally been in con�ict with

legal-rational authority. The question, then, is whether this situation is sustainable in the

long-term.

2.4 Discussion and Conclusion

The idea that abstractions can be described as being authoritative is somewhat un-

usual. This is because sociologists tend to conceive of authority as being attached to people.

Following Weber, authority (Herrschaft) has been typically understood as the voluntary

subordination of one person to another. Weber ([1921] 1978, p. 215) also identi�ed three

sources of authority: traditional, charismatic, and legal-rational. The latter is granted to

�o�ce� holders by virtue of some power-conferring rule belonging to a larger system of im-

personal rules. However, he stopped short of examining the authority of such rules, which

ultimately rested on people's beliefs about their legitimacy and not much else.7

Since Weber took the authority of formal rules and information to be unproblematic, he

turned his attention instead to the people making use of such rules. E�cient bureaucracies

were to be sta�ed by competent rule-following professionals, hired on the basis of merit, and

rewarded with long-term upwardly mobile careers. The division of labor inside bureaucra-

cies was to be organized according to well-de�ned spheres of competence (or �jurisdictions�)

and coordinated through a formal hierarchy of communication and control (Weber, [1921]

1978, pp. 956�63). This tendency to set aside the character of governing abstractions and

focus instead on the character of bureaucrats has been kept by contemporary scholars of

7 Weber ([1921] 1978, pp. 36–37) notes that in some circumstances rules are treated as legitimate because
they derive from a voluntary agreement among interested parties, but this points towards another source of
procedural authority: democratic representation.
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bureaucracies (e.g., Evans and Rauch, 1999; McDonnell, 2020).

This paper is meant to �ll this gap. The concept of AAs describes the kinds of cognitive

sca�olds that support large-scale decision-making in uncertain environments. These scaf-

folds draw their authority from two sources: the results obtained by their implementation

and our moral disapproval of arbitrariness (cf. Weber, [1921] 1978; Selznick, 1969). But

this authority comes at a price. The price to be paid is the surrender of private judgment�

i.e., the reduction of discretion in decision-making. This is not a problem for those who

see discretion as synonymous with arbitrariness, whim, and caprice. However, those who

see discretion as synonymous with tacit knowledge, skill, and trained judgment, cannot

help but feel that AAs demand the surrender of something too precious (cf. Scott, 1998 on

m	etis).

I have also argued that an AA's capacity to provide proper guidance hinges on an

underlying economy of trust. It is impossible to create a �gapless� system of rules that

can foresee all future circumstances in which a rule will be applied, such that the exercise

of discretion can be turned down all the way to zero. Therefore, AAs work best when

they compensate for distrust, but also when they capitalize on trust in the places where

it exists (cf. Shapiro, 2011, p. 334). However, I have not provided an account of how

individuals acquire competence, such that they can �do the right thing� when AAs provide

insu�cient guidance (cf. McDonnell, 2020, pp. 165�86). Nor have I provided an account

of how individuals acquire the �irreversible commitments� that motivate them to conduct

their business with integrity (cf. Selznick, 1984, p. 40). Moreover, I have not provided an

account of how people develop shared goals that then become institutionalized. What I

have o�ered, instead, is reasons to doubt the notion that large-scale decision-making can

rely solely on the tacit knowledge of well-meaning individuals and the strength of their

moral convictions.

Ultimately, there is an unsolvable tension between mindless rule-following and creative

engagement in the pursuit of shared goals. In a world without cognitive limitations and

distrustful collaborators, there would be no valuable role for AAs. The authority of abstrac-
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tions cuts o� access to factors that may lead to the best resolution of a particular problem.

They determine ahead of time how cases are decided, and so they condemn decision-making

�to mediocrity by mandating the inaccessibility of excellence� (cf. Schauer, 1988, p. 539).

That said, this is not the world we live in. Therefore, as Elster (1992, p. 169) notes,

�We see a number of converging pressures to move away from heavily discretionary

principles toward mechanical formulae or impersonal mechanisms. The latter are less

costly; they may save time and, when time is of the essence, life and su�ering; they

are less vulnerable to corruption and bribery, and therefore to suspicions that such

practices occur; they are less controversial and less prone to litigation; and they may

be no less e�ective and sometimes more e�ective than discretionary methods.�

Here lies a deeper di�culty: it is very di�cult for people with competing interests to

develop shared goals. In some circumstances they might settle on ambiguous goals that

resist a more precise de�nition�e.g., equality, freedom, safety, diversity. This point is

important because I have argued that every AA is intended to accomplish a well-de�ned

goal, such that it can eventually be vindicated by results. However, since people and

organizations are often pressured to pursue ambiguous or con�icting goals (Bromley and

Meyer, 2015), some AAs can never acquire too much authority.
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3. The Production of Legitimate Decisions in
Constitutional Settings

We learn how to interpret within a domain or a tradition by becoming
familiar with the tradition and absorbing its ways, which include the
freedom to innovate as understood within it.

� Joseph Raz

For a long time, social scientists have been interested in studying how written rules and

information systems are created, used, and transformed over time. A recurring theme in

this literature is the characterization of planning and rule-making as either a bottom-up

or a top-down process. This opposition also permeates our understanding of di�erent legal

systems across the world. On one hand, the Common Law tradition is understood to be

a decentralized model of bottom-up rule-making and practical reasoning (Shapiro, 2011,

pp. 198�200), which in turn makes it �exible and easily adaptable to changing circum-

stances. On the other hand, the Civil Law tradition is typically understood as a model of

top-down rule-making and abstract reasoning, which in turn makes it more systematic and

more likely to impose rigid constraints on arbitrariness�i.e., the most �pure� instance of

bureaucratic organization (Weber, [1921] 1978, pp. 973�80). Inevitably, this characteriza-

tion turns into an endless dispute over which kind is �superior.� Thus, James Scott (1998,

p. 357) argues that �Common Law, as an institution, owes its longevity to the fact that it is

not a �nal codi�cation of legal rules, but rather a set of procedures for continually adapting

some broad principles to novel circumstances.� However, this line of reasoning is hard to

reconcile with the fact that �the Civil Law tradition is older, more widely distributed, and

more in�uential than the Common Law tradition� (Merryman and Pérez-Perdomo, 2018,

p. 3).

In this article I revisit the traditional opposition between top-down and bottom-up for-

malization in legal settings, but from the perspective of a single organization: the Colombian

Constitutional Court (CCC). This Court provides a convenient way of comparing these two
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processes because it was created to issue only two kinds of rulings: (1) abstract judicial

reviews of legislation and presidential decrees, and (2) concrete reviews of disputes con-

cerning the protection and enforcement of constitutional rights (also known as �tutela�

rulings). The former proceeds without making reference to any particular dispute or con-

troversy between litigants, which is typical in Civil Law countries. The latter is designed

to protect individuals against concrete harms in�icted by the action or inaction of public

authorities and some private organizations. Unlike abstract reviews, this second type of

ruling is decentralized and encourages the kind of case-by-case reasoning that is associated

with Common Law countries. In particular, I examine how the CCC's citation practices

di�er across these two tasks, which I take to be indicative of broader di�erences between

top-down and bottom-up approaches to rule-making.

Relative to the comparisons that are typically drawn between Common Law and Civil

Law countries, the CCC provides a more controlled setting for comparing top-down and

bottom-up approaches to rule-making. Since both kinds of rulings are written by the same

judges at the same time, we do not have to worry about most of the confounding fac-

tors associated with cross-national comparisons�e.g., di�erent political contexts, levels of

economic development, and professional cultures. Furthermore, every country has some

combination of top-down and bottom-up legal mechanisms. The di�erences between the

Common Law and Civil Law traditions are often exaggerated for rhetorical purposes (Mer-

ryman and Pérez-Perdomo, 2018, pp. 46�47; West, 2026). As noted by Shapiro (2011,

p. 398), the makers of legal systems �have no choice but to decide how to balance the

needs for guidance, predictability, and constraint on the one hand against the bene�ts of

�exibility, spontaneity, and discretion on the other.�

This article investigates the creation and transformation of law-in-books, a topic that

has been historically relegated to the background. Instead, most sociologists have shifted

their attention to law-in-action or the circumstances under which written laws are continu-

ously �altered, manipulated, elaborated, or ignored by the social actors who give them life�

(Suchman and Edelman, 1996, p. 907; Calavita, 2016, Chap. 6). Moreover, these actors
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tend to be low-ranking o�cials who are authorized to exercise a wide range of discretion

in the execution of their work and whose routine behavior gives rise to various �unwritten�

policies (Lipsky, 1983; Zacka, 2017, on �street-level bureaucrats�). A similar perspective is

held by neo-institutionalists, for whom the permanent decoupling between the �formal� and

the �informal� is the de�ning characteristic of all modern organizations (Meyer and Rowan,

1977; Bromley and Meyer, 2015). However, the CCC is made up of high-ranking o�cials

who are authorized to strike down or amend laws, and even create new written rules in the

form of �binding� precedent. For them, law-in-action is to a large extent the production

and transformation of law-in-books.

The remainder of this article is organized as follows. The next section describes the

CCC, the historical context in which it was created, and how it organizes its two main

tasks. The following section introduces a theoretical framework in which courts are distin-

guished from other organizations by the fact that their rulings are vulnerable to accusations

of arbitrariness. Thus, judges rely on a series of self-e�acement practices in order to produce

legitimate decisions. In particular, I focus on two di�erent practices: the use of arguments

from precedent and the use of proportionality analysis as a framework for the balancing

of competing rights and values. The �nal section introduces a novel statistical approach

which I use to understand how these practices are re�ected in the CCC's citation behavior.

I model each citation as a choice between competing counterfactual citations and provide a

new way of using di�erence-in-di�erences estimators to make comparisons across networks

of legal citations. The �ndings reveal that some observable di�erences between these two

networks are more likely to be the result of di�erent selection processes by which new cases

make their way into the hands of judges. More importantly, it seems that the enforcement

of precedent in bottom-up cases leads more often to the elaboration of primary rules (di-

rectives, prohibitions, authorizations); in contrast, top-down cases lead more often to the

elaboration of secondary rules (those which govern the creation and modi�cation of primary

rules), of which proportionality analysis is one prominent example.
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3.1 Case and Data

Colombia adopted a new constitution in 1991, becoming an early player in the wave of

constitutional reforms that swept the region near the end of the twentieth century.1 One

of the most transformative decisions made by the drafters of the new constitution was the

creation of the Colombian Constitutional Court (CCC), a specialized apex court designed

to accomplish two tasks.2 First, it concentrates the power of judicial review previously held

by the Supreme Court�i.e., the ability to amend or strike down legislation and presidential

decrees. The CCC can exercise this power before the law or decree becomes e�ective, and

also without reference to any particular dispute between litigants. This form of abstract

review is common across most European and Latin American countries (Merryman and

Pérez-Perdomo, 2018, pp. 142�43). In other words, these rulings do not contain a �facts�

section that summarizes the grievances of particular individuals, which makes them a good

example of top-down decision-making. By way of contrast, the power of judicial review in

the United States is designed to be decentralized and concrete: it can be exercised by all

federal courts, but only in the context of a particular dispute or controversy (Ginsburg,

1997, pp. 122�23; West, 2026, p. 5).

Second, the CCC was tasked with being the �nal arbiter for all litigation involving a

newly introduced form of legal recourse: the acción de tutela. This type of legal recourse,

also called amparo in most Spanish-speaking countries (see Brewer-Carías, 2008), is a form

of concrete review designed to enforce the expansive bill of rights enshrined in the new con-

1 This broader regional phenomenon, sometimes referred to as a “new constitutionalist” movement, in-
cluded Brazil (1988), Costa Rica (1989), Mexico (1992), Paraguay (1992), Peru (1993), Argentina (1994),
Venezuela (1999), and Bolivia (2009). This wave of reforms shares a set of common features such as the
abandonment of previous religious commitments (secularization); a changing understanding of national unity
(multiculturalism); the inclusion of special protections for “traditionally discriminated” groups, especially
with regards to indigenous populations; the expansion of constitutional rights, including environmental
rights (expansive bill of rights); and the creation of speci�c legal procedures designed to make these rights
effective and not just rhetorical, as with the introduction of the “tutela” in Colombia (see Uprimny, 2011,
pp. 1589–94).

2 All other legal problems are dealt with by two other specialized apex courts: the Supreme Court and the
Council of State
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stitution. 3 In sum, the tutela allows any citizen, at any time, to seek immediate protection

of their constitutional rights against the action or inaction of public authorities and certain

private organizations (e.g., schools and health insurance companies).4 Judges are then un-

der the obligation to make a decision within 10 days of receiving a tutela and, if granted,

the losing party only has three days to �le an appeal (Cepeda Espinosa and Landau, 2017,

pp. 11�14). Finally, all of these tutela rulings are sent to the CCC for revision. This form

of legal recourse is intended to make constitutional rights e�ective and not just rhetorical,

which means that judges are called to play a more active role in shaping the scope and

protection of constitutional rights. As noted by the CCC in one of its earliest rulings:

�When judges bring the Constitution�its principles and its norms�into dialogue with

laws and particular facts, they make use of an interpretive discretion that necessar-

ily de�nes the political meaning of constitutional texts. Hence, both legislation and

judicial decisions are processes of law-making. . . �

�In the previous system, the e�cacy of fundamental rights was reduced to their symbolic

value. Today, with the new Constitution, rights are what judges establish through

tutela rulings.�

T-406-92, MP Ciro Angarita Barón (131 C citations, 468 T citations)

Unlike cases of abstract review, tutela rulings are decentralized and concrete, similar to

cases of concrete review in the United States. They summarize the �facts� of a particular

dispute, and they are not intended for individuals who wish to challenge legislation or pres-

idential decrees. This makes tutela rulings a good example of bottom-up decision-making.

By way of contrast, in the United States there is no explicit separation between abstract

and concrete review, and this means that individuals wishing to challenge legislation will

often make deliberate e�orts to recruit �representative� individuals whose cases then serve

3 Similar legal instruments exist in other Civil Law countries such as Brazil (mandado de segurança) and
Germany (Verfassungsbeschwerde).

4 Tutelas can be �led against private organizations entrusted with providing a “public service”; those whose
conduct may cause serious harm to collective interests; and against private organizations in which the ag-
grieved individuals �nd themselves in a position of “subordination” or “defenselessness” (Brewer-Carías,
2008, p. 149).
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as stand-ins for the discussion of abstract questions with wide public signi�cance (West,

2026; Stone Sweet and Shapiro, 2002, pp. 365�66).5

The CCC also became the carrier for a new kind of legal culture which rejected more

orthodox views in the Civil Law tradition about the role of courts in government. The old

view dramatizes the separation between legislators (law-makers) and judges (law-�nders).

The law is depicted as a �gapless� system of clear and internally consistent rules, and in

which judges describe themselves as passive bureaucrats, operators of a machine, or the mere

�mouthpiece� of laws (Weber, [1921] 1978, p. 656; Hart, [1961] 2012, p. 274; Merryman and

Pérez-Perdomo, 2018, p. 83). But judges cannot perform this role when confronted with

non-routine disputes for which existing laws are silent, ambiguous, or contradictory. Thus,

in the new view (López Medina, 2006), judges accept the responsibility of having to self-

consciously develop rules in the face of uncertainty and contradiction. As noted by the

CCC in another early ruling:

�The task of the constitutional judge cannot consist in resigning oneself to the idea

that the Constitution is a patchwork of incongruent and mutually irreconcilable parts,

but rather in eliminating contradictions and doing so in a reasonable manner.�

C-221-94, MP Carlos Gaviria Díaz (59 C citations, 70 T citations)

In practice, the power to decide abstract cases of judicial review and concrete cases

involving constitutional rights has given the CCC a signi�cant in�uence over public policy.

The CCC has generally favored judicial activism over judicial restraint, motivated in large

part by a distrust toward the unchecked growth of the executive power and the inaction

of a dysfunctional legislature (Cepeda Espinosa and Landau, 2017, pp. 16�19; cf. Bonilla

Maldonado, 2013, on other �activist� courts in the Global South). This orientation is

reinforced by a particular conception of constitutional rights, not just as a protection against

government overreach, but also as an �optimization requirement� whose ful�llment calls

5 Litigants in the USA sometimes deliberately manufacture cases-and-controversies in order to challenge
legislation. This was the case, for example, of 303 Creative LLC v. Elenis, which resulted in the judicial review
of the Colorado Anti-Discrimination Act.
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for government intervention (Alexy, 2010; cf. Hailbronner, 2014, on the �transformative

constitutionalism� of the German Court after World War II).

The data I analyze in this article consists of a corpus of 28,245 rulings made by the CCC

during the period between 1992 and 2024, as depicted in Figure 3.1. Since its foundation,

the CCC has given a standardized name to each ruling, where the su�x indicates the year

in which the ruling was made and the in�x carries no particular meaning (e.g., C-776-03,

T-025-04, SU-1184-01). The �C� pre�x refers to abstract judicial reviews, whereas the �T�

and �SU� rulings refer to tutelas. �T� rulings are always decided by three-judge panels,

much like the cases decided by the federal courts of appeal in the United States, which

explains how the CCC manages to issue so many of them. �SU� (sentencias de uni�cación)

rulings are always decided by the full nine-judge panel, and they are meant to resolve

any contradictions or ambiguities in the precedent set by the large number of �T� rulings

over time.6 These rulings also deal with more complex issues, such as a deliberate change

in precedent; a deliberate interference with decisions made by the other specialized apex

courts; or more general rules regarding the scope of the tutela recourse itself�e.g., under

what circumstances can a tutela be directed against decisions made by other judges (López

Medina, 2006, pp. 124�30; Brewer-Carías, 2008, p. 149).

Together, these rulings form a complex citation network with over 694,565 ties among

them. These citations, as shown in Table 3.1, tend to be relatively constrained to occur

within each type of ruling, which makes it a �nearly decomposable� network (only 11% of

all citations occur between types). This further supports the claim that each type of ruling

represents a separable decision-making process.

For purposes of presentation, three more useful comparisons can be drawn between the

CCC and the US Supreme Court. First, the drafters of the 1991 constitution sought to

strike a balance between the insularity of the old Supreme Court�where justices had life

tenure and picked their own successors�and the potential risk of having a Court �packed�

6 “SU” rulings are also issued when a decision will interfere with decisions made by the other specialized
apex courts (e.g., SU-111-97).
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FIGURE 3.1: The Colombian Constitutional Court, April 1992-2024.
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Source / Target Ñ C Ñ T/SU Total

C Ñ 149,455 (87%) 22,397 (13%) 171,852
T/SU Ñ 56,287 (10.8%) 466,426 (89.2%) 522,713

TABLE 3.1: All citations within and between ruling type (row percentages in parentheses). The
number of cross-citations in the off-diagonal represents only 11% of all citations.

by political majorities. In the end, they decided that the nine justices were to be selected

to serve eight-year non-renewable terms. The president and the two other apex courts

(the Supreme Court and the Council of State) send lists of three nominees to Congress,

which then makes the �nal selection. This gives the president a limited in�uence over the

appointment of all nine justices (Cepeda Espinosa and Landau, 2017, p. 10). Thus, as

shown in Figure 3.1, it is possible to distinguish between more or less speci�c cohorts over

time. Moreover, since the workload is so demanding, the justices also rely on a highly paid

sta� whose tenure often surpasses the eight-year non-renewable term assigned to each of

them (Cepeda Espinosa and Landau, 2017, p. 15).

Second, as shown in Figure 3.1, the CCC has a much higher workload. Currently,

the US Supreme Court only selects between 50 and 100 cases per year. In practice, this

�shrunken docket� means that it seldom engages in �the process of developing the law

through a succession of cases in the common-law tradition. Rather, Court decisions tend

to be singular events, largely unconnected to other cases on the docket and even more

detached from the work of lower courts� (Hellman, 1996, p. 434; see also Posner, 2008,

pp. 269�70). In contrast, the CCC takes on more routine cases and so it typically decides

the same amount of rulings in just one month. This is partly due to the fact that the CCC

has less control over its abstract review docket�many laws undergo a mandatory automatic

review and the power to initiate abstract reviews extends, in principle, to any citizen that

can draft an �admissible� claim.7 However, the Court has complete control over its tutela

7 As noted by Stone Sweet and Shapiro (2002, p. 369), any court that accepts individual complaints for
abstract review is “in danger of being �ooded with every anti-government paranoid fantasy that any citizen
can dream up. Indeed the courts of countries that allow individual constitutional complaints—for example,
Germany, Spain, and many more in Eastern Europe—have been �ooded, forcing constitutional judges to
invent various practices designed to reduce the complaints actually reviewed to a trickle.” Thus, starting
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docket and has still chosen to review a large number of them.8

Finally, the CCC is much more willing to adopt ideas from international and foreign

law in the development of its own case law. For example, it requires domestic rights to be

interpreted in agreement with international human rights treaties, which have been given

a constitutional rank (Cepeda Espinosa and Landau, 2017, pp. 42�47). In contrast, the

US Supreme Court is often portrayed as demonstrating �unusual hostility� towards foreign

ideas (Versteeg et al., 2025, pp. 473�84; cf. Posner, 2008, pp. 347�53). As a result, the

interpretive style of the CCC is characterized by a combination of foreign in�uences and

local adaptations. Like most countries, it rejects the idea that correct interpretations of the

constitution must be grounded in the �original intent� of the framers or the �original public

meaning� of its text (Versteeg et al., 2025, pp. 470�73; Balkin, 2024, pp. 74�76). The CCC

has been more heavily in�uenced by the work of the European constitutional courts and

their development of �proportionality analysis,� which is now the most widespread approach

to constitutional interpretation across the world (Stone Sweet and Mathews, 2019; Jackson,

2014; Barak, 2012; Cohen-Eliya and Porat, 2011). But it has also borrowed ideas from

Common Law countries, most notably by developing a system of precedent whose core

features are nominally rejected by the Civil Law tradition (Cepeda Espinosa and Landau,

2017, pp. 40�41; López Medina, 2006, pp. 213�20; cf. Merryman and Pérez-Perdomo, 2018,

p. 36).

3.2 The Production of Legitimate Decisions

All courts are docket managers working their way through a constant �ow of legal

disputes. However, when they are confronted with a dispute for which the existing �letter

of the law� is silent, ambiguous, or contradictory, they cannot simply apply preexisting

with ruling C-1052-01, the CCC has created a series of formal requirements or “administrative burdens” that
citizens must overcome before the claim becomes admissible. With 1,445 citations, C-1052-01 is the most
cited case among abstract reviews, as the CCC continuously uses the rules developed there to inhibit itself
from deciding various cases (or parts of cases). It has never been cited in a tutela ruling.

8 Every month a special selection panel composed of two rotating judges unanimously decides which T
rulings will be selected for revision. The cases then get randomly distributed to each of nine review chambers
composed of three-judge panels.
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rules. They are required to exercise rule-making discretion; otherwise, they will not be

able to settle an important number of disputes (Hart, [1961] 2012). But this creates a

constant predicament for judges and other third-party adjudicators. That is, in order to

settle disputes, they must make decisions that will be accepted as legitimate, even though

the losing party almost always has grounds to believe that their case was wrongly decided.

The exercise of rule-making discretion leaves them vulnerable to the accusation that their

decisions are erratic or driven by self-interest, personal preferences, or ideology.

This is why courts are di�erent from other organizations: their intended product is le-

gitimacy. And �in order to produce legitimate decisions they have to use legitimate means�

(Stinchcombe, 1997, p. 2). It is also why their citation practices are distinct. Judges try

to avoid accusations of arbitrariness by using a variety of recognizable forms of legal ar-

gument (Balkin, 2024, pp. 18�20) and by making reference to a series of legal materials

(e.g., previous rulings, statutes, the constitution). In this way, when deciding cases that

are unregulated by existing law, their rulings can be recognized as already having a footing

in existing law. Their citation networks are not driven by �truth-seeking� (science net-

works) or �pro�t-seeking� (patent networks)�they are driven by the pursuit of legitimacy

in circumstances for which there is no obvious �right answer.�

In this context, the production of legitimate decisions is secured through a series of

self-e�acement practices. In some circumstances, decision-making is presented as the ap-

plication of speci�c legal rules to particular cases through the use of deductive logic, such

that judges can minimize or conceal the exercise of discretion (cf. Weber, [1921] 1978, on

�legal-rational authority�; Schauer, 1988, on �legal formalism�; Daston and Galison, 2007,

on �mechanical objectivity�). In other circumstances judges will seek to legitimize their

rule-making activities making reference to what Hart ([1961] 2012) calls �secondary rules,�

which instruct judges on how to create, modify, or eliminate existing �primary rules.� Here,

I will only focus on two approaches used by the CCC to legitimize their rule-making activ-

ities: (1) the concept of proportionality, which provides a framework for the �balancing� of

competing values and interests; and (2) the construction of a system of precedent, which
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provides a framework for creating general rules incrementally from particular disputes.

3.2.1 Proportionality

The concept of proportionality adopted by the CCC has a long history. It was �rst

developed in the 1880s by Prussian administrative courts looking to strike down the abuse

of police discretion in cases where the existing legal framework was vague (Stone Sweet

and Mathews, 2019, pp. 62�64; Barak, 2012, pp. 178�79; Grimm, 2007, pp. 384�85). In

the 1960s, the German Federal Constitutional Court turned this idea into a constitutional

principle, which then inspired the European Court of Human Rights to do the same. It then

spread to most other courts around the world, with the US Supreme Court being almost

the sole exception (Cohen-Eliya and Porat, 2011, pp. 464�65).

In its modern incarnation, the concept of proportionality is a framework that forces

courts to exercise their rule-making discretion in stages (cf. Barak, 2012, pp. 460�62, on

the notion of �structured discretion�). First, the public authority accused of undermining

some constitutional right must show that they were pursuing a lawful policy goal (legitimate

purpose). Second, the court examines whether the policy means have a rational connection

to the stated goal (suitability test). Third, the court examines whether there are any

less harmful counterfactual policies that could have achieved the same goal, similar to

the �least restrictive means� standard in the United States (necessity test). Finally, the

court examines whether the damage in�icted on the constitutional right is proportional

to the bene�t obtained from achieving the policy goal (balancing test). This last step is

sometimes called �proportionality in the narrow sense� (Alexy, 2010, pp. 66�69) and�since

the notion of �balancing� is explicitly value-laden�it marks a sharp contrast with the other

self-e�acement practices used by judges to secure the legitimacy of their decisions.

This basic framework builds upon the idea that most constitutional rights are rules that

prescribe highly unspeci�c or indeterminate acts (e.g., free speech, human dignity), and so

they must be regarded as �principles� or �optimization requirements� (Alexy, 2010). It ac-

knowledges that the advancement or protection of some right will, in some circumstances,
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FIGURE 3.2: The adoption of proportionality analysis throughout the case law of the CCC. Here,
rulings are classi�ed as engaging in proportionality analysis when they contain �ve
or more instances of the following expressions: “analysis of proportionality”; “judg-
ment of proportionality”; “test of proportionality”; and “principle of proportionality.”

necessarily impose limitations on the advancement or protection of another (e.g., children's

right to education vs parents' religious liberty). Therefore, the resolution of these constitu-

tional disputes requires a balance of competing principles, as opposed to the straightforward

application of highly speci�c rules (Raz, 1972, pp. 832�33; Daston, 2022, pp. 244�45; cf.

Weber, [1921] 1978, p. 657). However, the notion of balancing is purely metaphorical. Much

like there is no �rational� way of balancing between �ve kilograms and ten meters, there

is no �rational� way of balancing between principles that lack a common metric (Barak,

2012, pp. 482�84; Stone Sweet and Mathews, 2019, p. 39). The language of �balancing�

and �weighting� is purely descriptive, it does not provide a solution to the con�ict between

competing principles. Therefore, this framework does not conceal the exercise of discretion;

instead, it forces courts to publicly acknowledge and defend their choices within a shared

framework.

The concept of proportionality made its way very early into the case-law of the CCC

through a series of tutelas and abstract reviews (e.g., T-422-92, T-015-94, T-230-94,

C-016-93, C-318-95), �rst used as a loose rhetorical instrument for drawing distinctions

between lawful administrative discretion and unlawful arbitrariness, and later as the widely
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applicable framework described previously. In one notorious example, the CCC struck down

several parts of the �Peace and Justice Act,� which established special criminal provisions

for right-wing paramilitary groups in exchange for their demobilization, and which served

as precedent for future peace deals with left-wing guerrilla groups. The CCC announced

that balancing was appropriate because it was impossible to fully advance the requirements

of peace with the competing rights of victims to truth, justice, and reparations (Cepeda

Espinosa and Landau, 2017, pp. 217�25).9 The same framework was also used extensively

in reviewing the use of �emergency powers� declared by the executive branch in the context

of the coronavirus pandemic.

Importantly, despite having been introduced simultaneously for deciding both tutelas

and abstract reviews, the concept of proportionality has become a lot more widespread in

abstract reviews, as shown in Figure 3.2. This suggests that such a framework is more

useful for judges engaging in top-down rather than bottom-up decision-making.

3.2.2 Precedent

Arguments from precedent are the most common type of self-e�acement practice used

by judges in English speaking countries. When a system of precedent is set in place, judges

communicate and develop rules incrementally by making reference to prior decisions that

constrain future decision-making on �similar� cases. Deciding according to precedent means

�deciding on the basis of what was done when the same matter had to be resolved in the

past� (Duxbury, 2008, p. 1). In other words, earlier decisions become shared �models�

or �paradigms� that bear upon future decisions by way of analogical reasoning (Daston,

2022, pp. 8�9; cf. Stinchcombe, 2001, pp. 83�84). The Common Law principle of stare

decisis (�stand by what has been decided�) instructs judges to follow previous decisions

when confronted with similar fact-patterns, but also gives them a �exible set of secondary

rules concerning how to distinguish, narrow, broaden, and overrule past precedents (López

9 “Peace does not justify everything. The value of peace cannot be granted an absolute reach, since it is
also necessary to guarantee the materialization of the essential contents of the principle of justice and of the
rights of the victims to justice, in spite of the legitimate limitations imposed on these rights in order to end
the armed con�ict” (C-370-06, authored by all nine judges, 242 C citations, 73 T citations).
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Medina, 2006, pp. 193�264; cf. Hart, [1961] 2012, pp. 134�35). Thus, a system of precedent

imposes more constraints on judicial discretion when there is a clear line of precedents

pointing in the same direction, but less so when there is a range of precedents pointing to

di�erent conclusions (Duxbury, 2008, p. 11).

Civil Law countries are often depicted as being hostile to such systems because, as noted

earlier, attributing a binding force to prior decisions is held to be inconsistent with the strict

separation between democratically elected legislators (law-makers) and judges (law-�nders).

More importantly, systems of precedent are held to be incapable of producing predictable

and calculable rules (cf. Weber, [1921] 1978, on �empirical justice�), a view which was

famously expressed by Jeremy Bentham when he described English lawyers as creators of

�dog law.� �When your dog does anything you want to break him o�, you wait till he does

it, and then beat him for it. This is the way you make laws for your dog: and this is the way

the judges make law for you and me� (cited in Shapiro, 2011, p. 397).10 This was more or

less the orthodox view held by the Colombian legal establishment at the time in which the

CCC was created: prior rulings were to be considered as having a �persuasive� authority on

future rulings, but they could not be considered as �binding� anyone other than the parties

involved in a speci�c dispute (López Medina, 2006, pp. 326�29).

The creation of a system of precedent in Colombia ran counter to over a hundred years of

legal tradition. The CCC argued that the creation of such a system was desirable because it

facilitated consistency and fairness in decision-making, an argument that is common among

legal scholars in English-speaking countries (e.g., Duxbury, 2008, pp. 24�25; Schauer, 1987,

pp. 596�97). In particular, rulings C-083-95 and C-037-96 are credited with giving tutelas

a �binding� authority beyond speci�c disputes.11

10 This dismissive view of Common Law arguments from precedent is shared by Max Weber in Economy and
Society, which at times refers to stare decisis as a “cult” and accuses English lawyers of having a monopolistic
hold on their legal system: “no country, indeed, has produced more bitter complaints and satires about the
legal profession than England” (Weber, [1921] 1978, p. 891).

11 Some of the CCC's earliest rulings held on to more traditional views and refused to accept the authority of
precedent—e.g., C-131-93 struck down parts of a presidential decree which sought to grant binding authority
to the CCC's precedents (see López Medina, 2006, pp. 50–51).
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� [T]he content and scope of constitutional rights established by the Constitutional

Court in its review of tutela rulings goes beyond particular disputes and becomes the

rule which uni�es and directs the interpretation of the Constitution. The principle

of judicial independence must be in agreement with the principle of equality in the

enforcement of the law; otherwise, there is always the risk of falling into arbitrariness.�

C-037-96, MP Vladimiro Naranjo Mesa (574 C citations, 561 T citations)

The CCC justi�ed its nascent system of precedent by making reference to various consti-

tutional principles�not just equality (�treating like cases alike�), but also consistency and

predictability of results (Cepeda Espinosa and Landau, 2017, pp. 33�42; López Medina,

2006, p. 29).

A system of precedent presents earlier rulings as ready-made reasons that save judges

from the trouble of �reinventing the wheel� and imposes a high burden of justi�cation

on those who wish to rule di�erently (Duxbury, 2008, p. 152; Schauer, 1987, p. 599). It

discourages balancing. Notably, although the binding force of precedent is meant to apply to

both tutelas and abstract reviews, the most explicit articulation of Common Law concepts

regarding the interpretation of precedents was introduced in a series of highly cited tutela

rulings (e.g., SU-047-99, T-292-06). As stated by the CCC,

�an applicable precedent can be de�ned as a previous relevant ruling whose reasoning

entails a rule�a prohibition, order, or authorization�that determines the decision of

a case where similar facts, legal problems, or constitutional questions are involved.�

T-292-06, MP Manuel José Cepeda Espinosa (23 C citations, 588 T citations)

More importantly, the enforcement of precedent creates a path-dependent process of

rule-making. The applicable rules and categories change very slowly as they are applied to

new fact-situations (cf. Levi, 2013 on law as a �moving classi�cation system�). This has

implications for the understanding of legal citations over time: arguments from precedent

exhibit a recency bias. They show deference to recent practice, not to distant traditions.

Many Common Law scholars argue that precedents tend to be less cited over time because

their �information content� depreciates (Duxbury, 2008, p. 63; Black and Spriggs, 2013;
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Landes and Posner, 1976). In this view, the facts of previous disputes lose their relevancy

to present-day problems, making it harder to draw analogies from them. At the same time,

a small number of precedents will continue to accumulate citations, not because their �facts�

continue to be relevant, but rather because they are associated with recognizable abstract

rules. For example, courts in the United States continue to cite Marbury v. Madison (1803)

because this is the ruling in which the Supreme Court asserted the power of judicial review,

and not because the facts of that case continue to be relevant.12

Accordingly, the enforcement of precedent should exhibit di�erent time patterns of

citations for tutelas (bottom-up) and abstract judicial reviews (top-down). The CCC's

abstract reviews, by design, do not contain a �facts� section from which to draw analogies

and engage in case-by-case reasoning. If the reason why precedents get less cited over time

has to do with the rate at which prior fact-situations lose their relevance, then we should

expect to see a higher recency bias for citations among tutela rulings. This expectation

is further reinforced by the observation that arguments from precedent are at odds with

proportionality balancing (Stone Sweet and Mathews, 2019, pp. 41�42), which we have

seen to be more prevalent among abstract reviews. Furthermore, this view seems to be

supported by Figure 3.3, which shows every citation within each type of ruling across time.

The citations in abstract reviews are more uniformly spread, whereas the citations in tutelas

are more clustered around the diagonal of recent cases.

The citation practices of the CCC provide a good opportunity to make comparisons

between top-down and bottom-up approaches to judicial-decision making because they

eliminate all sorts of confounding factors. Both types of rulings are written by the same

judges (and their clerks). And, unlike comparisons between Common Law and Civil Law

countries, we do not have to worry about the impact of di�erent political contexts and legal

cultures. However, as mentioned earlier, the di�erences between the two citation networks

in Figure 3.3 can still be confounded in one important way: the CCC has the discretionary

12 Similarly, the most cited ruling in the CCC dataset contains general de�nitions about the nature of tutelas
and their scope of application (C-543-92, 101 C citations, 2,429 T citations).
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