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Abstract

Traditional machine learning assumes a closed-world, where all the training data is
complete, well labeled, and is drawn from the same distribution as the data that
the model will be evaluated on. These assumptions can lead to problems, such as
overfitting and poor performance on new data. Open-world learning is a field of
machine learning that addresses these challenges by developing methods that can
not only behaves well on distribution of training set, but also identify novel /unseen
data that have not been shown before, and then incrementally learn the new things.

This thesis investigates several open-world scenarios, each with varying degrees
of information of environment and knowledge provided. The first scenario involves
the appearance of new category during the testing phase of supervised classification.
The second focuses on detecting anomaly sample in multi-task framework and the
generalization on correlated new task during the testing. The third scenario exam-
ines the reinforcement learning setting where the environment is unexplored at first
and unnormalized sampling strategy is designed for better exploration. Finally, the
thesis delves into the most extreme case where there is no additional label informa-
tion. A better representation learning algorithm is proposed from the perspective
of total correlation estimation to automatically discover the representations needed
for downstream tasks in natural language processing. Extensive experiments are
conducted to demonstrate the effectiveness of the proposed algorithms under each

scenario.
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1

Introduction

We humans live in a dynamic, open world. A huge amount of information is generated
every second and continues changing to accommodate this evolving world. However,
many machine learning models tend to oversimplify this complex world by assuming
that the dataset and environment are consistent and xed, meaning that the testing
set's distribution is similar to the training set, and the model does not require in-
teraction or communication with the environment to acquire additional information.
These assumptions are pretty common but limit the scalability of machine learning
methods to real-world problems.

Removing these assumption leads to di erent machine learning problem scenarios
based on varying information or feedback from the environment. Under di erent
scenarios, we design distinct learning strategies. Speci cally, we consider four settings
illustrated in Figure 1.1.

Total correlation estimation (TCeld) (Bai et al., 2020) maximizes the total cor-
relation among di erent augmentations of a sentence to learn high-quality features
in a self-supervised way, where no label information is required. Open-world classi-

cation (ANS) (Bai et al., 2023) could not only deal with supervised classi cation

1



Figure 1.1 : Topics covered in this thesis.

but also identify the unknown categories that are only shown in the testing set in
NLP. Multi-task anomaly detection (CAD) (Bai et al., 2022) handles the anomaly
detection of a massive amount of correlated tasks, which could be applied to novelty
detection in the recommendation system. Unnormalized sampling strategy (RAS)
proposed in (Li et al.,, 2019) improves the entropy-based policy in reinforcement
learning, which could bring a better exploration strategy given the sparse reward
information from the environment.

This thesis mainly covers Ke Bai's work related to open-world learning (Li et al.,
2019; Bai et al., 2020, 2022, 2023). Ke did some other work in NLP applications.
(Chen et al., 2020a) explores the reason for the performance drop in text generation
and uses optimal transport to alleviate this drop. (Yuan et al., 2020) uses optimal
transport loss as weakly supervised information to improve the performance of ne-
grained cross-domain alignment between objects in images and phrases in sentences.
Ke also participates in some works related to adversarial learning (Tao et al., 2019b;

Cong et al., 2019; Tao et al., 2019a).



2

Estimating Total Correlation with Mutual
Information Estimators

2.1 Introduction

Statistical dependency measures the association (correlation) of variables or factors in
models and systems, and constitutes one of the key considerations in various scienti ¢
domains including statistics (Granger and Lin, 1994; Jiang et al., 2015), robotics (Ju-
lian et al., 2014; Charrow et al., 2015), bioinformatics (Lachmann et al., 2016; Zea
et al., 2016), and machine learning (Chen et al., 2016a; Alemi et al., 2016; Hjelm
etal., 2018). In deep learning, statistical dependency has been applied as learning ob-
jective or regularizer in many well-known training frameworks, such as information
bottleneck (Alemi et al., 2016), disentangled representation learning (Chen et al.,
2018c; Peng et al., 2019; Cheng and Li, 2022) and contrastive learning (Chen et al.,
2020b; Gao et al., 2021). Recent neural network studies have also demonstrated
the bene ts of considering statistical dependency in terms of model robustness (Zhu
et al.,, 2020), fairness (Creager et al., 2019), interpretability (Chen et al., 2016a;
Cheng et al., 2020b)getc.



Among diverse measurement approaches for statistical dependency, the concept
of mutual information (MI) is one of the most commonly used, especially in deep
model training (Alemi et al., 2016; Belghazi et al., 2018; Chen et al., 2020b). Given
two random variablesx and y with joint and marginal distributions ppx;y g pp<q

and ppy g respectively, their mutual information is de ned as:

pRX;Yq | 2.1)

MIpx ; E - lo :
YA Eeecya 199 pocppy g

Recently, mutual information has been used as a training criterion to deliver no-
ticeable performance improvement for deep models on various learning tasks such
as conditional generation (Chen et al., 2016a; Cheng et al., 2020b), domain adap-
tation (Gholami et al., 2020; Cheng et al., 2020a), representation learning (Chen
et al., 2020b; Gao et al., 2021; Yuan et al., 2021), and model debiasing (Song et al.,
2019; Cheng et al., 2021). However, standard Ml in equation 2.1 only handles the
statistical dependency between two variables. When considering correlation among
multiple variables, MI requires computation between each pair of variable, which
leads to a quadratic scaling in computation cost. To address this problem, total
correlation (TC) (Watanabe, 1960) or multi-information (Studery and Vejnarow,

1998) has been proposed for multi-variable scenarios:

TQX g TQOxXi;X2 i Xaq (2.2)

TC has been also proven e ective to enhance machine learning models in many
tasks such as independent component analysis (Cardoso, 2003), structure discov-
ery (Ver Steeg and Galstyan, 2014) and disentangled representation learning (Chen
et al., 2018c; Locatello et al., 2019b; Kim and Mnih, 2018). However, TC su ers from

the same practical problem as MI, namely, that the exact values of TC are di cult
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to calculate without the availability of the closed-form distributions, or only relying
on samples either via the kernel density estimation (KDE) (Kandasamy et al., 2015;
Singh and Poczos, 2014) and-Nearest Neighbor k-NN) (Ral et al., 2010; Kraskov
et al., 2004a; Gao et al., 2018), which may perform well on data with low dimen-
sionality but failed on the high one. Furthermore, previous works on disentangled

representation learning (Chen et al., 2018c; Gao et al., 2019) strongly assume that

follow Gaussian distributions, so that the TC value can be calculated in closed-form.
(Poole et al., 2019) proposed an upper bound of TC by further introducing an aux-
iliary variable y. With a strong assumption that giveny and x|y, all variables are
conditionally independent,ppX |yq * " pXilyg (Poole et al., 2019) showed that
TQX q i ' Mipxi;yg MIpX ;ygq i.e., that the TC value can be bounded by Ml
estimators (Belghazi et al., 2018; Poole et al., 2019; Cheng et al., 2020a). All these
TC estimation methods require additional strong assumptions on the distributions
of data samples, which heavily limits their application in practice.

We propose a new otal Correlation Estimator via Linear D ecomposition (TCeld),
which importantly, does not require any assumptions about sample distributions.
More speci cally, we discover a linear decomposition relation between TC and mu-
tual information (MI). Based on this relationship, we linearly split the TC into several
MI terms, then estimate each MI term aided with variational Ml estimators. With
two di erent TC decomposition paths (line-like and tree-like), we obtain two types
of TC estimators, X Gyee and XG.e, respectively. Moreover, we prove that the nice
properties of M| estimators, such as consistency, are maintained in the correspond-
ing TC estimators, thanks to the linearity of the proposed TC decomposition. In
the experiments, we rst test the estimation quality of our TC estimators on sim-

ulation data sampled from multi-variate Gaussian distributions, then apply the TC



estimators to two real-world TC optimization tasks. The numerical results demon-
strate the e ectiveness of the proposed TC estimators under both TC estimation
and optimization scenarios.

2.2 Background

2.2.1 Sample-based Mutual Information Estimators

Although mutual information (MI) is a fundamental tool for measuring statistical
dependency between two variables, calculating Ml values with only samples provided
is challenging, especially when the closed-form distributions of variables are unknown.
To estimate MI values with samples, several variational Ml estimators have been
introduced. (Barber and Agakov, 2003) approximate the conditional distribution

ppx |y gbetweenx andy by a variational distribution gpx|yq and derive:
Mlga : HpXQ Epncyqrlogap|yas (2.3)

with H px gas the entropy ofx . Utilizing the Donsker-Varadhan representation (Donsker
and Varadhan, 1983) of KL-divergence, (Belghazi et al., 2018) obtain an MI Neural

Estimator (MINE) with a score network p; g

Mivine @ Eppeydt X YOS 10OPE po qopy of€XPP X ;Y 4QS (2.4)

Nguyen, Wainwright, and Jordan (NWJ) derive another lower bound considering Ml
as in a f-divergence form Nguyen et al. (2010a), which also requires a score network
p: G

Minws ¢ Epmyd PX:Y0AS Epxppge *Y0 s (2.5)
With Noise Contrastive Estimation (NCE) (Gutmann and Hyvarinen, 2010a), (Oord
et al., 2018) propose a MI lower bound called InfoNCE, based on a group of samples
tpx;;y;qu' ;, to obtain a low-variance estimator:

MinfoncE Eri . log —e expp piiyiqd (2.6)

Ny & expo xiy;ag
6




Di erent from the MI lower bounds introduced above, (Cheng et al., 2020a) derive

a Contrastive Log-ratio Upper Bound (CLUB), which is also based on a variational

approximation g |y g of ppx |y g

Miciue @ Eppeydrlogamx |yds  Epmqpydflogaex |y as (2.7)

2.2.2 Statistical Properties of Estimators

Given observed samples?; x?;:::x™  ppx g a statisticis de ned asTpx;x?;:::;xMq,
where Tp gis an arbitrary real-valued function taking samples<?; x?;:::x™ as in-
puts (DeGroot and Schervish, 2012). Sample-based estimators to calculate statis-
tical dependency,i.e. mutual information and total correlation, are also examples
of statistics. To evaluate the performance of a statisticstatistical properties are
introduced to describe behaviors of the statistic under di erent data situations (De-
Groot and Schervish, 2012) €.g., with large/small sample number, with/without
outlier). For estimation of mutual information and total correlation, we follow prior
works (Paninski, 2003; Belghazi et al., 2018) and will mainly consider the following

three key properties:

De nition 1  (Unbiasedness) An estimator R~ Tpx*;x2%:::;x™Mqis unbiased of

the ground true valueR,, with respect to the distributionppx g, if EpofRS Ry

De nition 2 (Consistency) An estimator R,  Tpx*;x2%:::;x™Mqis consistent to
the ground true valueR,, with respect to the distributionppx g if @ i O, limprg Pt Rm
Rpl ¥ "u 0.

De nition 3  (Strong Consistency) An estimator R, Tpxt;x2;:::;xMqis strongly
consistent to the ground true valu®, with respect to the distributionppxq if @ | O,

there exists an integeM | O such that@ i M, |Rn, Rp| @ " almost surely.



2.3 Total Correlation Estimation

Supposem groups of data samplestxjujm 1 Ip X! ;sz; o ;xjnqul-m , are observed
from an unknown distribution ppX q ppX1;X2;:::;XnG We seek to estimate the
total correlation (TC) of these n variables as in equation 2.2. Below we rst describe

the proposed sample-based TC estimators, then analyze their statistical properties.
2.3.1 Sample-based TC Estimators

With the de nition of total correlation (TC) and mutual information (Ml) in equa-
tion 2.2 and equation 2.1, we discover a connection between TC and Ml and sum-

marize it in the following Theorem 2.3.1.

Theorem 2.3.1. Let X p X1;Xp;:::;Xnqbe a group of random variables. Suppose
set A toigjigiiiiku , t 1,20, nuis an index subgroup. A t i i RAu
is the complementary set oA. Denote X o P Xi,;;Xi,;:::;Xi g as the selected

variables fromX with the indexesA. Then we havel Q)X q T QX agq T QX Aq
MIpX a; X A G

Theorem 2.3.1 underscores the insight that the TC of a group of variabls can
be decomposed into the TC of two subgroup$ QX g and T QuX , g and the Ml
between the two subgroupsMIpX ;X g Therefore, we can recursively represent
the TC of the subgroups in terms of Ml terms for lower-level subgroups. With
this decomposition strategy, we can e ectively cast QaX ginto a summation of Ml
terms between variable subgroups. Note that the decomposition form depends on the
separation of variables in each subgroup. In the following, we introduce two types

of variable separation strategiesline-like and tree-like decomposition as shown in

Figure 2.1.
Line-like Decomposition In each variable subgroup separation, our line-like
decomposition strategy splits out a single variable. LeX;; p Xi;X; 1;:::;X;qde-

note a subset of variables with indexes fromto j . Then we can extend Theorem 2.3.1

8



(tree-like decomposition): Divide the variables in a group into two subgroups with
similar sizes. Calculate the MI between the subgroups and recursively calculate the
TC of both subgroups.rn{2sis the smallest number larger tham{2. Right (line-like
decomposition): Calculate the MI between the current group of variables and the
next variable, and then add the next variable into current group.

to the following Corollary 2.3.2 and Corollary 2.3.3. Based on Corollary 2.3.2, the

line-like decomposition can be dynamically described as:

TQX 1 19 TOX i MIpX ;X 1G (2.8)

Iteratively applying equation 2.8 to the remaining TC term, we derive the represen-
tation of T QaX gas the summation of Ml terms in Corollary 2.3.3. With a given Mi
estimation method MI applied to each MI term in Corollary 2.3.3, our line-like TC

estimator can be calculated as:
n 1
K GineMISX g MIpX 1;Xi 1G (2.9)
i1
Corollary 2.3.2. Given the groupX and another variabley, T QX Y tyuq
TOXq MIpX;yq

o

Corollary 2.3.3. GivenX p X1;X2;:::;Xnq We havel QX I” 11 MIpX 1; Xi 1G

Tree-like Decomposition In each variable subgroup separation, the tree-like
decomposition strategy separates variableX ;; into balanced variable subgroups

with similar sizes in the following way:
TOX ;g TOX i jged TOX g jopu 150
MIPX i:tp jaes Xt jau 15 G (2.10)

9



Algorithm 1 Tree-like TC estimator'FCTreerl\ﬂls calculation.

Prerequisite: Ml estimation method MI, samples tX 1"
tpxixhi s xhay
Function K GreerMISIX i G
if j 1 1lthenreturn O
else
m tFi J C]{ZU return T(CTree I’MlSp( i:m( T(CTreer'\msp( m 1;0
Mlpx i:m;X m 1; q
end if

wherettuindicates the largest integer smaller tham. In accordance with the line-like
decomposition, iteratively applying this dichotomous dynamic will nally convert
T QX g into the summation of MI terms. Since the closed-form of this tree-like
TC estimator is hard to summarize in an equation, we describe it recursively in
Algorithm 1.

We call this novel TC estimator asT otal Correlation Estimation with Linear
D ecomposition (TCeld). From the linearity of the above two decomposition strate-

gies, one can easily derive:

Theorem 2.3.4. If an MI estimator Ml is an Ml upper (or lower) bound, then the

corresponding® G e rMIs and X Gyree 'MIs are both the TC upper (or lower) bounds.

Therefore, by selecting an Ml lower boundil, and an Ml upper bound Miy, we
can limit the ground-truth TC value in a certain range, KC rl\/ﬂosp( qeTQXqge

KC rl\/ﬁlsp( g where ®C can be either line-likeK G, or tree-like X Gyee.

Both the line-like and tree-like TC estimators have no additional requirement on
the selection of MI estimators. However, the statistical performance of the proposed
TC estimators highly depends on the selected MI estimators. To further analyze the
in uence of MI bounds choice for TC estimators, we discuss the statistical properties

between the TC estimators and MI estimators in the next subsection.
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2.3.2 Statistical Properties of TC Estimators

As introduced in Section 2.2.2, TC estimators can be also regarded as a type of statis-
tics based on observed groups of sample data. Therefore, the aforementioned statis-
tical properties (unbiasedness, consistency, and strong consistency in Section 2.2.2)
are applicable to TC estimators. Thanks to the form of linear combinations of Mi
terms in our TC estimators, we nd the following relations between TC and Mi

estimators in terms of statistical properties:

Theorem 2.3.5. If an MI estimator MI is unbiased, then the corresponding TC

estimators X G e MIs and ¥ G rMIs are both unbiased.

Theorem 2.3.6. If an MI estimator MI is (strongly) consistent, then the correspond-

ing TC estimators ¥ G ne rMIs and K Gree rMIs are both (strongly) consistent.

The de nitions of unbiasednessand consistencyare introduced in Section 2.2.2.
The details of the proofs for both theorems are shown in the Supplementary Material.
These two Theorems indicate that the unbiasedness and the consistency of the MI
estimators is conveniently inherited by the corresponding TC estimators. Note that
(Belghazi et al., 2018) have shown that MINE (in equation 2.4) MI estimator is

strongly consistent. Consequently, we have: n

Corollary 2.3.7. There exists an score network function family p; qu(as de-

scribed in equation 2.4), such thatt G e MIyine S and X Grree IMIyine S are strongly

consistent.

Apart from the MINE MI estimator, we also analyze the asymptotic behaviors
of other MI variational estimators (INnfoNCE in equation 2.6, NWJ in equation 2.5,
and CLUB in equation 2.7). We found that both InfoNCE and NWJ are strongly

consistent while CLUB does not guarantee the consistency (supportive proofs are
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Figure 2.2 : Simulation performance of TCline-like and tree-like estimators with
di erent Ml estimators.

provided in Supplementary Material). Therefore, we summarize the consistency of

the corresponding TC estimators in the corollaries below:

Corollary 2.3.8. For any Ml estimator Ml P tMlnonce ; Minwa U, there exists a

score network function familyt p; qu such that® Gne rMIs and T(CTreerl\ﬂls are both

strongly consistent.

Moreover, strong consistency is a su cient condition for consistency (DeGroot
and Schervish, 2012), hence all of TC-MINE, TC-NWJ and TC-InfoNCE estimators
are also consistent statistics. For unbiasedness, though Theorem 2.3.5 indicates that
unbiased MI estimators can lead to unbiased TC estimators, to the best of our
knowledge, none of the previous variational MI estimators (Belghazi et al., 2018;
Oord et al., 2018; Poole et al., 2019; Cheng et al., 2020a) are unbiased. Therefore,
we leave the study of unbiased TC estimators for future work. Besides the above
theoretic analysis, we empirically test our TC estimator in Section 5.6 with the

application tasks introduced in Section 2.4.
2.4 Related Work

Disentangled Representation Learning Disentangled representation learning
(DRL) seeks to map each data instance into independent latent subspaces, while
di erent subspaces meaningfully represent di erent attributes of the instance (Lo-

catello et al., 2019a). Recently, DRL methods have attracted considerable interest
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on various learning tasks such as domain adaptation (Gholami et al., 2020), condi-
tional generation (Burgess et al., 2018), and few-shot learning (Yuan et al., 2021).
DRL methods are mainly recognized into two categories as unsupervised and super-
vised DRL. Prior unsupervised DRL works (Burgess et al., 2018; Kim and Mnih,
2018) utilize di erent regularizers to make each dimension of latent space to be as
independent as possible, which has been challenged by (Locatello et al., 2019a) in
that each embedding dimension may not be related to a meaningful data attribute.
Alternatively, supervised DRL methods (Hjelm et al., 2018; Kim and Mnih, 2018;
Cheng et al., 2020b; Yuan et al., 2021) add di erent supervision terms on di erent
embedding components, which e ectively learn meaningful embedding while enabling
disentanglement. Both supervised and unsupervised DRL methods require correla-
tion reduction technique to prevent the embedding information from leaking into
other embedding components. To reduce embedding correlation, (Hjelm et al., 2018;
Kim and Mnih, 2018) use adversarial training methods, while (Chen et al., 2018c;
Cheng et al., 2020b; Yuan et al., 2021) minimize statistical dependenaye(, Ml and
TC), between di erent embedding components.

Contrastive Representation Learning Contrastive representation learning
is a fundamental training methodology which maximizes the di erence of positive
and negative data pairs to obtain informative representations. In contrastive learn-
ing, a pairwise distance/similarity score function is always set to measure data pairs.
Then, the learning objective is to maximize the margin between scores of positive and
negative data pairs. Prior contrastive learning has achieved satisfying performance
in numerous tasks, such as metric learning (Weinberger et al., 2006; Davis et al.,
2007), word embedding learning (Mikolov et al., 2013), and graph embedding learn-
ing (Tang et al., 2015; Grover and Leskovec, 2016). Recently, contrastive learning
has been recognized as a powerful tool in unsupervised or semi-supervised learning
scenarios (He et al., 2020; Chen et al., 2020b; Gao et al., 2019), which signi cantly
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narrows the gap of performance of supervised and unsupervised learning methods.
Among these unsupervised methods, (Gao et al., 2021) proposed a contrastive text
representation learning framework (SimCSE). For each sentence, SimCSE use the
dropout mechanism to generate sentence augmentation pairs, then maximize the
mutual information within the augmented embedding pairs. The empirical results
demonstrate contrastive learning obtains high-quality embeddings even with little

supervision (Gao et al., 2021).
2.5 Experiments

In this section, we empirically evaluate the e ectiveness of our TCeld on three tasks:
TC estimation, minimization, and maximization. For TC estimation, we generate
synthetic data from correlated multi-variate Gaussian distributions, then compare
the predictions from our TC estimator with the ground-truth TC values. For TC
minimization, we conduct a multi-component disentangled representation learning
experiment on Colored-MNIST (Esser et al.,, 2020) dataset, to minimize the total
correlation among the digit, style, and color embeddings of digit images. To test the
TC maximization ability, we apply our TC estimator into a contrastive text learning
framework to maximize the TC value among di erent sentence augmentations. Since
our proposed TC estimators can be exibly induced by dierent Ml estimators,
for convenience, we refer the TC estimator as TC-(MI estimator name), or TC-
(Line/Tree)-(MI estimator name) if the decomposition strategy is specied. For
example, TC-Line-MINE denotes the TC estimator by line-like decomposition with

the MINE MI estimator.
2.5.1 TC Estimation on Simulation Data

We rst test the estimation quality of our TC estimators under simulation scenarios.
We selected four Ml estimators, MINE (Belghazi et al., 2018), NWJ (Nguyen et al.,
2010a), InfoNCE (Oord et al., 2018), and CLUB (Cheng et al., 2020a), to induce
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our TC estimators. Then we test TCeld with both tree-like and line-like strategies.
The detailed description and implementation of the four MI estimators are shown in
the Supplementary Material, where the results of non-variational methods like KDE,
k-NN and their variants are also reported.

To evaluate TCeld's estimation performance with di erent ground-truth val-
ues, we sample simulated data from a four-dimensional Gaussian distributions
PX1;X2;X3;X40 NO; g where is a covariance matrix with all diagonal ele-
ments equal to 1, which means the variance of eash is normalized to 1. With
this Gaussian assumption, the true TC value can be calculated in a closed-form as
T QX 1;X2; X3;X40 %Iog Detp g where Dep qis the determinant of . There-
fore, we can adjust the correlation coe cients (non-diagonal elements) in to set
the ground-truth TC values in the sett 2:0; 4:0; 6:0; 8:0; 10:0u (described in details in
the Supplementary Material). The sample dimension is set to 20. The dimension of
hidden states for variational estimators is 15. For each xed TC value, we sample
data 4000 times, with batch size 64 and learning rate@1 to train the estimators.

In Figures 2.2 we report the performance of TCeld with di erent Ml bounds at
each training step. In each gure, the true TC value is shown as a step function
drawn as a black line. The line-like and tree-like estimation values are presented for
di erent steps as shaded blue and orange curves respectively. The dark blue and
orange curves illustrate the local averages of the estimated values, with a bandwidth
equal to 200. With both tree-like and line-like decomposition, the estimation values
for TC-MINE, TC-NWJ and TC-InfoNCE stay below the truth TC step functions,
supporting the claims in Theorem 2.3.4. For the only MI upper bound CLUB, the
estimated values initially lie beneath the ground-truth TC, but nally converge above
the step function. This is because at the beginning of the estimator training, the
parameters are not well learned from the synthetic samples, and fail to support a
valid MI upper bound. With the training progress going on, the estimator performs
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better and nally converges to the desired upper-bound estimation.

Furthermore, we provided the bias, variance, and the mean squared error (MSE)
of TC estimation values in the Supplementary Material. The tree-like and line-like
strategies have insigni cant e ects on variance of our TC estimators, where TC-
NWJ always keep the lowest variance. However, as for bias and MSE, TC-CLUB
works uniformly better than other estimators under line-like step, while TC-InfoNCE
outperforms others mostly under tree-like decomposition. By further analyzing this
phenomenon, we nd that when estimatingMlpv;ug CLUB requires a variational
approximation g pv|ug When we use the line-like decomposition strategy, X; 1
is always a single variable, andi X 1 is the concatenation ofpx(;:::;X;ig The
g pv|ug with a neural network implementation can have better performance with
output v in a xed low dimension. However, all the other MI estimators need to
learn a score function pv;uqg where the imbalanced inputsy  x; ;andu Xy
can hinder the learning of function . In contrast, the tree-like TC estimators split
variables equally into subgroups, which facilitate the learning ofpu;vqgwith u
Xitg jguandu X4 jgeu 15 for the lower-bound methods. For CLUB, the tree-
like decomposition increases the output dimension of the variational ngtps|ugand
makes the learning more challenging, explaining TC-CLUB's lower performance than

TC-InfoNCE in Supplementary Material.
2.5.2 TC Minimization for Disentangled Representation Learning

For the TC minimization task, we conduct an experiment on a ColorMNIST hand-
writing dataset (LeCun et al., 1998; Esser et al., 2020) to learn disentangled digit,
color, and style representations of each hand-written number image. Each input data
X';yl;yigcontains three components: a image', its digit label yi, P t0; 1;:::; 9y,
and its color label vectory. p R';G';B'q whereR';G';B' P 10; 1s represents the

intensity of colors (Red Green, Blue).
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Figure 2.3 : TC disentangling framework: x is an input image. z., zq4, Zs are
the color, digit, style embeddings respectively.x . is the reconstruction. x- is a
generated sample from the shu ed latent space for adversarial training.

Figure 2.4 : Generated examples with latent embedding swapping: The latent
embeddingszqor (left-side), zgigi (right-side) of the bottom row (source) are swapped
to the corresponding embeddings of images in the right column (target).

To learn the digit, color, and style representations from input images, we use
the neural encoderEp gto map each imagex; to the corresponding latent represen-
tations zq, z., zs, respectively. The digit representationz; is supposed to include
su cient digit information from x', hence we use a digit classi eF4p qto predict
the digit label with loss L4t Cross-EntropyaFgrzlig yLig Similarly, we set a color

regression functionF ¢p gon the color embeddingz! to ensure representativeness by
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minimizing 1-2 norm Leoor  } Feflg yi}2. Excluding the digit and color infor-
mation, the remaining part from the image should be the human hand-writing style
information, which is assumed to be independent of the digit and color information.
Therefore, we minimize the total correlationLtc T Qug;Zc; Zsq as a regularizer
to make sure di erent representation components do not include information from
the others. Finally, we introduce a decodeDp gto reconstruct the original imagex'
from zq; z¢; zsqto induce su cient information into the latent representations with
loSSLecons + DZ4;Zc;Zsq X}2. To further enhance the generation quality of the
decoderDp g, we adapt an adversarial learning regularizer, where we randomize the
combination of the latent representation components in each batch, then treat the
corresponding decoder output as arti cial (synthesized) data . With a discrimina-
tor H, we use adversarial training (Goodfellow et al., 2014) to ensure the decoder to
generate high-quality samples with losk .oy  ExrlogHpxqgs E,.rlogpl Hpx - qgs
Figure 2.3 illustrates the whole framework. More details about the framework are
shown in the Supplementary Material.

Evaluations To evaluate the quality of our disentangled representations, we con-
duct a controllable generation testing task to check whether the learned embedding
components gq4, Z¢, Or Zg) can control the corresponding attributes (digit, color, or
style) of the generated sampl®pzq; z¢; zsG Hence, we consider three perspectives to
evaluate the disentanglement: i() digit transfer: Select another real sample* from
testing set and obtain its digit embeddingz}. Next, feed the new latent embedding
combination J; z¢; zsq into the decoder to generate a samplg Dzl ze 25
which is supposed to share the same digit information witk?, so we predict the digit
label onx- then report the classi cation accuracy Acg. (ii ) digit preservation: Se-
lect another testing samplex?, and replacez with z2 to generatex: Dpezg; z2;z5G
Then predict the digit label of x* and report the digit classi cation accuracy Ace.

(iii ) color transfer: For selectedx? in (ii ), we have its color label vectoy?2. Hence,
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(a) MI-x (b) Ml-sample (c) Core-View (d) Full-Graph (e) TC-Tree

Figure 2.5 : Correlation maximization strategy for multiple augmentations. Nodes
A1, Az, Az, A, mean four input augmentations. Each solid line indicates an Ml
maximization between the connected two augmentations. Each dashed line means
the connected augmentation pair is randomly selected.

Table 2.1: Controllable generation results on ColorMNIST. X" means adversary
training is applied. Acg and Acc are generated digit classi cation accuracy. Rés.
measures the residudk-distance for color transferred samples.

Adv. Methods Acgg  Acc. Res. s

AE 270 91.65 168.95

TC (Ours) 92.70 97.69 28.66
X AE 0.14 98.82 389.73
X  VAE 20.24 9221 254.83
X DIIN 9457 97.45 79.38
X TC (Ours) 96.38 98.23 43.04

we can directly synthesize & by setting y2 onx. We report the |,-distance (Redy)
between generatek' and synthetic x' as color transfer quality.

Results and Analysis  We compared our method with vanilla auto-encoder
(AE), variational auto-encoder (VAE) (Kingma and Welling, 2013a), and DIIN (Esser
et al., 2020), and report the aforementioned evaluation metrics in Table 2.1. Imple-
mentation and setup details are provided in the Supplementary Material. Vanilla AE
fails on Acg because without any disentangled regularizees can contain the infor-
mation revealed fromzy4 and z. VAE partially solves the embedding entanglement
problem with its KL divergence term in the learning objective, which encourages
the latent embedding being close to a dimension-wise-independent standard Gaus-

sian. DIIN(Esser et al., 2020) achievers more signi cant improvement, by projecting
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Table 2.2: Text representation evaluation on STS tasks (Spearman's correlation with
\all" setting). Methods with \ -TC" means that total correlation is used as the loss
function.

Method STS12 STS13 STS14 STS15 STS16 STS-B SICK-R Avg.
IS-BERT pase (Zhang et al., 2020) 56.77 69.24 61.21 75.23 70.16 69.21 64.25 66.58
ConSERTase (Yan et al., 2021) 64.64 78.49 69.07 79.72 75.95 73.97 67.31 72.74
SIMCSE-BERTase (Gao et al., 2021) 68.40 8241 7438 80.91 7856 76.85 72.23 76.25
SIMCSE-BERTse-TC 68.66 81.45 7434 81.81 79.24 78.85 72.46 76.69
PromptBERT ,se (Jiang et al., 2022) 7156 84.58 76.98 84.4780.60 81.60 69.87 78.5%.15
PromptBERT pase- TC 72.05 8461 77.23 8473 80.34 81.89 70.23 7872 419
SIMCSE-ROBERTg,s (Gao et al., 2021) 70.16 81.77 73.24 81.36 80.65 80.22 68.56 76.57
SIiMCSE-ROBERTg,e-TC 71.46 82.16 74.14 82.17 80.93 80.02 68.24 77.02
PromptRoBERTap,se (Jiang et al., 2022) 73.94 84.74 77.28 8499 81.74 81.88 69.50 79015
PromptROBERTapse-TC 7258 85.06 78.24 85.82 81.95 8294 70.47 7958 g5

the latent space of an auto-encoder to a multi-variate Gaussian distribution using
normalizing ow (Kingma and Dhariwal, 2018). Our TC-based method uniformly
outperforms the vanilla AE without the adversarial training. Among all method
with adversarial training, the vanilla AE reaches the highest color classi cation ac-
curacy, for which our TC method is also strongly competitive. Moreover, our TC
is in the lead on the other two metrics and leave a signi cant performance gap to
the vanilla AE, which indicates our TC-based method can learn more balanced at-
tribute embeddings in terms of representativeness and disentanglement. In addition,
we show the generated image examples of digit transfeéj &nd color transfer (ii ) in
Figure 2.4, where both color and digit information can be successfully preserved in

the transferred images.

2.5.3 TC Maximization for Contrastive Representation Learning

To test the performance of TCeld on TC maximization, we conduct a unsuper-
vised text representation learning experiment following the SImMCSE (Gao et al.,
2021) setups. More speci cally, we aim to train a encoddep qto map each sen-
tence x into representative embeddingz Epcg According to SimCSE (intro-

duced in Section 2.4), one can learn in a unsupervised way the encoBprq by rst
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methods (Chen et al., 2020b; Gao et al., 2021; Jiang et al., 2022) focus on two-
augmentation cases, where the mutual information between the two augmentations
Ml ; 22qis maximized for each inputx. Moreover, none of current text contrastive
learning method handles multi-augmentation f ¥ 3) situations. However, (Tian

et al., 2020) point out that contrastive learning with more augmentations can fur-
ther enhance the latent embedding quality. Therefore, for testing our TC estimators
while attempting the rst multi-augmentation text contrastive learning, we plan to
maximize T Qi; Z»; ;. :; Zngto train the text encoder E.

Model Frameworks  We conduct our multi-augmentation text contrastive lean-
ing by extending prior two-augmentation methods, SimCSE (Gao et al., 2021) and
PromptBERT (Jiang et al., 2022) with four augmentations for each text input. Both
SIMCSE and PromptBERT maximize the InfoNCE MI estimator between the two
augmentation embeddings with a BERT(Devlin et al., 2018)-based pretrained text
encoder. Correspondingly, our extended SImCSE-TC and PromptBERT-TC uti-
lize the same encoder structure but maximize TC-InfoNCE of four augmentation
embeddings for each sentence. Following SImMCSE (Gao et al., 2021) and Prompt-
BERT (Jiang et al., 2022), we netine the text encodelE on pretrained BERTp,se (De-
vlin et al., 2018) and RoBERTa.s (Liu et al., 2019). Based on our observation in
Section 2.5.1, tree-like decomposition empirically works better for INfoNCE estima-
tor. Therefore, we select TC-Tree-InfoNCE for this text contrastive learning task.
More setup details can be found in the Supplementary Material.

Evaluation Following previous work (Gao et al., 2021; Jiang et al., 2022), we
evaluate models on 7 semantic textual similarity (STS) datasets: STS12 (Agirre
et al., 2012), STS13 (Agirre et al., 2013), STS14 (Agirre et al., 2014), STS15 (Agirre
et al., 2015), STS16 (Agirre et al., 2016), STS Benchmark (Cer et al., 2017) and
SICK-Relatedness (Marelli et al., 2014). The task is to predict the similarity (ranging
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Table 2.3: Ablation study of di erent correlation maximization strategies. Average
Spearman coe cient is reported over the seven STS tasks.

Model Prompt Prompt
Method BERT RoBERTa

MI- x 78.54 0:15 79.28 0:23
MI-SampIe 78.41 0:13 79.27 0:34
Core-View (Tian et al., 2020) 78.64q,, 79.41 ¢.55
Full-Graph (Tian et al., 2020) 78.529.13 79.49 ¢.26
TC 78.72 910 79.58 (.05

from O to 5) between paired sentences with learned text representations. We report
Spearman's correlation (Myers et al., 2013) between model prediction and the ground
truth. More details about the model design, hyperparameter settings and evaluation

metrics are in the Supplementary Material.

Results and Analysis  We report the mean and standard deviation over 10
runs with di erent random seeds in Table 2.2. On most of the evaluation datasets,
our TC-based methods outperform their corresponding baselines, in which Prompt-
BERT/ROBERTa are the state-of-the-art unsupervised sentence representation learn-
ing methods. These results also underline the claim that more augmentations lead
to higher representation quality in contrastive learning.

For the ablation study, we x the number of augmentations to 4, and test the
in uence of di erent embedding correlation maximization strategies. Since there is
no prior work on multi-augmentation text contrastive learning, we proposed sev-
eral substitute strategies by ourselves in Figure 2.5: (éJll- x : only select the rst
two augmentations and omit the others; (b)MI-sample: randomly select two aug-
mentations and omit the others; (c)Core-View (Tian et al., 2020): calculate the
MI between one xed augmentation and each augmentation in the rest. (djull-
Graph (Tian et al., 2020): calculate the MI values between each augmentation pairs.

From the results in Table 2.3, MI- x and MI-sample which only utilized two augmen-
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tations, have lower Spearman score than the other methods using all augmentations'
information. Our TC-based correlation maximization strategy slightly outperforms
Core-View and Full-Graph. Core-View does not consider the correlation among the
other augmentations (A, Az, A4 in Figure 2.5c). Full-Graph uses expensive Ml esti-
mators, which quadratically increases the computational complexity of augmentation
correlation maximization, while being more prone to over tting than TC with the

same data size.

2.6 Conclusion

We have derived a Total Correlation Estimation with Linear Decomposition (TCeld),
which converts total correlation into summation of mutual information terms along
two separation paths {.e., line-like and tree-like). By applying variational estimators

to each MI term in TCeld, we have obtained TC-Line and TC-Tree estimators.
Further, we have analyzed the statistical properties of the proposed TC estimators
and claimed their strong consistency when induced by appropriate M| estimators
such as MINE, NWJ, and InfoNCE. Moreover, we have empirically demonstrated the
e ectiveness of the proposed TC estimators on both TC estimation and optimization
tasks. The experimental results show that our TC estimators can only provide
reliable estimation from samples, but also serve as an e ective learning regularizer for
model training. More properties of TCeld, such as sample complexity, unbiasedness,
and low-variance, remain to be explored both theoretically and empirically. We hope
this study can serve to promote TC, as a multi-variate information concept, to apply
into cutting-edge deep learning models, such as representation learning, controllable

generation, model distillation and ensemble.
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2.7 Supplementary

2.7.1 Proofs

Proof of Theorem 2.3.1.Note that X o : P Xi,;;Xi,;: 5 Xi,gand X 4 XAX a.

T E lo
PEa Eonca 100 ppcar g

PRX A Q) pPX £q pRX ¢
PRX i, OPRX i, Q- 22 PXi, O PRXj, OPXj, 0 - PRXj, 0 PRX A GPPX 4]

TOXaAq TQX,4q MIPXa;iX 4

MIpX 1n 1:Xn(Q TQ)X]_;n 19

Similarly,
n 1
TOX 1nq MIpX ¢n ;X0 MIpX 17 2;Xn 10 T QX 1 2Q MIpX 15X 19
i1
(2.11)
Il
Proof of Theorem 2.3.5. First consider line-like TC estimator
n 1
KGine MISX g MIX 145X 1 (2.12)

i1
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If the MI estimator NI is unbiased, by de nition, ErMIpX 1i;Xi 195 MIpX 1i;Xi 10

Taking expectation for the TC estimator,

n 1 n 1

ErkGinerMIsX gs ~ ErMIpX ;X 195~ MIpX 1% 1 TQX g (2.13)
i1 i1
which means that¥ G i MISEX gis unbiased. Similarly, we can show thak Gyee rMISIX q

is unbiased. O

Proof of Theorem 2.3.6. For the convenience of notation, we show the proof with
our XGinerMIs estimator. The proof can be easily applied to Gree!MIs since
both ‘IJ\Qinerl\'Ms and T'\CTreerl\ﬂIs are linear combination of M| terms. We denote
Minpyq  Miptpc;y* gl ;gand KQMis,pX g KQMispiX k4" ;qas the estima-
tors with m samplestpx*;ykqy' ;  ppx;yg andtX 4",  ppX qrespectively.
Strong Consistency:  If Ml is a strong consistent estimator, by the De nition 3,
@ i O, with a x variable dimension n P N , for each variable pairpX 1;;X; 19

(i L,2:::;n 1g DM;j O,suchthat@ni M,

! ")
P MinpX 1i;Xi 19 MIpX 155X 1q @ "y 1 (2.14)
LetM maxtM{;M,;:::;M, 1y, then@ni M,
! )
P KGieMisypXq TQXga " (2.15)
| n 1 n 1 )
P MinpX 155X 19 MIpX 1i;%x; 19 & " (2.16)
i1 i1
£ 1! ")
¥P MimPX 15:X; 1@ MIpX 145X 1q @ 0 : (2.17)

i1

The inequality between equation 2.16 and equation 2.17 is because the condition in
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equation 2.16 is su cient to deduce the condition in equation 2.16:
n 1 n 1

MinpX 1% 10 MIPC 3% 10

Pl i1

n 1

5 n 1

. Mlm@( Li» Xi 14 MIp)( 19;Xi 19 @ - " "

i1

| )
benote event B, MimPX 25X 10 MIX 133X; 1 8 = , by equation 2.14,

PrBis 1. Consider the unionB; Y B;, we have:
1 PrBisaPrB; Y Bjs PrBis PrBjs PrB;i XBjs 2 PrB;XBjsal; (2.18)

which meansPrBiXB;s 1. lteratively applying this conclusion, we knowPrX{' IBis
|

113 H )
1. Therefore,P ! MinpX ;X 1 MIpX 15;X; 19 8 © PrX" 'Bis 1.

Combining with equation 2.15 and equation 2.17, we conclude th@, DM , such that

@i M, XGinerMIsapX @ T QX g & " almost surely, which supportsK G ine rMIs

is strongly consistent.
Consistency:  If Ml is a consistent estimator, by the De nition 2,@ j 0 and
i 0, with a xed variable dimensionn P N , for each variable pairpX 1i;X; 19
(i L1,2:::;n 1),DMi, suchthat@n i M;,
! ")

P MinpX ;X 19 MIpX 13;X; 19 0 i 1 ﬁi (2.19)

Let M maxtMq; Ms; M, 1u, then @n j I\ﬁ, similar to equation 2.15,

equation 2.16, anoll equation 2.17,

! )
P XGineMisypXq TQXqg " (2.20)
I n1 n 1 )
P 7 MinXwiiXi 19 MIpX % 19 " (2.21)
i1 i 1
1! ")
¥p MinpX 1:5Xi 19 MIpX 155X 19 o (2.22)

i1
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! )
Denote B; I\ﬂlme iy Xi 14 MIpX ;X 19 ﬁ . Since 1¥ PrB; Y Bjs

PrBis PrB;s PrB;XB;s we havePrB;XB;s ¥ PrB;s PrB;js 1jp1l -qpl -q 1
1 2 . Similarly, we can obtainPrB; X B; X Bys ¥ PrB;XBjs PrBys 1¥pl 2 q

n

Pl -q 1 2 andPtXGpeMisspXq TQOXq "u¥P X! [!'B ¥1

Therefore, @ | O, limmis Pt XGinerMIsspX g TQOX gl ¥ "u 0. KGinerMIsis

consistent. O

Proof of Corollary 2.3.8. By Theorem 2.3.6, only need to show bothonee and
Minws are strongly consistent. Inspired by the proof of Theorem 2 in (Belghazi et al.,

2018), we only need to proof the following two lemmas:

Lemma 2.7.1. For any | O, there exists a feedforward score network function
A .

N R such that [MIp<;yg Mir”s| &, where Ml P tMlnsonce ; Mlnwa U
Minonce TS Eppoydf X YAS  Eppearlog Eppy grexp “pe; ygssand Migw; r’'s

N N
Eppcyd PX:YAS  Eppeqppygf€Xpp pX;yq  1gs
Lemma 2.7.2. Forany i O, let H be the family of functions : N R de ned
by a given network architecture. Assume that the parametersof the network

are restricted to some compact domain € RX. Then there existsN P N , such

that, @n ¥ N, |[MInp<;yq sup py MIr s| & with probability one. HereMI P

t Mlintonce ; Miws U

To prove Lemma 2.7.1, for NWJ, we select function px;yq 1 log %.

Then Epx ;yqu\ﬂl.nfoNCE r ss Mipx;yqg The di erence can be calculated as

MIipx;yq Minws S Eppcydf S expp 1Epxqpd€XpP q expp gs (2.23)

The right-hand side of equation 2.23 has the same form as equation (25) in (Belghazi

et al., 2018), except for a coe cient exp 1q for the second term. Therefore, we
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can exactly follow the proof of Section 6.2.1 of (Belghazi et al., 2018) to prove our
Lemma 2.7.1 for the NWJ estimator, with only adjusting the coe cient weight of
term | | and term |expp q expp gl

For InfoNCE, we select x;yq logppx|yqg so that Epp(;yqu\ﬂlmfoNCEr SS
Mip<;yg The di erence can be written as

MIipx;yq Ml|nfoNCEr S Epmyd S EpxdllogEyqrexpp gs 109 Epy srexpp gss
(2.24)

Similarly to Section 6.2.1 in (Belghazi et al., 2018), we can consider the cases whether
is bounded, then apply the universal approximation theorem to show Lemma 2.7.1
for InfoNCE.
To proof Lemma 2.7.2, we denot® ppx;ygQ pxgppy g and Pn; Qn for

emprical distribution with m samples. For NWJ, we calculate the di erence
IMImpx;yq supMir s| & sup|Epr s Ep, I S| expp 1lgsup|Eqrexpp gs Eq, rexpp gsj
PH PH PH

(2.25)
where the second term of right-hand side has the same form as equation (32) in Se-
cion 6.2.2 in (Belghazi et al., 2018). Therefore, we can follow the proof in Secion 6.2.2
of (Belghazi et al., 2018) to prove Lemma 2 for NWJ. Similarly, the similar proving

process can be applied to InfoNCE. O
2.7.2 Experimental Details

All experiments are executed on a single NVIDIA Titan Xp GPU with 12,196M

memory.
TC estimation

Experiment Design Mutual information between two multivariate Guassian distribu-
tons X1 N, 1 X, N 2qis ;log > 20229, where is the covariance

matrix of the joint distribution rXq;X,s
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In our setting, our training samples are sampled from a joint distribution with
n variables rX ;i P t0;1;2;3;n 1lus the marginal distribution of each variable
have zero mean and identity covariance matrix with dimension. Therefore, the
determinant of covariance matrix of single variable ; is 1 and the mutual information
between two variables;| is %Iog Detp g The total correlation among variables
are %Iog Detp g To prove this, we use the idea of line-like structure. Assume that
the total correlation of rst k variables are %Iog Detp «sG the total correlation of
the rst k 1 variables are

1 Detp r:ksd .

1 1
> logDetp 1k 19 > logDetp kg 7 log

: 2.26
2'%98etp e g 220

where . is the covariance matrix of the rst k variables.

In our proof-of-concept experiments, we se&t  4;d 10. The covariance matrix

is
I lqg O 0
lg lIg O 0
0 o | l4
0 0 lg 4

The total correlation under such a design is dlogpl  2qg
As we mentioned in the paper, we can adjust the correlation coe cients (non-

diagonal elements) to set the ground truth TC values in the sett 2:0; 4.0; 6:0; 8:0; 10:0u.

Hyper-parameters All Ml lower bounds require the learning of a value function
f px;yqg the CLUB upper bound requires the learning of a network approximation
g py|xag To make a fair comparison, we set the value function and the neural ap-
proximation with one hidden layer and the same hidden units. For the multivariate
Gaussian setup, the number of hidden units is 20. On the top of the hidden layer
output, we add the ReLU activation function. The learning rate for all estimators is

settol 10 “.
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Figure 2.6 : Bias, variance and MSE ofline-like TC estimators.

Figure 2.7 : Bias, variance and MSE oftree-like TC estimators.

Bias, Variance, Mean Squared Error Figure 2.6 2.7 show the bias, variance and mean
squared error using di erent mutual information estimators. The explanation to this

gure is shown in the main paper.

Non-Parametric Methods Since the probability can be directly estimated using non-
parametric methods, we can also use non-parametric methods to estimate the total
correlation directly. Here we compare with KDE,k-NN based methods (Kraskov
et al., 2004b; Fal et al., 2010) and its variant (Gao et al., 2018). As shown table Ta-
ble 2.4, the non-parametric methods can only estimate the total correlation decently
when the dimension of inputn is low. Note that the experiment setting is exactly
the same as the main paper except for dimension.

Considering that MINE (Belghazi et al., 2018) has already performs better than
k-NN based methods (Kraskov et al., 2004b; Ral et al., 2010) and MINE is one of
our baselines, our performance should perform better. This is also re ected in the
table. Meanwhile, k-Nearest Neighbor estimation method focuses on total correlation

estimation only with non-di erentiable operation. The estimated value is devoted to
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Table 2.4: Comparison between ours(Tree-based CLUB) with other nonparametric
methods under two circumstances with di erent data dimensionality § 2 and
n 10. The table shows the absolute error between the predicted and ground truth.
Bold means the minimal error and the best predication.
n 2 n 10
Total Correlation | 2 4 6 8 10 2 4 6 8 10

KNN ((Kraskov et al., 2004b; Fal et al., 2010)| 0.08 0.29 0.66 1.29 227134 266 4.05 547 6.98
Bias-improved KNN ((Gao et al., 2018)) 02 059 124 221 354148 297 451 6.07 7.67
Kernel Density Estimation 144 140 140 1.41137|902 889 898 9.00 8.97
Ours 0.03 0.04 055 0.88 1.63|0.23 0.37 0.22 1.03 1.96

Table 2.5: Structure of the encodeEp q decoderDp qdescribed in Section 2.7.2. The
terms in brackets of Conv2d and DeConv2d are (input channel, output channel, lIter
size, stride size, zero padding size, bias included). IN means instance normalization.
DeConv2d represents the deconvolution operator.

Encoder

Decoder

Conv2d(3, 64, 4, 2, 1, False), IN, LeakyReLU
Conv2d(64, 128, 4, 2, 1, False), IN, LeakyRelLU
Conv2d(128, 256, 4, 2, 1, False), IN, LeakyRelLU
Conv2d(256, 512, 4, 2, 1, False), IN, LeakyReLU

A wWNEFO

DeConv2d(128, 512, 2, 1, 0, True)

DeConv2d(512, 256, 4, 2, 1, False), IN, LeakyRelLU
DeConv2d(256, 128, 4, 2, 1, False), IN, LeakyRelL U
DeConv2d(128, 64, 4, 2, 1, False), IN, LeakyRelLU

Conv2d(512, 128, 2, 1, 0, True), , DeConv2d(256, 128, 4, 2, 1, False), ,Tanh

variable independence and correlation analysis. While in our neural network-based
methods, we calculate the total correlation in a derivative way and get meaningful
gradient information for e cient back-propagation. The results are shown in our

disentangle and representation learning experiments.

TC Maximization: Disentanglement

Model Design The dimension of latent space; zcolor; Zaigit 1S 128 32, 32. The struc-
tures of each model are shown in Table 2.5 2.6 2.7. We use TC-InfoNCE as our
total correlation estimator. Note that when the number of variables is three. There
is no di erence between tree-based and line-based methods. Both of which require
two mutual information estimators, one for mutual information estimation of any
pair, the other is to capture the mutual information between the left one and the

preselected pair. The parameters of these two estimators are listed in Table 2.7.

31



Table 2.6: Structure of classi erF 3p gand regressof .p gdescribed in Section 2.7.2.
The terms in the bracket of Linear are (input dimension, output dimension, bias
included).

Color Regressor Digit Classi er

0 Linear(32, 16, True), ReLU Linear(32, 16, True), ReLU
1 Linear(16, 3, True), Sigmoid Linear(16, 10, True),

(a) color transfer (b) digit transfer

Figure 2.8 : Failure case of disentangle transfer, using autoencoder without the
total correlation constraint. The bottom row is the source image and rightmost
column is the target image.

We compare our method with autoencoder and variational autoencoder. Apart
from the reconstruction lossl econs @and KL loss used in AE and VAE, we also take
regression loss coor, Classi cation lossL gt into account. We illustrate the failure
transfer case under the AE setup to show the di erence without the total correlation
term in Figure 2.8. Both the color and digit are not successfully transferred from

the source (bottom row) to the target (rightmost column).

Hyper-parameters The total training epoch and batch size are 300 and 512. Learning
rate is 5e 3 for encoder and decoder, 1€t for the adversarial discriminator, 1e 3

for the digit classi er and color regressor. All the optimizers are Adam. Since the
nal loss is the summation of each term, the weight of each term is one except for the

color regressor loss, which is ten. We also add spectral normalization (Miyato et al.,
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Table 2.7: Structure of the adversarial discriminatoH p gand two total correlation
estimators described in Section 2.7.2. The terms in brackets of Conv2d and De-
Conv2d are (input channel, output channel, lter size, stride size, zero padding size,
bias included). The terms in the bracket of Linear are (input dimension, output
dimension, bias included). BN means batch normalization.

Discriminator TC estimator 1 TC estimator 2

0 Conv2d(3, 32, 5, 1, 2, False), BN, ReLU  Linear(128, 90, True), ReLU Linear(64, 64, True), ReLU
1 Conv2d(32, 64, 5, 1, 2, False), BN, ReLU Linear(90, 90, True), ReLU Linear(64, 64, True), ReLU
2 Linear(4096, 1), , Linear(90, 1, True), Softplus Linear(64, 1, True), Softplus

Table 2.8: Four templates used in PromptBERTY C and PromptRoBERTa-T C
[CLS],[MASK], [SEP] are special tokens used in BERT. [X] is the placeholder of
the input sentence.

BERT RoBERTa
Template 0 [CLS] This sentence of "[X]" means[MASK].[SEP] [CLS] This sentence of ‘[X]' means[MASK].[SEP]
Template 1 [CLS] The sentence : “[X]" means [MASK].[SEP] [CLS] The sentence : '[X]' means [MASK].[SEP]
Template 2 [CLS] The sentence ' [X] ' has the same meaning with [MASK].[SEP] [CLS] The sentence ' [X] ' has the same meaning with [MASK].[SEP]
Template 3 [CLS] [MASK] has similar meaning with sentence : '[X]'.[SEP] [CLS] [MASK] has similar meaning with sentence : '[X]'.[SEP]

2018) to the adversarial discriminator to further stabilize the adversarial training.
TC Minimization: Sentence Representation

Training Setup We train the model with 10° randomly sampled sentences from the

English Wikipedia dataset.

Model Structure The model consists of two partsf is the transformer-based large
pretrained language model ang is a multiple layer perception with one hidden layer
and ReLU activation function. The hidden neurons and output neurons are 256. The

structure of the model follows (Gao et al., 2021; Jiang et al., 2022).

Hyper-parameters Considering thatf and g are initialized in di erent ways, we scale
up the learning rate ofg. In detail, the learning rate and learning rate scale are 1é&b
and 10 for models with SImMCSE-BERT, SImCSE-RoBERTa and PromptBERT as
baselines, 5e6 and 100 for the model with PromptRoBERTa as baselines. These

hyper-parameters are selected according to the validation set. The batch size is 256.
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The maximum length of a sentence is limited to 32. The training epoch is one. The
best model selected based on the performance of the validation set is applied to the

testing set. The validation set is evaluated every 250 steps.

Augmentations Following the simple but e ective data augmentation techniques in
SImMCSE, we get four augmentations by feeding the same input to the network four
times and sample four dropout samples independently. Prompt-BERT also applies
this dropout strategy, while they modify the inputs as well as the output feature
representation neuron.

SImMCSE and PromptBERT both apply the InfoNCE with cosine similarity as the
score function and use the large masked language pretrained model like BERT(Devlin
et al., 2018) as the initialization of the feature encodefrp q The di erence is how
they construct the paired distribution ppx;yg SImMCSE feeds the same sentence to
the encoder twice and obtains di erent output embeddings by independently sam-
pling two dropout masks of the encodef p q([CLS] representation is taken as the
representation of the sentence). PromptBERT adapts two xed cloze-style templates
to augment the original sentence. For example, a template could be \this sentence
: [X] means [MASK].", where [X] is the placeholder of the origin input sentence
and [MASK] is a special placeholder token. The representation of [MASK] token
f X gmask; is donated as the sentence embedding.

In our total correlation estimation experiments, we augment the input sentence
four times. More speci cally, we sample four drop-outs for SImCSE and design four
cloze-style templates for Prompt-BERT ( Table 2.8). Our design of the template
partially follows (Jiang et al., 2022).
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3

Open World Classi cation with Adaptive Negative
Samples

3.1 Introduction

Standard supervised classi cation assumes that all categories expected in the testing
phase have been fully observed while training.e., every sample is assigned to one
known category as illustrated in Figure 3.1(a). This may not always be satis ed in
practical applications, such as dialogue intention classi cation, where new intents
are expected to emerge. Consequently, it is desirable to have a classi er capable of
discriminating whether a given sample belongs to a known or an unknown category,
e.g, the red samples in Figure 3.1(a). This problem can be understood ag@ 1q
classi cation problem, whereC is the number of known categories and the additional
category is reserved foopen (unknown) samples. This scenario is also known as
multi-class open set recognition (Scheirer et al., 2014).

To discriminate the known from the open samples during inference, it is nec-
essary to create a clear classi cation boundary that separates the known from the

open category. However, the lack of open category samples during training makes
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this problem challenging. Current research in this setting mainly focuses on two
directions. The rst direction mainly estimates a tighter decision boundary between
known classes to allow for the possibility of the open category. Existing works in this
direction include the Local Outlier Factor (LOF) (Breunig et al., 2000; Zhou et al.,
2022; Zeng et al., 2021), Deep Open Classi cation (DOC) (Shu et al., 2017) and
Adaptive Decision Boundary (ADB) (Zhang et al., 2021a). LOF and ADB calibrate
the decision boundary in the feature space while DOC does it in the probability
space.

The second direction deals with learning a better feature representation to make
the boundary-seeking problem easier. In this direction, DeepUnk (Lin and Xu, 2019a)
and SEG (Yan et al., 2020) added constraints to the feature space, SCL (Zeng et al.,
2021) and (Zhou et al., 2022) ne-tuned the feature extractor backbone with con-
trastive learning. (Zhan et al., 2021) considered introducing open samples from other
datasets as negative, and (Shu et al., 2021) generated samples with contradictory
meanings using a large pretrained model. The latter two deliver large performance
gains.

These improvements demonstrate the signi cance of negative samples in deter-
mining the boundary between the known and open categories. To accomplish the
same in the absence of additional datasets or knowledge, we propose a novel negative-
sample constraint and employ a gradient-based method to generate pseudo open cat-
egory samples. As shown in Figure 3.1(d), negative samples adaptively generated
for each category to closely bound each category.

Given the generated negative samples, we then empirically nd that using auxil-
iary oneversusrest binary classi ers can better capture the boundary between the
known and the open category, relative to @C 1gway classi er (Zhan et al., 2021),
where all the open categories, possibly distributed in multiple modes or arbitrarily
scattered over the feature space, are categorized into one class.
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Figure 3.1 : lllustration of previous methods and our proposed oneCO, C1, and
C2 are three categories. The boundary is used to discriminate known and open
(unknown) categories. (a) Boundary learned by supervised learning. (b) Optimal
decision boundary. (c) ADB method which has a closed decision boundary, but may
capture irrelevant points. (d) Proposed ANS method.

Speci cally, we rst learn a C-category classi er on known category data. Then
for each known category, we learn an auxiliary binary classi er, treating this category
as positive and others as negative. During inference, one sample is recognized as open
if all the binary classi ers predict it as negative, thus not belonging to any known
category

Our main contributions are summarized below:

" We propose a novel adaptive negative-sample-generation method for open-
world classi cation problems without the need for external data or prior knowl-
edge of the open categories. Moreover, negative samples can be added to ex-

isting methods and yield performance gains.

A

We show that synthesized negative samples combined with auxiliary one-versus-
rest binary classi ers facilitate learning better decision boundaries and requires

no tuning (calibration) on the open category threshold.
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" We conduct extensive experiments to show that our approach signi cantly im-

proves over previous state-of-the-art methods.

3.2 Related Work

Boundary Calibration = The classical local outlier factor (LOF) (Breunig et al.,
2000) method is a custom metric that calculates the local density deviation of a data
point from its neighbors. However, there is not a principled rule on how to choose
the outlier detection threshold when using LOF. (Zeng et al., 2021; Zhou et al.,
2022) added open category data into the validation set to estimate or grid-search
the proper threshold. So motivated, (Bendale and Boult, 2016) t the output logits
of the classi er to a Weibull distribution, but still use a validation set that contains
the open category to select the con dence threshold. Further, (Shu et al., 2017)
employed one-versus-rest binary classi ers and then calculates the threshold over the
con dence score space by tting it to a Gaussian distribution. This method is limited
by the often inaccurate (uncalibrated) predictive con dence learned by the neural
network (Guo et al.,, 2017a). Adaptive decision boundary (Zhang et al., 2021a),
illustrated in Figure 3.1(c), was recently proposed to learn bounded spherical regions
for known categories to contain known class samples. Though this post-processing
approach achieves state-of-the-art performance, it still su ers from the issue that
the tight-bounded spheres may not exist or cannot be well-de ned in representation
space. Due to the fact that high-dimensional data representations usually lie on a
low-dimensional manifold (Pless and Souvenir, 2009), a sphere de ned in a Euclidean
space can be restrictive as a decision boundary. Moreover, the issue can be more
severe if certain categories follow multimodal or skewed distributions.
Representation Learning DeepUnk (Lin and Xu, 2019a) trains the feature ex-
tractor with Large Margin Cosine Loss (Wang et al., 2018). SEG (Yan et al., 2020)

assumes that the known features follow the mixture Gaussian distribution. (Zeng
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Figure 3.2 : lllustration of the proposed ANS algorithm. (a) The training stage

is divided into two blocks. Top: known class classi cation described in Sec. 3.3.1.

Bottom: one-versusrest classi cation (Sec. 3.3.2) on Category 1 as an example.

The negative samples are from two sources, namely, known from other classes (in
red) and synthesized samples (in yellow). (b) Inference arm described at the end of
Section 3.3.2.

et al., 2021) and (Zhou et al., 2022) applied supervised contrastive learning (Chen
et al., 2020b) and further improve the representation quality by using-nearest pos-
itive samples and negative samples collected from the memory bu er of MOCO (He
et al., 2020). Getting a better representation trained with known category data only
is complementary to our work, since a better pretrained backbone can further im-
prove our results. Recent works found that it may be problematic to learn features
solely based on the known classes; thus, it is crucial to provide samples from unknown
classes during training. Speci cally, (Zhan et al., 2021) creates negative samples with
mixup of training data and examples from an external dataset. (Shu et al., 2021)
generates open class samples using BART (Lewis et al., 2019) and external text

entailment information.
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3.3 Methodology

Problem De nition ~ Suppose we are given a training datasét tp Xi;y.G Xo;Y2G:::;

PX N ; Yy quconsisting of N examples, wherex; is an input text sequence andy; its

r s to represent index sequence. In an open world classi cation setting, the goal is
to learn a model which categorizes a test instance to either one of the prede ned
C categories or as an open category. In practice, the open category is denoted as a

unique categorylo.
3.3.1 Known Category Classi cation

Following the setting suggested in (Lin and Xu, 2019b; Zhang et al., 2021a), we

use BERT (Devlin et al., 2018) as our feature extractof __p q For each input text

average of featureg;, of each tokent; extracted from the BERT output layer as the
sentence representatiom. - The training of f __p gis formulated as a multi-category

classi cation problem by minimizing the cross-entropy loss ©s:

. expd ' _iqq
LCISD enc, cisd |Og° C dsj (3.1)
iPIN's i oexpdf’  migq

wheref __p qis a classier that takesz as input and the output dimension is the
number of known categorie. fjms zq represents the output logit for thej-th
category. A well-trained feature extractorf __p gand a high-quality classierf __pq

can extract representative features of each category and ensure good performance on

the classi cation of known categories during the inference stage.
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3.3.2 Open Category Recognition

Once the classi er for the known categories is available, the task is to recognize sam-
ples from the open categoryersusthe ones from known categories. As mentioned

above, directly using the known category classi ef __p gcan result in poor perfor-

dis
mance (Hendrycks and Gimpel, 2016), while usingg®& 1qgcategory classi er setting

is complicated due to the need to nd proper samples to obtain a suitable decision
boundary for the open category (Scheirer et al., 2012; Liang et al., 2018; Shu et al.,
2021). In this work, building upon ideas from one-class classi cation (Schelkopf et al.,
2001; Ru et al., 2018) and oners-all support vector machines (Rifkin and Klautau,
2004), we propose a oneersusrest framework via training simple binary classi ers
for each prede ned category. Based on this framework, we then introduce an e ective
open-sample generation approach to train these classi ers in Section 3.3.3.

We build an auxiliary oneversusrest binary classi er for each known category,
and take m-th category as an example to illustrate. Given a text sequence, we
use the BERT pretrained with classi cation loss as the feature extractof e p qto
extract featuresz P RY to be fed to the binary classi ers, whered is the dimension
of the feature space. Each category is provided with a binary classi er denoted as
ges fZq: RY N R, such that if g as [2q i O then the input text x belongs to them-th
category or vice versa belongs to any of the other categories. We parameterize the
entire binary classi cation framework for them-th category as ,, p °"; Sq

To learn each binary classi erg « p gfrom training data D, we rst construct a

total number of samples within categorym is N,, and N N, is the number of

remaining samples irD. Each binary classi er is optimized by minimizing the binary
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cross-entropy loss functiorl rst:

L'®'p¥q ° logol expp g,.miqqq  logpl expm ., migqaq (3.2)

iPNms iPN Nps

During the inference phase, we have

#
open, ifg,™iq 0,@nPICs
known; otherwise

We assign a testing example to the open categoty if it is detected as unknown
in all C binary classi ers. Otherwise, we pass the example to the known classi er
to categorize the known categories. The entire inference pipeline is illustrated in

Figure 3.2(b).
3.3.3 Adaptive Negative Sampling (ANS)

In practice, it is problematic to learn a good binary classi er with only the afore-
mentioned negative samples fror®. The sample space of the open category is com-
plicated, considering that new-category samples could originate from di erent topics
and sources, relative to the known classes. So motivated, some existing methods
introduce additional external data as negative samples.

To alleviate the issue associated with the lack of real negative samples, we propose
to synthesize negative samples. Considering that it is hard to create actual open-
category text examples, we choose to drawirtual text examplesz in the feature
space (Miyato et al., 2016; Zhu et al., 2019). Compared with the token space of
text, the feature space is typically smoother (Bengio et al., 2013), which makes it
convenient to calculate gradients (Wang et al., 2021).

For all known samples in a category,,, points that are away from these samples
can be recognized asegativeto classi er g s p q The entire feature spac®¢ contains

essentially an uncountable set of such points, among which we are mostly interested
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in those near the known samples. Consequently, capturing these points will be helpful
to characterize the decision boundary.

To give a mathematical description of these points, we assume that data usually
lies on a low-dimensional manifold in a high-dimensional space (Pless and Souvenir,
2009). The low-dimensional manifold can be viewed as a local-Euclidean space, thus
we can use the Euclidean metric to measure distances locally for each known data
zi. Under this assumption, the set of pseudo negative samplBisprqfor z;, which
we call adaptive synthesizeo! open seatan be described as follows,

Niprqg :-z~:r alz zj}y}z zi}pm r,
)

@:yy m; (3.3)
wherer is the distance radius and | 1 is a hyperparameter. Note that each known
samplez; has an associated adaptive synthesized open set. As de ned above, this
set is subject to two inequalities. The rst keeps synthesized samples away from all
known samples within categorym. The second implies that the synthesized samples
should not be too far from the known samples. An intuitive geometric interpretation
is that when j i, the space implied by these two constraints is a spherical shell
with inner radius r and outer radius r.

To get the radiusr, we rst calculate the covariance matrix of z using known
samples from categoryn and choose, s.t. r & 2 2Trp gqand r ¥ 2 2Trp g This
is under the consideration thata 2Trp qis the average Euclidean distance between
random samples drawn from a distribution with covariance matrix .

The estimation is supported by the following proposition,
Proposition 3.3.1. The expectation of the euclidean distance between random points

a___
sampled from distribution with covariance matrix is smaller than 2Trp q i.e.

a ?
Exy pp;q }X Yy}e 2Tr (3.4)
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The proof can be found in supplementary. In our experiments, we X 2
and r 8. The choice ofr is relevant to the covariance matrix of the features
in representation space. The detailed justi cation for our selection is provided in
Appendix 3.6.3. Ablation studies (Figure 3.3) show that model performance is not

very sensitive to the chosem.

Binary Classi cation with ANS  According to Equation 3.3, each sample from a known
category m contributes an adaptive synthesized set of open samplésprg The
classier g« p gis expected to discriminate them as negative. The corresponding

objective function is the binary cross-entropy loss,

LY'p &g logal  expry g (25000
iPINms
where z; is sampled fromN;rqand N, is the total number of known samples with
category I,. However, there exist uncountably many points ilN;prg Randomly
sampling one example fronN;prqis not e ective. Alternatively, we choose the most
representative ones that are hard for the classi er to classify it asegative Consis-
tent with this intuition, the max p qoperator is added to select the most challenging

synthetic open sample distributed inN;prg

LS"p &5 " max logal  exp e qqq (3.5)

z PN;
iPNms ' irq

Finally, the complete loss accounting for open recognition is summarized as:

L open L rest L syn : (36)

where is a regularization hyperparameter.
Directly minimizing the objective function in Equation 3.6 subject to the con-
straint in Equation 3.3 is challenging. In the experiments, we adopt the projected

gradient descend-ascend technique (Goyal et al., 2020) to solve this problem.
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Table 3.1: Results of open world classi cation on three datasets with di erent known
class proportions. * indicates the use of extra datasets during the training. The rst
ve results of the baseline model are from (Zhang et al., 2021a). The results for

SelfSup are from (Zhan et al., 2021).

% BANKING CLINC StackOverflow

Methods Accuracy Fl-score Accuracy F1-score Accuracy F1-score
MSP 43.67 50.09 47.02 47.62 28.67 37.85
DOC 56.99 58.03 74.97 66.37 42.74 47.73
OpenMax 49.94 54.14 68.50 61.99 40.28 45.98
25 DeepUnk 64.21 61.36 81.43 71.16 47.84 52.05
ADB 78.85 71.62 87.59 77.19 86.72 80.83
SelfSup* 74.11 69.93 88.44 80.73 68.74 65.64
Ours 83.93 76.15 92.64 84.81 90.88 84.52
MSP 59.73 71.18 62.96 70.41 52.42 63.01
DOC 64.81 73.12 77.16 78.26 52.53 62.84
OpenMax 65.31 74.24 80.11 80.56 60.35 68.18
50 DeepUnk 72.73 77.53 83.35 82.16 58.98 68.01
ADB 78.86 80.90 86.54 85.05 86.40 85.83
SelfSup* 72.69 79.21 88.33 86.67 75.08 78.55
Ours 81.97 83.29 90.23 88.01 86.08 85.90
MSP 75.89 83.60 74.07 82.38 72.17 77.95
DOC 76.77 83.34 78.73 83.59 68.91 75.06
OpenMax 77.45 84.07 76.80 73.16 74.42 79.78
75 DeepUnk 78.52 84.31 83.71 86.23 72.33 78.28
ADB 81.08 85.96 86.32 88.53 82.78 85.99
SelfSup* 81.07 86.98 88.08 89.43 81.71 85.85
Ours 82.49 86.92 88.96 89.97 84.40 87.49

Projected Gradient Descend-Ascent We use gradient descent to minimize the open
recognition lossL°P®" and gradient ascent to nd the hardest synthetic negative

samplesz. The detailed steps are summarized in Algorithm 2. As illustrated in

Figure 3.2(c), the samplex® 2z directly derived from gradient ascent (line 11 of

Algorithm 2) might be out of the constraint areaN;prg We then project to the closest
z; within the constraint such that z  argmin, }z* u}?;@u PN;prq (Boyd et al.,

2004). Unfortunately, direct search withinN;prg de ned in Equation 3.3 requires
complex computation over entire training dataD. Based on our assumption that

the training samples lie on a low-dimensional manifold and the empirical observation
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Algorithm 2 Adaptive Negative Sampling.

1: Input: Training data D X;X2; XniRq; ;®,. Parameters of current binary classi er
m-

2: Hyper-Parameters:  Radiusr, step-size , number of gradient stepsk

3: for Batch number B 1; :Ng do

4. XgpXs g Collect a batch of positive (negative) samples.

5: Calculate lossL; L™ pXg; X qusing Eq. 3.2

6: Calculate the featurezg over the positive samples.

7 Adaptive Negative Sampling:

8:

9

sample NgO; 4 diagp ,qq
for i 1, 'k do

10: Calculate loss pzg qusing Eqg. 3.5

11: }::iisg} ™ Gradient Ascend
12: end for

13: Calculate using Eq.3.7

14. T

15:  Calculate lossL,  L*"mg  qusing Eq. 3.5

16: m m I ,p1 Lzq ™Gradient Descend
17: end for

that z! is always closest to the corresponding positive poirtt; relative to other
positive points, Njprqcan be further relaxed to the sphere shell around samptg:
Nippg t z:ra}z 2z}, e ru We can then directly nd the synthetic negative
sample via a projection along the radius direction,e., z  z! }%i%} where
is adjusted to guaranteez; PN;pr g

> .

oL ifra}lz zle r

—5, i re}r o zih

LotE zite!
0,
N if}z z}or

Y& zi)e!

In the future, we would like to consider relaxing these constraints by only considering

the nearestk points instead of all the points within a category.
3.4 Experiments

We conduct experiments on three datasets: Banking, CLINC and Stackover ow.

Details and examples of the datasets are found in Appendix 3.6.4.
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Task Design We apply the same settings as (Shu et al., 2017) and (Lin and Xu,
2019a). For each dataset, we sample 25%, 50%, 75% categories randomly and treat
them as theknown category Any other categories out of the known categories are
grouped into the open category In the training and validation set, only samples
within the known category are kept. All the samples in the testing set are retained,
and the label of samples belonging to open categories is setl§o Importantly,
samples from the open category are never exposed to the model in the training and

validation process.

Evaluation Metrics The model needs to identify the samples with the open category,
as well as classify the known samples correctly. Following (Shu et al., 2017; Zhang
et al., 2021a), we use accuracy and macro F1 as our evaluation metrics. The accuracy
measures the overall performance, considering that open-world classi cation can be
treated as aC 1 classi cation problem. F1 is a binary classi cation metric mainly
used for evaluating the performance of open category recognition. The F1l-score
reported in this paper is the mean of the macro F1-score per category (including the
open category), where the positive category is the corresponding one and negatives
are all the other categories. F1-known is the average over Fl-score of all known

categories. F1-open is the F1-score of the open category.

Experimental setting We use the BERT-base-uncased model to initialize the feature

extractor f _ . and freeze the rst ten layers of BERT during training. Note that all

nc

results are the mean of ten trials with di erent random seeds. Other experimental

details are included in Appendix 3.6.5.
3.4.1 Results

Table 3.1 compares our approach with previous state-of-the-art methods using accu-
racy and F1. Our implementation is based on (Zhang et al., 2021b). The baselines
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Table 3.2: Ablation study on the negative samples generation. The results are
conducted on CLINC with known classes proportion 25%, 50% and 75%. Baseline
represents the experiment with no synthesized negative samples under the gaesus
rest framework.

% Methods Acc F1  Fl-open F1-known
Baseline ( 0) 57.05 5312 63.83 52.84
o5 Gagssign Noise 90.37 82.09 93.75 81.78
Projection 92.02 83.99 94.91 83.71
Ascend (Ours) 92.32 84.34 95.11 84.05
Baseline ( 0) 6460 7165 60.28 71.80
50 GaL_lssi_an Noise 88.01 86.90 89.82 86.86
Projection 90.22 88.18 92.01 88.12
Ascend (Ours) 90.23 88.22  92.02 88.17
Baseline ( 0) 76.17 83.63 63.23 83.81
75 Gaussian Noise 88.67 90.45 86.71 90.48
Projection 88.89 89.95 87.52 89.97
Ascend (Ours) 88.96 89.97  87.62 90.00

Figure 3.3 : Ablation study on the radius r used in adaptive negative sampling
process under the setting with 50% known categories.

include threshold nding methods, MSP (Hendrycks and Gimpel, 2016), DOC (Shu
et al., 2017), OpenMax (Bendale and Boult, 2015), ADB (Zhang et al., 2021a); and
feature learning methods, DeepUnk (Lin and Xu, 2019a); and negative data genera-
tion method SelfSup (Zhan et al., 2021). We did not include results from ODIST (Shu
et al., 2021) because their method relies on MNLI-pretrained BART, which is not
currently public and their model performance drops dramatically if not coupled with
ADB. Note that SelfSup uses additional datasets, without which the accuracy on

50% CLINC drops from 88.33 to 83.12.
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Table 3.3: Performance comparison when the synthesized negative data are added
to di erent baselines. The experiments are conducted on Banking with 25% known
categories.

Methods Add Neg. Acc F1 Fl-open F1-known

MSP 44,46 5195 43.22 52.41
X 57.07 58.92 61.40 58.79

ADB 78.39 7153 84.18 70.86
X 79.71 73.01 85.18 72.12

One-vs 51.33 41.40 50.83 43.54
-Rest X 80.11 73.35 85.57 72.71

Our approach performs better than most previous methods, even better than
the method using additional datasets, with the greatest improvement on CLINC.
This is in accordance with SelfSup (Zhan et al., 2021), which also bene ts the most
on CLINC by adding negative samples. This implies that our synthesized negative
samples are of high quality and could possibly be used as extra datasets in other
methods.

The average performance gain in these three datasets decreases as the known
category ratio increasesj.e., compared to the strongest baseline ADB, our accu-
racy improvements in the three datasets are:88;3:11; 1:42 under the setting of
25% 50% 75%. With more known categories available, the more diverse the known
negative samples will be, allowing the model to better capture the boundaries of the
positive known categories while reducing the impact of synthetic samples.

The comparison with baselines on F1-open and F1-known can be found in Ap-

pendix 3.6.3.
3.4.2 Discussion

Synthesized Negative is Bene cial for a Variety of Structures To investigate the con-
tribution of the synthesized samples and the structure of oneersusrest, we per-
formed experiments adding the synthesized samples to two well-known baselines,

MSP (Hendrycks and Gimpel, 2016) and ADB (Zhang et al., 2021a) as shown in Ta-
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Figure 3.4 : t-SNE plots of the feature extracted from the testing set of CLINC
with 50% known categories. Each panel corresponds to a orersusrest classi er

g With dierent known category m acting as the positive. Each panel's lower
right corner has a square that enlarges the known positive data region to show the
e ectiveness of the synthesized negative samples. (Best viewed in color).

ble 3.3. Speci cally, the C-way classi er in MSP and ADB is replaced by & 1)-way
classi er, with an extra head for the synthesized negative samples. See Appendix
3.6.7 for details.

We observe that performance increases on all baselines with synthesized negative
samples. The synthesized samples behave like data augmentation, leading to better
representation of positive samples.

Furthermore, synthesized samples bene t oneersusrest the most. The di er-
ence, we believe, stems from the model's exibility on boundary learning. The open
category may contain sentences with various themes, making it di cult for a single
head of a C 1)-way classier to catch them all. This oneversusrest exibil-
ity comes at the cost of more classi er parameters. However, compared to the huge
feature extractor BERT, the number of additional parameters is relatively small. Dis-
tillation technigues can be used to build a smaller model if necessary, for instance,

where there are thousands of known categories.

Adaptive Negatives Samples Generation Our adaptive negative sample generation con-
sists of three modules (a) adding Gaussian noise to the original samples (line 8 in

Algorithm 2). (b) gradient ascent (line 10 11) (c) projection (line 13 14). We

50



add each module to the baseline in turn to study their importance. The baseline
experiment uses the vanilla oneersusrest framework described in Section 3.3.2,
without the use of synthesized negative samples. Experiments are conducted on
CLINC as shown in Table 3.2.

The following describes our ndings from each experiment:i) Adding samples
with noise as negative alleviates the overcon dence problem of the classier and
improves the results signi cantly. The noise level needs to be designed carefully
since small noise blurs the distinction between known and open, while large noise is
ine ective.

(i) Constraining synthesized samples tiN prg improves performance by keep-
ing synthesized samples from being too close or too far away from positive known
samples.

(iii ) Adding a gradient ascent step further enhances performance. The improve-
ment over the previous step is marginal. Our hypothesis is that the calculated
gradient could be noisy, since the noise we add is isotropic and may be inconsistent

with (outside of) the manifold of the original data.

Radius r Analysis In the adaptive negative sample generation process, the radius
r and multiplier are two hyperparameters that determine the upper and lower
bounds of the distance between the synthesized sample and the known sample. To
investigate the impact of radius, we x to 2 and increase the from 1 to 256. Note
that 8 is our default setting.

As illustrated in Figure 3.3, the performance gradually drops when the radius
increases, because the in uence of the synthesized negative examples reduces as the
distance between them and the positive samples grows. When the radiudecreases,
the classi er may be more likely to incorrectly categorize positive as negative because

the synthesized negative samples are closer to the known positives, resulting in a
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decrease in accuracy and F1 score on the banking and CLINC datasets. However,
the performance on Stackover ow improves. We hypothesize that there is a better
data-adaptive way to estimate the radiug to improve the performance even further,
for example, usingk nearest neighbor instead of all the data in a category. We leave
this as an interesting future direction.

In summary, we observe that the performance is aected by the radius, but
comparable results can be obtained for a wide value range. They are all better than
the vanilla oneversusrest baseline, which lacks the negative samples generated. The
accuracy of baselines on Banking, CLINC and Stackover ow is £, 7180 and 6458,

respectively.

Visualization Figure 3.4 shows thet-SNE representation of the features extracted
from the second hidden layer of oneersusrest classi erg¢s. Randomly chosen three
known categories, each corresponds to a omersusrest classi er, yield three gures.
The known positive/negative samples (blue) are clustered because the features are
extracted from a pretrainedC-way classi er Section 3.3.1. Open samples (pink) are
scattered, some of which overlap with the known positives (see the middle gure).

Our synthesized negatives work as expected; they are close to the known positives

and bridge the gap between the positive and other known categories.
3.5 Conclusions

We have introduced ANS, a pseudo open category sample generation approach for
open-world classi cation problems. The generation process is free from extra datasets
or prior knowledge. The synthesized samples are e ective for improving existing
methods. Combined with onerersusrest framework, signi cant improvements are
observed on three benchmarks. The gradient-based negative sample generation pro-

posed can be applied to other NLP tasks such as out-of-scope discovery, which we
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leave as future work.

3.6 Supplementary

3.6.1 Ethical Consideration

The topics of the three datasets we use in this paper are relatively simple, covering
only the information needed for classi cation (check Table 3.6.1). The category labels
are either everyday intentions or technical terms in computer science. There are no
potentially sensitive topics or contents that we are aware of. All three datasets have

been published and are included in our appendix.
3.6.2 Related work: Adversary Augmentation

The gradient descend-ascend technique has been used successfully in adversarial
attacks (Madry et al., 2018; Zeng et al., 2021); however, it di ers from ours in terms
of motivation and loss formulation.

(Madry et al., 2018) sought for samples that were similar to the training sample
but had a substantial loss given the paired label. The addition of generated sam-
ples during training may strengthen the model's resistance to adversarial attacks by
avoiding inputs that are indistinguishable from genuine data but improperly cate-

gorised. The associated optimization formula is

min Ey. Drmp%xlp; X  ;yQs (3.7)

wherey; x are the training data, andl could be any classi cation model param-
eterized by . S is the an adversarial perturbationlg ball.

Our work targets on shrinking the decision boundary. We need to treat the
samples with positive labels in a specic regiomN prgde ned in Equation 3.3) as
negative,i.e.

min E, prmaxlp;z ; 19s (3.8)
PNprg
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where z is the positive sample from dataseD, | is a binary classi er with pa-

rameter . This equation behaves the same as Equation 3.5.
3.6.3 Explanation on Radius
Proposition 3.6.1. The expectation of the euclidean distance between random points

a___
sampled from distribution with covariance matrix is smaller than 2Trp g i.e.

a ?
Exy pp:q }X Yy}o 2T (3.9)

Proof: Given that we are measuring the distance between samples drawn from
the same distribution, we could subtract a constant value from both variables and
assume that the distribution's expectation is zero. Ik andy are random variables
independently sampled from distribution with covariance matrix and zero mean,

we could have:

Epx y}a = Ex? 2y yiq

2" pEx?q EpcicEpyiaq

2" pEpZq

2Trp q

For a random variableZ, Jensen's inequality gives us

?_  a____
Ep Zgqre ErZs (3.10)

The combination of the two equations above proves the proposition,

a
Epx ylqo 2Trp q

In experiment, we choose the mean of the last layer of BERT as the latent repre-

sentationz PR’®. When calculating the trace, only the variance of each dimension,
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are required. On three datasets, the predicted distance per category falls primarily
into r8;12s we x r 8 for all the experiments.

For each positive point, we could sample several adaptive negative samples. The
distance between the synthesized negative and the chosen positive is determined by
r. Meanwhile, we can also calculate the distance between the synthesized negative
and other positive known samples.

We nd that even when the radius is set to be less than the average distance, the
synthesized negative samples have a much greater distance to other known points.
In theory, known samples are on a low-dimensional manifold, whereas synthesized
points are in a high-dimensional space, and the probability of sampled points falling
into the manifold is zero. We calculated the distance between the synthesized sample
and other known samples in the same category empirically, and discovered that their
distances are nearly twice the average distance.

A further ablation study on di erent options of the radius can be found in the

main context, where we have comparisons over di erent radiuse., r P t1; 4; 8; 16; 64u.
3.6.4 Dataset

All three datasets are in English. The label distributions of each dataset are balanced.
Banking (Casanueva et al., 2020) is a data set for intent detection in the banking
domain with 77 ne-grained categories. It contains 13,083 samples in total. We
follow the original splitting and sampling, i.e., 9,003, 1,000, and 3,080 for training,
validation and testing respectively.

CLINC (Larson et al., 2019) is an intent classi cation dataset originally designed
for out-of-scope detection. It owns 22,500 in-scope samples and 1,200 out-of-scope
samples that existed only in the testing phase. The divisions on the in-scope ones
follow the original training, validation and testing splitting, i.e., 15,000, 3,000 and
5,700.
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Table 3.6.1: Extracted samples from three main datasets.

Dataset | Category | Examples

What currences are available for exchange?
exchangevia_app | Does your app allow currency exchange from USD to GBP?

Banking | want to exchange USD and GBP with the app
wrong exchange | was given the wrong exchange rate when getting cash
rate_for_cash | think | was charged a di erent exchange rate than what was posted at the time.
_withdrawal | need an accurate exchange rate, when | make my withdrawals.

Why didn't | receive the correct exchange rate for an item that | purchased?

card payment The fee charged when | changed rubles into British pounds was too much.

wrong exchangerate | am being charged the wrong amount on my card.
what time is this ight supposed to land
ight _status what time will i be able to board the plane
CLINC so when is my ight landing

what time is it in adelaide, australia right now
time please tell me the time
how late is it now in ourense

how long will i wait for a table at red lobster
how_busy can i expect chili's to be busy at 4:30
so how busy is the outback steakhouse at 5 pm

How Display Recent Posts in all 3 languages at once in Wordpress

wordpress How secure is Wordpress?
Stackover ow Need MySQL Queries to delete WordPress Posts and Post Meta more than X Days Old
Apache / PHP Disable Cookies for Subdomain ?
apache Increase PHP Memory limit (Apache, Drupal6)

is setting the uploads folder 777 permision secure

Condition to check whether cell is readonly in EXCEL using C#
excel EXCEL XOR multiple bits
How | can export a datatable to excel 2007 and pdf from asp.net?

StackOver ow (Xu et al., 2015) consists of 20 categories of technical question titles.
We utilize the prepossessed version with 12,000 for training, 2,000 for validation and
6,000 for testing.

The statistics of the datasets are summarized in Table 3.6.2. We also provide
raw data samples of each dataset in Table 3.6.1 for an intuitive understanding of the

open world recognition task.
3.6.5 Experimental Details

All experiments are executed on a single NVIDIA Titan Xp GPU with 12,196M

memory. All the experiments are done on NVIDIA X
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Table 3.6.2: Statistics of benchmark datasets

Dataset Avg. Samples Avg. Length Classes
per category
Banking 117 11.91 77
CLINIC 100 8.31 150
StackOverflow 600 9.18 20

Known Category Classi cation The classierf __ is a fully connected neural network

s
composed of one hidden layer with ReLU activation function. The hidden size is 768.
The learning rate of the transformer part and non-transformer part are 5e5 and
le 4 respectively. The total number of training epochs is 100. Learning rate decay

and early stops are applied.
Training on this part takes about 10-20 minutes, depending on when the early

stopping is triggered.

one-versusrest Binary Classi cation  During the training of one-versusrest structure,
we X the parameters of the feature extractor €"°.

For the oneversusrest module, the featurez is chosen as the mean of the output
of the last layer of the BERT model. The classier is a fully connected three-layer
neural network with ReLU as the activation function. The numbers of hidden neurons
are (256,64), respectively. Dropout is added per hidden layer. The learning rate of
the classier is 1e 3 for Banking and CLINC, 3e 4 for Stackover ow. The total
number of epochs for each classi er is mi€; 20q to avoid over tting.  is G5.

Currently, we train each oneversusrest classi er individually, and this takes
roughly a minute per head. As a result, the total time grows linearly with the number
of known categories. Parallel training of multiple heads can increase e ciency if

necessary.
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Model Size The parameters of the BERT backbone model and the ovr classi er are
approximately 109 million and 0.2 million, respectively, implying that the maximum
number of parameters from oneersusrest is only about one fth of BERT (75%

CLINC).

Reproducibility Checklist: hyper-parameter search We didn't include results from the
validation set considering there is a huge gap between the current validation set and
test set; test set contains open category samples while the validation set does not.

It is di cult to study the hyper-parameter setting because we lack an e ective
validation set with open category samples and the testing set is unavailable during
training. To solve this, we construct a "pseudo dataset" by selecting a subset as
"sub-known" from all known categories and treating others as "sub-open”. Taking
50% CLINC as an example, we take a quarter of the known category as "sub-known"
and the others as "sub-open”. We discover that the rules we developed using these
synthesized datasets can be transferred to formal experiments. We choose the proper
hyper-parameter according to F1.

The hyperparameters we manually tried include training epoch (10, 20), learning
rate (le 3,le 4 fortheclassier head, 8 4,5 5, le 5 for BERT, note that
the learning rate of the classi er head is always larger than BERT). The ablation
study and the analysis on radiug can be found in Figure 3.3 and Appendix 3.6.3.

The hyper-parameters in gradient ascend are not sensitive to the nal experiments.
3.6.6 More results

F1-known and Fl-open The de nition of F1-known and Fl-open can be found in

Section 3.4. Table 3.6.3 shows the comparisons between the baselines and ours.

Reproducibility Checklist: Di erences on Datasets During this process, we found that
dataset CLINC is the robustest to change of hyper-parameters while dataset Stack-
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Table 3.6.3: Macro-F1 score on known category and open category of open world
classi cation on three datasets with di erent known class proportions. * means extra
datasets are used during the training. This table complements to Table 3.1
BANKING CLINIC StackOverflow
% Methods Open Known Open Known Open Known
MSP 41.43 50.55 50.88 47.53 13.03 42.82
DOC 61.42 57.85 8198 65.96 41.25 49.02
OpenMax 51.32 5428 75.76 61.62 36.41 47.89
25 DeepUnk 70.44 60.88 87.33 70.73 49.29 52.60
ADB 8456 7094 9184 76.80 90.88 78.82
SelfSup* 80.12 69.39 92.35 80.43 74.86 63.80
Ours 86.39 7229 9533 84.53 93.96 82.63
MSP 41.19 7197 57.62 7058 23.99 66.91
DOC 55.14 7359 79.00 78.25 25.44 66.58
OpenMax 5433 74.76 81.89 80.54 45.00 70.49
50 DeepUnk 69.53 77.74 8585 8211 43.01 70.51
ADB 78.44 80.96 88.65 85.00 87.34 85.68
SelfSup* 67.26 79.52 90.30 86.54 71.88 79.22
Ours 81.06 8352 9216 87.95 86.83 85.81
MSP 39.23 84.36 59.08 8259 33.96 80.88
DOC 50.60 8391 72.87 83.69 16.76 78.95
OpenMax 50.85 84.64 76.35 73.13 44.87 82.11
75 DeepUnk 5854 84.75 81.15 86.27 37.59 81.00
ADB 66.47 86.29 83.92 8858 73.86 86.80
SelfSup* 60.71 87.47 86.28 89.46 65.44 87.22
Ours 70.54 88.13 87.20 89.18 74.82 88.34

over ow is the weakest. A similar observation also shows in (Zeng et al., 2021). It
works the best on CLINC and worst on Stackover ow.

We hypothesize that the di erence comes from the quality of the raw data. As
shown in Table Table 3.6.1, the category of the input in Stackover ow is usually

included in the original sentence and we name them \easy". Rare sentences do

not follow to this rule and we call them \hard". This leads to an observation in
empirical experiments that the number of training epochs should be controlled in a
limited range; otherwise many open category samples would be wrongly categorized

to the known category.

This is in consistent with the nding in noisy labeling classi cation. The neural
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network will rst t the clean label before over tting the noisy labeled samples.
Under the current setting, the \hard" corresponds to the noisy sample. The one-
versusrest will rst t the easier one, followed by the harder one. When the harder
one is classi ed correctly, many open categories could also be classi ed into this
known category.

ADB (Zhang et al., 2021a) avoids this problem by working directly on the pre-
trained features. It can statistically Iter out the in uence of noisy samples. Though
ADB does not require extra hyper-parameter tuning, we found that the position of
features extracted from the model has an impact on the nal performances.

In summary, the di erences between datasets are an intriguing topic that merits

further investigation in the future.

Table 3.6.4: Standard deviation of results collected from di erent random seeds.
This table complements Table 3.1

% Accuracy F1 Fl-open F1-known

25 1.83 1.76 1.47 1.78

Banking 50 1.05 1.00 1.14 1.00

75 1.05 0.69 2.45 0.67

25 1.85 2.60 1.25 2.64

CLINC 50 0.86 0.74 0.75 0.74

75 0.68 0.43 0.91 0.42

25 1.48 2.01 1.02 2.22

StackOverflow 50 2.85 231 3.13 2.25
75 1.21 0.54 3.10 0.43

Reproducibility Checklist: Standard Deviation As shown in Table 3.6.4, larger known
category ratios are more likely to be associated with a lower variance; this is expected

because more samples make the training more stable.
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3.6.7 Ablation Study: Synthesized Negative Samples on other Structures

Negative sample generation for MSP and ADB follow the same process as ours,
except that the gradient ascend is removed. The complete version is left for future

work.

MSP with negative sampling The original MSP is a C-way classi erf @ trained with
cross-entropy loss during the training. In inference, the con dence scopgxiq
Softmaxd “Spx;qais rst calculated. If the category with maximum probability py, is
lower than 05, the corresponding input is recognized as \open" category. Otherwise,

this sample belongs to the category, i.e.,

open, if maxppxiqq 05
argmaxppxig otherwise

y

In MSP with negative settings, an extra categorylo is added for synthesized

negatives. The inference now becomes

$
& open, if maxppxiqq 05

¢ . OPen, if argmapoxiqq o
/Oarg maxppig otherwise
Note that our MSP with synthesized negatives diers from (Zhan et al., 2021)
in two aspects, (), di erent ways to choose the negative samplesii), their work
added synthesized negative samples to the validation set, while ours uses the origin

validation set.

ADB with negative sampling ADB training has two steps. The rst step is to learn
a good feature extractor using C-way classier. The second step is to learn the
boundary of each category in the pre-trained feature space.

Our modi cation is the rst step. We replace the origin classier witha C 1-

way classi er. The extra head is designed for the synthesized negative samples. The
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inference step is kept the same as the original method.
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A4

Collaborative Anomaly Detection

4.1 Introduction

User-item exposures constitute weakly labeled data when compared to strong labels
such as clicks, convertsg.g, user purchase items), and ratings. For instance, a
user may browse an item without buying it or people may watch a video without
leaving a rating. Though these situations generally do not indicate user preferences
toward speci c items or movies, the data generated by interactionwithout action

is of interest because it is a re ection of user behavior. For example, the familiarity
between the item and a user, with which the recommendation system could increase
the recommendation diversity and thus improve the user experience (Kunaver and
Parl, 2017).

We formulate this familiarity estimation problem as a collection of correlated
anomaly detection (AD) tasks. Figure 4.1 illustrates the setting using movie rec-
ommendation as an example. Assume that each movie is exposed to audiences with
two features: age and gender; our goal is to determine which users in the test set

are \common" (i.e. nominal) and which users are \fresh" (e. anomalous) for each
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Figure 4.1 : Each movie (task) has audiences with two real-valued features: age
and gender. The goal is to learn a function for each movie to distinguish between
nominal and anomalous audiences in the test set. The third column is an illustration
of density estimation over the second column exposure data given the movie. The
number under each cartoon portrait on the fourth column is its estimated density,
describing the familiarity of this user to the movie.

movie. In row one of Figure 4.1, the movie \Avengers" is mostly exposed to young
adults, hence preschoolers and the elderly are anomalous to it. Alternatively, \Big
Hero 6" is commonly exposed to young audiences, so preschoolers are nhominal to it.

Note that the \age" and \gender" features are for illustration and evaluation only.
These privacy data may not be available in reality. What's more, the items features
are usually more complexe.g. image or text feature extracted from the pre-trained
neural network. Simple statistics like counting over categories are not applicable.

If each movie is treated as a single AD task, then di erent movies (tasks) have
user groups with di erent exposure patterns. Given that tasks share the same user
pool, we will consider all tasks collectively instead of individually.

There is a plethora of research on the single-task AD problem. One can estimate
the density gpx q of nominal data or a proxy for it (Polonik et al., 1995; Tsybakov
et al., 1997), and then set a threshold for the density function to discriminate nom-
inal and anomalous data. One can also learn a mapping of nominal data from a

high-dimensional space to a compact region concentrated around a pre-de ned cen-
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troid, using kernel functions (Schelkopf et al., 2001; Tax and Duin, 2004) or deep
neural networks (Ru et al., 2018). Moreover, outlier exposures are informative

to classify nominalvs. anomalous data (Hendrycks et al., 2018). There are also
semi-supervised (Ru et al., 2019), self-supervised (Hendrycks et al., 2019) and fully
supervised (Ru et al., 2020) approaches.

Yet none of the aforementioned methods are tractable to solve all tasks at once
when the number of tasks is large. For example, density-based AD methods seek to
estimate density functions for each movie as shown in the third column of Figure 4.1.
However, it is ine cient to learn these conditional densities independently, due to
the scarcity of exposure data for each task and the linear growth in computation
costs with the number of tasks.

We propose Collaborative Anomaly Detection (CAD) to address all tasks simul-
taneously, where an important observation is that having a massive number of tasks
facilitates the training of single tasks. In CAD, all tasks rst learn their initial task
embeddingsto encode the task correlations. Then, to get the anomaly detection
result, we apply the conditional likelihood ratio estimation for all tasks, where the
ratio is between the distribution of exposure data from the current task and the
distribution of data from all tasks. We compared our method with baselines such as
conditional density estimation with Gaussian models or normalizing ows (Rezende
and Mohamed, 2015). Our study reveals)) likelihood ratio estimation achieves bet-
ter AD results since it bene ts from the full usage of all available data, while being
more e cient than density estimation when data are scarce; and ) task embedding
initialization is important to e ectively exploit task correlations, and we utilize a
warm-start strategy with the initial task embedding learned from a small subset of
tasks. With these properties, CAD scales better and easily adapt to new tasks with
limited exposure data. Our problem is motivated from recommendation system, the
multi-task anomaly detection setting and the proposed methods can be applied to
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any other domains.

The remainder of the paper is organized as follows. Section 4.2 brie y reviews
related work on AD. Section 4.3 introduces CAD with density estimation and like-
lihood ratio estimation conditioning on task embeddings. In Section 4.4 we discuss
how to initialize task embeddings at low cost, and present the entire training proce-
dure. Empirical results on MovieLens 1M in Section 4.5 show the large e ciency and
accuracy gains of CAD relative to naively applying AD for each task. We also create
synthesized tasks on CIFAR10, and test di erent CAD methods to further study

their e ciency and generalization. Concluding remarks are presented in Section 4.6.

4.2 Related Work

Modern AD research has seen signi cant progress with the utilization of deep learn-
ing, where previously common feature mapping implementations such as kernel meth-
ods (Schelkopf et al., 2001; Tax and Duin, 2004) are replaced by deep networks (Ru
et al., 2018). Deep AD methods either aim to estimate the density of nominal
data (An and Cho, 2015; Chen et al., 2017; Huang et al., 2019; Zisselman and Tamar,
2020), or to classify between nominal and anomalous data in semi-supervised, self-
supervised or supervised settings (Hendrycks et al.,, 2018, 2019; Ru et al., 2019,
2020).

CAD is a special case of conditional AD, where anomalous data are studied in
a context such as time (Gupta et al., 2013), space (Schubert et al., 2014), or graph
structures (Akoglu et al., 2015). CAD studies anomalous data in the context of each
item in recommendation systems. The large number of items and complex latent

structures among them make CAD considerably more challenging.
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4.3 Collaborative Anomaly Detection (CAD)

Algorithm 3 Conditional likelihood ratio estimation.
function DataSampler (M;N)
SampleN task indicest;9 mP9, wherei P M s
SampleN instancesx; givent; asx; g*9xgq
SampleN contrastive instancess;  ppx g
returnt  ptingX P XinGgX P XuinG
end function

function EstimateCLR (M; e)
Randomly initialize

while not convergedo
t;X;x = DataSampler (M, N batch-siz¢
Update parameters with gradients , ..L, where

L Ni lognl expp fpxi;e™% qqq

iPN's

lognl expdf pei;e™% qqq:

end while
return ;e.
end function

In CAD, each item t forms a single task, with samplex from its own nominal
distribution g™ g representing its exposed users. Before proceeding to our main
approach for CAD using conditional likelihood ratio estimation, we rst present and
analyze an alternative approach based on conditional density estimation, which will

serve as a baseline.
4.3.1 CAD with conditional density estimation

In this approach, the goal is to learn a conditional density functiorgpx |e™dq to
approximate g*%x g and then identify anomalousA ™9 as data whose density is below

a threshold A" t x P X : gx|e?dq & u Heree™ is atask embeddingvector
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Figure 4.2 : Colored dots are the samples. Each sample is represented by 1-d age
and gender embedding. (Top) Conditional density of three tasks, (Middle) Base
distribution: population density. (Bottom) Likelihood ratio. red dots illustrate the
positive sample and blue dots means negative

for task t. Existing methods for conditional density estimation include Gaussian
mixture models (GMM), kernel density estimators (KDE), and those based on deep
neural networks such as variants of variational auto-encoders (VAE) (Pol et al., 2019),
generative adversarial networks (GAN) (Mirza and Osindero, 2014), and normalizing
ows (Abdelhamed et al., 2019). Section 4.5 will present experiment results on a
variety of those methods. Below we detail the normalizing ow, as it maximizes the
exact likelihood function.
Conditional normalizing ows learn task-speci c invertible mappingsf oxqf2q :
Z N X from a simple task-dependent Gaussian distribution .xqfz q to the target
distribution gpx|e™%q The loss function is the negative log-likelihood
L logopx|e™dq
B X
log emaff X 0g log Det%

In practice, exible normalizing ows are implemented by stacking invertible layers
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feraq X fhe 1i0 flama(Winkler et al., 2019; Abdal et al., 2021). Our
experiments suggest that conditional normalizing ows su er from two limitations.
i) Estimating g™ qis hard sincex lies in a high-dimensional space and there are
often only a few samples available for each task. Further, the estimated conditional
density function may assign a high score for anomalous data due to the inductive
bias of normalizing ows (Nalisnick et al., 2018; Kirichenko et al., 2020)ii) The
performance of density estimation highly depends on the number of tasks.

To alleviate these issues, in Section 4.3.2 we consider estimating the conditional
likelihood-ratio. Then in Section 4.4 we propose to use seed tasks to initialize the

task embeddings.
4.3.2 CAD with conditional likelihood ratio estimation

We consider introducing abase distributionppx q from which we can sample. Then,

CAD estimates the log-likelihood ratior*9px g as a proxy for the densityg™9x g

o Ipx q
PP q

r"oxq log (4.1)
Base distribution selection As illustrated in Algorithm 3, the base distribution resem-
bles the negative samples in the one-class classi cation literature (Steinwart et al.,
2005). A good choice for the base distribution varies with the application; however,

it should be informative enough to characterize the boundary between nominal and
anomalous data. In the context of recommendation systems, we choose the base dis-
tribution as the population exposure distribution ppxq i , mP9g™%c q where mPd

is the proportion of users exposed to task Let P be a feasible domain of probability

measures. We can prove that

o

Proposition 4.3.1. ppxq .mP99™9x g is optimal for minimizing the expected KL
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divergence

i ptq in ptq FIxq
min ErKLpg”%pgs min E mPilog ——— (4.2)
PPX qFP PPX gFP

. pPXq

Instead of using the standard density estimation de ned on the Lebesgue measure
R", our likelihood ratio is a Radon{Nikodym derivative w.r.t. ppx g which has two
bene ts. First, the likelihood ratio corrects the bias of the density by the population.
For example, a moderately common sample in one taskt, namely *%xq 1,
should be marked as signi cant even when it is extremely rare in the population,
i.e., ppxgq 0. Second, previous work on computational stability (Friedman et al.,
2001) shows that a smaller distance between two distributions leads to more accurate
likelihood-ratio estimation. Moreover, Proposition 4.3.1 shows that our choice pfx g
is the best option under the Kullback{Leibler (KL) divergence metric. The proof
can be found in the appendix.

Figure 4.2 demonstrates conditional density functiong?%xq of three tasks. To
learn the density functions is arguably di cult given the scarcity of data ( rst row).
Instead, one can estimate conditional likelihood ratios with discriminative learning,
where each task has its own positive samples and some negative samples (third row)
drawn from the population density function (second row). One can also observe that
density functions have more modes than the likelihood ratio, thus harder to learn.
This is because the population density p(x) in this case can smooth out modes in

g™9mxgand result in simpler and smoother likelihood ratios.

Likelihood ratio estimation We learn the ratio r*%x q by logistic regression. Estimat-
ing the likelihood ratio for a single taskt is considered rst, and then we extend this
to jointly learn all tasks. For each taskt, we sample an observation from the nominal
distribution x  ¢g*%xqas a positive example and pair it with a negative example
drawn asx pp<q Repeatedly doing so, we colledil contrastive pairspxi;y; 19
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and pxi; ¥i 1q
When N goes to in nity, the optimal solution  for the logistic regression loss

1 .
Lpq N lognl  expp fmpxi; qqq

iPINs

lognl  expdf pei; qqq; (4.3)
iPNs
guarantees thatf px; q logpg™9x g{ppx gqgfor any x P suppog™dg (Huang et al.,
2006). The proof is in the appendix.

To learn all tasks at once, assume the number of users exposed to item pro-
portional to m™% and i ,mfe 1 We sample a random usex by rst sampling
her/his task assignmentt9 mP9 and then samplingx  g*%x g The construction
of contrastive pairs naturally extends from the single-task case. In our implemen-
tation, f px;e™% qis a deep neural network parameterized by, and each task is
characterized by a vectoeP9, i.e. the task embedding. We demonstrate our learning
framework in Algorithm 3 asEstimateCLR pM; eq whereM is the number of tasks
and e stands for a task embedding initialization. We use random initialization when

settinge None, which is typically not the best choice in practice. We will discuss

better initialization strategies in Section 4.4.
4.4 Task Embeddings Initialization

In this section, we focus onlearning a tailored task embeddingg™® that can be
used in initialization of Algorithm 3. We seek task embeddings with the following

properties:

1. (Correlation ) The learned initialization should capture task similarity. (Mey-

erson and Miikkulainen, 2020)
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2. (Generalization ) The learned task embedding models can generalize to new

correlated tasks.
3. (Eciency ) The acquisition of learned task embeddings should be inexpensive.

Suppose there aréM tasks in total. We propose to learn the task embedding™?
by rstselecting Mg! M seed taskdo train a pre-embedding modeand then use the
pre-embedding model to encode all tasks. In practice, we nd that randomly selected
seed tasks are representative enough to capture correlations among all tasks. This
is hypothetically due to the redundancy among tasks where the inherent complexity

of semantics may not be that big. We study the choice dfl in Section 4.5.2.

Train pre-embedding model with seed tasks Without loss of generality, seed tasks are
identied as task 1 to My. We train a log-likelihood ratio task to get the pre-
embedding model by calling ; e EstimateCLR pMg; None g in Algorithm 3,
where denotes the parameters of the pre-embedding model (not related to the nal
conditional likelihood ratio estimation model). The returned vectore is dropped,

and the pre-embedding model is sent to the next step.

Obtaining task embeddings initializations Given the pre-embedding model , the fol-

lowing basis functions are constructed,
g g Mo

wherer®ixq logpg™9x gfppx qqis the log-likelihood ratio of the pre-embedding
model . The task embeddinge™? is de ned as a linear projection ofg*%x g onto

these basis functionsi.e.,

%% Egraped 9% 0S5 EgurangT ™09 Qs (4.4)
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o
N Pta

each entry is estimated byEap T ™IX0S ks n 1 f PXn;€™% g This step only

requires forward passing and does not involve any model updates.

we can run the conditional likelihood ratio estimation as described in Section 4.3.2,

where ; e EstimateCLR pM; @g This completes the algorithm.
4.4.1 |Interpret the learned embeddings

To informally explain why the task embedding initialization@™“in (4.4) captures task
correlations, we treatg®x g and r™9x g as in nite-dimensional vectors by varying

X across its support. Random-projection theory guarantees that sjy?%; p* "
simpoP®; g%, whenM N 8  with random regular basis functiong pxgand properly
chosen similarity metrics (Gottlieb and Krauthgamer, 2015). In practice, naively
generated random functions may not work well, since the random function must
capture the di erence of g*® and o' on their support. Likelihood ratios are more
reasonable to cover all supports, while still being discriminative since they are learned
by contrastive pairs on the population support supppxqg In our experiments, we
found the number of basis functiond, can be much smaller than the total number
of tasksM when tasks are correlated and redundant. As we will show in experiments,

the learned embedding can also generalize to previously unseen tasks.
4.5 Experiments

We start with experiments on the MovieLens 1M dataset to demonstrate tha) CAD
with conditional likelihood ratio estimation achieves much better results compared
to conditional density estimation; andii) task embedding initialization is crucial.

To further analyze these properties, we design a set of experiments on an image

dataset (CIFAR10) with synthesized tasks. Unless otherwise stated, all experiments
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Table 4.5.1: Anomaly detection results in terms of AUC (100). (Left) Comparing
GMM, normalizing ows, and likelihood-ratio estimation. (Right) Conditional like-
lihood ratio estimation with various task embedding initialization methods. * means
extra knowledge is used for initialization.

Method ‘ Age Occupation Embedding Initialization \ Age Occupation
. Graph Embedding* ‘ 80.3 68.0
Gaussian 59.5 61.5 , ,
. Histogram Embedding* 82.6 73.4
Normalizing Flow 60.9 58.3 9 9
i i Learned Embedding 80.6 66.1

are executed on a single NVIDIA Titan Xp GPU with 12,196M Memory.
4.5.1 Experiments on MovieLens 1M

Problem setup The MovieLens 1M dataset contains approximately;®00 movies and
6; 040 users, together with over one million ratings (Harper and Konstan, 2015),
hence 3900 AD tasks in total, one for each movie. We ignore all rating scores and
only keep the binary information of whether movies are rated (exposed) or not. We
split users into training and testing sets with 8:2 ratio. The goal for each AD task is
to distinguish between \common users" (nominal) and \fresh users" (anomalous) in

the testing set.

Feature pre-processing In MovieLens 1M data, there are four categorical labels for
users: gendemuy0 age pu,0 occupation pu,g and zip-codepu,q and three cate-
gorical features for items: movie id, title, and genre. We use a deep factorization-
machine (Guo et al., 2017b) to extract user embeddings (details in appendix) for
training AD models. The detailed four categorical labelsl,.g; Una; Uno; Unz fOr

userx, will be used for testing only.

Nominal and anomalous The de nition of anomalous varies across domains (Ru
et al., 2021). We consider point anomaly in the context of recommendation systems,

which aims to identify each anomalous user for an itemn An anomalous user is de-
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ned according to a speci c user label. Take the label \age" as an example. Suppose

an itemt is exposed to a set of used *9 t x5%:::;x z‘;qu, where the age of usexh*

is uha. We identify the most frequent age category*: arg max, i nmm; 1puhd  ug

as nominal and the least frequent age category, : argmin, i Tmf 1puhd  ugas
anomalous. The AUC score is calculated on the test set by distinguishing between
the nominal and anomalous users only. Since there are multiple user labels, we may
report multiple AUC scores, one for each user label. In our experiments below, we
test on two user labels: \Age" with 5 binned categories and \Occupation" with 21

categories.

Task Itering We remove tasks that are not eligible for AD experiments. To be

precise, we rst remove tasks with fewer than 100 exposures. Among the remaining
tasks, we select 50% of them with the lowest user label histogram entropy, indicating
nominal and anomalous are distinguishable. There are 1,629 remaining tasks after

the ltering.

Methods We study CAD with the proposed conditional likelihood ratio estimation
method and two conditional density estimation methods, conditional Gaussian and
conditional normalizing ows. For conditional likelihood ratio estimation, we im-
plement a 3-layer MLP, where task embeddings are concatenated to the input. For
Gaussian, we use a 3-layer MLP with two output heads to map the task embedding
to Gaussian mean and variance. For normalizing ows, we follow (Papamakarios
et al., 2017) to stack 5 blocks, where each block is a stack of MADE (Germain et al.,
2015) and BatchNorm. For all methods, we train until their losses do not decrease,
and select the best checkpoints on validation and report results on testing data.
Implementation details are put in appendix.

The AUC results are shown in Table 4.5.1 (left). Conditional density estimation
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completely fails in the CAD scenario, on both \Age" labels and on \Occupation”
labels. Normalizing ows are much more exible than Gaussian, yet still not able
to discriminate the anomalous. This is because density estimation usually requires
large data and model capacity for learning. When conditioning on too many tasks,
density estimation may fail to distinguish the complex correlations among tasks.

This phenomenon will be further inspected in Section 4.5.2.

Task embedding initialization In conditional likelihood ratio estimation, task embed-
ding e™d plays a critical role for data sharing across tasks, since learning one task
can enhance the learning of another related task with a similar task embedding. We
compare the following choices of task embedding initialization) Graph Embedding
use learned movie features through a knowledge graph base using KTUP (Cao et al.,
2019) to initialize e™d. ii) Histogram Embedding when training on age labels, we

calculate the histogram of users' age labels for each tatsktu‘lfg; i u to ini-

s Unpaa
tialize e™d. This is similarly done for occupations.iii ) Random Initialization: use
normal distribution to randomly initialize e™d. iv) Learned Embedding initialize e™d
following the procedure in Section 4.4 wittMy 100 seed tasks. We use the same
training scheme for all initialization methods. The training detail can be found in
the appendix.

As shown in Table 4.5.1 (right), task embeddings with additional knowledge
(marked with ) are generally superior over embeddings without such knowledge.
Learned embeddings are signi cantly better than random embeddings, and even

comparable with graph embeddings, since they attempt to uncover the connections

underlying over 1 600 tasks using seed tasks.

Downstream tasks So far we have shown that our likelihood ratio can tell the anomaly

data from the nominal one. It is a good measure of the familiarity between users and

76



Table 4.5.2: Testing AUC ( 100) on CIFAR10 with increasing di culty levels k
1;2;3;4. The number in the brackets represents the total number of tasks. (Left)
Separate learning. (Right) Conditional learning.” means use pre-trained feature.

Method n k \ 1(10) 2(45) 3(120) 4(210) #params
Gaussian® | 9392 32 6645 54 6090 58 5460 60 1M Method nk | 1(10) 2(45) 3(120) 4(210)
MAF - 9196 1.7 9076 23 8377 27 7940 1.2 0.4M Gaussian * 75.76 6252 5821 56.10
LRatio © | 99.58 0.9 9857 09 97.61 11 9567 15  0.IM MAE | 02.04 8295 8054 6156
Deep SVDD 6481 6:8 5243 2:3 5143 53 5068 47 0.5M LRatio * 99.41 98.97 98.25 97.46
Csl 9428 3:8 6253 53 5578 56 5378 2:3 11.5M LRatio 95.97 93.07 87.13 78.96

LRatio 96.05 2.3 8426 50 7435 51 68.05 56 3M

Table 4.5.3: Testing AUC ( 100) on CIFAR10. (Left) Comparing various task em-
bedding initialization methods. Label embedding uses categorical label information
(marked with a *) so it has a natural advantage comparing with other methods.
The best results without extra knowledge are shown in bold. (Right) To test the
generalization performance of CAD, we train on a set of tasks (rows) and test on a
di erent set of tasks (columns).

Embedding Init. nk | 2(45) 3(120) 4(210) 5(252)

Label Emb.* pL 10q 96.50 95.13 94.21 91.90

train m ntest n \2(45) 3(120) 4(210) 5(252)

Pseudo Emb. pL 10q | 96.00 94.13 9221 85.90 2 (45) | 8911 7933 7311
. 3 (120) 95.80 | 86.62 80.53
Random Init. p. 10q | 95.97 93.07 87.13 78.96
Learned Emb. pMo 10q| 96.20 94.61 92.11  90.30 4 (210) 95.26  93.94 ' 86.52
: 0 : : : : 5 (252) 91.96 9161 91.08 |

Learned Emb. pMo 64q| 96.43 95.06 93.45 91.40

items. We could use this familiarity to diversify the recommendation (explore) or t

the user's current preference (exploit). After collecting feedback like users' reactions,
satisfaction rate, or advertisements' revenue, we can re-estimate familiarity and do
the next round of recommendations. Even though this pipeline is nearly impossible
to simulate given the current public dataset and evaluation metrics, we do believe
that the familiarity between user and item is a necessary and meaningful signal to
re ect the user behavior or item property. For more scenarios to use CAD, please

check the Appendix.

4.5.2 Experimental studies on CIFAR10

The di culty of CAD stems from the large number of correlated tasks. In this sec-
tion, we synthesize AD tasks using the CIFAR10 dataset (Krizhevsky, 2009) to gain

further understandings of the two phenomenai) why conditional likelihood ratio
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estimation leads to better CAD results; andii) why the learned task embeddings
work better than randomly initialized embeddings. To connect with previous rec-
ommendation setting, we can treat each task as a \user", the images in each task
as \items" exposed to this user. The union of items in all tasks make up the whole
dataset, which is in accordance with the recommendation that all the users share the

one item set.

Problem setup Without further speci cation, the experiments below use the default
training testing split for CIFAR10. We further split out 5; 000 samples out of @00
training samples as a validation set. CIFAR10 has ten ground-truth categories. We
will select a subset of categories, called \active categories”, to expose to a task. For
evaluation, given the task index, we select all the samples from its active category as
the nominal data and treat the remaining data as anomalous. We report the average

AUC for all tasks on the test set.

CAD with increasing complexity We arti cially create a sequence of experiments in-
dexed by 1= k & 4 with an increasing number of correlated tasks . For each task in
one experiment, we seledt active categories out of ten. We enumerate all possible
categorical combinations, resulting irCX, tasks in total. Each image is randomly ex-
posed to only one task that is active for training. The more tasks one has, the fewer
samples each task contains. We prepare four experiments with increasing complexity
k 1;2;3;4 on two scenariosi) separately learning, all tasks are learned separately;
ii) conditional learning, all tasks are learned jointly with information sharing.

We study CAD with two (conditional) density estimation methods: Gaussian and
masked autoregressive ow (MAF, (Papamakarios et al., 2017)) and compare with
two modern AD methods: deep support vector data description (Deep SVDD, (Ru

et al., 2018)) and anomaly detection with contrasting shifted instances (CSl, (Tack
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et al., 2020)). Gaussian and MAF are implemented on 128d features extracted
from an unsupervised model since they work better with high-level, dense features
((Kirichenko et al., 2020)).

Table 4.5.2 (left) shows separately learning results. There is a sharp performance
drop for Gaussian whenk grows since it can only capture one mode of data dis-
tribution. MAF is more exible than Gaussian, thus performs much better. The
performance of all methods (CSI, SVDD and LRatio) trained with raw images drops
quickly when the number of tasks increases since fewer samples are assigned to each
task. Likelihood ratio estimation exploits samples from the base distribution, thus
better discriminates nominal and anomalous both for extracted features and raw
images.

Table 4.5.2 (right) lists the conditional learning results. Conditional Gaussian is
generally as bad as separately trained Gaussian because of limited capacity. MAF
has enough capacity to learn a single task but su ers from largke. Conditional
likelihood ratio estimation performs well with the help of good task embedding and

information sharing from negative samples.

Task embedding initialization We compare learned task embeddings with the following

task embedding initialization approaches.

1. Label Embedding (Label Emb:)a binary length L vector e®® wheree®® 1 if
and only if * is active for taskt. Prior knowledge of active tasks is required.

2. Pseudo Label Embedding (Pseudo Embye cluster training data with GMM
with L components. For each task, we calculate its empirical distribution on
clusters ase™d.

3. Random Initialization (Random Init.) : initialize e™® with L-dimensional nor-

mal distributions.
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Figure 4.3 : Pairwise similarity between 120 unseen tasks indexed by rows and
columns. Lighter color represents stronger similarities. (a) Ground truth similarity
measured by the number of overlapping active categories. (b-d) Cosine similarities
measured by learned embeddings, by sampling (Mo 252, (c) Mg 64, (d)
Mo 10 seed tasks.

Table 4.5.4: Collaborative anomaly detection results in terms of AUC (100). Label
embedding uses prior knowledge (ground truth label) so it has a natural advantage
comparing with other methods (Note that the rst method \label embedding" uses
extra knowledge and is marked with *. The best results without extra knowledge
are shown in bold.).

MNIST CIFAR10

K (#tasks) 4(210) 5(252) | 2 (45) 3 (120) 4 (210) 5 (252)

Label Embedding* 99.88  99.67 | 9650 9513  94.21  91.90
Pseudo Label Embedding 97.88  98.67 | 96.00 9413 9221 8590
Random Initialization 97.02 8680 | 9597 93.07 87.13  78.96
Dual Embedding (dim = 10) 98.88  99.67 | 9620 9461 9211  90.30
Dual Embedding (dim = 64) 99.93 99.90 | 9643 9506 9345  91.40

4. Learned Embedding (Learned Emb.) (dim#y): initialize task embeddings

with M, pre-selected tasks following the procedure in Section 4.4.

We use the same architecture to integrate task embeddings, and use the training
scheme for all initialization methods. Details can be found in the appendix.

As demonstrated in Table 4.5.4 (left), CAD is generally harder when handling
more tasks. For two taskg;t?, label distribution of samples can capture the similar-
ities of tasks precisely, leading to good performance label embeddingPseudo label
embeddingtries to approximate label embedding, but it does not perform well when
the number of tasks increases dramatically due to the limitation of GMMLearned
embeddingwith a moderate number of seed tasks can do much better than GMM,

and it achieves almost the same AUC as label embeddingRandom initialization
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performs extremely poor even after ne tuning, indicting that task embedding ini-

tialization is critical in CAD.

Task generalization Surprisingly, the learned task embeddings can help identify un-
seen tasks fairly well without retraining or ne-tuning. To demonstrate this, we use
setting k  m train the pre-embedding and conditional likelihood ratio estimation
models. Then we select another setting n for testing. For each testing task, its
task embeddinge™d comes from theexisting pre-embedding model. We applg™ to
the existing conditional likelihood ratio model for testing (active categorieys. the
rest).

Table 4.5.4 (right) shows the setup, wheren;n  2;3;4;5 are selected as four
exclusive sets of tasks (from easy to di cult) for training (indexed by each row) and
testing (indexed by each column). We usenf N n) to denote training on task set
m and testing on task setn. There is a generalization from training tasks to testing
tasks since the testing performance is much better than random guessing (AUC =
0.5). The generalization can be attributed to two factors. First, learned embeddings
capture the distribution over new task well. This will be further discussed in the next
paragraph. Second, conditional likelihood ratio estimates can adapt to unseen task
embeddings and make reasonable predictions. In general, it is harder to generalize
from an easy set of tasks to a di cult set of tasks €.g, 2N 5) than vice versa (N 2).
This is because the easy set of tasks cannot precisely characterize the ne-grained
correlations among the set of di cult tasks. However, this does not mean we can
always train on hard tasks and expect to consistently achieve the best performance
among all task sets since the result off8 2 is better than 5N 2, indicating the task
set 3 is \closer" to task set 2 in the task semantic space, thus a better generalization

performance.

Visualize generalization through task embeddings The learned task embeddings are gen-
eralizable because they can measure high-level semantics, thus express correlations

among di erent tasks. We pre-train a task embedding model with all 252 tasks where
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k 5 out of 10 categories are active. Then we use the task embedding model to
encode another 120 unseen tasks with 3 active categories. We nd that the
learned task embeddings can approximate similarities between those 120 new tasks
even the pre-trained network has not seen them before. Figure 4.3(a) shows the
ground-truth similarity, measured by the number of overlapping categories between
two tasks. It turns out the similarity are mainly preserved by learned embeddings in
(Figure 4.3(b)). Learned embeddings are robust, since even a few sub-sampled in-
dices (64 indices in Figure 4.3(c) and 10 indices in Figure 4.3(d)) can approximately

preserve task similarities.

4.6 Conclusion and Future Work

In this paper, we studied a series of correlated anomaly detection problems with
exposure data. The key to jointly learn these AD tasks is to share information
(collaborate) across them by explicitly or implicitly sharing data among tasks. Our
study nds that using conditional likelihood ratio estimation with the learned task
embeddings can e ciently perform CAD on MovieLens 1M with over thousands of

tasks. We further studied the CIFAR10 dataset with a massive number of correlated
yet di erent tasks, demonstrating that the proposed combination is superior to other

possible choices, when data for each task is scarce, and its generalization ability.
The current work has a few limitations, which can be studied in future work.

For example, the choice of seed tasks can be more selective than random picking. A

full- edged CAD may adapt to streaming data where new users and items come in

real-time.

4.7 Supplementary
4.7.1 Log-likelihood Ratio Estimation

Proof of Proposition 1 in Section 3.2.

Expanding the expectation over tasks. We get

ErkKLpP9pgs ~ m™KL pofpgs (4.5)

t
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We need to solve a minimization problem with constraints:

S P9 q
min Eqn mP9jog ————
pcapp 9 ppxq
»
s.t. pxax L (4.6)

With the Lagrange multiplier , we need to nd function ppxqg to minimize the
Lagrangian

»

pLq
Eqp‘qpxq mptq |Og w

Xx 1 : 4.7
t o q ppx o (4.7)

After removing additive terms unrelated toppx g we get

»

mP9 ik glogpx g p pxq dx: (4.8)

In the calculus of variations,ppx qis varied by adding a function ppxqto it with

multiplier, where N 0:

»

m*f9ixglog pxq  ppxg g ppxaqdx:  (4.9)
t
The change in the value to rst order in should be zero. By taking derivative w.r.t.

and let 0, we get

»

MPfx g ppmaq dx O (4.10)
: ppX

The above equation is valid for any functionppxq

1 .
—— " mPdg™d 0: 4.11
PRy a 'Xq ( )

After reordering terms, we get

xg 2 mRPg (4.12)

t
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3 o
Since pxq 1and ,mP9% 1, taking the integral overx on both sides of

Equation 4.12 permits 1. Finally, we get
pxq ~ mPiixg (4.13)

t

This concludes our proof.

Proof of the optimal solution to Equation 3

Suppose we have two distributiongpx q and ppx g their log-likelihood ratio rpxq
logpopx afppx qgcan be estimated as follows.

First, we independently drawN samples fromgpx gand label those data as pos-
itive: tX;i;y; 1N ;. Similarly we draw N samples fromppx g as label those as
negative: tx;;y; 12N, ;. We combine all positive samples and negative samples
into one datasetD t x;;y;t?N,. In the limit of N N 8 , the mixed distribution

satis es:

aexq

T (4.14)
pxa g

py  1xq

Then we train a binary classi er on the mixed datasetD. Suppose we are using a

linear logistic regression model:

pyIx; 0 p ’xg (4.15)
where is the sigmoid function:
1
Y (4.16)
Then
g q Py  1xq
log—— o
gpmq 91 Py 1xq
Py 1x; g
lo
T oy 1x; g
p ' xq
log 0 Ixq
Ix: (4.17)



One can use a non-linear model implemented with a neural netwokkx; qto get a

better estimation of the log-likelihood ratio.

4.7.2 Role of this work: downstream tasks

CAD at its core is an anomaly detection problem dealing with multiple correlated
tasks. The recommendation system is one of the possible directions that CAD can
help with. Here we provide a short comparison of the proposed problem and tradi-
tional click-through rate models.

CTR models are dealing with a classi cation problem
ppy  1luser;itemq

wherey could be interactions between the user and item. It requires both the positive
labels and negative labels to get such a model. However, the labeled interaction
in the Recommendation system is alwaysparse and noisy , especially for those

negative labels. Because it could be \unmatched pairs" as well as \unknown pairs"
if the user has not accessed the item. In our CAD framework, we're trying estimate

the distribution over the items (or users) given the exposed user (or item) through

patemjusery 19

or ppuselitem;y  1g The estimation is based on the exposure data only

The distribution of the exposure data is as important as estimating the interaction
between the user and items and can be treated as an independent task to study
on. Here we provide two real scenarios here to the two terms we mentioned in the

introduction part.

Recommendation Diversity Consider another modelppusergadvertisementy  1qg
Consider the case when an advertisement has been shown to several people but
no one clicks it. In this case, the \show" operation generates a large amount of
exposure data. At this moment, the bandit model doesn't work since no reward has

been received so far. Given the fact that the user is in million-level and the advertiser
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cannot a ord to post the AD to everyone, he would like to post it to users as diverse
as possible. Our anomaly detection could provide quantitative guidance on choosing

the clients.

User preference Consider the modelpgtem|usery  1g Consider the case that an
online shopping store is on sale and the user enters into the website. Before the nal
transaction, we would not know their true preferences. The seller will show diverse
items at the beginning. As the user buys more and more items, the distribution of
the exposure data also changes, we could use our estimated uncertainty to control
the ratio of similar and dissimilar items shown to the users. If the user is scanning
durable pants and the climbing powder. The estimated distribution will be more
concentrated and we'd like to recommend more climbing gears to users. If the user
is scanning di erent kinds of sports clothing and gear, the distribution is relatively

more smooth and equipment for other sports will be shown.

4.7.3 Conditional Normalizing Flow

Feature extractors.

A good image generator implemented with normalizing ows may not be a good out-
of-distribution detector, since normalizing ows tend to capture pixel correlations
rather than semantics during training Kirichenko et al. (2020). Moreover, normal-
izing ow models for image generation often requires a large number of parameters
and a long training time, which is not applicable when the number of tasks is large.
To resolve the above issues, we use pre-trained low-dimensional features instead of

raw images to train normalizing ows. The features are extracted using unsupervised
contrastive learning Chen et al. (2020b) with a ResNet-18 as the backbone model.
The training accuracy on the extracted features is 90.2% with a linear classi er,
demonstrating high feature quality. The unsupervised learning procedure guarantees
that the extracted feature does not leak its label information while preserving image

semantics.

86



Two ways to implement conditional normalizing ows.

In the following, we usee™? to represent task-speci ¢ information, which can involve

in the prior and the invertible mappingf as follows:

Bf 1

L logox|e™q 109 eneff uqPXqq log Det%p(q :

Task-speci ¢ priors  For un-conditional normalizing ows, the prior is usually set
as a centered isotropic Gaussian. In our conditional case, each tdaskas its task-

speci ¢ Gaussian prior _x, with a uniformly sampled mean vector and an identity

prior

covariance matrix.

Task-speci ¢ mappings MAF uses Masked Autoencoder for Distribution Estimation
(MADE) as its building blocks. The core idea behind MADE is autoregressive ow,

which generates data recursively by
Xi Uiexp i i

Where | fmX1i 1§ i 9Xi1i 10 u is randomly generated from the previous
layer or the prior distribution. In our MADE implementation, function f and g are
both 4-layer autoregressive fully connected layer with masking. The task specic

features are combined with the output of each MADE layer by scaling and biasing,

ie. foxe f dtanhpeld q tanhpeld g The hyperbolic tangent function is used to

bias
stabilize the training, and it can be replaced with deep neural networke®? = and
el are trainable task embeddings. These parameters are shared among di erent
i in one layer. The same technique also applies to functian For more details on
MAF, please refer to the origin paper Germain et al. (2015); Papamakarios et al.
(2017).

Our implementation refers to two Github codebases?.

! pytorch-normalizing- ows: https : {{ github :confkarpathy {pytorch  normalizing flows .

2 pytorch- ows: https : {{ github :confikostrikov {pytorch  flows
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Figure 4.4 : The novelty in this toy example is de ned as the new categories has
not been seen. These three tasks have di erent positive sets. Di erent task can own
the digit from the same category.

Task Embedding

In Table 3, we list di erent ways to initialize the task embedding. Figure 4.4 provides
a basic problem setting, by which we provide an explicit way to show how to get
\label embedding".

In this toy example, we use 14 images with their labels from MNIST to constitute
three collaborated tasks, as illustrated in Figure 4.4. Each task is exposed to two
categories and novel to the third category. The rst two tasks are correlated since
they both own category \1" as positive examples, and task 2 can observe category
\0" sampled from task 1 as its negative examples.

In this special case, one can represent each task using its empirical distribution

on the ground-truth labels. For this toy example, we have™d r %; %; Os (two "O's

and two “1's),e® r 0;2:3s ande® r 2

12,3 3,0, 2s where thek-th index represents

the proportion of digit \k" in each task. This task embedding is very informative

since each task can be identi ed by the collection of labels assigned to it. And the

length of eache™® equals to the number of categoriek .

4.7.4 Experimental Details

In this section, we give full descriptions of models in our experiments.
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MNIST and CIFAR10

When designing experiments on MNIST and CIFAR10, we fully consider the follow-

ing recommendation settings,

" [Training] Feature of items (could be categories or features learned by deep

retrieval models)N The pixel-image or features extracted from the image.

" [Training] An item is exposed to several userBl The data in each task has

overlapped categories.

" [Evaluation] The category information (age, occupationN The category of

each image.

Figure 4.5 demonstrates the network structure of the likelihood ratio estimation
model ( p<;e; qin Algorithm 1) for MNIST and CIFAR10. We resize all MNIST
gures from their original size 28 28 to 32 32 to align with CIFAR10 gure
sizes. The data augmentations include random crop with padding (Pad the image to
40 40 with zeros, then randomly choice a 3232 area) and random horizontal ip.
We normalize pixels for each channel such that their mean equals zero and variance
equals one.

The pre-embedding model uses a similar feature extractor, followed by a fully
connected layer mapping from feature dimension.dim*8 to 256. Then Mg fully

connected output heads are used to predict the likelihood ratio fov, seed tasks.

MovieLens 1M

Feature Extractor Unlike CIFAR10 and MNIST where each image has its raw pixel
representation, the user feature is implicitly represented by the interaction between
movies and users. We treat MovieLens as a click-through rating prediction dataset
and use a deep factorization-machine Guo et al. (2017b) to extract user embeddings
x. After training the factorization model, we use the trained embedding layer to

extract the features of each user. During the training process, all users are visible to
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Figure 4.5 : The framework we use to train MNIST and CIFAR10.x denotes the
input matrix. e is the task embedding. FC represents the fully connected layer. The
brackets followed by contains the dimension of its input and output. €im is the
dimension of the task embedding. The de nition of aim and the detail of feature
extractor can be found in Table 4.7.5.

Figure 4.6 : The framework we use to train MovieLens 1M. The de nition of fdim,
e.dim and the detail of neural network can be found in Table 4.7.6.

the model, so we can get the feature of each user. We implement this method using

code from Cao et al. (2019).

Hyper-parameters Figure 4.6 demonstrates the network structure of the likelihood
ratio estimation model { px;e; qin Algorithm 1) for MovieLens 1M dataset. The
pre-embedding model uses the same network structure. The only di erence is that
we change the way to integrate task embeddings from adding them to the input to

adding Mg output heads in the pre-embedding model.
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Table 4.7.5: The network structure of feature extractor for CIFAR10 and MNIST.
Each operation contains four parts: (kernel size, stride, padding size), number of
output channels, batch normalization (BN), and activation function. In our setting,
we use cdim = 64. The output size is a three-dimensional vector: (width, height,
channel). The input channel is 3 for CIFAR10 and 1 for MNIST.
Stage Operation Output Size
Input Data Augmentation (32,32,3 or 1)
1 (4, 2, 1), cdim, BN, ReLU (16, 16, cdim)
2 4, 2, 1), cdim*2, BN, ReLU | (8, 8, cdim*2)
3 (5, 1, 0), cdim*4, BN, ReLU | (4, 4, cdim*4)
4 (4, 1, 0), cdim*8, BN, (1,1, cdim*8)

Table 4.7.6: The network structure of logistic regression for MovieLens 1M. Each
operation contains three parts: (input size, output size) of fully connected layer,
activation function and dropout rate. f.dim represents the dimension of input data.
e_dim is the dimension of the task embedding. We usedim=100, e.dim = 16.
Stage Operation

1 (f_dim + e_dim, 32), ReLU, Dropout (0.5)
2 (32, 32), ReLU, Dropout (0.5)
3 (32, 16), ReLU, Dropout (0.3)
4 (16, 1), Linear , No Dropout

More results on MNIST

Similar to Table 3 (left) in the main text for the CIFAR10 dataset, we study di erent
task embedding initialization methods (see Section 5.2 in the main text for de nitions
of those task embeddings) on the MNIST dataset with two CAD settings whete 4
with CJ, 210 tasks, andk 5 with C3, 252 tasks. We skip the setting with

k 2andk 3 since those settings are too simple such that every method we tried

can get almost 100% AUC. The results is shown in Table 4.7.7.
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Table 4.7.7: Testing AUC ( 100) on MNIST. Label embedding uses prior knowledge
(ground truth label) so it has a natural advantage comparing with other methods
(Note that the rst method \label embedding” uses extra knowledge and is marked
with *. The best results without extra knowledge are shown in bold.).

Embedding Init. n K (#asks) | 4 (210) 5 (252)

Label Embedding* 99.88 99.67
Pseudo Label Embedding 97.88 98.67
Random Initialization 97.02 86.80

Learned Embedding ( Mg 10) | 98.88 99.67
Learned Embedding ( Mo 64) | 99.93 99.90
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3}

Adversarial Learning of a Sampler Based on an
Unnormalized Distribution

5.1 Introduction

Signi cant progress has been made recently on generative models capable of synthe-
sizing highly realistic data samples (Goodfellow et al., 2020; Van Den Oord et al.,
2016; Kingma and Welling, 2013b). Ippxqrepresents the true underlying probability
distribution of data x P X, most of these models seek to represent draws ppxq
asx hpgand p, With @ a speci ed distribution that may be sampled eas-
ily (Goodfellow et al., 2020; Radford et al., 2015). The objective is to learm p g
modeled typically via a deep neural network. Note that the model doesn't impose a
form on (or attempt to explicitly model) the density function g pxqused to implictly
model ppxg

When learningh p qit is typically assumed that one has access to a set of samples
tXju 1.n, With each x; drawn i.i.d. from ppxg While such samples are often avail-
able, there are other important settings for which one may wish to learn a generative

model for ppxg without access to associated samples. An important example oc-
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curs when one has access to amnormalizeddistribution upxg with ppxg upxqg{C
and normalizing constantC unknown. The goal of sampling fromppxq based on
upxqis a classic problem in physics, statistics and machine learning (Hastings, 1970;
Gelman et al., 2013). This objective has motivated theoretically exact (but expen-
sive) methods like Markov chain Monte Carlo (MCMC) (Brooks et al., 2011; Welling
and Teh, 2011), and approximate methods like variational Bayes (Ho man et al.,
2013; Kingma and Welling, 2013b; Rezende et al., 2014) and expectation propaga-
tion (Thomas et al., 2001; Li et al., 2015). A challenge with methods of these types
(in addition to computational cost/approximations) is that they are means of draw-
ing samples or approximating density forms based arxg but they do not directly
yield a model likex h pgand b, with the latter important for many fast
machine learning implementations.

A recently developed, and elegant, means of modeling samples baseduptq
is Stein variational gradient descent (SVGD) (Liu and Wang, 2016). SVGD also
learns to draw a set of samples, and an amortization step is used to learn h pq
and p based on the SVGD-learned samples (Wang and Liu, 2016; Feng et al.,
2017; Pu et al., 2017). Such amortization may also be used to buhldp g based on
MCMC-generated samples (Li et al., 2017b). While e ective, SVGD-based learning
of this form may be limited computationally by the number of samples that may
be practically modeled, limiting accuracy. Further, the two-step nature by which
X h pqgis manifested may be viewed as less appealing.

In this paper we develop a new extension of generative adversarial networks
(GANSs) (Goodfellow et al., 2020) for settings in which we have accessupxq rather
than samples drawn fromppxg The formulation, while new, is simple, based on
a recognition that many existing GAN methods constitute di erent means of esti-
mating a function of a likelihood ratio (Kanamori et al., 2010; Mohamed and Lak-
shminarayanan, 2016; Uehara et al., 2016). The likelihood ratio is associated with
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the true density function ppxgand the modelq pxg Since we do not have access to
ppxgor q pxg we show, by a detailed investigation of -GAN (Nowozin et al., 2016),
that many GAN models reduce to learninggopppxa{q pxqq where gop qis a general
monotonically increasing function. f -GAN is an attractive model for uncovering
underlying principles associated with GANs, due to its generality, and that many
existing GAN approaches may be viewed as special case$ €6AN. With the un-
derstanding provided by an analysis of -GAN, we demonstrate howgoppxa{g pxqq
may be estimated viaupxg and an introduced reference distributionp, pxg As dis-
cussed below, the assumptions gnpxqare that it is easily sampled, it has a known
functional form, and it represents a good approximation t@ pxg

For the special case of variational inference for latent models, the proposed
formulation recovers the adversarial variational Bayes (AVB) (Mescheder et al.,
2017) setup. However, we demonstrate that the proposed approach has more ap-
plicability than inference. Speci cally, we demonstrate its application to soft Q-
learning (Haarnoja et al., 2017), and it leads to the rst general purpose adversarial
policy algorithm in reinforcement learning. We make a favorable comparison in this
context to the aforementioned SVGD formulation.

An additional contribution of this paper concerns regularization of adversarial
learning, of interest when learning based on samples or on an unnormalized distri-
bution upxg Speci cally, we develop an entropy-based regularizer. When learning
based onupxg we make connections to simulated annealing regularization methods
used in prior sampling-based models. We also introduce a bound on the entropy,
applicable to learning based on samples apxg and make connections to prior work

on cycle consistency used in GAN regularization.
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() (b)

Figure 5.1 : lllustration of learning q in the two di erent settings of the target
ppxg (a) Learning from an unnormalized distribution, as in RAS; (b) Learning from
samples, as in the traditional GANSs.

5.2 Traditional GAN Learning

We begin by discussing GAN from the perspective of tife-divergence (Nguyen et al.,
2010b), which has resulted irf -GAN (Nowozin et al., 2016). f -GAN is considered
because many popular GAN methods result as special cases, thereby a ording the
opportunity to identify generalizable components that may extended to new settings.
Considering continuous probability density functiongpxgand gpxgfor x P X, the f -

3

divergence is de ned aDrpojaq  , quxdf % dx, wheref : R N R is a convex,

lower-semicontinuous function satisfying plg 0. Di erent choices off rr pxqs with
rexq  pxafgecg yield many common divergences; see (Nowozin et al., 2016) and
Table 5.2.1.

An important connection has been made between tHedivergence and generative

adversarial learning, based on the inequality (Nguyen et al., 2010b)
Drppiaq ¥ sup Ex prTxgs Bx off pTxqgs (5.1)

where f pqis the convex conjugate function, de ned as pq SUP,pdom, tut
f pugu which has an analytic form for many choices of (Nowozin et al., 2016).

Further, under mild conditions, the bound is tight whenTxqg f? %; wheref Yorq

is the derivative off orq Even if we knowf rqwe cannot evaluateTpxq f? %
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explicitly, becauseqpxq and/or ppxqare unknown.

Note that to compute the bound in (5.1), we require expectations wrp and q,
which we e ect via sampling (this implies we only need samples fromand g, and do
not require the explicit form of the underlying distributions). Speci cally, assumep
corresponds to the true distribution we wish to model, and is a model distribution
with parameters . We seek to learn by minimizing the bound of D¢ pp}q g in
equation 5.1, with draws fromq implemented asx h p qwith b, Where
is a probability distribution that may be sampled easily €.g. uniform, or isotropic

Gaussian (Goodfellow et al., 2020)). The learning problem consists of solving

p; "q argmin argmax E, T xgs
E orf pT th paggs (5.2)

where T xq is typically a (deep) neural network with parameters , with h pq
de ned similarly. Attempting to solve (5.2) producesf -GAN (Nowozin et al., 2016).

One typically solves this minimax problem by alternating between update of
and (Nowozin et al., 2016; Goodfellow et al., 2020). Note that the update ofonly
involves the second termin (5.2), corresponding to argmak o rf pT ph p qqgsRe-
call that the bound in equation 5.1 is tight whenT xq f rppxa{q, ,mxgs(Nguyen
et al., 2010b), where ,, ; represent parameters from the previous iteration. Hence,

assumingT  xq f¥pmxqg{qg, ,pxgs we update as

n argmax E o grpgh pqafl, .o pqags (5.3)

wheregmq f o 'raq

Di erent choices of f yield a di erent optimal function gprq (see Table 5.2.1).
However, in each case is updated such that samples frong yield an increase in the
likelihood ratior , ,mxq ppxa{q, ,pxq implying samples fromq better match ppxq
than they do g, ,jxg Recall that the likelihood ratior , ,xqis the optimal means
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Table 5.2.1: Functionsgrgand f prqcorresponding to particularf -GAN setups.

f- forg grqg in

Divergence update

Kullback- rlogr r

Leibler

(KL)

Reverse logr logr

KL ? ?

Squared pr 1 T

Hellinger

Total vari- | [r  1|{2 Zsignor

ation 19

Pearson 2 || pr 1¢ o 1 2r

Neyman o 1cf{r Yr

2

GAN rlogr pr log -
lglogr 1q

of distinguishing between samples fromppxgand q, ,xqg(Van Trees, 2004; Neyman
and Pearson, 1933). Hence,, ,pxqis a critic, approximated through T g that
the actor g seeks to maximize when estimating.

We may alternatively consider

n argmax tEx pxqlogr pv pxqgs
E glogrl pvph,  pqgqqgsu (5.4)

n argmax E ¢ 0Qrw ,ph pggs (5.5)

where nowgerqis an arbitrary monotonically increasing function ofr, p qis the
sigmoid function. From (Kanamori et al., 2010; Mescheder et al., 2017; Gutmann
and Hywarinen, 2010b), the solution to (5.4) is

w xq logrppxa{g, ,mqs (5.6)

where modelw pxgis assumed to have su cient capacity to represent the likelihood

ratio for all x PX. Hence, heren pxqreplacesT pxqfrom f -GAN, and the solution

to w pxqis a particular function of the likelihood ratio. If gopv xgg w pxq this
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corresponds to learning based on minimizing the reverse KL divergence g pg
When gopq logr p gs one recovers the original GAN (Goodfellow et al., 2020),
for which learning corresponds tqo’f Aq argmin argmax tEx pxqlogr pv pxqgs
E glogrl  pw ph pgqgsu

In (5.4)-(5.5) and in f -GAN, respective estimation ofw pxq and T pxq yields
approximation of a function of a likelihood ratio; such an estimation appears to be
at the heart of many GAN models. This understanding is our launching point for

extending the range of applications of adversarial learning.

5.3 Unnormalized-Distribution GAN

In the above discussion, and in virtually all prior GAN research, access is assumed
to samples from target distribution ppxg In many applications samples fromppxq
are unavailable, but theunnormalizedupxqis known, with ppxqg  umg{C but with
constant C i upxadx intractable. A contribution of this paper is a recasting of
GAN to cases for which we haveipxq but no samples fromppxq recognizing that
most GAN models require an accurate estimate of the underlying likelihood ratio.

We consider the formulation in (5.4)-(5.5) and for simplicity setgopy pxqq
w Xq although any choice ofgyp qmay be considered as long as its monotoni-
cally increasing. The update of remains as in (5.5), and we seek to estimate
logrpxafq, ,xgsbased on knowledge afipxg

Since logppxa{q, ,pxqs logrupxa{q, ,pxgs logC, for the critic it is su cient to
estimate loguxa{q, ,mgs Toward that end, we introduce areferencedistribution
prpxq that ggmay be sampled easily, angiiqhas an explicit functional form that
may be evaluated. The reference distribution can be connected to both importance

sampling and the reference ratio method developed in bioinformatics (Hamelryck

et al., 2010). We have
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HXq s log P9 log U (5.7)

g, .Xq I_qjh Xq I_j%i%

F1 Fo

logr

whereF, may be evaluated explicitly. We learrF; via (5.4), with Ex ,xqChanged to

Ex pmq Therefore, learning becomes alternating between the following two updates:

n argmax tE, pxqlogr pv xqqgs
E logrl pvph, pgggsu (5.8)

Uph p qqg (5.9)

argmax E w logr
n arg o W, paq gprphpqq

We call this procedurereference-based adversarial samplif®AS) for unnormal-
ized distributions. One should carefully note its distinction from the traditional
GANSs!, which usually learn to draw samples to mimic the given samples of a target
distribution. To illustrate the di erence, we visualize the learning schemes for the
two settings in Figure 5.1.

The parameters of reference distribution, pxgare estimated using samples from

g . We consider di erent forms ofp, depending on the application.

" Unconstrained domains For the case when the supporiX of the target
distribution is unconstrained, we modelp, pxgas a Gaussian distribution with
diagonal covariance matrix, with mean and variance components estimated via

samples fromq, ,, drawn asx h _ ,pqwith G-

" Constrained domains  In some real-world applications the supportX is

bounded. For example, in reinforcement learning, the action often resides

1 We refer to generative models learned via samples as GAN, and generative models learned via
an unnormalized distribution as RAS.
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within a nite interval rc;; s In this case, we propose to represent each di-

mension ofp, as a generalized Beta distribution Betg*o; "oicy c;g The shape

parameters are estimated using method of momentsy * a M 1 and

N apl aq al o vt 1 1
o Pl ag —=— 1 ,wherea - o andv o ad and a-and v- are

sample mean and variance, respectively.
5.4 Entropy Regularization

Whether we perform adversarial learning based on samples frgoxg as in Sec.
5.2, or based upon an unnormalized distributiompxg, as in Sec. 5.3, the update of
parameters is of the form ,, argmax E g gorlogmpph p qafi, . p gqgswhere
logmopxa{g , ,pxqais approximated as in (5.4) or its modi ed form (for learning from
an unnormalized distribution).

A well-known failure mode of GAN is the tendency of the generative model,
X h pqwith Gp, to under-represent the full diversity of data that may be
drawn x  ppxqg Considering , argmax E g gorlogmph paafi, . pgggs »
will seek to favor synthesis of datax for which g, ,xqis small andppxqglarge. When
learning g xqgin this manner, at iteration n the modelq , tends to favor synthesis of
a subset of datax that are probable fromppxgand less probable frong , ,pxg This
subset of data thatq, models well can change witm, with the iterative learning
continuously moving to model a subset of the data that are probable viappxg This
subset can be very small, in the worst case yielding a model that always generates
the samesingle data sample that looks like a real draw frompxq in this caseh pq
yields the same or near-same output for all ¢, albeit a realistic-looking sample
X.

To mitigate this failure mode, it is desirable to add a regularization term to

the update of , encouraging that the entropy ofq, be large at each iterationn,
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discouraging the model from representing (while iteratively training) a varying small
subset of the data supported byppxg Speci cally, consider the regularized update

of equation 5.5 as:

n argmax E gorw ph pggs H mq (5.10)

whereH pg grepresents the entropy of the distributionq, for j 0. The signi cant
challenge is thatHpg g Ex ¢ logqg pxg but by construction we lack an explicit
form for g pxg and hence the entropy may not be computed directly. Below we
consider two means by which we may approximatel, one of which is explicitly
appropriate for the case in which we learn based upon the unnormalizegkg and
the other of which is applicable to whether we learn via samples froppxqg or based
on uxXg

In the case for whichppxg upxg{C and upxqis known, we may consider ap-
proximating or replacing Hpg q with  E, 4 logupxg logC, and the term logC
may be ignored, because it doesn't impact the regularization in (5.10); we therefore
replace the entropyH pg g with the cross entropy E, ¢ logppxg The rst term in
(5.10) tends to encourage the model to learn to draw samples whemq or upxq is
large, while the second term discourages over-concentration on such high-probablity
regions, as Ey 4 logpmxq becomes large whem encourages samples near lower
probability regions of ppxg This will ideally yield a spreading-out of the samples en-
couraged byq , with high-probability regions of ppxg modeled well, but also regions
spreading out from these high-probability regions.

To gain further insight into (5.10), we again consider the useful casegfw ,ph p qgs
w . pggand assume the ideal solutionv . jxq logrppxag{q, ,pxgs In this case
cross-entropy-based regularization may be seen as seeking to maximize wthe

function
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Ex q logrppxa{g pxgs Ex q logpmq
Ex q logrppxdt  {q xgs

For the special case oppxq expr Emxqs{C, with Epxq j 0 an \energy" function,
we havepmxdt expr TiE pxgsC with T H{pl g Hence, the cross-entropy

regularization is analogous to annealing, with P 10;1g N 1 corresponds to high
\temperature" T, which as N 0 is lowered and withpxgdt N ppxg When

i O the peaks inppxgare \ attened out," allowing the model to yield samples that
\spread out" and explore the diversity ofppxg This interpretation suggests learning
via (5.10), with the cross-entropy replacement foH pg g with  near 1 one at the
start, and progressively reducing toward O (corresponding to lowering temperature
T).

The above setup assumes we have accessi®g which is not the case when we
seek to learng based on samples gf. Further, rather than replacing H pg q by the
cross-entropy, we may wish to approximatél pg q based on samples af , which we
have viax h pqwith O (with this estimated via samples fromppxqg or based

on upxg). Toward that end, consider the following lemma.

Lemma 5.4.1. Let t p|xq be a probabilistic inverse mapping associated with the

generatorq pxg with parameters . The mutual information betweerx and satis es

Ip; 9 Hpg¥Hppg E g logt plh paq (5.11)
The proof is provided in the Supplement Material (SM). Sincél ppqis a constant
wrt p; g one may seek to maximize&E ¢ logt p|h pqqgto increase the entropy
Hpg g Hence, in (5.10) we replace the entropy term witle o logt p |h paq
In practice we considett p|xq Np; Xqglg where herel is the identity ma-
trix, and  Xqis a vector mean. HenceH pg gqin (5.10) is replaced by E 4}

ph pqg$. Note that a failure mode of GAN, as discussed above, corresponds to
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many or all (p being mapped viax h pqto the same output. This is dis-
couraged via this regularization, as such behavior makes it di cult to simultaneously
minimize E 4} ph p gq$. This regularization is related to cycle-consistency (Li
et al., 2017a). However, the justi cation of the negative cycle-consistency as a lower
bound of Hpg gis deemed a contribution of this paper (not addressed in (Li et al.,

2017a)).
5.5 Related Work

Use of a reference distribution  We have utilized a readily-sampled reference
distribution, with known density function p,pxg when learning to sample from an
unnormalized distribution upxg The authors of (Gutmann and Hyvarinen, 2010b)
also use such a reference distribution to estimate the probability distribution as-
sociated with observed data samples. However, (Gutmann and Hyvarinen, 2010b)
considered a distinct problem, for which one wished to t observed samples to a
speci ed unnormalized distribution. Here we employ the reference distribution in
the context of learning to sample from a knowrupxg with no empirical samples
from ppxq provided.

Adversarial variational Bayes In the context of variational Bayes analysis,
the adversarial variational Bayes (AVB) (Mescheder et al., 2017) was proposed for
posterior inference of variational autoencoders (VAESs) (Kingma and Welling, 2013b).
Assume we are given garametric generative modep px|zgwith prior ppegon latent
code z, designed to model observed data samplég;u ;. There is interest in
designing an inference arm, capable of e ciently inferring a distribution on the latent

codez given observed datax. Given observedx, the posterior distribution on the
3

code isp [E|xq p p|zopea{p ma9p x|zeprzg wherep xq  p X|zeprzedz, and

U me;xq p X|zoppzgrepresents anunnormalizeddistribution of the latent variable

z, which also depends on the data.
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Figure 5.2 : Comparison of di erent GAN variants. The GAN models and corre-
sponding entropy-regularized variants are visualized in the same color; in each case,
the left result is unregularized, and the right employs entropy regularization. The
black dots indicate the means of the distributions.

One may show that if the procedure in Sec. 5.3 is employed to draw samples from
p fz|xg based on the unnormalizeds fz; xq one exactly recovers AVB (Mescheder
et al.,, 2017). The AVB consideredppy g w within our framework. We do not
consider the application to inference with VAES, as the experiments in (Mescheder
et al., 2017) are applicable to the framework we have developed. The generality of
the RAS is made more clear in our paper. We show its applicability to reinforcement
learning in Sec. 5.6, and broaden the discussion on the type of adaptive reference
distributions in Sec. 3, with extensions to constrained domain sampling.

Regularization The term E  logt p |h p ggemployed here was considered in
(Li et al., 2017a; Chen et al., 2018b; Zhu et al., 2017), but the use of it as a bound
on the entropy ofq is new. From Lemma 5.4.1 we see thd&  logt p|h pqqis
also a bound on the mutual information betweerx and , maximization of which is
the same goal as InfoGAN (Chen et al.,, 2016b). However, unlike in (Chen et al.,
2016b), here the mapping N x is deterministic, where in InfoGAN it is stochastic.
Additionally, the goal here is to encourage diversity in generates, which helps
mitigate mode collapse, where in InNfoGAN the goal was to discover latent semantic
concepts.

Stein variational gradient descent (SVGD) In the formulation of (5.4)-(5.5),
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