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Abstract 

Deformable image registration (DIR) is the process of registering two or more images to 

a reference image by minimizing local differences across the entire image. DIR is 

conventionally performed using iterative optimization-based methods, which are time-

consuming and require manual parameter tuning. Recent studies have shown that deep 

learning methods, most importantly convolutional neural networks (CNNs), can be 

employed to address the DIR problem. In this study, we propose two deep learning 

frameworks to perform the DIR task in an unsupervised approach for CT-to-CT 

deformable registration of the head and neck region. Given that head and neck cancer 

patients might undergo severe weight loss over the course of their radiation therapy 

treatment, DIR in this region becomes an important task. The first proposed deep 

learning framework contains two scales, where both scales are based on freeform 

deformation, and are trained based on minimizing a dissimilarity intensity-based 

metrics, while encouraging the deformed vector field (DVF) smoothness. The two scales 

were first trained separately in a sequential manner, and then combined in a two-scale 

joint training framework for further optimization. We then developed a transfer learning 

technique to improve the DIR accuracy of the proposed deep learning networks by fine-

tuning a pre-trained group-based model into a patient-specific model to optimize its 

performance for individual patients. We showed that by utilizing as few as two prior CT 
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scans of a patient, the performance of the pretrained model described above can be 

improved yielding more accurate DIR results for individual patients. The second 

proposed deep learning framework, which also consists of two scales, is a hybrid DIR 

method using B-spline deformation modeling and deep learning. In the first scale, 

deformation of control points are learned by deep learning and initial DVF is estimated 

using B-spline interpolation to ensure smoothness of the initial estimation. Second scale 

model of the second framework is the same as that in the first framework. In our study, 

the networks were trained and evaluated using public TCIA HNSCC-3DCT for the head 

and neck region. We showed that our DIR results of our proposed networks are 

comparable to conventional DIR methods while being several orders of magnitude faster 

(about 2 to 3 seconds), making it highly applicable for clinical applications.  
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1. Introduction  

1.1 Background 

Registration of one image volume to another is useful to track how a patient's 

anatomy changes over time or to combine information obtained from different imaging 

modalities. Image registration is the process of aligning two or more images by bringing 

them to the same spatial coordinate system. Volumetric images are arranged in regular 

grids called voxels, the relative alignment of which is done through registration. In this 

process, one image is called the fixed/target image, and the other is called the 

moving/source image. Applying the right spatial transformation to the moving image 

aligns it to the fixed image. If the spatial transformations are limited to global rotations 

and translations, the registration is called rigid. On the other hand, registration is called 

deformable if it includes complex non-linear local deformations.  

Rigid registration is a linear transformation with six degrees of freedom (3 

rotation and 3 translation), in which homologous points of two images are aligned 

together as closely as possible. For sites, such as skull and brain, where the anatomy is 

rigidly immobilized, rigid registration is adequate. 

While two image sets are aligned to the same coordinate system using rigid 

registration, a voxel on the coordinate system might correspond to two different 

anatomies in the two images. Deformable image registration (DIR) consists of an 
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alignment of a pair of volume images by the establishment of a dense deformation 

vector field (DVF) between the two. DIR has four critical applications in radiation 

therapy. The first application of DIR is dose accumulation [1-2]. Dose accumulation is 

often used to improve the geometric and dosimetric accuracy of radiation therapy 

treatments. The dose calculated on the planning CT is not the real dose delivered due to 

anatomy changes of the body. Lungs and liver will move due to respiration during the 

delivery of radiation treatment, which gives rise to the "dose blurring" effect of the lungs 

[3-5] and liver [6-8]. Day to day changes in the anatomy of head and neck [9], and 

prostate [10] also affect the delivery of radiation treatments. Another application of DIR 

is mathematical modeling. A mathematical model of an organ deformation can be 

generated by defining an inter- and intra-patient correspondence from multiple imaging 

sets using DIR [11]. This mathematical model can then be used for adaptive radiation 

therapy. DIR is also used in automatic segmentation, in which the spatial 

correspondence found from DIR is used to propagate a contour from a reference image 

to the updated image [12]. Lastly, DIR is used in functional imaging. The DVF registered 

from DIR can be used to evaluate the functional capability of a certain organ (e.g., lung 

ventilation map extracted from 4D-CT) [13].  
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1.2 Current Commercial Algorithm for DIR 

The algorithm used in the Varian VelocityAI software is an iterative optimization-

based process by which optimal transformation parameters are found. The 

transformation parameters are a set of coarse control points corresponding to distinct 

features of the imaged organ. Using cubic B-spline interpolation, the displacements of 

other points are determined [14]. The MIM software uses the VoxAlign algorithm, which 

is a constrained intensity-based, free-form algorithm [14-15]. Raystation uses the 

ANACONDA algorithm, which is based on free‐form deformation (FFD) as the hybrid 

DIR algorithm [16]. Eclipse and Pinnacle systems both use the implementation of 

“demons” algorithms [17]. All these algorithms used to perform the registration process 

require intensive computing and careful parameter tuning for each testing case, making 

it time-consuming and user dependent. 

1.3 Deep Learning Using Convolutional Neural Network  

Convolutional neural network (CNN) is a subset of deep neural network which 

uses convolution operation instead of matrix multiplication which is used in fully 

connected neural networks. CNN models are the most successful ones in image 

analysis due to their ability to extract features. Since the achievement of AlexNet [18], 

many variations of CNN models were proposed for segmentation, classification, and 

registration tasks. A CNN model typically consists of convolutional layers, activation 
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function layers, max pooling layers, batch normalization and drop out layers. In each 

convolutional layer, trainable convolutional kernels slide across the input feature maps 

to extract multiple channels of the feature map. Through multiple convolution layers, 

high-level abstraction hierarchical features are extracted. Max pooling layer is used to 

reduce the image sizes, to promote spatial invariance of the network, and to control 

overfitting. Batch normalization reduces the amount by which the hidden unit values 

shift around, and the dropout layer randomly drops out nodes during training to 

reduce the likelihood of overfitting. The training process is done by minimizing a 

dissimilarity metric between the predicted and target output through backpropagation 

using an optimization method. U-Net, proposed by Ronneberger et al. [19], is one of the 

most used network architectures and was used in our study as well. The U-Net 

network employs symmetrical contraction and expansion stages, with concatenating 

skip connections between them.  

1.4 DIR Using Deep Learning  

Deep learning can be integrated with conventional DIR methods. In the study 

done by Wu et al. [20], deep learning, specifically convolutional stacked autoencoder, 

was used to learn discriminative features in image patches. These learned features were 

then used in conjunction with conventional DIR methods to improve DIR accuracy of 

brain MRI. Kearney et al. [21] used an unsupervised deep convolutional inverse 
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graphics network to perform cone-beam CT to CT DIR for the head and neck region. 

Deep learning-based methods can also be used as an alternative to conventional iterative 

optimization-based methods. These methods can be classified into supervised and 

unsupervised learning.  

In supervised learning methods, ground truth DVF is provided to the deep 

learning framework so as to guide the estimated DVF to match this ground truth. The 

main limitation of supervised learning is that it is hard to obtain the ground truth DVF 

for real patients. Cao et al. [22] proposed a patched-based multi-scale CNN architecture 

where the complex mapping from an input image pair to its corresponding deformation 

field map is learned. The learning process of the CNN is supervised by introducing an 

auxiliary contextual cue. Yang et al. [23] proposed Quicksilver, which uses a fast and 

deep auto-encoder as the prediction model. Quicksilver was used to predict Large 

Deformation Diffeomorphic Metric Mapping for brain MRI registration. Sokooti et al. 

[24], proposed the RegNet model; this multi-scale model is trained in a supervised 

method by using a large set of synthetic DVF. 

Unsupervised deep learning methods require no ground truth DVF during the 

training process. In this method, a dissimilarity metric between the warped source and 

the target image is minimized. To encourage smoothness, the abrupt spatial variations in 

the DVF domain is penalized. In this method, a series of convolution, pooling, activation 
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function and up-sampling are used for DVF estimation and a spatial transformer layer is 

then used to warp the source image. In the VoxelMorph paper, Balakrishnan et al. [25] 

proposed an unsupervised single-scale CNN model for 3D DIR of brain MRI and 

compared different intensity-based metrics. De Vos et al. [26] introduced a multi-scale 

framework for both affine and deformable registration. In their study on pulmonary 

region, they achieved fast and accurate registration results by training models in a 

sequential manner to perform coarse-to-fine registration. Jiang et al. [27] proposed a 

multi-scale joint-training framework in which models were first trained separately and 

then combined in a joint-training framework for further optimization. They achieved 

more accurate DIR results for the pulmonary region. A recent area of research is 

utilization of prior patient data with deep learning for further improvement in different 

aspects of imaging. Shen et al. [30] integrated deep learning with prior knowledge in the 

data-driven image-reconstruction process. They generated volumetric CT images using 

single projection view as prior patient-specific data, and a deep learning model 

previously trained to map projection radiographs of a patient to the corresponding 3D 

anatomy.  

In our study, we developed, evaluated, and compared two different deep 

learning networks, each consisting of two models, to perform the DIR task on the head 

and neck region. In the first network, two similar U-Net models, which are based on 
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freeform deformation modeling, are stacked together to perform coarse-to-fine DIR. 

More filters are used in the second scale model to capture the finer deformations. The 

two scales were first trained separately in a sequential manner, and then combined in 

the two-scale joint training framework [27] for further optimization. One limitation of 

multi-scale joint training (MJCNN) models is that registration in low contrast regions 

remains a challenge. Also, anatomical structures in the soft tissue and airway regions of 

head and neck are patient-specific and group-based models may not be optimized for 

individual patients. Given this, we studied the efficacy of using patient-specific prior 

data to further improve the DIR accuracy of the previously trained network. This was 

achieved by fine-tuning the described pre-trained group-based model based on prior 

two CT scans of a new a patient, and then tested for registration using the patient’s third 

day CT.  

In our second study, we developed a DIR hybrid method, which uses B-spline 

deformation modeling and deep learning. In the first scale, deformation of control points 

are learned by deep learning and initial DVF is estimated using B-spline interpolation to 

ensure smoothness of the initial estimation. The second scale model was kept the same 

as that in the first network. Both networks were trained and evaluated using public 

TCIA HNSCC-3DCT dataset. The accuracy of DIR was assessed in the soft tissue and 

airway regions of head and neck both qualitatively, using difference images, and 
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quantitatively using mutual information. The performance of the two networks was also 

compared with the commercial deformable multi-pass algorithm, which is implemented 

in the Velocity AI (version 3.2.1, Varian Medical Systems, Palo Alto, CA) commercial 

software. 

1.5 Unsupervised Approach General Framework  

The DIR problem is formulated as an optimization problem, in which the loss 

function consists of two parts. This formulation is shown in Equation 1 below,  

             𝐿(𝑓, 𝑚, 𝜙) = 𝐿𝑠𝑖𝑚(𝑓, 𝜙. 𝑚) + 𝜆 ∗ 𝐿𝑠𝑚𝑜𝑜𝑡ℎ(𝜙)        (1) 

where m is the moving image, f is the fixed image, ϕ is the DVF, ϕ.M is the warped 

image and λ is the trade-off parameter. Lsim, the first part of the loss function, is an 

intensity-based metric between the target and the deformed moving, and Lsmooth is a 

regularization function. Increasing λ encourages the smoothness of the DVF by 

penalizing the spatial variation of DVF. The general framework for deep learning-based 

DIR with unsupervised approach is shown in Figure 1. Samples of fixed and moving 

images are fed to a CNN network which outputs a DVF. The estimated DVF is then 

applied to the moving image and a warped image is generated. Applying the estimated 

DVF to a moving image is done with a spatial transformer function [28]. The warped 

image is then compared with the fixed image via an intensity-based metric. The CNN 

network is trained through backpropagation when many such samples of moving and 
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fixed images are fed to the network. The parameters inside of the CNN are then adjusted 

through backpropagation such that the loss function in Equation 1 is minimized. A 

trained CNN can then output a DVF that can align an unseen moving image to its 

corresponding fixed image.  

 

Figure 1: General framework for unsupervised deep learning-based DIR 
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2. Methods and Materials  

2.1 Preprocessing 

2.1.1 Rigid Registration 

Rigid registration is the first step in preprocessing the raw CT scans. This is done 

to make sure DIR only registers deformations in the images to improve its efficiency and 

accuracy. For 3D volume images, the linear transformation that aligns a pair of fixed and 

moving images has 6 degrees of freedom. The 3 rotation matrices are the following:  

Mx = (

Cos(θ) -sin (θ) 0 0
Sin(θ) Cos(θ) 0 0

0 0 1 0
0 0 0 1

),  My = (

Cos(ϕ) 0 -Sin(ϕ) 0
0 1 0 0

Sin(ϕ) 0 Cos(ϕ) 0
0 0 0 1

), 𝑀𝑧 = (

1 0 0 0
0 𝐶𝑜𝑠(𝜔) −𝑆𝑖𝑛(𝜔) 0

0 𝑆𝑖𝑛(𝜔) 𝐶𝑜𝑠(𝜔) 0
0 0 0 1

) 

Where θ, ϕ and ω are the rotation angles about x, y and z axis respectively. The 

translation matrix is,  

𝑇 = (

1 0 0 𝑡𝑥

0 1 0 𝑡𝑦

0 0 1 𝑡𝑧

0 0 0 1

) 

Where tx, ty and tz are the translation parameters along x, y and z axis respectively. For a 

3D moving image, the following linear transformation is applied to all (
𝑥
𝑦
𝑧

) points of the 

moving image. 

(

𝑥′
𝑦′

𝑧′
1

) = 𝑇. (𝑀𝑧. 𝑀𝑦. 𝑀𝑥) (

𝑥
𝑦
𝑧
1

) 
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The 3 rotation and the 3 translation parameters are found using VelocityAI software. The 

above is implemented in MATLAB using meshgrid and interp3 functions. Rigid 

registration is performed for all scans of the training, validation, and testing samples.  

2.1.2 Cropping and Resizing Volume Scans 

3D volume scans must all have the same size before being fed into a CNN 

network. All volume scans were only selected from the base of the skull to the 9th 

vertebrae and cropped elsewhere. They were then resampled to be of size (256, 256, 64) 

with grid spacing of (1 mm, 1 mm, 2 mm).  

2.2 Two-Scale Joint-Training Framework   

Our CNN model contains two scales to perform coarse-to-fine DIR. After 

training the two scales separately, we use the joint-training framework in Figure 4. 

Multiscale framework trains both model jointly to improve the overall performance and 

minimize the composite loss at two-scale levels for further optimization. In the 

framework in Figure 4, first pairs of source and target images are concatenated in the 

 

Figure 2: Framework for the unsupervised joint-training of the two CNN models  
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channel dimension and downsampled by a factor of 2. Next, they are fed into the first 

CNN model, which has already been trained, for initial DVF estimation. The output of 

the initial DVF estimation of the first scale is upsampled to the original dimension of the 

input data and used to deform the input source image to generate the initially warped 

source image (ϕ·S). The warped source image and the target image are then 

concatenated as input to the second scale CNN model, which focuses on estimating the 

residual DVF between the warped source image from the first scale registration and the 

target image. The residual DVF estimated by the second CNN model is then added to 

the first scale DVF to yield the final DVF (ϕ2 = ϕ+Δϕ as shown in Figure 4).  

2.3 Freeform-Freeform Cascade of CNN Models   

The proposed network contains two scales, both of which are based on freeform 

deformation; namely the displacement vector of each voxel in all three dimensions is 

predicted in the DVF estimation. Both models are trained in an unsupervised method, in 

which no ground truth DVF is needed. The input tensors are of size (1,256,256,64,2). The 

first dimension is the batch size that is fed into the network at every iteration. The batch 

size is 1 due to limited memory allocation of the computer used. Once all the registration 

tasks in the training set go through the training process once, one epoch of the training is 

completed. The next three dimensions are the size of the input volumes and the last 

dimension is the channel number along which fixed and moving images are 
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concatenated. The network structure for the first scale is similar to the architecture used 

in VoxelMorph paper [19] and is shown in Figure 3. The structure consists of a decoder  

 

Figure 3: UNet architecture for scale 1. Each rectangle represents a 3D volume. Numbers inside the 

rectangles are the number of filers used at each convolutional layer. The arrows represent skip 

connection layers and the numbers below the rectangles are the resolution levels with respect to the 

input volume.  

and encoder stage. 3D convolutions are applied in both stages, with kernel size of 3. 

Convolution layers in encoding path are done with stride of 2 to reduce the spatial 

dimensions in half at each layer. Successive convolutional layers of the encoding path 

capture hierarchical features of the input image pair over coarser and coarser 

representation of the input. In the decoding stage, each convolution layer is followed by 

a LeakyReLU activation layer with 0.2 parameter and an up-sampling layer to bring the 

volume back to the original volume dimensions. Arrows represent skip connection 

layers which propagate information from the encoding stage directly to the decoding 

stage. The full resolution volume is further refined by two convolution layers to yield 

the final DVF. The output DVF has 3 channels, each representing a 3D vector field for x, 
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y and z dimensions. The first scale model is trained on the training set for 85 epochs and 

validated on the validation set to pick the best epoch. That model is then used to deform 

all the moving images in the training and validation set. The new set of registration 

tasks, consisting of the same fixed images and the warped moving images are fed into 

the second scale model, the structure of which is shown in Figure 3. The second scale 

model is trained for another 80 epochs and validated on the deformed sources of the 

validation set. 

The structure of the second scale (residual-DVF) model, in Figure 4, is similar to 

the first scale, except that the residual-DVF model has more filters in each convolutional 

layer to deal with the more complex residual deformation errors.  

 

Figure 4: Structure of second scale model 

2.4 Patient-specific Models  

The two-scale joint training model above is trained using a group of patients' 

data. 66 planning CT pairs from 11 patients were used for training, and 12 CT pairs from 
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another 2 patients were used for validation. This pre-trained model was then fine-tuned 

based on another patient's first two days' CT scans, and then tested for registration using 

the third day’s CT. In the dataset used, there are 3 scans per patient (1, 2, 3). Using scan 1 

and scan 2 yields 2 registration tasks: (1,2) and (2,1). In order to avoid overfitting to our 

limited number of samples, the two tasks were augmented to a total of 14 tasks by 

flipping and rotating for small angles (5 degrees) along x, y and z directions. Fine-tuning 

the pre-trained model based on these 14 registration tasks is done by freezing the earlier 

and final layers and only retraining the middle layers of the second scale model, as 

shown in Figure 5 below.  

 

Figure 5: Fine-tuning technique used 

 



 

16 

2.5 Spline-Freeform Cascade of CNN Models 

In a separate study we developed and evaluated a DIR hybrid method using B-

spline deformation modeling and deep learning. The motivation behind this was that 

the inherent smoothness of splines ensured a smooth initial DVF estimation. In this 

method, we changed the deformation method of the first scale to B-spline deformation 

modeling, by first learning the DVF control points with deep learning. The motivation 

behind including the B- spline deformation into the first scale model was to investigate 

whether larger deformation of the head and neck region could better be captured. The 

second scale model for residual-DVF estimation was not changed. The structure of the 

scale 1 model is shown in Figure 6 below. Similar operation layers were performed for 

 

Figure 6: First scale model based on B-spline deformation 

learning the control points. Once the volume resolution is brought up to 1/4th of the 

input volume, two convolution operations follow further refine the control point 

volume. Finally, the last convolution layer transforms features from the image domain 
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to the control point domain to yield the learned control points. Initial DVF is then 

estimated using cubic B-spline interpolation to ensure smoothness of this initial DVF. B-

spline up-sampling of control points was efficiently implemented in TensorFlow. In the 

work done by De Vos et al. [26], B-spline upsampling was implemented using 

transposed convolution with fixed precomputed B-spline kernels. TensorFlow does not 

have a 3D upsampling function with B-spline as the interpolation method. Therefore, in 

our study, the bicubic 2D (slice by slice) method was used to operate in all three 

dimensions, noting that this is not an exact but rather an approximation. The 

implementation of B-spline upsampling of control points is shown in Figure 7 below. 

 

 

 

Figure 7: Implementation of B-spline upsampling  

From Figure 7, the initial upsampling is done along depth, and the final upsampling is 

done along width to transform the sparse control points to a dense DVF. An important 

step in B-spline deformation is choosing the right grid spacing. Smaller grid spacing of 

control points (closer control points) is more sensitive to small deformations in the 
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registration process, while larger spacing (coarser control points) yields a smoother 

DVF.  

2.6 Evaluation Method 

The accuracy of the deformable registration was assessed qualitatively and 

quantitatively. Qualitatively, the difference image between the fixed and moving (M-F), 

and the fixed and deformed images (Φ.M-F) are displayed for representative slices in 

axial, coronal and sagittal views for the window level of 0 to 600 HU. Also, 

representative slices in these views are shown for the moving, deformed moving and 

fixed images, for 800 to 1400 HU to better visualize the contrast in the soft tissue. 

Quantitatively, the accuracy of the DIR is assessed on the soft tissue and airway regions. 

For each testing case, mutual information on 8 soft tissue regions and 6 airway regions 

are calculated before and after DIR. Mutual information of two discretely joint random 

variables X and Y is calculated as a double sum shown in equation below. In Equation 2, 

𝑀𝐼(𝑋, 𝑌) = ∑ ∑ 𝑝(𝑋,𝑌)

𝑥𝜖𝑋𝑦𝜖𝑌

(𝑥, 𝑦) 𝑙𝑜𝑔(
𝑝(𝑋,𝑌)(𝑥, 𝑦)

𝑝𝑋(𝑥)𝑝𝑌(𝑦)
) 

 

(2) 

p(X,Y)(x,y) is the joint probability mass function of X and Y, and pX(x) and pY(y) are the 

marginal probability mass functions of X and Y respectively. In this case, the voxel 

intensity distributions of two volume scans are the random variables.  
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2.7 Dataset 

For our study, we used TCIA HNSCC-3DCT dataset. In this dataset each patient 

has 3 planning CT scans collected during pre-treatment, mid-treatment, and post-

treatment. Therefore, each patient yields 6 distinct samples of fixed and moving images. 

The models were trained on 66 samples from 11 patients and validated on 12 samples 

from another 2 patients. The estimated DVFs from the two networks were then applied 

to the first CT scan of 4 different patients and then tested for registration using their 

third CT.  

2.8 Configuration of the Models 

The optimizer used for the training process is Adam [29], with a learning rate of 

α=10-4. Learning rate is a hyperparameter that controls how much to change the model 

in response to the estimated error, each time the weights are updated. For the patient-

specific model, the learning rate was reduced from α=10-4 to α=10-4/5. The dissimilarity 

metric Lsim in equation 1 was set to mean squared voxel-wise difference, which is often 

used for unimodal registration and when there is similar intensity distribution and local 

contrast across the scan [25]. The regularization term Lsmooth in equation 1 was set to l2-

norm DVF gradient [25] and the trade-off parameter λ was empirically chosen to be 0.02 

and 2 for the first scale and second scale respectively.  
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3. Results 

3.1 Freeform-Freeform Model, Qualitative DIR Results 

 

Figure 8: Difference image between the moving and fixed, and deformed moving and fixed for 

representative axial slices (window level of 0-600 HU) 
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Figure 9: Difference image between the moving and fixed, and deformed moving and fixed for 

representative coronal slices (window level of 0-600 HU) 
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Figure 10: Difference image between the moving and fixed, and deformed moving and fixed for 

representative sagittal slices (window level of 0-600 HU) 
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From Figures 8, 9 and 10, comparison of difference images between M-F and 

Φ.M-F demonstrate similarity of the deformed image to the fixed image. From Figure 10, 

we can observe poor DIR results in the region of streaking dental artifact. In order to 

achieve accurate DIR results in that region, an extra preprocessing step is required such 

as overriding it with the CT numbers of neighboring tissue.  

3.2 Patient-specific Model, Qualitative and Quantitative Results  

 

Figure 11: Qualitative comparison of soft tissue DIR accuracy of three finetuned models with 

the corresponding pre-trained model in the coronal view 
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Figure 12: Qualitative comparison of soft tissue DIR accuracy of three finetuned models with 

the corresponding pre-trained model in the sagittal view 

 

Table 1: Registration results (mutual information) for 8 soft tissue ROIs per test case  

Case Number Before DIR Group-based 

Model 

Patient-

specific Model 

Velocity 

1 1.03 ± 0.23 

 

1.33 ± 0.25 1.43 ± 0.22 

 

 

1.55 ± 0.19 

2 1.22 ± 0.14 

 

1.86 ± 0.15 

 

1.89 ± 0.09 
 

 

1.68 ± 0.08 

 

3 1.14 ± 0.20 

 

1.69 ± 0.21 

 

1.73 ± 0.17 
 

 

1.65 ± 0.15 

 

4 1.19 ± 0.32 

 

 

 

1.57 ± 0.22 

 

1.65 ± 0.28 
 

 

1.86 ± 0.19 
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Table 2: Registration results (mutual information) for 6 airway ROIs per test case  

Case Number Before DIR Group-based 

Model 

Patient-specific 

Model 

Velocity 

1 1.23 ± 0.20 

 

1.80 ± 0.35 

 

 

1.82 ± 0.25 

 

 

1.97± 0.56 

 

2 1.23 ± 0.39 

 

 

1.73 ± 0.45 

 

 

1.78 ± 0.34 

 

1.74 ± 0.64 

 

 

3 0.98 ± 0.32 

 

 

1.72 ± 0.33 

 

 

1.79 ± 0.31 
 

 

1.66 ± 0.45 

 

 

4 1.15 ± 0.18 

 

1.68 ± 0.19 

 

1.72 ± 0.22 

 

1.76 ± 0.23 

 

 

3.3 Spline-Freeform CNN Cascade Quantitative Results  

 

Table 3: Registration results (mutual information) for 8 soft tissue ROIs per test case  

Case Number Before DIR Spline-freeform  Freeform-Freeform Velocity 

1 1.03 ± 0.23 
 

1.24 ± 0.26 1.33 ± 0.25 1.55± 0.19 

2 1.22 ± 0.14 
 

1.74 ± 0.11 
 

1.86 ± 0.15 

 

1.68 ± 0.08 
 

3 1.10 ± 0.29 
 

1.55 ± 0.23 1.69 ± 0.21 

 

1.65 ± 0.15 
 

4 1.26 ± 0.24 1.43 ± 0.17 

 

1.57 ± 0.22 

 

1.86 ± 0.19 
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Table 4: Registration (mutual information) results for 6 airway ROIs per test case  

Case Number Before DIR Spline-freeform Freeform-Freeform Velocity  

1 1.23 ± 0.20 
 

1.71 ± 0.35 1.80 ± 0.35 1.97 ± 0.56 

2 1.23 ± 0.39 
 

1.60 ± 0.32 1.73 ± 0.45 

 

1.74 ± 0.64 

 

3 0.98 ± 0.32 
 

1.63 ± 0.41 
 

1.72 ± 0.33 

 

1.66 ± 0.45 

 

4 1.15 ± 0.18 
 

1.56 ± 0.25 
 

1.68 ± 0.19 1.76 ± 0.23 

 

3.4 Run-time 

In our study, the implementation of the networks was done in Python (v3.6) with 

Keras (v2.2.4) API using TensorFlow (v1.12.0) backend. The computer used to do the 

experiments was equipped with a GPU of NVIDIA Quadro P4000 and CPU of Intel Xeon 

with 32GB memory. The time required for estimating DVF and deforming the source 

image takes around 2.5 s on GPU for input data of dimension 256 × 256 × 64.  

 

 

 



 

27 

4. Discussion 

DIR in the head and neck region is an important task as head and neck cancer 

patients endure significant weight loss over the course of their treatment. It is also a 

challenging one as there is limited contrast in this region. In our study, we investigated 

the efficacy of using deep learning-based DIR, specifically CNNs, in place of 

conventional iterative optimization-based methods for CT-to-CT deformable registration 

of head and neck region. Since single scale models are susceptible to being stuck in local 

minima, multi-scale CNNs, such as the ones proposed in our study, are often used to 

alleviate this shortcoming. Multiscale CNNs can be made by stacking a few CNNs, each 

with their corresponding registrations tasks, to perform complex deformable 

registration. We presented two 2-scale DIR frameworks with unsupervised joint training 

of CNNs, in which features are extracted from the input pairs of 3D fixed and moving 

image data and a dense DVF is learned between them sequentially. As suggested by 

Jiang et al. [27], the joint training framework used can further improve the end-to-end 

accuracy of multiscale models. Both freeform-freeform and spline-freeform cascades 

were trained in an unsupervised approach without any ground truth DVF needed. By 

using unsupervised training instead of a supervised approach, we circumvent the need 

for accurate ground truth DVF, which is challenging to obtain for real patients. There is 

still some degree of supervision in unsupervised training, in which the target image of 

the input is used as the ground truth in the image domain. Also, in the output domain, 
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the smoothness of the DVF is enforced. The DVF estimation and source deformation 

takes only a few seconds. This remarkable advantage along with accurate registration 

accuracy makes the proposed 2-scale joint training CNN models very applicable for 

clinical tasks. 

The models were tested on 4 registration tasks and their registration accuracy 

were evaluated on soft tissue and airway regions using mutual information metric. The 

proposed models, specifically the freeform-freeform model, showed comparable DIR 

results to deformable multi-pass algorithm used Velocity AI commercial software. 

Contrary to conventional methods, there is no need for manual-tuning of parameters to 

achieve accurate DIR following the DVF estimation. This important feature makes CNN 

frameworks automatic and user independent. Even though comparable results to the 

commercial Velocity AI is achieved, like conventional DIR methods, accurate registration 

in the low contrast regions remains a challenge. Anatomical structure in the soft tissue 

and airway regions of head and neck is patient-specific; therefore, deep learning models 

trained on group data may not be optimized for individual patients. This was the 

motivation to investigate the efficacy of making our pre-trained group-based model 

patient-specific. Our qualitative and quantitative results show that fine-tuning a pre-

trained model based on the intra-patient prior data has the potential to improve the 

performance of the model by adapting it to the specific patient’s anatomy. The transfer 
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learning technique used can be valuable for applications in adaptive radiation therapy 

for head and neck cancer patients.  

The freeform-freeform model demonstrated slightly better registration results 

than the spline-freeform model. Figure 13 below shows the difference image (for a 

representative slice) between the warped moving and the fixed image, where the DVFs 

used for deforming the moving image is the initial DVF estimations from the single scale 

models in Figures 3 and 6. We can clearly see that the single scale model based on 

freeform deformation yields an enhanced matching to the fixed image.  

 

Figure 13: Qualitative comparison of first scale deformation 

 

Training and validation losses for the two single scale frameworks is shown in Figure 14. 

Even though the training loss for the two networks follows a similar trend, the 

validation loss for the single scale freeform-based deformation model is much lower. 

This suggests that the model used to estimate the control points is prone to overfitting as 

the validation loss starts to increase after around 10 epochs. Another likely explanation   
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Figure 14: Comparison of the training and validation loss for the first scale B-spline-based 

deformation and the first scale freeform-based deformation 

has to do with the chosen grid spacing of learned control points. Choosing the right grid 

spacing is a crucial step when using B-spline deformation. Smaller grid spacing of 

control points (closer control points) is more sensitive to small deformations in the 

registration process. Therefore, larger deformations will hardly be reconstructed 

correctly since many control points have to move over relatively larger distances. 

Conversely, larger spacing (coarser control points), yields a smooth DVF; but likely not 

flexible enough to capture deformations that are smaller than the grid spacing. Given 

that the volume of the learned control points in the network structure used is only 1/4th 

the dimension of the input volume, the larger deformations might not have been 

captured well enough in the first scale. Secondly, the control points learned in the first 

scale are uniformly distributed throughout the images. In B-spline deformation, 

information available for estimating deformation vector at each voxel is limited to a 
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predefined patch range. Therefore, at regions with larger deformations, this uniformity 

may not sample the DVF finely enough, leading to errors in the dense DVF estimation 

following the B-spline upsampling. On the other hand, free-form deformation is based 

on the entire volume, in which the movement of each voxel is predicted.  

 

5- Conclusion  

Compared to the conventional DIR methods, our proposed frameworks have 

comparable registration accuracy with much faster speed (about 2 seconds) for CT-to-CT 

deformable registration of head and neck region. In addition, our networks are fully 

automatic and therefore user-independent, making them highly applicable for clinical 

practice. We also showed that fine-tuning a pre-trained group based deep learning 

model into a patient-specific model improved the performance of the DIR. The 

developed unsupervised deep learning model can become a valuable tool for various 

applications in radiation therapy. Finally, our results suggest that B-spline based deep 

learning model showed inferior registration accuracy to the free form-based model, 

potentially due to limitations of the b-spline interpolation.  
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