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Abstract
The rapid advancement of text-to-speech (TTS) models has significantly improved the

realism of synthetic speech. While these advancements have numerous beneficial applica-

tions, they also raise serious ethical concerns, particularly in the areas of impersonation,

disinformation, and copyright infringement. To address these challenges, audio watermark-

ing has emerged as a promising solution by embedding imperceptible yet detectable water-

marks into AI-generated audio. However, the robustness of existing audio watermarking

techniques against common and adversarial perturbations remains inadequately explored.

This research introduces AudioMarkBench, the first systematic benchmark designed to

evaluate the robustness of audio watermarking against two primary threats: watermark

removal and watermark forgery. The benchmark consists of three key components: (1) a

newly curated dataset derived from Common Voice, ensuring diversity across languages,

biological sexes, and age groups; (2) an evaluation of three state-of-the-art watermarking

methods; and (3) an assessment against 15 distinct perturbation types under three attack

models—no-box, black-box, and white-box settings.

A comprehensive experimental analysis is conducted to examine the performance and

vulnerabilities of current audio watermarking techniques under these perturbations. The

findings indicate that while existing watermarking methods perform well under ideal con-

ditions, they exhibit significant weaknesses against specific perturbations, especially under

black-box and white-box attack models. Furthermore, this study highlights potential fair-

ness concerns in audio watermarking, as robustness disparities are observed across different

demographic groups.
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1. Introduction
Recent advancements in text-to-speech (TTS) generative models have enabled the syn-

thesis of highly realistic artificial speech, often indistinguishable from genuine human voices.

While these advancements have spurred innovation across various applications, they have

also introduced significant ethical and security concerns. These concerns include malicious

impersonation, the spread of misinformation, and potential violations of intellectual prop-

erty rights. A notable example occurred when a scammer used AI-generated speech to

impersonate President Biden in illegal robocalls during a New Hampshire primary election,

resulting in a $6 million fine and felony charges .

To address these challenges, audio watermarking has emerged as a promising counter-

measure by embedding imperceptible yet detectable watermarks into AI-generated audio.

The fundamental goal of audio watermarking is to provide a means for verifying the authen-

ticity and origin of digital speech content. A typical audio watermarking system consists of

an encoder, which embeds a unique watermark into an audio signal, and a decoder, which

extracts the watermark from a given input. By comparing the extracted watermark with

the expected ground truth, one can determine whether an audio file has been tampered

with or synthesized artificially .

Despite their effectiveness in clean environments, existing audio watermarking tech-

niques often struggle under real-world conditions where audio signals undergo various per-

turbations. Common distortions include compression techniques such as MP3 or Opus ,

background noise, and low-pass filtering, all of which can degrade watermark detectability.

Moreover, adversarial attacks specifically designed to remove or forge watermarks pose a

critical threat to the robustness of existing watermarking schemes. The resilience of au-

dio watermarking methods under these conditions remains an underexplored research area,

lacking comprehensive evaluation and benchmarking.
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FIGURE 1.1: Overview of AudioMarkBench and its evaluation framework.

1.1 Scope of This Research

This research introduces AudioMarkBench, a systematic benchmark for assessing the

robustness of audio watermarking techniques against perturbations that attempt to either

remove embedded watermarks or forge unauthorized ones. The benchmark framework

consists of three key components:

• A newly curated dataset, AudioMarkData, derived from the Common Voice corpus,

ensuring diversity across multiple languages, biological sexes, and age groups.

• An evaluation of three state-of-the-art watermarking methods, examining their ability

to withstand a range of perturbations.

• An assessment of 15 perturbation techniques categorized under three attack models:

no-box (blind modifications), black-box (adversarial queries to a watermark detector),

and white-box (full access to the watermarking model parameters).

1.2 Contributions and Findings

This thesis presents several key contributions to the field of audio watermarking:

• Benchmarking robustness: This research systematically evaluates the resilience of

audio watermarking methods under different types of perturbations, offering the first

structured comparison of their effectiveness in adversarial settings.

• Identification of vulnerabilities: The experimental findings highlight specific weak-

nesses in current watermarking methods, particularly under black-box and white-box

2



attack models.

• Fairness analysis: The study examines performance disparities across demographic

groups, revealing potential biases in existing watermarking techniques with respect

to biological sex and language variations.

The results demonstrate that while existing watermarking techniques perform well in

ideal conditions, their robustness deteriorates under adversarial perturbations. Notably,

no-box perturbations such as MP3 compression and EnCodeC effectively remove water-

marks, while white-box attacks remain the most formidable challenge for current methods.

Additionally, black-box attacks can succeed with sufficient query access to watermarking

detection APIs.

3



2. Background
2.1 Audio Generative Models

The field of generative artificial intelligence has seen rapid advancements in the syn-

thesis of high-quality audio. Modern audio generative models have achieved remarkable

realism, making them nearly indistinguishable from human-produced speech, music, and

environmental sounds , . These advancements have been largely driven by deep learning-

based architectures such as autoregressive models, generative adversarial networks (GANs),

and transformer-based audio language models.

Early generative models, such as WaveNet , relied on autoregressive sampling, generat-

ing waveforms sample-by-sample. While achieving high fidelity, these models were compu-

tationally expensive. More recent approaches, including latent diffusion models and token-

based generative models, have significantly improved efficiency and scalability. Notable

examples include EnCodec , SoundStream , and MusicGen , which compress audio sig-

nals into discrete tokens, allowing efficient generation through transformer-based sequence

modeling.

These generative models have wide applications, ranging from virtual assistants and

automated dubbing to music composition and speech synthesis. However, their ability

to generate highly realistic content has raised significant concerns regarding authenticity,

security, and ethical implications, as discussed in the following section.

2.2 Ethical and Safety Concerns in AI-Generated Audio

The increasing sophistication of AI-generated audio introduces several ethical and se-

curity risks. One major concern is the use of synthetic speech for malicious impersonation

and fraud. AI-generated voices have been used in deepfake scams, robocalls, and disin-

formation campaigns, posing a threat to public trust and security. A notable incident

involved a scammer impersonating President Biden using AI-generated speech, leading to

legal consequences and regulatory scrutiny .

Additionally, AI-generated audio raises concerns about intellectual property rights and
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content attribution. Open-sourced generative models enable broad accessibility, but they

also facilitate unauthorized usage, making it difficult to track and verify content origin .

Regulators, including the EU AI Act and White House executive orders, have proposed wa-

termarking as a potential solution to improve traceability and ensure responsible disclosure

of AI-generated content .

Another ethical challenge is the potential for bias in AI-generated content. Studies

have shown that generative models may exhibit disparities in performance across different

demographic groups, raising concerns about fairness in automated audio synthesis systems.

Ensuring the robustness and equity of generative models remains an ongoing area of re-

search.

2.3 Motivation for Audio Watermarking

Given the risks associated with AI-generated audio, watermarking has emerged as a

promising solution to authenticate and verify synthetic speech. Audio watermarking in-

volves embedding an imperceptible signal within an audio file, which can later be extracted

for verification . This technique enables detection of whether an audio file has been AI-

generated, tampered with, or subjected to adversarial modifications.

Traditional watermarking methods focus on modifying audio signals in the time or fre-

quency domain, embedding information that remains resilient to common transformations

such as compression and noise addition . However, as adversarial techniques evolve, water-

marking methods must also adapt to remain effective against more sophisticated attacks,

such as black-box and white-box adversarial perturbations.

The utility of audio watermarking extends beyond detection. It provides a means for

content attribution, helping artists and content creators maintain ownership over their

work. Additionally, robust watermarking can play a crucial role in cybersecurity, preventing

unauthorized alterations and ensuring the integrity of digital speech records.
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2.4 Goals and Challenges of Robust Audio Watermarking

The primary goal of audio watermarking is to balance three critical properties: imper-

ceptibility, robustness, and retrievability:

• Imperceptibility: The embedded watermark should remain inaudible to human lis-

teners to preserve the quality and naturalness of the audio.

• Robustness: The watermark must withstand common audio processing operations,

including compression, filtering, and adversarial attacks designed to remove or alter

the watermark.

• Retrievability: The watermark should be reliably detectable even after transforma-

tions, ensuring accurate verification.

Existing watermarking techniques face challenges in achieving these properties simul-

taneously. For example, methods that embed strong watermarks for robustness may intro-

duce perceptible distortions, while highly imperceptible watermarks may be vulnerable to

removal attacks. Addressing these challenges requires a systematic benchmarking approach

to evaluate the trade-offs between different watermarking strategies.

This thesis explores these challenges by introducing AudioMarkBench, a systematic

benchmark designed to assess the robustness of audio watermarking methods against var-

ious perturbations. The following chapters will delve into the methodology, evaluation

framework, and experimental findings of this research.
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3. Audio Watermarking Methods
3.1 Overview and Deployment of Audio Watermarking

Audio watermarking is a critical technique designed to embed imperceptible yet de-

tectable signals into audio content to verify its authenticity and traceability. As AI-

generated audio becomes more widespread, ensuring content integrity and preventing misuse

necessitates robust watermarking methods. The three watermarking methods analyzed in

this thesis—AudioSeal, Timbre, and WavMark—share a common goal of embedding and

detecting watermarks while balancing imperceptibility, robustness, and retrievability.

The deployment of audio watermarking typically involves integrating the watermarking

process into the workflow of AI-generated audio applications. In a real-world scenario,

watermarking functions as follows:

• Watermark Embedding: During the generation of synthetic speech or music, an en-

coder embeds a watermark into the generated audio while preserving perceptual qual-

ity.

• Distribution and Use: Watermarked audio is publicly distributed, used in multimedia

applications, or stored for verification purposes.

• Verification: A detector is used to extract and verify the presence of a watermark,

helping differentiate AI-generated content from human-created audio.

• Robustness Against Attacks: The watermark should remain detectable despite com-

mon audio modifications such as compression, noise addition, and adversarial attacks.

This pipeline ensures that watermarking is seamlessly integrated into audio generative mod-

els, providing a scalable solution for content authenticity verification.

3.2 Description of State-of-the-Art Methods

This study evaluates three state-of-the-art, open-source audio watermarking techniques:

AudioSeal, Timbre, and WavMark. Each of these methods follows a structured approach

involving watermark encoding, decoding, and detection, but differs in how they embed and

retrieve watermarks from audio signals.
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3.2.1 AudioSeal and AudioSeal-B

AudioSeal employs a sequence-to-sequence encoder Enc that takes an audio waveform

s and a watermark w, generating a watermarked waveform sw. During detection, the de-

coder Dec extracts the watermark and provides a global detection probability Ps, indicating

whether the audio is watermarked. If Ps exceeds a threshold τ, the audio is classified as

watermarked (Det(s) = 1), otherwise, it is unwatermarked (Det(s) = 0).

AudioSeal-B, a variant of AudioSeal, utilizes bitwise accuracy for detection. It compares

the extracted watermark Dec(s) with the original watermark w, and classifies an audio

sample as watermarked if their bitwise accuracy exceeds τ: BA(Dec(s), w) ě τ.

3.2.2 Timbre

Timbre operates in the frequency domain by transforming an input audio signal s into its

spectrogram Cs = (as, ps) using the Short-Time Fourier Transform (STFT). It embeds the

watermark w into the amplitude as while preserving the phase ps, resulting in a watermarked

audio sw = ISTFT(Enc(as, w), ps).

For detection, Timbre applies STFT to an audio sample and extracts the embedded

watermark from the amplitude component. If the bitwise accuracy between the extracted

and original watermark exceeds τ, the audio is classified as watermarked.

3.2.3 WavMark

Similar to Timbre, WavMark operates in the spectrogram domain but introduces a pre-

set synchronization bitstring ssync alongside the watermark w. This enhances the robustness

of detection. The embedding process results in sw = ISTFT(Enc(Cs, ssync Y w)), where Y

denotes bitstring concatenation.

For detection, WavMark extracts both the watermark and synchronization bitstring.

If the decoded synchronization bitstring matches ssync and the bitwise accuracy of the

watermark is above τ, the sample is classified as watermarked.

8



3.3 Determining an Optimal Detection Threshold

In real-world deployment, the detection threshold τ plays a crucial role in balancing false

positive rate (FPR) and false negative rate (FNR). A higher τ reduces false positives but

increases false negatives, potentially failing to detect legitimate watermarks. The optimal

choice of τ depends on the watermarking method and application scenario. This study

further analyzes threshold selection in Chapter 5.5 to assess trade-offs in robustness and

reliability.

The next chapter details the benchmarking framework used to evaluate these water-

marking methods under various perturbations and adversarial attacks.
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4. Perturbations and Attacks on Audio Watermarking
4.1 Attack Goals and Threat Model

Audio watermarking techniques face two primary threats: watermark-removal pertur-

bations and watermark-forgery perturbations. These adversarial techniques are designed

to undermine the integrity of watermarking systems by either erasing existing watermarks

or introducing false ones.

• Watermark Removal: The goal is to add an imperceptible perturbation δ to a wa-

termarked audio sw such that the watermarking detector Det fails to recognize it as

watermarked. Formally, this can be defined as:

δremoval = arg min
δ

Det(sw + δ) = 0 s.t. Q(sw + δ) « Q(sw), (4.1)

where Q is an audio quality metric (e.g., ViSQOL or SNR) ensuring minimal percep-

tual degradation.

• Watermark Forgery: The goal is to introduce a perturbation δ to an unwatermarked

audio su so that it is falsely detected as watermarked:

δforgery = arg min
δ

Det(su + δ) = 1 s.t. Q(su + δ) « Q(su). (4.2)

Both types of perturbations can be classified based on the adversary’s knowledge into

three categories: no-box, black-box, and white-box attacks.

4.2 Common (No-box) Perturbations

No-box perturbations do not require any knowledge of the watermarking system. These

perturbations are often natural distortions encountered in real-world audio processing or

naive manipulations aimed at disrupting watermarking detection.

We consider the following no-box perturbations:

• Noise Additions: Gaussian noise, background noise, and reverberation.

• Compression and Codecs: MP3, EnCodec, SoundStream, Opus.

• Filtering and Distortion: Low-pass filtering, band-pass filtering, equalization.

• Time-based Modifications: Speed changes, time-stretching.
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These perturbations are evaluated to assess their impact on watermark robustness under

realistic conditions.

We summarize the key parameter, its range, and a brief description for each of the 12

no-box perturbations in Table 4.1.

Table 4.1: Details of no-box perturbations.
Perturbation Key Parameter K Range of K Brief Description
Time Stretch Speed Factor [0.7, 1.5] Controls the playback speed of the audio

Gaussian Noise SNR (dB) [5, 40] Adds random noise constrained by SNR
Background Noise SNR (dB) [5, 40] Adds background noise constrained by SNR

SoundStream # Quantizers [4, 16] Neural network-based audio codec
Opus Bitrate (kbps) [16, 256] Widely used audio codec

EnCodec Bandwidth (kHz) [1.5, 24.0] Neural network-based audio codec
Quantization Bit levels [4, 64] Converts audio signal to n bit level discrete values

Highpass Filter Cutoff Ratio [0.1, 0.5] Filters out low frequency banks
Lowpass Filter Cutoff Ratio [0.1, 0.5] Filters out high frequency banks

Smooth Window Size [6, 22] Applies a Gaussian smooth effect using 1-D convolution
Echo Delay (sec) [0.1, 0.9] Adds a decayed and delayed replay

MP3 Compression Bitrate (kbps) [8, 40] Widely used audio codec

4.3 Black-box Perturbations

Black-box perturbations are adversarial modifications crafted with limited knowledge

of the watermarking system. The attacker can query the watermarking detector Det but

has no access to internal parameters.

4.3.1 HopSkipJumpAttack (HSJA)

Given an audio waveform s, to perform the Hop Skip Jump Attack (HSJA), an initial

adversarial example s+ δ must be provided, where δ is sampled using Gaussian noise in our

experiment. We employ a greedy algorithm to determine the Gaussian noise that achieves

the maximum SNR while still successfully evading detection, ensuring that δ is of minimal

size. HSJA approximates the decision boundary of Det to iteratively minimize perturbation

magnitude while achieving watermark removal or forgery:

δ˚ = arg min
δ

}δ} s.t. Det(s + δ) ‰ Det(s). (4.3)

This attack is implemented in both waveform and spectrogram domains, where optimization

is performed over either a 1-D vector (waveform) or a 2-D matrix (spectrogram). For attacks

11



directly targeting the audio waveform, s+ δ is used as the input, and δ is optimized using the

HSJA strategy. For attacks on the spectrogram, s+ δ is first transformed into a spectrogram

Cs+δ = (as+δ, ps+δ), where a and p represent the amplitude and phase, respectively. The

attacker then uses this spectrogram as the input for the attack.

Regarding gradient estimation within the HSJA algorithm, we initialize the number

of estimations at 100 and set a maximum limit of 1,000 estimations. The attack proceeds

through 10,000 iterations, maintaining other parameters at their default settings as specified

by the HSJA method.

4.3.2 Square Attack

The Square attack is specifically designed to perform adversarial attacks on image clas-

sifiers. Given a perturbation size, it leverages this boundary to try to evade the detector

by lowering the detection confidence. (In our setting, it is the global detection probability

PS or the bitwise accuracy between the decoded and ground truth watermark.) The at-

tack designs two individual algorithms for optimizing based on ℓ2 and ℓ8 perturbations.

We conducted experiments on both algorithms but only found the attack based on ℓ8 is

effective. For optimizing ℓ8 perturbations, the attack first crafts several vertical stripes

as perturbations, then adds square-shaped perturbations to perform the random search.

Given its nature of attacking images, we extend it to attack the spectrogram. To maintain

uniformity, we also run 10,000 iterations and keep the parameters the same as the default

settings. Square attack applies structured noise perturbations to alter the bitwise accuracy

of Dec(s):

δ˚ = arg min
δ

BA(Dec(s + δ), w). (4.4)

This attack operates only in the spectrogram domain, leveraging patch-based noise addition

under an ℓ8-norm constraint.
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4.4 White-box Perturbations

White-box perturbations exploit full access to the watermarking model’s parameters,

enabling precise optimization of adversarial perturbations. Given an audio sample s and

ground-truth watermark w, perturbations are crafted by optimizing:

Lce = ´
n

ÿ

i=1

wi log(Dec(s + δ)i) + (1´wi) log(1´ Dec(s + δ)i),

where wi and Dec(s + δ)i represent individual watermark bits.

For AudioSeal, an alternative ReLU-based loss function is used:

LRe = max(0, Ps ´ τ), (4.5)

where Ps is the global detection probability. These loss functions guide adversarial opti-

mization to remove or forge watermarks effectively.

The following chapter presents the benchmarking framework used to evaluate these

perturbations and assess watermark robustness under adversarial conditions.

4.4.1 Sovling Optimization Problems in White-box Perturbations

Given a watermarked/unwatermarked audio waveform sw/su, white-box performs wa-

termark removal/forgery by optimizing a perturbation δ added to the audio waveform.

Specifically, let s P RT be the waveform in length T, in white-box setting, we optimize the

perturbation δ P RT to achieve watermark removal/forgery. Detailed algorithms are shown

in Algorithm 3 and Algorithm 4.
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Algorithm 1 White-box loss: ℓ(s, w)

Require: audio s P RT, ground truth watermark w P t0, 1un, decoder Dec, detection
threshold τ

Ensure: Loss ℓ(s, w)
1: if use AudioSeal then
2: Ps Ð Dec(s) Ź global detection probability
3: return ℓ = max(0, Ps ´ τ)
4: else Ź use AudioSeal-B, Timbre, or Wavmark
5: decoded watermark Dec(s)
6: return ℓ = ´

řn
i=1 wi log(Dec(s)i) + (1´wi) log(1´ Dec(s)i)

7: end if

Algorithm 2 Compute Scaling Factor fR(s, δ, R)

Require: Signal s P RT, perturbation δ P RT, preset SNR R
Ensure: Scaling factor r

1: Ps Ð
řT

i=1 s2
i /T Ź signal power

2: Pδ Ð
řT

i=1 δ2
i /T Ź noise power

3: snr Ð 10 ¨ log10(Ps/Pδ)
4: if snr ă R then Ź Need rescaling
5: r Ð 10(R´snr)/10

6: else
7: r Ð 1
8: end if
9: return r
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Algorithm 3 Optimizing White-box Watermark-removal Perturbations

Require: Watermarked audio sw P RT, ground truth watermark w P t0, 1un, watermark-
ing decoder Dec, detection threshold τ, SNR restriction R, iteration iter, learning rate
α

Ensure: Optimal perturbation δ̂
1: δ Ð 0 P RT Ź Initialize perturbation
2: δ̂ Ð δ
3: if use AudioSeal then Ź Initial optimization function
4: Q(¨)Ð Ps(¨)
5: else Ź use AudioSeal-B, Timbre, or Wavmark
6: Q(¨)Ð BA(Dec(¨), w)
7: end if
8: Q̂Ð Q(sw)
9: for i Ð 1 to iter do

10: δ Ð δ´ α ¨∇δℓ(sw,␣w) Ź loss returned by Algorithm 1
11: r Ð fR(sw, δ, R) Ź scaling factor returned by Algorithm 2
12: if r ą 1 then
13: δ Ð δ/r
14: end if
15: if Q̂ ą Q(sw + δ) then
16: δ̂ Ð δ
17: Q̂Ð Q(sw + δ)
18: end if
19: if Q̂ ď τ then Ź early stopping
20: return δ̂
21: end if
22: end for
23: return FAIL
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Algorithm 4 Optimizing White-box Watermark-forgery Perturbations

Require: Unwatermarked audio su P RT, forgery watermark w f P t0, 1un, decoder Dec,
detection threshold τ, SNR restriction R, iteration iter, learning rate α

Ensure: Optimal perturbation δ̂
1: δ Ð 0 P RT Ź Initialize perturbation
2: δ̂ Ð δ
3: if use AudioSeal then Ź Initial optimization function
4: Q(¨)Ð Ps(¨)
5: else Ź use AudioSeal-B, Timbre, or Wavmark
6: Q(¨)Ð BA(Dec(¨), w f )
7: end if
8: Q̂Ð Q(su)
9: for i Ð 1 to iter do

10: δ Ð δ´ α ¨∇δℓ(su, w f ) Ź loss returned by Algorithm 1
11: r Ð fR(su, δ, R) Ź scaling factor returned by Algorithm 2
12: if r ą 1 then
13: δ Ð δ/r
14: end if
15: if Q̂ ă Q(su + δ) then
16: δ̂ Ð δ
17: Q̂Ð Q(su + δ)
18: end if
19: if Q̂ ą τ then Ź early stopping
20: return δ̂
21: end if
22: end for
23: return FAIL
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5. Dataset and Evaluation Metrics
5.1 Motivation for Dataset Collection

The effectiveness of an audio watermarking method depends not only on its ability to

embed and detect watermarks accurately but also on its robustness against perturbations

that may degrade watermark detectability. To systematically evaluate these properties, it

is essential to use a diverse dataset that encompasses variations in linguistic, demographic,

and acoustic properties.

In this study, we introduce AudioMarkData, a dataset curated specifically to benchmark

audio watermarking robustness. This dataset is constructed to ensure a balanced represen-

tation of different languages, biological sexes, and age groups. By including a broad range

of audio samples, we enable a comprehensive evaluation of how watermarking techniques

perform under different conditions.

5.2 AudioMarkData: Dataset Description

The AudioMarkData dataset consists of unwatermarked and watermarked audio sam-

ples, along with perturbations applied to assess watermark robustness. The dataset includes

the following components:

5.2.1 Unwatermarked Audio Samples

AudioMarkData includes two primary datasets:

• Common Voice Subset (AudioMarkData): A curated dataset from the Common Voice

dataset , containing 20,000 audio samples with annotated attributes for language (25

languages), biological sex (male, female), and age (teens, twenties, thirties, forties).

Each sample has a length of 5 seconds and a sampling rate of 16kHz.

• LibriSpeech Subset: A widely used dataset with over 1,000 hours of read English

speech derived from audiobooks . We extract 20,000 audio samples with a maximum

length of 5 seconds at 16kHz. Unlike AudioMarkData, LibriSpeech does not include

demographic attributes.

Table 5.1 summarizes the attributes of AudioMarkData.
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Table 5.1: Attributes of AudioMarkData.
Attribute #Values Values #Samples per Value

Language 25
EU, BE, BN, YUE, CA, ZH-CN, ZH-HK,

ZH-TW, EN, EO, FR, KA, DE, HU, IT, JA, LV,
MHR, FA, RU, SW, ES, TA, TH, UK

800

Biological Sex 2 Male, Female 10,000
Age 4 Teens, Twenties, Thirties, Forties 5,000

5.2.2 Watermarked Audio Samples

For each audio sample, we apply three state-of-the-art watermarking methods (Au-

dioSeal / AudioSeal-B, Timbre, and WavMark) by embedding a randomly generated 16-bit

watermark. This results in 20,000 watermarked samples per watermarking method, across

both AudioMarkData and LibriSpeech.

5.2.3 Perturbed Audio Samples

To evaluate watermark robustness, we introduce perturbations into both unwatermarked

and watermarked audio samples. These perturbations are categorized as:

• No-box Perturbations: Common real-world audio processing effects, such as noise

addition, compression (MP3, Opus, EnCodec), and filtering.

• Black-box Perturbations: Adversarial attacks where the attacker has query access to

the watermark detector but no internal knowledge.

• White-box Perturbations: Strongest adversarial attacks with full access to the water-

marking model parameters.

Due to computational constraints, we sample a subset of 200 audio samples for black-box

and white-box perturbations in each dataset.

5.3 Evaluation Metrics

To quantify watermark robustness and audio quality, we use the following evaluation

metrics:
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5.3.1 False Negative Rate (FNR) and False Positive Rate (FPR)

• False Negative Rate (FNR): The proportion of watermarked audio samples incorrectly

classified as unwatermarked.

• False Positive Rate (FPR): The proportion of unwatermarked audio samples incor-

rectly classified as watermarked.

Lower FNR and FPR values indicate a more reliable watermarking system.

5.3.2 Signal-to-Noise Ratio (SNR)

SNR measures the amount of noise introduced by perturbations relative to the original

clean audio:

SNR = 10 log10

( ř

t s(t)2
ř

t(s(t)´ s̃(t))2

)
dB, (5.1)

where s(t) is the reference audio signal and s̃(t) is the perturbed version. Higher SNR

values indicate lower distortion and better perceptual quality.

5.3.3 ViSQOL: Perceptual Audio Quality

ViSQOL is a perceptual similarity metric that simulates human auditory perception.

It ranges from 1 to 5, where a score above 3 indicates good audio quality. ViSQOL is

preferred over SNR for measuring perceptual quality because it correlates better with human

judgments.

5.4 Summary

The AudioMarkData dataset provides a comprehensive benchmark for evaluating water-

mark robustness across diverse conditions. We assess watermark performance using FNR,

FPR, SNR, and ViSQOL to ensure that watermarking techniques are both secure and

perceptually unobtrusive. The following chapter details the benchmarking framework and

experimental results.
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5.5 Benchmark Results

In the following section, we present our primary benchmark results and findings. We

conduct our experiments on 18 NVIDIA-RTX-6000 GPUs, each with 24 GB memory. The

complete set of experiments requires about 430 GPU-hours to execute.

5.5.1 Evaluation Metrics

We use FNR and FPR to evaluate the robustness of audio watermarking. Specifi-

cally, FNR/FPR is the fraction of watermarked/unwatermarked audios that are incorrectly

detected as unwatermarked/watermarked. Lower FNR/FPR indicate better audio water-

marking methods. When watermarked audios (or unwatermarked audios) are modified by

watermark-removal (or watermark-forgery) perturbations, lower FNR (or FPR) indicates

that the watermarking method is more robust against watermark removal (or watermark

forgery).

We evaluate the quality of perturbed audios using standard metrics including SNR

and ViSQOL . Signal-to-Noise Ratio (SNR) evaluates quality of a perturbed audio by

comparing its level of noise with the corresponding clean audio (called reference audio),

where the reference audio is watermarked (or unwatermarked) in watermark removal (or

forgery). Higher SNRs indicate clearer and higher-quality perturbed audios. ViSQOL,

ranging from 1 to 5, evaluates audio quality by simulating human perception of audios,

where a higher score indicates the perturbed audio better preserves quality of the reference

audio. A ViSQOL score no smaller than 3 generally reflects good audio quality. We mainly

rely on ViSQOL for measuring audio quality because it is more reliable than SNR .

5.5.2 Results under No Perturbations

Figure 5.1 and Figure 5.2 show the FPR and FNR of each watermarking method as

the detection threshold τ varies on AudioMarkData and LibriSpeech datasets, respectively.

No perturbations are added to watermarked/unwatermarked audios. We have three key

observations. First, FNRs of each watermarking method on both datasets are close to 0 for

a wide range of detection threshold τ, indicating that watermarked audios can be accurately

detected as watermarked. Second, FPRs of each watermarking method on both datasets

20



0.00 0.01 0.02 0.10 0.15
Threshold 

0.0
0.2
0.4
0.6
0.8
1.0

 

FPR
FNR

(a) AudioSeal

0.62 0.69 0.75 0.81 0.88
Threshold 

0.0
0.2
0.4
0.6
0.8
1.0

 

FPR
FNR

(b) AudioSeal-B

0.00 0.06 0.12 0.19 0.25
Threshold 

0.0
0.2
0.4
0.6
0.8
1.0

 

FPR
FNR

(c) WavMark

0.62 0.69 0.75 0.81 0.88
Threshold 

0.0
0.2
0.4
0.6
0.8
1.0

 

FPR
FNR

(d) Timbre

FIGURE 5.1: Detection results under no perturbations on AudioMarkData.
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FIGURE 5.2: Detection results under no perturbations on LibriSpeech.

decrease as detection threshold τ increases. This is because unwatermarked audios are less

likely to be falsely detected as watermarked when τ increases. Third, audio watermarking

methods are very accurate at distinguishing watermarked and unwatermarked audios when

the detection threshold τ is properly selected. For instance, when τ = 0.15, both FPR and

FNR of AudioSeal are almost 0 on AudioMarkData. For each watermarking method, we

choose the smallest detection threshold τ that achieves both FNR and FPR lower than 0.01.

The selected τ for each watermarking method and each dataset is shown in the captions of

Figure 5.1 and Figure 5.2. In the rest of this paper, we will use these detection threshold

τ unless otherwise mentioned.

5.5.3 Robustness against No-box Perturbations

Figure 5.3 shows the FNR, FPR, SNR, and ViSQOL results of the watermarking meth-

ods against EnCodeC perturbations on AudioMarkData and LibriSpeech datasets. Results

of the other eleven no-box perturbations can be found in B.

Overall results: We have several key observations. First, state-of-the-art audio water-

marks are robust against several common no-box watermark-removal perturbations such

as time stretch, low-pass, high-pass, and echo. Specifically, while preserving the quality
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FIGURE 5.3: Detection results under EnCodeC perturbations on both datasets.

of watermarked audio samples well (i.e., ViSQOL no smaller than 3), those perturbations

have small impact on FNRs. This is because these audio watermarking methods use ad-

versarial training , which considers various common no-box perturbations, to train the en-

coders and decoders. Second, current audio watermarking methods are not robust against

no-box removal perturbations that are unseen during adversarial training. For instance,

when ViSQOL is no smaller than 3, EnCodeC, SoundStream, and Opus achieve very high

FNRs, indicating that those perturbations can remove watermarks from watermarked au-

dios while preserving the audio quality. Third, current audio watermarking methods have

good robustness against watermark-forgery perturbations. In particular, FPRs of all these

watermarking methods are almost always close to 0, except for quantization. Specifically,

when bit levels are smaller than 32, quantization perturbation achieves a FPR larger than

0.2, but the audio quality is also compromised. This is because forging a watermark is

harder and may require knowledge of the watermarking model. No-box perturbations do

not have such information and therefore cannot forge a watermark. As we will show in the

next subsection, forging a watermark remains difficult even in the black-box setting.

5.5.4 Comparing watermarking methods

Considering performance against all no-box perturbations, AudioSeal is the most robust

against watermark removal and forgery among the evaluated watermarking methods. In

contrast, WavMark is the least robust. For instance, watermarks embedded by WavMark
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can even be removed by Gaussian noise and MP3 compression without compromising the

watermarked audios’ quality. This stems from two reasons: 1) AudioSeal uses advanced

sequence-to-sequence models as encoder and decoder, which can output fine-grained local-

ization of watermarks; and 2) AudioSeal considers more diverse perturbations in adversarial

training.

5.5.5 Comparing biological sex, language, and age groups in AudioMark-
Data

Figure 5.4 and more results in C show detection differences in biological sexes in

terms of FNRs/FPRs. First, watermarked audios with attribute “female” are less robust

to watermark-removal Gaussian noise perturbations (i.e., have higher FNRs) than those

with attribute “male” for all the evaluated watermarking methods especially AudioSeal-

B. These results indicate a fairness gap of robustness against watermark removal among

“female” and “male” groups under Gaussian noise perturbations. To rigorously test this

gap, we conducte a two-tailed t-test with a null hypothesis positing no difference in FNRs

between "female" and "male" groups, at a significance level of α = 0.05. For Figure 5.4a,

the calculated p-value« 2.4ˆ 10´6 ă α = 0.05. Thus, the robustness gap between "female"

and "male" groups is statistically significant. Note that we did not observe such gaps

for other watermark-removal no-box perturbations except EnCodeC (Figure C.2), Opus

(Figure C.3), Quantization (Figure C.4).

Second, unwatermarked audios with attribute “female” are less robust (i.e., have larger

FPRs) to watermark-forgery EnCodec perturbations than those with attribute “male” when

AudioSeal is used. We did not observe such gaps for other watermarking methods under

EnCodec perturbations nor other watermark-forgery no-box perturbations for all water-

marking methods since FPRs are generally close to 0 in those scenarios.

Figure 5.5 and results in E show detection differences in languages in terms of FNRs/F-

PRs. We observe noticeable differences across languages. In particular, watermarked audios

in Georgian have relatively smaller FNRs against Gaussian noise, Background noise, and

Quantization perturbations. We also observe that such differences may vary across different
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FIGURE 5.4: FNRs in biological sexes against watermark-removal.
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FIGURE 5.6: HSJA’s audio quality by removal attack on AudioMarkData.

watermarking methods. For instance, watermarked audios in Esperanto have smaller FNRs

on AudioSeal but larger FNRs on WavMark. We hypothesize that Esperanto, as an artifi-

cial language, may have specific characteristics (e.g., phonetic patterns, speech dynamics)

that interact differently with the watermarking detectors.

Results in D show detection differences in age groups in terms of FNRs/FPRs. We

observe no consistently significant differences across age groups.

5.6 Robustness against Black-box Perturbations

We find that audio watermarking methods have good robustness against existing black-

box watermark-forgery perturbations. In particular, existing black-box watermark-forgery

24



100 200 1k 2k 5k 10k
# Iteration

-10.0
0.0

10.0
20.0
30.0
40.0

SN
R

AudioSeal
AudioSeal-B
WavMark
Timbre

(a) Waveform

100 200 1k 2k 5k 10k
# Iteration

-10.0
0.0

10.0
20.0
30.0
40.0

SN
R

AudioSeal
AudioSeal-B
WavMark
Timbre

(b) Spectrogram

100 200 1k 2k 5k 10k
# Iteration

0.0
1.0
2.0
3.0
4.0
5.0

Vi
SQ

OL AudioSeal
AudioSeal-B
WavMark
Timbre

(c) Waveform

100 200 1k 2k 5k 10k
# Iteration

0.0
1.0
2.0
3.0
4.0
5.0

Vi
SQ

OL AudioSeal
AudioSeal-B
WavMark
Timbre

(d) Spectrogram

FIGURE 5.7: HSJA’s audio qualities by removal attack on LibriSpeech.
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FIGURE 5.8: White-box removal and forgery attacks.

perturbations substantially sacrifice audio quality in order to forge watermarks. However,

audio watermarking methods are not robust to existing black-box watermark-removal per-

turbations when an attacker can query the detector API for many times. In particular, they

can remove watermarks from watermarked audios while preserving their audio quality given

sufficient number of queries to the detector API. When the number of queries to the detector

API is limited, audio watermarking methods have good robustness against existing black-

box watermark-removal perturbations. Next, we discuss results for watermark-removal

perturbations found by HSJA, and the results for Square attack are in ??.

Recall that HSJA guarantees that the found watermark-removal perturbations are suc-

cessful while iteratively optimizing them. Therefore, we evaluate the quality of the per-

turbed watermarked audios when increasing the number of iterations/queries to the water-

marking detector. We consider adding perturbations to both waveform and spectrogram

domains, and the results are shown in Figure 5.6. First, in the waveform domain, quality of

the perturbed audio does not improve with more iterations, indicating that HSJA struggles

to optimize perturbations in the waveform domain. This may be attributed to HSJA’s

design, which is tailored to attack image classifiers, potentially making it less effective on
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FIGURE 5.9: Square attack results on AudioMarkData.

1-D audio waveform. Second, in the spectrogram domain, although initial audio quality is

inferior to those in the waveform domain, the audio quality improves significantly with more

iterations. Specifically, for AudioSeal-B, Timbre, and WavMark, while the SNR/ViSQOL

scores are slightly inferior to those in waveform domain under 100 iterations, after 10,000

iterations, the audio quality is considerably better, with WavMark achieving SNR/ViSQOL

of 40/4.5, and AudioSeal-B and Timbre reaching approximately 30/4. AudioSeal has better

robustness in both waveform and spectrogram domains, maintaining SNR/ViSQOL scores

below 10/3. Third, like no-box perturbations, we observe that WavMark is least robust

while AudioSeal is the most robust.

We also observe that watermarked audios with attribute “female” are less robust to

watermark-removal Square attack perturbations (i.e., have higher FNRs) than those with

attribute “male” (see Figure 5.4b and more results in C). Like no-box setting, we did not

observe robustness gaps among age groups in both black-box and white-box settings (dis-

cussed in the next subsection). Moreover, due to computation resource limit, we sampled

200 audio samples in black-box and white-box settings, leading to only 4 samples per lan-

guage. Therefore, we did not study robustness across languages due to the small-sample

issue.

Figure 5.9 and Figure 5.10 shows the FNR results of three watermarking methods under

Square attack perturbations on our AudioMarkData and LibriSpeech, respectively.
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FIGURE 5.10: Square attack results on LibriSpeech.
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FIGURE 5.11: ViSQOL vs. SNR of white-box perturbations.

5.7 Robustness against White-box Perturbations

Figure 5.8 shows the detection results under white-box perturbations, where the per-

turbations are constrained by SNR. We evaluate SNRs from 20 to 60, which correspond

to ViSQOL scores from above 3 to 5 (see Figure 5.11). In other words, our white-box

perturbations preserve the audio quality. Our key observation is that existing audio water-

marking methods are not robust to white-box watermark-removal and watermark-forgery

perturbations. For instance, FNRs reach 1 for all watermarking methods when the SNR

of the perturbations is 20 (i.e., ViSQOL of 3.2 and 3.9 on the two datasets). Moreover, all

watermarking methods have high FPRs under white-box perturbations that preserve audio

quality. We also evaluate iterative Fast Gradient Sign Method (I-FGSM) in ?? and get

similar conclusion.

We also observe that watermarked audios with attribute “female” are less robust to

watermark-removal white-box perturbations (i.e., have higher FNRs) than those with at-

tribute “male” (see Figure C.6 and more results in C).
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6. Discussion
6.1 Limitations

Despite the comprehensive evaluation provided in this study, several limitations remain,

which open avenues for future research.

• Dataset Diversity: The dataset used in this benchmark, AudioMarkData, contains

samples from 25 languages and 4 age groups, as it is sub-sampled from the Common

Voice dataset. While it provides valuable insights into watermark robustness, it does

not cover all linguistic and demographic variations. Future work should focus on

collecting a more diverse dataset with additional languages, regional accents, and age

groups to enhance the generalizability of findings.

• Computational Constraints: Due to resource limitations, black-box and white-box

perturbation evaluations were conducted on a subset of 200 samples per watermark-

ing method. A more extensive evaluation with a larger sample size could provide

additional insights into watermark vulnerabilities and robustness.

• Evolving Attack Strategies: This study focuses on existing adversarial attack tech-

niques adapted to watermarking detection models. As adversarial machine learning

continues to evolve, new attack strategies may emerge, requiring continued bench-

marking to assess their impact on audio watermarking techniques.

• Trade-off Between Robustness and Perceptual Quality: While this study evaluates

robustness against perturbations, it does not fully explore how watermarking methods

impact audio perceptual quality over extended durations. Future work should consider

user studies or subjective evaluations to better understand the trade-offs between

security and usability in watermarking methods.

6.2 Ethical and Social Implications

The findings of this study have important social and ethical considerations regarding

the safe use of AI-generated audio and watermarking techniques.

• Potential for Misinformation: The ability to remove watermarks from AI-generated
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speech poses a significant risk in an era of increasing deepfake usage. Disguising

synthetic speech as real could fuel misinformation campaigns, posing risks to political,

social, and economic systems.

• Threats to Content Attribution: Watermark forgery enables false attribution of AI-

generated speech to legitimate human speakers, raising concerns over copyright in-

fringement and the authenticity of audio-based evidence.

• Fairness and Bias Concerns: The study identifies disparities in watermark robustness

across biological sex and language groups, raising ethical concerns about the fairness

of these techniques. Addressing such biases is essential to ensure equitable application

of watermarking technology across diverse user groups.

• Regulatory and Policy Considerations: Governments and organizations seeking to reg-

ulate AI-generated content must consider the vulnerabilities of existing watermarking

techniques. This benchmark provides insights that can inform the design of more

resilient digital watermarking policies.

The results presented in this benchmark underscore the need for continued research in

developing more robust, fair, and ethically responsible watermarking solutions to counteract

the misuse of AI-generated audio.
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7. Conclusion
In this study, we introduce AudioMarkBench, the first systematic benchmark designed

to evaluate the robustness of state-of-the-art audio watermarking techniques against ad-

versarial perturbations. By analyzing three prominent watermarking methods across 15

perturbation types and two datasets (including our newly curated AudioMarkData), we

provide a comprehensive assessment of the vulnerabilities present in current watermarking

approaches.

7.1 Key Findings

Our findings reveal several critical weaknesses in existing audio watermarking methods:

• Lack of Robustness: All evaluated watermarking methods exhibit vulnerabilities to

no-box, black-box, and white-box perturbations. While some methods maintain re-

silience against simple perturbations (e.g., time-stretching or low-pass filtering), more

advanced transformations, such as EnCodec compression and white-box adversarial

attacks, significantly degrade watermark detectability.

• Variability in Performance: Among the tested watermarking methods, AudioSeal

demonstrates the highest resilience, whereas WavMark is the most susceptible to

adversarial attacks. This suggests that design choices in watermark embedding and

detection substantially impact robustness.

• Fairness Disparities: We identify fairness concerns, as watermark robustness varies

significantly across different biological sex and language groups. This finding under-

scores the need to design watermarking methods that ensure equitable performance

across diverse demographics.

• Trade-offs Between Security and Perceptual Quality: While adversarially robust wa-

termarking techniques are needed, their impact on audio quality must also be consid-

ered. Methods that introduce excessive distortion to improve robustness may not be

practical for real-world deployment.
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7.2 Future Directions

Based on these findings, we outline several future research directions:

• Development of Adversarially Robust Watermarking Methods: Future research should

focus on designing watermarking techniques that leverage adversarial training or cer-

tified defenses to enhance robustness against evolving attack strategies.

• Fairness-Aware Watermarking: Efforts should be made to mitigate fairness issues by

ensuring that watermarking models perform consistently across different demographic

groups. This may involve incorporating fairness constraints into model training or

developing adaptive watermarking techniques.

• Evaluation on Larger and More Diverse Datasets: Expanding the dataset to include

additional languages, accents, and real-world environmental variations will provide

a more comprehensive understanding of watermarking performance in diverse condi-

tions.

• Integration with Detection and Verification Pipelines: Future work should explore

how watermarking can be integrated with complementary verification mechanisms,

such as AI-based speech authentication systems, to enhance overall security.

• Exploring Certified Audio Watermarking: A promising avenue for future research is

the development of certified watermarking methods that provide mathematical guar-

antees on watermark robustness, ensuring that watermark signals remain detectable

even under strong adversarial conditions.

7.3 Final Remarks

The vulnerabilities identified in this study highlight the urgent need for improvements

in audio watermarking technology. As AI-generated content continues to grow, ensuring the

integrity, authenticity, and fairness of watermarking techniques is crucial for mitigating risks

associated with synthetic media. AudioMarkBench serves as a foundational benchmark for

future research, driving the development of next-generation watermarking solutions that

are both secure and ethically responsible.
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Appendix A. Details of 25 Languages in Our AudioMark-
Data

EU: Basque, BE: Belarusian, BN: Bengali, YUE: Cantonese, CA: Catalan, ZH-CN:

Chinese-China, ZH-HK: Chinese-Hong-Kong, ZH-TW: Chinese-Taiwan, EN: English, EO:

Esperanto, FR: French, KA: Georgian, DE: German, HU: Hungarian, IT: Italian, JA:

Japanese, LV: Latvian, MHR: Meadow Mari, FA: Persian, RU: Russian, ES: Spanish, SW:

Swahili, TA: Tamil, TH: Thai, UK: Ukrainian.
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Appendix B. Results for No-box Perturbations

Figure B.1, Figure B.3, Figure B.2, Figure B.2 show FPR/FNR, SNR, and ViSQOL

results on AudioMarkData and LibriSpeech under 11 no-box perturbations. We observe

that SoundStream and Opus are also effective watermark-removal no-box perturbations

that can preserve good quality for original watermarked audios via achieving high FNRs

as well as ViSQOL scores higher than 3. Quantization is an effective watermark-forgery

no-box perturbation that achieves high FPRs while preserving ViSQOL scores closed to 3.
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FIGURE B.1: More no-box perturbations on AudioMarkData.
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FIGURE B.2: More no-box perturbations on LibriSpeech.
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FIGURE B.3: Another 3 no-box perturbations on AudioMarkData.
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FIGURE B.4: Another 3 no-box perturbations on LibriSpeech.
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Appendix C. Detection Differences across gender

Figure C.1, Figure C.2, Figure C.3, Figure C.4, Figure C.5 and Figure C.6 show the

FNRs across biological sex groups among different models and various perturbations. We

observe significant differences of robustness gaps between “female” and “male” biological

sex groups. In our experiments, we find that there is no evidence for significant differences

across biological sexes under HSJA perturbations.
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FIGURE C.1: FNRs in biological sexes against Gaussian noise.
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FIGURE C.2: FNRs in biological sexes against EnCodeC.
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FIGURE C.3: FNRs in biological sexes against Opus.
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FIGURE C.4: FPRs in biological sexes against Quantization.
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FIGURE C.5: FNRs in biological sexes against Square attack.
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FIGURE C.6: FNRs in biological sexes against white-box perturbations.
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Appendix D. Detection Differences across Age

Figure D.1, Figure D.2, Figure D.3 show the FNRs on some effective no-box watermark-

removal perturbations. Figure D.4 and Figure D.5 show the FPRs on some effective no-box

watermark-forgery perturbations. We do not observe significant differences of robustness

gaps among age groups persist across all watermarking methods. For those settings having

statistically significant differences in terms of robustness gaps for age groups, we report

their p-values in Table D.1 and Table D.2.

Table D.1: Two-tail test results for FNRs in different age groups.
AudioSeal AudioSeal-B Timbre WavMark

Gaussian
noice

8.52e-12 (twenties,
forties)

1.74e-3 (thirties,
fourties)

2.08e-3 (twenties,
forties)

/

EnCodeC
1.36e-6 (twenties,

forties)
/ / /

Opus / / / /

Table D.2: Two-tail test results for FPRs in different age groups.
AudioSeal AudioSeal-B Timbre WavMark

EnCodeC
1.74e-4 (twenties,

fourties)
/ / /

Quantization / 3.83e-2 (teens, thirties) / /
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FIGURE D.1: FNRs in different age groups against Gaussian noise.
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FIGURE D.2: FNRs in different age groups against EnCodeC.
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FIGURE D.3: FNRs in different age groups against Opus.
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FIGURE D.4: FPRs in different age groups against EnCodeC.
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FIGURE D.5: FPRs in different age groups against Quantization.
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Appendix E. Languages Differences against Watermark-
removal Perturbations

Figure E.1, Figure E.2, Figure E.3 and Figure E.4 show results of languages differences

against watermark-removal perturbations when using three audio watermarking methods.

We observe significant difference on robustness gaps against some watermark-removal dif-

ferences among different languages.

0

1

FN
R

SNR 5.0

0

1

FN
R

SNR 10.0

0

1

FN
R

SNR 20.0

0

1

FN
R

SNR 30.0

EU BE BN
YU

E CA
ZH-CN

ZH-HK
ZH-TW EN EO FR KA DE HU IT JA LV MHR FA RU ES SW TA TH UK

0

1

FN
R

SNR 40.0

FIGURE E.1: Language difference on AudioSeal by Gaussian noise.
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FIGURE E.2: Language difference on AudioSeal-B by Gaussian noise
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FIGURE E.3: Language difference on Timbre by Gaussian noise.
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FIGURE E.4: Language difference on WavMark by Gaussian noise.
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