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Abstract
In multi-center cardiac MRI segmentation, models trained under limited acquisition

conditions often suffer substantial performance degradation when evaluated on images ac-

quired with unseen scanner vendors. This thesis studies vendor-induced appearance shift

using the public M&Ms OpenDataset, a multi-centre, multi-vendor cardiac MRI bench-

mark, under a strict vendor-split out-of-distribution (OOD) protocol in which supervised

training is restricted to labeled cases from vendors A and B and evaluation is performed

on unseen vendors C and D. I first establish a reproducible OOD baseline by fixing prepro-

cessing, an empty-slice policy, and case-level evaluation based on 3D reconstruction from

2D slice predictions. Under this controlled setting, the baseline segmenter achieves strong

in-distribution performance on vendors A and B, but exhibits a clear generalization gap on

the unseen vendors.

To address this gap, I develop a latent diffusion-based style augmentation framework

aimed at perturbing image appearance while limiting unintended anatomical drift. Starting

from a latent diffusion backbone with cross-attention conditioning, I introduce vendor-

conditioned control and parameter-efficient adaptation by injecting LoRA modules into

the key and value projections of cross-attention layers. I then connect this controllable

generator to supervised segmentation retraining through an offline augmentation pipeline

and evaluate whether such generated style variations improve unseen-vendor robustness.

Experimental results show that offline diffusion-based augmentation substantially im-

proves in-distribution validation performance on vendors A and B, but does not yield con-

sistent robustness gains on the unseen vendors under static mask reuse. Motivated by this

limitation, I introduce a segmentation-aware online augmentation strategy that generates a

small set of image-to-image candidates on-the-fly using a frozen, vendor-conditioned diffu-

sion model and selects augmentations by directly evaluating the current segmentation loss.

I further analyze a practical degeneracy in which argmin-based selection increasingly prefers

the identity input, and mitigate it with a simple random forcing mechanism that maintains

non-trivial augmentation usage. Under the strict A/B-only supervision setting, the best
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online selection-based configuration improves OOD performance on both unseen vendors,

increasing mean Dice on vendor D from 0.7801 to 0.7822 and on vendor C from 0.7261 to

0.7339, without any C/D-based checkpoint selection. These findings suggest that coupling

augmentation selection to the segmentation objective is more effective than static offline

augmentation for improving unseen-vendor robustness under source-only supervision.
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1. Introduction

1.1 Motivation and Problem Statement

Cardiac magnetic resonance imaging (MRI) plays a central role in assessing cardiac func-

tion and structure, and reliable segmentation of key anatomical structures is a fundamental

step for downstream clinical measurements. In practice, however, cardiac MRI is acquired

across multiple sites and scanner vendors, and the resulting images often exhibit substantial

appearance variation. A segmentation model trained under limited conditions can therefore

suffer performance degradation when deployed to images from unseen acquisition domains.

This thesis studies the following question: “Can we improve the robustness of cardiac

MRI segmentation to out-of-distribution (OOD) appearance shifts while preserving anatom-

ical structure, using diffusion-based, style-oriented data augmentation?” To address this

question, I develop a latent-diffusion-based augmentation framework that aims to change

image style while keeping anatomy consistent, and I evaluate its impact on a reproducible

cardiac MRI segmentation pipeline.

1.2 Problem Setting and Data

I consider supervised cardiac MRI segmentation using the M&Ms OpenDataset, a multi-

centre and multi-vendor benchmark designed to study generalization across heterogeneous

acquisition conditions (Campello et al., 2021). The dataset provides ground-truth masks

with integer labels in t0, 1, 2, 3u, where 0 denotes background and 1–3 correspond to the

three cardiac structures defined by the dataset convention. Following the dataset annotation

convention and the fixed experimental protocol used in this thesis, I focus on two clinically

meaningful cardiac phases, end-diastole (ED) and end-systole (ES).

For 2D supervised segmentation, a single training sample is defined as (case, phase, z),

where phase P tED, ESu and z denotes a slice index. Across the finalized dataset scan,

the index files include 345 total cases (Training 175, Validation 34, Testing 136), with

320 cases used for supervised experiments (Training 150, Validation 34, Testing 136). All

1



slices are normalized and resized with a fixed preprocessing procedure implemented in my

dataset loader to ensure a consistent experimental protocol. In all supervised experiments,

training uses labeled cases from vendors A and B only, while vendors C and D are treated

as out-of-distribution evaluation domains.

1.3 Approach Overview

My overall workflow consists of four components.

(1) A reproducible segmentation baseline. I first establish a fully specified baseline

using a 2D MONAI UNet with a fixed training recipe and case-level evaluation based on

3D reconstruction from 2D slice predictions. This baseline provides a controlled reference

point for all later augmentation experiments.

(2) A vendor-conditioned latent diffusion generator for style-oriented augmentation. To

perturb image appearance while limiting anatomical drift, I adopt a latent diffusion model

(LDM), which performs diffusion in the latent space of a pretrained autoencoder to reduce

computation while retaining high-fidelity synthesis (Rombach et al., 2022). I condition the

LDM on scanner vendor information through cross-attention, yielding a controllable mech-

anism for style-oriented image-to-image augmentation. Importantly, the vendor embedding

in this thesis is not introduced to generate unseen vendors such as C or D directly. Instead,

it provides a conditional parameterization of style variation observed among the training

vendors A and B.

(3) Parameter-efficient adaptation via K/V-only LoRA injection. A key design goal

is to adapt the generator with minimal disruption to anatomical content. To that end,

I modify the upstream LDM codebase to support a targeted LoRA mechanism. LoRA

freezes the base weights and injects trainable low-rank matrices into selected linear layers,

greatly reducing the number of trainable parameters (Hu et al., 2021). Specifically, I inject

LoRA only into the to_k and to_v projections of cross-attention in a single transformer

block under a strict allowlist policy. After loading the base checkpoint, the base denoising

UNet and first-stage autoencoder remain frozen, while only the LoRA parameters and the
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vendor embedding are trainable. This design enables controlled style adaptation with a

small trainable footprint.

(4) Segmentation experiments with offline and online augmentation. Using the trained

diffusion components, I first generate offline image-to-image augmentations and retrain the

segmentation model on a mixture of original supervised samples and generated samples

while preserving the baseline setup. I then study a segmentation-aware online augmenta-

tion strategy, in which a frozen vendor-conditioned diffusion model produces a small set

of candidate augmentations during training and the current segmentation loss is used to

select among them. These two stages allow me to evaluate whether controllable diffusion-

based augmentation improves OOD segmentation generalization under the strict A/B-only

supervision setting.

1.4 Contributions

This thesis makes the following contributions:

• A fully specified and reproducible cardiac MRI segmentation protocol, including fixed

indexing, 2D sample definition, preprocessing, empty-slice handling, and case-level

evaluation based on 3D reconstruction from ED/ES slice predictions.

• A fixed vendor-split OOD evaluation setup with training restricted to labeled vendors

A and B and evaluation performed on unseen vendors C and D, enabling controlled

and unambiguous comparison across baselines and augmentation strategies.

• A latent-diffusion-based style augmentation framework that conditions on vendor

identity through cross-attention and supports controllable image-to-image perturba-

tion within the style variation observed in the training vendors.

• A parameter-efficient K/V-only LoRA adaptation mechanism for latent diffusion

cross-attention, with code modifications that freeze the base generative backbone

and optimize only the LoRA parameters and vendor embedding.

• An offline augmentation pipeline that mixes generated image-to-image samples with

the original supervised dataset while preserving compatibility with the fixed segmen-

3



tation baseline and evaluation protocol.

• A segmentation-aware online augmentation strategy that uses a frozen diffusion gen-

erator conditioned on vendor identity, loss-guided candidate selection, and a simple

anti-collapse forcing mechanism to improve unseen-vendor robustness under the same

A/B-only supervision constraint.

1.5 Thesis Organization

The remainder of this thesis is organized as follows. Chapter 2 reviews background on

cardiac MRI segmentation, domain shift, diffusion models, and parameter-efficient adap-

tation. Chapter 3 details the dataset protocol, preprocessing, and the fixed segmentation

training recipe used throughout the thesis. Chapter 4 establishes the vendor-split OOD

evaluation setting and analyzes baseline behavior under vendor-induced appearance shifts.

Chapter 5 describes the proposed latent diffusion augmentation framework, including ven-

dor conditioning and K/V-only LoRA injection for controllable image-to-image genera-

tion. Chapter 6 presents an offline augmentation pipeline and shows that it improves

in-distribution performance but does not consistently improve robustness on the unseen

vendors under static mask reuse. Chapter 7 introduces a segmentation-aware online aug-

mentation strategy that uses loss-guided selection over candidates produced by a frozen

vendor-conditioned diffusion generator, and evaluates its impact on unseen-vendor robust-

ness under the same A/B-only supervision constraint. Finally, Chapter 8 concludes with a

summary of findings and directions for future work.
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2. Background and Related Work

2.1 Cardiac MRI Segmentation and the M&Ms Benchmark

Cardiac MRI segmentation is typically formulated as pixel-wise multi-class classifica-

tion, where the goal is to delineate anatomical structures from cine MRI images to enable

downstream clinical measurements. U-Net and its variants remain a standard baseline fam-

ily in medical image segmentation due to their strong inductive bias for spatial localization

and data efficiency (Ronneberger et al., 2015). In addition, nnU-Net has become a widely

used reference point by demonstrating that carefully designed, reproducible preprocessing

and training heuristics can yield strong performance across diverse biomedical segmentation

tasks (Isensee et al., 2021).

To study robustness under heterogeneous acquisition conditions, I rely on the M&Ms

OpenDataset, which was designed as a multi-centre, multi-vendor, and multi-disease bench-

mark for cardiac segmentation (Campello et al., 2021). Beyond the original dataset paper,

follow-up work in the M&Ms literature has reported more focused analyses on specific struc-

tures such as right-ventricle segmentation (Martin-Isla et al., 2023). These works motivate

the need for robustness methods that address cross-vendor appearance variability while

aiming to limit changes to anatomical content.

2.2 Domain Shift, Domain Adaptation, and Domain Generalization
in Medical Imaging

A recurring deployment challenge in medical imaging is domain shift, where the train-

ing and test distributions differ due to scanner vendor, acquisition protocol, site-specific

reconstruction, or patient population. In such settings, segmentation models can suffer

substantial performance degradation when evaluated on data from unseen domains.

In this thesis, I focus specifically on vendor-induced appearance shift within cardiac

MRI rather than attempting to cover all sources of medical-imaging domain shift.

Prior literature often distinguishes domain adaptation (DA) and domain generalization
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(DG). DA typically assumes access to target-domain data during training, often unlabeled,

and aims to reduce the discrepancy between source and target distributions. DG focuses

on learning representations that generalize to unseen domains without any access to target-

domain data during training. A comprehensive survey by Guan and Liu summarizes DA

formulations, method families, and medical imaging benchmarks, highlighting both the

practical significance and the methodological diversity of distribution shift problems in

clinical imaging (Guan & Liu, 2022).

In this thesis, my primary interest is robustness to unseen appearance shifts when labeled

data are limited and confined to source vendors (A/B), which is closely aligned with the DG

motivation. Accordingly, I emphasize augmentation-based strategies that aim to expand

the effective training distribution without requiring additional target-domain supervision.

2.3 Style-Based Augmentation and Image Translation

In this thesis, I view a substantial portion of cross-domain variation in cardiac MRI

as appearance-related, including intensity distributions, contrast, noise characteristics, and

reconstruction artifacts. This motivates style-oriented augmentation strategies that seek to

modify image appearance while limiting undesired changes to anatomical content.

Unpaired image-to-image translation methods such as CycleGAN have been widely

used to translate images between domains without paired supervision (Zhu et al., 2017).

However, GAN-based translation can be challenging to train, and under weak structural

constraints it may alter image content in undesirable ways, which is a particular concern

in medical imaging. Complementary to GAN-based translation, neural style transfer work

such as AdaIN formalizes style in terms of feature statistics and enables controllable style

manipulation by matching channel-wise moments (Huang & Belongie, 2017). This provides

a useful conceptual lens for viewing style primarily as appearance-related distributional

variation rather than geometric structure.

For robustness under domain shift, several methods manipulate appearance statistics

more directly. MixStyle improves generalization to unseen domains by mixing instance-level
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feature statistics during training (Zhou et al., 2021). Fourier Domain Adaptation (FDA)

exchanges low-frequency Fourier components to transfer global appearance characteristics

across domains, providing another example of appearance-focused domain manipulation

(Yang & Soatto, 2020).

Most closely related to this thesis is MaxStyle, which proposes an adversarial style

composition framework for improving out-of-distribution robustness in medical image seg-

mentation by generating hard and diverse style perturbations in a learned style space

(Chen et al., 2022). MaxStyle suggests that increasing style diversity and hardness can

improve cross-domain performance when training data are limited, which motivates the

style-oriented augmentation perspective adopted in this thesis. In contrast to MaxStyle’s

adversarial style search, I study diffusion-based style augmentation with explicit condition-

ing, targeted parameter-efficient adaptation, and both offline and online integration with

the segmentation pipeline.

2.4 Diffusion Models and Latent Diffusion

Diffusion models have emerged as a powerful family of generative models that learn to

reverse a gradual noising process. Denoising Diffusion Probabilistic Models (DDPMs) pro-

vide a principled formulation and stable training, producing high-quality samples without

adversarial objectives (Ho et al., 2020). Because standard diffusion sampling can be com-

putationally expensive, Denoising Diffusion Implicit Models (DDIM) provides an implicit

sampling formulation that enables faster generation with fewer steps while retaining the

same training procedure (Song et al., 2021).

Latent diffusion models (LDMs) further improve efficiency by performing the diffusion

process in the latent space of a pretrained autoencoder rather than pixel space, substantially

reducing compute while retaining high-fidelity synthesis (Rombach et al., 2022). For my

use case, LDMs are particularly attractive because augmentation may require generating

multiple image-to-image variants per input, and computational efficiency directly affects

experimental feasibility.
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Di�usion models have also gained traction in medical imaging. While many di�usion

works focus on image generation or reconstruction, di�usion has also been explored for

segmentation. For example, MedSegDi� proposes a di�usion-probabilistic formulation for

medical image segmentation with step-wise conditioning mechanisms (Wu et al., 2022). In

this thesis, I use di�usion di�erently: I treat di�usion primarily as a controllable generator

for style-oriented augmentation, while segmentation is performed by a dedicated segmen-

tation network. This generator is integrated with the segmentation pipeline in two ways:

through o�ine image-to-image augmentation and through an online, loss-guided augmen-

tation strategy using a frozen vendor-conditioned di�usion model.

2.5 Conditioning and Cross-Attention

Controllability is important because I aim to improve OOD segmentation by generat-

ing augmentations that vary appearance while limiting undesired changes to anatomical

content. Modern conditional generative models often incorporate conditioning information

through attention mechanisms, where features attend to external tokens that encode meta-

data or guidance signals. In latent di�usion, cross-attention provides a natural interface for

injecting such conditioning information into the denoising network (Rombach et al., 2022;

Vaswani et al., 2017).

This perspective directly informs my implementation decisions. I treat cross-attention

as the primary conditioning interface through which vendor information can in�uence the

denoising trajectory. Accordingly, I design the model so that vendor information enters

generation through cross-attention, enabling controllable appearance manipulation within

the style variation observed in the training data.

2.6 Parameter-Ef�cient Adaptation with LoRA

A key practical challenge is adapting a large pretrained generative backbone to a speci�c

medical imaging domain without over�tting or destabilizing training. Parameter-e�cient

�ne-tuning (PEFT) addresses this by freezing most pretrained weights and training only a

small number of additional parameters.

8



LoRA is a widely used PEFT technique that injects trainable low-rank matrices into

selected linear layers while keeping the original weights frozen (Hu et al., 2021). LoRA

is especially relevant for attention-based architectures because attention projections are

linear transformations that strongly in�uence how conditioning signals are integrated. In

this thesis, I use LoRA as a controlled adaptation mechanism for conditional di�usion

and restrict it to the key and value projections of cross-attention. This design choice is

motivated by the goal of enabling vendor-dependent appearance variation while reducing

the risk of unintended structural drift.

2.7 Positioning of This Thesis

This thesis builds on three complementary research directions: robust cardiac MRI

segmentation under unseen vendor shift, style-oriented augmentation for domain general-

ization, and conditional di�usion models with parameter-e�cient adaptation. Among prior

work, MaxStyle is the closest conceptual baseline because it explicitly targets robustness

through learned style augmentation in medical image segmentation (Chen et al., 2022). My

approach di�ers in two main ways.

First, I use latent di�usion as the augmentation engine to leverage stable training

dynamics and controllable generation, and I introduce vendor-dependent control through

cross-attention. Second, rather than adapting the full generative model, I use a targeted

LoRA strategy that restricts adaptation to the key and value projections of cross-attention,

keeping the base generative backbone frozen in order to minimize trainable parameters and

reduce the risk of unintended structural drift during adaptation.

Finally, I clarify the role of vendor conditioning in my setting. Vendor embeddings

in this thesis are not introduced to generate unseen vendors such as C or D directly. In-

stead, they provide a conditional parameterization that captures style variation observed

among the training vendors A and B and enables controllable augmentation. The e�ect

of this controllable augmentation on OOD segmentation generalization is evaluated empir-

ically through two integration stages later in the thesis: an o�ine augmentation pipeline
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and a segmentation-aware online augmentation strategy using a frozen vendor-conditioned

di�usion generator.
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3. Data and Baseline Protocol

3.1 Dataset and Task De�nition

I study supervised cardiac MRI segmentation using the M&Ms OpenDataset, which was

introduced to benchmark generalizable cardiac segmentation under multi-centre and multi-

vendor shifts (Campello et al., 2021). The dataset contains cine short-axis CMR studies

acquired with four scanner vendors, coded as A�D during the challenge; the manufacturers

correspond to Siemens (A), Philips (B), General Electric (C), and Canon (D). Following the

clinical protocol, short-axis views are annotated at end-diastole (ED) and end-systole (ES).

Three anatomical regions are considered: the left-ventricle (LV) cavity, the LV myocardium

(MYO), and the right-ventricle (RV) cavity.

The segmentation task is formulated as pixel-wise multi-class classi�cation with four

labels t 0, 1, 2, 3u. Label 0 denotes background, while labels 1�3 correspond to the three

cardiac structures. Throughout this thesis, I use the dataset convention: 1 = LV cavity, 2

= MYO, and 3 = RV cavity.

3.2 Index Files and Experimental Splits

To keep all experiments explicit and reproducible, I use �xed case-level index �les that

de�ne the dataset splits used throughout this thesis. These indexes distinguish the full

public release, the subset used for supervised segmentation experiments, and the training-

unlabeled cases that are excluded from the supervised setting considered here. Table 3.1

summarizes the resulting case counts.

Table 3.1 summarizes the expected case counts from the �nalized scan used in this

thesis. Note that the Training/Unlabeled folder contains _sa_gt.nii.gz �les (ground-

truth segmentation masks in NIfTI format), but ED and ES frames are empty (all zeros);

therefore, these cases are treated as unlabeled for supervised segmentation.

(A) Original M&Ms Challenge design. The original M&Ms Challenge cohort comprised

375 CMR studies and was organized into training, validation, and testing stages (Campello
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Table 3.1: M&Ms OpenDataset case counts used in this thesis (from the �nalized index
scan).

Index CSV Total Training Validation Testing
index_all.csv 345 175 (150 labeled + 25 unlabeled) 34 136
index_supervised.csv 320 150 (labeled) 34 136
index_unlabeled.csv 25 25 (unlabeled) – –

et al., 2021). During the challenge, participants received 175 training cases consisting of

75 labeled cases from vendor A, 75 labeled cases from vendor B, 25 unlabeled cases from

vendor C, and no cases from vendor D, in order to evaluate robustness to both unlabelled

and unseen vendors. For model selection, participants were allowed toremotely validate

against 40 additional cases (10 from each vendor), rather than receiving these cases as

part of a local training set. Final evaluation was performed on a hidden test set that

was balanced across vendors (40 cases per vendor, 160 total), using remote/containerized

submissions so that test data remained unseen to participants. Table 3.2 summarizes this

challenge design for context.

(B) Public M&Ms OpenDataset used in this thesis. In this thesis, I conduct experiments

using the publicly released M&Ms OpenDataset download available to researchers. This

public release contains 345 cases organized into Training (175), Validation (34), and Test-

ing (136) splits as de�ned by the �nalized index scan used in this work (Table 3.1). All

segmentation baselines and augmentation studies in this thesis are based on these publicly

available splits and the corresponding �xed index CSVs described in Section 3.2. Table 3.3

summarizes the publicly released OpenDataset used in this thesis, reporting the case counts

by split and vendor, including the separation of labeled (A/B) and unlabeled (C) training

cases.

3.3 2D Sample De�nition

Although each cine study contains multiple cardiac frames along the temporal dimen-

sion, the o�cial annotations used in this thesis are taken only at the ED and ES frames

speci�ed by the metadata CSV. All images and labels are stored as 4D NIfTI volumes
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Table 3.2: Original M&Ms Challenge design (context only): case counts by stage and
vendor. The validation and test sets were evaluated remotely, and the hidden test set was

not released to participants.
Stage Vendor A Vendor B Vendor C Vendor D Total
Training (Labeled, given) 75 75 0 0 150
Training (Unlabeled, given) 0 0 25 0 25
Validation (remote) 10 10 10 10 40
Testing (hidden) 40 40 40 40 160
Total 125 125 75 50 375

Table 3.3: Public M&Ms OpenDataset used in this thesis: case counts by split and vendor
(total 345).

Split Vendor A Vendor B Vendor C Vendor D Total
Training (Labeled) 75 75 0 0 150
Training (Unlabeled) 0 0 25 0 25
Validation 4 10 10 10 34
Testing 16 40 40 40 136
Total 95 125 75 50 345

with array shape (H,W, Z, T), where H and W are the in-plane pixel dimensions,Z is the

number of short-axis slices, andT is the number of cine frames. Importantly, Z and T are

not �xed across cases. In the Training labeled subset used here (150 cases), the observed

ranges areZ P [5, 16] and T P [18, 30].

I train a 2D segmenter using ED and ES only. For each case, the o�cial ED and ES

frame indices are read from the metadata CSV and treated as 0-based indices in code. The

o�cial metadata CSV provides per-case �elds such as External code, Vendor, Centre, and

the ED/ES frame indices (ED, ES), which are used to select the two annotated phases for

slice-wise sampling. A single 2D training sample is de�ned as:

(case,phase, z),

where phase P tED,ESu and z P t0, . . . ,Z � 1u denotes the short-axis slice index. For

each case, the raw ED/ES slice enumeration yields up to2Z samples before applying the

empty-slice policy described in Section 3.5.
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3.4 Preprocessing

All preprocessing is applied in the dataset loader so that the baseline and all downstream

augmentation experiments share an identical input protocol.

3.4.1 Intensity normalization

Each 2D slice is normalized using percentile normalization withplow = 1 and phigh = 99.

Intensities are rescaled to[0, 1] and clipped to [0, 1].

Rationale. The M&Ms challenge report notes that many competing methods apply

either normalization to a unit Gaussian distribution or rescaling to [0, 1] as a pre-processing

step, and that some methods apply intensity clipping to remove bright artifacts (Campello

et al., 2021). Percentile normalization is a simple, robust form of intensity rescaling and

clipping that (i) stabilizes optimization by constraining the dynamic range and (ii) reduces

sensitivity to rare outlier intensities, while keeping the protocol �xed across all experiments.

3.4.2 Spatial handling

Each slice is padded to a square �eld-of-view using centered zero padding for both the

image and the mask, and then resized to a �xed resolution of256� 256. Images are resized

with bilinear interpolation, while masks are resized with nearest-neighbor interpolation.

Rationale. The M&Ms report highlights that many methods resize images to a target

size or pixel resolution and use cropping or zero padding to obtain squared images (Campello

et al., 2021). In this thesis, padding-to-square followed by a �xed resize provides a consistent

tensor shape for batching and model de�nition, while preserving the full �eld-of-view (as

opposed to aggressive cropping). The choice of256� 256is a practical trade-o�: it provides

a consistent input size for batching and model de�nition, preserves the full �eld-of-view

after padding-to-square, and keeps training and evaluation computationally feasible, while

introducing some interpolation-induced smoothing.

3.4.3 Returned tensors and metadata

For each 2D sample, the loader returns:
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• img: a FloatTensor of shape(1, 256, 256) with values in [0, 1],

• gt : a LongTensor of shape(256, 256) with values in t 0, 1, 2, 3u,

• meta: a dictionary containing keys such asexternal_code , split , phase, t , and z.

Meaning of external_code . The external_code is the anonymized case identi�er used

to group slice-level samples back into case-level volumes for evaluation and visualization.

In other words, while individual training samples are slice-level,external_code allows

reconstruction of case-level volumes (by stacking slices with the same case identi�er and

phase).

3.5 Empty-Slice Policy

Many basal or apical slices may contain only background. To reduce class imbalance

and keep the baseline clean, I apply the following �xed policy:

• Training: exclude empty slices, where an empty slice is de�ned as a slice whose

ground-truth mask contains only background (label 0).

• Validation and Testing: include all slices to support case-level reconstruction and

o�cial-style reporting.

Rationale. Training on many background-only slices can bias learning toward trivial

background predictions. In contrast, validation and testing must include all slices to support

consistent case-level evaluation.

3.6 DataLoader and Metadata Collation

I use a customcollate_fn to keep the batch metadata format stable. For a batch size

B, the DataLoader outputs:

• imgs: (B, 1, 256, 256),

• gts : (B, 256, 256),

• metas: list[dict] of length B.

This design makes evaluation and 3D reconstruction straightforward using the metadata

�elds external_code , phase, t , and z.
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3.7 Baseline Segmentation Model

I establish a supervised 2D U-Net baseline (Ronneberger et al., 2015) using a �xed

architecture and training recipe. This choice is motivated by two considerations. First, U-

Net and nnU-Net are widely used reference baselines in medical image segmentation, and

the M&Ms challenge report includes both a 2D U-Net baseline and an nnU-Net baseline

for comparison (Campello et al., 2021). Second, a strong and stable baseline is necessary

to isolate the e�ect of subsequent augmentation experiments.

The baseline network is implemented using a MONAI 2D UNet con�guration with the

following parameters:

• spatial_dims =2, in_channels =1, out_channels =4,

• channels=(32, 64, 128, 256, 512),

• strides =(2, 2, 2, 2),

• num_res_units =2,

• norm= INSTANCE.

Rationale. This con�guration is a standard capacity choice for 256� 256 2D medical

segmentation. It provides su�cient receptive �eld growth through strided downsampling

while keeping the model simple and reproducible, which is aligned with the role of a baseline

in controlled comparisons.

3.8 Training Recipe

I �x the baseline training recipe so that all later augmentation experiments are compared

under consistent optimization conditions.

• Loss: Dice + CrossEntropy (DiceCE), with equal weights.

• Optimizer: AdamW, learning rate 3 � 10� 4, weight decay10� 4.

• Scheduler: CosineAnnealingLR withTmax set to the total number of epochs.

• Batch size: 16.

• Maximum epochs: 80.

• Gradient clipping: 1.0.
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• Mixed precision: enabled via PyTorch Automatic Mixed Precision (AMP) during

training and evaluation.

• Random seed: 0.

Rationale. Dice-based terms directly optimize overlap, which is the primary quality cri-

terion reported in the M&Ms challenge (DSC), while cross-entropy provides stable per-pixel

gradients early in training. AdamW with a cosine schedule is a common and robust choice

for U-Net training, and AMP improves computational e�ciency without changing the �xed

data protocol. Critically, the entire recipe is �xed to avoid confounding later comparisons

with changes in optimization hyperparameters. Deterministic behavior is enabled in the

training script when possible.

3.9 Evaluation Protocol

I report o�cial-style case-level segmentation performance using a �xed evaluation pro-

tocol:

• Group key: (external_code ,phase).

• For each group, I sort slices byz and stack predictions and ground truth to form a

3D volume.

• I compute Dice for each class on the stacked volume, and report mean foreground

Dice by averaging classes 1�3 and then averaging across groups.

3.9.1 Dice similarity coef�cient (DSC)

The Dice similarity coe�cient between a predicted mask P and ground truth mask G

is:

DSC(P, G) =
2|P X G|
|P| + |G|

. (3.1)

This metric measures overlap between two regions and is widely used in the M&Ms eval-

uation (Campello et al., 2021). DSC ranges from 0 to 1, where 1 indicates perfect overlap

and 0 indicates no overlap.
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3.10 Baseline Checkpointing and Frozen Reference Results

The training script saves last.pt every epoch andbest.pt whenever the validation

mean Dice improves. For reproducibility, I �x the baseline reference checkpointto best.pt

(the checkpoint with the highest validation mean Dice). Using this �xed checkpoint:

• Validation mean foreground Dice: 0.8130 (best checkpoint).

• Testing mean foreground Dice: 0.7775 (same checkpoint).

Note on validation splits. Before introducing the stricter vendor-split OOD setting, I �rst

verify the �xed segmentation pipeline on the full supervised public split and retain this

result only as a reproducibility reference, not as the comparison baseline for later OOD

experiments. Accordingly, the validation score reported in this section (0.8130) is computed

on the full Validation split of the supervised index (34 cases, i.e., 68 case�phase groups)

and is used to select the full-split supervised reference checkpoint. In Chapters 4�7, I

instead retrain a separate A/B-only baseline under the stricter vendor-split OOD protocol,

where validation is restricted to vendors A/B (14 cases, 28 groups), yielding a di�erent

in-distribution validation score (0.8349).
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4. Out-of-Distribution Baseline Before Augmentation

4.1 Purpose and Setup

A major challenge in multi-center and multi-vendor cardiac MRI segmentation is the

drop in performance when a model trained on data from a subset of scanners or institutions

is evaluated on images acquired under di�erent vendor-speci�c imaging characteristics. Such

out-of-distribution (OOD) shifts are a central aspect of the M&Ms dataset design and its

evaluation protocol. (Campello et al., 2021)

Before introducing any augmentation strategy, it is necessary to establish a clean OOD

baseline that (i) �xes the training regime, preprocessing, and evaluation protocol, (ii) quan-

ti�es the generalization gap on held-out vendors, and (iii) documents representative quali-

tative failure patterns. This chapter provides that baseline and serves as the reference point

for subsequent augmentation experiments.

All experiments in this chapter follow the dataset construction, preprocessing, and case-

level evaluation protocol �xed in Chapter 3. In particular, the model architecture and

optimization recipe are kept identical to the baseline segmenter described in Chapter 3,

while the training, validation, and test splits are rede�ned by vendor to create the OOD

setting.

4.2 OOD Split De�nition
4.2.1 Vendor-based OOD setting

I evaluate a strict vendor-split OOD scenario:

• Training (in-distribution): labeled cases from vendors A and B only.

• Validation (in-distribution): vendors A and B only.

• Testing (OOD): vendors C and D, evaluated separately.

This setting is consistent with the supervised subset structure of the public dataset used

in this thesis (Chapter 3) and creates a strong OOD regime where both C and D are unseen

during supervised training.
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Table 4.1: Vendor-split OOD protocol used in this chapter. “Groups” refer to case � phase
pairs (ED and ES).

Split Vendors #Cases #Groups (case� {ED,ES})

Training (labeled) A,B 150 300
Validation (AB only) A,B 14 28
Testing (OOD, vendor D) D 40 80
Testing (OOD, vendor C) C 40 80

4.2.2 Case counts and evaluation groups

Table 4.1 summarizes the case counts under the �xed vendor-split OOD protocol. Eval-

uation is reported at the case� phase level (ED and ES), so each case contributes two

evaluation groups.

4.3 Evaluation Protocol (Re-used)
4.3.1 Case-level reconstruction and Dice reporting

I re-use the case-level evaluation protocol described in Chapter 3. For each case, anno-

tations are provided at two cardiac phases, end-diastole (ED) and end-systole (ES). For a

given phase, the model predicts 2D masks for all short-axis slices indexed byz. These slice

predictions are ordered byz and stacked to form a 3D segmentation volume. Dice similarity

coe�cient (DSC) is then computed voxel-wise per class between the reconstructed predic-

tion and the corresponding ground-truth volume. As the primary scalar metric, I report the

mean foreground DSC, de�ned as the average DSC over the three anatomical classes (labels

1�3) for each (case,phase) volume, and then averaged across all(case,phase) volumes.

4.3.2 Empty-slice policy

As �xed in Chapter 3, training excludes background-only slices to reduce trivial back-

ground dominance, while validation and testing include all slices to preserve full-volume

reconstruction and o�cial-style reporting. This policy is held constant across all experi-

ments in this chapter.
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Table 4.2: Baseline case-level DSC results under the vendor-split OOD protocol. “Mean
FG” denotes mean DSC over the three foreground classes, averaged over case� phase

groups.
Split Mean FG DSC DSC (bg) DSC (class 1) DSC (class 2) DSC (class 3)

Validation (A/B only) 0.8349 0.9975 0.8281 0.8020 0.8746
Testing (OOD, vendor D) 0.7801 0.9980 0.7844 0.7408 0.8152
Testing (OOD, vendor C) 0.7261 0.9971 0.7424 0.6820 0.7540

4.4 Segmentation Baseline under Vendor Shift (No Augmentation)
4.4.1 Overall OOD performance

In this chapter, the term baselinerefers to the supervised segmentation model trained on

labeled vendors A and B only, using the �xed preprocessing, architecture, and optimization

settings from Chapter 3, and without any additional data augmentation beyond the stan-

dard preprocessing pipeline. Table 4.2 reports the reference results under the vendor-split

OOD setting.

Mean FG DSC is computed for each(case,phase) volume by averaging DSC over labels

1�3, excluding the background label 0, and then averaging across all(case,phase) volumes

so that ED and ES contribute equally. I compare in-distribution validation performance on

vendors A and B with OOD testing on the unseen vendors C and D, reported separately.

The baseline achieves Mean FG DSC of 0.780 on vendor D and 0.726 on vendor C, compared

to 0.835 on the A/B validation set. Relative to in-distribution validation, performance drops

by 0.055 DSC on vendor D, from 0.835 to 0.780, and by 0.109 DSC on vendor C, from 0.835

to 0.726, under the same model capacity, preprocessing, and evaluation rules.

Clari�cation. The validation results in Table 4.2 are reported on the A/B-only validation

subset, comprising 14 cases and 28 case�phase groups, under the vendor-split OOD protocol,

and are not directly comparable to the full-split Validation score reported in Chapter 3.

These results establish a clear generalization gap on both unseen vendors. This gap

motivates investigating appearance-oriented augmentation approaches that aim to preserve

anatomical content under vendor-induced appearance shifts.
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4.5 Qualitative Failure Modes

To complement the quantitative results in Section 4.4.1, I inspected qualitative seg-

mentation panels on the OOD vendors C and D. These panels help interpret whether the

OOD gap is driven by mild boundary and shape mismatches, under-segmentation/erosion

along thin structures, leakage into background regions, or more severe collapse modes in

which the model predicts mostly background. Figures 4.1 and 4.2 provide representative

high/median/low examples, and Figure 4.3 highlights two additional failure patterns that

are not fully illustrated by the distribution-based examples alone.

4.5.1 Representative examples

Figures 4.1 and 4.2 show representative baseline outputs on vendors D and C, respec-

tively. Each panel contains the input slice, the ground-truth mask, the predicted mask,

and an overlay of predicted foreground. I selected three case�phase groups per vendor to

span the high, typical (near-median), and low ends of the per-(case, phase) Mean FG DSC

distribution computed from the case-level evaluation protocol in Chapter 3. This selection

strategy ensures that the qualitative examples re�ect the range of observed OOD behavior

rather than a single hand-picked success or failure.

On vendor D (Fig. 4.1), the high example illustrates that the baseline can accurately

localize the cardiac structures under some OOD conditions, with visually consistent overlap

between prediction and ground truth. The near-median example shows typical degrada-

tions, where the model broadly identi�es the correct region but exhibits noticeable boundary

and shape mismatches. The low example highlights a more pronounced failure, in which

the predicted foreground is substantially reduced or distorted relative to the ground truth,

leading to poor overlap.

On vendor C (Fig. 4.2), the high and near-median examples again show that the base-

line can segment the main structures in many cases, but noticeable boundary and shape

discrepancies remain under vendor shift. The low example exhibits a catastrophic miss

in which the prediction collapses to near-all-background output, yielding negligible fore-
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ground overlap despite non-empty ground-truth labels. Overall, these examples indicate

that OOD errors range from moderate boundary and shape mismatches to severe collapse

modes, motivating the appearance-oriented augmentation strategies studied in the following

chapters.

4.5.2 Observed error categories

From inspection of Figures 4.1�4.3, I summarize the following recurrent failure modes

of the no-augmentation baseline under vendor shift:

• Boundary and shape mismatch:Predictions often capture the approximate location

of the heart but deviate in shape or boundary placement, reducing overlap even when

the structures are detected (e.g., Figs. 4.1b and 4.1c).

• Catastrophic miss (background collapse): In some OOD cases, the model predicts

almost entirely background, yielding near-zero foreground overlap (Fig. 4.2c).

• Under-segmentation/erosion of thin structures: Thin boundaries can be partially

eroded or under-segmented, consistent with disproportionate errors along boundary-

like structures (Fig. 4.3a).

• Leakage and false positives:The model can produce spurious foreground blobs or

leakage into surrounding background regions, indicating reduced speci�city under

vendor shift (Fig. 4.3b).

These categories provide a qualitative lens for interpreting how later augmentation

results di�er from the no-augmentation baseline, beyond changes in average DSC alone.

4.6 Implications for Style Augmentation

The vendor-split OOD baseline shows a clear generalization gap when training is re-

stricted to labeled vendors A and B and evaluation is performed on the unseen vendors

C and D. Because the anatomical task is unchanged while acquisition characteristics vary

across vendors, a plausible direction is to augment training with transformations that pri-

marily perturb appearancewhile aiming to preserveanatomical content.

In the next chapter, I investigate an appearance-oriented augmentation approach that
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keeps the supervised training protocol unchanged and generates controlled style variations

based on the training vendors available in-distribution. I then evaluate whether this aug-

mentation improves segmentation robustness on OOD vendors under the same case-level

evaluation rules.
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(a) High (B9G4U2, ED)

(b) Near-median (A4B9O6, ES)

(c) Low (N7W6Z8, ES)

FIGURE 4.1: Representative baseline segmentation panels on OOD vendor D. Each panel
shows the input slice (left), ground-truth mask (middle-left), predicted mask

(middle-right), and an overlay of the predicted foreground (right). I selected examples to
re�ect the high, typical (near-median), and low ends of the per- (case,phase) Mean FG

DSC distribution.

25



(a) High (A5H1Q2, ED)

(b) Near-median (O4O6U5, ES)

(c) Low (A8C5E9, ES)

FIGURE 4.2: Representative baseline segmentation panels on OOD vendor C. The low
example illustrates a catastrophic failure mode in which the model collapses to

near-all-background output under vendor shift. I selected examples to re�ect the high,
typical (near-median), and low ends of the per- (case,phase) Mean FG DSC distribution.
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(a) Under-segmentation or erosion of thin structures (E6M6P2, ED).

(b) Boundary leakage with isolated false-positive blobs (R2R7Z5, ES).

FIGURE 4.3: Additional qualitative failure cases of the no-augmentation baseline under
vendor shift. Panel (a) highlights erosion or under-segmentation along thin boundaries,

while panel (b) shows leakage into background regions with isolated false-positive blobs.
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5. Latent Diffusion Style Control with K/V-LoRA

5.1 Goal and Design Constraints

Chapter 4 established a vendor-split out-of-distribution (OOD) baseline for cardiac MRI

segmentation under a �xed protocol on the M&Ms OpenDataset. Because the anatomical

segmentation task is unchanged while acquisition characteristics vary across vendors, my

objective is to build an augmentation mechanism that primarily perturbs appearancewhile

aiming to preserveanatomical content.

I pursue this objective using a latent di�usion model (LDM) backbone, which performs

di�usion in a compressed latent space learned by a �rst-stage autoencoder (Rombach et al.,

2022). To keep the method practical and reproducible under limited compute, I impose the

following design constraints: (1) parameter-e�cient adaptation, (2) minimal disruption to

the base generative model to reduce the risk of structural drift, and (3) explicit controlla-

bility via vendor-conditioned cross-attention (Hu et al., 2021; Vaswani et al., 2017).

5.2 Preliminary Veri�cation and Backbone Preparation

Before introducing any trainable adapters, I �rst veri�ed that the chosen LDM back-

bone and data pipeline satisfy two prerequisites: (1) the vendor-conditioned cross-attention

pathway is structurally connected and executable in a forward pass, and (2) the latent-space

image-to-image (i2i) path reduces to exact reconstruction when the perturbation strength

is set to zero (Rombach et al., 2022; Song et al., 2021).

5.2.1 Vendor-conditioned cross-attention connectivity

The CompVis conditional LDM con�guration I started from was originally conditioned

on class labels. To repurpose it for vendor conditioning without breaking checkpoint com-

patibility, I preserved the overall conditioning pathway, namely cross-attention with a �xed

context dimension, while changing the conditioning key tovendor_id . A practical com-

patibility constraint is that the original embedding table has size (1000, 512) . Reducing
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the embedding table to four vendors would cause a checkpoint shape mismatch, so I kept

n_classes =1000 and mapped vendors to IDs {0,1,2,3}, using only the �rst four entries of

the embedding table. I map vendor IDs to the dataset vendor codes as follows: 0Ñ A, 1Ñ B,

2Ñ C, and 3Ñ D.

I veri�ed that (i) vendor-conditioned cross-attention is connected and (ii) the latent-

space i2i identity condition is satis�ed at strength =0 using lightweight internal veri�cation

checks. I also con�rmed that changing onlyvendor_id produces di�erent i2i outputs under

a �xed input, seed, and strength (Figs. 5.4 and 5.5).

5.2.2 MRI-domain base latent diffusion checkpoint

The starting point of my generative backbone is the CompViscin256 latent di�usion

checkpoint, a class-conditional LDM at256� 256resolution with cross-attention-based con-

ditioning (Rombach et al., 2022). I selectedcin256 because it integrates with my codebase

while providing the explicit cross-attention pathway required for vendor-conditioned style

control. In contrast, unconditional backbones do not expose an equivalent cross-attention

interface, and several alternative conditional con�gurations would require additional refac-

toring of the conditioning pathway. Accordingly, I use cin256 as the starting backbone for

the di�usion experiments in this thesis.

In this project, I de�ne an �M&Ms base LDM checkpoint� as a latent di�usion backbone

adapted from cin256 to the cardiac MRI domain, so that the base generative distribution

better matches M&Ms before introducing any LoRA-based style control (Rombach et al.,

2022). To avoid confounding factors in later robustness evaluations, I preserved the same

A/B-only vendor-split data protocol during this backbone preparation stage.

To obtain this MRI-domain base checkpoint, I initialized the model from cin256 and

continued di�usion training on M&Ms slices under the �xed preprocessing and vendor-split

protocol. I then selected a stable checkpoint for downstream LoRA experiments based

on the monitored training objective and qualitative i2i sanity checks (Section 5.6). To-

gether, these checks provide supporting evidence that the backbone adapts to M&Ms-like
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appearance while maintaining stable i2i behavior under small-strength perturbations.

5.3 K/V-LoRA for Cross-Attention Style Control

Low-Rank Adaptation (LoRA) is a parameter-e�cient �ne-tuning method that repre-

sents weight updates using low-rank matrices while keeping the pretrained backbone frozen

(Hu et al., 2021). In this chapter, �UNet� refers to the di�usion denoising UNet used

inside the latent di�usion model, not the segmentation network. The CompVis UNet con-

tains transformer blocks with self-attention (attn1 ) over spatial tokens and cross-attention

(attn2 ) that injects conditioning context, here vendor embeddings.

My core design choice is to introduce low-rank adapters only into thekey and value lin-

ear projections of cross-attention, namely theattn2 modules in the CompVis UNet blocks,

while leaving the query projection unchanged. This �K/V-only� choice is motivated by the

fact that cross-attention is the pathway through which conditioning information enters the

denoising network. Hereafter, I use K and V as shorthand for the key and value projec-

tions in attention. In the LDM UNet, the conditioning context, here a vendor embedding,

enters the denoising network via cross-attention, and K/V determine how that context is

represented and injected into the spatial feature stream. By adapting K/V with low-rank

updates while keeping the base weights frozen, I aim to modulate vendor-dependent ap-

pearance directions with a small number of trainable parameters while reducing the risk of

unintended structural drift.

5.3.1 Injection scope and parameterization

To keep adaptation tightly constrained, I restricted LoRA injection to a small subset of

the di�usion UNet. Speci�cally, I used a name allowlist that targets the middle (bottleneck)

block (middle_block ) and set the transformer depth to one, which results in injecting LoRA

into a single BasicTransformerBlock (Hu et al., 2021; Rombach et al., 2022). Within that

block, I wrap only the cross-attention key and value projections (to_k and to_v ), so the

trainable adapter set consists of two LoRA-wrapped linear layers in total (Hu et al., 2021).

The di�usion UNet follows an encoder�bottleneck�decoder structure. Restricting injec-
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tion to the bottleneck provides a conservative control point with minimal added parameters.

Injecting LoRA into additional blocks would increase adaptation capacity, but also train-

ing cost and the risk of over�tting or unintended structural drift. I therefore adopt this

conservative scope throughout this thesis.

5.4 Implementation: LoRA Wrapper and Injection Hooks

This section summarizes the minimal and localized code changes required to enable

K/V-only LoRA injection while preserving the overall CompVis LDM architecture and

training �ow.

5.4.1 LoRA linear wrapper

The upstream CompVis LDM implementation does not include a LoRA utility module,

so I added a small self-contained adapter layer inldm/modules/lora.py . This module

de�nes LoRALinear, which wraps a frozen basenn.Linear with trainable low-rank matrices

and standard scaling via a/ r (Hu et al., 2021). It also exposes utilities to collect the

trainable LoRA parameters cleanly so that the optimizer can avoid updating the original

backbone weights.

Given a frozen weight matrix W0 PRdout � din , LoRA parameterizes the update as

W = W0 +
a
r

BA,

where A PR r� din and B PRdout � r are trainable, r is the rank, and a is a scaling factor that

controls the e�ective magnitude of the low-rank update (Hu et al., 2021). In implementa-

tion, I set requires_grad=False for all backbone parameters and construct the optimizer

from the �ltered parameter list with requires_grad=True , so that only LoRA parameters,

and the vendor embedder when enabled, are updated.

5.4.2 Cross-attention K/V injection

The �le ldm/modules/attention.py implements the transformer and attention com-

ponents used inside the di�usion UNet, including the cross-attention modules that accept
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conditioning context (Rombach et al., 2022; Vaswani et al., 2017). I modi�ed this �le to add

a dedicated helper,inject_kv_lora_into_crossattn , which performs K/V-only LoRA in-

jection into cross-attention modules (Hu et al., 2021). Concretely, the injection procedure

iterates overroot_module.named_modules(), identi�es BasicTransformerBlock instances,

selects only the cross-attention submoduleblock.attn2 , and replaces onlyattn2.to_k and

attn2.to_v with LoRALinear wrappers (Rombach et al., 2022).

I use a regex-based allowlist to con�ne LoRA injection to a conservative subset of

modules, for example the middle block only. Expanding the scope would increase adaptation

capacity, but also training cost and the risk of unintended structural drift.

5.5 Training Protocol for LoRA and Vendor Embedding
5.5.1 LoRA-only optimization with a frozen backbone

In the CompVis latent di�usion codebase, ldm/models/diffusion/ddpm.py de�nes the

main training and sampling wrapper for di�usion models. It constructs the denoising

UNet, interfaces with the �rst-stage autoencoder for latent encoding and decoding, handles

conditional inputs, and implements optimization through the di�usion objective (Rombach

et al., 2022). Because this �le is the central entry point where model components are

instantiated and parameters are registered for optimization, I modify it to enableLoRA-

only adaptation without retraining the full di�usion backbone.

Speci�cally, I extend ddpm.pyto read a LoRA con�guration block ( lora_cfg ) from the

project con�guration YAML and to inject K/V-only LoRA modules after loading the base

checkpoint (Hu et al., 2021). This ordering preserves checkpoint compatibility: pretrained

weights are �rst loaded into the unmodi�ed backbone, and LoRA adapters are then attached

as additional trainable parameters.

After injection, I freeze the base denoising UNet and the �rst-stage autoencoder by

setting their parameters to requires_grad=False . I adopt this freezing strategy for two

reasons. First, it enforces parameter-e�cient adaptation by optimizing only a small number

of LoRA weights, which reduces compute and the risk of over�tting under limited data.
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Second, it helps reduce the risk of unintended structural drift by preventing large updates

to the generative backbone.

I keep only two components trainable: (i) the injected LoRA parameters and (ii) the

vendor embedder, that is, the conditional stage whencond_stage_trainable=true , so that

the conditioning representation can adapt to vendor-dependent appearance variation while

the backbone remains �xed.

To ensure that optimization updates only these intended parameters, I construct an

AdamW optimizer from the �ltered parameter list with requires_grad=True . Concretely,

the optimizer receives only the LoRA parameters and, when enabled, the conditional-stage

parameters. All other parameters are excluded by construction. This implementation

ensures that training updates only the adapters and, optionally, the conditioning embedder,

while preserving the pretrained backbone weights.

5.5.2 Con�guration choices

I implemented the LoRA-only training setup through a dedicated con�guration �le that

speci�es the backbone checkpoint, conditioning interface, LoRA injection scope, and train-

ing hyperparameters. This con�guration (i) loads the MRI-domain base LDM checkpoint,

(ii) conditions on vendor_id via cross-attention, and (iii) enables scoped K/V-only LoRA

injection into cross-attention.

The key conditioning settings are chosen to provide an explicit mechanism for vendor-

dependent appearance control while keeping the generative backbone �xed.

First, cond_stage_key=vendor_id selects the metadata �eld used to retrieve the con-

ditioning signal, so that each training sample provides a vendor identi�er that indexes the

learned embedder.

Second,conditioning_key=crossattn routes this conditioning signal into the denois-

ing UNet through cross-attention (Rombach et al., 2022).

Third, I set cond_stage_trainable=true so that the vendor embedder can adapt to

vendor-dependent appearance variation while the base di�usion backbone remains frozen.
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For LoRA, I specify the adapter rank r and scalinga, using the standarda/ r scaling, and

restrict injection to the K/V projections of cross-attention within a conservative allowlist

(Hu et al., 2021). In all experiments, I use r = 8, a = 8, and init_scale =0.05 as

conservative �xed settings. The a/ r scaling follows the standard LoRA formulation, while

the speci�c values are pragmatic implementation choices rather than separately optimized

hyperparameters. I did not perform a separate hyperparameter sweep over these values,

and I keep them �xed throughout this thesis for comparability. This conservative setting

limits adaptation capacity, minimizes the number of trainable parameters, and reduces the

risk of unintended structural drift.

To maintain consistency with the segmentation OOD protocol, I use the same A/B-only

vendor-split training and validation de�nition for the di�usion experiments. Concretely, I

train the generative backbone and the later LoRA adapters using the supervised A/B split,

with validation restricted to vendors A and B.

5.6 Sanity Checks: Controllability and Anatomical Consistency

Because the goal of this chapter is to establish a controllable style mechanism rather

than to claim segmentation improvements, I include two sanity checks that directly validate

controllability and anatomical consistency.

5.6.1 Identity gate and strength sweep

To validate controllability while keeping anatomical content visually stable, I performed

an image-to-image (i2i) sanity check in latent space using a deterministic di�usion sampler.

Speci�cally, I use Denoising Di�usion Implicit Models (DDIM), which provides a non-

Markovian sampling procedure that enables controlled partial noising and deterministic

latent-space image-to-image sampling when the sampling settings are �xed (Rombach et al.,

2022; Song et al., 2021). In this i2i setting, the input image is �rst encoded into the latent

space by the �rst-stage autoencoder, partially corrupted according to a user-controlled

strength , and then denoised back to an output image. The role ofstrength is to control

how far the latent is moved away from the input before denoising:strength =0 corresponds
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to no perturbation (pure reconstruction), while larger strengths introduce progressively

stronger appearance changes. In this qualitative sweep, I vary the DDIM i2i strength

over t 0.00, 0.02, 0.05, 0.10u to examine how the controllable perturbation magnitude changes

from the identity-like regime to the upper end of the low-strength range used later for

augmentation.

I summarize this test using a four-column panel. Input is the original M&Ms slice.

Recon is the deterministic reconstruction obtained by encoding and decoding the input

through the �rst-stage autoencoder, without di�usion. Out is the DDIM i2i output at

the speci�ed strength . Di� visualizes the absolute di�erence betweenOut and Recon,

highlighting where the di�usion step changes appearance.

The key identity requirement is that, at strength =0, the i2i output must match Recon

exactly, up to numerical precision. This identity gate ensures that the pipeline does not

introduce unintended changes when the perturbation is disabled, and it makes subsequent

strength sweeps meaningful as a controlled knob for appearance perturbation (Song et al.,

2021).

Figures 5.1 and 5.2 show representative strength sweeps for the same case at ED and

ES, illustrating (i) strict identity at strength =0 and (ii) progressively stronger appearance

perturbations as strength increases while maintaining the overall anatomical layout.

To further understand the practical upper range of the i2i strength parameter, I also

inspected a higher-strength sweep on the same representative ED case. Figure 5.3 compares

outputs at strengths 0.10, 0.20, 0.30, and 0.50. At 0.10, the output still shows visible style

perturbation while largely retaining the gross anatomical layout. As the strength increases

beyond 0.10, however, the generated output exhibits progressively stronger deviations from

the reconstruction, with increasingly noticeable geometric and structural drift. This ob-

servation motivated the conservative choice used in the subsequent augmentation chapters:

I restrict the main o�ine and online augmentation experiments to low strengths (0.02,

0.05, 0.10) so that appearance perturbation remains measurable while reducing the risk of

mask�image mismatch and unintended structural distortion.
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5.6.2 Condition sensitivity via vendor override

To con�rm that vendor conditioning is not merely present but also functionally in�u-

ential, I ran the same input slice with the same random seed and the same i2i strength

while changing only the vendor condition. I use a nonzerostrength so that conditional

di�erences can be expressed through the di�usion step. Atstrength =0, the output reduces

to a pure reconstruction. For this diagnostic, I usestrength =0.15. This value is chosen

only for the vendor-override sensitivity check so that conditional di�erences are visually

easier to observe, and it should not be interpreted as the main augmentation strength used

in the later o�ine or online experiments. In these runs, the input slice, random seed, and

sampling settings are �xed. Only the vendor condition is changed. The i2i output changes

when switching the vendor condition between the two training vendors, A and B, showing

that the conditioning context in�uences generation (Figs. 5.4 and 5.5) (Rombach et al.,

2022).

Because LoRA and the conditional embedder are trained under an A/B-only protocol,

unseen vendor IDs, C and D, are not trained conditions and should not be interpreted as

learned vendor-speci�c style targets.

5.7 Discussion and Link to Of�ine Augmentation

This chapter establishes a minimal, parameter-e�cient mechanism for vendor-conditioned

appearance control in a latent di�usion backbone by combining vendor embeddings injected

through cross-attention with K/V-only LoRA adapters scoped to a small subset of the UNet.

The resulting system provides explicit control variables, vendor ID and i2i strength, and is

intended to reduce the risk of structural drift by freezing the base generative model while

training only a small set of adapter parameters.

In the next chapter, I use this controllable generator to build an o�ine augmentation

pipeline and evaluate whether style-perturbed samples improve segmentation robustness

under the same vendor-split setting and case-level evaluation protocol.
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FIGURE 5.1: Latent-space i2i identity gate and strength sweep (case C8I7P7, ED). Rows
correspond to strength = 0.00, 0.02, 0.05, and 0.10 from top to bottom. Each panel shows

Input, Recon (autoencoder reconstruction), Out (DDIM i2i output), and Diff (absolute
difference between Out and Recon).
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FIGURE 5.2: Latent-space i2i identity gate and strength sweep (case C8I7P7, ES). Rows
correspond to strength = 0.00, 0.02, 0.05, and 0.10 from top to bottom. Panel columns

follow the same convention as Fig. 5.1.
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