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Abstract 

Artificial intelligence (AI) has been rapidly developing in various fields, 

featuring automation in complex tasks with superior efficiency. This feature meets the 

urgent need for the automation of resource-intensive tasks in clinics. In radiation 

oncology, AI has been investigated for almost every process in patient management and 

treatment. Among these, radiotherapy treatment planning is one of the most time-

consuming and labor-intensive processes. This dissertation work focuses on AI-based 

planning agents for intensity-modulated radiation therapy (IMRT) for various treatment 

sites.  

Fluence map prediction for prostate simultaneous integrated boost (SIB) or 

Stereotactic Body Radiotherapy (SBRT) cases was selected for a feasibility study. 

Prostate cases have one of the most consistent anatomic geometries and dosimetric 

constraints among all treatment sites. The developed prostate AI planning agent 

employed a customized convolutional neuro network (CNN), Dense-Res Hybrid 

Network (DRHN). DRHN was trained to predict optimal fluence maps from patient 

anatomic information. The proposed method avoids the time-consuming inverse 

planning process, allowing fluence map predictions to be made in seconds and IMRT 

plans to be generated in a few minutes. The resulting AI plan quality met institutional 

clinical guidelines. This preliminary study demonstrated the feasibility of the proposed 
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AI strategy in automatic treatment planning and provided a solid foundation for the 

following studies.  

As a step forward, a more sophisticated AI agent for oropharyngeal cases was 

developed based on the prostate AI agent. This AI agent had the following two 

upgrades to accommodate for the more complex geometry in the head-and-neck (H&N) 

treatment site: 1) conditional generative adversarial networks (cGAN) training 

architecture; 2) the generator, PyraNet, was a customized CNN with a more complicated 

network structure design in the shape of pyramids. This H&N AI agent demonstrated 

encouraging plan quality, as the organs-at-risk’s (OAR’s) dosimetric outcomes achieved 

expectations. A graphical user interface (GUI) was developed and commissioned to 

make this AI tool available for clinical implementation.  

In summary, a DL-based fluence map prediction was developed for prostate and 

H&N cases. The H&N AI agent was implemented for clinical use, and more related 

research and applications are around the corner.  
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1. Introduction  

1.1 Radiotherapy Treatment Planning 

Radiation therapy has been an effective clinical management approach for cancer 

patients over the past century [1]. Generations of techniques in radiotherapy have been 

developed to treat cancers in more treatment sites and toward better treatment plan 

qualities. In the 1990s, 3D treatment planning systems became available [2], and since 

then, a series of sophisticated plan optimization and delivery techniques were 

developed: Intensity-Modulated radiotherapy (IMRT) [3], Volumetric modulated arc 

therapy (VMAT) [4], Tomotherapy [5], and so on. In general, treatment planning 

techniques offer more adjustable parameters, higher degrees of freedom, and better plan 

quality over time. Meanwhile, modern planning techniques require heavier 

computations, longer planning time, and better human planning skills than before.  

These modern planning techniques often employ inverse planning to optimize 

parameters in treatment plans. Inverse planning requires planners to initialize isocenter 

position, beam energy, number of beams or arcs, collimator angles, collimator positions, 

and other machine parameters. Next, planners need to initialize optimization objectives 

with dose, volume, and priority for each structure and manually adjust these parameters 

during the execution of the inverse planning algorithm. In each iteration, the algorithm 

re-estimates dose distribution and dose-volume-histogram (DVH) for planners’ 

reference to update the optimization objectives. A loss function is calculated from the 
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difference between optimization objectives and estimated DVH. The algorithm then 

updates multileaf-collimator (MLC) positions or fluence maps using gradient 

descending, which goes a small step toward the direction that the loss value reduces in 

every iteration. This direction and step size can be different in different optimizers, 

especially when momentum is added to the gradient calculation to avoid being trapped 

in local minimums. This algorithm converges when the loss value stops reducing. 

Usually, a full dose calculation is conducted in the last step in high resolution for 

physician review and quality assurance (QA).  

 In general inverse planning processes, planners often initialize machine 

parameters and optimation objectives based on dose constraint sheets given by 

physicians and observation of the patient's anatomy. This initialization heavily relies on 

planners’ experience and could substantially alter the outcoming plan quality. During 

the inverse planning process, these parameters need to be adjusted multiple times in 

trial-and-error iterations. Occasionally, planners have to repeat the entire process after 

the full dose calculation. These factors decided that treatment planning is one of the 

most time-consuming processes in clinical treatment workflow. It could be due to the 

complexity of the task, plan quality variations were widely observed and reported 

among different planners. 
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In summary, treatment planning is a complex task that heavily relies on human 

planners’ experience. Automation of treatment planning can greatly improve planning 

efficiency and potentially enhance plan quality consistency[6, 7].  

1.2 Automatic Treatment Planning Techniques 

In recent years, considerable efforts and progress have been made in automatic 

treatment planning. As an early commercialized approach, knowledge-based planning 

(KBP) was designed to summarize and learn the general patterns between anatomy and 

dosimetric outcomes from previous clinical plans[8, 9]. The dose-volume histogram 

(DVH) predictions by the KBP model could provide guidance to human planners for 

manual inverse planning. Similar studies collect clinical plans to form a library 

reference; for each new case, a selected group of reference clinical plans based on the 

designed similarity measures can be provided to help physicians and planners estimate 

the best achievable dosimetric quality for new cases[10]. As an alternative approach, 

multi-criterion optimization (MCO) could explore dosimetric tradeoffs by searching the 

interpolated Pareto surface formed by multiple anchor plans that represent different 

dosimetric goals; the final plan of desired dosimetric tradeoffs can be determined by 

human planners after navigating the Pareto surface[11-14]. Though demonstrated with 

clinical benefits, successful applications of these techniques still require good human 

practice during the manual planning process. In addition, these techniques rely on time-
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consuming inverse planning in their implementation, and thus the efficiency 

improvement could be limited.  

In the past few years, artificial intelligence (AI) application has become one of the 

trending topics in precision medicine[7, 15]. As the central topic of AI-related research, 

deep learning (DL) enabled modelings with a dramatically increasing number of 

trainable parameters and can handle much more complicated inputs and outputs than 

previous machine learning efforts. DL offers the opportunity for automated IMRT 

treatment planning toward real-time implementation. As one of the popular research 

topics in radiation oncology, DL-based dose distribution prediction using patients’ 

anatomy has been reported[16, 17]. A few works have explored the feasibility of using 

dose predictions as guidelines of inverse planning, i.e., dose mimicking, to generate a 

radiotherapy plan[18-20]. Plan generation from dose distribution prediction without 

inverse planning has been recently reported[21]. DL has been demonstrated for its 

feasibility in the automation of treatment planning and related tasks.  

1.3 Challenges 

AI has an inherent advantage in treatment planning. In conventional manual 

planning, the input is 3D CT images and structure contours, while the outputs are 

fluence maps or MLC control points. The relationship between this input and output 

could not be intuitively interpreted by human planners. Human planners control the 

planning outcomes by adjusting the dose-volume-based objectives instead of directly 
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editing dose distribution or control points. Restricted to the physical nature of the dose 

deposit, each dose constraint has its upper or lower limits. However, these limits were 

implicit and unknown to human planners, and the majority of planning time could be 

spent on exploring where these limits are and how to reach them. Moreover, even if 

dose-volume-based constraints are all met, the 3D dose distribution could still not be 

optimal. One possible reason was that dose-volume-based constraints cannot accurately 

represent planners' expectations on 3D dose distribution. Dose mimicking algorithms 

have been investigated to convert 3D dose distribution to treatment plans[22-24]. 

However, how to predict and edit 3D dose distribution in a realistic way is still an 

unsolved problem.  

Although the treatment planning task is complex, DL has an inherent advantage 

in efficiently analyzing complex input using convolutional layers. Convolutional layers 

are the most common component in many neuro networks. Compared with fully-

connected layers, convolutional layers require much fewer trainable parameters in small 

filters that each focus on a specific feature such as edges or lines. These filters are 

convolved with entire inputs to detect the features in different locations. Repetitively 

downsampling and convolving the inputs can extract complicated underlying features 

such as faces or animals. These feature extractions were proven to be robust and highly 

efficient for image classifications and recognitions.  
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Recently, AI made dramatic improvements in predicting high-quality images 

with complex details. Generative Adversarial Networks (GAN)[25] were one of the 

earliest efforts specifically made for image generation, which inspired a whole GAN 

field with various GAN architectures for different purposes, including image synthesis, 

image inpainting, image super-resolution, image-to-image translation, layout-to-image 

generation, text-to-image generation, and so on. Recent progress in diffusion models 

offers an alternative approach, which is less sensitive to hyperparameter settings and 

thus easier to train compared with GAN[26]. Diffusion models were originally 

developed for denoising problems, however, they were proved to be capable of 

generating images and exceeded GANs in some tasks[26]. Combining the advantage of 

both, Diffusion-GAN showed strong performance compared with state-of-art GAN 

models[27]. Studies reported highly realistic generated images with resolutions in 1024 

by 1024[28] or even higher. These works signify that AI is maturing in predicting 

complicated and high-dimensional objects.  

Now that the AI technique is ready, the real challenge becomes how to efficiently 

train AI models using a limited number of data. In computer science studies, datasets 

can have over a million images and captions easily extracted from the internet without 

violating copyright. In medical-related research, data access is much more restricted due 

to ethical issues. Published datasets rarely contain thousands of samples, and data from 

different institutions could have been scanned or reconstructed using different 
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parameters, which could impact DL performance. One example is that, although MR 

images usually have better soft tissue contracts compared with CT images, DL-based 

MR segmentation can have worse performance than CT segmentation for the same 

organ, as MR image contracts may vary. Therefore, for medical-related DL networks, a 

much stronger correlation between input and output is required for network training 

with a limited number of samples.  

Further compounding the challenge of treatment planning, applying AI 

techniques is not as intuitive as for imaging or diagnostic-related fields. DL models 

developed for image segmentation can be directly applied to medical image 

segmentation without many modifications. The input and output in medical image 

segmentation have the same or similar resolutions and a strong spatial correlation with 

each other. However, the planning outcomes, the control points, cannot be directly 

matched onto the 3D CT images or structure contours. Meanwhile, the number of 

control points, collimator settings, couch angles, gantry angles, and monitor units (MUs) 

can be different from patient to patient and from plan to plan. In other words, the 

challenge becomes how to reduce the dimension of CT images, structure contours, and 

optimal control points while ensuring the correlation between input and output. 

Theoretically, if a strong correlation exists between input and output without 

unnecessary information, DL network training may not need a massive amount of data 

to achieve a promising prediction accuracy.  
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This dissertation presents a series of studies where DL-based auto-planning was 

explored step-by-step. Section 2 described a feasibility study regarding DL-based IMRT 

planning for prostate cases. Section 3 described a major upgrade from prostate cases to 

head-and-neck cases. Section 4 described error analysis and human insights into the 

head-and-neck DL model. Section 5 described the clinical implementation of the head-

and-neck model.  
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2. Deep Learning based IMRT Planning for Prostate 
Cases 

2.1 Introduction 

In this work, a DL-based algorithm was developed for fully automatic prostate 

IMRT planning. Prostate cases were selected as a starting point as they have one of the 

simplest treatment sites with high consistency across different patients and physicians. 

The prostate plan quality was evaluated by our institutional dosimetric guidelines 

below:   

 PTV58.8Gy: V58.8Gy > 95% 

Rectum: V70Gy < 10cc; V65Gy < 10%; V40Gy < 35%  

Bladder: V70Gy < 10cc; V65Gy < 15%; V40Gy < 35% 

Femoral heads: D0.1cc < 40Gy 

As well as all patients having the same OARs and constraints, the anatomical geometry 

and beam configurations are highly consistent as well.  

The developed algorithm, Automatic IMRT Planning via Static Field Fluence 

Prediction (AIP-SFFP), generates patient-specific radiation fluence intensity map 

predictions using a customized DL network. The predicted fluence maps are then 

converted to a deliverable treatment plan through delivery parameter generation and 

dose calculation in a commercial TPS. The radiation fluence map prediction is based on 

patient anatomy only, and no inverse planning is needed. The whole execution of AIP-
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SFFP involves minimum human interactions, and can be executed in a real-time fashion 

within ~20 seconds.    

2.2 Materials and Methods 

2.2.1 Study Design and Patient Data 

Figure 1(a) summarizes the workflow of the study design in this work. AIP-SFFP 

was developed using prior plans as training samples, and it was tested using 

independent test cases. 163 prostate cancer patients were retrospectively studied in this 

work under IRB approval. Each patient received simultaneous-integrated boost IMRT 

treatment (prostate /+ seminal vesicle SV 70Gy/58.8Gy in 28 daily fractions). Among 

these 163 patients, 106 patients were selected as the training cohort and were used for 

the DL network training, and 14 patients were spared as independent cases for tests.  

To minimize the plan variations in terms of radiation energy, treatment machine, 

and beam arrangement, the training cohort patients were replanned by our in-house 

KBP plan generator, and the resultant 106 plans were utilized for AIP-SFFP training. 

This KBP plan generator was developed using Eclipse Scripting functions (ESAPI, 

Varian Medical System, Palo Alto, CA) in a commercial TPS environment, it has been 

validated for clinical use at our institution. The generator reads the DVH predictions 

from the KBP model and translates the predictions into guidelines for automatic inverse 

planning implementation. Using this plan generator, 106 training plans were generated 

in a closed research TPS environment using a 9-field static beam template (starting from 
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PA, 40º increment) and 10MV beam energy from a TrueBeamTM LINAC (Varian Medical 

System, Palo Alto, CA). The plans were normalized as PTV70Gy V70Gy = 95%. The 

adopted KBP model was built based on the clinical plans of the rest 43 patients in the 

overall cohort, and the model execution was performed in a C environment following 

the methods by Yuan et al[8].  
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Figure 1. (a) the workflow of study design. (b) the architecture of Dense-Res 

Hybrid Network (DRHN).  
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2.2.2 AI Training and Implementation 

The proposed AIP-SFFP centralizes Dense-Res Hybrid Network (DRHN), a 

customized DL network. In Figure 1, the numbers in the parentheses are the feature 

numbers of each layer. Figure 1(b) demonstrates the architecture of DRHN. As seen, 

DRHN is a convolutional neuro network that implements 3 DenseNet blocks[29], 3 

ResNet blocks[30], and 4 naïve convolutional layers in a cascade structure. Each 

DenseNet block contains one 3D convolutional layer, which is concatenated to the 

subsequent DenseNet blocks. Each ResNet block contains two 3D convolutional layers, 

and the sum of 1st and 2nd layers serves as each block’s output. An exponential linear 

unit (ELU) activation layer is added to follow each convolutional layer. The whole 

network architecture was implemented with TensorFlow[31] and Keras[32].  

To predict fluence intensity maps of the 9-field beam setup, DRHN requires 

patient anatomic information as the network input. Such information, including 

targets/organs-at-risk (OARs) contours and patient body dimensions, is characterized by 

a series of 2D projections. As shown in Figure 2(a), two types of projections were defined 

to describe volumetric anatomy: 1) intra-structure projection, which is the photon 

attenuation coefficient integration within the 3D volume of a selected structure (red 

region); 2) interface projections, which is the photon attenuation coefficient integration 

between the body’s radiation entrance interface and of the selected structure’s radiation 

exit interface (red + blue regions). In this work, intra-structure projections of PTV58.8Gy, 
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PTV70Gy, and SV, as well as interface projections of PTV58.8Gy, PTV70Gy, SV, bladder, 

and rectum, were adopted for DRHN. As an example, Figure 2(b) shows PTV58.8Gy 

projections at a 60º (LAO) beam angle. At each template beam angle, the aforementioned 

8 projections were generated and stacked as a 3D matrix, and all matrices from 9 

template beam angles were revamped into 4D as DRHN input. The 4 dimensions refer to 

projection rows, projection columns, beam angles, and different projections, 

respectively. The output of DRHN is a 3D matrix as a stack of the radiation fluence 

intensity maps from 9 beam angles.  

 

Figure 2. Illustrations of (a) 2D projections’ definitions, (b) examples of 2D 

projections, and (c) bandpass filter weight. 

DRHN training was implemented in a ten-fold cross-validation scheme within 

the 106 training plans, and 30 epochs were executed in each fold. Adam optimizer was 
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employed with an initial learning rate of 7e-4. The learning rate would reduce by 4 times 

when loss does not reduce in more than 2 epochs. All filter kernels were set with 3×3×3 

size and were initiated by a random uniform function. To balance the learning results of 

radiation fluence maps’ overall features and local details, the loss function was designed 

as the weighted sum of spatial frequency differences between DRHN outputs and 

ground truth fluence maps of the training plans. A soft bandpass filter was used to 

enhance the medium frequency differences for improved learning accuracy. Such a 

design was based on our clinical experience of fluence map editing. Figure 2(c) shows 

the 2D distribution of the adopted filter’s frequency weight.  

In addition to DRHN, AIP-SFFP includes a few fully automated post-processing 

steps to convert DRHN output into a treatment plan. Specifically, each predicted fluence 

map was processed by Gaussian-based 2D de-convolution operations (kernel sizes are 

11×2.5mm/5×2.5mm; standard deviations are 1.1×2.5mm/0.6×2.5mm) for edge 

information enhancement. The processed fluence maps were then imported to a research 

TPS as the key parameters of a plan. A treatment plan would be available after dynamic 

multi-leaf collimator (MLC) sequence calculation and TPS integrity check. All these 

steps were implemented via Eclipse scripting ESAPI function. 

2.2.3 Treatment Plan Evaluation 

To demonstrate the clinical feasibility of AIP-SFFP, 14 independent patients were 

planned by AIP-SFFP. The AI-generated plans were compared against the one generated 
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by the KBP plan generator and the one used clinically by manual generation. All plans 

were normalized as PTV70Gy V70Gy = 95%. The AI plan, KBP plan, and clinical plan of the 

same case used the same set of structure contours from the clinic. All plans employed 

the same algorithm of leaf sequencing (Smart LMC 13.7.14), dose calculation 

(AAA_13714), and DVH estimation (DVH Estimation Algorithm 13.7.14) in EclipseTM. In 

addition to the aforementioned dosimetric guidelines, the 3D maximum dose (BODY 

D1cc), as well as the maximum dose to the rectum (D0.1cc) and bladder (D1cc), were 

evaluated. Statistical differences were evaluated by Wilcoxon signed-rank tests at a 0.05 

significance level. 

2.3 Results 

 

Figure 3(a) shows the dose distribution comparison from a selected patient. As 

seen, in axial view presentations, all three plans achieved good and comparable dose 

coverages to PTV58.8Gy (cyan segments) and PTV70Gy (red segments). In the other two 

views, the AI plan seems to have slightly improved PTV58.8Gy coverage as indicated by 

the blue arrows. On the other hand, as indicated by the white arrows and 65Gy isodose 

line in the coronal view presentation, the dose falloff between two PTVs is more gradual 

than the other two plans, and the KBP plan has the sharpest falloff. In terms of OAR 

sparing, all three plans demonstrated rectum sparing as indicated by concave isodose 

line shapes from the posterior view angle. In axial view, while 35Gy isodose line shapes 
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are about the same, the AI plan achieved aggressive rectum low dose sparing at 25Gy as 

pointed out by the yellow arrows. This can also be observed in the sagittal view 

presentations. The isodose distribution about the bladder and femoral heads are 

different but share the same general features and are all acceptable. Figure 3(b) shows 

the DVH comparison of the presented case. In general, DVH results corroborate Figure 

3(a) results: PTV58.8Gy coverages are about the same but the KBP plan has a steep slope as 

a result of rapid spatial dose falloff, and the dispersion of rectum DVH lines at low dose 

levels demonstrates the great capability of AI in rectum sparing intelligence.  
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Figure 3. Comparisons of (a) isodose distribution, (b) dose-volume histogram 

(DVH), and (c) fluence maps at 3 beam angles from a selected patient. 
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Figure 3(c) shows the fluence map comparison before MLC leaf sequencing in 

beams-eye-view (BEV) at 3 template gantry angles. In general, fluence maps from all 

three plans share certain common features, such as increased intensities near field edges 

for PTV coverage and reduced intensities at the central region for rectum sparing at 180º 

beam angle. At gantry 140º and 220º, the fluence maps from both KBP and clinic plans 

illustrate elevated fluence intensities at the inferior border of the field, possibly for the 

sake of improved PTV coverage. This phenomenon can be seen on AI fluence maps but 

is less obvious. The fluence maps generated by AIP-SFFP are smoother in low spatial-

varying regions; this is not surprising due to multiple convolution operations embedded 

in AIP-SFFP. In addition, the AI fluence maps have reduced intensities in the right/left 

superior regions at gantry 140º/220º. It has to be noted that AIP-SFFP generated all 

beams’ fluence maps at the same time; thus, the inherent dose delivery trade-offs among 

fields were integrated into the AI learning, and one should not be obsessed with fluence 

pattern similarities at each individual beam angle.  

Figure 4 presents the dosimetric evaluator results after MLC leaf sequencing 

from all three groups of plans. 3 out of 14 clinical plans were excluded from the analysis 

since they were planned with VMAT technique. While plans were normalized to have 

the same PTV70Gy coverage, AI plans had the best PTV58.8Gy coverage (though no 

statistical significance); meanwhile, AI plans had the highest 3D maximum dose, but the 

reported values were still reasonable in clinic use. Regarding rectum results, AI plans 
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had significantly higher D0.1cc results, which were 0.7Gy higher than the clinic plans 

and 0.5Gy higher than the KBP plans. In addition, AI plans had slightly higher V70Gy 

and V65Gy results than at least one of the other two plans, but AI plans had improved 

V40Gy results. Bladder results are different: AI plans achieved improved high dose 

sparing with lower D1cc and V70Gy results. V65Gy and V40Gy results from the three 

plans had very small differences. Femoral heads' results were all good and were much 

lower than clinical guidelines; they were not reported due to the restricted article length. 

Table 1 summarizes the numerical dosimetric evaluator results. All results were 

reported in the form of mean ± standard deviation (median). p1 stands for significance 

between AI and KBP plans, while p2 stands for significance between AI and Clinic 

plans. In sum, plans generated by AIP-SFFP achieved improved or comparable 

dosimetric results against KBP plans and clinic plans.  

In addition to dosimetric results, the MU results of the 3 plan groups were 

similar without statistical significance: AI plans 704.84±53.84, KBP plans 715.91±55.56, 

Clinic plans 735.56±60.26. The deliverability of AI plans was verified after MLC leaf 

sequencing in EclipseTM. 
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Figure 4. Boxplot comparisons of dosimetric results. 

Table 1. Numeric dosimetric results.  

Structure Parameters AI KBP Clinic p1 p2 

PTV58.8Gy V58.8Gy (%) 97.07±1.11 (97.45) 97.06±0.95 (97.36) 96.68±0.71 (96.74) 0.63 0.05 

BODY  D1cc (Gy) 74.48±0.54 (74.38) 73.64±0.08 (73.64) 73.90±0.38 (74.07) 0.00* 0.01* 

Rectum  

D0.1cc (Gy) 72.42±0.62 (72.50) 71.95±0.35 (72.06) 71.75±0.48 (71.79) 0.00* 0.00* 

V70Gy (cc) 1.46±0.62 (1.46) 1.43±0.58 (1.56) 1.17±0.52 (1.17) 0.76 0.02* 

V65Gy (%) 4.83±1.28 (5.25) 5.41±1.67 (5.41) 4.61±1.79 (4.87) 0.04* 0.70 

V40Gy (%) 27.26±6.24 (25.28) 34.46±3.45 (34.03) 27.68±4.59 (27.04) 0.00* 0.58 

Bladder 

D1cc (Gy) 71.00±1.30 (71.22) 71.56±1.16 (71.84) 71.29±1.45 (71.81) 0.00* 0.10 

V70Gy (cc) 2.29±0.98 (1.95) 3.29±1.46 (2.84) 3.80±2.00 (3.84) 0.00* 0.00* 

V65Gy (%) 3.32±2.29 (2.74) 3.53±2.46 (2.84) 3.73±3.14 (2.87) 0.09 0.41 

V40Gy (%) 14.50±9.39 (12.32) 15.50±8.82 (13.65) 14.73±8.63 (13.48) 0.02* 0.46 
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AIP-SFFP was implemented on a workstation with a GPU (NVIDIA Quadro 

M4000, 8.0 GB dedicated memory) and a CPU (Intel Xeon E5-2640 v4, 64G RAM). In 

terms of implementation efficiency, AIP-SFFP generated each test plan in less than 20 

seconds, including fluence map prediction, TPS import, dose calculation, and plan 

integrity check. Such high efficiency of AIP-SFFP enables the great promise of real-time 

treatment planning in clinics. 

 

2.4 Discussion 

 

Based on DL techniques and automation scripting, AIP-SFFP can work jointly 

with commercial TPS for immediate clinic use. Currently, IMRT treatment planning may 

require many iterations of manual adjustments and many rounds of communication 

between human planners and physicians. These would increase treatment planning 

efforts (and of course, cost). Currently, automatic treatment techniques, represented by 

KBP and MCO techniques, were designed to provide useful guidelines/options for 

human planners. Although these techniques have proven their value in reducing 

treatment planning time, they may require extensive human-planner interactions, which 

affect treatment planning quality and its consistency due to inter-planner and intra-

planner differences[33]. Compared to other recent works[21], AIP-SFFP used patient 

anatomy and structure information as the only inputs; no human interpretation or 
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operation is required. As reported in the Results section, the plans generated by AIP-

SFFP had comparable or improved dosimetric qualities in comparison with current 

state-of-art practices. In addition, the rapid and fully automated execution ensures real-

time planning scenarios, such as online adaptive planning. Thus, the developed DL-

based algorithm would reshape the IMRT planning paradigm with significantly 

improved time efficiency and reduced human efforts toward fully automated 

implementation in time-sensitive situations.      

During the AI training, the 106 training plans were generated by our in-house 

KBP plan generator. The use of such an automated plan generator could generate a 

batch of plans in a short time to solve the problem of plan discrepancies, including 

machine models, delivery techniques, radiation energies, dose calculation algorithms, 

and OAR dose limits. The utilized 9-beam arrangement is the most common scheme in 

our clinic for prostate IMRT; the even-distributed beam angles around the body provide 

sufficient globe points of beam irradiation as in prostate VMAT treatment planning. It is 

crucial to ensure a high dosimetric quality of the training plans from this generator. As 

seen in Figure 4 and Table 1, KBP plans seem to have slightly improved PTV58.8Gy 

coverage and reduced BODY D1cc values without statistical significance. Clinic plans 

had reduced rectum V70Gy and V40Gy as well as bladder D1cc, and these differences 

were found significant. Nevertheless, judging by our current best clinical practice, the 

clinical impact of these small differences was negligible. In general, the KBP plans and 
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the clinic plans had comparable dosimetric results, and the use of KBP plans in AIP-

SFFP training maintained high plan quality features from the human practice. 

It is important to use appropriate presentations of patient geometry and 

structure information as AIP-SFFP inputs. Since the beam fluence maps are in the 2D 

dimension, two types of 2D projections were introduced to represent patient-specific 3D 

information. The DL network was expected to acquire knowledge about ‘studying’ 

patient-specific information; in another word, the DL network should be responsive to 

input manipulation with different outputs (instead of carrying population average 

without acquiring patient-specific information). To prove this point, another study was 

designed to examine the feasibility of PTV coverage improvement. Specifically, prior to 

2D projection generation, the SV contour was expanded by 2mm, and PTV58.8Gy was 

extended by 1 additional axial slice in the cranial-caudal direction. As illustrated in 

Figure 5(a) from the same presented patient, PTV58.8Gy (cyan segment) coverage at the 

superior region was improved as the 58.8Gy isodose line (red) appeared in the presented 

axial view of PTV58.8Gy, and PTV58.8Gy V58.8Gy was improved from 97.43% to 98.66%. Not 

surprisingly, low isodose lines bulged out as a trade-off for improved dose coverage. 

Figure 5(b) summarized the results from all 14 test patients. While PTV58.8Gy coverage 

was significantly improved, BODY D1cc slightly increased. Both rectum and bladder 

results were impacted with slightly increased dose disposition. All these results are well 

within expectation as AIP-SFFP successfully responded to input manipulation and 



 

25 

explored dose trade-offs without human intervention. This observation indicates that 

AIP-SFFP could generate multiple candidate plans in the exploration of dose trade-offs 

for physician decision-making. While this indication is somewhat similar to current 

MCO techniques, AIP-SFFP can generate multiple plans in real-time with possible 

parallel implementation. As a potential alternative to exploring intra-patient dose 

tradeoffs, incorporating spatial dose distribution prediction as input for AIP-SFFP could 

also generate multiple candidate plans with multiple predictions. This could be a 

potential future research direction along with the rapid progress of research in spatial 

dose distribution prediction. 
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Figure 5. (a) Isodose comparison after PTV58.8Gy coverage improvement; (b) Boxplot of 

dosimetric evaluation of AI plans and AI plans with expanded PTV58.8Gy. 
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2.4 Conclusion 

In this work, a DL-based algorithm AIP-SFFP was developed for fully automated 

prostate IMRT planning. AIP-SFFP features a customized DL network without using 

classic inverse planning. Results showed that compared with current clinic practice, 

AIP-SFFP can generate prostate IMRT plans with comparable dosimetric qualities. Fully 

automated execution in less than 20 seconds enables the real-time treatment planning 

application. Immediate clinic application of AIP-SFFP would be of great interest in the 

near future.
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3. Deep Learning based IMRT Planning for Head-and-
neck Cases 

3.1 Introduction 

Head-and-Neck cancer (HNC) is estimated to account for 53260 new cases and 

10750 new deaths in the United States in 2020[34]. For about 40% of patients with early-

stage HNC, single-modality treatment with radiotherapy or surgical resection is usually 

recommended. For the rest of the about 60% of patients with advanced-stage HNC, 

multi-modality treatment with surgery/chemotherapy/radiotherapy is usually 

recommended[35, 36]. Thus, radiotherapy plays an irreplaceable role in HNC 

management as it is utilized at least once in about 80% of HNC patients[37]. 

HNC radiotherapy Intensity-modulated radiation therapy (IMRT) treatment 

planning is a challenging task. The non-convex geometrical shapes of irradiation targets 

and the typical overlaps of irradiation targets and organs-at-risk (OARs) require delicate 

radiation beam modulations for OAR sparing. IMRT could achieve highly conformal 

dose distribution with decent OAR-sparing results[38]. Thus, IMRT has become a 

standard technique for HNC in current radiation oncology practice[39]. However, 

current IMRT-based HNC treatment planning remains challenging. Compared with 

IMRT planning of other anatomical sites, multiple OARs need to be evaluated and 

balanced in the time-consuming inverse planning, and more runs of inverse planning in 

the trial-and-error style are required before finding an optimal plan. Thus, manual IMRT 

planning could be resource-intensive in terms of human labor and time. In addition, the 
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overlaps of targets and parallel OARs make it difficult to determine the optimal dose 

trade-off between target coverage and OARs’ mean dose level. In the current manual 

planning process, such dose trade-off is determined by the initial dose-volume 

constraints and the possible adjustments during the inverse optimization, and these 

settings come from the planners’ prior experience and the institutional practice 

guidelines. The variation of planners’ experience and institutional practice preferences 

may lead to considerable HNC IMRT plan quality variations[8, 40, 41]. As a result, 

automated IMRT planning of HNC has been of the community’s interest to enhance 

IMRT planning efficiency and potentially improve plan quality consistency[7]. 

In this work, an AI agent was proposed for fully automated HNC IMRT 

planning. Following the concept of previous work[42], using patients’ anatomical 

information, the proposed AI agent directly generates optimal radiation fluence 

intensity maps of an IMRT plan. No inverse planning or dose distribution prediction is 

needed in this process. The generated fluence maps can be directly converted into a 

deliverable plan in a commercial treatment planning system (TPS). This AI agent 

requires minimum human interventions and has very high implementation efficiency. 
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3.2 Materials and Methods 

3.2.1 Patient data and processing 

In this work, 231 oropharyngeal IMRT patients were retrospectively studied 

under IRB approval. All patients were treated with the sequential boost regime, and the 

primary plans treating intermediate/low-risk PTVs were studied. These cases were 

randomly assigned to training (200 cases), validation (16 cases), and independent test 

groups (15 cases). To address the plan heterogeneity due to variations of the 

prescription, delivery technique, machine profile, and dose calculation algorithms, all 

cases were replanned in a separate research-only TPS environment (EclipseTM 13.6, 

Varian Medical System, Palo Alto, CA) using a clinically validated in-house script. Based 

on the Eclipse Scripting Application Programming Interface (ESAPI), this script read the 

DVH results of the original clinical plan and used them as guidelines for inverse 

planning. During the inverse planning, a built-in strategy would dynamically adjust the 

DVH constraints towards convergence. Specifically, 231 IMRT plans of 44Gy in 2Gy/fx 

(referred to as TPS plans) were generated using a 9-static beam arrangement template 

(starting at PA direction, 40º increment) and 6MV beam energy on a TrueBeamTM 

platform. Shoulder avoidance of lateral beam entrance was included. Dose calculations 

with heterogeneity correction (AAA_13714) using a 2.5mm grid size were performed for 

all plans.  
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3.2.2 AI Agent Training and Implementation 

The overall workflow of the AI Agent training and implementation is 

summarized in Figure 6. As shown in Figure 6(a), the architecture of conditional 

Generative Adversarial Network (cGAN)[43] is implemented in this DL network, where 

the generator (PyraNet) and the discriminator (DenseNet) were simultaneously trained 

in the training workflow. The generator generates a set of 9 raw fluence maps as the 

IMRT plan parameters using an input matrix with 4 dimensions (4D input), which is 

engineered to represent a patient’s volumetric anatomical information. The 4 dimensions 

of the 4D input are projection rows, projection columns, beam angles, and projection 

channels, respectively. The discriminator evaluates if a set of fluence maps is ‘true’ 

(ground truths from a TPS plan) or ‘false’ (outputs from the generator) under the 

condition of the same 4D input. In each training epoch, the discriminator was trained to 

distinguish the generator’s outputs (‘false’) from the ground truths (‘true’), and the 

generator was trained to generate outputs that were similar to the ground truths with 

maximized ‘true’ results feedback from the discriminator. A Harr wavelet[44] loss 

function was selected to evaluate the differences between the output raw fluence maps 

and the ground truths for the generator’s training, and the mean squared error (MSE) 

was used to model the binarized classification results for the discriminator’s training. 

The cGAN training was completed after 600 epochs. Figure 6(b) shows the 

implementation of the AI agent to generate an IMRT plan of a test patient. After 
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generating 4D input from a patient’s anatomy, the AI agent applied the trained 

generator to generate a set of 9 raw fluence maps, which would be subsequently 

processed into final output fluence maps. Given these fluence maps, an IMRT plan could 

be rapidly finalized in the TPS (Eclipse) without inverse planning. 

 

Figure 6. The overall workflow of this study. (a) the training workflow. (b) the 

test/implementation workflow. 
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It is important to transform a patient’s anatomical information into effective 

input representations for the proposed DL model. Given the geometrical configurations 

of common oropharyngeal IMRT patients, two types of 2D projections were carefully 

engineered to summarize a patient’s anatomical features at each static beam angle: 1) 

intra-structure projection, which is the photon attenuation coefficient integration within 

the 3D volume of a selected structure; and 2) interface projections, which is defined as 

the photon attenuation coefficient integration between the radiation entrance interface at 

body and radiation exit interface of a selected structure[42, 45]. In the artifact regions 

contoured during clinical plan generation, photon attenuation coefficients of water were 

used. In this work, intra-structure projections of the PTV and the CTV as well as 

interface projections of PTV, CTV, and 8 OARs (brainstem, cord+5mm, left/right 

parotids, oral cavity, larynx, pharynx, and mandible) were included as 12 channels at 

each beam angle. The in-plane resolution of the projections was 2.5mm. All projections 

have 128×128 pixels, and the pixel at the 64th row from the top and 64th column from left 

in the BEV lay on the projection ray that passes through the isocenter. Thus, a total of 

12×9 = 108 projections were generated and were stacked as a 4D input (128×128×9×12) to 

the generator.  

In the designed cGAN architecture, the generator is a novel DL network, 

PyraNet. As illustrated in Figure 7(a), 28 ResNet[30] blocks are concatenated in a 

pyramid-like shape to form an end-to-end relationship between input and output. a 
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stands for Atrous rate in the convolutional layer. Cat stands for concatenation. Conv 

stands ofr convolution. Sigmoid stands for sigmoid activation. Each ResNet block is 

represented by Rn, which contains three cascaded 3D convolutional layers. The 1st and 

3rd layers are summed as the outcome of this ResNet block. The 3 dimensions of the 

filters in the 3D convolutional layers interact with 2D projection rows, 2D projection 

columns, and beam angles respectively in the 4D input. The Rn×m in each rounded 

rectangle represents m cascaded ResNet block with a base feature number of n in the 

convolutional layers. The rounded rectangles are color-coded with the filter sizes in the 

3D convolutional layers. When the filter size is larger than (3×3×1), the layer is cyclically 

padded along the dimension of beam angles before the following convolution layers in 

the first ResNet block in each rounded rectangle. Figure 7(b) explains the cyclical 

padding operation. Such design enables information sharing among different beam 

angles to render volumetric information. All convolution layers are followed by an 

exponential linear unit (ELU) activation layer. The output of the generator is a 128×128×9 

matrix, which contains 9 raw fluence maps (in-plane resolution 2.5mm) of 9 beams in an 

IMRT plan.   
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Figure 7. Network structure diagram. (a) Generator: PyraNet. (b) Illustration of cyclic 

padding for filter size 3×3×5. (c) Discriminator: customized DenseNet. 

Figure 7(c) shows the discriminator of the cGAN, which is a customized 4-layer 

DenseNet[29]. The fluence maps (‘True’ or ‘False’) in 128×128×9 dimensions are attached 

to the 4D input (128×128×9×12) to form a concatenated input (128×128×9×13) of the 

discriminator. This input is processed by 4 different convolution operations with 

different Atrous rates, and the resultant 4 intermediate layers are then concatenated for 
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subsequent operations. All except the last convolutional layers are followed by an ELU 

activation layer before the last convolution layer. A sigmoid layer is used to activate the 

last convolution layer; thus, the output 4D matrix (128×128×9×256) has element values 

between 0 and 1: all 1-value result represents ‘absolutely true’, and all 0-value result 

represents ‘absolutely false’. 

In each epoch during the cGAN training, the discriminator was updated by an 

Adam optimizer with a learning rate of 2e-4, and the combined model (i.e., generator + 

discriminator) was updated by another Adam optimizer with a learning rate of 2e-5 

while the discriminator parameters were temporarily locked. The combined model’s loss 

function was the sum of the generator’s loss (Harr Wavelet loss in Figure 6(a)) and 200 

times the discriminator’s loss (MSE in Figure 6(a)). The batch size was 5 in each epoch. 

The generator from the epoch with the minimum average Harr Wavelet loss in the 

validation group was selected to build the proposed AI agent. 

As indicated in Figure 6(b), when the AI agent plans for a new patient, the raw 

output fluence maps from the generator need to be post-processed independently from 

the DL model. Specifically, the raw output fluence maps are processed by two Gaussian 

deconvolutions with fixed kernel sizes (15×2.5mm/9×2.5mm), respectively. As the last 

part of the overall workflow, the final output fluence maps would be automatically 

transferred to the aforementioned research TPS by a script for finalization. This script 

creates an empty plan and attaches the final output fluence maps to the template static 
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beams as the optimal fluence maps. A plan becomes available after MLC leaf motion 

sequence calculation (Smart LMC algorithm). In addition, dose calculation and DVH 

estimations are also included and are executed in the same way as in TPS plan 

generation. 

3.2.3 Plan Evaluation 

To demonstrate the feasibility of the developed AI agent, 15 plans (referred to as 

AI plans in the following text) were generated for the independent test patient cohort. 

The AI plans were first evaluated by experienced board-certified medical physicists as 

initial quality checks. Isodose distributions were qualitatively evaluated. Subsequently, 

key dosimetric parameters that are used in our clinic for oropharyngeal plan evaluation 

were compared with those of the TPS plans. Additionally, target dose conformity and 

homogeneity were reported. Conformity Index (CI) and Heterogeneity Index (HI) are 

defined in Equations 1 and 2.  

𝐶𝐼 =
𝑉100%

𝑉𝑃𝑇𝑉
 (1) 

where V100% is the 100% prescription-dose volume in the whole body, and VPTV is 

the PTV volume.  

𝐻𝐼 = 𝐷2% − 𝐷98% (2) 
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where D2% is PTV’s 2%-volume dose in percentage, and D98% is the PTV’s 98%-

volume dose in percentage. Statistics were analyzed by Wilcoxon Signed Rank tests with 

a significance level of 0.05. 

 

3.3 Results  

Figure 8 shows the dose distribution comparison between the TPS plan and the 

AI plan of a test patient. The orange contour was PTV. The lime contour was right 

parotid. The green contour was left parotid. The cyan contour was larynx. The blue 

contour was pharynx. The yellow contour was oral cavity. The overlapped blue and 

yellow contours were cord and cord+5mm. After plan normalization (95% coverage to 

PTV with skin cropping), the PTV (orange segment) has comparable dose coverage by 

the 100% isodose lines in the axial view and coronal view in both plans. The coverage 

conformity results are about the same with some minor visual differences. In addition, 

the overall dose falloff patterns outside of PTV in these two plans share common 

geometric patterns. The OAR sparing in the AI plan is comparable to those in the TPS 

plan. In the 1st row of Figure 8, the 50% isodose line (orange) forms cold spots in the 

triangular fashion around the larynx (cyan contour) as effective larynx sparing. Cord 

sparing (dark blue contour, 50% isodose line) is also observed in both plans. In the 2nd 

row of Figure 3, right parotid (lime contour) sparing can be appreciated by the 50% 

isodose line, and left parotid (green contour) sparing can be appreciated with even lower 
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30% isodose line (lime) with concaved shape, achieved by AI-plan in high resemblance 

to the manual plans. The coronal view in Figure 3 also demonstrates similar dose falloffs 

in the superior-inferior direction.  

 

Figure 8. Dose distribution comparison between the TPS plan (left) and the AI plan 

(right) of a test patient. 
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Figure 9 shows the optimal fluence map comparison between the TPS plan and the AI 

plan in the BEVs of 3 beam angles of the same test patient in Figure 8. In general, AI 

plan fluence maps have similar intensity ranges as in TPS plans and preserve most 

morphological features. As examples, the yellow arrows show elevated intensity at 

superior rims of 180º beam (PA) in both plans for intended target coverage 

improvement. In 20º beam results (LAO), both plans show an elevated intensity region 

(red arrows) with sharp gradients for potential larynx sparing. The TPS plan fluence 

maps have more choppy patterns within the low-gradient regions as high-frequency 

components; in contrast, the AI plan fluence maps are generally smoother in the low 

gradient regions, though the overall low-frequency layouts are captured. These results 

indicate that the developed AI agent acquired effective knowledge of interpreting the 

implicit and sophisticated relationship between patient anatomy and fluence maps. 
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Figure 9. Fluence map comparison of the test patient at 3 beam angles. 

Figure 10 shows the boxplots of the OAR dosimetric parameters from all 15 test 

patients. Detailed numerical results are listed in Table 2. In general, most OAR dose-

volume parameter results were comparable in AI and the TPS plan without significant 

differences. Cord+5mm max dose results (D0.1cc) in AI plans were slightly higher than 

those of the TPS plans. Though larynx mean dose results in AI plans were significantly 

lower than those in the TPS plans, the small improvements do not have clinically 

relevant differences. The AI plans had higher 3D body max dose results (D2cc) than TPS 

plans, though all hotspots were verified to be within the CTV volumes. While the PTV 

dose conformity results were very close, PTV dose homogeneity results in AI plans were 

higher than those in the TPS plans; this is consistent with higher body D2cc results in AI 
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plans. In addition, the total MU in the TPS plans and the AI plans is 1917.5±203.7 and 

1771.3±206.5, respectively. These results suggest that the dosimetric qualities in the AI 

plans are acceptable in reference to the current clinical practice.  

 

Figure 10. Boxplot comparisons of dosimetric results in the independent test 

group (15 test patients). 
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Table 2. Numeric dosimetric results in the independent test group (15 test patients). 

All results were reported in the form of mean ± standard deviation.  

 TPS plans AI plans p 

BODY D2cc (%) 109.0±0.9 121.1±3.9 <0.01* 

Brainstem D0.1cc (Gy) 15.5±2.7 15.0±2.1 0.39 

Cord+5mm D0.1cc (Gy) 25.8±1.9 27.5±2.3 <0.01* 

Left Parotid Dmean (Gy) 23.1±2.0 23.1±2.4 0.85 

Left Parotid V30% (%) 64.3±6.9 64.5±9.1 0.98 

Right Parotid Dmean (Gy) 23.9±2.3 23.8±3.0 0.68 

Right Parotid V30% (%) 68.6±11.1 68.7±10.9 0.52 

Oral Cavity Dmean (Gy) 23.9±4.3 24.7±6.0 0.23 

Larynx Dmean (Gy) 22.7±4.8 21.8±5.6 0.03* 

Pharynx Dmean (Gy) 34.7±2.5 35.1±2.8 0.23 

CI 0.96±0.02 1.01±0.03 <0.01* 

HI 12.20±3.64 25.32±4.07 <0.01* 

 

The DL training was performed on a workstation with an Intel® Xeon® W-2195 

CPU (2.3GHz, 256GB RAM in total) and 4 NVIDIA Quadro RTX 8000 GPUs (48GB 

dedicated memory each). The overall training time of 600 epochs was about 78 hours. 

After training, the AI agent generated plans for test patients on a workstation with an 

Intel® Xeon® E5-2640 v4 (2.4GHz, 64GB RAM) and an NVIDIA Quadro M4000 GPU 

(8GB dedicated memory). On average, the AI agent took less than 1 minute for patient 

data processing, including CT image loading, structure contour reconstruction, and 2D 

projection generation. The generator took ~2s per patient for fluence map prediction on 

GPU, and the post-processing of fluence maps required ~1s per patient on CPU. This is a 

significant improvement over the current clinical practice using inverse planning 

practice which may take 30 minutes or more. Operations in the TPS that includes MLC 
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leaf motion sequence calculation and 3D dose calculation took less than 1min per 

patient. Thus, the execution of the AI agent for new IMRT plan generation may take up 

to 2-3 mins in a fully automated way. 

3.4 Discussion 

The proposed AI agent is one of the earliest efforts that realized direct optimal 

fluence map generation from patient anatomy for head-and-neck cancer patients. This 

AI agent does not invoke the inverse planning algorithm or process, and no human 

operation is required when predicting new cases. The AI agent studied in this project 

has three key innovations. First, the AI agent employs two types of 2D projections as 

highly efficient representations of a patient’s anatomical information. A sufficient 

amount of volumetric information was captured by these engineered 2D projections, 

which led to successful dosimetric results; at the same time, such 2D projection reduced 

a patient’s data size (from 3D CT/structure volumes) by more than 200 times. In 

addition, the 2D projection generation could be further accelerated by parallel 

computing and hardware upgrades. The second innovation is the use of cGAN 

architecture. As implied by its name, cGAN was designed to generate non-existing 

images under certain conditions[46]. In clinical practice, the relationship between 

radiation fluence maps and dosimetric results is not intricated: different groups of 

radiation fluence maps may lead to the same or very similar volumetric dose 

distribution. The adversarial logic would be suitable to determine the nonunique 
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solution of the radiation fluence maps with the learning evaluation criteria. The 

generator in the cGAN, PyraNet, was a compounding DL network based on the ResNet 

block concatenation. The introduction of the discriminator may assist PyraNet’s learning 

of subtle features of radiation fluence maps that may not be fully modeled by the Harr 

Wavelet loss function. The third innovation is the potential integration with the current 

commercial TPS. The training cases came from a TPS, and the modeled plan parameters, 

i.e., radiation fluence maps, are in a format accepted by the TPS. As a result, the DL 

results would be able to be presented in a commercial TPS for easier evaluations against 

current practice. Based on the ESAPI function, the execution of the trained AI agent 

would be feasible to be within the TPS environment without massive data transfer. In 

comparison with other feasibility studies of DL-based IMRT planning, our work would 

be a step ahead toward validation and potential application in the clinic.  

Many interesting future work directions are worth pursuing beyond this study. 

Although the proposed framework was designed for H&N cases, its extensions are 

expected to work for other treatment sites that satisfy the basic conditions of 1) having a 

fixed beam model (beam data, beam energy, MLC model), and 2) having a fixed beam 

arrangement template. Moreover, the extensions may require customized design and 

implementation depending on the complexity of the specific treatment sites. A one-size-

fits-all DL design could be very challenging but rewarding. Overall, DL-based treatment 

planning is still at its very early stage. Detailed implementation strategies and designs 
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for the input and model architecture could have a significant impact on the model’s 

outcome plan quality and robustness. For example, the network hyperparameters were 

manually optimized in this study, including convolutional layers numbers, filter 

numbers, kernel size, and Atrous rate. These hyperparameters could be optimized 

through a grid search. Due to the complexity of the problem, this brute-force 

hyperparameter optimization strategy will require very powerful computation 

capability and an enormous amount of time. Investigations on comparative studies of 

different DL network designs will also be an interesting future work direction.  

Recently, DL-based spatial dose distribution prediction has been reported by 

many researchers within the radiation oncology society. Indeed, a predicted dose 

distribution would assist physicians' and planners’ decision-making process before the 

actual planning task. However, it remains unclear how to utilize the predicted dose 

distribution to automatically generate a deliverable IMRT plan without manual 

operations. Pilot work has demonstrated the feasibility of DL-based radiation fluence 

map prediction using patient anatomy and dose distribution prediction in prostate 

IMRT application; however, the actual planned dose distribution was used as dose 

distribution prediction surrogates[21]. Our results demonstrated the feasibility of DL-

based radiation fluence map prediction using patient anatomy only for head-and-neck-

cancer IMRT. Additionally, the proposed AI agent avoided the potential error 

propagation from the dose distribution prediction results to the generated IMRT plan. 
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Nevertheless, conclusions might not be drawn at this early stage since a limited number 

of works have reported radiation fluence map prediction using dose prediction for HNC 

IMRT planning. In future works, it would be of interest to investigate if DL-based HNC 

IMRT plan generation could be benefited from dose distribution prediction inclusion in 

input design. 

One limitation of the current work is the 3D maximum dose results. D2cc of BODY 

in AI plans was higher than TPS plan results and was about 20% higher than the 

prescribed dose level, though all hotspots were found in CTV. The hotpot positions may 

vary daily in a regular fractionation regime, and the received high-dose irradiation may 

be spatially averaged instead of concentrated in a small region. Nevertheless, 

homogeneous target irradiation is favored. One possible reason for the current max dose 

results is the lack of anatomy modeling within the PTV/CTV. Compared to the typical 

cross-section size of an adult’s head, the primary target size of oropharyngeal IMRT is 

large. The designed 2 types of 2D projections intend to describe the complex PTV-OAR 

geometry; the anatomy modeling of body tissue within the target regions, however, may 

not be optimal. This may lead to the loss of high-frequency components of the radiation 

fluence map results at the core regions in the target, and the max dose results would be 

high after target coverage normalization. Future works that explore novel 2D projection 

recipes may improve the max dose results.  
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Another limitation is the number of available patient cases for training and 

testing. The dataset of 231 patient cases used in this study is larger than those used in 

most comparable studies in the literature. However, it is desirable to evaluate our model 

on more cases and ideally more cases from multiple institutions. The proposed AI agent 

is unlikely to produce an optimal plan when an extremely new case is given. An extreme 

case might have rare anatomic geometry or dose prescriptions/constraints which could 

be considerably different from all training samples. For these cases, the AI agent lacks 

the necessary prior knowledge, and hence, the resultant plan quality cannot be 

guaranteed. For minor plan adjustments, manipulations of structure contours during the 

4D input generation can lead to different plans to explore potential target/OAR dose 

tradeoffs[45]. Otherwise, manual inverse planning with expert inputs is required. K-fold 

cross-validation could potentially help with understanding the AI agent’s performance 

using the current patient cohort. The possibility of encountering extreme cases is 

expected to be reduced if more training cases are included. Alternatively, strategies 

could be developed to detect outlier cases and raise attention to human planners in 

future works[47].  

The third limitation of the current work is the adoption of the fixed 9-beam 

arrangement template. While static beam IMRT delivery remains important, VMAT 

delivery has become more popular for oropharyngeal radiotherapy with its rapid 

delivery. Compared to the proposed IMRT AI agent, VMAT plans could require an even 
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larger computation workload due to a large number of control points in multi-arc 

VMAT plans (typically 2-3 arcs). As our ongoing research efforts, DL-based VMAT plan 

parameter prediction for simultaneous integrated boost (SIB) treatment of 

oropharyngeal radiotherapy would be a promising work towards clinical popularity. 

3.5 Conclusion 

In this work, an AI agent was successfully developed as a DL approach for 

oropharyngeal IMRT planning. Without time-consuming inverse planning, this AI agent 

could automatically generate an oropharyngeal IMRT plan for the primary target with 

acceptable plan quality. With its high implementation efficiency, the developed AI agent 

holds great potential for clinical application after future development validation studies.



 

50 

4. Insights of the Head-and-neck Deep Learning Model 
via Prediction Error Analysis 

4.1 Introduction 

Unlike physics models, most DL models are of a “black box” nature, whose 

performance is neither intuitive nor interpretable. Further compounding the challenges, 

the AI agent’s performance is ultimately evaluated by the final plan quality, more 

specifically, dose-volume-based metrics, rather than the prediction accuracy – the 

model’s output. Dose distribution and corresponding dosimetric metrics could be 

analytically calculated or estimated from given fluence maps. However, the relationship 

is not a one-to-one correspondence. In other words, the same amount of prediction error 

does not necessarily result in the same amount or type of final plan quality measures. 

The relationship between the fluence map prediction error and the resulting plan quality 

is not well understood and has not been previously investigated.  

Many techniques have been developed for error analysis or failure mode 

detection of DL models. For classification models, saliency maps[48], attention maps[49], 

image quality distortions[50], feature attacks [51], and other techniques have been 

investigated and compared against human behaviors to understand DL models’ logic 

and errors. However, fluence map prediction belongs to the category of image 

generation or translation models, where errors are distributed spatially, and error-and-

performance analysis often requires task-specific knowledge and is more challenging in 
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general. Furthermore, neither the network inputs (attenuation coefficient projections) 

nor the outputs (fluence maps) in the fluence map prediction pipeline are interpretable 

or graphically meaningful for human eyes.  

The primary goal of this study is to better understand the performance and 

behavior of our fluence map prediction model by analyzing prediction errors and how 

these errors impact the final dosimetric performance of the AI agent. A series of tests 

were designed to collect insights into the relationship between the DL model fluence-

map-prediction errors and the resulting plan quality metrics. In these tests, the fluence 

map prediction error was defined as the point-wise difference between the predicted 

and benchmark fluence maps and was decomposed into different modes. These error 

modes were used to individually synthesize the “corrected” fluence maps that are 

imported into TPS for plan generation and dose calculation. By comparing the 

dosimetric outcomes of these synthesized “corrected” plans, the error modes’ dosimetric 

impact could be quantified. The AI plans were used as baselines in these comparisons. 

The results of this study will explain the performance of the AI agent and help improve 

the design of future AI agents by employing data/network structures and loss functions 

that focus on the most critical error modes.  

4.2 Materials and Methods 

The AI agent previously developed for HN IMRT planning[52] is the target of 

this error analysis study. The original model was trained with a patient cohort of 216 
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oropharyngeal cases (training 200, validation 16). Another 15 cases were reserved for 

model testing. Benchmark plans served as the ground truth during training and were 

compared to AI-generated plans (AI plans) during testing. This study used the same 15 

testing cases to perform error analysis. Figure 11 shows the proposed study design. The 

fluence map prediction error (the yellow rectangle) was decomposed into several modes 

(yellow rectangles in the dashed rectangle). Each individual error mode was then 

synthesized with the AI plan fluence maps (the green rectangle) to form the new 

predicted fluence maps. These synthesized fluence maps were subsequently imported 

into the treatment planning system (TPS) and converted into IMRT plans for dose 

calculation (blue rectangles).  

 

Figure 11. Study design.  
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Table 3 shows the parameter settings used to produce 2 spatial domain 

decomposition modes and 2 frequency-domain decomposition modes of the fluence 

map prediction error. The 2 spatial decomposition modes were based on fluence 

intensities and fluence map gradients, correspondingly. The intensity or gradient bin 

values were selected so that the pixel numbers in each bin are approximately the same. 

Fluence intensities smaller than 0.005 and gradients smaller than 1.00e-7 were not 

included in the generation of error modes. The 2 frequency-domain decomposition 

modes were based on Fourier space rings and Fourier space disks. The same bandwidth 

was used for the ring and disk radii increments. In spatial domain decomposition 

modes, the prediction error was divided into 5 components for each mode using 

Equation 3: 

𝐸𝑟𝑐𝑝 = (𝐹𝑀𝐵𝑀 − 𝐹𝑀𝐴𝐼) ∘ 𝑀𝑎𝑠𝑘, (3) 

where Ercp denotes error components, BM denotes benchmark plans, AI denotes 

AI plans, ◦ denotes pixel-wise multiplication, and Mask denotes a binary mask calculated 

from the parameter settings in Table 3 and defined in Equations 6&7. In frequency-

Table 1. Parameter settings under different decomposition modes.  

Space Decomposition Modes Parameter settings 

Spatial fluence intensities 0.005, 0.047, 0.075, 0.100, 0.128, 5.000 

Spatial fluence map gradients 1.00e-7, 3.05e-5, 9.20e-5, 2.45e-4, 8.23e-4, 1.00e1 

Frequency Fourier space ring (pixels) 0, 8, 16, 24, 32, 40, 48, 56, 64 

Frequency Fourier space disk (pixels) 8, 16, 24, 32, 40, 48, 56, 64 
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domain decomposition modes, the prediction error was divided into 8 components for 

each mode using Equation 4: 

𝐸𝑟𝑐𝑝 = 𝑟𝑒𝑎𝑙(ℱ−1(ℱ(𝐹𝑀𝐵𝑀 − 𝐹𝑀𝐴𝐼) ∘ 𝑀𝑎𝑠𝑘)), (4) 

where ℱ denotes Fourier transform, ℱ-1 denotes inverse Fourier transform, and 

Mask denotes a binary mask in frequency space calculated from the parameter settings 

in Table 3 and defined in Equations 8&9.  

The synthesized fluence map FMsyn is calculated by Equation 5: 

𝐹𝑀𝑠𝑦𝑛(𝑖, 𝑗) = {
0 

, 𝑤ℎ𝑒𝑟𝑒 𝐹𝑀𝐴𝐼(𝑖, 𝑗) + 𝐸𝑟𝑐𝑝(𝑖, 𝑗) ≤ 0 

𝑜𝑟 𝐹𝑀𝐴𝐼(𝑖, 𝑗) = 0
 

𝐹𝑀𝐴𝐼(𝑖, 𝑗) + 𝐸𝑟𝑐𝑝(𝑖, 𝑗) , 𝑒𝑙𝑠𝑒𝑤ℎ𝑒𝑟𝑒   

 (5) 

Unlike in spatial decomposition modes, FMAI(i,j)+Ercp(i,j) could be negative 

values in frequency-domain decomposition modes. Therefore, these negative values 

were all set to zeros in Equation 5.  

In fluence intensity mode, the prediction error was divided into 5 spatial masks 

using the parameters in Table 3, row 1:  

𝑀𝑎𝑠𝑘𝑘(𝑖, 𝑗) = {
1 , 𝑤ℎ𝑒𝑟𝑒 𝐹𝑀𝐵𝑀(𝑖, 𝑗) ≥ 𝑃𝑘  𝑎𝑛𝑑 𝐹𝑀𝐵𝑀(𝑖, 𝑗) < 𝑃𝑘+1

0 , 𝑒𝑙𝑠𝑒𝑤ℎ𝑒𝑟𝑒   
 (6) 

where Maskk denotes the kth (k=1,2,…,5) binary mask and Pk denotes the kth 

parameter in Table 3, column 3. The synthesized fluence maps are then generated using 

Equation 3. The bar plot in Figure 12 shows the distribution of pixels in the 5 masks, 

indicating an approximately equal division of the pixels in fluence maps among test 
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patients. An example fluence map and the corresponding 5 masks are also shown in 

Figure 12(b) and (c). Figure 12(a) shows the histogram of the fluence map intensity in the 

test patient cohort where the bin edges are the parameter settings in Table 3, row 2, 

column 3. Figure 12(b) shows an example fluence map. Figure 12 (c) shows the spatial 

distribution of the 5 masks.  This decomposition mode was designed to investigate if 

error components’ dosimetric effects correlate with fluence intensities.  

 

Figure 12. Illustration of prediction error breakdown in fluence intensity mode.  

In fluence map gradient mode, the prediction error was divided into 5 groups 

using fluence map gradients as in Equation 7 and the parameters in Table 3, row 2: 

𝐺𝑟𝑎𝑑(𝐹𝑀(𝑖, 𝑗))

= 0.25 ∙ (𝐹𝑀(𝑖, 𝑗 + 1) − 𝐹𝑀(𝑖, 𝑗 − 1))
2

+ 0.25

∙ (𝐹𝑀(𝑖 + 1, 𝑗) − 𝐹𝑀(𝑖 − 1, 𝑗))
2
 

𝑀𝑎𝑠𝑘𝑘(𝑖, 𝑗) = {
1 , 𝑤ℎ𝑒𝑟𝑒 𝐺𝑟𝑎𝑑(𝐹𝑀𝐵𝑀(𝑖, 𝑗)) ≥ 𝑃𝑘  𝑎𝑛𝑑 𝐺𝑟𝑎𝑑(𝐹𝑀𝐵𝑀(𝑖, 𝑗)) < 𝑃𝑘+1

0 , 𝑒𝑙𝑠𝑒𝑤ℎ𝑒𝑟𝑒   
 (7) 
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where Grad denotes gradient. Figure 13(a) shows the parameter settings that 

divided the predicted fluence maps into 5 regions with approximately the same amount 

of pixels among test patients. Figure 13(b) shows an example predicted fluence map, and 

Figure 13(c) shows the 5 masks. This decomposition mode was designed to compare the 

prediction error’s dosimetric effects in high- and low-gradient regions.  

 

Figure 13. Illustration of prediction error breakdown in fluence map gradient mode.  

In Fourier space ring mode, the prediction errors were transformed to the Fourier 

space and divided into 8 rings as in Equation 8 using the parameters in Table 3, row 3: 

𝑀𝑎𝑠𝑘𝑘(𝑖, 𝑗) = {
1 , 𝑤ℎ𝑒𝑟𝑒 𝑟(𝑖, 𝑗) ≥ 𝑃𝑘  𝑎𝑛𝑑 𝑟(𝑖, 𝑗) < 𝑃𝑘+1

0 , 𝑒𝑙𝑠𝑒𝑤ℎ𝑒𝑟𝑒   
 (8) 

where r denotes the distance from a pixel to the center of the Fourier space. The 

synthesized fluence maps are then calculated using Equation 4~6. The inner radii of 

rings 1~8 are 0, 8, 16, 24, …, 56 pixels, respectively. The outer radii of rings 1~8 are 8, 16, 

24, 32, …, 64 pixels, respectively. Figure 14 shows the 8 error components between one 

pair of predicted and benchmark fluence maps. This decomposition mode was designed 
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to investigate if the error in any specific band of frequencies has more substantial 

dosimetric effects than others.  

 
Figure 14. Error breakdown examples in Fourier space ring mode. The 8 error 

components’ corresponding ring radii increase from left to right.   

In Fourier space disk decomposition mode, the error in the Fourier space was 

divided into a series of concentric disks as in Equation 9: 

𝑀𝑎𝑠𝑘𝑘(𝑖, 𝑗) = {
1 , 𝑤ℎ𝑒𝑟𝑒 𝑟(𝑖, 𝑗) ≤ 𝑃𝑘

0 , 𝑒𝑙𝑠𝑒𝑤ℎ𝑒𝑟𝑒   
 (9) 

where r denotes the radii of disks at the center of Fourier space. The radii of the 

disks are 8, 16, 24,… 64 pixels, respectively. This decomposition mode is equivalent to a 

series of ideal low-pass filters with different truncation frequencies. Figure 15 shows the 

8 error components and their counterparts between one pair of predicted and 

benchmark fluence maps. This decomposition mode was designed to investigate if the 

error in low and high special frequencies has the same dosimetric effects. 

 
Figure 15. Error breakdown examples in Fourier space disk decomposition mode. The 

8 error components’ corresponding disk radii increase from left to right.  

The synthesized fluence maps, each carrying a specific prediction error mode, 

were imported into the TPS for dose calculation. These synthesized plans were 
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normalized as 100% prescription dose covering 90% (planning target volume) PTV 

volume, following the institutional practice guideline. The organs at risk (OAR) dose 

metrics were compared among different groups of plans (synthesized, AI, and 

benchmark plans), including brain stem D0.1cc, cord+5mm D0.1cc, L/R parotids Dmean, oral 

cavity Dmean, larynx Dmean, pharynx Dmean, and mandible D2cc. Target dose metrics include 

conformity index, heterogeneity index, PTV V105%, PTV V110%, PTV V115%, and whole-body 

D2cc. Conformity Index (CI) and Heterogeneity Index (HI) are defined in Equations 10 

and 11.  

𝐶𝐼 =
𝑉100%

𝑉𝑃𝑇𝑉
 (10) 

where V100% is the 100% prescription-dose volume in the whole body, and VPTV is 

the PTV volume.  

𝐻𝐼 = 𝐷2% − 𝐷98% (11) 

where D2% is PTV’s 2%-volume dose in percentage, and D98% is the PTV’s 98%-

volume dose in percentage. Additionally, local PTV dosimetric criteria were defined as 

PTV criteria calculated using the overlapping volume between PTV and each OAR with 

2 cm rings. The local PTV criteria were calculated before normalization. Therefore, local 

PTV coverage (Cov) was defined as V100% of the overlapping volume for each OAR. The 

previously defined PTV criteria will be referred to as global PTV criteria when 

necessary. These local PTV criteria were calculated for the test patient cohort, and their 
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correlations with the overlapping volume were analyzed. The purpose is to study if any 

one of the OARs significantly affects PTV criteria in the AI plans. In the benchmark 

plans, PTVs are prioritized over OARs due to clinical preference, and their prescription 

dose coverage is all normalized to 95% volume in this study. Therefore, the PTV 

dosimetric metrics are assumed to be constant regardless of PTV-OAR overlapping. 

Spearman’s ranked test was employed for correlation analysis among multiple groups of 

dosimetric outcomes using different error modes. The significant level was 0.05 by 

default.  
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4.3 Results  

 

Figure 16. PTV dosimetric metric statistics for spatial and Fourier space error 

decomposition modes.  

The dosimetric impact of various fluence map error modes is summarized in 

Figure 16. The first column shows the metrics of the benchmark plans and the AI plans, 

and the differences between the two sets of plans are the baseline gaps that could be 

improved upon. The remaining columns show how each of the error decomposition 

modes impacts these dosimetric indices. As shown in the second column, the spatial 
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intensity error at each intensity mode correlated with these dosimetric indexes except 

body D2cc (non-significant p-value). The spatial gradient error (third column), however, 

impacts these PTV-related metrics (non-significant p values). However, comparing the 

difference in absolute dosimetric indices to the AI-plan, none of these synthesized plans 

showed clinically-significance improvements.  

 The fourth and fifth columns reveal that most PTV-related metrics are 

significantly correlated with the frequency domain error modes – the radii of Fourier 

space rings and disks. In particular, as shown in the fourth column, the frequency disk 

modes 4 to 8 lead to synthesized plans with significantly improved PTV metrics 

compared with the AI plans. The mask area in the 4th synthesized plan has frequency 

space disks that account for ~20% of the entire Fourier space. This result indicates that 

low-frequency fluence prediction errors exhibit significant dosimetric impacts on PTV 

metrics.  

Meanwhile, the experiments show that none of the spatial domain errors is 

significantly correlated with OAR dosimetric metrics. More statistical results may be 

found in the supplementary materials.  
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Table 4. Spearman’s correlation coefficients (r) between overlapping volume 

(PTV and OAR with 2 cm rings) and local PTV criteria.  

 Local PTV 

D2cc 
Local Cov Local CI Local HI 

Local PTV 

V105% 

Local PTV 

V110% 

Local PTV 

V115% 

 r p r p r p r p r p r p r p 

Brainste

m 
0.50 1.00 0.27 0.42 0.44 0.23 0.58 0.05 0.57 0.05     

Cord+5m

m 
0.38 0.18 0.25 0.37 -0.03 0.92 0.44 0.10 0.53 

0.04

* 
0.40 0.14 -0.19 0.51 

Larynx 0.18 0.51 0.14 0.62 0.16 0.58 -0.06 0.84 0.41 0.13 0.08 0.79 -0.25 0.36 

Mandible 0.46 0.08 0.34 0.22 0.35 0.21 0.10 0.71 0.51 0.05 0.49 0.06 0.61 
0.02

* 

Oral 

Cavity 
0.52 

0.05

* 
-0.11 0.69 -0.12 0.67 0.62 

0.01

* 
0.49 0.07 0.53 

0.04

* 
0.36 0.18 

Parotid L 0.45 0.09 0.37 0.17 0.38 0.16 0.27 0.33 0.63 
0.01

* 
0.31 0.25 -0.33 0.22 

Parotid R 0.29 0.29 -0.03 0.92 -0.12 0.67 0.05 0.87 0.41 0.13 0.33 0.22 0.49 0.07 

Pharynx -0.17 0.55 -0.15 0.59 -0.11 0.70 0.32 0.25 -0.01 0.97 -0.13 0.64 0.12 0.66 

The results of our final experiments are shown in Table 4, which lists the 

correlation coefficients and p values of Spearman’s signed-rank test between the 

overlapping volume and local PTV criteria. Stars denotes significance (p<0.05). Slashes 

denote no overlaps between PTV and OAR with 2 cm rings. Most of the test results are 

not significant, indicating that overlapping or adjacent OARs do not significantly affect 

local PTV criteria. These results also imply that most overlapping or adjacent OAR does 

not significantly affect global PTV criteria, and hence, overall plan quality. The only 

exception is the oral cavity overlapping with or adjacent to the PTV, which has the 

strongest correlation with hampered local PTV criteria. This indicates that the PTV 

volume near the oral cavity is prone to have a larger maximum dose, dose 

heterogeneity, and V110%.  
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4.4 Discussion 

This study aims to understand the AI agent’s main source of error that would 

impact the final AI plan quality. As described in the Introduction section, the dosimetric 

effects of the AI agent’s prediction error could not be directly assessed within the 

standard AI modeling framework. Therefore, in this study, different approaches were 

investigated to decomposing the original prediction errors and examining the impact of 

these error modes by incorporating them into the synthesized plans and observing their 

dosimetric effects.  

Among all the error modes, the low-frequency error components have 

demonstrated the most significant dosimetric impact on plan quality. This finding is 

both surprising and encouraging. The DL-predicted fluence maps are, in general, 

visually smoother than fluence maps generated from the inverse planning algorithm. 

Intuitively, the high-frequency error is regarded as the main cause of the AI agent’s less 

ideal performance. Similarly, smoothed predictions are also observed in the original 

cGAN study[43] for natural image datasets and are considered a general problem in AI-

based image generation. Entirely solving the smoothed prediction problem of cGAN is 

beyond our scope. From this perspective, the low-frequency error is considered 

relatively more solvable than the high-frequency error, as the low-frequency error is less 

likely to be caused by disadvantages of the cGAN training architecture and is more 

likely to be caused by input/output design or data variations. This result encourages us 
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to explore data structure design refinement to further improve the study design to 

improve AI plan quality.  

The OAR impact assessments demonstrate that when the oral cavity overlaps 

with or is adjacent to PTV, the local PTV criteria might be affected. This phenomenon 

could have been caused by rare base-of-tongue cases mixed with other training and 

testing oral-pharyngeal cases. Since PTV in base-of-tongue cases tends to partially or 

completely include oral cavity, the corresponding planning strategy could be different 

from that for common oral-pharyngeal cases. Hence, using one model for both types of 

cases could have affected the model training to further converge. Our future study will 

temporarily remove base-of-tongue cases and reconsider them when the model achieves 

robust plan quality for the majority of H&N patients. 

The results from this study suggest several possible theories about the reason for 

insufficient prediction accuracy in the low-frequency domain and the corresponding 

solutions: 1) emphasize low-frequency components in the loss function design. This loss 

function might force the DL network to focus on low-frequency error and relatively 

ignore discrepancies in high frequency; 2) the training data might have a systematic bias 

in low frequency, which was misleading to the DL networks. Gathering ground truth 

plans with higher consistency might alleviate this bias; 3) the network input might lack 

the necessary information for the DL networks to make accurate predictions. Future 
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input design could try to describe the patient anatomy or expected dosimetric outcomes 

in more detail to allow the DL networks to learn the underlying patterns and physics. 

Future studies might address some of the following limitations of this study. 

First, only 4 different error decomposition modes were conducted in this study. The 

selection of decomposition modes is critical. An ideal decomposition mode should 

clearly reveal the dosimetric impacts of different components of the prediction error. 

However, the modes and parameter settings of the ideal decomposition are unknown. 

Future studies could explore more possible decompositions of the fluence map 

prediction error in different spaces and reveal more insights about the AI agent. Second, 

the error decomposition modes’ dosimetric impacts were analyzed using dose-volume-

based indexes, which means 3D dosimetric impacts of these error modes could have 

been missed. The relationships between 3D dose distribution and fluence map 

predictions could be directly investigated on problems such as fluence map predictions 

using 3D dose distributions as inputs. In these problems, the prediction error could be 

defined as statistics of voxel-wise dose differences. However, the previously proposed 

AI agents employed patient anatomic information to predict fluence maps, which means 

ground truth dose distribution does not exist. And hence, 3D dose prediction error 

becomes difficult to define. Another difficulty is how to interpret the complex 

relationship between fluence maps and voxel dose. Considering the scattered dose, each 

beamlet in fluence maps delivers dose to a considerable number of voxels along the 
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path. This relationship could be described by dose influence matrixes, which are often 

used in dose estimation in inverse planning processes. These matrixes are often 

extensive in size and hence are difficult to interpret in terms of plan quality. Finally, the 

physical meaning and source of the low-frequency error remain not fully understood. 

Due to the “black box” nature of the DL networks, the problem of mitigating low-

frequency information errors is still not fully solved. Future studies could explore 

different loss function and data structure designs to improve prediction accuracy and AI 

plan quality.  

4.5 Conclusion 

The feasibility of gaining insights of DL-based AI agents by decomposing and 

analyzing the impact of prediction errors have been demonstrated. For the AI agent for 

H&N IMRT planning based on fluence map prediction, low-frequency domain (~20% 

lowest frequency component) fluence map errors significantly impacted PTV dose 

heterogeneity and AI plan quality. Additionally, mixing of cases with drastically 

different PTV-OAR relationships might have also degraded AI plan quality. These 

findings will inform future developments of the AI agent by incorporating improved 

designs of input/output, network architecture, and loss function.  
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5. Clinical Implementation of the Head-and-neck Deep 
Learning Model 

5.1 Introduction  

Our previously developed AI planning algorithm demonstrated promising 

planning efficiency and plan quality on retrospective cases for intensity-modulated 

radiation therapy (IMRT) plan generation for Head-and-Neck (HN) cases. In order to 

prepare a clinically ready solution, the model needs to be integrated into the clinical 

operation platform, and tested/validated. In this study, this AI algorithm was interfaced 

with the commercial TPS (Varian Medical Systems, Milpitas, CA) in the clinical 

environment via a graphical user interface (GUI). All user operations are within the GUI 

embedded in the TPS, executing the core AI program remotely on a specifically 

configured server workstation. In addition to the original AI model, five new AI models 

with different tradeoffs are provided, allowing planners to navigate the most suitable 

tradeoff with ease to customize the plan to meet treatment objectives specific to each 

patient and physician's constraints. There are minimal human operations and changes to 

the standard clinical treatment planning workflow. This AI platform was commissioned 

using 50 recent HN cases with various sub-clinical typing.  
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5.2 Methods and Materials 

5.2.1 Patient Data and Preprocessing 

Two hundred and thirty-one HN cases treated between 2013 and 2018 were 

included for the DL model development: training (n=200), validation (n=16), and testing 

(n=15). These cases’ primary planning target volumes (PTVs) were bilateral, mostly 

prescribed with 44/50 Gy in 2 Gy fractions. The Deep Learning (DL) model in the AI 

platform was trained and tested with these cases. To commission the AI platform, 50 

more recent cases (2019-2022) were studied. All cases were collected with Institutional 

Review Board (IRB) approval. Among these cases, 38 were treated using 9-beam IMRT, 

10 using 11-beam IMRT, and 2 with VMAT. These cases included a variety of tumor 

types, where 35 were oropharynx, 6 were nasopharynx, 6 were larynx, and 3 were other 

types.  

All cases were manually planned on TPS for six different tradeoff scenarios 

encompassing the most common decision choices in the clinical practice. These tradeoff 

scenarios were guided by experienced physicists and physicians, and the final plans 

reflected clinically viable tradeoffs and dose distributions. The six categorical tradeoff 

choices are as follows:  

1) AI BP: Equally weighted left and right parotids and prioritize PTV over 

OAR (Bilateral-parotids&PTV);  
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2) AI BO: Equally weighted parotids and prioritize OAR over PTV 

(Bilateral-parotids&OAR);  

3) AI LP: Left-parotid only and prioritize PTV over OAR (Left-

parotid&PTV);  

4) AI LO: Left-parotid only and prioritize OAR over PTV (Left-

parotid&OAR);  

5) AI RP: Right-parotid only and prioritize PTV over OAR (Right-

parotid&PTV);  

6) AI RO: Right-parotid only and prioritize OAR over PTV (Right-

parotid&OAR). 

Fluence maps were exported and padded into 128×128 pixels in 2.5×2.5 mm2 

resolution, which were used as ground truth during AI model training. Meanwhile, CT 

images and structure contours were exported to generate the anatomical inputs for the 

AI models. Ten structures were modeled: primary PTV, primary clinical target volume 

(CTV), brainstem, cord+5mm, left parotid, right parotid, oral cavity, larynx, pharynx, 

and mandible. The 3D anatomical features of these structures were projected onto the 

Beam’s Eye View (BEV) in the same dimension and resolution to match the fluence map. 

Further, these projections were defined with different truncations: 1) intra-structure 

projections truncate CT image values outside a specific structure mask; 2) interface 

projections truncate CT image values before the beamlet enters the body surface and 
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after the beamlet exit on a specific structure’s surface. Interface projections were 

generated for all 10 structures at each beam angle, and intra-structure projections were 

generated for PTV and CTV. These 2D projections thus formed a 12-channel anatomical 

input for the AI model.  

5.2.2 AI model training  

 

Figure 17. Network structures in AI model training. (a) generator. (b) discriminator. 

Figure 17 showed the DL network structures in the AI planning platform, also 

described earlier in the feasibility study[52]. The inset shows the structure of a ResNet 

block, which consists of 3 convolutional layers and an additional layer. f stands for 

number of filters. s stands for filter size in the third dimension. a stands for Atrous rate. 

Cat stands for concatenation layer. Conv stands for convolutional layer. The networks 

were trained under conditional Generative Adversarial Network (pix2pix) 

architecture[43], where a generator and a discriminator were simultaneously trained 

against each other. The generator in Figure 17 (a) was PyraNet, where 28 ResNet[30] 

blocks were concatenated into the shape of a pyramid. Each ResNet block has 3 
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convolution layers and the first layer’s output was added to the third layer’s output, as 

shown in the upper inset. After the last ResNet block, the filter number was reduced to 

1, and thus generates fluence maps. The discriminator in Figure 17 (b) was a customized 

DenseNet[29]. Except for fluence maps, the anatomical input was also fed to the 

discriminator as the “condition”. “Cat&Conv” indicates that the previous layer’s output 

was concatenated with the current layer’s output. All filter sizes were 3×3×1. After the 

last convolution layer, a sigmoid activation layer normalized the output values to 

between 0 and 1.  

The discriminator’s loss function was Mean Squared Error (MSE). It was trained 

by an Adam optimizer (learning rate = 2×10-4). The generator’s loss function was Haar 

wavelet loss, which was calculated by summing the Mean Absolute Error (MAE) of the 

prediction error and its level 1 to 6 Harr wavelet transform results. The generator was 

combined with the discriminator, and the discriminator’s parameters are fixed during 

the training of the combined model. This combined model was trained by an Adam 

optimizer (learning rate = 2×10-5). The combined model’s loss was: 

𝑙𝑜𝑠𝑠𝑐𝑜𝑚𝑏𝑖𝑛𝑒𝑑 = 𝑙𝑜𝑠𝑠𝑔𝑒𝑛𝑒𝑟𝑎𝑡𝑜𝑟 + 𝑙𝑜𝑠𝑠𝑑𝑖𝑠𝑐𝑟𝑖𝑚𝑖𝑛𝑎𝑡𝑜𝑟 × 200 (12) 

This model was separately trained for different ground truth fluence maps with 

different tradeoffs. Training of each model takes about 800 epochs. The final model was 

the epoch with the smallest validation loss.  
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5.2.3 AI planning workflow 

For a smooth implementation of the AI system in the clinical environment, a 

Graphical User Interface (GUI) is built between the AI and clinical treatment planning 

system (TPS) to guide the planner through the workflow, and execute the AI functions 

on a dedicated workstation. Such an embedded interface also empowered clinical 

physicists with an extensive commission process with high efficiency, where a set of 

patients could be automatically planned with AI, analyzed per commission criteria, and 

evaluated with clinical dosimetry metrics. As shown in Figure 18, the AI workflow is 

divided into 3 steps of operation, represented by the 3 actor symbols in the figure, that 

echo the planner’s “pause-review-continue” process in the clinical workflow. 

 

Figure 18. Treatment planning workflow with the AI platform. 
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First, after a planner inspects the CT image and structure contours, a GUI is 

presented within TPS’s planning module. This GUI prompts the planner to confirm or 

select matching IDs of structure set, course, plan, PTV, clinical target volume, and 

necessary OARs, similar to the “sanity checks” in manual IMRT/VMAT optimization 

(Default IDs are automatically matched based on context). After that, the AI platform 

sets a 9-beam IMRT plan without fluence maps, automatically placing isocenter, jaw 

positions, and fixed jaw options. Gantry angles are pre-defined, starting from 180° and 

evenly distributed with 40° intervals.  

Second, the planner is prompted to inspect the isocenter and jaw positions in TPS 

and make adjustments if necessary. The AI platform places jaw positions based on 

clinical knowledge using lungs and shoulders as anatomical landmarks. The AI platform 

remotely executes DL models on the server workstation, generating predicted fluence 

maps of each beam. The server workstation was specifically configured with the 

necessary GPU hardware and supporting software library for running these programs 

so that no extra configurations or hardware are needed on the clinical TPS workstations. 

These fluence maps are imported into clinical TPS automatically or manually, 

depending on the TPS versions/permissions.  

Third, the planner performs fluence map sequencing and dose calculation in the 

TPS in the same way as manual IMRT planning. For fine-tuning, an automatic module is 

also available in the AI platform, in addition to the standard manual process.  
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5.2.4 Commissioning  

This AI platform was developed and commissioned to ensure its robustness and 

performance. This commissioning had three major steps. First, the AI platform was 

developed with sufficient documentation and passed internal reviews of quality control. 

The AI planning workstation was validated for its hardware specifications and 

programming environment. Second, AI plans were generated within the TPS for all 50 

commissioning cases and evaluated together with the clinical plans in terms of critical 

dosimetric metrics. Third, the workflow and AI plan quality were reviewed jointly by 

experienced physicians and physicists to meet the treatment goals. During the 

evaluation, 3D dose distributions were visually examined, and critical dose-volume 

endpoints were statistically compared between AI plans and clinical plans. All plans 

were normalized as prescription dose (44Gy) covering 95% of PTV (the institutional 

standard). CI and HI were used to evaluate target dose confmority and heterogeneity, 

respectively. Other dosimetric endpoints or metrics include BODY D1cc, brainstem and 

cord+5mm D0.1cc, parotids, oral cavity, larynx, and pharynx's median dose, and total MU. 

The population median between clinical and AI plan pairs was compared using paired 

Wilcoxon signed-rank tests. The significant level was 0.05 by default. The 

commissioning process was documented and reported following institutional guidelines 

of in-house developed modules and platforms.  
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5.3 Results  

The AI BP model was the same as in the previous publication[52]. The other five 

models were trained using the same algorithm. As shown in Figure 19, the training and 

validation loss highly coincides among all models, demonstrating the robustness of 

model training.  

 

Figure 19. Comparison of loss versus the number of epochs among the 5 newly 

trained DL models. (a) Training loss; (b) Validation loss. 

Within current TPS settings (Eclipse version 15.6), the AI planning on average 

takes about 10-15 minutes, including all manual operations and the three-step pause-

and-inspections described in the earlier section. However, the actual fluence map 

prediction time is less than 1 second per model with GPU (Nvidia Quadro M4000, 8GB 

dedicated GPU memory) on the dedicated server workstation. Hence, the fluence map 

generation of all 6 models only takes 6 seconds. 
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Figure 20. Dose distribution comparison of a commission case in axial view at 

different CT slices. (a-c) clinical plan; (d-e) AI plan. 

Figure 20 is an example of 3D dose distributions of a commissioning case, 

comparing the AI BP plan and the clinical plan. The red contour was PTV44. The cyan 

contour was parotid right. The orange contour was parotid left. The green contour was 

brainstem. The blue contour was cord+5mm. The dark blue contour was larynx. The 

green contour was pharynx. The brown contour was oral cavity. In the AI BP plan, dose 

distribution showed satisfying conformity and dose fall-off from the target. The target 

dose heterogeneity was acceptable with the hot spots located within the PTV. The 

coverage was acceptable with slightly missing near the edge of the target (shown by the 

yellow arrows). The OAR dose sparing was also clinically acceptable and comparable to 

the clinical plan. Overall, the AI plan and the clinical plan’s dose distribution show 
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highly similar characteristics. Of note, the clinical plan was an 11-beam IMRT, versus the 

AI plan was a 9-beam.  

 

Figure 21. Isodose comparison between AI plans (a-f) and clinical plans (g). (a) BP, (b) 

LP, (c) RP, (d) BO, (e) LO, (f) RO. 
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Table 5. Statistics of dosimetric endpoints (median ± standard deviation) between 

clinical plans and six groups of AI plans with different tradeoffs.  

  Bilateral parotids (19 cases) 

  Clinic AI BP AI BO 

CI 1.20±0.08 1.09±0.04* 1.17±0.17 

HI 9.3±2.2 9.6±2.7 15.3±10.9* 

BODY D1cc 47.8±0.8 47.3±0.8 49.5±3.0* 

Brainstem D0.1cc 15.7±11.1 14.9±7.2* 14.1±7.8* 

Cord+5mm D0.1cc 31.0±4.3 29.2±2.6 26.0±2.7* 

Parotid L Dmedian 13.6±5.2 17.1±5.3* 13.0±3.7* 

Parotid R Dmedian 13.0±5.0 17.0±5.4* 12.3±3.7* 

Oral Cavity Dmedian 19.3±12.4 20.8±10.7 19.0±10.2 

Larynx Dmedian 17.8±10.8 20.4±9.5 18.2±8.0 

Pharynx Dmedian 34.1±6.3 35.4±4.4 31.9±4.5* 

Mandible D1cc 44.1±6.7 43.6±8.3 44.4±7.5  
Left parotid (15 cases)  

Clinic AI LP AI LO 

CI 1.19±0.08 1.08±0.05* 1.14±0.07* 

HI 8.8±2.7 8.4±1.2 14.1±3.7* 

BODY D1cc 47.6±1.0 47.4±0.4 49.7±1.2* 

Brainstem D0.1cc 18.0±5.2 21.8±3.9 18.2±3.7 

Cord+5mm D0.1cc 32.1±5.0 30.9±1.9 27.1±2.5* 

Parotid L Dmedian 12.8±3.4 11.1±1.6 9.9±1.4* 

Parotid R Dmedian 29.1±8.7 34.4±4.2* 34.0±5.0* 

Oral Cavity Dmedian 24.4±6.8 26.5±7.0* 22.3±6.6 

Larynx Dmedian 16.9±5.5 21.0±3.1 18.2±1.8 

Pharynx Dmedian 33.2±5.9 33.8±4.7 28.3±5.7* 

Mandible D1cc 45.6±2.8 44.6±2.9* 45.1±3.2  
Right parotid (16 cases) 

 Clinic AI RP AI RO 

CI 1.15±0.04 1.08±0.02* 1.13±0.04 

HI 8.4±2.2 8.7±1.8 13.2±4.4* 

BODY D1cc 47.3±1.0 47.6±0.6 49.3±1.3* 

Brainstem D0.1cc 15.0±7.4 17.6±4.7 18.3±5.1 

Cord+5mm D0.1cc 28.0±4.0 30.9±2.3 25.5±2.7 

Parotid L Dmedian 35.4±8.2 35.4±5.5 35.6±5.2 

Parotid R Dmedian 11.5±4.1 10.7±2.9 9.7±2.4* 

Oral Cavity Dmedian 25.9±8.7 26.3±6.0 24.1±5.9* 

Larynx Dmedian 18.0±2.8 19.9±2.7* 17.3±2.4 

Pharynx Dmedian 34.2±4.8 34.2±4.4 30.8±5.0* 

Mandible D1cc 45.8±0.9 44.9±0.7* 45.2±1.4 
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Figure 21 shows the isodose comparison between six AI plans with different 

tradeoffs ((a) to (f)) and the clinical plan (g) for the same commissioning case in Figure 4. 

Using the clinical plan’s dose distribution as a reference, the different AI plans delivered 

tradeoff choices. Compared to the clinical plan, the right parotid in AI plans (c) RP, (d) 

BO, and (f) RO had better low-dose sparing (30% isodose line in lime green, denoted by 

the cyan arrows); the same for the left parotid in AI plans (b) LP, (d) BO, and (e) LO 

(denoted by the orange arrows). However, AI plans (d) BO, (e) LO, and (f) RO had large 

hot spots over 110% in the PTV, indicating OAR sparing has reached its limit. During 

application, these hot spots could be removed by merging multiple AI plans or 

continuing inverse optimization. Please refer to the supplementary materials for slice-

by-slice 3D dose distribution comparisons.  

Table 5 shows dosimetric endpoints for the clinical and AI plans of the 50 

commissioning cases. Stars indicate AI plan results were significantly different from 

clinical plans’ in Wilcoxon signed rank tests. The 50 commissioning cases were divided 

into three groups based on the dosimetric tradeoff between parotids. In the first group, 

left and right parotids received similar median dose, and this group of clinical plans was 

compared with AI BP and AI BO plans. Compared to clinical plans, both parotids’ 

median dose was better in AI BO plans and was worse in AI BP plans. In the second 

group, left parotids received lower median doses than right parotids, and this group’s 

clinical plans were compared with AI LP and AI LO plans. Left parotids’ median dose in 
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AI LP plans was comparable to clinical plans’, and that in AI LO plans were better than 

clinical plans. The third group’s clinical plans were compared with AI RP and AI RO 

plans. Right parotids’ median dose in AI RP plans was comparable to clinical plans’, and 

that in AI RO plans were better than clinical plans. In PTV-prioritized AI plans (AI BP, 

LP, and RP), the CI was significantly better than clinical plans, while the HI and 

maximum dose (BODY D1cc) were comparable with clinical plans. Most OAR endpoints 

in PTV-prioritized AI plans were comparable with those in clinical plans, except for oral 

cavity in AI LP and pharynx in AI RP were worse. In OAR-prioritized AI plans (AI BO, 

LO, and RO), the CI was comparable with clinical plans or better, while dose 

heterogeneity and maximum dose were worse. Meanwhile, all OAR endpoints in OAR-

prioritized AI Plans were comparable to or significantly better than those in clinical 

plans. In summary, the AI plans correctly reflected tradeoffs between left and right 

parotids and between PTV and OAR as designed.  

5.4 Discussion 

In the past decade, AI and DL algorithms have been developed and implemented 

in many fields. Due to their “black box” nature, sometimes researchers do not fully 

understand their mechanisms and thus do not know precisely when they make 

inaccurate predictions. This lack of understanding brings hesitation in the 

implementation of AI, especially in clinical use. In this study, the AI platform’s 

workflow was carefully designed to be compatible with clinic workflow. The AI plan 
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generation was divided into several steps to allow planners to check and modify the 

plan between steps to ensure safety. Meanwhile, manual operations were reduced to a 

minimum. The planning time could be reduced to 10-15 minutes from the completion of 

structure contours to the generation of the final plan, versus up to hours in the standard 

clinical routine. An advantage of the AI platform is that a series of AI fluence maps 

using multiple pre-trained models with different tradeoffs can be created in just a few 

seconds. On the contrary, manual planning could take 20-30 minutes for one additional 

plan. The platform has been available in clinical operation since September 2022, and the 

accumulation of feedback and clinical experience has been initiated. Future works will 

discuss how to conduct Quality Assurance for AI models in clinics and how to train 

planners to use AI platforms. It is expected that the AI platform can significantly reduce 

planning time and potentially improve planning outcome consistency over time, 

particularly for planners who are new to HN cases.   

One limitation of the current implementation is that the number of OARs 

included is fixed in the AI plans. For some patients, submandibular glands, esophagus, 

brain, optic nerves, optic chiasm, lips, retinas, and lacrimal glands are possible OARs 

requiring additional sparing. When these extra OAR constraints are low priority, 

merging them with nearby modeled OARs could improve dose sparing for these un-

modeled OARs. However, if one of these un-modeled OARs has a high priority for dose 

sparing, planners will need to manually adjust the AI plan via traditional inverse 
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planning. Training an AI model for an arbitrary number of OARs or arbitrary treatment 

sites is an exciting topic for future study.  

Another limitation is that the AI plans are currently limited to 9-beam IMRT with 

evenly distributed gantry angles starting from 180°. This beam arrangement has been 

used as standard in many clinics including ours and represents over 90% of clinical cases 

in our institution. For the commission, 76% of patients were pulled from the 9-beam 

configuration, and the remaining 24% of commissioning cases were either 11-beam 

IMRT or 3-arc/4-arc VMAT plans. The AI-generated 9-beam IMRT plans had comparable 

key dosimetric endpoints, regardless of the original clinical plan’s beam configuration. 

In the current implementation, the AI platform cannot yet be directly used to generate 

11-beam IMRT or VMAT plans, but it can be used as a reference or starting point for a 

more complex plan. The planners can generate a 9-beam IMRT plan first, create 

optimization structures and objectives based on this AI plan, and use inverse planning 

to generate 11-beam IMRT or VMAT if deemed clinically necessary. Our group has also 

been investigating AI-based VMAT planning[53, 54], which could be provided as a 

future option.  

5.5 Conclusions 

The AI platform for HN IMRT planning was developed and commissioned for 

clinical use. The AI platform is provided with simple operation instructions and 

clinically compatible workflow. In addition, it provides common tradeoff options 
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between left and right parotids and between PTV and OAR. During commissioning, the 

AI platform demonstrated robust performance and high efficiency. The AI platform is 

expected to be implemented in the clinic in the near future.  

 

6. Enabling Dose Tradeoff Preference in Deep Learning 
based Head and Neck (HN) IMRT Fluence Map Prediction 

6.1 Introduction 

The previously developed Artificial Intelligence (AI) tool for Head and Neck 

(HN) Intensity Modulated Radiation Therapy (IMRT) planning was based on a 

prototype AI model whose predicted fluence maps had a fixed dosimetric tradeoff 

among PTV and OARs. To allow adjustments in dosimetric tradeoff, one new DL 

framework was proposed which consists of two components working in tandem: the 

first one predicts field doses and the second one predicts fluence maps based on field 

doses. In this way, the AI input can contain both anatomical information and dosimetric 

expectations from patients, and the AI prediction can accommodate different dosimetric 

expectations for the same patient. Consequently, the continuous tradeoff adjustments in 

the AI model can immediately benefit clinical implementation. 
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6.2 Methods and Materials 

6.2.1 Ground Truth Generation 

A series of highly consistent ground truth plans were generated with various 

tradeoffs. All of these ground truth plans used the same beam template (9 uniform 

beams starting from 180°), the same TrueBeamTM LINAC (Varian Medical System, Palo 

Alto, CA) linear accelerator machine, the same beam energy selection (6 MV), the same 

jaw setting rules to avoid shoulder, and the same isocenter decision logic. A series of 

possible OARs were designated with a fixed volume and original priority. For HN cases, 

most OAR doses are evaluated by their median dose or maximum dose, hence, 

objectives were added at fixed volumes (50% or 0%) and reducing dose values. The 

original priorities were set based on clinical experience when generating original ground 

truth plans. In addition, ground truth plans with random priorities were generated as 

data augmentation. The random priorities were supposed to be different for each OAR 

and each case.  

The inverse planning process has four stages. The first stage has 100 iterations, 

and only normal tissue objective (NTO) and PTV-related objectives were included. The 

second stage has 300-500 iterations, where median dose objectives were added to the 

optimization and reduced every 20 iterations based on estimated DVH. These objective 

dose values stopped reducing when the estimated DVH stopped changing. The third 

stage has 300-500 iterations, where maximum dose objectives were added to the 
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optimization and iteratively reduced as well. The fourth stage was intermediate dose 

calculation and continue optimization which takes less than 200 steps. After the 

optimization converged, field dose and fluence maps were exported as ground truth. 

Another plan is generated using the same jaw settings, while all fluence map values 

within the jaw were rewritten as 0.1. The field dose of this uniform fluence plan was 

exported and was referred to as collimator representation.  

Table 6. Involved structures during ground truth plan generation and their 

corresponding objectives’ volume and priority.  

Structure Volume (%) Original Priority Random Priority 

Parotid R 50 80 80×(0.8~1.2) 

Parotid L 50 80 80×(0.8~1.2) 

Oral Cavity 50 70 70×(0.8~1.2) 

Larynx 50 60 60×(0.8~1.2) 

Pharynx 50 50 50×(0.8~1.2) 

Esophagus 50 30 30×(0.8~1.2) 

Left subman-

dibular gland 

50 30 30×(0.8~1.2) 

Right subman-

dibular gland 

50 30 30×(0.8~1.2) 

Brainstem 0 70 70×(0.8~1.2) 

Cord5mm 0 70 70×(0.8~1.2) 

Mandible 0 50 50×(0.8~1.2) 

 

6.2.2 DL Network for Field Dose Prediction 

Figure 22 shows (a) the generator 1’s and (b) the discriminator 1’s network 

structures used for field dose prediction. The star signs represent Dropout layers with a 

0.5 dropout rate. The number above a layer indicates its feature number, and the 

number below a layer indicates its row and column sizes. The anatomy input was a 4D 
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matrix, whose dimension is 256 rows by 256 columns by 5 neighboring slices by 4 

channels. The resolution was 2.5 mm × 2.5 mm × 2.5 mm unless specified otherwise. The 

4 channels are: 

1. D2PTV: the exponential decay of the Euclidean distance transform outside the 

PTV mask. The decay factor was 0.1.  

2. D2skin: the exponential decay of the Euclidean distance transform inside the 

BODY mask. The decay factor was 0.1. 

3. pOAR: the exponential decay of the Euclidean distance transform outside each 

OAR mask. The decay factor was 0.1. For multiple OARs, the pOAR maps were 

multiplied by the priority and then merged by taking local maximums.  

4. CT images.  

The scaling factors of these four channels are 44, 44, 1, and 0.01, respectively. The 

collimator representation was also a 4D matrix, whose dimension is 256 rows by 256 

columns by 5 neighboring slices by 9 beam angles. The predicted field dose was a 3D 

matrix whose dimension is 256 rows by 256 columns by 9 beam angles, where only the 

field dose on the middle slice out of the 5 neighboring slices was kept. In other words, 

generator 1 predicts field dose on one slice based on the patient anatomy and collimator 

representation in 5 neighboring slices.  

Generator 1 in Figure 22(a) is a classic UNet[2]. By default, all convolutional 

layers are 3D convolution with a filter size of 3 by 3 by 1, followed by an exponential 

linear unit (Elu) activation. Downsampling used 3D average pooling layers with a pool 

size of 2 by 2 by 1. Upsampling used 3D upsampling layers with a filter size of 2 by 2 by 
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1. The anatomy input was used as the input of the UNet, and the collimator 

representation was added after the last upsampling layer. The channel and slice 

reduction includes two convolutional layers, one reduced the feature number to 9, and 

the other one reduced the slice number to 1 using a convolutional layer with valid 

padding and a filter size of 1 by 1 by 5.  

Discriminator 1 in Figure 22(b) is a classic ResNet[3]. To merge inputs and output 

in generator 1, the anatomy input and collimator representation were first concatenated, 

and then the slice number was reduced to 1. This slice number reduction contains two 

3D convolutional layers with a filter size of 3 by 3 by 3 and valid padding followed by 

zero padding with size 2 by 2 by 0. The resulting output was concatenated with the 

predicted field dose or ground truth field dose and was then used as input of the 

ResNet.  

Generator 1 and discriminator 1 were trained under the conditional Generative 

Adversarial Network (cGAN) training architecture. Discriminator 1’s loss function was a 

mean squared error, and it was optimized using an Adam optimizer with a learning rate 

of 1×10-5. Generator 1 was trained after being combined with discriminator 1. The 

combined model’s loss function was: 

𝑙𝑜𝑠𝑠𝑐𝑜𝑚𝑏𝑖𝑛𝑒𝑑 = 𝑙𝑜𝑠𝑠𝑑 + 100 × 𝑙𝑜𝑠𝑠𝑔 (1) 

where lossd is discriminator 1’s loss, and lossg is generator 1’s loss, defined as the 

mean absolute error between the predicted field dose and ground truth.  
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Figure 22. DL network structures for field dose prediction. (a) generator 1; (b) 

discriminator. 

6.2.3 DL Network for Fluence Map Prediction  

Figure 23 shows (a) the generator 2’s and (b) the discriminator 2’s network 

structures used for fluence map prediction. These two networks used very similar 

structures and hyperparameter settings as in field dose prediction. The major differences 
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are that 3D convolutions were replaced by 2D, and some layers were simplified because 

only one input and one output are presented.  

 

Figure 23. DL network structures for fluence map prediction. (a) generator 2; 

(b) discriminator 2.  

6.2.4 Test and Evaluation   

Figure 24 shows the prediction workflow. After training, the two discriminators 

were no longer necessary, and only the generators were kept for predicting. The patient 

anatomy and OAR priorities were used to generate the anatomy input. This anatomy 

input and collimator representation were split into slice-wise inputs and fed to generator 
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1 to predict field dose. Next, the predicted field dose and collimator representation were 

used to generate and split into field-wise field dose inputs. Fluence maps were predicted 

by generator 2 and imported into TPS for dose calculation.  

 

Figure 24. Prediction workflow. 

The AI model was evaluated using three tradeoff options.  

1. The original tradeoff (AI org), where all OARs used the original priority in Table 6.  

2. The parotid-left-preferred tradeoff (AI L-preferred), where parotid left’s priority 

was increased by 20% from the original, parotid right’s priority was decreased by 

20%, and all other OARs keep the original priority.  

3. The parotid-right-only tradeoff (AI R-only), where the right parotid’s priority was 

increased by 40%, the left parotid’s priority was set to zero, and all other OARs 

keep the original priority.  

AI org and AI L-preferred tradeoffs are included in the range of ground truth 

generation, while AI R-only is more extreme than all ground truth plans and is relatively 

risky. Since the above tradeoffs can achieve similar effects as in section 5, the AI plans in 
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this section were compared with the most similar ones in section 5. More specifically, AI 

org plans were compared with AI BP plans, AI R-only plans were compared with AI RP 

plans, AI L-preferred plans do not have exact matches, so were compared with AI LP 

plans as a reference. The AI plans from section 5 were evaluated before the automatic 

fine-tuning.  

 15 test patients were involved in the evaluation, and a series of dosimetric 

endpoints were compared between different groups of plans. All plans were normalized 

so that 44 Gy covers 90% of the volume of the primary PTV. Statistics were analyzed 

using paired Wilcoxon signed-rank tests with a significance level of 0.05 and Bonferroni 

correction.  

6.3 Results 

The final dosimetric endpoints are primarily decided by the objective priority 

and the distance between the structure and PTV. Figure 25 shows the linear regression 

results of equation (2).  

𝐷𝑓𝑖𝑛𝑎𝑙 = 𝑐0 + 𝑐1 × 𝑝 + 𝑐2 × 𝐷𝑖𝑛𝑖𝑡 + 𝑐3 × exp (
𝑝

𝑝̅
) +𝑐4 × exp (

𝐷𝑖𝑛𝑖𝑡

𝐷𝑖𝑛𝑖𝑡
̅̅ ̅̅ ̅̅

) (2) 

Where Dfinal is the final dosimetric endpoint (either median or maximum), ci 

(i=0,1,…,4) are the fitting parameters, and the bar stands for the mean value over the 

entire dataset. Dinit is the initial dosimetric endpoint recorded after the first optimization 

stage where only NTO and PTV-related objectives were added to the optimization. X-

axis stands for actual dosimetric endpoint values in cGy. Y-axis stands for fitted 
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dosimetric endpoint values in cGy. Although this regression was extremely simple and 

did not involve interaction between structures, the scatter plots in Figure 25 show 

overall good regression results, and nine out of twelve R2 were larger than 0.9. The 

remaining error could be caused by interactions between OAR doses. These results 

imply that the ground truth plans have good consistency and that the final dosimetric 

endpoints can be primarily decided by the OAR’s geometry and priority. This result 

supports the designs of the AI model that dose can be predicted from patient anatomy 

and OAR priorities.  

 

Figure 25. Regression plots for twelve structures involved in ground truth generation.  

Table 7 shows dosimetric endpoint comparisons between AI org plans in this 

section and AI BP/BO plans from section 5. p1 was between AI org and AI BP, and p2 

was between AI org and AI BO. Compared with AI BP plans, AI org plans had overall 

comparable plan quality and significantly improved heterogeneity index, BODY D2cc, 

and total MU. Compared with AI BO plans, AI org plans had a worse median dose for 
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parotids, larynx, and pharynx but a better conformity index, heterogeneity index, BODY 

D2cc, and total MU. Overall, AI org plans achieved better PTV dose performance than 

AI BP and BO plans, yet the OAR sparing was worse than AI BO plans.  

Table 7. Dosimetric endpoint comparisons between AI org and AI BP/BO.  

 
AI org AI BP p1 AI BO p2 

Conformity Index 1.01±0.03 1.01±0.03 0.39 1.06±0.04 0.00* 

Heterogeneity Index 21.4±2.8 24.3±4.1 0.00* 35.2±8.2 0.00* 

BODY D2cc (%) 117.2±2.3 120.1±3.9 0.00* 133.3±9.8 0.00* 

Brainstem D0.1cc (Gy) 15.4±2.9 15.4±2.1 0.56 13.7±2.8 0.03 

Cord+5mm D0.1cc (Gy) 26.8±2.9 26.7±2.3 0.14 23.8±2.8 0.02 

Parotid L Dmedian (Gy) 14.8±5.3 18.0±3.7 0.01 12.1±3.7 0.00* 

Parotid R Dmedian (Gy) 16.3±9.0 19.8±5.4 0.17 12.7±9.2 0.00* 

Oral Cavity Dmedian (Gy) 21.8±8.0 20.4±7.3 0.60 20.1±9.3 0.98 

Larynx Dmedian (Gy) 19.7±8.4 18.1±5.9 0.30 17.4±8.4 0.00* 

Pharynx Dmedian (Gy) 35.2±4.0 35.4±2.9 0.39 30.8±5.6 0.00* 

Mandible D1cc (Gy) 47.2±1.6 47.4±3.3 0.03 49.7±6.6 0.04 

MU 1550±235 1814±206 0.00* 1919±389 0.00* 

 

Table 8 shows dosimetric endpoint comparisons between AI R-only plans in this 

section and AI RP/RO plans from section 5. p1 was between AI R-only and AI RP, and 

p2 was between AI R-only and AI RO. AI R-only and AI RP showed comparable parotid 

median dose and most other OAR dose endpoints. Meanwhile, AI R-only plans showed 

improvements in conformity index, heterogeneity index, BODY D2cc, cord+5mm D0.1cc, 

mandible D1cc, and total MU compared with AI RP plans. Compared with AI RO plans, 

AI R-only plans had worse median dose in right parotids and pharynx, meanwhile, 

conformity index, heterogeneity index, BODY D2cc, and total MU were significantly 

improved.  
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Table 8. Dosimetric endpoint comparisons between AI R-only and AI RP/RO. 

 
AI R-only AI RP p1 AI RO p2 

Conformity Index 1.00±0.02 1.09±0.04 0.00* 1.03±0.05 0.00* 

Heterogeneity Index 21.7±2.4 28.7±4.1 0.00* 37.0±8.8 0.00* 

BODY D2cc (%) 117.9±3.1 126.9±6.4 0.00* 131.3±12.7 0.00* 

Brainstem D0.1cc (Gy) 16.1±3.5 17.9±3.8 0.09 14.7±3.2 0.02 

Cord+5mm D0.1cc (Gy) 27.1±2.8 30.1±1.8 0.00* 24.4±2.1 0.00 

Parotid L Dmedian (Gy) 25.6±5.7 25.6±6.4 0.21 24.7±7.0 0.76 

Parotid R Dmedian (Gy) 10.9±6.8 10.8±8.8 0.25 9.1±7.4 0.00* 

Oral Cavity Dmedian (Gy) 23.1±7.9 22.3±8.8 0.06 20.4±9.3 0.72 

Larynx Dmedian (Gy) 20.0±8.4 19.5±8.3 0.45 17.1±9.4 0.04 

Pharynx Dmedian (Gy) 35.3±3.9 33.8±4.2 0.09 29.6±5.8 0.00* 

Mandible D1cc (Gy) 47.0±1.8 50.1±4.9 0.00* 52.3±7.9 0.00 

MU 1589±217 1963±306 0.00* 2012±319 0.00* 

 

Table 9 shows dosimetric endpoint comparisons between AI L-preferred plans in 

this section and AI LP plans from section 5. The tradeoffs in these two groups of plans 

were different. In AI LP plans, only the left parotids were spared for their median dose, 

and the right parotids were ignored. In AI L-preferred plans though, both parotids were 

considered, while the left parotids had a higher priority. As a result, the left parotids’ 

median dose in AI L-preferred plans was significantly higher than that in AI LP plans, 

and the right parotids’ median dose in AI L-preferred plans was significantly lower. 

Besides, the AI L-preferred plans achieved improved conformity index, heterogeneity 

index, brainstem D0.1cc, cord+5mm D0.1cc, oral cavity median dose, and total MU. 

Similar results can be found in the comparison between AI L-preferred and AI LO.  
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Table 9. Dosimetric endpoint comparisons between AI L-preferred and AI LP/LO. 

 
AI L-preferred AI LP p1 AI LO p2 

Conformity Index 1.00±0.02 1.08±0.03 0.00* 1.04±0.03 0.00* 

Heterogeneity Index 21.0±2.6 25.8±5.3 0.00* 38.2±7.3 0.00* 

BODY D2cc (%) 116.6±2.9 124.7±9.4 0.00* 132.4±11.7 0.00* 

Brainstem D0.1cc (Gy) 14.9±3.1 17.4±3.5 0.00* 14.9±2.5 0.39 

Cord+5mm D0.1cc (Gy) 26.6±2.8 29.1±1.7 0.00 23.7±2.2 0.02 

Parotid L Dmedian (Gy) 12.8±4.2 10.6±3.3 0.00* 9.5±1.7 0.00* 

Parotid R Dmedian (Gy) 20.7±8.7 29.2±7.9 0.00* 29.2±8.7 0.00* 

Oral Cavity Dmedian (Gy) 21.8±7.9 22.5±8.1 0.00* 20.8±7.8 0.80 

Larynx Dmedian (Gy) 19.8±8.3 19.8±7.6 0.19 17.1±8.8 0.06 

Pharynx Dmedian (Gy) 35.2±4.0 33.8±4.2 0.05 29.8±5.9 0.00* 

Mandible D1cc (Gy) 46.7±1.5 48.3±5.8 0.01 50.2±8.1 0.01 

MU 1553±232 2088±318 0.00* 2082±362 0.00* 

 

6.4 Discussion 

The AI-based treatment planning algorithm in this section is envisioned to have a 

straightforward planning workflow. First, the planner needs to check the CT images and 

the structure contours. Second, the planner can tune the OAR priorities. As described in 

the results section, the OAR endpoints in the ground truth plans were highly 

predictable. A simple machine learning (ML) model can be trained to predict the 

dosimetric performance based on a given set of OAR priorities. This ML model does not 

need sophisticated structures or numerous trainable parameters and hence can give an 

immediate response. Third, the AI models will make predictions based on patient 

anatomy and the tuned OAR priorities from the last step. Fourth, the fluence maps were 

imported into the TPS for dose calculation and plan quality evaluation.  
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Compared with the methodology in section 5, this section’s approach achieved 

overall improved dosimetric performance under several common tradeoff options, 

especially for heterogeneity index and whole body maximum dose. However, section 5’s 

approach showed the potential to achieve more extreme OAR sparing or more extreme 

tradeoff options. Another main difference between these two methods is that tradeoff 

options were realized via different designs. In section 5, several common dose tradeoff 

options were selected and modeled. The same model structure was repeatedly trained 

using different ground truths. The model predictions can be merged into continuous 

solutions between two or among several predefined tradeoff options. A new model 

needs to be trained for a new tradeoff option and a newly generated batch of ground 

truth plans. On the contrary, in this section, the continuous tradeoff was modeled in the 

ground truth generation. As long as a specific tradeoff preference is included in the 

predefined tradeoff space, the corresponding fluence maps can be predicted using the 

same DL networks with the corresponding OAR priorities. However, adding a new 

tradeoff option that was not included in the predefined space can be problematic 

because the ground truth and DL networks require regeneration or retraining as well as 

section 5’s solution.  
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7. Conclusion 

In this dissertation, a DL-based AI planning agent was developed from scratch 

and implemented in the clinic for H&N IMRT. In particular, the proposed AI planning 

agent uses one DL network to predict fluence maps for IMRT beams based on patient 

anatomy. The predicted fluence maps can be converted into a plan that is ready for 

review via leaf sequencing and dose calculation.  

This ideology was examined for its feasibility using prostate cases. A CNN 

model was trained for prostate using over a hundred cases. The predicted fluence maps 

had comparable plan quality with the training cases. This result provides a solid 

foundation for the later projects in HN IMRT as well as for AI-based prostate VMAT 

plans.  

 The AI planning agent was then implemented for H&N cases to demonstrate its 

clinical significance. The H&N model was upgraded in several major aspects. First, a 

more complex DL model with more trainable parameters was trained for this purpose. 

Second, the model was trained under the cGAN training architecture. The additional 

discriminator in the cGAN training potentially aided the generator to learn more 

realistic fluence maps with critical high-level details. Third, over two hundred patients 

were collected for training, validation, and testing to ensure that the AI model has seen a 

sufficient number of samples.  
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The HN AI planning tool was implemented with the AI model inside the 

commercial TPS. Planners can execute the GUI inside TPS, which remotely calls the 

programs on a server workstation. Thus, the AI tool requires no environmental setup on 

the planner’s end. The AI tool has the following advantages. First, the AI tool has great 

planning efficiency. The AI prediction is about one second per case with GPU support, 

and the entire planning process including manual operations, data transfer, and dose 

calculation is within 15 minutes. Second, the AI tool offers a high plan quality 

consistency. Third, the AI tool has a straightforward plan generation process. The 

calculated DVH and dose distribution are associated with an IMRT plan, so planners do 

not have to generate plans inversely based on DVH or dose.  Fourth, the AI tool is 

compatible with the current TPS and manual planning workflow. Data and feedback 

will be continuously collected to improve the user experience and the AI design. 
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