
TPA: A New Method for Approximate Counting

by

Sarah Schott

Department of Mathematics
Duke University

Date:
Approved:

Mark Huber, Supervisor

Jonathan Mattingly

Mauro Maggioni

James Nolen

Dissertation submitted in partial fulfillment of the requirements for the degree of
Doctor of Philosophy in the Department of Mathematics

in the Graduate School of Duke University
2012



Abstract

TPA: A New Method for Approximate Counting

by

Sarah Schott

Department of Mathematics
Duke University

Date:
Approved:

Mark Huber, Supervisor

Jonathan Mattingly

Mauro Maggioni

James Nolen

An abstract of a dissertation submitted in partial fulfillment of the requirements for
the degree of Doctor of Philosophy in the Department of Mathematics

in the Graduate School of Duke University
2012



Copyright c© 2012 by Sarah Schott
All rights reserved except the rights granted by the

Creative Commons Attribution-Noncommercial License

http://creativecommons.org/licenses/by-nc/3.0/us/


Abstract

Many high dimensional integrals can be reduced to the problem of finding the relative

measure of two sets. Often one set will be exponentially larger than the other. A

standard method of dealing with this problem is to interpolate between the sets with

a series of nested sets where neighboring nested sets have relative measures bounded

above by a constant. Choosing these sets can be very difficult in practice. Here a

new approach that creates a randomly drawn sequence of such sets is presented. This

procedure gives faster approximation algorithms and a well-balanced set of nested

sets that are essential to building effective tempering and annealing algorithms.
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1

Background

An algorithm is any well-defined computational procedure that takes a set of input

values and produces an output [3]. In computing, time is of the essence, and one is

often in search of the algorithm with the fastest running time. This is why we intro-

duce randomness into algorithms: for many problems, such as Quicksort, randomized

algorithms run faster than the best known deterministic algorithm [17].

There are a number of ways to introduce randomness into an algorithm. A Las

Vegas algorithm is a randomized algorithm in which the output is deterministic, but

the running time is a random variable. On the other hand, a Monte Carlo algorithm

is a randomized algoirthm in which the running time is deterministic, and the output

is a random variable. The focus of this dissertation is a new algorithm, TPA, which

is a Monte Carlo algorithm. Unlike a deterministic algorithm, or even a Las Vegas

algorithm, a Monte Carlo algorithm will not give the “correct” answer each time,

which may make it seem intractable. But because the output is a random variable,

if you run a Monte Carlo algorithm repeatedly, with independent random choices,

you will be able to bound the probability that it drifts very far from the true answer.

In particular, for given ε and δ, we are interested in finding an (ε,δ) randomized
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approximation scheme.

Definition 1. For a problem with true answer p, an (ε,δ) randomized approximation

scheme (ras) is an algorithm that returns output p̂ that satisfies

P
(

1

1 + ε
≤ p

p̂
≤ 1 + ε

)
≥ 1− δ.

This means that we want the probability that our estimate deviates from the true

answer by a multiplicative factor of (1 + ε) to be no more than δ.

Monte Carlo algorithms are also important in that they provide a bridge be-

tween counting problems and sampling problems. As described in [26], a counting

problem consists of estimating the cardinality of a large set or an integral over a

high-dimensional domain. A sampling problem consists of generating samples from a

probability distribution over a region Ω. Monte Carlo algorithms allow us to improve

the running time of counting problems by taking adavantage of efficient sampling al-

gorithms. The algorithm described in this dissertation solves counting problems by

generating samples with the aid of known sampling algorithms.

To motivate our algorithm we can focus on the simple context of a set B, con-

taining a smaller set B′, both with associated measure µ (which usually is Lebesgue

or counting measure). Furthermore, we will assume that we have the ability to gen-

erate samples uniformly from B. We would like to be able to approximate the ratio

µ(B′)/µ(B).

One standard approach to this problem is the use of the Acception/Rejection al-

goirthm. As indicated by its name, in this algorithm we draw samples and choose

to either accept them or reject them. Drawing a sample from set B, we accept it if

it also happens to fall into the contained set B′. Otherwise, we reject the sample. If

we draw N total samples, and we accept n of them, then

µ(B′)

µ(B)
≈ n

N
.
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B

B’

Figure 1.1: Acceptance Rejection

Acceptance/Rejection is a classic example in which a counting problem is linked to a

sampling problem. Here we take advantage of the ability to genereate samples from

set B, in order to estimate the size of set B′.

Although this algorithm is certainly simple in implementation, its running time

can be long. In particular, for an (ε,δ) ras we need the number of samples, N , to be

ε−2µ(B)/µ(B′) ln(δ−1). But in most applications the size of B is exponentially large

in the size of B′, indicating that µ(B)/µ(B′) is exponentially large. In such cases,

the running time of Acceptance/Rejection can be quite large.

1.1 The Product Estimator

With the aim of improving the running time for Acceptance/Rejection, Jerrum,

Valiant, and Vazirani devised a new algorithm in 1986 [14], which was dubbed the

Product Estimator by Fishman in 1996 [6]. In addition to the setup described above,

the Product Estimator requires a family of nested subsets indexed by a parameter

β, such that the following hold:

• B′ ⊆ A(β) ⊆ B ∀β

• β′ ≤ β ⇒ A(β′) ⊆ A(β)

3



• B′ = A(β0) ⊂ A(β1) ⊂ · · · ⊂ A(βk−1) ⊂ A(βk) = B

Due to the fact that the parameter β is inverse temperature in many applicaitons, we

call a particular choice of such {β0, β1, . . . , βk−1, βk}, a cooling schedule. The Product

Estimator outlines the way in which we choose this cooling schedule. In particular,

for a pre-determined constant C, we choose the number of nested subsets k and the

βi’s, so that for all i ∈ {1, . . . , k}

µ(A(βi))

µ(A(βi−1))
≤ C.

Once we have determined the number of subsets k, we can choose these nested subsets

such that

B′ = A(β0) ⊆ A(β1) ⊆ · · · ⊆ A(βk−1) ⊆ A(βk) = B.

Using a telescoping product, we can represent our desired ratio in the following way:

B

B
3

B
2

B
1

B’

Figure 1.2: Product Estimator

µ(B)

µ(B′)
=
µ(A(β1))

µ(A(β0))
× µ(A(β2))

µ(A(β1))
× · · · × µ(A(βk))

µ(A(βk−1))
.

Now we can use Acceptance/Rejection to estimate µ(A(βi))/µ(A(βi−1)) for i ∈

{1, . . . , n}. That is, we can take N draws from A(βi), and count the number ni that
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fall into A(βi−1), so that ni/N gives us an approximation of µ(A(βi))/µ(A(βi−1)). It

follows that:

µ(B)

µ(B′)
≈ N

n1

× · · · × N

nk
.

But because of how we selected the nested subsets, we no longer need to worry

about A(βi) being exponentially large in the size of A(βi−1). How large should N

be? For the Product Estimator, Dyer and Frieze [5] found that resulting estimate of

µ(B)/µ(B′) is within a multiplicative factor of the true answer when N =
16Ck

ε2(1− ε2)
,

where C and k are as described above.

1.2 Adaptive Simulated Annealing

In their adaptive simulated annealing algorithm, Stefankovic, Vempala, and Vigoda

[26] produce an improved method for using sampling for approximate counting. They

focus on the problem of approximating partition functions.

Definition 2. Let n be a non-negative integer. Let a0, . . . , an be non-negative real

numbers such that a0 ≥ 1. The function

Z(β) =
n∑
i=0

aie
−iβ

is called a partition function of degree n.

Partition functions arise in many applications, such as in statistical physics and

maximum likelihood estimates for exponential families. In this context {0, . . . , n}

represents the possible values of the Hamiltonian of a system and ai is the number

of configurations with Hamiltonian i. The authors focus on discrete examples, but

allude to the fact that their results can be extended to examples in a continuous

setting. In the continuous setting, the normalizing constant takes the form of an
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integral, rather than a sum:

Z(β) =

∫
D

wβ(x)dx

In order to estimate Z(∞) using the Product Estimator, we would once again

employ a telescoping product:

Z(∞) = Z(0)× Z(β1)

Z(β0)
× Z(β2)

Z(β1)
× · · · × Z(βl)

Z(βl−1)

where β0 = 0 and βl =∞. The fact that Z(β) is typically easy to compute for β = 0

will be useful in all of the algorithms discussed here for the estimation of a partition

function. Generally, we will also be able to take advantage of a pocedure, such as

Coupling from the Past (to be discussed later in this chapter), that will allow us to

draw exact samples from the distibution

µβ(σ) =
e−βH(σ)

Z(β)
.

Here, H(σ) is the Hamiltonian of configuration σ.

Although Z(β) can be approximated using Acceptance/Rejection or the Product

Estimator, this paper provides an algorithm with an improved running time. Just as

in the Product Estimator, this annealing algorithm involves the creation of a cooling

schedule, but the authors are interested in what is called a B-Chebyshev cooling

schedule.

Definition 3. A cooling schedule is a list β0, . . . , βn of inverse temperatures. A

B-Chebyshev cooling schedule is a cooling schedule β0, . . . , βn that satisfies

E[(exp((βi − βi+1)H(X)))2]

E[exp((βi − βi+1)H(X))]2
≤ B

for every i ∈ {0, . . . , n− 1}.
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For partition functions as defined above, a B-Chebyshev cooling schedule satisfies

Z(2βi+1 − βi)Z(βi)

Z(βi+1)2
≤ B.

Stefankovic, Vempala and Vigoda also make a distinction between nonadaptive

and adaptive cooling schedules. A cooling schedule is nonadaptive if it depends

only on n, the degree of the partition function Z(β), and A := Z(0). Otherwise,

it is called adaptive. Adaptive cooling schedules depend on the structure of the

partition function. Nonadaptive cooling scheudule must be pre-determined, as in

the Product Estimator, whereas adaptive cooling schedules are created during the

run of an algorithm.

In addition to presenting a new adaptive algorithm for generating cooling sched-

ules, the authors prove that for a partition function of degree n, any nonadaptive

cooling schedule is of length at least O(ln(A) ln(n)). They do so by first considering

the following cooling schedule:

0,
1

n
,

2

n
, . . . ,

k

n
,
kγ

n
,
kγ2

n
, . . . ,

kγt

n
,∞

where k = dln(A)e, γ = 1 + 1
ln(A)

, and t = d(1 + ln(A)) ln(n)e. This is a B-Chebyshev

cooling schedule, and its length is O(ln(A) ln(n)). The authors then argue that this

is the best possible nonadaptive cooling schedule up to a constant factor by proving

the following Lemma.

Lemma 1. Let n ∈ Z+, and A,B ∈ R+. Let S = β0, β1, . . . , βl be a nonadaptive

B-Chebyshev cooling schedule that works for all partition functions of degree at most

n with Z(0) = A and Z(∞) ≥ 1. Assume β0 = 0 and βl =∞. Then

l ≥ ln(n/e)

(
ln(A− 1)

ln(4B)
− 1

)
.
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This illustrates that even the best nonadaptive cooling schedule is of length at

least O(ln(A) ln(n)). But adaptive cooling schedules, such as the one introduced in

[26], can be shorter.

Adaptive cooling schedules, on the other hand, do not share the same lower bound

on length. The authors present the following theorem:

Theorem 2. Let Z be a partition function of degree n. Let A = Z(0). Assume that

Z(∞) ≥ 1. There exists an e2-Chebyshev cooling schedule S for Z whose length is at

most

4(ln lnA)
√

(lnA) lnn.

The authors note that f(β) = lnZ(β) is decreasing and convex. The crux of the

proof of the previous theorem is the fact that f can be approximated by a piecewise

linear function g with few pieces. The pieces of f are formed in a recursive manner:

if γi is the endpoint of the last segment, let γi+1 be the maximum value such that

the midpoint mi = 1
2
(γi + γi+1) satisfies

f(2βi+1 − βi) + f(βi)

2
− f(βi+1) ≤ 1⇐⇒ Z(2βi+1 − Z(βi))Z(βi)

Z(βi+1)2
≤ e2

Substituting x = βi and y = 2βi+1 − βi, the inequality on the left becomes:

f

(
x+ y

2

)
≥ f(x) + f(y)

2
− 1.

Before introducing their algorithm, the authors state the following assumptions

on A and n:

ln(n) ≥ 1, ln(ln(A)) ≥ 1, A ≥ ln(n)

With these assumptions in place, the authors devised the algorithm PRINT-

COOLING-SCHEDULE, described in the following pseudocode and theorem:

8



Algorithm 1.2.1 Print Cooling Schedule

Input: β0, and a black-box sampler for X ∼ µβ for any β ≥ 0,
Output: Cooling schedule β0, . . . , βn

1: Bad ← ∅
2: Print β0

3: if β0 < ln(A) then
4: I ← FIND-HEAVY(β0,Bad)
5: L←minβ0 + 1/w, ln(A);
6: β∗ ← binary search on β∗ ∈ [β0, L]

with precision 1/(2n)
using predicate IS-HEAVY(β∗, I)

7: β ← binary search on β ∈ [β0, (β
∗ + β0)/2]

with precision 1/(4n)
using predicate EST(I, β0, β)*EST(I, 2β − β0, β)≤ 2000

8: if β < (β∗ + β)/2 then
9: PRINT-COOLING-SCHEDULE(β)

10: else
11: if β = L then
12: PRINT-COOLING-SCHEDULE(β)
13: else
14: γ ← (β∗ − β0)/2
15: print(β0 + γ, β0 + (3/2)γ, β0 + (7/4)γ, . . . , β0 + (2− 2−dln ln(A)e)γ
16: Bad← Bad∪I
17: PRINT-COOLING-SCHEDULE(β∗)
18: end if
19: end if
20: end if
21: print ∞

Theorem 3. Let Z be a partition function. Assume that we have access to an

(approximate) sampling oracle from µβ for any inverse temperature β. Let δ′ > 0.

With probability at least 1− δ′, algorithm PRINT-COOLING-SCHEDULE outputs a

B-Chebyshev cooling schedule for Z (with B=3 ·106), where the length of the schedule

is at most

l ≤ 38
√

lnA(lnn) ln lnA.

The algorithm uses at most

Q ≤ 107(lnA)((lnn) + ln lnA)5 ln
1

δ′

samples from the µβ-oracles. The samples output by the oracles have to be from a

distribution µ′β which is within variation distance ≤ δ′/(2Q) from µβ.

9



1.3 Markov Chain Monte Carlo

We now turn our attention to how such samples as needed in the previous section

can be obtained.

Definition 4. A Markov Chain Monte Carlo method is a method for building a

chain whose limiting distribution is a target distribution π.

But first we need to introduce Markov chains and their important properties.

Definition 5. Suppose {Xn}∞n=0 is a stochastic process and Fn is the σ-algebra

generated by X0, . . . , Xn. Then we call {Xn} a Markov chain if it satisfies the

Markov Inequality:

P{Xn = in|Fn−1} = P{Xn = in|Xn−1 = in−1}.

This means that in order to take the next step, a Markov chain requires knowledge

of only the most recent step; the process “forgets” all other moves. For this reason,

Markov chains are said to be memoryless.

For a Markov chain {Xn} on a discrete space, the associated transition matrix,

P , is the matrix whose entry (i, j) indicates the probability of moving from state i

to state j in one move. That is,

P (i, j) = P(Xn+1 = j|Xn = i).

With this notation, we have that the entry (i, j) of Pm gives the probability of moving

from state i to state j in m steps:

Pm(i, j) = P(Xn+m = j|Xn = i).

Definition 6. A Markov chain is irreducible if for each state i and j, there exists m

and k, such that Pm(i, j) > 0 and P k(j, i) > 0.

10



This means that a Markov chain starting in one state, is irreducible if it has a

positive probability of reaching any other state.

Definition 7. The period of an irreducible Markov chain is the greatest common

divisor of

J = {n ≥ 0 : P n(i, i) > 0}

where i is any state. It can be shown that the value of J is independent of the state

i. An irreducible Markov chain is aperiodic if J = 1.

Definition 8. The stationary distribution of Markov chain {Xn} with transition

matirx P , is the distribution π (represented by a probability vector), that satisfies

πP = π.

Theorem 4. If P is the transition matrix for an irreducible, aperiodic Markov chain,

then there exists a unique stationary distribution, π. In addition, if φ is any addi-

tional probability distribution,

lim
n→∞

φP n = π.

TPA, the algorithm described in this dissertation, requires the ability to draw

samples from the stationary distribution of a Markov chain. As the last theorem

indicates, if we run an irreducible, aperiodic Markov chain for many steps, we should

eventually reach the stationary distribution. But we do not know how many steps

this will take. A more immediate problem, is the fact that many distributions, such

as those discussed in Chapter 3, are very difficult to sample from. To do so, we

rely upon the Metropolis-Hastings algorithm. But before we introduce that, we need

another definition.

Definition 9. A Markov chain with transition matrix P is reversible with respect

to a distribution π if

π(x)P (x, y) = π(y)P (y, x).

11



If Markov chain Xt is reversibile with respect to π, then π is a stationary distri-

bution for Xt.

1.4 Metropolis-Hastings Algorithm

For the context of the algorithm described in this dissertation, we will want to draw

from distributions of the form π(x) = w(x)/Z, where w(x) is a weight function and

Z is the normalizing constant. The normalizing constant, Z, is often very difficult

to compute. In Chapter 3, we go through an example for which finding Z exactly is

a #P complete problem. This makes it difficult to draw samples from π.

The goal of the Metroplolis-Hastings algorithm is to create a Markov chain that

has the desired distribution as its stationary distribution. Once we have created such

a Markov chain, we can run it for many steps in order to draw from the stationary

distribution.

The Metropolis-Hastings algorithm builds off of the Metropolis algorithm (1953),

shown below. In order to run this algorithm, you must start with an initial state, x,

for your Markov chain and a symmetric transition matrix, P .

Definition 10. A transition matrix, P is symmetric if for states x and y, and

measure π

P (x, y)π(x) = P (y, x)π(y).

Then using P , a new state y is proposed, and we create the Metropolis ratio,

r(x, y) =
π(y)

π(x)
=
w(y)/Z

w(x)/Z
=
w(y)

w(x)
.

Note that due to the form of π(x) = w(x)/Z, when computing r we avoid the

necessity of computing Z. The weight w(x), on the other hand, is often easy to

compute. With proportion r in hand, we accept the new state with probability r

12



and reject it with probability 1 − r. In the case that we reject the new step, we

remain at the current state x.

Algorithm 1.4.1 Metropolis
Input: current state x, transition matrix P
Output: next state y

1: draw y ← P (x, ·)
2: draw u← Unif([0, 1])

3: Let r ← π(y)

π(x)
4: if u ≤ r then
5: y ← y
6: else
7: y ← x
8: end if

In 1970, Hastings broadened the algorithm to work when P is not necessarily

symmetric. To do so, the ratio r is altered so that

r(x, y) =
π(y)

π(x)
· P (y, x)

P (x, y)
.

Note that when P is symmetric, this ratio just reduces to the one described in the

Metropolis algorithm above.

Now we check that we do in fact have a Markov chain with stationary distribu-

tion π. Let P̃ represent the transition matrix inherent in the Metropolis-Hastings

algorithm. That is, P̃ (x, y) = m(x, y)P (x, y) where m(x, y) = min{1, r(x, y)}. If we

can show that our Markov chain is reversible with respect to distribution π, then we

will know that π is the stationary distribution.
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Without loss of generality, assume that r(x, y) < 1. Then m(x, y) = r(x, y) and:

π(x)P̃ (x, y) = π(x)m(x, y)P (x, y)

= π(x)r(x, y)P (x, y)

= π(x)

[
π(y)

π(x)
· P (y, x)

P (x, y)

]
P (x, y)

= π(y)P (y, x)

= π(y)m(y, x)P (y, x)

= π(y)P̃ (y, x)

where we have used the fact that r(x, y) < 1 implies that r(y, x) > 1 and thus, the

probability that our chain moves from state y to state x is just P (y, x).

With this algorithm in place, we now have the ability to draw samples from a

given distribution π. Simply run the Metropolis-Hastings algorithm for a long time

(known as the mixing time), until our chain reaches stationarity. But how long is

long enough?

1.5 Coupling from the Past

In order to determine when a Markov chain has reached its stationary distribution,

we used Metropolis-Hastings in conjunction with the Coupling from the Past (CFTP)

algorithm [20]. CFTP is what is known as a perfect sampling algorithm: it gener-

ates samples directly from π(x) = w(x)/Z in a random amount of time T , without

requiring any information about the normalizing constant Z. CFTP also requires no

knowledge of the mixing time of a Markov chain. On the contrary, CFTP is a process

that runs a Markov chain and decides when to stop, at which point the output is

drawn from the stationary distribution.

It should be noted that CFTP is a non-interruptible algorithm. An interruptible

algorithm is one in which the output is independent of the running time. CFTP
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is non-interruptible because stopping the algoirthm before it has finished biases the

output. Your output is now conditioned on the running time being less than some

fixed constant.

CFTP uses coupling and simulation from the past. Coupling implies that we run

two chains: an upper chain and a lower chain. Our goal is to run these chains with

the same updates at each step until they coalesce. But rather than just running these

chains forward, we run them from the past. For some predetermined time t, we run

the upper and lower chains. If they have not coalesced at time t, we start over but

make sure to store the t steps made by each process. Now we run the upper and

lower processes for time t and then add on the previous t steps. If the processes have

not coalesced after these 2t steps, we repeat the process, doubling the number of

steps each time. Once the processes have coalesced, we output their common state,

and this is a draw from the stationary distribution.

All applications considered in this dissertation have monotonic update functions.

Definition 11. An update function is monotonic with respect to a partial order if

for every x ≤ y and all u,

f(x, u) ≤ f(y, u).

The update function refers to the method employed to update the Markov chain,

such as Metropolis-Hastings. In the definition above, x and y are states of the

Markov chain, and u is a uniform random variable used in order to update the state

of the chain. It is important to note that the same uniform random variable, u, is

used to update the upper process and the lower process. The partial ordering will

depend on the context. For instance, in Chapter 3 we introduce the Ising model in

which the ordering will depend on the spin assigned to each node in a lattice. Once

we have defined such a partial ordering, we can let Xmax be the maximal process

and let Xmin be the minimal process. Monotonicity guarantees that we will never
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encounter a time at which f(Xmax, u) < f(Xmin, u). Instead, at some point, these

two processes will coalesce.

Algorithm 1.5.1 Monotonic Coupling from the Past

Input: Xmax, Xmin, update function φ(·, ·)
Output: X ∼ π

1: Ymax ← Xmax
2: Ymin ← Ymin
3: T ← 1
4: draw U−1 ← Unif([0, 1])
5: while Xmax 6= Xmin do
6: T ← 2T
7: Xmax ← Ymax
8: Xmin ← Ymin
9: draw U−T , . . . , U−(T/2)−1 ∼Unif([0, 1]T/2)

10: for t from −T to −1 do
11: Xmax ← φ(Ymax, Ut)
12: Xmin ← φ(Ymin, Ut)
13: end for
14: end while
15: X ← Xmax

Theorem 5. If ∃t such that starting from −t the maximum and minimum processes

have positive probability of coalescense by time 0, then monotonic CFTP returns a

stationary state with probability one.

As mentioned above, the same uniform random variables are used to update

both Xmax and Xmin. Thus, when they do coalesce, they will move together for each

subsequent update. This is why it does not matter whether we output Xmax or Xmin

in the last step of the Monotonic CFTP algorithm. It is also important to note that

we do not output the first state at which these processes coalesce. Instead, if they

have coalesced during our run of T steps, we output the state at the end of these

steps. The need for this is best shown by an Example:

Example 1. Consider the simple example where there are only two states: A and

B. When the Markov chain is in state A, it moves to state B with probability 1.

16



When the chain is in state B, it moves to state A with probability 1/2 and stays in

state B with probability 1/2.

A B

1

1/2

1/2

Then the stationary distribution π is:

π(A) =
1

3

π(B) =
2

3

Suppose we run two Markov chains: one starting at state A and one starting at state

B. Then looking at the picture above, it is clear that the first state at which these

chains coalesce will always be state B. If we were to output the state at which they

coalesce, note that this is not the stationary distribution. This distibution places

proability 1 on state B and probability 0 on state A. But if we run the chain from

the past, there is a chance that the state we ouput is A:

A

��@
@@

@@
@@

@@
@@

@@
@@

@@
@ A

��@
@@

@@
@@

@@
@@

@@
@@

@@
@ A

B // B

??~~~~~~~~~~~~~~~~~~
B

Shown above, are the last few steps from CFTP (at time t = −2, t = −1, and t = 0,

respectively). From this we see a situation in which the output from CFTP can be

state A. Note the importance that we do not ouput the first state at which they

coalesce (which is B here at time t = −1).
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1.6 Nested Sampling

The algorithm introduced in this dissertation involves the creation of a nested family

of subsets from which to sample. The creation of such a family was also used by

Skilling in his algorithm known as Nested Sampling.

Just like the Product Estimator and Adaptive Simulated Annealing, Nested Sam-

pling aims to approximate the normalizing constant. But in Skilling’s paper [25], this

is represented as Z =

∫
L dX, and is referred to as the evidence.

• L = L(θ) is the likelihood function

• dX = π(θ) dθ is the element of prior mass

• θ is the unknown parameter

As Skilling points out, typical Markov Chain Monte Carlo methods provide samples

from the normalized posterior, with no knowledge of the normalizing constant. In

contrast, with Nested Sampling approximating the normalizing constant is the main

goal and samples from the normalized posterior are a by-product.

Note that the integral Z =

∫
L dX =

∫
L(θ)π(θ) dθ is an integral with repsect

to θ. Once θ has more than a few dimensions, this integral problem becomes complex.

To deal with this, Nested Sampling uses sorting to turn Z into a one-dimensional

integral. In particular, define X as the following function of λ, the likelihood values:

X(λ) =

∫
L(θ)>λ

π(θ) dθ

Then X(λ) represents the cumulant prior mass covering all likelihood values greater

than λ. As λ increases, the value of X decreases from 1 to 0. If we define L(X) to

be the inverse function, i.e., L(X(λ)) = λ, then the evidence can be written as the
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following one-dimensional integral:

Z =

∫ 1

0

L(X) dX

Example 2. Skilling provides the following simple example of 4 by 4 grid of 2-

dimensional θ values, each with equal prior mass of 1/16.

Table 1.1: Likelihood Values

0 8 15 3
11 24 22 10
19 30 26 16
9 23 18 6

We can sort these likelihood values in descending order:

L = {30, 26, 24, 23, 22, 19, 18, 16, 15, 11, 10, 9, 8, 6, 3, 0}

To find Z, we can then compute the following sum:

Z =
30

16
+

26

16
+

24

16
+

23

16
+

22

16
+

19

16
+

18

16
+

16

16
+

15

16
+

11

16
+

10

16
+

9

16
+

8

16
+

6

16
+

3

16
+

0

16
= 15

To get a better understanding of X as defined above, note that if X = 1/5, that

means that about 1/5 of the likelihood values lie above that value of X. Thus,

looking at our sorting, we have L(X = 1/5) = 23.

If we have a sequence of X values such that

0 < Xm < · · · < X2 < X1 < 1

then we can approximate Z with the following sum:

Z ≈
m∑
i=1

Li(Xi −Xi+1)
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where Li = L(Xi). In order to obtain such a sequence of Xi’s, for each Xi, we can

obtain Xi+1 = tiXi, where ti ∈Uniform(0,1). But Skilling points out that this is

equivalent to sampling withing the constraint L(θ) > Li − 1 in proportion to the

prior density. So sorting is not necessary. In general, the Nested Sampling algorithm

has the following general setup:

1. Start with N points θ1, . . . , θN from the prior

2. initialize Z = 0, X0 = 1

3. record the lowest of the current likelihood values as Li

4. set Xi = exp(−i/N)

5. set wi = Xi−1 −Xi

6. increment Z by Liwi

7. replace point of lowest likelihood by a new point drawn from within L(θ) > Li,

in proportion to prior π(θ)

Steps (3) through (7) are repeated for i from 1 to some predetermined value j. Unlike

the algorithm that is the basis of this dissertation, the variance of Nested Sampling

is not related to the estimate itself. For Nested Sampling, the variance must be

estimated; an estimate which itself might be inaccurate, leading to overconfidence in

results.
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2

TPA

2.1 Naming the Algorithm

The name “Tootsie Pop Algorithm” refers to the Tootsie Pop, which is a chocolate

chewy center surrounded by a candy shell. In a 1970 commercial for Tootsie Pops,

an owl is asked “How many licks does it take to get to the center of a Tootsie Pop?”

Our algorithm operates in a similar fashion. Set B′ is the center, which is surrounded

by set B. Each step of TPA shrinks set B to a smaller set that encases B′, much in

the way that each lick of a Tootsie Pop brings you closer to the center. Although

the commercial narrator implies that “the world may never know” how many licks

it takes, this is exactly the output of TPA.

2.2 How it works

TPA requires the following four elements:

1. A measure space (Ω,F , µ)

2. Two finite measurable sets B and B′ satisfying B′ ⊂ B and µ(B′) > 0. The

set B′ is the center and B is the shell.
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3. A family of nested sets {A(β) : β ∈ R∪{∞}} such that the following conditions

hold:

• β′ > β implies A(β′) ⊆ A(β)

• µ(A(β)) is a continuous function of β

• lim
β→∞

µ(A(β)) = 0

4. Special values βB and βB′ that satisfy A(βB) = B and A(βB′) = B′.

With these ingredients, TPA consists of the following:

1. Start with i = 0 and βi = βB.

2. Draw a random sample Y from µ conditioned to lie in A(βi).

3. Let βi+1 = sup{β : Y ∈ A(β)}.

4. If Y ∈ B′ stop and output i.

5. Else set i to be i+ 1 and go back to step 2.

More precisely, the following details the steps of TPA, given both the starting value,

βB, and the ending value βB′ . The algorithm outputs both k, the number of draws,

and the sequence (β0, . . . , βk) of inverse temperatures drawn within the algorithm.

Algorithm 2.2.1 Sequence(βB, βB′)

Input: The starting and ending values of β
Output: k and (β0, . . . , βk)

1: β ← βB, k ← −1
2: repeat
3: k ← k + 1
4: βk ← β
5: X ← Unif(A(β))
6: β ← sup{b : X ∈ A(b)},
7: until β ≥ βB′

TPA has the following advantages over the basic Product Estimator:
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• We don’t need to know k, the number of nested subintervals, in advance. The

number of sublevels is automatically produced by the algorithm.

• We don’t need to know the ratio C such that C ≥ µ(Ai)

µ(Ai+1)
for all i.

• TPA produces an omnithermal approximation. That is, it generates an approx-

imation for
µ(A(β))

µ(A(βB′))
that holds for all values β ∈[βB′ , βB] simultaneously.

Theorem 6. Let X ∼ µ(A(β)), β′ = sup{b|X ∈ A(b)}, and U =
µ(A(β′))

µ(A(β))
. Then

U ∼ Unif([0,1]).

Proof. Fix β and let a ∈[0,1). We would like to show that P(U ≤ a) = a, in which

case we can conclude that U ∼ Unif([0,1]).

Since µ(A(b)) is continuous in b, and lim
b→∞

µ(A(b)) = 0, ∃βa ∈[β,∞) such that

µ(A(βa)) = aµ(A(β)), i.e. such that
µ(A(βa))

µ(A(β))
= a.

Let 0 < ε < 1−a. Then by the same argument, ∃βa+ε such that
µ(A(βa+ε))

µ(A(β))
= a+ ε.

Now consider X ∼ µ(A(β)), let β′ =sup{b|X ∈ A(b)}, and let U =
µ(A(β′))

µ(A(β))
. If

X ∈ A(βa), then βa ≤ β′, and by the monotonicity of µ, we have that

U =
µ(A(β′))

µ(A(β))
≤ µ(A(βa))

µ(A(β))
= a

So we have shown that

X ∈ A(βa)⇒ U ≤ a⇒ P(U ≤ a) ≥ P(X ∈ A(βa)) = a

On the other hand, if X /∈ A(βa+ε), then β′ < βa+ε, and by the monotonicity of µ,

we have that

U =
µ(A(β′))

µ(A(β))
>
µ(A(βa+ε))

µ(A(β))
= a+ ε
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Using the contrapositive of the above statement, we have shown that

U < a+ ε⇒ X ∈ A(βa+ε)⇒ P(U < a+ ε) ≤ P(X ∈ A(βa+ε)) = a+ ε

Combining the above inequalities,

a ≤ P(U ≤ a) ≤ P(U < a+ ε) ≤ a+ ε

Since ε can be arbitrarily close to 0, this reduces to P(U ≤ a) = a.

Hence, P(U ≤ a) = a for all a ∈[0,1), and U ∼ Unif([0,1]).

This is just one step of TPA. If the process described in the Theorem above is

repeated k times, a sequence {β0, . . . , βk} is generated such that for each i,

µ(A(βi+1))

µ(A(βi))
∼ Unif([0,1]). In other words,

µ(A(βk))

µ(A(β0))
=

µ(A(βk))

µ(A(βk−1))
× · · · × µ(A(β1))

µ(A(β0))
∼ U1U2 · · ·Uk where Ui

iid∼ Unif ([0,1])

Lemma 7. If U ∼ Unif([0,1]), then − ln(U) ∼ Exp(1).

Proof. Let U ∼ Unif([0,1]), and Y = − ln(U). Then for y ∈ R,

P(Y < y) = P(− ln(U) < y) = P(ln(U) > −y) = P(U > e−y) = 1− P(U ≤ e−y)

Thus,

P(U ≤ u) =


0 if u < 0

u if 0 ≤ u ≤ 1

1 if u > 1

⇒ P(Y ≤ y) =

{
0 if y < 0

1− e−y if y ≥ 0

But this is exactly the cumulative distribution function for the exponential random

variable. Hence, Y ∼ Exp(1).
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Consider the points

Pk := − ln

(
µ(A(βk))

µ(A(β0))

)
= − ln

(
µ(A(βk))

µ(A(βk−1))
× · · · × µ(A(β1))

µ(A(β0))

)
∼ E1 + · · ·+ Ek

where Ei ∼ Exp(1) for each i.

Because each point is distributed as the sum of Exp(1) random variables, the set of

points {Pi} form a Poisson point process with rate 1. Thus, if we continue to run

TPA until a draw falls into the shell B′, the resulting number of samples drawn will

have a Poisson distribution with parameter ln (µ(B)/µ(B′)).

Now suppose we run Algorithm 2.2.1 r times. Let k be the total number of samples

required for B′ to be reached r times. Then, because the union of r Poisson point

processes of rate 1 is a Poisson point process of rate r, we have that

k ∼ Pois

(
r ln

(
µ(B)

µ(B′)

))
.

Moreover, µ(A(B))/µ(A(B′)) is approximately equal to ek/r. This is encoded in the

following algorithm.

Algorithm 2.2.2 Multiple sequences(r, βB, βB′)

Input: Number of runs r, initial parameter βB, final parameter βB′
Output: kr (number of points) and P (the points)

1: kr ← 0, P ← ∅
2: for i from 1 to r do do
3: (k, β0, . . . , βk)← Sequence(βB, βB′)
4: kr ← kr + k, P ← P ∪ {β1, . . . , βk}
5: end for

Recall that our goal is to obtain an (ε, δ) randomized approximation scheme to

estimate µ(B)/µ(B′). In order for ek/r to be within a multiplicative factor of (1 + ε)

of the true answer, k must be within a additive factor of r ln(1+ε). To determine the

value of r necessary to achieve an (ε, δ) randomized approximation scheme, consider

the function which takes a set of points P that is a Poisson point process and returns
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the corresponding Poisson process (the Poisson point process is a subset of points,

while the Poisson process is a numerical function that varies with the parameter t):

NP (t) := #{b ∈ P : b > βB′ − t}

Then as t ranges from 0 to βB′ − βB, the function NP (t) increases by 1 every time

it hits a β value from the cooling schedule. Because P is a Poisson point process,

the Lemma above indicates that this will occur at intervals that will be independent

exponential random variables with parameter r. Given NP (t), we can approximate

µ(B)

µ(B′)
by exp(NP (βB′ − βB)). So now our question of bounding the error in the TPA

approximation is reduced to bounding the probability that the Poisson process NP (t)

shifts more than ε from its expectation, rt. Equivalently, using the fact thatNP (t)−rt

is a right continuous martingale, we can bound the probability that NP (t)− rt shifts

more than ε from 0.

Theorem 8. Let ε > 0. If NP (t) is a Poisson process with rate r on the interval

[0, T ], where
ε

T
≤ .633144, then:

P

(
sup
t∈[0,T ]

|(NP (t)/r)− t| ≥ ε

)
≤ 2 exp

(
−rε2

2T

(
1− ε

T

))

Proof. First note that

P

(
sup
t∈[0,T ]

(NP (t)/r)− t ≥ ε

)
= P

(
sup
t∈[0,T ]

NP (t)− rt ≥ rε

)

= P

(
sup
t∈[0,T ]

NP (t) ≥ rt+ rε

)

= P

(
sup
t∈[0,T ]

exp (αNP (t)) ≥ exp (αrt+ αrε))

)
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As mentioned previously, NP (t)− rt is a right continuous martingale. Since exp(αx)

is convex for any positive constant α, exp(αNP (t)) is a right continuous submartin-

gale. By a Theorem on right continuous submartingales [15], this probability can be

bounded above as:

P

(
sup
t∈[0,T ]

(NP (t)/r)− t ≥ ε

)
≤ E[exp(αNP (T ))]

exp(αrT + αrε)

Using the moment generating function for a Poisson random variable, we have that

E[exp(αNP (T ))] = exp(rT (exp(α)− 1))

which means

P

(
sup
t∈[0,T ]

(NP (t)/r)− t ≥ ε

)
≤ exp(rT (exp(α)− 1))

exp(αrT + αrε)

=

[
exp(T (exp(α)− 1))

exp(αT + αε)

]r
= exp(T (eα − 1− α)− αε)r

Now the Taylor series for eα centered about α = 0 is

eα = 1 + α +
α2

2!
+
α3

3!
+ · · ·

so

eα − 1− α =
α2

2!
+
α3

3!
+ · · ·

≤ α2

2
(1 + α)
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for α ∈ [0, .633144 . . .]. Set α = ε/T . Then we are left with

P

(
sup
t∈[0,T ]

(NP (t)/r)− t ≥ ε

)
≤ exp

(
T

(
α2

2
(1 + α)

)
− αε

)r

= exp

(
T

(
(ε/T )2

2
(1 + (ε/T ))

)
− (ε2/T )

)r

= exp

(
ε2

2T

(
1 +

ε

T

)
−
(
ε2

T

))r

= exp

(
rε2

2T

(
1 +

ε

T
− 2
))

= exp

(
−rε2

2T

(
1− ε

T

))

The other tail bound can be dealt with in a similar manner, yielding

P

(
sup

t∈[0,T )]

(NP (t)/r)− t ≤ ε

)
≤ exp

(
−rε2

2T

)

The union bound on the two tails then completes the proof.

For the purposes of our algorithm, T = ln

(
µ(A(β))

µ(A(β′))

)
.

Corollary 9. For ε ∈ (0, 2/3), δ ∈ (0, 1), and ln

(
µ(A(β))

µ(A(β′))

)
> 1, after

r = 2 ln

(
µ(A(β))

µ(A(β′))

)(
3ε−1 + ε−2

)
ln

(
2

δ

)

runs of TPA, the points obtained can be used to build an (ε, δ) omnithermal approx-

imation. That is, ∀β̃ ∈ [β, β′]

P

(
1

1 + ε
≤ exp(NP (β′ − β̃)/r)

µ(A(β̃))/µ(A(β′))
≤ 1 + ε

)
≥ 1− δ
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Proof. As noted above, in order for the final result to be within a multiplicative

factor of (1 + ε) of the true answer, in logspace the result must be within an additive

factor of ln(1 + ε). Let T = ln

(
µ(A(β))

µ(A(β′))

)
so that r = 2 (T )

(
3ε−1 + ε−2

)
ln

(
2

δ

)
.

Using the previous Theorem, it suffices to show that

2 exp

(
−2T (3ε−1 + ε−2) ln(2/δ)[ln(1 + ε)]2(1− ε/T )

2T

)
< δ

After cancellations and noting that for T > 1, 1 − ε/T < 1 − ε, it suffices to show

that

exp
(
−
(
3ε−1 + ε−2

)
ln(2/δ)(1− ε)[ln(1 + ε)]2

)
<
δ

2
⇐⇒

δ

2

(3ε−1+ε−2)(1−ε)[ln(1+ε)]2

<
δ

2
⇐⇒

(3ε−1 + ε−2)(1− ε)[ln(1 + ε)]2 > 1

The Taylor series for ln(1 + ε) centered about ε = 0, is

ln(1 + ε) = ε− ε2

2
+
ε3

3
− ε4

4
+ · · · < ε for ε > 0

So it suffices to show

1 < (3ε−1 + ε−2)(1− ε)(ε)2 = 2ε+ 1− 3ε2

and this inequality holds for all values of ε ∈ [0, 2/3].

But now the number of runs depends on T = ln

(
µ(A(β))

µ(A(β′))

)
, which is what we are

trying to approximate. Of course, T is unknown. To resolve this issue, we set up

TPA as a two phase procedure.

Phase I Let εa = ln(1 + ε) and k1 = 2ε−2
a (1 − εa)−1 ln(2δ−1). Then let N1 be the

sum of the outputs from k1 runs of TPA.
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Phase II Set k2 = N1(1− εa)−1. Let N2 be the sum of the outputs from k2 runs of

TPA. The final estimate is exp(N2/k2).

Phase I is run first, in order to estimate ln

(
µ(A(β))

µ(A(β′))

)
by N1. Then, this estimate

is used to determine the number of runs required in Phase II. Note that εa ≈ ε, since

lim
ε→0

εa
ε

= 1

Theorem 10. The output of the two phase process described above is an (ε, δ)

randomized approximation scheme for

(
µ(A(β))

µ(A(β′))

)
that has expected running time

Θ

(
ln
(
µ(A(β))
µ(A(β′))

)2

(ε)−2 ln(δ−1)

)
.

Proof. From a special case of the previous Theorem,

P
(∣∣∣∣N1

k1

− T
∣∣∣∣ ≥ εaT

)
≤ 2 exp

(
−k1(εaT )2

2T

(
1− (εaT )

T

))

= 2 exp

(
−k1ε

2
aT

2
(1− εa)

)

= 2 exp

(
−(2ε−2

a (1− εa)−1 ln(2δ−1))ε2aT

2
(1− εa)

)

= 2 exp

(
−T ln

(
2

δ

))

= 2 exp

(
ln

(
δ

2

)T)

= 2

(
δ

2

)T

≤ δT

2

≤ δ

2
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where in the last two inequalities, we are making use of the fact that δ ∈ [0, 1], and

T > 1. Therefore, the probability that Phase I is a failure, is no more than δ/2.

When Phase I is a success,

(N1/k1)− T ≥ εaT ⇒ N1 ≥ (1− εa)Tk1

Then

k2 = N1(1− εa)−1 ≥ Tk1 = T (2ε−2
a (1− εa)−1 ln(2δ−1))

Using the previous Theorem,

P
(∣∣∣∣N2

k2

− T
∣∣∣∣ ≥ εaT

)
≤ 2 exp

(
−k2(εaT )2

2T

(
1− (εaT )

T

))

= 2 exp

(
−k2ε

2
aT

2
(1− εa)

)

≤ 2 exp

(
(−T (2ε−2

a (1− εa)−1 ln(2δ−1)))ε2aT

2
(1− εa)

)
= 2 exp

(
−T 2 ln(2δ−1)

)
= 2 exp

(
ln

(
δ

2

)T 2
)

= 2

(
δ

2

)T 2

≤ δT
2

2

≤ δ

2

where once again, we have used the assumptions that δ ∈ [0, 1], and T > 1. Thus,

we have show that the chance of a failure in either Phase I or Phase II is less than

or equal to δ/2 + δ/2 = δ, so altogether |N2/k2 − T | ≤ εa with probability at least
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1− δ. Exponentiating, we have

1

1 + ε
= e−εa ≤

(
exp(N2/k2)

µ(A(β))/µ(A(β′))

)
≤ eεa = 1 + ε

with probability at least 1− δ. The expected number of samples required for Phase

I is k1T , while the expected number of samples for Phase II is:

E[N2] = E[E[N2|N1]] = E[N1(1− εa)−1T ] = 2(1− εa)−2ε−2
a ln(2δ−1)T 2

As noted earlier, εa = Θ(ε), so the proof is complete.

The following algorithm encompasses the two phase process described above.

Algorithm 2.2.3 TPA(ε, δ, βB, βB′)

Input: ε (approximation accuracy), δ (probability of failure), βB,βB′
Output: p̂ (estimate for µ(B)/µ(B′)), and P (points in Poisson point process)

1: εa ← ln(1 + ε)
2: k1 ← 2ε−2

a (1− εa)−1 ln(2δ)
3: (N1, β0, . . . , βk)←Multiple Sequences(k1, βB, βB′)
4: k2 ← N1(1− εa)−1

5: (N2, β0, . . . , βk)←Multiple Sequence(k2, βB, βB′)
6: p̂ = exp(N2/k2)

2.3 Advantages Over Other Methods

• Unlike the Product Estimator, we do not have to predetermine a value C, that

will bound the relative size of the nested subsets.

• TPA creates a cooling schedule automatically, rather than requiring the cooling

schedule to be chosen beforehand.

• TPA is much easier to implement than the method of Stefankovic, Vempala,

and Vigoda, and has no large hidden constants.

• The output of TPA, as a Poisson random variable, has a known variance, unlike

Nested Sampling, where the variance has to be estimated.
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• The nested sets can be built as determined by the user, whereas Nested Sam-

pling requires the nested sets to be based upon the constraint L(θ) > C.
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3

Examples

The first application considered involves a summation that is #P complete, and thus,

difficult to find exactly [13]. #P refers to the class of complexity problems that are

counting versions of those in NP . Problems that are NP have solutions that can

be verified in polynomial time. Roughly speaking, a problem is in #P if it is the

problem of counting the number of solutions to a problem in NP . #P problems

are at least as hard as NP problems: if you can count the number of solutions that

can be verified in polynomial time, you can determine whether there is at least one

such solution. To say a problem is #P complete means that if it can be solved in

polynomial time, every #P problem can be solved in polynomial time.

3.1 Application: the Ising Model

This model can be thought of as a distribution on colorings of the nodes of a graph

G = (V,E) using color set {−1, 1}. Historically, it was used as a model of magnetism,

in which case color −1 corresponds to a magnet that is spin down, and color 1

corresponds to a magnet that is spin up. The importance of this model began when

it was found to have a phase transition on two dimensional lattices [24], and it has
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since been used for a variety of statistical applications [1], [8], [10].

A configuration, x ∈ {−1, 1}V , is an assignment of either −1 or 1 to each of the

nodes of graph G = (V,E). Configuration x has Hamiltonian

H(x) =
∑
{i,j}∈E

1(x(i) = x(j)).

From this we see that the Hamiltonian of configuration x is larger when x has

more edges connecting like nodes. The weight of a configuration is then w(x; β) =

exp(−βH(x)), where β is a parameter known as the inverse temperature.

The stationary distribution for this model, πIsing, is proportional to the weights:

πIsing({x}) =
w(x; β)

Z(β)
, where Z(β) =

∑
x∈{−1,1}V

w(x; β).

Z(β) is the normalizing constant, or partition function. Note that πIsing({x}) is

smaller when H(x) is larger. With the description of H(x) above, we see that

configurations in which there are large number of edges between like nodes are less

likely to occur. Computing the value of Z(β) for arbitrary graphs and values of β is

a #P complete problem [13], and so approximation methods are generally used.

In order to embed this problem into the TPA framework described earlier, we must

introduce an auxiliary variable in order to make the target measure Lebesgue mea-

sure. The auxiliary state space is

Ωaux(β) = {(x, y) : x ∈ [−1, 1]V , y ∈ [0, exp(−βH(x))]}

Now the four ingredients for TPA can be given.

1. We will consider Lebesgue measure µ on space Ωaux, and µ(Ωaux(β)) = Z(β),

the normalizing constant defined above.
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2. Let β denote the target inverse temperature. Then set

B = {(x, y) ∈ {−1, 1}V × {[0, 1]}} and

B′ = {(x, y) ∈ {−1, 1}V × [0,∞) : 0 ≤ y ≤ w(x; β)}.

3. Let β′ < β. Then Ωaux(β) ⊂ Ωaux(β′). Moreover, Z(β) is a continuous function

that goes to 0 as β → ∞. Therefore Condition 3 of the TPA ingredients is

satisfied.

4. Let β > 0. Then Ωaux(β) is the center, and Ωaux(0) is the shell.

In order to draw from the stationary distribution, π, we employ both the Metropolis-

Hastings algorithm and CFTP. Metropolis-Hastings is used to devise a Markov chain

with stationary distributin equal to π, while CFTP is used to determine when the

chain has reached stationarity. The Metropolis-Hasting step involves selecting a node

at random, and assigning it a random spin. If that spin is unchanged, the state of

the Markov chain remains the same. If the chosen spin is new, we must calculate

the Hamiltonian of the state with this proposed spin, by examining the spin of the

neighboring nodes. The Metropolis-Hastings steps are described in the pseudocode

below.

Algorithm 3.1.1 Metropolis-Hastings Ising

Input: state X̃, β
Output: new state Y

1: [a, b]←size(X)
2: Hcurr ←Hamiltonian of X
3: v ← ceil([ab]·Unif([0,1]) % choose a node
4: draw U ←Unif([0,1])
5: c← (U < 1/2)− (U >= 1/2) % choose a spin for that node
6: Hprop ←Hamiltonian of proposed state wth new spin
7: w ←Unif([0,1])
8: if W < exp(−β · (Hprop −Hcurr)) then

9: X̃ ← proposed state with new spin
10: else
11: X̃ ← X
12: end if
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With this setup, the algorithm proceeds as follows inside the repeat loop. First,

draw X from the Ising model with parameter β using perfect sampling, such as

coupling from the past. Then draw U uniformly from [0, 1], and set auxiliary variable

Y = w(X; β) ·U . Then Y is uniform over [0, w(X; β)]. If Y < exp(−β ·H), then the

next b value is just the value b′ such that w(X; b′) = Y . If instead,Y > exp(−β ·H),

just set the next b value to β, and you are done. So given the current value of b, the

next value, b′, is found via:

b′ = − ln

(
exp(−b ·H · Unif(0, 1)

H
)

)
.

With this in mind, TPA for the Ising model is described more precisely in the fol-

lowing algorithm:

Algorithm 3.1.2 IsingTPA(β)

Input: β
Output: p̂ (estimate for Z(β)/Z(0)), and P (points in Poisson point process)

1: b← 0
2: count ← 0
3: P ← β
4: while b < β do
5: draw X ← πIsing
6: H ←Hamiltonian of X
7: if H=0 then
8: b′ ←∞
9: else

10: Y ← exp(−b ·H) · Unif(0, 1)
11: b′ ← − ln(Y/H)
12: end if
13: P ← P ∪ b′
14: b = b′
15: count ← count + 1
16: end while
17: p̂← count -1

The algorithm outputs p̂, an estimate for ln (Z(0)/Z(β)). But note that since

Z(0) =
∑

x∈{−1,1}V
w(x; 0) =

∑
x∈{−1,1}V

exp(0 ·H(x)) = 2V ,

2V / exp(p̂) will give us an estimate of Z(β).
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Furthermore, using the points output in P , and the function NP described above,

we will obtain an omnithermal approximation in which we can estimate Z(β′) for

every β′ ∈ [0, β]. In the four plots included in Figure 3.1, TPA was run 1, 10, 50,

and 100 times, respectively in order to plot an estimate of the partition function for

the Ising model. As expected, this omnithermal approximation becomes smoother

as TPA is run more times.

(a) 1 Run of TPA (b) 10 Runs of TPA

(c) 50 Runs of TPA (d) 100 Runs of TPA

Figure 3.1: Plots of Z(β) for the Ising model, as estimated by running TPA

3.2 Application: Hard Core Gas Model

Originally coming from statistical physics, this model is a spatial point process that

is used to model repulsive point processes over a given set S, parameterized by r and
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β. Each point can be thought of as the location of a gas molecule with radius r, and

exp(−β) is known as the fugacity of the model. These molecules are considered to

have a hard core, meaning that no two molecules can overlap. As a result, there must

be a distance of at least 2r between any two points for a valid hard core configuration.

Let x be a configuration of points over a given set S, and let n(x) = |x|. So n(x)

counts the number of points in configuration x. Then the likelihood of β is given by

L(β|x) =
e−βn(x)

Z(β)
,

where Z(β) is the normalizing constant, or partition function. In maximum likelihood

estimation, the goal is to maximize this quantity in order to get an estimate of β.

In order to maximize the likelihood, which is a function of β, an estimate of Z(β) is

needed for all values of β. But this is exactly what TPA provides.

Let x ∼ πHC , the stationary distribution for configurations where

πHC({x}) =
e−βn(x)

Z(β)
.

As in the Ising example, an auxiliary variable y can be introduced, such that [y|x] ∼Unif{[0,e−βn(x)]}.

Then (x, y) is uniform over the set A(β)={(x, y): y ∈ [0, e−βn(x)]}, where x is a hard

core configuration in S. Note that the empty configuration, i.e. the configuration

with no points, always has weight one, since n(x)=0 in this case and so e−βn(x) = 1.

Moreover, when β =∞, this is the only configuration that has positive weight, and

so Z(∞) = 1. Thus, in estimating the ratio Z(β)/Z(∞), an estimate of Z(β) is

generated.

Just as in the Ising example, we use the Metropolis-Hastings algorithm in con-

junction with CFTP in order to drarw samples from the stationary distribution π.

With the above description, we can list the four necessary ingredients for TPA:
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1. We will consider Lebesgue measure µ on space

Ωaux(β) = {(x, y) : x ∈ [0, 1]V , y ∈ [0, e−βn(x)]}, and µ(Ωaux(β)) = Z(β), the

normalizing constant defined above.

2. Let β denote the target inverse temperature. Then set

B = {(x, y) ∈ {0, 1}V × {0}} and

B′ = {(x, y) ∈ {0, 1}V × [0,∞) : 0 ≤ y ≤ e−βn(x)}.

3. Let β′ < β. Then Ωaux(β) ⊂ Ωaux(β′). Moreover, Z(β) is a continuous function

that goes to 0 as β → ∞. Therefore Condition 3 of the TPA ingredients is

satisfied.

4. Let β > 0. Then Ωaux(∞) is the center, and Ωaux(β) is the shell.

Algorithm 3.2.1 HardCoreTPA(β,R)

Input: β, R
Output: p̂ (estimate for Z(β)/Z(∞)), and P (points in Poisson point process)

1: b← 0
2: count ← 0
3: P ← β
4: while b < β do
5: draw X ← πHC
6: if n(X) = 0 then
7: β ←∞
8: else
9: Y ← e−βn(X) · Unif(0, 1)

10: β ← − ln(Y/n(X))
11: end if
12: P ← P ∪ β
13: count ← count + 1
14: end while
15: p̂← count -1

With this in mind, the algorithm acts as follows. It takes as input both the starting

value of β as well as a parameter R, which denotes the radius of the hard core gas

molecules. Within the while loop, first draw a perfect sample, X, from the distri-

bution πHC described above. Then draw U uniformly from [0, 1], and set auxiliary

variable Y = e−βn(X) ·Unif(0, 1), where n(X) is the number of points in configuration
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X. Then the next beta value is − ln(Y/n(X)). Note that we must treat the empty

configuration as a special case, since Y 1/0 is undefined. In this case, we set the next

β value to ∞, and exit the for loop.

3.3 Application: Pump Data

In this section we disscus how TPA can be used in order to approximate integrated

likelihood (also known as evidence, marginal likelihood, or normalizing constant).

The data set in the following table consists of the (known) times of operation ti and

the number of failures for each pump si [22], [18]. The number of failures for pump i

are taken to follow a Poisson point process with rate λk. The λk are linked through

a single parameter β, which is itself given a diffuse prior.

Table 3.1: Pump Failure Data

Pump System i si ti
1 5 94.32
2 1 15.72
3 5 62.88
4 14 125.76
5 3 5.24
6 19 31.44
7 1 1.048
8 1 1.048
9 4 2.096
10 22 10.48

To summarize:

Ni
iid∼ Pois(λiti), λi ∼ Gamma(α, β), for i ∈ {1, . . . , 10},

where

β ∼ Gamma(γ, δ)
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and the parameters are assumed to be

α = 1.802, γ = .01, δ = 1.

Therefore, the probability that (N1, . . . , Nk) = (s1, . . . , sk), which is known as

the integrated likelihood, becomes

P( ~N = ~s) =

∫
β

∫
(λ1,...,λk)

fβ(b)f~λ(
~̀)

[
10∏
i=1

exp(−`iti)(`iti)si/si!

]
d~̀ db

Note that the only thing connecting the ten pumps is β; everything else is inde-

pendent. Putting in the density of a gamma, we have:

P( ~N = ~s) =

∫
β

∫
~λ

b−.99 exp(−b)
Γ(.01)

[
10∏
i=1

b1.802`.802
i exp(−b`i)
Γ(1.802)

exp(−`iti)(`iti)si

si!

]
d~̀ db

=

∫
β

b.812 exp(−b)
Γ(.01)Γ(1.802)

10∏
i=1

[
tsi
i

si!

∫
λi

`8.02+si
i exp(−`i(b+ ti)) d`i

]
db

Using the subsitution `i = ai/(b+ ti), we get:

P( ~N = ~s) =

∫
β

b.812 exp(−b)
Γ(.01)Γ(1.802)

10∏
i=1

[
tsi
i

si!

∫
λi

1

(b+ ti)1.802+si
a8.02+si
i exp(−ai) dai

]
db

=

∫
β

b.812 exp(−b)
Γ(.01)Γ(1.802)

10∏
i=1

[
tsi
i

si!

Γ(1.802 + si)

(b+ ti)1.802+si

]
db

This probability is what we would like to estimate using TPA. In order to do so,

let

Z(z1, z2) = P( ~N = ~s, z1 ≤ β ≤ z2)

Our goal is to approximate Z(0,∞). But note that we can rewrite this as the

following product:

Z(0,∞) =
Z(0,∞)

Z(0, 1 + ε)
× Z(0, 1 + ε)

Z(1, 1 + ε)
× Z(1, 1 + ε)
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For the term Z(1, 1 + ε), instead of integrating β from 0 to∞, we can integrate from

1 to 1 + ε, and for ε small, you can essentially substitute β = 1:

Z(1, 1 + ε) ≈ ε× exp(−1)

Γ(.01)Γ(1.802)

10∏
i=1

[
tsi
i

si!

Γ(1.802 + si)

(1 + ti)1.802+si

]

We can use TPA to approximate both
Z(0,∞)

Z(0, 1 + ε)
and

Z(0, 1 + ε)

Z(1, 1 + ε)
. Start with [0,∞),

and β0 =∞. Then take a sample conditioned on β < β0, and then set β1 = β. Take

another sample conditioned on β < β1 and set β2 = β, and so on, until you have an

estimate of
Z(0, 1 + ε)

Z(0,∞)
. The algorithm is listed below.

Algorithm 3.3.1 PumpTPA1(ε)

Input: level of accuracy, ε

Output: p̂, an estimate of ln

(
Z(0,∞)

Z(0, 1.1)

)
1: p̂← 0
2: threshold← 1 + ε
3: β ←∞
4: while β <threshold do
5: draw β∗ ←Gamma(18.03, 1 +

∑10
i=1 λi) conditioned on β∗ < β

6: β ← β∗
7: p̂← p̂+ 1
8: end while
9: p̂← p̂− 1

The algorithm used to approximate
Z(1, 1 + ε)

Z(0, 1 + ε)
is very similar. Here we begin

with β0 = 1, and have to condition on βi > βi−1 and βi < 1.

We choose ε = .1. Then we find that

Z(1, 1.1) ≈ .1× exp(−1)

Γ(.01)Γ(1.802)

10∏
i=1

[
tsi
i

si!

Γ(1.802 + si)

(1 + ti)1.802+si

]
= 9.5118× 10−22

and using TPA to estimate the other ratios:

• ln

(
Z(0,∞)

Z(0, 1.1)

)
= 40.5019
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• ln

(
Z(0, 1.1)

Z(1, 1.1)

)
= .1901

By exponentiating and using the telescoping product mentioned above, we have the

following estimate:

Z(0,∞) ≈ 4.505× 10−4
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4

Approximate Concavity

In this chapter, we will summarize some work with a generalized representation of

partition functions, and the application of TPA to them.

4.1 Bounding the Length of the Cooling Schedule

The work in this next section was motivated by the following Lemma in [26]:

Lemma 11. Let f : [0, γ] 7−→ R be a decreasing, convex function. There exists a

sequence γ0 = 0 < γ1 < · · · < γj = γ such that for all i ∈ {0, . . . , j − 1},

f

(
γi + γi+1

2

)
≥ f(γi) + f(γi+1)

2
− 1

and

j ≤ 1 +

√
(f(0)− f(γ)) ln

f ′(0)

f ′(γ)

For our purposes, f(β) = lnZ(β) = ln

(
n∑
i=0

aie
−βi

)
, a function which the au-

thors prove satisfies the hypotheses of the above Lemma. As mentioned earlier in
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this dissertation, f satisfies approximate concavity : it can be approximated by a

piecewise linear function with few pieces. With this in mind, we devised an algo-

rithm that, given a partition function, will find the fewest number of pieces for such

an approximating piecewise linear function.

Algorithm 4.1.1 Linear Approximation

Input: partition function Z(β)
Output: C, the points of the best linear approximation of f(β) = ln(Z(β))

1: C ← [0]
2: a← 0
3: while a < f(0) do

4: c←fzero(f
(
x+a

2

)
− (f(x)+f(a))

2
+ 1)

5: if c < f(0) then
6: C ← [C; c]
7: a← c
8: else
9: C ← [C; f(0)]

10: a← f(0)
11: end if
12: end while
13: S ← size(C)

Within each run of the while loop, our goal is to find the largest value of x such

that

f

(
x+ a

2

)
≥ (f(x) + f(a))

2
+ 1

Because f

(
x+ a

2

)
− (f(x) + f(a))

2
− 1 is a decreasing function, that value of x

occurs when f

(
x+ a

2

)
=

(f(x) + f(a))

2
+ 1. Thus, we were able to use the fzero

function in MATLAB to find those values of x which make up the endpoints of the

segments of the best linear approximation of f(x).

Our goal is to study the length of the approximate concave schedule for different

problems computationally. The authors of [26] claim that the length should be

bounded above by 4(ln ln(Z(0)))
√

ln(Z(0)) ln(n). But by generating the lengths for

specific examples, and comparing these numbers to the theoretical bounds, we can
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Figure 4.1: Uniform Partition, n=1000

Figure 4.2: Uniform Partition, n=10000
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Figure 4.3: Uniform Partition, n=100000

Figure 4.4: Uniform Parition, n=1000000
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see whether all factors in this bound are necessary.

In the four figures above, we consider the case where we have a uniform partition

function: ai = 1 for i ∈ {1, . . . , n}. The blue curve represents the partition function

n∑
i=1

aie
−βi with n = 1000, n = 10000, n = 100000, and n = 1000000, respectively.

The red curve represents the best piecewise linear approximation of the blue curve.

From the graphs we see that when n = 1000, the length (or number of pieces) of the

best linear approximation is 5. For n = 10000 the length is 6, for n = 100000 the

length is 6, and for n = 1000000 the length is 7.

The authors of [26] proved that there exists a cooling schedule of length at most

4(ln ln(Z(0)))
√

ln(Z(0)) ln(n), where n is the degree of the partition function. With

this in mind, we created an algorithm that outputs a plot of the length of the best

linear approximation vs. the length of the uniform profile vector. This plot can

then be compared to the functions
√

ln(Z(0)) and
√

ln(Z(0)) ∗ ln(n), to see how

the length of the best linear approximation for the partition function increases as we

increase the degree of that partition function.

Although we have focused on uniform partition functions so far, we can broaden

this approach to apply to more general partition functions, Z(β) =
n∑
i=0

aie
−iβ. In

particular, we focused on three other classes of partition functions. Unimodal parti-

tion functions refer to the partition functions that have an exponentially large peak

in the center (i.e. ai =

(
n

i

)
for each i ∈ {1, . . . , n}). We also considered bimodal

parition functions, with exponentially large peaks at either end, as well as partition

functions of the form ai = ci for each i ∈ {1, . . . , n}. From the next set of graphs,

we see that
√

ln(Z(0)) is an upperbound, except for the uniform partition function.

It might be the case, though, that we can bound above by c
√

ln(Z(0)) for some
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Figure 4.5: Uniform Partition Functions

constant c.

All of these classes of partition functions can be represented in a common way:

1 + a1e
−x + a2e

−2x + · · ·+ ane
−nx =

k∏
i=0

(1 + bie
−x)

l∏
j=0

(1 + cje
−x + dje

−2x)

where k+2l = n. In particular, the uniform partition function
n∑
i=0

e−ix =
1− e−(n+1)x

1− e−x

and the unimodal partition function
n∑
i=0

(
n

i

)
e−ix = (1 + e−x)n. This observation is

useful for coding, but also allows us to try to determine analytical bounds on the

length of the cooling schedule for a more general class of partition functions. To

begin with, we focused on the unimodal partition functions.
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Figure 4.6: Unimodal Partition Functions

Figure 4.7: Bimodal Partition Functions
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Figure 4.8: 2i Partition Functions

When Z(β) = (1 + e−β)n:[
Z(a)Z(a+ 2d)

Z(a+ d)2

]1/n

=
(1 + e−a)(1 + e−a−2d)

(1 + e−a−d)2

=
1 + e−a + e−a−2d + e−2a−2d

1 + 2e−a−d + e−2a−2d

= 1 +
e−a + e−a−2d − 2e−a−d

(1 + e−a−d)2

= 1 + (1− e−d)2 e−a

(1 + e−a−d)2

Note that if

[
Z(a)Z(a+ 2d)

Z(a+ d)2

]1/n

≤ 1 + c, for c small, then

[
Z(a)Z(a+ 2d)

Z(a+ d)2

]
≤ ecn.

If we want the upper bound on this ratio to be e, we need c = 1/n. So we want

(1− e−d)2 e−a

(1 + e−a−d)2
=

1

n
=⇒ (1− e−d)2 =

(1 + e−a−d)2

ne−a
.
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Moreover, note that

1 ≤ (1 + e−a−d)2 ≤ 4,

so if
Z(a)Z(a+ 2d)

Z(a+ d)2
= 1, then (1− e−d)2 ∈

[
ea

(n)
,
4ea

n

]
. For a ∈ [0, 1], that puts

(1− e−d)2 ∈
[

1

(n)
,
4e

n

]
.

From the Taylor expansion of e−d centered about 0, we see that (1 − e−d) ≈ d.

In order to find a lower bound on d, we can use the bounds we have already found

for (1 − e−d)2: a lower bound on d (ignoring higher order terms) is d ≥ 1√
n

. That

means that after
√
n steps starting at β = 0, β will have advanced to 1, where

d ≥ e1/2√
n

. So after

√
n

e1/2
steps β will have advanced one more to β = 2. In general, for

a ∈ [m,m + 1], d ≥ em/2√
n

. So the total number of steps it will take to reach infinity

is bounded above by the convergent geometric series

∞∑
m=0

√
n

em/2
=

√
ne√
e− 1

.

So the cooling schedule is at most this length.

Similarly, using the fact that (1−e−d) ≈ d, we can derive an upperbound for d as

follows. With our simplifying assumption, d ≤ 2e1/2

n
, which means that after

√
n

2e1/2

steps starting at β = 0, β will have advanced to 1, where d ≤ 2e√
n

. So after

√
n

2e

steps β will have advanced one more to β = 2. For a ∈ [m,m + 1], d ≤ 2e(m+1)/2

√
n

.

So the total number of steps that it will take to reach infinity is bounded below by
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the convergent geometric series

∞∑
m=0

√
n

2e(m+1)/2
=

√
n

2(
√
e− 1)

Thus, the cooling schedule is at least this length.

Putting these two bounds together, we have:

√
n

2(
√
e− 1)

≤ schedule length ≤
√
ne√
e− 1

(4.1)

which roughly means

.77
√
n ≤ schedule length ≤ 2.54

√
n.

But of course we dervied these bounds using the simplifying assumption (1−e−d) ≈ d.

If d ∈ [0, 1], d · (1− 1/e) ≤ 1− e−d ≤ d, which implies that the argument for length

using the simplification (1− e−d) ≈ d should only be off by at most a constant.

Note that, here, Z(ln(n)) = (1 + e− ln(n))n =

(
1 +

1

n

)n
≤ e. Then, since we have

assumed throughout that Z(∞) = 1, we have

Z(2∞− ln(n))Z(ln(n))

(Z(∞))2
=
Z(ln(n))

Z(∞)
≤ e.

Thus, once we reach β = ln(n), we can get to β = ∞ in one step. So once d ≥ 1,

there at most ln(n) + 1 steps reminaing. Thus,

c1
√
n ≤ schedule length ≤ c2

√
n+ ln(n) + 1

4.2 Estimating Variance

Recall that in our representation of a partition function Z(β) =
n∑
i=0

aie
−iβ, ai repre-

sents the number of configurations with Hamiltonian i. Consider partition functions
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of the form Z(β) =
n∏
i=0

(1 + cie
−β). In order to use TPA on this partition function,

we need a method for drawing a Hamiltonian value from Z(β). To do so, we generate

n independent Bernouli random variables Bi, such that P(Bi = 1) =
ci exp(−β)

1 + ci exp(β)
.

Then the sum of these n Bernoulli random variables will give a draw from the desired

distribution. This is outlined in the following algorithm.

Algorithm 4.2.1 PartitionFunctionDraw

Input: β, C, the vector of coefficients ci
Output: Hamiltonian H

1: n←length(C)
2: B ←zeros(1, n)
3: for i = 1 : n do
4: p←unifrnd(0, 1)

5: if p ≤ C(1) exp(−β)

1 + C(i) exp(−β)
then

6: B(i)← 1
7: end if
8: end for
9: H ←

∑
iB(i)

To see how this algoirthm succeeds, we can consider a simple example.

Example 3. Let

Z(β) = (1 + exp(−β))(1 + 2 exp(−β))(1 + 3 exp(−β))

= 1 + 6 exp(−β) + 11 exp(−2β) + 6 exp(−3β).

Because the coefficient associated with Hamiltonian 2 is 11, we see that the proba-

bility H(X) = 2 is

11 exp(−2β)

1 + 6 exp(−β) + 11 exp(−2β) + 6 exp(−3β)

Now consider the independent Bernoulli random variables B1, B2, and B3, such that

P(B1 = 1) =
exp(−β)

1 + exp(−β)
, P(B2 = 1) =

2 exp(−β)

1 + 2 exp(−β)
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and P(B3 = 1) =
3 exp(−β)

1 + 3 exp(−β)
,

and let B = B1 + B2 + B3. Now let’s consider the probability that these random

variables sum to one:

P(B = 2) =
exp(−β) · 2 exp(−β) + exp(−β) · 3 exp(−β) + 2 exp(−β) · 3 exp(−β)

[1 + exp(−β)][1 + 2 exp(−β)][1 + 3 exp(−β)]

=
11 exp(−2β)

1 + 6 exp(−β) + 11 exp(−2β) + 6 exp(−3β)

which is as desired. A similar computation shows that this works for P(H(X) = 0),

P(H(X) = 1), and P(H(X) = 3).

Now that we have the ability to draw samples from a general partition function,

we can use TPA on partition functions of the form Z(β) =
n∏
i=0

(1 + cie
−β). Note that

we can use the algorithm above in place of Metropolis-Hastings and CFTP. The

algorithm below details the steps necessary for TPA.

Algorithm 4.2.2 ExponentialProductTPA

Input: β, C, the vector of coefficients ci
Output: cooling schedule T

1: B ← 0
2: count← 0
3: T ← []
4: while B < β do
5: H ←PartitionFunctionDraw(β, c)
6: Y ← exp(−B ·H) · Unif(0, 1)

7: B ← ln

(
Y

−H

)
8: count← count+ 1
9: if B > 0 then

10: T ← [T,B]
11: end if
12: end while

With this algorithm in place, we can run TPA k times, and concatenate the

resulting β values into one large cooling schedule. Recall that the number of steps

taken by TPA to get from Z(0) to Z(β) gives an estimate of ln (Z(β)/Z(0)). Thus,
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starting at (0, 1), each time we hit a value of β in our cooling schedule, we can

decrease the value of Z(β) by one. Because we are running TPA k times, each time

we hit a value of β in our cooling schedule, we can decrease the value of Z(β) by

1/k. The plot created in this way will be one of ln (Z(β)/Z(0)). By exponentiating,

and multiplying by Z(0) =
n∏
i=0

(1 + ci), we are able to plot our estimate of Z(β).

Once we have the data points generated by the k runs of TPA, we can use least

squares regression to fit a curve to this generated data. We will plot this in the same

window with the actual partition function Z(β) =
n∏
i=0

(1 + cie
−β).

In the plots that follow, I focused on the simplified case where Z(β) =
n∏
i=0

(1 + e−β),

i.e where ci = 1 for all i ∈ {1, . . . , n}. The blue dots indicate the data generated by

TPA, and are plotted using the method described above. The green curve indicates

the curve fitted to the generated data, and the red curve indicates the true partition

function. The plots correspond to k = 10, k = 100, and k = 1000 respectively, where

k is the number of times TPA was repeated. As we increase the number of repe-

titions, the approximation improves. Moreover, note that, for this example, when

k = 1000, the partition function and our least squares estimate are indistinguishable.

Because we want to look at the error estimates in this least squares method,

and our input Z(β) is not fixed, we will look at the variance in the relative error.

That is, if Ẑ represents our curve fitted to the generated data, and Z represents the

true partition function, we will consider the variance of
Z(β)− Ẑ(β)

Z(β)
. This depends

on many factors, such as the value of β, the degree, n, of the partition function,

and k, the number of times we run TPA. To begin with, we fix the value of β, and

the number of repetitions, k while varying the degree of the partition function, n.

57



Figure 4.9: Least Squares, c=ones(1,10), 10 repetitions

Figure 4.10: Least Squares, c=ones(1,10), 100 repetitions

58



Figure 4.11: Least Squares, c=ones(1,10), 1000 repetitions

Once again, we will focus on partition functions of the form Z(β) =
n∏
i=0

(1 + cie
−β).

For each of these, we will consider the following question: how does the variance of

relative error change as a function of n? In the graphs that follow, we consider this

question, with different choices for coefficients, ci.

Figure 4.12 focuses on k = 100 and ci = 1 and thus, Z(β) =
n∏
i=0

(1 + e−β). We

considered n as small as 1 and as large as 10. Graph (a) is the plot of the variance,

and graph (b) is the associated semilog plot. From this, we can see that variance

is growing exponentially with n. In graph (c), we have the original graph of the

variance, in blue, and the fitted curve, y = .006e.2812x, in red. This curve was found

using the semilog plot.

The following three figures follow the same pattern, while focusing on differ-

ent coefficients ci. In figure 4.13, ci = i, and thus, Z(β) =
n∏
i=0

(1 + ie−β). In fig-
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ure 4.14, ci = 2i and Z(β) =
n∏
i=0

(1 + 2ie−β). And in figure 4.15, ci =

(
n

i

)
and

Z(β) =
n∏
i=0

(
1 +

(
n

i

)
e−β
)

. What all four figures have in common, is that the vari-

ance in relative error grows exponentially with the degree of the partition function

n.

(a) ci = 1, k = 100, β = 1 (b) Semilog plot

(c) Data with fitted curve

Figure 4.12: Variance as a function of n for Z(β) =
n∏
i=0

(1 + e−β)

Perhaps a more interesting analysis is that of focusing on how the variance of the
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(a) ci = i, k = 100, β = 1 (b) Semilog plot

(c) Data with fitted curve

Figure 4.13: Variance as a function of n forZ(β) =
n∏
i=0

(1 + ie−β)

relative error depends on k, the number of repetitions of TPA. In most applications,

the partition function, and thus, its degree n will be fixed, but the choice of k will be

left to the user. With this in mind, we computed the variance of the relative error

for different partition functions with the degree of these partition functions fixed at

n = 10. In Figure 4.16, we focus on Z(β) =
10∏
i=0

(1 + e−β), in Figure 4.17, we focus
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(a) ci = 2i, k = 100, β = 1 (b) Semilog plot

(c) Data with fitted curve

Figure 4.14: Variance as a function of n forZ(β) =
n∏
i=0

(1 + 2ie−β)

on Z(β) =
10∏
i=0

(1 + ie−β), in Figure 4.18, we focus on Z(β) =
10∏
i=0

(1 + 2ie−β), and in

Figure 4.19, we focus on Z(β) =
10∏
i=0

(
1 +

(
n

i

)
e−β
)

.

In each figure, we considered k as small as 20 and as large as 100. Also, in each

figure graph (a) is the plot of the variance, and graph (b) is the associated log-log

plot. From this, we can see that variance is decreasing as a power function of k. In
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(a) ci =
(
n
i

)
, k = 100, β = 1 (b) Semilog plot

(c) Data with fitted curve

Figure 4.15: Variance as a function of n forZ(β) =
n∏
i=0

(1 +

(
n

i

)
e−β)

graph (c), we have the original graph of the variance, in blue, and the fitted curve

in red. This curve was found using the log-log plot. what all four figures have in

common, is that the variance in relative error decays as a power function in k, where

that power ranges between -1 and -3.
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(a) ci = 1, k = 100, β = 1 (b) Log-log plot

(c) Data with fitted curve

Figure 4.16: Variance as a function of k for Z(β) =
10∏
i=0

(1 + e−β)
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(a) ci = i, k = 100, β = 1 (b) Log-log plot

(c) Data with fitted curve

Figure 4.17: Variance as a function of k forZ(β) =
10∏
i=0

(1 + ie−β)
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(a) ci = 2i, k = 100, β = 1 (b) Log-log plot

(c) Data with fitted curve

Figure 4.18: Variance as a function of k forZ(β) =
10∏
i=0

(1 + 2ie−β)
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(a) ci =
(
n
i

)
, k = 100, β = 1 (b) Log-log plot

(c) Data with fitted curve

Figure 4.19: Variance as a function of k forZ(β) =
10∏
i=0

(1 +

(
n

i

)
e−β)
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5

Conclusion

The focus of this dissertation is TPA; a new algorithm for approximate counting. As

a Monte Carlo algorithm, TPA makes use of known sampling algoirthms in order to

approximate partition functions in the form of sums or integrals. In particular, our

use of TPA relies very heavily upon Markov Chain Monte Carlo methods such as

Metropolis Hastings, as well as the perfect sampling algorithm, Coupling From the

Past.

In a more general context, TPA can be used to estimate the size of some subset

B′ ⊂ B, when you have the ability to draw samples from set B. We have shown that

the running time of TPA is Θ
(
ln (µ(B)/µ(B′))2), which is an improvement of the

running time of the Acceptance Rejection algorithm and the Product Estimator, both

of which can be used for similar purposes. But, the Adaptive Simulated Annealing

method of Stefankovic, Vempala, and Vigoda accomplishes the same goal as TPA in

the particular problem of partition functions of Gibbs distributions with a running

time of Θ (ln (µ(B)/µ(B′))). Thus, it would be a worthwhile endeavor to try to

improve TPA so that its running time is reduced to Θ (ln (µ(B)/µ(B′))).

We have also shown that the cooling schedule output by TPA provides an om-
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nithermal approximation. That is to say that in approximating Z(β), you also

acquire an approximation for Z(β′), for any β′ ∈ [0, β]. This raises the question

of whether an omnithermal approximation can be obtained from any B-Chebyshev

cooling schedule.

In Chapter 4, we began to focus on the derivation of analytical bounds on the

length of cooling schedules for certain partition functions. We succeeded in bounding

the length of the cooling schedule for unimodal partition functions, i.e., partition

functions that can be written in the form Z(β) = (1 + e−β)n. For such partition

functions, we found that

c1
√
n ≤ schedule length ≤ c2

√
n+ ln(n) + 1

It remains an open problem to find analytical bounds on the cooling schedule for a

more general class of partition functions, such as those which can be represented as

Z(β) =
k∏
i=1

(1 + bie
−β)

l∏
j=1

(1 + cje
−β + dje

−2β)

In Chapter 4 we also introduced an approach that combined TPA with least

squares fitting. Here k represented the number of times we ran TPA in order to

generate our data. One problem that requires further consideration is that small

values of k are problematic, in that they can lead to the final value of Ẑ being

negative. Thus, when using least squares regression to fit a curve to this data, the

resulting parameters can be negative, resulting in much larger variance. This can be

observed in the following graphs. Both plot the variance in the relative error of our

estimates, but the first graph has k fixed at 100, while the second has k fixed at 10.

Even that difference results in a different order of magnitude in the variance of the

relative error.

This effect of k on the variance can be further observed when plotting the variance

in the relative error against k. Note the spike that occurs at the value k = 10.
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In order to consider the variance of the relative error as a function of k for smaller

values of k, a new program would have to be created in which linear regression is

run under the restriction that the coefficients are nonnegative.
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