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Abstract

Recent years have witnessed a rapid rise of a new class of data-intensive applications in
which data arrive as transient, high-volume streams. Financial data processing, network
monitoring, and sensor networks are all examples of such applications. Traditional rela-
tional database systems model data as persistent relations, but for this new class of ap-
plications, it is more appropriate to model data as unbounded streams with continuously
arriving tuples. The stream data model necessitates a new style of queries called continu-
ous queries. Unlike a one-time query executed over a single finite and static database state,
a continuous query continuously generates new result tuples as new stream tuples arrive.
This dissertation tackles a range of challenges that arise in processing continuous
queries. Specifically, for resource-constrained settings, this dissertation proposes tech-
niques for coping with response-time and memory constraints. To scale to a large number
of continuous queries running concurrently, this dissertation proposes techniques for in-
dexing continuous queries as data, and processing and optimizing incoming stream tuples
as queries over such data. A common theme underlying most of these techniques is ex-
ploiting the characteristics of the data and the continuous queries, e.g., asymmetry in the
costs of processing different streams, temporal trends in the values of stream attributes,

and clusteredness that arises in a large number of continuous queries.
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Chapter 1

Intr oduction

1.1 Overview

From One-Time Queriesto Continuous Queries

Traditional relational database management system (RDBMS) utilizes a query-response paradigm
in which all data are managed in a certain form of data sets and users submit their queries against a
static database. A query engine is responsible for parsing, compiling, executing queries and finally
returning users with a finite query answer set. One-time query over persistent data is suitable for
applications in which a certain portion of data will be queried by users repeatedly over time while
updates to database are relatively infrequent.

However, such paradigm is not applicable in many recent applications in which data are col-
lected as data streams instead of static data sets. For example, in a real-time system monitoring
stock tickers, all stock IDs with their newest prices and transaction volumes are tagged with time
stamps and arrive at database in a temporal order. Data streams are particularly appropriate for
applications where data are changing constantly and they are usually unbounded and arrive con-
tinuously in fast speed. Therefore, it is usually impossible to store all the data in streams and
query them later. A new query paradigm, namely continuous query, has been proposed to query
data streams in which users register their specification of interests as standing queries and expect
to continuously receive query results over continuously arriving data. Besides the real-time stock
tickers monitoring system, other representative applications of continuous queries include moni-
toring systems which track performance measurements of manufacturing process, call records in
telecommunication systems, email messages, log records, network traffic, and many others. They
are also tightly coupled with sensor networks which are usually deployed to monitor environment

changes, and RSS feeds which allow users to specify their interests on web pages and receive most

1



updated content of interested pages. All such heavily stream-oriented applications make traditional
RDBMS ill-equipped because they are not designed to store and query streaming data sets with fast
and unbounded updates, and will hence usually degenerate to an offline storage system with poor

query functionality and performance.

Below we use an example application to explain the need for continuously queries and how
traditional RDBMS is inadequate. Suppose our data stream processing system receives a stream .S
of measurements from a network of sensors monitoring environmental temperature, and in S each
measurement is timestamped by the sensors at the time of measurement. Ideally, the timestamps
would be perfectly ordered if there were only a single sensor and it communicated to the system
using a reliable protocol like TCP. However, there are many sensors communicating with the system
at the same time using a low-overhead connectionless protocol like UDP over a slow and unreliable
network. The measurements may arrive out of order and its the timestamps may follow a certain
distribution centered at current time minus average latency. Suppose there is a second stream R of
timestamped measurements of humidity from another network of sensors. Similar to .S, tuples in R
arrive out of order due to unreliable network communication. We wish to correlate measurements
from R and S that were taken at the same time and on the same area. The query is an equijoin
between R and .S on the measurement timestamps. The monitoring query can be written as:
SELECT =
FROMR, S
WHERER.timestamp = S.timestamp AND R.arealD = S.arealD
GROUPBY R.arealD

If all historical data are available and new readings arrive at server at low speed, functionality
of this query can be achieved by a conventional RDBMS. However, for heavily stream-oriented
applications, since data arrive with very fast speed, e.g., in some network monitoring systems more
than tens of thousand new tuples can arrive per second, it is usually impossible for server to process
every tuple in traditional manner by treating it as an update to static database. In this example,
since all tuples in R and S stream into database with distorted temporal order, for a tuple r in

stream R, a static query may take long time to evaluate before the RDBMS is sure that there



will not be any more S tupleswhich canjoin with r. Without speci“c techniquego addressnewv
challengescorventional RDBMS doesnot have enoughprocessingpover and memoryto catchup
with high speedandunboundediatastreans. In addition,despitethe high volume datain streans,
suchdatamay not necessarilyexhaustvely representhe physicalreality. For example, in some
applicationssuchassensarlimited power on eachsensolis dwaysamajor concernand it cannot
afford to transnit readingsall the time, andin RFID (Radio Frequeng Identi“cation) networks,
data cdlection isinherertly unreliade resuting in errors and missing data. Tradtional RDBMS s
notdesignedo dealwith suchdatamisrepresentationisecauseét treatsevery updateasanaccurate
representatiorof physicalworld and focuseson storing and queryingthesedatain the form of
persistentelations.

New applicationsinvolving datastrearns also introducenew querieswhich traditionalone-tine
querybasedon standardsQL semanticscannotrepreseneasily 1n above exanple monitoringtem
peraturesn a wide areaernvironment, we needto continuouslyspotareaswhere the termperature
readingis above 10% higherthanthe averagetemperatureof the sane areain past24 hours. Such
queriesintroducea sliding window with respectto sore landmarks, e.g., currenttime in above
example. Queriesover moving diding windows are particularly useful for monitoring purpose
in many datastreamapplications,but the new windawv operatorin such queriesraisesmany new
researchssueswhich traditiond RDBMS optimizedfor one-timequerydoesnot meet. For exam-
ple, asthe window moves forward, queryresultsmust be updatedto re” ectnew arriving tuplein
the window and old tuplesdroppedout. Although signi“cantamount of researchwork hasbeen
conductedn RDBMS to updae view ef* ciently over databasaipdatessuchissueshave not been
seriouslyaddresseth datastreans applications.

Brie”y, recently ememging applicationinvolving high speedunboundeddata streans brings
necessityor anew paradigmof continuousquery whichis signi“ cantly differentfrom conventional
RDBMS optimizedfor one-time query in mary asgectsranging from high-level query sematicsto

low-level queryoptimization and executiontechniques.



From One Query at a Time to Many Queriesat a Time

In conventional RDBMS, individual queries are typically executed separately. However, in a con-
tinuousqueryprocessingystem al queriesmust be evauatedsimultaneouslyfor eachdataitem
arriving in astream Publish/subscribe systens have longbeenanapplicationof continuousjueries,
even beforethe term scontinuousqueriesAvas coined. On a high level, a publish/subscribesys-
temis responsiblgor delivering events publishedby publishers to subscribers who are interested
in them An event modelsa changein the state of the physicalworld, e.g., a cars statechanges
from «for saleZto esoldZ or the IBM stock price risesby 10% over the last ten days. In a pub-
lish/subscribesystem dataare publishedin the form of an unboundedstreamof events,and pub-
lishersarenotwareof thenumbersubscribersare andhow thesesubscribersre distributedover the
network.On the otherhand,subscribergxpresstheirinterestsn theform of topics,eventpatterns,
or evengeneralSQL querieswithout worrying aboutwherethe publishersarelocated.For exam:
ple,in theenvironmentalmonitoring exanple describedabore, sensorslo not needto consideruser
subscriptionswhile usersmay subscribeto tenperatureinformation of differentareasof interest
without knowing how thisinformation is collectedandtransnitted by the sensorsSuchdecoupling
of datapublishersandsubscriberamakesit easierto achiese greaterscalabilityand” exibility . Be-
causeof this feature,publish/subscribeystens have receved more attentionfrom both acadera

andindustryrecently

Publish/subscribeystens canbe classi“ed into two cateyories: subject-based (or topic-based)
andcontent-based systens. In asubject-basegbhublish/subscribeystem ausercanpick prescribed
groupsbasedn herinterestandreceve all messagebelongto thosesubscribedgroups.Thegroup
is also known as asfeed, channel,or subject. Eachincomng event accordinglywill be labeled
by one or more subjects,associatedvith correspondinggroupsand forwardedto all userswho
subscribethe groupsthat event belongsto. For exanple, in a publish/subscribeystemreceving
real-time stock tickers, an event containseIBMe stock price canbe labeledwith atag «Tech Sec-
tor Stockseand all usersinterestedn tech stockswill receve this event. Usually an event can
belongto multiple subjectsand a user can subscribemultiple channels.Therefore,to implement

subject-basedublish/subscribsysterns, we mustmaintainan associatie tableto resole the many-

4



to-many relationships between subject and their subscribers. Topic-based publish/subscribeadopts
a static infrastructure and its simplicity enables efficient implementation and an intuitive user in-
terface. Although subject-based publish/subscribe systems are relatively easier to build, its major
limitation lies in highly restrictive expressive power in subscriptions: users can only choose from a
set of predefined topics or channels, and it is impossible for users to register more complex event
patterns instead of raw events. Most early publish/subscribe systems such as Scribe [CDKRO02a]

fall into subject-based publish/subscribe system.

In content-based publish/subscribe systems, on the other hand, subscribers specify their interest
through event filters and or more general SQL queries over event history. There is no constraint
that an incoming has to be labeled by subjects or topics. Published events are matched against
the subscriptions and sent to the users if such events satisfy the subscriptions. In particular, by
representing the current state of the data of interest using a database, we can view published events
as a stream of modifications to the database, and subscriptions as queries over the database. A
subscriber is notified whenever the result of the subscription query changes. In effect, subscriptions
become continuous queries over the database motification stream. Content-based publish/subscribe
systems are more flexible and useful than subject-based publish/subscribe systems because users
can specify their interests using filters or even more powerful SQL queries more accurately than
predefined subjects. For example, a content-based publish/subscribe system monitoring real-time
stock tickers can allow users to register subscriptions like “notify me when IBM stock price is
over $100 or below $50” instead of specific groups like “Tech Sector Stocks.” The increased
expressiveness in subscriptions not only allows users to register more complex and interesting event
patterns, but also reduces uninteresting notifications to users. In the example above, a user may be
interested in being notified only when price of IBM stock is over a certain threshold, and is not
willing to receive a large amount of real-time ticker data all the time. Compared with subject-based
system, content-based publish/subscribe system can significantly reduce the messages delivered
to users. This advantage is particularly important for applications such as mobile computing and
sensor networks, where constraints on network bandwidth and device processing power make it

infeasible to deliver a large amount of uninteresting messages that require further processing.



Earlier content-based publish/subscribe systems only handle filters that are essentially conjunc-
tive selection queries. For example, in a real-time stock ticker monitoring system, a filter query can
ask for all tech stocks whose price earning ratio (PER) is over 2.5, and whose recent transaction
price drops by at least 5% from its last close price:

SELECT price, vol

FROMSTOCK

WHERESTOCK.sector = TECHe AND STOCK.per > 2.5
AND STOCK.price <= 0.95 * STOCK.close

Simple filters are relatively easy to process scalably, but in many scenarios we are interested in
more complex continuous queries that cannot be represented as selections. For example, the fol-
lowing range-aggregation continuous query asks for stocks with the minimal price-to-earning ratio
among those stocks whose risk factors are rated in a certain range between low and high:
SELECT MIN(PER)

FROMSTOCK

WHERHow <= RISK AND RISK <= high

Another example is join, which relates tuples from two input streams according to a prescribed
join condition over two joining tuples. These types of complex continuous queries are beyond the
capabilities of the current filter-based publish/subscribe systems. As we will see later in this dis-
sertation, supporting scalable processing of these complex continuous queries requires non-trivial

extensions to current systems.

1.2 Challenges

This dissertation tackles a range of challenges that arise in processing continuous queries:

e The first challenge arises in processing complex queries over streams under tight space and
time constraints. For example, accurate join processing may require potentially unbounded
amount of state, which is infeasible to store in entirety in fast main memory. As another

example, applications may impose response-time constraints, i.e., upper bounds on the time
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it takes to produce the up-to-date result of a continuous query upon request. To deal with

these constraints, we need efficient processing and approximation techniques.

The second challenge is scaling up to a large number of continuous queries. For each incom-
ing data stream tuple, the system needs to identify all continuous queries that are affected
by the incoming tuple, compute changes to their query results, and notify the users of the
result changes. Clearly, processing all queries one by one is not scalable. Instead, the system
must quickly identify the set of affected queries without scanning all of them. It also needs
to exploit opportunities for sharing the processing. Furthermore, complex queries such as
joins and range aggregations are much more difficult to process than simple queries such as
1-d range filters, which can be processed efficiently using an index constructed on all query

ranges using known data structures, e.g., interval tree [AVO03].

The third challenge arises in supporting efficient delivery of continuous query result delivery
in wide-area publish/subscribe systems. Research in the database community traditionally
has focused on server-side processing and ignored the issue of delivery, but it is obviously
not scalable to rely on point-to-point communication for delivering results to a large number
of subscribers. Research in the networking and systems communities has considered only
subscription languages with very limited expressive power. To support efficient result de-
livery as well as an expressive subscription language, the database server and the network
must work together: The server should push delivery and some part of continuous query
processing into the network, but without impairing simplicity and efficiency of the network
implementation. Doing so changes the way that the database server produces answers. The
server should no longer produce a list of affected continuous queries. Instead, it can compute
a “semantic” description of all such affected queries in the form of a condition over query
parameters, which can be efficiently reached by a standard content-based network. To this
end, we must develop efficient techniques for computing semantic descriptions instead of
enumerating lists of affected queries. To the best of our knowledge, there has been previ-
ous work on such techniques because the interface between the server and the network in

publish/subscribe systems has been mostly overlooked by previous research.
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1.3 Contributions

This dissertationaddresseghe challengesdiscussedabore. We develop a seriesof continuous
queryoptimization techniquessimed at improving ef* ciengy, scalability and expressve power of
continuousquery processingsystens. The contributions of this dissertationare sunmarized as

follows:

€ Chapter?2 investigateshe use of batchprocessingin improving the ef‘ ciengy of contin-
uousquery processingundera response-tima constraint. In certainapplicationscenarios,
usersmay pull continuousgueryresultsasthey want; hence,we only needto computethe
updatedqueryresultsuponrequests.In addition, sone publish/subscribesysterns support
subscriptionswvith userspeci‘ed noti“ cationconditions; subscribersare noti* ed with result
updatesonly whenthe noti“ cation conditionsaretriggered(asopposedo whenever the re-
sult changes).For suchsystens, it is only necessaryto compute the updatedresultswhen

needed.

Batch processingcanbe much more ef’ cientthanprocessingndividual tuplesoneat atime,
but we cannotbatchinde“nitely becausehe costof processinga big batchcould eventually
violatetheresponse-tim constraint. The traditionalapproachis to processll batcheduples
relevant to the continuousquerieswheneer the size of the batchis aboutto becone large
enoughto violate the response-tira constraint. However, we obsere thatthereoften exists
naturalasynmmetry among differentcomponentsof the processingcost. For exanple, input
tuplesfrom onestreammight be easierto processhanthosefrom anotherstreambecausef
sone index. We exploit such asynmetries using an uncorventional strategy that selectvely
processesuplesfrom some streans while keepingbatchingothers. We presenta seriesof
analyticalresultsleadingto the development of a practicalalgorithmthat approximates an
«oracle algorithmZ with perfectknowledgeof the future. With experimentson a benchnark
databasewe denonstratethat our stratgyy offers substantiaperformancegainsover tradi-

tional techniques.

€ Asdiscussecararlier oneof the major challengeof continuousqueryprocessings thelim-
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ited resourcesn contrasto unboundednputstreans. In mostcasesve cannotafford to store
all tuplesin datastreans in main memory. In Chapter3, we considerthe problemof joining
datastreans using limited cachememory, with the goal of producingas mary resulttuples
aspossiblefrom the cache. Many cachereplacenent heuristicshave beenproposedn the
past. Their performanceoften relieson implicit assumptions aboutthe input streans, eg.,
thatthejoin attribute valuesfollow arelatively stationarydistribution. However, in general
andin practice,streans often exhibit more complex behaiors, suchasincreasingrendsand
randomwalks, renderingtheseshardwiredZheuristicsinadequateWe proposea framework
thatis ableto exploit known or obsened statisticalpropertiesof inputstreans to make cache
replacenent decisionsaimed at maximizing the expectednunmber of resulttuples. To illus-
tratethe complexity of the solution space we shav thatevenanalgorithmthatconsidersat
every time step, all possiblesequencesf future replacenent decisionsmay not be optimal.
We thenidentify acondition betweentwo candidatg¢uplesunderwhich anoptimal algorithm
would alwayschooseonetuple over the otherto replace We develop a heuristicthatbehaes
consistentlywith anoptimal algorithmwheneer this conditionis satis“ed. We shawv through
experimentsthat our heuristicoutperforns previous ones. As anotherevidenceof the gen-
erality of our framework, we show thatthe classiccaching/pagingproblemfor static objects
canbereducedo a streamjoin problemandanalyzedunderour framework, yielding results

thatagreewith or extendclassicones.

Chapter4 considersthe problemof processinga large number of continuousjoin queries.
Queriesinvolving joins are much harderto processhansimple querylike “ Iters, because
whetheror not a continuousjoin will be affectednot only dependson the incoring event
itself, but also on the presenceof joining tuplesin the current databasestate. We pro-
posetechniquedfor ef’ ciently processinga large number of concurrentcontinuousjoins.
Our solutions are basedon a powerful obsenation thatin practice,concurrentcontinuous
queriesin asystemtendto exhibit clusteredness asthey re” ectoverlapping(thoughnotnec-
essanyjdentical)userinterests.Continuousquerieshatfall into the sare cluster(i.e., whose

queryrangessharea common point) canbe processe@f" ciently asa group. Intuitively, we



partition all continuous queries into clusters, and process large clusters using novel group-
processing techniques. Small clusters, on the other hand, can be processed using standard
techniques. Our techniques degenerate gracefully to standard techniques if the degree of
clusteredness is low, but for highly clustered queries, our techniques perform substantially

better.

Furthermore, we make our techniques input-sensitive not only in the sense that we exploit the
clusteredness of continuous queries, but also in that we choose the most promising processing
strategy for each incoming event based on cost estimation. We show that our dynamic, cost-
based approach significantly outperforms static processing strategies, with low optimization

overhead.

Traditionally, work on publish/subscribe systems has been compartmentalized by research
communities. For the database community, researchers focus mainly on server-side algo-
rithms and data structures to efficiently process as many continuous queries as possible, with
little regard to result dissemination over a network. Simple unicast is typically used to send
our query results, which is very inefficient when a large number of subscribers need to be
notified. On the other hand, solutions offered by the networking community, such as content-

based networking, do not support complex queries beyond event filters.

In [CXYO06], we have demonstrated that efficient server-side processing and network dis-
semination can be jointly achieved by carefully interfacing the server and the network using
a technique called reformulation. The basic idea is to let the server compute a semantic de-
scription of the subset of continuous queries whose results are affected by an incoming event,
instead of enumerating the membership of this subset; using the semantics description, a
content-based network can support more much efficient result dissemination. Chapter 5 of
this dissertation presents novel algorithms and data structures for the server to compute such
a description efficiently, using continuous range aggregation queries as an example. Experi-
ments demonstrate that our method is not only scalable in both the size of the database and
the number of continuous queries, but it also significantly reduces the cost of disseminating

results over a wide-area network.
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1.4 Previous Work

There are large volume of researchwork concerningcontinuousquery systens and datastream
systens [TGNO92, LPT99a, CDTWO00a, MSHRO02b, Spe03 CF03b]. The notion of continuous
querieswas” rstintroducedandde” nedin Tapestrysystemin [TGNO92]to “ Iter docunentstreans
by alimited SQL-like querylanguagewhich perforns a content-basé Itering over append-only
databasesThe querylanguagesupportedn Tapestryis a limited subsetof standardSQL to ef* -

ciently conputeappend-onlygueryresults.Lateronthenotionof continuousqueriesvasexpanded
widelyin many applicationsandformerly de“nedin [Bar99. In theOpenCQ [LPT994 system the
notion of continuousqueryis expandedto includea triggeredcondition besidethe contentquery
itself. Open@Q only pushegesultsof continuousgueriesto userswhenthe triggeredconditionis
satis“ed. Similar to Open@, NiagaraCQ [CDTWO00a] also supportscontinuousqueriesfor mon-
itoring dataover a widerareanetwork. The differencebetweenOpenQQ and Niagara@ is that
Open@Q focuseson anincrenental view maintenancealgorithmto maintainresultsof all contin-
uousquerieswhile Niagara@ paid more attention on scalabilityissues thatis, how to supporta
large number of standingqueriesand processhemef” ciently. To addressthe scalability issues,
Niagara@ proposesgroupingtechniguesvhich canspeedup query processingoy conbining all

sharedoperationsgn continuousgueriesinto single operatione g., join signature.Detaileddiscus-

sionof Niagara@ select-joinprocessingandits limitation canbefoundin Chapter4.

Although continuousguery processinghasbecone a sub“eld of its own, it is relatedto mary
well-known sub“elds of databaseesearch.We give a brief overview of several relatedsub“elds

with strongconnectiongo continuousgueries.

In activedatabasgd CW91], triggers implement event-condition-acin rules. They arerelated
to continuousqueriesbecausethe event-condition part of triggerscan be regardedas continuous
queriesover thedatabasenodi” cationsstreans. In particular the scalablerigger processingorob-
lem [HCH* 991 is analogousto the scalablecontinuousquery processingoroblem While exist-
ing techniquegHCH™ 99 work well for triggerswith simple “ Iter conditions,thereareno good
known solutionsfor more complex typesof trigger conditions. Also, thesetechniquesassune ac-

cessto basetables,which may not be possiblefor continuousqueriesover strears.
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It is easyto seethatthe well-studiedareaof materializedview is closelyrelatedto continuous
queriesbecausamaterializedviews needto be continuouslyupdatedjivenincoming updateswhich
is similar to continuousgueries.In spite of alage amount of researchwork on materializedview
maintenancethereare sener key differencebetweencontinuousqueriesand materializedviews.
First of al, continuousqueriesstream out their resultsinsteadof storingthem physically as for
materializedviews. Secondly approxinate query answer is an importanttopic in continuously
querieswhile for materializedviews, substantialbemount of work focuseson conmputing the exact
ansver of queriesin an ef* cientmanner e g., computing materializedviews over a setof views or
basetableswith minimum cost. Thirdly, queryprocessingechniquegor continuousqueriesoften
needto adaptto characteristicof data and queries,so more ” exible processingstratgies have
beenadoptedn processingontinuousgqueriesthanmaterializedviews. Neverthelessthe problem
of what datato remember in orderto ensureresultconpletenesdor continuousqueriesis closely
relatedto some problens about materializedviews, suchasself-maintenancgBLT86], wherebase
tablesarenot availablefor updatingthe view, and data expiration [GMLY 98], which discardsary

basedatawhenthey areunableto impactthe contentsof materializedviews.

An interestingline of work treating static relationsas datastreans and conputing query re-
sultsin a single passover datais online aggregation [JMHW97], which tradesoff accurag in
queryresultswith processingostin long-runningqueries providing userswith partial or approx-
imateearly results.Probabilisticboundsareusually usedasthe error metric in online aggregation.
Long-runningqueriessuch as aggregationsandmulti-way joins are thefocusof online aggregation
researchlt is relatedto continuousgueriesin thatthey both considerthe problem of approxinate
query ansver if it is hard or impossibleto compute the ansver exactly. However, researchon
continuousqueryprocessingocuseamnore on sharingprocessingacrosamultiple queries.

Multi-query optimization [Sel98] is alsocloselyrelatedto continuousqueries.In multi-query
optimization, graphsare usedto represenmultiple query plans,whoseidenticalpartshave been
merged. Recentwork [DSRS03a] presentsa generalmodel for multi-query optimization, which
pipelinescommon subexpressionsvithout materializingthem Clearly, multi-query optimizationis

relatedto our work on scalablecontinuousquery processingoecauséothtry to shareprocessing
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acrossqueries. However, they also differ from eachotherin signi* cant ways. While scalable
continuousqueryprocessingnay needto scaleup to thousand®r evenmillions of standingqueries
(eg., in apublish/subscribeystern), multi-query optimization considersa limited number of one-
time queriesthat are issuedto a databasesystens at the sane time. Becauseof thesedifferences,
multi-query optimization tendsto rely on more opportunisticsharingof common subexpressions,
but scalablecontinuousgueryprocessingypically requiresmore sophisticatedndexing andgroup-

processingechniques.

Adaptive queryprocessindA HOO0] is anotherwell-known researctopic in databaseommu-
nity. It is relatedto continuousquery processingoecausehey both needto adaptvely choose
processingstratgy basedon query and data characteristics. Eddies[AHO0Q], for exanple, have
beenproposedo dynanically adjustqueryprocessingstratayy at run-time for eachinput tuple; we
will discusshow our plan-level adaptationdiffers from Eddiesin Chapter4. CACQ [M SHR02b]
conmbines Eddies-styleadaptive query processingvith sharedorocessingand*” Iter indexes to sup-
port multiple continuousgueriesover streamng data. Not only is our adaptatiorstrategy different,

but we also introducemore sophisticateddatastructuredeyond” lter indexes for groupprocessing.

Researchon publish/subscribesystens is alsovery relatedto this dissertation. Subscriptions
in publish/subscribeystens areessentiallycontinuousqueriesover event streans. Over the year
differentpublish/subscribesystens have beenbuilt with various degreesof subscriptioncapabil-
ities. In early publish/subscribesystens [OPSS93, Pow96], userssubscribeby channelsor sub-
jects,which are prede‘ned and their granularity is usually too coarseto satisfy the particularin-
terestsof individuals. Samplesof recentwork in acadera andindustryinclude SIFT [YGM99],
XFilter [AF00] andWebFilter [PFJ-014, the “ rst of which is a publish/subscribesystemfor text
docunentsandthe latertwo arefor XML docurrents.In al of the above mentionedsystens, sub-
scriptionscanrefer only to individual docunents,so they cannotexpressjoins acrossdocunents,
aggraatesover acollectionof docunents,or conditionsover the history of publications.Morere-
centsystens, suchas Open@ [LPT99a],Niagra®@ [CDTWO00a],and Xyleme[NACPO1], support
more powerful subscriptionlanguageshut resultson scalableandef* cient processingof conmplex

subscriptionsaredtill few and far between.
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Nondeterministic finite automaton (NFA) and their variants have been used to filter temporally
ordered sequences of tuples referred to as event streams, e.g., SNOOP [AC03] and SASE [WDRO6].
Recently, Cayuga [DGH" 07] is proposed to efficiently support a large number of concurrent sub-
scriptions using automata to match event against queries. While these systems focus on using
automata or variants to exploit share processing, this dissertation focuses on processing techniques

and index structures for SQL-style continuous queries.

To summarize, there exist a large body of research work on data streams, continuous queries,
publish/subscribe systems, and related areas. This dissertation stands out in two major ways. First,
we tackle more on complex continuous queries such as joins and aggregations, for which relatively
little is known about how to process them efficiently under resource constraints, and scalably when
a huge number of them are present. Overcoming the difficulty introduced by complex queries re-
quires us to seek out new optimization opportunities, such as asymmetry in component processing
costs (Chapter 2) as well as event and query characteristics (Chapters 3 and 4). Second, unlike ex-
isting work on scalable continuous query processing, which has largely ignored the issue of result
delivery, we craft our server-side continuous query processing algorithms to produce results in spe-
cial forms that can be efficiently disseminated over a wide-area network (Chapter 5). These special
output forms make the problem significantly different from the traditional setting, and require novel

algorithms to be developed.
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Chapter 2

Batch Incremental Query Result Maintenance

2.1 Introduction

Ef* ciently maintaining materializedviews over changingbasetableshasbeenstudiedextensiely
in databasecommunity due to its wide applicationin data warehousing replication, integration
andvisualization[GM994. Varioustechniquedrom differentperspectieshave beenproposedn
the pastdecade.Traditional deferredview maintenanceroblemaddressesvoiding statebug and
minimizing the view down time in refreshingthe view periodically[CGL™* 96]. In this chapteywe
look at this problemfrom a new perspectie. In particular we addressthe problemof minimizing

the amortized maintenancecostgivenresponsdime constraint.

Considera view publish/subscribesystemfor ef* cient and scalabledatadissenmnation over
the wide-areanetwork. The systemcontinuouslymonitors and receves basetable updatesfrom
the datasources. It alsoallows userto imposecontinuousqueriesover the monitoredbasetables
via a powerful subscriptionlanguagewith rich semanticssupport. The usersubscribesiews with
noti“ cationconditions,e.g., sreportingal casef diseasesvhenmore thantenhave beendetected
in thelasthourZ.Oncethetrigger conditionis satis“ed, systemis forcedto pushfreshview update

to subscriberand subscribemay also make explicit requesto pull the updatedview back.

Fromthe exanple above, it is not hardto seethatthereare two main charactersn maintaining

view over continuouslyupdatedbasetablesin the context of view publish/subscribeystens:

€ Stale view state. Sinceview is only accessedby the subscriberwhen the noti* cation con-
dition is satis“ed or the subscriberissuesa requestfor updatedview, it is unnecessaryo

keeptheview consistentwith the basetablesall thetime. In consequencédhe stateof view

0 Joint work with Hao He, Hai Yu, andJun Yang.
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content can be stale with regard to base tables’ states unless the view is forced to be re-
freshed. Compared with the fast and asynchronous updates to the base tables, the request
for the updated view from the subscriber is much slower and predictable. For example, the
above subscription may only report to the subscriber at most once an hour when more than
ten cases of diseases have been detected in the last hour while the sensor may make detec-
tions and update databases every second. One major benefit of deferred maintenance over
immediate maintenance is batch processing: processing a batch of modifications is generally
more efficient than processing each of them individually. Stated formally, the maintenance
cost ¢(n) of processing n updates, is usually subadditive, i.e., ¢(N1 + Ny)  ¢c(n1) + ¢(ny)
forni, Ny 0. We will demonstrate the benefit of batch processing by a motivating example

in later part of this section.

€ Resmnsetime constraint. The view refresh can not be arbitrarily deferred since once
the notification condition is triggered, the updated view should be conveyed to subscriber
in a timely manner, if not immediately. Intuitively, the response time constraint excludes
the probability of arbitrarily exploiting batch processing because over-accumulating unpro-
cessed updates will simply make it impossible to propagate them to the materialized view
within a given time delay, thus a violation of the constraint. Essentially the response time
constraint can also be attributed to the constraints due to the limited resource. If the system
comes with limited resource, e.g., limited memory, it is not possible to batch the updates

infinitely.

Moti vating example. Consider a subscription content query R S, where R is indexed on the
join attribute while S is not. Suppose that we have been batching database modifications to R and
Sin Rand S, respectively. Computing the incremental changes to R S induced by R and

S involves, roughly,' computing R Sand R S. Because of the index on R, R S

can be computed efficiently using an indexed nested-loop join if S is relatively small; the cost

! Additional technicalities are involved in order to avoid the infamous state bug [CGL*96]; they are omitted
here for brevity since they would not affect our argument. For simplicity of presentation, we also assume

here that all modifications are insertions, though this assumption is easy to drop.

16



I
=

o o o
o = o o o @
= [ Y o w <«
T
=
3
3
i
\
(¢}
o

Measured Maintenance Cost (Seconds)

o
o
&

o

200 401 600 800 1000

o

0
Size of Batch

Figure2.1: Functionsc, p andca s onarealsysem

functioncag is linearin | S|. On the otherhand,becauseof thelack of index on .S, Rt S
requiresscanningheentire S with R in memory; the costfunctionca r startsout to be high for
| R| =1, butincreasedittle with | R|. In Figure 2.1, we plot thesetwo costfunctionsfor ajoin
queryover the TPC-H benchnark databasgTra] measuredn a commercial databasesystem The
horizontalaxis shows the size of eachbatchand the vertical axis shavs the costin runningtime.

The two curvesroughly agreewith our discussiorabove.

For simplicity of the exanple, assune that modi“ cationsto R and S arrive at the sane rate.
Supposewe wish to ensurethat, no matter whenarefreshof R i S is neededjt canbe expected
to complete within 0.35 secondsWith the naive approachof refreshingR < .S whenever this limit
is reachedihe sener spends0.35 secondf processingime for roughly every 360 modi® cations
(180in eachbatch),or 0.97 ms permodi* cation. However, consideranalternatve approachwhere
we compute the effect of every modi“ cationto S immediately, while batching R asmuch as
possible.With this approachwe leave the subscriptioncontentin aninconsistenstatemostof the
time, but whenever the noti“ cation condition is triggered,the sener can bring the contentinto a
consistentand up-to-datestate in lessthan0.35 seconds.In terns of processingcosts,the sener
spendsoughly0.25 msfor eachtupleof S;for R, thesener spendsroughly0.58 mspertuple
(0.35secondsvery 600 R tuples,whenca g exceedd).35 seconds)Overall, the averagecostis

only 0.42 permodi“ cation,which is substantiallylower thanthe naive approach.
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Intuitively, we process S immediately becausec g is roughly linear and hencebatching
would produceno bene‘t. Furthernore, processing S immediately alows the systemto defer
moreof R, whichhasalotto gainfrom batching.Such kind of asynmetry anmongdifferentcom-
ponentsof the maintenancecostarisesnaturallyin practice,not only from availability of different
indexes, but also from differencesn tablesizes,join selectvities, constraintsand operatoraused
in de“ning a conmplex subscriptioncontentquery

To summarize, a goodrefreshstratgy must be adaptive and supportmixed-mode processing
including immediate and deferredincrenental maintenanceas well as reconputation. Adaptiity
is neededto switch dynamcally from increrental maintenanceto reconputation, or to control
dynanically the amount of batchingdesired.Mixed-mode processings neededo take adwantage
of asymmetries among different componentsof a maintenanceprocedure. As far as we know,
no previous work on view maintenanceand continuousquery processingconsidersmixed-node
processingvithin asingle view or query Themain contritution of this chaptercanbe summarized

asfollows:
1. We formalizethe problemandintroducea framework for optimization.

2. We reduceoptimization cost greatly by searchinga much smaller constrainedspace. The

sub-optinal costis proved to be tightly upperboundedby twice of the global optimal cost.

3. We proposeto optimize for the estimatedview refreshtime and online heuristicsto handle
the unknavn view refreshtime. We alsoprovide upperboundfor agorithms optimized for

estimation.
4. We validate proposedalgorithns andheuristicsby preliminary experiments.

This chapteris organizedasfollows. We begin with formalizationof the problemin 2.2. Then
in Section2.3 we proposetechniquego reducethe searchspaceby consideringconstrainedmain-
tenanceplan only. The algorithms handlingdifferentscenariosare introducedin 2.4. Preliminary
experimentalresultsarepresentedn 2.5. Finally in 2.7 we survey therelatedwork, sunmarize our

resultsandconcludewith the furtherwork.
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2.2 Problem Formulation

The benefit of batch processing comes from various sources, e.g., query, type of operator, index
structure and physical data storage. Thus it widely exists in different levels of database management
systems. In this chapter we consider a much smaller scenario: maintaining a materialized view
by batch-processing updates on base tables under a given response time constraint. We leave its

application in other levels of database systems for future work.

In database theory, a view refers to a virtual or logical table composed of the result of a set of
queries. Consider maintaining a materialized view V defined over n base tables Ry, - - - , R,, during
a time period [0, T]. A sequence of updates arrive for each base table at discrete time instances of
that period. We maintain V by incrementally updating V over these base table updates. The base
tables are always instantly updated whenever new updates arrive. However, V does not have to be
consistent with the base tables all the time, as it is unnecessary to refresh V as long as there is no
external request for updated V. Of course, V is forced to be refreshed when an external request for
updated V is received from the user. In this case, we require that the system should guarantee to

respond to the user with updated V within a prescribed response delay dT.

A plan for maintaining V is defined by a set of actionsS = {A; |t [0, T]} during a sequence
of discrete time instances [0, T|, each A; being propagation of a number of updates from a subset
of base tables to V at time t. By propagation we refresh V to make it consistent with updated base
tables. Specifically, an action is represented by a set of binary tuples A; = {(R;, Ak!) | 1 i
n}, where each tuple (R;, Ak!) represents propagating Ak! updates from R; at time t. Clearly,
Ak! is non-negative and no greater than the number of available updates from R; accumulated up
to time t.

In this chapter we assume the view maintenance cost to propagate updates from R; only depends
on the number of updates to be propagated, and is independent of the semantics of updates and the
states of all involved base tables R;. The total cost of maintaining V is the sum of the cost to
propagate updates from each base table. Handling more complicated cost models in which these
assumptions are relaxed is left for future work, but in general we expect that the cost function in

a relaxed model should demonstrate similar properties as indicated in this chapter. Formally, let
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fi:N { 0 R bethecostfunctionassociatedio R;, i.e., thecostof propagatingt updatesrom

thebasetable R; to V is f;(k). We assune that f; satis“es thefollowing properties:
€ Monotonicity: f;(z) fi(y) z,y,0 x<uy;
€ Subadditivity: f;(0) = Oandf;(z+ v) fi(x)+ fi(y) z,y O.

Pleasenotethatsubadditvity doesnot necessarilymply that f; is concae, eg., fi(z) = /5.
Recall that whenever a view refreshrequestis receved, the systemhasto propagateall un-
processedipdatesto make V updateup to thattime. We further requirethat the systemshould
guarantedo respondto the userwith updatedV within a prescribedresponsalelay d1'. The re-
sponsedelay canbe measuredn terms of the total costto procesghe leftover updateso refresh
theview whenaview refreshrequests received. Supposek! is thenumberof unprocessedpdates
from R; attime¢. In orderto satisfythe responsdime constraint,the systemshould maintainthe

following invariant for al thetime ¢t whenno actionis taken,i.e.,
n
> filk) AT
i=1

Similarly, if action4; = {(R;, k!)} istaken att,thecostof A;is> " | fi( k!),0 kb kL

After theaction A, is taken, thetotal costto procesgheleftover part should be lessthandT’,

d fi(kS EK) dr, 0 K K

(A
=1
Basedon the above discussionwe provide de” nitions of a valid actionand a valid maintenance

plan.

De* nition 1. Given a probleminstancewith view refreshtime 7", let {(R;, k!)} bethe stateat ¢

beforetheaction.AnactionA; = {(R;, k!)} isvalid iff
Y fkES k) AT
=1

De" nition 2. Given aprobleminstancewith view refreshtime 7', amaintenanceplan S = { A}, ¢

[0, T is valid iff

1. t [0,T]suchthat A; S, A;isvalid;
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Notation Meaning

{R1,-+ ,Rn} set of underlying base tables

\% view defined over the base tables
fi(k) cost to propagate K updates from R;

T enforced view refresh time
dT response time constraint
S a valid maintenance plan
At a valid action taken at time t

Table 2.1: A list of notations used in this chapter.

2.t [0, T]suchthat A; S,> L, fi(kh) dT.

The cost of the maintenance plan S is the total cost of all actions in S. Thus the optimization
goal is to obtain a valid maintenance plan S with minimum cost of all valid maintenance plans.

Note the optimal plan may not be unique. Table 2.2 summarizes the notations used in this chapter.

2.3 SpaceReduction

Naively, one needs to search among all valid plans in order to find an optimal maintenance plan.
However, the space of all valid plans is typically prohibitively large, which makes any search algo-
rithm impractical. In this section we show that, instead of looking at a/l valid plans, one only has
to consider a significantly smaller subset of valid plans in order to find an optimal or near-optimal

maintenance plan.
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2.3.1 Lazy Plans

Definition 3. Given a problem instance, a valid action A; at time t is lazyif the state {(Z;, k!)}

before Ay is taken satisfies the following condition

SiLifik) dT
S fikSh) <dT.

Definition 4. Given a problem instance, a valid maintenance plan S is lazyif for any action A; S,

At is lazy.

The laziness condition means that we take actions only when we have to. The next lemma
shows that any non-lazy maintenance plan can be transformed into a lazy plan with equal or less
cost. In consequence, the optimal plan within the set of all lazy plans is also a globally optimal

plan.

Lemma 1. For anyvalid maintenanceplan S, if S is not a lazyplan, thenthere existsa lazy plan

S sudthatf (S) f(S).

Proof. Suppose a valid plan S = { Ay, } contains K = |S| ordered actions Ay, ,i = 1,...,Kk where

0 ty<...<tgy T.Weconstruct S by the following procedure.

MAKELAZYPLAN(S)
1: S = ,i=1
2: whilei kdo

3: if Ay Sislazy then

4: S =S +A;

5:  else

6: Hold action Ay, till time t when laziness condition is satisfied.
7: ift; t <tj;; T then

8: S =S +Y_ A,

9: i=]

22



10: else

11: S =8+ 4
12: 1=k

13 i=i+1

14: Return S’

In the above procedure, {:i Ay, is anactionwhich combinesall actionsAy, € .S duringtime
[ti, tj]. Obviously action {:i Ay, is valid. Dueto the monotonicity andsubadditvity of the cost
functions,the costto processaction {z i Ay, is no greaterthanthe sum of the costto processeach

actionindividually. Therefore,the costof S’ is no greaterthanthe costof S sincethe amortized
costto processthe updatefrom eachbasetablein S’ is no greaterthanthatin S. Note that S’

containsonly lazyactions thereforeS’ is lazy andthe proofis done. O

2.3.2 Lazy, Greedy, and Minimal Plans

Lemma 1 shows thatwe only have to considerlazy plansin orderto “ nd an optimal maintenance
plan. However, even for lazy plan, the nunber of actionswe cantake at thetime for actionis the
productof number of accumulatedtuplesfrom eachtable,the spaceof lazy plansis still large. In
this section,we considemore restrictedplans. However, this time we have to sacri“ce the global
optimality of the solution.

Let OPT be the cost of a globally optimal plan, and OPT-®M be the cost of the bestplan

amongall plans S thatsatisfythe following constraints:
(C1) PlanS islazy (laziness,

(C2) Forany actionA; € S, if A; removes updateof basetable Z;, thenit removes all updatesof

Z; att (greedineskg
(C3) Forany actionA; € S wheret # T, any action A; C A; is notavalid action(minimality).

Generally speakingpnecannolongerhopethatanoptimal planamongall planssatisfying(C'1) —

(C3) is alsoglobally optimal. Fortunately their costsonly differ by a constantfactor Indeed,in
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theremainderof this sectionwe prove thatOPT M < 2. OPT for any “ xedview refreshtime 7.
In orderto do 0, let S bea globally optimal plan. We shall constructanothemaintenanceplan S'
thatsatis“es (C'1) — (C'3) andwhosecostis boundedby twicethe costof S.

The following proceduredescribeshow S' is constructedbasedon S. It usestwo auxiliary
funtions: NextRe freshTime(t, {(Ri,[!)}) computesthenext refreshtime of S! given its current
state,and Minimal({(R;,1!)}) returnsa subsetof {(R;,!)} that satis“es the minimality con-

straint.

CONSTRUCTPLAN(S)

1: 8'= t=0;

N

. t = NextRefreshTime(t, {(Ri,l)})

w

while ¢ < T do

4: if A; € S then

5: S'= '+ Minimal({(Ri, 1) |I} > Kk} U {(Ri,0)|I < Kkt})
6: else

7: S'= '+ Minimal({(Ri, )|} >kt — KYU{(R,0)|F <k — E'})

1

t = NextRefreshTime(t, {(Ri,!)})
S = S+ (R, 1D}
10: Return S'

©

The above procedurenorks asfollows. Supposewe have speci“ed plan S' duringtime [0, ¢o]. Let
t > to bethe next time instanceat which the responsdime constraintis violated. If ¢ > T, we
simply addto S' anactionclearingall leftover tuplesandconstructingS' aredone;otherwise,we
addaction A} to ' dependingon the statesof S andS' att. Let {(Ri,!)} bethestateof S' att
and{(R;i, k})} bethe stateof S att, bothbeing beforethe action, if exists. Let A; = {(Ri, k!)}

if 34; € S. Thefollowing proceduraeturnss'.

When the procedureapproacheshe time ¢ suchthatanactionhasto betaken in ', it checks

outthe stateof S and S' atthattime. For updatesof eachbasetable R;, if its nunmberin S'is no

24



less than that in S after the action 4; if A S, S' takes an action A't which removes all such

updates and leave the other unprocessed.
Lemma 2. Plan S' is valid andsatis“esconstrints (C1) S (C3).

Proof. It is easy to see plan S' satisfies constraints (C'1) S (C3). For each action A} S', let set
{(Ri,1})} be the state of S at ¢ before action A't = {(Ri, "} Let{(Ri,k")} be the state of S at

t before an action if exits.

Case 1. If there is no action taken at ¢ in plan S, then > ', fi(k!) < dT. For S, if it does not
remove updates of R;j, we know lit < kit; otherwise, lit S lit =0 klt after the action. Thus we

have after action A{, lit S lit < k:lt for all 7;

Case 2. If there is an action Ay = {(R;, k!)} taken attin plan S, letset {(Ri, k'S k!)} be the
state of S at ¢ after action A;. Then we still have I} S 1! < k'S k! for all i according to the

procedure constructing S'.

In either case, we have
n
S AWS 1) T
i=1
By Definitions 1, each S'(t) is valid and plan S' is valid. O

Since the total cost of a plan is the sum of the cost paid for updates from each base table,
we prove the claim OPT! 2 - OPT where OPTYSM g the optimal of all plans S' satisfying
constraints (C'1) S (C'3). We prove the claim by first proving another claim that for each base table
R, the total cost paid to process updates of R; only in plan S' is within twice the total such cost
in plan S. Thus we only consider the cost to process updates of a specific base table R;. Given the
specific R;, we let S; = {(Ri, k!)} be the set of actions in S which only removes updates of R;
and so is Si' = {(Ri, Kk}

We construct a bipartite graph G = ( Vg, Vsi| , E) as follows, where Vg, is the set of nodes
{(Ri, K!)} representing all actions taken on updates of R; in plan S = OPT, and similarly

V5i| = {(Ri, )} is the set of nodes representing all actions taken on updates of R; in plan S
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constructedby the procedureConstr uctPlan(S), and E is the setof edgesto be de“ned later
For simplicity we will not distinguishbetweena nodein G andan actionin a plan ary more.
Figure2.3.2 shavs an exanple of G = (Vs,, Vg, E). All nodesfrom oneplanareorderedby their

time stanmpst.

Figure2.2: G = (Vs Vs, E)

Assune for any basetable,the updatesare processedh chronologicalorder(FIFO), thatis, for
eachR;, updateghatarrive earlierwill be processecarlierthanwhatarrive later. Obviously each
actionin S; and Sf processesipdatesime stamped with a continuoussegment of time. For any
nodex, let U (x) bethe setof updategprocessedn x. Theedgesn G arede”nedasfollows: Given
the maintenanceplansS; andS}, thereis anedgeconnectingwo nodes(R;, Ak") and(R;, Al’?)
if andonly if

U(R;, AK?) [(U(Rs, AI) # 0

We call an updatex is older thananotherupdatey (or in other words,y is younger than x)
if updatex arrives earlierthanupdatey. Let t,(x) (resp.t,(x)) be the time starmp of the oldest

(resp.youngestlupdateprocessedn nodex.

Lemma 3. For anytwo nodesx,,Y:, € Vs with time stanpsty, ty respectivelyif t; <t 5, then

ty (X)) < to(Xey)s 1 X4y, Vi, € Vi, thenty (Xy,) <to(Xe,)

Theproof s straightforwardsincewe processheupdatesn chronologicalorderand eachaction

in S! removes all updatesup to thattime.
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Lemma4. For anytwo nodesx,,,Y:, € Vs, with time stampst; <t » sud thatthey representwo

adjacentactionsin S;, there existsat mostonenodez;, € Vg sudithatt; <tz <to.

Proof. Supposenodesz;;,z;, € Vsi' areany two nodessuchthatt; <ts <ty < to. Itiseasy
to seethatatts, t,(z,,) > t 3 sinceactionz;, clearsal updatesup to t3. Then,if we follow the
maintenanceplan S; to t4, every tuple with time stanp tz <t < t4 will not processeaincethere
is no actionin S; during thattime period. In consequencehe number unprocessedpdatesat t4
beforez,, S! will not exceedthe number of unprocessedipdatesn S; at the sane time. Thus
it contradictsto the way we constructplan Sf aswe only clear updatesnvhenits numberis no less
thanthatin planS; atthe sane time. Therefore thereexists at mostonenodez;, Vsi' suchthat

11 <tz <to. Ll

Lemma5. For anytwo nodesx;,,Y:, € Vg with time stampst; <t , sud thatthey representwo

adjacentactionsin Sf., thenthere exists at leastonenodez;, € Vg, sudithatt; <tz <t».

Proof. Supposethereis noactionz;, € S; suchthatt; <tz <t,. Thenactionsx;,,y;, € Vg are

scontainedZn a pair of consecutie nodesin Vg, , which contradicts_emma 4. O]

Lemma6. InthegraphG = (Vs , Vg, E), thedegreeof each nodeA; € Vg, is nogreaterthan2.

Proof. ForanodeA; € Vg, taken at timet, its degreeis thenumber of neighboringnodesAi, € Vg
for which thereexistsan edgee € E betweenA, andAi,. We distinguishtwo casegdependingon

t andin eachcasethereis at mostoneneighboringnodefor A,.

Casel:t >t. If thereisno nodeAi,,t > t which is connectedwith A;, A; hasno neighboring
nodein this region. Otherwise, assune nodeAi, is the “r st neighboringnodeaftertime t. Since
t,(Al)) > t, thusfor any nodeAl,,t >t, by Lemma3,wehavet <t,(Al) <t,(Al,). Therefore
nodeA, never processeqry updatenodeA; processesandthusfor nodeA., thereis atmostone

neighboringnodeAl, € Vgt >t.

Case2:t <t. If thereisno nodeAi,,t <t which is connectedwith A;, A; hasno neighboring
nodein this region. Otherwise, let nodeAi,, Ai,, be the last andsecondast neighboringnodesin

Vg beforetimet. By Lenmab, thereis at leastoneactionA;, € Vg suchthatt < t; <t.
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If t4 = ¢t and Ay, is the only action such that ¢ < ¢; < ¢, then all updates time-stamped with
t € (t ,t] are not processed at ¢t in Vs,. Thus it is impossible st has more updates than S at ¢,
contradicting with the construction of plan S'. Therefore, there must exist an action A;, € Vs,
such that ¢ < ¢, < t. Since at time ¢ , plan S' has more unprocessed updates than plan S at ¢
and recall that we process update in chronological order, we have t < ty(At,) and it is easy to see
that ty(At,) < to(At). Therefore, ¢ < to(At). Thus the oldestupdate processed in node Ay is
time-stamped later than ¢ . In other words, node A; never processes any update which is processed
by A; . Therefore, there is no edge between node A; and A't . It is not hard to see that there does
not exist edge between A; and any node in st before ¢ . Therefore, for node Ay € Vs, there is at

most one neighboring node A't € Vs, t <t.

From the above analysis, there are at most 2 neighboring nodes for any node A; € Vs, and

hence the lemma is proved. U

Lemma 7. For anyaction A} € Vg,
Ay < >0 ),
A; N(AY
where f(A) is thecostof action A and N(A}) denoteghe setof neighbos of node A} in thegraph
G.

Proof. For node A} € Vi, let set of its m neighboring nodes be N(AD) = {A}, Ay, € Vs,,i =
1,...,m, each being connected with A{. By the way edge is defined, the updates processed in A't
is partitioned into m pieces, each processed in each of its neighboring node. Thus the total number
of updates processed in set N(A}) is no less than the total number of updates processed in A}. Let
ki be the number of updates processed in neighboring node A, and k' be the number of updates
processed in node A{. Then we have, k' < Eml ki. Due to the subadditivity and monotonicity of
cost function f,

m m

<> k=) <O k)
i=1 i=1

N GOES WO ETCHE Do
)

i=1 A; N(AL

28



We arenow readyto prove the main theoremof this section.

Theorem 1. OPT! 2. OPT.

Proof. LetamaintenanceplanS = OPT. WeconstructaplanS' = {Al} by ConstructPlan(S
Given the correspondingipartitegraphG (Vs , Vg, E ) for R;, by Lemma 7 the costof Slis,
oD Y > Ay
AleVy AleVy| AieN(A})
By Lemma 6, thedegreeof eachnodeA; Vg, is nogreaterthan2, thus,
YoFAD D> D Ay 2- ) (A
AleVy AleVy AieN(A}) Aj€Vs,
Recall the total cost of a planis summary of the costfor eachbasetable R;, therefore,we “ nish
proof of the theoremby summing up above inequality for updatefrom al basetablesR;,i =
1,...,n,

OPT™M %~ N~ f(A})

(R} Alevy,

2-3 " ) f(A)=2-0OPT

{Ri } Ai EVSi
]

As thefollowing exarmple shows, forary > 0, onecanconstructaninstanceof the problem

suchthatOPT®M (2§ ). OPT. ThereforeTheorem1 is tight.

Example 1. S& T =2m S 1 forsomem  N. Without lossof generality assune that1/ is an

integer ConsideronesinglebasetableR. Thecostfunctionf for R is de“nedasfollows:

(x/2)-dT 0 x 2
f(x)=
(1+/2)-dT x> 2/.
Note thatf is monotoneandsubadditve.
Suppose(2/ + 1) updateson R arrive ateachtime instance), 1, - - - ,2m S 1. Onecanshav
thatOPT*®M = (24 )m.dT andOPT (14 )m-dT. ConsequentlyOPT'M (2§ )OPT.

O
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2.3.3 Linear Cost Functions

In practice, the cost functions often demonstrate as the form f (k) = a-k + b, where b 0
and a > 0. In Section 2.5 we show that linearity exists in cost functions by experiments on real
systems. The linear cost function can be explained by an initial processing cost b followed by a
linearly increasing processing cost over the number of updates. In practice, the initial cost b is
typically incurred by some pre-processing work, e.g., loading the index structure into memory,
and once the pre-precessing work is done, cost increasing is somewhat constant a with increasing
number of updates. Obviously, linear cost functions satisfy both subadditivity and monotonicity.
Since for any plan, the cost paid for updates from any given R; is f{(K;) = & - K; + p; - bh where
K is the total number of processed updates from R; and p; is the number of actions in plan S taken
on updates from R;. Since K; is constant in [0, T], it is easy to see that cost only depends on the
number of actions p;j, which determines how many times the initial cost is incurred. A plan S is
optimal if it minimizes in:1 pi - k3. In other words, for a given optimal plan S = O PT, if we can
construct another plan S' which satisfies the constraints (C1) S (C3) such that, for each R;, the
number of actions taken on R; in S' is no greater than that in S, then we know S' is also optimal.

Hence OPTGM = O PT. Based on the analysis above, we prove the following theorem.
Theorem 2. IfforallR;,1 i n,fi(k)= a -k+b,b 0,a > 0 rhen OPTISM = O PT.

Proof. Given an optimal plan S = O PT, we construct S' as follows.

Suppose we have specified S'in [0, to] for some t, O (initially tg = 0). Given the known
arrival sequence of updates and response time constraint, we are able to know the next time instance
t >t ¢ at which an action needed to be added into Sil- Ift>T , we simply specify Alr appropriately
to clear all remaining unprocessed updates and we are done. Otherwise, let u;(t) be the time when
the last action is taken in [0,t] on Rj in S (u;(t) = O if no such action exists), and u} (t) the time
when the last action is taken in [0, t) on R; in S' (uj(t) = O if no such action exists). we determine

A't by the following procedure.

BUILDCANDIDATESET({Rj })
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1. R= ;

2: for eachR; do

3: iful(t) <u(t) then
4: R =R+ {R;};
5: ReturnR;

Now we only needto chooseR R, which is a minimal subsetof R suchthat, the action Al
which processeshe updatesrom al tablesin R , is avalid action. It is easyto verify thatS' is a

vaid plansinceeachactionin it isvalid. S’ satis“es constraintgC1) S (C3).

For eachR;, assune t; < t, aretwo consecutie time instancesvhere updatesirom R; is
processedn plan S!. From the way S! is constructedtheremust exist a time instancets such
thatt; <tz to, andupdatefrom R; is processedtts in planS. Hence,the number of actions
processingipdatedrom R; in planS! is no greaterthanthatin S anditistrueforalli =1,...,n.
In consequencegostof S' will be no greaterthanS = O PT becauseS! incurs no more initial

processingostthanS = O PT, thusS! is alsooptimal. Therefore OPT'CM = O PT. O

2.4 Algorithms

Dependingon knowledgewe know about the updatesequencend the view refreshtime, we pro-
posedifferent algorithns in different scenarios. Within the limited searchspaceintroducedin
Section 2.3, Section2.4.1 and 2.4.2 introducethe modeland ef* cient searchalgorithns assuning
perfectknowledgeof updatesequenceln Section2.4.3 andSection2.4.4 we discusshow to relax

theseassunptions.

2.4.1 Graph Model

Consideringthe lazy, greedy andminimal plansonly, we modelthe problemasa directedagyclic
graph (DAG) G(V,E) from time 0 to T. Eachsliceof G attimet consistsof a setof nodes,each

representinga possible stateof unprocessedpdatesbeforea valid actionwhentheresponsdime
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constraint is violated. By possible we mean that state is reachable if we follow a certain valid plan
from the beginning to time t. Thus we will not distinguish node and state any more. At time t
anode i is a set of binary tuples {(Zi,k')} which represents the number of unprocessed updates
from each base table at t before an action. For any node i, each outgoing edge represents a valid
action which can be taken on i. And, the end node of each directed edge indicates the time instance
when the response time constraint is violated again and another valid action has to be taken. Each
directed edge from node i is labelled by a valid action taken at i and is weighted by the cost of that
action. For any node its fan-out is the number of possible valid actions which can be taken on that
node. Figure 2.3 shows an example graph G, in which there are 4 valid actions j,t = [ 1, 4] which
can be taken at node i att = 1. At time O, the source node represents the state { (Z;, 0)}. And at
time T, each node is associated with an outgoing edge to the destination node, each modelling an
action of propagating all leftover unprocessed updates up to T and weighted by corresponding cost.
There is no other action at T except propagating all updates to refresh the view, thus the out-degree
of each node at T is 1. It is easy to see that G(V,E) models the complete search space of all lazy,
greedy and minimal plans. The correctness of the model is guaranteed by the following theorem.

We omit the proof for brevity.

Theorem 3. The set of edge labels along a shortest path between node Sour ce and destin ation in
G(V,E) makes a lazy, greedy and minimal maintenance plan in [0, T ]| with minimum cost, which is

equal to the sum of weights of all edges along that path.

Figure 2.3: Graph Model
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2.4.2 Informed Graph Search Algorithm

In Section2.3, we limit the searchspaceby consideringazy, greedyandminimd plansonly. Sec-
tion 2.3 providescostboundof the optimumwithin therestrictedsearctspaceconsistingof al such
plans. However, we still needto build a graphwhich modelsall such plansbeforewe cansearch
for the optimal planin thatspacewhich canbe expensve. In this subsectiorwe provide ef* cient

graphsearchalgorithns to obtainthe optimal planwithout exploiting the whole searchspace.

In constructingthe graph,we startwith nodesouice anddetermine the nodeat which we need
to take an action. Insteadof expandingall nodesin the orderwe meetthem we apply informed
best-“rst searclratherthanbreadth-'tst searctof the entire searclspace Speci” cally, we maintain
a priority queueQ containingall nodeswe have met but not expandedyet. Eachnodex in Q
is orderedby an evauation functiond(x) = g(x) + h(x) where g(x) is the minimum path cost
from source to x and h(x) is the heuristic to estimate the costfrom x to destination Suppose
thereare K; updatesof Z; from the time stanp of x to destinationin total, andlet p; be the
maximum nunberof Z; updateghatcanbebatchedgiventheresponsdime constraintdT, that is,

pi = MI N {pi|fi(pi) > dT}. Let x be {(Zi, k!)}, thenthe heuristicis computedasfollows,

n t .
00 = 3 {0 + ik + K0) madp)
i=1 !

Heuristic h(x) is admissiblesince it is always smaller thanthe actualcost from x to destination
Thusit isanA algorithmwhich is optimally ef cient, thatis, no otheragorithms expandfewer
nodesthanit [RN95]. For eachnodemet in searchwe maintaing(x) andits evaluationfunction
d(x) = g(x) + h(x). Initially d(x) = + oo for al nodes.We searchthe graph by the following

algorithm

A* -SEARCH

1: Q= (,x = source

2: while X # degdination do
3: N = expand(x)

4: for eachv € N do
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5: g = g(x) + cogt(x, V)

6: if v € Q then
7: g(v) = MIN{g,g(v)}
8: d(v) = g(v) +h(v)
9: else
10: g(v) =9
11: d(v) = g(v) + h(v)
12: ENQUEUE(Q, V)

13:  x = headQ]
14: DEQUEUE(Q)
15: Returnf (x);

In the above algorithm N = expand(x) returnsthe setof nodesresultingfrom expansion
of x, and [N | is the number of possibleactionstaken at x and cog(x, v) returnsthe weight of
edgefrom x to v, which is the cost of the correspondingactiontakenat x. Algorithm returnsthe
costof the optimal plan. However, if in the courseof spaceexploiting, for eachnodex we add
a backwardpointerto its immediate precedencenodey suchthaty is on the currentshortestpath
from sourceto x, thenwe canalsoobtainthe shortespathin reverseorderby following the pointers
backwardfrom destinationto souice The optimality of the algorithm is guaranteedby A search
algorithm[RN95]. PleasenotethatqueueQ only containsthe searchfrontier ratherall expanded
nodes. Theorem4 guaranteeshereis no repeatingexpansionfor ary node. In consequencef is

safeto make Q containingnodein thefrontier only ratherthanall expandednodes.

Lemma 8. If y is expandedafter x, then d(x) < d(y).

Proof. Assune N = expand(x), for ary nodez € N, if z € Q, then d(x) < d(z); otherwise
we add z into Q andd(x) < d(z) becauseal(z) = g(z) + h(z) = g(x) + cog(X, z) + h(z).
Due to triangleinequalityof heuristics,h(x) < cost(x, z) + h(z). Thusd(x) = g(x) + h(x) <
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g(x)+ cod(x, z)+ h(z) = d(z). Thereforeafter expansiorof x, forarny nodez € Q, d(x) < d(z).

Sincewe only expandnodein Q with minimum d, thelemma s proved. O

Theorem 4. Algorithm A« -Search never expandsa nodethat hasbeenalready expandedif the

heuristich(x) is applied.

Proof. Assune x is anexpandedhodeandnow we expandnodey. From Lemmas, d(x) < d(y).
If x € N(y), h(y) < cost(y,x) + h(x) dueto triangleinequality Thus,g(x) + h(x) = d(x) <
d(y) = g(y)+ h(y) <g(y)+ cost(y,x)+ h(x) Then, g(x) <g(y)+ cost(y, x). Thus,expandingy
will notchangeg(x) andthusd(x) is notchangedsither. FromLemma8, x will never be expanded

againlater U

2.4.3 Unknown Refresh Time

TLGM which is much easierto obtain

In Section 2.3 we discussplan OPT andanalyzeplan OP
thanOPT while its costis tightly boundedby 2 - OPT. In either casewe make explicit useof the
estimatedview refreshtime T. We generatanaintenancelanoptimizedfor thisguessed . Inthis
sectionwe discussthe situationin which the actualT is not equalto that we guessedn adwance.
For exanmple, a sensomay roughly periodically sanplesa view de*nedover the underlyingfast,
unpredictabledata streans. And therealso exists randominquiry to the view which may happen
ary time. In this scenario,a simple strateyy is asfollows. We generatemaintenanceschedule
optimized for the period Tp on which the view is accessedby the sensor The plan generateds
subjectto constraintgC1)...(8) in time intena [0, To]. Andwe simply follow this plan up to the

time whenthe view is forcedto be refreshed We repeatedlyexecutethis planif thereis no refresh
requesin timeintena [0, To].

To for which the planis optimized may not bethetime T whenview is forcedto berefreshed.
Let Sy, beaplanoptimizedfor Tg, and St,[t1, t2] bethesubsetof Sy, in timeintenal [t1, to]. The
intenal canbe eitherinclusive or exclusive. Pleasenotethatif t; = To, then Sy, [t1, t2] contains
the costto cleartheleft-over updatesat To; otherwise,if t; < T, St,[t1, t2] doesnot containsuch

clearancecostevenif theview isforcedto berefreshecatt,. Theoremb boundsthe maintenance
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costin the casein which the real view refreshtime T is no greaterthan Ty for which the plan

OPTY, is optimized.

Theorem 5. If costfunctionf;(k) = a; -k +b;foral1 i nandT Tp, thenthecostby

following OPT?I0 is upperboundedby

n

OPTr + b;
i=1

Proof. Dueto thelinearity of the costfunctions,we canignorethetotal actualprocessingcostand
focusonly on theinitial cost. LetQ! = OPTlT be anplanoptimizedfor T satisfyingconstraints
(C1) S (C3). By Theorem2, we know Q' = OPT7.

We constructanotherplan R! for thetime intena [0, To] thatsatis“es (C1) S (C3) asfollows.
In intenal [0, T), R' = Q. Thus,|Q![0,T)| = |R[0,T)|. At T, in R if the responsdime
constraintis violated,we adda valid actioninto R thatsatis‘es (C1) S (C3); otherwisewe add
nothinginto R’. Ininterval (To, T], we constructR! the same way aswe constructS' in proof of
theorem2 basecbnanO’ = OPTY, . R!isavalid plansatisfying(C1) S (C3).

Forany Z;, let ; bethenunberof updatesof Z; at T before thelastactionin Q!. Obviously ;

is alsothe number of updatesof Z; at T before thelastactionin R’.

€ If ; > 0, by theway R! is constructedjf R’ containsan actionof clearingupdatesof Z;
atT, |RYT,To]| | OYT,To]|; otherwise,|RL(T, To]| 1+ |OX(T, To]|, where |R|, |0}
arethe nurrber of actionstaken on updatesof Z; in planR! andO! within thegiveninterval.

Thusin eithercase,

IRUT,Toll = [RYT.T]+IRL(T, To]l

1+ |O}(T, Tol|
€ If ; =0, R!takesno actionon updatesof Z;. Then,since|R!(T,To]|  |OX(T, Toll,

Therefore,
IRIT. To)l  1+I|04(T,To]l, if ;> 0;
IRUT, To]l  |OY(T, Toll. if ;=0.

36



Sincewe only considertheinitial costfor eachZ; its total initial costis,

n

|00, To]l - bs

i=1
= OO, T| - b+ |OXT, To]| - b
i=1 i=1

Similarly, thetotal initial costof R' is
n
| RI[0, Toll - b
=1

= (IR0, T)| + |RIT, To]|) - b;
i=1

= (1QUO, T)| + |RUT, To]l) - bs
i=1

(IQHO, T)| + |OUT, Toll) - bi+ b

=1 € >0
= |QL[0,T)] - b; + b+ (JOUT, To]l) - bi
=1 € >0 =1
Since O![0, Tp] is optimall,
|00, To]] - bs |RI[0, To]l - bs
=1 =1
(10O, 11| - b; |QL[0, T)| - b; + b
=1 =1 € >0

Note that the right-handpart is the exactly OPTZT[O, 1] sinceterm 4 -b; modelsthe cost to

clearingall leftover updatesat 7" in Q. Thus,

(10{[0, T - b;  OPTZ[O, T]
=1

Pleasealsonotethattheleft handsideis OPTlTO [0, T"] which doesnot containcostto clearall left-
over updatesat T', which is upperboundedby ?:1 b;. Therefore after consideringthis cost,the

total costby following OPTlT0 is boundedby

OPTL[0, 7]+ b OPT[0,T]+ b
i=1 i=1
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If T > To, wesimply follow themaintenanceplan OPT%F0 in which at To weclearall remaining
unprocessedpdatesio mattertheresponsgime constraintis violated. Thenwe begin anew round
andrepeatOPT?IO. Pleasenotethatthis policy no longersatis‘es constraintsC (1) S C(3) atthe

endof every round. We canboundits costby following theorem

Theorem 6. Supposehelinearity of costfunctionsholdsanda maintenanceplan S is constructed

by repeatingOPTlTO if necessarylet OPT bea plan optimizedfor T, then,

n

costofS OPTr+ T/Tq - b;
i=1
Theorem6 extendsTheorem5to T > Ty. Obviously, theroombetweenOPT andS depends

onhow Tgpiscloseto T.

2.4.4 OnlineHeuristic Algorithm

In sore case we areunableto estimate T in adwance. It may be becausehe view is forcedto be
refreshedn completely randommanner Thusit is impossibleproposeany maintenanceplan in
advance. To handlethis situation, we proposethe following heuristicswhich is usedto take a valid
action and the resultingmaintenanceplan is lazy, greedyand minimd. Supposetime of the last
view refreshis 0 andat currenttime t, we are forcedto take a valid actionsince theresponsdime
constraintis violated. Let B (t) bethe costincurredduringtime intenal [0, t), and we needto take
avalid actionwhich clearstheupdatedfromZ { Z;}, asubsebf thebasetables.Lett + Atz be
thetime to take the next actionif we clearall updatedrom Z att. Then,we choosesetZ which
makes it a valid action satisfyingminimality propertyandthe heuristicfunctionH (Z, t) of Z at

timet satis“es,

B(t)+f(Z)

H(Zt) =
(2.1 ngn{lIzli} t+ Aty

where f (Z) is the cost paid to clear updatesrom Z. For eachZ, heuristic functionH (Z, t) is

incremrentally computablesince

AN
HZt) = min HZ t')-t+f(2)
ZC{Z;} t+ Aty
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wheret is thetime of lastactionwhich clearsupdatedrom setZ { Z}. In addition, if attime
t it is the“ rst actionsince the lastview refresh,thent = 0 and H(-,0) = 0. Time to compute
H(Z,t) is O(2") in the worst casein which we have to enumerateall possiblesubsetsof {Z;}.
But it is still acceptablesincein practicen is constantandvery small comparedwith the lengthof

updatesequencee g. in TPC-R usedin theexperiments,n 5.

2.5 Experiment

We conductproof of concepexperimentsof ouralgorithnsin differentscenario®n TPC-R database.

We choosethefollowing view from TPC-R which represents classof views de* nedover multiple
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tables.

SELECT MIN (S.supplycost)

FROM PartSupp AS PS, Supplier AS S,
Nation AS N, Region AS R

WHERE S.suppkey = PS.suppkey

AND S.nationkey

N.nationkey

AND N.regionkey R.regionkey

AND R.name = 'MIDDLE EAST’

The view above is an aggregation over a four-way join of base tables. There are two update streams
for table PartSupp and Supplier. We set up the experiments environment using IBM DB2
running on a Linux machine. First we time the cost of processing updates from each streams in
Figure 2.4. We time the cost from 1 to 400 updates by step of 5, and obtain other data points by
spline extrapolation. From the figure the update stream of Supplier shows approximate linearly
increasing cost over the number of updates due to the large size of partner table Part Supp which
contains 800, 000 tuples. In contrast, cost to propagate updates of Part Supp is fairly stable be-
cause table Supplier only contains 10, 000 tuples and multiple I/Os of loading index structures

is avoided.

We simulated naive, online and OpTLeM

algorithms and compare their performance for differ-
ent thresholds and different types of updates streams. We will explain the types of update streams
later in this section. The naive algorithm simply propagates all unprocessed updates once the re-
sponse time constraint is violated. The online algorithm uses the online heuristic introduced in Sec-
tion 2.4.4 to propagate updates if the response time constraint is violated. And algorithm OPT-CM

follows a maintenance schedule pre-computed by the optimizer. First of all, we need to verify that
the maintenance cost resulting from the simulator reflects the real cost correctly. Figure 2.5 com-
pares the cost for each simulated algorithm on the two uniform update sequences with length of
1000 updates for table Supplier and Part Supp. By uniform we mean that the update arrives

uniformly, and at every time instance there is one incoming update in each sequence. The response

time constraint is set to 20 seconds so that the update sequences are long enough to produce more
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than 20 timesof view refreshesn the naive algorithm From Figure 2.5 thereis neglectabledis-

crepany betweensimulatedand realcostandthusit con“rmsthevalidity of our simulation results.

Figure 2.6 shows the performanceof differentalgorithms on uniform updatesequencesor
differentview refreshtime T between100and1000secondsTheresponsgime constraintis setto
12 secondswhich is constant.MethodSIMULATEmodelsthe situation in which we do not know
the realrefreshtime T in adwvance and we just follow the maintenancescheduleoptimized for an
estimated Ty = 500 second=on uniform updatesequencesasdescribedn Section2.4.3. From
Figure2.6, apparentlyall otheralgorithns perforns muchbetterthanNAIVE. Moreover, algorithm
ONLINE and SIMULATE perforns very closeto OPTGM which is optimized for known view

refreshtime T andupdatesequences.

Pleasenote that method SIMULATEIn Figure 2.6 assunes uniform updatesequencesHow-
ever, in real application,the updatestreans might exhibit non-uniformty in boththe streamspeed
andthe number of updatesarrived at any time instance.Therefore we conductexperimentsto test
the robustnessof SIMULATE againstnon-uniform updatestreans. For eachupdatestream we
modelthe nunberof arrival updatesat any t asiid randomvariablesX ;. For ary integerk > 0, we

have

Pr {XZ = k}
1-p, ifk=0;
p x Pr{Y = Kk|Y >0}, otherwse.

where p € [0, 1] and randomvariable follows a normal distribution Y ~ N (u, 2). Paraneter
p models speedof updatestreamand paranetersy, 2 control its stability The arrival update
streamis uniformif p=1,u =1, =0. Weusep = 0.5andp = 0.9 to model slow andfast
streansand = 1, = 5 to modelstableandunstablestreans, andpy = 1 to keepthe mean
constant.Figure 2.7 shavs the resultsof experimentson all four typesof streans. Again, method
SIMULATEusesa pre-deternmed maintenancescheduleoptimized for uniform updatesequences
with view refreshtime as 500 seconds.Theresponsdime constraintis 20 secondsandT = 1000
seconddor all four typesof updatesequencesFrom Figure2.7, both ONLINE and SIMULATE

methodsoutperformNAIVE method at differentscalesfor differentstreans. Comparedwith the
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costof OPT“GM given known view refreshtime and updatesequencess IMULATE is quite robust
to the unpredictabilityin bothspeedandstability in updatesequenced-or stable updatesequences,
ONLINE performs closeto OPTMM put it is not as good as SIMULATE for unstable update

sequences.

2.6 RelatedWork

To the bestof our knowledge,this chapteris the “ rst work looking at view maintenanceproblem
from the new aspectof continuousupdateswith responsdime constraint. |t is alsothe*” rst work

of optimizing maintenancescheduleby exploiting the bene't from batchprocessing.

It is interestingto seethat new developrmentsof datamanagenent systens often bring up re-
juvenation of old problens. In pastdecadesmaterialized views have beenwitnessinga resur
gencedueto avariety of new applications.Amongnumerouswork on maintenanceof materialized
views, [GM994 senes asacomprehenste collection of recentresearcipaperghathave beendone
onviews in differentaspects.Incremental view maintenance[BT86][B CL89] [GMS93] [CW91]
[GL954, self-view maintenancgHuy97] [QGMW964 and datawarehousingZGMHW95][A ASY 97]

[GMLY 98] arethe focusesof most of researclon materializedviews.

The mostrelatedwork to oursis[CGL *+96], which proposesalgorithns to make deferredview
maintenance nsteadof refreshingview immediately upon updates.The key differencefrom our
work is that[CGL *96] aims to minimize view refreshingtime by selectvely maintaininga setof
baselogs and delta tablesand it doesnot exploit any bene't form batchprocessing.[LY GM99]
extends[CGL™96] by proposingalgorithms for optimal updatestrategies to minimize the total
work to maintain a setof views. [SBCLOQ] performs view maintenanceasynchronouslypasedon
conpensationqueries,but it doesnot addressary resourceconstraintproblens in the courseof
view maintenance[M QM 97] maintainsaggregateviews by batchprocessingupdatesn summary-
deltatablesand[L CR02] handlesgroupingboth dataand schena updateshut neitherexploits the

sub-additvity andasymmetry amongdifferentcomponentsof maintenanceost.

Among recentwork on adaptive query processingand continuousquery Eddies [AHOQ] pro-
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videsa framework supportingtuple level adaptvity in queryevaluation,but either batchprocess-
ing nor responsdime constraintis considered.The recentwork on datastreans like [MWA™* 03]
[M SHRO02a], etc. proposesalgorithns of processingcontinuousgueriesover continuousdata,but

nonof themconsiderghe problemin this chapter

The bin packing problemis a combinatorial NP-hard problemin computational complexity
theory In bin packingproblem objectsof differentsizesor volumes mushbe packed into a“ nite
nunber of bins with known capacityin a way suchthat the number of bins usedin packingis
minimized. In our problemsetting,at every actiontime, if we put all tuplesprocessedt that point
in abin whosevolume is de“ nedas thetotal processingcostatthattime, it is similar to bin packing
problemin asensewvetry to minimizetotal volume of al binsusedto hold all tuples.However, it is
not clearhow to mapour problemto the bin packingproblemdirectly becausé rst,we are packing
oneor more sequencesf tenporal orderedtuplesinsteadof a setof tuples,eg., we cannotpack
atuple beforeanotherearly arrived tuple from the sane relation; secondlyin our problemsetting,
we areunderthe constraintthatat at time, total processingcostof all unpacled tuplesmust be no
greaterthanresponsdime constraint. It is not clearhow to enforce suchconstraintin classichin

packingproblem

2.7 Summary

In this chaptemweintroducethe problemof ef* cientincrementalview maintenancever continuous
updateswith responsdime constraint. We proposesolutions basedon batch processing,which

exploit the asynmetry among differentcomponentsof maintenancecost. Differentsolutionsare
introducedfor differentscenarioglependingon knowledgeaboutthefuture. By limiting thesearch
spacewithin constrainedplansonly, we proposesub-optimal algorithns tightly boundedby the

global optimal algorithm We alsodenonstrateperformancegainby preliminary experiments.

Our work takesthe “ rst step toward the problemof ef* ciently maintaining views de“ned over
unboundednd unpredictableupdatestreans with limited resource.Thereare several lines along

which we canpushforwardourwork. First we planto incorporatéatchprocessingnto queryopti-
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mizerto generatequeryexecutionplan with batchoperator Second,in this work we only consider
the responsdime constraintand we planto extend our optimization framework to othertypesof
resourceconstraintssincecostsubadditvity extensvely existsin batchprocessingf differentlevel

of databasenanagenent systens.
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Chapter 3

Caching and Joining Data Streams

3.1 Introduction

Thereis an increasingheedtodayfor applicationgo beableto processn real-time high-speediata
streans suchas networktraces,' nancialdatafeeds,andsensoidatastreans. Becausef theirlarge
volumes and high arrival rates,streans are often processednline in high-speedmain memory in

orderto meetreal-time constraints[Spe03. Hence, ef’ cient usageof limited resourcesuchas

CPU and memory becones of pararmountimportance.

Join is ubiquitousin both traditional relational databasesystens and datastreamprocessing
systens, andis often one of the most resource-intenge operations. Without any constraintson
the input dataand its arrival order, accuratejoin processingrequiresan unboundedamount of
state.To getaroundthis problem mostsystens usethe sliding window join, which restrictstuples
participatingin the join to a bounded-sizavindow of the most recentinputtuples. However, even
with aboundedvindow, it is possiblefor theinputarrival rateto exceedthe CPU processingpeed,
or for the ampunt of join stateto exceedthe size of menory alocatedfor it. In thesesituations,
various forms of load shedding(e.g., [MWA ™03, KNV03, DGR3, TCZ'03]) areneededo drop
tuplesfrom theinput or thejoin state,resultingin inconpleteanswers.

In this chapterwe considerthe casewherethe sizeof memory is the primary bottleneck.Given
alimited amountof memory for maintainingthejoin state(which we shallalso referto asa cache),
we investigatetechniquedor choosingtuplesto discardfrom the join stateto minimize the «er-
rorZin the answer Various error measuresre discussedn [DGR03], and we chooseto focuson
MAX-subset which corresponddo the nunber of missingjoin resulttuples. A nunber of cache

replacemenbeuristicsfor sliding window joinsareproposedn [DGRO03], including:

0 Joint work with YuguoChenandJun Yang.
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e PROB, whichdiscardghetuplewith thelowestprobabilityto join with atuplefrom theother

stream

e LIFE, which discardsthe tuple with the lowestproductof its remaining lifetime (w.r.t. the

sliding window) andthe probability thatit joins with anothertuple.

Both PROB and LIFE make sensantuitively, but thereis little understandingf what conditions
make themgood (or bad) heuristics. Moreover, implicit in the de” nitions above is the assunption
that the distribution of join attribute valuesare relatively stationary;otherwise, the probability to
join with the other streamcould vary over time, making thesede“nitions ambiguous. The most
common incarnationsof PROB andLIFE, which we call PROB, andLIFE,, simply assune sta-
tionarydistributionsandusepastjoin probabilitiesto predictthefuture. However, in practice,input
streans often exhibit more complex behaiors, suchasincreasingrendsandrandomwalks, which
may renderheuristicswith shardwiredZ assurptions inadequate.Given known or obsered sta-
tistical propertiesof input streans, how do we exploit thesepropertiesto managethe cachemore
intelligently?

Considerthefollowing exanple. Supposeour datastreamprocessingystenreceves a stream
S of measurerantsfrom anetworkof sensorsThesemeasurerantsare timestanpedby thesensors
atthetime of measurerent. Ideally, thetimestanps would be perfectly orderedif therewere only
a single sensorand it communicatedto the systemusing a reliable protocol like TCP. However,
thereare many sensorsconmunicating with the systemat the sarre time using a low-overhead
connectionlesprotocol like UDP over a slow andunreliablenetwork. Thus, insteadof arriving
in order the timestanps may follow a discretizedooundednormal distribution centeredst current
time minus averagelateng, which moves right astime progresses.The pdf (probability density
function) of this distribution is shown in Figure3.1 (discretizatioris notshovn). Supposehereis a
secondstreamR of timestanpedmeasurerants of adifferenttype coming from anothernetwork of
sensorsThisnetworkis sloverandlessreliable,resultingin adistribution with highervarianceand
looserbound,which alsolagsdslightly behindthatof S. Supposeve wishto correlatemeasurerants
from R and S that were taken at the sarre time. The queryis an equijoin betweenR andS on

the measurerant timestanps. Intuitively, whenthe pdf curve for S moves over the join attribute
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value of a cachedR tuple, this tuple getsa chanceof joining with eachincomng S tuple, with a

probability given by Ses pdf atthattime.

Considerthe threetuplesz, y, and z from stream R in Figure 3.1 currently cachedaspart of
thejoin state. Which tuplesshouldwe chooseto discardwhenwe are low on menory? Intuitively,
it is bestto discardy sinceit has almost alreadysmissedZhe moving pdf of S andis therefore
unlikely to join with future S tuples.Unfortunately sinceit usesthe pastto predictfuture, PROB,,
might make the exactoppositedecision:y would be the besttuple to keepbecausét probablyhas
joined more timeswith .S in the pastthanz andz. Next, how do we choosebetweenz andz? The
optimal choiceis not clear On onehand,we canamguethat z shouldbe keptbecausat is expected
to generatemore resulttuplesthanzx over its lifetime. On the otherhand,z is closerto the peakof
Ses pdf andislikely to join immediately, Is it betterto reaptheimmediatebene’t of = or to beton
thelong-termbene’t of z? Anotherinterestingguestionmight be: overall, is it betterto discard R

tuplesor S tuples?

An olviousapproachs to make PROB or LIFE awareof any known future statisticalproperties
of the inputs, but how to take advantageof this information is unclear For exanple, in PROB,
shouldwe use the probability that a tuple x will join with anything in the future, or the average
probabilitythatz joins with anarriving tuple? Restrictingprobability computationto the slifetim eZ
of x seens reasonableput should we usethe lifetime of x within the diding window (if oneis
present) or the estimatedtime thatx will remain in the cache?Insteadof relying on intuition, we
pursueamore principledapproactio answeringthesequestions We developaframework to exploit
known or obsered satistical propertiesof input streans to make intelligent cachereplacenent

decisionsaimed at maximizing the expected nunmberof join resulttuplesthatcanbegeneratedrom

a7



the cache. Specifically, we make the following contributions:

€ To illustrate the complexity of the solution space, we develop an algorithm which considers
all possible sequences of future replacement decisions in order to make the best decision at
the current time. Despite its cost and deceivingly complete search space, we show that this

algorithm is not optimal.

€ We identify a condition between two cached tuples under which an optimal algorithm would
always choose one tuple over the other to replace. In several scenarios, testing this condition

alone allows us to obtain provably optimal cache replacement policies.

€ In case that the optimal algorithm is hard to find, we develop a practical heuristic that behaves
consistently with an optimal algorithm whenever the above condition is satisfied. We show

through experiments that our heuristic outperforms previously proposed ones.

A natural question is how our problem differs from the classic caching problem. Numerous
cache replacement policies have been proposed before, and all seem applicable here. However,
there is a subtle but important difference between caching stream tuples and caching regular objects.
When caching regular objects, we can recover from mistakes easily: the penalty of not caching an
object is limited to a single cache miss, after which the object would be brought in and cached if
needed. In contrast, in the case of caching stream tuples for join, a mistake can cost a lot more:
when a tuple is discarded, it is irrevocably gone, along with all result tuples that it could generate
in the future. Therefore, an optimal classic cache replacement policy, which simply favors those
objects that will be referenced first, may not be optimal for join state management, where references
beyond the first one also matter. Another contribution of ours is showing how the two problems can

be tackled under the same framework despite their differences:

€ We show that classic caching can be reduced to the problem of managing join states for
streams, and that it can be analyzed in the same framework, yielding provably optimal results
that agree with or extend classic ones. These “coincidences” further evidence the generality

of our framework.

Our framework can handle the sliding-window join semantics. For simplicity of presentation, we
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shallassune theregularjoin sermanticsin otherpartsof the chapter(althougta distribution canstill

beboundedss in Figure 3.1, effectively creatinga value-basedsliding window).

3.2 Problem Setup

We model eachinput streamS asa discrete-tine stochasticprocesg{ X | t = 0,1,...}, where
eachX J is arandomvariable representinghevalue of thejoin attribute of thetuple producedoy S
attimet. In general therandomvariableswithin a processnay not beindependentand stochastic
processegoverning differentinput streans may not be independentither For simplicity, we
assune thatthetime domainis Z* , and thatall randomvariablesarediscrete.We alsoassune that

all tuplestake the same amountof space.

Weareinterestedn boththeproblemof joining two streans and the problemof joining astream
with a databaseaelation. We shall refer to them asjoining and cacing problens, respectiely.
Although either probleminvolves both cachingand joining, we call the latter problem «cachingZ

becausdt correspondgxactly to the classiccachingscenario.

In the joining problem we perform an equijoin betweentwo streans on a join attribute. A
limited amountof memory canbeusedto cachetuplesfrom either streamto join with futuretuples
from the otherstream Tuplescanhave identicaljoin attribute valuesbut areassunad to be distinct
from eachother;for example, two R tupleswith the sane join attribute valuecanjoin with the same
S tuple and producetwo distinct resulttuples. Assuning that we know the stochastigprocesses
governing the input streans, we wantto devise a cachereplacenent strategy that maximizesthe

expectednunber of resulttuplesthatcanbe conputedwith the cache.

In thecading problem we performanequijoinbetweenareference stream andanon-strearimg
databaseelation Thereis limited memory to cachedatabasduplesto join with incomng stream
tuples. We assune that every streamtuple joins with exactly onedatabaséuple (i.e., a referential
integrity constraintexistsfrom the streanmto therelation). Asin the joining problem streamtuples
canhave identicaljoin attribute valuesbut areconsideredo be distinctfrom eachother However,

therecanbeonly onedatabaseuplewith agivenjoin attribute value. For eachincomng streamu-
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ple,we have a cachehit if the cachecontainsthejoining databaseuple, or a miss otherwse. In the
caseof amiss,thejoining tupleisretrieved from the databas@ndwe have the option of cachingit
afterwards Giventhe stochasticprocesgjoverning thereferencestream we wantto devisea cache
replacenentstrategy thatmaximizesthe expectednumberof cachehits (or, equialently, minimizes
the expectednumber of cachemisses).

Note thatthejoining problemassunes replaceduplescannotberecoreredonline Eliminating
this assunption mitigatesthe differencebetweenjoining and caching. However, for systens that
recover tuplesof’ine (e.g.,thoseusingthe Archive-metric[DGRO03]), joining and cachingare still

distinctproblers.

3.2.1 ReducingCaching to Joining

We now show that the cachingproblem can be reducedto the joining problem This reduction
allows us to tackle both problens undera uni ed framework, whoseadvantagewill be apparent
later Given a cachingproblemwith referencestreamR, to formulate it asa joining problem we
needto constructa secondstreamS to be joined with R. For eachreferencestreamtupler, let S
generatehe joining databaséuple s (onewith the same join attribute valueasr). Thuswe have,

for exanmle:

R : r% ok r2, 03 12

S : Sa- Sbv Sav SCI Sal"'

wherethesubscriptslenotevaluesof thejoin attributes. Intuitively, we maythink of S asassupplyZ
streamthat canbe usedto populatethe cache;indeed,since all cachemissesaresatis“ed by going
backto the databasethe joining databasduple at eachtime step is always suppliedto the cache
regardlesof hit or miss.

The above formulation doesnot quite work yet. Recall from earlierin this sectionthat the
joining problemassunes al input tuplesto be distinct. Unfortunately the supply streamS above
containsduplicateqe g., the sarre databaseauple s, appearshreetimes). Treatingthemas distinct

tuplesdoesnot work, becausdt would allow the unrealisticsituationof cachingmultiple copiesof
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the same S tuple at the same time; furthermore, the number of join result tuples generated would
not match the number of cache hits.

The trick is to tweak the join attribute values (and domain) as follows: In R, we replace the i-th
occurrence of value v with the pair (v,i S 1); in S, we replace the i-th occurrence of value v with

(v,i). Two pairs are equal if both components are. Thus, the example streams above are converted

into:
R r?a,o), r(1b70), r?ml), r?qo), r?ag),...
S S(a,l)v S(b,l)- S(a’Q), S(c,l)- 5(073)' .

To see why this transformation works, we make the following observations. (1) Neither stream

contains duplicates. (2) Each S tuple S, ;) can join with one R tuple (specifically, the first rf )

U,

to come in the future), provided that the S tuple is still cached at that time. (3) Each R tuple rfv )

can join with one S tuple (specifically, the last s, ) seen before the current time t), provided that
the S tuple is still cached now.

Observation (2) implies that each S tuple S, ;) can produce no more results after joining for the
first time with rfw.). Therefore, any reasonable solution to the joining problem will replace s, ;) at
time t when the next instance of S, ) arrives, thereby avoiding the unrealistic situation of caching
multiple copies of the same tuple at the same time. Observation (3) implies that no R tuple can
join with any future S tuples, so a reasonable solution will not cache any reference stream tuple,
which is consistent with the definition of the caching problem.

Excluding these unreasonable solutions (those that cache any reference stream tuples or multi-
ple instances of the same database tuples), which are obviously suboptimal, solutions to the joining
problem can be mapped to solutions to the original caching problem straightforwardly. Further-
more, the number of result tuples produced by the joining solution is equal to the number of cache
hits produced by the caching solution.

Let D the value domain of join attribute Vv for all tuples in reference sequence R = {rfv, k(v))}
time stamped on t and pair (v,K(Vv)) represents the (k(Vv) + 1)-th occurrence of value v, and we

construct another stream S as introduced above, then we formalize above argument by following

theorem,
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Theorem 7. 1 Givencache C with initial stateCy, attime 0, supposeR = {TEv,k(v))} , wherev D,
t Z7,isareferencesequencelet H(Cy, R, P) bethe nurber of hits generated by cache C for
referencesequence: undera reasonablereplacenentpolicy P, and J(Cy, R, S, P) is thenunber
of tuplesresultingfrom joining two streans R and S giventhe same cache Cy and replacenent
policy P. Then,

H(Cy, R, P) = J(Cy, R, S, P)

3.3 TheFlowExpectAlgorithm

In this section,we give analgorithm FLOwEXPECT for making cachereplacenent decisionsthat
try to maximizetheexpectedoene't of a“ xed-sizecache.Sincewe have shown thereductionfrom

cachingto joining, we shallfocuson thejoining problemhere.

In eachtime step, FLOWEXPECT asksthe following question: Giventhe contentof a sizek
cadhe and the two tuplesarriving at the current time ¢y, which two tuples shouldwe chooseto
discad nowin order to maximze the expectednunber of join resulttuplesthat can be geneated
fromthecacheduringtheinterval [¢, to +(]? Here, [ speci“es how far into thefuture thealgorithm
shouldlook ahead.ldeally; if we know thatwe are goingto conputethe join only up to a speci“c
timetes, or if we only careaboutmaximizing the numberof resulttuplesupto t.e¢ , we canchoose
| =tet S to. Aswewill seelaterin this section,alamge! slows down the algorithm In practice,a
smaller ! might suf' ce,assunng thatthe currentdecisionhaslittle in” uencefar into thefuture. In

generalhowever, adecisionmade basedon a smaller look-aheadmay not be optimal.

The answer to the above questionallows usto make a goodcachereplacenent decision(in the
expectedsense)or the currenttime only. In the next time step, FLOWEXPECT needsto askthis
questionagain, with the new cachecontentand the two newly arrived tuplesasinput. Asin OPT-
of” ine[D GRO3], we reformulate eachinstanceof the questionas a min-costnetwork” ow problem
The main differencebetweenOPT-of” ineandFLOWEXPECT is thatOPT-of” ineassunas complete

knowledgeof all futuretuplesandonly needsto be run once. On the other hand, FLOWEXPECT

LFor brevity, theproofof all theoremscorolariesandlemmain this chaper canbefoundin Appendk.

52



Figure 3.2: A network flow graph.

is an online algorithm that has complete knowledge of the past and the present, but only proba-
bilistic knowledge of the future. For this reason, FLOWEXPECT needs to use expected costs in the
flow graph; also, FLOWEXPECT has to recompute its decisions when more information becomes
available in each new time step.

Our main contribution here is not so much FLOWEXPECT per se, but rather the somewhat un-
expected observation in Section 3.3.4 regarding the optimality of FLOWEXPECT, which reveals
the complexity of the solution space. Readers familiar with OPT-offline [DGRO03] can skim Sec-

tion 3.3.1 while focusing on the difference between the two algorithms.

3.3.1 Constructing the Flow Graph

Intuitively, the network flow graph captures all possible cache traces from time tg up to time to + |.
The general form of the graph is shown in Figure 3.2. Between source and sink, the graph consists
of | vertical slices Gy, Giy+1, - . . Gyy+ 151, Where slice G; corresponds to the state of the cache at

time t.

The first slice, Gy, contains K + 2 nodes: k nodes represent the K tuples currently in the cache
at time tp, and the remaining two represent the tuples produced by the two input streams at time tg.

We call these nodes determined nodes (denoted by a black dot) since they represent tuples that are
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known atthe currenttime.

The secondslice, G, +1 , containscopiesof thek + 2 nodesfrom the previous slice,connected
to the respectre originals with horizontalarcs. Intuitively, a ” ow aong one of thesehorizontal
arcsmeansthat we keepthe correspondingtuple in cachefrom time tg to tg + 1. In addition,
two new nodesrepresenthe tuplesproducedby the input streans at time tg + 1. We call these
nodesundetermined nodes (denotedby a white dot), becausave do not know their join attribute
vaues(althoughwe assune thatwe know how the two randomvariablesare distributed). The two
new nodesare connectedo the duplicatenodes(thosecopied from the previous slice) with non-
horizontalarcs.Intuitively, a” ow along oneof thesenon-horizontalarcsmeansthatwe replacean

existing tuplein cachewith anewly arrived tupleat timetg + 1.

In generalslice Gt+1 is constructedrom dlice G; by copying al nodesin G; andadding two
new nodesfor the two tuplesarriving attimet + 1. Horizontalarcsconnectoriginal nodesin G¢
to their duplicatesin G;+1 , and non-horizontalarcsconnectduplicatenodesto the two new nodes.

Finally, all nodesin the* rstandlastslicesareconnectedo sourceandsink, respectiely.

All arcs have unit capacity and we pusha” ow of size k throughthe graph. Assune for now
thatthe” ow is integral (we will explainwhy later),i.e. the” ow on eacharciseither 1 or 0. Except
sourceandsink, eachnodehaseither in-degreeof 1 or out-degreeof 1, so it canadmit eithera” ow
of 1orno” ow a al. Therefore,a” ow of sizek throughthe graphconsistsof k pathsconnected
only at sourceandsink, but disjoint otherwise. Eachpathcarriesa” ow of size 1 andrepresentshe
sequencef cachereplacenentdecisionsmade during [to, to + | — 1] for a particularcacheslot.

We assigncoststo arcs accordingto the expectedbene'ts generateddy joining cacheduples

with incoming tuples. The variouscasesarediscussedelown. Sincewe are solvingfor a” ow with

minimum cost, the costsarenegatedexpectedbene'ts.

e A horizontalarc connectinga noden in G; to its copy in Gi+1 representghe action of
keepingthetuplefrom timet tot + 1. This actioncanpotentiallygenerateneresulttuple
by joining with the new tuplefrom the partnerstreamattimet 4 1. Supposehatn represents

atuplefrom streamS, which joins with partnerstreamR.

If nis a determnednodewith join attribute valuev, thenthis tuple will join with thein-
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coming R tuple at time t + 1 with probability Pr {XthH = V | Xt,}. This probability is
conditioned on Xt,, the history of all streams observed by the algorithm up to the current
time to. Therefore, we assign a cost of (S Pr {XtFjrl = V| Xt,}) to this arc.

If n is an undetermined node representing a tuple arrived at time t’ (tg < t’ t), then
this tuple will join with the incoming R tuple at time t + 1 with probability , Pr {th =
V. X{, = V|X}. Therefore, we assignacostof (S, Pr{X2=v X{&;=v|[Xq})

to the arc.

€ A non-horizontal arc connecting two nodes in Gy represents the action of replacing a tuple in
the cache with a newly arrived tuple at time t. This action does not generate any result tuple
at time t; the newly cached tuple might generate a result tuple at time t + 1, but that benefit
is attributed to the arc leaving the newly cached tuple. Therefore, we assign a cost of O to all

non-horizontal arcs.
€ For arcs leaving source, we assign a cost of O.

€ For arcs entering sink, we assign their costs by treating them as horizontal arcs out from
Gti-1-

We ignore the benefit at the current time (tg) because it is independent of current and future re-

placement decisions. We also ignore the benefit generated by joining tuples arriving at the same

time because they will be joined regardless of replacement decisions.

3.3.2 Solvingthe Min-Cost Flow Problem

By construction of the graph, each feasible integral flow of size k corresponds to a sequence of
cache replacement decisions during [to,t + | S 1]. Furthermore, it is not difficult to see that there
is a one-to-one correspondence between the set of all possible sequences of cache replacement
decisions and the set of all feasible size-K integral flows through the graph. The following theorem
states that the cost of a feasible size-K integral flow correctly reflects the expected benefit of the

corresponding sequence of cache replacement decisions.
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Theorem 8. The cost of a feasibleintegral "ow of sizek throughthe graph constructedin Sec-
tion 3.3.1 is the negatedexpectedbene“tgenerated by the cadhe during [ty + 1, ¢y + ] by following

the correspondingsequencef cachereplacenentdecisions.

Therefore,by solving for the min-cost” ow, FLOWEXPECT * ndsthe sequencehat maximizes
the expectedbene't, and thenfollows the decisionmade by this sequencet time ¢,.

The integral ” ow assunption is justi“ed by the fact that therealways exists an optimal ” ow
which is integgral, which follows from the obsenration that both the ” ow target and capacitiesare
integers.

Using an algorithm from Goldbeiy [Gol97], we cansolve themin-cost’ ow problemin O(n?m logn)
time, wherem is the nunber of arcs and n is the nunber of nodesin the graph. In our case this
boundtranslatego O((k + 1)31% log((k + 1)1)) for eachstepof FLOWEXPECT (see Appendixfor
detailedderivation), not even consideringthe work of constructingthe graph. Clearly, a larger {
further exacerbateshe problem Becauseof its conmplexity, FLOWEXPECT is simply not practical,

althoughwe canstill useit as ayardstickfor measuringhe effectivenessof otheralgorithms.

3.3.3 De“nition of Optimality

An algorithm A for making cachereplacenent decisionstakes four inputs: K, the setof tuples
currentlyin the cache NV, the setof newly arrived tuples,H, the sequencef all arrivals upto now,
andp, ajoint probability function of futuretuplesejoin attribute values(conditionedon H). The
algorithmoutputsthe new stateof thecacheasubsetof X' NV of size| K|. Given p andinitial K,
Ny, and Hy, considerasequencef subsequenarrivals N = Ny, Ny, ..., N;. Wede"ne f(A,N ),

the performanceof A on N, inductively asfollows:
€ fo=0.
€ Kit1 = A(Ki,Ni, Hi,p).
€ fit1 = fi+ > (Kit1, Ni+1), wherexx (K, N) denoteshenunberof resulttuplesproduced
by joining IV with K.
€ Hiy1 = HiNjy1.
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€f(AN)=f,

Again, note that we are ignoring the result tuples generated by N and those generated by joining
N; with itself, because they are produced regardless of A’s behavior. The expectedperformance
of A over sequences of | subsequent arrivals is defined by — Pr{N | Hg}f (A, N), where N is
any sequence of | arrivals. An optimal algorithm (w.r.t. a given |) is one with the highest expected

performance over sequences of | arrivals.

3.3.4 Suboptimality of FlowExpect

As expensive as FLOWEXPECT may be, it is not optimal, even if | is made as large as necessary.
The reason is that the min-cost flow problem solved at each time step only considers all possible
predeternmed sequences of future cache replacement decisions. The search space does not include
strategies that make future decisions onlinebased on the actual join attribute values of tuples when
they arrive. In practice, the problem is somewhat alleviated by the fact that FLOWEXPECT recom-
putes its decision at every time step using the most up-to-date information. However, it is still
possible for FLOWEXPECT to make suboptimal decisions.

To illustrate, we consider a small but carefully constructed example. Suppose that the cache
can hold only one tuple at a time. At the current time tg, the cache contains a tuple with join
attribute value of 1 from stream R. We also have some information about what streams R and S
will produce in the future (summarized in the table below): We know some for sure and others only

probabilistically. The symbol “S” represents tuples that do not join with other tuples or “S” tuples

themselves.

Time Join attribute value of | Join attribute value of

new R tuple new S tuple

to S 2

to+1 2 3 with probability 0.5

(S otherwise)
to + 2 3 1 with probability 0.8

(S otherwise)
to+3 2 with probability 0.5 | 1 with probability 0.8

(S otherwise) (S otherwise)
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The best three sequences of cache replacement decisions considered by FLOWEXPECT are:

€ Always keep the currently cached R tuple (1). The expected benefit is 0.8(attg+2) +
0.8(attg+3)=1.6.

€ At tg, replace the cached tuple with the new S tuple (2), and keep it afterwards. This se-

quence yields an expected benefit of 1(attg+ 1) +0.5(attg +3) = 1.5.

€ At to, replace the cached tuple with the new S tuple (2); at tg + 1, replace again with the
new S tuple (3 with probability 0.5), and then keep it afterwards. This sequence yields an

expected benefit of 1(attg+1)+0.5(attg+3)=1.5.

FLOWEXPECT would choose the first sequence because of its highest expected benefit, and there-
fore decides to keep the currently cached R tuple at tg. However, the min-cost flow problem fails

to capture the following strategy, which combines the last two sequences in a dynamic way:
S Atto, replace the cached tuple with the new S tuple (2).

S Attg+1, if the new S tuple has value 3, replace the cached tuple with this one; otherwise,

keep the cached tuple.
S From tg + 2 on, keep the currently cached tuple.

If at tg + 1 the new S tuple has value 3, the above strategy will have an expected benefit of
l(attg+1)+1 (attg +2) = 2; if not, this strategy will have an expected benefit of 1(attg+ 1)+
0.5(at tg + 2) = 1.5. Therefore, the overall expected benefit of this strategy is 2-0.5+1.5-0.5 =
1.75, which is higher than any predetermined sequence of cache replace decisions can generate.
Hence, FLOWEXPECT has made the wrong decision of keeping the cached R tuple at time tg.

The analysis above not only shows the suboptimality of FLOWEXPECT but also reveals how
vast the search space is. An optimal algorithm would need to consider all strategies that make con-
ditional decisions based on the join attribute values of new tuples observed at runtime. In general,
such a strategy can have a branching factor of (k ;2) for every future time step, and the conditional
expressions controlling the branches can refer to all values that might have been observed up to that
time step. An exhaustive search through this enormous space is clearly impractical. Therefore, we

need to develop simpler, more practical approaches.

58



3.4 A Practical Framework

Recognizing that the optimal solution might be too expensive to obtain, we now turn to a more
practical solution. We shall tackle the joining problem directly, and address the caching problem

through reduction to the joining problem.

3.4.1 Expected Cumulative Benefit

Given the knowledge of stochastic processes governing the input streams, we can calculate the
expected total benefit of caching a tuple over a period of time. Formally, at the current time tg,
for each candidate tuple X (either currently cached or just arriving at tp), we define the expected
cunulative bene“t function (or ECB for short) of X w.r.t. tg, denoted Bx( t) ( t > 1), as the
expected number of result tuples generated by joining X with tuples from the other stream over the
period [to + 1,tp + t]. ECB basically indicates how desirable it is to cache Xx. The following
lemma (with proof in appendix) shows how to compute the ECB. Here and thereafter, we use Vy
to denote the value of the join attribute for a tuple X. Recall that X, denotes the history of input

streams observed up to tg.

Lemma 9. Supposehatat currenttimetg, X is a candidatetuple from streamsS (to bejoined with

R). The ECB for x is givenby By ( t) = S0 .5 Pr{Xf = v, | X, }.

For the caching problem, this lemma also applies, although calculation of the ECB should be
based on the transforned streans after reduction to the joining problem (Section 3.2). It is straight-
forward to express the ECB computed by Lemma 9 directly in terms of the statistical properties of
the original referencestream as shown by the following corollary to Lemma 9 (again, see appendix
for the proof). Interestingly, the ECB of a database tuple turns out to be the probability that it is

referenced at any time in the given period.

Corollary 1. Supposeéhat at currenttime tg, x is a candidatedatabaseuple (to bereferencedby
streamR). The ECB for x is givenby Bx( t) =1 — Pr {2} 5 X& # Vi | X;,}. The ECB for

anyreferencestreamtupley is givenbyBy( t) = 0.
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expected cumulative benefit

Figure 3.3: Example ECBs.

Intuitively, when making a cache replacement decision, we want to remove tuples with the least
desirable ECB from the cache. As a concrete example, let us reconsider the three candidate tuples x,
¥y, and z from stream R in the example introduced in Section 3.1. In Figure 3.3, we plot their ECBs.
Between tuples x and y, we see it is intuitively better to cache x since we expect it to generate
consistently more benefit than y over any period of time starting now. The dilemma of comparing
x and z is also clearly illustrated by Figure 3.3. The choice depends on whether z is expected to
survive in the cache longer than the cross point of x and z’s ECB curves. If z is replaced too soon
(perhaps by some tuple with a better ECB arriving later), then it is better to cache .

The above example shows that not every two ECBs are “comparable.” Next, we formalize the
notion of comparable ECBs and prove that cache replacement decisions based on comparable ECBs

are optimal.

3.4.2 ECB Dominance Test

We say that an ECB By dominatesanother ECB By if By( t) By( t) forall ¢t 1 If
the inequality is strict for all ¢ 1, we say that By strongly dominates By. Two ECBs are
conparable if one dominates the other. The main theorem of this section, presented below, states
that if tuple x’s ECB dominates (or strongly dominates) tuple y’s ECB, then discarding x must be

no better (or worse) than discarding .

Theorem 9. Supposehere are currently two candidatetuplesz and y with ECBs By and By,

respectively(1) If By donminatesBy, thenthere existsan optimal algorithmthatkeepsr or discards
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y at the current time. (2) If B, strongly dominatesB,;, thenevery optimal algorithm must keepx

or discad y at the current time.

A formal proof can be found in appendix, but we will provide the crux for (2) here. Suppose an
algorithm A does not meet the above condition, i.e., A discards X at ty but keeps Yy from tg to some
t > ty. We construct another algorithm A that discards Yy at ty and keeps X from t( to t ; other
than this difference, A makes the exact same cache replacement decisions as A. It is easy to see
that the expected benefits generated by A and A differ by exactly B, (t Sty) SB,(t Stg). Since

B strongly dominates B, the expected benefit of A is greater than A. So A cannot be optimal.

Note that ECB is defined w.r.t. to the current time, and dominance tests can tell us optimal
decisions at this moment. Dominance relationships may change over time. Even if B, strongly
dominates B, now, at some later time t B, may strongly dominate B,. There is no conflict: it is

still better to keep X now, but if both survive until t , keeping y would be better at that point.

Dominance does not in general induce a total order on the candidate tuples. On the other hand,
we do not really need a total order to make an optimal decision. If we can find a set of tuples whose
ECBs are all dominated by the ECBs of tuples outside this set, then it is optimal to discard all
tuples in this set (provided that the cache needs to discard this many or more tuples). For example,
suppose that in Figure 3.3 there is another tuple w whose ECB dominates all others. If we need to
discard three tuples out of w, X, Y, and z, the optimal choice would be X, y, and z, even though X
and z have incomparable ECBs. If we need to discard only two out of four tuples, it is still safe to

discard y, but the choice between X and z is unclear. The following corollary captures this intuition.

Corollary 2. A subsetV U is called a dominated subset (w.rt. U)if u USV, v
V, B, domnatesB,. Supposdhe cace hassizek and the setC of candidatetuples has size
k+ k. If C is adoninatedsubsetof C with no more than Kk tuples,there exists an optimal

algorithmthat discads C .
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3.4.3 Heuristic of Estimated ExpectedBene“t

If there is no dominated subset with size equal to the number of tuples to be discarded, we need
heuristics to choose among tuples whose ECBs are incomparable. Many heuristics have been pro-
posed in previous work (e.g., PROB and LIFE [DGRO3] for joining, LRU and LFU for caching).
They may work really well for input streams with certain properties, but they cannot exploit the
knowledge about arbitrary statistical properties exhibited by the input streams. For instance, we

would not expect these “hardwired” heuristics to work well for the example in Section 3.1.

In contrast, our heuristic of estimated expected benefit (or HEEB for short) is based on known or
observed statistical properties of stochastic input streams. The advantage of HEEB is its generality.
We can apply HEEB to both caching and joining problems with any stochastic input (as we shall do
in Section 3.5) and obtain a cache replacement algorithm that works well for the given input (as we
shall see in experiments in Section 3.7). Furthermore, HEEB agrees with Theorem 9, i.e., it makes

optimal decisions on candidate tuples with comparable ECBs.

For each candidate tuple =, HEEB computes a value H,. Tuples with lowest such values are
discarded. H, is computed from the ECB B,( t) and another function L,( t), which estimates
the probability that x will still be cached at time tg + ¢. The choice of L, is fairly flexible and
can be fine-tuned for a particular input (more on this topic later). H, is defined as follows:

H, = B:(1)L.(1) + ((Bo( t) = Bo( t—=1))La( 1)) .
t=2
In the above, B,(1)L,(1) estimates the expected benefit generated by z at time ¢ + 1, and
(Bz( t) — Bs( t—1))L,( t) estimates the expected benefit at time tg + ¢ (since B, mea-
sures cumulative benefit, we need to take the difference in order to compute the benefit in a single
time step). Summing up these terms, H, estimates the expected total benefit of caching z. HEEB
favors candidate tuples with high estimated expected benefits. Convergence of H, can be ensured

by proper choices of L,, as discussed next.

2Note that Ly is only an estimate of the probability that HEEB will keep x alive in the cache at a given time.
It is not possible to use the exact probability to define HEEB; doing so would result in a circular definition.

To compute this probability exactly, we need to know how likely a future tuple might be considered by
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Applying Lemma 9 to the de”nition of Hy, we canobtainthe following equivaent de”nition
of Hy for acandidateuplex to bejoinedwith streamR.
He= Y (Pr{X{iar= W | X} Lx( 1).
At=1
For the cachingproblem applying Corollary 1 to the de“nition of Hy, we canobtainthe fol-

lowing equivalent de“nition of Hy for adatabaseuple x to bereferencedy streamR:

o0

He= Y (Pr{(Xfiac= ) (X = %) [ X} Ll 1),

At=1 to<t <t g +At
Choosing Ly~ Although the choice of Ly may vary, a good choice should have the following

properties:

1. Forall t 1,0 Ly( t) 1. Thispropertyisanobviousmustbecause x estinatesa

probability

2. Ly( t)isanon-inceasingfunctionof t( t 1). This propertyis alsoamust. Sinceex
is cachedattimety+ tZimpliesex is cachedatto+ tS 1,Ztheestimatedprobability of

theformer should be no greaterthanthatof thelatter

3. The choiceof L4 shouldensuee the corvergence of the sumde“ning Hy. Note thata suf” -
cient (but not alwaysnecessaryfonditionis thatthe series) "X;_; Lx( t) corvemes. we

formally stateand prove this claimin Appendix.

4. Supposebothx andy arecandidatetuples. If By domninatesBy, then Ly shoulddoninate
Ly, i.e, Lx( t) Ly( t) forall t 1. This property capturesthe intuition that, if
cachingx is alwaysno worsethancachingy, thenat any pointin time, the probability of x
beingcachedshouldbe no lessthanthatof y beingcached.This propertyensureshatHEEB
makes optimal decisionson tupleswith comparableECBs, as Theorem10 below (proven in

Appendix)indicates.

HEEBto bebetterto cachethanx (andthereforeeplacex). However, HEEB decidesvhatis betterbased

onlL, itself.
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5. Suppose x and y are candidate tuples. If By strongly dominates By, then Ly (1) > 0. This

property rules out constant zero Ly functions, which trivially satisfy other properties.

Theorem 10. Supposdhe setof Ly functionsfor all candidatetuplessatisfyall “ve properties

above Then,Hy > Hy if By dominatesBy; also, Hy > Hy if By strongly doninatesBy .

It is fine to pick the same function Ly for all candidate tuples, which would trivially satisfy
Property 4. In fact, we use this simple approach in all our case studies; the details on choosing
Ly for each case will be presented in Section 3.5. A more accurate Ly for each individual x can
be derived by studying bothinput streams (not just the one that joins with ) and estimating how
likely a future tuple will replace x. However, it is unclear how much additional benefits such
accurate estimates can bring in practice, in order to justify the potentially high cost of computing
them.

It is interesting to note that particular choices of Ly lead to different instances of HEEB with
different assumptions and behaviors. Several examples are summarized in the following table.
Note that L™ and L™ do not guarantee the convergence of Hy in general, but they do guarantee

convergence for any caching problem.

Definition of L x Resulting H x Behavior

Lfized(At) = 1 for At AT, | Hfi®? = Bx (AT), the expected total benefit | Replace the tuple with leag bene“tin a
or 0 otherwise of X based on the assumption that all tuples are | “xed amountof time

replaced exactly att + AT

L (At) = 1 (for caching only) H = limat_ oo Bx (At), the probability | Replace the tuple lead likely to be used

that X will be referenced any time in the future in future

L (At) = 1/ At (for caching | H /™ = > At—1(Pr{xisfirst | Replace the tuple with the lowed ex-
only) usedatto + At | Xt,} [/ At), the ex- | pectedinverse waitingtime
pected value of the inverse of X’s waiting time

(the amount of time before X is first used)

Lew (At) =e AV (> 0) H X calculates the expected total benefit of X | Replace the tuple with the leag bene‘t
based on the assumption that the probability for | assumingexponentiallydeceasng proh.

X to remain in the cache decreases exponen- | toremain cached

tially over time

Our Ly of choice is L*P, because it guarantees the convergence of Hy'* and makes it incrementally

computable, which is useful for an efficient implementation, as we will see in the next subsection.
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The value of « should be chosen such that the estimated or observed average lifetime of a cached
tuple matches 1/(1S exp(S %)), the average lifetime predicted by L*P. We discuss how to choose

« for different scenarios in more detail in Section 3.5.

3.4.4 Efficient Implementation

Although HEEB has simplified the problem of comparing ECBs into the problem of comparing the
values of H,, computing H, can still be expensive, because in general its value can change over
time and therefore needs to be recomputed at every time step. In this subsection, we describe a set
of optimization techniques aimed at making HEEB more practical. In Section 3.5, we will see how

they are applied in different scenarios.

Time-Incremental Computation

Using the value of H, at the previous time step, sometimes we can compute the value of H, at
the current time incrementally. Certain choices of L, (e.g., L™ and L°?) make H, amenable
to incremental computation, while others (e.g., L*”) do not. It also helps for input streams to
be governed by independent stochastic processes; otherwise, probability calculations at the current
time might be conditioned differently from those at the previous time step, making time-incremental
computation difficult. Corollaries 3 and 4 below show how to calculate H;"” (defined using L¢*P)
incrementally over time for joining and caching problems. Corollary 4 also applies to H. f;nf simply
by treating o as . These corollaries, proven in Appendix, follow directly from the definition of

H, and L%?, and the calculation of B, (Lemma 9 and Corollary 1, respectively).

exp |

Corollary 3. Supposehatz is a candidatetuplefromstreamS (to bejoinedwith R). Let H, ' 54

denotethevalueof HS™ attimety S 1 and HS™?

xz,to

the value at time ¢q. If all stochasticvariables

for R and S are independenthen

xT

exp _ 1 exrp - R _
HP = eV HiP o) SPr{X[l= v}

Corollary 4. Supposdhat x is a candidatedatabasetuple (to be referencedby stream R). Let

H;'"s, denotethevalueof H;™ attimeto S 1and H, the value at time . If all stothastic

xz,to
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variablesfor R are independenthen

b e/ H Ts1 SPr{X{i = v,}
mto 1S Pr{X [t = v,}

Value-Incremental Computation

While time-increnental computation makes it ef* cient to updateH , for a tuple dready in the
cachejt doesnot addressow to calculateH ,, for a new tuple. Thankfully, we may be ableto use
theH , value of an existing tuplex to computeH . for anew tuplex incrementally. To explain, we
needto review sormre terminology. A stochastiqprocess X} with a deterministic trendare often
modelledasfollows. X; = f (t) + Y, wheref (t) is afunctionthatcaptureghetrendof value over
time, andal Y:es, representingnoise,arei.i.d. (independenthandidenticallydistributed)and have
zeromean. Supposethat f (t) eitherincreaseor decreasetinearly over time. For instancethe
motivating exanmple in Section3.1 is onesuchprocessvith boundednormel noise. Considertuple
y attimeto andtupley attimet in Figure3.1, which lie at the sarne offsetrelative to the moving

R distribution. Intuitively, they should have the same ECB (andthereforeH ,"” attime to should

exp

beequalto Hy

attimet), becausg andy seetheexactsane futurefrom theirrespectre frames
of reference.This intuition is formalized in the corollary below, which is proven in Appendixand

follows directly from the de“nition and calculationof ECB.

Corollary 5. Supposehat x is a candidatetuple to be joinedwith stream R modelledby X 2 =
at+ b+ Y%, wherea = 0 andY,?es arei.i.d. andhavezeo mean.Let B, ,( t) denotethe ECB
attimet for a tuplewith join attribute valuev. Then B, ;( t) = Bysq 5y ( t)foral t 1

andanyt .

To applyCorollary 5 to anew tuplex, we can“ nd acacheduplex whosejoin attributevalueis

closestothatof x, i.e., |v, Sv,|issmallest.Lett = to+ (v, Sv,)/a. Accordingto Corollary5,

exp
z ,lo

H,% = H . H canthenbe incrementally computedfrom H

z,to x,t

using time-increnental

conputation.
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Precomputation

Both time- and value-increnental technigueshandle only independenstochastigprocessesthey
do notwork for popularmodelssuchasAR(1) andrandomwalk, wherethe valueto be generated
at the next time step may dependon the value generatedt the currenttime. Thus, an aternatve
techniquebasedon preconputationis neededfor streans of theform Xy = ¢+ X1 + Yi,
where ( speci‘es a constantdrift at every time step, ; controlsthe value contrikution from the
previous time step, and Y; s, representingnoise,arei.i.d. and have zeromean. As the following
theoremshows, we canpreconputea functionfrom which Hy canbe calculatedat runtime for ary

tupleat any time.

Theorem 11. Supposéhat steamR is modelledby XR = o+ 1X¢_1 + Y}, where | =0
andYRss are i.i.d. and havezeio mean. Let x; denotethe valueof X} observedatt. (1) There
exists a functionhy(+, -) sud that, for any currenttime ty, for any candidatetuple x to be joined
with R, Hy = ha(vx, Xt,), providedthat L« (At) is a time-independenfunction L (At, vy, Xt ).
(2) For | = 1, there exists a functionhy (+) suc that Hy = hy(vx S Xy, ), providedthat L is a

time-independenfunctionL (At, vy S X, ).

The goodnews of Theoreml1 isthatbothhy; andh; aretime-independento preconputation
is feasible. The requirenments on Ly are easily met by al exanple choicesof Ly discussedn
Section3.4.3. In Appendix,we give a constructve proof to the above theorem shaving how h,
andh; canbe constructedf” ine. For eachinput stream we canpreconputeits h, or h; andstore
acompact,approximate representationline,allowing Hy to be computedef” ciently. We will see
anexanple of this approachin Section3.5.5. Thecaseof ;| = 1, correspondingo arandomwalk
with drift, is relatively simple becauseh; is just a curve to be approxinated. An AR(1) model,
with 0 < | 1] < 1, ismorecomplicatedbecausén, is a surface.Feasibility of the preconputation
approactdependon how compactwe make anapproxinate representatiomvithout sacri“cing too
much accurag. If an approximation requireslots of space,we might be betteroff usingthatspace
to cachemoretuplesandswitchingto asimplerLy (e.g., L *¢9 with asmall AT) thatallowsHy to

be computedquickly online.
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3.5 CaseStudies

In this section we illustrate the power of our practical framework in five scenarios. For each sce-
nario, we tackle both caching and joining problems. We show when it is possible to make optimal
decisions using dominance tests. As we will see, in simple scenarios, dominance tests alone of-
ten suffice. When they are insufficient, we show how to choose L, for HEEB and compute H,

efficiently using the optimizations in Section 3.4.4.

3.5.1 Of"ine Streams

If we know the sequence of join attribute values {ag, a1, . ..} to be produced by a stream in advance,
we may analyze the sequence as an independent stochastic process { X; } where Pr {X; = a;} = 1.
This scenario has little practical significance but nevertheless enables us to compare results with

known optimal offline algorithms.

For the caching problem, Corollary 1 tells us that, at the current time ¢g, the ECB of a database
tuple x is given by B,( t) =1 — ;g;o +t1 Pr{X; # v,}. Let t, denote the first time after ¢g
when v, appears in the reference stream. It is not hard to see that B,( t) is just a single-step
function that jumps from Oto 1 at ¢ = t, — tg. Clearly, dominance induces a total order on the
candidate tuples: B, strongly dominates B, if x is referenced earlier than y. Therefore, according
to Theorem 9, it is optimal to discard the tuple that will not be referenced for the longest time;
heuristics are unnecessary in this case. This result agrees perfectly with the well-known optimal
offline cache replacement policy LFD (Longest Forward Distance) [Bel66]. It is nice to see that a
straightforward application of our general framework leads naturally to an optimal policy for offline
caching.

For the joining problem, Lemma 9 implies that each tuple’s ECB is a step function with po-
tentially multiple steps. Each step corresponds to an occurrence of a joining tuple form the other
stream, and increases the value of the function by 1. In general, these ECBs are not compara-
ble. Since streams are offline, FLOWEXPECT is a better option. Because we know the entire input

streams deterministically, edge weights in the flow graph constructed by FLOWEXPECT will be
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either O or 1, and there is no need to recompute the min-cost flow at every time step. In this case,

FLOWEXPECT degenerates into OPT-offline [DGRO3], which is optimal.

3.5.2 Stationary, IndependentStreams

In the case of a stationary, independent stochastic input stream R, we can define a time-invariant
probability distribution function pg (v) = Pr {X} = v} for all t. This simple scenario is assumed
by many of the previously proposed cache replacement algorithms, again allowing us to compare

our results with these algorithms.

For the caching problem, Corollary 1 tells us that, for a database tuple X at current time tg,
Bx(At) =1— H:OZJ{OAJ:I Pr{XR # v} =1— (1 —pr(vx))>!. Obviously, for any two database
tuples X and y, By dominates By if pr(Vx) > Pr(Vy). Therefore, according to Theorem 9, it is
optimal to discaid thetuplewith thelowestreferenceprobability. This result agrees with the popular
LFU (Least Frequently Used) heuristic and the Ay algorithm [ADU71]. It was shown in [ADU71]
that A, is optimal for a stationary stochastic stream,* and that both LRU (Least Recently Used) and
WS (Working Set) can be seen as approximations to Ag. In [OOW99], it was shown that LRU-K is
an optimal approximation to A, given limited knowledge of past references. Our framework leads
us naturally to A, and provides an alternative proof that A is optimal.

For the joining problem, Lemma 9 tells us that, for a tuple X from stream S (to be joined with
stream R), the ECB of X at current time t( is By (At) = Z:S’(ﬁfl Pr(Vx) = Pr(Vx)At. Similarly,
if X is from R, By (At) = ps(vx)At. Clearly, all ECBs are ranked by how frequently a tuple’s
join attribute value appears in the other stream. By Theorem 9, it is optimal to discad the tuple
whosejoin attribute valueis leastlikely to appearin the other stream. This policy is basically the
PROB heuristic of [DGRO03]. Thus, our framework provides a proof of its optimality for stationary,

independent stochastic input streams.

3Actually, a stronger result is proven in [ADU71], which states that A, is optimal if pgr (V) is almost
stationary, i.e., the relative ordering of v by pgr (V) does not change over time. From the ECB, it is clear

that this result holds.
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3.5.3 Linear Trend, Bounded Uniform Noise

Caching Suppose that the reference stream is generated by X7 = f(t) + Y;®, where f(t) is
a non-decreasing integer-valued function, and all Y;?’s follow independent and identical bounded
uniform distributions over the interval [Swgr, wg] of integers, as illustrated in Figure 3.4 (ignore S
for now). The probability of Y;? assuming any particular integer value in [Swg, wg]is 1/(2wr+1).
The non-decreasing trend creates the effect of a “reference window” that moves right over time.
Using Corollary 1, we can compute the ECB for each database tuple x as follows. Note that it is
impossible for a candidate tuple with join attribute value greater than f(tp) + wg (assuming no
prefetching), because it would not have been demand-fetched.
€ Category 1: v, (S, f(to) S wg). By( t) = 0. Intuitively, tuples in this category have
already “missed” the reference window and cannot be referenced in the future. Because a

zero ECB is dominated by any ECB, it is optimal to discard any tuple in this category.

€ Category 2: v,  [f(to) S wr, f(to) + wg]. Let t, be the time when the reference widow

moves beyond v, i.e., t, = min{t | v, < f(t) S wgr}. Then, B,( t)=

1518 ,-L )¢ if t [Lt.S to);

2wrtl

1S (1S 2w;+1 Yele—to=1  otherwise.

Intuitively, the ECB stops growing once the reference window moves past the tuple. Fig-
ure 3.5 illustrates the ECBs for tuples under this category. Clearly, B, dominates B, if
tz  ty. Since f(t) is non-decreasing, it is not difficult to see that v, v, implies ¢,  ¢,.
Therefore, among tuples in this category, it is optimal to discard the one with the smallest

join attribute value.

Combining the two cases above and noting that tuples in Category 1 have smaller join attribute
values than those in Category 2, we have the following algorithm: discad thetuplewith thesmallest
join attribute value Its optimality follows directly from Theorem 9. Note the above analysis holds
for any non-decreasing trend function f(t), including nonlinear ones. In fact, the analysis can be
generalized to show that this algorithm is optimal for any non-decreasing noise distribution bounded
on the right. Interestingly, this case also turns out to be almost stationary[ADU71], and indeed, A4,

would behave in the exact same way.
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Joining Suppose that two input streams R and S have identical increasing linear trend function
f(t), but their noise terms follow independent bounded uniform distributions over two different
intervals, respectively. For simplicity, we shall assume that f(¢) = ¢, and that the noise intervals
for R and S, [Swr,wr] and [Sws,ws], are both centered at 0, with wr < ws, as illustrated
in Figure 3.4. It is straightforward to generalize the analysis to drop these assumptions. Using
Lemma 9, we can compute the ECB for each candidate tuple at current time £g. All candidate
tuples can be divided into five categories below, and representative ECBs are plotted in Figure 3.6.

The full ECB formulas are omitted here but can be found in Appendix.

€ Category R1: zis from Randvx (S ,to S ws]. These tuples have zero ECBs because

they will have already missed the window of .S at the next time step.

€ Category R2: z is from Rand vy (toS ws, to+wr]. These tuples will continue generating
benefits at the rate of Z\NS;H. per time step until the window of .S moves past them. It is easy to
see that, within this category, it is optimal to discard the tuple with the smallest join attribute

value, which will fall out of the window the soonest.

€ Category S1: z is from S and vy (S ,t0 S wgr]. Again, these tuples have zero ECBs

because they will have already missed the window of S' at the next time step.

€ Category S2: z is from S and vx (o S wr ,to+wr + 1]. These tuples will start generating

benefits at the rate of ﬁ from the next time step, and will stop when the window of R

moves past them. Within this category, it is optimal to discard the tuple with the smallest

join attribute value.

€ Category S3: x is from S and vy (to + wr + 1,tp + ws]. These tuples lie before the

moving R window; they will start generating benefits at the rate of > once the window
2wR +1

moves over them, and will stop when it moves past them.
From the analysis above (and intuitively from Figure 3.6), we see that ECBs for tuples in the same

category are comparable, but ECBs across categories may or may not be comparable. For example,

ECBs in Categories R1 and S1 are always dominated by others. However, between tuple x from

Vx —(to—ws) vy —(to—WR)
2wg+1 2wR +1

Category R2 and y from Category S2, By dominates By if

, but they are

72



incomparableotherwse. Therefore,in generalwe needHEEB to comparethem

For HEEB, we chooseL ®*P. We use (Wr + Wg)/ 2 asa very crude estimate for the average
lifetime of a cachedtuple, andchoose accordingly A more principled techniquewould be to
obsere the averagelifetime at runtime and adjust adaptvely. We plan to experiment with this
techniqueasfuture work. For this scenariosince eachinput processs independenandhaslinear
trendwith i.i.d. noise,we canuseboth value- and time-increnental computation. We reportthe

performanceof HEEB in Section3.7.

3.5.4 Linear Trend, Bounded Normal Noise

For the joining problem considerinput streans R and S generatedoy X /' = f #(t) + Y,% and
X7 = 19(t) + Y,° respectiely, with the increasindinear trendsf #(t) andf °(t). Supposethat
the noiseterms (Y, andY,”) follow independendliscretizedboundednormal distributions, which
areidenticalover time for eachstreambut possiblydifferentfrom the otherstream This scenario
correspond$o our motivating exanple in Section3.1. Sometimes,candidatduplesarecomparable.
Forinstancefor tuplesx andy bothfrom R, B, strongly domnatesB, if v, lies to the left of
f 9(t) andis fartheraway from f (t) thanv,, (eg. Figure 3.1). We leave the detailedanalysisto
Appendixfor brevity. In general,not all candidatguplesarecomparable aswe have alreadyseen
in Section3.4.1. Therefore HEEB is needed.

For the cachingproblem (with a single referencestreamR), it turns out that there might be
inconparablecandidateuplesaswell (seeAppendixfor details). Hence,HEEB is alsoneeded It
is easyto seethatthis caseis not almost stationary[ADU71], so A, doesnot apply.

As in the scenarioof Section 3.5.3, HEEB with L®*P is easyto implement in this scenario
thanksto both time- andvalue-increnental computation(Section 3.4.4). We roughly estimatethe
averagelifetime of a cachedupleto be thetime it takesfor f (t) to increaseby twice the standard
deviation of the noisedistribution, andwe choose accordingly The performanceof HEEB for

this scenarias reportedin Section3.7.
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3.5.5 Random Walk with Drift

For the cachingproblem considera referencestreamR generatedy arandomwalk X} = +
XR, + YR, where ( represents constantdrift over time and Y, s representi.i.d. zero-nean
steps.Once again,incomparableECBs may arise (seeAppendixfor details),so HEEB is needed.
Weuse L “*P andset tothesize of thecache.Basedon Theoremll we canpreconputeafunction
hR to facilitate calculatingH online. As an exarrple, we have preconputedh®R for threecases,
wherethe randomwalk steps(Y,R+s) follow normal distributions with varianceof 1, and the drift
constantg () are0, 2, and 4, respectiely. The threecurvesareplottedin Figure 3.7. Intuitively, a
larger positive drift tendsto make it more desirableto cachetuplesto theright of the currentmean;
thosethatare away by a constantmultiple of drift alsoreceve sone additionalpreferencebecause

YR will mostlikely be 0.

Interestingly if drift is zeroand randomwalk stepsfollow symmetric unimodal distributions
(eg., normel), a straightforwardanalysisof ECBs revealsthatin fact all ECBs are comparable,
andall candidatetuplescanbe ranked by their distancefrom the currentposition of the random
walk (again,seefppendixfor details). Accordingto Theorem9, it is thereforeoptimal to discad
the tuple whosejoin attribute valueis farthestaway fromthe most current reference As shown in
Figure3.7, HEEB agreeswith this optimal algorithmin the caseof zerodrift andnormal steps.On
the other hand,this scenarids not 0-order or almost stationary[ADU71], so A, is notapplicable.
This scenariois an example whereour framework is ableto derive cachingresultsmore general
thanclassicones.

For the joining probleminvolving a secondstreamS generatedy anotherrandomwalk, both
analysisand conclusionare similar to the cachingproblem and henceomitted for brevity (see
Appendixfor details). Basically we needto preconpute hR for R andhS for S accordingto
Theoremll, andstore their approximetions online for calculatingH . We reportthe performance

of HEEB for this scenarian Section3.7.
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3.6 Handling the Sliding-Window Semantics

We have assuned regular join senmantics so far for simplicity of presentation. However, recall
from Section 3.1 that most streamprocessingsystens usethe diding-window serantics, restrict-
ing tuplesparticipatingin the join to thosethatarrived during [ty — w, tg], where ty is the current
time. Incorporatingdiding windows into our framework is straightforward. Intuitively, as soon
asa tuple falls outsidethe window, it stopsgeneratingbenets andits ECB becones ” at. More
precisely for a tuple x thatarrived at time t, its *sliding-window ECBZis 0 if t, < to — w, or
min{B.( t),B.(t, + w — tg)} otherwise, where B is the regular ECB de“nedby Lemma 9.
All otherresultson joining in Sections3.4.1...3L.3 remain valid. Amongthe implementationtech-
niquesin Section3.4.4, time-increnentalcomputationrequiresverylittle modi“ cation,while value-
incremental computationand reconputationbecorre more conplicatedbecausef the dependeng
of HEEB ontuplearrival time.

As we have donein Section3.5 for regular join senmantics,we cananalyzevariousscenarios
andheuristicsunderthe sliding-window senmanticsusing our framework. To illustrate,considerthe
caseof stationary independenstreans. We have shavn that PROB is optimal underregular join
senanticsin Section 3.5.2. Unfortunately underthe slide-windon semantics, neitherPROB nor
LIFE is optimal. For example, considerthe threecandidateguplesbelown, wherep(x) denoteghe
(time-invariant) probability that anincoming tuple from the other streamhasjoin attribute value
V., and I(x) denotegheremaininglifetime of x w.r.t. the diding window (i.e., the number of time

stepsthatx will remain in the sliding window).
e Tuplexy: p(x1) = 0.50,1(x1)=1.
e Tuplexs: p(X2) = 0.49,1(x2) =50.
e Tuplexs: p(x3) = 0.01,1(x3) =51

PROB prefersx; to x, because(x1) > p(X2). However, this decisionseens rathershort-sighted
because s hasadecenfprobability to join andwill likely continueto beproductive longafterx; has

expired. Ontheotherhand,LIFE prefersxs to x; because(xs)l(x3) > p (x1)I(x1). However, this
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con“gurations.

decisionseens ratherpessinistic sinceit assunes thattherewill not be ary bettertupleto replace
x3 in thenext 50time steps(otherwisex; would have beenbetter).SinceECBsareinconparablen
this casewe needto resortto HEEB. A goodchoiceof L, would be amodi“ ed versionof L&*P that
setsL,. to 0 oncez falls outsidethe dliding window. This HEEB instancemakes amore reasonable
assumption abouttuple lifetimesin the cachethan PROB and LIFE. It weighs short-termbene'ts
more, yetit doesnotignorelong-termbene'ts. For the exarmple above, it will likely rankthethree

tuplesasfollows:. x>, x1, z3, whichis arguablythe most reasonabl@rder.
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3.7 Experimental Results

3.7.1 Dataand Queries

Insteadof experimenting with simple con“gurations(eg., stationaryindependenstreans, where
we have provably optimal results),we focus on more complex and interestingcases. We have
“ve experiment con” gurations. TOWER, ROOF, FLOOR,WALK, and REAL. The “r st four use
syntheticdataandthe lastoneusesa realdataset.

For TOWER, ROOF and FLOOR,inputstreamsR andS aregeneratedy independenstochas-
tic processewith lineartrends.Unlessotherwse noted,pdfssfor R andS drift atthesane constant
speedof 1, with R lagging onestepbehind.S; noiseterns are boundedzero-neandistributions,
wherethe boundsare[—10, 10] for R and[—15, 15] for S. TOWER andROOF correspondo the
scenarioof Section 3.5.4, with boundednormal noises. TOWERes noiseshave smaller standard
deviations(1 for R and2 for S) thanthoseof ROOF (3.3 for R and5 for .S). FLOOR corresponds
to the scenaricof Section3.5.3, with boundeduniform noises.Figure 3.8 shav the noisepdfes (of
S) for all threecon“gurations.

For WALK, input streans are generatedby two randomwalks as discussedn Section3.5.5,
wherethe stepsfollow discretizednormal distributionswith mean0 andvariancel. This con“gura-
tion is ratherpeculiarin thatthe two streans do not behae consistentlyover time: they frequently
diverge to the point thattheir pdfes arefar apartand completely disjoint. Thus,the number of join
resulttuplesis highly variablebetweenrunsandtendsto be much lower thanothercon*gurations.

ForREAL, we usethe Mebournetemperaturedatasetavailablefrom StatSci.org, whichtracks
daily tenperaturesor Melbourneover a periodof 10 years(3650 temperaturesn total). We feel
that self-joins on one data set are somewhat contrived, so we considerthe cachingproblem in-
steadjoining thetenperaturestreamwith a syntheticdatabaseelationthatstoresprojectedenegy

consunption level for eachtemperaturerange(every 0.1 degreeCelsius).
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3.7.2 Algorithms and Performance Metric

We haveimplementedOPT-of” ine[DGRO03], FLowEXxPECT, RAND (whichsimpy discardduples
atrandom),PROB [DGRO03], LIFE [DGRO03],and our heuristicHEEB. Pleasereferto Section3.5

for thechoiceof L4 for HEEB in syntheticdataexperiments.

LIFE requiresa sliding window to determne tuplese lifetimes. For TOWER, ROOF, and
FLOOR con“gurations,we use the bound on the noise distribution as the sliding window. We
make RAND and PROB aware of this sliding window, too, sothey always discardtuplesoutside
thewindow “ rst. Forthe WALK con“guration,however, thereis no window becausef the nature

of randomwalk, so we do notuseLIFE in WALK experiments.

For eachexperimentwith syntheticdata,we conduct50 runs,eachconsistingof two streans of
5000tupleseach.For eachrun, we measurehe performanceof an algorithmby the total number
of resulttuplesgeneratedifter a cachewarmup period(no lessthanfour timesthe cachesize). We
thenreportthe averagecountover al 50 runs. Althoughall runsfor the sane con*gurationshare
the sane dtatistical properties,eachrun is different. It turnsout that variancesin performanceare
small: under5% in all casesexcept WALK (for reasonsexplainedearlier) and experimentswith

extremely small cachesizes.

3.7.3 Synthetic Data Results

Figure3.9 comparesthe performanceof various algorithns acrossal syntheticdatacon“gurations.
The size of the cacheis 10, roughly athird of the memory requiredfor most algorithns to generate
most join results. The scaleis intentionally kept small so that FLOWEXPECT is feasible. OPT-
of” ineis the obviouswinneracrosgheboard,becausef its unfair advantageof knowing theentire

input streans in advance;all otheralgorithnms have at bestprobabilisticknowledgeof the future.

We see that HEEB beats RAND, PROB, and LIFE consistently, and even FLOWEXPECT in
most casesThe unimpressve resultsof FLOWEXPECT highlightits suboptinality dueto restricted
searchspace(Section3.3.4). PROB andLIFE (especiallyPROB) do notwork well whenatrendis

presentAsdiscussedn Section3.1, whenthe pastis usedto predictfuturein a simplistic manneg
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PROB tendto discardnew arrivals becauséhey tendto beleastfrequentlyjoinedin the past.LIFE
fareshetterbecausenew arrivals gainsone advantageby having longerlifetimes,but it still suffers
from the incorrectestimationof join probablity. RAND, although oblivious, turns out to fairly
conpetitive.

The amountof improvement achieved by exploiting statisticalpropertiesvariesacrosson” gu-
rations. For TOWER, algorithirs that correctly exploit its statisticalpropertieshave a hugeadwan-
tageover RAND, PROB, andLIFE. Thereasoristhatnoisesin TOWER have relatively small vari-
ancessothe model canmake fairly accuratepredictionswhich canbe usedeffectively in making
goodcachereplacementlecisions.As we move to FLOOR, this advantagediminishesas variances
grow larger andfuturebecones lesspredictable For WALK, nearfutureis still predictablewhich
gives FLowEXxPECT and HEEPan edge over RAND and PROB; however, variances of future ran-
domwalk stepscumulate very quickly, so no online algorithm comescloseto OPT-of" ine in its

ability to identify joins betweena presenttuple and onefrom not-so-neafuture.

To studythe effectof cachesize, we vary it from 1 to 50 andshow theresultsin Figures3.10...
3.13. In all caseswith more memory, al algorithns performbetterand eventually catchup with
OPT-of" ine (exceptfor the caseof WALK). For TOWER and ROOF, HEEB corvergesto OPT-
of”in e much fasterthan other heuristics. For FLOOR,HEEB still does well but is certainly not as

spectacularfor reasongliscusseaarliet

3.7.4 Look-ahead Distance

To study the effect of look-aheadof FLOWEXPECT, we conductexperimentson differentlook-
aheaddistance.Due to the constraintof computationabilities, we limit the streamlengthas 500
andmenory size 20. And the streans are generatedvith linear trendwith bounduniform noise,
asdescribedn section3.5.3. Figure 3.20 shows the effect of look-aheaddistanceagainstthe per
formanceof FLOWEXPECT. Obviously performanceof other heuristicsdoesnot dependon the
look-aheadlistance In general gffect of look-aheadlistancedepend®on the statistical propertyof
streans. Interestingly theexperimentshowsthatlook-aheadvith limited distance(AT = 5) brings

apparenperformanceimprovement but after that, the effecton performanceimprovement becones
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indistinguishable and unattractive given the exponentially increasing cost with longer look-ahead
distance. It is interesting to seek the reasonable look-ahead distance for FLOWEXPECT, which is

beyond the scope of this chapter and we leave it for future work.

3.7.5 Real Data Results

We perform a standard MLE procedure offline on REAL and obtained the following AR(1) model:
Xt =0.72Xt51 + 5.59+ Y;, where Y; is a normal distribution with standard deviation 4.22. We
compare the performance of LFD [Bel66] (the optimal offline algorithm), RAND, PROB, (essen-
tially LFU in this case), LRU, and HEEB for memory sizes from 10 to 300 For LFU and LRU,
we implement their perfect versions instead of approximations. For HEEB, we use L “*P with  set
to the size of the cache. The results are summarized in Figure 3.14. They are from one single run
since a real data set is used. Because temperature data exhibits a significant amount of locality (as
evidenced by the small gap between RAND and LFD), all heuristics perform reasonably well, with
HEEB leading the pack and beating LRU and LFU by as much as 20%for certain memory sizes.
Recall from Theorem 11 that HEEB for an AR(1) model is a surface ha(vy, Xt,). We precom-
pute and approximate this surface using bicubic interpolation of 25 control points equally spaced
over the domain. We have found this simple approximation satisfactory in terms of space, speed,
and accuracy (see Figures 3.16 and 3.17 for the actual and approximated surfaces). Better approx-
imation techniques will likely improve accuracy and/or reduce the number of control points. We

also plan to investigate the effect of approximation on the performance of HEEB as future work.

3.7.6 Memory Allocation

Recall the question we posed in Section 3.1: when is it better to discard tuples from one stream
instead of the other? We conduct a series of experiments with the TOWER configuration to see
how HEEB would decide. We start with R and S having identical statistical properties and no
lag between them. First, we make R lag behind S for 2 and 4 time steps, while keeping all other

parameters unchanged. Second, we double and quadruple the standard deviation of S’s noise, again
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keepingother paraneters unchanged. The resultsare summarized in Figure 3.15. The vertical
axis shaws the the fraction of cachetakenby R tuples. We seethat HEEB allocatesdessmemory
to streans that lag behind or have large variances. Intuitively, with lag, it is betterto cachethe
«leadingZstream becauséuplesfrom thestrearrbehindareunlikely to join with ary futurearrivals,
althoughthey canstill join with previously cachedtuplesfrom the leadingstream In the caseof
streans of differentvariances,assunng no lag, tuplesfrom the low-variance streamare aways
coveredZby the high-variancestream while many tuplesfrom thehigh-variancestreamfall behind
the low-variancestreamandthusshouldbe discarded.In both casesHEEB naturally matchesour

intuitions.
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3.8 RelatedWork

Thereis large body of recentwork in data streamprocessinggeneralissuesare discussedn the
suney papersof [Spe03. Our work canbe seenasoneform of load sheddingwhich dropstuples
for the purposeof reclairming memory andwith thegoalof droppingas few resulttuplesaspossible.
Load sheddingfor joins using randomdropsis consideredn [KNV03]. Samplingis usedasa
generalmechanisnfor load sheddingn [MWAT03]. Sampling-basedechniquegeg., [CMN99))

arethe methodsof choicewhenwe wishto producea statisticalsanple of thethe queryresult,but

they arelesseffective whenthequality of thejoin resultis measuredy the numberof resulttuples.
In additionto randomdrops, predicate-basetbad sheddingis usedin [TCZ03] to drop tuples
from value rangeswith low utilities accordingto QoS (quality-of-servicé speci“cations; results
in this chaptercanbe usedto improve the effectvenessof predicate-baselbad sheddingfor joins

whentheloss-tolerancaspecif QoS is considered.

The “rst paperto considerin detail the join load shedding problem underthe MAX-subset
measuras [DGRO03]. In [DGRO03],an optimal of’ine algorithmbasedon a min-costnetwork "ow
solver is presented.The same solver is usedasa building block for our FLOWEXPECT algorithm
(Section3.3). However, FLOWEXPECT is online: it attenpts to maximize the expectednumber
of the resulttuplesbasedon the given statisticalpropertiesof input streans, without knowing the
exactfuture. Variousonline heuristicsare alsoproposedn [D GRO03]. Usingour framework, we can
prove thattheseheuristicsare optimal in sone scenariospur heuristicagreeswith theseheuristics
in suchscenariosvhile outperforming themin others.

Our work is complementaryto the recentwork on reducingmemory requirenent of stream
processingdB SWO02] using k-constraints, which arerelaxed forms of join and arrival constraints.
While paraneterizedby k, they are still hard constraints On the otherhand,we exploit soft statisti-
cal propertieghatexposemoreoptimizationopportunitiesvhenresultconpletenesss notrequired.

A problem orthogonalto ours but essentialto the applicability of our framework is how to
identify statisticalpropertiesof inputsin the* rst place. Time seriesdataanalysisis an established
“ eld with many readily applicabletechniqgues Recentwork by the databaseonmunity addresses

ef’ cient online statistical analysisof streans (eg., [GKS01, BDMOO03] and mary more); some
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target specifically at time series (e.g., [CDH'02, ZS02]).

As discussed in Section 3.1, our problem is different from but closely related to classic caching.
There has been extensive work on caching since the 1960’s. An optimal offline algorithm, LFD
(Longest Forward Distance), is given in [Bel66]. In [ADU71], it is shown that, given a stochastic
model of page references, there is an optimal algorithm in terms of expected cost, but this algo-
rithm is infeasible to implement. An alternative Ay is developed and shown to be optimal for
references with almost stationarydistributions. A number of practical algorithms, such as LRU and
LRU-k [OOW99], are good approximations of Ay. As we will see in Section 3.5, straightforward
applications of our framework lead naturally to LFD and A, in scenarios where they are optimal.
Beyond these scenarios, analysis in our framework can also reveal optimal algorithms not covered

by these classic ones (Section 3.5.5 and more in [XYCO03]).

There is a large body of work on conpetitiveanalysisof caching algorithms, surveyed in [Ira96].
Competitive algorithms offer much stronger performance guarantees than algorithms that are opti-
mized for the average case, such as Ag and ours. In general, developing practical algorithms with
good competitive ratios is hard, although one can often do better by restricting the power of the
adversary or by giving the algorithm some knowledge of the input. We believe that average-case
analysis provides a good starting point for dealing with streams with good statistical characteriza-

tions. Competitive analysis would be a natural direction for future work.

Finally, it is worth noting that MAX-subset is only one of many possible measures for the qual-
ity of approximate answers. MAX-subset is appropriate if the goal is to accomplish as much as
possible with the cache while (roughly) leaving as little as possible for post-processing, analogous
to the Archive-rretric [DGRO03]. However, if a meaningful statistical sample of the result set is
more desirable, techniques in this chapter and most classic caching techniques are not directly ap-
plicable because they are naturally biased towards tuples (or objects) that generate many results (or
hits), causing them to be over-represented in the sample. More rigorous sampling-based methods
(e.g., [CMN99]) should be used in this case. Most recently, this problem is studied in [SW04].
MAX-subset is also considered by [SW04], although their models make specific assumptions about

the inputs that allow for more efficient solutions; our model is general.
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3.9 Summary

The primary goal of thework in this chapterthasbeento develop a principledapproacto the prob-
lem of joining streans with limited cachemenory, given known or obsened statisticalpropertiesof

inputstreans. We have developedaframework which allows usto make optimal cachereplacenent
decisiong(in terms of expectednunber of resulttuplesproduced)asedon ECB doninancetests.
Thesetestsnaturally leadto provably optimal algorithns in a number of scenariosin casethatan
optimal algorithm cannotbe found ef* ciently, we have provided a heuristiccalled HEEB, which

agreeswith all optimal decisionsidenti“ed by thesetests.We have denonstratedhe powver of the
framework in several casestudiesand veri“ ed the effectivenessof HEEB with experiments. We
have alsoidenti*ed the connectionbetweenjoin statemanagerent and the classiccachingprob-
lem, andshown that, by reducingcachingto joining, the two problerns canbe analyzedwithin the

same framework despitetheir subtle differences.

Asfuturework, weplanto furtherinvestigateaheappropriatenessf existing cachingtechniques
in the context of join state managenent. Coping with changeqeither permanentor transient)in
input characteristicss also important. Finally, we plan to considergeneralizationgo non-equality

joins, otherstreamoperatorsand metrics otherthanMA X-subset.
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Chapter 4

ScalableContinuous Join Query Processing

4.1 Introduction

Continuous query processing has attracted much interest in the database community recently be-
cause of a wide range of traditional and emerging applications, e.g., trigger and production rule
processing [WC96, HCH"99a], data monitoring [CcCT02], stream processing [Spe03], and pub-
lish/subscribe systems [LPT99a, CDTWO00a, PFJ™01b, DFKO05]. In contrast to traditional query
systems, where each query runs once against a snapshot of the database, continuous query systems
support standing queries that continuously generate new results (or changes to results) as new data
continues to arrive in a stream. In this Chapter we propose a novel technique for indexing and
processing continuous queries, with the goal of addressing the increasing challenge of scalability

in continuous query processing systems.

4.1.1 Challengeof scalability.

Formally, a continuous query defined by a relational expression Q issued over a database state D
initially returns Q(D); then, for each subsequent database update that changes the database state
from D;_4 to Dj, the query needs to return the changes between Q(D;) and Q(D;_1), if any. How
can a continuous query processing system handle thousands or even millions of such continuous
queries in a scalable way? For each incoming data tuple, the system needs to identify the subset of
continuous queries whose results are affected by the tuple, and compute changes to these results. If
there are many continuous queries, a brute-force approach that processes each of them in turn will

be inefficient and unable to meet the response-time requirement of most applications.

A powerful observation made by recent work on scalable continuous query processing is the

OJoint work with Pankaj K. Agarwal, Hai Yu, and Jun Yang.
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interchangeable roles of queries and data. Continuous queries can be treated as data, while each
data tuple can be treated as a query requesting the subset of continuous queries affected by the
tuple. Thus, it is natural to apply indexing and processing techniques traditionally intended for
data to continuous queries. For example, many index structures have been applied to contin-
uous queries to support efficient identification of affected queries without scanning through the
whole set (e.g., [HCH™99a] and others). In particular, consider range-selection queries of the form

a A bR, where A is an attribute of relation R and &;, by are query parameters. These queries can
be indexed as a set of intervals {[aj, ]} using, for example, interval tree [dBvKOSO00] or interval
skip list [HJ91]. Given an insertion r into R, the set of affected queries are exactly those whose
intervals are stabbed by r. A (i.e., contain r. A). With an appropriate index, a stabbing query, which

returns the subset of all intervals stabbed by a given point, can be answered in logarithmic time.

However, for complex continuous queries such as continuous joins, the problem of scalable
processing becomes a real challenge, because these queries act over two or more data streams
instead of a single data stream. As far as we know, most existing work on indexing relational
continuous queries has only focused on simple selection conditions or conjunction of selection
conditions, and there has been little work on how to scalably index complex continuous queries
such as joins, which are not only important in their own right but also essential in building more

complex queries.

4.1.2 Opportunity for optimization.

We propose a novel technique for indexing and processing continuous queries applicable to joins.
The main idea is to exploit clustering patterns in the set of continuous queries. For example, con-
sider continuous queries issued by stock traders for monitoring the market. Suppose these queries
include selections that restrict the stocks of interest to those with price/earning ratio within given
ranges. We expect many of these price/earning ratio ranges to overlap significantly (though not
necessarily to be identical), perhaps with a high-density cluster at low price/earning ratios because

traders tend to be interested in stocks with good value.

Such clustering patterns often arise in the continuous query setting. Following this observation,
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supposehatwe clusterthe setof continuousqueriesbasedon the similarity of their queryranges.
Then, like in theabove stocktraderexanple, we may be ableto identify a number of large clusters
(or hotspot$ containingthe majority of all continuousqueries. Let us call the queriesin these
clustershotspotqueries and the remaining queriesscatteed queries Our ideais thento index
hotspotqueriesand scatteredjueriesseparately The key is that, becausehotspotqueriesin each
clustersharesimilarity in their queryrangesthey canbeindexed in specialwaysthatsupportmuch
fasterprocessing.For scatteredqueries,on the other hand,we may use a traditional processing
methodthatis lessef* cient. Thehopeis thatscattemuerieswill bethe minority, so overall we gain
asigni“ cantspeedugn processingll continuousqueries.

Note that our approachnaturally leadsto fasterprocessingor more clusteredquery ranges.
In the unlikely worst case,i.e., whenmost query rangesare scatteredjt gracefully degradesinto
a traditional processingmethod, which is the bestwe cando becausahereis no opportunityfor

clusteredprocessing.

4.1.3 Contrib utions.

To materialize the ideaabove, we needto addresgwo main technicalissues:(1) how to identify
hotspotqueriesand their correspondingclusters,and keeptrack of theseclusterswhen continuous
queriesare insertedinto or deletedfrom the system (2) how similarity of queriesinsidea hotspot
canbe exploited to index and procesghemin an ef‘ cient manner The “ rstissueis discussedn
Chapter4.2. Thesecondssuedependsn speci‘c applicationsandisillustratedby threerepresen-

tative exanplesin Chapter4.3.

In particular the main contritutions of this chapterare asfollows:

€ In Chapter4.2, we introducethe notionsof stabbingpartition and stabbingsetindex (SSI
for short) as a tool to discover and exploit the clusteringpatternsof continuousqueries.
We furtherintroducethe notion of hotspotsto identify large clustersfrom the partition, and
presentf” cientalgorithms to maintain the hotspotswvhencontinuousgueriesare constantly

insertedinto and deletedfrom the system

€ In Chapter4.3, we show how similarity in the query rangeswithin eachhotspotcan be
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exploitedfor more ef’ cient processingWe give threerepresentatie exanmples:

(1) indexing continuousbandjoins [DNS91] whosejoin conditions check whetherthe

differencebetweentwo join attribute valuesfalls within some range;
(2) indexing continuousequalityjoins with differentlocal rangeselectionsand

(3) building a high-quality histogramfor a setof intenals in linear time for selectvity

estimation.

€ In Chapter4.5, we presenta framework which is able to dynamcally routeinconing event
to the most promising query plan basedon run-time statistics. We exploit the query plan

spacejdentify the statisticswe needto monitor and build costmodelsfor plan aternatves.

€ In Chapter4.6, we demonstrateéhroughexperimentsthatour new algorithms andprocessing
framework are very effective and deliver signi® cantly better performancethan traditional

approachefor processingalarge nunberof continuousqueries.

4.2 The Hotspot-Tracking Scheme

Consideraset! of continuousjuerieswhosequeryrangesare de“nedover anumericalattribute A.
Intuitively, if mary queryrangesof I containsome valuez A, then z is likely to be a «hotspotZ
for this setof continuousqueriest In generaltherecould be several hotspotsfor I, dependingon

thedistribution of the queryranges.

As continuousqueriesare insertedor deleted,the hotspotsmay also evolve over time. For
example, peopletendto pay more attentionto high temperaturesn summer, but moreto low tem
peratureswhen winter comes. Thereforewe needan ef‘ cient mechanismto keeptrack of the

evolution of the hotspots.The main body of this sectionis dedicatedo this task.

1This is the one-dimersional case. For multi-dimersional query ranges, one can project them to each

dimenson andtalk abouthotspotsin eachdimenson.
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4.2.1 Stabbing Partition and Stabbing Set Index

We begin by introducingsome tools for discovering and exploiting the clusteringpatternsof a set

of intervals.

De' nition 5. Let | bea setof intervals. A stabbingpartition of | is a partition of the intenals
of I into disjoint groupsl 1,14, ..., 1, suchthatwithin eachgroupl ;, a common point p; stabs
all intenals in this group(in otherwords,the common intersectiorof al intervalsin this groupis
nonenpty). We call the stabbingnunber (or sizg of this stabbingpartition, andp; the stabbing

pointof groupl ;. ThesetP = {py,---,p-} is calledastabbingsetof | .

D1 D2 %!

Lo

Figure4.1: A stabbingpartition of 10 intervals. I; and/, are(.4-hotspots.

An exanple of the stabbingpartition is shown in Figure4.1. It is not hard to seethat an
optimal stabbingpartition of a setof intervalsthatresultsin the fewestnumber of groups(i.e., is
minimized) canbe computedin a greedymanner asfollows. We scanthe intenals in increasing
order of their left endpoints,while maintaining a list of intenals we have seen. As soon aswe
encountemninterval thatdoesnot overlap with the common intersectiorof theintervalsin our list,
we outputall intenals in our list as a group, and chooseany point in their common intersection
asthe stabbingpoint for this group. The processthen continueswith the list containingonly the
newly encounterednterval. Thecostof this procedures dominatedby sortingtheintenalsby their
left endpoints.We referto the resultingstabbingpartition of | asits canonicalstabbing partition.
Note thatthe canonicaktabbingpartition hasthe smallest possiblestabbingnunmber, which we shall

denoteby (I ). We statethe above factasalemmafor futureuse.
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Lemma 10. Given a set | of n intervals, the canonical stabbing partition of |, whose size is (1),

can be computed by the greedy algorithm in O(nlogn) time.

We next brie”y introducethe generalframework of stabbing set index (SSI for short), which
is ableto exploit the clusteringpatternsof continuousqueriesfor more ef* cient processinglt will
later be instantiatedor speci“c usesin Section4.3. Givena setof continuousgueries,SSI works
by “ rstderving asetl of internvals from thesequeries,oneinterval for eachquery and cormputing
astabbingpartition| of | . SSI storesthe stabbingpointspy, ..., p; in sortedorderin asearchree.
Furthernore, for eachgroupl ; € |, SSI maintainsa separatalatastructureon thesetof continuous
queriescorrespondingo theintenals of | ;, which canbeassimple asa sortedlist, or asconyplex as
anR-tree. ThusSSl is conpletely agnosticaboutthe underlyingdatastructureused,which enables
usto apply SSI to differenttypesof continuousqueries.Intuitively, thefactthatintervalswithin the
sane group arestabbedby a conmon point enablesus to processhe setof queriescorresponding
to theseintervals more ef* ciently by ssharingZwork amongthem

Note that, as mentionedin the introduction,we actually only apply SSI to the subsetof large
clusterg(i.e., hotspots)n thestabbingpartitioninsteadf theentire setof clusters.Thereasoristhat
scatteredqueriesdo not bene't from the specializedechniquesiesignedto exploit clustering;in

fact,they incurextraoverhead.Thereforewe processscatteredjueriesusingtraditionalalgorithms.

4.2.2 Tracking Hotspots

Clustersin the SSI may be unbalancedgs illustratedby the following simple exanple. Suppose
that userinterestsfollow a Zip“ an distribution, widely recognizedto model popularity rankings
suchaswebsite popularityor city populations.In particular if we regard eachstabbinggroupasa
groupof usersinterestedn a common hotspot,Zipfes law stateghatthe number of querieswithin
a stabbinggroupis roughly inverselyproportionalto its rankin popularity Thatis, the nunbern,,
of queriesin the k-th largestgroupis proportionalto k—?, where is a positive constantcloseto
1. Supposetherearea total nunber of 5000 groupsin a stabbingpartition. Figure 4.2 shows the
percentag®f queriescovered by thetopk largeststabbinggroupsout of all 5000stabbinggroups

if the group sizesaregovernedby a Zip“ an distribution with paraneter < [1.0,1.2]. From this
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“ gurewe canseethattop-500 largeststabbinggroups(10% of all groups)cover about 70% of all

querieswheng = 1, and the coverageincreasesvith alamer 3.

Motivated by the above exanmple, we next introducethe notion of a-hotspots.

Definition 6. Let o > 0 bea* xed paraneter Supposel = {I1,---,1 } is a stabbingpartition
of I. A groupl; | iscalledan a-hotspot if |I;|  «|I|. Aninterval of I is calleda hotspot
interval (with respecto I) if it falls into an a-hotspot,and is calleda scattered interval otherwise

(seeFigure4.l).

In otherwords, if we think of the intenals in I as query rangesof the continuousqueries,
thenan a-hotspot/; containsatleasta fraction of al continuousgueries.Note thatthe nunber of
a-hotspotss a most1 /o« by de“nition.

It is quite easyto identify all the hotspotsoncea stabbingpartition| of [ is given. We next turn
our attentionto the problemof trackinghotspotsasintenels in I arebeinginsertedor deletedover
time. Whendesigningsucha hotspot-trackingschene, oneneedgo keepthe following two issues

in mind:

(1) Note that the de“nition of a-hotspotsdependson the speci“ed stabbing partition | of 1.
In orderto extract meaningfulhotspotsfrom I, it is importantto requirethatthe size of |

is assmall as possible,becausentuitively small stabbingpartitionsprovide more accurate
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pictureson how theintenalsin I areclustered.Thus,to keeptrack of a-hotspotsasintenels
areinsertedinto or deletedfrom I, one needsto maintaina stabbingpartition of I of size

closeto 7(I).

(2) LetS C I denotethe setof all scatteredntenals, andlet H = I \ S denotethe setof all
hotspotintervals. As the hotspotsof I evolve over time, intervals may move into S (from
H) or outof S (into H) accordingly Sincewe will be usingdifferentindexing schenesfor
S andH, itisdesirablefor ef* ciengy reasongo minimizethe nunberof intenals thatmove

in or outof S ateachupdate.

We next describean agorithm for trackinghotspotshat takes careof bothissues.Speci“cally, let
g,a > 0 be* xedparaneters;thealgorithmwill maintain a stabbingpartition| of I anda partition

of | intotwo setsly andls = | \ Iy thatsatisfythefollowing threeinvariantsal thetime:

(11) 1y containsall a-hotspotf |, and possiblyafew («/2)-hotspotsput nothingmore. Hence,

| < 2/a;
(12) Thesizeof | isatmost (1 +&)7(I) + 2/;

(13) Let S denotethesetof intervalsin thegroupsof | s. Thentheanortizednumberof intenals

moving into or outof S perupdateis O(1) (in fact,at most5).

We needthe following lemma, which saysthat one can maintain a stabbingpartition of I of
sizecloseto 7(I) in amortizedlogarithnic time per update.Katz et a. [KNSO3] “ rst proved this
resultby presentingan algorithm with the claimed performancebound. In Section4.2.3 we will
describeaslightly betteralgorithm thatis more suitablefor real-time applications,aswell assimple

andpracticalvariantsof the algorithm

Lemma 11. Let ¢ > 0 bea “xedparameter We can maintain a stabbing partition of I of sizeat

mast (1 + )7(I) atall times. The amortized costper insertionanddeletionis O (5! log | 1]).

The hotspot-trackingalgorithm works asfollows. At any time, we implicitly maintain a stab-
bing partition| of I by maintaining a partitionof | intotwo setsly andls =1 \ Iy. Weuse S to

denotethe setof intenalsfalling into thegroupsof | s, and H = I \ S to denotethe setof intervals
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falling into the groups of J. Hence, Jg is a stabbing partition of S, and Jg is a stabbing partition
of H. Initially when| = ,wehaveJ = ,Jg=Jg= ,andS = H = . A schematic view of

the algorithm is depicted in Figure 4.3.

_——— becomes -hotsp ot

——— e — T e T
JH I ‘ I : \—l—‘ js
Hotsp ot Intervals H Scatte red Intervals S

|
[ |

“———+— no longer (/ 2)-hotsp ot

Figure 4.3: Schematic view of the hotspot-tracking algorithm.

Insertion. When an interval is inserted into | , we first check if ~can be added to any group
I, Jm, such that the common intersection of the intervals in that group remains nonempty after
adding . This can be done brute-forcely in O(1/ ) time by maintaining the common intersection
of each group in Jz, or in O(log(1l/ )) time by using a more complicated data structure (e.g., a
dynamic priority search tree [McC85]); we omit the details.

If there indeed exists such a group |;  Jg, we simply add into | ; and are done. If there is no
such group, we add into the set S, and then use the algorithm of Lemma 11 to update the stabbing
partition of S, i.e., Jg. As a consequence, the sizes of some groups in Jg may become [I']. We
“promote” all such groups of Jg into Iz (because they become -hotspots). Consequently, intervals
in these groups should be moved out of S. We maintain the stabbing partition Jg of S by deleting
these intervals from S one by one and using Lemma 11 to update Jg. (But in practice, it might be
unnecessary to use Lemma 11 to update Jg, as the intervals are moved out of S in groups.)

Note that after an insertion, the size of | is increased by one. Therefore, the sizes of some
groups in Jz may become < (/ 2)|I|. We ”demote” all such groups of Jz into Jg (because they

are no longer (/ 2)-hotspots). Consequently, intervals in these groups are moved into S. We again
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use Lemma 11 to update | s by inserting these intervals into S one by one. Note that when these
insertions are finished, some groups in | s might again become new -hotspots, in which case we

“promote” these groups into |y as done in the previous paragraph.

Deletion. When an interval is deleted from |, the situation is somewhat symmetric to the
case of insertion. We first check whether is contained in some group of |y . This can be done in
constant time by maintaining appropriate pointers from intervals to groups.

If there indeed exists such a group | € |y, we remove from this group. The removal might
make | no longer an (/ 2)-hotspot (note, however, the other groups in |y remain (/ 2)-hotspots
because their sizes do not change but the size of | decreases by one.) In this case, we “demote”
I; into | s by inserting the intervals of | into S one by one and updating | s using Lemma 11.
Otherwise, we know that € S. Weremove from S and update | s accordingly using Lemma 11.

After that, some groups in | g could become -hotspots. We “promote” these groups into |

and remove their intervals from S as before.

Theorem 12. The above algorithm maintains the three invariants (I11)—(13) at all times. Further-

more, the amortized cost for each update is O( Stlog |l |).

Proof. (I11) Obvious from the algorithm. Initially Iy = (). The algorithm guarantees that: (i)
whenever a group in | s becomes an  -hotspot, it is promoted to | 4 ; and (ii) when a group in |y is

no longer an (/ 2)-hotspot, it is demoted to | 5.

(12) Since we used Lemma 11 to maintain | s, we have [Is| < (1+ ) (S) < (1+ ) (I). By (Il),

we also have |l | < 2/ . Hence,

H=Nul+Nsl <1+ ) (1)+2.

(I3) We prove this invariant by an accounting argument. Specifically, we show how to deposit
credits into the intervals of S and the groups of |y, for each insertion and deletion in |, so that the

following two invariants hold:

(i) at any time, each interval in S has one credit;
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(i) whenagroupof Iy isdenotedto | s, it hasatleast |l | credits.

If thesetwo invariantshold, thenwe can pay the costof moving intervalsinto or out of S by the
creditsassociatedvith therelevantintenals, asfollows. Whenan intenal moves outof S (because
of a promation), we simply pay this move-out by the one credit depositedn thatintenal. When
intervals are moved into S becausedf a denotion of agroupl; € Iy, notethatthe number of
intenvalsin this group, |1 |, isat most (/ 2)|I|. Sincel; hasaccumulatedat least |l | credits,we
use(/ 2)|I| creditsto payfor eachof the|l;| move-ins, anddeposittheremaining (/ 2)|1 | credits
to theintenals of |; sothat eachintenal hasone credit (becausehey now belongto S andthus
have to have onecrediteachby the* rstinvariant). Overall, sinceeachmove-in or move-outcanbe
paid by onecredit, thetotal nunberof intenals moving into andout of S over the entirehistoryis

boundedby thetotal number of depositedcredits.

How is the creditdepositedor eachupdatein | ? For eachinsertion , we alwaysdeposit2
creditsto eachgroupin Iy . Furthernore, if  doesnotfall into ary groupof Iy (recallthatin this
caseour algorithminserts into S), we depositanotheronecreditto . Since|ly| < 2/ by (11),
aninsertiondepositsatmost2 -(2/ )41 = 5 credits.For eachdeletion ,if belongsto agroup
I; in 1y, we deposittwo creditsto thegroup|; otherwisewe depositnothing. Clearly, if thereare
atotal nunmberof n insertionsanddeletions,the total nunmber of creditsdepositeds O(n). By the
discussiorof the previous paragraphwe thenknow thatthe anmortizednunber of intenals moving
into or outof S is O(1) for eachupdate.

It remains to show that (i) and (i) hold for the above credit-depositschene. By the above
discussionwe know that(i) is aneasyconsequencef (ii). Sowe only have to show (ii).

LetI; € Iy beagroupto be denoted. We know that|; waspromotedto |y at an earlier
time. Let xo bethesize of I; andng bethesize of | atthetime of its promotion. Alsolet x; be
thesize of I; andn; bethesize of | at the time of its denvtion. It is clearthatxy > n ¢ and
X1 < (/ 2)ny. Supposek insertionsand deletionsoccurin| betweenthetimesof promotion and
denotion. Thenny =ng +k — .

Becausdhesize of I; changedrom x to x;. At leastxy — x; deletionshappenedo thegroup

Ii (Xg — X1 might be a negative number, but it doesnot hurt our agument). Therefore,at least
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2(Xo S X1) creditsaredepositednto | ; by thosedeletions.Meanwhile, | ; alsoreceves 2 k credits
from thek insertions.In total, | ; must have accumulatedat least2(xo S x1) + 2k creditsfor the

time period from its pronotion to its denotion. Obsene that

2(x0 S x1) + 2k 2(n oS n4/2)+2k
= 2n0§ (n0—|—k§ )—|—2k
= no+ k +

(no +k é ) =ni.
In otherwords,| ; hasaccunulatedat leastn 1 creditsbeforeits denotion, asdesired.

Finally, the boundon the amortized costis a corollary of (I3) and Lemma 11. Note thatthe cost
for eachupdateis domnatedby the costfor updatingJg usingLenma 11. Sincethe amortized
number of intenals moving into andout of S is O(1) perupdate by Lemma 11, we know thatthe

amortizedcostfor updatingthe stabbingpartitionJg of Sis O( ~tlog|l|). O

4.2.3 Dynamic Stabbing Partition s

This sectionis devotedto anef* cientimplementationof Lenmall. Becauset is notaprerequisite
for the subsequentliscussion®f this chapteythis sectioncanbe skippedat thereaders discretion.

We “ rst obsene thatif onewere to maintain the smallest stabbingpartition of I (suchas the
canonicaktabbingpartition) asintenalsare insertedor deleted thenthestabbingpartitionof | may
conpletely changeaftera small constantnumber of insertionsor deletions.(A smple exanple is
omitted for brevity.) Thus,we resortto a stabbingpartition of approximately smallestsize. More
precisely we wantto maintain a partition of size at most (1 + ) (I ) for some paraneter > 0,
whererecallthat (1) is the size of the smalleststabbingpartition of | . Althoughthe quality of
the stabbingpatrtition is compromised, the bene't of resortingto an approximetion is thatthe cost
requiredfor maintaining such a relaxed partition is much lower thanfor maintainingthe smallest
one.

Typically we choose tobeasmall constant.Thevaue of canbeusedasatunableparaneter

to achiere ” exible tradeofs betweenthe quality of the stabbingpartition and the maintenancesost:
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asmaller € resultsin a betterstabbingpartition, but also increaseshe maintenancecost. Next we

describéen detail how to maintain the stabbingpartitions.

A simple strategy.

We sketch a lazy maintenancestrategy that guaranteeshe quality of the stabbingpartition. It is
very easyto implementand worksreasonablyvell in practice,but may performpoorly in theworst
case.

Let 7 beasetof n intenals,ands > 0 bea* xed positve paraneter. The lazy stratgy works
asfollows. We begin with the canonicalstabbingpartition | of I of sizery = 7(I) aswell asa
correspondingstabbingset P. Whena new intenal ~ is insertedinto 7, we simply pick a point
P ~vandlet P = P { p }; we aso createa singletongroup{~} andaddit tol. When an
intenal v is deletedfrom I, supposethat~ belongsto sonregroupl; 1. We then remove~ from
I;, and if I; becones empty aftertheremoval of ~, we aso remove I; from | andthe stabbingpoint
of I; from P. After eg/(¢ + 2) number of insertionsand deletions,we trigger a reconstruction
stage: we useLemma 10to reconstructhe canonicaktabbingpartition (whosesize is 7(1)) for the

currentl, which takes O(n log n) time.

Lemma 12. The above procedure maintains a stabbing partition of size at most (1 + €)7(I) at all

times.

Proof. Supposethis proceduremaintainsastabbingpartition! with sizeP. Then P (1+ — )70
atall times,becaus@achinsertionincreasethesize of | by atmostone,and eachdeletiondoesnot
increasehesize of | . Ontheotherhand,notethatinsertingan intenal into I doesnotdecrease (7),
anddeletingan intenal from I may decrease-(I) by atmostone. Thereforer(I) (1S — )70

atary time beforethereconstructiorstage.Hence,

€

Jo=(1+¢)(1S —

P (1+€8 yo (14 e)r(I)

+2

Thisimpliesthattheprocedurelwaysmaintainsastabbingpartitionof sizeat most(1+¢)7(I). O

The above stratgly canbe re“ned in several waysto improve its ef* ciency at runtime. For

example, for anewly insertedntenal ~, if therealreadyexistsa pointp; in the currentstabbingset
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that stabsy, and supposep; is the stabbingpoint for the group I;, thenwe cansimply add-~ into
I;, insteadof creatinga new singletongroup {~} in the stabbingpartition. A more carefulimple-
mentationis to maintainthe common intersectionof eachgroup, insteadof just a single stabbing
point. For eachnew insertiony, we checkwhetherthereexistsa groupwhosecommon intersection

overlapswith ~, and if so, add ~ to thatgroup.

The condition for triggering a reconstructiorstage (i.e., whenthe total number of insertions
and deletionsreaches:=7y/(c + 2)) canalsobe relaved. Let I denotethe setof intenals after
the lastreconstructiorend 7y = 7(I). Supposethatm intervals have beendeletedfrom I so far
sincethe last reconstruction(the total number of deletionsso far could be lamger becausesone
intenals may be insertedand subsequentlyleleted) thenwe invoke a reconstructiorstageonly if
|P| > (1 + ¢)(m90 — m), where | P| is the size of the maintainedstabbingsetat thattime. Note
that it is wealer than the old trigger condition, and henceleadsto lessfrequentinvocations of

reconstructiorstages.

A refined algorithm.

The amortized costperinsertionand deletionin the above simple stratgy is O(nlogn/(e7p)). In
[AXYY06], we describeare“ned algorithmfor maintainingthe stabbingpartitionin O(¢~! log n)
amortizedtime per update,by a carefulimplementationof the reconstructiorstagein the above
simple strat@y. Moreover, eachinsertionor deletion affectsonly one groupin the stabbingpar
tition. In the generalSSI schene, changesn the stabbingpartition often needto be propagated
to the datastructuresassociatedvith the groupsof the stabbingpartition. Our algorithm therefore
requiresinfrequentpropagationsndis suitable for real-timeapplications. Pleaserefer [AXYY06]

for detailedalgorithms andpseudocode.

Theorem 13. Let € > 0 be a fixed parameter. The above algorithm maintains a stabbing partition
of I of size at most (1 + €)7(I) at all times. The amortized cost per insertion and deletion is
O(e~'log |I|). Before the reconstruction stage, each insertion or deletion affects at most one group

in the stabbing partition.
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4.3 Hotspot-based Join Query Processing

In this sectionwe give threerepresentatie applicationsof our stabbingsetindex (SSI) and hotspot-
tracking schenes: scalableprocessingof continuousbandjoins, continuousequality joins with
local selections,and building histograns for selectvity estimation. Each of theseapplications
hasa somewhat different” avor, and achiares notableperformanceimprovement over traditional
processingiechniques. This list of applicationsis not meantto be exhaustve, but should help
illustratethe mainideaof ourtechniques.

In particular we considerthefollowing two typesof continuousqueriesover relationsR(A, B)

andS(B, C):
€ Equality join with local selections: AcrangeAR RB=SB CerangecS
€ Band join: R  sB_R.Becrange8 S

In equality join with local selectionsthe query parangters rangeA andrangeC in the local se-
lection conditionsare rangesover numeric domainsof R.A and S.C, respectiely. In bandjoin,
rangeB in thejoin conditionis arangeover thenumeric domain of R.B andS.B. Thesetwo types
of queriesare importantin their own right, and alsoessentiabs building blocks of more complex

queries.We give two exanmples of thesequeriesbelow.

Example 1. Consideralisting databasdor merchantswith the following two relations:
Supply(suppld, prodid , quantity ,...),

and

Demangtustld , prodld , quantity ,...)

. Merchantsareinterestedn trackingsupply and derand for products.Eachmerchant,depending
onits sizeandbusinesamodel, may be interestedn differentrangesof supply and demand quanti-
ties. Forexanple, wholesalersnay be interestedn supplyand denmend with large quantitieswhile

small retailersmay be interestedn supplyand demand with small quantities.Thus,eachmerchant
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de“nesa continuousquery

quantity €rangesS; SUpply quantity €rangeD; Demand

which is an equality join (with equalityimposedon prodld ) with local rangeselections.

Example 2. For an exanple of bandjoins, considera monitoring systemfor coastalde-
fensewith relationsUnit (id , model, pos, ...) andTarget (id , type , pos, . ..), where pos speci-
“ es pointson the one-dinensionalcoastline. We wantto getaertedwhenatarget appearsvithin
the effective rangeof a unit. For eachclassof units, e.g., gun batteries a continuousquerycanbe

de“nedfor this purposeeg.,

model= ' BB Unit Units .pos—Targets .poscerange type =’ surface ’ Target .

where BBis a “ ctitious model of gun batteries,range is the “ ring rangeof this model, andthe
selectioncondition on Target capturesthe fact that this model is only effective againstsurface
tagets. This continuousqueryis a bandjoin with local selectionsNotethatfor differentclassesof

units,the bandjoin conditionsaredifferentbecausef different” ring ranges.

4.3.1 Band Joins

We *“ rst considerthe problemof processinga group of continuousbandjoins, eachof theform

R S.B—R.B€rangeB; S.

When anew R-tupler arrives,we needto identify the subsetof continuousquerieswhosequery
resultsare affectedby r and compute changesto theseresults. The casein which a nenv S-tuple

arrives is symmetric.

Previous approaches

We“ rst notethatexisting techniquesasedon sharingidenticaljoin operationgCDTWO00a]do not

apply to bandjoins becauseeachrangeB; canbe different. The state-of-artapproachto handle
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continuous queries with different join conditions is proposed by PSoup [CF03b], where multiple
“hybrid structures” (i.e., data-carrying, partially processed join queries) are applied to a database
relation together as a group, by treating these structures as a relation to be joined with the database

relation.

Following the PSoup approach, we can process each new R-tuple r as follows. First, we “in-
stantiate” the band join conditions by the actual value of 7. B, resulting in a set of selection condi-
tions {S.B  rangeB; + r.B} local to S. Then, this set of selections can be treated as a relation
of intervals {rangeB; + r.B} and joined with S; each S-tuple s such that s.B stabs the interval
rangeB; + r.B corresponds to a new result tuple rs for the i-th band join. Depending on which

join algorithms to use, we have several possible strategies.

€ BJ-QOuter (band join processing with queries as the outer relation) processes each interval
rangeB; + r.B in turn, and uses an ordered index on S(B) (e.g., B-tree) to search for S-

tuples within the interval.

€ BJ-DOuter (band join processing with data as the outer relation) utilizes an index on ranges
{rangeB;} (e.g., priority search tree or external interval tree). For each S-tuple s, BJ-DOuter

probes the index for ranges containing s.B S r.B.

€ BJ-MJ (band join processing with merge join) uses the merge join algorithm to join the
intervals {rangeB; + r.B} with S. This strategies requires that we maintain the intervals
{rangeB;} in sorted order of their left endpoints (note that addition of r. B does not alter this
order), and that we also maintain .S in sorted S.B order (which can be done by an ordered

index, e.g., B-tree, on S(B)). Otherwise, BJ-MJ requires additional sorting.

Clearly, all three strategies have processing times at least linear in the size of .S or in the number of
band joins (the detailed bounds are provided in Theorem 14 below), which may be unable to meet
the response-time requirement of critical applications. The difficulty comes in part from the fact
that each continuous band join has its own join condition, and at first glance it is not clear at all
how to share the processing cost across different band joins. Our SSI-based approach overcomes

this difficulty.
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The SSI approach.

We now present an algorithm, BJ-SSI (band join processing with SSI), based on an SSI for the
continuous queries constructed on the band join ranges {rangeB;}. The index structure is rather
simple. Each group | in the SSI is stored in two sequences | jl and | J-r: I jl stores all ranges in |j in
increasing order of their left endpoints, while | J-r stores all ranges in | in decreasing order of their
right endpoints. The total space of these sorted sequences is clearly linear in the number of queries.

We also build a B-tree index on S(B).

\'/f>.‘—v_' ’,‘
§ T Y
N \ L
P
"'¢':J A —+ S(B)
| pj +b

Sl—b Sg—b

Figure 4.4: The SSI algorithm for band join processing. Arrows indicate the order in which

the intervals are visited.

When a new R-tuple r (a, b) is inserted, the problem is to identify all band joins that are affected
and compute results for them. In terms of the ranges that we index in the SSI, we are looking for
the set of all ranges rangeB; that are stabbed by some point S.B S bwhere s S.

BJ-SSI processes the new R-tuple r (&, b) in two steps: in the first step it finds all queries that

are affected by r, and in the second step it returns the new results for each affected query.

(STEP 1) BIJ-SSI proceeds for each group | in the SSI as follows. Using the B-tree index on
S(B), we look up the search key p; + b, where pj is the stabbing point for ;. This lookup locates
the two adjacent entries in the B-tree whose S.B values S; and Sy surround the point p; + b (or
equivalently, S; S band sy S bsurround pj , as illustrated in Figure 4.4). If either S; or Sy coincides
with pj + b, then it is obvious that all queries in | are affected by the incoming update (at the
very least the S-tuple with B = pj + b joins with r for all these queries). Otherwise, the exact

subset of queries in | affected by the incoming tuple can be identified as follows (see the left part
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of Figure 4.4): (1) We scan | jl in order up to the first query range with left endpoint greater than
s1 S by all queries encountered before this one are affected. (2) Similarly, we scan | jr in order up to
the first query range with right endpoint less than s S b; again, all queries encountered before this

one are affected.

To see that the above procedure correctly returns the set of all affected continuous band joins
in |, recall that all query ranges in |j are stabbed by the point p;. Any query range whose left
endpoint is less than or equal to S; S bmust contain S; S b (because it contains pj ); similarly, any
query range whose right endpoint is greater than or equal to Sp S b must contain S S b. On the
other hand, query ranges whose left and right endpoints fall in the gap between s; S band s, S b
produce no new join result tuples, because S; and S are adjacent in the B-tree on S(B ) and hence
there is no S-tuple s such that s.B  (s1, S2).

(STEP 2)  Once we have found the set of all affected queries in |}, we can compute changes to the
results of these queries as follows (see right part of Figure 4.4). Observe that the query interval of
each affected continuous query in the group | covers a consecutive sequence of S-tuples, including
either S; or Sp. Therefore, to compute the new result tuples for each affected query, we can simply
traverse the leaves of the B-tree index on S(B ), in both directions starting from the point pj + b
(which we have already found earlier), to produce result tuples for this query. We stop as soon as

we encounter a S.B value outside the query range.

In summary, BJ-SSI has the following nice properties:

(1) BIJ-SSI never considers a tuple in S unless it contributes to some join result or happens to be

closest to some stabbing point offset by b (there are at most two such tuples per group);

(2) BIJ-SSI never considers a band join query unless it will generate some new result tuple or

it terminates the scanning of some | jl or | J-r (again, there are at most two such queries per

group).

In contrast, BJ-QOuter, BJ-DOuter, and BJ-MJ must scan either all queries or all tuples in S, many

of which may not actually contribute any result. We conclude with the following theorem.

105



Theorem 14. Let n denote the number of continuous band joins, T denote the stabbing number,
m denote the size of S, and k denote the output size. The worst-case running times to process an

incoming R-tuple are as follows:

€ BJ-QOuter: O(nlogm + k),
€ BJ-DOuter: O(mlogn + k),
€ BJI-MJ: O(m + n+ k).

€ BJ-SSI: O(tlogm + k);

SSI + hotspot-tracking. Applying BJ-SS| to thesetl i of Theorem12 (i.e., thecollection
of hotspots),we immediately obtain an ef* cient algorithm for processingthe subsetof hotspot
queries. Note that|l ;|  2/«, henceby Theorem14 (with 7 2/a), we canthen processall
hotspotqueriesin O(a~'logm + k) time, which is a huge speedugin comparisonto the other

processingstratgjies.

4.3.2 Equality Joins with Local Selections

We now turn our attentionto the problemof processingcontinuousequalityjoins with local selec-

tions, eachof theform

O A€rangeA; R g p=snB OCerangeC; S.

Eachsuchquerycanbe representedby a rectanglespannedoy two rangesrangeC; andrangeA;
in thetwo-dimensionalproductspaceS.C x R.A, asillustratedin Figure 4.5. Supposethata new
R-tuple r(a, b) hasbeeninserted. In the productspaceS.C x R.A, eachtuple rs resultedfrom
joining r with .S canbeviewedasapointontheline R.A = a becausehesetupleshave the sane
R.A vaue (from r) but different.S.C' values (from different S-tuple that join with ). We call
thesepointsjoin result points. To identify the subsetof affectedqueriesand compute changeso
theresultsof thesequeries,our taskreducedo reportingwhich queryrectanglesover which join

resultpoints.
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Previous approaches

When anew R-tupler arrives,thereare two basic strategies dependingon the orderin which we

procesgoins and selections.

e SJ-JoinFirst (select-join processing with join first) proceedsas follows: (1) it “rstjoinsr
with S; (2) for eachjoin resulttuple, it checksthe local selectionconditionsto seewhich
continuousqueriesare affected. In more detalil, the join betweenr andS canbe doneef -
ciently by probinganindex on S(B) (eg., a B-tree)usingr.B. For eachjoin resulttuple
rs with r.B = s.B, wethenprobeatwo-dimensionalindex (eg., an R-tree)constructecn
the setof queryrectangles{rangeC; x rangeA;} with the point (s.C,r.A). The subsetof
continuousqueriesthatneedto returnrs asanew resulttuple are exactly thosewhosequery

rectanglesontainthe point (s.C,r.A).

o SJ-SelectFirst (select-join processing with selection first) proceedsas follows: (1) it “rst
identi“ esthe subsetof continuousquerieswhoselocal selectionson R are satis“ed by the
incoming tupler; (2) for eachsuchquery it computesnew resulttuplesby joining r with
S andapplying thelocal selectionon S. In more detalil, to identify the subsetof continuous
querieswhoselocal selectionson R are satis“ed by r, we canuser.A to probean index
on queryranges{rangeA;} (eg., a priority searchtree [dBvKOSO0Q] or external intenel
tree[AV03]). To computethe naew resulttuplesfor eachidenti“ed querywith queryrange
rangeC; on S, we canusean orderedindex for S with conpositesearchkey S(B, C) (e.g.,

aB-tree).We searchtheindex for S-tuplessatisfyingS.B = r.B A S.C € rangeC;.

Both SJ-JoinFrst and SJSelecthrst are proneto the problem of large intermediate resultsgener
atedat step(1) of eachalgorithm Considerthe supply/denand exanple again. Supposethatour
merchantsare not interestedn matching low-quantity supplywith high-quantityderand (though
many areinterestedn matchingsupplyand demand thatarebothlow in quantity). Furthersuppose
thata particularproductisin populardenand andmostly with high quantities.Whenalow-quantity
supply sourcefor this productappears,it will generatdots of joins (in the SJ-Joinkrst case)and

satisfylocal selectionsof many continuousqueries(in the SJ-SectFrst case),but very few con-
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tinuousquerieswill actuallybe affectedin the end. Thereforein this case heitherSJ-JoinFrst nor

SJ-Selecthrst is ef* cientbecausef the lamge intermediateresultsgeneratedt step(1).

The SSlapproach.

We now presentour algorithm SJ-SSl(select-joinprocessingwith SS), which circumvents the
aforenentionedproblens of SJ-Joinkrst and SJSelecthrst by using an SSI for the continuous
queriesconstructenthelocalselectiorrangeq rangeC;}, i.€., projectionsof thequeryrectangles
ontothe S.C' axis. (Here we focuson processingncoming R-tuples;to processncoming S-tuples,
we would needa correspondindgSSI constructedn{ range A;}.) Eachgroupin the SSI is storedas
an R-treethatindexes the member queriesby their queryrectangles.The total spaceof thesedata

structuress linearin thenumber of queriessince eachqueryis storedonly oncein some group.

R.A
l rangeC,
: <
! )
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g
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* s.C

Figure4.5: The SSI algorithmfor processingequdity joinswith local selections.

To processaninsertionr into R, for eachgroup; with stabbingpointp;, welookfor thesearch
key (r.B, p;) in aB-treeindex of tableS on S(B, C). Thislookuplocatesthetwo joining S-tuples
whoseC' values g1 and g, are closest(or identical)to p; from left and from right, respectiely.
Looking at Figure 4.5, they correspondo the two join resultpoints (¢1,a) and (g2, a) closestto
(pj,a) in theproductspaceS.C' x R.A. We usethesetwo join resultpointsto probethe R-treefor

group;. In theeventthateither g1 or g coincideswith p;, only oneprobeis needed.
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We claim that the query rectangles returned by the R-tree lookup constitute precisely the set
of continuous queries in [; that are affected by r. To see this, recall that by our construction, all
queries in the group I; intersects the line S.C' = p;. Any query in I; that contains neither (q1,a)
nor (go, a) cannot possibly contain any join result point at all — such queries either do not intersect
the line R.A = a or happen to fall in the gap between ¢; and g2. On the other hand, any query that
contains either (q1, a) or (g2, a) is clearly affected and produces at least one of the two join result
points.

Finally, observe that the query rectangle of each affected continuous query in the group I;
covers a consecutive sequence of join result points on the line R.A = a, including either ¢; or
q2 (see Figure 4.5). Therefore, to compute the new result tuples for each affected query, we can
proceed as follows. For each query rectangle returned, we traverse the leaves of the B-tree on
S(B, (), in both directions starting from the entries for ¢; and ¢, to produce all result tuples for
this query. We stop as soon as we encounter a different S.B value or a S.C value outside the query
range. This is similar to what we have done for band joins in the previous section.

SJ-SSI avoids the problems of SJ-JoinFirst and SJ-SelectFirst because of the following nice

properties:

(1) SJ-SSI never considers a join result point unless it is covered by some query rectangle or is

closest to some stabbing point;

(2) SJ-SSI never considers a query rectangle unless it covers some join result point.

To summarize, we give the complexity of SJ-JoinFirst, SJ-SelectFirst, and SJ-SSI in the following

theorem.

Theorem 15. Let n denotethe nunber of continuousequalityjoins, = denotethe stabbingnurnber,
m denotethe sizeof S, and k& denotethe outputsize Furthernore, let g(n) denotethe conplexity
of answering a stabbingqueryon an index of n two-dimensionalranges. The worst-caserunning

timesto processan incomming R-tuple are asfollows:

e SJ-dinFirst: O(logm + m/g(n) + k), where m’ < m is the nurrber of S-tuplesthat join

with theincoming tuple;
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o SJ-SelectFirst: O(logn+ n logm + K), where n < n is the number of queries whose local

selections on R are satisfied by the incoming tuple;

e SJ-SSI: O( (logm + g(n)) + k).

SSI+ hotspot-tracking.

Applying SJSSI to the setJy of Theorem12 (i.e, the collection of hotspots),we immediately
obtainan ef* cient algorithm for processinghe subsetof hotspotqueries. Since|Jy| < 2/ , by
Theoreml4 (with < 2/ ), we canthenprocessll hotspotqueriesin O( Sl(Iog m + g(n)) + k)
time, which isin sharpcontrastto the other two algorithms, whoserunningtimesareat the mercy

of thesize of theintermediateresultsm orn .

4.4 Histogramsfor Intervalsin Linear Time

In this sectionwe considerthe following problem which canbe usedfor estimating the nunber of
continuousgjoin querieswhoselocal selectionconditionsare satis“ed by an incomng tuple. Let |

beasetof intervals. Given an x € R, we wantto estimatehow many intenalsof | arestabbedby
X. We denoteby f ;(x) bethe nunber of intenels stabbedby x in | . The basicideais clearly to
build a histogramh(x) (i.e., a stepfunction) thatapproxinatesthe functionf ;(x). Assumng that
thedistribution of theincomingtuplex is governedby a probability densityfunction (x), thenthe

mean-squaredelative error betweenh(x) andf ;(x) is

Ih(x) —f1(x)]?

E2(h,f1): |f[(X)|2

(x) dx.

Our goalis to “ nd a histogramh(x) with few break points that minimizes the above error. We
assunethat (x) is given; it canbeacquiredby standardstatisticalmethodsat runtime.

Previous approaches

Most known algorithirs for the above problemor similar problens use dynamic progranming,

whoserunningtime is polynomial but ratherlarge [JKM ™98, KM S00]. In contrast,our new algo-
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rithm below is simple, runsin nearlylineartime, and often provides a high-quality histogram To
befair though,the dynamc-progranming approachesisuallyguarantedo “ nd an optimal solution
(i.e., minimizing the error), while the histogramreturnedby our algorithmdoesnot. Nonetheless,
sincehistograns are primarily for estimation purposesanoptimal histogramis notreally necessary

in practice.

Our approach.

Our new approachradically differsfrom thosedynanic-progranming approachesby taking ad-
vantageof the following main obseration: Computing an optimal histogramfor eachgroupof a
stabbingpartition of I canbereducedo a simple georretric clusteringproblem Thealgorithmis
simple to implement, modulo a standardne-dinensionalk-meansclusteringsubroutine.

In more detail, we “ rst compute the canonicalstabbingpartitiond = {Iy,--- ,I } for I asin
Lemma 10, andthen build a histogramfor eachgroup of J. The “ nal histogramis obtainedby
sunmming up thesehistograns. Let p; be the stabbingpoint of an a-hotspot/; € J, and let fl'i
(resp. f{i) be the part of the function f, to theleft (resp.right) of p;. To computethe histogram
hi (z) for ahotspotl;, we computetwo functionshj andh| to approxinzte f| andf/ respectiely,
and then let hi (x) = Al (z) + Al ().

We now focuson how to compute a histogramh! () with at most & buckets to minimize the
error E2(h!, fl'i ), Where k is a given “ xed paraneter; the casefor computing A{ is symmetric.
Clearly, f,'i is a monotonically increasingstep function (seeFigure 4.6); let x1,--- ,zm bethe

breakpointsof fl'i . Assune without lossof generalitythatk < m.

Lemma 13. Thereisan optimal histogram with at most k& bucketssuch that eact bucket boundary

passeshroughoneof thebreak pointszq, - - - , xm.

Proof. Take ary optimal histogramwhosebucket boundarieglo not necessarilypasshroughthose
breakpoints. Obsene thatno bucket conpletely lies between ary two consecutie breakpoints z;
andz;j .1 ; otherwise one canexpandthe bucket to the entireintenval [z, zj+1 ] anddecreasehe

error. As such,thereis at most onebucket boundarybetweenz; andz;+1 . This boundarycanbe
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moved to ether z; or =1 withoutincreasingheerror. Repeatthis procesdor all suchboundaries

andwe obtaina desiredoptimal histogram O

By theabove lemma, it is suf cient to considerthosehistograns whosebucket boundariepass
throughthebreakpointszy, - - - , z,,,. For suchahistogramh!, suppossts bucket boundariesiivide

the breakpointsinto k groups:

{xZ()+l7"' 7‘%.21}; {le-i-la"' 7‘%.22}; I {xzk,1+l7"' Jka}7

where zy = 0 andz;, = m. Furthernore, letthe valueof hﬁ within the j-th bucket be a constantc,,
for0 j < k. Thentheerror E(h!, f} ) canbewrittenas
kS1 zj+1

§=0 f=z;+1

7'”@?2 :+1 ¢(z) da, 4.1
where y, = f] ().

To “ nd ahistogramh! () thatminimizes(4.1), we solve thefollowing weighted k-meansclus-
tering problemin onedimension: Given a setof m pointsy; = f}i (1), Ym = f}i (xm), and a
weight wy = ;f“ ¢(x) dz/|ye|? for eachpointy,, “ nd k centerscy, - - -, ¢;, andan assignnent of

eachy, to oneof the centerssothattheweightedk-meansclusteringcostis minimized (seetheleft

partof Figure4.6). We have thefollowing lemmato establisithe correctnessf our algorithm

Lemma 14. Minimizing (4.1) is equivalent to solving the above weighted k-means clustering prob-

lem.

Sincetypically the total amount of buckets allocatedto the whole histogramis “ xed, the re-
maining issueis how to assignavailable buckets to eachgroup ;. One way to completely get
aroundthis problemis to map al pointsin eachl; into aone-dinensionalspacesuchthatthe points
within eachgrouparesuf ciently far away from the pointsin other groups,as shown in the right
part of Figure4.6. Thenwe canrun the k-meansalgorithm of [HPMO04] on the whole point set
to compute an e-approxinate optimal histogramin nearlylineartime O(n) + poly(k, 1/, log n),
which automatically assignsan appropriatenumber of buckets to each/;. In practice,one may

wishto usethe simpler iterative k-meansclusteringalgorithm [DFG99] instead.Sincetheiterative
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Figure 4.6: Reducing to a one-dimensional weighted k-means clustering problem.

k-means algorithm is sensitive to the initial assignment of clusters, we can heuristically assign each
group a number of buckets proportional to the cardinality of the group. We then run the iterative

k-means algorithm on each group separately.

4.5 Data-Sensitive Processing

There is no silver bullet for processing a large number of continuous joins; each algorithm may fare
better or worse for certain inputs. While our Hotspot-tracking algorithms in Chapter 4.2 is able to
monitor clusterness in common user interests and choose efficient processing strategies accordingly,
it does not take the data distribution in consideration. For example, suppose we have a large number

of continuous selection join queries as follows,

OA rangeARR >XRB=sB OC rangeCS

and if an incoming event r can only pass through the range selection conditions on table R of few
queries, it is possible that the processing strategy SJ-SelectFirst is the most efficient way to process
this event regardless of the clusteress in queries. In this case the Hotspot-tracking algorithm in 4.2
which partitions all queries into two parts and processes them separately, is unable to choose the
best decision. In 4.6 we will see experiments where the characteristics of incoming data could
have dramatic influence on the relative performance of different processing strategies, and that such
characteristics may change from one incoming tuple to the next.

In this section, we propose a flexible, data-sensitive processing framework that makes cost-

based decisions at run time to process each incoming tuple using the most efficient plan for it. In this
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framework, each incoming tuple is first sent to a special routing operator that directs the incoming
tuple to the most efficient plan among a set of pre-compiled alternatives. This operator has access to
various statistics and makes use of the content of the incoming tuple in making routing decisions.
Essentially, it optimizes each incoming data as a separate query over the database and the set of
continuous queries, except that its choices are limited to a set of pre-compiled alternatives to reduce
overhead. For systems with a large number of continuous queries, the amount of optimization

overhead per tuple incurred by our approach is minimal compared with the cost-saving potential.

Our proposed framework is similar to the recent work on CBR [PBDO05]. However, CBR fo-
cuses on developing profiling and learning techniques that help deciding among query plans in-
volving opaque operators, while we adopt more conventional query optimization techniques. In the
remainder of this section, we briefly illustrate how to implement our framework using cost esti-
mation and statistics collection techniques that are fairly standard in database systems today. We
derive the cost model for different processing strategies for equality joins with local selections and
identify the statistics we need to monitor at the run-time. In 4.6 we demonstrate its effectiveness

through extensive experiments. Cost-based routing for band-joins can be similarly implemented.

4.5.1 Cost Model

For each incoming R tuple r, there are three major factors affecting the performance of SJ-JoinFirst,
SJ-SelectFirst, and SJ-SSI algorithms. First, how many tuples in S joins with r? Intuitively, if
there are few joins, then SF-JoinFirst is the strategy of choice. Given r, the problem here is how to
estimate the selectivity of the predicate S.B = r.B; a standard histogram for S(B) readily provides
this functionality.

Second, how many queries have their local selections on R satisfied by the incoming R tuple?
Intuitively, if there are few, then SJ-SelectFirst wins. We can use a simple bucket-based histogram
to help with this estimation. Conceptually, this histogram approximates a step function of a, which
returns the number of query ranges in {rangeA;} stabbed by a. To update this histogram when a
new query with range rangeA is added, we simply raise the estimate by 1 for all buckets completely

covered by rangeA, and raise the estimate for each partially covered bucket by an amount equal to
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thefraction of the bucket covered. Deletionsof queriescanbe handledanalogously

Third, in Hotspot-trackingagorithm, whatis the nunberof groups(stabbinghumber)in thehot
part?Intuitively, asmaller stabbingnumbermeanshat SJ-SSI is more preferable. Thisinformation
is directly availablefrom the Hotspot-trackingalgorithm if it is currently maintained.

Basedon above analysiswe derive the costmodelusedin our cost-basedouting framework for

equalityjoin querywith local selections.The basicparanetersare sunmarizedin following table,

paraneters meanng
IR|, S| sizeof tableR, S
[e]] numberof queries
g numberof stabbingsetsformedby all queriesin ot groupson S.C
K numberof S tuplesthatcanjoin with incomingR tuple
Ks numberof querieswhoserangeselection®nR.A
canbesatis“ed by incomingR tuple

We alsoformalize the basiccostfunctionsas,

€ fps = O(log |S]): costto queryjoin index of tableS to identify join Stuples.lt is logarith-

mic on size of tableS.

€ for = O(log |QJ): costof queryindex of all rangeselectionsontableR to “ gureoutqueries
for which incoming tupler canpasstheir rangeselections.In particular we apply priority
searchtreeto index al rangeselectionson R.A, and henceits querycostis logarithiric on

the nunmberof queries.

€ fors: costto probequeryindex of rangeselectionson bothR andS, which forms arectan-
glefor domain R.A andS.C for eachquery We index al suchrectanglesle“nedby range
selectionon R and S using standardR-tree. Obviously f grs is a function of the number
of rectangles(querieshdexed in R-tree. The worstcastquerycostof R-treeis linearonthe

nunber of indexed querieswhich is obviously over pessimistic. In experimentswe assune
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querycostof R-treeis on squareroot of the number of indexed queries.Experimentresults

in 4.6 show thatit yieldsreasonablavell cost-basedjueryplanrouting.

The costmodel formulas of differentprocessingstratejiesfor equality join querieswith local
selectionsarede” nedas follows. Without losing generality we assune theincoring eventr is an

updateontableR, and S is thejoin partnertable.

e Method S3JoinFrst-E: we* rstjoin tupler with thetableS to produceasetof join S tuples,
eg. Si, ..., S suchthatr.B = s;.B,i = 1,...,k; andthenfor eachs;,i = 1,...,k; we
probequeryindex such as R-treeon all queriesusing tuple pair (r.A, s.C) to “ gureout all

triggeredqueries.The querycostC ;.. rirsts E CANbe modelledas,

CroinFirstse = fps+ Kifgrs+ OUTPUT

= JoinFirstS E |Og ’S’ + JoinFirstS Ekj @ + OUTPUT

e Method SJ-JoinFrst-S: it is similar to MethodMethod SJ-JoinFrst-E exceptthat after we
produceadl join S tuples,for eachquery we probethesejoin S tuplesto generatequery
results. The costto probejoin tuplesis logarithmc on number of join tuplesif a two-tier
index on S.B andS.C is built ontableS. This methoddoesnot requireary queryindex
suchasthe R-tree usedin Method 1. Both two methodscan be treatedastwo variantsof

SJ}JoinFrst. The costmodelis de*nedas,

fps+ |Q|O(logk;) + OUTPUT

CJoinFirsté S

= JoinFirstS S |Og ‘S‘ + JoinFirstéS‘Q’ |Og kj + OUTPUT

e Method S} SelectHrst. Forinconing eventr we “ rst probethe inteneal index on therange
selectionson R.A of all queries.We build a priority searchtreeto index al suchintervals
by mapping eachinterval to a point in 2—dimensional space. The probing query can be
transforned to a three-sidedquery on the priority searchtree, which canbe conputedin
logarithmmic time of the nunmber of queries.Similarly to abose two methods,we aso probe

thetable S to producedl join S tuples. Thenfor eachquerysurviing the selectionstage,
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we query all join S tuples by its range selection condition on S.C' to produce all result tuples.

The cost model for this method SJ-SelectFirst is

CSelectFirst = fDS + fQR + kSO(kj) + OUTPUT

= (QSelectFirst IOg |S| + BSelectFirst IOg |Q| + ’YSelectFirstks IOg kj + OUTPUT

€ Method Hotspot-tracking. As introduced in 4.2, we first partition all queries into two groups,
namely HOT and COLD, and then apply different processing strategies on them. In particular
we apply SSI-based algorithms on all queries in HOT, and turn to traditional algorithm such
as SJ-SelectFirst to process all queries in COLD. The cost model can be broken down into
two components accordingly. The query cost in processing HOT queies involves probing
query index such as R-tree for each stabbing group, and the query cost in processing COLD
groups is the same as SJ-SelectFirst. Be aware that the cost computing join S tuples can be

shared by HOT and COLD. The cost model is defined as,

g
CHotspot = fps+  forsi+ for + ksO(kj) + OUTPUT
=1
g -
= (Hotspot IOg |S| + ﬁHotspot |Q{{| + YHotspot 10g |QC| +
=1

0Hotspotks log k'j + OUTPUT

where g is number of stabbing groups Q7 in HOT and QC is all queries in COLD, and F, is

the number of queries in COLD which can survive the selection stage.

4.6 Experiments

To compare our techniques against traditional processing techniques in terms of their scalability
with a large number of continuous queries, we have implemented various algorithms discussed in
previous sections in Java SDK 1.5.0. Unless otherwise noted, all experiments were conducted on a
Sun Blade 150 with a 650MHz UltraSPARC-III processor and 512 MB of memory. We measured
the processing throughput, i.e., the number of data update events that each approach is able to pro-

cess per second. We excluded the output time from measurement since it is application-dependent
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4.6.1 Workload Generation.

We generatedwo synthetictablesR(A, B) and S(B, C'), where B is thejoin attribute and A, C
arethelocal selectionattributes,all integer-valued. Eachtablecontains100, 000 tuplesindexed by
standardB-trees. R is updatedby an incoming streamof insertionevents, whoseA and B values
aredrawn uniformly at randomfrom the respectie domains. For tuplesin S, their C' valuesare
uniformly distributed, while their B values follow a discretizednormal distribution, in orderto
modelvaryingjoin selectvity.

We createdtwo setsof continuousqueries,eachwith 100,000 queriesinitially. The “ rst set
consistsof equalityjoins with local selectionsandthe secondsetconsistsof bandjoins. The mid-
points of range A; follow a normal distribution, and the midpointsof range B; and rangeC; are
uniformly distributed. The lengthsof all rangesare nornally distributed. At runtime, usersmay
insertnew continuousqueries,anddeleteor updateexisting ones. Table 4.1 summarizesthe data
andworkload paramneters,where 1;°s and ;s are usedto adjustvarious input characteristicshat
affect performance,suchasselectvities of incorring events againstcontinuousgueriesas well as

the degreeof overlap amongcontinuousgueries.

Paraneter Value
Size of eachbasetable 100, 000
Initial number of continuousqueries 100, 000
Joinattribute R. B Uni(0, 10000)
Local selectionettribute R. A, S.C Uni(0, 10000)
Joinattribute S.B Normal(5000, 1000)
Domain of S.B [0, 10000]
Midpointof range A; Normal (1, 02)
Lengthof range A;,rangeC; Normal (2, 03)
Midpointof range B;, rangeC; Uni(0, 10000)
Lengthof range B; Normal (g, 03)

Table 4.1: Experimentaparameters.
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4.6.2 Equality JoinsWith Local Selections.

In additionto the algorithis S3-SSI, SJ-J(oinkrst), andSJ-Jelecthrst) discussedn Section4.3.2,
we have alsoimplementedan algorithm calledNAIVE, which “ rstjoins thenewv R tuplewith S to
generata list of intermediateresulttuplesorderedby S.C, and thenevaluateshelocal selections
of eachcontinuousqueryover thisintermediateresult. NAIV E senes as a baselinefor comparison;
its costis O(logm + nlogk; + k), where k; is the number of S tuplesthatjoins with the new R
tuple.

To focusour attentionon the effectivenessof SJ-SSl itself, we “ rst presenta seriesof results
obtainedby applying SJSSI to «il stabbinggroups(regardlessof whetherthey are hotspots).We

thenpresentesultsfor combining SSI andhotspotsafterwards.

Figure 4.7(i) comparesthe throughputof various approachesas the number of continuous
queriedncreasefrom 10to 100, 000. Inthissetof experiments,thestabbinghumberfor {rangeC;}
is roughly 30; eachincoming R tuple on averagejoins with 1000 S tuples. In this “ gure,we see
thatNAIV Ess performancedegradedinearly with thenumberof continuousqueriesandtherefores
conpletely unscalableTheaverageselectvity of aneventon thelocal selectiorrangeq rangeA;}
is 0.1; thatis, anincoming event satis“es the R.A selectionfor 10% of all continuousqueries.
Consequently SJ-S which works by iterating through querieswhoseR.A selectionis satis“ed,
perforrms well only whenthe nunber of queriesis small. Similar to NAIVE, it degradeslinearly
with the nunber of queriesand thusis not scalableeither The performancedecreasef SJ-J can
be attributedto highercostin two-dimensionalpoint stabbingqueries;in our experimentswe used
R-treesto supportthesequeries.Althoughthe performanceof SJ-J doesnot drop asdrasticallyas
SJSandNAIVE, its throughputis lessthan5% of SJSSI in the caseof 100k queries.

Comparedwith the otherapproachesSJ-SSI denpnstratesxcellentscalability Its throughput
only drops by lessthan 20% when the nunber of queriesincreasegrom 100 to 100,000. The
reasonis that SJ-SSI dependgrimarily on the nunber of stabbinggroupsratherthanthe number
of queries.As long asthe nunmber of groupsis stable(roughly 30 for theseexperiments),SJ-SSles
performanceis relatively stable. The slight performancedrop comes from the increasingcost of

the point stabbingquerywithin eachstabbinggroup,because@achgroupon averagecontainsmore
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queries.

Figure 4.7(ii) comparesthe performanceof various approachesver a rangeof clusteredness
amongrangeC;s. Thenunberof continuousqueriesstaysat 100 000 but we increasehenumber
of stabbinggroupsby decreasingneanandvarianceof intenal lengths.As canbe seen,NAIVE
andSJ-Sare completely indifferentabout the clusterednessf querieswhile SJ3-SSI bene'ts from
smaller numbersof stabbinggroups. SJ-Soutperforns SJ-SSI when thereare more than250 stab-
bing groups,as the event selectvity on R.A selectionsis roughly 250 in theseexperiments. In
theworsecase whenall queryrangesare disjoint, SJ-SSI degenerateso NAIVE. As asidenode,
it is interestingthat SJ-J perforns better on lessclusteredqueries. The reasonis that the cost of

queryingan R-treetendsto be lower if theindexed objectsoverlap less.

Figure 4.8(iii ) shows the throughputof SJ-S and SJ-SSI when we decreasdhe averageevent
selectvity onlocal R.A selectiongSJ-Jand NAIV E are unafectedby this parangter). We control
this selectvity by “ ne-tuningthe distribution of rangeA;ss. From this “ gure,we seethatSJSis
very sensitve to thisselectvity, over whichits throughpuideterioratedinearly (sincethis selectvity
directly controlshow large n’ is in Theorem15). On the otherhand, SJ-SSI is unafectedby this
selectvity.

Figure4.8(iv) studiestheimpactof eventselectvity onjoining tableS, i.e., how many S tuples
join with theincoming event, controlledby “ ne-tuningthe distribution of S.B. Exceptfor SJ-J, all
otherapproachesreimmuneto increasen this selectvity. SJ-Js performancedegradedinearly as

the number of intermediatejoin resulttuplesincreases.

4.6.3 SSI + HOTSPOT-tracking.

In all previous experimentswe appliedSJ-SSI to every groupin the stabbingpartition,ignoringthe
hotspotoptimization. Now, we conductexperimentsto denonstrateheeffectof hotspot-trackingn
groupprocessingequalityjoins with local selections.For eachexperimentin this set,we generate
aworkloadof 500 000 queries,with varying degreesof clusterednesacrossheseworkloads.We
choosea fairly small  value (on the order of 0.1%) for eachworkload, such that no more than

500groupsarechosenas -hotspots.In Figure4.9, the horizontalaxis shawvs the tenworkloadsin
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increasing degree of clusteredness, labeled by the percentage of intervals in hotspots. 100%means
that queries are highly clustered since top 500 stabbing groups cover all 500, 000 intervals, while
10% means the queries are relatively scattered and consequently top 500 stabbing groups can only

cover 10%of all intervals.

The vertical axis of Figure 4.9 plots the average processing time per event, measured over
10, 000events for each experiment. We compare two approaches here: TRADITIONAL simply use
SJ-S(electFirst); HOTSPOT-BASED uses SJ-SSI on the hotspots, and SJ-S on the remaining, scat-
tered intervals. The traditional approach, unable to exploit the clusteredness, behaves identically
across workloads. On the other hand, the performance of the hotspot-based approach improves
linearly with the increasing coverage by hotspots, as it benefits from the ability of SSI in exploit-
ing clusteredness for efficient group processing. Moreover, this hotspot-based approach offers an
additional advantage over the “purist” approach of applying SJ-SSI to every stabbing group. By
restricting SJ-SSI to hotspots, the hotspot-based approach is able to focus on large stabbing groups
where SJ-SSI really shines, while avoiding the overhead of going over a large number of small

groups for which SJ-SSI may be outperformed by more traditional approaches.
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Figure 4.9: SSI with hotspot-tracking.
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4.6.4 Band Joins.

In this set of experiments, we study the performance of our SSI-based algorithm for band-join
queries. We compare BJ-SSI with BJ-D(Outer), BJ-Q(Outer), and BJ-MJ, discussed in Section 4.3.1.
Again, to focus our attention on the effectiveness of BJ-SSI itself, we show results of applying BJ-

SSI to all stabbing groups without the hotspot optimization.

Figure 4.10(i) shows the throughput of various approaches over an increasing number of con-
tinuous queries from 50 to 500, 000. As the number of queries increases, the number of stabbing
groups also increases from about 10 to 60 accordingly. In BJ-D, for each tuple in base table S, an
offset is added and used to probe the index of all band join windows. Although BJ-D is not very
sensitive to the number of queries, it is inefficient because a large base table will easily destroy
the throughput. BJ-Q, similar to NAIVE, completely breaks down on a large number of queries.
Its throughput drops below 100 when there are more than 1000 queries. The processing time of
BJ-MIJ is linear both in the size of the base table and in the number of queries. As shown in the
figure, BJ-MJ enjoys a stable throughput when the number of queries is small, because the cost
of traversing the sorted base table dominates the total query time. However, once the number of
queries reaches 50, 000, the throughput of BJ-MI starts to decrease quickly. In sharp contrast, BJ-
SSI always outperforms the other approaches by orders of magnitudes, and is very stable over an
increasing number of queries. Its performance drops to roughly 1/ 3 when the number of queries

has increased by a factor of 104,

Figure 4.10(ii) shows the throughput over an increasing number of stabbing groups, while the
total number of continuous queries is kept constant at 100, 000. We have omitted BJ-Q in this figure
due to its extremely poor performance on a large number of queries. BJ-MJ and BJ-D are insensitive
to the number of the stabbing groups, while the performance of BJ-SSI deteriorates linearly as this
number increases. Nevertheless, BJ-SSI outperforms the other two approaches even when there are

as many as 5000 groups in the partition, which is a fairly large number in practice.
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Figure 4.10: Throughput of band-joins (i) over the number of continuous queries and (ii)

over the number of stabbing groups.

4.6.5 Dynamic Maintenance.

In the previous experiments, we have demonstrated that our SSI-based approaches offer excellent
scalability over a large number of continuous queries. We now compare the dynamic maintenance
cost of SSI-based approaches with other alternatives. For this purpose, starting from the initial set
of 100, 000 queries, we generate 100, 000 updates to this set at run time. The update is either an

insertion of a new query or a deletion of an existing query, each with probability 0.5.

Figure 4.11 shows the amortized maintenance cost for each of the algorithms BJ-D, BJ-Q, BJ-
MJ, and BJ-SSI. Since BJ-Q does not maintain any index structure on the queries, its maintenance
cost is constantly 0. For BJ-D, the maintenance involves updating the dynamic priority search tree
that indexes all band join windows. For BJ-MJ, the maintenance involves updating a sorted list of
band join windows. The dynamic maintenance algorithm for BJ-SSI is described in Section 4.2.3,
for which have chosen = 3. Consequently, the query time of BJ-SSI is increased by a factor of 1+

= 4 compared to that of BJ-SSI based on an optimal stabbing partition. This approximation factor
is acceptable as BJ-SSI outperforms the other approaches by orders of magnitudes in the previous
experiments. Note that the reconstruction stage occurs fairly infrequently because all subscriptions

are from the same distribution and naturally clustered, and therefore with high probability a new
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subscription will be inserted into an existent stabbing group without increasing the number of of the
stabbing groups. As shown in Figure 4.11, the amortized maintenance cost of BJ-SSI is only 20%
more than that of BJ-MJ, which is well justified by a substantial improvement in event processing

scalability.

4.6.6 SSl-basedHistogram.

We compare SSI-HIST, the histogram constructed by our SSI-based algorithm in Section 4.4, with
EQW-HIST, the standard equal-width histogram, and with OPTIMAL, the optimal histogram con-
structed using dynamic programming. We create 100 000 intervals in the range [0, 10000] Their
midpoints and lengths are governed by Normal(5000 1500) and Normal(1000, 2000), and they
happen to form 18 stabbing groups. Given a fixed number of buckets, we build SSI-HIST using the
k-mean algorithm and the heuristics to assign the number of buckets to each stabbing group based
on its cardinality, as described in Section 4.4. Construction of SSI-HIST completes within one
minute. However, construction of OPTIMAL using dynamic programming for 100, 000 intervals
proved to be unacceptably slow on our computing platform. Instead, we built OPTIMAL on just a
sample of 10, 000intervals and ran experiments multiple times until a stable estimation is reached.

Even with one-tenth of the original data, OPTIMAL took roughly 6.5 hours on a computer with
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3GHz processor and 2GB memory, in sharp contrast to the ease of constructing SSI-HIST.

Figure 4.12 compares the performance of SSI-HIST, EQW-HIST, and OPTIMAL, as we in-
crease the size of the histogram from 20 to 70 buckets. Each data point is obtained by running 5000
uniformly distributed stabbing queries; we compute the relative error between true and estimated
result sizes, and then report the average of these errors. As expected, OPTIMAL consistently wins;
however, this advantage is greatly offset by its impracticality in terms of construction cost. On the
other hand, SSI outperforms EQW-HIST all the time and dramatically reduces the gap between
EQW-HIST and OPTIMAL. Specifically, given only 20 buckets, SSI-HIST achieves an error rate
as small as 14.9%, while that of EQW-HIST is more than 70%. In fact, EQW-HIST would require

50 buckets to reach the same error rate as that of SSI-HIST with 20 buckets.

4.6.7 Data-sensitive Processing

We also conducted extensive experiments on the data-sensitive processing framework in 4.5, which
dynamically routes each incoming event to a query processing method with the lowest estimated
processing cost. The subscriptions we use in all experiments in this section are equality join with

local selection queries.

The run-time statistics we monitor is the join selectivity &j, local selectivity ks and the number
of stabbing HOT groups. To estimate kj, we build conventional equal-width histograms for static
table S on the join attribute R.B. The equal-width histogram can be built in linear time on size
of database and it can be efficiently maintained in constant time on the fly. In the experiments, we
will show that the space overhead is low, e.g., 100 buckets is good enough to make the dynamic
routing framework to make reasonably accurate decision. To estimate ks, the number of queries
whose range selection conditions on R.A can be satisfied by incoming event r, we build another
equal-width histogram defined over the domain. The building procedure is briefly introduced as
follows, for each range selection interval (I, k), suppose it spans k consecutive equal-width buckets

at boundaries (b, bi+1 |, (bi+1,bi+2], ..., (bi+ k&1, bi+ k], thatis, by <1  bis1 < bj+kg1 < h

126



b; 1. Then estimate €; for bucket at boundaries (b;, b;11] is computed as,

&+ (b1 S 1)/ (b1 S by), if]
&= e+(hSb)/((b1Sb), ifj=i+kS1L

I

e +1, otherwise.

The histogram to estimate K, can also be computed in time O(K|Q|) over number of queries where
k is the number of buckets, and it can be maintained in time O(k) which incurs low overhead since
k is small. In our experiments, we set K = 100and it turns out enough for dynamic routing to make
reasonably good decisions.

We first conduct parameter fitting for those cost models in 4.5. To achieve accurate parameter
fitting, we measure the cost breakdown and fit the parameter for each component separately instead
of fitting them as a whole. Furthermore, we remove the OUTPUT cost out of consideration since
it is the same for all approaches. For example, for method SJ-JoinFirst-E, its query processing
cost except the OUTPUT cost consists of two components: cost probing the S table by tuple r to
produce all join S tuples S; and the cost probing R-tree indexing all queries for each pair of join
tuples (r, s;), e.g.,

C= log|S|+ k; |Q|

we measure the two cost components separately and fit parameter and individually. Table 4.6.7
shows the the least squares fit of all parameters and theirs 95% confidence interval by solving the
linear model. To collect data points for parameter fitting, we generate query with 100K and static
S table with 100K tuples, and extend the workload to 500K queries and 500K tuples at step of
100K queries and 100tuples. For set of workload we generate 1000incoming r tuple and measure
cost components. After collecting all data points, we run standard linear regression model to fit the
parameters individually.

To compare performance of dynamic routing scheme in 4.3.2, we generate 100, 000 incoming
event I tuple to different sets of workload, in particular, we try 100K, 200K, ...,500K queries
and static S table with 100K, 200K, ...,500K tuples. We measure throughput (number of in-
coming events processed per second) for each baseline method SJ-JoinFirst-E, SJ-JoinFirst-S, SJ-

SelectFirst and Hotspot, and compare them with our dynamic routing method (DYNAMIC). In
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processing strategy | parameter | value, 95%confidence interval

SJ-JoinFirst-E JoinEirstSE 0.25,[0.24, 0.26]
JoinFirstSE 4.34,[4.23 4.44]
SJ-JoinFirst-S JoinEFirstds 0.36,[0.33,0.38]
JoinFirstss 0.17,[0.15,0.20]
SJ-SelectFirst SelectEirst 0.64,[0.63,0.65]

SelectFirst 42.49,[35.06,49.92]
SelectFirst 1.19,[1.16,1.22]
Hotspot Hotspot 0.19,[0.19,0.20]
Hotspot 0.08,[0.06,0.10]

Hotspot 70.19,[50.49, 89.89]
Hotspot 1.17,[1.14,1.21]

Table 4.2: Fitted parameter value in cost models.
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Figure 4.13: Throughput of different methods.

addition, we simulate a method namely OPT which always chooses the method with the lowest ac-
tual processing cost in order to compare our dynamic routing schemes which makes decision based

on statistics with the best possible routing decision based actual processing cost.

Figure 4.13 shows the throughput of different methods simulated. Label on X-axis indicates the
workload size, e.g., 100 means workload consists of 100K queries and an S table with 100K tuples.
From Figure 4.13, we can see that for the baseline algorithms, HOTSPOT performs much better than
other methods that its throughput is more than 3 times higher than the other traditional methods.
However, HOTSPOT is not always the best method at all the time because its throughput is still
much less than that of OPT, e.g., in the case there are 100K queries and an S table with 100K tuples,
throughput of HOTSPOT is only less than 50% of OPT. DYNAMIC achieves higher throughput
than HOTSPOT in all configurations since it picks up the most promising method on the fly. In
some cases, DYNAMIC improves HOTSPOT by more than 50%. Figure 4.14 shows breakdown
of routing decisions of DYNAMIC for all workloads. Roughly more than 70% of incoming events
are processed by method HOTSPOT and SJ-SelectFirst and SJ-JoinFirst-E process remaining 25%

and 5% events respectively. SJ-JoinFirst-S completely drops out of picture even for the smallest

129



workload.

Figure 4.13 shows that DYNAMIC performs worse than OPT in all cases. This indicates that
DYNAMIC does not make the optimal decision, e.g., choosing the lowest cost processing method,
all the time. It is interesting to see how much time DYNAMIC makes the right decision based the
statistics maintained in conventional histograms. In Figure 4.15, we can see that DYNAMIC only
makes around 30% of optimal decision all the time. This is somehow surprising because we have
seen that DYNAMIC improves HOTSPOT significantly by exploiting processing opportunities in
other baseline methods. The explanation is that DYNAMIC does not need to make optimal decision
all the time. It is acceptable if DYNAMIC can differentiate processing methods with significant cost
difference, which impacts average throughput substantially. Making optimal decision all the time
may not be cost effective because it may incur high overhead in maintaining run-time statistics. In
our experiments, we have seen that simple statistics which is easy to maintain, e.g., equal-width

histograms, sufficiently serves our purpose.

In order to see how join selectivity Kj and local selectivity Ks impact the overall performance
and routing decisions. Given the 500k queries and static S table with 500k tuples, we adjust the
distribution of join attribute R.B of incoming event tuple r to control number of S tuples that join
with r. Similarly we adjust distribution of local selection attribute R.A to control number of queries

whose range selections on R.A can be satisfied by r.

Figure 4.17 and Figure 4.16 show throughput and routing decision breakdown over increasing
number of S tuples that join with incoming event r. The X-axis in the two figures is the average
number of S tuples that join with incoming r tuple. From Figure 4.16, SJ-JoinFirst-E loses its share
to SJ-SelectFirst when more S tuples can join with incoming r tuple, and as shown in Figure 4.17
throughput of all methods suffers from increasing number join S tuples. Figure 4.19 and Figure 4.16
show throughput and routing decision breakdown over increasing number of queries that whose
range selection on R.A the incoming r tuple can pass through. The X-axis is average percentage of
queries whose range selection on R.A can be satisfied by r. In Figure 4.18, SJ-SelectFirst is picked
up by DYNAMIC for most of time when incoming r tuple can pass through less queries, and it

loses to SJ-JoinFirst-E and HOTSPOT when more and more queries whose selection on R.A can
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down. sions in DYNAMIC.

be satisfied by r. Accordingly throughput decreases as r is less selective as shown in Figure 4.19.
Finally Figure 4.20 and Figure 4.21 show the percentage of routing decision in DYNAMIC
that is consistent with OPT. In Figure 4.20, only 35%routing decision chooses lowest processing
method over increasing join selectivity. Figure 4.21 it is around 65% over increasing local selec-
tivity. However this does not prevent us from achieving significant performance improvement in

DYNAMIC as shown in Figure 4.17 and Figure 4.19.

4.7 RelatedWork

As mentioned in 4.1, scalable continuous query processing plays a pivotal role in many applications
(e.g., [WC96, HCH'99a, CcCT02, Spe03]). For example, publish/subscribe systems [LPT99a,
CDTWO00a, PFJ™01b, DFK05] by definition need to handle a huge number of subscriptions (contin-
uous queries) efficiently. Our earlier work [AXYYO05] considered the problem of indexing contin-
uous band-join queries, and presented an indexing structure with subquadratic space and sublinear
query time. However, the structure is mainly of theoretical interest. On the practical side, several
continuous query and stream processing systems (e.g., [CDTWO00a, MSHR02a, CF03b, Spe03])

have been proposed recently. NiagaraCQ [CDTWO00a] is able to group-process selections and share
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processing of identical join operations. However, it cannot group process joins with different join
conditions (such as band joins). Moreover, NiagaraCQ groups selections and joins separately, re-
sulting in strategies similar to SJ-JoinFirst and SJ-SelectFirst, whose limitations were already dis-
cussed in 4.3. Our work is able to overcome these limitations. CACQ [MSHRO02a] is a continuous
query engine that leverages Eddies [AHOO] to route tuples adaptively to different operators on the
fly. It is able to group-process filters, and supports dynamic reordering of joins and filters. However,
like NiagaraCQ, it still does not support group processing of joins with different join conditions,
and processes selections and joins separately. PSoup [CFO3b] treats data and queries analogously,
thereby making it possible to exploit set-oriented processing on group of joins with arbitrary join
conditions. However, PSoup is not specific on what efficient techniques to use for different types of
join conditions. Its approach of instantiating partially completed join queries implies time complex-
ity linear in the number of queries. In contrast, our new approach can exploit clustering of queries
to achieve sublinear complexity.

There are a large body of work on adaptive query optimization (e.g., [AH00, MRS* 04, PBD05]).
With the exception of CBR [PBDO05], all previous approaches use a single plan for all almost all
tuples at a given time. Some systems, such as Eddies [AHOO], provides mechanisms for adapting

the plan on an individual tuple basis, but their policies typically do not result in plans that changes
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for every incoming tuple. In CBR [PBDO05], eachoperatoris pro* led andlearningtechniquesare
usedto help choosequery plan dynamically for eachincoming tuple. Our work adoptsa more
corventional optimization approachusing more standardcost estimation and statisticscollection

techniques.

4.8 Summary

In this chapterwe presenteda novel techniquefor handlinga large number of continuousqueries
by trackingthe hotspotsin userinterests. Our techniquehasa number of applicationsincluding
scalablecontinuousjoin processingandhistogramconstructionfor interval data. This work opens
thedoorfor mary interestingproblens. First, it would be interestingo extendtheideaof clustering
by stabbingpartition to multidimensionalspaces,so that we can handlemulti-attribute selection
conditions. More generally we plan to investigategroup processingor more complex queries,
eg., thosecombining bothband-joinandlocalselectionconditions,as well as possibleaggregation.
Althoughwe have taken the” rst stepwith this chapterit remains a challengingproblemto develop

methodsfor composinggroup-processingechniquegor more complex queries.
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Chapter 5

ScalableContinuous Query Processingwith

Ef‘cient ResultDissemination

5.1 Introduction

An importantproblemin scalablecontinuousquery processingsystens, and in particular pub-
lish/subscribesystens, ishow to disseninatethequeryresultsef’ ciently to alarge numberof users

over awide-areanetwork.

Conceptuallythework performedby a publish/subscribeystemis often dividedinto two com-
ponents:1) subscriptionprocessingthetaskof matchingandprocessingeachincomng eventwith
the large set of active subscriptions(continuousqueries),and 2) noti“cation dissenmnation, the
task of notifying thosesubscriberswhosesubscription(continuousquery) resultsare affectedby
theincoming event. Previouswork from the databaseesearctconmunity hasfocusedon ef* cient
subscriptiorprocessingnoti“ cationdissemnationisrarelyaddressedMostexisting work assunes
thata sener maintainsthe entire databasestateand all subscriptionsn the system andis responsi-
ble for computingthe setof subscribersffectedby eachincomng publishmessageA straightfor
wardway to notify this setof subscriberss to unicasta noti* cationto eachof themin turn. When
many subscriberseedto be noti* ed, this approachwill incur a large amount of outboundtraf c
fromthesener, andmay easilyoverwhelmthesener andits networklinks. Assener-sidesubscrip-
tion processingechniquegsuchassharingl CDTWO00a]andindexing [HCH™994) continueto ma-
ture, the dissenination bottleneckhassurfacedin many systens, both researciD RF04] andcom-
mercial [KREO3]. Recently the databaseommunity hasmadesome initial efforts[DRF04, PC05]

in addressinghis problem(furtherdiscussedn Chapter5.6), but muchresearchs still needed.

0 Joint work with Badrish Chandramotiland Jun Yang.
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On the other hand, the networking research community has always focused on efficient notifica-
tion dissemination. A notable mechanism is content-based networking [CWO0la]. A content-based
network views each message as a tuple of attribute-value pairs; e.g., attributes in a stock update
message may include SYMBOLRISK, PRICE, EARNING etc. Each subscription is defined as
a predicate over the message tuple; e.g., SYMBOL= «GOOGs or RISK [20, 60] (between
moderately low to medium risk). Subscribers register their subscriptions with the network, and
whenever a message is injected into the network, the network will automatically deliver it to the
relevant subscriptions. Unfortunately, existing notification mechanisms developed by the network-
ing community support only stateless subscriptions, i.e., those that can be processed by examining
the message itself. For example, in content-based networking, the message tuple contains all the

information needed to forward the message.

How can we support efficient subscription processing as well as notification dissemination for
more complex, stateful subscriptions? In [CXY06], we have argued that the solution lies in properly
interfacing the database with the network, in order to combine the processing power of database
servers and the dissemination power of the network effectively. To the best of our knowledge,
there is no prior work that investigates the possibility of interfacing the database with a content-
based network to provide efficient and scalable support for a large number of stateful subscriptions.
In [CXY06], we have explored a number of points along the spectrum of possibilities for interfacing
database processing and network dissemination, and studied their trade-offs. We have also formal-
ized message and subscription reformulation as a general mechanism for implementing stateful
subscriptions using a dissemination network that supports only stateless subscriptions. Reformu-
lation allows us to keep a simple and clean interface between the database and the network, while
at the same time providing a comparable or higher level of efficiency compared with much more
complex system configurations that require application-specific extensions to routing. We have
developed reformulation techniques for a number of stateful subscriptions types including range

aggregation/DISTINCT and joins.

This chapter presents efficient data structures and algorithms for supporting reformulation at the

database server. For range-min subscriptions, our reformulation technique is based on the concept
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of Mar (Maximum Affected Range), for which we have developed new datastructuresand group
processingalgorithns presentedn this chapter Even for applicationssettingswhere noti“ cation
dissennation is not neededpur technigues alsoapplicableandcanbe usedto speedup scalable

continuousgueryprocessing.

The remainderof the chapteris organizedasfollows. Section5.2 recapsall necessaryrelim-
inariesfrom [CXY 06], including the distinction betweenstateless and stateful subscriptionsand
threeapproachego supportingstateful subscriptions,S-UN, CN, and S-CN (for more possibili-
tiesseglCXYO06]). In particular Section5.2.4 presentthe messageand subscriptiorreformulation
approachn detail, usingrange-nin subscriptiong@sanexanple; this sectionalso senes astheprob-
lem statenent for the sener-sideprocessingolutionsproposedy this dissertatiorin Section5.3 in
supportof our generabpproach.We brie” y discussotherstateful subscriptionsn Section5.4. Sec-
tion 5.5 presentsxperimentalresults.Section’5.6 sureys relatedwork, and Section5.7 concludes

the chapteranddiscussesereral directionsfor futureresearch.

5.2 Prdiminaries

The publish/subscribesystemwe are building offersa conceptualand possiblyvirtual) database

over which userscan de“ne subscriptions as SQL views. Publish messages are updatesto the
databaself a databaseipdatecauseghe contentof a subscriptionview to change we saythatthe
databaseipdate(publish messageyfects the subscription;in this case,the systemneedsto send

the subscriberanotification message containingthe changeto the contentof the subscriptionview.

Traditional publish/subscribesystens have simple subscriptionlanguageshat support only
statelessubscriptions.In mary situations, however, usersmay wantupdatesto be furthertrans-
formed, correlated,and/oraggregated. For exanple, with a range-aggrgate subscription,a user
cantrack the minimum PER((price-to-earningatio, a popularmeasureof stock quality) of stocks
within a risk range. This subscriptionis srateful, becausgust by looking at a stock updatemes-
sage the systemcannotalwaystell whetheror how the messageavould affectthe subscription. To

meettheneedsof theseuserswe aredevelopingawide-aregoublish/subscribeystemthatsupports
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Figure5.1: ExampleSTOCHKableand range-minsubscriptions.

conplex subscriptionde” nitions.

5.2.1 Range-Min Sub<riptions

To keepour discussiornfocused,we concentraten this sectionon supportingrange-nin subscrip-
tions. Thesesubscriptionsare useful in many situationswhere usersare interestingin tracking
the *bestZobjectsin rangesof their interest,e.g., stockswith the lowest price-to-earningratios
within a risk range,or lowest-priceddigital caneraswith at least4.0 megapixels. The various
sener/network interface approachesnd the message/subscriptioreformulation mechanismthat
we aregoingto presentiaterare completely general;however, the actualrefornulation technique
may vary for differentsubscriptiontypes. We discusshow to handle other subscriptiontypesin
Chapter 5.4.

As aconcreteexanple, considera publish/subscribeystemthat monitorsthe stock market for
alamge nunber of tradersover awide-areanetwork. Conceptually the systemprovidesa database
view

STOCKSYMBOIRISK,PER...)
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thatcontinuouslytracksthe up-to-datanformation for eachstock. Supposehata useris interested
in tracking the minimum PER of stockswithin a risk range[z1, z»] that sheis comfortable with.

She cande*ne a subscriptionover STOCK usinga SQL query:
SELECT MIN(PER) FROM STOCK WHERE x7 <= RISK AND RISK <= x3.

To simplify discussionjet us focuson updatesof PER, and assune that eachupdatemessage
hasthe schena

SYMBOL,RISK,PER,... ,

where PER is the new price-to-earningatio after the update. Whensuch a messagearives, the

systemeedsgo notify thoseuserswhosesubscriptionqueryresultsareaffectedby the PER update.

Therange-nn subscriptions stateful. To illustrate,considerthe currentstateof STOCK shavn
asa collection of points (labeledby ¢; andshown in solid black) in Figure 5.1; the X-axis plots
RISK, while the Y-axis plots PER. Eachrange-nin subscription(labeledby s;) is representeds
a horizontalinterval spanninghe risk rangeof interest,whoseheight equalsthe minimum PER in

thatrange.

Supposehatan updatelowers t4*S PER to just below thatof 5 (indicatedby a dottedline with
arrow). This updateshouldaffectsubscriptionssz andsg, but not sq, s», or ss. For s1 throughsg,
theirrangesal cover t4°sRISK. In orderto deterninethatss ands, areaffectedwhile s; ands, are
not, the systemmust be ableto comparetsesnew PER with theminimum PER currentlymaintained
by eachof thesesubscriptionsthis latterinformation is not availablein the updatemessage.

A more complicated situation arises when the current minimum PER sharedby a group of
subscriptiongs updatedhigher, potentially exposingthemto differentnev minima. For exanple,
supposethat an updateraisestses PER, as illustratedin Figure 5.1. As a result of this update,
s3 shouldbe updatedwith t3¢s PER, while s4 shouldbe updatedwith tges PER. Neither pieceof
information is available in tses updatemessage.ln general,the systemmust maintain the entire

stateof the STOCK tablein orderto handlesuchupdates.
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A Classi“cation of Updatesfor Range-Min Subscriptions

Before proceedingwe give aclassi“cationof databaseipdatesdasedon how they affectrange-nin

subscriptions.To make our discussiorconcreteyecallthe databasé¢able
STOCKSYMBOLRISK,PER.. ")
andrange-nin subscriptionof theform
SELECT MIN(PER) FROMSTOCKWHEREz; <= RISK AND RISK <= z,.

We call RISK therange attribute andPERthe aggregation attribute To simplify discussionin this
section,we furtherrestrictoursehes to updatesof the aggreyation attribute (PER only. Insertions,
deletionsand updatedo other attributesrequirefairly straightforwardextensionsdetailsof which
we deferuntil Chapter5.3. LetA(t : 2,90  yn) denotean updateof a stock ¢ (with risk ) that

changePERfrom y, to y,. This updatefalls into oneof the following cateyories:

€ Ignorable updates. Theseare updatesthat, given the currentstateof the databasecannot
possiblyaffectary subscriptions.In our runningexanple, A(¢ : z,yo  yn) iSignorableif
thereexists anotherstock ¢t with the sare risk x anda PERno higherthanboth y, andyy.

For exanple, the updateof ¢; in Figure5.1 is ignorablebecausef tg.

€ Non-ignomable updates. Theseare updateshat may affect sorre subscription(i.e. they are

notignorable).They arefurtherclassi“ed into two types:

...Easyupdates.An easyupdateis a non-ignorableupdateandits effect on ary affected
subscriptioncan be deternined from the contentof the updateitself. Such updates
are relatively easierto processbecauseno other databasenformation is neededto
decidethe effect on subscriptions. In our running example, a non-ignorableupdate
At : x,y0  yn) isgoodif no otherminimum PERis exposeddueto thatupdate.

The updateof ¢4 in Figure5.1 is anexanple of an easyupdate.

...Dif* cult updates.Thesearenon-ignorableupdatesvhoseeffectson affectedsubscrip-
tions cannotbe deternined from the contentof the updateitself; additionalinforma-

tion from the databases required. In our running exanple, a non-ignorableupdate
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( t:x,yo — yn) is difficult if it might “expose” a new minimum PERin some risk
range. The update of ¢5 in Figure 5.1 is an example of a difficult update because it
exposes both ¢3 and tg. The effect of a difficult update cannot be inferred from the

content of the update alone; additional information from the database is required.

To recap, a decreasing update can be ignorable or easy, whereas an increasing update can be ignor-
able, difficult, or occasionally easy. Note that this classification scheme does not take into account
what subscriptions are currently in the system. Such information can be exploited for more effi-
ciency (e.g., if there are no subscriptions, all updates are effectively ignorable), but doing so also

incurs some extra overhead; we discuss this point further in Section 5.2.4.

5.2.2 S-UN: Server with Unicast Network

To begin, we follow the traditional database-centric view of publish/subscribe—of first computing
the updates to each subscription, and then disseminating these updates. We assume that a single
server maintains the database state and keeps track of all subscriptions. For each publish message,
we can efficiently compute all subscription updates in time sublinear in the size of the database
and the number of subscriptions, using our group-processing techniques (presented in Chapter 5.3).
Then, the server unicasts a subscription update message to each affected subscription. For our
running example, the message has a constant size, and simply contains the new minimum PERfor
the subscription. We call this approach S-UN. The problem with this approach is that when many
subscriptions are affected, there will be a large amount of traffic overall, and the server can easily
become a bottleneck of dissemination.

If multiple affected subscriptions are hosted by the same node in the network, an additional
optimization is for the server to combine multiple messages into one. This technique, which we call
message aggregation, reduces the number of messages. However, the size of a combined massage
would no longer be constant; instead, it becomes linear in the number of affected subscriptions
at the node. The reason is that the message needs to list the affected subscriptions (because not
all subscriptions at the node may be affected) and possibly multiple subscription updates (because

different subscriptions may be affected differently by the same database update, as shown in 5.2.1).
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5.2.3 CN: Serverless Content-Based Network

Asdiscussedn Section5.1, content-basedetworking[CWO014 views eachmessages a tuple of
attribute-\alue pairs,and eachsubscriptioras a predicateover amessagéuple. The straightforward
way to supportstateful subscriptionsusinga content-basedetworkis to srelaxZtheminto stateless

subscriptionglirectly supportedy the network.\We call this approachCN.
For our runningexarrple, we canerelaxZarange-nin subscription

SELECT MIN(PER) FROMSTOCKWHEREx; <= RISK AND RISK <= Xy

to arangesubscription

SELECT * FROMSTOCKWHEREX; <= RISK AND RISK <= Xj.
The network would thenforwardto eachsubscriberevery stock updatemessagehat falls within
herrisk range.Eachsubscribeltocally maintainsthe contentof the rangesubscriptionfrom which
therange-nin subscriptioncanbederived. Note thatall stocksin therangemustbe maintained(not
justoneswith theminimum PER in orderto handlethe casewhentheminimum PERrises.Besides
this maintenanceoverhead,a more seriousissueis thatthe relaxationof a statefulsubscriptioninto
a statelessone canpotentially resultin much more updatetraf‘ c. For exanple, in Figure5.1, any
PERmMovement of t, abovets+*s PERhasno effecton arny subscriptions put with this approachall
updatesof t4 would still beforwardedto s; throughs, simply becausé, fals into theirrisk ranges.

The advantageof CN is its simplicity: We only needto extendthe capabilityof the subscribers;
the network substrateremains unchanged.The systemdoesnot requirea centralsener, thereby
removing a potential bottleneck. The disadwantagesof CN are obvious too. All updateswithin
the RISK rangearesentto the subscribereven thoughmost of themmay be ignorablein practice.
Also, to copewith badupdatesgachsubscribemust maintain all stockswithin its RISK range,

which is rathercostly.
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5.2.4 S-CN: Server with Content-Based Network using Message and

Subscription Reformulation

Our goal in [CXYO06] is to develop techniques that offer better efficiency than S-UN and CN, with-
out complicating the network substrate with application-specific routing algorithms. To achieve
this goal, we need to rethink the traditional responsibilities of servers in a publish/subscribe sys-
tem, and divide the work carefully between servers and the network. In this section, we show that
with our message/subscription reformulation techniques, we can support stateful range-min sub-
scriptions efficiently using stateless subscriptions of the form “the data rectangle in the message
contains the point of interest.” Such subscriptions are a standard feature in most content-based
networks, e.g., [CWO01a]. While this section focuses on range-min subscriptions, we note that mes-
sage/subscription reformulation is a general mechanism; reformulation techniques for other types
of subscriptions will be discussed in 5.4.

In this approach, which we call S-CN, a central server maintains the database state and is re-
sponsible for generating notification messages and injecting them into a content-based network for
dissemination. The key idea is for the server to reformulate each publish message into zero or
more notification messages whose contents carry additional information derived from the current
database state. This additional information effectively removes the dependency of stateful subscrip-
tions on the database state. When stateful subscriptions register with the content-based network,
they are first reformulated into stateless subscriptions (without any knowledge of the database state)
to work with the reformulated notification message format.

Interestingly, the server does not need to know the set of subscriptions, which makes S-CN
particularly attractive when subscriber anonymity is desired, or when it is expensive for a server to

maintain a large, dynamic set of subscribers.

Mar-Based Reformulation

It turns out that for range-min subscriptions, there exists an efficient and effective reformulation

based on Mar (for Maximum AffectedRange), which intuitively captures an update’s “extent of
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in” uenceZon range-nin subscriptionsinformally, usingour runningexanyple, the Mar of astock t
is themaximum RT SK rangein which ¢ hasthe minimum PER andisthe only stock with thisPER.
We formally de“ne Mar belaw, whereapoint (z, y) represents tuple with rangeattribute valuex

andaggregateattribute valuey:

De" nition 7 (Maximum affectedrange) Mar(zo, yo), the Mar of point (zo, yo) with respectedo
a setof distinct points P, is the maximum range (z;,z,) o for which there exists no point
(r,y) Psudthatr <z <z andy yo. Let Mar(zo,yo) = if nosud range exists; i.e.,
(zo,y) P:y  wo.
The Mar of anupdated = A(t: x,yo  yn), denotedMar(d), is the unionof Mar(z, y,) and
Mar(z, yn ), both of which are de“ned with respecto the setof pointsrepresentingall tuplesin the

relation otherthant.

Forexanple, Figure5.2 shavs Mar(xo, yo) with respecto asetof points(shavn as solid black
dots). Basically Mar(zg, y0) is anopenintenal betweentwo points: the“ rstoneto the left of zq
andthe “ rst oneto right of =g, bothwith heightlessthanor equalto 3. As anotherexanple, in
Figureb.1, theMar of thets updateis therange(20, 100). We show in Section5.3 how to compute
Mar ef‘ ciently (in time logarithmc in the size of the database). The following results(proofs

omitted dueto spaceconstraintskestablishithe utility of Mar in range-nin subscriptionprocessing:

Theorem 16. A range-nin subscriptionwith range [z1, x7] is affectedby an updates if andonly if

x  [z1,22]  Mar(9).

Corollary 6 (Updateclassi‘cation) ConsideranupdateA(t : z,yo  yn). (1) If Mar(¢) = ,
theupdateisignorable (2) If Mar(t) = ,andMar(z,yo) Mar(z,yn) (With respecto the setof
pointsrepresentingall tuplesotherthant), thenthe updateis good,andthe new minimum for any

affectedrange-min subscriptionis y, . (3) Otherwise the updateis dif“cult.

Corollary 6 providesthetestsfor the sener in S-CN to runin orderto classifyeachincomng
databaseupdate. Furthernore, this corollary leadsimmediately to the following reformulation

techniques:
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o (Message format) Each database update is reformulated into zero or more notification mes-
sages of the form

(NEWMIN, INNERL, INNER R, OUTERL, OUTERR)

and injected into the network.

e (Subscriptions) Each range-min subscription over range [X1, X2] is reformulated into a pred-
icate
(OUTERL < x 1 < INNERL) A (INNERR < x2 < OUTERR)
over the notification message. Upon receiving a message matching the reformulated predi-

cate, a subscriber simply updates the minimum to NEWMIN.
o (Ignorable updates) They are simply discarded by the server.

o (Easy updates) Each easy update ( t : X,Y, — Y,) is reformulated as (y,, X, X, X1, X2),
where (X1,X2) = Mar(X, y,), computed with respect to the set of points representing all
tuples other than t. For example, the easy update ( tg : 40,12 — 4) in Figure 5.1 is
reformulated as (4, 40, 40, 20, 100).

Reformulating Difficult Updates

As we have seen in Example 5.1, a difficult update (such as the rise of ts’s PERin Figure 5.1) is
tough to handle because it “exposes” different new minima for different subscriptions. Interestingly,
with the help of Mar and the concept of upperhull introduced below, we can capture all effects of
a difficult update on affected subscriptions succinctly and precisely, and in a way that allows the
server in S-CN to encode them in the same format as the reformulated notification messages for

easy updates.

Definition 8 (Upper hull). Considerpoint (Xg,Yo) and a setP of points. Supposgx;, x,] =
Mar(Xo, Yo) #Z 0. Hull(Xo, Yo), the upper hull of point (Xg, yo) with respecto P, isthe setof points

consistingof thefollowing:

e The peak, denotedPeak(xg, Yo), is the point (xp,y) € P wherey is the smallest possible

Let thepeakbe(xg, o) if nosud pointexists,i.e., P hasno pointwith X -coorinate of X.
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Figure 5.2: Mar and Hull.

€ The left upper hull, denotedLHull(X, o), is the setof all points(x’,y’) P where x; <

x’ <X, andthere existsno otherpoint (x,y) P sudthat(x’ x<xg) (y Y.

€ Theright upper hull, denotedRHull(xq, yo), isthe setof all points(x’,y’) P wherexg <

x’ <x,, andthere existsno otherpoint (x,y) P sudithat(xo<x x') (y VY.

For example, Figure 5.2 circles the points in Hull(X¢, yo). Basically, Hull(Xo, o) consists of
the two “skylines” [PTFS05] that we observe by looking towards left and right from (Xq, Yo). As it
turns out, each point (x’,y")  Hull(Xo, Yo) corresponds to a new minimum that would be exposed
by the removal of (Xq,Yo). Intuitively, using Mar(Xg, o), we can capture the set of subscriptions

that will have Yy’ as their new minimum. This observation is formalized by the following theorem,

Theorem 17. Considera dif‘cult updateA(t : x,y, Y,). Let P bethesetof pointsrepresenting
the setof tuplesafter the updatehasbeenapplied. A range-nmin subscriptionwith range [X1, X2] is
affectedby the updateif and only if there exists a point (x’,y’)  Hull(x, y,) (with respecto P)
sud that [min(x, x"), max(x, x’)]  [X1,x2] EMar(x’,y’), where EMar(x’,y’) is the Exposed

Maximum Affected Range of (x’,y’) with respecto P S{ (x’,y’)}. Furthernore, thenew minimum
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for this affectedsubscriptionisy .

Note thatwe have usedEMar insteadof Mar in the above theorem The two conceptare iden-
tical exceptthe specialcasewheretwo pointsin P have the sane Y -coordinate. The difference
betweenEMar and Mar is ratherminor and doesnot affect the expositionin this section. Theo-

rem 17 providesthe basisfor thefollowing techniquefor reformulating dif* cult updates:

o (Difficult updates) Given a dif cult updateA(t : X,yo — Yn), for eachpoint (x ,y ) €

Hull(X, Yo), the sener generates noti“ cationmessage
(y ,min(X, X ), max(X, X ), X1, X2)

, where (x1,X2) = EMar(x ,y ) (seeTheorem17 for what point setsHull and EMar are

conmputedwith respecto).

Both the noti* cation messagdormat and the behavior of reformulated subscriptionsare consis-
tent with thosefor easyupdates. The only differenceis that the sener generatesnore thanone
noti“ cation messageper dif cult update. As an exanple, the dif* cult updateA(ts : 50,5 — 9)
in Figure5.1 is reformulatedas3 noti“ cationmessages(9, 50, 50, 30, 70), (8, 30, 50, 20, 70), and
(6,50, 70, 20, 100).

It is interestingto visualizethe messageseformulatedfrom goodanddif” cult updatesas rect-
anglesin atwo-dimensionalspace(Figure 5.3). A rangesubscriptioncanthenberepresenteds a
pointin this spacewherethex-coordinaterepresentshelow endof therangeandthey-coordinate
representshe high end of therange.An easyupdateis reforrmulatedinto a single rectanglewith its
lower-right cornercorrespondingo an 0-length rangecontainingjust the updateposition, andits
uppetrleft cornercorrespondingo the Mar of the update.A dif* cult updateis reformulatedinto a
collectionof non-orerlappingrectanglesywhoseunionis a big rectanglespanningthe positionand
Mar of theupdate.The content-basedetwork,uponreceving areformulatedmessagewill ensure

thatthis messageeachesll subscriptions(points)containedwithin the correspondingectangle.

As notedat the end of Section5.2.1, we candetectignorableupdateswithout the knowledge

of the active subscriptionsin the system However, sorre non-ignorableupdatesnay turn out to be
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Figureb.3: A geometridnterpreétion of reformulaed messayes.

«effectively ignorableZbecausecertainrangesmay not be covered by subscriptions. As a simple
optimization, the sener in S-CN can maintain the rangesof active subscriptionsin the system
and perform a check beforeinjecting a noti* cation messagento the network. Doing so would
incur extra maintenanceoverhead;on the otherhand, S-CN canstill provide some protection of
subscriberanorymity, becausehe sener only needsto know the subscriptionde® nitions, but not

who or wherethe subscribersare.
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5.3 Server-SideData Structur esand Algorithms

5.3.1 Server-SideProcesingin S-CN

Computing Mar with A2B-Tree

We begin this section by discussing the data structure and algorithm for computing Mar, which
is a primitive used by S-CN for both update classification and message reformulation. Later in
Section 5.3.2 we will also show how to apply the same techniques in database-centric approaches
to compute notification messages. In the following, we denote the range attribute by X and the
aggregate attribute by Y.

A straightforward way to compute Mar is to use a B-tree on X. Given an update 6 = (¢ :
T,%  Yn), we look up the tuple(s) with X = z in the B-tree. Starting from these tuples, we scan
the index leaves left and right until we find a tuple at 1 x and atuple atx; =z, both with Y no
greater than min(ye, yn). Then, Mar(8) = (x1,x2). The procedure is carried out entirely on one
server and the number of I/Os incurred is O(logg N + L/B), where N is the size of the database
table, L is the number of tuples in Mar(d), and B is the block size of the B-tree. This method would
not scale with large affected ranges. For example, if 6 = (¢t :x,y0  yn) Where y, is extremely
small, as a result the Mar(J) can be a wide interval. In this case, this approach may have to visit all
nodes on the leaf level which is linear on the size of database.

We propose A2B-tree (augmented 2-tier B-tree) for computing Mar. The upper tier is a B-tree
on X. Each leaf index entry of this upper-tier B-tree points to a lower-tier B-tree indexing all tuples
with the same X value, using Y as the index key. Furthermore, each upper-tier index entry (which
points to either a child in the upper tier or the root of lower-tier B-tree) is augmented with an extra
min field maintaining the minimum Y value found in the subtree rooted at this index entry. An
example A2B-tree is shown in left part of Figure 5.4. As an optimization, if just a few tuples have
the same X value, they can be embedded directly in a leaf of the upper-tier B-tree; for simplicity
of presentation, however, we ignore this detail in ensuing discussion. The space taken by this index
is O(N/B), linear in the size of the table. Both the height of the upper tier and the height of the
lower tier are bounded by O(logg NN), so the combined height is also O(logg N).

149



100 20& ..... |900

110|120 .....| .....
min:‘4‘1‘8‘ ..... } ..... }

100101]103 ....J109)  [120[112..[....]....]
min: | 8] 4] 7] 6] [12]1].. ][]

Figure5.4: Exampleof an A2B-tree.

A2B-tree supportslookupsandupdatesin O(logg N) I/Os. Lookupfollows the standardB-
tree procedure,” rst using X asthe searchkey throughthe uppertier, andthenusing Y asthe
searchkey throughthelowertier. Insertionand deletionextendthe standard-treeproceduresvith

maintenanceof min “elds.

Our A2B-treecanbe easilymaintainedby standard-treemaintenanceroceduresvith slight
modi*“ cationsto adjustmin “ elds accordingly For exanple, wheninsertinga tuplewith Y = y,
for eachuppertier index entry on the path from the root to the lower-tier B-tree containingthe
insertionpoint, we updatemin to y if it is currentlygreaterthany. Deletionis dlightly trickier than
insertbecauseat may remove the tuple who is supplyingthe min value for sonme uppetrtier index
entry We proceedin a bottomup manner “ rstupdatingmin of the uppertier leafindex entry (the
new valuecanbe easilyobtainedfrom the leftmostleafof the correspondindower-tier B-tree),and
thenupdatingeachentry long the path from left to root until the root, or an entry which doesnot
needto be updated whichever comesearlier Similarly, in split andmerge, min “ led shouldalso
be maintained. For eachentry, new min canbe computedin constanttime from its childrenand
thereare O(logn) entriesneedto be modi“ ed, therefore, maintaining the auxiliary datadoesnot
increasehetime complexity of standard-treemaintenancegroceduresTherefore thel/O costis

boundedby O(logg V) in maintenance.

Conceptually we usefollowing simple exanple to show how Mar is cormputed. If we wantto
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conmputeright endof Mar given point (xq, o) = (102, 3) in theleft part of Figure5.4. At top level,
we “ rstidentify the subtreecontainingxy = 102 whichis associatedavith key 200. Sincethe min
“eld of thatentryis 1, smaller thany, = 3, we needto go onelevel down by following thelink to
subtree At thesecondevel, we “ rstidentify the subtreecontainingx, again(subtreewith key 110
in exarmple), however the min “ eld of this entryis 4, greaterthany,, hencewe are sure we cannot
“nd right endof Mar in this subtreesince every point in which hasgreaterY value than y,. Thus
we move rightward to locatethe “ rst entry which min “ eld no greaterthanyy, which is subtree
with key 120andmin “ €ld 1, and we go further down to thethird level, which is leaflevel of our
A2B-tree. We repeatthe traverse processabove to “ nd right endof Mar is (112, 1). The shaded
squaresn right partof Figure5.4 arethe entrieswe visit during the process.We simply returnoo

if we donot“ nd any pointin above process.

Following algorithm FINDR (7, X, ¥) queriesright boundaryof MAR of a given tuple (X, y)
on an augnentedB-tree 7', assunng domain of x is (—oo, + o0) and eachnodehasB entries
at most. Sarting from root of 7, it traversesdownward along the path from root to wherex is
located,until reachingan entry whosemin “ €ld is greateror equalto y. Thenit calls subroutine
SEARCHR_ to continuethe searctrightward. Noteto compute FINDR (7, X, Yy), we justneedto
replace< with < in line 7 andreplaceFINDR. and SEARCHR . with FINDR andSEARCHR
respectrely.

Sinceat every level of the uppertier of A2B-Tree,the algorithm visits 2 nodesat most, asa
resultits time complexity is O(log z N ), becausat is boundedby twice of heightof theaugmented
B-tree. Computationof MAR senes as a building block in next sectionswherewe will introduce
ef’ cientcomputationand disseninationof alarge numberof select-aggrgation subscriptionggiven

anincoming event.

FINDR(7,X,Y)
1: m «— + 00, node < 7 .root;

2: if node = null then {treeis empty}

3: return m;
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4: | «— 1;

5: while i < B andnode.keyli] < x do {locateindex i of subtreeby key x}
6: i—i+1;

7. if y < node.min(i] then

8: m,2 «— SEARCHR.(node,y,i + 1);

9: else

10: if leaf[node]then {nodeis aleaf}

11: m «— node.keyl]i];

12:  else {nodeis aninternalnode

13: n «— FINDR.(node.child]i], x,y)
14: if N # 400 then

15: m < n;

16: else

17: m «— SEARCHR_(node,y,i + 1);

18: return m;

SEARCHR. (node, y, index)
{Replacethe second< with < in line 2 to compute SEARCHR< (7, X,Y).}
1: i «— index;
2: while i < B andy < node.min(i] do
i —i+1;

3
4: ifi = B 4+ 1 then

5: m «— +o0;

6: else

7. if leaf[node]then {nodeis aleaf}
8: m «— node.keyl[i];
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9: else
10: m  SEARCHR« (node.child][i], y, 0)

11: return m;

Computing Hull and EMar

S-CN needs to compute Hull and EMar in order to reformulate difficult updates. Computation
of Hull(xo, yo) begins with identifying the peak, which is easily located by looking up z( in the
A2B-tree T. Starting from the peak (zo, yp), we call FINDR< (T, zq, yp, ), which returns the X-
coordinate of the first point (z1,%1) in RHull; y; can be readily obtained from the min field of
the leaf index entry for x;. Then, for ¢ 1, we repeatedly call FINDR< (T, zj, v, ) to locate
the next point (41, ¥i+1) in RHull until y41  yo. The last point is discarded. LHull(z, yo)
is computed analogously. Since the cost of each FINDR or FINDL is O(logg N), the total cost of
computing Hull(zg, y0) is O(klogg N), where k is the number of points in the Hull. All index
nodes visited in the process belong to the minimum spanning tree containing all points in Hull; we
can further ensure that we never visit the same node more than once (details omitted), although this

optimization does not change the asymptotic complexity.

Recall from Section 5.2.4 that S-CN reformulates a difficult update using EMar for each point
in Hull. While we could compute each EMar individually with a procedure similar to Mar computa-
tion, it is much more efficient to use the already computed Hull. The key (illustrated in Figure 5.2)
is that for Peak, EMar begins at the rightmost point in LHull and ends at the leftmost point in RHull;
for each point (zj, ;) in LHull, EMar(z;i, %) begins at its left neighbor in LHull, and ends at the

first point ( ,y ) in RHull with y < w;;! for each point (;, ;) in RHull, EMar(z;, ;) begins at

1Note that EMar differs from Mar when multiple points can share the same Y -coordinate (as mentioned in
Section 5.2.4). Mar(z, y) extends to the first point whose Y is lessthanor equalto y, because for a good
update, we do not want to notify a subscription whose minimum is already y. In contrast, EMar(x;, y;) in

this case extends to the first point with Y strictly lessthan y;. The reason is that for a difficult update, we
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the last point (z ,y ) in LHull with y yi, and ends at (zj,%;)’s right neighbor in RHull.> We
exploit the fact that LHull and RHull computation naturally produces points in sorted order. Using
a merge-like procedure on LHull and RHull, we can compute EMar for all points in Hull in time
O(k), where k is the number of points in Hull, which is also the number of reformulated messages

sent out by S-CN for the difficult update.

Handling Insertion, Deletion, and Other Updates

So far, for simplicity of presentation, we have only discussed updates of the aggregate attribute. We
now briefly present how to support other types of modifications. For insertion and deletion, all our
results continue to hold if we view an insertion as an update A(¢ : x, Yn), and a deletion
as A(t @ x, 90 ). These tuples involving  are of course never stored explicitly; we simply
assume their existence for convenience. Updates that change neither X nor Y are ignored. For a
complex update A(t: o  Zn,Yo  Yn) that change both X and Y, we could treat it as a deletion
of (2o, Yo) followed by an insertion of (xn, yn). With this simple method, however, it is possible for
a subscription to receive two notification messages (one due to deletion and one due to insertion).
We have developed techniques to ensure that each subscription gets at most one notification for
each publish message, by efficiently consolidating the effects of a complex update. We omit details
here due to space constraints. This approach has complexity O(k logg N ), where k is the minimum

number of unique notification massages required for a complex update.

want to send out as few messages as possible to cover all exposed minima; therefore, we want each EMar
to cover as much of the exposed range as possible.

2Note the slight asymmetry in defining EMar for LHull and RHullpoints (y < y; vs.y ;). In the special
case where a point in LHull has the same Y -coordinate as a point in RHull, we need this asymmetry to
ensure the property that every subscription affected by a difficult update receives exactly one notification

message (i.e., no redundant or missing notifications).
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5.3.2 Server-SideProcesing in S-UN

We brie”y discusshow to usethe A2B-treeand conceptof Mar andHull to conmpute unicastand
multicast noti“ cationmessagesf* ciently for S-UN. Givenanupdate a nave methodis to exam+
ine every subscriptionin turn and conmpute how the updateaffectsit; the A2B-treecanbe usedto
reconputein O(logg N) time the nev minimum in ary rangewhen the old minimum is lowered
or deleted.This methodtakes O(M logg N) time,where M is thenumberof subscriptionsjt does
notscaleto alarge nunberof subscriptions.We cando much betterby leveragingthetechniquesn
Section5.3.1 for S-CN. Usingthesane algorithms andan A2B-treefor thedatabaséable,we com
putereformulated message$or eachincomng updateasin S-CN. Insteadof dissennating these
messagedhowever, we treateachmessagess a queryidentifying the setof affectedsubscriptions.
Asin Figureb.3, weview therange-nin subscriptionsspointsin a2-d spaceandstorethemusing
a 2-d index structurethat supportsrectangulaiqueries.An external-remory kd-tree,for exanple,
would supportsuchaqueryin O(  M/B + J/B) time,where.J is the nurrber of subscriptionsin
the queryrectangle.S-UN generate®neunicastmessagdor eachsuchsubscription.Overall, for
anupdatewith & reformulatedmessages S-CN affectingatotal of A outof M subscriptionsthe
sener-sideprocessingostsincurredoy S-UNis O(klogg N+ k  M/B + A/B), comparedwith
O(klogg N) for S-CN.

5.4 Other Subscription Types

In this section,we brie”y discusshow to handleother subscriptionsvith S-CN, using our general
message/subscriptioreformulation mechanism Range-nax subscriptionscan be handledby the
sarre techniguesas range-nin. Range-count/sufaverage subscriptionsare easierto handle: We
simply reformulate them into range subscriptionswithout aggreation; publish messagesio not
needto be reformulated (thoughobviously irrelevant updatescanbeignored,e.g., thoseupdating
neitherrangenor aggreation attributes). Unlike range-nin/max, relaxingtheserange-aggrgation
subscriptionsvould not resultin excessie traf* ¢, becauseelevant updateghatfall within a sub-

scriptionrangegenerallydo affect the subscription.
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A rangebISTINCT subscriptiontracksthe setof distinct valuesof anattribute Y for tuples
whoserangeattribute X fal within sone range. Simply relaxing this subscriptioninto a range
subscriptionmay generatea lot of unnecessaryraf‘ ¢ if thereare mary duplicates. In this case,
we canextendthe conceptof Mar asfollows. Mar of aninsertion(or deletion)is the maximum
X rangethat containsthe insertion(or deletion)point andno other tupleswith the sane Y value,
asshavn in left part of of Figure 5.5. An insertion(or deletion)is refornulatedinto a message
containingX andY valuesandthe Mar, if it is notenpty. A rangebISTINCT subscriptionis
reformulatedinto a statelessselectionsubscriptionthat checksif the subscriptionrangecontains

the X value and is alsocontainedby the Mar.

Sdlect-join subscriptionsare also stateful. Given a publish messagehat applies an update

R to table R, its effect on subscriptionop(op;, R > 0pg S) IS op(ops{ R} > 0pgS), which
requiresaccessingtate(contentof tableS) notin the original updatemessageFollowing the mes-
sage/subscriptioneformulation approach,a sener maintainingthe databasestatecanreformulate
each Rintoaseriesof noti“ cationmessagesachcontainingaresulttuplein{ R} < S. Mean-
while, the select-joinsubscriptionoy(op; R 1 0ppg S) is reformulatedinto a statelesssubscription

thatchecksconditionp pr ps over reformulated messages.

Lastbut not least, we have extendedour techniquesfor 1-d rangeaggreationbISTINCT
subscriptiondo the 2-d case whereeachsubscriptioncanspecify orthogonalrangeconditionsfor
two attributes. The shadedareain right partof Figure5.5 is an exanmple of MAR?® for atuple r.
The contourof shadedareais deternined by a setof tuplesin 2d rangeselectionspaceX;, X5 such
thatfor eachof them+’, 7'.y  r < y andtheredoesnot exist a tuple r” in the shadedareasuch
thatr”.y  r.y. Itisnothardto prove thata subscriptionwill beaffectedby updateof r if andonly
if it is stabbecby r andits orthogonalrangeselectionconditionis fully containedwithin MAR?,
We leave for the futurework the datastructureand algorithrs computing MAR?? andhull in two

dimensionwhich both canbe computedsimilarly to onedimension.
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Figure 5.5: Generalized MAR.

5.5 Evaluation

5.5.1 Experimental Setup

On the server side, we implemented the algorithms computing Mar and Hull, and the processing
techniques introduced in Section 5.3. The server module supports well-defined network interfaces
to a regular unicast network (for S-UN) and a content-based network (for S-CN). On the network
side, we use a network simulator for a large-scale publish/subscribe system; for details about the

simulator and our implementation of the content-based network, see [CXY06].

We perform detailed link-level simulation of a 20,000-node INET [CGJ102] topology. Of
these, 1000nodes are chosen as the end nodes participating in an overlay network of brokers re-
sponsible for directly handling user subscriptions. Events are generated by publishers assumed to

be randomly scattered throughout the network.

We assume that publishers are distributed throughout the network. We do not model the mes-
sage hop from the publisher to the server/event point, because this cost would be incurred in all
systems. Similarly, subscriptions could be distributed throughout the network, but each subscrip-
tion chooses a broker in the overlay network as its gateway to the system. Details on how to choose
a gateway in our experiments can be found in [CXY06]. We assume that subscriptions reside at the

gateway and do not model the propagation of messages from the gateway to the end subscriber.
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5.5.2 Evaluation Metrics and Workloads

We useboth sener- andnetwork-sidemetricsfor evaluation. On the sener-side,we track process-
ing time, which is measureds the period betweenthetime at which anupdatearrives at the sener
andthetime at which the sener completesgeneratiorof al outgoingmessage$or dissenination.
On the network-side we track two metricsfor eachevent. 1) Nework traf c: We de" ne network
traf* ¢ as the total nunber of bytesthat needto be transferrecbetweenoverlay nodesduring dis-
senmnation. 2) Maximum nodestress We de“ne nodestressasthe number of overlay messages
originating from a node. The maximum node stressfor a given event is the highestnodestress

amongall nodeswhile processinghatevent.

We evaluatethe techniquesusing both real and synthetic updateworkloads,in combination
with syntheticsubscriptionworkloads. The useof synthetic workloadshelps us to evaluatethe

approachesindercontrolled conditions,by varying various parangtersof interest.

We modelalarge number (100, 000 to 1 million) of subscriptionsn all our experiments.Each
subscriptionrequestghe minimum of oneattribute (PER) over dl tuplesfalling in a given intenal
of anotherattribute (RTSK). To model a hot rangewhich interestamore subscribersthe position
of the subscriptionintenal is normally distributed aroundcenterof domain of local selectionat-
tribute. The intenal lengthalso follows a normal distribution. This subscriptiorworkloadis used
in associatiorwith both syntheticandreal updateworkloads.

Our synthetic updateworkload consistsinitially of a databasahat containsbetween10, 000
and 100, 000 tuplesuniformly distributedin the domain. We generate200, 000 events,eachbeing
anupdateto the original databaseand collect the measurerents of eachupdate.Our experiments
shaowv that the simulation traceis long enoughto reachstablemeasurerants. Parangters of our
syntheticworkloadsare sunmarized in Table 5.1. We vary one or more of theseparangters to
performexperimentswith varying databasesize,number of subscriptions percentagef ignorable
updatesandaveragenunmber of subscriptionsaffectedby anupdate.

Besidesinsertionand deletion,updateof an existing tuple follows a randomwalk model, i.e.,
we updatea tuple by moving upward(increasing)or dovnward (decreasingpn its outputattribute

suchasPER. Thestepdependsnerely onits currentvalue and updateof eachtupleisindependent
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parameter value

numberof overlay nodes 1000
numberof physicalnodes 20,000
domain of rangesekectattribute | [0, 10, 000]
domainof aggregateattribute [0, 10,000]
numberof subscriptions 100k — 1M
midpointof selectiorange | N (500Q 1500)
lengthof selectionrange N (100Q 1000)
numberof tuplesin initial DB 10k — 100k
numberof simulationevents 200,000

percenége of spkedevents 0.5%

Table 5.1: Summaryof all parametersisedin experiments.

of ary othertuples.Underthis model,the updatestatisticssuchas probability of beinganignorable
update humber of subscriptionsaffectedby anupdate gtc., canbeproved to converge to stationary
distributions independenf updatetime. This is becauseecachrandomvariable (tuple) in this
model actuallyis anirreducible,” nite, and aperiodicMarkov chain,thusthereexists a stationary
distribution for the value of eachtuple. Sinceall tuplesareindependentthe updatestatisticswill
alsoreachstationarydistributionsindependenof time. In otherwords,it cannothappernthatsome
subscriptiorbecormes more and more dif* cult to getaffectedwhile othersareeasierto getaffected
over time. Our simulation sequenceés long enoughto ensuresuchcorvergence.Detailed proof of
cornvergenceof our updatemodelis omitted for brevity. To make the workload more realistic,we
alsointroducea small percentageof spikesto the updates.A spike is an updatewhere the PER
dropsdown suddenly(affecting a large number of subscriptions)and thenbouncesbackto its old

value. This doesnot affect corvergenceas the effectis only temporary
We also use a real updateworkload to validate our techniques. The real updateworkload

useseventsbasedon stockdatamined from Yahoo! Finance[Fin]. Subscriptionsare synthetically
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Figure 5.6: Avg. processing time; increasing database size.

generated. More details on the real workload are provided in Section 5.5.3.

5.5.3 Experimentsand Resuts

This section includes only a subset of experiments from [CXYO06]. This subset is intended to
illustrate the efficiency and scalability of server-side support for message and subscription refor-
mulation, which is the main contribution of this chapter. We also present some results showing the
effectiveness of our general approach in reducing the network work cost of notification dissemina-

tion.

Sever-Side Procesing Costs for Synthetic Workl oads

In the first set of experiments, we compare the techniques in terms of their ability to scale to large
numbers of tuples and subscriptions. On the server side, we compare the average processing time

per update for S-UN and S-CN (recall that CN does not have a central server). All updates are
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non-ignorableandthe percentag®f spikesis 0.5%. We* rstvary the databaseizefrom 10, 000to
100, 000 tuples,while keepingthe nunber of subscriptionsconstantat 500, 000. Figures5.6 com-
paresprocessingime per eventin microsecondor S-UN andS-CN on the sener side. Between
the two approachesS-CN achieves the lowest processingime for all sizes of databaseand its
processingime increase®nly by 20% whenthe databasesizeincreasedy afactorof 10. Recall
asexplainedin 5.3 that S-CN cancomputethe outgoingmessage# logarithmric time of database
size. The experimentsveri“ esthatS-CN scaleswell over tablesize. S-UN perforns worsedueto
the high cost of assernling and disseninating outgoingmessagesor eachaffectedsubscription.
Its processingostis around3.5 higherthanthat of S-CN whentablecontains10, 000tuples,and
its costis about2.5 higherthan S-CN for a databasevith 100, 000 tuples. The decreasinggap
comes from thefactthatthe processingime of S-UN alsobene‘ts from alarger databassinceless

subscriptionswill beactuallyaffectedfor lamgerdatabase.

Besidesthe processingime at the sener side, anotherimportantmetric is the number of out-
going messagesener needto inject into the network. We compareaveragenunber of outgoing
messagdor S-CN and S-UN over increasingdatabasesizein Table 5.2. We do not shov CN in
this table becausdhatapproachs senerless,andeachevent publishedis directly injectedinto the
network. In this table,we canseethat S-CN injectsmuchlessmessageshanS-UN. On average,
S-CN generate.1 messagesor a databasevith 10,000 tuples. This number dlightly increase
to 2.22 when databasesizeincreasedy a factorof 10. On the otherhand, S-UN producesmore
than700 messagefor a databasevith 10, 000 tuples,translatingto a factorof more than300 over
S-CN. Whenwe increasalatabaseizeto 100, 000 tuples,althoughS-UN canbene't from larger
databaseincelesssubscriptionsareactuallyaffected,the nunmber of messagess still much higher
thanthat of S-CN, e.g., 654 message® contrastto 2.22 message$or a databaseavith 100, 000
tuples.

Next, we keepthe databasesize at 10, 000 tuplesand vary the nunber of subscriptionsfrom
100, 000to 1 million. Figureb.7 comparestheprocessingime of S-CN andS-UN over increasing
nunber of subscriptions. Processingtime of S-CN is constantand completely independenbf

the nunber of subscriptions,making it scalableover large nunber of subscriptions. S-CN also
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dbsize | 20K | 40K | 60K | 80K | 10K
S-CN | 210 | 215 | 218 | 220 | 222
Unicast | 726 | 671 | 678 | 655 | 654

Table 5.2: Number of outgoing messages from server, varying database size
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Figure 5.7: Avg. processing time; increasing number of subscriptions.
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# subs.| 200K | 400K | 600K | 800K | 1M

S-CN 2.08 2.08 2.08 2.08 | 2.08
Unicast| 303 616 909 1218 | 1441

Table 5.3: Numberof outgoingmessagefom server, varying num. of subscriptions

achieves a substantiallylower processingcost. S-UN is much worsebecausét needso asserble
anoutgoingmessagéor eachaffectedsubscriptionswhich makes its processingostlinearly over
thenumberof subscriptions.Therefore S-UN is conpletely unscalableandhardto deploy for large

systens.

Table 5.3 shavs the averagenunber of outgoingmessage$or S-CN andS-UN. As expected,
the nunber of outgoingmessagdor S-CN is constantsinceit is independenbdf number of sub-
scriptions. Themessagegeneratedy S-CN is only 2.08 on averagewhich is much lessthanthat
of unicasteventhereare only 200 000 subscriptions S-UN, however, producesnessagetinearly

increasingover subscriptionstranslatedo muchheavier networktraf‘ c.

Network Costsfor Synthetic Work loads

Besideghe experimentson the sener side, we have alsoconductedextensve experimentsto com
parethenetworktraf’ c generatedy differentapproachesliscussedn Section5.2. We only sanple
two of themhere,in orderillustratethe power of our generalapproachandtheimportanceof con-
sideringsener-side processingn conjunctionof network disseminatn. Pleasaeferto [CXY06]

for more experimentalresults.

Figure 5.5.3 compares S-UN, CN, and S-CN in terms of the averagenetworktraf‘ c (in bytes)
per event incurred. We denonstratethe effect of increasingthe percentageof ignorableupdates
| . To better control the parangter, we usea subscriptiondistribution wherethe midpoint of the
selectionrangeis taken from a normel distribution N (5000 10000) andthe lengthis takenfrom a
normal distribution N (50, 10). Thereareno spikes introduced. As expected,CN is independent

of | sinceit is completely unawareif the updatecanbe anignorableupdate.As | increasesthe
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Figure 5.8: Avg. network traffic, varying the percentage of ignorable updates.

performance of all the approaches except CN improves and, for high values of |, CN becomes the
worst approach. S-UN generally performs poorly, but when there are large number of ignorable
updates, it is able to reduce the number of unicasts needed, eventually beating CN. S-CN performs
the best as the messages encode the affected subscriptions very compactly and, like S-UN, messages

are sent only to subscriptions that actually are affected by the event.

In the next set of experiments, we increase the average number of subscriptions affected by a
non-ignorable update by controlling the percentage of spikes which affect a large number of sub-
scriptions. All updates are non-ignorable. The number of subscriptions is 500, 000and the database
size is 50, 000tuples. Figure 5.9 shows the performance of each of the approaches in terms of aver-
age network traffic (in bytes). From the figure, we see that S-UN worsens in performance linearly
with increase in average number of affected subscriptions. CN is independent of this parameter
and hence shows a flat line. The network traffic generated by S-CN increases very slightly across
the workloads as seen from the figure. This is due to larger average Mar as a result of increasing

percentage of spikes. Nevertheless, S-CN performs close to an order of magnitude better than CN.
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Figure 5.9: Avg. network traffic, varying the number of affected subs.

Experiments on Real Workload

In order to evaluate our techniques on a real trace, we obtained information for 3053 stocks from
Yahoo! Finance [Fin]. We gathered data for earnings per stock (EPS) for each of the stocks. In
addition, computed the average recommendation over the past month (RECO) for each stock. RECO
varies from 1.0 (strong buy) to 5.0 (strong sell). We collected open and close price data over the
course of 60 days, and used EPS to compute PERfor each price. We thus obtained a trace of
events, each being an update of PER with RECO constant. The trace had 338,415 events. 11.7%
of the events were non-ignorable events. Note that although this trace has only two events per
day, real-time stock prices over the course of the day would follow a similar update trend, with
several thousand updates generated every few seconds. This would need efficient database/network

coordination to scale to large subscription sets.

We generated 500, 000 subscriptions; each subscription requests the minimum PER over a spec-

ified RECO range. This is a meaningful query because stocks with lower PER are intuitively better.
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Figure5.10: Resultof realworkload.

Moreover, peoplemay desirestocksratedat differentrangesof RECO

Figure5.10 shows theaveragenetworktraf‘ ¢ per eventas we increasehe nunberof subscrip-
tions. We seethat S-CN generaterdersof magnitudelesstraf c than CN and S-UN. S-UN
doesnot scalewell; its performancedegradelinearly with increasen number of subscriptions.CN
shaws constantbut bad performance. S-CN perforrs very well and is independenbf number of
subscriptions. It generatedessthan 100 bytesof networktraf* ¢ per event on the average,with

maximum nodestresever rising above 10.

5.6 Related Work

Recentresearchefforts have beenfocusedon content-basegublish subscribesystens which pro-
vide “ ne granularity and” exibility. A large number of such systens have beenbuilt in recent
years, e.g., SIFT [YGM99] (for text documents), ONYX [DRFO4] (for “ Itering and transformation

of XML messages)and the wide-areaevent noti“ cation service[CRWO0L1]. In al thesesystens,
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subscriptions are stateless filters defined over individual messages, so they cannot express queries
of interest across different messages or over the event history. Profiles are not powerful enough
to accommodate stateful SQL-style subscription requirements. ONYX supports on-the-fly trans-
formation of an XML message according to a subset of XQuery; but filtering and transformations
are still limited to individual messages. A few continuous query systems also support rich query
languages. Unfortunately, these do not address the problem of efficiently delivering updates over a
network. ONYX has begun addressing this problem; however, the focus of ONYX on supporting
transformation of XML messages is different from our goal of supporting more general stateful

SQL subscriptions that cannot be processed on individual messages.

The idea of group processing has been identified and used in trigger processing and continuous
query processing systems [HCH* 99a, CDTWO00a]. Work on scalable database trigger process-
ing [HCH™ 99a] focuses on exploiting common patterns in triggering conditions (like our notifi-
cation conditions). Work on scalable continuous query processing (e.g., [CDTW00a, MSHRO02a])
focuses on exploiting common patterns in continuous queries (like our subscription queries). In par-
ticular, predicate and query indexing techniques have been developed in [HCH* 99a, CDTWO00a,
FIL* 01] to speed up group processing. The upper hull computed for dissemination is similar to
computing dynamic skyline in [PTFS05]. Their algorithm is based on regular R-tree, which cannot

offer the same guaranteed performance as our A2B-tree.

A server needs to deliver notifications to affected subscribers over a network. The problem of
efficient message delivery has long been tackled in networking and distributed systems research.
The traditional delivery mechanism is based on client polling. The next generation of delivery
mechanism uses real push techniques based on group-based multicast protocols, e.g., IP multicast.
Multicast provides a perfect interface for channel-based subscription services. IP multicast has
also been exploited in building publish/subscribe systems that support more general filter-style
subscriptions [OAA* 00]. Because of slow adoption of IP multicast, there have been proposals for
supporting application-level multicast using an overlay network (e.g., [CDKRO02b]). Oftentimes,
they use an overlay network called distributed hash tables, which provide a convenient hash table

abstraction over the participating overlay nodes. The problems with using multicast in our setting
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arediscussedn detailin [CXY06]. Brie"y, in orderto supportarbitrary subscriptionsye needa
large numberof groups(onefor eachpossiblesubsetof subscribershut multicastdoesnot scaleto

suchanenornousnunberof groups.

An alternatve disseninationinterfaceis content-basedetworking[CW01a ASS* 99, CF03a].
A content-basedetwork can be usedto implement a publish/subscribesystem supporting “ Iter
subscriptionsA number of suchsystens have beendeveloped(eg., [GSAA04]). SemCast[PCO05]
proposes nunberof techniguedor ef* cientdissennationincludingthe useof dynanic statistics.
However, subscriptiongn all thesesystens are limited to stateless' lters. Neverthelessthey can
still be usedby our systemasthe messagindayerfor delivering noti“ cationsoncethey are com
puted.We usemessag@nd subscriptiorrefornmulation to enabletraditionalcontent-basedetworks

to handlestateful queries.

5.7 Summary

This chapterfocusenef* cientsener-sidedatastructuresandalgorithms necessaryor supporting
a new approachto constructinglamge-scalewide-areapublish/subscribesystens. The key idea
behindthis approachs to interfacethe databasexndthe network carefully in orderto exploit the
power of network dissenination mechanisr suchascontent-basedetworksfor ef* cientdelivery
of result updatesto continuousqueries. This is acconplished by reformulating eachincomng
messagento concisesenanticinformationof affectedsubscriptionsThis approachcallsfor serer-
sideprocessinglgorithns thatsigni“ cantdiffer from traditionalones which needto enunerateall
affected subscriptions. With the data structuresand algorithms proposedin this chapter we not
only improve the sener processingef* ciency, but also achieve orders-of-nagnitudelower network

dissenination coststhantraditionalapproaches.
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Chapter 6

Conclusionand Futur e Work

The Digital Agehasbroughttheexplosively increasingnformationover internetand it is appealing
to provide userswith powerful tool to continuouslyand asynchronoushguery up-to-date,accu-
rate,and relevant dataout of oceanof information. This dissertatioraddressesereral challenging
problens in building ef* cient, scalable continuousguery processingystens supportingcomplex
queries.

To recap,Chapters2 and 3 considerthe continuousquery processingroblemundertime and
spaceconstraints Chapter2 investigateghe problemof how to ef* ciently andincrenentally main-
tain continuousquery resultsover continuousupdatesundera responsdime constraint. It turns
out thatwe cansigni“cantly reducemaintenanceostby taking advantageof batching. Chapter3
proposes principled approacho the problemof joining streans with limited cachemenory, given
known or obsenred statistical propertiesof input streans. Chapters4 and 5 addressthe scalability
problemof processinga large nunber of continuousqueries.Chapter4 presentsiovel techniques
for handlingalarge number of continuousjoins by trackingthe hotspotsn userinterests.Chapterb
proposeddatastructuresand algorithms for computing senmantic descriptionsof queriesaffected
by incoming events, so that we canleverageef* cient communicationmechanisrs to pushresult
updatedo usersover awide-areanetwork.

In developing techniquedor ef* cient andscalablecontinuousqueryprocessingywe have noted

therecurrenceof two interestingthemes throughoutthis dissertation:

€ Input-sensitre processing.While many problens that arrive in continuousquery process
ing are dif* cult in generaland seeminsurnountablein the worst case we canstill develop
ef’ cient solutionsin practiceby exploiting the characteristicef inputs. Chapter2 takes ad-
vantageof theasynmetry in componentprocessingoststo enablebatchincremental main-

tenanceof queryresults. Chapter3 usesstatisticalpropertiesexhibited by input streans
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to cachetuplesfor computing continuousjoins. Chapter4 exploits clusterednessn user
interestsn scalablyprocessing large number of continuousjoins, andit adaptsits process-
ing strategy basedon eachinconing event. Thesetechniquesare crucial in combatingthe

inherentconplexity of the problerns they address.

e GroupprocessingAswe have denonstratedn this dissertationthe only way to scaleup to
alarge number of continuouslyqueriesis to develop ef* cient group processingechniques
thatgo beyondsharingidenticalsubqueriesChapter4 shavs how to partitioningcontinuous
queriesfor ef* cient group processing.Chapter5 shavs how to pushthe ideaof grouppro-
cessingn dissenmnatingqueryresultsover awide-areaetwork, usingsener-sideprocessing

algorithns thatgeneratesenmantic descriptionof affectedqueries.

Thereis a substantiabmount future work alongthe lines of input-sensitie and collaborative
processindgowardsbuilding ascalablecontinuousjueryprocessingngine.We have discussegos-
sible futureresearchproblens at the endof eachchaptershere,we outline two generaldirections

of futureresearchhatneededo fully realizethe bene‘ts of our contritutions:

e Compositeinput-sensitre processingAlthoughwe have developedinput-sensitie process-
ing techniquedor differenttypesof queries,it leaves openthe questionof how to process
querieswith conplicatednestingof operatorsn aninput-sensitre manner For exanple, for
queriesinvolving aggraation over multi-way select-joinsjt becones lessclearhow to how
to exploit clusteredness userinterests.Our techniquegrovide necessarpuilding blocks
for more advancedinput-sensitie processingstratgies, but it remainsto be seenhow our

techniquesanbe composedeffectively for nestedjueries.

e Ef* cientlearningof runtime statistics. The generalspirit of input-sensitie processings to
pick the most promising processingstratayy or queryplanat runtime basedon input charac-
teristics.Doing so requiresef” cientand accuratadenti” cationof runtime statistics.A large
body of previous work in databaseesearchhasbeendevoted to ef” cient statisticsestina-
tion, andin Chapter4 we show that even simple techniquessuch as histograns are ableto

help eliminate bad query plansand yield substantialperformanceimprovement. However,
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it is not enough to apply previous statistics estimation techniques directly in many settings,
because we may need to track statistics for fast, infinite streams, and sometimes for queries
in addition to data. Much work is still needed in order to support efficient learning of runtime

statistics in these non-traditional situations.
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Appendix A

Appendix

A.1 Basic Notations

We model each stream as a sequence of tuples generated over time. At every time step, one tuple is
produced by the stream, and the value of its join attribute follows a certain probability distribution.

The table below summarizes the basic notations used in appendix.

notation meaning

R, S, streams

Vs(t) | random variable of join attribute value of S tuple at time ¢

fs(z,t) PDF of the random variable Vs(t)
Ps(z,t) Pr{Vs(t) = x}
Ms(2) mean of Vg(¢)
to current time

A.2 Proof of Theorem 7

To prove theorem 7, we first introduce the notation of reasonable replacement policy and then we
prove that under any reasonable policy, the join count in the reduced joining problem is always

equal to number of hits in original caching problem.

Definition 9. For any cache state at any time t, if there exists a tuple in cache which will never be
referenced in future, then replacement policy P is reasonable if and only if P either does not evict

any tuple, or evicts a tuple which will never be referenced in future.

Based on above definition, we prove the theorem 7.
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Proof. Suppose at time t, the cache state in caching case for stream is C£ and cache state of reduced
joining case is Cg . It is easy to see that if Ctj = Cf for t, then the number of cache hit is equal to
the number of joining counts.

Assume at time 0, both cases share the same initial cache state, that is, C{ = Ctj = Cy. And
assume at time t, Cy = Cg = Ct. Then at time t + 1, let the reference tuple from stream R is

t+1
Fvik(v))- Two cases can take place,

1. If rzj i W) | C¢, then there does not exist a matching tuple in C{. either. Thus both suffer
from a miss, leading to no cache hit and join count produced. For the caching case, a corre-
sponding tuple is fetched from the next level of memory, and from transition procedure the
fetched tuple is the same as the arriving S tuple Sy k(v)+1) in the reduced joining case. Since

both cache share the same replacement policy, obviously,
Ct = Cly

2. If rE\J/r &(V)) Ci, then both cases benefit from a cache hit and a join result tuple respectively.
It is easy to see for the caching case, C{,; = Cf = C;. From the transition procedure,
in joining case, the new arrived S tuple is Sy k()+1). Since for the joining case every S
tuple is referenced once at most, cached tuple Sy k(v)) Will never be used after time t. From
definition 9 it is not hard to see that under any reasonable replacement policy P, Sy k(v)) 18
the only tuple that will be never referenced in future because at any time, at most one S tuple
in cache is expired due to the join hit. Then P must replace cached tuple Sy k() with the

S(v,k(v)+1) and thus the new cache state is,

Cli1 = C S{swkwp} + {Spwkw)+}
Recall that from section 3.2 tuple S(y k(v)) and S k(v)41) are identical tuples except the
different labels, thus,
Cly1 = Ct S{sukup} * {Swkw+n} = CL = Ci= CF = Cy

Thus, given C;¢ = Cg at time t, the caching and reduced joining share the same cache state
attimet + 1,
c - cl
Citi = G
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Therefore, by induction Cf = Ctj , t Z% and the number of cache hits and then number of join
results are equivalent.

H(007R7P) = J(CO>R7S7P)

A.3 Proof of Theorem 8

In A.3.1, we prove some lemmas and then in A.3.2 we prove theorem 8 based on the lemmas in

A3.1.

A.3.1 Lemmas

Lemma 15. Suppose(i, j) is the costof the horizontalarc e(z, j) in the”ow graph G, andt;, ¢;
are time starmps with node: and j, and supposethe bene“t at time ¢; by following arc e(i, j) is

B(t;), then E(B(t;)) = Sc(4, j).

Proof. Without generality we assume tuple(s) associated with node 7 is(are) from stream R. Since

e(i,7) is a horizontal arc, t; = t; + 1. Thus, if ¢ is a determined node associated tuple value
E(B(t;)) = E(B(t; + 1)) = Pr{Vg(ti+1) = 2} = Ps(x,t; + 1) = Ps(z,t;) = Sc(i, j)

Otherwise, if i is a non-determined node represented by random variable X, then E(B(t;)) =
E(B(t;+1)) = Ex(Pr{Vs(t; + 1) = X}). Assume ?, is the arrival time of X, it is easy to see
that Pr{ X = x} = Pr{Vg(tx) = x}, therefore,
E(B(t;)) = Ex (Pr{Vs(t; + 1) = X})

= Pr{X =z}x Pr{Vs(t;+1) =z}

= Pr{Vg(ty) = a}x Pr{Vg(t; +1) =2}

— Pr(z,tg) % Ps(z,t; + 1)

- Pr(z,tx) X Ps(z,t;)

= Sc(i,j)
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O

Lemma 16. If thek "ow paths{pi, po,..., pPi} arethesolutionof the min-costmax "ow problem

over graph G, theneach pathp; containsno partial "ow.

Proof. If we add an extra arc e(sink, source) with capacity k and cost O, min-cost max flow
problem over graph G becomes a min-cost circulation. Simply assign each arc with demand O,

from the Corollary 12.2a in page 181 of [Sch03], each path p; is integral. O

Lemma 17. If thek "ow paths{pi, po,..., Px} arethesolutionof the min-costmax "ow problem

over graph G, thenanytwo pathsp; and p;of solutiondo not shate anyarc with ead other

Proof. Each arc in flow graph G has capacity 1 and by Lemma 16, each path p; is integral thus one

arc is dedicated one path at most. Thus no two paths can share one arc. O

A.3.2 Theorem8

Proof. Assume {p1, P2, ..., Px} is K integral flow paths from source to sink in flow graph G. And
path p; is { s€, &1, &2, . . ., &, SK} where a;; is the j 4, node along path p; except the source seand
sink sk. Let p; = {h;(to,to+1),h;(to+1,tp+2),...,h;i(to+ | S 1,to+ 1)} aset of all horizontal
arcs in path p; in which h;(j, j +1) is the horizontal arc between time ] and | + 1 which represents
keeping the corresponding tuple from time j to ] +1. Itis easy to see that h;(to,to+1) = {a;1, a;o}
and h;(to+ 1S L tg+ 1) = {ains1), in}- Let¢i(j, ] +1) the cost associated with arc h;(j, ] +1).

Since all non-horizontal arc of p; has associated cost 0, thus the cost C(i)along path p; is simply the

to+1S1

i=to Ci(j, j +1). That is, the summarized

summarized cost along all its horizontal arcs, C(i) =

cost along the k paths is
k k to+iS1
C(i) = i +1)
i=1 i=1 j=to

Assume B (t) the benefit obtained at time t by caching Kk tuples. Obviously the expected total benefit
by keeping K tuples from time tg to tg+ | is the summary of the expected benefits during that period,

that is,
to+1 to+1

E( B(t)) = E(B(1)

t=to+1 t=to+1
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Since we keep k tuplesin cacheall thetime, the bene't B(t) = Z!‘Zl Bi(t) where B;(t) is the
bene‘t by keepingtuplei from ¢ S 1 to ¢. Therefore thetotal expectedbene't is

to+ |1 to+1

(> B@®)= > E(B®)
t=to+1 t=to+1
to+| k to+1 k
- Y ECBm) = Y S EB®)
t=to+1 i=1 t=to+1 i=1

By Lemma15,weknow E (B (t)) = S¢(t S 1,t), thus

to+1 to+1 k
ECY. B = . SEBO)
t=to+1 t=to+1l i=1
to+1 k +1
= ZZSc,t81t ZZ (S 1,t)
t=to+1 i=1 i=1t
k to+l-1 k
= SZ Z ¢(j,j+1) = Z
i=1l j=to i=1

Therefore the negatedexpectedtotal bene“t by keepingk tuplesfrom time ¢g to ¢tg + [ is the cost
alongall of the k& pathsin ” ow graph G, which is the cost of a feasibleintegral ” ow of size k

throughdG. O

By Lemma 16, 17 we know each” ow pathp; in the solution is integral and disjointed,which
doesnot shareany arc. And from Theorem8, the solution of min-cost” ow problemyields the

maximizedexpectedtiotal bene't, which leadsto following Corollary.

Corollary 7. Supposdhe k& paths{p1,p2,...,p} are the optimal solution of the min-costmax
"ow problemovergraph”ow graphG, andpathp; = {se, aj1, ai2,-..,ain, sk} fori =1,2,... k.
thenkeepingthe tuple set{ai1},7 = 1,2,..., k yieldsthe maximized expectedtotal bene“t from

timetgtotg + I.

We make the correctnesgproof of model in the scenarioof one binary join query over two
probabilisticstreans. However, we canextendthe proof to the generalscenarian which multiple
binary join queriesover multiple probabilistic streans. The only differencein the proof lies in
conputationof expectedbene't of the horizontalarc. In singlebinary join case this bene't only

dependwn its partnerstreamwhile in the caseof multiple binary joins, this expectedbene't is a

188



sunmary of eachexpectedbene‘t of thebinary join with oneparterstream We omit the proof due

to spacdimitation.

A.4 Complexity of FLOWEXPECT

Attimetg, there k + 2 nodesandat eachtime point afterwardsthe two incoming tuplesfrom two
streans will addtwo nodesfor replacenent tuplesand one connectingnode. All nodesin the last
time pointt, S 1 arekeptto t,. Thusthetotal nurberof nodesin graphincluding source andsink

is

2+  (k+2+340)
i=0
3
2+ 1k +2)+ Si(l+1)
3 7
P+ (k+ 2)+2
2 (k+3)

O((k + D))

Attimet; = to+ i,4 = 1,2,...,1, al nodeswith time stamp t; have k + 2 + 2 (+ S 1) incoming
arcs,andtherearek + 2 + 21 + 2 non-horizontalarcswithin thesenodesat time ¢;, and thereare
k+ 2 outgoingarcof source andk +2 + 21 incomng arcsof sink, thusthetotal numberof arcsis

|
[k+2+2(S 1)+ (k+2+2(iS1+2)]+(k+2)+(k+2+2])
i=1
212422k +4) +2k+4

O(I* + kl+ k)

O((k + D))

Thereforethe the complexity boundof algorithmin Goldbeg[Gol97] is translatednto

O(n*mlogn) = O((k+ 1)313log((k + 1)1))
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A.5 Proof of Lemma 9

Proof. Assune tuplex is from streamS andlet b, (t) bethe number of resulttuplesgeneratedy
joining x with tuplesfrom its partnerstreamR attimet > tqy. At any timet, if x matchesthe
incoming S tuple,thenonejoin resultresultis generatedotherwise no resulttupleis generatedy
joining x with theincorming tuple. Thus,

to+At
Bx( t)= > E(b(t)
t=to+1
to+At
> {1x Pr{X{ = v|X;,} +0 x (1S Pr{X{ = vxmo})}
t=to+1
to+At
> Pr{X{ = wX}

t=to+1

A.6 Proof of Corollary 1

Proof. Similarly asabove, lethy (t) bethenumberof resulttuplesgeneratedby joining x with tuples
from its partnerstreamR attimet > t . Andtuplex is from transformed stream S. From section
3.2 eachtransformed stream S tuple canonly join with onereferencestreamR tuple, equivalently
speaking,if tuple x joins with R tuple a t, x is unableto join with any R tuplefrom ty uptot

which indicatesthereis no referenceR tuple arrived at t, throught S 1. Thus,

E(b (1)) = Pr{x isreferencedtt}
Pr{Xf = x|Xt}, t=ty+1;

Pri{ Nzt X8 = v} XE = XX}, t>to+1.
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Therefore,

to+ t
Bx( )= ) E((t)
t=to+1
to+ t t—1
= Pr(xfa = efi) s Y {Pril (] AF 7 600 = ol )

t=to+2 t=to+1
= Pr{zisreferenced during [to +1,t+ ]}

= 1 — Pr{x is not referenced during [to +1,t+ ]}

tot+ t

1-Pr{ ﬂ XtR 7 vx |3_3to}

t=to+1

Obviously any tuple y in reference stream will never be used in future, thus,

By( t)=0

A.7 Proofof Theorem 9

A.7.1 Proofof (1)

Proof. Assume there does not exist any optimal algorithm that keeps x or discards y at the current
time %, that is, all optimal algorithms discard x and keep y at tg. Suppose A is an optimal algorithm,
then at to, A discards z and keeps y up to time ¢’ > to, when y is replaced by A. Suppose a non-
optimal algorithm A’ which merely differs from A by replacing y instead of x at tg and keeping =
up to time ¢/, when x is replaced by A’ as A does. Otherwise, A’ makes the exactly same decision
as A. Obviously, the expected expected benefit produced by A’ will never be less than A since By
dominates By for all the time. Thus A’ is also optimal since A is optimal. This is contradicted with
the assumption A’ is non-optimal. Therefore, there exists an an optimal algorithm that keeps x or

discards . U
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A.7.2 Proofof (2)

Proof. Supposean algorithm A that discardsx at t, but keepsy from ty to sonet’ > t,. We
constructanotheralgorithm A’ that discardsy at t, and keepsx from t, to t’; other than this
difference A’ makes the exact sane cachereplacenent decisionsasA. It is easyto seethatthe
expectedbene‘ts generatedoy A andA’ differ by exactly B, (t' S tg) S B,(t’ S tg). Since B,
strongly dominatesB,, the expectedbene't of A’ is greaterthan A. So A cannotbe optimal.

Therefore all optimal algorithims must keepx or discardy attimetg [l

A.8 Proofof Corollary 2

Proof. Assunetheredoesnotexist an optimal algorithmthatdiscardsC’. SupposeA is anoptimal
algorithm andthus x C’and y / C’ suchthatA keepsx up to t’ while discardingy at
currenttimety. Constructanotheralgorithm A’ which merely differsfrom A by keepingy upto t’
anddiscardingx attq, and A’ behares exactly the sarme as A otherwise. SinceB, domnatesB ,
expectedoene't generatedy A’ will never belessthanA. In consequenced’ is alsooptimal since
A is optimal. And A’ discardsC’, which is contradictedwith the assunption of theeis no optimal

algorithmthatdiscardsC’. Therefore thereexists anoptimal algorithmthatdiscardsC’. O

A.9 Proofof Property 3in ChoosingL

Proof. It is easyto seethatPr{X f, \, = v, | X;,}  1,thus

Ho= Y (Pr{X A= Vo X} La( 1) D La( 1)

At=1 At=1

Sincetheseries) X, ; L.( t) corvegesH, > X,_;L.( t)alsocorvemes. U
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A.10 Proofof Theorem 10

Proof. SinceH, = lima; G, (At) where,

At
G:c(At) = Bx(l)l-:c(l) + ((Bx(t) S B:c(t S 1))Lx(t))
AtS1 t:2
= B,(t)(Ly(t) S Ly(t+1)) + B, (At)L,(At)
t=1

Frompropertyl and2,L,(t) OandL.(t)SL,(t+1) 0,andsinceB, domnatesB,,

AtS1
G:c(At) = Bx(t)(Lx(t) é L:c(t + 1)) + Bx(At)Lx(At)
By(t)(L,(t)S Lu(t+1))+B,(At)L,(At)

At
= B,(DL.()+  ((B,(1)SB,(tS D)L, (1)
t=2

From property4, L ,(At) L, (At), thus,

Go(At) = By(ILa(1)+  ((By(t) S By(tS 1))La(t))

= Gy(At)
From property3 and proofA.9, H,, andH , corverge. Therefore,
H, = Altim G.(At) Altim Gy (At) =H,
It is easyto seethatif B, stronglydominatesB,, strict inequalityholds,

He>H,

193



A.11 Proof of Corollary 3

Proof. SinceLy = L®P( t) = eSAY > 0, and the streans are governed by independent

stochastigrocesseghenfor joining problem

f)fz = Z(Pr{xto+At = W} Lx( 1)) = Z(Pr{xto-i-At = Vx}- € S A )

At=1 At=1
Similarly,
Hotrs: = D (Pr{X{sipar= vt Lu( 1) = Y (Pr{X{sipac= w2 )
At=1 At=1
= eV Z(Pr{xt§+Até1: vy} @B
At=1
= & {Z(Pr{xtowa—vx} eSSy 4 Pr{xf;-vx}}
At=2
Let t = tS1,then
HoPs, = SV { Z (Pr{Xfia =W} € SAt! )4 Pr{Xxf = vx}}
At =1

SV {Hf’{’3+ Pr{x{ VX}}

Therefore,

exp _ L1/ exp R _
Hii, =€ H t)51SPr{Xt = Vx}.

A.12 Proof of Corollary 4

Proof. SinceLy = L®P( t) = e5AY > 0, and the streans are governed by independent

stochastigrocesseshenfor cachingproblem

Hot = D> (Pr{X{ iac=w) (X&=v) 1 X} Ll 1)
At=1 to<t <t g+At
AtS1 3
> {F>r{xf;+At = v} JI@SPr{Xf, =w}) 2 }

At=1 t=1
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Similarly,

AtS1
& S AY
Hfﬁ’sl = Z {Pr{XtFéSHAt = Wy} H (1S Pr{XtFéélth =V}) - € }
At=1 t=1
AtS1
= &SV Pr{XRs = vy} 1S Pr{XRes, =} eSO
Z toS 1+At x H( toS 1+t x})
At=1 t =1

AtS1
= &SV {Pr{XtRo =wl+ Y {Pr{XtFngm =} [T ASPr{Xgsi ;e =wl)
At=2 t=1
.5 (AtS 1)/ }}

Let At = At S 1, then

Hitos1 = € {F’r{xfé =V} + > {Pr{(xfg+At = v}

At =1
At )
H(lé Pr{(XtRoéHt = V) -e> Bt )}}
t=1
ey {Pr{xf;:vx}+ S {PrixEs = v
At =1

At S1 3
[T aSPrixg =wl) 2 }}

t =0

e Hf,)gg&g Pr{XtRo =W} = Z {Pr{XtF;JrAt = Vx}

At =1
At S1 3
[T asPrixi, —va e |
t =0
At S1 3
= (ISPr{X§=w}) > {Pr{XtF;er =v J[ ASPr{X, =w}) e }
At =1 t =1
S PH{XE = wHEP
Therefore,
exp _ e’/ HPs  SPr{Xf =w}
Xto 1S Pr{XR =w}
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A.13 Proofof Corollary 5

Proof. Since X /¥ = at + b+ Y,/ andY,tss areiid andhave zeromean,

Pr{Xf=vl = Pr{Yfi=v—(at+b)}=Pr{YF=v+(t —t)a—(at +b)}
= Pr{YB=v+(t —t)a—(at +b)}
= Pr{XF=v+(t —t)a}

= Pr{xﬁ(tét) =V+(t —t)a}

wherev = v + (t —t)a. Thusfor joining problem

t+ t
B,i(At) = PriXf=v}

k= t+1
t+ ¢

= Pr{xlﬁ-(tét) =v+alt —t)}
k= t+1
t+ t

= Pr{X[=v+at —t)}
g=t+1

= By a(t St)t (At)

Similarly, for cachingproblem

t+ 181
B,i(At) = 1-— (1-Pr{X[f=v}

q=1t+1
t+ 181

= 1- (1=Pr{Xk sy =Vv+alt —1)})
qg=1t+1
t+ t51

= 1- (1-Pr{XF=v+at —t)})
r=t+1

= B a(t St),t (At)

196



A.14 Proof of Theorem 11

A.14.1 Proofof (1)

Proof.
R
X to+At
_ R R
= o+ 1Xgtat—1 + Yigtat
At—1 At
_ At i At—iyR
= Xt 1T t o 1+ T Yioti-
i=0 i—1
Therefore,

R _
Pr{Xg+at = Vx | Xto}

At At—1
At—iyR & At & i o
= Pr{ T Yiori =WxSXte TS o 1| Xio}
i=1 i=0
At At—1
At—ivR & At & i
= Pr{ T Yi i =WSXt, TS o 1)-
i=1 i=0

The laststepis dueto the factthat Y,Res arei.i.d. Clearly, the above probability is independent
of top andpasthistory andthuscanbe expressedy afunctiony(At, vy, Xt,). If Lx(At) is alsoa

time-independenfunctionL (At, vy, X, ), then:

Hy = (Pr{XR At =Vx | Xto} - Lx(Al))
At=1
= (y(At, VX1X10) L (At, Vx,Xto)).
At=1

The resultis simply afunctionof v, andx;, because\t disappearsifter the sunmation.
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A.14.2 Proof of (2)

Proof. If 1 =1, startingwith the derivation of Pr{X£+ + = Vz | Xy } above, we have:

Pr{X{, ,=Vi|Xyp}
¢ » tS1
= Pr{ 1 tSZYz'R =Vo—Xg 1 — 0 1)
=1 =0

= Pr{ VY®=v,—x,—At ¢}

Clearly the abore probability canbe expressedy afunctiony(At, v, — Xy, ). If L (At) is alsoa

time-independenfunctionL (At, v, — Xy, ), then:

Hm = (y(Atv Vg — Xto) : L(At’ Ve — Xto))1
t=1

which is simply afunctionof v, — Xy,.

A.15 ECB of Joining Tuples in 3.5.3

e CategoryR1: x isfrom R andv,, € (—oo,tp — Wg].

B,(At) =0

e CategoryR2: x isfrom R andv,, € (to — wg, to + Wg].

t .
B, (At) — Tus i when At € [1,v, — (to — Wg)];
xS (toSws)
%, afterwards.

e Category Sl: x isfrom S andv,, € (—oo,tp — Wg].

B,(At) =0
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€ Category S2: x isfrom S andv,,  (to S Wg,to+Wg + 1].

A S & .
wS(toSur)  afterwards
Jug+1 '

€ Category S3: x isfrom S andv, (to + wg + 1,tp + Wg]|. Thus,

0 if At [1,v, S (tg +Wg));
B.(At)= 1 if At (v S (to Swg), );
AtS (vx S (to+wR ))+1 ;
( 2w(R°+1 rR)FL gtherwise,

A.16 Detailed Analysisof Tuple Dominancein 3.5.4

The procedureto derive EC B for tuplesandconductthe dominancetestanmongtuplesis similar to
the above case.Here we constructoneexanmple of tuple dominanceandthe otherof inconparable

tuplesfor joining problem Cachingproblemis similar.

€ In Figure3.1, for ary two tuplesx andy from R, B, stronglydominatesB, if v, liesto the

left of f ¥(t) andis fartheraway from f *(t) thanv,.

Proof. The ECB for tuplex is

to+At
B.(At) = Pri{X =v, | X4}
t=to+1

Since f ¥(t) is monotonicallyincreasing(roving rightwardin the gure)andv, < v, if a
timeto + 1, Pr{Xy ., =v, | X¢,} < Pr{X$,, =V, | Xy}, thusatary timet t;+1
Pr{Xy =vy | X} < Pr{X; = vy | %y}
Therefore,
to+AL to+At

B, (At) = Pr{X; =v, | Xy} <B .(At) = Pr{X =v, | X4}
t=to+1 t=to+1
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e For tuple X and z, it is easy to see that in “recent future”, Pr {X& = v, | Xy,} > Pr{XJ =
Vy | Xt,} since X is closer to f S(t) when they are both on the right side of f S(t). However,
when f S(t) > z, that is, both are on the left side of f S(t), Pr {X 5 = v, | X, } < Pr{X& =
Vx | Xt, }. Thus there does not exist a consistent dominance relation between X and z for all

t >t o, in other words, X and z are not comparable.

A.17 Detailed Analysis of Tuple Dominance in 3.5.5

e Non-zero constant drift

Without generality, we assume drift ¢ > O. It is easy to see that

t
X=Xy + ot —to) + YR
t =tp+1

Assume i.i.d. YtR ~ N (0, 2) then

X=X+ ot —to) + YR ~ N (X, + ot —to), (t —tg) ?)
t =to+1

For two S tuples S; and Sy, such that, at time t, X¢, + o(t1 — tg) < S1 < S however at
timety > 11,8 <Sg <Xy, + otz —1tp), itis easy to see that S; is closer to the mean at t;

and Sy is closer to the mean at to, thus at t;

Pr {XtFi VSz | )?to} < Pr {XtR1 = V51 | )?to}

and to

Pr {XtF\; Vs, ’ )?to} > Pr {XtR1 = Vg ’ )?to}

Therefore, Bs, (t) dominates Bs,(t) if tp < t < t; but the dominance may break when

t>t;.

e Zero-drift
From above, if drift ¢ =0, then,

X = xq, + YR ~ N (X, (t — to) ?)
t =to+1
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Meanof XtR iS X, anddoesnot changeover time. Thus,for two tupless; ands; suchthat

S1 — Xto| < [S2 — Xt ),
Pr{XR = vs, | Xt,} > Pri{XR = v, | Xi, 1, V> t g

which leadsto B, (t) dominatesBs, (t) for all t > t 5. Thereforeal candidatauplescanbe

ranked by their distancefrom the currentpositionof therandomwalk.

Note thatabove derivation canbe extendeddirectly to cachingcaseandwe omit it for brevity.
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