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EXECUTIVE SUMMARY 

This project seeks to develop a novel, text-based framework to help Duke Management 

Company (DUMAC) assess greenhouse gas (GHG) emissions, particularly for private holdings where 

GHG reporting is limited. By combining web scraping, term frequency analysis, sentiment scoring, 

and regression modeling, the study evaluates whether climate-related language in web-based content 

can serve as a proxy for carbon intensity metrics. Focusing on three carbon-intensive sectors, Airlines, 

Power, and Building Materials, the analysis compares text-derived calculations against estimated 

emissions intensity metrics from external data providers: emissions per revenue (EIR) and emissions 

per enterprise value (EIEV). While models in the Airlines and Power Sectors showed limited 

explanatory power, the Building Materials Sector produced stronger results. In that industry, terms 

like “lowcarbon” and “climatedisclosure” were statistically associated with higher emissions intensity. 

These findings point to a strategic opportunity for DUMAC. Text-based indicators could be 

used to flag firms and sectors for deeper engagement and to enhance existing ESG survey efforts, 

particularly for private assets where traditional emissions data are unavailable. While this approach is 

not a substitute for third-party verification, it offers a scalable tool for emissions screening in data-

scarce environments. The study also identifies areas for methodological refinement, including 

advanced NLP models and expanded sectoral coverage. As Duke University moves forward in 

implementing its Climate Commitment, this work supports the integration of sophisticated data 

science techniques with DUMAC’s management of the multibillion dollar Duke Endowment—

ultimately helping bridge the transparency gap between public and private emissions output. 
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CENTRAL POLICY QUESTION 

This project aims to strengthen DUMAC’s commitment to accurately assess the emissions 

impact of its aggregate portfolio—including private holdings—by addressing the following research 

question: 

How can university endowment managers apply machine learning and 
natural language processing to estimate greenhouse gas emissions across 

investment portfolios—particularly for private holdings—and leverage 
these insights to support more climate-aligned investment strategies? 

Over the past year, conversations with endowment managers at peer institutions such as MIT, 

Stanford University, and Harvard University have confirmed that emissions reporting represents a 

significant barrier to the sustainable management of institutional investment portfolios. This challenge 

presents Duke University and DUMAC an unparallelled opportunity to position themselves in the 

vanguard of institutional sustainability, at a moment when increasing global temperatures and extreme 

weather events demand decisive leadership.  

INTRODUCTION 

The Climate Threat and Institutional Commitments 

Climate change presents a clear and present risk to political and economic stability. While 

recent public sector efforts such as the Bipartisan Infrastructure Law (2021) and the Inflation Reduction Act 

(2022) have improved the near-term outlook for reducing emissions, the re-election of Donald Trump 

in last November’s presidential election has raised concerns about the long-term effectiveness of these 

policies in achieving sustained emissions reductions.1 Furthermore, even before the 2024 election, 

experts warned that U.S. emissions in 2030 would still likely exceed the targets set forth by the 2015 
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Paris Agreement.2 Given this precarity, private institutions have a crucial role to play in managing their 

financial assets prudently to help mitigate climate risks. In recent years, this realization has begun to 

impact colleges and universities where growing pressure from students and other stakeholders has 

been directed at these educational institutions to divest from fossil fuel assets in their endowments.  

At Duke University (Duke), this movement gave rise to the Duke Climate Coalition, which 

has pushed for divestment of the university’s endowment from fossil fuels. In 2014 and 2018, students 

pressured Duke to divest its holdings in fossil fuel corporations, and by 2022, the coalition published 

its formal Divestment Proposal, calling on Duke to conduct a comprehensive cost-benefit analysis of the 

issue.3 In response, Duke’s Advisory Committee on Investment Responsibility (ACIR)—comprising 

five faculty members, four administrators, two undergraduates, two graduate students, one alumnus, 

and one trustee—analyzed academic literature on the potential for divestment to mitigate climate 

change. ACIR ultimately concluded that there was insufficient evidence to suggest that DUMAC 

divesting from fossil fuel companies would significantly reduce GHG emissions. Notably, the 

committee did recommend that DUMAC provide greater transparency around current and potential 

investments involving fossil fuels.4 

Meanwhile, in 2022, Duke launched its Climate Commitment (DCC), a university-wide 

initiative aimed at tackling the climate crisis through enhanced sustainability efforts across education, 

research, operations, external engagement, and community partnerships.5 Duke’s Climate 

Commitment Advisory Council (CCAC) guides the planning and implementation of the DCC, 

operating through four subcommittees aligned with the initiative’s core priorities: education, research, 

campus operations, and external engagement.6 In a major milestone in operations, Duke announced 

in 2024 that it had achieved carbon neutrality—a goal originally pledged in 2007—becoming the first 

university of its academic stature and size to do so.7 Furthermore, the DCC serves as a key driver 

behind a range of institutional initiatives, including the installation of an efficient campus-wide hot 
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water distribution system, the electrification of the university’s bus fleet, and the development of a 

101-megawatt solar energy project expected to supply more than 50% of Duke’s electricity with clean 

power.8 

The success of these initiatives underscores Duke’s substantial efforts to leverage the scale of 

its institutional operations to mitigate climate risk. As such, it is now an opportune moment for Duke, 

and DUMAC in particular, to build on their demonstrated commitment to sustainability by extending 

it to the university’s most strategic asset: its endowment. Valued at $11.9 billion, the endowment 

presents a significant opportunity for DUMAC to more closely align its investment oversight with the 

goals of the DCC.9 Encouragingly, DUMAC has already begun advancing this alignment by 

conducting annual surveys of its investment managers to evaluate their environmental, social, and 

governance (ESG) policies.10 This project builds on that foundation, driven by the belief that 

DUMAC’s current ESG survey work can be meaningfully strengthened through the development of 

more sophisticated methods to assess the GHG emissions associated with its investment portfolio, 

particularly those embedded in its private holdings.  

Leveraging Clarity AI and Carbon Accounting Metrics 

DUMAC leverages the Clarity AI sustainability data platform to analyze its public-company 

portfolio. Powered by machine learning, the platform processes over two million data on a bi-weekly 

basis by aggregating information from official company disclosures such as sustainability reports, 

financial statements, and earnings calls, as well as from research publications and other external 

sources. Additionally, the platform employs large language models (LLMs) and natural language 

processing (NLP) to analyze millions of news articles, evaluating up-to-date information and potential 

controversies.11 As a result, DUMAC has access to a robust set of ESG criteria, which it regularly 

reviews to track industry trends and developments, such as program initiatives, investment 
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announcements, and environmental impacts.12 Additionally, the platform provides GHG emissions 

for DUMAC’s public holdings. These figures are represented as carbon accounting metrics and they 

serve as a crucial input for any effort designed to further enhance transparency around aggregate 

emissions impact. 

Carbon accounting is a business practice in which a company’s total GHG emissions are 

calculated using specific metrics to quantify environmental impacts and measure progress on climate 

goals.13 Currently, a variety of carbon accounting techniques exist, each aiming to estimate emissions 

using either operational (revenue) or market-based (Enterprise Value) metrics. These methods come 

with their own advantages and limitations, including differences in cross-comparability, statistical 

applicability, and volatility. As a result, there is ongoing debate about their applicability and value. A 

key early objective of this project was therefore to identify the most robust and consistent carbon 

accounting metrics that offer the greatest analytical value. Given that Clarity AI provides carbon 

emissions intensity per revenue (EIR) as a key accounting metric, and that this metric is readily 

accessible through DUMAC’s subscription, it was selected for use in this project. EIR normalizes a 

firm’s absolute GHG emissions over a specific time period by the quantity of revenues apportioned 

to that firm during the same time period (see below).14  

§ !"#$%
$'	)%*

  (see appendix for equation definition) 

This metric estimates how much carbon is emitted to produce a given amount of revenue and 

is effective at measuring operational efficiency, but, can be distorted by revenue fluctuations over 

discrete reporting periods.15 

This paper also incorporates a carbon emissions intensity per enterprise value metric (EIEV), 

which normalizes a firm’s absolute GHG emissions over a specific period by its total value: i.e., 

Enterprise Value Including Cash (EVIC) (see below).16   
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  (see appendix for equation definition) 

EIEV captures a company’s full economic footprint and is particularly useful for asset-heavy 

industries, where large capital investments serve as more relevant performance indicators than 

revenue. Importantly, a key input to EVIC is a firm’s market capitalization, which fluctuates with share 

price, thus leading to statistically noisy results during volatile market conditions.17 Access to this 

financed emissions metric was made possible through DUMAC’s Bloomberg Terminal subscription.18 

By incorporating both carbon accounting metrics, this approach seeks to provide a more balanced 

research methodology that captures both revenue-based and broader economic factors. Notably 

comparisons between the two metrics reveal that EIR (tCO₂e/$M Rev) does not consistently correlate 

with EIEV (tCO₂e/$M EVIC) across certain industries. In an effort to remedy these deviations and 

assist in pattern detection the datasets underwent log-transformations (see Figure 1). 

 

Figure 1: EIR vs. EEIV and Log-Transformations for Airlines Industry 

Despite this assessment, uncertainty remains regarding which metric more accurately reflects 

a firm’s carbon intensity. Nevertheless, this project proceeds with both measures, recognizing that 
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carbon accounting is an evolving field, with many of its technical foundations still being actively 

refined. 

Framework for Private Emissions 

As noted in the previous section, Clarity AI generally does not provide emissions analysis for 

DUMAC’s private holdings. This is largely due to the fact that private companies are less likely than 

public firms to disclose GHG emissions. Several factors contribute to this transparency gap, including 

competing business priorities, limited resources, weak executive-level support, and the absence of 

standardized reporting frameworks.19 This lack of disclosure is especially concerning given that private 

companies operate in some of the most carbon-intensive sectors such as energy, materials, and 

utilities.20 As such, any comprehensive GHG emissions analysis must account for the emissions of 

these unlisted companies. With private firms estimated to be responsible for approximately 60% of 

global commercial emissions, the information asymmetry between public and private companies poses 

a major challenge for investors seeking to develop robust emissions profiles for their portfolios.21 

Given these conditions, developing a comprehensive understanding of the emissions footprint 

across all assets managed by DUMAC requires directly addressing the data gaps associated with private 

company holdings. This project employs a four-pronged approach—web scraping, term frequency 

analysis, sentiment scoring, and regression modeling—to estimate the relationship between sentiment 

and emissions intensity. If the models demonstrate strong predictive power for public companies at 

the subsector level, the resulting insights can be leveraged to develop subsector-specific proxies with 

the statistical robustness needed to estimate emissions for private assets. 
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METHODS 

 
Figure 2: Project Methods Flowchart 

Data Collection: Company Assignment and Web-Scraping 

The first step of this analysis involved selecting relevant industries to evaluate as proofs of 

concept. The Airline, Power, and Building Materials Sectors were chosen as initial candidates due to 

their key roles in the global economy and outsized impacts on GHG emissions.22 Company lists sorted 

by firm value were exported from the website Companies Market Cap, which updates its database daily.23 

Python was then utilized to begin amassing the raw data for these select companies. 

 The data collection phase deployed an automated web scraping process that combined the 

Google Custom Search API (programmable search engine) with direct content extraction from web 

pages and documents. The workflow began with a Python-generated search query designed to identify 

publicly available discussions and reports on corporate climate news, actions, and developments. Each 

query paired a company’s name with the term “climate change” to capture climate-related content. To 

ensure relevance, the search was restricted to web pages published between January 2022 and 
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December 2023. The Google API returned up to 100 URLs per company, capturing webpage titles, 

snippets, and source links in a structured dataset. After retrieval, textual content was extracted from 

each source using two methods: 

§ HTML-based pages: the BeautifulSoup library parsed web pages to extract textual content. 

§ PDF-based reports: URLs linking to PDF documents were processed using PyMuPDF (fitz) 

to extract readable text. 

To reduce the likelihood of request blocks custom headers were applied to mimic a standard 

browser visit. The extracted content was compiled into a structured dataset containing title, snippet, 

URL, and full extracted text ("context"). Unsuccessful retrievals, such as inaccessible pages or blank 

responses, were labeled accordingly. The scraping success rate was calculated as the proportion of 

URLs that returned meaningful content. The final dataset was exported as a CSV file and stored in 

Google Drive for subsequent textual analysis. 

Data Processing 

Processing of the collected data was conducted to ensure consistency, remove irrelevant 

content, and standardize terminology for analysis. The cleaning workflow began with consolidating 

the raw text data, which was initially stored across multiple CSV files—each corresponding to a 

specific company. A Python script identified and loaded these files into a unified dataset. To maintain 

company-level distinctions, an additional column was added to link each text entry with its respective 

company. The resulting dataset was then merged into a single structured file. Once all of the individual 

company CSV files were merged into this unified data frame, the following preprocessing steps were 

applied: 

1. Lowercasing: all text converted to lowercase to ensure uniformity. 



 12 

2. Non-Alphabetic Character Removal: special characters, punctuation, and numbers 

removed to retain only textual content. 

3. Stopword Removal: common words that do not contribute to meaning (e.g., "the," "and," 

"is") removed using the NLTK stopword list. 

To ensure data accuracy and consistency, climate related terminology was standardized using 

a term-mapping dictionary in Python. This was taken as a prescriptive step to reduce potential noise 

in the data since different scraped sources may refer to the same concept using various terms.  

§ Phrase Merging: Multi-word expressions relevant to climate discussions (e.g., “net zero” → 

“netzero,” “climate change” → “climatechange”) reformatted into single-word tokens. 

§ Concept Consolidation: Alternative terms and synonyms mapped to a single representative 

term (e.g., “GHG,” “greenhouse gas,” and “greenhouse gasses” were consolidated under 

"ghg"). 

Finally, before saving the processed dataset as a CSV file for analysis, the final number of 

companies within the specific sectors was recorded (nairlines = 60 companies, npower = 82 companies, and 

nbuildingmaterials = 74 companies). 

Text Frequency and Sentiment Analysis 

 The tertiary phase of the data analysis methodology applied term frequency (TF) and 

sentiment analysis to the scraped and processed data. TF analysis quantified climate-related discourse 

by aggregating all extracted text for each company and tracking the predefined climate-related 

keywords. (e.g., "emission," "netzero," "climatechange"). Using the machine learning library scikit-

learn and its CountVectorizer function, the Python script computed raw term counts and normalized 

them by dividing by the total word count per document. The most frequently occurring terms were 

identified, and companies were ranked according to the use of climate-related term language. 
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Additionally, the ten most frequently mentioned climate keywords were calculated with their TF scores 

and are shown in Figure 3 below. 

 

Figure 3: Top 10 Most Frequent Carbon-Related Terms for Airline Industry 

The keywords were then deployed in sentiment analysis to evaluate the tone of surrounding 

text segments. For each occurrence of a keyword, the sentiment of the containing sentence was 

analyzed to assess whether discussions around specific climate topics skewed positive or negative. 

When a keyword appeared in multiple sentences, an average sentiment score was calculated for that 

term within each company’s dataset. Additionally, a windowed sentiment analysis was performed, 

where, for each keyword, the script extracted words within a ±10, ±15, and ±20-word window (not 

limited to sentence boundaries) and computed the average sentiment of these text fragments. This 

phase of the analysis was conducted using TextBlob, an NLP tool that assigns polarity scores ranging 

from -1 (negative) to +1 (positive). Companies with the five highest overall sentiment scores are 

shown in Figure 4 below.  
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Figure 4: Top 5 Companies by Overall Sentiment for Airlines Industry 

Additionally, Figure 5 shows the windowed sentiment scores for the same top-five companies. 

A detectable upward trend emerges as window size increases suggesting that TextBlob assigns higher 

sentiment scores to longer text fragments. This pattern was acknowledged and considered during 

result interpretation, as it may introduce a length-based bias—potentially inflating sentiment scores 

for companies with more verbose disclosures. 
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Figure 5: Windowed Sentiment Scores for Top 5 Companies in Airlines Industry 

Final TF and sentiment scores were then exported into a single data file that could be used for 

statistical analysis.  

Firm-Level Emissions Extraction 

After assembling the independent variables, the final step in data collection involved inputting 

company names and their respective International Securities Identification Numbers (ISINs) into 

DUMAC’s Clarity AI and Bloomberg Terminal platforms. Clarity AI returned Emissions Intensity 

Revenue (EIR) data, while Bloomberg provided Emissions Intensity Enterprise Value (EIEV) data 

(see Figure 6). 
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Figure 6: Bloomberg Terminal ESG Portal 

These values were added to two new columns in the CSV file containing the TF and sentiment 

metrics. With this final processing step complete, the project moved into the statistical analysis phase. 

Regression Analysis 

 The primary objective of this project is to model the relationship between term frequency 

(TF), sentiment, and emissions intensity. To accomplish this, independent variables were derived using 

TF and sentiment analysis methods in Python, as detailed in the preceding sections. Multiple linear 

regression (MLR) was then applied to examine how these variables relate to emissions intensity 

metrics, including Emissions Intensity per Revenue (EIR) and Emissions Intensity per Enterprise 

Value (EIEV). At a functional level MLR predicts the value of a dependent variable based on multiple 

independent variables.24 In this context, the regressions aimed to assess whether derived TF and 

sentiment features correlate with reported emissions intensity—ultimately providing a method to 
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estimate emissions for private companies in DUMAC’s portfolio that lack reported data in Bloomberg 

or Clarity AI. These regressions were implemented in Python and are defined by the equation below. 

Y = β0 + β1X1 + β2X2 + β3X3 ... + βnXn + ϵ 

Where: 

§ Y = Carbon Emissions Intensity per Revenue (EIR) or Carbon Emissions Intensity per 

EVIC (EIEV) (dependent variables) 

§ β0 = Intercept (constant) 

§ β1, β2, β3, ... = Coefficients for each independent variable 

§ X1, X2, X3, … = Independent variables (emission, renewable energy, ghg, Overall Sentiment) 

§ ϵ = Error term (residuals) 

The steps described in this methods section were repeated across all three industries and are 

depicted visually in Figure 2 as well as in the appendix. 

RESULTS 

Airlines 

Two OLS regression models were constructed to examine the relationship between climate-

related language in public communications and emissions intensity among firms in the Airlines 

Sector. The dependent variables were EIR and EIEV (see Table 1). 

High Level Summary Statistics for Airline Industry MLR Analyses 

Model EIR EIEV 

R-squared 0.109 0.165 

Adjusted R-squared -0.019 -0.039 
F-statistic 0.499 0.808 
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Prob (F-statistic) 0.894 0.632 

Table 1 

Both models yielded relatively low explanatory power, with R-squared values of 0.109 and 

0.165, respectively. The adjusted R-squared values were negative in both cases (–0.109 for EIR and   

–0.039 for EIEV), indicating that the inclusion of the predictor variables did not improve model fit 

relative to a baseline. F-statistics for both models were not statistically significant (F = 0.499, p = 

0.894 for EIR; F = 0.808, p = 0.632 for EIEV), suggesting that the models do not explain a meaningful 

proportion of the variance in carbon intensity outcomes. 

While the overall model performance was limited, coefficients from the individual predictor 

variables provide some insights into the directional relationships between climate language and 

emissions outcomes, though none of the variables reached conventional thresholds of statistical 

significance (see Table 2).  

Coefficient Statistics for Airline Industry MLR Analyses 

Variable   
Coefficient 
(EIR)  

 Std. 
Error 
(EIR)  

 t-value 
(EIR)  

 P-
value 
(EIR)  

 
Coefficient 
(EIEV)  

 Std. 
Error 
(EIEV)  

 t-value 
(EIEV)  

 P-
value 
(EIEV)  

 const  1141.940 312.373 3.656 0.001 1140.4067 362.369 3.147 0.003 

 emission  -1.301e+04 2.52e+04 -0.517 0.608 1.039e+04 2.92e+04 0.356 0.724 

 ghg  -1.198e+04 9.38e+04 -0.128 0.899 2712.6018 1.09e+05 0.025 0.980 

 esg  1.08e+05 9.73e+04 1.109 0.273 6.787e+04 1.13e+05 0.601 0.551 

 
decarbonization  

1.186e+05 2.71e+05 0.438 0.664 1.429e+05 3.15e+05 0.454 0.652 

 netzero  -9.69e+04 2.24e+05 -0.432 0.668 2.253e+05 2.6e+05 0.866 0.391 

 lowcarbon  1.869e+05 3.13e+05 0.597 0.553 -6.694e+05 3.63e+05 -1.843 0.072 

 
climatedisclosure  

4538.5952 3.47e+05 0.013 0.990 -4.087e+05 4.02e+05 -1.016 0.315 

 
renewableenergy  

6.511e+05 9.91e+05 0.657 0.515 7.212e+05 1.15e+06 0.627 0.534 

 csr  2.712e+05 

 

3.52e+05 0.770 0.445 -1.678e+04 4.09e+05 -0.041 0.967 

 carbonneutral  -7.898e+05 1.48e+06 -0.534 0.596 6.76e+05 1.72e+06 0.394 0.695 

 Overall 
Sentiment  

-4651.5118 3840.043 -1.211 0.232 -5787.4102 4454.651 -1.299 0.200 

Table 2 
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The variable “ghg”, representing references to greenhouse gases, had opposing signs in the 

two models—negative in the EIR model (–1.198e+04) and positive in the EIEV model (2.712e+03)—

with both relationships statistically insignificant (p = 0.899 and p = 0.980, respectively). 

“decarbonization” was positively associated with emissions intensity in both models, contrary to 

expectations. The coefficients (1.186e+05 for EIR and 1.429e+05 for EIEV) suggest that mentions 

of decarbonization may not be indicative of actual performance reductions in this sector, though these 

effects are not significant (p > 0.65). “lowcarbon” had a positive coefficient in the EIR model 

(1.869e+05) but a negative coefficient in the EIEV model (–6.694e+05), with the latter approaching 

marginal significance (p = 0.072). This could suggest that references to low-carbon strategies may be 

weakly associated with improved emissions outcomes (in terms of enterprise value), though the 

statistical evidence is limited. Finally, “Overall Sentiment”, the composite text sentiment measure, was 

negatively associated with carbon intensity in both models but had no significant explanatory power 

(p = 0.232 for EIR and p = 0.200 for EIEV). 

Power 

The regression models of the Power Sector companies also exhibited limited explanatory 

power, with R-squared values of 0.071 and 0.113, indicating that only 7.1% and 11.3% of the variance 

in EIR and EIEV is attributable to the independent variables (see Table 3). 

High Level Summary Statistics for Power Sector MLR Analyses 

Model EIR EIEV 

R-squared 0.071 0.113 

Adjusted R-squared -0.079 -0.010 
F-statistic 0.471 0.787 

Prob (F-statistic) 0.915 0.652 

Table 3 
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Furthermore, the adjusted R-squared values are -0.079 and -0.010, suggesting that the inclusion 

of additional predictors did not improve the models’ performance. The F-statistics (0.471, p = 0.915 

and 0.787, p = 0.652) indicate that the two regression models, in their current design, do not explain 

variations in carbon intensity with statistical significance.  

Additional output data were provided through these modeling exercises which demonstrated 

the relationship between the individual independent variables and both carbon intensity metrics. These 

coefficient-level results are contained in Table 4. 

Coefficient Statistics for Power Sector MLR Analyses 

Variable   
Coefficient 
(EIR)  

 Std. 
Error 
(EIR)  

 t-value 
(EIR)  

 P-
value 
(EIR)  

 
Coefficient 
(EIEV)  

 Std. 
Error 
(EIEV)  

 t-value 
(EIEV)  

 P-
value 
(EIEV)  

 const  84.979 4,161.564 0.020 0.984 75.635 677.178 0.112 0.911 

 emission  -5.39E+04 3.99E+05 (0.135) 0.893 3.51E+04 4.65E+04 0.754 0.590 

 ghg  1.16E+06 1.07E+06 1.080 0.284 2.35E+05 1.75E+05 1.343 0.184 

 
renewableenergy  

2.18E+06 1.70E+06 1.285 0.203 -1.84E+05 2.76E+05 (0.666) 0.508 

 esg  -6.86E+05 1.18E+06 (0.582) 0.563 -9.48E+03 1.92E+05 (0.049) 0.961 

 
decarbonization  

-2.92E+06 2.62E+06 (1.114) 0.269 -1.23E+05 4.26E+05 (0.289) 0.774 

 lowcarbon  2.45E+03 2.86E+06 0.001 0.999 4.65E+05 4.65E+05 1.000 0.321 

 netzero  1.32E+06 3.50E+06 0.376 0.708 -2.14E+05 5.69E+05 (0.375) 0.708 

 
climatedisclosure  

-2.34E+05 2.88E+06 (0.081) 0.935 -2.04E+05 4.69E+05 (0.436) 0.664 

 csr  1.11E+07 7.47E+06 1.478 0.144 1.72E+06 1.22E+06 1.417 0.171 

 carbonneutral  -2.07E+06 1.39E+07 (0.149) 0.882 -2.53E+06 2.26E+06 (1.121) 0.266 

 Overall 
Sentiment  

1.62E+04 4.56E+04 0.356 0.723 2.78E+03 7.41E+03 0.375 0.709 

Table 4 

Similarly to airlines, these coefficient-level results indicate that neither the EIR or EIEV model 

explains a substantial proportion of the variance in emissions intensity. The coefficient for "ghg" is 

positive in both models (1.16e+06 for EIR, 2.35e+05 for EIEV), suggesting that references to GHGs 

are weakly associated with higher carbon intensity. Even so, the p-values (0.284 and 0.184, 

respectively) indicate that this relationship is not statistically significant. "emission" is negatively 



 21 

associated with EIR but positively associated with EIEV. This inconsistency, combined with the lack 

of significance, suggests that the term's usage in the scraped and processed web content does not 

systematically correlate with emissions intensity. "decarbonization" has a negative coefficient in both 

models (-2.92e+06 for EIR, -1.23e+05 for EIEV), which aligns with expectations that companies 

emphasizing decarbonization may have lower emissions intensity. It is important to note that the high 

standard errors and p-values (> 0.26) suggest that this effect is statistically unreliable. "netzero" follows 

a similar trend, with an ambiguous and statistically weak relationship to emissions intensity. Overall 

Sentiment has a very weak and statistically insignificant relationship with emissions intensity (p = 0.723 

for EIR, p = 0.709 for EIEV). This suggests that general sentiment alone is not capturing the nuances 

of emissions-related web content.  

Building Materials 

Models developed for the Building Materials Sector demonstrate improved explanatory power 

relative to prior sectors. The OLS model predicting EIR yielded an R-squared of 0.328, with an 

adjusted R-squared of 0.209. The corresponding model for EIEV produced an R-squared of 0.362 

and an adjusted R-squared of 0.249 (see Table 5). 

High Level Summary Statistics for Building Materials Industry MLR 
Analyses 

Model EIR EIEV 

R-squared 0.328 0.362 

Adjusted R-squared 0.209 0.249 
F-statistic 2.748 3.202 

Prob (F-statistic) 0.006 0.002 

Table 5 

These results suggest that roughly one-third of the variation in emissions intensity across firms 

in the Building Materials Sector is explained by the independent variables, indicating a moderate level 

of model fit for this type of analysis. Importantly, both models demonstrate statistical significance at 
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the model level: the EIR model yielded an F-statistic of 2.748 (p = 0.006), and the EIEV model 

produced an F-statistic of 3.202 (p = 0.002). These p-values indicate that, taken together, the textual 

and sentiment-based predictors are significantly associated with carbon intensity in this industry 

context. 

Among the individual predictors, a few terms approach or reach statistical significance, though 

effect directions vary (see Table 6).  

Coefficient Statistics for Building Materials Sector MLR Analyses 

Variable   
Coefficient 
(EIR)  

 Std. 
Error 
(EIR)  

 t-value 
(EIR)  

 P-
value 
(EIR)  

 
Coefficient 
(EIEV)  

 Std. 
Error 
(EIEV)  

 t-value 
(EIEV)  

 P-
value 
(EIEV)  

 const  2872.2022 2157.291 1.331 0.188 879.1744 861.108 1.021 0.311 

 emission  -2.4e+05 2.83e+05 -0.849 0.399 -1.148e+05 1.13e+05 -1.017 0.313 

 ghg  5.225e+05 8.38e+05 0.623 0.535 -4.367e+05 3.35e+05 -1.305 0.197 

 esg  -2.816e+04 9.32e+05 -0.030 0.976 2.207e+05 3.72e+05 0.593 0.555 

 
decarbonization  

3.731e+06 2.37e+06 1.574 
 

0.121 1.318e+06 9.46e+05 1.393 0.169 

 lowcarbon  6.000e+06 1.87e+06 3.202 0.002 1.458e+06 7.48e+05 1.949 0.056 

 netzero  -1.683e+06 2.38e+06 -0.706 0.483 -1.081e+05 9.51e+05 -0.114 0.910 

 
renewableenergy  

-3.003e+06 4.62e+06 -0.649 0.518 8.389e+05 1.85e+06 0.454 0.651 

 csr  1.109e+06 1.87e+06 0.593 0.556 8.239e+05 7.47e+05 1.103 0.274 

 
climatedisclosure  

-5.535e+06 4.57e+06 -1.212 0.230 5.053e+06 1.82e+06 2.771 0.007 

 lca  -4.85e+06 5.23e+06 -0.927 0.358 -7.325e+05 2.09e+06 -0.351 0.727 

 Overall 
Sentiment  

-1.88e+04 2.08e+04 -0.902 0.370 -1.055e+04 8316.442 
  

Table 6 

“lowcarbon” shows a positive and statistically significant relationship with emissions intensity 

in the EIR model (coef = 6.00e+06, p = 0.002) and is marginally significant in the EIEV model (coef 

= 1.458e+06, p = 0.056). This result is somewhat counterintuitive, as one might expect references to 

low carbon efforts to correlate with lower emissions. The direction suggests that companies in this 

sector using “lowcarbon” language may be doing so aspirationally or in response to higher emissions 

levels. “climatedisclosure” is positively associated with emissions intensity in the EIEV model (coef 



 23 

= 5.053e+06, p = 0.007). This significant result might reflect that firms with higher emissions are 

more active in disclosing climate-related data—possibly due to stakeholder pressure or regulatory 

obligations—rather than indicating improved performance. Furthermore, the relationship between 

keyword usage and emissions intensity could be non-linear or quadratic where light or excessive use 

of terms like “lowcarbon” corresponds with higher emissions. Other variables like “decarbonization”, 

“ghg”, and “netzero” had coefficients in expected directions (e.g., negative for “netzero”), but their 

effects were statistically insignificant (p > 0.1 in all cases). “Overall Sentiment” was negatively 

associated with emissions intensity in both models, consistent with expectations that more positive 

sentiment might be linked with lower emissions, although the effect was not statistically significant (p 

= 0.370 for EIR; p = 0.209 for EIEV). 

DISCUSSION 

Key Findings and Interpretation 

The findings from this analysis reveal important variation in how climate-related language and 

sentiment metrics correlate with reported emissions intensity across different sectors. Overall, the 

results suggest that while certain textual indicators may exhibit some relationship with emissions 

outcomes, this relationship is inconsistent and highly dependent on industry context. In the Airlines 

Sector, both the EIR and EIEV regression models exhibited low explanatory power and lacked 

statistical significance at the model level. Individual predictors such as “ghg,” “decarbonization,” and 

“lowcarbon” failed to demonstrate consistent or meaningful relationships with emissions intensity, 

and sentiment scores were only weakly associated with emissions. These results suggest that for Airline 

companies, climate-related discourse in publicly viewable communications is not systematically linked 

to actual emission performance. This could potentially be due to the highly regulated and operationally 
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complex nature of the sector, where emissions performance may be more influenced by fleet 

composition and route structure than by public climate reporting and discussions.25  

The Power Sector’s EIR and EIEV models performed similarly, with low R-squared values 

and statistically insignificant predictors. While some variables such as “ghg” and “decarbonization” 

had coefficients in expected directions (e.g., positive for ghg, negative for decarbonization), none 

achieved statistical significance. Notably, Overall Sentiment scores again had no meaningful 

association with emissions outcomes. One possible explanation for underperformance of the Power 

Sector models is that firms in this industry, many of which are publicly regulated utilities, may use 

more standardized or boilerplate language in their climate-related disclosures, limiting the ability of 

text-based models to capture firm-level differences.26 Additionally, key drivers of emissions 

performance in the Power Sector, such as fuel mix and asset age, may not be directly referenced or 

captured in regularly published web-content.  

By contrast, the Building Materials Sector demonstrated more promising results. The EIR and 

EIEV models yielded moderate R-squared values (0.328 and 0.362) and were statistically significant at 

the model level, indicating a stronger explanatory relationship between the text-based predictors and 

emissions intensity. The variable “lowcarbon” was positively and significantly associated with 

emissions intensity, suggesting that firms referencing low-carbon initiatives may, counterintuitively, 

have higher emissions—possibly due to aspirational or reactive language in response to public 

scrutiny. In addition, “climatedisclosure” was significantly and positively associated with emissions 

intensity in the EIEV model, which could indicate that higher-emitting firms are more likely to publicly 

disclose climate-related risks and actions. While “Overall Sentiment” continued to show no statistically 

significant effect, its negative coefficient direction was consistent with expectations that more positive 

messaging may signal stronger emission performance. 
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Implications for Emissions Estimations in Private Holdings 

One of the core motivations of this project is to support emissions transparency for 

DUMAC’s private holdings, where formal carbon reporting is often unavailable. The models 

developed here offer early insights into the viability of using web based climate discourse as a proxy 

for estimating emissions intensity in firms without publicly reported data. While the explanatory power 

of these models varied by sector, the general framework, which combines text frequency analysis, 

sentiment scoring, and multiple linear regression offers a novel approach for identifying firms that 

may warrant closer scrutiny. 

The weak model performance in the Airlines and Power Sectors suggests that climate-related 

language, as captured in web content and corporate materials, is not uniformly indicative of 

operational emissions outcomes. This finding cautions against applying text-based estimations blindly 

across industries, particularly those where emissions are driven by physical infrastructure or fuel inputs 

that may not be reflected in public-facing communications. Nonetheless, in sectors like Building 

Materials, where the models explained a meaningful share of emissions variance and certain keywords 

(e.g., “lowcarbon,” “climatedisclosure”) showed significant associations with EIR and EIEV, the 

results are more promising. 

These patterns imply that text-based emissions estimation could play a useful role as part of a 

tiered due diligence process for private holdings. For example, private companies operating in sectors 

where text signals have demonstrated relevance, such as Building Materials, could be preliminarily 

assessed using NLP-based models to identify potential high-emitting firms. These flagged entities 

could then be prioritized for deeper engagement, direct data requests, or inclusion in more detailed 

financed emissions modeling. Importantly, this approach does not aim to replace direct emissions 

reporting, but rather to supplement decision-making in data-scarce environments. By treating textual 

signals as soft indicators of emissions-related behavior, DUMAC could assess climate risks within 
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private assets and begin to close the transparency gap between public and private investments. This 

framework could also enhance DUMAC’s existing ESG survey process by identifying firms that 

exhibit linguistic signals of higher emissions risk, allowing targeted follow-up questions or requests for 

additional disclosures from investment managers. Over time, this could help transform a generalized 

ESG engagement strategy into a more analytically grounded emissions-focused screening tool. 

Limitations 

While this project presents a novel approach to emissions estimation using web-based textual 

data, it is important to note that several limitations weaken the interpretability and generalizability of 

the findings. First, sample size remains a key limitation. Although the three selected sectors represent 

diverse and carbon-intensive industries, the number of firms analyzed within each was relatively small, 

particularly after accounting for data quality and scraping success rates (nairlines = 60 companies, npower 

= 82 companies, and nbuildingmaterials = 74 companies). This restricts the statistical power of the models 

and may limit the detection of subtler relationships between text features and emissions outcomes. 

Second, variation in disclosure practices and web presence across firms introduces potential 

bias. Larger, publicly visible companies tend to generate more online content and may be 

overrepresented in the datasets. Meanwhile, firms with limited media coverage or weak digital 

footprints may appear less active in climate-related discourse, not necessarily because of lower 

emissions, but due to reduced public visibility. This uneven data landscape could skew results and 

diminish the reliability of the models. 

Third, the NLP methods used, particularly the sentiment analysis, rely on generalized tools 

like TextBlob, which may not fully capture the nuance of industry-specific or technical language.27 For 

example, neutral or even negative sentiment in certain contexts (e.g., disclosing high emissions as part 

of a transparency initiative aimed at proactively reducing emissions) may not indicate poor climate 
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performance. Additionally, the inclusion of companies from non-English speaking countries may be 

confounding results as most NLPs such as TextBlob have historically been designed to primarily 

process English language text.28 As a result, sentiment scores should be interpreted cautiously and 

ideally refined with more context-sensitive models in future iterations of research. 

Fourth, while we took care to standardize terms and harmonize synonyms through a custom 

term-mapping dictionary, TF analysis may still oversimplify complex ideas. For example, keyword 

presence does not necessarily equate to substantive corporate action, and firms may use terms like 

“lowcarbon” or “netzero” aspirationally, reactively, or even superficially, raising the risk of 

greenwashing noise in the data.29 

Opportunities for Methodological Refinement 

One promising direction for strengthening the methodological rigor and predictive accuracy 

of this project and its modeling could involve expanding and refining the sentiment analysis tools. As 

mentioned previously, while TextBlob provided a straightforward starting point for polarity scoring, 

it lacks the contextual sensitivity needed to fully capture the nuances of corporate climate 

communications. Future iterations of this work could explore the use of more sophisticated, domain-

specific models such as VADER (Valence Aware Dictionary and sEntiment Reasoner) or transformer-

based models like BERT or ClimateBERT, which are trained to analyze financial and climate text-

based datasets.30 These tools are likely better equipped to distinguish between transparency-driven 

disclosures and reputational risk language, providing a more reliable measure of tone. 

In addition, the current models rely on predefined keyword lists and term frequencies, which, 

while useful for structure, may miss emergent language patterns or phrases that could offer predictive 

value. Incorporating unsupervised topic modeling techniques, such as Latent Dirichlet Allocation 

(LDA) or BERTopic, could help surface relevant climate discourse themes that were not initially 



 28 

anticipated, especially in industries with rapidly evolving terminology.31 Similarly, dimensionality 

reduction methods like Principal Component Analysis (PCA) could be used to distill complex text 

features into more compact, interpretable forms.32 Notably, DUMAC’s Data Science and Risk Team 

already deploys a similar distillation technique when conducting broader ESG sentiment analysis by 

using Gemini AI to distill scraped data into a summary report and then conducting analysis on that 

report (as opposed to all of the compiled scraped content). This precedent highlights the potential 

value of combining large-scale data extraction with intermediate-level synthesis to streamline analysis. 

There is also an opportunity to improve model performance through enhanced feature 

engineering. Currently, the models include only text-derived indicators, so future versions could 

benefit from the inclusion of contextual control variables such as firm size, region of operation, asset 

type, or emissions reporting status. These additions would help reduce omitted variable bias and 

improve the robustness of the regression outputs. 

Finally, from a technical perspective, the web scraping pipeline itself could also be further 

optimized. For example, more precise filtering of sources—prioritizing investor materials, 

sustainability reports, and industry publications—could yield cleaner input data and reduce the 

influence of irrelevant or low-quality content. Similarly, leveraging metadata such as publication date, 

author credibility, and sentiment shift over time may reveal dynamic trends in how companies frame 

their climate narratives. 

Strategic Takeaways 

This project offers several strategic insights for DUMAC as it seeks to enhance its 

understanding of portfolio-level emissions and align its investment practices with Duke University’s 

broader climate goals. While text-based models are not a substitute for direct emissions data, they 

offer meaningful value as a complementary tool for risk screening, especially in the context of private 
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assets where formal emissions disclosures remain sparse or inconsistent. The framework developed 

here demonstrates that NLP modeling can surface emissions-relevant signals in climate-related 

corporate communications, particularly in sectors like Building Materials, where models showed 

moderate explanatory power and statistically significant associations between specific keywords and 

emissions intensity. This suggests that web-scraped climate discourse can serve as a first-pass 

diagnostic to help identify firms that may warrant additional diligence or engagement. 

Second, by integrating this framework into DUMAC’s existing ESG survey infrastructure, the 

organization can move beyond generic qualitative assessments toward a more data-informed screening 

process. For example, NLP-derived emissions flags could be used to prioritize follow-up questions 

with investment managers or to triangulate ESG and climate survey responses with external public 

data. This would enable more targeted conversations and enhance DUMAC’s ability to evaluate the 

credibility of sustainability efforts made by its asset managers and underlying portfolio companies. 

Lastly, the sectoral variability observed in model performance points to the importance of 

tailoring emissions estimation strategies based on industry context. In sectors where NLP models are 

more predictive, DUMAC may be able to rely more heavily on text-derived proxies. In contrast, 

sectors with more standardized or opaque language, such as utilities or aviation, may require 

supplemental approaches.  

Future Research 

While this project demonstrates that there are limits to the potential of NLP as a tool for 

emissions estimation, it also opens several important avenues for future research. Continued 

development of this framework could significantly strengthen its accuracy, scalability, and relevance 

to institutional investors like DUMAC. One promising direction involves broadening the scope of 

industry analysis. Exploring additional sectors such as finance, manufacturing, or healthcare would 
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reveal how the relationship between climate-related language and emissions intensity varies across 

different economic contexts. A more diverse dataset could also improve the generalizability of the 

findings and enhance the robustness of future statistical inferences. 

Advancing the modeling approach through more complex machine learning techniques 

presents another key opportunity. Algorithms such as random forests, gradient boosting machines, or 

neural networks could capture non-linear or interaction effects among variables that traditional linear 

models such as MLR may miss. There is also considerable value in refining the sentiment analysis 

component of the framework. As mentioned previously, general-purpose tools like TextBlob can be 

supplemented with more context-specific models such as ClimateBERT, a language model trained on 

environmental disclosures. These models are more likely to capture subtle differences in tone, intent, 

and credibility, helping to distinguish between superficial climate language and more substantive 

commitments. 

Looking ahead, there is also potential to translate this methodology into a user-facing platform 

or dashboard. A tool that visualizes emissions risk based on public communication patterns could 

support real-time monitoring, peer comparisons, or emissions flagging within a portfolio context. This 

kind of system would be particularly valuable for institutional investors such as DUMAC who are 

seeking to track and manage climate risk across both public and private holdings. 

CONCLUSION 

This project sought to address a critical gap in emissions transparency by developing a novel 

framework to estimate the carbon intensity of firms, particularly private holdings, based on publicly 

available text data. By combining web scraping, text frequency analysis, sentiment scoring, and 

multiple linear regression modeling, the analysis provides early insights into the potential of natural 

language processing to serve as a proxy for emissions estimation in sectors where formal disclosures 
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are limited or absent. The findings demonstrate that the effectiveness of this approach varies by 

industry. In the Airlines and Power Sectors, regression models demonstrated weak explanatory power 

and no statistically significant predictors, suggesting that climate-related language in public-facing 

content may not reliably reflect emissions performance in these contexts. By contrast, the Building 

Materials Sector exhibited moderate model fit and significant associations between specific 

keywords—such as “lowcarbon” and “climatedisclosure”—and emissions intensity. These results 

offer encouraging proof of concept that in certain sectors, textual indicators may hold meaningful 

predictive value. 

Importantly, this approach is not intended to replace verified emissions reporting, but rather 

to complement traditional ESG and climate diligence tools, particularly within DUMAC’s private 

portfolio, where data availability is often limited. Used as part of a tiered assessment strategy, this 

framework can help surface potentially high-emitting firms, flag companies for follow-up engagement, 

and enhance DUMAC’s existing ESG survey process with more analytically grounded emissions data. 

Moreover, as Duke University continues to advance its Climate Commitment, this project contributes 

to operationalizing that vision within the university’s endowment oversight. While the results are 

preliminary and subject to limitations, including small sample sizes, uneven web content quality, and 

the current limitations of sentiment tools, they point toward several opportunities for refinement. 

Future research should explore more advanced NLP models, alternative machine learning approaches, 

and expanded sectoral coverage. Over time, the development of a more robust, scalable, and context-

aware text-based emissions estimation system could position DUMAC as a leader among endowment 

managers and institutional investors writ large who are seeking to bridge the data gap between public 

and private climate performance. 
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APPENDICES 

Key Terms and Definitions 

1. Adjusted R-Squared – A regression metric that adjusts the R² value for the number of 
predictors, providing a more accurate measure of model fit. 
 

2. Advisory Committee on Investment Responsibility (ACIR) – A committee at Duke University 
composed of faculty, students, administrators, alumni, and trustees that evaluates investment 
policies in relation to ethical and sustainability concerns. 

 
3. BeautifulSoup – A Python library used for parsing and extracting textual content from HTML-

based web pages. 
 

4. Bipartisan Infrastructure Law (2021) – A U.S. law that funds infrastructure upgrades, including 
climate resilience and clean energy developments. 

 
5. Bloomberg Terminal – A proprietary financial data platform providing market intelligence and 

ESG metrics for primarily publicly traded companies. 
 

6. Carbon Efficiency – A measure of how effectively a company generates economic output with 
normalized by its carbon emissions. 

 
7. Carbon Intensity (EIEV) – A metric of GHG emissions relative to enterprise value, including 

cash (EVIC), expressed as tCO₂e/$M EVIC. 
 

8. Carbon Intensity (EIR) – A measure of GHG emissions normalized by revenue, expressed as 
tCO₂e/$M Rev. 

 
9. Clarity AI – A sustainability analytics platform that leverages machine learning and NLP to 

provide ESG and emissions metrics. 
 

10. ClimateBERT – A transformer-based language model pre-trained on climate-related 
disclosures, used for advanced text, sentiment, and intent analysis. 

 
11. Climate Change – Long-term changes in global temperature and weather patterns, primarily 

due to human-induced greenhouse gas emissions. 
 

12. Companies Market Cap – A financial website that provides market capitalization data and 
company rankings in real time. 

 
13. Concept Consolidation – A data cleaning process where synonyms and variations of a term 

(e.g., “greenhouse gas,” “GHG”) are mapped to a single unified keyword to reduce noise and 
increase consistency. 
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14. CountVectorizer – A scikit-learn tool used to convert text into frequency-based features for 
machine learning models. 

 
15. Corporate Social Responsibility (CSR) – Business practices that incorporate social and 

environmental considerations into operations and decision-making. 
 

16. Duke Climate Commitment (DCC) – A university-wide initiative aimed at accelerating climate 
action through education, research, operations, and engagement. 

 
17. Duke Management Company (DUMAC) – The nonprofit organization responsible for 

managing Duke University's endowment and investment assets. 
 

18. Emission Intensity Metrics – Quantitative measures that express a company’s carbon output 
relative to revenue (EIR) or enterprise value (EIEV). 

 
19. Enterprise Value Including Cash (EVIC) – the total value of a company’s operations, including 

market capitalization, debt, and cash holdings. Used as a denominator in EIEV to reflect full 
economic exposure. 

 
20. Environmental, Social, and Governance (ESG) – A framework used by investors to evaluate 

corporate behavior and assess sustainability-related risks and opportunities. 
 

21. F-Statistic – A measure used in regression analysis to assess whether a model explains a 
statistically significant proportion of outcome variance. 

 
22. Financed Emissions – Emissions that are attributed to a financial institution’s investments or 

loans in emitting firms. 
 

23. Gemini AI – An AI tool used by DUMAC to summarize large volumes of scraped ESG data 
into condensed reports for analysis, helping improve workflow efficiency. 

 
24. Google Custom Search API – A tool that allows automated searches on Google, used in this 

study to efficiently retrieve climate-related corporate web content. 
 

25. Greenwashing – The act of exaggerating or misrepresenting a company’s environmental 
responsibility or climate performance. 

 
26. Inflation Reduction Act (2022) – A U.S. law with major investments in climate mitigation, 

renewable energy, and clean manufacturing. 
 

27. Latent Dirichlet Allocation (LDA) – A type of topic modeling algorithm that uncovers latent 
themes or topics in large text datasets based on word co-occurrence patterns. 

 
28. Log-Transformation – A mathematical adjustment applied to skewed data to normalize 

distributions and reduce variance. 
 

29. Machine Learning – A subset of artificial intelligence involving algorithms that learn from data 
patterns to make predictions or decisions without explicit programming. 
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30. Multicollinearity – A statistical condition where predictor variables are highly correlated, 

potentially distorting regression estimates. 
 

31. Multiple Linear Regression (MLR) – A statistical technique for modeling the relationship 
between a dependent variable and multiple independent variables. 

 
32. Natural Language Processing (NLP) – A subfield of AI that enables machines to analyze, 

interpret, and generate human language. 
 

33. NLTK (Natural Language Toolkit) – A Python library used for text preprocessing tasks such 
as stopword removal and tokenization. 

 
34. P-Value – A measure of statistical significance; a p-value below 0.05 typically indicates that an 

observed effect is unlikely to be due to chance. 
 

35. Phrase Merging / Term Mapping – The process of standardizing terminology (e.g., converting 
“net zero” → “netzero”) to ensure analytical consistency. 

 
36. Principal Component Analysis (PCA) – A dimensionality reduction technique that transforms 

high-dimensional datasets into a smaller number of components while retaining most of the 
original variance. 

 
37. PyMuPDF (fitz) – A Python library used to extract text from PDF documents for content 

analysis. 
 

38. Python – A programming language widely used for data analysis, modeling, and automation 
in research and industry. 

 
39. Regression Coefficient – A value that represents the estimated change in the dependent 

variable for a one-unit increase in an independent variable, holding all else constant. 
 

40. Scikit-learn – A Python library for machine learning, used here for term frequency analysis and 
feature vectorization. 

 
41. Sentiment Analysis – A method of evaluating textual content to determine its emotional 

tone—positive, neutral, or negative. 
 

42. Standard Error – A statistical metric that quantifies the uncertainty or variability of an 
estimated regression coefficient. 

 
43. Stopword Removal – The elimination of common words (e.g., “and,” “the”) from text to 

focus analysis on meaningful terms. 
 

44. Sustainability Reporting – The process by which organizations disclose ESG performance and 
climate-related risks or opportunities. 
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45. tCO₂e (tonnes of carbon dioxide equivalent) – A standardized unit used to represent the 
climate impact of various greenhouse gases. 

 
46. TextBlob – A basic NLP tool in Python used to analyze sentiment and assign polarity scores 

ranging from –1 to +1. 
 

47. Text Frequency (TF) Analysis – A technique for quantifying how often specific terms appear 
in a body of text. 

 
48. Tokenization – The process of breaking down text into individual units (tokens), such as 

words or phrases, to prepare for text analysis or modeling. 
 

49. Topic Modeling – A natural language processing technique that identifies hidden thematic 
structures in large sets of text by clustering frequently co-occurring words. 

 
50. Valence Aware Dictionary and sEntiment Reasoner (VADER) – A rule-based NLP tool for 

sentiment analysis, especially in social media and financial contexts. 
 

51. Web Scraping – The process of programmatically extracting data from web pages, often used 
in data science for content collection. 

 
52. Windowed Sentiment – A sentiment scoring technique that evaluates the tone of fixed-length 

text fragments surrounding a keyword (e.g., ±10, ±15, or ±20 words). 
 

Methods Diagram 
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Companies Analyzed by Sectoral Designation 

 
Airline Companies Power Companies Building Material Companies 

1. Abu Dhabi 
Aviation PJSC 

1. Abu Dhabi National 
Energy Company 
PJSC 

1. Ambuja Cements Ltd 

2. Aegean Airlines 
SA 

2. ACWA Power Co 2. Anhui Conch Cement 
Co Ltd 

3. Air Arabia PJSC 3. Adani Green Energy 
Ltd 

3. Arabian Cement 
Company SJSC 

4. Air Astana AO 4. Adani Power Ltd 4. Asia Cement Corp 
5. Air Canada 5. AES Corp 5. Aspen Aerogels Inc 
6. Air China Ltd 6. Alliant Energy Corp 6. Beacon Roofing Supply 

Inc 
7. Air France 

KLM SA 
7. Ameren Corp 7. Bestway Cement Ltd 

8. Air New 
Zealand Ltd 

8. American Electric 
Power Company Inc 

8. Bluelinx Holdings Inc 

9. Air Transport 
Services Group 
Inc 

9. Avangrid Inc 9. Boise Cascade Co 

10. Alaska Air 
Group Inc 

10. BKW AG 10. Brickworks Ltd 

11. Allegiant Travel 
Co 

11. Brazilian Electric 
Power Co 

11. Builders FirstSource Inc 

12. American 
Airlines Group 
Inc 

12. Brookfield 
Renewable Partners 
LP 

12. Bunka Shutter Co Ltd 

13. ANA Holdings 
Inc 

13. CenterPoint Energy 
Inc 

13. Buzzi SpA 

14. Bangkok 
Airways PCL 

14. CEZ as 14. Carlisle Companies Inc 

15. Capital A 
Berhad 

15. China Longyuan 
Power Group Corp 
Ltd 

15. Cemex SAB de CV 

16. Cargojet Inc 16. China Resources 
Power Holdings Co 
Ltd 

16. City Cement Company 
CJSC 

17. Cathay Pacific 
Airways Ltd 

17. China Yangtze 
Power Co Ltd 

17. Compagnie de Saint 
Gobain SA 

18. China Airlines 
Ltd 

18. Chubu Electric 
Power Co Inc 

18. Dalmia Bharat Ltd 

19. China Eastern 
Airlines Corp 
Ltd 

19. CLP Holdings Ltd 19. Doman Building 
Materials Group Ltd 
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20. China Southern 
Airlines Co Ltd 

20. CMS Energy Corp 20. Eagle Materials Inc 

21. Chorus 
Aviation Inc 

21. Consolidated 
Edison Inc 

21. Eastern Province 
Cement Company SJSC 

22. Controladora 
Vuela 
Compania de 
Aviacion SAB 
de CV 

22. Constellation 
Energy Corp 

22. Forbo Holding AG 

23. Copa Holdings 
SA 

23. Corporacion 
Acciona Energias 
Renovables SA 

23. Forterra PLC 

24. Delta Air Lines 
Inc 

24. CPFL Energia SA 24. Genuit Group PLC 

25. Deutsche 
Lufthansa AG 

25. Dominion Energy 
Inc 

25. GMS Inc 

26. Easyjet PLC 26. DTE Energy Co 26. Grafton Group PLC 
27. El Al Israel 

Airlines Ltd 
27. Dubai Electricity 

and Water Authority 
PJSC 

27. Granite Construction 
Inc 

28. Eva Airways 
Corp 

28. Duke Energy Corp 28. Heidelbergcement India 
Ltd 

29. Exchange 
Income Corp 

29. E ON SE 29. Holcim AG 

30. Exclusive Jets 
LLC 

30. Edison International 30. Insteel Industries Inc 

31. Frontier Group 
Holdings Inc 

31. EDP Energias de 
Portugal SA 

31. James Hardie Industries 
PLC 

32. Gol Linhas 
Aereas 
Inteligentes SA 

32. EnBW Energie 
Baden 
Wuerttemberg AG 

32. Kingspan Group PLC 

33. Hainan Airlines 
Holding Co Ltd 

33. Endesa SA 33. Krosaki Harima Corp 

34. Hawaiian 
Holdings Inc 

34. Enel Americas SA 34. Kuwait Cement 
Company KPSC 

35. Icelandair 
Group hf 

35. Enel SpA 35. Kuwait Portland 
Cement Co KPSC 

36. Interglobe 
Aviation Ltd 

36. Energy of Minas 
Gerais Co 

36. Marshalls PLC 

37. International 
Consolidated 
Airlines Group 
SA 

37. Engie SA 37. Martin Marietta 
Materials Inc 

38. Japan Airlines 
Co Ltd 

38. Entergy Corp 38. Mo-Bruk SA 

39. Jazeera Airways 
Co KSCP 

39. Equatorial Energia 
SA 

39. Mohawk Industries Inc 
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40. JejuAir Co Ltd 40. Equinor ASA 40. National Building and 
Marketing Company 
CJSC 

41. Jet2 PLC 41. Estabanell y Pahisa 
SA 

41. National Cement Co 
PSC 

42. JetBlue Airways 
Corp 

42. Eversource Energy 42. Nichiha Corp 

43. Korean Air 
Lines Co Ltd 

43. Exelon Corp 43. Norcros PLC 

44. LATAM 
Airlines Group 
SA 

44. FirstEnergy Corp 44. Northern Region 
Cement Company SJSC 

45. Norwegian Air 
Shuttle ASA 

45. Fortis Inc 45. Oman Cement 
Company SAOG 

46. Pegasus Hava 
Tasimaciligi AS 

46. Fortum Oyj 46. Orient Cement Ltd 

47. Qantas Airways 
Ltd 

47. HK Electric 
Investments Ltd 

47. Owens Corning 

48. Ryanair 
Holdings PLC 

48. Huaneng Power 
International Inc 

48. Placoplatre SA 

49. Singapore 
Airlines Ltd 

49. Hydro One Ltd 49. Qassim Cement 
Company SJSC 

50. SkyWest Inc 50. Iberdrola SA 50. Qatar National Cement 
Company QPSC 

51. Southwest 
Airlines Co 

51. Idacorp Inc 51. Recticel NV 

52. Spicejet Ltd 52. JSW Energy Ltd 52. Riyadh Cement 
Company SJSC 

53. Spirit Airlines 
Inc 

53. Korea Electric 
Power Corp 

53. RPM International Inc 

54. Spring Airlines 
Co Ltd 

54. Meridian Energy 
Ltd 

54. Saudi Cement Company 
SJSC 

55. Sun Country 
Airlines 
Holdings Inc 

55. National Grid PLC 55. Schweiter Technologies 
AG 

56. Turk Hava 
Yollari AO 

56. Naturgy Energy 
Group SA 

56. Siam Cement PCL 

57. United Airlines 
Holdings Inc 

57. Neoen SA 57. SIG Group AG 

58. Vietjet Aviation 
JSC 

58. Nextera Energy Inc 58. Southern Province 
Cement Company SJSC 

59. Vietnam 
Airlines JSC 

59. NHPC Ltd 59. Steico SE 

60. Wizz Air 
Holdings PLC 

60. NiSource Inc 60. Sumitomo Osaka 
Cement Co Ltd 

 61. NTPC Ltd 61. Summit Materials Inc 
62. OGE Energy Corp 62. Surteco Group SE 
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63. Orsted A/S 63. Tabuk Cement Co 
64. Pinnacle West 

Capital Corp 
64. Taiga Building Products 

Ltd 
65. Power Grid 

Corporation of 
India Ltd 

65. Taiheiyo Cement Corp 

66. Public Service 
Enterprise Group 
Inc 

66. Taiwan Cement Corp 

67. RWE AG 67. Titan Cement 
International SA 

68. Saudi Electricity 
Company SJSC 

68. Travis Perkins PLC 

69. Sempra 69. UltraTech Cement Ltd 
70. Societatea de 

Producere a 
Energiei Electrice in 
Hidrocentrale - 
Hidroelectrica SA 

70. United States Lime & 
Minerals Inc 

71. Southern Co 71. Uzin Utz SE 
72. SSE PLC 72. Vicat SA 
73. Talen Energy Corp 73. Vulcan Materials Co 
74. Tata Power 

Company Ltd 
74. Wienerberger AG 

 
75. Tenaga Nasional 

Bhd 
 

76. Terna Rete Elettrica 
Nazionale SpA 

77. Torrent Power Ltd 
78. Uniper SE 
79. Verbund AG 
80. Vistra Corp 
81. WEC Energy Group 

Inc 
82. Xcel Energy Inc 

 
 

 
 

 

Carbon Keywords (Text Frequency and Sentiment Analysis) 

1. netzero 

2. airquality 

3. climatechange 
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4. carbonneutral 

5. renewableenergy 

6. energytransition 

7. globalwarming 

8. ghg 

9. co2 

10. emission 

11. parisagreement 

12. decarbonization 

13. extremewx 

14. esg 

15. csr 

16. climatedisclosure 

17. lca 

18. carbonfootprint 

19. carboncredits 

20. climateaction 

21. lowcarbon 

22. emissionreduction 

23. greenenergy 

24. environmentaljustice 

25. carbonoffset 

 

 



 41 

Python Libraries 

1. BeautifulSoup (bs4) – Parses HTML content to extract structured text from web pages during the 
scraping process. 
 

2. googleapiclient.discovery – Interfaces with the Google Custom Search API to automate climate-
related search queries for company-specific web content. 

 
3. matplotlib.pyplot – Creates data visualizations such as bar plots and sentiment trend charts; often 

used alongside seaborn. 
 
4. NLTK (Natural Language Toolkit) – Provides text preprocessing tools, including stopword 

removal and tokenization, to prepare text for analysis. 
 
5. numpy – Supports mathematical and array-based operations, particularly for scaling, 

normalization, and vector math. 
 
6. pandas – The primary data management library used for cleaning, joining, and analyzing structured 

data across all phases of the project. 
 
7. PyMuPDF (fitz) – Extracts readable text from PDF documents (e.g., ESG reports, investor 

disclosures) for inclusion in the dataset. 
 
8. re (Regular Expressions) – Cleans and standardizes text by removing special characters, formatting 

multi-word terms, and identifying keywords. 
 
9. scikit-learn (sklearn.feature_extraction.text.CountVectorizer) – Transforms text into numerical 

representations using term frequency (TF), enabling machine learning analysis. 
 
10. scipy.stats – (If used) Supports additional statistical testing, such as correlation analysis or p-value 

calculations. 
 
11. seaborn – A high-level visualization library that builds on matplotlib to produce aesthetically 

pleasing charts with minimal code. 
 
12. statsmodels.api – Performs multiple linear regression (OLS), returning statistical outputs such as 

R², coefficients, standard errors, p-values, and F-statistics. 
 
13. string – Assists with character-level filtering (e.g., punctuation removal) and text normalization 

tasks. 
 
14. TextBlob – Performs sentiment analysis, assigning polarity scores (from –1 to +1) to determine 

the emotional tone of climate-related language. 
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Carbon Accounting Variables 

Carbon Emissions Intensity per Revenue (EIR) : 
!"#$%
$'	)%*

  
 

§ tCO2e (tonnes of carbon dioxide equivalent) – a standardized unit used to express the global 
warming potential (GWP) of different greenhouse gases (GHGs) in terms of the amount of 
CO₂ that would have the same climate impact over a specified time period  
 

§ $M Rev – million dollars of revenue over specific period of time. 
 

 

Carbon Emissions Intensity per EVIC (EIEV): 
!"#$%
$'	+,-"

 
 

§ tCO2e (tonnes of carbon dioxide equivalent) – see above 
 

§ $M EVIC – million dollars of enterprise value including cash over a period of time 
 

Relationship Between EIR and EIEV 
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Top 10 Carbon Keywords (Term Frequency Analysis) 
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Top 5 Companies by Overall Sentiment Score 
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Windowed Sentiment Scores for Top 5 Companies  
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