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Abstract

Copulas are popular in high-dimensional statistical applications as they allow for
dependence modeling with arbitrary margins. They are also used in rare event
analysis where tail behaviours are important. Current successful applications of
copulas however, generally focus on simplified assumptions, a risk in areas such as
healthcare, safety and finance where model misspecification may lead to potential
catastrophes. Furthermore, for rare event simulation and prediction, likelihood-based
estimation may lead to dependencies in the tail being overlooked by dependencies
in the bulk of the data. Moreover, there are still unsolved challenges related to the
parameterization, estimation and sampling of copulas.

We propose neural representations to better fit data, and solve challenges re-
lated to parameterization, estimation and sampling. We focus on the classes of
Archimedean, hierarchical Archimedean, extreme-value and Archimax copulas. No-
tably, these copulas have stochastic representations as mixture models of latent ran-
dom variables. In particular, the functions that characterize these copulas may be
described by expectations of the latent variables. The first neural representation is
motivated by the ability of neural networks to represent expectations and function
compositions. The second neural representation is motivated by the impressive abil-
ity of generative networks at sampling and the convergence of empirical expectations.
To avoid repeated differentiation in computing the likelihood of observations during

training, we make use of data transforms to collapse d-dimensional observations into
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multiple one-dimensional transformed observations. To avoid repeated differentia-
tion in computing the conditional distributions in conditional sampling, we use the
sampling frameworks that come naturally with the stochastic representations.

We consider the probabilistic construction of Archimedean copulas as mixture
models with the completely monotone Archimedean generator given by the Laplace
transform of a latent random variable. We model the latent variable with a gen-
erative network and consider the empirical Laplace transform given samples of the
latent variable. We compute higher-order derivatives using the properties of the
Laplace transform. We modify existing Marshall-Olkin type sampling to our param-
eterization with generative networks. We extend our training and sampling method
to an existing network representation. We also extend our method to hierarchical
Archimedean copulas, subsequently recovering a richer class of copulas.

We consider the spectral decomposition of the stable tail dependence function in
extreme-value copulas. We propose both network and generative representations for
the latent spectral variable. Motivated by the data transform in the Pickands esti-
mator, we transform d-dimensional observations into one-dimensional exponentially
distributed transformed observations, then perform maximum likelihood estimation
using the transformed observations. We sample using the connection to the spectral
representation of max-stable processes.

We build on the stochastic representation of Archimax copulas with latent radial
and simplex components. The challenges are estimating a flexible Archimedean
generator and sampling the simplex component. We consider the more general d-
monotone Archimedean generator given as the Williamson d-transform of the radial
component, with connection to the decomposition of the Kendall function. We also
consider the correspondence between the spectral component, simplex component
and generalized Pareto copulas. We empirically validate our algorithms on high
dimensional data, extrapolation to extreme and out-of-distribution detection.
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1

Introduction

1.1 Modeling Copulas with Neural Networks

Copulas are a special class of cumulative distribution functions (CDFs) that model
the dependencies between multiple random variables in isolation from their marginals
(68, 98]. Modeling dependencies between random variables is a central task in statis-
tics, and understanding the dependence between covariates throughout the distri-
bution is important in characterizing a distribution outside of its areas of highest
densities. Moreover, since copulas can be used to represent CDFs, they are particu-
larly useful in situations where tail events are important, such as ensuring algorithms
are robust to observations that are infrequent but have devastating effects.

Copulas have found applications in many areas, including hydrology [39], health-
care [95] and finance [20]. In machine learning, copulas have been used to create
new distributions, increasing the flexibility of modeling multivariate dependencies
21, 30, 32, 60, 70, 79, 102, 117, 128]. The utility of copulas can be attributed to
their powerful representation capabilities, ease of use and intuitive decomposition

into marginals and a dependence function.



However, many challenges related to parameterization, estimation and sampling
are still unsolved. As CDFs of dependent uniform random variables, copulas need to
satisfy properties which lead to constraints in parameterization. In addition, repeated
differentiation to get densities and conditional distributions for likelihood-based es-
timation and conditional sampling may run into computational difficulties. Current
successful applications of copulas have largely been limited to a few basic parametric
families or low dimensions, preventing their widespread adoption in settings where
the dependence is complicated or the dimension is large.

We propose new techniques for modeling, training and sampling copulas with
neural networks. Specifically, we consider the classes of Archimedean, hierarchical
Archimedean, extreme-value and Archimax copulas.

The Archimedean copula is popular for its simplicity and ability to represent dif-
ferent tail behaviours. The hierarchical Archimedean copula relaxes the exchange-
ability assumption of the Archimedean copula. The extreme-value copula is the limit
of copulas of component-wise maximas, and is thus a tool motivated by extreme-value
theory for modeling rare events where observations are limited. The Archimax copula
models and allows extrapolation of bulk to extremes.

Notably, these copulas have convenient stochastic representations as mixture
models of latent random variables. In particular, the functions that describe these
copulas may be characterized by expectations of the latent variables. In addition,
sampling is straightforward given samples of the latent distributions.

We consider both network and generative representations. Neural networks are
expressive, can represent expectations of latent variables and compositions of func-
tions. Their flexible parameterization also aids in satisfying functional constraints
necessary to uphold the properties of the copula. Generative networks are impressive
at sampling, and considering the empirical expectations of latent variables modeled
by generative networks bypasses many functional constraints. In addition, samples

2



of the latent distribution is necessary for effective sampling of the full distribution.

The last piece of the puzzle is training the models in high dimensions.
1.2 Related Work

Generative modeling is a major task in machine learning, with techniques such as
generative adversarial networks (GANs) [24], normalizing flows (NFs) [104], and
variational autoencoders (VAEs) [74] being the major developments for representing
complex distributions. However, these techniques are largely used for modeling the
bulk of a distribution and may not extrapolate well to out-of-distribution samples
or samples within the tails [80]. In addition, the above methods are mainly used for
sample generation, and mainly do not provide a way of quantifying the dependencies
between multiple random variables in terms of CDFs and conditional CDFs.
Copulas have been applied in machine learning wherein techniques from machine
learning have been used in conjunction with traditional copula theory to model more
general classes of densities, examples include copula processes [128], copula Bayesian
networks that use copulas to model conditional densities [32], cumulative distribu-
tion networks that use products of copulas [60], and neural likelihoods via CDFs
that use copulas to join margins parameterized by neural networks [21] and many
others [21, 30, 70, 79, 90, 102, 117]. Most of the above works used the Gaussian
copula or an autoregressive dependence. With regards to the construction of new
Archimedean, hierarchical Archimedean, extreme-value and Archimax copulas in ma-
chine learning, there is only one related work [83]. Ling et al. [83] parameterized the
Archimedean generator as a neural network, but ran into computational difficulties
and thus demonstrated results only for dimensions lower than or equal to three [83].
Our work builds on related work in classical copula modeling. Our part of work on
Archimedean copulas relies on the Laplace transform and mixture representation [92].
Our part of work on hierachical Archimedean copulas relies on satisfying sufficient

3



nesting conditions with Lévy subordinators [51]. Our part of work on extreme-
value copulas borrows from the Pickands estimator that transforms a d-dimensional
observation into a one-dimensional exponentially distributed transformed observa-
tion [105], the spectral decomposition and the spectral representation of max-stable
processes [27, 62]. Our part of work on Archimax copulas is rooted in the stochas-
tic representation of the Archimax copulas [18], generalized Pareto copulas [35], the
more general Williamson d-transform [96] and the modeling of latent variables with
discrete supports [38, 42]. In addition, we reference the state-of-the-art method in
estimating Archimax copulas [19].

However, there remain challenges to be solved. Related work on the mixture rep-
resentation of Archimedean copulas are limited to cases of known distributions that
can be sampled and for which the Laplace transform can be calculated, since it is
often challenging to find and sample from a distribution corresponding to arbitrary
Laplace transforms [54, 94]. Related work on the hierarchical Archimedean copula
combine one-parameter families of Archimedean copulas, usually in a homogeneous
manner, where all components are from the same family. It is challenging to com-
bine Archimedean copulas from different families due to the nesting conditions. For
example, the Clayton and Gumbel copulas are not compatible for nesting [94]. Thus,
related work on heterogeneous Archimedean copulas have resulted in limited combi-
nations of different families [48, 54, 94, 101, 112]. Classical methods of estimating
extreme-value copulas do not necessarily satisfy functional properties. In addition,
sampling from the estimated extreme-value copula is an unsolved challenge. With
regard to Archimax copulas, the method in Chatelain et al. [19] assumes known or
simplified radial dependence. In addition, past applications of Archimax copulas

were of dimensions lower than or equal to three [4, 19, 95].



1.3 Contributions of This Thesis

1.3.1 Modeling Archimedean Copulas with Neural Networks

Current successful applications of Archimedean copulas are either single-parameter
to use the method of inverse Kendall tau or low dimension because of difficulties
in computing the density. We consider the completely monotone Archimedean gen-
erator given by the empirical Laplace transform of latent variables modeled with
generative networks.! We use the properties of the Laplace transforms to compute
higher-order derivatives in likelihood-based training. We sample using Marshall-
Olkin type sampling given samples of the latent variable. We extend our method to
an existing network representation. This estimation and sampling method allows for
computational efficiencies, especially in high dimensions.

Hierarchical Archimedean copulas partially address the drawback that Archimedean
copulas are exchangeable. Satisfying sufficient nesting conditions of nested Archimedean
generators however is a challenge. We use a construction based on Lévy subordina-
tors [51]. We extend our method of modeling the Laplace transform in Archimedean
generators to modeling the Laplace transform in the Laplace exponent of nested

Archimedean generators.
1.3.2 Modeling Extreme-Value Copulas with Neural Networks

Current non-parametric estimators of extreme-value copulas do not necessarily sat-
isfy functional constraints of the stable tail dependence function (stdf). In addition,
sampling from the learnt copula is an unsolved challenge. We model the stdf using
its spectral decomposition, where the distribution of the latent spectral variable is

encoded either as weights in a neural network or as outputs of a generative net-

1 The part of work on Archimedean copulas was co-authored with Ali Hasan, Khalil Elkhalil and
Vahid Tarokh [99].



work.? To avoid high-order derivatives in computing the likelihood, we make use
of the Pickands transform to collapse d-dimensional observations into multiple one-
dimensional exponentially distributed transformed observations with rates given by
the stdf. We then train the networks using the likelihood of transformed observa-
tions. We sample using the connection to the spectral representation of max-stable

processes.
1.3.3 Modeling Archimax Copulas with Neural Networks

Archimax copulas effectively balance the representation of data within the bulk of
the distribution while extrapolating to the tails by combining the tractability of
Archimedean copulas with the tail properties of extreme-value copulas. Rather than
separating the two as is typically done in practice, incorporating additional informa-
tion from the bulk may improve inference of the tails, where observations are limited.
In addition, Archimax copulas remove the simplified symmetry assumption among
covariates that is present in Archimedean copulas and the max-stable property of
extreme-value copulas. The use of Archimax copulas has resulted in better fit to
data in applications such as healthcare [95] and hydrology [4, 19]. However, existing
computational methods do not allow feasible inference and sampling for Archimax
copulas, preventing their widespread use.

Building on the works on Archimedean and extreme-value copulas, we propose
neural representations for the Archimedean generator, stdf, and latent variables.
In particular, we consider the more general d-monotone Archimedean generator,
associated Williamson d-transform, and decomposition of the Kendall distribution
function, a probability integral transform from d-dimensional to one-dimensional

transformed observations. We also consider the simplex distribution and associated

2 The part of work on extreme-value copulas was co-authored with Ali Hasan, Khalil Elkhalil,
Joao M. Pereira, Sina Farsiu, Jose Blanchet and Vahid Tarokh [50].

3 The part of work on Archimax copulas was co-authored with Ali Hasan, and Vahid Tarokh [100].
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generalized Pareto copulas. We put these methods together for a viable estimation
and sampling algorithm. We empirically verify the method in high dimensions, show
improved tail extrapolation and out-of-distribution detection over existing generative

modeling techniques.

1.4 Thesis Outline

Chapter 2 covers necessary background. It provides formal definitions and stochastic
representations for copulas, Archimedean, hierarchical Archimedean, extreme-value
and Archimax copulas. Chapter 3 focuses on neural models for the completely mono-
tone Archimedean generator, related to Laplace transforms and mixture models. It
then generalizes to nested Archimedean generators. Chapter 4 focuses on neural mod-
els for the stable tail dependence function, related to spectral decompositions and
max-stable processes. In addition, it borrows from the Pickands estimator to train
on the likelihood of transformed observations. Chapter 5 builds on the stochastic
representation of Archimax copulas with radial and simplex components. It con-
siders the more general d-monotone Archimedean generator and generalized Pareto
copulas for inference and sampling. In addition, it experimentally validates modeling
in high dimensions, tail extrapolation and out-of-distribution detection. In Chapter

6, we discuss open problems. Chapter 7 concludes this thesis.



2

Background

In this chapter, we review the background material.t
2.1 Copulas

Copulas are given by separating the joint dependence from the marginal distributions

of a multivariate random variable. Specifically, consider
Cpug  FpFy 'pusg;  ;Fy "puaqq; (2.1)

Fpxg  CpFipxad;  ; FapXaqq; (2.2)

where F is a d-variate cumulative distribution function (CDF) of the random variable
X pXy;  ;Xgq P RY with jth univariate margin Fj and jth quantile function F; L
and the copula C is a d-variate CDF describing the dependence between the uniform
random variables U pUjy; yUgq  pF1pXqg; s FapXqaq P r0; 1s¢. Copulas may
be constructed from given CDFs with (2.1); a CDF may be described by a copula and
univariate margins with (2.2), where in addition, if the marginals Fj are continuous,

then the copula C is unique [115].

1 Notation: random variables in uppercase, observations in lowercase, vectors in boldface letters.
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It is sometimes more convenient to work with multivariate survival distribution
functions (SDFs). Specifically, consider
Cpug  FpFy 'pusg;  ;Fgy *puagq; (2.3)

Fpxqg  CpFipxad;  ; FapXaqo; (2.4)

where F is a d-variate survival function, with jth univariate survival function F;
and jth inverse Ifj 1 and the copula C associated with F is a d-variate CDF de-
scribing the dependence between uniform random variables U pUs; 5 Uqq
pF1pX10; s FapXqqq P r0; 1s. In this case, C is also known as the survival copula.
Analagously, copulas may be constructed from given SDFs with (2.3); an SDF may
be described by a copula and univariate SDFs with (2.4), and if the marginal survival
functions Fj are continuous, then the survival copula C is unique [115].

While we may construct valid copulas by satisfying functional properties of CDFs

with uniform margins, i.e. for Cp ; ; (0 ro; 19 r0; 1s,
Cpl; (1u 1 10 uj; (2.5)
Cpug—"Tpvq for u—V; (2.6)
and for u  pug; ;UgQ, V. pvy; 7Vad, Ui Vi,
- p 1™ YilCpwy:  wyq ¥ 0; (2.7)

w1 watP § jtuisviu

the decompositions in (2.1)-(2.4) due to Sklar [115] allow us to construct copulas
using stochastic representations.

We list some examples of common copulas in Table 2.1. We appended more details
on copulas and copulas in machine learning at the back of this chapter. In addition,

the following textbooks and collection of works are great resources [39, 65, 66, 68, 98].



Table 2.1: Examples of common copulas

Gaussian Dep® puig; ;P puggg

Vine ePEpVG CUe; Ve, [tUe uPFUe, [tUe uPUes 05 Fue, [tue  uPUe, 40
Archimedean "7 lpugg ” Tpugqq

Hierarchical Archimedean CgpCip @; ;Cip qg; Cij P Archimedean
Extreme-Value expp ‘p logpusgq; ; logpugaqq

2.2 Archimedean Copulas

An important class of copulas are the Archimedean copulas, popular for their sim-

plicity and ability to model different tail behaviours. They are defined as:

De nition 1 (Archimedean copula).

Cpug  “p~ ‘pug * pugqq; (2.8)

where ~ : r0; 8q ro; 1s, ~pOq 1; 7p8q 0 is known as the Archimedean

generator and it satis es certain monotonity constraints.

De nition 2 (monotonicity). An Archimedean generator ” is called d-monotone,

where d ¥ 2, if it is di erentiable up to order d 2, the derivatives satisfy
p 1g7P ¥ for kP t0;1;2; ;d 2u (2.9)

and p 1q% 27P 20 js nonincreasing and convex. For d 1, ” is called 1-monotone if
it is nonnegative and nonincreasing. If ~ has derivatives of all orders and p 1gkfP<i ¥

0 for all k, then * is called completely monotone.
For more background on Archimedean copulas, we refer to [40, 42, 51, 92, 96].
2.2.1 Completely Monotone Archimedean Generators

The Archimedean generators may be grouped into two categories: completely mono-
tone and d-monotone, each with their own stochastic representations. We first discuss

the completely monotone Archimedean generators.
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The criteria that * is completely monotone, i.e. its derivatives change signs,
guarantees positiveness of the copula density [71]. The class of completely monotone

” coincides with the class of Laplace transforms of a positive random variable [8, 125].

Theorem 1 (Bernstein-Widder). ” is completely monotone i~ is a Laplace trans-
form of a random variable M j 0, i.e.
» s

7 pxq e ¥dFwmpsq  Ewmre
0

Mx

s: (2.10)

In this case, the Archimedean copula is the survival copula of
X pXyo 3 Xgg o pE{M; Ed{Mg; (2.11)

where Ej are independent and identically distributed (i.i.d.) unit exponentials, M
is a latent variable with Laplace transform ”, Ej and M are independent, and the
marginal SDFs are given by ~.

We see the correspondence between the Archimedean copula C, the Archimedean

generator ~ and the stochastic representation X by writing the SDF and marginal

SDFs of the random variable X and applying Sklar’s theorem (2.3).
PpXy i X Xa i %0 PPpEAM i X1 SEa{M i X

»
8
PpE;: i MXy; 'Eq 1 MXg|M mgPpM  mgdm
0
»8
PpE: i mx.q  PpEqg i mxqgppmadm
0

» s

expp MXi§  expp MXqqppmgdm
0

» s
expp mMpXxq Xqqqppmadm
0
Emrexpp  Mpxg Xqq0s
7 pXe Xq(:

PpXj i Xj0  7px;Q:
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The probabilistic construction of the Archimedean copula as a mixture model has
the interpretation where Xy; ; Xq are conditionally independent ‘survival times’
given M a ‘frailty’ parameter. The mixture representation also leads to an efficient
sampling algorithm when given ” and samples of M [92].

We list some examples of completely monotone Archimedean generators, their
parameter settings for different levels of dependence and latent distributions in Ta-

ble 2.2 [92, 94].

Table 2.2: Examples of completely monotone Archimedean generators

7 pxq 0:2 05 latent distribution
Clayton pl xq X 0.5 2 Gamma
Frank logpl pl expp qgexpp xqg{ 1.86 5.74  Logarithmic
Joe 1 pl expp tqgX 1.44 2.86  Sibuya
Gumbel expp tY g 1.25 2 Stable

The Clayton generator results in the Clayton copula that is lower tail dependent,
upper tail independent; the Frank copula is symmetric in both lower and upper tails;
the Joe and Gumbel copulas are lower tail independent and upper tail dependent.
We give bivariate plots of different radial envelopes corresponding to the Clayton,

Frank and Joe copulas in Figure 2.1.

Figure 2.1: Examples of different radial envelopes, plots of 3000 samples on r0; 1s2.
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2.2.2 Nested Archimedean Generators

While Archimedean copulas have been widely employed, the functional symmetry
of the Archimedean copula implies exchangeability of the underlying dependence.
Hierarchical (or nested) Archimedean copulas are popular for partially overcoming
this drawback [67]. The name hierarchical (or nested) Archimedean copula comes

from the hierarchy (or nesting) of Archimedean copulas, as shown in Figure 2.2.

Cop

>

— e —
ul,la"'auLdl UJ717"'auJ,dJ

Figure 2.2: Hierarchical Archimedean copula with J nested Archimedean copulas.

In this case, the copula can be written as:

De nition 3 (Hierarchical Archimedean copula).

Cpug  C-opC-ipury;  Upe 8 ;C-ypUs; 5 Usg, 005 (2.12)
where C-; are (possibly nested) Archimedean copulas with generators that satisfy
su cient nesting conditions: ”o, ”j and p”,* ”;¢' are completely monotone [67, 94].

The criteria that p7y* jO! are completely monotone come from the composition

of an outer generator ”, and an inner generator ”; to get a completely monotone
Laplace transform nested generator of the form e M7o" “i_ where M j 0 is dis-
tributed with Laplace transform ”o [67, 94]. This criteria was addressed in [51]
using Lévy subordinators, i.e. non-decreasing Lévy processes, such as the compound
Poisson process, by recognizing that the Laplace transform of Lévy subordinators
at a given ‘time’ t ¥ 0 have the form e ', where the Laplace exponent j has a

completely monotone derivative.

13



Theorem 2 (Hering-Hofert-Mai-Schrer). Given an outer generator ”, represent an

inner generator 7; as 7j o j» where ; is the Laplace exponent of a Levy

subordinator, since p”,* ;¢ is completely monotone i 7yt 7 j-

Furthermore, the Laplace exponent of a Lévy subordinator has a convenient rep-

resentation due to the Lévy-Khintchine theorem [111]:

Theorem 3 (Lévy-Khintchine). The Laplace exponent ;j : r0; 8q r0; 8q of a

Levy subordinator is given as:

))8
iPxq X pl e **q jpds; (2.13)
0

for drift ; ¥ 0 and Levy measure ; on p0; 8.
A popular Lévy subordinator is the compound Poisson process:

Nj’ptq
Ajptg 5t Mjii; (2.14)

i1

where N;ptq is distributed as a Poisson random variable with rate jt and Mj;;
are i.i.d. with Laplace transform 7, characterizing the jump sizes of the compound

Poisson process. For each ‘time’ t ¥ 0, The Laplace transform of Ajptq is given as:
E jpgre X ™5 e T P4, (2.15)

where the Laplace exponent jpxq has the following expression:

iPXq X Pl T pXag; (2.16)
))8

ix jpl e SdFw,psqq; (2.17)
0

iX  jpl Emre Msg; (2.18)
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with drift j ¥ 0, jump intensity j i O and jump size distribution determined by
the Laplace transform 7\;. In addition, we may set j j O to satisfy the condition
7ib84 p’o  jgp8q 0 such that ”j is a valid Archimedean generator.

Putting it together, an inner generator ”j would be of the following form:

7 ipXq o s
“op jX  jpl Epmre Mi*sqq: (2.19)
In this case, the hierarchical Archimedean copula is the survival copula of

Ein . .  Bua, . . . . Bs1 . Ejg,
Alqu’ 1A1qua ) ) ’AJqu’ 1AJqu

p q (2.20)

where Ej;j are i.i.d. unit exponentials, Aj are Lévy subordinators with Laplace
exponents j that have jump size distributions described by Laplace transforms
“m;; Eji and Aj are independent. The Lévy subordinators Aj are evaluated at
a common ‘time’ t M, where M has a distribution described by the Laplace
transform 7. Furthermore, the marginal SDFs are given by ”j. The probabilistic
construction by combining Lévy subordinators evaluated at common ‘time’; leads
to a well-defined hierarchical Archimedean copula with the interpretation of ‘nested

frailties’ and an efficient sampling algorithm when given g, 71; ; 7j and samples

2.2.3 d-Monotone Archimedean Generators

For a given d, ” may come from a broader class of functions than Laplace trans-
forms [96]. In this case, the class of d-monotone ” coincides with the class of

Williamson d-transforms of a positive random variable [96, 127].

Theorem 4 (Williamson, McNeil and Neslehova). ” is d-monotone i~ is a Williamson
d-transform of a random variable R j 0, i.e.
» s d

7 pxq 1

X

1

= | X
=
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where pyq : maxp0;yq for y P R.

In this case, the Archimedean copula is the survival copula of
X pXy X0 PRSy; JRSq0; (2.22)

where R and S pSy; ; Sq are independent and known as the radial and simplex
components [96]. R has Williamson d-transform ”, marginal SDFs are 7, and R
dictates the radial envelope across all covariates. S is uniformly distributed on the
unit simplex Aq 1 tS  pSy; 'S P ro;1s? : }sh sy Sq 1u and may
be given as S pE1{}E};  ; E¢{}E}Q where E;j are i.i.d. unit exponentials.? This
stochastic representation has the interpretation of a resource sharing model, where

R is a resource to be distributed across S.
2.3 Extreme-Value Copulas

The class of extreme-value copulas, as limits of copulas of component-wise maximas,
is a useful tool motivated by extreme-value theory for modeling rare events where
observations are limited. We begin by discussing univariate generalized extreme-
value distributions to provide more context for multivariate extreme-value copulas.
Let Xy; X5, be i.i.d. random variables with distribution F. In addition, let

Sn Xi Xn; (2.23)

M, maxtXy; i Xnu o Xp o Xy (2.24)

If there is a sequence a, P R and b, j 0, such that pS, anq{bn converges to

a non-degenerate distribution, then the central limit theorem (CLT) states that the

limit is a stable distribution. In addition, if X has finite variance, then the limit is
2

a normal distribution. For example,a, N ,b, N ,pS, a,i{b, converges to

NpO; 1q, where and are the mean and standard deviation of X.

2 Restricting to the subset of completely monotone ”, we have the relationship R d }E}{M where
R has Williamson d-transform ”, M has Laplace transform ”, and }E}; is Erlangpdq [96].
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In a similar spirit, if pMy  anq{bn converges to a non-degenerate distribution,
where we note that My, is increasing stochastically with n, the Fisher—Tippett—Gnedenko
theorem from extreme-value theory (EVT) states that the limit is a generalized
extreme-value distribution (GEV) defined, for a standardized variables px ¢

where PR, j 0 are the location and scale parameters, as

$

2 expp expp Sqq for 0;
. expp pl  sq Hq for 0, si 1
Fps; 03 0 for §j0; s 1, (2.25)
° 1 for 0, s— 1

where a larger shape parameter gives a heavier tail. For example, let X have the
exponential distribution Fpxqg 1 e X, then Pp'\"';)—na%cq PpMae—a, bnxq
exppe *g, a Gumbel distribution with a, logpng and b, 1.3

In addition, the GEV has the location-scale property, i.e. if PpM”Ta”/ v{

Fpy(q; then Ppw a—"y( Pp'\"';)—nayyba q  Fp¥;®q. The shape of F does
not change, only the point of evaluation in F changes.

While the CLT allows the application of methods that work for normal distribu-
tions even if the original variables are not normally distributed, the EVT allows the

characterization of distributions in the tails even if the distribution of the original

variables is not completely known due to limited observations.

In the multivariate case, let Xq;X5; , where X; pXi1; ; Xigq, be i.i.d.
random vectors with distribution F. In addition, let M  pMpnz; ; Mnqgd, where
Mpj  maxtXyj; ; XnjU; (2.26)

be a vector of component-wise maximas. If there are sequences pani; ;andq P

RY and pbns; :bngq P RY such that the limit of shifted and scaled component-

3 For another example, let Y have the Paretop ;1q distribution, then PpMa—"5q pl pl sq q",
PppMy  ang{be—20 expp z (a Fréchetp ;1q distribution with ap l1and by, ni .
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Mn1_ ani- - Mnd

wise maximas p=r—Snt; , ~od dandq converges, then the limit has extreme-value
n

dependence described by an extreme-value copula, defined as [46, 105]:

De nition 4 (Extreme-value copula).

Cpug expp “p logpuig; ; logpugqag; (2.27)

where “ : 10; 8¢  r0; 8q is known as the stable tail dependence function and it sat-

is es certain properties, most notably homogeneity of order 1 and d-max-decreasing.
In addition, the extreme-value copula exhibits the max-stable property,

De nition 5 (max-stable).
crpg™ xi"g Cforall n¥1; (2.28)

and a copula is an extreme value copula if and only if it is max-stable.
We see the max-stable property of the extreme-value copula by writing the CDF
and marginal CDFs of the maximas and applying Sklar’s theorem (2.1).
PIMar—X1;  iMne—"Xa0  expp N°pl{x1; ;1{Xq00;

PpMa—X;q  expp n{X;q;

L1 1
Cnpug expp n°p ﬁlogpulq; ; ﬁlogpudqq;
L,
expp N—*p logpusg; ;  logpuadq;
expp ‘p logpuig;  ;  logpuqqq;
C”puf; ;uﬁq Cpus;  ;Uqq (max-stable):

For more background on extreme-value copulas, we refer to [22, 46].
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2.3.1 Stable Tail Dependence Function

The stable tail dependence function (stdf) dictates the asymptotic dependence be-

tween covariates, with examples in Figure 2.3.

Figure 2.3: Examples of different asymptotic dependencies.

We describe the normalized version of the stdf, also known as the Pickands de-

pendence function, in terms of a spectral decomposition:

Theorem 5 (Spectral Decomposition of STDF). * : Aq4 1 ri{d; 1s is a stable
tail dependence function i “ has the spectral decomposition with a spectral variable

W P RY such that

»

“px ts; x;udF E tWixiu 2.29
pXq o jpgl;ax;du i Xj wpsq w jpgl;a?;(du iXj ( )

with moment constraints EwrW;s 1 for j Ptl; ;du[27, 62, 108].%

Notably, the definition completely relies on an expectation with respect to a
spectral variable W P RY that is positive and a maxima across coordinates. This is
related to the d-max-decreasing property of “, a stronger form of convexity needed to

ensure subsets of coordinates give valid stdfs, where a function ‘pwq: RY R is d-

4 The moment constraints are scale conveniences and not necessities, they give uniform margins
for the extreme-value copula and unit Fréchet margins for the related max-stable process [38].
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max-decreasing [57] if and only if for any =%~ and any subset E  t1;:::; du®:

- pp 1qd 1 4—amj - ernJXJl mj
m  t0;1ud; r
- 'f'
mj 1if jPE (2.30)
1 mg mg.,1 mg
‘ yiXq Ya Xy )
mj 1 mj’ ’ mj 1 mj q¥0
4aYi % 4aYi %

and ‘pejq 1 where €; is the jth canonical basis function. Moreover, the following
three characterizations are equivalent [57, Theorem 3.1.1]: (1) Fpxq expp “pl{xqq
defines a multivariate extreme-value distribution; (2) there exists a spectral measure
Fw such that “ can be given as the expectation in (5.4); (3) “pwq is d-max-decreasing.
The definition is also related to the expression of “ as a d-norm, where a function
‘pxq : RY R is a d-norm generated by W if it can be written as the expectation
in (5.4) where the maxp ; ; ( operator is equivalently written as the } }g norm.®

Moreover, compositions of stdfs and hierarchies of spectral measures define valid

stdfs [56, Section 2.2], i.e.

P2;1q pLla, . - (P21q plidq .
pxg E s;7TE [max SN sg E [ max s (2.31)

From the expectation in (5.4), we also see that “ is homogeneous of order 1, i.e.

PCXy; CXgl  CpXy; i Xqg for ¢ § 0. In addition, maxjeey; au X PXG1

for x P Ag 1 and, as mentioned, ‘pejq 1 where €; is the jth canonical basis vector.
2.3.2 Pickands Estimator

The definition of the extreme-value copula hints at a method to transform the distri-

bution of observations into an exponential with rate ‘pxq given by the stdf * evaluated

5 For more background on the d-max-decreasing property, refer to Hofmann [57, Theorem 5.2.2]
and Ressel [108, Theorem 6].

8 For more background on d-norms, refer to Falk et al. [35].
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at a test point X. An estimate for ‘pxq may then be computed as the reciprocal of the
mean of the transformed observations, also known as the Pickands estimator [105].
We give more information on the Pickands estimator here and use the transformation
from the Pickands estimator in our training of neural networks.

The Pickands transform of an observation u for a particular test point X P Ag 1

results in the transformed observation,
pu;Xq mint logpuiaf{xy; ; logpuga{Xqu; (2.32)

with survival distribution

Pp pU;xq i xq
Ppmint logpUia{xs; ; logpUqa{Xau i Xa;
Pp logpUiq i XX1; ; logpUdq i XXq0;
PpU;  expp XXi0; yUg  expp XX100; expp ( is decreasing;
expp PXXy;  ;XXqdg; Cpug: expp p logpuaqg;
expp X°PXi; ;Xdqo; ‘pexq - ctpxaic i O;

expp  X“pxqq;

such that pU;Xq is an exponential with rate “pxq.
In the case of the Pickands estimator, the stdf at a particular test point “pxq
is then estimated from the mean of the transformed observations, with endpoint

corrections, as [105]:

n n
PX(Q - log { ” pui; Xq (2.33)

i1 n i1

~

A modification to the Pickands estimator, using the transformation logp pU; Xqq,

leads to the more robust CFG estimator [12]:

5
log log
i1

n
logp pu;; XqQ: (2.34)
1

: 1
logp“pxqq 1 n

S
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Given as a mean of transformed observations, there are established results on the

convergence of the Pickands and CFG estimators [19].
2.3.3 Max-Stable Processes

Related to the spectral decomposition of the stdf is the spectral representation of
max-stable processes.

Let W1psq; W,psg; be i.i.d. observations of random process Wpsg, sPS RY
such that Wpsq ¥ 0 and EwrWpsgs 1 for s P S. Furthermore, let Pq;Py; be

i.i.d. observations of a Poisson point process on r0; 8¢ with intensity X ?dx. Then

Zpsq  suppPiWipsqg (2.35)
i¥0

is a max-stable process with unit Fréchet margins.
For a subset of points Sq; ; Sd, the random vector X pXjy; ; Xdd d pZps.0;
; Zpsqqq has CDF expp “p1{X1; ;1{Xq0q with unit Fréchet margins expp 1{X;(

and dependence described by an extreme-value copula with stdf given by

“OX1; 5 Xdq EWr_nfaxdijpsqu: (2.36)
i

Based on the spectral representation of max-stable processes [27, 113], approx-
imate and exact simulation schemes have been proposed [29, 113]. We briefly de-
scribe approximate sampling by truncating the supremum over i 1;2; to a
finite number and choosing a finite spatial domain, replacing Wpss; ; Sq( with
W pWy; s Wyq [56, 113]. First, sample N Poisson points py; ;Pn in decreas-
ing order as p;  1{ L 1 €k where e are i.i.d. unit exponentials. Then sample N

i.i.d. spectral points Wy; ;W . Finally, set X maxg g ppiWid.
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2.4 Archimax Copulas

Archimax copulas e ectively balance representation of data within the bulk of the dis-
tribution and extrapolation to the tails by combining the tractability of Archimedean

copulas with the tail properties of extreme-value copulas. They are de ned as:

De nition 6  (Archimax copula).

Crug 'pp 'pug ;' ‘pugqaq (2.37)

where' :r0;8q N r 0;1sis an Archimedean generator and : r0;8q¢ N r 0;8q is a

stable tail dependence function (stdf) [12, 18, 97].

Archimax copulas generalize Archimedean and extreme-value copulas. When
‘™q }x}h pxp X4 Archimax copulas reduce to Archimedean copulas.
When' mxq expp xq Archimax copulas reduce to extreme-value copulas.

Intuitively, the Archimedean generator dictates the shape of the radial envelope
applied across all covariates, while the stdf dictates the asymptotic dependence be-

tween covariates, with examples given in Figure 2.4.

Figure 2.4 : Examples of di erent radial envelopes and asymptotic dependencies

Archimax copulas were initially developed as a tool to study the behaviour of
methods used to estimate the joint distribution of extreme events [12]. They allow
extrapolation of dependence in the bulk to the extremes, where the limit of shifted
and scaled component-wise maximas have extreme-value dependence with the fol-
lowing stdf:

N . . “m g, {m. .y fm
p(l1 1qu p(l ’ ' Xd q (238)
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for' pl 1{tgregularly varying with degree 1{m or equivalently 1 ' pi{tqreg-
ularly varying with degree m, i.e. limgg lle x™M, for somem ¥ 1 [13,
Proposition 4.1d 2], [18, Proposition 6.1d ¥ 2].

In modeling applications, Archimax copulas allow insights into the distribution
of extreme events (e.g. very strong and rare earthquakes) from a mix of moderately
less extreme data (e.g. strong earthquakes) and extreme data. This in turn can be
used to generate samples for further studies and simulations.

Archimax copulas were applied to areas such as nutrient intake [95], river ow
rates [4] and rainfall [19], where the dependence is asymmetric and sub-asymptotic.
In these applications, the authors noted a better t when using Archimax copulas

over Archimedean and extreme-value copulas.

For more background on Archimax copulas, we refer to [13, 18, 56].
2.4.1 Stochastic Representations of Archimax Copulas

The stochastic representations of Archimax copulas due to Charpentier et al. [18]
are reminiscent of the Archimedean copulas. For the class of completely monotone

, Where' is a Laplace transform, the Archimax copula is the survival copula of

X pXyo ;Xgq p loguigM; ; logpUga{M g (2.39)

whereU p U;; ;Ugghas CDF given by an extreme-value copula with stdf, M
is a latent variable with Laplace transform’' , U and M are independent, and the
marginal SDFs are also given by [18, Proposition 3.1]. In this case, the Archimax
copula may be interpreted as scale mixture of extremes or dependent frailties.
For the more general class af-monotone’ , where' is a Williamsond-transform,

the Archimax copula is the survival copula of

X pXi;  ;Xeq PRS;;  RS4q (2.40)
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where the simplex componens p S;;  ; Syqhas SDF given by
PpSi sq max®;1 “psy;  ;sqqd (2.41)

the radial componentR has Williamsond-transform' , R and S are independent, and
the marginal SDFs are also given by [18, Theorem 3.3]. We see the correspondence
betweenC, ', °, R and S by writing the SDF and marginal SDFs ofX and applying
Sklar's theorem (2.3).

PpX1i X1 i Xdai Xad PPRS1j X33 RSgi Xqq

» 8

PpS:i xi{R; ;Sui Xe{RIR rcPpR rodr

0
» 8

i il Cpa{r, ;xe{rad ‘pprogr

» 8

SR ;xqafrd' *pprcgr
Errpl  “xaRd' 's
' pxaq
PpXj i x;0 " g
In this case, the Archimax copula may be interpreted as resource sharing whé&te
is a resource to be distributed randomly among agents in a way speci ed bysS,
where bothR and S are themselves results of independent random processes. For

example,R may be prots, and S may be the way pro ts is to be divided between

stakeholders.
2.4.2 Modi ed Pickands Estimator

Given the Archimedean generator, we may modify the Pickands estimator from
extreme-value copulas to estimate the stdf of the Archimax copula. The modi ed

Pickands transformation of an observatioru for a particular test point x P 4 1
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results in the transformed observation,

p;xg mint' fpuofg; 30 tpugafXou (2.42)

with survival distribution

PppJ;xqgi xq
Ppmint' 'pUigfky; ;' *pUaafxqu i Xq
PP 'pUigi xxi; ;0 'AJad i XXqG
PpU; "pxig ;Ug " xiQq ' is decreasing
"PPXa i Xxadq Crug: ' pp “pugaq
"KL 5Xaqq pxq o cxgei
X Xqq
In the case of extreme-value copulas,pxq : expp xg ' 'puq: logpuq
and Cpuq: expp p logpuig ; logpuggqqg such that the d-dimensionsal ob-

servations distributed according to the extreme-value copula are transformed into
1-dimensional observations distributed according to an exponential with ratgxq
The stdf at a particular test point “pxq is then estimated from the mean of the
transformed observations [105]. A modi cation to the CFG estimator was made by

Chatelain et al. [19] for the case of Archimax copulas:

logp pui; xqq (2.43)

1

log

1

1." i 1."
logdxaq = Lol =

2.4.3 Kendall Distribution Function

Estimating an arbitrary Archimedean generator for the Archimax copula is an un-
solved challenge. In our work, we build on the decomposition of the Kendall distri-
bution function used in the estimation of Archimedean copulas [40, 42]. The Kendall

distribution is formally de ned as:
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De nition 7  (Kendall distribution) . Let C be a copula, and let the CDF of the
random variableU P 10; 1< be the copuleC. De ne the random variableW : CpJg
The Kendall distribution of C is the multivariate probability integral transform given

by the CDF ofW:

Kpvg PpCpdgrawg wPI0ls (2.44)
In addition, the empirical Kendall distribution Ky fori.i.d. observationspuy;;  ; U14G
i o UINE ; UngQis de ned as:

De nition 8 (Empirical Kendall distribution) .

1tw; & wuy, (2.45)
1

1N
Kn pwg N

where

1 5
Wi ———  ltug  Ui;; Uk Ul (2.46)
N 1,

In the case of Archimedean copulas, the Archimedean generator can be obtained
as a function of the Kendall distribution [40], the support for the radial component
can be solved from the support of the transformed random variables [42], and the
convergence of Archimedean copulas is related to the convergence of the empirical

Kendall process [42]. We detail the approach for Archimax copulas in Chapter 5.
2.4.4 Generalized Pareto Copulas

Sampling the simplex component of the Archimax copula is another unsolved chal-
lenge. In our work, we make use of the correspondence between the simplex compo-
nent S and the spectral componenW through generalized Pareto copulas de ned

in terms of the stdf * as:
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De nition 9  (generalized Pareto copula) A generalized Pareto copula is de ned as
the copula of a generalized Pareto distribution with support qn8 ;0s' and CDF

speci ed by as:
PpoX1 X5 iXg X0 maxpd;l "p Xi  ; Xq0q (2.47)

Moreover, it has stochastic representation as:

U U
X ¢ AT (2.48)
such that
PpX1  Xi;  ;Xda  XdG
Pp U{W: x1; ; U{W1 x4G

»

PpUi Wixy;; ;UG WexgW  wPpV  wadw;
d 1
»

PpU i mjax Wix;oPpNV  wadw;

d 1

maxp; Ew rl  maxp W;x;qsq
j

maxpd;l  "p Xi;  ; Xqdq
whereU is uniformly distributed on r0; 1s independent of spectral component/

PV.;  ; Wqqfrom the spectral decomposition of in (5.4) [11, 35].

Thus, given samplegXi1;  ;X1d4  ;Xw 1q; Xm 100 from a generalized
Pareto distribution with CDF in (5.12), we may obtain a sample ofs, where coordi-

natess; forj t 1, ;duare computed as [18]:
Sj maxXy; X 10 (2.49)

The coordinate-wise maxima is taken oved 1 samples to get thed 1 exponent

in the SDF of S, corresponding to thed 1 exponent in the expression of .
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The challenge of sampling the simplex component is thus transformed into the

challenge of sampling the spectral component. We detail the approach in Chapter 5.
2.5 Performance Metrics

Model misspeci cation may lead to misspeci cation of risks, leading to potentially
catastrophic outcomes in areas such as healthcare, safety and nance. Risks may be
mitigated by con rming a reasonable t between the model and the data. We now

discuss some evaluation metrics to assess the performance of a model.
2.5.1 Log-Likelihood

In cases where the copula density exists, we may use the log-likelihood as a perfor-
mance metric. Since copulas are given as CDFs however, obtaining the log-likelihood

may be challenging due to the need to di erentiate the copuld times.
2.5.2 Cramer-von Mises Statistic

Another metric is the Craner-von Mises (CvM) statistic [23], commonly used for
goodness-of- t tests [107]. The CvM statistic measures a discrepancy between the
model copulaCp; ;; gand the empirical copulaCyp; ; g where there are
established results on the weak convergence of the empirical copula process [36] and
we may reject models based on hypothesis testing apevalues [107].

The CvM statistic is de ned as:

De nition 10  (Craner-von Mises statistic).

N

Sw Cpui; g Cnpuigd; (2.50)

I\Iil

whereuy; JUn, With uj  p Ujq; :Uj14G are i.i.d. observations of the margins.

In addition, the empirical copulaCy is de ned as:
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De nition 11  (Empirical copula).

N

1.
Cvpug o ltuin® Uy uig @ ugl: (2.51)

i1

In the two-sample version of the CvM statistic, the model copula is given as the

empirical copula of samples from the model copula [107].
2.5.3 Lambda Map for Archimedean Generators

The map :p0;1s N p8 ;Osfor a given Archimedean generator is de ned as:

De nition 12  (Lambda map for Archimedean generator)

1 1

pvg ' ‘prva{p ‘pwvad t ‘pvau ‘pig (2.52)

such that an estimate of can be recovered from as

n *
» w

‘ lpvg  exp Y pot (2.53)

W

In dimensiond 2, is directly related to the Kendall distribution function as
pvg w K pwg such that the empirical lambda map is computed asy pvg  w
K n pvq [40], where there are established results on the convergence of the empirical
Kendall process [5]. The asymptotic variance fory may be computed from the
asymptotic variance forKy, where the asymptotic variance of the independence

copula may be easily computed as:

X lo 1
2 xq X Igp(q g (2.54)

Although the relationship between and K is more complicated ind j 2, and
the copula is often not the independence copula, the above tools are often used

for drawing approximate con dence bands aroundy to reject models whose fall
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outside the band [40, 42]. It is also convenient to present results in terms o6ince it
is scale invariant, unlike' , where' pcxgfor any cj 0 lead to the same Archimedean
copula. Results may also be given in terms of mean-squared error (MSE) to the

empirical Kendall distribution.
2.5.4 Integrated Squared Error for STDFs

The integrated squared error (ISE) and integrated relative absolute error (IRAE)

between the modeled stdfp; ; ; gand the true stdf 'p; ; qis de ned as [19]:

De nition 13  (Integrated squared errror)

»

1

ISE
| a4l d 1

P g “maddx: (2.55)

De nition 14  (Integrated relative absolute error)

» . .
IRAE ! P \q Fqudx:
| a1 . Xq

(2.56)

Both ISE and IRAE are often computed using Monte Carlo integration with
samplesx; drawn uniformly at random from the simplex 4 ;.

We may also compare the model stdf to the empirical stdf obtained as the mean
of transformed observations (2.33), (2.34) and (2.43), where there are established

results on the convergence of the empirical stdf [19].
2.6 Additional Background

Having reviewed the necessary background material, we now provide additional back-

ground on copulas and copulas in machine learning.
2.6.1 Additional Background on Copulas

Copulas summarize the dependence described by an arbitrary joint CDF after the

marginals have been normalized to be uniform. They provide easy marginaliza-
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tion and calculation of tails. In addition, when used in a graphical model, some
conditional independence that cannot be easily represented with Markov random
elds or Bayesian networks, can be easily represented with cumulative distribution
networks [60]. They are also particularly convenient in some applications, such as
ranking, where the likelihood is a CDF [58].

We noted a list of resources earlier and repeat them here [39, 65, 66, 68, 98].

We also brie y discuss the common copulas given in Table 2.1 earlier. The Gaus-
sian copula has a tractable expression for both the CDF and the density. However, it
is independent in the tails, a signi cant reason why Gaussian copulas are not suitable
for modeling nancial risks. Vine copulas, such as R-vines, C-vines and D-vines, are
computationally intensive and hard to interpret due to repeated conditioning with
pair copulas. Archimedean copulas are symmetric in all coordinates, which is an
assumption that is usually not held in practice. Hierarchical Archimedean copulas
partially address this symmetry but are di cult to construct due to nesting condi-
tions that are hard to satisfy. Extreme-value copulas are max-stable copulas which
result in lower tail independence, an assumption that is sometimes not held in prac-
tice. On the other hand, many copulas are not exible and independent in the
extremes. In the case of Archimedean copulas, only Gumbel copulas satisfy the tail
dependence. In addition, being Archimedean copulas, Gumbel copulas only describe
symmetric dependence. In high dimensions, none of the existing copulas typically
t data well. Model misspeci cation is often accepted in return for tractability, and
some dependence is better than independence [55].

Inferring the parameters of a copula is usually done via maximum likelihood
estimation if the copula density exists. For many copulas, there may be singularities
and thus the copula density may not exist at all points. In addition, since copulas are

given as CDFs, computing the density is usually not tractable in high dimensions,
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due to repeated di erentiation,

BMa

—  Cpup Uy 2.57
B, U PUi; Uz;  ;UdG (2.57)

cpug

where c is the density if it exists. In cases where a density cannot be computed,

the copula is usually tted using minimum distance estimators and goodness-of- t

tests [17]. In both cases, expectations are usually replaced by their empirical versions.
Sampling from a copula using the conditional sampling method with Rosenblatt

transform is usually not tractable in high dimensions, again due to repeated dif-

ferentiation to compute conditional CDFs and inverse< 'pu;q C pusjuig

C *puglui;  ;ug 10 where

B 1

Cpuilu; ;Ui 1 mcwl; Ui 1 uigf

(2.58)

B 1d
—Cpug;uz; U ;1
Bu, U 1 puq; u; U 1;1qg

In our experiments, the conditional sampling method, using automatic di erentiation
in PyTorch breaks down at dimensiord 4. In general, only models with stochastic

representations may be easy to sample [89].
2.6.2 Additional Background on Copulas in Machine Learning

Copulas is a rising topic in machine learning, as evident from numerous publications,

including but not limited to:

" Cumulative distribution networks, modeled as a product of copulas [59, 60, 61].
They can represent some conditional independencies not represented by Markov
random elds and Bayesian networks, allow loops [69] and mixed graphs [114],

with application to ranking [58] and heavy-tailed distributions [69].
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Copula Bayesian networks, modeled as a product of conditional copulas [32],
with application to missing data [33], classi cation [34], time-series [31] and

fast structure learning [118, 119].

Copula processes [128] and application of copulas to time-series [52, 86, 109,

124].
Copula-based dependence measures and distances [16, 77, 87, 93, 106].

Copula variational inference, allowing dependencies between latent variables [49,

53, 120].

Generative modeling [1, 9, 21, 63, 79, 117]. Recent work on deep network based
copulas, including Archimedean [83, 99], extreme-value [50], Archimax [100],
autoregressive [70, 102], optimal transport [14, 90] and transformer-attentional

copulas [30].

Applications of copula in areas including graph neural networks [88], multi-
label learning [84], multi-agent interactions [123], bundle pricing [81], missing
value [78, 122, 130], sparse representation [126], outlier detection [82], causal
discovery [25], domain adaptation and transfer learning [85, 110] and structure

learning [15].
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3

Generative Archimedean Copulas

3.1 Introduction

Archimedean copulas

Cpug 'p ‘pug " pugqq (3.1)

are popular for their simplicity and ability to model di erent tail behaviours.! We
consider their probabilistic construction as mixture models with the completely
monotone Archimedean generators given by Laplace transforms of latent random
variables? We model the latent variables with generative neural networks and con-
sider the empirical Laplace transforms using samples of the latent variables. This
alternative representation allows for computational e ciencies in computing the like-
lihood and sampling, especially in high dimensions. The properties of the empirical
Laplace transform is used to compute higher-order derivatives. Samples of the latent

distribution is necessary in e ective sampling of the learnt copula using Marshall-

1 Part of the material presented in this chapter was co-authored with Ali Hasan, Khalil Elkhalil
and Vahid Tarokh [99].

2 We will subsequently consider the more generatl-monotone Archimedean generators given by
Williamson d-transforms in Chapter 5 on Archimax copulas.
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Olkin type algorithms. We also describe an application of this method to scale up
an existing neural parameterization of the Archimedean generator. Archimedean
copulas can be extended to hierarchical (or nested) Archimedean copulas, where
multiple Archimedean generators are used in conjunction to increase the expressive-
ness of the model. We generalize our method to nested Archimedean generators and

subsequently recover a richer class of copulas.
3.2 Modeling the Archimedean Generator

From Section 2.2.1, the Archimedean generator is given as the Laplace transform
of a latent variableM | O:

'mxq Enre s (3.2)

We let M be the output of a generative network such that a sampia is computed
asm gp; qwhereg: RN R is a generative network with parameters and is a
sample from a source of randomness. Unlike the modeling of monotone functions with
neural networks [21, 83], there are no restrictions on the weights and intermediate
activations ofgp; g We let gp; gbe a multilayer perceptron. To ensure a positive
output, we use exp gas the output activation.

We then approximate the Laplace transform with its empirical version using
samplesm;; ;mg_ from gp; gas:

1."
'mXq Eyre s L e mix. (3.3)
I 1

To avoid scale ambiguities, we add a penalty term such thatygMs 1.

We next present an existing neural parameterization [83] in the form of a Laplace
transform in order to subsequently use the properties of the Laplace transform and

the stochastic representation. In [83], the Archimedean generator is given as a com-
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position of negative exponentials, speci cally:

"o1PtQ 1 (3.4)
"ll 1
"g  oexpp Biitg A ' o1 PG (3.5)
i1
H
"R 'L 121RQ AL 115 Lj RG (3.6)

j 1

where the input and output layers have widthsHy H_ ; 1; there areL hidden
layers where the width of thelth layer is H,. Each A, is a positive matrix of size

H, H, 1, where each row is normalized to beld, ;-dimensional probability vector,

i.e. jH'll Al 1. EachB, is a positive vector of sizeH,. To ful Il the constraints

on A and B, the softmaxp gand exp gweight activations are applied.
Following the derivation in [83][Appendix 8.3 and 8.4], each layer can be writ-
ten as a convex combination of negative exponentials such thathas the mixture

representation:

K

5

' ptq Kexpp «tqg (3.7)

k 1

+ :
whereK ", H, denotes the number of mixture components and

L1 L
k Ajzicz s k B, (3.8)
I 1 I 1
wherepz§; z¥;  ;z¢ ,qfork Ptl; ;Kudenotes aforward path through the layers

of the network where the network is seen as a Markov reward process. In this case,
' is the Laplace transform of a discrete random variablel taking values at , with
probability  for k P t1; ;Ku Analogous to our representation with generative
networks, to avoid scale ambiguities, we add a penalty term such thatEMs 1.
While a single layer is also a valid Archimedean generator, the network presents an
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e cient way of encoding an exponentially larger support ofM . Using the properties
of the Laplace transform and the stochastic representation, it is possible to scale the
method to high dimensions. In [83], the Laplace transform representation was given
in the appendix but its properties were not used, thus the results were limited to
dimensions lower than and equal to three.

It is helpful to have both generative and network representations for. While
both representations are equivalent, each is more suited for a particular task. The
generative representation is more suitable for sample generation while the determin-

istic representation is more suitable for computing statistical quantities.
3.3 Training the Archimedean Copula
3.3.1 Training with Maximum Likelihood

The density of the Archimedean copula is obtained by di erentiating the copulal

times:

B'Cpuy;  ;usq ' M9 'puq " tpugaq

+ (3.9)
Buy  Bug TP luigg

cpuq

Since' is a Laplace transform, its derivatives can be computed, and in the

generative modeling case, approximated with samples;; ;m_ from gp; gas:
1 L
"Ixqg Emr Me MXs L me ™*; (3.10)
I 1
1 L
' PMAdwg  Ewrp Mdle Ms C b micfle M

I 1

This avoid numerical issues with di erentiating the copulad times, allowing the
method to scale to high dimensions.
The inverse' ! is computed numerically as in [83], using algorithms such as

Newton's method or the bisection method. Since is an expectation, we can make
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use of Jensen's inequality to reduce the search space.

logEEmre sq ¥Eyrlogpe ™gs Emr Mxs — EyrMsx X (3.11)

'vg

We then train the model using gradient descent on the negative log-likelihood

where we let g, rMs 1 and thusx ¥  logpyqwherex

with respect to the model parameters using automatic di erentiation tools such as
PyTorch. The derivatives of the inverse are computed from the derivatives bfusing
the implicit function theorem then supplemented to backpropagation, as in [83]:

B 'm; g B g

o Y=g (3.12)

B 'm; g B X; q{B )

5 S - (3.13)

3.3.2 Training with Goodness-of-Fit

The model may also be tted to data via minimum distance criterions used in
goodness-of- t tests [41]. Though not statistically e cient compared to maximum
likelihood estimation, minimum distance estimation is signi cantly less computa-
tionally intensive. We consider the Craner-von Mises (CvM) statistic [23] to mea-
sure a discrepancy between the model copulzp; ;; gand the empirical copula

Cnp; ; gas described in Section 2.5.2.
3.3.3 Training with Minimum Discrepancy between Samples

An advantage of the generative representation is sample generation, which allows
training the model by minimizing a discrepancy between true samples from data
and fake samples from the model, as in generative adversarial networks (GANS) [44].
A variety of discrepancies may be used, including Jensen-Shannon divergence [44],
Wasserstein distance [3], Maximum Mean Discrepancy [45], and two-sample CvM
test [23]. We use the discriminator from vanilla GAN. In contrast to GANs, the
distribution of samples from our model satis es an Archimedean copula.
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3.4 Sampling the Archimedean Copula
From Section 2.2.3, the Archimedean copula is the survival copula of
X pXyo 3Xeq pEiAM;  E«f{Mg (3.14)

whereE; are i.i.d. unit exponentials,M is the latent variable with Laplace trans-
form ' and the marginal SDFs are also given by. We modify existing Marshall-

Olkin type sampling algorithms [92, 94] to our parameterization with generative

networks. We rst sampled i.i.d. unit exponentialse;; ;egandL 1iid. la-
tents my;  ;mg;m where m gp; g We then computeu pu;; ;uqQg as
u  "pg{mqgforj Ptl, ;duwhere’ is approximated with samplesm;; ;m_

as in (3.3). We summarize the sampling method in Figure 3.1 and Algorithm 1.

Unlike the conditional sampling method with inverse Rosenblatt transforms, this
sampling method does not require repeated di erentiation of the copula to get con-
ditional CDFs and does not require inversion of the conditional CDFs.

For the existing neural parameterization [83]M may been sampled as a Markov
reward process [83][Appendix 8.4], then used in the above Marshall-Olkin type sam-
pling algorithm. In [83], the stochastic representation was given in the appendix but
its properties were not used, thus the results were limited to dimensions lower than

and equal to three.
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Figure 3.1 : Sampling from generative Archimedean copulas

Algorithm 1 Sampling generative Archimedean copulas

Input: gp; g
1. Sample i.i.d. ey; ; €4 Unit exponentials.
2: Sample i.i.d.my;  ;mg;m latents asm gp; gqwhere is a noise source.

3: Approximate ' with samplestm;u- ; as in (3.3).
4: Computeu pus;; ;ugqwhereu; ' pg{mqforj Ptl; ;du.
Output: u .
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3.5 Modeling the Nested Archimedean Generator

From Section 2.2.2, the hierarchical Archimedean copula is de ned as:

Cpug C pfC 11 Ua, G C P31y s Uze,09 (3.15)
whereC. ;C ,; ;C , are (possibly nested) Archimedean copulas with generators
"o 1; ;' 5 and an inner generator ; as the composition of an outer generator

' o and the Laplace exponent ; of a compound Poisson process such that:

1

ixg ‘ot tymxg  jx o jpl Eyre YMi¥sq (3.16)

"iIXg ‘o g 'opjx jpl  Emre M*sqq (3.17)

In an analogous manner, we approximate the Laplace transform,; in the Laplace
exponent ; with its empirical version using samplesn;;; ;m;. fromgp; jgas:
1 L
"M, Xq  Enre Vs L e mj x. (3.18)
I 1
whereg : R N R is a generative network with parameters;, modeled as a
multilayer perceptron with expp qoutput activation. We let the drift ; | 0 and
the jump intensity ; | O be trainable parameters with expqweight activation. In
addition, to avoid scale ambiguities, we add a penalty term such that\grM;s 1.
We note that ' o;" w,; ;' m, may have arbitrary parameterization, such as the

single-parameter families, the network and generative representations.
3.5.1 Training the Hierarchical Archimedean Copula

There are multiple competing methods for estimating hierarchical Archimedean cop-
ulas [48, 101, 112]. We present two methods in this section.

One method is to train the entire copula jointly with maximum likelihood. The
density of the hierarchical Archimedean copula may be obtained by di erentiating
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the copulad times. To avoid numerical di culties, replace instances of ;' ' ; with

j,» compute derivatives of' o, ' v, using the properties of the Laplace transform,
compute the inverse of ; numerically, the derivatives of the inverse' ; via the
implicit function theorem then supplement them to backpropagation.

Another method is to train the copula sequentially from outer to inner generators,
since an inner generator is a composition of an outer generator and a Laplace expo-
nent. The outer generator may be trained using a composite likelihood of bivariate
margins that correspond to di erent inner generators, as they are Archimedean with
generator given by the outer generator. The outer generator may also be trained
using goodness-of- t with CvM and empirical copulas o€ ;. After the outer gen-
erator is xed, the inner generators may be separately trained using methods for
training Archimedean copulas, such as maximum likelihood estimation with copula

densitiesc ; as in (3.9).
3.5.2 Sampling the Hierarchical Archimedean Copula
From Section 2.2.2, the hierarchical Archimedean copula is the survival copula of

Eir . . Exa, . . . . Exx . Eja,

Mg Mg T T T M ’Jquq

(3.19)

where E;; are i.i.d. unit exponentials, ; are levy subordinators with Laplace
exponents ; that have jump size distributions described by Laplace transforms
' m;- The levy subordinators ; are evaluated at a common ‘timet M, where M
has a distribution described by the Laplace transform .

We modify the Marshall-Olkin type algorithm given in [51] to work with our pa-
rameterization using generative neural networks. We rst sample i.i.d. exponentials
€1, €unq,, the latent m, then the compound Poisson processegamg  ; ;mg
We then sample i.i.d. copies o, M1; ;M; to approximate' ;; ;' ;. We com-
pute u puyi;  ;Ugg,qasujx ' jpek{mqgforj Ptl; ;JuandkPtl; ;dg
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We summarize the sampling algorithms for the compound Poisson processes and the

hierarchical Archimedean copula here:

Algorithm 2 Sampling compound Poisson processes
Input: & 5 ;;GA; G
1: Samplen;pqwhereN;ptg Poisp jtq
i.e. the number of jumps by timet of a Poisson random variable with rate ;.
2: Samplen; pgsamples ofM; from g p; ;g
3: Compute ;g t  [%%my.
Output: ;g

Algorithm 3 Sampling generative hierarchical Archimedean copulas
Input:  gop; oGt j; ;G R Ay 4,
1. Samplet m from gop; oG
2: Approximate ' o with samples fromgop; oG as in (3.3).
3:.for j Ptl; ;Judo
4: Sample ;pmqg
i.e. the compound Poisson process &t m, following Algorithm 2.

5:  Approximate ; with samples fromg p; jq as in (3.3).

6: end for

7: Sample i.i.d. unit exponentialse;; forj Ptl, ;JuandiPtl; ;du

8: Computeu pupi; ;Uzg,qasu; pP'o  jq@;{ jpmqgforj P t1; ;Ju
andi Ptl, ;du

Output: u .

3.6 Experiments

3.6.1 Learning Di erent Tail Dependencies

Following the experiment setup in [83], we consider the Clayton, Frank and Joe
copulas, introduced in Section 2.2.1, for their dierent tail behaviours, with pa-
rameters chosen to be 5, 15, and 3 respectively. Each dataset had 2000 train and
1000 test points. Following [83], we also consider the real-world data sets: Boston
housing, Intel-Microsoft (INTC-MSFT) stocks and Google-Facebook (GOOG-FB)
stocks. Each dataset was divided into train and test points in a 3:1 ratio, then rank-
normalized to get approximately uniform margins. We then applied the three train-
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ing methods discussed earlier: maximum likelihood, goodness-of- t and adversarial
training. Experiments were conducted usin@yTorch, on a 2.7 GHz Intel Core i7 with
16 GB of RAM, with code available athttps://github.com/yutingng/gen-AC

The generative network was a multilayer perceptron of comparable size to [83], 2
hidden layers, each of width 10. We used Urmib; 1g as the input source of random-
ness, default weight initialization, LeakyReLU intermediate activations and expq
output activation. To reduce computation complexity during training, we used a
smaller number of sampled 100 from the generative network to approximate
the Laplace transforms. To increase inference accuracy for evaluation, we used a
larger number of samples. 1000 from the generative network to approximate the
Laplace transforms. The tolerance for Newton's root- nding method was 1e-10.

For training with maximum likelihood, we used the same optimization param-
eters: stochastic gradient descent (SGD) with learning rate 1e-5 and momentum
0.9 on sum of log-likelihoods. For training with goodness-of- t, we used SGD with
learning rate 1le-3 and momentum 0.9. For adversarial training, we used Adam [72]
with learning rate 1e-4, momentum 0.9 and betas (0.5, 0.999). The discriminative
neural network had a single hidden layer of width 20, default weight initialization,
LeakyReLU intermediate activations and sigmoid qoutput activation. All training
methods used the same batch size of 200 and converged within 10k epochs. We
reported the results at 10k epoch.

We evaluate the performance of the methods using log-likelihood and report the
negative log-likelihoods (NLLs) from learning known Archimedean copulas in Ta-
ble 3.1. We use the shorthands "GT', "ACNet', "MLE', "CvM', 'GAN' to denote
ground truth, ACNet [83], and generative Archimedean copulas (Gen-AC) trained
with maximum likelihood, goodness-of- t and adversarial training. The NLLs from
tting real-world data are reported in Table 3.2, where the NLL of the best- t single
parameter copula (chosen from Clayton, Frank, Joe and Gumbel, as in [83]), with
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the shorthand "BF' is reported in place of the ground truth.

Table 3.1: Negative log-likelihoods of tting known Archimedean copulas

Benchmark Gen-AC
Known AC GT ACNet MLE CvM GAN

Clayton -0.94 -092 -0.89 -0.86 -0.89
Frank -0.90 -0.88 -0.89 -0.86 -0.89
Joe -0.51 -049 -048 -0.35 -0.47

Table 3.2: Negative log-likelihoods of tting real-world data

Benchmark Gen-AC
Dataset BF ACNet MLE CvM GAN

Boston -0.30 -0.27 -0.29 -0.30 -0.28
INTC-MSFT -0.19 -0.20 -0.16 -0.15 -0.17
GOOG-FB -0.93 -096 -0.95 -0.92 -0.94

Gen-AC achieved comparable NLLs to ACNet. In addition, out of the three
methods, training with maximum likelihood achieved the best results; however, its
increased computation cost, due to computing derivatives and inverses, motivates

the use of the alternative losses discussed earlier.

Samples from the learned copulas are compared to the ground truth in Fig-
ures 3.2 and 3.3. We additionally note the di erences in sampling time between our
method and the conditional sampling method used in [83]. The time to generate
3000 samples using our method was on averagé 3 10 2 seconds. In comparison,
the conditional sampling method that used automatic di erentiation of the copula
followed by inversion of the conditional distribution, takes on average:98 10 2

seconds, the di erence on the order of 3 magnitudes.
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Figure 3.2 : Samples from tting known Archimedean copulas

Figure 3.3 : Samples from tting real-world data
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3.6.2 Learning the Latent Distribution of the Archimedean Copula

Gen-AC learned the latent Gamma distributions whose Laplace transforms give the
generator functions of Clayton copulas. We show the learned latent distributions for

Clayton copulas with parameters 1, 3, 5, 8 in Figure 3.4.

Figure 3.4 : Learnt latent Gamma distributions of Clayton copulas with parameters
1, 3, 5, 8. The learnt distribution is given in solid blue; the ground truth is given in
dashed black.

In addition, we note that compared to vanilla GAN [44], our generating network
must satisfy an Archimedean copula. We show this via the training progression for

learning a Clayton copula in Figure 3.5.

Figure 3.5 : Samples from learnt Archimedean copula compared to GAN, training
progression at epochs 0, 500, 5000 and 10000, for a Clayton copula. Samples from
our copula, shown on top, must satisfy an Archimedean copula, while that from a
vanilla GAN, shown below, may not.
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3.6.3 Learning High-Dimensional Archimedean Copulas

The Laplace transform representation allows e cient computation of higher-order
derivatives without automatic di erentiation. We tted Clayton, Frank and Joe
copulas for 10 and 20 dimensions. The NLLs are given in Table 3.3. When compared
to the ground truth NLLs for 10- and 20-dimensional datasets, the learned NLLs were
0 by 2%. During our experiments, we could not obtain a reasonably trained ACNet

for high dimensions due to the computational complexity.

Table 3.3: Negative log-likelihoods of tting higher-dimensional data

Ground Truth Gen-AC
Known AC 10-dim 20-dim 10-dim 20-dim

Clayton -10.6 -23.2 -10.4 -22.8
Frank -10.4 -23.1 -10.4 -23.1
Joe 5.4 -12.2 -5.3 -12.0

Moreover, while the CPU runtimes of ACNet for computing the copula density
increases exponentially with dimensions, the CPU runtimes of computing the copula
density using the Laplace transform representation increases linearly with dimen-

sions, as shown in Figure 3.6.
3.6.4 Learning Hierarchical Archimedean Copulas

We demonstrate that our model can represent more complex dependence structures,
beyond the exchangeability implied by the functional symmetry of Archimedean
copulas, and learn hierarchical Archimedean copulas.

We experiment with tting a four-variate hierarchical Archimedean copula given
by C ,pC ,pu;; uxg C ,pus; usqq The ground truth was generated using the state-of-
the-art HACopula Toolbox [48]. Samples from the learned copulas are compared to

the ground truth in Figure 3.7. In Figure 3.7,C. ,; C |; C , are Clayton copulas with
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Figure 3.6 : CPU runtimes for computing the likelihood of 3000 samples. The
runtimes for Gen-AC is given in solid blue; ACNet [83] in dashed black.

parameters 1, 3, and 8. We let the outer generator be a generative Archimedean
generator. In Figure 3.8,C ;C ;C , are Clayton, '12' and "19' with parameters

0.5, 3, and 1, the numbering of the generators follow [48, 98]. Since our model is
compatible with outer generators of other forms, we let the outer generator be a

Clayton generator instead of a generative Archimedean generator.
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Figure 3.7 : Samples from tting a hierarchical Clayton copula displayed as mirrors
on the diagonal, Gen-HAC above in blue and ground truth below in black. Each plot
is a bivariate marginpJ;; U, g
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Figure 3.8 : Samples from tting a hierarchical Archimedean copula displayed as
mirrors on the diagonal, Gen-HAC above in blue and ground truth below in black.
Each plot is a bivariate marginpJ;; U; q
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3.7 Summary

We modeled Archimedean and hierarchical Archimedean copulas with generative
neural networks based on their probabilistic constructions as mixture and nested
mixture models with latent random variables. We described three methods for t-
ting the model to data: maximum likelihood with the copula density, goodness-of- t
with the Cranmer von-Mises statistic and adversarial training by minimizing a di-
vergence between true samples from data and fake samples from the copula. We
modi ed e cient Marshall-Olkin type sampling algorithms to our parameterization

of latent variables with generative neural networks. In addition, we described the
application of the above estimation and sampling techniques to an existing network
representation. Empirically, the generative Archimedean copula was able to learn
known Archimedean copulas with di erent tail behaviours and t real-world data.

We showed results in higher dimensions and an extension of the above techniques to

hierarchical Archimedean copulas.
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A4

Neural Extreme-Value Copulas

4.1 Introduction

Extreme-value copulas

Cpug expp 'p loguig ;  logpugdq (4.1)

as limits of copulas of component-wise maximas, are useful tools motivated by
extreme-value theory for modeling rare events where observations are limitedVe
contribute by developing exible models that respect the properties of the extreme-
value copula, allow training using the likelihood of transformed observations, and
allow sampling from the learnt copul& We give two neural representations, both
rooted in the spectral decomposition of the stable tail dependence function (stdf).
In the generative representation, we model the latent spectral variables with gener-
ative neural networks and consider the empirical expectation using samples of the

spectral variables. In the network representation, we model the support of the spec-

1 Part of the material presented in this chapter was co-authored with Ali Hasan, Khalil Elkhalil,
Joao M. Pereira, Sina Farsiu, Jose Blanchet and Vahid Tarokh [50].

2 In contrast, classical techniques do not automatically uphold the properties of the extreme-value
copula and do not automatically enable sampling from the learnt copula.

54



tral variables with weights of a network designed to satisfy the properties of the stdf.
Both representations are equivalent, the generative representation is more suitable for
sample generation while the network representation is more suitable for computing
statistical quantities. We train the copula using maximum likelihood on exponen-
tially distributed transformed observations with rate given by the stdf, motivated by
the Pickands estimator. We sample the learnt copula using techniques based on the

spectral representation of max-stable processes.
4.2 Modeling the Stable Tail Dependence Function

From Section 2.3.1 the stdf is given by a spectral decomposition with spectral
variable W j 0 such that:

‘g Ew max txjWu ; (4.2)

jPtl; ;du

with moment constraints By rW;s 1forj Ptl, ;du[27, 62, 108].

For the generative representation, we rst scale the expectation bg and the
spectral variable by Id. We then let W P 4 ; be the output of a generative
network such that a samplew p w;; ;wgqis computed asw  gp; qwhere
g:RYN 4 ;is a generative network with parameters and is a sample from

a source of randomness. We then approximate the expectation with its empirical

version using samplepwii; ;WG PML1; sWigqfromgp; ;; qas:
d L
) dEw max tx;Wiu —  max XWg : 4.3
xa w jPtl; ;du 1 jPt1; ;duJ K ( )

I 1

We let gp; gbe a multilayer perceptron (MLP). Unlike the modeling of convex
functions with neural networks [2], there are no restrictions on the weights and
intermediate activations ofgp; g Empirically, we notice that batch normalization

of the intermediate layers help in training. To ensure an output in the unit simplex,
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we use softmap gas the output activation. To maintain the moment constraints,
we add a penalty term such that B rW;s 1{d for j P t1, ;du The moment
constraints are scale conveniences and not necessities.

We next present a network parameterization inspired by Maxout Networks [43],
Input Convex Neural Networks [2], hierarchical stable tail dependence functions [56]

and the results of Chapter 3. The stdf is given as a composition stdfsspeci cally:

oiXA max Ao X; (4.4)
X max  Ag o1 IXG (4.5)
L Hp 1
Hp
™q L 11Xq "o PL L1 ToXqg; (4.6)

i1

where there arel hidden layers with widths H; and eachA, is a positive matrix of
sizeH; H; ; such that elementsA;;; i 0, e.g. with weight activation [83, 99] or
clamping [2, 3, 50]. To satisfy the moment constraints on the spectral decomposition
of * such that 'pgyg 1 and max x; @ "pxq = 1, where ' pxq max x; and "[xq
}x}1 1 describe completely dependent tails and independent tails, the canonical
basis vectors are used to normalize the input such that p x{"pe1G ;*s{ Pesqq
where x is the input prior to normalization. In addition, to maintain the moment
constraints, we add a penalty term such thatpeq 1.

There are two proofs that the network represents valid stdfs, both rooted in the
spectral decomposition. The rst proof relies on the composition a-norms [35, 56],
where the de nition of ad-norm is equivalent to the de nition of the stdf, i.e. "pxq

IX}a  EwpXW }g ¢° In addition, compositions ofd-norms ared-norms and thus

3 They give uniform margins for the extreme-value copula and unit Fechet margins for the max-
stable process. They are not necessary in maintaining thd-max decreasing property of the stdf [38].

4 The architecture presented in [50] is slightly di erent and called d-max neural networks (dAMNNs).

5 For more details on d-norms, refer to [35].
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compositions of stdfs are stdf8. The functions " g;pxgand *|; pxqrepresent thegd; i¢th
and gd; i ¢h stdfs with the supports of W o; and W }; as single delta functions o\
andA;;. . The key to thed-max decreasing property is the positiveness of the support,
which is achieved withA;;; i 0. The second proof computes the nite support of

W , where thekth term is expressed as:

Wk P W1, Wka PPL L 1 ToPe10Q;  PL L1 ToPeqqqq (4.7)

such that

Wi EnaXpA\L;k:j L1 n}aXpo\Z; i1 rT}'a)(po\l; i0A0; 5999 (4.8)
L 1 1 0

a product of Aj;; with the terms in the product selected by the max operations in a
forward path through the layers of the network. We then follow with normalization
such that Ey rW;s 1. The size of the support is determined by the width of the
last layer, H_. This can also be seen from the rst proof, where the support of each
intermediate stdf is a single delta function. While the network representation of the
stdf does not encode an exponentially larger support like the network parameteriza-
tion of the Archimedean generator in Chapter 3, this representation is still useful in
improving the loss landscape during training. While a single layer is also a valid stdf,
the intermediate layers of the network allow parameter sharing across coordinates,
and perhaps more training opportunities for gradient descent.

It is helpful to have both generative and network representations for Analogous
to the double representations fot , while both representations are equivalent, each
is more suited for a particular task. The generative representation is more suitable
for sample generation while the deterministic representation is more suitable for

estimating statistical quantities.

6 For more details on compositions ofd-norms, refer to [56].
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4.3 Training with Connection to Pickands Estimator

Since the extreme-value copula is given as a CDF, computing the density for likelihood-
based training may be challenging due to the need to di erentiate the coputhtimes.
In addition, our parameterization of the stdf will lead to singularities where the cop-
ula density does not exist. Instead, motivated by the Pickands estimator [12, 105], we
transform d-dimensional observations into one-dimensional exponentially distributed
observations with rate given by the stdf. We then train the stdf using the likelihood
of transformed observations [50].

From Section 2.3.2, the Pickands transformpu; xq for an observationu and a

pseudo-observatiorx p Xi; :Xdq P 4 1 is given as

pu;xg  mint  logpuigfs; 5 logpuagfXay (4.9)

such that pJ;xqis an exponential with rate 'pxq In classical Pickands estima-
tors [12, 105], the values ofpxqg are then estimated as the reciprocal of the mean
of the transformed observations, where convergence is guaranteed by the central
limit theorem. Instead, we samplex uniformly on the unit simplex 4 ; and train

p; ;; gto approximate © by minimizing the negative log-likelihood of trans-
formed observations with the log-likelihood of the transformed observationderived

as:
logLpx; g X pxq logp pxqq (4.10)

In addition, we may train for a correspondence between the generative and net-
work representations with the integrated relative absolute error (IRAE), de ned in

Section 2.5.4.
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4.4 Sampling with Connection to Max-Stable Processes

From Section 2.3.3, the extreme-value copula is the copula of a max-stable process

evaluated at a nite subset of points

X pXyo 5 Xeq sup PPiWi1, PiWigg (4.11)
[ S
where Py; Py; are i.i.d. observations of a Poisson point process af); 8q with

intensity x 2dx, and pWq11; ;Wi Vo1, ;Wag  ; are i.i.d. observations of
the spectral variable in the spectral decomposition of the stdf. In addition, the
marginal CDFs are unit Fechet. We modify existing approximate sampling of max-
stable processes to our representations of the spectral variable [50, 56, 113]. We rst
sampleN Poisson pointsp;;  ;pn in decreasing order ag 1{0 'k 1 & wWhere g
are i.i.d. unit exponentials. We then sampleN i.i.d. spectral pointswj; ;wy.
For the generative representation, we computev; dgpi; g where we scale by
d to undo the scaling by 1d. For the network representation, we rst propagate
through the network to obtain the nite support then sample uniformly from the
nite support. We then compute X  maxys i n ;Wi q from the max-stable process
and normalizedu pexpp 1{x:g ;expp 1{xqqqfrom the extreme-value copula.

We summarize the sampling method in Algorithm 4.

Algorithm 4  Sampling extreme-value copulas

Input: gp; g
1: Sample i.i.d.pi;;  ;pn Poisson points

in decreasing order ag  1{ |, ;& Whereg are i.i.d. unit exponentials.
2: Sample i.i.d. wy; ;Wy asw;  dgpi; qwhere ; is a noise source.

3: Computez maxuis N EIWiQfrom the truncated max-stable process
and normalizedu pexpp {z:.g ;expp 1{zsqq

Output: u .
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4.5 Experiments

45.1 Learning and Sampling Asymmetric Logistic Copula

We consider the asymmetric logistic copula (ASL) for an extreme-value copula that is
asymmetric with a known sampling method. We use the parameters p 1{2; 1{3q

pp 1:e *°;0:2; 0:8q pl; 0:8; 0:2qgand stdf de ned as pxq i jpo pixgtiqr.

The IRAE, described in Section 2.5.4, of the learnt stdf is reported in Table 4.1
for 3000 and 240 training samples. The large training sample size was to demonstrate
convergence of the method, the small training sample size was to simulate the per-
formance of the method when applied to rare events where observations are limited.
The IRAE of the well-established endpoint corrected CFG estimator [12] is given
as benchmark. Both our generative and network-based models achieved comparable
IRAE to the CFG estimator. We also demonstrated the success of CFG on samples
from our models, as another motivation is to learn and sample extreme events for
subsequent statistical tasks.

For a qualitative comparison, we also plot the stdfs in Figures 4.1 and 4.2. Sam-
ples from the learned copulas are compared to the ground truth in Figures 4.3 and 4.4.

Experiments were conducted usingyTorch, on a 2.7 GHz Intel Core i7 with 16

GB of RAM.
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Table 4.1: IRAE of tting stdf of asymmetric logistic copula

Our Methods Benchmark
sample size Network Gen CFG on our samples CFG
3000 0.01 0.01 0.02 0.02
240 0.03 0.04 0.03 0.04

Figure 4.1 : Stdfs from tting ASL with 3000 training samples. From left to right,
the ground truth, network model, generative model, CFG on 3000 samples from our
generative model, CFG as benchmark.

Figure 4.2 : Stdfs from tting ASL with 240 training samples. From left to right,
the ground truth, network model, generative model, CFG on 3000 samples from our
generative model, CFG as benchmark.
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Figure 4.3 : Samples from tting ASL with 3000 training samples. Samples are
displayed as mirrors on the diagonal, generative extreme-value copulas above in blue
and ground truth below in black. Each plot is a bivariate margingJ;; U q

Figure 4.4 . Samples from tting ASL with 240 training samples. Samples are
displayed as mirrors on the diagonal, generative extreme-value copulas above in blue
and ground truth below in black. Each plot is a bivariate margingJ;; U g
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4.6 Summary

Building on the spectral decomposition of the stdf, we gave both generative and
network representations for the stdf. Analogous to the double representations for
Archimedean generators, while both representations are equivalent, the stochastic
representation is more suitable for sample generation while the deterministic repre-
sentation is more suitable for estimating statistical quantities. We trained these mod-
els using the log-likelihood of transformed observations, where the transform from
d-dimensional observations into multiple one-dimensional exponentially distributed
observations with rate given by the stdf is borrowed from the Pickands estimator.
We sampled these models using samples of the spectral variables and approximate
sampling methods from max-stable processes. We empirically verify training and

sampling from the asymmetric logistic copula.
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3}

Generative Archimax Copulas

5.1 Introduction

Archimax copulas
Cpug 'pp 'phG ;' 'pledqq (5.1)

e ectively balance representation of data within the bulk and extrapolation to the
tails by combining the tractability of Archimedeancopulas with the tail properties of
extreme-valuecopulas. The use of Archimax copulas has resulted in better t to data
in areas such as healthcare [95] and hydrology [4, 19]. However, these applications
were of dimensions lower than or equal to three. We contribute by developing exible
representations and scalable methods for inference and sampling.

We build on the stochastic representation of Archimax copulas from Charpentier

et al. [18] as the survival copulas of
X R pS; ;S (5.2)

whereR and S are independent, known as theadial and simplex components, and

Part of the material presented in this chapter was co-authored with Ali Hasan and Vahid
Tarokh [100].
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S has a one-to-one correspondence with thepectral component W . Intuitively,

R relates to the radial envelope whileN relates to the asymptotic dependence in
the tails. In addition, the Archimedean generator' and the stable tail dependence
function (stdf) * may be represented as expectations Bff and W :

d 1

"mXq Er 1 (5.3)

| <

‘™q dEw max txjWu : (5.4)

jPtl; ;du

We rst model these expectations wherd&k and W are discrete random variables
with nite support [38, 42]. Building on the results of Chapters 3 and 4, we let them

be outputs of generative networkgy p; g gvpP; wqin the limit of in nite support:

, 1. X
Xq n 1 . ; (5.5)
d ™
T Xq — max XjWiy (5.6)

an 1 jPtl; ;du

The rest of this chapter then focuses on learning and sampling the Archimax
copula using the generative representations. We rst describe the training update
for = followed by the training update for' , which uses samples db, derived from
samples ofW . Parameter estimation for™ and' is iterative, described in the
owchart given in Figure 5.1. Sampling the Archimax copula is straightforward

given samples oR and S.

1 In this chapter, we work with the more general class ofd-monotone ' which coincides with the
class of Williamson d-transforms of a positive random variableR j 0. In Chapter 3, we worked
with the more restricted class of completely monotone' which coincided with the class of Laplace
transforms of a positive random variableM j 0. The technique for approximating' with samples
from generative networks, computing derivatives by properties of the expectation and computing
inverse is analogous. Thed-monotone representation allows a further inference technique fot
which we will discuss in this chapter.
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“«— - T T =~

Update ° : Asymptotic Dependence Update ' : Radial Envelope
Compute pu;xq  minjp1; gy L pu; gfxk Sample ™ pSqg compute R; T
Maximize log ' ‘p pu;xd mqq log® pxq Minimize oy, rP PG Wi

-

Figure 5.1 : Flow chart of iterative stdf and Archimedean generator updates

5.2 Training the Stable Tail Dependence Function

For this section, we suppose that the Archimedean generatoris known and the goal
is to update the modeled stdf . Building on the modi ed Pickands estimator [19]
and the results of Chapter 4, we de ne the likelihood of transformed data observations
and update the parameters of to maximize this likelihood.

Given the Archimedean generatol , we can de ne the transformation pu; xqfor

an observationu and a pseudo-observatiox p Xi; ;XqQqP ¢ 1 as

p;xg mint' fpuofg; 30 tpugafXou (5.7)

a generalization of the transformation used in the Pickands estimator for estimating
extreme-value copulas [12, 19, 105]. By the de nition of the Archimax copula, the
decreasing property of and the homogeneity property of , the CDF of the random

variable pUJ;xqis expressed as:

Pppd;xgaxq 1 PppJi;xqixq 1 Cppxqq 1 'ppxaq (5.8)

We di erentiate the CDF of pU; xqwith respect tox and obtain the log-likelihood

of the transformed observatiorx as:

logLpx;";" g logp ' ' mxqqq logp pxaqg (5.9)

We may then train the generative networkg, p; wqsuch that~ approximates
" by minimizing the negative log-likelihood (NLL) of transformed observationg
pu; xg with x uniformly sampled on the unit simplex 4 ;.
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The inverse' ! in the computation of pu;xqin (5.7) can be computed numer-
ically by Newton's method. The derivative' ! in the computation of logLpx;";" g

in (5.9) can be calculated explicitly from 5.3 as:

1 (5.10)

'%q Er pd 1q

| %

1
R

Putting these computations together results in the likelihood of given' . We

summarize the method for training" given' in Algorithm 5 here:

Algorithm 5 Learn stable tail dependence function (stdf)

input observationstu; : i 1;::;mu
input Archimedean generator .
initialize gy .

dowhile loss NLL regnot converged :
sample tx; :j  1;::;nufrom Unifp 4 19
compute t pui;x;jq:i Lunm; ) 1 innufrom (5.7).
sample twy :k 1;::; lufrom gy .
compute t° X;q:j o 1;::; nufrom (5.6).

compute NLL == & 7' " logLppui;x;g's" qfrom (5.9).
compute reg ' p , ;wg{l ILdcf.
descent argming, NLL  reg.

end while

return learnedg, .

5.3 Sampling the Simplex Component

We now consider sampling the simplex componef& through sampling the spectral

componentW . From the result of Charpentier et al. [18],S has survival distribution

PpSi sq max®;1 “psy;  ;sqqd (5.11)

which relates to the so-called generalized Pareto distribution
PpX1 Xi1;  ;Xg Xqq max@;1l  “p X1, 5 XqQQ (5.12)
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with stochastic representation

X — (5.13)

whereU is uniformly distributed on r0; 1s independent of spectral componentV
PWV.;  ; Wqyqfrom the spectral decomposition of in (5.4) [11, 35].

Thus, given samplegXi1; ;X1  ;Xw 1q; Xw 100 from a generalized
Pareto distribution with CDF in (5.12), we may obtain a sample ofs, where coordi-

natess; forj t 1, ;duare computed as [18]:
Si maxpy;  ;Xg 169 (5.14)

The coordinate-wise maxima is taken oved 1 samples to get thed 1 exponent

in the SDF of S, corresponding to thed 1 exponent in the expression of .
Putting these computations together with samples oW from g, p; wQgives us

samples ofS. We summarize the method for samplindgs given samples oW in

Algorithm 6 here:

Algorithm 6 Sample simplex component

input learnedg, .

dowhile " psqj 1:
sample tu; ;i 1;::;;d  1ufrom Unif; 1g
sample tpwiq; 5 wWigq:i 1;:5d lufrom g, .
compute tpxii;:Xigq:i 1;:d o lufrom (5.13).
compute s p Sp; il sqqfrom (5.14).
compute ~ psqfrom (5.6).

end while

return a samples p Si;:iSqeG

As a side note, from De nition 5.11, the marginals of the simplex component are
distributed as Betgal;d 1q whered is the dimension. To enforce the marginals, we

compute the samples of the empirical copula from unnormalized samples, then
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apply the quantile function, i.e. inverse cumulative distribution function (CDF), to

obtain the normalized samples such that:
ss 1p1l ujqﬁ forj t 1, ;du (5.15)
5.4 Training the Archimedean Generator

We now assume that the stdf is known, we have samples & from W, and the
goal is to infer the Archimedean generatdr. We consider the general representation

of ' as ad-monotone function speci ed by the Williamsond-transform of the radial
componentR in (5.3) [18, 96]. We rst model the expectation whereR is a discrete
random variable with nite support [42], then let it be the output of a generative
network in the limit of in nite support.

To provide an outline for the overall approach: we rst recall the Kendall dis-
tribution which describes an integral transform of the copula given in Section 2.4.3.
We then use the fact that the empirical Kendall distribution converges to the true
Kendall distribution as the empirical copula converges to the true copula, providing
a means of estimation.

By the de nition of the Archimax copula, the stochastic representation and the

homogeneity property of ', the Kendall distribution is expressed as:

Kpvg Pp RS ;Sqqq awg (5.16)

We then consider the empirical Kendall distributionK,, for n given observations

pu11; ; U1gQ ; PUna; ; UngQ de ned as:
1."
Knpnvg o ltw, & wu; (5.17)
i1
where
1 >n
Wi  ——  ltuk Uiz, Uk Ugl (5.18)
n 1k 1
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In the case of non-parametric inference of Archimedean copulas [42], where depen-
dence is symmetricS is uniformly distributed on the unit simplex and " pS;;  ; Sq¢Q
S S¢ 1. Then,R is discrete with the cardinality of the support the same
asW and K, is the Kendall distribution of a unique Archimedean copula [42].

In the non-parametric inference of Archimax copulas, we de ne the random vari-
ables:

Z: PS;; ;S4q and T: RZ (5.19)

whereT is a discrete random variable with support the same size #¢ and K, is the
Kendall distribution of an Archimax copula. Note that R and Z are independent as
R and S are independent. UsingK,,, we reconstruct the support ofR, given ™ and
the support of S, which in turn provides the support ofZ. With the nal objective of
letting R and S be i.i.d. outputs of generative networks, we rst (linearly) interpolate
K, to be equispaced, such that eaal; has the same probabilityk;  1{pn,n,q where
n, and n, are the chosen sizes of supports f& and Z .23

We suppose that the supports of the distributions oR;Z; W; T are nite and

respectively denoted by:

Wt w;;Wo, Wi, U (5.20)
R trqry; o, U (5.21)
Z t 71,2 ' Zn, U, (5.22)
T trjz:rp PR;ZzPZu t ty;ty; toon, U (5.23)

where then,n, elements ofW are sorted in decreasing (non-increasing) order, and
the n.n, elements ofT are sorted in increasing (non-decreasing) order. This reverse

ordering is due to' being a decreasing function.

2 We describe the reconstruction procedure for the general case with non-i.i.d. random variables
including cases wherejz;  rjiz: following the i.i.d. case.

3 The sizes of supportsn, and n, are chosen empirically with examples in the experiment section.
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We minimize the mean sum of square residuals motivated by the uniform conver-

?
gence of the empirical Kendall processngK, Kq[5, 40, 42]:

1 n,rnz
L i 5.24
o 1rw ftiad (5.24)
where, in (5.5),
ny ] d 1
' pig R : (5.25)
.

The nite support assumption of R and Z is not necessary, and we consider
a modi cation where the supportsR;Z are speci ed by samples from generative
networks. The main objective is to learn the parameters of the generative network
o p; rgqgiven the empirical Kendall distribution K, and samples oZ. Since scaling
the support R by a constantc i 0 does not change the copula, we add a regular-
ization term for EgrRs 1. The algorithm can be understood as an alternating
minimization algorithm, where the map betweenR and Z to W via T, and the
support R are updated in an alternating fashion. We summarize the method for

training the * given ™ and samples ofS in Algorithm 7 here:

Algorithm 7 Learn Archimedean generator
input Kendall observationsW t w; :i 1;::n.n,u
input learnedg, suchthatZ : ~ pSq
S sampled from learnedy, with Algorithm 6.
initialize g;.
sort W in decreasing (non-increasing) order.
dowhile MSE ianFWi ' pigd{pnen.q i
sample R t rq;:;ry ufromg,.
sample Z t z;::;z,,ufrom g,.
compute T t rjz;r PR;zzPZu
sort T in increasing (non-decreasing) order.
compute g [i1G&" Pn n,qgqfrom (5.25). 0
descent argmin, ey mad{pn.n.q p jnrlrj{nr 1.
end while
return learnedg;.
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Reconstruction with Non-1ID Random Variables and Repetition of Elements We rst
summarize the steps in obtaining the expression of the Kendall function for Archimax

copulas here:

Kpvg PpCpUi;  ;Ugq B wg

Pppp 'phg ;' 'pligagewg  Cpug: ' pp ‘puaq
Pp ppRS;;  ;RSqqq owg U ' pRSq

Pp RS, ;Sqqq =wg ‘pesqg cpge O;
Pp pRZq o wg Z: 'pSq

Pp prqa wqg T: RZ:

To provide an outline for the overall approach, given the current estimate of
R, we compute the mapping betweefR;Z and T, solve for the probabilitiesPg,
update the supportR, and iterate as needed. The algorithm can be understood as
an alternating minimization algorithm, where the map betweerR;Z to W via T,
and the supportR are updated in an alternating fashion.

We initialize by computingW t w;;  ;wnpuand Py t ppviG  ; ppwvmquof
the empirical Kendall distribution function in (5.17) and (5.18), wherem & n;n,.
We do not perform the additional (linear) interpolation step of the main text. We
then sort W in decreasing order. We also initializ&R t r,, L;r; r; 1 j for
j t 150 luy where we select p 0:9;:::;0:99 The supportZ and probabilities
P, are assumed to be given.

Given Z and the current estimate ofR, we compute
T trz:rpPR;zzPZu (5.26)
We then sort T in increasing order and compute the ordering

P, qpg:tl; ;muNtl, ;nu tl ;nyu (5.27)
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de ned as a surjective function such that
t I 6q¢Z (dg (528)

We solve for the probabilitiesPgr t ppriG  ; pprn, Qquby minimizing the resid-

uals
2
5m 5
pEr P ppNvig (5.29)
1 p.ldg . tpgqi
We solve for the supportR t ry;  ;rp, U, by minimizing the residuals
bm
P optig wif (5.30)
i1
where, following 2.21,
5nr t. d 1
‘w9 opmg 1o (5.31)

i1 J
We give the details of the algorithm with a simple numerical example.
Consider the supportsR  prq;ror3q pl;2,3g Z p z1;2q pO0:5; 0:75q with
probabilities P p 0:4;0:4;0:2q Pz p 0:25 0:75q and noisy observationsW
0:07;0:19;,0:34;0:49,0.:67q Py p 0:07,0:33,0:14;0:31; 0:159
In this case,pt1;t2;t3;t4;t5q p 0:5;0:75; 1.0; 1.5; 2:25q corresponds togr1z;; r12y;
r,Z1;122, Y r3zy; r3zoqwith probabilities [0:1;0:3;0:1;0:3 0:05,0:159

For Pr, we solve the overdetermined system of linear equations:

0:25 0:.07

0:75 p1 0:33
0:25 P2 0:14 (5.32)

075 025 ps 0:31

0:75 0:15

and obtain the solution asp0:43; 0:37; 0:20g where the solution has been normalized

to sum to 1.
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For R, we minimize the residuals in (5.30). Since scaling suchth@t t cry;
cry,;Ci Oudoes not change the copula, we solve fRrin terms of ratiosp ; © n 10
recursively de ned such thatr,, landr; r; . jforj t 1, ;n 1u

We summarize the reconstruction with non-iid random variables and repetition

of elements in Algorithm 8 here:

Algorithm 8 Estimate radial component
input W t wi:i L;zmu Py t ppyvig:i 1 mu
input Z t z:l 1:nn,u Pz ot pmqg:l 1 nu
initialize p 1;:::; o, 19for instance p0:9; :::; 0:9q
sort W in decreasiag order.
dowhile MSE L M™.p piq wWfi
compute R tr, Ly r 1 ;forj L:ugn  1u
compute T t rjz;r PR;zzPZu.
sort T in increasing order.
compute tp ; gqpq:i 1 ::;mufrom (5.28).
solve Pr from (5.29).
compute g G pmggfrom (5.31).
solve argmin " ,pv ' piqd such that P p; ,qgforinstance (0.01,1).
end while
return Estimated supportR and probabilities Pg .

The ratios may be solved iteratively for a unique solution. In our case,
motivated by the uniform convergence of the empirical proces?sﬁ|d<n Kqas
n N 8 [5], we optimize for a least-squares solution with bounds P [©:01; 1q using
scipy.optimize.least_squares [10].

The disadvantage of the above general approach that directly solves for the radial
component compared to the approach where the radial component is represented by
a generative network is the direct relationship between the computation cost and

n,;n,, the sizes of supports foR; Z.
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5.5 Sampling the Radial Component

The learnedg, provides a source of samples for the radial componeRt which we

subsequently use to generate full samples from the Archimax copula.
5.6 Training and Sampling the Archimax Copula

The combination of training the stdf, sampling the simplex component, training the
Archimedean generator, and sampling the radial component culminates into an iter-
ative technique for training and sampling Archimax copulas with successive updates.
We begin by describing the training process. We initialize with pxq expp xq
and infer " to learn gw p; w @ following Section 5.2. This special combination df
and ~ corresponds to extreme-value dependence with the max-stable property. To
aid inference for this initialization step, we pre-process our data to have extreme-
value dependence. We do so by computing thelock maxima a technique from
extreme-value copulas where we group observations and take the coordinate-wise

maximas within each group, as described in Section 2.3. Speci cally, given obser-

vations [xs; ; X1dG v Pna, ; XnaQ the block-maximaspmyy; ;MG ;
pmg1;  ; myggfor k blocks of sizen{k are computed as:

M MaXXmikgp 19 1j5 Xpkapaj G (5.33)
fori t 1, ;kgandj t 1, ;du To determine the block size, with larger block

sizesn{k better approximating extreme-value dependence and more blocksfor
more observations, we test the block maximas for extreme-value dependence via the
max-stable property, as described in Section 2.3, using the test by Kojadinovic et al.
[75], and select the rstk where the null hypothesis of extreme-value dependence is
not rejected, in decreasing order starting fronk  n. Speci cally, we compute the

Cramer{von Mises (CvM) statistic, as described in Section 2.5.2, for a correspondence
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between Cypuy; ; Ugq and clgpu}“; ;ui{rq forr P t1;2; u where Cy is the
empirical copula of the block maximas and randomizing the order of observations
may help to create di erent block-maximas in each test.

In addition, we considered initialization with di erent single-parameter families of
Archimedean generators, with choice of generator based on the highest log-likelihood
of transformed observation , from equations (5.7) and (5.9). The parameter for each
family may be computed from an average of inversion of pairwise Kendall tau, as per

the following equation [13], for each pair:
pl -q-; (5.34)

where .- is the Kendall's tau of the Archimax bivariate marginal, - is the
Kendall's tau of the extreme-value component and. is the Kendall's tau of the
Archimedean component. An average of inversion of pairwise Kendall tau was em-
ployed in [19], with emphasis on the Clayton generator.

Initialization with speci ¢ families of Archimedean generators might bias initial-
ization, and thus we suggest pre-processing the initial data to have extreme-value
dependence using block-maximas and initialization using the Archimedean genera-
tor rst set to ' pxq expt Xu representing extreme-value copulas. This is also
motivated by the experiment on extrapolating to extremes.

Given an estimate of and a learnedgy p; w g we are able to generate many
samples ofS, thereby providing a way to computeZ "‘P1Sg We then infer ',
learning g, p; g following Section 5.4. At this point, we repeat the estimation for
ow P; w qwith the updated ' to improve our estimate for".

It follows from the results of Chatelain et al. [19] that given' , ~ is unique;
and given, ' is unique. In addition, power transformations of and ", and the
scale ambiguity of' are the only sources of non-identi ability [19]. The power
transformation of' and " can be illustrated through the following example: Consider
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the pairs of generators and stdfi ,pxq expp xX gand  .xqg } x}:gandp g
expp xgqand pXq } X} pXg x gt g Both P a;"agand g b 'bq lead
to the same Archimax copula. The scale ambiguity of comes from the fact that
"pexgcei O leads to the same Archimax copula. We note that these sources of non-
identi ability are non-issues in our methods. For the power transformation, there is
no ambiguity of ' and ~ since the class of 1 ' pl{ g where' p gis calculated as the
Williamson d-transform of R with a nite support is regularly varying with index

1 [7, 19]. In addition, we include a regularization term such thaErrRs 1. The
algorithms may be iterated as needed with suggested convergence criteria such as
CvM statistic between successively estimated copulas.

Given samples of the radial and simplex components from the learnt generative
networks, the stochastic representation of Archimax copulas (5.2) gives a straightfor-
ward method for sampling Archimax copulas [18]. Speci cally, we samp&and R,
then multiply and normalize by ' ; we summarize the sampling method given learned

generative networksg, and g,, describing’ and "~ in Algorithm 9 here:

Algorithm 9 Sample Archimax copulas
input learnedg;, gy

sample r;rq;  ;r, fromg;.

samples ps;; ;sqqfrom g, with Algorithm 6.
computeu p' psig ;' psgqgfrom (5.25).
return asampleu pu;; ;uqg

5.7 Experiments

We conduct a number of empirical studies to understand the modeling and sampling

capabilities of the proposed algorithms. We compare the proposed method to existing
copula based and deep learning based methods for density estimation. Related to the
main focus of understanding the dependencies between the variables in the bulk and

the tail, we also perform experiments where we wish to extrapolate to the tails. In
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addition, we give an experiment on outlier detection. Experiments were conducted
using PyTorch, on a 2.7 GHz Intel Core i7 with 16 GB of RAM, with code available
at https://github.com/yutingng/gen-AX

5.7.1 Learning the Archimedean Generator and STDF

Our rst set of experiments involve estimating the Archimedean generator given
the true stdf °. The generative networkg, is a multilayer perceptron with layers:
pLinearpl; d,q BatchNormpd,q RelLUpq Linearpd,; dng Batch Normpd,q RelLUpq
Linearpdy; 1g Exppgg where dy, is the number of nodes in the hidden layers. The
number of layers and number of hidden nodes may be modi ed as needed. Unlike in
Ow, the use of batch normalization is not essential ig;.

We empirically select the support size oZ , whereZ  "pSq for estimating the
Archimedean generator. Fom, 100 andn, P t20; 30; ;10Qu, we plot the esti-
mates of in Figure 5.2, where is a map used for evaluating the goodness-of- t
of the Archimedean generator, described in Section 2.5.3. The ground truth is an
Archimax copula composed of a Clayton generator and a negative scaled extremal
Dirichlet (NSD) stdf. The Clayton generator is popular for use with Archimax
copulas as its lower tail dependence breaks the lower tail independence of max-
stable extreme-value copulas [19]. It is given dspxq pl xq ¥ and we used
the parameter setting o, 0:5. The NSD stdf is a exible class of stdfs en-
compassing many parametric stdfs, including the logistic, asymmetric logistic, neg-
ative logistic, and extremal Dirichlet models [7]. The NSD stdf is specied by

s P 1 d g : xiD;j pjq
Xq P 1 g 0 MaX 1 P; 4

where D p Dy;:i;Dgqis dis-
tributed as a Dirichletp 1;:::;; gqwith ;5 g 0, P @;minp 1; ; 49q and
we used the parameter settings p 1;1;1;1;2;2;2;3;3;4q 0:69. We consider

data with dimensiond 10 and sample siza  1000. Results from di erent runs are
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plotted in blue. The ground truth is plotted in black and approximate con dence
bands around the ground truth is plotted in dotted black. In addition, the mean
squared error (MSE) in tting K and and the time taken are given in Table 5.1
where the standard deviation is given in parenthesis. For a visual comparison, we

plotted the tabular results in Figure 5.3.

Figure 5.2 : Estimates of with n, 100 andn, P t20 :10Qu. Ground truth in
black, approximate con dence bands in dotted black. Estimates from di erent runs
in blue.

Table 5.1: MSE ofK, , and time taken, withn, 100 andn, P t20; ; 10QuU

n, 10Qn, 10 20 30 40 50 60 70 80 90 100

MSE K 103 599(11.08) 1.84(3.60) 0.55(0.91) 0.34(0.56) 0.21(0.57) 0.46(1.02)  0.60(1.06)  0.23(0.39)0.12(0.31)  0.16(0.31)
MSE 103 1.24(1.27) 1.10(0.75) 1.04(0.56) 0.57(0.62) 0.49(0.49)  0.74(0.72)0.18(0.13)  0.32(0.32)  0.39(0.27)  0.23(0.21)
time (sec) 8.59(1.78) 21.30(7.10) 40.06(11.11) 43.46(8.23) 62.46(18.45) 86.08(21.91) 100.62(29.75) 217.68(71.45) 190.10(56.29) 239.04(96.97)

From the results, forn, 100, it would be appropriate to usen, P t70, ;10Qu,

with a tradeo between accuracy and computation time. In addition, to speed up
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Figure 5.3 : MSE of K, , and time taken, withn, 100 andn, P t20; : 10Qu.

training, we initially resample Z only once everyk mini-batch iterations, decreasing
k until k 1 as we approach convergence.

We then evaluated our proposed method on the Clayton (C), Frank (F), Joe (J)
and Gumbel (G) generators, representing di erent radial envelopes, for Kendall's
tau of t 0:2;0:5u, representing di erent associations, as introduced in Table 2.2.
We used the same NSD stdf and consider data with the same dimensidn 10
and sample sizen  1000. To the best of our knowledge, our proposed method is
the rst method for non-parametric inference of exible Archimedean generators in
Archimax copulas. As such, there are no baselines for comparison. Instead, we again
compute the results in terms of the map , as described in Section 2.5.3, due to its
scale invariant property and known asymptotic variance, which was described as a
useful metric for evaluating the t of the Archimedean generator [40, 42]. The next
best method is comparing to a Clayton generator estimated by pairwise Kendall's
tau [19]. We plot estimates of in Figures 5.4 and 5.5 where all estimates were
within the asymptotic variance of pwvg w P ®; 1g We also give the results in terms
of MSE to in Table 5.2.

While our method infers an arbitrary Archimedean generator and takes the joint
dependence across covariates into account, the method in [19] infers a Clayton gener-
ator from pairwise Kendall taus. Thus the performance gap between our method and
the method in [19] is expected to increase as the generator di ers from the Clayton

generator and as the observations become less symmetric.
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Figure 5.4 : Estimates of given 200 samples db from true stdf. Ground truth in
black, approximate con dence bands in dotted black, the method from [19] in red,
our method in blue. On the right of each plot of is a plot of samples from the
copula displayed as mirrors on the diagonal, our method above in blue and ground

truth below in black.
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Figure 5.5 : Estimates of given 1000 samples db from true stdf. Ground truth

in black, approximate con dence bands in dotted black, the method from [19] in red,
our method in blue. On the right of each plot of is a plot of samples from the
copula displayed as mirrors on the diagonal, our method above in blue and ground

truth below in black.

Increasing the number of observations improved accuracy, hinting at consistency.
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Table 5.2: Inference of given true = and inference of given true'

c02 CO05 FO02 FO5 J02 JO05 GO02 GO5

MSE 10 3 [19] 001 004 09 9 1 9 0.7 8
MSE 10 ¢ (Ours) 02 02 01 01 03 01 02 01
IRAE  0:01 P [19] 016 100 005 006 006 007 008 0.17

IRAE  0:01 CFG [19] 0.05 0.11 0.04 0.04 0.05 1.00 0.06 0.15
IRAE  0:01 (Ours) 0.06 0.12 0.04 0.05 0.06 0.07 0.08 0.15

We then consider the reverse scenario where we wish to estimate the stdfjiven
the true Archimedean generator . For the same experiment settings as above, we
give the results in terms of integrated relative absolute error (IRAE), as described
in Section 2.5.4, in Table 5.2. The IRAE is computed using Monte Carlo integration
with 10,000 samplex drawn uniformly at random from the simplex g4 ;.

The generative networkg, is a multilayer perceptron with layers: pLinearpd; d,q,
BatchNormpd,q RelLUpq Linearpd,; dng Batch Normpdng RelLUpq Linearpd,; dg
Softmaxpqgwhered is the dimension of the observations and;, is the number of
nodes in the hidden layers. The number of layers and number of hidden nodes
may be modi ed as needed. Batch normalization, i.e. BatchNormg greatly helps
in preventing samples from being static during training. In addition, to reduce
computational complexity, we use mini-batch gradient descent and a smaller number
of samples in the empirical expectations ¢f and ~ during training.

Though our estimator is based on the Pickands estimator, it performs better than
the Pickands estimator. This may be due to our estimator representing the class of
valid stdfs, a phenomenon noted in [37] where projecting to the class of valid stdfs
reduced estimation error. Furthermore, since our estimator is already a valid stdf, we
do not need an additional endpoint correction step. On the other hand, the Pickands
and CFG estimators may not be valid stdfs [50]. Moreover, our direct method of

training with the generative network generating the class of valid stdfs may perform
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better than the alternative method that rst estimates * then train the generative
network to match “. A future direction may be to improve the robustness of our
estimator with the CFG modi cation, where in [19], the modi ed CFG estimator
performs better than the modi ed Pickands estimator for Archimax copulas.

We also provide the IRAE and time taken versus number of minibatch iterations
in Figure 5.6. All timings are with a 2.7 GHz Intel Core i7, 16GB 2133MHz LPDDR3.

The plots suggest that our algorithm converges and is not computationally intensive.

Figure 5.6 : IRAE of tting ~ given true' and time taken versus number of mini-
batch iterations. Each line is for a di erent copula setting in Table 5.2.

5.7.2 Application to Modeling Nutrient Intake

The USDA studied the nutrient intake of women [121]. There ara 1459 observa-
tions of dimensiond 17, corresponding to the variables: Energy, Protein, Vitamin
A (IU), Vitamin A (RE), Vitamin E, Vitamin C, Thiamin, Ribo avin, Niacin, Vi-
tamin B6, Folate, Vitamin B12, Calcium, Phosphorus, Magnesium, Iron, Zinc. We
can model and understand the dependencies between the intake of di erent nutri-
ents with an Archimax copula. This dataset was previously studied in [95] where
using a Clayton-NSD Archimax copula improved t over a Clayton Archimedean
copula. However, in [95], the experiment was limited to onlp 737 andd 3,
corresponding to Calcium, Iron and Protein.

We compared our method to copula based models and deep network based models
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using the CvM statistic, de ned in Section 2.5.2, where the integral is computed using
Monte Carlo integration with 10,000 samples ofi drawn uniformly at random from
ro; 1 1.

For the copula models, we compare to the Gaussian (GC), R-vine (RV), C-
vine (CV), D-vine (DV), Archimedean (AC ), hierarchical Archimedean (HAC) [48],
extreme-value (EV) and the state-of-the-art Clayton-Archimax (C-AX") [19] cop-
ulas, where for copulas marked with, we use' described in Section 5.4 and for
copulas marked with: we use the sampling methods fo8 described in Sections 5.2
and 5.3. The estimation and sampling of the other copula based models were done
using theCopulas library [26] in Python and the HACopulaoolbox [47] in MATLAB.

For the deep generative models, we compare to the Wasserstein GAN with gra-
dient penalty (WGAN) [3], masked autoregressive ow (MAF) [103], and variational

autoencoders (VAE) [73]. The architectures of the deep networks were:
" WGAN: 3 layers for generator, 3 layers for discriminator, hidden size 128.
" MAF: 2 ows, hidden size 128 for each ow.
" VAE: 3 layers for encoder, 2 layers for decoder, hidden size 128, latent size 16.

We denote our model with the abbreviation (Gen-AX ) and used the architec-
ture: 3 layers with hidden size of 30 fog, and 3 layers with hidden size of 10 fog, .

For all deep models, the implementation was witlPyTorch and the Adam optimizer
was used with learning rate le-3.

With regard to our model, we rst initialize = with Algorithm 5 on block-
maximas. Using the test for extreme-value dependence [75], we chose the block size
n{k 5. The plots for block sizesi\{k P t1; 2;5; 10u and exponents P t2;3; ;10u
are given in Figure 5.7. We compared our initial estimate to the state-of-the-art

CFG estimator applied on the block maximas' [12]. The plot of IRAE against mini-
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batch iterations show convergence in 2000 mini-batch iterations, with a duration of
20s, and an IRAE of 0.08. We then learn with Algorithm 7 on the full dataset,
with samples ofS from Algorithm 6. The plot of MSE in tting the empirical Kendall
distribution show convergence in 2000 mini-batch iterations, with a duration of 25s,
and an MSE of 0.0008. We note that the initialization scheme seems to be performing
well since the learnt'’ focused on modifying only the lower tail. We then updaté
with Algorithm 5 on the full dataset, given' . The NLL of transformed observations
went from 1.67 in the initialization to -1.12 with the use of . The IRAE to the

state-of-the-art modi ed CFG estimator on the full dataset was 0.078.

Figure 5.7 : Selection of block size using test for max-stable propertg{k 5 [75].

The results comparing our model to the copula based models and deep network

based models are presented in Table 5.3.

Table 5.3: Goodness-of-t to 1@ nutrient intake data and 1000 C-NSD copula

Copulas Deep Nets Ours
GC RY CV DV AC* HAC EV : C-AX: GAN MAF VAE Gen-AX*:
Nutrient CvM 1023 0.081 0.3 0.2 0.6 0.030 0.2 0.4 0.6 0.033 0.036 0.08®26
C-NSDCvM 105 - - - - - - - - 16 3 5 3

The proposed Gen-AX has the lowest CvM statistic among the competing meth-

ods, suggesting that the data may have Archimax dependence. The C-AXid not
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