
Design and Management Strategies for Hardware
Accelerators

by

Atefeh Mehrabi

Department of Electrical and Computer Engineering
Duke University

Date:
Approved:

Daniel J. Sorin, Co-Supervisor

Benjamin C. Lee, Co-Supervisor

Yiran Chen

Alvin R. Lebeck

Henry D. Pfister

Dissertation submitted in partial fulfillment of the requirements for the degree of
Doctor of Philosophy in the Department of Electrical and Computer Engineering

in the Graduate School of Duke University
2022



Abstract

Design and Management Strategies for Hardware Accelerators

by

Atefeh Mehrabi

Department of Electrical and Computer Engineering
Duke University

Date:
Approved:

Daniel J. Sorin, Co-Supervisor

Benjamin C. Lee, Co-Supervisor

Yiran Chen

Alvin R. Lebeck

Henry D. Pfister

An abstract of a dissertation submitted in partial fulfillment of the requirements for
the degree of Doctor of Philosophy

in the Department of Electrical and Computer Engineering
in the Graduate School of Duke University

2022



Copyright © 2022 by Atefeh Mehrabi
All rights reserved except the rights granted by the

Creative Commons Attribution-Noncommercial Licence

http://creativecommons.org/licenses/by-nc/3.0/us/


Abstract

Hardware acceleration, which entails customizing datapath and control logic for a

specific application, has led to remarkable performance and power efficiency. Hard-

ware accelerators have emerged in various forms including specialized processors (e.g.,

graphics processing unit [GPU]), fixed function custom circuits (e.g., application-

specific integrated circuit [ASIC]), and reconfigurable fabrics (e.g., field-programmable

gate array [FPGA]). Though accelerators provide excellent gains, the development

of efficient ones is time-consuming, costly, and complex. Various techniques such as

high-level synthesis (HLS) and FPGAs have been employed to reduce acceleration

costs. However, hardware acceleration remains challenging due to the effort required

to understand and optimize the design, as well as the limited system support avail-

able for efficient run-time management. Inefficient design mechanisms and a lack of

proper run-time management policies for emerging platforms limit the pace at which

accelerators can scale.

This dissertation investigates solutions to reduce the costs and complexities of

developing and using hardware accelerators. We pursue these goals by applying in-

telligent design mechanisms and e�cient run-time management policies. We present

three pieces of research, each of which tackles a unique design or run-time challenge.

First, designing hardware accelerators remains largely dependent on register-transfer

level (RTL) design and writing hardware code (i.e., Verilog, VHDL), which is a te-

dious process. The growing demand for hardware accelerators has attracted more
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attention to faster solutions such as HLS. However, generating the optimal RTL with

HLS requires tuning optimizations. This process can take days and is heavily reliant

on designers. We build an automated framework called Prospector to further reduce

the design effort with statistical learning. Prospector uses Bayesian optimization to

tune optimizations intelligently and discover efficient designs.

Second, FPGAs have gained popularity due to their reconfigurability, which re-

duces the high fabrication costs of custom circuits in ASIC. The deployment of

increasingly large and capable FPGAs as reconfigurable accelerators has motivated

researchers to identify mechanisms for sharing FPGAs to further reduce hardware

costs. However, unlike the support provided for general-purpose processors, FPGA

system support is not yet mature. Traditional scheduling policies used to manage

other shared resources (e.g., multi-core CPUs) do not account for the unique charac-

teristics of FPGAs, leading to infeasible or inefficient allocations of FPGA resources

and poor system outcomes. We study the unique characteristics of emerging FP-

GAs and propose a novel scheduling policy called spatiotemporal FPGA scheduling

(STFS). STFS provides a flexible resource-sharing method that delivers predictable

long-term allocations without significantly degrading system efficiency.

Finally, hardware-software co-design is explicitly challenging for kernels with ir-

regular and data-dependent computation patterns. Sparse operations, which are at

the heart of applications in many domains, are among the most challenging to accel-

erate. When mapped to parallel hardware like GPU, the distribution of the non-zero

elements and underlying hardware platform affect the execution efficiency. Tuning

application kernels significantly influences how operations map to the underlying

hardware accelerator. Given the diversity in workloads and architectures, there is

no one-size-fits-all solution. We focus on accelerating the sparse matrix multi-vector

multiplication (SpMM) performance on GPU architectures. We propose an intelli-

gent mechanism for optimizing SpMM performance based on the sparsity pattern
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in the data. Our solution relies on developing a set of simple but effective data

permutation policies that improve GPU resource utilization and/or memory access

latency.
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1

Introduction

Heterogeneous computing has been growing rapidly in recent decades. From stan-

dalone machines to data centers and clouds, diverse computing systems have adopted

domain-speci�c processors and application-speci�c accelerators. Researchers in both

industry and academia have dedicated signi�cant time and e�ort to this area. This

chapter de�nes accelerators and explains their purpose. It subsequently considers

some of the unique challenges system and architecture communities face in this

domain. The chapter concludes by discussing novel approaches to tackling these

challenges and summarizing the key contributions of this dissertation.

1.1 Towards Hardware Acceleration

1.1.1 Moore's Law

In 1965, drawing on his empirical observations, Gordon Moore predicted that by

shrinking transistors' size over time, the number of transistors that can �t economi-

cally onto a single area of a microchip would double every year, a time frame that was

later revised to 18 months [1]. Figure 1.1 from Moore's original paper demonstrates

Moore's Law of scaling the number of transistors on an integrated circuit over time.
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Figure 1.1 : Moore's Law on Transistor Scaling. Moore's Law predicts that
the number of transistors on an integrated circuit will double every year [1].

Despite its reliance on empirical results, Moore's Law has accurately predicted the

technology scaling and progress in the semiconductor industry for decades.

In addition to considering the scaling trend, Moore observed that the cost per

transistor depends on two factors: transistors' density on a chip and the rate at which

fabricated chips on a wafer are working (i.e., yield). Moore stated that shrinking

transistors for simple circuits allows more components to be �t into the same package

area, reducing the cost per component. However, adding components also reduces

the fabrication yield. Figure 1.2 demonstrates that as the number of components

grows, at some point, the reduction in the yield negates the gains from the higher

transistor density. As a result, the cost per component starts to increase. As shown

in Figure 1.2, for each technology scale, there is a density at which the e�ects from

transistor density and yield rate balance and the cost per component is minimized [1].

Driven by Moore's Law, the semiconductor industry has scaled the size of the tran-

sistor and wafer together to reduce the average cost per transistor over the years [2].

On the one hand, reducing the transistors' size allows more transistors to be �t into

the same die area. On the other hand, increasing wafer size amortizes the cost of

2



Figure 1.2 : Moore's Law on Cost Per Component. Moore's Law states that
the minimum cost per transistor is achieved by balancing the number of transistors
on a chip and the yield rate of fabrication [1].

the fabrication steps across more chips. Larger wafers also reduce defective densities

since defects are more likely to be found at the edges of the wafer [3]. Together,

these two details have guided cost scaling in the semiconductor industry.

1.1.2 Dennard Scaling

In 1974, in a seminal paper on metal-oxide semiconductor (MOS) device scaling,

Robert Dennard presented a speci�c formula for transistor scaling [4]. Table 1.1

summarizes how scaling a�ects device parameters under ideal conditions, wherek is

a unit-less constant. By scaling the technology nodes, transistors' dimensions,e.g.,

gate oxide thickness (tox), length (L), and width (W), become smaller by a factor

of k. If voltage scales proportionally to transistors' dimension scaling, the electric

�eld remains constant. The capacitance (C � � pLW {toxq) decreases by a factor of

k, where � is the dielectric coe�cient. Consequently, the charge (Q � CV) scales

by 1{k2. The current also scales by 1{k. As a result, the delay (D � CV{I ), power

dissipation (P � V I ), and energy (E � CV2) become smaller by a factor ofk, k2,

and k3, respectively.
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Table 1.1: Dennard Scaling. Dennard scaling captures how scaling transistors'
dimensions a�ects other device parameters [4].

Device or Circuit Parameter Scaling Factor
Device dimensiontox, L , W 1{k

Doping concentrationNa k
Voltage V 1{k
Current I 1{k

Capacitance� A/t 1{k
Delay time per circuit V C{I 1{k

Power dissipation per circuitV I 1{k2

Power densityV I {A 1

Dennard's theory permitted chip vendors to achieve higher gate density and faster

transistors with lower energy. Dennard showed that scaling transistors' size and

voltage together results in smaller and faster transistors that dissipate less power but

achieve the same power density [3, 4, 5, 6]. When transistors' size and voltage was

scaled down, processor clock frequency increased from one generation to another.

The scaling principles presented by Dennard provided a formula for performance

scaling and set expectations for future advances in process technology [7].

1.1.3 End of an Era

Along with Moore's Law, Dennard scaling enabled the semiconductor industry to

build faster and less expensive transistors for decades. Nevertheless, power and power

density continuously increased because designers did not follow Dennard's rules

strictly and optimized the circuits in more aggressive ways (e.g., deeper pipelines)

that increased clock frequency and power density beyond Dennard's predicted trends.

Since the designs were not power-constrained, increasing performance by paying

higher power costs was not a problem for years [5]. In the early 2000s, however, eco-

nomically cooling the high-performance designs became a signi�cant concern. While

scaling frequency below constant power density (i.e., avoiding aggressive optimiza-
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tions) was still possible, the voltage (VDD ) scaling at the 90-nm technology node

started to slow down dramatically. The small threshold voltage (Vth ) of the tran-

sistors introduced the problem of leakage current [5]. Leakage power became great

enough that it was necessary to consider it in the power budget [6]. Since the leak-

age current is exponentially related to the threshold voltage,Vth stopped increasing.

VDD could not continue to scale withoutVth to avoid adverse e�ects on performance.

As voltage scaling came to a halt, the scaling factor for energy dropped fromk3 to

k. However, the transistors' density grew at the same rate, leading to a potentially

dramatic increase in power density [5].

Because of the increased number of transistors and increased power constraints on

chips [8], only a fraction of the on-chip resources could remain active at a time. This

e�ect is known as dark silicon [9]. To mitigate power constraints, designers had to

optimize the designs rigorously to minimize the cost per performance [10, 11, 12, 13].

Solutions such as clock gating and power gating helped designers to create power-

constrained circuits by reducing waste to some extent. Clock gating prevents logic

gates from switching if their output is unused in a cycle, thereby reducing dynamic

energy with no impact on performance. Power gating shuts down an entire block if

it is not used for more extended periods to reduce the leakage power [5].

With the end of Dennard scaling and increasing power costs, chip vendors could

not continue frequency scaling and scale performance as usual. Figure 1.3 summarizes

over 50 years of data researchers collected on the trends in microprocessors [14,

15]. As microprocessors' frequency scaling stopped [12, 13, 16], the need for higher

performance processors motivated the microprocessor industry to adopt multi-core

processors. The increased number of transistors (Moore's Law) was used for multiple

simpler cores to enable higher parallelism. Although this solution sacri�ced the

single-threaded performance, the increased parallelism had the potential to improve

the aggregate performance for parallel applications.
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Figure 1.3 : End of Dennard Scaling. Microprocessor data collected by re-
searchers [14, 15] over 50 years shows that despite continuous growth in the number
of transistors, frequency and single-thread performance scaling came to halt due to
power limits on chips. The plot for 50 years of microprocessor trends is from [15].
Original data up to the year 2010 is from CPU DB [14].

Multi-core processor scaling did not completely solve the problems caused by the

end of Dennard scaling [9]. Amdahl's Law [17] observes that when a fraction of ap-

plication f becomes parallel by a speedup ofS, the overall speedup equals 1
pp1� f q� f

S q
.

Based on Amdahl's Law, when the execution time of the sequential portion of the

application dominates, higher parallelism in multi-core processors cannot improve

performance considerably [5]. Figure 1.4 shows the speedup achieved by scaling the

number of the cores for an application with di�erent parallel portion sizes. At 95%

parallelism, the speedup from multi-core scaling does not go beyond 20� .

The dark silicon e�ect created a signi�cant gap between achievable performance

by multi-core scaling and the expectations based on Moore's Law [9]. To further

improve energy e�ciency and performance, the semiconductor industry realized the

need for new solutions to utilize transistors more e�ciently. Hardware specialization
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Figure 1.4 : Amdahl's Law for Multi-core Scaling. Achievable speedup with
respect to the parallel portion of the application according to Amdahl's Law [17].

soon became an attractive next step, providing signi�cant performance and energy

gains via application-speci�c hardware design.

1.2 Domain-speci�c Computing

Specialized hardware is a domain-speci�c datapath and control 
ow developed to

execute a speci�c application with better power and performance trade-o�s than

general-purpose processors. The data collected from several chips [18] in the early

2000s shows that specialized hardware makes a signi�cant di�erence. Dedicated

application-speci�c accelerators have been shown to be 1000� more energy e�cient

than general-purpose processors. Acceleration occurs at various granularities from

instruction to kernel to application level.

Specialized hardware's outstanding performance and power e�ciency gains led to

the fast adoption of specialized IP blocks to commercial chips. Heterogeneous archi-

tectures may include CPUs, GPUs, and various specialized IP blocks that share other

on-chip resources like memory and network-on-chip. More than 50% of the area on
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Figure 1.5 : Hardware Acceleration Growth on Apple SoC . The number of
specialized IP blocks on A4 to A11 Apple SoCs has continuously grown. Data is
estimated by Maltiel Consulting and Shao et al. [19]

the Apple A8 SoC was dedicated to IP blocks other than general-purpose processors

and GPUs [19]. As demonstrated in Figure 1.5, the number of specialized blocks has

grown consistently in the subsequent generation of Apple SoCs. In addition to the

number of specialized blocks, the diversity of specialized blocks is notable. Various

specialized hardware units, each dedicated to accelerating a speci�c function, are

deployed in today's SoCs.

Hardware accelerators may be tightly or loosely coupled with general-purpose

processors. O�-chip and on-chip accelerators are two common ways of prototyp-

ing accelerators into systems. GPUs and FPGA accelerators attached to PCIe (e.g.,

Catapult [20], IBM CAPI [21]) are examples of o�-chip accelerators. In this case, the

CPU and the accelerator do not have �ne-grained communication or share on-chip

memory. Consequently, the CPU has to o�oad the required data to the accelerator

for processing. Therefore, accelerators' performance gains must surpass the commu-

nication costs to make a strong case for using the accelerators. In contrast, on-chip

accelerators typically do not require programmers to handle low-level data move-

ment between the CPU and the accelerators. SoCs need proper support for memory

virtualization and cache coherence to handle shared on-chip communication.
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Figure 1.6 : Specialized Hardware Design Flow. Accelerator design entails
multiple steps at design time and run-time.

1.3 Challenges in Specialized Hardware Domain

The transition from software to hardware demands e�ort across di�erent comput-

ing stack layers, from high-level applications to low-level circuits. This dissertation

mainly focuses on kernel-level acceleration. Figure 1.6 presents our high-level view

of the di�erent phases in transitioning from software to hardware. A subset of these

steps relates to the design phase, and the rest correspond to the run-time implemen-

tation phase.

Design Phase. Hardware accelerators take various forms, including specialized

processors and application-speci�c integrated circuits. Specialized processors such

as GPUs have a �xed microarchitecture that makes them suitable for executing a
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certain category of computations more e�ciently than general-purpose processors.

Kernels are tuned and mapped to such processors to exploit parallelism and boost

performance. Hardware accelerators also take the form of custom application-speci�c

circuits for which designers need to develop RTL. RTL designs are implemented by

fabricating �xed function integrated circuits ( i.e., ASIC) or programming a recon-

�gurable fabric ( i.e., FPGA). In either case, high-level description in software (i.e.,

kernel tuning) signi�cantly in
uences hardware quality.

Run-time Implementation Phase. The rapid growth in accelerators and their

performance and power gains has led to their increased deployment by data centers

and clouds [20, 22, 23]. High-
exibility designs and e�cient dynamic resource man-

agement are critical to balancing the costs and gains of increasing heterogeneity

at a large scale. Like traditional hardware resources (e.g., CPUs, memory), sharing

hardware platforms among multiple hardware accelerators is bene�cial for improving

resource utilization. The sharing of hardware platforms has opened up a new avenue

of research on virtualizing recon�gurable accelerators. Developing a hypervisor re-

sponsible for providing accelerators with su�cient run-time management utilities is

essential.

Despite the excellent e�ciency of hardware accelerators, designing and deploying

accelerators into systems su�ers from numerous challenges in each of the stages pre-

sented in Figure 1.6. The architecture community is still in its preliminary stages of

understanding design trade-o�s for accelerators. Accelerators' infrastructures, tools,

platforms, and workloads are less mature than those of general-purpose processors,

making architectural innovations slower. In the rest of this chapter, we discuss some

of these challenges and our proposed solutions.

High Costs of RTL Design. Designing RTL is complex in multiple ways.

First, designing an e�cient RTL takes days, if not weeks, and signi�cant human ef-

fort. Long design cycles limit the opportunities for exploring new trade-o�s and con-
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ducting architectural research. Second, RTL design requires programmers to write

low-level programs in hardware languages (e.g., Verilog, VHDL), necessitating a deep

understanding of the hardware. Accordingly, not all high-level system programmers

can quickly transform their software applications into hardware designs.

The high costs of RTL design have led the community to explore faster and more

automated mechanisms for RTL design. High-level synthesis (HLS) has attracted

increasing attention for this purpose [24]. HLS reduces RTL design time by auto-

matically producing RTL from high-level programs; however, it does not entirely

resolve the issue. HLS tools rely heavily on user inputs and manual optimizations.

As a result, producing quality RTL with HLS remains a challenge. Users have to

tune various optimization pragmas on their input programs and explore trade-o�s in

the output RTLs. Although HLS is faster than handwritten RTL production 
ow,

exploring the trade-o�s and producing quality RTL is neither fast nor easy.

Lack of Run-time Management Policies. The design and fabrication of cus-

tom circuits are time-consuming, expensive, and labor-intensive. ASIC accelerators,

while providing excellent performance and power e�ciency, lack 
exibility. Designers

have to fabricate a new chip for each new kernel or change to an existing hardware

design. With the increasing adoption of hardware accelerators into the system, con-

cerns regarding the limited 
exibility and high costs of ASIC chips have grown. More


exible hardware platforms like FPGAs have attracted attention as a means of over-

coming this issue. FPGAs outperform general-purpose processors by providing the

substrate to implement custom logic. Unlike ASICs, FPGAs are reprogrammable,

reducing fabrication costs and facilitating higher dynamism.

Despite the excellent balance between e�ciency and cost that FPGAs provide,

dynamic resource management for FPGAs is a challenge. FPGAs are becoming larger

and more capable. To reduce capital costs, mechanisms for virtualizing FPGAs to

utilize their resources e�ciently have taken on increased importance. As FPGAs be-
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come larger and more capable, mechanisms for sharing them have evolved. However,

the system support for FPGA virtualization remains minimal. As the competition

for resources grows in large-scale data centers and clouds, it has become challenging

to decide which tasks should be accelerated at each period to meet speci�c system

goals. Today's FPGAs lack the sophisticated virtualization and run-time manage-

ment support that general-purpose processors have, leading to designs that are either

complex or ine�cient.

Complex Hardware Software Co-design. Another common way of boosting

performance and acceleration is adding a specialized processor like a GPU as a co-

processor to the general-purpose processors. In such cases, the underlying hardware

architecture is known, and software kernels are tuned and mapped to hardware for

the purpose of acceleration. GPUs are a good �t for single instruction multiple data

(SIMD) operations, and their highly parallel architecture and memory bandwidth

are useful for o�oading such kernels from the CPU to GPU. Designers do not need

to design RTL in this category of accelerators. However, kernel tuning for the par-

allelization of the software to map it to the available hardware plays a key role in

performance.

Sparse computation is representative of kernels with irregular computation and

data-dependent behavior. It is challenging to �nd the computation pattern and

its correlation with underlying hardware for such kernels. The pattern changes as

inputs change, and a kernel tuning that works for one input might not work for

another one. Not only does analyzing the patterns and tuning the kernels require

a deep understanding of software and hardware, but it is also time-consuming and

cannot occur online. Utilizing the parallel hardware e�ciently and achieving high

performance for such kernels is a major challenge.
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1.4 Dissertation Contributions

This dissertation focuses on the three challenges discussed in the previous section.

Our goal is to make the accelerator design process more cost-e�ective and accessible

to a broader range of users by deploying intelligent design mechanisms and applying

e�cient run-time management strategies.

Automated and Fast Hardware Design Framework (Chapter 2). In

Chapter 2, we introduce Prospector [25, 26]. Prospector is an automated framework

we developed that uses statistical learning to reduce the costs of RTL design via HLS.

Various optimization options and several potential code locations lead to vast design

space to explore optimal designs via HLS. Prospector uses Bayesian techniques to

navigate the choice of optimizations in HLS to reduce the execution latency and

resource usage of hardware accelerators. Prospector quickly and accurately searches

huge multi-dimensional design spaces and outperforms alternative search heuristics

in doing so.

E�cient Scheduling Policy for Virtualized Shared FPGAs (Chapter 3).

As discussed in Section 1.2, the deployment of increasingly large and capable FP-

GAs as recon�gurable accelerators has motivated designers to explore mechanisms

for sharing them, but system support for FPGAs is not yet mature. Traditional

scheduling algorithms do not account for the unique characteristics of FPGAs, lead-

ing to infeasible or ine�cient resource allocations. In Chapter 3, we propose a novel

scheduling policy called spatiotemporal FPGA scheduling (STFS) [27]. Spatiotem-

poral FPGA scheduling overcomes the challenges of traditional scheduling algorithms

to achieve long-term target allocations by tracking and correcting deviations from

targets across management periods. Compared to traditional algorithms, spatiotem-

poral FPGA scheduling produces allocations up to 32% closer to targets, improves

average throughput by up to 44%, and improves average FPGA utilization by up to
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23%.

Intelligent Hardware-aware Sparse Kernel Tuning (Chapter 4). Achiev-

ing peak performance through parallelism for kernels with irregular and data-dependent

computation patterns, like sparse kernels, is challenging. The distribution of the

non-zero elements in sparse datasets and underlying hardware platforms a�ects the

execution e�ciency. In Chapter 4, we propose an intelligent mechanism to accelerate

sparse matrix multi-vector multiplication (SpMM) kernel on GPU architectures [28].

We propose several simple but e�ective sparse data permutation policies for a widely

used sparse data structure, compressed sparse row (CSR). We demonstrate that for

a large number of sparse datasets used in real-world problems, picking the right per-

mutation improves performance by 1.4� on average. However, choosing the most

suitable permutation for each dataset is not trivial, and exploring all possible per-

mutations is not practical. We propose a set of novel features drawn from inputs

that describe sparsity patterns and their interactions with the kernel and hardware.

Using this feature set, we develop a predictor to select the best permutation for each

matrix intelligently. Our predictor yields 96% of the maximum gains achievable by

exhaustively applying a set of permutation policies to �nd the right one for each

matrix.
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2

Prospector: Synthesizing E�cient Accelerators via
Statistical Learning

2.1 Introduction

As Dennard scaling ends, the pursuit of specialized hardware for energy e�ciency

has become prevalent. Accelerators have been developed for various applications,

including machine learning [29, 30], robotics [31], web search [20], and others [32, 33].

Accelerators derive their energy e�ciency from specializing datapath and control for

speci�c functionality [34]. Many platforms, including datacenters [20], instantiate

accelerators on �eld-programmable gate arrays (FPGAs) to realize their bene�ts

while avoiding the costs of custom circuits.

Given that RTL design is a tedious time consuming process, the need for accel-

erators has renewed interest in high-level synthesis (HLS) [35], a tool
ow in which

designers specify functionality in a high-level language and automated tools produce

RTL code. Such tool
ows o�er large productivity gains when compared to manually

writing RTL, a time-consuming process that requires expertise in digital design. But

challenges remain because designers must rely on HLS directives to guide synthesis
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and produce quality RTL [36].

Directives are hints to the HLS tool, indicating that some code locations could be

optimized to improve performance. Designers of complex accelerators need to tune

varied directives at di�erent code locations, which de�ne a vast design space. The

size of the space depends on the number of lines of code, the choice of directives (e.g.,

loop unrolling), and the choice of settings for a given directive (e.g., unrolling factor).

Even worse, the e�ects of multiple directives interact to a�ect performance in subtle

and unexpected ways. Given the scale of the challenge, designers need automated

solutions that generate many RTL variants and explore trade-o�s between cost and

performance yet deliver the desired accelerator functionality.

We have developed Prospector [25, 26], a framework for synthesizing e�cient

accelerators with optimization directives. Many platforms, including datacenters

[20], have started instantiating accelerators on �eld-programmable gate arrays (FP-

GAs) to realize their bene�ts while avoiding the costs of custom circuits. Prospector

supports both ASICs and FPGAs, this chapter focuses on FPGAs given the grow-

ing interest in recon�gurable accelerators. The framework coordinates the placement

and con�guration of HLS directives, seeking low execution time and e�cient resource

usage. Prospector achieves these goals in two ways. First, it encodes the design space

so that statistical models can capture accelerator performance and FPGA costs (e.g.,


ip-
ops, lookup tables, block RAMs and digital signal processors) more e�ectively.

Second, as HLS measurements are expensive, it samples the design space in order to

reveal optimal designs more e�ciently.

Prospector uses Bayesian optimization, a method starting to �nd success in digital

design [37, 38], to judiciously collect data, incrementally train models, and e�ciently

optimize designs. E�cient data collection and analysis is critical because evaluating

each point of the design space involves costly synthesis and place-and-route. We show

that Prospector e�ciently reveals design optima by running HLS measurements on
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a small percentage (e.g.,  1%) of the whole design space. Such capabilities re
ect

Bayesian optimization's particular strengths, which are absent in popular search

heuristics, such as genetic algorithms and simulated annealing.

The following summarizes our contributions in this chapter.

ˆ E�ective Search Algorithms. Prospector places and con�gures optimiza-

tion directives by modeling their e�ect on accelerator performance and FPGA

resource usage. Concise design encodings and intelligent design sampling per-

mit the use of Bayesian optimization for HLS.

ˆ E�cient Resource Usage. Prospector discovers designs that meet perfor-

mance targets using fewer FPGA resources. Compared to classic approaches,

Prospector discovers designs that require 35% fewer FPGA resources on aver-

age (Table 2.4.)

ˆ Broad Pareto Frontiers. Prospector captures high-dimensional trade-o�s

between performance and FPGA cost and �nds more accurate Pareto frontiers.

The distance between the Pareto frontier and the true frontier for Prospector is

0.57� (less distant) of the average distance for alternative approaches (Figure

2.12.)

ˆ Heterogeneous Accelerator Design. Prospector supports heterogeneous

mixes of accelerator designs, allowing the FPGA to use trade-o�s between fast

but large and small but slow accelerators to respond when workload mixes

evolve and resource allocations change.

2.2 The Prospector Framework

We optimize accelerator design 
ows that use high-level synthesis (HLS) to target

�eld-programmable gate arrays (FPGAs). We develop a statistical framework, called
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Figure 2.1 : Prospector Framework

Prospector, for identifying synthesis parameters that best optimize an accelerator

design. We leverage Bayesian optimization, which builds a probabilistic model that

approximates an unknown function and serves as its surrogate [39]. Bayesian tech-

niques are particularly e�ective when the function is a black box and evaluating the

function is costly. The technique iteratively samples parameter values, evaluates the

function with those values, and updates the probabilistic model. Over multiple iter-

ations, the optimization approaches optimal parameter values ^x � arg maxxPX f pxq

for function f .

We consider the HLS tool
ow (i.e., simulate, synthesize, place-and-route1) an

unknown function to be modeled and optimized. The function's inputs specify the

placement and con�guration of synthesis directives [24, 40]. The function's out-

puts quantify design quality, which include execution time and multiple measures of

1 Place-and-route is a user option in Prospector, and we assume it is chosen in this chapter.

18



FPGA resource utilization. Although we can invoke the HLS tool
ow to evaluate the

function for any set of inputs, evaluations are prohibitively expensive when exploring

large, complex design spaces.

Figure 2.1 summarizes the Prospector framework. Its input is high-level source

code that describes accelerator functionality. Its outputs are RTL implementations

that re
ect varied performance and cost trade-o�s. Within Prospector, the Bayesian

optimization unit (BOU) explores the design space iteratively. In each iteration, the

BOU controls the choice of synthesis directives and the HLS tool
ow converts source

code to RTL. After multiple iterations, Prospector identi�es synthesis directives and

accelerator designs that balance execution time and FPGA resource utilization.

2.2.1 Design Space

Architects use directives to specify optimizations and guide HLS. For example, soft-

ware pipelining increases throughput by executing instructions from multiple loop

iterations simultaneously [41]. Memory allocation increases throughput by distribut-

ing data across independent memory banks [42]. Determining which directives are

e�ective requires time-consuming simulation. The problem is complicated by two

inter-related questions.

ˆ Placement. Which code locations should be targeted by an optimization?

ˆ Con�guration. What values should an optimization's arguments take?

Both placement and con�guration heavily in
uence optimization e�ectiveness

and design quality. The design space size increases exponentially with the number

of loops, arrays, and functions targeted for acceleration. An architect may need to

try many directives because interactions between the di�erent optimizations are dif-

�cult to anticipate. If each trial were to invoke HLS, the computation for simulation,

synthesis, and place-and-route would require days if not weeks. To understand the
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magnitude of the optimization problem, consider a benchmark like 2mm that adds

product matrices from two matrix multiplications. The spectrum of unrolling fac-

tors and pipeline initiation intervals for its nested loops (shown later in Table 3.2)

produces a parameter space with over 15,000 points.

Tuning the HLS parameter space is particularly important for recon�gurable

platforms. FPGAs are cost-e�ective and have been deployed in numerous high-

performance settings such as datacenters [20, 43, 44]. Their recon�gurability is nec-

essary when user demands vary across time, applications evolve quickly, and data

inputs a�ect implementation choices [20]. But recon�gurability is also challenging

when architects seek to simplify application development while retaining accelerator

e�ciency [45]. Responsive recon�gurability requires methods to identify and realize

the best accelerator design from large design spaces.

2.2.2 Bayesian Optimization Overview

Statistical Model

The Gaussian process is a statistical model of an unknown function. For each input,

the model estimates the function's output and the uncertainty around that estimate.

The model is trained by sampling inputs, evaluating the function, and obtaining out-

puts. These sampled measurements supply data that re�ne estimates for unobserved

outputs. Moreover, they reduce uncertainty around estimates for the corresponding

outputs. As data become available, the Gaussian process updates its model of the

function to produce increasingly accurate and con�dent estimates.

Figure 2.2a illustrates the Gaussian process. Suppose that by evaluating the func-

tion, we obtain data tpx1; f 1q; px2; f 2q; px3; f 3qu. We model output f � for previously

unobserved inputx � using a Gaussian random variable with mean� � and standard

deviation � � . Intuitively, � � should be near the outputs for inputs similar tox � and

� � should decrease when more outputs are observed for inputs similar tox � .
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The Gaussian process uses samples as training data to construct a multivariate

Gaussian model. The kernel functionK constructs the covariance matrix for the

joint Gaussian distribution of the function outputs (f ) based on the function inputs

(x). Many kernel functions exist, but the squared exponential kernel is popular

because it models high correlation between outputsf i and f j when inputs x i and x j

are similar.
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Data Acquisition

Gaussian processes and Bayesian optimization use data sparingly. An acquisition

function incrementally selects inputs for which the target function should be evalu-

ated, producing a sequence of implemented designspx; f q. Early in the procedure,

the acquisition function favors exploration and selects inputs for which the func-

tion's output is uncertain. Later, it favors exploitation and selects inputs for which

the function's output is likely closer to the optimum. Thus, data collection re
ects

prior measurements and statistical uncertainty about the function's output.

Figure 2.2a illustrates updates to the Gaussian process and the acquisition func-

tion's estimate of utility from data. This example selects the input based on expected

improvement over the current optimum modeled by the Gaussian process. Many ac-

quisition functions have been proposed to select the next evaluation based on varied

goals such as probability of improvement, expected improvement, GP con�dence

bounds, etc. [46, 47]. Prospector uses the PESMO acquisition function for multi-

objective Bayesian optimization. PESMO selects inputs to reduce the estimated

Pareto frontier's entropy [48]. The Pareto frontier includes points for which we
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cannot further optimize one dimension in the objective without harming another di-

mension. PESMO is an e�ective acquisition function when synthesizing accelerators

for recon�gurable substrates because the accelerator consumes resources in multiple

dimensions. The optimization seeks to reduce both execution time and FPGA re-

source utilization, measured in terms of the number of 
ip-
ops (FFs), lookup tables

(LUTs), digital signal processors (DSPs), block RAMs (BRAMs) .

Prediction and Optimization

As the acquisition function supplies data to train the Gaussian process, predictions

become more accurate. Suppose we wish to predict the function's outputf � at x � ,

a previously unobserved input. The Gaussian process assumes thatf � follows a

Gaussian distribution with mean m� � 0 and varianceK �� � 1 and extends the

multivariate Gaussian distribution. To aid the explanation, let us de�ne covariance

for prior inputs K , covariance for the target inputK � , and variance for the target

input K �� .
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We calculate the posterior conditional distribution off � given dataf � t f 1; f 2; f 3u

from the procedure for calculating marginal and conditional distributions for multi-

variate Gaussians [49].

ppf � |f q � N p� � ; � � q � N pm� � K T
� K � 1f; K �� � K T

� K � 1K � q

In Bayesian terminology, the posterior mean� � updates the prior m� to re
ect
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(a) Gaussian process

(b) Surrogate model and acquisition function

Figure 2.2 : Bayesian Optimization Components. (a) Gaussian process with
measurements forx1; x2; x3 and prediction for x � . (b) Bayesian optimization updates
model as data is acquired (left). Acquisition function selects data measurements
based on expected bene�ts (right).

observed outputsf . The posterior standard deviation� � updates the prior K �� to

re
ect covariance between observed outputsK .

The mean � � predicts the output and the standard deviation� � assesses pre-
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diction uncertainty. Accuracy increases and uncertainty decreases as the training

process evaluates the function for inputs similar tox � . The estimate for � � is a

linear combination of f 's that assigns greater weights when the correspondingx's

are similar to x � . The estimate for � � decreases as similarities betweenx � and x

increase.

Bayesian optimization and the acquisition function use predictions to assess de-

sign quality, assess model uncertainty, and guide data acquisition in the search for

inputs that optimize the output. In this work, the inputs encode optimization direc-

tives used for high-level synthesis. The outputs describe �gures of merit in accelera-

tor design. We use separate Gaussian processes for execution time, FF usage, LUT

usage, DSP usage, etc. This formulation permits multi-dimensional Bayesian opti-

mization, which is important when navigating trade-o�s for accelerators synthesized

on FPGAs.

2.2.3 Directive Encodings

We re�ne Gaussian processes by iteratively synthesizing and evaluating a sequence

of designspx; f q.

Inputs. We de�ne input x to be a vector of variables, each of which encode

the use of a synthesis directive. First, we encode directive placement using a binary

variable, indicating whether a directive is applied, for each code location that could

be optimized. Next, we encode directive con�guration using a categorical variable to

describe the optimization's mode and integer variables to specify the optimization's

tunable argument.

Outputs. The synthesis of input x produces output f . We de�ne f to be

a vector of metrics relevant to our optimization objective. These metrics include

execution time and utilization for each type of FPGA resource including 
ip-
ops
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(FFs), look-up tables (LUTs), digital signal processors (DSPs), and block RAMs

(BRAMs).

Encoding Directive Placement. Users specify the code locations for which

they wish to explore optimization directives. For instance, users can select labels

for loops in the high-level code. Based on user speci�cations, Prospector de�nes

parameters for the number of code locationsL, and the number of possible directives

D for each location. We construct a bit map for each directive. The map's length

equals the number of locations optimized. The result isD maps with L bits each.

Each bit indicates whether a directivedPr1; Ds is active at location lPr1; Ls. We

convert each directive's map into an integer between zero and 2L � 1. For example,

if each of three loops could be unrolled, we encode the unrolling strategy with a three-

bit map that corresponds to an integer between zero and seven. Thus, the bitmaps

permit Gaussian processes to model and explore directive placement. Because some

directives do not apply to some locations (e.g., function inlining does not apply to

loop locations), users can provide separate sets ofL and D values for di�erent types

of locations. Placement is monitored either via this separate integer parameter or by

considering inactive state as one possible con�guration value for all locations. For

example, an unroll factor of 1 means the unrolling directive is applied to repeat the

loop by factor of one, which technically means the loop is not unrolled.

Encoding Directive Con�guration. We specify the range of possible val-

ues for each directive's categorical and numerical settings. Prospector explores and

samples directive con�gurations within these ranges. For example, a loop could be

unrolled by 2x where x P r1 : 4s or pipelined with an initiation interval x P r2 : 5s.

Note that we sample parameters for directive placement and con�guration indepen-

dently. The sampled unrolling factor for a code location has an e�ect only if the

sampled bitmap activates unrolling for that location.

Example. Figure 2.3 presents code for blocked matrix multiplication, which
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loopjj:for (jj = 0; jj < row_size; jj += block_size)
loopkk:for (kk = 0; kk < row_size ; kk += block_size)

loopi: for (i = 0; i < row_size ; ++i)
loopk: for (k = 0 ; k < block_size; ++k)

i_row = i * row_size;
k_row = (k + kk) * row_size;
temp_x = m1[i_row + k + kk];
loopj: for (j = 0; j < block_size; ++j)

mul = temp_x * m2[k_row + j + jj];
prod[i_row + j + jj] += mul;

Figure 2.3 : Kernel Example. bbgemm kernel code

LocationUnroll = 2, LocationPipeline = 1
Pipeline_i = 3, Pipeline_j = 2, Pipeline_k = 5
Unroll_i = 4, Unroll_j = 8, Unroll_k = 4

Figure 2.4 : Encoding Example. Input ( x) selected by PESMO acquisition
function.

iterates over matrix blocks and block elements in �ve nested loops. We optimize

three code locations (e.g., loops i, j, k) each with two possible directives (e.g., loop

unrolling, pipelining). In each optimization step, the framework samples an input,

translates the input into directives, and runs the HLS tool
ow.

In Figures 2.4{2.5, theLocationUnroll bitmap indicates that the second loop is

unrolled (210 � 0102) and the LocationPipeline bitmap indicates that the inner-

most loop is pipelined (110 � 0012). The input speci�es initiation intervals for each

loop in case the sampled bitmap applies pipelining and speci�es unrolling factors

for each loop in case the sampled bitmap applies unrolling. Thus, our strategy for

encoding HLS inputs models and optimizes directive placement and con�guration

simultaneously.

Scalability. Our encoding produces concise inputs for Bayesian optimization.
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set_directive_unroll -factor 4 bbgemm/loopk
set_directive_pipeline -II 2 bbgemm/loopj

Figure 2.5 : Translation Example. Input ( x) translated into HLS directives.

This e�ciency allows the framework to explore both directive placement with cat-

egorical, discrete variables as well as directive con�guration with numerical, con-

tinuous variables. The encoding produces vectors withD � p 1 � Lq elements, using

integers to determine whetherD directives are enabled at various locations andD� L

integers to specify numerical con�gurations for those directives. Expanding the range

of con�gurations increases the range of values for the correspondingD� L elements

but does not lengthen the vector.

In contrast, prior work is limited by its reliance on binary 
ags alone to indicate

whether directives are applied at code locations [38]. Such a one-hot encoding re-

quires a rapidly increasing number of binary 
ags and one vector element per possible

use of HLS directives. For example, unrolling a target loop by two and by four is

treated as two separate directives each with its own binary 
ag at each location. The

encoded vector length increases with the number of permissible directives, numerical

settings, and code locations. Because the encoding does not scale, prior work focuses

on directive placement and excludes directives' numerical settings.

Constraining Exploration. A multi-objective acquisition function addresses

limitations from single-objective analysis, which optimizes a single dimension sub-

ject to constraints on all other dimensions. An example of single-objective analysis

is latency minimization subject to constraints on the number of LUTs used [38]. Al-

though this approach accounts for multiple �gures of merit, the designer must specify

reasonable constraints on all but one dimension prior to data collection. If speci�ed

constraints are too lax or stringent, Bayesian optimization is likely to return results

that do not reside on the multi-dimensional Pareto frontier.
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Prospector is robust even when the designer provides no guidance about or con-

straints on reasonable directive usage. When evaluation reports high execution time

or resource utilization, the acquisition function is less likely to sample from the

corresponding neighborhood of inputs in future iterations. When synthesis fails to

generate RTL or warns about long simulation times, Prospector assigns high execu-

tion times to the corresponding outputs, discouraging further exploration of similar

directive con�gurations. For example, HLS generates warnings when pipelining the

outer-most loop in blocked matrix multiplication. Despite these pitfalls, Prospector

converges to synthesis inputs that optimize design quality.

Although Prospector does not require domain-speci�c guidance, it can explore

inputs more e�ciently when the designer supplies such guidance. Guidelines might

constrain particular combinations of directives or specify dependences between di-

rectives, thereby pruning optimizations known to perform poorly. For example, un-

rolling every loop in blocked matrix multiply makes little sense. Using one directive

for a loop might preclude the use of others on the same loop. Prospector can ensure

the acquisition function selects inputs that satisfy user constraints before generating

HLS directives.

2.3 Experimental Methods

Benchmarks. Prospector supports any benchmark written in a high-level language

that interfaces with HLS tools. We evaluate application kernels from two benchmark

suites, PolyBench [50] and MachSuite [51], which cover a wide range of functionality

and complexity. We explore design spaces for fdtd-2d, 2mm, and heat-3d from

PolyBench and �t, bbgemm, and stencil-3d from MachSuite.

Bayesian Optimization Unit (BOU). The BOU generates new values for tar-

get directives at each step in the optimization procedure. The BOU integrates our
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encoding and translation mechanisms with Spearmint2, a software package that im-

plements Gaussian processes and acquisition functions. The encoding unit converts

a user-de�ned space of HLS directives and code locations into input parameters for

Spearmint. Spearmint's acquisition function selects parameter values, which the

translation unit converts into a TCL script that describes how directives are to be

located and con�gured. HLS uses the script to generate a hardware description.

This hardware description is used for place-and-route to pro�le its performance and

assess its costs. Data from the design pro�le updates Spearmint's Gaussian process

and in
uences the acquisition function's subsequent selections.

High-Level Synthesis and Place-and-Route. Due to the increasing demand

for faster RTL generation mechanisms, several CAD vendors and researchers have

released HLS tools. Examples of those tools include Xilinx Vivado HLS [52], Mentor

Catapult HLS [53], Cadence Stratus HLS [54], LegUp HLS [55], Synopsys C Com-

piler [56], and Intel OpenCL [57]. We use Xilinx Vivado HLS [52], which produces

RTL from high-level code. Vivado HLS simulates our benchmark's C code to de-

termine functionality and then synthesizes RTL in three steps. First, the HLS tool

compiles the high-level code using a compiler (e.g., LLVM, GCC) to extract the con-

trol data 
ow graph (CDFG) of the program. Second, during the scheduling stage,

Vivado HLS determines which operations occur in each cycle based on clock rate,

operations' completion time, and timing or resource constraints. Third, it binds

hardware resources to operations according to optimization directives and the tar-

geted FPGA. Finally, Vivado HLS extracts the �nite state machine that controls the

RTL, storage, and I/O. Figure 1.6 presents the typical HLS 
ow. The �nal RTL

result is fed into Vivado Design Suite to perform place-and-route and generate the

bitstream to program the FPGA.

Directives. Table 2.1 de�nes a set of directives: loop unrolling, loop piplelining,

2 Spearmint: https://github.com/HIPS/Spearmint/tree/PESM
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Figure 2.6 : High-level Synthesis (HLS) Flow

array partitioning, function inlining, multiplier allocation, and adder allocation. This

set includes some of the most e�ective directives found in our experiments, which

align with those in prior work [58]. These directives de�ne a design space with

thousands of points for which exhaustive analysis would require days of synthesis

and simulation.

Table 2.2 reports the number of loops and arrays that are targeted by our op-

timizations, the range of parameter values that were considered, and the total size

of the design space. For a robust experimental evaluation, we also explore the en-

tire design space with exhaustive search. In practice, Prospector does not require

exhaustive search, and broadening the design space to include more directives is
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Table 2.1: HLS Directives' Con�guration. Directives' ranges that de�ne the
design space. The values ofM; N di�er across benchmarks. See Table 3.2.

Directive Parameter Values

Loop Unrolling Factor @2x | x P r0 : M s
Loop Pipelining Initiation Interval @x | x P r1 : 7s
Array Partitioning Factor @2x | x P r1 : N s
Function Inlining Setting on/o�
Allocation Instance and Limit instance P [add,mul] , @x | x P r1 : Nadd s, @2x | x P r1 : Nmul s

Table 2.2: Design Space Summary.

Benchmark Optimization Targets Range Design Space Size

fdtd-2d 4 loops M=9 6,561
2mm 4 loops, 1 array M =12, N =1 15,625
�t 9 loops, 3 arrays, 3 functions, 2 allocations M =8, Nadd =10, N =2, Nmul =8 36,000
bbgemm 2 loops, 1 array M =16, N =4 960
stencil-3d 2 loops, 1 array M =16, N =4 960
heat-3d 4 loops M =16 2,304

possible.

First, directives for loop unrolling and pipelining specify the target loop and

values for unrolling factor and initiation interval. Unrolling generates the speci�ed

number of copies for the loop body, improving parallelism by using more hardware.

Pipelining starts the next iteration before the current one �nishes, improving paral-

lelism with concurrent execution. The initiation interval speci�es how many cycles

separate the start of two loop iterations. Second, directives for array partitioning

specify the array and number of partitions. Breaking large arrays into smaller ones or

single registers permits concurrent access to multiple block RAMs. Third, function

inlining removes the hierarchy of the function to potentially improve logic usage be-

tween the function and its caller. Fourth, allocation directives restrict the maximum

number of instances of a speci�c operation/function that can be used.

We use two additional directives to guide the use of loop and array directives.

First, the "dependence" directive guides the handling of loop-carried dependencies.

In some scenarios, such as variable dependent array indexing, Vivado HLS's auto-

matic analysis of dependences may be conservative and leave parallelism (e.g., loop

31



pipelining) unexploited. The dependence directive indicates when loop-carried de-

pendences are false. For example, the directive is helpful where loop-carried depen-

dences do not exist in source code and loop pipelining is an important performance

optimization. The directive removes dependences from the code region and allows

HLS to pursue parallelism more aggressively. Prospector considers applying the

dependence directive on loops requested by user. Second, the "resource" directive

guides an operation's implementation, identifying particular compute or memory

units for operations or data structures.

We consider comprehensive design spaces, de�ned by many directives and set-

tings, that include sub-optimal designs. Prospector de�nes design space boundaries

generously for two reasons. First, an automated framework for design space ex-

ploration cannot know a priori the point of diminishing marginal returns from an

optimization directive and the most e�ective boundaries for the space. Moreover, the

framework should not need the designer to specify tight boundaries for exploration,

a di�cult task given how multiple, interdependent directives a�ect performance and

cost.

2.4 Evaluation

We evaluate Prospector's ability to �nd optimal design points and reveal the Pareto

frontier. We �rst perform an exhaustive characterization of the design space by

running every possible design point through HLS and place-and-route, measuring

execution time and FPGA utilization. These measurements produce theGolden

Pareto Frontier , which we take as the optimal baseline because it reveals the best

designs after trying all possible con�gurations ofD directives on L locations. We

determine how closely Prospector and alternative heuristics compare against these

optima. The total number of points in each design space for exhaustive search is in

Table 2.2.
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Because Prospector relies on search, we compare its single- and multi-dimensional

variants against popular search heuristics for design space exploration. The baseline

heuristics account for multiple dimensions in di�erent ways. Some heuristics, like

genetic algorithm and random search, account for multiple dimensions easily. Other

heuristics, like simulated annealing, account for multiple dimensions ine�ectively.

Evaluated methods include:

ˆ Prospector. Models and optimizes one or multiple objective function(s), in-

cluding latency3 and multiple dimensions of FPGA usage, with Gaussian pro-

cesses. Prospector searches for Pareto optima based on objective(s). Prospec-

tor denotes optimization for all �ve dimensions of our problem (latency, FFs,

LUTs, DSPs, and BRAMs), while Prospector-kD denotes optimization for

k   5 dimensions.

ˆ Random Search. Samples uniformly at random from the design space, evalu-

ating these samples based on design objectives [59]. The sampling procedure is

independent of the number of design objectives, and we do not require multiple

variants for multiple objectives.

ˆ Simulated Annealing. Samples designs that are likely to improve upon prior

measurements. Samples are increasingly focused as iterations progress [60].

Simulated annealing accounts for multiple dimensions ine�ciently. Simulated

annealing could use an energy function that accounts for multiple objectives

but, as we discuss in Section 4, combining FPGA performance and cost metrics

into a single objective is both challenging and ine�cient. So, we evaluate

simulated annealing to account for a single objective, latency. But even in this

setting, simulated annealing cannot �nd low-latency, Pareto optimal designs

and Prospector-1D outperforms it.

3 Improving latency leads to higher throughput, which is used in Section 2.5.
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ˆ Genetic Algorithm. Samples design populations by using the �ttest designs

from the previous generation of samples [61]. Searches for Pareto optima based

on latency and cost. We use the DEAP [62] framework to implement our genetic

algorithm. This genetic algorithm baseline accounts for multiple dimensions.

The genetic algorithm is a natural �t when optimizing multiple objectives and,

like Prospector, we evaluate it to optimize latency and multiple dimensions of

FPGA resource usage.

For all heuristics, each search iteration includes (1) parameter selection, (2) design

synthesis, and (3) performance and cost evaluation. The runtime per iteration is

completely dominated by HLS and RTL generation, common to all heuristics. For

fairness, we allocate heuristics the same number of search iterations (or equivalently,

the same amount of wall-clock time) and compare the resulting design quality.

2.4.1 Visualizing Pareto E�ciency

We start evaluating Prospector by applying Prospector-1D. Figure 2.7a indicates

that Prospector-1D explores the design space to minimize latency without regard for

cost. Although most design samples lie within the 25th percentile from minimum

latency (bottom), most also exceed the 25th percentile from minimum LUT usage

(right); see dotted lines. This outcome arises from the narrow optimization objective.

Figure 2.8a indicates that Prospector-1D identi�es designs that converge toward

optimal latency but not the optimal number of LUTs.

Designers often care about more than one objective (i.e. cost and latency). Ar-

chitects sometimes account for two metrics by optimizing their product or putting

constraints on one when optimizing the other [38], but de�ning constraints is a bur-

den on the user. Figure 2.7b applies Prospector-1D on the LUT-latency product.

As shown in Figure 2.8b, product optimization is a fragile solution. LUT usage

is reduced but latency remains high when minimizing this fused metric. LUT us-
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(a) Prospector-1D minimizing latency

(b) Prospector-1D minimizing latency-LUT
product

(c) Prospector-1D minimizing latency-LUT
product with normalized, scaled measures

Figure 2.7 : Design Space Exploration with Prospector-1D. Latency, LUT
usage across iterations of Prospector-1D when minimizing (a) latency, (b) latency-
LUT product, (c) latency-LUT product with normalized, scaled measures. Data for
fdtd-2d.
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(a) Prospector-1D minimizing latency

(b) Prospector-1D minimizing latency-LUT prod-
uct

(c) Prospector-1D minimizing latency-LUT prod-
uct with normalized, scaled measures

Figure 2.8 : Prospector-1D Across Iterations. Latency, LUT usage across
iterations of Prospector-1D when minimizing (a) latency, (b) latency-LUT product,
(c) latency-LUT product with normalized, scaled measures. Data for fdtd-2d.
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age dominates the product and optimization procedure. One could normalize and

re-scale metrics to overcome the range di�erence between latency and LUTs. Fig-

ure 2.7c applies Prospector-1D on LUT-latency product with normalized measures.

Figure 2.8c indicates that doing so does not solve the issue. Latency is reduced but

LUT usage remains high. These challenges increase with the number of dimensions

in the design space.

(a) Random Search (b) Simulated Annealing

(c) Genetic Algorithm (d) Prospector-2D

Figure 2.9 : Prospector-2D and Alternative Search Heuristics. Exploring
fdtd-2d design space with random Search, simulated annealing, genetic Algorithm,
and Prospector-2D.
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(a) Random Search (b) Simulated Annealing

(c) Genetic Algorithm (d) Prospector-2D

Figure 2.10 : Prospector-2D and Alternative Search Heuristics. Exploring
�t design space with random search, simulated annealing, genetic algorithm, and
Prospector-2D.

Figures 2.9-2.10(a)-(c) indicate that alternative methods produce narrower trade-

o�s or Pareto sub-optimal designs. In Figure 2.9 for fdtd-2d, random search and

simulated annealing are ine�ective at identifying Pareto optima. Although the ge-

netic algorithm identi�es many low-latency and low-cost designs, measurements are

concentrated in the lower-left quadrant and only partially reveal the Pareto frontier.

In Figure 2.10 for �t, random search and simulated annealing fail even when opti-
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mizing one objective. Random search and simulated annealing select very few points

close to the Pareto frontier. Although the genetic algorithm identi�es some points on

the Pareto frontier, it samples disproportionately from high-latency, high-cost regions

and misses Pareto optima with similar latency and lower costs. Prospector overcomes

this limitation when modeling and optimizing multiple objectives simultaneously.

We evaluate the ability of design frameworks to reveal the Pareto frontier, which

is essential to reasoning about design trade-o�s. A good Pareto frontier identi�es a

broad spectrum of designs for which no other design improves one metric without

harming another. We �nd that popular techniques|simulated annealing, random

search, and genetic algorithm|do not accurately describe the Pareto frontier and

do not reveal e�cient trade-o�s. These techniques converge to optima poorly or

slowly, get stuck in local minima, or restrict the optimization to only parts of the

design space. We �nd that Prospector can navigate multiple objectives, producing

low-latency designs that use resources e�ciently.

Figure 2.9d and Figure 2.10d show how Prospector-2D for latency and LUT us-

age reveals the broad latency-LUT Pareto frontier for fdtd-2d and �t. Figure 2.11

also demonstrates Prospector-2D results for more benchmarks. One might hypoth-

esize that, while Prospector-1D is insu�cient, perhaps Prospector-2D su�ces and

there is little or no need for higher dimensional optimization. However, although

Prospector-2D outperforms Prospector-1D, its results are pareto sub-optimal and

fall short of coordinated analysis across all dimensions. Neglecting other FPGA re-

sources in Prospector-2D results in missing sophisticated resource interactions and

opportunities to use the FPGA more e�ciently.

Table 2.3 details these limitations by presenting Prospector-2D's "Pareto opti-

mal" designs, which do not actually satisfy criteria for optimality and miss interac-

tions between resources in the 5D space. First, Prospector-2D misses Pareto optima

within the neglected dimensions of the 5D space. We can �nd designs that incur
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(a) bbgemm (b) stencil

(c) heat-3d

Figure 2.11 : Prospector-2D for Latency and LUTs .

the same costs for one resource but lower costs for another resource. For example,

Design 5 is not Pareto optimal because Design 7 performs nearly identically, uses the

same number of DSPs, but reduces the number of LUTs and FFs by 25% and 31%,

respectively. We consider designs that di�er in latency by less than 50K cycles or

0.5ms to be equally good. Design 5 is Pareto dominated yet Prospector-2D discovers

it when optimizing latency and DSP cost while neglecting other resources. Design 7

is truly Pareto optimal and discovered by Prospector.

Second, Prospector-2D misses opportunities to substitute and exchange resources

in the pursuit of performance. Substitution e�ects are important for FPGAs, because

competition for shared resources may require 
exible resource requests for an accel-

erator. For example, Designs 5 and 6 illustrate the possibility of substituting DSPs
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Table 2.3: Prospector and Prospector-2D Comparison. Each design is Pareto
optimal in 2D analysis but, in the 5D space, is actually sub-optimal and obscures
interactions between FPGA resource types. Data for fdtd-2d.

Design 2-D Pareto FFs LUTs DSPs Cycles (M)

1 Latency-DSPs 4,926 7,289 32 1.175
2 Latency-LUTs 2,927 5,048 32 1.185
3 Latency-FFs 3,199 5,151 32 1.180
4 Latency-FFs 2,768 4,808 32 1.204
5 Latency-DSPs 3,810 5,536 20 1.194
6 Latency-LUTs 2,659 4,670 32 1.214
7 Latency-FFs 2,620 4,108 20 1.220

for LUTs and FFs. We could reduce the number of DSPs by 37% and increase the

number of LUTs and FFs by 18% and 43% with nearly equal latency. Optimization

in higher dimensions is more likely to discover substitutability, mitigating resource

bottlenecks and revealing multiple paths to the same performance.

Finally, Prospector-2D misses complementary resource demands that require co-

ordinated allocation. Points in the 2D Pareto frontiers indicate that LUTs and FFs

are neither substitutes nor independent. LUTs and FFs are often used in related

proportions such that if LUT usage changes, so does FF usage. Comparing Design 1

to Designs 2, 3, and 4, we �nd that LUTs and FFs are reduced together by 30-40%.

Comparing Design 5 to Designs 6 and 7, we �nd that LUTs and FFs are reduced

together by 16-32%. These conclusions are missing from 2D analysis and require 5D

analysis.

2.4.2 Quantifying Pareto E�ciency

We assess goodness by measuring the distance between two Pareto frontiers. We

calculate the Euclidean distance from every design on the source frontier to the

closest point on the destination frontier, producing a number of distances equal to the

number of design points in the source. Note that each design point is represented by

a �ve-dimensional vector that quanti�es latency and usage for four FPGA resources.

Our measures build on related work that explored several indicators to evaluate
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multi-dimensional Pareto frontiers [63].

Other simpler metrics such as counting the number of Pareto optimal designs

found could be misleading. Each design space has several points with similar e�-

ciency or cost. Even if a search heuristic does not �nd the Pareto optimum, it may

�nd other designs nearly as good. Counting exact matches is far too conservative and

neglects the value of �nding good designs that are slightly sub-optimal. One might

de�ne a threshold that speci�es how close a design must be to the Pareto frontier in

order to be counted, but de�ning appropriate thresholds for diverse benchmarks and

design spaces is challenging.

When measuring distances, the source is the golden frontier identi�ed by ex-

haustive evaluation of the design space, and the destination is an estimated frontier

identi�ed by Prospector or other heuristics. For each point on the golden frontier, we

measure the shortest distance to any point on the estimated frontier. We mitigate

the inconsistency between ranges measured for latency and FPGA resource usage by

normalizing values so that they are in [0,1].

Figure 2.12 compares each heuristic by showing the distance of its designs to

the golden Pareto frontier, which re
ects the best designs from exhaustive search.4

We normalize distances to those for Prospector to accommodate multiple scales and

visualize results more e�ectively.

Prospector most accurately reveals the Pareto frontier by reporting the shortest

distances to the golden frontier. The average normalized distance for alternative

approaches is 1.74, meaning that alternative approaches �nd Pareto frontiers that

are 1.74� more distant from the golden frontier than Prospector's. Conversely,

Prospector's distance from the golden frontier is 0.57� that of the average distance

of the alternatives. Optimization in fewer dimensions or using alternative heuristics

4 HLS automatically allocates FFs and BRAMs, sometimes using only FFs. The BRAM-latency
bar is shown only for �t, which required BRAMs.
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Figure 2.12 : Evaluating Pareto Frontier E�ciency. Distances between golden
and estimated Pareto frontiers, normalized to that from Prospector.

are less accurate and report greater distance to the golden pareto frontier. Although

Prospector-2D appears to produce accurate frontiers when visualizing 2D projections,

distances between its 2D frontiers and the golden reference in 5D could be high.

Even though distances are the most important metric, they can be di�cult to

interpret. Table 2.4 shows how Prospector often identi�es designs that use far fewer

FPGA resources than those identi�ed by other methods. The table compares resource

usage for three performance targets (low, medium, high) that correspond to the 25th,

50th, and 75th percentiles in the golden frontier's latency distribution. For example,

Prospector-1D's designs require up to 191% more resources than Prospector's. These

points illustrate the likelihood of considerable resource ine�ciencies when designing

with Prospector's alternatives. Alternative approaches require 35% more FPGA

resources than Prospector, when overheads are averaged over resource types and

heuristics in Table 2.4.
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Table 2.4: Analyzing Resource E�ciency. Optima from other algorithms use
more resources than Prospector, given the same target latency and budget for op-
timization time. Results shown are percentage increases in resource usage (%DSP,
%FF, %LUT). fdtd-2d benchmark.

Scheme Low Latency Medium Latency High Latency

Prospector 2-D Latency-LUT (0, 13, 8) (0, 64, 38) (0, 35, 25)
Prospector 2-D Latency-FF (0, 13, 8) (25, 32, 16) (0, 22, 15)
Prospector 2-D Latency-DSP (25, 86, 65) (25, 55, 32) (0, 138, 89)
Prospector 1-D (25, 74, 56) (0, 134, 82) (0, 191, 123)
Genetic Algorithm 5D (25, 20, 9) (0, 42, 19) (0, 24, 8)
Genetic Algorithm 2-D Latency-LUT (25, 31, 18) (0, 20, 12) (0, 32, 18)
Genetic Algorithm 2-D Latency-FF (25, 26, 23) (0, 7, -1) (0, 32, 22)
Genetic Algorithm 2-D Latency-DSP (20, -10, -2) (25, 28, 20) (150, 59, 60)
Genetic Algorithm 1-D (25, 20, 11) (0, 0, 1) (0, 15, 8)
Simulated Annealing (25, 68, 50) (25, 180, 93) (150, 201, 157)
Random Search (25, 16, 13) (0, 17, 13) (0, 53, 39)

Table 2.5: Large and Small Accelerator Variants. Latency and resource usage
trade-o�s between small and large designs from the Pareto frontier.

Benchmark Latency(cycles) DSP BRAM FF LUT

fdtd-2d (pareto-optimal large) 1175242 32 0 4317 6642
fdtd-2d (pareto-optimal small) 2095242 8 0 911 1527

2mm (pareto-optimal large) 230044 168 0 62565 49129
2mm (pareto-optimal small) 262404 17 0 5207 3917

bbgemm (pareto-optimal large) 16389 48 0 1713 1629
bbgemm (pareto-optimal small) 1212417 3 0 331 664

stencil (pareto-optimal large) 7906 795 0 17617 45121
stencil (pareto-optimal small) 96314 6 0 518 1268

heat-3d (pareto-optimal large) 3670301 8 0 52363 36327
heat-3d (pareto-optimal small) 4485661 0 0 3620 1864

�t (pareto-optimal large) 10348 1861 148 80771 172428
�t (pareto-optimal small) 32556 114 16 11101 12990

2.5 Case Study in Heterogeneity

Prospector has many applications, and in this case study we illustrate how Prospec-

tor can be used to aid a system in using an allocation of FPGA resources to ac-

celerate a computational kernel. Our case study explores classic questions in the

design of large-small systems and the balance between serial performance and par-

allel throughput. Our study of FPGA-based accelerators is analogous to those that

explore heterogeneous processor cores [64, 65, 66, 67].

Problem Statement. How should a computational kernel use an allocation
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of FPGA resources? Answering this question is challenging for two reasons. First,

the kernel must choose between several accelerator implementations. Prospector

supports this choice by exploring the design space and quantifying trade-o�s between

performance and FPGA resource usage. By revealing the Pareto frontier, Prospector

focuses the kernel's choices to the most e�cient implementations. In this case study,

each kernel considers two accelerators, one that is faster and uses more resources

(denoted large) and another that is slower and uses fewer resources (denoted small).

We obtain these designs by de�ning deadlines of latency on the pareto frontier. Table

2.5 reports latency and resource usage trade-o�s between small and large accelerators

from pareto frontier of our benchmarks.

Second, the kernel must balance the tension between a single task's performance

versus multiple tasks' throughput. This balance is increasingly important when

FPGAs serve a stream of requests for acceleration from multiple processor cores.

Ideally, with unlimited FPGA resources, each processor core would be paired with

a large accelerator so that a task would always �nd a capable accelerator ready and

available. With FPGA resource constraints, however, such resource allocations are

infeasible.

In practice, we should implement a few large accelerators when few tasks are

expected. And we should implement many small accelerators when task arrival rates

are high, thereby reducing the risk of tasks arriving when all accelerators are busy. In

this setting, heterogeneous architectures can improve system performance by switch-

ing between large and small con�gurations across time (temporal heterogeneity) or

by instantiating a mix of large and small accelerators at the same time (spatial

heterogeneity).
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2.5.1 System Model

Task Execution. The system is organized around a queue of tasks, each of which

requests computation on a processor core and an FPGA accelerator. When a core

�nishes its previous task, it dequeues the next task. The core computes for the task

until it reaches a region targeted for acceleration (e.g., matrix multiply). Then, the

core requests support from the most capable accelerator available. It sends data

and control signals to the FPGA and waits for results. Finally, the core uses the

results to complete its task. When all relevant accelerators are serving other cores,

the region targeted for acceleration must execute on the general-purpose core. We

model diverse task queues to generate varying demands on FPGA accelerators. We

populate the task queue in two steps. First, we specify a benchmark of interest,

determine the frequency (from 10% to 100%) with which it appears in the queue, and

place the corresponding number of tasks at random locations in the queue. Second,

we populate the remaining queue entries uniformly at random from our benchmark

suite. Regardless of task intensities, all queued tasks are assumed to have already

arrived, and throughput is measured as the number of tasks completed per second.

The queued tasks ensure that the processor cores are fully utilized yet exercise the

FPGA with requests for accelerators separated by diverse inter-arrival times. We

use a queue of 100,000 tasks in our experiments.

System Architecture. We consider a chip with eight out-of-order x86 cores

and an integrated Xilinx FPGA. Each core and the FPGA has its own private L1

cache, and they all share a multi-banked L2 cache. The cores and FPGA commu-

nicate via cache-coherent shared memory (e.g., Intel HARP [68], IBM CAPI [21]),

which uses a MESI two-level protocol and a mesh topology. Such tight integration

reduces communication costs due to faster last-level cache accesses and simpli�es the

programming model when compared to DMA-based systems [69].
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System Simulation. We evaluate system throughput using hybrid simulation

[70]. First, we simulate one core and an integrated FPGA. We use PAAS, which

extends gem5 with FPGA models [71, 72]. PAAS takes as inputs the CPU's x86

executable and the FPGA's Verilator executable [73], which compiles Verilog for

Prospector's selected design and estimates performance. PAAS reports task per-

formance without acceleration and with heterogeneous acceleration. In addition,

synthesis reports describe each accelerator's FPGA resource usage. We record these

performance and area statistics in the Single Core Performance Table (SCPT).

In each experiment, the workload is executed with a particular con�guration of

small and large accelerators programmed onto the FPGA. We do not recon�gure

the FPGA dynamically. Rather, the mix of accelerators is programmed once and

executes all tasks in the workload. Across experiments, we vary the combination

of small-large accelerators and the workload intensities to measure the e�ect on

throughput.

Second, we model multi-core behavior with a discrete event simulator (DES).

Upon initialization, all cores and accelerators are idle and available for computation.

In each time step, the DES dequeues and assigns the next task to an available core

and its most capable accelerator. If no accelerator is available, the task computes on

the core alone. The DES marks the time when cores and accelerators becomes avail-

able (i.e., current time plus recorded execution time from the SCPT's corresponding

entry).

The DES e�ciently captures �rst-order e�ects. The simulator details the assign-

ment of tasks to computational resources, recording the number and type of tasks

executed on the small and large accelerators as well as those executed solely on the

core because no accelerator was available. Furthermore, the DES reports the start

and end time for every task, which permits us to measure task throughput from

varied accelerator and FPGA con�gurations.
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(a) Temporal heterogeneity

(b) Spatial heterogeneity

Figure 2.13 : Throughput under Homogeneous and Heterogeneous Con�g-
urations. Throughput given increasing workload intensity, measured by the percent-
age of queued tasks that demand the same accelerator type. Data for representative
fdtd-2d workload.

2.5.2 Opportunities for Heterogeneity

We explore three scenarios in which having heterogeneous accelerators o�ers bene-

�ts. Naturally, if heterogeneous accelerators are useful, then Prospector's ability to

e�ciently �nd Pareto optimal accelerators is bene�cial. Without loss of generality

and for clarity, these examples are limited to small amounts of heterogeneity. First,

we motivate heterogeneity for FPGA accelerators. Second, we show that Prospec-

tor, which more accurately reveals Pareto trade-o�s, produces greater bene�ts from
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(a) Temporal heterogeneity

(b) Spatial heterogeneity.

Figure 2.14 : Throughput under Homogeneous and Heterogeneous Con�g-
urations. Throughput given increasing workload intensity, measured by the percent-
age of queued tasks that demand the same accelerator type. Data for representative
heat-3d workload.

Table 2.6: Kernel Execution Time. Execution time for fdtd-2d and heat-3d
benchmarks on CPU, with small FPGA accelerator, and with large FPGA accelerator

Benchmark Latency on CPU (sec) Latency with small accelerator (sec) Latency with large accelerator (sec)
fdtd-2d 102.5 67.63 47.88
heat-3d 4995.6 1727.8 1159.8
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heterogeneity when compared to alternative approaches.

Temporal Heterogeneity. Temporal heterogeneity describes an FPGA that

recon�gures itself to use large or small accelerators, but not both, between workloads.

Considering the FPGA size, it can hold either 4 large (4L) or 8 small (8S) fdtd-2d

accelerators. For heat-3d, the FPGA can hold either 3 large (3L) or 8 small (8S)

accelerators. Table 2.6 shows each task's end-to-end latency on the CPU, with the

small FPGA accelerator, and with the large FPGA accelerator. The latencies for

accelerators include the time to transfer data between the CPU and the accelerator.

Figures 2.13a and 2.14a plot throughput as a function of task intensity (i.e., per-

centage of queued tasks that demand acceleration for the same kernel). The �gures

illustrate trade-o�s between serial performance and parallel throughput. Lower in-

tensities generate less task parallelism and the all-large con�guration provides higher

throughput via larger speedups. Higher intensities correspond to greater task par-

allelism and the all-small con�guration performs best. An FPGA that instantiates

many small accelerators reduces the likelihood that a task dequeues, fails to �nd an

available accelerator, and computes on the processor core. For throughput, accel-

erating all tasks moderately is preferable to accelerating a few tasks signi�cantly.

The �gures' crossover points make the case for adapting to task arrival rates and

switching between all-large and all-small.

The frequency of FPGA recon�guration, between all-small or all-large accelera-

tors, depends on workload mix and intensity. Recon�guration is required only when

mix and intensity change signi�cantly. Given that our task queue involved a large

number of tasks (100,000), the total execution time of each queue could take days.

Thus, we consider recon�guration for phases that are long enough that recon�gura-

tion latency (100s of milliseconds) is amortized over long workload phases.

Spatial Heterogeneity. Spatial heterogeneity describes an FPGA that simulta-
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neously deploys a mix of large and small accelerators. Figures 2.13b and 2.14b show

the bene�ts of spatial heterogeneity, compared to a baseline (denoted "Temporal")

that optimally deploys the all-large or all-small con�guration based on task intensity.

At low task intensities, spatially heterogeneous mixes that favor large accelerators

perform best. At high intensities, those that favor small accelerators perform best.

Spatially heterogeneous mixes outperform all-large or all-small con�gurations by as

much as 24% when 30-100% of queued tasks demand the same accelerator for fdtd-2d

kernel. For heat-3d, heterogeneous mixes outperform all-large or all-small con�gu-

rations by as much as 20% when 60-90% of the queued tasks demand the same

accelerator.

Di�ering FPGA Budgets. Heterogeneous accelerators can also be useful when

targeting FPGAs with di�erent resources. Table 2.7(top) holds fdtd-2d intensity at

80%, varies FPGA resource budgets, determines the accelerator mixes that �t, and

reports throughput. The large and small accelerators are de�ned as the designs

that achieve the 25th and 75th latency percentiles on the Pareto frontier discov-

ered by Prospector. We normalize throughput to that from eight large accelerators

supporting eight processor cores to show throughput penalties due to resource lim-

its. As FPGA resources decrease, from Budget 1 to 8, the number of (spatially)

heterogeneous mixes that �t also decreases. We highlight the mix that maximizes

throughput for each budget. Given generous FPGA resources, the system accommo-

dates all-large con�gurations. However, with scarce resources in a multi-programmed

FPGA, heterogeneity's bene�ts are signi�cant. As the budget constrains the number

of large accelerators, the system improves performance by substituting a few large

accelerators with several smaller ones. From Budget 4 onwards, all-small outper-

forms all-large and there is a trade-o� between many small accelerators and a few

big ones. For example, in Budget 4, the best spatial mix outperforms the all-large
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Table 2.7: Throughput Under Di�erent FPGA Con�gurations and Re-
source Budgets. Throughput, normalized to that from eight large accelerators,
given decreasing FPGA resource budgets. Data for representative fdtd-2d workload.
Bold entries are the best-performing allocation(s) at a given budget from Prospector
(top) and Prospector-2D on latency and 
ip-
ops (bottom).

Budget 1 Budget 2 Budget 3 Budget 4 Budget 5 Budget 6 Budget 7 Budget 8

(8L,0S) 1 (7L,0S) 0.92 (6L,0S) 0.85 (5L,0S) 0.78 (4L,0S) 0.71 (3L,0S) 0.64 (2L,0S) 0.57 (1L,0S) 0.50
(7L,1S) 0.98 (6L,2S) 0.96 (5L,2S) 0.89 (4L,2S) 0.82 (3L,2S) 0.75 (2L,2S) 0.68 (1L,2S) 0.60 (0L,2S) 0.53
(6L,2S) 0.96 (5L,3S) 0.94 (4L,4S) 0.92 (3L,5S) 0.85 (2L,6S) 0.78 (1L,6S) 0.71 (0L,6S) 0.64
(5L,3S) 0.94 (4L,4S) 0.92 (3L,5S) 0.90 (2L,6S) 0.88 (1L,6S) 0.81 (0L,6S) 0.74
(4L,4S) 0.92 (3L,5S) 0.90 (2L,6S) 0.88 (1L,7S) 0.86 (0L,8S) 0.85
(3L,5S) 0.90 (2L,6S) 0.88 (1L,7S) 0.86 (0L,8S) 0.85
(2L,6S) 0.88 (1L,7S) 0.86 (0L,8S) 0.85
(1L,7S) 0.86 (0L,8S)
(0L,8S) 0.85

Budget 1 Budget 2 Budget 3 Budget 4 Budget 5 Budget 6 Budget 7 Budget 8

(6L,2S) 0.92 (6L,0S) 0.85 (5L,1S) 0.82 (4L,1S) 0.75 (3L,1S) 0.68 (2L,1S) 0.61 (1L,1S) 0.53 (0L,1S) 0.46
(5L,3S) 0.89 (5L,2S) 0.85 (4L,2S) 0.78 (3L,2S) 0.71 (2L,2S) 0.64 (1L,2S) 0.57 (0L,2S) 0.50
(4L,4S) 0.85 (4L,4S) 0.85 (3L,4S) 0.78 (2L,4S) 0.71 (1L,3S) 0.60 (0L,3S) 0.53
(3L,5S) 0.82 (3L,5S) 0.82 (2L,5S) 0.75 (1L,5S) 0.68 (0L,5S) 0.60
(2L,6S) 0.78 (2L,6S) 0.78 (1L,6S) 0.71 (0L,6S) 0.64
(1L,7S) 0.74 (1L,7S) 0.74 (0L,7S) 0.67
(0L,8S) 0.71 (0L,8S) 0.71

and all-small con�gurations by 10%.

Table 2.7(bottom) presents the same experiment with Prospector-2D. Its large

and small accelerators are larger than Prospector's, such that fewer accelerators �t

within each budget level. Moreover, Prospector-2D's designs perform worse. Thus

using small and large accelerators found by an alternative approach lead to lower

throughput under each budget.

In summary, the performance bene�ts of heterogeneity, both temporal and spa-

tial, show the importance of diverse RTL libraries that support 
exible FPGA con-

�gurations. We expect performance bene�ts to increase further with diverse RTL

libraries that look beyond the two large and small con�gurations and accommodate

a richer set of performance and cost trade-o�s.
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2.6 Related Work

Black-box Optimization. Black-box optimizations like Bayesian optimization and

reinforcement learning are interesting candidates in approaching design space explo-

ration problems for objective functions with unknown closed form relation to inputs.

Bayesian optimization has been applied to hardware design in two separate studies.

First, Bayesian optimization tunes directives to minimize latency [38]. This work

explores only the placement, but not con�guration, of HLS directives due to its lim-

its in its design encoding. Furthermore, it fuses metrics into a single objective (i.e.,

latency-LUT product), which we show is problematic, to leverage standard data col-

lection procedures. Second, Bayesian optimization tunes neural network workloads,

optimizing both network hyperparameters and some continuous hardware parame-

ters (e.g., operand bit width) [37]. This study employs Aladdin's pre-RTL models

[74]. It does not consider the HLS directives needed to instantiate accelerators on

recon�gurable hardware.

Bayesian optimization (BO) and reinforcement learning (RL) share some simi-

larities in black box optimization | both are frameworks for online and incremental

learning. BO is composed of two main components. First, models (e.g., Gaussian

processes) estimate probability distributions on outcomes based on past observations

to optimize design. Second, the acquisition function (e.g., expected improvement)

determines how data is acquired to update models. RL is also composed of two parts.

First, models (e.g., Q-table, neural network) estimate outcomes based on past ob-

servations to optimize design and policy. Second, strategies (e.g., experience replay)

determine how data is acquired to update models. We use BO instead of RL for

several reasons. BO's Gaussian processes and acquisition functions are a natural �t

for design space exploration and have been applied extensively in other domains. In

contrast, RL's policy and reward functions would need customization for the HLS
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design space. Formulating HLS design space exploration as an RL problem could be

an interesting future direction.

Design Space Exploration. First, statistical learning constructs e�cient pre-

dictive models that act as surrogates for unwieldy design 
ows. Machine learning

has been used in a variety of domains such as compiler auto-tuning for optimiza-

tion purposes [75, 76]. Architects also train models from sampled measurements

[77, 78, 79, 80, 81, 82, 83]. Regression can predict performance and power from

sparse simulations of microarchitectural design spaces [84, 85]. These methods sam-

ple the parameter space, evaluate the corresponding design, and learn models for

design quality.

Machine learning models for design space exploration require training data and

predictive accuracy. Prior work proposed using regression trees to predict perfor-

mance and area from discrete HLS directive con�gurations for ASICs [79]. Acquiring

training data and iteratively re�ning the model requires larger number of synthesis

iterations, which will increase the search time. In addition to training challenge,

our design space is harder to model given how interactions between directive place-

ment and con�guration dictate multiple measures of FPGA cost (as discussed in

Section 2.4.)

Second, pre-RTL frameworks support early-stage ASIC design (e.g., Aladdin

[74]), but the architect must still perform design space exploration, relying on expert

design or tuned directives to identify e�cient implementations. Our study di�ers

from Aladdin in its focus on intelligent design space exploration, on generating RTL,

and on instantiating accelerators on FPGAs.

Third, heuristics search the design space de�ned by tunable knobs. Random

search (RS) samples designs randomly [59]. Some heuristics, such as simulated an-

nealing (SA) [60, 86] and gradient descent, judiciously sample designs likely to im-

prove upon prior measurements but may become stuck in local minima [37, 46, 87].

54



Genetic algorithm (GA) uses the �ttest designs in a population of samples to produce

the next generation of samples [61, 88, 89, 90, 91, 92]. Prospector outperforms these

techniques for HLS and FPGAs' large parameter spaces.

Finally, analytical models explore simpler parameter spaces, but do not extend

easily to directive placement and con�guration for multiple interdependent code tar-

gets. Some models focus on a restricted design space such as memory organization

[93, 94]. Others study directives for a single code target [95]. Yet others optimize

directives to reduce usage for speci�c FPGA resource types such as BRAMs and

DSPs [96]. None of these approaches model directive placement and con�guration

for multiple HLS code targets and comprehensive FPGA design spaces. Researchers

have also constructed lattices for HLS design space exploration [97]. Lattices are

promising but thus far have considered only two objectives, latency and area, rather

than the multiple objectives required for FPGA implementation. They have also

been applied to con�guring a limited number of directives at �xed code locations,

leading to design space sizes that are only 20% of those in our study.

2.7 Conclusion

Prospector uses multi-dimensional Bayesian optimization to e�ciently search large

accelerator design spaces de�ned by HLS directives. Despite the plethora of possible

HLS directive placements and con�gurations and despite the multiple metrics opti-

mized, Prospector e�ciently �nds Pareto optimal designs. Prospector is much more

e�ective than alternative search heuristics. We highlight Prospector's usefulness by

producing a heterogeneous mix of accelerators that balances latency and throughput

as well as responds to evolving workload demands and resource allocations.
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3

Spatiotemporal Strategies for Long-Term FPGA
Resource Management

3.1 Introduction

Specialized hardware o�ers a path towards energy-e�cient computing. Accelera-

tors have been designed for applications such as machine learning [29, 30, 98, 99],

web search [20] and others [32, 33]. Designs can be realized as application-speci�c

integrated circuits (ASICs) or synthesized onto Field Programmable Gate Arrays

(FPGAs). ASICs o�er great e�ciency but lack 
exibility and su�er from signi�-

cant fabrication costs and long times to market. In contrast, FPGAs o�er 
exible

and cost-e�ective platforms for specialization. FPGA accelerators are likely to play

a larger role in computing units given recent advances in application domains and

systems architecture.

We are motivated by emerging FPGA use cases in which an FPGA serves a

stream of tasks from a set of applications. These use cases are enabled by FPGAs

that are integrated with general-purpose processors [68, 100]. And these use cases

may support recent, on-demand accelerators in the cloud [22, 23], where FPGAs in-
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stantiate pre-implemented accelerators that are o�ered as libraries/services to users'

virtual machines [22, 101, 102]. Users pay for the time and accelerators requested.

These use cases often bene�t from multi-programming shared FPGAs. Although

some applications (e.g., web search) could scale to utilize most of an FPGA's logic,

others will not. For diverse application mixes, prior work only achieves up to 30%

utilization on modern FPGAs [103]. These �ndings suggest FPGAs could be under-

utilized without multi-tenancy.

Advances in FPGAs. The deployment of increasingly large, capable FPGAs

has motivated mechanisms for sharing them. First, vendors enable FPGA virtualiza-

tion to increase e�ciency and amortize capital costs. Hardware-based virtualization

supports running multiple, concurrent applications by partitioning an FPGA's phys-

ical resources into slots [104, 105, 106, 107]. Using one or more slots to de�ne a

virtual FPGA is e�cient when an application demands only a fraction of the FPGA.

Virtualization permits �ner grained allocation for recon�gurable resources.

Second, modern FPGAs support partial recon�guration (PR), which programs

a subset of the FPGA's resources. One FPGA slot can be re-programmed while

applications on other slots run uninterrupted [104, 105, 107, 108, 109, 110, 111].

Partial recon�guration improves 
exibility as slots can be allocated to applications on

demand, and it is faster than programming the entire FPGA, because programming

time depends on the number of recon�gured resources and the size of the bitstream

that contains the programming information [112].

Challenges in FPGA Management. Despite recent advances, e�cient and re-

sponsive FPGA management remains di�cult even for a single FPGA. Virtualization

enablesspatial sharingbut falls short of its promised e�ciency because �ne-grained

resources are organized into coarse-grained slots. Resources are often stranded in

slots because FPGA demands and allocations are de�ned in terms of minimum, indi-

visible bundles. Applications often under-utilize slots and other applications cannot
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derive utility from slots' excess resources.

Partial recon�guration facilitates temporal sharingbut only up to a point. Un-

like in general-purpose processors, context switches in FPGAs are slow and un-

wieldy [113, 114]. The FPGA must checkpoint the running application and incur

the costs of extracting internal hardware state distributed across CLBs, BRAMs,

and DSPs [112]. The FPGA can instead wait for the running application to arrive at

some minimal state with fewer elements to store [115]. Nonetheless, transition costs

preclude frequent preemptive scheduling.

These challenges hinder our goal: e�ciently allocating a shared FPGA's resources

to meet the system'sdesired target allocations. Target allocations could be dictated

by priorities associated with workload importance or entitlements associated with

external factors (e.g., users' �nancial contributions to a shared system). In this

chapter, without loss of generality, our target allocations are based on max-min

fairness.

Successfully maintaining target allocations is a prerequisite for managing cloud

infrastructures. However, mapping target allocations (i.e., logical shares) into phys-

ical shares is di�cult given how FPGAs organize and recon�gure resources. Logical

shares must be adjusted to produce feasible or e�cient physical shares, but these

adjustments lead to unanticipated deviations from target allocations. Prior work

neglects these di�culties and lack mechanisms to consistently realize target allo-

cations. FPGA schedulers neglect target allocations [112], and data centers have

deployed single-tenant FPGAs [20, 22, 116].

We propose Spatiotemporal FPGA Scheduling (STFS) [27] to consistently realize

target allocations in virtualized, multi-tenant FPGAs. Aware of FPGA characteris-

tics, the policy favors providing logical shares when possible and exploits temporal

scheduling when necessary due to gaps between logical shares and physically fea-

sible ones. Within short time periods, STFS allows deviations from logical shares
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in the spatial domain when these deviations favor throughput, improve utilization,

or avoid preemption. STFS adjusts future shares to compensate for past deviations

from logical shares such that each application realizes its target allocation, on av-

erage, across time. Colocated applications are treated fairly and target allocations

are maintained while avoiding starvation and SLA violations. In sum, we make the

following contributions.

ˆ We survey FPGA technology to identify current limitations and emerging ca-

pabilities. We distill unique characteristics to guide FPGA management.

ˆ We propose STFS, which tolerates short-term deviation from target allocations

to improve throughput and utilization. It realizes target allocations in the long-

term by tracking historical decisions and compensating for past deviations.

ˆ We demonstrate STFS's ability to respond to system dynamics such as appli-

cation arrivals and departures.

Terminology. We consider multiple applications that seek to instantiate ac-

celerators on a shared FPGA. For each application, a stream oftasks arrive over

time. Think of tasks as requests for each pre-implemented accelerator library. Sys-

tem throughput increases with the number of tasks served from each application.

The FPGA hosts multiple accelerators simultaneously and must manage shared re-

sources.Allocation and schedulingrefer to management decisions made in space and

time, respectively. Informally, we use allocation and scheduling interchangeably be-

cause STFS takes an integrated spatiotemporal approach to pursue throughput for

accelerated tasks on shared FPGAs. FPGAs are divided, in space and time, between

applications.
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(a) Architecture (b) Programmable logic 
oorplan

Figure 3.1 : Xilinx Zynq SoC

3.2 Emerging Field Programmable Gate Arrays

FPGAs are evolving in response to their emerging role in high-performance systems.

As shown in Figure 3.1a, they can now communicate with host processors via cache-

coherent shared memory [21, 117], which mitigates a communication bottleneck [118]

and encourages the design of �ne-grained accelerators [119]. FPGAs can support

spatial sharing with multiple regions that can be recon�gured independently. And

they can deploy sophisticated shells with shared hardware support for memory and

I/O interfaces. This section surveys recent advances in recon�gurable fabrics and

the next will discuss how technology constraints impact run-time management.

3.2.1 Recon�gurable Logic and Slots

As shown in Figure 3.1b, an FPGA is a pool of connected, recon�gurable logic ele-

ments: look-up tables (LUTs), 
ip-
ops (FFs), block RAMs (BRAMs), digital signal

processors (DSPs), and routing resources. Other elements provide basic infrastruc-

ture for clocks, I/O, and con�guration. An FPGA organizes its logic elements in
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columns such that each column contains one type of logic (e.g. DSP) [110, 120].

In commercial FPGAs, such as the Xilinx Zynq, columns may not repeat with a

consistent pattern. Vertically aligned recon�gurable cells are typically homogeneous,

except where IO blocks are located, but horizontally aligned ones are not. FPGA

regions with the same number of rows and columns may di�er in the number of

LUTs, FFs, etc.

Slots. An FPGA's pool of logic may be partitioned into a number of recon�g-

urable regions, called slots, to support multi-tenancy. A slot is a rectangular region

containing some fraction of the FPGA's logic [110]. The speci�c number of recon�g-

urable resources in a slot depends on its size and location within the FPGA. Each

slot can be recon�gured independently to implement multiple accelerators on an

FPGA [121].

Static slot sizes permit ahead-of-time compilation [108], especially when FPGA

needs are well established (e.g., pre-implemented accelerator libraries) or can be

anticipated as tasks 
ow through queues (e.g., OpenCL work groups) [112]. However,

static slot sizing presents challenges in a setting with diverse accelerators. Larger

slots risk poor utilization and unexploited concurrency when accelerators are small.

Smaller slots may require combining multiple slots, which is not easily supported by

EDA tools [122] and complicates FPGA mappings when accelerators are large.

Shell. A portion of the FPGA is reserved to implement a shell, which provides

infrastructure for communicating with system components [122, 123, 124]. Virtual-

ization requires interfaces to send status and receive commands perhaps through a

memory-mapped IO control plane. Networking requires hardware implementations

for routers, transport protocols, and medium access control. The shell is imple-

mented with the FPGA's resources, consuming 20-50% of its logic and reducing its

capacity for accelerators [122, 125]. The shell is recon�gurable but often treated as

static infrastructure for any accelerator on the FPGA.
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3.2.2 Compilation and Recon�guration

Accelerator design might start by compiling a high-level language into a hardware

description at the register-transfer level [24, 25]. Next, the hardware description

is synthesized into a netlist that describes interconnected logic gates. Finally, the

netlist is mapped to the FPGA's physical hardware by placing logic and routing

interconnect. The resulting bitstream encodes information necessary to program

and prepare the FPGA for execution. Instantiating an accelerator on an FPGA

requires time for synthesis, place-and-route, and programming. Synthesis requires

minutes to generate a netlist whereas place-and-route could require hours to map

the netlist to the fabric [103, 108, 126]. These costs are typically incurred o�ine,

amortized over long periods of computation, and rarely impact online performance

[108].

Programming the FPGA with a bitstream requires tens to hundreds of millisec-

onds [110, 120], a relatively small cost but one that directly impacts allocation re-

sponsiveness. Programming time decreases with the bandwidth of the con�guration

port ( i.e., ICAP). Emerging non-volatile or stacked memories might expand the

FPGA's bitstream caches and reduce its demand for bandwidth. Programming time

increases with bitstream size. Partial recon�guration can reduce bitstream size by

targeting only a subset of the FPGA's slots [112, 127].

Partial recon�guration modi�es the accelerator in an FPGA slot without inter-

rupting other running accelerators and without a�ecting the shell. Over decades,

commercial FPGA vendors have developed sophisticated capabilities. Designers can

recon�gure at scales as large as the entire FPGA or as small as an individual re-

source (e.g., LUT). Finer granularities increase 
exibility and utilization but impose

architectural costs. Xilinx FPGAs can recon�gure slots and address regions as small

as one element wide and one clock region tall [110, 120].
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3.3 Management Challenges for Shared FPGAs

Shared systems amortize hardware costs over more users and power costs over more

computation. Yet strategic users require incentives, often rooted in promised shares

calculated from some sort of agreement (e.g., priorities, entitlements,...) if they are

to forgo private systems in favor of shared systems.

Shared FPGAs present yet another setting where meeting target allocations is

critical but conventional policies are insu�cient. Virtualization and partial recon-

�guration provide mechanisms for sharing FPGAs but not managing them. One

might think policies for other computing resources (e.g., processor cores, cache and

memory) could be simply deployed for FPGA resources. But our review of existing

allocation policies reveals limits given the unique characteristics of FPGAs.

Speci�cally, one-shot policies have been used to divide resources in chip multi-

processors and data centers [128, 129, 130, 131, 132]. Such policies pursue target

allocations with repeated, independent allocation decisions in each time period. Al-

locations are independent such that decisions in the present have no e�ect on those in

the future. Examples of such policies focused on fairness include max-min, dominant

resource [131], and resource elasticity fairness [130].

However, applying one-shot policies for FPGA management is challenging. Poli-

cies may calculate and prescribe logical allocations that require infeasible or ine�-

cient physical allocations due to unique FPGA characteristics. In this section, we

describe constraints that arise from FPGAs' utility functions, restrictive slots, and

context switches.

3.3.1 Step-function Utility

A bitstream is speci�cally compiled for RTL on a particular slot. An application

derives utility and runs its bitstream successfully only on the slot it has been compiled
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for. The host slot must provide enough recon�gurable resources to meet the compiled

application's demand. Otherwise the application derives no utility.

Suppose 3 applications each demand 3 slots, but the FPGA has only 6 slots.

Imagine a one-shot policy that targets max-min fair allocations. Max-min divides

resources fairly among the 3 applications with identical weights and assigns 2 slots

to each application. When these logical shares are mapped to physical slots, no

application can instantiate its accelerator and derive utility.1

The FPGA's step-function utility contrasts with those for processor cores, cache,

memory, and communication bandwidth. For these conventional resources, which are

invariably time multiplexed, applications derive partial utility even when allocations

are smaller than demands without further e�ort [130]. Prevalent policies, such as

max-min or resource elasticity fairness for conventional resources, assume partial

utilities when calculating applications' shares of scarce resources. FPGAs, which do

not easily produce partial utilities, must look beyond traditional policies.

3.3.2 Restrictive FPGA Slots

The practicality of logical allocations depends on how physical resources are orga-

nized into slots, which raises several di�culties. First, policies' logical allocations are

fractional and often calculated to arbitrary levels of precision [130, 131], but FPGAs'

physical resources are organized into �xed size slots. This mismatch leads either to

wasted resources within a single slot or awkward partitions across multiple slots.

Second, designing the FPGA with a few large slots leads to poor utilization when

accelerators are small. Rounding fractional allocations or using one-shot allocation

policies for indivisible goods [132] under-utilizes slots and strands resources. Re-

1 One could imagine deriving partial utilities from allocations smaller than demands, either by
(a) partitioning the design into phases and time multiplexing slots, or (b) making smaller acceler-
ators that �t the slot size (e.g., by parameter tuning [25]). These options, however, have serious
drawbacks.
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covering these resources requires dividing a slot for multiple accelerators, but such

division requires merging designs into a single bitstream, preventing independent

partial recon�guration of colocated accelerators.

Third, designing the FPGA with many small slots might leave some slots un-

allocated due to mapping constraints. Small slots might be combined for large ac-

celerators but, to avoid routing complexity, current tools combine only adjacent

slots [122, 133].

Finally, an FPGA's slots are not fungible due to the heterogeneous layout of re-

con�gurable resources across the fabric's columns. Resources (e.g., LUTs) can be

distributed di�erently in di�erent slots, which means an accelerator's bitstream tar-

gets a speci�c slot and multiple bitstreams are required to target di�erent slots [122].

Accelerators cannot easily migrate from one slot to another at run-time with stan-

dard tool
ows [133, 134].

3.3.3 Expensive Context Switches

Context switches are very expensive because the computation's state|distributed

across �ne-grained LUTs, RAMs,etc.|must be extracted, saved, and restored [135].

The FPGA can extract state using scan chains, which instrument all memory ele-

ments via a shift register mode, but this requires milliseconds [113, 114, 136]. It

can save state using direct memory accesses, but this requires logic for the DMA en-

gine [137]. To reduce the amount of state that must be extracted, context switches

can wait for task-speci�c consistency points (e.g., OpenCL work groups) [112, 115].

Moreover, only one FPGA slot can be recon�gured at a time. Because context

switches are so expensive for FPGAs, prior work on scheduling processor cores and

memory bandwidth [138, 139] does not translate easily to recon�gurable fabrics.
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3.4 Spatiotemporal FPGA Scheduling

Spatiotemporal FPGA Scheduling (STFS) is an iterative, interval-based scheduling

algorithm that uses past success in maintaining target allocations to guide current

allocations. The system de�nes the target allocation (logical share) for each applica-

tion. Without loss of generality, max-min fairness de�nes our targets. STFS de�nes

success rate to measure how closely an application's physical allocations of slots

across time match its logical share.

Success Rate�
Average # Allocated Slots in Prior Intervals

Target Slot Allocation

Applications with lower success rates have been treated more unfairly with respect

to their target allocation in the past and are prioritized for future scheduling. The

algorithm seeks to ensure applications receive target allocations in the long run.

3.4.1 Scheduling Algorithm

Algorithm 1 presents STFS. In each interval, each slot is allocated to only one ap-

plication and some applications may be allocated multiple slots. If a task completes

well before the end of an interval, the accelerator may complete multiple tasks. If a

task is incomplete at the end of an interval, the task is permitted to complete and

avoid preemption.

In each interval, STFS iteratively selects the application with the next highest

priority (Line 18). The selected application will map one instance of its accelerator

if the number of idle FPGA slots su�ces (Line 19). Otherwise, it will be skipped.

Then, the algorithm updates the count of remaining slots as well as applications'

average allocations, success rates, and priorities (Lines 20-24). When all slots are

used or remaining slots are insu�cient for any application, the algorithm terminates

and accelerators are instantiated in slots.
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Algorithm 1 Simpli�ed STFS Algorithm

1: S Ñ total number of FPGA slots
2: Sidle Ñ number of idle slots
3: n Ñ number of apps
4: D[i] Ñ number of slots demanded by appi , iPr1; ns
5: success[i]Ñ success rate for appi
6: CurrAlloc[i] Ñ number of slots currently allocated to appi
7: TotalAlloc[i] Ñ sum of slots allocated to appi
8: AvgAlloc[i] Ñ mean of slots allocated to appi
9: TargetAlloc[i] Ñ logical share for appi

10: interval = 0
11: TotalAlloc[i] = 0 for all i
12: for each time interval do
13: interval++
14: Sidle � S
15: *update AvgAlloc[i] and success[i] for alli *
16: CurrentAlloc[i] = 0 for all i
17: while Sidle ¡ Min t Dris|iPr1; nsg do
18: next Ð i with smallest success[i]
19: if Sidle ¡ Drnexts then
20: CurrAlloc[next] += D[next]
21: TotalAlloc[next] += D[next]
22: AvgAlloc[next] = TotalAlloc[next] / interval
23: success[next] = AvgAlloc[next] / TargetAlloc[next]
24: Sidle -= Drnexts
25: else
26: *don't choosei again in this interval*

When the application with the highest priority does not �t in the remaining

idle slots, STFS selects the application with the next highest priority that �ts (if

any). This allocation, while unfair with respect to target allocations in the mo-

ment, improves throughput and avoids under-utilization. The deviation from target

allocations for the skipped application is re
ected in its lower success rate and is

compensated in future intervals.

The algorithm addresses two challenges in FPGA scheduling. First, it uses non-

preemptive scheduling to avoid frequent context switches. Second, STFS recon�gures

at regular intervals and reallocates all slots together, allowing the scheduler to op-
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Table 3.1: Example of STFS Iterative Updates. STFS schedules A, B, C with
demands 1, 3, 4 slots on six FPGA slots. Iterative updates for two intervals.

CurrAlloc AvgAlloc Success Rate

Time A B C A B C A B C Sidle
Final
Allocation

T0

0 0 0 0 0 0 0 0 0 6

A, A, A, B
1 0 0 1 0 0 0.5 0 0 5
1 3 0 1 3 0 0.5 1.5 0 2
2 3 0 2 3 0 1 1.5 0 1
3 3 0 3 3 0 1.5 1.5 0 0

T1

0 0 0 1.5 1.5 0 0.75 0.75 0 6

A, A, C
0 0 4 1.5 1.5 2 0.75 0.75 1 2
1 0 4 2 1.5 2 1 0.75 1 1
2 0 4 3 1.5 2 1.5 0.75 1 0

timize the mix of colocated applications. In contrast, releasing and re-allocating

slots at irregular intervals (e.g. as heterogeneous tasks complete) would increase the

likelihood of idle slots as slots cannot be used until there are a su�cient number of

slots to meet an application's demand.

3.4.2 Example Operation

Suppose the FPGA is partitioned into 6 identical slots, and 3 applications (A, B,

C) demand 1, 3, and 4 slots, respectively. Without loss of generality, suppose each

application's target allocation is 2 slots. For the �rst two iterations, Table 3.1 shows

allocations, available resources, and success rates. In each row, the application with

the smallest success rate (bold) has the highest priority for allocation.

In interval T0, applications have identical priorities. A and then B are granted

resources in order. C has the next highest priority and requires 4 slots, but only

2 idle slots remain. Here, STFS deviates from target allocations and allocates the

remaining slots to A rather than leaving them idle. C carries its de�cit fromT0 into

T1 via its low success rate. InT1, C is the �rst task to receive allocations. After

C and then A receive slots, B has the next highest priority but does not �t into

remaining slots. As inT0, A receives these slots rather than leaving them idle.

Figure 3.2 illustrates slot usage over time and highlights a new scenario inT4.
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Figure 3.2 : Example of STFS Slot Allocations. STFS schedules A, B, C with
demands 1, 3, 4 slots on six FPGA slots. Slot allocations for �ve intervals.

Figure 3.3 : Spatiotemporal FPGA Scheduling . STFS integrates with FPGA
compilation and programming 
ow.

B's priority has increased due to multiple deviations from target allocations in past

intervals, making it eligible to receive two consecutive allocations in one interval.

3.4.3 FPGA Compilation and Programming

Figure 3.3 shows how STFS is integrated into the FPGA's compilation 
ow and our

software toolchain.

Initializer. Initialization con�gures parameters in Algorithm 1. In the space

domain, parameters include the size, shape, location, and total number of recon�g-
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urable slots. In the time domain, interval length is the key parameter. The interval

should be long enough to amortize the latency of partial recon�guration, which can

be modeled asPs � S{Pt wherePs is a slot's bitstream size,S is the number of allo-

cated slots, andPt is the con�guration port throughput [112, 120]. Initialization also

includes a reference one-shot policy (e.g., max-min fairness) or numerical values that

specify applications' target allocations against which success rates are calculated.

Mapper. Given a set of applications (e.g., datacenter acceleration services),

the Mapper generates a set of possible application mixes and FPGA mappings, ac-

counting for FPGA capacity and mapping constraints. For example, in Figure 3.2,

6 slots could be used to host either 6 type-A accelerators or 2 type-A and 1 type-C

accelerator,etc.

Each colocated mix can be mapped to FPGA slots in multiple ways. When

accelerator A and C share 6 slots, in theory, A could occupy any 2 slots on the

FPGA and leave 4 slots for C, creating
� 6

2

�
� 15 logical mappings. In practice,

however, a feasible mapping requires 2 and 4 adjacent slots for A and C, respectively

(Figure 3.2 at T1.) The Mapper picks a feasible mapping for compilation. Any

other feasible mapping with similar application mix exploits bitstream relocation at

runtime and does not require re-compilation [133, 140].

Compiler. The compiler produces bitstream(s) for the accelerator(s) and the

logic that integrates them with the rest of the FPGA. For every mapping, the com-

piler produces a full bitstream, which programs the entire FPGA. The compiler also

produces partial bitstreams for individual accelerators within each application mix.

Accelerator compilation can start directly from the task's RTL or use high-level

synthesis (HLS) tools to automatically generate RTL for a task written in a high-level

language (e.g., C/C++). Vivado HLS generates accelerator IPs wrapped with AXI

interconnects and assigns address spaces to memory-mapped control planes [122].

Vivado Design Suite integrates the accelerators with the rest of the FPGA.
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Table 3.2: Benchmarks in STFS Workloads. Benchmarks and their demands
for recon�gurable slots. FPGA is organized into 3, 6, and 12 slots. Slots under S=3
contains (BRAM, DSP, FF, LUT) = (30, 40, 20800, 10400). Slots under S=6 and
S=12 are 2 and 4 times smaller, respectively.

Benchmark S � 3 S � 6 S � 12
AES 1 1 2
BFS 1 1 1
SHA 1 1 2
SPMV 1 2 3
GSM 1 2 4
FFT 2 3 5
SORT 3 5 10
VITERBI 3 5 10

Multiple application mixes are compiled and their bitstreams are cached for run-

time deployment, as in prior works [108]. Compiling application mixes is practical for

several reasons. First, for libraries of cloud accelerators, data center operators know

applications well in advance, allowing them to compile accelerators o�ine and load

cached bitstreams based on users' online demands. Second, compilation for multiple

application mixes is highly parallelizable. Third, research in FPGA place-and-route

and programming has reduced compilation latency signi�cantly� [141, 142, 143] or

produced strategies to hide the latency [126, 144].

Programmer. When STFS re-allocates slots to applications, the FPGA is re-

programmed with a bitstream from the cache. Xilinx tools use embedded software

drivers to boot the board with required settings and establish communication chan-

nels between the shell and hardware accelerators [145, 146].
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3.5 Evaluation

Platform. We evaluate STFS on a Xilinx Zedboard XC7Z020 from the Zynq-7000

SoC family. We create one column withSPr3; 6; 12s vertically aligned slots on a

portion of the programmable logic. Because our device requires 1.1 ms to con�gure all

slots, we set the allocation interval to be 1.1 seconds and thus ensure recon�guration

overhead is less than 0.1%.

Workloads. We evaluate STFS with benchmarks that exhibit diverse resource

demands and run-to-completion times. Table 3.2 lists eight benchmarks from two

suites used in prior FPGA accelerator studies, MachSuite [51] and CHStone [108].

We combine benchmarks to create two workloads. Themicro-workload includes AES,

GSM, FFT, and VITERBI. This small subset of accelerators allows us to visualize,

understand, and evaluate detailed allocation dynamics for each accelerator. Thefull-

workloadincludes all accelerators. The workload generates a stream of computational

tasks for each accelerated application. Table 3.2 details the number of slots demanded

by each benchmark under di�erent slot sizes. Note that FPGA and accelerator sizes

do not a�ect our evaluation, which focuses on how diverse accelerators share an

FPGA.

Baselines. We compare against variants of round-robin: Plain Round-Robin

(PRR), Relaxed Round-Robin (RRR), and De�cit Round-Robin (DRR). PRR has

been used in prior FPGA work [119] but RRR and DRR have not.

\Plain Round-Robin (PRR)" is the traditional ordering policy. In the current

interval, allocation begins with the application that did not receive its allocation in

the previous interval. Allocation proceeds in order until an application's demand

exceeds remaining capacity. This variant strictly follows round-robin order even if

resources remain unallocated.

\Relaxed Round-Robin (RRR)" is a policy we created to improve Plain Round-
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Table 3.3: Prior Work. Prior work on virtualizing shared FPGAs neglect schedulers
that allocate according to targets in space and time.

Prior Work Multi-Tenancy Dynamic Recon�guration Scheduling Policy Scheduling Limitation
ViTAL [103] yes yes simple matching between requests and capacity lacks spatiotemporal fairness
OPTIMUS [119] yes no round-robin lacks spatial fairness
Vaishnav et al. [112] yes yes Jain Index lacks temporal fairness
AmorphOS [108] yes yes equal partitioning of IO and bandwidth lacks spatiotemporal fairness
Coyote [135] yes yes round-robin lacks spatial fairness
Blaze [44] yes no �rst-come-�rst-serve lacks spatiotemporal fairness
Fahmy et al. [106] yes yes no policy, rejects requests when FPGA resources are unavailable lacks spatiotemporal fairness

Robin. If the next application in round-robin order cannot �t its request within the

remaining slots, those slots will be allocated to the next application that can �t.

In each interval, RRR �rst allocates for applications that did not receive resources

when it was their round-robin turn due to capacity constraints. RRR then contin-

ues in round-robin order. Thus, RRR improves resource utilization at the cost of

temporarily violating round-robin order.

\De�cit Round-Robin (DRR)" has been used in packet scheduling [147, 148] but

not FPGAs. For each application, DRR maintains a de�cit counter that tracks

accumulated deviations between actual and target allocations. DRR initializes the

counter to zero, increments the counter by the application's target allocation at the

beginning of each time interval, and decrements the counter based on the number

of allocated slots. Resources are allocated in round-robin order and an application

receives allocations only if its counter value is greater than its request for slots.

If an application requests but does not receive slots due to capacity and counter

constraints, it carries unused counters into future intervals.

Round-robin is a natural baseline for allocating resources across time. Indeed,

prior work provides few better alternatives. Table 3.3 indicates prior studies in

virtualizing shared FPGAs have neglected the spatiotemporal scheduling question.

Their schedules do not consistently satisfy allocation targets, neglect wasted slots,

and incur preemption costs [119]. Ours is the �rst to allocate FPGA slots, permitting

short-term deviations yet achieving long-term targets.
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3.5.1 Aligning with Target Allocations

Long-term Allocations. STFS tracks historical slot allocations to compute success

rates, prioritize applications, and plan future allocations. When using max-min

fairness to set target allocations, 4 applications sharing 6 slots should each receive

1.5 slots. Simply reserving 1.5 slots for each application in each interval leads to

three infeasible mappings (GSM, FFT, VITERBI need more than 1.5 slots) and one

poorly utilized mapping (AES needs only 1 slot).

In contrast, STFS provides time-varying allocations that, averaged across time,

match the target of 1.5 slots for each application. Figure 3.4 details this dynamic for

micro-workload comparing the average number of slots allocated across time against

the target. Allocations may temporarily deviate from the target in the short term

(see spikes in early intervals), but STFS tracks these deviations to guide future

allocations and ensure average allocations align with the target in the long term.

Figure 3.5 summarizes slot allocation over time. RRR, which has no memory of

past allocations, produces large deviations between the realized and target alloca-

tions. Large accelerators, like VITERBI, dominate and receive considerably more

slots over time. PRR, not shown, has similar allocation dynamics but performs

worse.

DRR's allocations more closely align with target allocations when compared to

PRR and RRR's. But DRR exhibits lower slot utilization, slower convergence, and

larger deviations from target allocations for larger accelerators when compared to

STFS. DRR's allocations align with targets to varying degrees, reporting unbalanced

success rates from 86% to 100%. STFS's allocations align with targets more closely,

reporting uniformly high success rates of 100% for all applications.

Figure 3.6 repeats the analysis forfull-workload and presents similar outcomes.

The target is 0.75 slots for each of eight accelerators. STFS successfully and quickly
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Figure 3.4 : Average Slot Allocations with STFS. Average slot allocations on
FPGA with six slots. STFS schedulesmicro-workload, which includes AES. Demand
for one accelerator instance off AES, GSM, FFT, VITERBI g is f 1, 2, 3, 5g slots.
Target allocation is 1.5 slots per application.
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Figure 3.5 : Average Slot Allocations. Average slot allocations on FPGA with
six slots. Policies schedulemicro-workload. (a) STFS, (b) Relaxed Round-Robin,
(c) De�cit Round-Robin. Demand for one accelerator instance off AES, GSM, FFT,
VITERBI g is f 1, 2, 3, 5g slots. Target allocation is 1.5 slots per application.
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Figure 3.6 : Average Slot Allocations. Average slot allocations on FPGA with
six slots. Policies schedulefull-workload. (a) STFS, (b) Relaxed Round-Robin, (c)
De�cit Round-Robin. Demand for each accelerator is detailed in Table 3.2. Target
allocation is 0.75 slot per application.
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Figure 3.7 : Average Success Rate. Data shown for full-workload on FPGA
with six slots.

Figure 3.8 : Benchmarks' Success Rates. Data shown for benchmarks within
full-workload using DRR and STFS on FPGA with six slots.

converges to this target for all accelerators. In contrast, other policies su�er from

spatially unfair allocations with unbalanced success rates relative to target alloca-

tions. These other policies also require more time to converge to targets or waste

resources.

Figure 3.7 demonstrates average success rates among applications withinfull-

workload. STFS outperforms baselines by converging to target allocations. Its suc-

cess rates are on average 32%, 17%, and 9% higher than those from PRR, RRR, and

DRR, respectively. Even DRR, the best of the baselines, cannot align its allocations

with targets.
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Figure 3.9 : Evaluating STFS under Constraints. (a) Deviations from long-
term target allocations and (b) Slot utilization as constraints on short-term target
allocations are relaxed. STFS schedulesfull-workload on FPGA with six slots across
200 time intervals.

Figure 3.8 indicates STFS's allocations are up to 13% more successful than DRR's

at aligning with applications' target allocations. DRR often deviates from target for

larger applications, such as SORT. Its decisions are constrained by round-robin order,

which may not prioritize applications with larger historical deviations. DRR's least

satis�ed applications, GSM, SORT, and VITERBI, receive only 85% of their target

allocations. In contrast, STFS's least satis�ed application receives 98% of its target.

Short- versus Long-Term Allocations. There exists a trade-o� between

strictly enforcing allocation targets in every time interval and 
exibly aligning with
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Figure 3.10 : Iterative Slot Allocations for micro-workload with STFS.
Data collected on an FPGA with six slots and ten time intervals. Demand for one
accelerator instance off AES, GSM, FFT, VITERBI g is f 1, 2, 3, 5g slots.
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targets across many time intervals, the strategy pursued by STFS. The former pro-

vides individual applications in a shared system stronger assurances about resource

availability. The latter improves aggregate system utility and performance.

Figure 3.9 explores this trade-o� by constraining how often STFS is permitted to

deviate from a logical share. When no deviations from targets are permitted in the

short term, allocations are poorly aligned with targets in the long term. Physically

feasible allocations di�er from logically prescribed ones by 10% to 15%. Moreover,

some FPGA slots must remain unallocated. In contrast, when deviations are permit-

ted, STFS exploits this 
exibility by tracking history and compensating applications

across time for any short-term deviations from the target allocation. Long-term al-

locations approach their targets, deviations fall to zero, and slot utilization increases

by up to 13%.

E�ects of Accelerator Size. The policy's perspective on fairness determines its

sensitivity to accelerator size. STFS allocates fairly with respect to target allocations,

ensuring each application receives the targeted number of slots across time. This

fairness concept is robust to di�erences in applications' demands for FPGA slots;

larger demands simply lead to less frequent allocations across time. In contrast,

round-robin variants allocate fairly with respect to turns on the FPGA, ensuring each

application dequeues and computes on the FPGA at regular intervals. Applications

that demand more slots will receive more slots across time and strategic users might

be incentivized to design larger accelerators. We detail these e�ects by examining

how FPGA slots are divided between accelerators with varied FPGA demands.

Figure 3.10a indicates that STFS allocates resources less frequently to an ac-

celerator as its resource demands increase. VITERBI, the largest, demands 5 slots

and receives resources in 3 of 10 intervals. AES, the smallest, demands 1 slot and

receives resources in every interval. Smaller accelerators, like AES and GSM, can

occasionally map multiple instances of their accelerator to the FPGA. In interval 3,
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GSM receives 4 slots for 2 instances of its accelerator.

Figures 3.10b-3.10c presents corresponding round-robin allocations. PRR and

RRR favor larger accelerators because they allocate accelerator instances evenly

across time regardless of their resource demands. Although VITERBI requires 2:5�

more slots than GSM, both receive allocations in the same number of intervals. As

a result, large accelerators receive the majority of slots across time. However, PRR

and RRR treat smaller accelerators di�erently. PRR allocates resources to smaller

accelerators only when their turn arrives whereas RRR allocates whenever idle re-

sources are insu�cient for the next application in round-robin order. Thus, RRR

o�ers more frequent allocations to applications with the smallest demands, such as

AES, and achieves greater FPGA utilization when compared to PRR.

Finally, Figure 3.10d considers DRR allocations. Large accelerators, such as

VITERBI, are granted resources less frequently because their de�cit counters incre-

ment at the same rate as all others but decrement at a faster rate due to the larger

number of requested and allocated slots. Small accelerators, such as AES, have fewer

opportunities to exploit idle FPGA resources because they must hold a su�ciently

large counter value to receive an allocation. Even when no other accelerators can

use idle slots (e.g., intervals 3, 6, 10), AES lacks the counters needed to receive slots.

Thus, the de�cit counter restricts allocations and limits utilization.

3.5.2 Performance

We evaluate system performance in terms of task throughput, which depends on an

accelerator's runtime and size. Figure 3.11 compares throughput from STFS relative

to that from round-robin baselines. One might hypothesize a trade-o� between

system performance and allocations that align with targets, especially if targets are

rooted in some fairness property. But not only does STFS most successfully align

allocations with targets, it also outperforms PRR, RRR, and DRR by 44%, 19%,
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Figure 3.11 : STFS's Average Throughput Gain. Benchmarks' throughput
from full-workload are normalized to those from baseline policies and averaged across
all 8 benchmarks on FPGA with six slots.

Figure 3.12 : Benchmarks' Throughput Gain. STFS throughput normalized
to DRR for benchmarks within full-workload on FPGA with six slots

and 12%, respectively.

Figure 3.12 provides more detail by comparing STFS against DRR, the best of

the baselines. STFS's throughput is 12% greater, on average, and up to 33% greater

in the best case. Not only does STFS more e�ectively align allocations with targets,

it also delivers greater task throughput through more e�cient mappings and greater

resource utilization.
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Table 3.4: Throughput Under Di�erent Con�gurations. Application through-
put on FPGA with 3 and 12 slots relative to that of 6 slots using STFS.

AES BFS SHA SPMV GSM FFT SORT VITERBI AVG
S=3 1 1.97 1 1.33 1 1.25 1 1 1.15
S=12 0.53 0.51 0.51 1.05 1.05 0.75 0.75 0.75 0.71

Table 3.4 examines the impact of slot size on these performance results. For STFS,

it reports each application's throughput with 12 slots and 3 slots relative to that with

6 slots. The smaller slots lead to greater intra-slot utilization, which improves task

throughput for applications by up to 1.97� . Larger throughput gains are observed

for applications that waste more resources when using the coarse-grained slots (i.e.,

BFS, SPMV, FFT). STFS's average throughput gain across applications with 6 slots

is 29% higher than STFS with 3 slots. STFS's throughput gain with 12 slots is 15%

higher than its throughput gain with 6 slots.

3.5.3 Resource Utilization

Inter-slot utilization refers to how slots are used across time. In Figure 3.10, uti-

lization di�ers across policies as some slots are occasionally left unallocated. STFS's

utilization is up to 66% greater than DRR's when comparing interval by interval.

STFS's average utilization across time is 13%, 11%, and 16% greater than DRR's

when the FPGA is con�gured for 3, 6, and 12 slots, respectively. STFS's average

utilization is also 17-23% greater than PRR's, which su�ers from rigidly following

round-robin order. By tracking history and allocating resources 
exibly across time,

STFS tolerates short-term deviations from logical shares in exchange for resource

e�ciency.

Intra-slot utilization refers to how recon�gurable elements|LUTs, FFs, DSP and

BRAMs|are used within each slot and is a�ected by interactions between accelerator
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Figure 3.13 : Resource Utilization. Weighted STFS schedulesfull-workload on
FPGA with six slots.

demands for slots, slot size, and slot orientation. Table 3.2 details accelerators'

demands for slots. When the FPGA uses many small slots (e.g., 12), sharing is �ne-

grained and intra-slot utilization is high. When the FPGA uses a few large slots (e.g.,

3), sharing is coarse-grained and small accelerators are allocated many recon�gurable

elements that are left idle. Using small slots improves intra-slot utilization by up to

31%.

STFS can weight applications to improve intra-slot utilization. Suppose DSPs

are scarce and avoiding wastage is a priority. Accelerators that more fully use DSPs

might be prioritized when assigning accelerators' allocation targets, causing them to

receive FPGA slots more frequently. Figure 3.13 considers weighting applications

according to their utilization of a particular resource type, thereby improving uti-

lization for that type. For instance, allocating slots with equal weights leads to 22%

DSP utilization whereas doing so with DSP-aware weights increases DSP utilization

by 11%.

3.5.4 Dynamic Workloads

Applications are typically known in advance such that corresponding bitstreams have

been generated and compiled in advance of their arrival. However, the run-time sys-

tem must adjust allocations in response to evolving workload mixes and demands.

STFS adjusts allocations upon application arrival or departure. Figure 3.14 con-
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Figure 3.14 : Evaluating STFS on Dynamic Workloads (Arrival Case).
Average slot allocations on FPGA with six slots. SPMV and SORT joinmicro-
workload before (top) and after (bottom) the system's allocations have converged to
target allocations.

siders the arrival of SPMV and SORT task streams, which join themicro-workload

workload at runtime. In the top, arrivals occur after STFS has converged to its

target allocations. In the bottom, arrivals occur before STFS has converged and

the e�ects of temporarily deviating from allocation targets have not yet been fully

compensated.

STFS responds to arrivals by updating targets and success rates. Supposing tar-

gets are set by max-min fairness, additional accelerators reduce target allocations

from 6{4 � 1:5 slots to 6{6 � 1 slot. Success rates for arriving accelerators are ini-

tialized to the largest rate (i.e., lowest priority) of accelerators already in the system,

which has two e�ects. First, it preserves relative priorities for existing accelerators,
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Figure 3.15 : Evaluating STFS on Dynamic Workloads (Departure Case).
Average slot allocations on FPGA with six slots. VITERBI departs frommicro-
workload before (top) and after (bottom) the system's allocations have converged to
target allocations.

which were set by allocations in previous intervals. Second, it allows arriving accel-

erators to catch up quickly and receive allocations. Thus, STFS quickly adjusts and

converges to new targets.

Figure 3.15 considers the departure of the VITERBI task stream. STFS responds

by removing the accelerator from request queues, updating targets for remaining ac-

celerators, and allocating slots with success rates calculated from previous intervals.

The target increases from 6{4 � 1:5 slots to 6{3 � 2 slots after departure. From these

results, we conclude that STFS is able to quickly adapt to arrival and departures.
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3.6 Related Work

FPGA Primitives. FPGAs have been virtualized using overlays [149, 150, 151,

152, 153, 154, 155], spatial regions [156], task virtualization [157], and context

switches [158]. Partitioning resources into slots permit concurrent tasks and im-

proves utilization [104, 105, 106, 107, 159, 160, 161, 162]. Slots provide mechanisms

for sharing but not policies for run-time management.

Temporal sharing requires dynamic recon�guration [163, 164], which is di�cult

due to context switch costs and complex preemptive scheduling [105, 108, 165, 166].

Current tools do not support automatic preemption and determining recon�guration

points for preemption is di�cult. Researchers have explored resource elasticity [112,

119] but, unlike STFS, do not provide schedulers that manage resources according

to system targets.

FPGA OS. Operating systems provide infrastructure and abstractions for vir-

tualization, communication, and management [167, 168, 169, 170, 171, 172]. Amor-

phOS [108] dynamically scales hardware modules and switches between spatial and

temporal sharing. ViTAL [103] provides abstractions for multi-FPGA acceleration,

using bitstream relocation on identical, small slots [103]. Recent work propose vir-

tualization for heterogeneous, multi-FPGA systems [173]. STFS's spatiotemporal

policies are orthogonal and contribute new management strategies that could be

integrated into these frameworks.

FPGA Scheduling. A rich body of literature has examined FPGA schedul-

ing. FCFS policies assign resources as tasks arrive [44, 104], but outcomes can be

sensitive to arrival order. Greedy policies assign tasks to the smallest slot with suf-

�cient resources [106, 174], but such matching may lead to long wait times and idle

resources. Some tasks may be favored during scheduling using priority queues [135]

and priorities could be associated with expected acceleration speedups [175]. How-
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ever, priorities could con
ict with notions of fairness and allocation targets, which

are the focus on our paper.

Fairness in FPGA management has focused on speci�c system settings. OPTI-

MUS schedules tasks with round-robin to ensure equal time on instantiated FPGA

accelerators [119]. OPTIMUS supports temporal scheduling for statically con�gured

FPGAs whereas STFS supports spatiotemporal scheduling and allocation for dynam-

ically recon�gured, virtualized FPGAs. This spatial dimension allows STFS to rec-

oncile applications' resource demands and the system's allocation targets. Max-min

fairness has been studied for the FPGA's NIC and DMA bandwidth [176]. Vaishnav

et al. use partial recon�guration to dynamically select bigger or smaller accelerators

for a task [112, 122] and pursue fairness in space. In contrast, STFS pursues fairness

or target allocations in space and time, which is imperative given how FPGA char-

acteristics can lead to a large gap between a policy's logically fair allocation and an

FPGA's physically feasible one.

Non-FPGA Scheduling. Traditional resources do not present the challenges

presented by FPGAs. O�ine design exploration yields e�cient colocations for core

and cache con�gurations [128], but do not accommodate indivisible resources like

FPGA slots. Prior work in distributed shared storage places tenants' partitions on

each node's available storage [129], but its fair division assumes a uni�ed pool of

resources and neglects cases where demand exceeds capacity. In contrast, FPGA

resources are bound to particular slots and applications' demands for slots often

exceed capacity.

3.7 Conclusion

STFS is a novel allocation policy that fairly shares the recon�gurable resources of

an FPGA between multiple accelerators, via spatial and temporal sharing. Despite

the physical constraints on shared FPGAs, which lead to infeasible or ine�cient
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allocations using traditional allocation policies, STFS achieves long-term allocation

targets. By permitting short-term deviations from target allocations and compen-

sating those over time, STFS's provides better resource utilization and performance

than round-robin baselines.
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4

Learning Sparse Matrix Row Permutations for
E�cient SpMM on GPU Architectures

4.1 Introduction

Sparse matrix computation is integral to varied applications in high-performance

computing [177], graph analytics [178], and machine learning [179]. Computation on

sparse matrices is challenging due to their many zero-valued elements, which induce

irregular memory access patterns. Sparsity degree (i.e., percentage of zero-valued

elements) varies from from approximately 50% in CNNs to more than 99% in big

graph analytics.

In this chapter, we optimize sparse matrix multi-vector multiplication (SpMM)

performance on graphics processing units (GPUs). GPUs can exploit data parallelism

in SpMM, but the distribution of non-zero elements across rows and columns of the

matrix ( i.e., sparsity pattern) a�ects load balance and data locality. Skipping opera-

tions with zero-valued operands saves time and space. But this strategy also creates

imbalanced load across parallel processing elements, which harms performance and

degrades resource utilization.
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We study performance optimizations for SpMM with compressed sparse row

(CSR) format. Standard libraries predominantly use CSR or DCSR [180]. Other

formats exist, but may require expensive conversions or storage overheads. SpMM

performance with CSR varies with both the sparsity pattern and the GPU design.

Sparsity requires strategies to better balance load across warps within a coopera-

tive thread array (CTA) and strategies to improve data locality to reduce memory

bandwidth demand.

In this work [28], we study sources of ine�ciency of the CSR format on GPU

performance and propose permutation techniques for matrix rows to improve data

locality, load balance, or both. We improve SpMM performance by identifying the

permutation technique best suited for a given matrix sparsity pattern. We do so by

modeling performance as a function of summary statistics and abstract features that

describe matrix structure and hardware-software interactions. In summary,

ˆ We analyze e�ects of load balance and data locality when GPUs perform

SpMM. The analysis motivates our proposed policies for matrix permutations.

ˆ We propose several row permutation strategies for CSR to improve load balance

and data locality on GPUs. Moreover, we select the best permutation given

matrix features. We improve performance by 1.4� on average and up to 20�

compared to plain CSR on two GPUs.

ˆ We derive features that model the relationship between sparsity pattern and

GPU performance. These features reveal the best permutation strategy for

each matrix. For 1,688 sparse matrices, performance under our model-driven

policy is 96% of the performance under an oracular policy.

This work is a �rst step towards broader studies on e�cient sparse computations

on a variety of data structures and hardware platforms like neuromorphic acceler-
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ators [181]. Given the success of our performance models, studying more complex

predictors (e.g. deeper neural networks) could extend our results to higher dimen-

sional, sparse tensors in CNNs.

4.2 Background

A GPU consists of multiple streaming multiprocessors (SMs) that execute kernels

in parallel. Each SM runs multiple cooperative thread arrays (CTAs), which are

also known as thread blocks, that are de�ned by the program. Each CTA consists

of multiple warps, each with a �xed number of threads (e.g., 32). Threads within

a warp execute the same instruction on multiple data (i.e., SIMD). Each SM has

fast private memory such as the L1 cache and a shared memory space (shmem) for

inter-thread communication. Shared memory space of an SM is divided between

di�erent CTAs of that SM. Di�erent SMs communicate through an L2 cache and

global memory.

4.2.1 Sparse Data Structures

SpMM multiplies sparse matrix A and dense matrix B, producing output matrix

C. Storing sparse matrices e�ciently requires compressed representations. Among

numerous formats, CSR is most widely used [182, 183].

Compressed Sparse Row (CSR). CSR represents a sparse matrix withM

rows and nnz non-zero elements using three arrays|rowidx , colidx , and value .

Together, these arrays specify the row, column, and value for each non-zero element

and avoid explicitly storing the many zeros. Thevalue and colidx arrays, each

with nnz elements, specify the value of non-zero elements and their column indices

in the order of their occurrence across rows. Therowidx array, with M +1 elements,

speci�es where each matrix row starts and ends in thevalue and colidx arrays.

rowidx[i] speci�es the aggregate number of non-zero values in the �rsti rows.
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Starting row indices from 0, rowidx[i+1] � rowidx[i] gives the number of non-

zeros in rowi .

Doubly Compressed Sparse Row (DCSR). DCSR further improves com-

pression e�ciency and reduces memory tra�c [180, 184]. The CSRrowidx array

counts the number of non-zero elements in each row, but this array contains redun-

dant information when matrices have many empty rows. DCSR introduces arowptr

array to identify non-empty rows and modi�esrowidx to store information only for

those rows. Figure 4.1 illustrates the two representations for a 4� 4 matrix.

A �

�

�
�
�

0 a01 0 a03

0 0 0 0
0 0 0 0

a30 0 0 0

�

�
�



rowidx � p 0 2 2 2 3q

colidx � p 1 3 0q

value � p a01 a03 a30q

rowidx � p 0 2 3q

rowptr � p 0 3q

colidx � p 1 3 0q

value � p a01 a03 a30q

Figure 4.1 : Sparse data formats. CSR (left). DCSR (right)

4.2.2 Output Stationary SpMM

SpMM can be parallelized for GPU computation. Tiling partitions the matrix and

allows multiple processing elements to compute on di�erent partitions, impacting

data locality and computation e�ciency [185]. When tiles �t in caches, communi-

cation with memory decreases and performance increases. SpMM kernels that keep

tiles of matrix A, B and C in shared memory are referred to as A-stationary, B-

stationary and output(C)-stationary, respectively. B- and output-stationary kernels

are most common because the sparse matrix A's memory footprint is much smaller

than the others' [185]. Algorithm 2 presents a psuedo code for parallel SpMM via

an output-stationary kernel implementation.
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Algorithm 2 Parallel Sparse Matrix Multi-vector Multiplication

Require: CSR A[M][N], 
oat B[N][K]
Ensure: 
oat C[M][K]

1: int WarpSize � 32; //number of threads in each warp
2: int wid � threadIdx:x {WarpSize; //warp ID
3: int twid � threadIdx:x %WarpSize; //thread ID within a warp
4: int numWarps � blockDim:x{WarpSize //number of warps within a block
5: for i � wid; i   M ; i � � numWarps do
6: for j � rowidxris � twid ; j   rowidxri � 1s; j � � WarpSize do
7: //partial sum computation and accumulation

In Figure 4.2, sparse matrix A is partitioned horizontally and dense matrix B

vertically. Sparse matrix A is stored in row-major order with CSR format, which

aligns with the horizontal tiling required for output-stationary computation. Dense

matrix B is stored in column-major order, which maximizes data locality in tile

traversals. A and B are partitioned such that each partition holds multiple rows and

columns, respectively.

Output matrix C's tiles could be computed in either row- or column-major order.

Row-major computation exploits locality for one strip of A but requires expensive

traversal over all strips of B. In contrast, column-major computation exploits locality

for B and usually performs better due to dense matrix B's larger memory footprint.

In our implementation, each CTA in one SM processes a column of C's tiles by

traversing over strips of sparse A and reusing a single strip from dense B.

Figure 4.2 : Output(C)-Stationary SpMM Kernel
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Suppose each CTA hasNw warps and each warp hasN t threads. Rowi P r0; M q

of A is assigned to warpj � i%Nw . Each warp's threads compute on the non-

zero elements of its assigned rows in the sparse matrix A (e.g., when Nw � 32, warp

j � 0 computes on rows 0, 32, 64, ...). Multiplication of non-zero elements of a sparse

matrix's row happen on threads of the corresponding warp in parallel. Thread local

registers accumulate partial sums without atomic operations, an advantage of the

output-stationary kernel.

4.2.3 SpMM Performance Factors

Load Distribution. Matrix values are often distributed non-uniformly across rows,

constraining utilization and degrading performance. A CTA cannot release its re-

sources until its warps become idle, and a warp's computation completes when its

N t threads process their values. The longest running warp in a CTA dictates the

critical path. Imbalanced work among warps leads to cases where a CTA is blocked

from accepting new tasks only because a few warps are still working. This degrades

performance by wasting parallel processing elements.

A warp's computational load increases with the number of non-zero elements

nnzR in each assigned rowR. If nnzR exceeds the number of threadsN t , the warp's

computation proceeds iteratively until all non-zeros are processed. When a warp

with N t threads processes rowR, the maximum number of non-zeros assigned to

a thread is
Q

nnz R
N t

U
; we refer to this measure aswarp load. For example, consider

a warp with 32 threads that compute on two rows with 33 and 64 non-zeros. The

warp load for both rows is two (�
P

33
32

T
�

P
64
32

T
), but thread utilization di�ers. In

the second iteration, the warp for the row with 33 non-zeros utilizes only one thread

whereas the warp for the row with 64 non-zeros utilizes 32 threads. Poor utilization

translates into unexploited opportunities for higher throughput.

Memory Bandwidth Demand. SpMM is memory-bound. During the exe-
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cution of an output-stationary kernel, each thread multiplies a non-zero in sparse

matrix A with the corresponding value in dense matrix B. Because non-zeros are

non-uniformly distributed in A, memory requests for B's matrix elements are irregu-

lar and span a variable number of cache lines. Rather than the number of non-zeros,

it is the location of those non-zeros within a row that determines the cache lines

a warp must fetch from dense matrix B. Given two rows with the same number of

non-zeros, a warp may fetch a signi�cantly di�erent number of cache lines.

Suppose each 128B cache line holds 32 consecutive elements of a column in B. If a

warp performs multiplication for 32 consecutive non-zeros in a row of A, it can obtain

the corresponding 32 elements from B's column, stored in column-major order, by

loading a single cache line. In contrast, if a warp performs multiplication for 32

sparse non-zeros distributed across columns (e.g., columns 0, 32, 64, etc.), it must

obtain the corresponding 32 elements from B by loading 32 di�erent cache lines.

Thus, the locations of non-zero elements within A's rows de�ne access patterns in

B's columns, impacting performance through data locality and cache e�ectiveness.

4.3 Data Permutation Policies

Permutations re-order sparse matrix rows to improve load distribution and data

locality. We propose row permutation techniques to improve SpMM performance on

GPUs yet preserve the CSR representation of the sparse matrix. Row permutations

happen o�ine or the cost is amortized as one sparse matrix is likely to be used several

times.

4.3.1 Load Balancing Permutations

We re-order rows of the CSR matrix to reduce load variation across parallel warps

within a CTA, thereby improving utilization. Prior studies categorize rows based

on the number of non-zeros and use di�erent SpMV kernels for each category [186].

97



In contrast, we re-order rows to better align the non-zero distribution with a single

output-stationary kernel, avoiding the costs of invoking multiple kernels.

Plain Sort. We sort rows by warp load before assigning computation. This

technique clusters rows with similar numbers of non-zeros and increases the likelihood

of balanced work across a CTA's warps. Although this technique does not guarantee

fully balanced loads, it improves load balance across groups of consecutive rows.

Flipped Sort. We follow the same logic as Plain Sort with one di�erence.

After every Nw=32 rows, the assignment order of rows to warps is 
ipped to avoid

assigning the largest load in each subset ofNw rows to the �rst warp. Although this

technique does not guarantee fully balanced loads, it reduces the likelihood of one

warp consistently receiving higher loads and improves load balance across groups of

consecutive rows.

Longest Processing Time (LPT) Sort: We assign rows to minimize the

longest running warp's load. First, we sort rows in decreasing order ofwarp load.

Then, we assign each row to the warp with the smallest load thus far. This greedy

assignment minimizes maximum warp load, which de�nes how long a CTA is busy.

4.3.2 Cache-Aware Permutations

Rows with the same number of non-zeros could di�er signi�cantly in the distribution

of those non-zeros, which determines cache access patterns for dense matrix B. When

each collection of 32 contiguous columns in sparse matrix A's row holds at least one

non-zero, the SpMM kernel must read the corresponding cache line for dense ma-

trix B. Cache-aware sort strategies aim to improve cache performance by increasing

locality and re-use for read cache lines.

First, we translate matrix A's sparsity patterns into matrix B's cache access

patterns. We construct a bit mask for each sparse matrix row. If thei -th block of 32

contiguous columns in the row contains at least one non-zero,bris � 1 in the mask
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and the i -th cache line from matrix B's column is required. Otherwise,bris � 0. A

sparse matrix with N columns produces a mask with
P

N
32

T
bits.

Second, we measure data re-use between pairs of rows, which will be multiplied

with the same column of B, by assessing their masks' similarities. Similar masks

correlate with higher re-use as the computation observes fewer 0-1 and 1-0 transitions,

which indicate a non-cached block of B is read and a cached block is not re-used,

respectively. We measure similarity with the Hamming distance (i.e., XOR) between

two rows' masks. The following row permutation strategies maximize similarity to

improve locality.

Warp-Aware Sort. To increase intra-warp data re-use, we re-order rows to

minimize distances between adjacent rows in each warp. Adjacent rows are located

32 rows away from each other in the sparse matrix because rows are striped across the

Nw � 32 warps of the CTA during load assignment. We initialize the sorted matrix

such that the �rst 32 rows are those from the original matrix with the lowest warp

load. The next 32 rows are those from the original matrix that minimizes Hamming

distance to a previously sorted row located 32 rows earlier (i.e. row[i] is selected to

minimize the distance from row[i-32]). This incremental assignment of rows from the

original matrix to the sorted matrix continues until every row has been added. At the

end, each warp has been assigned rows with similar access patterns to dense matrix B.

CTA-Aware Sort. To increase inter-warp data re-use, we re-order rows to

minimize distances between adjacent rows in the matrix. Adjacent rows are processed

in parallel by the CTA's warps. We re-order rows to create clusters ofNw � 32

consecutive rows, corresponding to parallel work groups, with similar cache access

patterns. We incrementally add rows to clusters, selecting the row from the original

matrix most similar to the previously added row in the sorted matrix. Because

clusters of consecutive rows in the matrix are assigned to parallel warps, minimizing
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Hamming distance between adjacent rows increases the likelihood that cache lines

requested by one warp are re-used by another warp running at the same time.

We are not the �rst to study SpMM locality. Section 4.6 provides a detailed dis-

cussion of related work but two particular studies are noteworthy here. First, Pichel

et al. improves locality by measuring and minimizing global accumulate distance, a

count of aligned cache lines between two rows [187]. Our approach is comparatively

�ner-grained. It further accounts for the likelihood of requesting non-cached blocks

or evicting recently cached blocks and minimizes the distance in these measures for

two rows that are likely to be executed within a short time frame.

Second, Jiang et al. improves locality by re-ordering rows in a CSR matrix using

the ratio of identical non-zero columns to the total non-zero columns as a measure

of similarity between rows [188]. Again, our approach di�ers in granularity, tracking

columns at coarser cache block granularity and assessing row similarity with more

detailed re-use statistics rather than column patterns.

4.3.3 Hybrid Permutations

Hybrid strategies combine bene�ts from load balancing and cache-aware sort.

Hybrid-1 Sort adjusts load balancing strategies by considering data locality.

When several rows have equal warp loads, we use locality to break ties rather than

simply picking the �rst of these rows. We break ties by selecting the row with the

smallest distance to the adjacent row, balancing load while increasing data re-use

across a CTA's parallel warps.

Hybrid-2 Sort adjusts cache-aware strategies by considering warp load balance.

When several rows are equally similar to the previously added row's bit mask, we

break ties based on secondary considerations. We consider three variants. First,

Hybrid-2.1 uses CTA-aware Sort and breaks ties based on warp load. Second, Hybrid-
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2.2 uses CTA-aware Sort and breaks ties based on distances between intra-warp bit

masks. Third, Hybrid-2.3 uses Warp-aware Sort and breaks ties based on warp load.

(a) GV100

(b) 2080 Ti

Figure 4.3 : Comparing Our Baseline's Speedup with CuSPARSE. Speedup
of C-stationary SpMM baseline kernel with original CSR ordering against NVIDIA
cuSPARSE over 1,688 matrices.

4.4 Assessing Performance Potential

Dataset. We measure SpMM execution time, before and after permutations, for

1,688 matrices from the SparseSuite Matrix Collection that include multiple cate-

gories and diverse sparsity patterns from real problems [189]. We exclude matrices
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(a) GV100

(b) 2080 Ti

Figure 4.4 : Comparing Our Baseline's Throughput with CuSPARSE.
Throughput of C-stationary SpMM baseline kernel with original CSR ordering
against NVIDIA cuSPARSE over 1,688 matrices.

that are from duplicate categories, are non-square, or have more than 30K rows, to

�t the dense matrices B and C with the same dimensions as A in GPU main memory.

Platform. We perform single-precision SpMM on two GPUs. First, theNVIDIA

Tesla GV100 has 5,120 FP32 CUDA cores operating at 1.53 GHz. It has up to

96 KB of shared memory per SM, 6 MB L2 cache, and 16 GB HBM2 main memory

with a 4 Kb bus providing 870 GB/s of bandwidth. Second, theNVIDIA RTX

2080 Ti has 4,352 FP32 CUDA cores operating at 1.35 GHz. It has a 5.5 MB L2

cache and an 11 GB GDDR6 main memory with a 352 b memory bus providing 616

GB/s bandwidth. We compile our CUDA codes with nvcc in CUDAToolkit v10.2
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with the -o3 compiler 
ag.

Baseline. We use the C-stationary SpMM implementation [185], because it

outperforms the state-of-the-art baseline, the NVIDIA cuSPARSE library [190]. The

cuSPARSE library is a general sparse linear algebra library suite with a sophisticated

API. We try both modes that cuSPARSE o�ers for SpMM with CSR and compare

our C-stationary baseline against the better performing one. Other recent work has

also used �xed-function SpMM implementations which outperform cuSPARSE [185,

188]. Figure 4.3 indicates that our C-stationary SpMM outperforms cuSPARSE by

1.67-1.89� , on average, for our matrices and GPUs. Figure 4.4 also reports raw

throughput, in GFLOPs, for the two SpMM implementations.

4.4.1 Performance Determinants

Figure 4.5 evaluates performance for one representative load-balancing permutation

technique, reporting speedups on the GV100 from LPT Sort. Each point corresponds

to one sparse matrix. In Figure 4.5a, matrices are ordered by their densities (x-axis)

and speedups are reported relative to SpMM on the original CSR matrix (y-axis).

Figure 4.5b, however, reports the speedups relative to the matrices' number of rows

(x-axis). LPT Sort balances warp load and improves performance by up to 3.5� .

But LPT is counterproductive for several matrices, harming performance by 0.8� in

the worst case. Figure 4.5c indicates more than 17% of matrices are harmed by LPT

Sort.

We diagnose that load balancing permutations can harm performance by de-

grading data locality. Figure 4.6 (top) presents sparse matrix A with a diagonal

non-zero pattern. Square cells in each row represent 32 consecutive matrix columns

corresponding to one cache line of the dense matrix B during SpMM. Colored cells

include a non-zero element. Horizontal red lines set hypothetical boundaries on rows

that are sequentially assigned to warps within the CTA (i.e., �rst row of each bound-
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Figure 4.5 : Speedup After a Load Balancing Permutation (LPT Sort).
Compared to the original CSR. Data collected on GV100. (a) plotted over density,
(b) plotted over matrix size, (c) histogram of speedup values.
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Figure 4.6 : LPT Sort Example. CSR original order (top). LPT sorted CSR
(bottom).

ary is assigned towarp0 in CTA). Numbers on the right indicate warp load and the

number of distinct cache lines from matrix B requested by the CTA.

In Figure 4.6 (bottom), LPT Sort improves load balance across warps 0-3 by

changing their warp load from 12, 13, 10, 10 in the original matrix (top) to 12, 11,

11, 11 in the sorted matrix (bottom). But this permutation increases the distance

between rows with common cache lines (i.e., rows with colored cells in identical

columns). As a result, the CTA computes on these rows at di�erent times and

misses the opportunity to re-use cached data. The number of distinct cache lines

requested within each boundary increases after LPT sort, and the total number of
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Figure 4.7 : Speedup After a Cache-aware Permutation (Warp-aware
Sort). Compared to the original CSR. Data collected on GV100. (a) plotted over
density, (b) plotted over matrix size, (c) histogram of speedup values.
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distinct cache lines requested from dense matrix increases from 24 with original CSR

to 38 with LPT sorted CSR.

Figure. 4.7 reports performance after a representative cache-aware permutation.

Warp-aware Sort accounts for data locality and improves performance by up to 2.3� ,

but it harms performance for over 20% of matrices and by 0.3� in the worst cases as

seen in Figure 4.7c. Figure 4.6 reveals how re-ordering rows for better data locality

could imbalance load and harm performance.

In sum, signi�cant opportunities exist to improve performance by permuting ma-

trix rows, but a considerable number of matrices may su�er slowdowns if the wrong

permutation is chosen. Figures. 4.5-4.7 suggest there is no clear relationship between

any single generic metric, such as matrix size or density, with permutation speedups.

We cannot trivially determine which matrices will bene�t from a permutation tech-

nique. Diversity in matrix sparsity, complex trade-o�s between load distribution

and data re-use, and several sort techniques make �nding the proper permutation

for each matrix a challenge.

In the rest of this section, we analyze the performance for varied permutation

techniques. We evaluate combinations of multiple techniques to overcome disad-

vantages of using one permutation alone. In Section 4.5, we provide a predictive

model that associates permutation techniques' performance with features that de-

scribe matrix sparsity, enabling intelligent selection of the best technique for each

matrix.

4.4.2 Performance Distributions

We measure speedup after each permutation for all 1,688 matrices on two di�erent

GPUs: the GV100 and 2080 Ti. A permutation technique's performance depends on

sparsity patterns and varies across matrices. Figure 4.8 uses box plots to visualize

the performance distribution across sparse matrices for each technique. The bottom
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Figure 4.8 : Box Plot for SpMM Speedup Distribution of Di�erent Per-
mutations. GV100 (top). 2080Ti (bottom)

and top of the box indicate the �rst and third quartile, respectively. The middle

line indicates the second quartile (i.e., the median). Table. 4.1 reports summary

statistics.

Table 4.1: Permutation Policies' Performance Summary. Data shown for
various permutation techniques over 1,688 datasets on GV100 and 2080Ti.

GV100 Speedup 2080Ti Speedup
Permutation Max Mean Min Max Mean Min

DCSR 13.4� 0.85� 0.5� 20.2� 1.15� 0.7�
Plain Sort 4.1� 1.02� 0.6� 2.5� 1.0� 0.7�
Flipped Sort 3.9� 1.04� 0.8� 2.4� 1.06� 0.7�
LPT Sort 3.5� 1.10� 0.8� 1.9� 1.06� 0.6�
Warp-aware Sort 2.3� 1.07� 0.3� 2� 0.99� 0.3�
CTA-aware Sort 3.9� 1.01� 0.3� 2.2� 1.0� 0.7�
Hybrid-1 Sort 4.2� 1.0� 0.3� 2.4� 1.06� 0.5�
Hybrid-2.1 Sort 4.1� 1.10� 0.4� 2.3� 0.99� 0.7�
Hybrid-2.2 Sort 4.1� 1.09� 0.3� 2.3� 1.0� 0.6�
Hybrid-2.3 Sort 2.4� 0.97� 0.25� 2.1� 1.06� 0.3�
Oracle 13.5� 1.4� 1� 20.2� 1.37� 1�
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No single permutation technique works well for all matrices. Each technique

bene�ts only a subset of matrices, but those bene�ts are substantial. Most techniques

report median values near one, the result of o�ering a nearly even mix of speedups and

slowdowns across 1,688 sparse matrices. For instance, DCSR improves performance

by up 13.4� and 20.2� on the GV100 and 2080 Ti, respectively. But its speedup

is smaller than 0.85� and 0.98� for 75% of matrices on the GV100 and 2080 Ti.

LPT, Warp-aware, and hybrid permutations on the GV100 and LPT and hybrid

permutations on the 2080 Ti report larger medians and third quartiles, indicating

versatility and greater applicability across diverse matrices.

We analyze the upper bound on performance achievable when an oracle identi�es

the best technique for each matrix. Figure 4.8 and Table 4.1 report the oracu-

lar performance distribution across matrices. The median speedups are 1.15� and

1.09� , and 75% of the matrices report a speedup greater than 1.05� and 1.04�

on the GV100 and 2080 Ti, respectively. The oracle's performance is superior to

all individual permutation techniques, indicating advantages of combining multiple

permutation techniques and selecting the right permutation for each matrix. The

original CSR order is also considered by the oracle. Note that the oracle is 1.37-1.4�

faster than our baseline SpMM with original CSR. It is also 2.31-2.65� faster than

cuSPARSE, on average.

4.4.3 Oracular Performance

The oracular analysis motivates a portfolio of permutation techniques to support

diverse matrices. Figure 4.9 indicates how often a technique is most preferred for

each of 1,688 matrices. On the GV100, Warp-aware Sort is most popular, and 37% of

matrices bene�t most from this permutation. But a mix of six techniques are required

to ensure that 90% of matrices are supported by their most preferred technique.

Figure 4.10 illustrates how oracular performance increases with the number of
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Figure 4.9 : Best Permutation Policies. Summary of the chances of di�erent
permutation policies to provide the best performance over 1,688 matrices. GV100
(left). 2080Ti (right)

Figure 4.10 : Oracular Speedup on GV100

permutation techniques available. When an oracle can choose between two permu-

tations (including the original matrix), SpMM performance improves by 33% on

average. The two best permutations are DCSR and Hybrid-2.1 Sort, which uses

CTA-aware Sort and breaks ties based on distances between intra-warp rows. When

the oracle can choose between even more permutation techniques, SpMM perfor-

mance improves further. The analysis indicates diminishing marginal returns when

�ve techniques are available. Thus, 
exibility and choice bene�t SpMM performance
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