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Abstract

Data-driven decision making plays a dominant role across all domains, from health,

business, government, to sports. High impact decisions, decisions that may affect

an entire organization, are now being automated by analytical queries. A bank

account may be shut down if a query determines there may be fraudulent activity, a

sporting event may decrease ticket costs if the rate of ticket sales is not fast enough.

These data-driven decisions are often ad-hoc and resource intensive: a bank has to

compare and analyze all users, sporting events might use previous events to estimate

an acceptable ticket sales rate.

In this dissertation, I describe efficient methods for optimizing analytic queries

where the query has a complex user-defined function or join. I introduce an analysis

methodology for queries called query perturbation analysis. Query perturbation

analysis models a query as a collection of parameter settings rather than a collection

of database relations. In this model, a query conceptually involves evaluating the

same query template multiple times using perturbed parameter settings.

I begin with a discussion of the motivation for modeling complex database queries

in a perturbation analysis framework. Perturbation analysis often produces an effi-

cient and natural (to the end user) way to break down complex queries into isolated

parameterized queries. Analytical queries such as analyzing performance in sports,

or efficiently finding nearest neighbors to identify intrusion attacks in computer net-

works, are prime candidates for perturbation analysis.
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I start by describing optimizations introduced by modeling a problem using per-

turbation analysis. I discuss four common optimizations to query perturbation anal-

ysis: parallelization, memoization, grouping, and pruning. Each optimization can be

used in different scenarios and under different constraints. I provide examples where

each optimization can be used.

I show how to tackle this problem from three distinct angles: as a distributed

system, within a database system, and using approximation methods.

As a distributed system, I introduce Perada, a system for perturbation analysis

which exposes these common optimizations and simplifies the development of general,

ad hoc perturbation analysis jobs. I first describe how to specify and interact with the

underlying optimizations, and then describe the implications of each optimization to

job performance. Perada hides this job performance complexity by runtime tuning

of optimizations through multiple stages and on/off switches for optimizations. I

describe this runtime strategy to balance tradeoffs of various optimizations and the

performance gain from a naive always-on strategy.

Within a database system, I push perturbation analysis through a SQL optimizer

and show how a certain class of queries called iceberg queries can be rewritten for

an order of magnitude decrease in execution time. I describe specific constraints and

requirements to first identify iceberg queries and ensure that rewritten execution

returns the same set as a traditional SQL compiler.

Using approximation methods, I describe solutions to approximately count per-

turbation analysis queries, and push the approach to a general class of queries with

expensive filters. All approaches rely on constructing a fast, probabilistic classifier

in place of the expensive filter and classifying individual perturbations. Using the

trained classifier, I describe two approaches to approximately count perturbation

analysis queries. Quantification learning uses the classifier directly to count the pre-

dicted labels. Sampling uses the classifier to create unequal probability sampling
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schemes to produce highly accurate, low variance estimates.

For each distinct angle, I provide empirical results that show the effectiveness

of perturbation analysis in data systems. This dissertation shows that perturbation

analysis is a practical alternative method to traditional query execution techniques

and can be used in diverse settings: distributed, SQL, and approximated.
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1

Introduction

Within the past few years, ad hoc data analysis has become so ubiquitos that ma-

jor internet companies have started introducting "queries as a service" platforms.

Google’s BigQuery, for instance, exposes a SQL dialect and access controls to share

datasets and queries. Analysts create dashboards from these query services to sup-

port decision making processes.

These queries can be both resource intensive and time intensive - an author of an

ad hoc query may not have knowledge of any indexes, views, or how to optimize a

query for a given system. The common side effect is a slowly executing query, to the

point where the user may rewrite the query and provide less sophisticated analysis.

In modern systems, however, it may also result in an expensive query, as "queries

as a service" platforms charge by both underlying data storage and amount of data

accessed per query.

Models of query planning and execution have traditionally been broken down into

a relational tree containing a set of relational operators. While the exact execution

for each operator may differ across sytems, the relational execution model has per-

sisted. For many queries, the relational model is still exceedingly effective even as
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all other aspects of database systems have transformed. Databases themselves are

now globally distributed while still transactional: they span multiple datacenters,

synchronized by specialized clocks. Storage limits are measured in petabytes and

exabytes. Database performance is measured by the thousands of queries per second

it can handle.

Analytic queries are still an expensive burden to modern database systems. These

queries are typically resource intensive, dominated by costly joins or user defined

functions. And yet, if the query is viewed from the perspective of its parameters,

there may be a large number of unnecessary computations. A small number of

parameters may contribute to the end result, such as a count with a selective filter,

or a cross product join that throws away most of the join results.

An alternative way of thinking about a query is to analyze the queries param-

eter space - the set of all attributes used during a query’s execution. Consider the

following motivating example.

Example 1 (CBB/streak) “Danny Ferry scored 11 points or more in 33 consecutive

games during the 1988–89 season. Only once has this record been beaten in the

history of Duke University Men’s Basketball.”

Sports reporters and team publicists routinely come up with this kind of claim

(called prominent streaks in Zhang et al. [2014]). Naturally, one wonders how we can

find such claims, and whether they are truly significant.

Databases using traditional query execution plans may struggle mightily with

this complex query. Depending on data layout, a series of intermediate joins is

likely required. Each player has to have all their streaks enumerated and written to

temporary storage, then compared to the initial statement for filtering, before the

final result is returned (list (or count) of players with a better performance).

A more efficient approach is to execute the query from the perspective of per-
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turbations: the set of parameters to the query. In this example, the perturbation

parameters are only two: player and year. That is, for each (player, year) entry, we

have to calculate if the player scored at least 11 points in 33 consecutive games.

There are a few potential speedups from this perspective. First, we can calculate

each (player, year) combinations independently, providing easy parallelism. Second,

we can group data together and perform entire calculations without replicating data

to every machine. Grouping by player, an intelligent system could send only subsets

of data to machines and match the parameters to data.

Contributions

In this dissertation, I describe efficient methods for optimizing analytic queries

where the query has a complex user-defined function or join. I introduce an analysis

methodology for queries called query perturbation analysis. Query perturbation

analysis models a query as a collection of parameter settings rather than a collection

of database relations. In this model, a query conceptually involves evaluating the

same query template multiple times using perturbed parameter settings.

In chapter two, I describe Perada, a system for perturbation analysis which ex-

poses these common optimizations which simplifies the development of general, ad

hoc perturbation analysis jobs. I first describe how to specify and interact with the

underlying optimizations, and then describe the implications of each optimization to

job performance. Perada hides the complexity of job performance by runtime tuning

of optimizations through multiple stages and on/off switches for optimizations. I

describe this runtime strategy to balance tradeoffs of various optimizations and the

performance gain from a naive always-on strategy.

In chapter three, I push perturbation analysis through a SQL optimizer and

show how a certain class of queries called iceberg queries can be rewritten for an

order of magnitude decrease in execution time. I describe specific constraints and

requirements to first identify iceberg queries and ensure that rewritten execution

3



returns the same set as a traditional SQL compiler.

In chapter four, I describe solutions to approximately count perturbation analysis

queries, and push the approach to a general class of queries with expensive filters. All

approaches rely on constructing a fast, probabilistic classifier in place of the expensive

filter and classifying individual perturbations. Using the trained classifier, I describe

two approaches to approximately count perturbation analysis queries. Quantification

learning uses the classifier directly to count the predicted labels. Sampling uses the

classifier to create unequal probability sampling schemes to produce highly accurate,

low variance estimates.

Lastly, a summary of the thesis and an outline for potential future work is pro-

vided.
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2

Perada - Optimizing Large Perturbation Analysis
Workloads

2.1 Introduction

Data-driven decision making is playing an increasingly important role today in many

domains, from health, business, sports and entertainment, to public policy. Decisions

are often driven by database queries, which derive insights, identify trends and issues,

and justify actions. Asking the right queries is critical to decision making. “Bad”

queries (intentionally or otherwise) can present cherry-picked views, introduce bias,

and result in misleading or potentially dangerous conclusions. By “tweaking” a

database query in various ways and studying how its result changes, perturbation

analysis provides a framework for finding the right queries and guarding against bad

ones.

A noteworthy application of perturbation analysis is in computational journal-

ism Cohen et al., 2011], and particularly in finding leads and checking facts using

data.

Example 2 (CBB/streak) “Danny Ferry scored 11 points or more in 33 consecutive
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games during the 1988–89 season. Only once has this record been beaten in the

history of Duke University Men’s Basketball.”

Sports reporters and team publicists routinely come up with this kind of claim

(called prominent streaks in Zhang et al. [2014]). Naturally, one wonders how we

can find such claims, and whether they are truly significant. Perturbation analysis

offers us insights to both questions. By considering other players and different runs

of games, we can obtain all combinations of point minimum and streak length, and

further select those dominated by at most one other instance. The final set of results

gives us all claims that are as “interesting” as the original one (thereby finding leads).

The size of the final set also tells us how unique the original claim is (thereby checking

facts)—if analogous claims can be made about many other players, then Danny

Ferry’s streak is not really significant, even though it appears so (being dominated

by only one other instance).

Example 3 (Congress/vote, adapted from Wu et al. [2014]) “Jim Marshall, a Demo-

cratic incumbent from Georgia, voted the same as Republican Leader John Boehner

65 percent of the time in 2010.” This claim came from a TV ad in the 2010 elections

and was checked by factcheck.org.

Campaign ads frequently invoke such claims to strengthen their own candidates

or to attack opponents. Again, perturbation analysis can find and check such claims.

By perturbing the legislators involved in comparison, we can see what other pairs

of legislators from different parties have similarly high agreement percentages, and

evaluate how unique the original claim is in the broader context. Moreover, by

perturbing the time period of comparison, we see how robust the claim is. Here, if

we expand the comparison to 2007–2010, then Marshall agreed with Boehner only 56

percent of the time, which is not very high compared with other Democrats. These

and other uses of perturbation analysis for fact-checking are discussed in depth in Wu
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et al. [2014].

Conceptually, both examples follow a similar procedure of perturbation analysis:

given a database and a parameterized query “template,” we evaluate the query with

various parameter settings to obtain a set of results (or “perturbations”) representing

the “bigger picture”; then we filter, rank, or summarize the results to find interesting

claims or to assess the significance of particular claims. Even if the database itself

is not big, the space of perturbations can be enormous. With current technologies,

timely perturbation analysis remains challenging.

Using a database system, a developer familiar with SQL can write the query

template as a prepared SQL statement, and evaluate it with each parameter setting;

the results can be collected into a table and then post-processed using another SQL

query. An experienced SQL developer may even be able to write the entire analysis

as a single SQL query—albeit a very complex one, with the help of view definitions

and/or WITH clauses. However, both approaches are prohibitively expensive (as we

will experimentally verify later) as database systems are not designed for this type

of workloads.

Another approach is to develop specialized algorithms for specific query tem-

plates and applications, as in, e.g., Wu et al., Zhang et al. [2014], Wu et al. [2014].

Unfortunately, developing such algorithms for ad hoc situations requires a level of

expertise and effort that is simply unavailable to typical users. Data journalism, for

example, has been called “social science done on deadline,” Remington [2014] and is

often performed with very constrained resources. Because of the time, expertise, and

cost required by their development, efficient specialized algorithms often turn out to

be less practical than easy-to-implement solutions that are efficient “just enough” to

get the job done.

Therefore, there is a need for a better system for perturbation analysis. This
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system needs to be easy to scale to a large number of perturbations under a deadline.

It needs to be general, with versatile optimization techniques applicable to different

query templates. It needs to be simple to use—developers should be able to program

ad hoc analysis quickly, without worrying about low-level implementation details

and performance tuning.

We are developing a system called Perada (Perturbation analysis of database

queries) to meet these requirements. A key challenge is the degree to which we

can automate optimization while still delivering acceptable performance for complex

ad hoc perturbation analysis. Perada identifies a suite of optimizations that are

generally effective in perturbation analysis: parallelization (trivially, we can evaluate

all perturbations in parallel); grouping (we can evaluate some perturbations more

efficiently as a group); memoization (we can cache the result of a piece of computation

and reuse it when we encounter the same inputs later); pruning and incremental

computation (we can use the results cached for one set of inputs in more sophisticated

ways to help prune or compute for a different set of inputs). Perada provides hooks

for developers to enable these optimizations easily.

More importantly, developers are not committing themselves to invoking all these

optimizations in particular ways. As we will see later, performance depends on ap-

propriate optimization settings—e.g., whether memoization and pruning are worth

their overhead, or how to strike a balance between parallelism and serialism (the

latter of which enables memoization, pruning, and incremental computation). How-

ever, appropriate settings may depend on factors difficult to foresee by developers,

such as data characteristics. Perada removes the burden of specifying optimization

settings from developers; instead, it monitors execution and adjusts optimization

settings dynamically and adaptively.

Therefore, with Perada, developers can focus on specifying the analysis and op-

timization opportunities through the Perada API (using Python and SQL); Perada
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implements useful functions such as distributed caching and parallel randomized

enumeration of parameter settings, and handles all details of tuning and execution

using modern cluster computing tools (Spark Foundation and Redis red). Perada

also protects developers from some rather nasty implementation pitfalls that arise

from failures and concurrency. In this paper, we describe the design and implemen-

tation of Perada, show how it helps us implement perturbation analysis for a number

of real-life scenarios in computational journalism, and demonstrate its efficacy and

efficiency through experiments.

2.2 Problem Statement

Suppose we have a database D. We are given a parameterized query template q over

D with parameters settings drawn from a (typically multi-dimensional) parameter

space P . Let q(p) denote the result of evaluating q over D with parameter setting

p ∈ P . Let R = {(p, q(p)) | p ∈ P} denote the collection of results (or perturbations)

obtained by evaluating q over the entire parameter space. We are further given a post-

processing query χ over R, which computes the final answer set for the perturbation

analysis. Hence, a perturbation analysis problem is specified by (D, P, q, χ).

The post-processing query χ may simply filter or aggregate R. However, in many

cases, χ can do more, such as ranking or clustering R, so in general, it may be im-

possible to determine whether or how much a particular perturbation contributes to

the final answer set without examining other perturbations. The following examples

illustrate a range of possibilities for the problem definition. For ease of exposition, we

have simplified the database schemas below (some tables are in reality join views).

Example 4 (CBB/streak) Recall Example 2. Here:

• The databaseD records per-player and per-game statistics for Duke Men’s Bas-

ketball Team in a table (season, game-date,
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player, points, rebounds, . . .).

• The query template q is parameterized by (player, start-date,

end-date), where the dates specify a sequence of consecutive games in the same

season played by player. The query computes (length, points), where length

is the number of games between start-date and end-date, and points is the

minimum points scored by the given player in these games.

• Given the set of perturbations R, the post-processing query χ returns those in

R whose (length, points) pairs are “dominated” by no more than κ other pairs

(κ = 1 in Example 2). We say that (x, y) dominates (x′, y′) if x ≥ x′ and y ≥ y′

and at least one inequality holds.

Example 5 (Congress/vote) Recall Example 3. Here:

• D (source: govtrack.us) records the votes by each legislator in each roll call of

the U.S. Congress in a table (person, party,

roll-call-id, date, vote).

• q is parameterized by (person1, person2, start-year-month,

end-year-month), where person1 is a Democratic legislator and person2 is a

Republican legislator. The query computes a single number agree%, the per-

centage of the times that the two legislators agree in their votes during the

specified time period.

• χ simply selects those perturbations with agree% ≥ τ (in Example 3, τ = 65).

Example 6 (MLB/dom) “Only one other player has ever beaten Ryan Howard’s 2006

season where he had 182 hits, 58 home runs, and a .310 batting average.” This type

of claims are called “one of the few” in Wu et al.. Here:
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• D records statistics for Major League Baseball players by season and by player,

in a table (season, player, hits, home-runs,

batting-avg, earned-run-avg, . . .). More than twenty stat columns are available.

• q is parameterized by (player, season), and computes domcount, the number of

rows in the stats table that dominate the row with the given (player, season) on

a set of stat columnsM (in the claim above,M = {hits, home-runs, batting-avg}).

The notion of dominance here is a straightforward generalization of that in Ex-

ample 4 to higher dimensions; also, for some stats smaller values are better

(e.g., hits-allowed for pitchers).

• χ simply selects those perturbations with domcount ≥ κ (in the claim above,

κ = 1).

This example can be seen as a simpler version of Example 4. Here, the measures

involved in dominance test are already stored in the database; in Example 4, they

have to be computed first, so dominance computation occurs in χ there.

2.3 Opportunities and Challenges

Beyond Parallelization The simplest way to speed up perturbation analysis is to

parallelize. The bulk of the workload is indeed embarrassingly parallel: each per-

turbation can be evaluated independently. However, this approach misses several

opportunities mentioned in Section 4.1. We present several examples of how group-

ing, memoization, and pruning help.

Example 7 (CBB/streak; grouping) Recall Example 4. Consider all perturbations

pertaining to a given player and season. All valid (start-date, end-date) intervals cor-

respond to different subsequences of games in the season, and there is considerable

overlap among these subsequences. Rather than querying each subsequence indepen-
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dently, it is more efficient to compute all perturbations for the same (player, season)

in one go.

Example 8 (MLB/dom; memoization) Recall Example 6 and suppose we are in-

terested in stats M = {hits, home-runs}. Suppose (x, y) is the stats for some

(player, season). Once we compute domcount for (x, y)—with a 2-d range aggre-

gation query against D—we can remember this result and have it keyed by (x, y).

Later, if we encounter another (player, season) that happens to yield the same (x, y),

we can reuse the result remembered, avoiding a dominance counting query. How

often does memoization help? Surprisingly often for some workloads. In this case,

there are 656,214 (player, season) pairs, but they map to only 8,791 distinct (hits,

home-runs) value pairs, because these two stats have relatively small value domains.

Thus, memoization would result in a 98% reduction in the number of dominance

counting queries.

Example 9 (MLB/dom; pruning) Continuing with the above example, further sup-

pose that κ = 10; i.e., we are interested in performances dominated no more than ten

other occurrences. As in the above example, once we find that a stat value pair (x, y)

has domcount c, we will remember (x, y, c). If we encounter a previously unseen pair

(x′, y′), instead of immediately computing its domcount on D, we first check those

entries we remembered to see if we can find some entry (x?, y?, c?) where (x?, y?)

dominates (x′, y′) and c? ≥ 10. If yes, then we know, by transitivity of dominance,

that the current perturbation we are considering has no chance of passing χ because

its domcount is at least 11, even though we do not know exactly what it is.

Note that Example 9 above illustrates how we can “push down” a filter in the

post-processing query χ into the computation of perturbations, and then using this

filter to help prune computation. Pruning based on χ can give substantial savings,

but to expose such opportunities in general, we need to do more than simply pushing
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down predicates “local” to a perturbation. Shortly, at the beginning of Example 10,

we shall see how pruning works in CBB/streak even though its χ is based on an

aggregate over all perturbations.

Perada needs to provide mechanisms to exploit these opportunities in a way

that allows them to work together effectively. First, we need to strike a balance

between parallelism and sequentiality. To one extreme, evaluating each perturbation

independently maximizes the degree of parallelism, but there would be no saving from

memoization, pruning, and incremental computation because they rely on evaluations

done earlier in time. To the other extreme, serial execution maximizes opportunities

of reusing earlier evaluations, but we lose the speedup from parallelization. A similar

trade-off exists for the granularity of parallelism, where grouping may favor coarser

grains of parallelism. Our challenge is to design a system that allows such trade-offs

to be explored, rather than hard-coded.

Caching Challenges With parallel execution in a cluster of nodes, the conceptually

simplest method to enable memoization, pruning, and incremental computation is

through a global cache, which allows information from earlier units of computation

to be passed to later ones (even if they run on different nodes). Memoization, as

illustrated by Example 8, can be easily realized using any one of high-performance

distributed key-value store available today (we use Redis red). On the other hand,

pruning and incremental computation generally requires a much richer interface

for accessing cached data. For instance, pruning in Example 9 involves a multi-

dimensional range query against the cache. Ideally, we would like the cache to be a

SQL database, which offers proper indexing and querying support. However, chal-

lenges arise in coping with concurrency and failures, while keeping the overhead low

to preserve the benefit of pruning. To illustrate, we use an example.

Example 10 (CBB/streak; pruning and caching challenges) Consider the following
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possible parallel implementation of CBB/streak (recall Example 4). We fire up mul-

tiple nodes in a cluster to find streaks for different (player, season) pairs. Meanwhile,

we maintain a global SQL cache of (length, points) entries for streaks found so far,

to help prune perturbations that cannot be in the final answer. Specifically, once

we discover a streak with length x and points y, we check if (x, y) is dominated by

two or more entries already in the cache (recall that κ = 1). If yes, we simply stop

considering the current streak, because its domcount can only increase further as the

execution progresses and we see more streaks. Otherwise, we continue, and insert

(x, y) into the cache. This example illustrates how we can prune based on χ even

though χ cannot be “pushed down” simply (as we cannot evaluate domcount here

locally with a single perturbation), as alluded to earlier.

Suppose, however, that the node fails right after inserting (x, y) but before it

completes processing the current streak. To recover, we need to redo this pertur-

bation, which may cause (x, y) to be inserted again into the cache. Subsequently,

streaks dominated by (x, y) can be incorrectly pruned because of the two copies of

(x, y), only one of which should be counted in reality.

Workarounds are possible for this simple, specific example. For instance, we

could make insertions into the cache idempotent, by tagging each insertion by its

perturbation id, and ignoring an insertion if an entry with the same id already ex-

ists. However, this workaround fails if we want to find streaks that are dominated

or matched at most once (with the pruning query against the cache adjusted accord-

ingly). Suppose (x, y) is dominated by one other streak but never matched. During

redo, however, the pruning query will pick up both the dominating streak and the

earlier inserted (x, y), thereby rejecting (x, y) incorrectly. To fix the problem, we

would also have to rewrite the pruning query to ignore cache entries with the same

id as the perturbation being processed.

But this fix may still not be general enough when developers modify a SQL cache
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in ways other than insertions. For instance, a developer may decide to keep the cache

small by maintaining only the 2-skyband Papadias et al. [2005b] of the streaks seen

so far (which is sufficient for pruning). In this case, seeing a new streak may cause

deletions from the cache as well.

As the example above shows, it is unrealistic to rely on developers to devise ad-

equate workarounds to handle potential failures. One alternative is to rely on the

standard transaction support of a database system. However, operating a database

system as a global SQL cache with transactional updates incurs considerable over-

head. Our challenge is to provide a highly efficient caching layer with good ab-

straction that frees developers from having to worry about concurrency and failures.

From a performance perspective, the bottom line is that information exchange among

different execution threads incurs cost, which can add up and offset the benefit of

pruning. While immediate information exchange maximizes pruning opportunities,

doing so with a global SQL cache may not pay off because of its overhead. We

would like to offer the convenience of a SQL cache, while relaxing its transactional

semantics to offer more flexible control over when to exchange information globally;

we must also do so with clean semantics to avoid the potential pitfalls illustrated in

Example 10.

Optimization Challenges As discussed earlier in this section, various trade-offs may

affect the performance of perturbation analysis. We now argue that simply exposing

these “knobs” to developers is not enough, as they can be difficult to tune by hand.

Example 11 (MLB/dom; factors affecting pruning rate) Consider MLB/dom, with

the pruning procedure described in Example 9. SupposeM = {hits, home-runs, stolen-bases}

and κ = 50. Figure 2.1 (ignore the dashed-line plot for now) shows the pruning rate

(averaged over a moving window) over the entire course of execution. Near the
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Figure 2.1: Pruning rate over the course of serially executing MLB/dom, with
different κ and different stats for testing dominance.

beginning of execution, we see that the pruning rate picks up quickly, as we are ac-

cumulating a good sample of perturbations in the cache for pruning. Once we have

a reasonable approximation of the “decision boundary” separating stat tuples inside

and outside the final answer set—geometrically, the last tier of the (κ+1)-skyband in

the 3-d space of stat points—the pruning rate plateaus. This effect of “diminishing

returns” should inform our choice of when to exchange information among parallel

execution threads: we should exchange more often early on and less over time, as

the benefit of growing a global cache decreases.

Now consider the same analysis, but with M = {hits-allowed,

strikeouts, earned-run-average} and κ = 5000. Figure 2.1 also plots the pruning rate

over the course of executing this analysis. Comparing with the other case, we see that

the pruning rate here increases more slowly, and converges to a lower percentage.

The reason is with a bigger κ and the fact that strikeouts and earned-run-average

tend to be anti-correlated, the decision boundary (last tier of the 5001-skyband in 3-

d) is much bigger, and the fraction of perturbations that cannot be pruned (because

they are in the answer set) is also bigger.

As this example illustrates, the appropriate setting for the frequency of infor-

mation exchange changes over the course of execution, and can differ for different

applications of the same analysis, even on the same dataset. We also note that this

example simplifies reality: it uses no parallelization or memoization, both of which

can affect the pruning rate. In reality, these additional factors, as well as data char-
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acteristics, make tuning optimization knobs by hand impractical. Our challenge is

to enable Perada to make intelligent optimization decisions dynamically and auto-

matically.

2.4 System

Overview We now discuss how Perada addresses the challenges presented in Sec-

tion 2.3. At a high level, Perada provides an API to program perturbation analysis

as a sequence of jobs, where each executes as a (usually large) number of cunits

(units of computation) on a cluster, thereby enabling parallelization. Each cunit can

evaluate one or more perturbations (with grouping optimization).

To enable exchange of information that helps memoization, pruning, and incre-

mental computation, Perada provides two types of caches for cunits to use. The

GlobKV cache is a global key/value store for supporting memoization; one cunit’s

results become immediately visible to others. The SyncSQL cache is a SQL database

local to each thread of execution for supporting pruning and incremental computa-

tion. To keep overhead low, its contents are synchronized across the cluster only at

specific times. Behind the scene, Perada controls the timing dynamically by dividing

job execution adaptively into a sequence of epochs, with synchronization only on

epoch boundaries.

Perada provides several other features to simplify development and tuning. It sup-

ports parallel random sampling of the parameter space by default, which makes many

pruning methods effective. With the Perada API, developers can specify ochoices,

Boolean flags controlling which specific optimizations in the code to enable. Instead

of relying on developers to set ochoices, Perada explores them at run time to find the

optimal combination to apply. Finally, Perada recovers from cluster node failures

automatically.

Figure 2.2 illustrates how Perada executes a job in parallel using the two types
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Figure 2.2: Overview of Perada job execution and optimization.

of caches, and how it dynamically optimizes the remaining work at the end of each

epoch. The remainder of this section describes the Perada system and API in detail;

we leave the automatic optimizer to Section 2.5.

2.4.1 Parallel Execution

As mentioned earlier, a Perada program consists of a sequence of jobs, and each job

consists of a number of cunits, each a unit of computation indivisible from Perada’s

perspective. All cunits in a job run the same code but work on different inputs,

which we call cunit parameters. The input database D to the program is available

read-only to all cunits in all jobs. The output of a job is the collection of output

from all cunits in the job. The final answer set is the output of the last job in the

program. We start with a simple, single-job example below:

Example 12 (MLB/dom; cunits) Recall Example 6. We implement this analysis with

a single job, where each cunit is parameterized by a (player, season) pair. The cunit

determines whether the given stat record’s domcount with respect to M is at least

κ; if yes, it outputs (player, season, domcount). Here, there is no grouping, so each

cunit evaluates one perturbation and applies the χ filter to it.

Our next example uses multiple jobs and grouping. In a program with multiple

jobs, the output of a job is accessible to all subsequent jobs, either as a read-only
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database, or as input cunit parameters; for the former, the Perada API allows an

relational schema to be declared for the output. Note that cunit parameters in general

are not necessarily from the parameter space P of the perturbation analysis—they

may come from earlier job output, or, because of grouping, they may be “meta-

parameters” each corresponding to a group of parameter settings in P .

Example 13 (CBB/streak; multiple jobs and grouping) Recall Example 4. We use

two jobs to implement this analysis. In the first job, each cunit is parameter-

ized by a (player, season) pair as described in Example 7, and is responsible for

considering all perturbations with parameters (player, start-date, end-date) where

the dates specify a sequence of consecutive games by player in season. Using

caching (to be further discussed in Section 2.4.2), the cunit outputs a perturba-

tion (player, start-date, end-date, length, points) only if it can potentially contribute

to the final answer set (we cannot know for sure at this point because we have not

seen all streaks yet).

We make the output set of candidate streaks from the first job available as a

database to the second job. The second job is similar to the job in Example 12.

Each cunit considers one candidate streak, and outputs it with its domcount in the

candidate set (with respect to (length, points)) if domcount ≤ κ.

Note that both jobs contribute to the evaluation of χ: the first job prunes away

some perturbations from further consideration, while the second job further processes

the remaining candidates to find the final answer set.

As mentioned in the overview, we divide all cunits in a job into a sequence of

epochs. Suppose we have n slots available in the cluster for parallel execution. Given

this limit, Perada further partitions the cunits in an epoch in into nw tasks, where

w, the number of waves, is a small integer. Within an epoch, tasks are scheduled

to run on the n slots independently of each other. Within each task, cunits execute
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serially. We defer the discussion of how cunits share information through caching to

Section 2.4.2.

Implementation with Spark Perada currently uses Spark as the underlying platform

for parallel execution. Developers are not directly exposed to the Spark API, so it is

possible to replace Spark with other platforms should the need arise. Perada runs a

master that manages a Spark cluster. A Perada job is a Spark job, a Perada epoch

corresponds to a Spark stage, and a Perada task runs as a Spark task. However, our

use of Spark stages departs from their standard usage. In Spark, stages are derived

from a workflow graph and generally involve different computation. However, Perada

epochs in the same job consist of identical computation on different inputs. As we

will further discuss in Sections 2.4.2 and 2.5.3, we purposefully divide parallelizable

computation into a sequence of epochs to control the rate of information exchange

through the SyncSQL cache. By carefully constructing the Spark workflow, Perada

ensures its desired mapping of epochs to Spark stages.

Using Spark’s broadcast mechanism, Perada replicates the input database D as

well as any database created from earlier job output. The data is made available

as an in-memory read-only SQLite database local to each task. If data size ever

becomes an issue, it is easy to replace the replicated database with a distributed one

without affecting user code. We have not found the need to do so for our workloads,

because the scalability challenge for perturbation analysis tends to arise from the

large space of perturbations instead of a large D. In the event that intermediate job

output is large, Perada offers the option of leaving output distributed in the Spark

cluster instead of putting it into a single database.

Perada relies on Spark’s built-in scheduler to assign the nw tasks in each epoch

to the n slots. By setting w > 1, Spark can offer some automatic protection against

stragglers. In our experience, however, we found w = 1 to suffice because by default
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we randomly assign a number of cunits to each task, so the chance for any task to

receive a disproportionally high amount of work is low.

Perada also relies on Spark for failure recovery—a failed task will be rerun au-

tomatically. Because of caching, however, complications may arise as illustrated in

Example 10. We discuss how Perada handles these complications in the next section.

2.4.2 Caching

Perada recognizes the different cache usage patterns in perturbation analysis and

the different levels of performance offered by various caching architectures—there is

no “one-size-fits-all.” Hence, Perada offers two types of caches, which we describe in

detail below.

GlobKV: Global Key/Value Cache This cache is intended for memoization. It sup-

ports storage of key/value pairs, and equality lookups by keys. Importantly, Perada

disallows updates that change values—it will raise an error if one attempts to store a

different value with an existing key. Perada exposes this restriction to developers, to

guard against possible misuses of GlobKV as a general global store, which could lead

to subtle bugs involving concurrency and failures. This restriction does not limit

memoization, because if we are caching the result of a function using its input as

the key, there cannot be different results with the same key. The following example

illustrates the use of the GlobKV cache.

Example 14 (MLB/dom; GlobKV) Recall Example 8. Cunits can use the GlobKV

cache to store and look up stats-to-domcount mappings. As soon as a cunit adds an

entry to the GlobKV cache, the entry will benefit all cunits that follow in time, be

they from the same or other tasks.

Note that two cunits from two concurrent tasks could examine the same combi-

nation of stat values at about the same time. It is possible that both cunits check the
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cache and fail to find this key, so both proceed with domcount evaluation and write

to the cache. However, both should compute the same domcount value, and the order

of writes does not matter. In this case we did not avoid redundant computation, but

such occurrences do not affect correctness, and should be quite rare.

Perada implements the GlobKV cache using Redis, though any other scalable

modern key/value store will do. Note that the GlobKV cache also helps with failure

recovery: when we redo a failed task, its cunits will benefit from any entries that

were computed and cached earlier by the failed run.

SyncSQL: Local SQL Caches with Between-Epoch Synchronization This cache supports

pruning and incremental computation by offering SQL access to cached data, which

is more powerful than the GlobKV cache. The SyncSQL cache operates as follows.

The Perada master maintains a master cache, whose contents are replicated to a

database local to each task at the beginning of each epoch. The cunits in the task

can interact with the local database with full SQL. No information is exchanged

directly among the local databases. At the end of the task, Perada computes a

delta—which represents the new information added to the local database by this

task’s cunits—and ships it to the master. The master consolidates the deltas from

all tasks and updates the master cache at the end of the epoch. The new version of

the master cache will then be replicated for the next epoch.

This design allows information to be passed to later epochs, but not between

tasks within the same epoch. A cunit can benefit from the collective knowledge of

all cunits in previous epochs, as well as those cunits that precede this one in the

same task; however, it does not benefit from cunits in other tasks of the same epoch.

By adjusting the epoch sizes (discussed further in Section 2.5.3), Perada can explore

the trade-off between the cost and benefit of information exchange among cunits.

The program needs to specify a function gen_delta for computing the delta from
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a local SyncSQL database, and a function apply_deltas for applying the deltas to

the master cache. Perada provides default implementations: gen_delta by default

returns all entries in a local database at the end of the task that were not present

at the beginning of the task, and app_deltas simply inserts in all such entries into

the master cache. Although developers need to supply these two functions or verify

that their default implementations suffice, they have unfettered SQL access to a

local database without having to worry about tricky issues involving concurrency

and failures, such as those in Example 10.

The following example illustrates the use of the SyncSQL cache:

Example 15 (MLB/dom; SyncSQL) Recall Example 9. We show how to use the

SyncSQL cache for pruning (in a more efficient way than Example 9). Suppose

a cunit is considering a perturbation with stat values (x, y). We query the local

SyncSQL database:

SELECT MAX(domcount +

(CASE WHEN hits > x OR home-runs > y THEN 1 ELSE 0))

FROM cache WHERE hits >= x AND home-runs >= y;

If the result is (non-NULL and) greater than κ, we can prune the perturbation. Oth-

erwise, we compute domcount for (x, y) on D; suppose it is c. If c ≥ κ (which means

(x, y, c) can be useful later for pruning), we update the local SyncSQL database as

follows:

DELETE FROM cache WHERE hits <= x AND home-runs <= y;

INSERT INTO cache VALUES(x, y, c);

Note that the DELETE statement does not decrease the pruning power of the cache,

because any perturbation that can be pruned by a deleted entry can still be pruned

by (x, y, c).
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The default gen_delta implementation works perfectly for this SyncSQL cache.

For app_delta, we insert all delta entries into the master cache, and then delete all

but the skyline entries (with respect to the stat columns of interest). Note that if

we use the default app_delta implementation, pruning will still work, although we

end up with larger master cache to replicate for the next epoch.

Perada implements each local SyncSQL database using SQLite. Each task calls

gen_delta after completing all its cunits, and the Perada master collects all resulting

deltas via Spark. The master then calls apply_deltas to update the master cache,

and uses Spark’s broadcast mechanism to replicate it for tasks in the next epoch.

Currently, our default implementation of gen_delta is rather naive; a more efficient

implementation should be possible by examining the SQLite log.

Note that if a task fails, its associated local SyncSQL database is simply lost;

any SyncSQL cache updates performed by this failed task have no effect on the rest

of execution, including when redoing the same task. The Perada master receives

deltas only from successfully completed tasks. Therefore, the problem discussed in

Example 10 is avoided.

2.4.3 Other Features

Enumerating Cunits Besides specifying what a cunit does, a developer also needs

to tell Perada how to enumerate all cunits so that they cover the entire parameter

space for perturbation analysis. Perada then assigns cunits to tasks in epochs. This

assignment is important—for instance, in Example 15, if we happen to process less

impressive stat records earlier, then pruning will not be effective. By default, Perada

evaluates cunits in random order, which works well in many situations because it

gives Perada a good sample of perturbations early on. We now discuss how Perada

implements this feature efficiently without overburdening the developer.

Recall that cunits are parameterized by cunit parameters. If the number of pos-

24



sible settings is not huge (e.g., with grouping, there will be far fewer cunit parameter

settings than perturbations), Perada will take a simple approach. The developer

supplies a generator function that enumerates all possible cunit parameter settings

for the job. Using this function, Perada produces a list of all settings and permutes

the list randomly. It can then assign cunits to tasks and epochs in order from the

list; each task gets a sublist.

If the cunit parameter space is large, the approach above becomes inadequate:

enumeration and permutation will require lots of memory, and large lists of settings

will be sent over the network. Perada offers a more efficient approach that allows

parallel enumeration of cunit parameter settings in a random order. To enable this

approach, the developer supplies the following functions, for a cunit parameter space

with d dimensions: 1) For each dimension k, sizek() returns the number of possible

parameter values for this dimension, and valk(i) returns the i-th (0 ≤ k < sizek())

possible value for the dimension. These values can be in arbitrary order. 2) A

Boolean function valid(v1, . . . , vd) tests whether a given combination of parameter

values is a valid cunit parameter setting to be considered. A concrete example

will be presented later in Example 16. The product of the sets of possible values

in individual dimensions defines the candidate cunit parameter space C?, with size∏
k sizek(). Each element of C? can be labeled a unique integer in [0, |C?|). Using

LCGs (linear congruential generators) with carefully chosen prime moduli and the

leapfrog method Coddington [1997], Perada allows all tasks in each epoch to step

through a specific random perturbation of all labels (integers in [0, |C?|)) in parallel

while picking up labels in a round-robin fashion.

Instead of relying on Perada’s random ordering of cunits and automatic tuning

of epochs, developers can also dictate their preferences manually through our API

(although we have not found the need to exercise this option in our workloads). We

omit the API details because of space constraints.
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Declaring Ochoices Oftentimes, developers come up with ideas to optimize their

program, e.g., memoization and pruning, but do not know how they will play out

for a given workload. Perada allows developers to declare ochoices, Boolean flags

used to turn on and off specific optimizations in code. When writing the program,

developers enclose code blocks implementing a specific optimization with conditional

statements that test the corresponding ochoice. The most common uses of ochoices

in our programs are for controlling whether to perform memoization using a GlobKV

cache, or whether to perform pruning using a SyncSQL cache. We give one example

in Example 16.

Perada will explore ochoice settings at run time and automatically pick the setting

that maximizes performance; we will discuss that aspect of the Perada optimizer in

Section 2.5.2. Our current implementation of the ochoice API is still rudimentary.

We assume that the ochoices are orthogonal, and we can adjust their settings on

a per-cunit basis. We have future plans to implement a more sophisticated API

that allows specifications of dependency among ochoices and other granularities of

adjustment.

2.4.4 A Complete Example

Example 16 (Congress/vote; implementation in Perada) We show how to implement

the analysis of Example 5 with one Perada job. Using grouping, we parameterize

each cunit by a pair (d, r) of Democrats and Republicans. The cunit finds all periods

(spanning whole months) over which agree% between d and r is at least τ .

To enable Perada’s default randomized enumeration of cunits (Section 2.4.3), we

simply list all Democrats (Republicans) in D by id, and define size1() and val1( ·)

(size2() and val2( ·), resp.) according to this list. We define valid(d, r) to return

true if d and r served simultaneously in the same chamber of the Congress.

A straightforward implementation would retrieve the join (by roll-call-id) of d
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and r’s votes from D into memory as a time series, compute agree% over all periods,

and return those above τ . Suppose the time series has L votes spanning ` months.

A reasonably efficient implementation can do the in-memory processing in O(L+ `2)

time (see Walenz and Yang [2016a] for details). It does not appear that different

cunits can benefit from each other’s computation.

A developer with good domain knowledge, however, would note that most legis-

lators vote fairly closely with their own parties, and that the Democratic majority

and Republican majority—let us call them d̄ and r̄, respectively—tend to agree far

less than the threshold τ of interest. This insight translates to the following strategy.

Before rushing to compare d and r directly, we first check how they vote with their

respective party majorities. Intuitively, if both mostly agree with their parties and

their parties disagree a lot, the two legislators cannot have high agree% (Walenz and

Yang [2016a] for details). At first glance, this strategy makes a cunit do more work:

instead of just comparing d vs. r, we would first compare d vs. d̄, r vs. r̄, and d̄ vs. r̄,

before we have a chance to avoid comparing d vs. r. However, with memoization, this

strategy is very appealing. Suppose there are O(K2) cunits. The result of comparing

d vs. d̄ (and similarly, r vs. r̄) can be cached and reused for all O(K) cunits involving

d (and similarly, those involving r); the result of comparing d̄ and r̄ can be cached

and reused for all O(K2) cunits. Overall, the total number of such comparisons is

only O(K), but their results may eliminate many of the O(K2) direct comparisons.

To implement this optimization, we add one code block to the cunit before it

directly compares d and r. In this code block, we would compare d vs. d̄, r vs. r̄,

and d̄ vs. r̄—we first look in the GlobKV cache to see if any comparison results

are already available; if not, we perform the necessary computation and cache the

results. Based on the results, we determine the set I of candidate periods for which

we need to compare d vs. r directly; if I is empty, the cunit can simply finish.

To allow Perada to turn this optimization on and off automatically, we declare an
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ochoice. We then enclose the above code block with a conditional statement testing

the ochoice. Using another a conditional statement testing the same ochoice, we

have the rest of the code in cunit consider either just I or all periods of interest.

Recall that our goal in this paper is not coming up with the best algorithm for

a specific perturbation analysis. Hence, we make no claim of the optimality of our

implementation in Example 16. Instead, with this example, we hope to illustrate

how Perada can help developers translate their insights quickly into implementation,

and relieve them from the burden of tuning the implementation on specific problem

instances. For example, the majority-based optimization can easily backfire if τ is

low (or if partisan politics end miraculously in the Congress); Perada should be able

to detect this situation and turn off the optimization automatically—which brings

us to the topic of the next section.

2.5 Automatic Optimizer

Perada needs to make important decisions on the settings of ochoices and organiza-

tion of cunits into epochs, yet it has relatively little information about the workload

to begin with. Hence, Perada takes the approach of observing, learning, and adapting

during execution. This section describes the optimizer in detail.

2.5.1 Cost Modeling

We focus on three relevant cost components: 1) Execution time of cunits. 2) Ex-

tra time needed to start a new epoch, which reflects the cost of synchronizing the

SyncSQL cache between epochs as well as other overheads. 3) Effect of output size

on future jobs (if any) in the program. We see this effect in CBB/streak (Exam-

ple 13), where caching affects the number of candidates produced by the first job,

which require further processing by the second job. To simplify discussion, assume
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Figure 2.3: Cunit execution times
over the course of running Congress/vote
with τ = 45%.

Figure 2.4: Cunit execution times over
the course of running MLB/dom.

fixed ochoice settings for now; we will return to the optimization of ochoices in

Section 2.5.2.

Modeling Cunit Execution Time Motivated by the phenomenon of diminishing returns

observed in Example 11, we assume that in a serial execution setting, the expected

execution time of a cunit in a job is a function of the job progress—a number between

0 and 1 representing the fraction of all cunits completed thus far. Intuitively, as

more cunits complete and contribute to caches, optimization opportunities such as

memoization and pruning increase but eventually plateau. Accordingly, expected

execution time should decrease and eventually converge to some minimum. Hence, we

choose to fit expected cunit execution time to an offsetted expoential decay function

of job progress t ∈ [0, 1): Cc(t) = a+ be−λt. This function form can also handle cases

where optimizations are very effective (large λ) or not at all (λ close to 0). In our

real workloads, we observe that the actual average cunit execution times follow this

trend quite well, as the following examples show. These examples also illustrate an

important technicality in how we define, in a parallel setting, the appropriate t for

a cunit c. Intuitively, t should reflect the fraction of cunits whose execution benefits

c—this subtlety is crucial in modeling the non-immediate nature of the SyncSQL

caches.

Example 17 (Congress/vote; cunit execution time) Recall Example 16. We study an
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execution trace with n = 16, w = 1, and one job divided into two epochs with 2 : 98

split of cunits. Only the GlobKV cache is on. We pick one task from each of the

two epochs, and show in Figure 2.4 the execution times vs. t for all cunits in each

task (other tasks in the same epoch exhibit a similar pattern). Here, t corresponds

to “global” progress. As an example, for a cunit c near the end of a task in the

first epoch, its t would be close to 2%, even though the task itself only produces

1/n of this progress. The justification is that c benefits from almost all cunits in

the epoch (including those from concurrent tasks) through the GlobKV cache, where

information exchange is immediate.

Note there is significant variance in the execution times of individual cunits.

Slowest are those cunits that perform comparisons with the party majorities for the

first time; fastest are those using previously cached comparison results to eliminate

most periods from consideration. Over time, density shifts to lower execution times.

Therefore, the rolling average of execution times decreases. Overall, we see that the

fitted Cc(t) captures this trend well.

Example 18 (MLB/dom; cunit execution time) Recall Example 15. We study an

execution trace with n = 4, w = 1, and one job divided into two epochs with 2 : 98

split of cunits. Only the SyncSQL cache is on this time. In the same fashion as

Example 17, for one task from each of the two epochs, Figure 2.4 shows the execution

times vs. t for all cunits in the task.

However, t is determined differently here. For example, consider again a cunit c at

the end of a task in the first epoch. Its t would be only be about 0.5%, corresponding

to those cunits that executed before c in the same task. The reason is that the local

SyncSQL database does not yet see updates from other concurrent tasks. As soon

as the epoch completes, however, t leaps forward, because synchronization makes

information from all tasks visible. Thus, Figure 2.4 shows a gap in t between data

30



from the two epochs.

Despite this difference, we again see that Cc(t) fits the trend in cunit execution

times quite well.

Each Perada task monitors the execution times of its cunits and maintains a small

summary sufficient for fitting Cc(t). Perada takes care in aligning each cunit with

the appropriate t as illustrated in the examples above (using function T (·) further

discussed below). At the end of an epoch (if it is not the last in a job), the Perada

master collects these summaries and fits (or refits) Cc(t). In the case of on-demand

cunit enumeration (Section 2.4.3), Perada also observes the selectivity of valid( · ),

and is able to produce an estimate for N , the total number of cunits in a job, by the

end of its first epoch.

Using Cc(·), it is straightforward to derive an estimate for the execution time of

an epoch e as Ce(s, δ), where s is the progress before e starts, and δ is the amount

of progress to be made by e. Since the epoch has nw tasks in w waves, each task

is responsible for δN
nw

cunits. Perada estimates the execution time of a task in the

j-th wave as Ct(s, δ, j) = ∑ δN
nw
i=1Cc(s + T (δ, i, j)), where T (δ, i, j) helps calculate the

appropriate t for the i-th cunit in the task: if the cunits use the SyncSQL cache, this

calculation follows the reasoning in Example 18; otherwise, Example 17 is followed.

Given the exponential form of Cc(·), it is straightforward to simplify the summation

and derive a closed-form formula for Ct(s, δ, j). We omit the details. Then, the

estimated execution time of the epoch is simply Ce(s, δ) = ∑w
j=1Ct(s, δ, j).

Note that Perada’s execution time modeling relies on only high-level execution

statistics; it does not require detailed knowledge about the program—developers

can write in a general-purpose programming language, and need not tell Perada

what constitutes cache hits or successful pruning. So far, we have found our simple

approach to be effective—we attribute its success to our randomized processing order
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of cunits, which fits the assumption of diminishing returns nicely, and to our limited

use of Cc(·) (only in summation), which reduces variances in estimates.

Modeling New Epoch Overhead Following an epoch e that progresses the job from s to

s+ δ, Perada assumes that the extra time C†(s, δ) involved in having an new epoch

after e is some fixed overhead plus a synchronization component proportional to the

total amount of “effort” spent in e. (Note that we charge all cost of synchronization—

some of which is carried out at the end of e—to C†(s, δ) instead of Ce(s, δ).) Intu-

itively, more effort implies a higher chance of producing new information worthwhile

caching, which translates to a higher synchronization cost. As the caches become

more effective, less effort is required in evaluating cunits, and less is synchronized.

Perada defines the effort of e as the total execution time over all tasks, so C†(s, δ)

has the form a+ bnCe(s, δ), where a and b need to be learned.

When the first epoch in a job begins, Perada observes the start-up time, which

serves as an estimate for a. Perada also estimates a per-byte broadcast cost, by noting

the amount of data broadcasted (including D but no cached data at this point) and

time taken. When the first epoch ends, Perada knows 1) the actual effort of the

epoch, 2) the elapsed time attributed to computing deltas and applying them, and

3) the amount of cached data to be broadcasted, which provides a projection for the

additional time needed to broadcast cached data. Taken together, these quantities

give another data point to fit C†(s, δ) with. Perada revises C†(s, δ) at the end of

every subsequent epoch (except the last in the job).

Modeling Output Impact on Subsequent Jobs As noted either, in a program with mul-

tiple jobs, optimization decisions made for one job could affect its output size, which

in turn affects the cost of subsequent jobs (Example 13). To account for this effect,

Perada charges a cost to each unit of output produced, estimated as γa, where a is
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the average cunit execution time for the current job (estimated from Cc(·) as dis-

cussed earlier), and γ is a discount factor. We use γ = 1/5, reflecting our assumption

that subsequent jobs usually require less processing. Perada further assumes that

the output size of each epoch is proportional to its effort (as defined for C†(·)); the

coefficient b is estimated by monitoring the amount of effort and the actual output

size so far in the job. In sum, we model the effect of output from an epoch that

progresses from s to s+ δ as Co(s, δ) = γabnCe(s, δ).

2.5.2 Ochoice Probing

For simplicity, Section 2.5.1 has assumed fixed ochoice settings. In reality, Perada

does not know the appropriate settings in advance, so it explores them at run time

to pick the optimal setting. Currently, Perada employs a simple strategy that works

fine as long as the number of ochoices per job is low. Suppose there are h available

ochoices. Formally, an ochoice setting is a bit string of length h; there are 2h possible

settings. Recall from Section 2.4.3 that each cunit can use its own ochoice setting.

In the first epoch of a job, Perada focuses on exploring: each task executes an equal

fraction of its cunits using each of the possible 2h settings. During each epoch, Perada

tracks the cunit execution times by their ochoice settings, and at the of the epoch, it

fits a Cc(·) for each setting. Suppose the setting that gives the fastest execution times

is b?. In the next epoch, each task would execute the majority (we currently use

75%) of the cunits using b?, and divide the remaining cunits equally among the other

2h − 1 settings. This strategy allows Perada to continue monitoring all possibilities

and detect when a different setting may become optimal later. Of course, if the next

epoch happens to the last in the job, Perada will instead go “all-in” with b?.

A few more intricacies need to be handled when we allow a task to run its cunits

with a mix of ochoice settings. Let f denote the configuration for this mix, where

f(b) is the fraction of cunits executing with ochoice setting b in the current epoch.
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We need to modify the function T (·) described in Section 2.5.1 to account for f—

subtleties arise because cunits using settings that turn off caching using GlobKV

should effectively decrease T (·) for cunits that use this type of cached data. The

summation in the definition of Ct(·) (Section 2.5.1) also needs to be modified to

consider configuration f and use the individually fitted Cc(·) for each setting with

the modified T (·). We omit the details.

2.5.3 Epoch Organization

Finally, we turn to the discussion of how to organize cunits in a job into epochs to

provide a good trade-off between cost and benefit of synchronization. Perada always

uses a small epoch to start a job—by default we set it to stop at 2% progress. This

brief exploration period helps Perada gain initial knowledge of various cost functions.

At the end of an epoch finishing at progress point s, if s < 1 (i.e., the job still has

work remaining), Perada decides what to do next as follows.

1. Using Cc(·) fitted for each ochoice setting, Perada finds the ochoice setting b?

that minimizes the time Ce(s, 1 − s) if we execute all remaining work in one

epoch where all cunits use the given ochoice setting. (Note that this objective

also minimizes output by our assumption in Section 2.5.1.)

2. Perada considers the following alternatives:

(a) Execute all remaining work in one epoch where all cunits use ochoice

setting b?. The total cost is Ce(s, 1−s)+Co(s, 1−s). (We do not include

the cost of starting this epoch because all alternatives need to start at

least one epoch and pay the same cost.)

(b) Execute all remaining work in two epochs e1 and e2, first from s to s+δ and

then to 1. As described in Section 2.5.2, we execute e1 with configuration

f1, where 75% of the cunits use b? and the remaining are divided evenly
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among other ochoice settings; we execute e2 with configuration f2, where

all cunits use b?. The total cost is the sum of Ce(s, δ)+Ce(s+ δ, 1−s− δ)

(executing e1 and e2), C†(s, δ) (starting e2), and Co(s, δ)+Co(s+δ, 1−s−δ)

(effect of output from e1 and e2).

Perada picks the alternative with the lowest total cost, which involves searching

through possible δ for the 2-epoch alternative.

We note that this optimization procedure cuts several corners. First, Perada

optimizes the ochoice setting first (by assuming a single epoch for the remaining

work); considering ochoice setting and epoch organization jointly would yield a bigger

search space. Second, in Step 2 above, Perada does not enumerate alternatives using

more than two epochs for the remaining work; considering them would significantly

expand the search space.

Perada chose to cut these corners for several reasons. Most importantly, we want

to keep the optimization time low. Also, it may be unwise to overdo advance planning

as cost models could continue evolving during execution. Finally, in reality, Perada

invokes the above procedure at the end of every epoch, so there is opportunity for

further reorganization. Even if we decide to go with two epochs e1 and e2 for now,

as we come to the end of e1, we may decide to divide e2 further; we will see some

real examples with more than two epochs in Section 2.6.

2.6 Experiments

Hardware and Software Setup The experiments were performed on Google Compute

Engine using varying number of machines with instance type n1-standard-4 (4

virtual CPUs and 15GB memory per node). Thus, in this section, the number n of

slots available for parallel execution is 4 times the number of machines. All machines

run Ubuntu 14.04, Spark 1.5, Python 2.7, and Pandas .16. The local databases use
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SQLite 3.7.13, while the GlobKV cache uses Redis 3.0.5. Perada itself is implemented

in Python.

Workloads We experimented with examples used throughout this paper, which rep-

resent real tasks in sports and politics journalism:

• MLB/dom/bat: Example 6 with batting-related stats M =

{hits, home-runs, stolen-bases} and maximum domcount κ = 50. The player

parameter is restricted to batters only. The database includes all yearly statis-

tics from seanlahman.com.

• MLB/dom/pitch: Example 6 with pitching-related stats M = {hits-allowed, strikeouts, earned-run-avg}

and maximum domcount κ = 50. The player parameter is restricted to pitchers

only. The database is the same as in MLB/dom/bat.

• Congress/vote: Example 5 with minimum agree% τ = 45. The database in-

cludes all votes and legislators in the U.S. Congress during 2002–2014, from

govtrack.us.

• CBB/streak: Example 4 with maximum domcount κ = 25. The database

includes all historical per-game statistics of Duke Men’s basketball team.

The following table list some relevant descriptive statistics about these workloads.

Here, |D| denotes the number of rows in the input database, |P | denotes the number

of possible parameter settings, and “# cunits” is the number of cunits in the first

job (recall that CBB/streak uses two Perada jobs; others use one).

Workload |D||D||D| |P ||P ||P | # cunits
MLB/dom/bat 656,214 598,722 598,722
MLB/dom/pitch 656,214 277,716 277,716
Congress/vote 8.8× 106 6.0× 106 318,833
CBB/streak 23,227 2.6× 106 4,857
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Table 2.1: Execution times of Perada vs. other alternatives (in seconds unless oth-
erwise noted) across workloads, with varying degrees of parallelism.

n = 8 n = 16 n = 32
Workload Perada SQL/I SQL/C SQL+M Perada SQL/I SQL/C SQL+M Perada SQL/I SQL/C SQL+M
MLB/dom/bat 257.5 > 8hr > 8hr 4019.4 209.1 16405.2 15439.7 1989.8 157.9 8202.4 7668.1 1058.4
MLB/dom/pitch 153.1 25428.9 6524.2 3704.3 122.5 12706.2 2676.0 1937.1 78.0 6367.5 1269.0 961.8
Congress/vote 1103.5 > 8hr > 8hr 4270.1 599.3 22312.1 > 8hr 2587.2 333.8 11101.4 > 8hr 1293.2
CBB/streak 82.2 145.0 622.8 199.8 71.6 78.5 311.4 85.4 58.9 36.2 155.7 56.6

Note that MLB/dom/bat has a larger |P | than MLB/dom/pitch because there are

more batters than pitchers. For Congress/vote and CBB/streak, because they use

grouping, the number of cunits is significantly lower than that of parameter settings.

2.6.1 Overall Comparison

For each workload, we run its Perada-based implementation with varying degree of

parallelism (n = 8, 16, 32) and compare its performance against three alternative im-

plementations on top of a database system. The first, SQL/I(ndependent), considers

each perturbation independently using a SQL query. The second,

SQL/C(ombined), divides the parameter space among the n slots, and considers

all perturbations assigned to a slot using a single SQL query (with heavy use of WITH

clauses)—the goal here is to let the database system optimize all perturbations as a

whole. Lastly, SQL+M(QO) is a hand-coded implementation approximating what a

database system armed with state-of-the-art multiple-query processing (MQO) tech-

niques (further discussed in Section 4.7) might do in the best case.

We implemented SQL/I, SQL/C, and SQL+M on PostgreSQL 9.4, because its

optimizer is more capable than SQLite. We spent reasonable effort tuning these im-

plementations. We replicated the database and created all applicable indexes. For

MLB/dom and Congress/vote, we wrote queries in SQL/I and SQL/C to also ap-

ply post-processing (SQL/C required considerable tweaking because the PostgreSQL

optimizer is less capable of pushing selections down into temporary tables defined

using WITH pos [2016]). For CBB/streak, both SQL/I and SQL/C require two steps:
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the first step computes all candidate streaks in parallel, and after we collect the set

of all candidates, the second step computes domcount for candidates in this set in

parallel.

To implement SQL+M, we identified techniques from the MQO literature most

suitable for each workload and implemented them by hand, since most of them

are not supported by existing database systems. For MLB/dom and CBB/streak

(step 2), we ensured sharing of common subexpressions to achieve a similar effect

as memoization; however, we note that existing MQO techniques are unlikely to

find this optimization automatically (see Walenz and Yang [2016a] for a detailed

explanation). For Congress/vote and CBB/streak (step 1), we adapted techniques

for sharing sliding-window aggregates from Arasu and Widom (again, see Walenz

and Yang [2016a] for details); we had to implement this part of the processing in

Python. Overall, we believe SQL+M approximates what existing MQO techniques

could achieve in the best case.

We present results comparing Perada with these alternatives in Table 2.1. In all

cases (except one to be discussed further below), Perada is the winner, and most of

the time by a huge margin—often more than an order of magnitude. Among the

rest, SQL+M tends to be the fastest and SQL/I the slowest, but there are other

considerations. First, as discussed above, we gave SQL+M more advantage than

others, and it is not viable in practice currently. SQL+M and SQL/C were more

difficult to develop than SQL/I, and SQL/C has some performance quirks—in some

cases, it materialized massive temporary tables dozens of GB in size. Finally, while

SQL+M and SQL/C may take less time to produce all answers, SQL/I can produce

some answers earlier (Perada also produces individual answers as early as possible,

besides producing all answers the fastest).

Even though SQL+M was able to benefit from parallelization, grouping, and

memoization (thanks to manual tweaks and implementation of specialized algo-
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Table 2.2: Execution times of Perada vs. variants with explicitly set ochoices for
caching-based optimizations.

Workload Perada SyncSQL only GlobKV only No caching
MLB/dom/bat 209.1 170.3 1081.3 11945.6
MLB/dom/pitch 122.5 116.1 2080.4 8028.7
Congress/vote 599.3 3043.8 581.3 3043.8
CBB/streak 71.6 130.1 80.1 2634.0

rithms), it performs much worse than Perada. We attribute Perada’s advantage

to its ability to prune based on the post-processing query (Examples 9, 10, and 16).

Lacking knowledge of the post-processing query, MQO techniques cannot exploit

pruning by themselves. Grouping all perturbation and post-processing queries into

a single query does not help either, as database systems currently lack support for

pruning optimization.

In Table 2.1, there is one case—CBB/streak when n = 32—where the simple

approach of SQL/I overtakes Perada, and SQL+M also is slightly better. Here, the

database and the amount of work per execution slot are so small that the various

overheads of Perada start to become significant. Nonetheless, the gap is small, in

contrast to consistently large gains that Perada achieves for bigger workloads.

Finally, based on our experience implementing various alternatives, we observe

that while SQL is declarative, it can be awkward to use when coding complex pertur-

bation analysis, and worse, when using it to implement (or “coaxing” it to enable)

specific optimizations. Overall, we found Perada’s Python/database combination

easier to develop with than SQL/C and SQL+M.

2.6.2 Benefit and Choice of Caching

We now study the benefit of caching and how effective Perada is at enabling ap-

propriate caching-based optimizations (through its automatic setting of ochoices).

Here, we compare Perada with three variants where we turn off the optimizer and
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Table 2.3: Perada’s ochoice setting in the last epoch of each job for workloads in
Table 2.2.

Workload Strategy
MLB/dom/bat SyncSQL + GlobKV
MLB/dom/pitch SyncSQL
Congress/vote GlobKV
CBB/streak job 1 SyncSQL
CBB/streak job 2 SyncSQL + GlobKV

hard-code all ochoice settings: “SyncSQL only” and “GlobKV only” always enable

optimizations using the respective cache while disabling those using the other cache;

“no caching” disables all caching-based optimizations. We make these variants use

the same epoch sizes as Perada. Table 2.2 summarizes the results for n = 16.

Across workloads, we see that turning on caching helps (except that our Con-

gress/vote implementation does not use the SyncSQL cache). A more interesting

observation is that the benefit of each cache type depends on the specific workload.

For example, consider MLB/dom/bat and MLB/dom/pitch, which apply the same

analysis (and code) to the same dataset, and differ only in what stats they compare.

The GlobKV cache helps MLB/dom/bat far more than it does MLB/dom/pitch

(10× vs. 4× speedup compared with no caching). The reason is that all stats in ML-

B/dom/bat are integer-valued, so the possible number of stat value combination for

this case is far less than that for MLB/dom/pitch, where the floating-point earned-

run-avg has far more possible values. For both workloads, the SyncSQL cache is

more effective than the GlobKV cache, though the opposite is true for CBB/streak.

Regardless of who the winner is, Perada’s performance is close to or even better than

the winner—which is good considering that Perada does not know who the winner

is in advance.

Table 2.3 further shows, for the workloads in Table 2.2, which caching strategy

Perada chooses eventually (in the last epoch of each job; recall that CBB/streak has
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two). Here, we see how Perada is able to achieve its performance in Table 2.2. As an

example, for CBB/streak, Perada learns that in its second job using SyncSQL and

GlobKV together is better than using either alone; this observation allows Perada to

beat both “SyncSQL only” and “GlobKV only” in Table 2.2. Turning on both caches

is not always optimal, however. As another example, for MLB/dom/pitch, Perada

recognizes that SyncSQL’s benefit overshadows GlobKV’s, and that the marginal

gain of adding GlobKV is not worth its overhead (because of the large stat value

space). Therefore, Perada decides to go with SyncSQL alone; the extra time over

“SyncSQL only” in Table 2.2 is the price Perada paid for acquiring this knowledge

(in the first epoch).

Our next experiment delves into CBB/streak, a two-job workload, to study how

job output size affects the rest of execution, and how caching influences this effect.

Figure 2.5 plots two group of bars. For the first group, we let Perada optimize the

first job; for the second, we manually turn off all caching in the first job. The first

bar in each group shows the size of the first job’s output, which serves as the input to

the second job. We see that Perada’s caching significantly reduces the output size,

because SyncSQL is very effective in pruning non-promising streaks from further

consideration. Then, in the second job, we again try two strategies: one where we

manually turn off caching, and one where Perada decides. The resulting end-to-end

execution times for these two strategies are shown as the second and third bars in

each group. From Figure 2.5, we see that a smaller intermediate output translates to

proportionally faster total execution time, even if the second job makes a poor (no)

caching decision. A bigger immediate output would have had a disastrous impact, but

in this case it is significantly mitigated by Perada’s effective caching in the second job.

Nonetheless, we achieve the best performance overall only with intelligent caching

decisions in both jobs, in a way cognizant of the effect of intermediate output sizes.
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Figure 2.5: Comparison of intermediate output size and total execution time for
CBB/streak across various options as explained in Section 2.6.2.

Figure 2.6: Execution times of MLB/dom/bat and MLB/dom/pitch vs. initial
epoch size.

2.6.3 Effect and Choice of Epochs

We now examine study how epochs affect performance and how effective Perada is

in choosing epoch sizes. We start with an experiment testing how the size of the

initial epoch affects the overall performance (recall that Perada defaults it to 2%).

This experiment also illustrates the trade-off involved in the SyncSQL cache syn-

chronization. In Figure 2.6, we show the total execution times of MLB/dom/bat

and MLB/dom/pitch as functions of the initial epoch size, while forcing Perada to

always use two epochs. Both functions follow a similar trend—they first decrease,

and then increase—which we also observe in other workloads that use SyncSQL.

Intuitively, if the initial epoch is too small, the resulting SyncSQL cache after syn-

chronization will not be effective enough for the second epoch. On the other hand,

if the initial epoch is too big, then the first epoch would be suboptimal. The ini-

tial epoch sizes that yield fast execution times tend to be small, which justifies our

default setting of 2%.

Next, let us consider the effect of the number of epochs. For this experiment,

we use MLB/dom/bat. After the the initial epoch, Perada decides to go with one
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epoch for all remaining work; however, we try alternatives with different number

of equal-sized epochs. Figure 2.7 shows the cumulative execution times of these

alternatives: each point on a plot shows the time elapsed since the beginning of

the job when each epoch ends. For comparison, we also show Perada with a single

epoch with the optimal ochoice setting. In this case, single epoch performs better

than Perada’s two epochs, but only slightly; furthermore, Perada does not know the

optimal ochoice setting in advance, so this small overhead is the price to pay for

acquiring this knowledge. As for alternatives with more epochs, they underperform

Perada by a big margin, as they suffer from the overhead of synchronization and

starting new epochs.

The above experiment does not imply that one or two epochs always work best.

Let us now consider a third experiment. In Section 2.4.3, we described how developers

can override Perada’s cunit enumeration method. Figure 2.8 shows a scenario where

MLB/dom/pitch with κ = 5000 receives a parameter allocation that is not random-

ized. Because of lack of randomization, some tasks have underperforming caches in

the initial epoch, yielding a poor pruning rate and a slowly improving model in the

optimizer. Here, we see that the single-epoch alternative performs drastically slower

than the other two due to ineffective local SyncSQL databases, whereas the three-

epoch alternative outperforms the two-epoch one (albeit slightly). In this case, the

ability of Perada to use multiple epochs acts as a “guard” against such situations, by

providing a larger sample of executions to its cache and optimizer before executing

the final epoch.

2.6.4 Scaling with Workload Size

Our next experiment tests the ability of Perada to scale with the size of its workload.

As we vary n, the degree of parallelism, we also adjust the total amount of work

accordingly such that 1/n of this amount remains roughly constant. As the parameter
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Figure 2.7: Cumulative
execution times (by epoch)
of MLB/dom/bat, with
varying number of epochs.

Figure 2.8: Cumulative
execution times (by epoch)
of MLB/dom/pitch with
κ = 5000. Note that the
horizontal axis has a loga-
rithmic scale.

Figure 2.9: Execution
times of Perada for dif-
ferent workloads, as their
sizes increase linearly with
the degree of parallelism.

spaces of the workloads in our early experiments are already quite comprehensive, we

start with them for our biggest n, and downsample them to create smaller workloads

(instead of inventing unrealistic parameter settings to grow them further). Figure 2.9

shows the execution times for varying n and workload size. We see that Perada

scales well across workloads. As expected, for most of workloads, the execution

times follow an increasing trend, as a bigger cluster leads to higher overhead (such

as synchronization). The good news is that this growth is generally small; the only

exception, CBB/streak, is a very light workload even at its full size. Interestingly, one

workload, MLB/dom/pitch, sees a decreasing trend. We theorize that with a larger

n, more entries become available in the SyncSQL cache after the first epoch, making

the cache more effective. MLB/dom/bat does not exhibit this behavior because its

highly effective GlobKV cache dilutes this benefit.

2.7 Related Work

The problem of efficiently evaluating a large number of “similar” or “related” queries

has been considered in many different contexts, such as multiple-query optimization

(MQO) Sellis [1988], scalable continuous query processing Chen et al., and keyword

search in relational databases Yu et al. [2010] (the references here are intended as

starting points of literature search and are by no means complete). Various tech-
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niques have been developed to share common subexpressions and group-process filters

and aggregates. Some of the high-level ideas in Perada can be seen in these contexts:

e.g., grouping and memoization in multiple-query optimization and scalable continu-

ous query processing, and pruning in keyword search. However, perturbation analysis

workloads are different in many ways: our queries are identical except for their pa-

rameter settings; our query template can be far more complex and the number of

instantiations is huge; finally, we also have a potentially complex post-processing

step over all query results. These differences lead us to rather different foci and

techniques. For example, compared with MQO, Perada’s pruning based on the post-

processing query is a unique and powerful optimization that underpins the significant

advantage over SQL+M illustrated in Section 2.6.1. While we believe Perada’s cur-

rent suite of techniques captures the most important optimizations for perturbation

analysis, there is certainly room to continue improving our toolbox with techniques

from other contexts.

Efficient algorithms have been developed for many problems that can be cast

as perturbation analysis. A (non-comprehensive) list of examples include iceberg

queries Fang et al. [299–310], one-of-the-few objects Wu et al., prominent streaks Zhang

et al. [2014], as well as fact-checking window aggregate comparison and time-series

similarity claims Wu et al. [2014]. However, they focus on very specific query tem-

plates. As discussed in Section 4.1, Perada aims instead at enabling general, ad hoc

perturbation analysis for common developers, who may not have the expertise or

time to develop specialized algorithms.

There have been a few notable efforts at solutions for more general query tem-

plates. Query flocks Tsur et al. generalize associate-rule mining to a broader class of

parameterized conjunctive queries with monotone filters. Searchlight Kalinin et al.

[2015b] supports searching for data “regions” (multi-dimensional subarrays) with

desired properties, which can be seen as parameterized multi-dimensional selection
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followed by aggregation. Both rely heavily on pruning, and Searchlight also exploits

parallelism. Perada is more general, and a developer can implement similar pruning

ideas in Perada; the price for this generality is the extra development effort and po-

tentially some missed opportunities compared with these more specialized solutions.

There is an interesting connection between query perturbation analysis and work

on explanations in databases (surveyed in Meliou et al. [2014]). Problems such as

searching for the best predicate interventions Roy and Suciu or refined queries Tran

and Chan to explain unexpected results can be seen as searching a space of possible

query perturbations for those returning expected results. Another interesting but

less obvious connection is with probabilistic databases Dalvi et al. [2009]. Given a

query template, it may be possible to regard the parameter space P as a distribu-

tion for an uncertain “parameter setting tuple,” such that its “join” with the query

template would yield the the distribution of perturbations. Probabilistic query eval-

uation techniques, such as those of MCDB Jampani et al. [2011], may be applicable

to some types of post-processing queries in perturbation analysis, especially when

approximation is allowed. We plan to investigate these connections as future work.

2.8 Conclusion and Future Work

In this paper, we have introduced a novel system called Perada for perturbation

analysis of database queries. Perada provides a parallel execution framework tailored

towards processing a large number of perturbations. Perada’s flexible API and dual-

cache support make it easy to implement general, ad hoc perturbation analysis with

a variety of optimizations such as grouping, memoization, and pruning, and hide

the complexity of concurrency and failures. Perada’s automatic optimizer observes,

learns, and adapts during execution, eliminating the need for manual performance

tuning. Experiments with real computational journalism workloads demonstrate

Perada’s advantage over alternatives solutions.
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While this paper focuses on computational journalism applications, Perada and

its techniques apply to many other domains where query perturbation analysis is

useful. Perada represents our first step towards supporting perturbation analysis

of database queries. Although Perada has greatly simplified implementation and

tuning, it is still not fully declarative system. To further improve usability, we are

actively working on automatic derivation of memoization and pruning opportuni-

ties from declarative specifications. Other vectors of future research include more

dynamic, finer-grained optimization and adaptation, as well as a number of inter-

esting connections to other database research problems as discussed in Section 4.7.

In conclusion, we believe that perturbation analysis is a practically important and

technically interesting modern database feature that deserves more research.
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3

Perturbation Analysis in SQL

3.1 Introduction

Iceberg queries, first introduced by Fang et al. Fang et al. [1999], are an important

class of queries in OLAP and data mining. These queries perform grouping of data

and return only those groups who aggregate values pass a given threshold. The name

“iceberg” follows from the observation that while the number of candidate groups is

potentially huge (like an iceberg), the number of groups in the final answer tends to

be much smaller (like the tip of the iceberg), because the threshold is typically very

selective. Therefore, the strategy of first computing the entire set of candidate groups

and then filtering them may not work well. Below is a simple example iceberg query

from Fang et al. [1999], which finds popular items and regions where the revenue in

the region from the item is at least one million dollars:
SELECT partKey, region, SUM(numSales * price)
FROM LineItem
GROUP BY partKey, region
HAVING SUM(numSales * price) >= 1000000;

Many iceberg queries that arise in practice involve joins between two or more
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tables. One example that has been studied in depth is market basket or frequent

itemset queries, which find subsets of items purchased together more than some

number of times. Listing 3.1 shows one such query that finds pairs of items that

appear together in at least 20 baskets. Here, table Basket(bid, item) stores the

items contained in each basket (identified by bid), one item per record.
SELECT i1.item, i2.item
FROM Basket i1, Basket i2
WHERE i1.bid = i2.bid
GROUP BY i1.item, i2.item HAVING COUNT(*) >= 20;

Listing 3.1: A market basket query.

Other iceberg queries can involve more complex inequality joins. For example,

k-skyband queries find objects that are dominated by no more than k others. These

queries are a natural generalization of the popular skyline queries (which are equiv-

alent to 0-skyband queries). Listing 3.2 shows an example k-skyband query over

a table Object(id, x, y), where x and y represent numerical dimensions of interest,

such as price, rating, availability, etc.
SELECT L.id, COUNT(*)
FROM Object L, Object R
WHERE L.x<=R.x AND L.y<=R.y AND (L.x<R.x OR L.y<R.y)
GROUP BY L.id
HAVING COUNT(*) <= 50;

Listing 3.2: A k-skyband query.

Query processing techniques for iceberg queries have been studied over the last

two decades, both for general iceberg queries and for specific classes like market bas-

ket or k-skyband queries. Work targeting general iceberg queries, such as Fang et al.

[1999], focuses on GROUP BY and HAVING, but not on optimizing joins before group-

ing. Work targeting specific classes of iceberg queries focuses on developing efficient

but specialized techniques. For example, the seminal work in Agrawal and Srikant

[1994] developed the Apriori algorithm for association rule mining (a generalization

of market baskets), based on the following observation: if a set of items T is frequent
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(appears together in k baskets), then all T ′ ⊆ T are frequent as well. Applying this

observation to the query in Listing 3.1, we see that we can reduce the Basket before

the join by filtering out those items that appear fewer than 20 times by themselves.

For k-skyband or skyline queries, transitivity of dominance relationships has often

been exploited for optimization: if a dominates b and b dominates c, then a dom-

inates c. Applying this observation to the query in Listing 3.2, we note that if c

is dominated by b and b is dominated by more than 50 other objects, then c must

be dominated by more 50 others as well, so we can safely eliminate it from further

consideration.

While there is no shortage of techniques for processing iceberg queries, existing

approaches have several notable limitations. First and overall, there is no general

framework for optimizing iceberg queries over complex joins: techniques are either

highly specialized (e.g., for market baskets and skylines) or fail to optimize the join

part of query processing, which can be exceedingly expensive even for a small result

set. Second, the specialized techniques are difficult to generalize to larger classes

of iceberg queries, mostly due to the lack of formal procedures for verifying their

applicability to general SQL queries. In practice, users often write SQL queries

that are variants of those targeted by specialized techniques, and will be unable to

benefit from automatic optimization. Third, there are interesting opportunities for

generalizing and combining specialized techniques within a single iceberg query. The

following examples illustrate the last two points above.

Example 19 Consider a table Product(id, category, attr, val) storing information

about products carried by a store. Here, id identifies the product, category de-

notes its category (with functional dependency id→ category), and (attr, val) is

a key-value pair storing the value of some relevant attribute for the product; e.g.,

50



SELECT S1.id, S1.attr, S2.attr, COUNT(*)
FROM Product S1, Product S2, Product T1, Product T2
WHERE S1.id = S2.id AND T1.id = T2.id
AND S1.category = T1.category
AND T1.attr = S1.attr AND T2.attr = S2.attr
AND T1.val > S1.val AND T2.val > S2.val
GROUP BY S1.id, S1.attr, S2.attr
HAVING COUNT(*) >= 10;

Listing 3.3: An iceberg query for identifying unexciting products.

(’units sold’, 5000) means 5000 of this product have been sold, while (’release year’, 2015)

means this product was released in 2015. A product in general is associated with

multiple attributes and therefore multiple rows in the table.

An analyst may wish to compare products in the same categories (e.g., laptops

or lawn mowers) to identify those are “overshadowed” by others and therefore can be

discontinued. To this end, she poses the following question: Is there a product that is

strictly dominated by at least 10 others in the same category along two dimensions?

Show such products and the pairs of dimensions. Listing 3.3 shows this iceberg query

in SQL, which involves a four-way self-join: S1 and S2 correspond to two attributes

of a product p1 of interest, while T1 and T2 correspond to matching attributes of

a product p2 being compared with p1. The query counts the number of p2’s with

strictly larger values than p1 for both attributes.

The first observation is that this query is fairly complicated; we have already

simplified it for brevity of discussion, but in reality Product may itself be a join,

direction of dominance may depend on the attributes, and the query may additionally

enforce uniqueness of attribute pairs (up to order), etc. Intuitively, the query has

substructures resembling both market basket and k-skyband queries, but it does not

fit either template exactly. Existing approaches cannot recognize the applicability of

specialized techniques on this query.

Interestingly, this query is simultaneously amenable to optimizations for both
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WITH pair AS
(SELECT s1.pid AS pid1, s2.pid AS pid2,

AVG(s1.hits) as hits1, AVG(s1.hruns) AS hruns1,
AVG(s2.hits) as hits2, AVG(s2.hruns) AS hruns2

FROM Score s1, Score s2
WHERE s1.teamid = s2.teamid AND s1.year = s2.year
AND s1.round = s2.round AND s1.pid < s2.pid
GROUP BY s1.pid, s2.pid
HAVING COUNT(*) >= 3)

SELECT L.id1, L.id2, COUNT(*)
FROM pair L, pair R
WHERE R.hits1 >= L.hits1 AND R.hruns1 >= L.hruns1

AND R.hits2 >= L.hits2 AND R.hruns2 >= L.hruns2
AND (R.hits1 > L.hits1 OR R.hruns1 > L.hruns1

OR R.hits2 > L.hits2 OR R.hruns2 > L.hruns2)
GROUP BY L.id1, L.id2
HAVING COUNT(*) <= 20;

Listing 3.4: An iceberg query for finding notable player “pairs.”

market basket and k-skyband queries. 1) If a product p is strictly dominated by

fewer than 10 others on one attribute a, it must be strictly dominated by fewer than

10 others on both a and b for any other attribute b. Hence, the row associated with

(p, a) can then be safely discarded from Product upfront so that the join is performed

on a smaller table (analogous to Apriori). 2) If a product p1 is strictly dominated

by fewer than 10 others on two attributes, and if product p2 is no worse than p1

on both attributes, then p2 must be strictly dominated by fewer than 10 others on

these attributes as well. Therefore, no further computation is needed for p2. Existing

approaches cannot detect and apply the combination of both optimizations.

Example 20 We have been working with the athletics department at our university to

help our sports teams find timely statistics, interesting facts, and noteworthy records

on their websites and social media. As an example in baseball, we want to identify

players who score significant runs as a pair. Listing 3.4 shows the query in SQL.
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Here, table Score(pid, year, round, teamid, hit, hrun) stores, for each year, round,

and player (identified by pid, playing for teamid), the number of batting hits (hit)

and home runs (hrun). The query finds pairs of players who played at least 3 years

together, and are dominated by no more than 20 other pairs. Here, dominance (or

weak dominance) means performing no worse on all four dimensions (two per player)

and strictly better on at least one of them (note the difference from strong dominance

in Example 19).

This query also benefits from optimizations for both market basket and k-skyband

queries, but in a different way from the query in Listing 3.3. Here, the query consists

of two blocks, each of which is an iceberg query by itself and benefits from one of the

two types of optimizations (in this sense it is easier to optimize than Listing 3.3).

During a sports season, we issue a wide variety of complex iceberg queries such

as the one above on one or more tables stored in a database. We have found existing

database systems to be frustratingly slow for such queries, preventing any sort of

interactive experience. On the other hand, while it is possible to code specialized

algorithms for each type of analysis or discovery task, doing so requires a great deal

of effort and expertise because of the great variety of these tasks. We have also found

hand-coding specialized algorithms to be error-prone, because even slight changes in

the query condition (e.g., strong vs. weak dominance) can in corner cases break

properties that hand-coded optimizations rely on. Thus, we need a better DBMS-

based solution that can deliver acceptable performance automatically (even if it is not

as fast as hand-coded solutions) for general and potentially complex iceberg queries

expressed in SQL.

Our Contributions In this paper, we develop automated techniques for optimizing

iceberg queries with complex joins that exploit a suite of optimization techniques,

thereby addressing the above limitations of existing approaches. In particular, we
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use three orthogonal and complementary techniques in our optimizations:

• Generalized a-priori: Motivated by Apriori Agrawal and Srikant [1994],

our generalized a-priori technique optimizes an iceberg query with a join by

reducing the size of input tables by first applying the HAVING constraint to them

(if applicable), allowing the original iceberg query to run on smaller inputs.

• Cache-based pruning: Motivated by the example of exploiting the properties

of dominance for k-skyband query processing, we generalize the idea of pruning

join computation using cached results of previous computation. We introduce

a query operator called NLJP (Nested-Loop Join with Pruning) that operates

in a nested loop, invoking the inner input query with join attribute values

supplied by each tuple from the outer input query. NLJP caches results of

the inner query by join attribute values, and for each new outer input tuple,

evaluates a pruning predicate to determine whether the inner query evaluation

can be safely skipped.

• Memoization: With the cache inside the NLJP operator, we also enable

memoization: if multiple outer input tuples supply identical join attribute

values, previously computed and cached results of the inner query can be looked

up from the cache, thereby avoiding unnecessary computation.

We give formal conditions for applicability of the above techniques that can be

automatically verified, and prove their correctness. We show how to apply these tech-

niques automatically using query rewrite and code generation techniques. Notably,

we do not rely on users to identify optimization opportunities or define pruning

techniques. Instead, we analyze SQL queries with the knowledge of the database

constraints, and we automatically deduce pruning predicates for query conditions

involving linear equalities and inequalities using quantifier elimination and Fourier-
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Motzkin variable elimination Khachiyan [2009] methods. We outline an optimization

procedure that can identify and apply combinations of our optimization techniques.

We implement our techniques in PostgreSQL, and provide experimental evaluation

on representative iceberg query workloads with complex join conditions, showing

how we outperform both baseline PostgreSQL and a commercial database system.

3.2 Related Work

Iceberg queries were first introduced in Fang et al. [1999]. They focused on compu-

tation of the groups that satisfy the threshold in the HAVING clause with compact

in-memory data structures, without requiring materialization of relation R on which

the group-by is performed, and avoiding techniques like hashing or sorting the re-

lation R that would require such materialization. Instead, they proposed a suite

of techniques (defer-count, multi-level, multi-stage) that aim to reduce false

positives (groups that do not satisfy the HAVING condition but are returned) as much

as possible without returning any false negatives; the false positives are subsequently

eliminated by scanning the relation R. Since these techniques do not require R to be

materialized, R can be the result of a join as long as R can be generated in one pass.

However, the techniques focus on computing the groups satisfying the threshold, and

do not focus on optimizing the joins before these groups are computed. Our work

differs by considering the entire query processing pipeline, from detection of scope

of optimizations for joins, and for general HAVING conditions (COUNT, SUM, MIN, MAX

with both ≤ and ≥), to actually implementing these techniques using a DBMS.

Iceberg queries have been extended to data cubes (GROUP BY on all possible subsets

of the grouping attributes) in Beyer and Ramakrishnan [1999], where the goal is to

output the groups in the cube that satisfy a HAVING condition like COUNT(*) >= k.

The approach in Beyer and Ramakrishnan [1999] exploits a bottom-up pass on the

data cube, e.g., if a group on (AB) does not satisfy the count threshold, then groups
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on (ABC) or (ABCD) cannot satisfy the count threshold either (similar concept as

in Apriori Agrawal and Srikant [1994]). Therefore unlike the standard data cube

algorithms that do top-down passes (e.g., computes (ABC) from (ABCD)), it uses

a bottom-up pass for pruning groups. Since we focus on standard group-by queries

without cube, all our subsets are of the same size and these ideas do not directly

apply to our problem. Shou et al. [2003] extends the concept of iceberg queries

to iceberg distance joins for spatial queries, returning object pairs that are within

a maximum distance with one pair occurring at a high frequency. Query flocks

(Tsur et al. [1998]) generalize associate-rule mining to a datalog-based syntax with

a monotone filter. We use similar ideas borrowed from Apriori Agrawal and Srikant

[1994], but we additionally consider pruning and memoization techniques in the one

framework where all these techniques can apply.

There are other query optimization techniques with a similar flavor to ours but

none match our optimizations. The eager aggregation and lazy aggregation technique

proposed by Yan and Larson Yan et al. [1995] moves group-by operations up and

down a query tree, including in some cases through join operations, which was de-

scribed in an earlier work Yan and Larson [1994]. The extended version of Yan and

Larson [1994] describes necessary and sufficient conditions for pushing the having

clause through a join as well as group by Yan and Larson [1995]. The assumptions in

Yan and Larson [1995] is that there are two non-empty tables Rd, Ru participating

in the join where Rd contains the aggregate functions in both the HAVING and σ

clauses, and Ru does not (the group by attributes can belong to both). The paper

gives conditions under which the query can be rewritten to an equivalent query that

replaces Rd by R′d, where the GROUP BY and HAVING clauses are pushed to Rd (it also

distributes selection conditions accordingly). Since Yan and Larson [1995] does not

apply the HAVING condition after join, and since they obtain the same set of con-

ditions irrespective of whether the HAVING condition is monotone or anti-monotone,
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their conditions are much more restricted than ours. In particular, the conditions

for a-priori derived in our work differ from Yan and Larson [1995] in two ways: (i)

we do not assume any constraint on the aggregate function in the σ clause, (ii) the

conditions obtained in Yan and Larson [1995] apply to the join of Rd, Ru and are

of the form GAd, GAu → GA+
d and GA+

d , GAu → RowId(Ru), where GAd, GAu are

grouping attributes from Rd, Ru in the final query, and GA+
d ⊇ GAd also includes

additional columns from Rd needed to apply selection after join. In contrast, the

conditions obtained in our work apply to individual tables, and therefore are much

simpler to check given the information on functional dependencies that hold in indi-

vidual relations (and therefore less restrictive as well).

The query rewriting technique called magic sets Bancilhon et al. [1985], Mumick

et al. [1990] was introduced in SQL in 1985-90s. The technique generates a set of

auxiliary views that have a series of bindings restricting the table (from the initial

query), resulting in a view that produces no irrelevant tuples in the subsequent join.

Later, Seshadri et al. [1996] completed the magic sets integration by formalizing

the technique in a cost-based scenario, allowing the technique to mix with other

optimization strategies. The difference between magic sets and our techniques is

that we prune tuples before reaching the join by inferring the HAVING condition

using only partial groups; magic sets technique does not do this.

Optimizations for iceberg queries have been studied for specific applications like

market basket queries and k-skyband queries as discussed in the introduction. We

generalize the conditions used in the Apriori algorithm of Agrawal and Srikant [1994]

in our work. Sarawagi et al. [1998] discussed the problem of expressing association

rule mining in the form of SQL queries in a DBMS. Ng et al. [1998] studied min-

ing and pruning optimizations for constrained association rules in the context of

exploratory association mining. They defined constrained association queries of the

form {(S1, S2)|C}, where C is a constraint (e.g., predicates allowed in the HAVING
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clause) on two subsets S1, S2 denoting the pairs of subsets that are of interest. Us-

ing optimizations based on anti-monotonicity (like Apriori) and succinctness of the

constraints, they give efficient algorithms for obtaining constrained frequent sets.

Although we use the a-priori techniques (both for monotone and anti-monotone con-

ditions), we focus not on outputting association rules, but instead on using these

optimizations for handling iceberg queries with complex joins.

Skyline queries have been studied in the context of outputting pareto optimal

objects (not dominated by any other object on all dimensions); in the context of

databases, the result consists of input tuples for which there is no input tuple having

better or equal values in all attributes, and a better value in at least one attribute.

The concept of k-dominant skyline was studied by Chan et al. [2006], which relaxes

the dominance on all d dimensions to any subset of size k. The survey by Chomicki

et al. [2013] describes several common algorithmic techniques for skyline queries. The

k-skyband query Papadias et al. [2005a] generalizes skyline queries (for skyline k =

0). One of the techniques commonly used in skyline or skyband queries is transitivity:

if t1 dominates t2 which in turn dominates t3, then t1 dominates t3. This property is

often used for pruning in skyline algorithms. We generalize such pruning techniques

for arbitrary join predicates involving inequalities, by automatically inferring them

and using them to optimize query execution.

Generalized pruning techniques have been used in the setting of constraint sat-

isfaction. In a database setting, Kalinin et al. [2015a] integrated constraint satisfac-

tion with a column-store DBMS, and heavily relied on both pruning and parallelism.

However, their technique considers simpler, well-defined constraints, where our tech-

niques are more general. Walenz and Yang [2016b] has a similar flavor but provides

a flexible framework for pruning, however the pruning predicates must be manually

specified.

To the best of our knowledge, we provide the first framework for evaluating gen-
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SELECT GL, GR, Λ
FROM L, R
WHERE Θ
GROUP BY GL, GR

HAVING Φ;

Listing 3.5: Generic single-block iceberg query Q.

eral iceberg queries with complex joins that combines multiple optimization tech-

niques of a-priori, pruning, and memoization.

3.3 Preliminaries

In this section we describe some concepts and notations that are used in the rest

of the paper. For a relation instance R, we denote the number of tuples in R by

|R|. For an attribute A of R, dom(A) denotes the domain of A; adom(A) denotes the

active domain of A in the instance R; given a tuple t ∈ R, t.A denotes the value of

the attribute A in t. For a list of attributes Z from R, dom(Z) denotes the product of

the domains of the attributes in Z; adom(Z) denotes the set of tuples in πZR; given

a tuple t ∈ R, t.Z denotes a tuple formed by t’s values for the attributes in Z.

For simplicity, we shall present our main techniques using a single-block iceberg

query Q joining two relations L and R as shown in Listing 3.5. Our techniques extend

to subqueries of this form, and to joins involving more than two relations (discussed

in Appendix D). As seen in examples earlier, many complex iceberg queries involve

self-joins, so in general L and R may refer to the same underlying relation. Let

AL denote the attributes of L and AR those of R. In case of ambiguity, we prefix

attribute references with the relation (e.g., L.A or R.A). We introduce notations

related to L below; those for R are analogous. Given the query Q, GL ⊆ AL denotes

the (possibly empty) set of GROUP-BY attributes from L. The join condition is denoted

Θ. For simplicity here we do not consider selection conditions in WHERE that can be
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evaluated over either L or R alone; our techniques still apply simply by treating L

and R as filtered versions of the respective relations with selection conditions applied

upfront. Let JL ⊆ AL denote L’s join attributes, i.e., the subset of L’s attributes

that are referenced in Θ. Finally, Φ denotes the HAVING condition, and Λ denotes

the list of output expressions in the SELECT clause.

Example 21 Consider the first block of the “pairs” query (Listing 3.4) that defines

pair. Suppose this (sub)query is our Q. Then L would be s1 and R would be

s2, both referring to the same underlying relation Score. Both GL and GR are

{pid}, and both JL and JR are {pid, teamid, round, year} (prefixed with s1 or

s2 as appropriate). Θ is the entire WHERE condition, Φ is COUNT(*) >= 3, and Λ

computes four AVG aggregates for output.

Now consider the second block of the “pairs” query (Listing 3.4) as our Q. Both L

and R refer to the pair view defined earlier. GL = {id1, id2} and GR = ∅. Both JL

and JR are {hits1, hits2, hruns1, hruns2} (prefixed with L or R as appropriate).

Θ is the entire WHERE condition, Φ is COUNT(*) <= 20, and Λ consists of a single

aggregate expression COUNT(*).

We call a tuple ` ∈ L an L-tuple and a tuple r ∈ R an R-tuple. An LR-tuple,

denoted 〈`, r〉, is formed by concatenating ` ∈ L and an r ∈ R. Θ(〈`, r〉) evaluates to

either true or false for a given LR-tuple. The set of LR-tuples in L×R that satisfy

Θ is partitioned into LR-groups according to their values for GL ∪ GR. Let LR(u,v)

denote the LR-group with value u for GL and value v for GR, where u ∈ adom(GL)

and v ∈ adom(GR).1 Φ(LR(u,v)) evaluates to either true or false for a given LR-

group. For each LR-group that satisfies Φ, a result tuple is produced; given this

LR-group, each expression in Λ evaluates to an atomic value for an output attribute.

Conceptually, the notions of L-groups and R-groups are also useful. We partition the
1 Note that in case GL = ∅ (the case for GR is analogous), an LR-group can be identified simply

by its value v for GR, and we would denote that group by LR(〈〉,v).
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Table 3.1: Join notations and definitions.
Notation Meaning

JL join attributes from L
GL GROUP-BY attributes from L

L(u) L-group identified by u ∈ adom(GL);
i.e., σGL=uL

LR(u,v) LR-group identified by u ∈ adom(GL) and v ∈ adom(GR);
i.e., σGL=u∧GR=v(L onΘ R)

Rnw R-tuples joining with w ∈ dom(JL);
i.e., πAR

({w}〉 onΘ R), where {w} denotes a relation with
attributes JL and a single tuple specified by w

set of L-tuples into L-groups according to their values for GL, and use L(u) to denote

the L-group with value u for GL. Finally, given values w for L’s join attributes JL,

we denote the subset of joining R-tuples by Rnw. Table 3.1 summarizes the notations

used in this paper.

In this paper we assume that the relational operators π, σ, andon are all duplicate-

preserving, which is needed for the SQL semantics. We also assume that the subset/-

superset relationships (⊆ and ⊇) have duplicate semantics as well. For notational

convenience, if a set of attributes A = ∅, we will interpret the (selection or join)

condition A = 〈〉 as simply true.

The HAVING condition Φ can be monotone or anti-monotone w.r.t. its input.

Such monotonicity properties enable us to identify and apply optimizations safely.

We formalize these properties below and show examples in Table 3.2.

Definition 1 (Monotone and anti-monotone conditions) Let Φ be a condition

that evaluates to either true or false given a set of tuples as an input. We call

Φ monotone (resp. anti-monotone) if for all T ⊆ T ′ (resp. T ⊇ T ′) with schema

compatible with Φ, Φ(T )⇒ Φ(T ′).

3.4 Generalized A-Priori Techniques

In this section we discuss the generalized a-priori technique, i.e., when we can reduce

the cost of a join by pushing down the condition in the HAVING clause to individual
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Table 3.2: Examples of monotone and anti-monotone HAVING conditions. A repre-
sents an attribute and c represents a constant.

Monotone Anti-monotone
COUNT(*) >= c COUNT(*) <= c
COUNT(A) >= c COUNT(A) <= c

SUM(A) >= c (if dom(A) ⊆ R≥0) SUM(A) <= c (if dom(A) ⊆ R≥0)
MAX(A) >= c MAX(A) <= c
MIN(A) >= c MIN(A) <= c

COUNT(DISTINCT A) >= c COUNT(DISTINCT A) <= c

relations to select a subset of tuples from either or both relations before we execute

the original iceberg query. The goal of generalized a-priori technique is to achieve

this reduction in the size of the input relations by safely removing tuples that are

guaranteed to not to contribute to the final answers in the original iceberg query.

The a-priori technique was proposed in the seminal market basket analysis paper

Agrawal and Srikant [1994] to find frequent itemsets. The frequent itemset problem

aims to find sets of elements that co-occur in a set of baskets at least τ times where τ

is a threshold. The key observation is that, if a set of elements co-occur in τ baskets,

then any subset of these elements must also co-occur in τ baskets, and in particular,

any individual element must also appear in at least τ baskets, which helps safely

discard item or itemsets that cannot belong to the final answers. This idea was

revisited in the Query Flocks paper Tsur et al. [1998] by focusing on pair of items

as the itemset instead of arbitrary subsets (see Listing 3.1). Basically, the HAVING

clause in Listing 3.1 can be applied to the table Basket to safely prune the items

of individual frequency lower than 20, which can never appear in frequent itemset

pairs. This reduces the cost of the join since now the self-join is performed on a

subset of tuples that can be much smaller than the original Basket relation.

Although the above optimization is intuitive for the specific frequent itemset

problem, there has not been a study of utilizing this idea for query optimization in

general. The traditional query optimizers apply the HAVING clause after performing

the grouping, and typically attempt to push the selection conditions before grouping
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or joins after grouping, but do not attempt to prune individual tables based on

the having condition. Optimization using pushing HAVING condition prior to the

join was studied by Yan and Larson Yan et al. [1995] (see Section 4.7). However,

since they do not execute the original query again with the HAVING condition on the

reduced relations, and do not exploit the monotonicity/anti-monotonicity properties

of the HAVING conditions, certain constraints on the input query have to be applied;

further, the constraints obtained are more restrictive and apply to the table obtained

by joining L and R. Instead, our goal in this section is to derive constraints on

individual relations L or R that are easier to verify. These constraints exploit the

monotonicity/anti-monotonicity properties of the HAVING condition Φ and allow us

to safely apply a-priori technique to individual tables for general iceberg queries as

shown in Listing 3.5.

3.4.1 Safe A-Priori Technique

Consider the generic query Q in Listing 3.5. Suppose the HAVING condition Φ is

applicable to L: i.e., all attributes in Φ are from L, and *, like in COUNT(*), is also

allowed. The (generalized) a-priori technique replaces L in Q with the following

“reduced” relation L′ ⊆ L:
L′ = SELECT * FROM L WHERE GL IN

(SELECT GL FROM L GROUP BY GL HAVING Φ)

We call the subquery following IN a reducer for L. If Φ is applicable to R, the

technique can similarly apply to obtain R′. While the HAVING condition in L′ (or R′)

is syntactically identical to the original Φ, it is evaluated for each group of L-tuples

(or R-tuples) as opposed to each group of LR-tuples. To produce the correct result,

the rewritten query must still retain the final HAVING condition.

Definition 2 (Safe a-priori) Given a queryQ in Listing 3.5 and a database instance

D, we say that the a-priori technique is safe for relation L (or R) if query Q′, obtained

63



from Q by replacing L with L′ (or R with R′) as defined above, returns the result as

Q on D.

Consider the candidate LR-groups produced by the original query Q. Replacing

L with L′ (or R with R′) effectively discards a subset of these groups with particular

GL (or GR) values, while leaving other groups intact. Hence, to guarantee safety,

it suffices to check that no LR-group satisfying Φ in Q is discarded by a-priori.

Formally, the following holds:

Proposition 1 It is safe to apply a-priori to L if Φ is applicable to L and for every

candidate LR-group LR(u,v) (where u ∈ adom(GL) and v ∈ adom(GR)), Φ(LR(u,v))⇒

Φ(L(u)). (A similar condition holds for R.)

The correctness of the above proposition easily follows from the observation that

L′ discards only those L-groups that fail Φ, which implies that they cannot contribute

to any LR-group that would eventually satisfy Φ. Next, we study how to check the

condition of Proposition 1 by analyzing the query, and in particular, by exploiting

the monotonicity property of its HAVING condition.

3.4.2 Generic Instance-Based Checks

Proposition 1 requires checking the implication Φ(LR(u,v))⇒ Φ(L(u)). Informally, if

Φ is monotone, a sufficient condition would be that LR(u,v) is “contained in” L(u).

However, LR-groups and L-groups have different schemas (even though the same Φ

can be applied to both), so we need a more precise way of describing this relationship.

To this end, we introduce the notion of non-inflationary queries (and similarly, non-

deflationary queries for use with an anti-monotone Φ).

Definition 3 (Non-inflationary and non-deflationary queries) Consider query

Q in Listing 3.5 over a given database instance D with relations L and R. Q is non-

inflationary (resp. non-deflationary) w.r.t. L in D if for every candidate LR-group
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LR(u,v) of Q (where u ∈ adom(GL) and v ∈ adom(GR)),

∀` ∈ L(u) :
∣∣∣σAL=`.ALLR

(u,v)
∣∣∣ ≤ 1 (resp. ≥ 1).

The definition is analogous for R.

In other words, given L(u) and LR(u,v), for a non-inflationary (resp. non-deflationary)

query, each tuple in L(u) maps to at most (resp. at least) one tuple in LR(u,v). (In

the other direction, every tuple in LR(u,v) always maps to exactly one tuple in L(u).)

It is worth noting that the non-inflationary condition is weaker than requiring each

L-tuple ` to join with at most one R-tuple overall—` can join with multiple R-tuples

as long as no two joined tuples belong to the same LR-group after grouping by GL

and GR.

Intuitively, a non-inflationary (resp. non-deflationary) Q allows us to conclude

that L(u) is a “superset” (resp. “subset”) of LR(u,v), and hence, in conjunction with

a monotone (resp. anti-monotone) Φ, the safe a-priori condition of Proposition 1 can

be satisfied.

Theorem 1 (Instance-based safety conditions for generalized a-priori) Con-

sider query Q in Listing 3.5. Given database instance D, the a-priori technique is

safe to apply to L if Φ is applicable to L, and

• Φ is monotone and Q is non-inflationary w.r.t. L in D, or,

• Φ is anti-monotone and Q is non-deflationary w.r.t. L in D.

Similar conditions hold for R.

Proof. We prove the sufficiency of the first condition (for monotone Φ); the second

one (for anti-monotone Φ) follows similarly.

Consider any candidate LR-group LR(u,v) where u ∈ adom(GL) and v ∈ adom(GR).

By Proposition 1, it suffices to show that Φ(LR(u,v)) ⇒ Φ(L(u)). Since Φ is appli-

cable to L, Φ(LR(u,v)) ⇔ Φ(πALLR(u,v)), where π is duplicate-preserving. Since Q
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is non-inflationary w.r.t. L, by Definition 3, we have L(u) ⊇ πALLR
(u,v), with dupli-

cate semantics. As Φ is monotone, Φ(πALLR(u,v)) implies Φ(L(u)), completing the

proof.

Example 22 Consider the market basket query (Listing 3.1). The HAVING condition

COUNT(*) >= 20 is monotone. The query is non-inflationary: for any i1-tuple, there

can be at most one joined tuple in each candidate i1-i2 group, as there can be at

most one i2-tuple with a given item value in the same basket as i1. Hence, a-priori

is safe for i1 (and analogously for i2).

Similarly, for the first block of the “pairs” query (Listing 3.4) that defines pair,

the HAVING condition COUNT(*) >= 3 is monotone. This (sub)query is non-inflationary:

each s1-tuple contributes to at most one joined tuple in each candidate s1-s2 group,

because for any given player identified by s2.pid, there can be at most one s2 tuple

with year and round matching those of s1 (not to mention additional conditions on

teamid and pid). Hence, a-priori is safe for s1 (and analogously for s2).

We note that the conditions in Theorem 1 are “tight” in the sense that the non-

inflationary (resp. non-deflationary) property is necessary for achieving safety for

queries with a monotone (resp. anti-monotone) HAVING condition. The following

example illustrates this point.

Example 23 (Monotone ΦΦΦ) Consider a query over relations L(GL, JL) and

R(JR,OR,GR) with join condition JL = JR and a monotone HAVING condition

COUNT(*) >= 2. Suppose L contains a single tuple 〈u,w〉, and R contains two tuples

〈w, z1, v〉, 〈w, z2, v〉. The query is inflationary since the single L-tuple contributes to

two tuples in the same LR-group LR(u,v). Applying a-priori to L would be erroneous

since COUNT(*) >= 2 will discard the single tuple from L, leading to an empty result,

whereas the LR-group LR(u,v) in fact satisfies the HAVING condition and should be

reflected in the correct result.
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(Anti-monotone ΦΦΦ) Consider a query over relations L(GL, JL) and R(JR,GR)

with join condition JL = JR and an anti-monotone HAVING condition COUNT(*) <= 1.

Suppose L has two tuples `1 = 〈u,w1〉 and `2 = 〈u,w2〉, while R has a single tuple

r = 〈w1, v〉. The query is deflationary: among the two tuples in the L-group L(u),

`1 joins with r and contributes to the LR-group LR(u,v), but `2 does not contribute

LR(u,v). Applying a-priori to L would be erroneous since it will discard both `1 and

`2, leading to an empty result, whereas the LR-group LR(u,v) in fact satisfies the

HAVING condition and should be reflected in the correct result.

3.4.3 Schema-Based Checks

The generic safety conditions in Theorem 1 may depend on a given database instance,

since non-inflationary and non-deflationary joins are defined in terms of tuples in the

participating relations. In this section, we develop conditions that rely only on the

schema and functional dependencies (that hold on all instances), which can be easily

applied by a query optimizer.

Theorem 2 (Schema-based safety conditions for generalized a-priori) Con-

sider query Q in Listing 3.5. The a-priori technique is safe to apply to L if Φ is

applicable to L, and

• Φ is monotone and GR ∪ J=
R → AR (i.e., GR ∪ J=

R is a superkey of R), where

J=
R ⊆ JR is the subset of R’s attributes involved in equality join predicates in

Θ, or,

• Φ is anti-monotone and GL → JL.

Similar conditions hold for R.

Proof. We give the proof for L by showing that if the stated conditions hold, then

the corresponding condition in Theorem 1 holds too; the proof for R is similar.
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(Monotone ΦΦΦ) Given GR∪J=
R → AR, we need to argue that Q is non-inflationary

w.r.t. L. Assume to the contrary that there exists a candidate LR-group LR(u,v),

an L-tuple ` ∈ L(u), and two R-tuples r1, r2 such that 〈`, r1〉 ∈ LR(u,v) and 〈`, r2〉 ∈

LR(u,v). As both 〈`, r1〉 and 〈`, r2〉 are in LR(u,v), r1.GR = r2.GR = v; furthermore,

both join with `, so they must agree on the equality join attributes, i.e., r1.J=
R =

r2.J=
R. From GR ∪ J=

R → AR, we conclude that r1 and r2 are in fact the same tuple,

completing the proof.

(Anti-monotone ΦΦΦ) Given GL → JL, we need to argue that the query is non-

deflationary w.r.t. L. Consider any candidate LR-group LR(u,v), which is by defini-

tion non-empty. Pick any 〈`0, r0〉 ∈ LR(u,v). For any ` ∈ L(u), `.GL = `0.GL = u,

so by GL → JL, `.JL = `0.JL, meaning that ` also joins with r0. Therefore

〈`, r0〉 ∈ LR(u,v), completing the proof.

Intuitively, for a monotone Φ, the functional dependency GR ∪ J=
R → AR ensures

that for each tuple ` in L-group L(u), and for each LR-group LR(u,v) that ` can

potentially contribute to, `.JL and v together allow for only one LR-tuple to be

associated with `. (Any additional non-equality join predicates in Θ would not affect

this guarantee.)

For an anti-monotone Φ, the functional dependency GL → JL ensures that for

each tuple ` ∈ L(u), the presence of a tuple in any LR-group LR(u,v) implies that it

shares the same JL values as `, so ` must contribute to LR(u,v) as well.

Example 24 Consider again the market basket query (Listing 3.1) with the monotone

HAVING condition. Here L is i1, R is i2, GL = {i1.item}, GR = {i2.item}, JL =

J=
L = {i1.bid}, and JR = J=

R = {i2.bid}. We have GR ∪ J=
R = {i2.item, i2.bid},

which is clearly a superkey of R. Therefore, by Theorem 2, a-priori is safe for i1

(and analogously for i2).
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Note that if we instead change the query to output infrequent item pairs using

an anti-monotone HAVING condition COUNT(*) <= 20, a-priori would not be safe for

i1 (resp. i2), as the required check GL → JL (resp. GR → JR), or item→ bid, fails

(item is not a key of Basket). Intuitively, we cannot discard a frequent item because

it may still participate in an infrequent pair.

Example 25 Consider two tables Basket(bid, item, did) (where did identifies the

particular discount under which the item was bought—a basket may contain multiple

instances of the same item bought under different discounts) and Discount(did, rate)

(where rate denotes the rate of the discount). The following query outputs the dis-

count rates applied for items, for least 25 baskets:
SELECT item, rate
FROM Basket L, Discount R
WHERE L.did = R.did
GROUP BY item, rate
HAVING COUNT(DISTINCT bid) >= 25;

Once again, we have a monotone HAVING condition. JL = J=
L = {did} = J=

R = JR,

GL = {item}, and GR = {rate}.

We can safely apply a-priori to L (Basket), because GR ∪ J=
R is a superkey of R.

However, we cannot safely apply a-priori to R (Discount), because GL ∪ J=
L is not a

superkey of L (the same item-did can appear in multiple bid-s).

Suppose instead we change the HAVING condition to be anti-monotone, say COUNT(DISTICT bid) <= 25,

and additionally assume that item→ did (i.e., only one type of discount can be ap-

plied to given item). Theorem 2 still allows us to apply a-priori safely to L, although

via a different check: GL → JL. Intuitively, in this case, if an item appears in more

than 25 baskets, there is no need to consider it because it would have the same discount

rate in all these baskets, making it impossible to pass the final HAVING condition.

Example 26 We revisit the examples in Example 23 used to illustrate the tightness

of the conditions in Theorem 1, now by applying Theorem 2.
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(Monotone ΦΦΦ) In this example of a query over L(GL, JL) and R(JR,OR,GR)

with a monotone HAVING condition, the functional dependency GR, JR → AR did not

hold because there were two distinct R-tuples with the same values for GR and JR.

Therefore, we would not apply a-priori to L per Theorem 2.

(Anti-monotone ΦΦΦ) In this example of a query over L(GL, JL) and R(JR,GR)

with an anti-monotone HAVING condition, the functional dependency GL → JL did

not hold because there were two distinct L-tuples with the same GL value but dif-

ferent JL values. Therefore, we would not apply a-priori to L per Theorem 2.

3.5 Cache-Based Pruning Techniques

This section discusses our cache-based pruning techniques. Unlike the generalized a-

priori technique discussed in Section 3.4, which were applied by SQL rewriting, here

we apply pruning at run time by extending the nested loop join (NLJ) algorithm

(we describe its realization using a new NLJP operator in Section 3.7). Similar to

a nested loop join, we consider tuples from the outer relation one at a time. The

key idea is that tuples that failed to generate any final result tuple allow us to

potentially “short-circuit” the processing of new tuples. Under certain conditions,

we can perform a simple check between the new tuple and a previously processed

tuple whose outcome has been cached, which allows us to determine whether the

new tuple has any chance of contributing to the result; if not, we avoid expensive

evaluation involving the inner relation.

Recall from Section 4.1 the example on the k-skyband query (Listing 3.2) that

illustrates this idea. Suppose we have already processed a tuple `1 = 〈i1, 10, 10〉 from

the outer relation L, which resulted in a group with COUNT(*) greater than 50, and

we need to process a tuple `2 = 〈i2, 5, 5〉 from L. From the WHERE condition and the

observation that `2.x ≤ `1.x ∧ `2.y ≤ `1.y, we can infer that any R-tuple that joins

with `1 must also join with `2, so `2 must result in a group with COUNT(*) greater
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than 50 as well, failing the HAVING condition. We can therefore prune `2 immediately.

In the following, we give a detailed description of the principle behind pruning

and how to derive pruning conditions automatically.

3.5.1 Subsumption, Caching, and Safe Pruning

Consider again the generic query Q in Listing 3.5, with L as the outer relation and

R as the inner. For pruning to apply, we assume that the HAVING condition Φ is

applicable to R: i.e., all attributes in Φ are from the inner relation, and * is also

allowed.

Pruning involves comparing two L-tuples—one previously processed and one to

be processed—in terms of their contribution to the final query result. Since they

contribute to the final result by joining with R-tuples, it is natural to compare

the subsets of R-tuples that they join with respectively. To this end, we introduce

the notion of subsumption below. Since L-tuples with identical join attribute values

always join with the same subset of R-tuples, we define the subsumption relationship

on the JL values rather than L-tuples themselves.

Definition 4 (Subsumption) Given a database instance D with relations L and R,

and w,w′ ∈ adom(JL), we say that w subsumes w′, denoted w � w′, if Rnw ⊇ Rnw′ ;

i.e., the set of R-tuples that joins with (any L-tuple with JL equal to) w is a superset

of those that joins with w′.

We now clarify what information we cache during execution to enable subsequent

pruning. Since we assume that Φ is applicable to R, given an L-tuple `, we can test

Φ using the subset of R-tuples joining with `. We then record `.JL in a cache C if

`.JL is unpromising, as defined below:

Definition 5 (Unpromising JLJLJL values) Given a database instanceD with relations

L and R, we say that w ∈ dom(JL) is unpromising if ∀v ∈ πGRRnw : ¬Φ(σGR=vRnw);
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C ← ∅ # cache of unpromising join values
T ← ∅ # collection of contributions of the form contrib(`, u, v),

# where ` ∈ L, u ∈ adom(GL), and v ∈ adom(GR)
for each ` in L:

if prune(`, C):
continue

compute contrib(`, `.GL, v) and add toT for each unique v ∈ Rn`.JL

add `.JL to C if `.JL is unpromising
for each partition T [u, v] = {contrib(_, u, v) ∈ T} of T by u, v:

compute and return, if applicable, a result tuple for LR(u,v)

Listing 3.6: Algorithm template for cache-based pruning for Q in Listing 3.5, assum-
ing Φ is applicable to R.

i.e., Φ evaluates to false for every partition of joining R-tuples by GR. (If GR = ∅,

the condition reduces to ¬Φ(Rnw).)

Listing 3.6 sketches the algorithm for cache-based pruning. Basically, for each

L-tuple ` that cannot be pruned, it computes `’s contribution to each LR-group’s

(potential) result tuple; in this process, it also discovers whether `.JL is promising,

and if not, records it in the cache. Finally, all contributions for each LR-group

are considered in computing the associated final result tuple (if any). We omit

unnecessary details for now (Section 3.7 further describes its implementation using

the NLJP operator), and focus on prune(`, C). Intuitively, the fact that a particular

w′ ∈ dom(JL) is unpromising, in conjunction with a subsumption test, may be used to

prune L-tuples. In the simplest case, if there is a one-to-one correspondence between

L-tuples and the candidate LR-groups, then for each ` ∈ L, evaluating Φ on its

corresponding LR-group is equivalent to evaluating Φ on Rn`.JL . For a monotone (or

anti-monotone) Φ, `.JL � w′ (resp. `.JL � w′) would allow us to conclude that ` joins

with a subset (resp. superset) of R-tuples that join with w′; then, an unpromising w′

would imply that `.JL is also unpromising, so ` cannot contribute to the final query

result.

Unfortunately, in general there is not a one-to-one correspondence between L-

tuples and the candidate LR-groups. Each L-tuple may in fact contribute to multiple
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LR-groups (by joining with R-tuples with different GR values), and each LR-group

may include contributions from multiple L-tuples (with same or different JL val-

ues). We need to be more careful when using unpromising join attribute values in

inferring contribution (or lack therefore) to the final query result. Therefore, to en-

sure safe pruning, we develop additional checks based on the schema and functional

dependencies below.

Theorem 3 (Safe pruning conditions) Suppose Φ is applicable to R, and the

algorithm in Listing 3.6 correctly computes Q when prune(`, C) always returns false.

Then, the algorithm also computes Q correctly with the following definition for

prune(`, C):

• If Φ is monotone and GL → AL (i.e., GL is a superkey of L), then prune(`, C) ≡

∃w′ ∈ C : `.JL � w′.

• If Φ is anti-monotone, GL → AL (i.e., GL is a superkey of L), and GR = ∅

(i.e., no GROUP-BY attributes from R), then prune(`, C) ≡ ∃w′ ∈ C : `.JL � w′.

A similar algorithm with R in the outer loop is correct when Φ is applicable to L.

The proof of Theorem 3 is given in Appendix A.1.

Example 27 Consider again the k-skyband query (Listing 3.2). The HAVING condition

COUNT(*) <= 50 is anti-monotone and applicable to R. GL = {L.id}, GR = ∅,

JL = {L.x, L.y}, and JR = {R.x, R.y}. Since GL (id) is a key of L (Object), we can

safely applying cache-based pruning for L by Theorem 3.

Intuitively, when Φ is monotone and GL is a superkey of L, every LR-group

LR(u,v) can receive contribution from only a single L-tuple (namely the one with

value u for GL). Therefore, the LR-groups that ` ∈ L contributes to essentially

form a partitioning of Rn`.JL by GR. If `.JL � w′, we have Rn`.JL ⊆ Rnw′ , and the
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subset relationship must also hold for every pair of corresponding Rn`.JL and Rnw′

partitions. Since none of the Rnw′ partitions satisfies Φ, neither can any partition

for ` because of monotonicity. Hence ` does not contribute to the final result.

On the other hand, when Φ is anti-monotone, GR = ∅ implies that each ` ∈ L

contributes to single LR-group LR(`.GL,〈〉); moreover, GL is a superkey of L, so this

single LR-group receives contribution from only `, and its contents are essentially

Rn`.JL . If `.JL � w′, we have Rn`.JL ⊇ Rnw′ . Since Rnw′ fails Φ, so does Rn`.JL

because of anti-monotonicity. Hence ` does not contribute to the final result.

The above arguments show that prune(`, C) of Theorem 3 avoids false negatives.

We also argue that it avoids false positives, i.e., pruning will not introduce incorrect

result tuples. In general, spurious result tuples may result if multiple L-tuples con-

tribute to the same LR-group. For example, suppose Φ is COUNT(*) <= 50 (anti-

monotone), and a particular candidate LR-group has contribution from `1 and `2

(with same GL but different JL values). Further suppose `1 is pruned (because we

can infer from C that `1.JL would generate more than 50 tuples for the group), but

`2 is processed and contributes only 40 to the count. Unless the algorithm has some

way of recording that any LR-group with `1’s contribution is “infeasible,” it may

incorrectly process the LG-group for output because it sees only `2’s contribution

after pruning `1. Theorem 3 avoids false positives by requiring GL to be a superkey

of L: in that case, every LR-group is associated with a single L-tuple, so pruning

one L-tuple does not affect the computation of LR-groups associated with other

L-tuples.

Note that it is possible to store additional information in C to enable more general

pruning conditions than those of Theorem 3. For example, if we define a finer-

grained notion of “unpromising” for JL ∪GR values, and make C additionally record

LR-groups already deemed infeasible, we may be able to generate more pruning

opportunities. We leave such extensions as future work.
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3.5.2 Automatic Subsumption Test Generation

The last issue remaining in applying Theorem 3 is that prune(`, C) involves test-

ing subsumption between w,w′ ∈ adom(JL). Definition 4 gives an instance-based

definition of w � w′, which is impractical to evaluate—its evaluation would have

necessitated joining the L-tuple in consideration with R, rendering pruning useless.

Instead, we should like to develop a test that can be evaluated by examining w and

w′ alone, without accessing R. In other words, we seek a predicate p� involving w

and w′ alone, such that p�(w,w′)⇔ (w � w′ for any database instance D).

Example 28 Consider again the k-skyband query (Listing 3.2). The instance-oblivious

subsumption predicate is p�(〈x, y〉, 〈x′, y′〉) ≡ (x ≤ x′) ∧ (y ≤ y′). It is easy to see

that if this predicate evaluates to true, any R-tuple that joins with JL values of

〈x′, y′〉 in Q must also join with JL values of 〈x, y〉. Thus, if Rn〈x′,y′〉 does not satisfy

the anti-monotone HAVING condition (COUNT(*) <= 50), neither can Rn〈x,y〉.

Although the above example for k-skyband query is intuitive and p� can be easily

obtained by hand, for arbitrary join conditions, manual derivation can be complex

and error-prone. In the following, we give a formal procedure for obtaining p�

automatically by analyzing the join condition Θ. Given the instance-based definition

of subsumption in Definition 4, we consider the instance-oblivious version ∀wr ∈

dom(JR) : Θ(w,wr) ⇒ Θ(w′, wr). Our goal is to essentially eliminate wr from this

predicate, leaving only w and w′. To this end, we use the Fourier-Motzkin elimination

method Khachiyan [2009] (henceforth referred to as FME) for the common case where

Θ involve only linear constraints. Our implementation uses Mathematica Wolfram

Research Inc. [2016], which also handles more complex predicates.
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Variable Elimination by FME FME method gives an procedure to eliminate variables

from a system of linear constraints involving variables from the real domain, e.g.,

x ≥ y + 500 ∧ x+ 10 ≤ z ∧ x ≤ 5y + 100. (3.1)

FME eliminates variables one by one. Given a variable x to eliminate, FME projects

the constraints involving x onto the rest of the system: i) if x is constrained to

be equal to an expression involving other variables, we simply replace x the corre-

sponding expression; ii) if x has both lower bounds (el
1, e

l
2, . . . , e

l
m) and upper bounds

(eu
1, e

u
2, . . . , e

u
n) in terms of other variables, we add m× n new constraints to the sys-

tem as el
i ≤ eu

j (or < if either bound is strict) for all i ∈ [1,m] and j ∈ [1, n]. iii) if x

is unbounded (i.e., bounded on neither side, or from one side but not the other), we

simply drop x. This projection procedure forms a new system with one variable less,

but possibly with more constraints, and the new system is satisfiable if and only if

the original system is satisfiable. For example, eliminating x from Eq. (3.1) results

in y + 500 ≤ z − 10 ∧ y + 500 ≤ 5y + 100.

This FME step can be repeated as needed. Although the number of constraints

may increase quadratically in each step, we have found FME to be practical in all

scenarios we encountered, as typical SQL queries involve only a moderate number of

variables.

Procedure for Deriving p�p�p� Using FME Starting with ∀wr ∈ dom(JR) : Θ(w′, wr) ⇒

Θ(w,wr), or ∀wr : ¬Θ(w′, wr) ∨ Θ(w,wr), we expand wr, w, and w′ into variables

representing individual attribute values; variables from wr are universally quantified.

Assuming that all attributes are from the real domain, we repeatedly choose and

apply one of the following three steps to eliminate all variables from wr, while pre-

serving those from w and w′. The order of application is unimportant; any applicable

step can be chosen.
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(UE) Elimination of universal quantifiers: Replace ∀x θ by ¬∃x ¬θ.

(DE) Elimination of disjunction: Replace ∃x (θ1 ∨ θ2) by (∃x1 θ1) ∨ (∃x2 θ2) by

renaming variable x to x1 in θ1, and to x2 in θ2.

(EE) Elimination of existential quantifiers: Given a formula in prenex normal form

(where all quantifiers precede a quantifier-free formula) Q1x1 · · ·Qpxp ∃x θ,

where θ only involves conjunction over linear constraints, project it to equiva-

lent Q1x1 · · ·Qpxp θ
′, where x /∈ θ′, by eliminating variable x from θ using the

FME method described above.

Example 29 Consider again the k-skyband query (Listing 3.2). We illustrate the

above algorithm for deriving p� for a simplified join condition L.x<R.x AND L.y<R.y.

The derivation for the original join condition is more tedious, and we include it for

completeness in Appendix B.

We start from ∀xr∀yr : (x′ < xr ∧ y′ < yr) ⇒ (x < xr ∧ y < yr), where

wr = 〈xr, yr〉, w = 〈x, y〉, and w′ = 〈x′, y′〉. We have

∀xr∀yr (¬(x′ < xr ∧ y′ < yr) ∨ (x < xr ∧ y < yr))

UE≡ ¬ [∃xr∃yr ((x′ < xr ∧ y′ < yr) ∧ ¬(x < xr ∧ y < yr))]

≡ ¬ [∃xr∃yr (x′ < xr ∧ y′ < yr ∧ (x ≥ xr ∨ y ≥ yr))]

DE≡ ¬
[
∃xr

[
(∃yr1 (x′ < xr ∧ y′ < yr1 ∧ x ≥ xr))∨

(∃yr2 (x′ < xr ∧ y′ < yr2 ∧ y ≥ yr2))
]]

EE≡ ¬ [∃xr [(x′ < xr ∧ x ≥ xr) ∨ (x′ < xr ∧ y′ < y)]]

DE≡ ¬
[

(∃xr1 (x′ < xr1 ∧ x ≥ xr1))∨

(∃xr2 (x′ < xr2 ∧ y′ < y))
]

EE≡ ¬ [(x′ < x) ∨ (y′ < y)]
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≡ (x ≤ x′) ∧ (y ≤ y′).

Since Φ for this query is anti-monotone, prune(`, C) ≡ ∃〈x′, y′〉 ∈ C : 〈`.x, `.y〉 �

〈x′, y′〉, which simplifies to ∃〈x′, y′〉 ∈ C : (`.x ≤ x′) ∧ (`.y ≤ y′).

3.6 Memoization Techniques

Memoization is an idea that builds upon the classic semijoin-based evaluation tech-

niques for conjunctive queries, but also considers grouping and aggregation in SQL

queries. As an example, again consider the k-skyband query in Listing 3.2. Here,

each L-tuple ` leads to one potential candidate LR-group. Both the HAVING condi-

tion Φ and SELECT expressions Λ for this LR-group can be evaluated over the joining

R-tuples Rn(`.x,`.y). These results depend only on the join attribute values (`.x, `.y),

and can be memoized and keyed on such values. Subsequent evaluations involving

the same join attribute values can simply reuse the memoized results.

In our implementation described in Section 3.7, we support run-time memoization

using a cache in our new NLJP operator based on nested-loop execution. Recall from

Section 3.5 that we use a cache C to record join attribute values that do not contribute

to the final query result, for the purpose of pruning. To support memoization, we

augment C to record also the results (or useful intermediate results) of evaluating Φ

and Λ, so that we can use them in subsequent iterations if the same join attribute

values are encountered.

Currently, our implementation applies memoization when the following conditions

hold: GR = ∅, Φ is applicable to R, all aggregates in Λ only involve attributes in

R or *, and finally, all aggregates in Φ and Λ are algebraic Gray et al. [1997] unless

GL → AL. The cache records the results of all aggregate subexpressions in Φ and

Λ, keyed by JL values. We note that if GL → AL does not hold, then the results of

Φ and Λ over an LR-group must be computed by combining multiple cached partial
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aggregate results (hence the requirement on algebraic aggregates); see Appendix C

for more details. Additionally, we check if JL → AL; if yes, we do not enable

memoization even though it is safe to apply, because in this case the JL values will

be distinct across L-tuples and memoization will not be beneficial.

An alternative method of applying memoization, without relying on our NLJP

operator, is through static query rewrite. In Appendix C, we briefly describe this

method, together with a relaxation of the above conditions for applying memoiza-

tion, which does not require GR = ∅. Finally, the cost-effectiveness of memoization

depends on how many L-tuples share the same join attribute values. In the future,

instead we plan to investigate cost-based decisions for whether to enable memoiza-

tion.

3.7 Execution and Optimization

In this section we discuss how to integrate the techniques presented in the previous

sections into the execution and optimization of iceberg queries by a database system.

First, we describe our new physical operator for memoization and pruning, which we

call NLJP (for Nested-Loop Join with Pruning).

Conceptually, an NLJP operator computes an iceberg query Q of the form shown

in Listing 3.5, with L and R both given generally as subqueries. We call L the driver

(or outer) input, which forms the outer loop of the nested-loop join. The NLJP

operator’s behavior is specified by the following queries (or parameterized queries):

• Binding query QB executes L (with selections and projections in Q pushed

down) and produces a stream of intermediate result tuples. For each tuple, the

binding, or the values for the join attributes JL, is identified.

• Inner query QR(b) is a select-aggregate query over R parameterized by a bind-

ing b. QR(b) has selection condition Θ(b, JR) and computes any aggregates
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SELECT id, x, y FROM Object L; -- QB; binding is (x, y)
SELECT COUNT(*) AS payload FROM Object R -- QR(b)

WHERE b.x <= R.x AND b.y <= R.y
AND (b.x < R.x OR b.y < R.y);

SELECT * -- QC(b′)
FROM C(x, y, payload) -- cache
WHERE b′.x <= x AND b′.y <= y
AND payload > 50;

SELECT id, payload -- QP

FROM T(id, x, y, payload) -- concatenated tuples
WHERE payload <= 50;

Listing 3.7: NLJP-based plan for k-skyband.

necessary for evaluating Φ and Λ in Q. Conceptually, during its execution,

NLJP considers bindings produced by QB one at a time, evaluates the inner

query when necessary, and builds up a cache C of inner query results keyed by

the bindings.

• Pruning query QC(b′) is a selection query over the cache C given a binding

b′. Using the pruning predicate derived using the technique in Section 3.5.2,

QP (b′) looks for the existence of a cached result with binding b implying that

b′ can be safely pruned.

• Post-processing query QP computes the final result of Q. NLJP concatenates

each intermediate result tuple of QB with binding b (if not pruned) with the

result tuple of the corresponding QR(b), and evaluates Qp over these concate-

nated tuples. In the simple case where GL → AL, QP can be computed on

a per-tuple basis; in more general cases QP may involve further aggregation

(Appendix C).

For example, for the k-skyband query in Listing 3.2, the queries specifying the NLJP

operator are shown in Listing 3.7.
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We now sketch out the execution of an NLJP operator. In the following, we

assume that both memoization and pruning are enabled (it is straightforward to

turn off either feature if desired).
construct cache C
T ← ∅
for each tB with binding b in the result of QB:

if b in C:
T .append(〈tB, C[b]〉)

else if QC(b) is empty: # cannot be pruned
C[b]← QR(b)
T .append(〈tB, C[b]〉)

return QP (T )

We have implemented the NLJP “operator” in PostgreSQL as a stored procedure.

Our optimization procedure (discussed further in Appendix D) can be thought of as

a pre-compiler that analyzes the original query Q and rewrites it as a combination

of SQL and stored procedure code. For each specific instance of the NLJP operator,

the procedure automatically generates the code for its queries, as well as statements

for creating and maintaining the cache, which is implemented as a PostgreSQL table.

One advantage of this approach is that PostgreSQL optimizer is able to prepare and

optimize these statements in advance, which is especially important for parameter-

ized statements that will be executed repeatedly at run time, such as QR, QC, and

cache operations.

A number of other features of the NLJP operator are worth noting here. First,

we detect simple cases when the post-processing QP (T ) can be evaluated in an in-

cremental fashion over T , to avoid materialization of T and allow final result tuples

to be returned in a non-blocking fashion. Second, the binding query QB can op-

tionally include an ORDER BY clause to control the order of exploration in the space

of all bindings. We simply leave the ordering unspecified (i.e., whatever ordering

PostgreSQL chooses to return the result tuples of QB) in this paper, but we plan to

consider intelligently choosing this ordering in the future as it can have a significant
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impact on pruning effectiveness Walenz and Yang [2016b]. Finally, we can outfit the

cache C with a replacement policy (based on the utility of its entries) to bound its

size; we plan to investigate this option as future work.

In Appendix D, we give an optimization procedure to systematically look for

opportunities to apply all our techniques—generalized a-priori, memoization, and

pruning—in an iceberg query involving multi-way joins. There we also walk through

the steps of optimizing the query in Listing 3.3 involving a four-way self-join, showing

how we are able to identify and apply both generalized a-priori and pruning tech-

niques to that same query. However, note that doing so requires a component of the

optimization procedure that infers functional dependencies that hold in a join result

by analyzing the join predicate and dependencies on the input relations. We do not

yet have a full implementation of this procedure, so the experiments in Section 3.8

involving Listing 3.3 applies only the pruning technique, but not generalized a-priori.

This temporary limitation is not inherent to our optimization framework for iceberg

queries.

3.8 Experiments

All experiments are run on a quad-core 2.8GHz Intel i7 machine with 16GB memory

and 2TB HD, running Microsoft Windows Server 2012 Datacenter. We compare

our PostgreSQL-based implementation with basic PostgreSQL and a commercial

database system, which we refer to as “Vendor A”. Unless otherwise noted, all tables

are given indexes applicable to each query. Parallelism was enabled by default for

Vendor A and for PostgreSQL, with Vendor A using all 4 cores and PostgreSQL

preferring to use 2. Our implementation does not take any specific advantage of

parallelism.

We evaluated our techniques on a representative set of queries involving dataset

of season statistics for Major League Baseball lah [2017], with 3 × 105 rows, each
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Figure 3.1: Performance of our approach (with one of or all three optimization
techniques enabled) vs. PostgreSQL and Vendor A.

with a large number of player performance statistics. Our queries largely follow the

templates of k-skyband (Listing 3.2), “pairs” (Listing 3.4), and “unexciting products”

(Listing 3.3) queries, but they are cast in the setting of baseball players and statistics

and sometimes contain other variations. In the following, we refer to these queries as

skyband, pairs, and complex, respectively. Complex uses an alternative, “unpivoted”

organization of the same dataset, where each individual performance statistic is

represented as a key-value pair by a row.

3.8.1 Relative Performance of Approaches

Figure 3.1 compares the performance of our approach (shown as “all”) versus Post-

greSQL (shown as “base”) and Vendor A on 8 representative queries. For our ap-

proach, we also show the performance achieved by enabling only one of our three

optimization techniques—pruning, memoization (shown as “memo”), and generalized

a-priori (shown as “apriori”).

Q1, Q2, and Q3 are two-dimensional skyband queries with varying maximum

thresholds (k) comparing different pairs of attributes (a); the objects of interests

are all seasonal performance records of players. Q4, Q5, Q6, and Q7 are pairs query

(Listing 3.4) with varying thresholds (c for the HAVING minimum in the WITH sub-

query, and k for the HAVING maximum in the main query) and different functions
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Figure 3.2: Data distributions for two common attribute pairings used in our
experiments.

for aggregating statistics over time (using either SUM or AVG in the WITH subquery).

In contrast to Q1–Q3, Q8 first computes average player statistics over time before

computing the skyband, so its objects of interest are players; it also uses a simpler

join condition (L.x < R.x AND L.y < R.y).

From Figure 3.1, we see that our approach yields a tremendous speedup—consistently

over PostgreSQL and in most cases over Vendor A—when all optimization techniques

are enabled. There only exceptions were Q7 and Q8, where Vendor A offers slightly

better performance—but keep in mind that Vendor A makes aggressive use of par-

allelism while our implementation is currently sequential. As a point reference, in

these two cases PostgreSQL still fares far worse than our approach, which is also

PostgreSQL-based.

To study the effectiveness of each our optimization techniques, we have also

experimented with enabling each in isolation, but it should be noted that in some

cases a particular optimization would not be applicable to a specific query. For highly

selective iceberg queries, pruning can be extremely effective, with a few queries seeing

more than 300× speedup. While a-priori yields the smallest isolated speedup, there

appears to be a combination effect that is not entirely linear, so it can be beneficial

when used in conjunction with the other techniques. Memoization, despite being the

easiest optimization to apply, can sometimes provide good speedups (e.g., more than

20× for Q1, Q2, and Q3) even by itself; even though these speedups are not as good

as pruning, memoization has the advantage of being more generally applicable.
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Figure 3.3: Cache sizes (kB) at the end of execution across eight queries.

Data Distribution It is important to note that data distributions can vary signif-

icantly across attributes and combinations thereof. Consequently, as we have ob-

served in Figure 3.1, even two queries of the same template query running on the

same dataset can have very different performance. For example, Figure 3.2 shows

the data distributions over two commonly used attribute pairs in our queries. A

skyband query with k = 500, running on the distribution shown on the left, would

return 1.8% of all records, but the same query running on the distribution on the

right would return 3.1% of all records.

Cache Size Recall that our NLJP operator uses a cache, implemented as a Post-

greSQL table. Figure 3.3 reports the size of this cache at the end of the execution

for the 8 queries above. No cache is larger than 3,000kB, and most are smaller than

500kB. Mean cache size is 571kB, with 10, 371 rows on average. It should be noted,

however, that for one query, Q5, the number of rows in the cache was over 60% of

the size of its input table, because of the (effectively) four-way join and a very large

number of unpromising candidates. While our cache is not constrained by memory

because it is implemented as a PostgreSQL, intelligent cache replacement policies

may still improve performance, and we plan to consider them as future work.

Use of Indexes Availability of indexes does influence query plans and performance.

As an example, Figure 3.4 shows the effect of indexes had on PostgreSQL and the

PostgreSQL-based implementation of our approach, with various combination of opti-

mization techniques turned on. The query is Q1 (recall that generalized a-priori does

not apply). We tested a number of configurations, where PK stands for the primary-
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Figure 3.4: Comparison of query execution times for Q1 under different index
configurations.

key index on the input table (always available), BT stands for a secondary B-tree

index on attributes (h, hr) involved in comparison, and CI stands for a primary-key

index on the cache (on the join attribute values in this case), which is applicable only

to our approach. As can be seen in Figure 3.4, PostgreSQL is able to leverage BT to

gain a 2× speedup from its PK -only execution. In comparison, with both pruning

and memoization on, even the worse case for our approach, with only PK, offers 64×

speedup over PostgreSQL PK+BT. With PK+BT+CI, we get another 6× speedup.

For other queries, we also observe that BT and CI generally improve performance

for all approaches; hence, results shown in Figure 3.1 earlier were obtained with both

BT and CT in addition to PK.

Query Plans It is illustrative to examine the query plans of PostgreSQL and Vendor

A for iceberg queries. For the relative simpler skyband queries such as Q1, both

PostgreSQL and Vendor A use indexed nested loop joins, followed by hash-based

grouping and aggregation, and then final filtering by the HAVING condition (shown in

Appendix E for reference). While such plans are reasonable, they are clearly inferior

to our approach, as they fully evaluates the joins and apply the highly selective

HAVING condition only in the very last step.

For pairs queries, which involve a larger number of joins, we see more variety in

the query plans by PostgreSQL and Vendor A for join processing, although they are

still unable to take advantage of the selective HAVING conditions in any way. Dropping
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Figure 3.5: Running times (on a logarithmic scale) of skyband with varying thresh-
olds in the HAVING condition.

Figure 3.6: Running times (on a logarithmic scale) of complex with varying thresh-
olds in the HAVING condition.

indexes (removing BT ) also has the effect of forcing PostgreSQL and Vendor A to

consider more join methods, but doing so generally leads to less efficient plans.

3.8.2 Effect of Workload Parameters

We further evaluate our approach when varying workload parameters, specifically

the threshold used in the HAVING condition and the input data size. We use a sky-

band query (analogous to Listing 3.2) and a complex query (analogous to Listing 3.3).

Generalized a-priori is not applicable to skyband. While complex benefits from simul-

taneous application of a-priori and pruning, as explained at the end of Section 3.7,

we only test pruning and memoization for complex because of a limitation in our

current implementation of the optimization procedure.

Varying the HAVING Threshold Figure 3.5 shows the running times of skyband on

the three systems as we vary the HAVING threshold while keeping the input table

size constant at 3 × 105 rows. Note that the y-axis uses logarithmic scale. Our
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Figure 3.7: Running times (on a logarithmic scale) of skyband when the input table
size varies.

Figure 3.8: Running times (on a logarithmic scale) of complex when the input
table size varies.

system, shown as “Smart-Iceberg” performs significantly better than PostgreSQL

and Vendor A. The query plans and running times of PostgreSQL and Vendor A

are largely independent of the threshold, because they apply HAVING in the very last

step of query processing. On the other hand, our system is able to exploit the highly

selective nature of iceberg queries. As the HAVING threshold increases, the iceberg

query becomes less “picky,” so the advantage of our system gradually diminishes.

Nonetheless, our system still beats the other systems even when the threshold is as

high as 250, which returns a very large number of result tuples—a behavior that is

typically not expected or desired for iceberg queries.

Figure 3.8 shows the complex query running times as we vary the threshold while

fixing the input table size constant at 2 × 105 rows (recall that complex uses the

unpivoted version of the table, and we limit its size to cap the running times of

other systems). For Vendor A, we hint its optimizer to consider different join plans;

indexed nested loop join performs the best. Again, our system outperforms others.

The margin is smaller compared with Figure 3.5 because of complex ’s four-way join
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(generalized a-priori would have helped). Also note that as we increase the HAVING

threshold, complex becomes more “picky,” so the advantage of our system increases,

which is the reverse of the effect observed in Figure 3.5.

Varying Input Table Size Figures 3.7 and 3.8 show the effects of varying the input

table size on skyband and complex, respectively. The HAVING thresholds are kept

constant. As expected, for all systems, queries take longer to run, but our system

generally performs the best. The only exception is that complex on Vendor A is

faster for the very small input table size of 50,000 rows. Here, the setting of 5000 as

the HAVING threshold is such that the query is not selective at all. Still, our system

is only slightly slower in this case.

3.9 Conclusions

In this paper, we have introduced a framework with a suite of synergistic techniques—

generalized a-priori, pruning, and memoization—for evaluating iceberg queries with

complex joins. Given a query and knowledge of schema, we provide formal checks for

safe application of these techniques. Importantly, we do not rely on users to identify

optimization opportunities or specify necessary logic (such as pruning predicates)

to apply them. Instead, we show that we can detect and apply optimizations au-

tomatically, thereby significantly reducing development effort and potential human

errors. Experiments demonstrate that our Smart-Iceberg system, implemented using

PostgreSQL, provides substantial performance improvements over existing database

systems for complex iceberg queries, allowing quicker “time to insight” for users.

There are many promising avenues for future work. A necessary step towards

greater adoption of our techniques is the integration of cost-based optimization into

our framework. In addition, while we have largely considered single-block queries,

there is an additional layer of complexity with nested queries that has been largely
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unanalyzed in research on iceberg queries. Within our framework, order of evaluation

and cache replacement policies for NLJP are also worth further investigation. In

conclusion, we believe that iceberg queries are a fundamental class of queries used

in many applications, and there exists an intriguing possibility of consolidating and

generalizing specialized techniques that have been developed for specific problem

instances.
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4

Approximating Counts using Perturbation Analysis

4.1 Introduction

Counting is a fundamental problem in query processing. Counting queries can be

expensive to evaluate, especially if it involves testing a complex predicate to decide

whether an object should be counted towards the total. Consider the following

example.

Example 30 (counting points with few neighbors)

Suppose table D(id, x, y) stores a set of 2d points, and we would like to count how

many points have fewer than k points within distance d from them. We can write

the following SQL query:
SELECT COUNT(*) FROM
(SELECT o1.id FROM D o1, D o2
WHERE SQRT(POWER(o1.x-o2.x,2)+POWER(o1.y-o2.y,2)) <= d
GROUP BY o1.id HAVING COUNT(*) <= k);

The objects to be counted are produced by a self-join with a complex condition,

followed by GROUP BY and HAVING. This “neighborhood” query has been well studied,

with specialized index structures and processing algorithms. Still, there is a good

chance that a typical database system will perform poorly, either because it has no
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specialized support for this query type, or it simply fails to recognize this query type

from the way the query is written. Thus, making such queries run faster can require

a lot of effort and expertise. There are even more complex cases involving expensive

user-defined functions commonly found in machine learning workloads. The problem

we are concerned with in this paper is how to evaluate counting queries efficiently,

and in a general way.

Approximate answers are widely accepted for such expensive counting queries.

Sampling is a powerful technique for producing approximate answers with statistical

guarantees, with a long tradition and active research of its applications in databases.

Yet sampling for complex queries remains a difficult problem. In general, not all

query operators “commute” with sampling. For instance, in Example 30, if we only

take a sample of D and evaluate the query on this sample, it would be difficult to

make sense of the result because even the neighbor counts produced by the inner

aggregation query would be off to begin with. Worse, if the predicate involves a

black-box function with table inputs, we cannot expect sampling input tables to

produce usable results.

Still, a viable approach is to conceptually treat the problem as counting the

number of objects satisfying a predicate, where the objects can be enumerated or

sampled efficiently, but the predicate is complex and expensive (e.g., involving user-

defined functions or arbitrarily nested subqueries). For sampled objects, we would

evaluate the predicate “in full” and use the results to derive an estimate. For instance,

in Example 30, given a point o1 from D, the predicate would be a query over (full) D

parameterized by the values of o1.x and o2.x. Of course, evaluating the predicate

in full for sampled objects can be expensive, but evaluating the original query as a

whole can be much worse (for there may be no better way for the database systems

to process this query than a nested-loop join). While this sampling-based approach

is simple and general, a question is whether we can make it more efficient.
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Machine learning is another natural approach to this problem. It has the po-

tential of being more “sample-efficient” because of its ability to generalize to unseen

objects. One could draw some samples, pay the cost to “label” them (i.e., evaluate

the expensive predicate), and use the labeled samples to learn a cheap classifier that

approximates the result of the expensive predicate. The learned classifier can then

be applied to objects to obtain an estimated count. Beyond this naive approach, we

apply ideas from quantification learning González et al. [2017] and active learning to

our problem in this paper. However, there remain some difficulties of applying learn-

ing: it is hard to offer meaningful statistical guarantees (such as confidence intervals

provided by sampling), and training a good classifier can be difficult and tricky itself

(e.g., with challenges such as feature and model selection as well as overfitting).

A natural question is whether we can combine learning and sampling to get the

“best of both worlds”: we want the ability to generalize by learning, but at the same

time we want the statistical guarantees offered by sampling. This paper answers

this question in positive, by proposing methods that “learn to sample.” Our key

idea is not to rely directly on the learned classifier’s predictions, but instead exploit

the classifier’s knowledge in a controlled manner by using it to design a sampling

scheme. Then, we apply the sampling scheme to derive our estimates, complete with

statistical guarantees. A good classifier leads to an efficient sampling scheme that

uses few samples to get low-variance estimates; on the other hand, a poor classifier

can lead to a less efficient sampling scheme that needs more samples to achieve the

same accuracy, but we will always have unbiased estimates with confidence intervals.

Specifically, we make use of the scores produced by many classifiers that reflect

how confident they are in their predictions. Such scores are readily available for pop-

ular classifiers in standard libraries. A straightforward method is learned weighted

sampling, which assigns higher sampling probabilities to objects that are more con-

fidently predicted to contribute to the result count. However, this method is still
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sensitive to the score values produced by the classifiers, and tends to focus more on

confidently positive objects instead of uncertain objects, which intuitively provide

more information when labeled.

Hence, we further propose learned stratified sampling, which relies even less on

the quality of the classier. Instead of using the values of the scores, we use the scores

only to induce an ordering among the objects. Based on this ordering, and with

help from some additional samples, we find the optimal stratified sampling design

that jointly considers the partitioning of objects into strata and the allocation of

additional samples across strata. The scored-induced ordering is useful because it

intuitively brings together objects with similar levels of uncertainty, and in particu-

lar encourages putting the certainly positive objects and certainly negative objects

into separate strata with low within-stratum variances. The sampling design prob-

lem is challenging because of joint consideration of stratification and allocation; we

propose algorithms for this optimization problem with trade-offs between speed and

optimality.

Our experiments show that our learn-to-sample approach generally outperforms

approaches that are based either on sampling or on learning, achieving unbiased es-

timates with lower variances than those approaches. The overhead of learning and

sampling design is negligible in practice, compared with the total cost of evaluating

expensive predicates on samples. Moreover, learned stratified sampling delivers ro-

bust performance even with poor classifiers. Finally, a key practical advantage of our

learn-to-sample approach is that it is easy to implement: its constituent learning and

sampling components are available off-the-shelf, so we readily benefit from both the

classic sampling literature and a growing toolbox of classification algorithms. For ex-

ample, for our experiments, we were able to apply standard classification algorithms

out-of-box with very little tuning, thanks to the robustness of our approach.
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4.2 Related Work

Sampling for database queries is a fundamental problem in databases that is being

studied over more than three decades (e.g., Olken and Rotem [1986], Olken and

Olken [1993], Chaudhuri et al. [1999]. In particular, random sampling over join

is a non-trivial problem since sample(R) ./ sample(S) 6= sample(R ./ S) Olken

and Olken [1993], Chaudhuri et al. [1999]. Over years, more advanced sampling

algorithms for joins like ripple join Haas and Hellerstein [1999], wander-join Li et al.

[2016], and more recently, multi-way joins for acyclic and cyclic joins have received

significant attention. The focus of this paper is to estimate the count of a SQL query

with complex predicates, so the traditional approaches to sampling for joins are not

suitable for our problem. On one hand, unlike the output of sampling algorithms for

joins, we do not aim to answer a ‘reporting query’ that intends to produce a random

sample of the join result. Instead, focus on a ‘counting query’ to output the size

of the query answers, which allows us to use sampling more aggressively. On the

other hand, approaches like wander-join assumes efficient navigation of join paths

using efficient index structure, which we cannot allow since our predicate function

not only may use complex joins as illustrated in our examples, but may use even

black-box functions. Further, the outputs of the queries are groups on a subset

of attributes, and these groups have to pass a ‘having’ condition to belong to the

output. Therefore, we cannot reliably estimate the size of these queries by sampling

tuples from the individual tables.

Two very relevant and recent approaches to problems similar to ours are ac-

celerating machine learning inference with probabilistic predicatesLu et al. [2018]

and exploiting correlations for expensive predicate evaluation Joglekar et al. [2015].

Joglekar et al. [2015] aims for retrieving result sets with controllable levels of recall

and precision when an expensive predicate is correlated to an attribute. By group-
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ing correlated attributes and sampling expensive predicates, Joglekar et al. [2015]

derives probabilistic guarantees for accuracy and precision. Lu et al. [2018] has a

similar problem definition but it focuses on the entire system pipeline. Here a set of

machine learning classifiers is constructed to quickly remove false negatives that can

be adjusted up or down towards a desired accuracy level. It constructs classifiers for

simple predicates in a query clause. The query optimizer, given a set of probabilistic

predicates and an accuracy threshold, selects a combination of probabilistic predi-

cates to use during query execution. Although both these problems have a setup

similar to ours, our problem is focused on approximately counting the size of the

result set, and the approaches and implementations are drastically different.

There is a huge literature on approximate query processing (AQP) and sampling

for database queries. In Nguyen et al. [2019], stratified random sampling has been

used for both streaming and stored data optimizing the Neyman allocation for mini-

mizing variance in each stratum. Joshi and Jermaine [2008] studied robust stratified

sampling for low selectivity aggregate queries, and uses a ‘pilot sampling phase’ to

estimate variance like our approach; however, they considered ‘SUM’ queries (unlike

the count queries in our work) that are more susceptible to sample biases. A combi-

nation of outlier-indexing with weighted sampling has been used in Chaudhuri et al.

[2001] to approximate aggregate queries (without a having predicate), and also in

Babcock et al. [2003] by dynamically selecting samples from a set of samples. The

system BlinkDB Agarwal et al. [2013] provides a parallel AQP technique where the

user can balance efficiency with accuracy of the output. It designs and precomputes

stratified samples that account for the frequency of rare subgroups in the data, the

column sets in the past queries, and also the storage overhead of the samples. Joshi

and Jermaine [2009] considers sampling to estimate the result of aggregates over SQL

queries with subqueries by (NOT) IN/EXISTS operators. It provides an unbiased

estimate with higher variance and also a biased estimate with lower variance by learn-
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ing a model from the data using Bayesian statistical techniques. However, all these

methods except Joshi and Jermaine [2009] do not use learning for estimating the

weights in sampling and designing the strata like our approach. On the other hand,

our approach is much more simpler, uses off-the-shelf methods, uses stratification,

and does not assume any distribution on the data compared to Joshi and Jermaine

[2009]. Haas and Swami [1992] considers estimation of the size of the query result

with a guarantee on the error, and the sequential sampling process terminates when

this error is met without using pilot samples or assumptions on data distribution,

although it does not consider queries with complex predicate and having condition

unlike our problem. The synopsis of a dataset Cormode et al. [2012] computes a

lossy and compact summary of the important properties of a dataset (e.g., samples,

histograms, wavelets, sketches) facilitating approximate query processing in interac-

tive time. Due to space constraints, a more detailed related work can be found in

the full version Walenz et al..

4.3 Problem Definition

Consider a set of objects O, and a Boolean predicate q : O → {0, 1}, where 1 denotes

true. We say an object o is positive if q(o) = 1, or negative if q(o) = 0. Our goal is

to estimate C(O, q), the number of positive objects in O; i.e., C(O, q) = ∑
o∈O q(o).

In general, each object o can have a complex structure (with multiple attributes

including set-valued ones), and q(o) can be arbitrarily complex (e.g., accessing related

information beyond the contents of o, comparing o with other objects in O, etc.).

We make two assumptions: 1) evaluation of q is costly; 2) members of O can

be efficiently enumerated. The terms “costly” and “efficient,” of course, are relative.

While the techniques in this paper do not depend on these assumptions for correct-

ness, our proposed approach is intended for situations where these assumptions hold.

For example, a costly q would make it attractive to use sampling to avoid evaluating
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q for all objects, or to use a learned model that predicts the outcome of q at a lower

cost.

It should be obvious that the problem formulation above handles single-table se-

lection queries whose conditions potentially involve expensive user-defined functions.

The problem formulation is also general enough to capture more complex queries.

The following example illustrates the case where q is a complex SQL condition in-

volving an aggregate subquery.

Example 31 (k-skyband size) Consider a set of 2d points in table D(id, x, y). A point

p1 dominates another point p2 if p1’s x and y values are (resp.) no less than those of

p2 (i.e., p1.x ≥ p2.x ∧ p1.y ≥ p2.y), and at least one of them is strictly greater (i.e.,

p1.x > p2.x ∨ p1.y > p2.y). The so-called k-skyband for the point set D is the subset

of points that are dominated by fewer than k others. Given o ∈ D, we define q(o) to

test its membership in the k-skyband using the following SQL condition:
(SELECT COUNT(*) FROM D
WHERE x>=o.x AND y>=o.y AND (x>o.x OR y>o.y)) < k

Note that this predicate involves an aggregate subquery parameterized by o. The

number of points in the k-skyband is then the number of points satisfying q.

Alternatively, we can write the whole k-skyband size query using a self-join and

nested aggregation, without explicitly referring to q:
SELECT COUNT(*) FROM
(SELECT o1.id FROM D o1, D o2
WHERE o2.x>=o1.x AND o2y>=o1.y

AND (o2.x>o1.x OR o2.y>o1.y)
GROUP BY o1.id HAVING COUNT(*) < k);

Handling More General SQL Queries An observant reader will notice the similarity

between the last query in Example 31 and the one counting points with few neighbors

in Example 30. Despite the latter query’s lack of an explicit per-object predicate, it

is not hard to see that we can define q(o) for o ∈ D as the following complex SQL

condition involving an aggregate subquery (analogous to Example 31 above):
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(SELECT COUNT(*) FROM D
WHERE SQRT(POWER(o.x-x,2)+POWER(o.y-y,2)) <= d) <= k

More generally, suppose we are interested in counting the number of results for

the following SQL aggregate query:
SELECT E FROM L,R -- (Q1)
WHERE θL AND θLR
GROUP BY GL HAVING φ;

In the above, GL is the list of group by columns, L denotes the list of tables with

columns in GL, and R denotes the list of other tables in the join with no group-by

columns; θL refers to the part of the WHERE condition that be evaluated over L alone,

θLR refers to the remaining part of the WHERE condition, and φ refers to the HAVING

condition; finally, E is the list of output expressions for each group. The problem of

counting the number of results can be formulated by defining the set O of objects

as:
SELECT DISTINCT GL FROM L WHERE θL; -- (Q2)

and the predicate q(o) as:
EXISTS(SELECT GL FROM L, R -- (Q3)

WHERE θLR AND GL=o.*
GROUP BY GL HAVING φ)

Again, the key takeaway is that our problem formulation is general enough to support

complex queries involving joins and aggregates (besides the final counting). As we

shall see, our approach works well as long as the set of objects is cheap to enumerate

(Q2) while the per-object predicate is expensive (Q3).

4.4 Baseline Methods

We present a number baseline methods for estimating C(O, q) using either sampling

or learning. While the techniques applied in this section are not new, we note that

some connections to our problem (e.g., with quantification learning and active learn-

ing) have not been made explicit or evaluated previously. This section also covers

99



the preliminaries necessary for understanding our new learning-to-sample methods

in Section 4.5.

4.4.1 Sampling-Based Methods

Simple Random Sampling (SRS) The problem of estimating C(O, q) using sampling

has been studied extensively in the context of estimating proportions Tillé [2011]. A

straightforward method is simple random sampling (SRS). Let S ⊆ O denote the set

of n objects drawn randomly without replacement from the set O of all N objects.

For each o ∈ S, we evaluate q(o). Then, an unbiased estimator of C(O, q) is p̂N ,

where the estimated proportion p̂ = 1
n

∑
o∈S q(o). There are a number of ways to

derive a confidence interval for this estimation. The most popular one is the Wald

interval, which approximates the error distribution using a normal distribution: the

(1− α) confidence interval for p̂ in this case is

p̂± zα/2
√

p̂(1−p̂)
n
· N−n
N−1 .

The usual caveat applies: if q is highly selective or highly non-selective, the Wald

interval is unreliable because normal distribution approximation fails; one can use

the more reliable Wilson interval instead. See standard sampling literature Tillé

[2011] for details.

Stratified Sampling (SSP and SSN) Stratified sampling is a method that works espe-

cially well when the overall population can be divided into subpopulations (strata)

where objects are homogeneous within each stratum. For example, if there is a way

to divide O into two strata where one contains mostly positive objects and the other

contains mostly negative objects, we can sample the two strata independently and

use much fewer samples overall than SRS to achieve the same confidence interval.

The problem, of course, is that we do not know the outcome of each q(o) unless we
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first evaluate it. A practical solution is to choose some attributes of o whose values

are readily available and likely correlated with the outcome of q(o); we can then

stratify O according to these surrogates. In our case, a natural choice for surrogates

would be the attributes of o used in computing q(o); e.g., for Example 30, we would

choose x and y and grid the 2d space into the desired number of strata.

Suppose we are given a partitioning of O into H strata O1,O2,

. . . ,OH , where Nh = |Oh| denotes the size of each stratum h, and an allocation

of samples n1, n2, . . . , nH , where nh is the number of samples allotted to stratum

h. Stratified sampling randomly draws the allotted number of samples from each

stratum; denote these samples by S = ∪Hh=1Sh, where nh = |Sh|. For each stratum

h, using Sh, we can derive an unbiased estimator for the proportion p̂h of positive

objects therein (as described for SRS above). Then, an unbiased estimator of C(O, q)

is p̂N , where p̂ = ∑H
h=1Whp̂h is the estimated overall proportion and Wh = Nh/N is

the weight of stratum h. The variance in p̂ is

Var(p̂) = ∑H
h=1

W 2
hS

2
h

nh
− 1

N

∑H
h=1WhS

2
h, (4.1)

where Sh is the standard deviation of stratum h (i.e., of the multiset {q(o) | o ∈ Oh}).

The (1− α) confidence interval for p̂ is

p̂± tα/2
√

V̂ar(p̂),

where V̂ar(p̂) is an unbiased estimate of Var(p̂) computed using (4.1) with S2
h sub-

stituted by an unbiased estimate from Sh. More details can be found in standard

sampling literature Tillé [2011].

A simple allocation strategy is proportional allocation, where the number of sam-

ples allotted to each stratum is proportional to its size, i.e., nh ∝ Nh. We refer to

stratified sampling with proportional allocation as SSP.
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A more sophisticated alternative, Neyman allocation, optimally allocates samples

according to nh ∝ NhSh, which minimizes Var(p̂). In practice, as we do not know

Sh in advance, we proceed in two stages:

1. Randomly draw a set SI of samples to evaluate q with, and use them to derive

an estimate of Sh for each stratum h. Then calculate the Neyman allocation

using these estimates.1

2. Randomly draw the allotted number of samples from each stratum.

We call this baseline two-stage stratified sampling method with Neyman allocation

SSN.

4.4.2 Learning-Based Methods

Since q is expensive to evaluate, it is natural to consider if we can learn a binary

classifier f : O → {0, 1} to approximate the behavior of q. We can draw a random

sample S from O, evaluate q on them to obtain the ground truth, and then use

them to train the classifier. The classic classification problem strives to classify each

input object correctly, but for our problem, we are concerned only with the number

of objects whose ground-truth labels are 1. The resulting problem is an instance of

quantification learning González et al. [2017], whose goal is to estimate the class dis-

tribution as opposed to individual labels. While specialized algorithms are possible,

it is appealing to adapt classic classification algorithms for quantification learning,

thereby leveraging a rich palette of mature techniques. In this section, we first ex-

plore how, given a classifier f that approximates q, we can use quantification learning

to estimate C(O, q). Then, we discuss how classifier training can be improved by

1 Standard caveats apply: given the desired total number of samples, we ensure that no stratum
is allotted more samples than it contains, and that no stratum is allotted fewer than a prescribed
minimum number of samples (even if its estimated standard deviation is close to 0); we do so by
rebalancing the allocation after meeting these constraints.
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active learning González et al. [2017], which benefits not only quantification learning

but also our new learning-to-sample methods in Section 4.5.

We will not delve into specific classification algorithms here, because they are not

this paper’s focus; our methods can work with any of them. For feature selection, we

use a simple heuristic that selects the attributes of o referenced in q, e.g., columns

of L referenced by θLR in (Q1) (Section 4.3).

Quantification Learning (QLCC and QLAC) A straightforward and natural first ap-

proach is Classify-and-Count González et al. [2017], which we refer to as QLCC.

Suppose we randomly select S ⊆ O as training data and let CS = C(S, q) denote

the count of positive objects therein. After learning f from S, we evaluate f(o) for

each “test object” o ∈ O \ S. Let Cobs = ∑
o∈O\S f(o) denote the “observed count”

of f over the test data. We simply return Cobs + CS as the estimate for C(O, q).

Should the learned classifier be accurate over the test data, this estimate will be

accurate as well. However, it should also be clear that QLCC is highly susceptible

to classification errors and can produce wildly skewed estimates when false positive

and negative counts are not balanced.

To mitigate this problem, a recommended approach is Adjusted Count González

et al. [2017], which we refer to as QLAC. The basic idea is to further adjust Cobs

using the rates of true and false positives estimated empirically from the training

data. In more detail, we use k-fold cross validation on the samples S to compute t̂pr

and f̂pr , the estimated true and false positive rates, respectively. Then, we obtain an

“adjusted count” Cadj of f over the test data by adjusting the observed count Cobs
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as follows2:

Cadj = Cobs − f̂pr · |O\S|
t̂pr − f̂pr

. (4.2)

Finally, we return Cadj + CS as the estimate for C(O, q).

Active Learning To improve the training of the classifier, we apply uncertainty sam-

pling from active learning. Given the high cost of labeling objects (evaluating q),

note that not all labeled objects are equally important to training; the idea is to

prioritize labeling objects that the classifier is most “uncertain” about. Many classi-

fiers, besides predicting the class label, also compute a numeric score that indicates

how “confident” they are in their predictions. For our setting of a binary classifier,

suppose the classifier provides a scoring function g : O → [0, 1]: if g(o) = 1 (or 0), the

classifier is totally confident in predicting q(o) to be 1 (or 0, resp.); a value strictly

between 0 and 1, on the other hand, indicates uncertainty. For some classifiers (e.g.,

random forest), one can intuitively interpret g(o) as the probability that q(o) = 1,

but in general, g(o) may not have a probabilistic interpretation. Regardless, the

scoring function g gives us a way to select the “most uncertain” objects to label.

We assume that, compared with q, g is cheap to evaluate (in practice it is often a

byproduct of classification).

In more detail, suppose we have a labeling budget (in terms of the total number

of objects on which to evaluate q). We first spend a portion of this budget to draw

a set of objects S0 and train an initial classifier with scoring function g0. Next, we

select another set of objects S1 ⊆ O \ S0 according to g0, focusing on objects that

the initial classifier is most uncertain about. The most straightforward method for
2 To see why, note that the proportion p̂ of “observed positive” objects in the test data can be

computed by p̂ = p · tpr + (1− p) · fpr , where p denotes the actual positive proportion, and tpr and
fpr are the true and false positive rates. We can solve for p, and note that multiplying p̂ and p by
the size of the test data yields the observed and actual counts. Replacing tpr and fpr with their
estimates then gives us (4.2).
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selecting S1 is to evaluate g0 for all objects in O \ S0, and select the desired number

of objects with the smallest value for |g0(o)−0.5| (i.e., deviation from the “toss-up”).

In practice, instead of considering all of O \ S0, we randomly draw a large enough

number of objects from O \ S0 to evaluate g0, and select among them objects with

the smallest value for |g0(o) − 0.5|. We then evaluate q for the set S1 of selected

objects, and retrain the classifier using S0 ∪ S1 as training data. In general, we can

augment the training data in this fashion multiple times until we exhaust the total

labeling budget.

As a concrete example, Figure 4.1 shows two steps of augmenting the training

data for Example 30. The classifier here is a simple nearest neighbor classifier with

x and y values as features. The training data initially consists of 2500 randomly

drawn objects; each step adds 100 more objects using the uncertainty sampling idea

above. The classifier scores over the feature space are shown as heat maps. As can

be seen intuitively from these maps, augmenting training data by drawing objects

near the decision boundary is very effective in “sharpening” the decision boundary

and improving classification accuracy.

Depending on the classification algorithm used, retraining with more data may

add overhead, which impacts the overall efficiency (recall our ultimate goal of es-

timating C(O, q) quickly). As we have observed in our experiments, however, just

one augmentation/retraining step gives sufficient improvement (especially for our

new learning-to-sample methods in Section 4.5, which rely less on classifier accu-

racy). Hence, we recommend a single augmentation/retraining step in practice, with

S = S0 ∪ S1.

4.5 Learning-to-Sample Methods

In the previous section, we have seen how sampling and learning can be applied to

problem of estimating C(O, q), separately. Learning is attractive for its ability to

105



Figure 4.1: Augmenting training data twice for a k-NN classifier for Example 30.

“generalize” knowledge of q to unsampled objects, but it does not the offer the guar-

antees provided by sampling (e.g., confidence intervals), and its accuracy depends

heavily on the quality of the classifier it learns. A natural question is whether we

can combine learning and sampling to get the “best of both worlds.”

We propose two methods that answer this question in positive. Both methods

proceed in two phases. The first phase is learning, and is identical for the two

methods: we randomly sample objects, evaluate q on them, and train a binary

classifier, as described in Section 4.4.1; active learning can be applied in this phase

(but quantification learning is not applicable). Following the notation in Section 4.4.1

under active learning, we assume that we obtain a scoring function g : O → [0, 1]

that reflects the classifier’s confidence in its predictions (e.g., g(o) = 1 means it

confidently predicts q(o) = 1, while g(o) = 0.5 means a toss-up).

The second phase is sampling, but differs between the two methods. The first

method, Learned Weighted Sampling (LWS), is the more straightforward one of the

two. Treating g(o) has a guess of how much each object o contributes to C(O, q),

LWS samples objects with higher g(o) with higher probability. The second method,

Learned Stratified Sampling (LSS), uses g to guide the partitioning of objects into

strata, with the goal of reducing the variance of estimates using stratified sampling.

The novelty of our methods lies in their use of learning to inform sampling.

Thanks to sampling, we still get accuracy guarantees in the form of confidence in-
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tervals. At the same time, we get the benefit of learning without relying on it for

correctness. A good classifier leads to more efficient sampling designs; on the other

hand, a poor classifier leads to a less efficient sampling design, but we still have un-

biased estimates with confidence intervals. As we will see, between the two methods,

LSS is even more robust and less dependent on the quality of the learned classifier

than LWS.

The remainder of this section describes the second phase for these two methods in

detail. Let SL denote the samples used in the first phase for learning a classifier with

scoring function g. We now focus on estimating C(O\SL, q) in the second phase. In

the following, we will abuse notation for simplicity: we shall refer to O \ SL simply

as O instead, and let N = |O|.

4.5.1 Learned Weighted Sampling

The second phase of LWS can be seen as a form of probability-proportional-to-size

(PPS). In general, PPS relies on a “size measure” that is believed to be correlated to

the variable of interest. Objects with large size measures are deemed more important

in estimation; hence, objects are drawn with probabilities proportional to their size

measures. In our case, the variable of interest is the result of q(o), so the learned

g(o) can serve as the size measure. However, to guard against an overconfident (and

potentially inaccurate) classifier, we adjust the sampling probabilities so every o has

some chance of being sampled (even if g(o) = 0). Specifically, we assign each o an

initial sampling probability π(o) ∝ max(g(o), ε), where ε > 0 is a (small) prescribed

threshold. We then sample objects from O according to π without replacement,

evaluate q on the sampled objects, and estimate C(O, q).

There are a number of estimators available from the literature Kalton et al. [1983],

including the popular Horvitz-Thompson estimator. We use the Des Raj estimator,

whose calculation is simpler and can provide “ordered” estimates, i.e., running es-
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timates of mean and variance as samples are being drawn. Let o1, o2, o3 . . . denote

the sequence of objects drawn according to π without replacement. We compute the

following quantity after drawing each oi (with the summations below yielding 0 in

case of i = 1):

pi = 1
N

(∑i−1
j=1 q(oj) + q(oi)

π(oi)

(
1−∑i−1

j=1 π(oj)
))
. (4.3)

The estimate for C(O, q) after drawing the n-th sampled object would be p̂(n)N ,

where the estimated proportion p̂(n) of positive objects is simply the average of all

pi’s so far:

p̂(n) = 1
n

∑n
i=1 pi.

And the variance in p̂(n) can be estimated as follows:

V̂ar(p̂(n)) = 1
n(n−1)

∑n
i=1(pi − p̂(n))2.

LWS is very efficient when the learned classifier is accurate and confident. To see

why, suppose the true proportion of positive objects in O is p. For an accurate and

confident classifier, assuming an arbitrarily small ε, π(o) would be arbitrarily close to

0 if q(o) = 0, or 1
pN

otherwise. Therefore, each sampled object oi will have q(oi) = 1

and π(oi) = 1
pN

. Plugging these into (4.3) and simplifying the equation yields pi = p

for all i, so the estimate p̂(i) at every step will be perfectly accurate.

On the other hand, LWS’s efficiency can suffer with a poor classifier. Even though

it still produces unbiased estimates (regardless of the choices of π(o)’s), it may require

many more samples to achieve a tight confidence interval if it gets the priorities

wrong.

Another indication that LWS may not be best for our setting is its preference

for objects with high g(o). Intuitively, focusing instead on objects with g(o) in the

toss-up range can reveal more information—which is the idea behind uncertainty

sampling for active learning discussed in Section 4.4.1. Note that traditionally, PPS
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applies to the more general setting where the variable of interest can be of any value;

hence, it is natural to focus on objects with potentially higher contribution to the

result. In our setting, however, the value of interest, q(o), is either 0 or 1. This

limited range makes our problem easier than the general setting, as we do not need

to worry about cases where inclusion or exclusion of objects with extremely high

values can seriously impact the estimates. At the same time, this more constrained

setting also enables the possibility for better sampling designs, which we explore

next.

4.5.2 Learned Stratified Sampling

As discussed in Section 4.5.1, the quality of the learned classifier can adversely impact

the efficiency of LWS, because the values of scoring function g directly control the

sampling probabilities. We now present LSS, which uses g more conservatively, and

in a way that naturally encourages exploration of uncertain outcomes (as opposed

to certain positives).

Following the learning phase, LSS conceptually sorts the objects in O by g (say, in

increasing score order). At a high level, LSS applies stratified sampling to O, where

stratification is done according to this ordering; i.e., each stratum covers objects

whose g scores fall into a consecutive range. More specifically, the second phase of

LSS proceeds in two stages:

1. Randomly draw SI ⊆ O to evaluate q, and use the results to design a sampling

scheme for the second stage—namely, the partitioning of O into strata as well

as an allocation of second-stage samples among these strata.

2. Randomly draw SII ⊆ O \ SI to evaluate q, according to the sampling scheme

designed by the first stage, and use the results to estimate C(O, q).

Several points are worth noting:
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(Versus LWS) While LWS uses the actual g values in its sampling design, LSS uses

only the ordering of g values among objects. Hence, LSS relies less on the

learned classifier. We will validate this observation with experiments in Sec-

tion 4.6. On the other hand, the ordering induced by g is useful to LSS because

it intuitively brings together objects with similar levels of uncertainty, and in

particular encourages putting the confidently positive objects and confidently

negative objects into separate strata with low within-stratum variances.

(Versus Basic Stratified Sampling) While the second phase of LSS uses stratified

sampling, this phase differs from the baseline methods in Section 4.4.1 in im-

portant ways: i) stratification in LSS is based on the learned g instead of

surrogate object attributes; ii) LSS uses SI to jointly design stratification and

allocation; in contrast, SSN only uses SI to design allocation (given stratifica-

tion), while SSP does not have a first stage.

(Samples in Learning and Sampling Phases) The samples we draw in the sampling

phase of LSS (SI ∪ SII above) are separate from those drawn in the learning

phase. Since the samples from the learning phase already affect (through the

learned g) the ordering of O for stratification, we choose to use new, inde-

pendent samples (SI) for sampling design in order to minimize reliance on the

classifier quality.3

The remainder of this section discusses how we design the sampling scheme for the

second stage in detail. Formally, we define the design problem as follows. Consider

an ordered set O of objects o1, o2, . . . , oN (ordered by g with ties broken arbitrar-

ily). Let OI = {oi ∈ O | i ∈ I} denote the subset of objects whose indices fall

within interval I. A stratification of O into H strata, specified by (N1, N2, . . . , NH)

3 As future work, it would be interesting to investigate safe reuse of samples from the learning
phase in less conservative ways.
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where ∑H
h=1Nh = N , defines the partitioning of O into O1,O2, . . . ,OH where Oh =

O(
∑h−1

j=1 Nj ,
∑h

j=1Nj ]. Given the stratification (N1, N2, . . . , NH) and a sample allocation

(n1, n2, . . . , nH) where we draw nh objects from Oh, recall from Section 4.4.1 that

(4.1) gives the variance in the estimator of C(O, q)/N . In practice, we do not know

the Sh terms in advance, so LSS instead seeks to minimize the variance estimated

using the first-stage samples SI.

More precisely, suppose the first-stage sample SI consists ofm objects oı1 , oı2 , . . . , oım
where 1 ≤ ı1 < ı2 < · · · < ım ≤ N . Our goal is find a stratification (N1, N2, . . . , NH)

to minimize the following objective, which estimates the variance in the estimator of

C(O, q) achieved by allocating n second-stage samples using the prescribed sample

allocation strategy:

V (N1, N2, . . . , NH) = ∑H
h=1

N2
hs

2
h

nh
−∑H

h=1Nhs
2
h, (4.4)

where SI
h = Oh ∩ SI, mh = |SI

h|,

sh = 1
mh−1

∑
o∈SI

h
(q(o)− C(SI

h, q)/mh)2,

nh is number of second-stage samples in Oh, and
∑H
h=1 nh = n.

We further impose the following constraints for each stratum h: i) Nh ≥ Nt, i.e.,

each stratum is large enough; ii) mh ≥ mt, i.e., the stratum contains enough first-

stage samples such that sh is a reasonable variance estimate. In practice, we have

set mt to be around 5 and Nt larger.

The reminder of this section describes our algorithms for computing the optimal

stratification given SI. Note that the optimality of stratification depends on the

allocation strategy used. We first present the case of using Neyman allocation, which

minimizes the variance for a given stratification. In this case, LSS gives the overall

optimal sampling design that jointly considers stratification and allocation. Then,

we briefly discuss the case of proportional allocation (which is not optimal for a given

stratification). In this case, we would find the stratification that makes proportional
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allocation most effective; the optimization problem is much simpler than the case of

Neyman allocation.

Stratification for Neyman Allocation

Authors note: The following section was co-written with Stavros Sintos.

Recall from Section 4.4.1 that under Neyman allocation using SI, nh = n(Nhsh)/(
∑H
h=1Nhsh).

Hence, we can further simplify (4.4), the minimization objective, as follows:

V ({Nh}) = 1
n

(∑H
h=1Nhsh

)2
−∑H

h=1Nhs
2
h. (4.5)

A naive algorithm would compute V for all possible stratifications and pick the

best, but the number of possibilities would be on the order of NH , which is clear

infeasible. Computing V involves going over SI, which can be expensive and is

repeated for different stratifications. Before presenting our algorithms, we describe

some ideas useful for combating these challenges.

First, note that in the expression for V in (4.5), the sh terms depend only on

the subset of objects sampled in SI in each stratum; the precise locations of stratum

boundaries between these sampled points only affect the Nh terms. This observation

suggests that we may be able to first consider the partitioning of SI among strata,

and then decide where precisely the stratum boundaries lie among O. Later in this

section, we will start with an algorithm that uses this strategy, where given the

partitioning of SI, the optimal Nh’s can be solved directly and (almost) exactly in

the case of H = 3. Building on the insights revealed in this simple case, we then

present two general algorithms (for any H) providing different trade-offs between

speed and accuracy. Both of these algorithms tame complexity by restricting the

potential locations of the stratum boundaries.

Second, we can speed up the computation of V significantly using precomputa-

tion. By sorting the m objects in SI by g, we can compute a prefix-sum index Γ,
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such that Γ(k) = ∑k
=1 q(oı) (for 1 ≤ k ≤ m) returns the number of positive objects

among the first k objects in SI. To obtain the indices of sampled objects within the

ordered O (i.e., ı1, . . . , ım), there is no need to sort all objects in O by g. Instead,

note that the m objects in SI divide the range of g values into m+ 1 buckets; we can

simply make one pass over O and maintain the count of objects whose g values fall

within each bucket. After the pass over O completes, we scan the bucket counts to

determine ı1, . . . , ım.

DirSol: an (Almost) Exact Algorithm for H = 3H = 3H = 3 We start with the simple case of H =

3. Although in practice we often pick H > 3, studying this special case offers good

insights into how to approach the general case. For H = 3, we need to pick two

boundaries separating strata O1, O2, O3. To this end, suppose the last sampled

object (with the largest g value) in O1 is the i-th object in SI, and the first sampled

object (with the smallest g value) in O3 is the j-th object in SI. The algorithm

considers every possible (i, j) pair where mt ≤ i < i + mt < j ≤ m −mt + 1 (note

the mt constraints).

Given oıi as the last sampled object in O1 and oıj as the first sampled object in

O3, we can readily compute s1, s2, s3 in (4.5) as follows, using the precomputed index

Γ:

s2
1 = Γ(i)

i−1

(
1− Γ(i)

i

)
;

s2
2 = Γ(j−1)−Γ(i)

j−i−2

(
1− Γ(j−1)−Γ(i)

j−i−1

)
;

s2
3 = Γ(m)−Γ(j−1)

m−j

(
1− Γ(m)−Γ(j−1)

m−j+1

)
.

Then, noting that N2 = N − N1 − N3, we can write V (N1, N2, N3) as bivariate

quadratic function f(N1, N3) of the form a1N
2
1 +a2N

2
3 +a3N1N3 +a4N1 +a5N3 +a6,

where coefficients a1, . . . , a6 are computed from s1, s2, s3, n, and N (see Walenz et al.

for detailed derivation). Our goal is to minimize f(N1, N3) subject to the following
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constraints:

• max{Nt, ıi} ≤ N1 ≤ ıi+1 − 1; i.e., the last sampled object in O1 is indeed the

i-th one in SI, and |O1| ≥ Nt.

• max{Nt, N − ıj + 1} ≤ N3 ≤ N − ıj−1; i.e., the first sampled object in O3 is

the j-th in SI, and |O3| ≥ Nt.

• N1 +N3 ≤ N −Nt; i.e., |O2| ≥ Nt.

These constrains define a 2d polygon R with at most 5 sides. We optimize the

function f over R by considering i) f ’s critical points and ii) the boundary of R. To

find the critical points we set the partial derivatives of f to zero and solve the resulting

linear system of two equations. If the solution is inside R, we consider it a candidate.

We then optimize f for each side (1-facet) of R, which only involves optimizing a

univariate quadratic function. We consider these solutions for the sides of R as

candidates too. Finally, for each candidate, we find its closest integer coordinate

point in R and evaluate f ; we then pick the best integer-coordinate solution.

We repeat the above procedure for each pair of sampled objects, and in the end

return the stratification with the overall minimum variance. See Walenz et al. for

additional details and the pseudocode.

We call this algorithm DirSol (for direct solve). The following summarizes its

time complexity and accuracy.

Theorem 4 Given an ordered setO ofN objects and a sampled subset SI ofm objects,

let v∗ denote the minimum value of estimated variance defined in (4.5) achievable

using n samples under stratified sampling with H = 3 strata where each stratum

contains at least Nt objects. Assuming Nt > n, DirSol runs in O(N logm + m2)

time and finds a stratification resulting in estimated variance v ≤ (1 + 2
Nt

+ 2
Nt−n +

4
Nt(Nt−n))v

∗.
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Note the assumption of Nt > n above; without it, the approximation factor would

be arbitrarily bad. In practice, however, this assumption is weak and often holds

in practice: e.g., if we take a 5% sample of O in the second stage, this assumption

means that each stratum in O contains at least 5% of O.

See Walenz et al. for a full proof for Theorem 4. The algorithm is almost exact,

except that the boundaries of the strata we want to find are integers, so rounding an

optimum fraction solution to its closest integer solution may lose some accuracy. As

for running time, we can sort all objects in SI and precompute Γ in O(m logm) time.

The indices of sampled objects within the ordered O can be computed in O(N logm)

time, with one pass over O that checks each object against a balanced search tree

constructed over the g values of the m sampled objects. The algorithm considers

O(m2) pairs of sampled objects, and for each pair, it is able to minimize f in O(1)

time, by computing derivatives and considering only a constant number of candidate

solutions. Therefore, overall, our algorithm takes O(N logm+m2) time to compute

the optimal stratification.

Finally, we note that this algorithm can be extended to more than 3 strata by

trying all possible size-(H − 1) subsets of SI and optimizing an (H − 1)-variate

quadratic function subject to linear constraints. However, the resulting algorithm

will be expensive when H and m = |SI| are large. In the following, we present two

less expensive approximation algorithms that work for any H.

LogBdr: an Approximation Algorithm for any HHH Between the two approximation al-

gorithms we will present, this one is relatively more expensive but achieves a better

approximation ratio. Generalizing DirSol, this algorithm will consider all possible

ways of partitioning the m sampled objects in SI among H strata. Unlike DirSol,

however, for each such partitioning, we do not attempt to solve directly for the actual

stratum boundaries within O; instead, we consider only a set of candidate boundary
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indices, chosen judiciously to ensure that we can still find a reasonably good solution.

More precisely, given a partitioning of the sampled objects, consider two con-

secutive sampled objects oık and oık+1 that are put into different strata (there are

H − 1 such pairs of objects). When deciding where exactly to draw the boundary

between oık and oık+1 , the algorithm only considers the set Bk of candidate bound-

ary indices ık, ık + 20, ık + 21, ık + 22, . . . up to (but not including) ık+1; we also add

ık+1 − 1 if it is not already in Bk. Choosing a particular index i from Bk means

the stratum containing oık ends with oi. Then the algorithm is simple. We just

check all candidate stratifications formed by choosing one index from each of the

H − 1 sets of candidate boundary indices. Since the number of candidate boundary

indices in each of the H− 1 sets is logarithmic in the number of objects between two

consecutive sampled object, the number of candidate stratifications is O(logH−1N).

Evaluating V for each candidate stratification takes O(H) time, because each sh term

take constant time thanks to the prefix-sum index Γ (as in DirSol). Overall, since

there are O(mH−1) possible partitionings of SI to consider, the total running time

of this algorithm, including precomputation time of O(N logm) (same as DirSol), is

O(N logm+HmH−1 logH−1N).

We call this algorithm LogBdr (for logarithmic number of candidate boundary

indices). The following theorem summarizes its time complexity and accuracy.

Theorem 5 Given an ordered setO ofN objects and a sampled subset SI ofm objects,

let v∗ denote the minimum value of estimated variance defined in (4.5) achievable

using n samples under stratified sampling with H strata where each stratum contains

at least Nt objects. Let N∗h denote the size of stratum h in this optimum solution.

Assuming Nt > n, LogBdr runs in O(N logm + HmH−1 logH−1N) time and finds a

stratification resulting in estimated variance v ≤ max{4, 2 + 2 max1≤h≤H
N∗h

N∗
h
−n}v

∗.

See Walenz et al. for the proof. We can further improve the approximation ratio
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if we increase the running time. More specifically, instead of considering candidate

boundary indices in Bk that are powers of 2 away from the sampled object index ık,

we can consider those are powers of (1 + ε) for a small parameter 0 < ε ≤ 1. The

approximation ratio becomes max{(1+ε)2, (1+ε)+(1+ε) max1≤h≤H
N∗
h

N∗
h
−n} while the running

time becomes O(N logm+H
ε
mH−1 logH−1 N).

DynPgm: a Faster Approximation Algorithm for any HHH While the previous algorithm,

LogBdr, works for any H, it is expensive due to the mH−1 term in its running time.

While H is usually not large in practice, for a large enough m (say, hundreds) the

term mH−1 can be prohibitive even if H = 5. Here, we present a faster algorithm

with a larger approximation ratio that depends on H.

The algorithm is based on dynamic programming. A straightforward application

of dynamic programming would be to create an array A with N rows and H columns,

where A[i, h] represents the best we can do with h strata among the first i objects.

Indeed, dynamic programming has been used previously for finding suitable stratifi-

cations over the data, where the problems were separable, i.e., the solution of A[i, h]

could be derived by examining the optimum solutions for A[j, h − 1], where j < i.

In our case, however, a straightforward application would not work because our ob-

jective function renders the problem non-separable. To see why, note from (4.5)

that

V ({Nh}) = 1
n

∑H
h=1N

2
hs

2
h −

∑H
h=1Nhs

2
h

+ 2
n

∑H
h=2

[
Nhsh

(∑h−1
h′=1Nh′sh′

)]
.

While the first two summations are separable, the third (with nesting) is not: in-

tuitively, the additional contribution to V from the next stratum h depends on the

sum ∑h−1
h′=1Nh′sh′ computed over the previous strata, but this sum is not what the

optimum solution would have minimized—we call this sum the auxiliary sum.
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To work around the difficulty of handling the effect of this auxiliary sum, we

select a set T of possible bounds on it, namely, T = {2i | 0 ≤ i ≤ dlog(mHN)e}.

Then, for each t ∈ T , we run a dynamic programming procedure operating under

the constraint that Nhsh ≤ t for each h. Intuitively, these auxiliary sum constraints

help us bound the quality of our solutions even though we are not optimizing for the

auxiliary sum directly.

To further reduce complexity, we also apply the same idea in LogBdr to limit the

set of candidate boundary indices to consider. Here, we will consider more indices but

without increasing the asymptotic complexity. Specifically, for each sampled object

oık ∈ SI, we consider indices ık, ık + 20, ık + 21, ık + 22, . . . up to (but not including)

ık+1, as well as indices ık − 20, ık − 21, ık − 22, . . . down to (but not including) ık−1.

We denote the ordered set of all candidate boundary indices (induced by all sampled

points) by B = {b1, b2, . . .}. Clearly |B| = O(m logN). Furthermore, for each bi we

denote by `i the value k such that the k-th sampled object is the last sampled one

among o1, o2, . . . , obi ; we can easily record all `i’s when constructing B.

Now we can describe the dynamic programming procedure that runs for each

t ∈ T . Let At be an array with |B| rows and H columns, where At[i, h] stores the

variance of the best stratification we found for h strata over the first bi objects in

O. Let Xt be an array of the same dimension as At, where Xt[i, h] stores the overall

auxiliary sum corresponding to the solution represented by At[i, h]. We then have
At[i, h] = min

1≤j<i, Nj,isj,i≤t{
At[j, h− 1] + 1

n
N2
j,is

2
j,i −Nj,is

2
j,i

+ 2
n
Nj,isj,iXt[j, h− 1]

}
,

where Nj,i = bi − bj is the size of stratum h (containing objects obj+1, . . . , obi) being

considered, and s2
j,i is the estimated variance for stratum h, which can be computed

using the prefix-sum index as Γ(`i)−Γ(`j)
`i−`j

(
1− Γ(`i)−Γ(`j)

`i−`j+1

)
. The array entry Xt[i, h] can
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be updated accordingly.

After running the dynamic programming procedure for all t ∈ T , we return the

best solution found (mint∈T At[|B|, H]). Overall, we try O(log(mHN)) = O(logN)

values of t, and for each t, the dynamic programming procedure takes O(Hm2 log2N)

time. The total running time, including precomputation, isO(N logm+Hm2 log3N).

We call this algorithm DynPgm (for dynamic programming). The following sum-

marizes its time complexity and accuracy.

Theorem 6 Given an ordered setO ofN objects and a sampled subset SI ofm objects,

let v∗ denote the minimum value of estimated variance defined in (4.5) achievable

using n samples under stratified sampling with H strata where each stratum contains

at least Nt objects. Assuming Nt ≥ 4n, DynPgm runs in O(N logm + Hm2 log3N)

time and finds a stratification resulting in estimated variance v ≤ 14
3 (10H − 9)v∗.

See Walenz et al. for the proof. Similar to we have done for LogBdr, we can im-

prove the approximation ratio by increasing the running time. More specifically, we

can consider candidate boundary indices that are powers of (1+ε) (instead of 2) away

from the indices of sampled objects. We also consider more fine-grained bounds on

the auxiliary sum, namely, T = {(1 + ε)i | 0 ≤ i ≤
⌈
log1+ε(mHN)

⌉
}. These changes

would lead to an algorithm with an approximation ratio of 7(1+ε)
3 [5(1 + ε)(H − 1) + 1]

and O(N logm+ H
ε3
m2 log3N) running time.

Stratification for Proportional Allocation

Recall from Section 4.4.1 that under proportional allocation, nh = nNh/N . Hence,

we can further simplify (4.4), the minimization objective, as follows:

V ({Nh}) = N−n
n

∑H
h=1Nhs

2
h. (4.6)

This objective is much simpler than (4.5) for Neyman allocation. The resulting

optimization problem is indeed separable, and can be solved readily by dynamic
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programming.

We still carry out the same precomptation (e.g., the prefix-sum index Γ) as in Sec-

tion 4.5.2, and we also use the same idea behind DynPgm to select the ordered set of

candidate boundary indices B = {b1, b2, . . .}, where |B| = O(m logN). The dynamic

programming algorithm then proceeds as follows. Let A be an array with |B| rows

andH columns, where A[i, h] represents the best we can do with h strata over the first

bi objects in O. We have A[i, h] = min1≤j<i{A[j, h− 1] + N−n
n
Nj,is

2
j,i}, where Nj,i =

bi − bj is the size of stratum h being considered, and s2
j,i = Γ(`i)−Γ(`j)

`i−`j

(
1− Γ(`i)−Γ(`j)

`i−`j+1

)
is the estimated variance for this stratum.

We call this algorithm DynPgmP (for dynamic programming for stratification

with proportional allocation). With analysis similar to DynPgm (except here we

only run the dynamic programming procedure once), we see that the running time

of DynPgmP is O(N logm + Hm2 log2N), where the two terms can be attributed

to precomputation and dynamic programming, respectively. The dynamic program-

ming procedure finds the optimum stratification whose boundaries are restricted to

B, which still yields a good approximation ratio of 2; see Walenz et al. for a complete

proof.

Theorem 7 Given an ordered setO ofN objects and a sampled subset SI ofm objects,

let v∗ denote the minimum value of estimated variance defined in (4.6) achievable

using n samples under stratified sampling with proportional allocation over H strata.

DynPgmP runs in O(N logm+Hm2 log2N) time and finds a stratification resulting

in estimated variance v ≤ 2v∗.

As with LogBdr and DynPgm, we can improve DynPgmP’s approximation ratio at

the expense of its running time, by considering candidate boundary indices that are

powers of (1+ε) (instead of 2) away from the indices of sampled objects. The resulting

approximation ratio would become (1+ε) and running timeO(N logm+Hm2

ε2
log2N).
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4.6 Experiments

We ran a series of experiments on two real world datasets with a different query

template defined for each dataset. For each query, we changed the selectivity of

the complex filter which controls the result size of the query. We used six different

settings, ranging from XS->XXL, where XS returns roughly 1% of results, and XXL

is roughly 90% (see Figure 4.1).

When comparing performance of each estimator, we commonly use interquartile

range (IQR), which is defined as third quartile - first quartile. Interquartile range is

commonly used to measure the spread of a set of measurements and is less sensitive

to outliers when describing the general spread of an estimator.

The queries we have chosen are generic and can be executed in any number of data

systems. Earlier, we have given SQL examples of the two query templates (Listings 31

and 30). For our experiments, we implemented all approaches in Python 3. While

there is a large difference in execution of queries across data systems, the user-defined

function is still the primary time-bound and thus our comparisons should be valid

regardless of data system.

Outside of the user defined function, we aimed to reuse core components to en-

sure efficiency, stability and robustness. Scikit-learn was used for classification meth-

ods: k-nearest neighbors (kNN), random forests (RF), and a simple two-layer neural

network (NN). Pandas data analysis library was used for sampling, in particular

weighted sampling without replacement.

Table 4.1: Result set sizes percent (exact) for sports and neighbors dataset queries.
Dataset XS S M L XL XXL
Sports 1% (357) 10% (4841) 29% (13744) 50% (23589) 70% (32472) 90% (42432)

Neighbors 2% (1291) 10% (8568) 25% (17854) 40% (17854) 75% (55412) 87% (63341)
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4.6.1 Query Overview

Type 1 - Sports This dataset contains information describing yearly statistics for

players in Major League Baseball. We use a selection of data describing pitching

statistics, which excludes a portion of players (tuples). It has about 47000 tuples,

each describing a players performance by year. For this dataset, we reuse the query

in Example 31.

Type 2 - Neighbors We used data from KDD Cup 1999, where the goal was to learn a

predictive model that could distinguish between legitimate and illegitimate (intrusion

attacks) connections to a machine. There are 4.9 million records in the dataset with

41 features per record and a binary label (normal or attack). We used a small

sample of the dataset to validate our algorithms, with 73,000 tuples. We adapted

the query slightly for our task: record i should be returned if there are no more than

k other records within a distance d. This lets us adapt the size of the result set for

experimental validation of our algorithms. This query is defined in the introduction,

see Listing 30.

4.6.2 Sampling Comparisons

We start our experiments with a comparison of LWS and LSS with SSPand SRS(Figure

4.2). Both LSS and LWS used a random forest classifier (n=100 estimators) and a

25% training:sampling split. SSPand LSS used 4 strata. SSPwas based on the join/-

filter attributes (which resulted in 2-dimensional strata). LSS and LWS generated

estimate distributions with consistently smaller IQR’s than SS and RS, although

LWS is more susceptible to producing outliers. Overall, LSS is consistently the high-

est quality estimator. Due to space constraints, we focus our experiments section on

evaluating the various facets of LSS in later experiments.
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(a) Neighbors (b) Sports

Figure 4.2: Performance comparison of sampling procedures for estimating counts.

4.6.3 Runtime and Scalability

Before we examine characteristics of individual methods, we provide a brief look into

the performance of our approaches. Both LWS and QL are simpler than LSS, which

has additional overhead in stratification. Thus, we only look at results from LSS.

Figure 4.3: Execution time overhead vs sample size (in thousands) for LSS, broken
down by key phases.

In Figure 4.3, we plot the overhead added by using LSS when compared to SSP.

There are three distinct overhead phases. P1 Learning represents the time to per-

form initial SRS, following by machine learning training. P1 Sample Design includes

variance estimates and strata layout algorithm. P2 Overhead includes time of classi-
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fication and iteration, and sampling. We listed the percentage of total runtime used

by our overhead (top of each bar). Note that these are miniscule: .20%!

4.6.4 Examing Characteristics of LSS

We tested a variety of facets involved in LSS: how strata are laid out, the number of

strata, sample allocation to each phase, and how the performance of the underlying

classifier affects estimate quality.

Strata Layout Strategy

In this experiment we tested various methods of strata layout (Figure 4.4). Each

approach used 4 strata. In fixed width, the strata are laid out in even increments.

Fixed height ensures each strata has an identical number of elements, and optimal

width selects the strata boundaries by minimizing the variance of elements from the

first phase of sampling.

It is no surprise that fixed height produces poor results for stratified sampling,

as each strata may contain a mixture of labels. In particular, for skewed datasets

where one label occurs more often(XS and XXL), fixed height has much higher

variance in its estimate. The violin plots shows the effectiveness of our strata layout

optimizations (Section 4.5.2). Specifically, using our optimizations, the interquartile

range of LSS is much smaller than the naive, fixed-width approach. That is, the

estimates vary less than the naive strategy.

Number of Strata

In this experiment (Figure 4.4), we investigate the effect of number of strata on

estimation quality when using LSS. We also compared LSS to SSPwhen both were

given an identical number of strata. We varied the number of strata with 4, 9, 25,

49, and 100 strata available. Sports (Figure 4.4b) is an ideal query for SSP: all the
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results are in a few strata (especially in XS, S result sizes). Thus, it’s expected that

SSPperforms extremely well with a high number of strata.

(a) Neighbors (b) Sports

Figure 4.4: Performance comparison of LSS and SSPacross varying buckets.

As expected, increasing strata improves estimation quality, but not substantially

so. In the extreme case (XS), SSPis very competitive whereas LSS produces an

occasional outlier. However, the interquartile range of LSS is smaller than SSP.

For both query types and all result sizes, interquartile range of LSS is substantially

smaller than SS.

Sample Split

In this experiment (Figure 4.5 we tested the effects of sample allocation between

phases: learning and sampling. We tested splits of 10, 25, 50, and 75 percent. A

10 percent split means that only 10% of the sample size is used towards training a

classifier, with the remainder being used to produce an estimate by learned stratified

sampling.

Under 10% samples, LSS tends to have a larger IQR than other proportions, and

generates more extreme estimations. Conversely, overly large first phase allocations

reduce the number of samples available to produce an estimate and can have a

similar effect. Both middle proportions (25% and 50%) consistently produce the
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most reliable estimates with lowest IQR’s, and minimal outliers. Number of strata

was fixed at 4.

(a) Neighbors (b) Sports

Figure 4.5: Performance comparison of LSS as the ratio of samples used in classifier
training to sampling phases is changed.

Effect of Classifier Quality on LSS

As LSS is driven by probabilities produced by a classifier, it is naturally dependent on

the classifier itself. We tested LSS on four different classifiers (Figure 4.6): k-Nearest

Neighbors (KNN), simple two-layer neural network (5, 2 intermediate layers) (NN),

random forest classifier (n=100 estimators), and a dummy classifier (Random) that

generated arbitrary random probabilities. Random can be viewed as a worst case

scenario for LSS as the desired effect of stratification (producing homogenous strata)

is completely lost. Across classifiers, proportion of training:sampling was 25%, and

number of strata is 4.

Consistent with the theory behind stratified sampling and optimal allocation,

a classifier that performs better than random produces higher quality estimates.

It also validates the approach: even if a classifier performs poorly (Random), our

estimation procedure still produces estimates with a quality relative to traditional

stratified sampling.
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(a) Neighbors (b) Sports

Figure 4.6: Performance comparison of LSS for different classifiers.

4.6.5 Quantification Learning

Effect of Classifier Quality

In this experiment, we compared the effects of using various classifiers. In a few

cases, the simple two-layer neural network has poor predictive performance and pro-

duces extremely poor estimates. Comparatively, the equivalent classifier used for

LSS produces estimates with better estimates and lower variance.

(a) Neighbors (b) Sports

Figure 4.7: Performance comparison of quantification learning methods with dif-
ferent classifiers.
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Calculation Comparison

We tested the two described methods of quantification learning, Classify and Count

(CC) and Adjusted Count (AC), with and without augmentation (Figure 4.8). Base

classifier was a random forest (n=100 estimators) as in other experiments. Adjusted

count with augmentation will occasionally produce an extreme value (in both exper-

iments, the ratio was 1/100). Across sample sizes and result sizes, CC is one of the

better approach, although AC sometimes has smaller IQR’s.

(a) Neighbors (b) Sports

Figure 4.8: Performance comparison of quantification learning methods.

4.7 Related Work

Sampling for database queries is a fundamental problem in databases that is being

studied over more than three decades (e.g., Olken and Rotem [1986], Olken and

Olken [1993], Chaudhuri et al. [1999]. In particular, random sampling over join

is a non-trivial problem since sample(R) ./ sample(S) 6= sample(R ./ S) Olken

and Olken [1993], Chaudhuri et al. [1999]. Over years, more advanced sampling

algorithms for joins like ripple join Haas and Hellerstein [1999], wander-join Li et al.

[2016], and more recently, multi-way joins for acyclic and cyclic joins have received

significant attention. The focus of this paper is to estimate the count of a SQL query
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with complex predicates, so the traditional approaches to sampling for joins are not

suitable for our problem. On one hand, unlike the output of sampling algorithms for

joins, we do not aim to answer a ‘reporting query’ that intends to produce a random

sample of the join result. Instead, focus on a ‘counting query’ to output the size

of the query answers, which allows us to use sampling more aggressively. On the

other hand, approaches like wander-join assumes efficient navigation of join paths

using efficient index structure, which we cannot allow since our predicate function

not only may use complex joins as illustrated in our examples, but may use even

black-box functions. Further, the outputs of the queries are groups on a subset

of attributes, and these groups have to pass a ‘having’ condition to belong to the

output. Therefore, we cannot reliably estimate the size of these queries by sampling

tuples from the individual tables.

Two very relevant and recent approaches to problems similar to ours are ac-

celerating machine learning inference with probabilistic predicatesLu et al. [2018]

and exploiting correlations for expensive predicate evaluation Joglekar et al. [2015].

Joglekar et al. [2015] aims for retrieving result sets with controllable levels of recall

and precision when an expensive predicate is correlated to an attribute. By group-

ing correlated attributes and sampling expensive predicates, Joglekar et al. [2015]

derives probabilistic guarantees for accuracy and precision. Lu et al. [2018] has a

similar problem definition but it focuses on the entire system pipeline. Here a set of

machine learning classifiers is constructed to quickly remove false negatives that can

be adjusted up or down towards a desired accuracy level. It constructs classifiers for

simple predicates in a query clause. The query optimizer, given a set of probabilistic

predicates and an accuracy threshold, selects a combination of probabilistic predi-

cates to use during query execution. Although both these problems have a setup

similar to ours, our problem is focused on approximately counting the size of the

result set, and the approaches and implementations are drastically different.
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There is a huge literature on approximate query processing (AQP) and sampling

for database queries. In Nguyen et al. [2019], stratified random sampling has been

used for both streaming and stored data optimizing the Neyman allocation for mini-

mizing variance in each stratum. Joshi and Jermaine [2008] studied robust stratified

sampling for low selectivity aggregate queries, and uses a ‘pilot sampling phase’ to

estimate variance like our approach; however, they considered ‘SUM’ queries (unlike

the count queries in our work) that are more susceptible to sample biases. A combi-

nation of outlier-indexing with weighted sampling has been used in Chaudhuri et al.

[2001] to approximate aggregate queries (without a having predicate), and also in

Babcock et al. [2003] by dynamically selecting samples from a set of samples. The

system BlinkDB Agarwal et al. [2013] provides a parallel AQP technique where the

user can balance efficiency with accuracy of the output. It designs and precomputes

stratified samples that account for the frequency of rare subgroups in the data, the

column sets in the past queries, and also the storage overhead of the samples. Joshi

and Jermaine [2009] considers sampling to estimate the result of aggregates over SQL

queries with subqueries by (NOT) IN/EXISTS operators. It provides an unbiased

estimate with higher variance and also a biased estimate with lower variance by learn-

ing a model from the data using Bayesian statistical techniques. However, all these

methods except Joshi and Jermaine [2009] do not use learning for estimating the

weights in sampling and designing the strata like our approach. On the other hand,

our approach is much more simpler, uses off-the-shelf methods, uses stratification,

and does not assume any distribution on the data compared to Joshi and Jermaine

[2009]. Haas and Swami [1992] considers estimation of the size of the query result

with a guarantee on the error, and the sequential sampling process terminates when

this error is met without using pilot samples or assumptions on data distribution,

although it does not consider queries with complex predicate and having condition

unlike our problem. The synopsis of a dataset Cormode et al. [2012] computes a
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lossy and compact summary of the important properties of a dataset (e.g., samples,

histograms, wavelets, sketches) facilitating approximate query processing in interac-

tive time. Due to space constraints, a more detailed related work can be found in

the full version Walenz et al..

4.8 Conclusion

In this paper, we developed techniques to estimate the size (count) of queries with

complex filters. Our techniques rely on a simple yet powerful concept: replace an

expensive boolean filter with a cheap classifier that approximates the filter. This

cheap classifier can then be used in a number of different ways with different trade-

offs. Learned sampling techniques provide standard confidence intervals and can

produce consistently better estimates than traditional stratified or random sampling.

Quantification learning produces fast estimates but can be difficult to determine the

quality of the estimate, unless the classifier is of extremely high quality. There is

an abundance of future work. While learned sampling techniques provide confidence

intervals, we should also be able to use the performance characteristics of the under-

lying classifier during the second phase of sampling to produce an estimate on the

quality of the estimate.
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5

Conclusions

This dissertation introduces perturbation analysis as an alternative methodology to

efficiently answer complex queries. Perturbation analysis, as a concept, is simple:

a query is analyzed with respect to its parameters, rather than the relations that

compose the query. A key concept behind perturbation analysis is that perturbations

can be analyzed independently and reused intelligently. This idea has opened up a

suite of common optimizations that are reused throughout the work.

Parallelism distributes the workload by executing each perturbation individually.

Memoization, the act of caching prior perturbations, can speed up execution when

the set of perturbations involves discrete parameters. Pruning uses results of previous

executions to infer feasibility of incoming perturbations and short-circuit execution

of unnecessary parameters. Grouping encourages data reuse and increases pruning

effectiveness by placing similar perturbations close to each other.

To validate the strength of perturbation analysis, I examined perturbation anal-

ysis in three common data scenarios: in distributed systems, in a database, and in

approximation settings. In Perada, I developed a distributed system that studied

the interactions between different optimizations. Caching optimizations require a
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certain degree of communication while parallelism needs none, and this communica-

tion incurs an overhead. Perada removes the complexity of these subtle interactions

by automatically optimizing the optimizations during runtime. By using synchro-

nization points, Perada balances parallelism and caching based on the workload.

Next, I investigated how to enable perturbation analysis in a SQL database sys-

tem. I identified necessary and sufficient rules in to execute a SQL query as a per-

turbation analysis query. The SQL query is rewritten as a perturbation analysis by

constructing two lightweight caches at runtime for memoization and pruning. By us-

ing attributes from the join, I show experimentally how effective and efficient these

caches can be for different types of queries, including the classical market basket

(a-priori) query.

Finally, I analyzed using perturbation analysis in approximation settings where

evaluation of a complex user defined function is the dominant cost (from a time

perspective). I describe how to frame difficult counting queries as user defined func-

tions, and phrase inputs to these functions as perturbations. Then I describe a way

to approximate user defined functions using probabilistic classifiers, and use these

classifiers to enable diverse estimators. If confidence intervals are desired, the clas-

sifier can be used in weighted or stratified sampling with lower standard error than

simple random sampling. If speed is desired, quantification learning can be used

which uses error rates from the classifier itself to estimate final counts.

This dissertation has opened up a large and interesting set of future work. Per-

turbation analysis as a general problem solving framework shows significant promise.

Approximation methods using probabilistic classifiers performed exceptionally well,

yet it’s unclear how well this generalizes or how to tell specific performance features.

There are large open ended questions to approximations in perturbation analysis.

What is the relationship between a classifier’s probabilities and an estimators qual-

ity? When does a classifiers performance degrade enough that we should use another
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method? How important is classifier calibration?

On large scale data, there are multiple opportunities to apply perturbation anal-

ysis. Can we use data and parameter groupings to reduce communication overhead

and accelerate execution time? How do we encourage data sharing at a large scale?

To conclude, these questions are just the tip of the iceberg - perturbation analysis

is an exciting framework for optimizing complex queries. In some settings, pertur-

bation analysis provides such a large decrease in execution time over traditional

techniques it is surprising to discover it is a generalizable technique. While we are

far from replacing the relational model of execution, perturbation analysis provides

an effective new tool in a database systems execution methods.
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Appendix A

Proofs of Join Theorems

A.1 Proof of Theorem 3

Before proceeding with the proofs, we introduce some additional notation. Let A

denote the algorithm with prune specified by Theorem 3, and let A0 denote the

baseline algorithm where prune always returns false. Given a database instance,

let T denote the collection of contributions computed by A, and let T0 denote the

collection of contributions computed by A0. Clearly T ⊆ T0.

Lemma 1 Suppose GL → AL. For any (non-empty) LR-group LR(u,v), let ` denote

the unique L-tuple with `.GL = u. We have:

• πALLR(u,v) = {`};

• πARLR(u,v) = σGR=vRn`.JL ;

• T0[u, v] consists of a single contribution contrib(`, u, v).

Proof. Follows directly from the definitions.
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Lemma 2 Suppose GL → AL and Φ is applicable to R. If Q produces a result

tuple for LR(u,v), then for any L-tuple ` where `.GL = u and v ∈ Rn`.JL , we have

Φ(σGR=vRn`.JL).

Proof. Since Φ is applicable to R, Φ(LR(u,v))⇔ Φ(πARLR(u,v)). Because GL → AL,

by Lemma 1, πARLR(u,v) = σGR=vRn`.JL . Therefore Φ(σGR=vRn`.JL).

Proof of Theorem 3. First, we show that A produces no false negatives. More

precisely, suppose Q (A0) produces an result tuple for an LR-group LR(u,v) from

contributions T0[u, v]. We claim that A will produce the same result tuple as it

will produce these contributions too: i.e., T [u, v] = T0[u, v]. Since T ⊆ T0, it

suffices to show that T0[u, v] ⊆ T [u, v]. Suppose to the contrary there exists some

contrib(`, u, v) ∈ T0[u, v] but contrib(`, u, v) 6∈ T [u, v]. A must have pruned ` using

some unpromising w′ ∈ dom(JL).

(Monotone ΦΦΦ) In this case, GL → AL and `.JL � w′. By Lemma 2, Φ(σGR=vRn`.JL).

Since `.JL � w′, we haveRn`.JL ⊆ Rnw′ and therefore σGR=vRn`.JL ⊆ σGR=vRnw′ .

As Φ is monotone, Φ(σGR=vRn`.JL) ⇒ Φ(σGR=vRnw′), contradicting the fact

that w′ is unpromising.

(Anti-monotone ΦΦΦ) In this case, GL → AL, GR = ∅ (which implies v = 〈〉), and

`.JL � w′. By Lemma 2, Φ(Rn`.JL). Since `.JL � w′, we have Rn`.JL ⊇ Rnw′ ,

and because Φ is anti-monotone, Φ(Rn`.JL)⇒ Φ(Rnw′), contradicting the fact

that w′ is unpromising.

Next, we show that A produces no false positives. More precisely, suppose Q

(A0) produces no result tuple for an LR-group LR(u,v) from contributions T0[u, v].

We claim that A will produced either all these contributions or none at all: i.e.,

T [u, v] = T0[u, v] or T [u, v] = ∅. In the first case of T [u, v] = T0[u, v], A would

behave identically as A0 and not produce a result tuple for LR(u,v) (because it fails
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Φ). In the second case of T [u, v] = ∅, A would simply ignore LR(u,v), which is again

correct.

It remains to be shown why T [u, v] is either T0[u, v] or ∅. If A never prunes,

obviously T = T0 and T [u, v] = T0[u, v]. If A ever prunes, it must be the case that

GL → AL. By Lemma 1, T0[u, v] consists of a single contribution from a single L-

tuple, say `. If A prunes `, T [u, v] = ∅; otherwise, T [u, v] = T0[u, v]. Hence the proof

is complete.

137



Appendix B

Additional Example of Subsumption Test
Generation

Example 32 Consider again the k-skyband query (Listing 3.2). We now illustrate the

algorithm in Section 3.5.2 for deriving p� for the original join condition L.x <= R.x

AND L.y <= R.y AND (L.x < R.x OR L.y < R.y). Let wr = 〈xr, yr〉, w = 〈x, y〉, and

w′ = 〈x′, y′〉. We have:

p� ≡ ∀xr∀yr
[
¬ (x′ ≤ xr ∧ y′ ≤ yr ∧ (x′ < xr ∨ y′ < yr))∨

(x ≤ xr ∧ y ≤ yr ∧ (x < xr ∨ y < yr))
]

UE≡ ¬
[
∃xr∃yr

[
(x′ ≤ xr ∧ y′ ≤ yr ∧ (x′ < xr ∨ y′ < yr))∧

¬ (x ≤ xr ∧ y ≤ yr ∧ (x < xr ∨ y < yr))
]

≡ ¬
[
∃xr∃yr

[
(x′ ≤ xr ∧ y′ ≤ yr ∧ (x′ < xr ∨ y′ < yr))∧

(x > xr ∨ y > yr ∨ (x ≥ xr ∧ y ≥ yr))
]

≡ ¬
[
∃xr∃yr

[
((x′ < xr ∧ y′ ≤ yr) ∨ (x′ ≤ xr ∧ ∨y′ < yr))

∧ ((x ≥ xr ∨ y > yr) ∧ (x > xr ∨ y ≥ yr))
]]
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≡ ¬
[
∃xr∃yr

[
(x′ < xr ∧ y′ ≤ yr) ∧ (x ≥ xr ∨ y > yr)

∧ (x > xr ∨ y ≥ yr)
]
∨

[
(x′ ≤ xr ∧ y′ < yr) ∧ (x ≥ xr ∨ y > yr)

∧ (x > xr ∨ y ≥ yr)
]]

DE≡ ¬
[
∃xr

[
∃yr1

[
(x′ < xr ∧ y′ ≤ yr1) ∧ (x ≥ xr ∨ y > yr1)

∧ (x > xr ∨ y ≥ yr1)
]
∨

∃yr2
[
(x′ ≤ xr ∧ y′ < yr2) ∧ (x ≥ xr ∨ y > yr2)

∧ (x > xr ∨ y ≥ yr2)
]]

≡ ¬[∃xr[A ∨B]].

Now, A ≡ ∃yr1
[
(x′ < xr ∧ y′ ≤ yr1) ∧

(x ≥ xr ∨ y > yr1) ∧ (x > xr ∨ y ≥ yr1)
]

≡ ∃yr1
[

(x′ < xr ∧ y′ ≤ yr1 ∧ x ≥ xr ∧ x > xr)∨

(x′ < xr ∧ y′ ≤ yr1 ∧ x ≥ xr ∧ y ≥ yr1)∨

(x′ < xr ∧ y′ ≤ yr1 ∧ y > yr1 ∧ x > xr)∨

(x′ < xr ∧ y′ ≤ yr1 ∧ y > yr1 ∧ y ≥ yr1)
]

DE≡ ∃yr11 (x′ < xr ∧ y′ ≤ yr11 ∧ x > xr)∨

∃yr12 (x′ < xr ∧ y′ ≤ yr12 ∧ x ≥ xr ∧ y ≥ yr12)∨

∃yr13 (x′ < xr ∧ y′ ≤ yr13 ∧ y > yr13 ∧ x > xr)∨

∃yr14 (x′ < xr ∧ y′ ≤ yr14 ∧ y > yr14)

EE≡ (x′ < xr ∧ x > xr) ∨ (x′ < xr ∧ y′ ≤ y ∧ x ≥ xr)∨

(x′ < xr ∧ y′ < y ∧ x > xr) ∨ (x′ < xr ∧ y′ < y) .
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And, B ≡ ∃yr2
[
(x′ < xr ∧ y′ ≤ yr2) ∧

(x ≥ xr ∨ y > yr2) ∧ (x > xr ∨ y ≥ yr2)
]

≡ ∃yr2
[

(x′ < xr ∧ y′ ≤ yr2 ∧ x ≥ xr ∧ x > xr)∨

(x′ < xr ∧ y′ ≤ yr2 ∧ x ≥ xr ∧ y ≥ yr2)∨

(x′ < xr ∧ y′ ≤ yr2 ∧ y > yr2 ∧ x > xr)∨

(x′ < xr ∧ y′ ≤ yr2 ∧ y > yr2 ∧ y ≥ yr2)
]

DE≡ ∃yr21 (x′ < xr ∧ y′ ≤ yr21 ∧ x > xr)∨

∃yr22 (x′ < xr ∧ y′ ≤ yr22 ∧ x ≥ xr ∧ y ≥ yr22)∨

∃yr23 (x′ < xr ∧ y′ ≤ yr23 ∧ y > yr23 ∧ x > xr)∨

∃yr24 (x′ < xr ∧ y′ ≤ yr24 ∧ y > yr24)

EE≡ (x′ < xr ∧ x > xr) ∨ (x′ < xr ∧ y′ ≤ y ∧ x ≥ xr)∨

(x′ < xr ∧ y′ < y ∧ x > xr) ∨ (x′ < xr ∧ y′ < y) .

Combining A and B, we have

p� ≡ ¬[∃xr[A ∨B]]

DE≡ ¬
[
∃xr1 (x′ < xr1 ∧ x > xr1)∨

∃xr2 (x′ < xr2 ∧ y′ ≤ y ∧ x ≥ xr2)∨

∃xr3 (x′ < xr3 ∧ y′ < y ∧ x > xr3)∨

∃xr4 (x′ < xr4 ∧ y′ < y)∨

∃xr5 (x′ < xr5 ∧ x > xr5)∨

∃xr6 (x′ < xr6 ∧ y′ ≤ y ∧ x ≥ xr6)∨

∃xr7 (x′ < xr7 ∧ y′ < y ∧ x > xr7)∨
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∃xr8 (x′ < xr8 ∧ y′ < y)
]

EE≡ ¬
[

(x′ < x) ∨ (x′ < x ∧ y′ ≤ y)∨

(x′ < x ∧ y′ < y) ∨ (y′ < y)∨

(x′ < x) ∨ (x′ < x ∧ y′ ≤ y)∨

(x′ < x ∧ y′ < y) ∨ (y′ < y)
]

≡ x ≤ x′ ∧ y ≤ y′.

Since Φ for this query is anti-monotone, prune(`, C) ≡ ∃〈x′, y′〉 ∈ C : 〈`.x, `.y〉 �

〈x′, y′〉, which simplifies to ∃〈x′, y′〉 ∈ C : `.x ≤ x′ ∧ `.y ≤ y′. This check turns out to

be the same as that derived in Example 29 for a simpler join condition, although in

general it does not need to be.
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Appendix C

Additional Details on Memoization

Here we provide additional details on handling algebraic aggregates when GL →

AL does not hold on L, generalization to the case of GR 6= ∅, and how to apply

memoization using static query rewrite instead of our NLJP operator.

Recall from Gray et al. [1997] that an algebraic aggregate function f is one that

can be characterized by a pair of aggregate functions (f i, f o), both with bound-size

output, such that given a partitioning of the input set S of tuples into {S1, S2, . . . , Sn},

f(S) = f o({f i(Si) | i = 1, 2, . . . , n}). Examples of algebraic aggregates in SQL (with-

out DISTINCT on input) include SUM, MIN, MAX, where both f i and f o are the same

as f itself; COUNT, where f i is COUNT and f o is SUM; and AVG, where f i computes

and returns both SUM and COUNT for its input, while f o adds up all sums and counts

respectively across its inputs and returns the ratio.

Consider again the generic query Q in Listing 3.5. We can apply memoization

using static query rewrite as shown in Listing C.1, provided that Φ is applicable to

R, all aggregates in Λ only involve attributes in R or *, and finally, all aggregates in

Φ and Λ are algebraic unless GL → AL. Note that we do not assume GR = ∅. For
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Listing C.1, let Φ = Φa(fΦ,1(EΦ,1), fΦ,2(EΦ,2), . . .), where each fΦ,i(EΦ,i) denotes an

aggregate subexpression of Φ with aggregate function fΦ,i and non-aggregate input

expression EΦ,i; similarly, let Λ = Λa(fΛ,1(EΛ,1), fΛ,2(EΛ,2), . . .).

The first query in Listing C.1 shows the simpler case where GL → AL. Here

we know each LR-group comes from a single L-tuple, although one L-tuple may

produce multiple LR-groups (because GR 6= ∅). Intuitively, the rewritten query first

computes the set of join attribute values from L as LJT (analogous to the binding

query QB for the caching-based implementation discussed in Section 3.7). Next, we

join LJT with R and compute the result groups for each possible combination of join

attribute values, discarding any group that does not satisfy Φ. (As for Λ, note that

we can evaluate all its aggregate subexpressions at this point, but full evaluation

of Λ may require GL and therefore must be done later.) Finally, we join the result

groups back with L to obtain the final result.

The second query in Listing C.1 shows the more complex case where GL → AL

does not hold, and we assume that all fΦ,1’s and fΛ,1’s are algebraic. In this case,

multiple L-tuples with possibly different JL values may contribute to the same LR-

group, so we cannot fully evaluate Φ or Λ when computing LJR. Instead, we use

f i
Φ,1’s and f i

Λ,1’s in LJR to compute partial results for aggregate subexpressions of Φ

and Λ, and then use f o
Φ,1’s and f o

Λ,1’s in the last step to combine the partial aggregate

results and evaluate Φ and Λ on the complete LR-groups.

Finally, we note that while we described the details above on handling algebraic

aggregates in the context of static query rewriting, they also apply to NLJP-based

memoization. Note also that we can NLJP-based memoization to handle GR 6= ∅

too, simply by caching results by JL ∪ GR instead of only by JL (as is done in LJR

for static query rewriting).
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-- The case when GL → AL:
WITH

LJT AS (SELECT DISTINCT JL FROM L),
LJR AS (SELECT JL, GR,

fΛ,1(EΛ,1) AS AΛ,1, fΛ,2(EΛ,2) AS AΛ,2, ...
FROM LJT, R WHERE Θ GROUP BY JL, GR HAVING Φ)

SELECT GL, GR, Λa(AΛ,1, AΛ,2, . . .)
FROM L NATURAL JOIN LJR ON JL
GROUP BY GL, GR;
-- The case when GL → AL does not hold:
WITH

LJT AS (SELECT DISTINCT JL FROM L),
LJR AS (SELECT JL, GR,

f i
Λ,1(EΛ,1) AS AΛ,1, f i

Λ,2(EΛ,2) AS AΛ,2, ...,
f i

Φ,1(EΦ,1) AS AΦ,1, f i
Φ,2(EΦ,2) AS AΦ,2, ...

FROM LJT, R WHERE Θ GROUP BY JL, GR)
SELECT GL, GR, Λa(fo

Λ,1(AΛ,1), fo
Λ,2(AΛ,2), . . .)

FROM L NATURAL JOIN LJR ON JL
GROUP BY GL, GR

HAVING Φa(fo
Φ,1(AΦ,1), fo

Φ,2(AΦ,2), . . .);

Listing C.1: Memoization through static query rewriting.
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Appendix D

Generalization to Multiway Joins

We describe an optimization procedure that finds opportunities to apply generalized

a-priori, memoization, and pruning techniques to an iceberg query involving multiway

joins. Given an iceberg query Q involving a two-way join of L and R as shown in

Listing 3.5, let gapriori(Q,L,R) return QL, the subquery in L′ (Section 3.4.1) used

to safely reduce L if the generalized a-priori technique applies, or error otherwise.

Let memprune(Q,L,R) return 〈QB, QR, QC, QP 〉 return a specification of the NLJP

operator if memoization and/or pruning techniques apply (Sections 3.5 and 3.6),

or error otherwise. We now give a procedure that uses gapriori and memprune to

optimize an iceberg query with a multiway join, such as the one in Listing 3.3.

Let T(Q) denote the set of relation instances joined by Q (note that there may

be multiple instances for the same relation in the case of self-joins). For brevity, we

refer to relation instances simply as relations below. Suppose T ⊆ T(Q) is a subset

of the relations involved in Q. Let Qon[T ] denote the query over T formed by pushing

selection/join conditions and projections in Q down as much as possible.

On a high level, our strategy is simple (see Listing D.1). We first search for
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# consider generalized a-priori
O ← ∅ # rewrites found by gapriori
T ← T(Q) # relations to be considered by gapriori
while T is not empty:

try:
〈TL, QL〉 ← pick_gapriori(Q, T )
T̆L ← subset of TL with at least one attribute output by QL

O.append(〈T̆L, QL〉)
T ← T \ TL

except: # no more opportunities for gapriori
break

# apply memoization and pruning
try:
〈TL, QB, QR, QC , QP 〉 ← pick_memprune(Q) subject to
∀〈T, _〉 ∈ O : TL ⊇ T ∨ TL ∩ T = ∅

Q← NLJP(QB, QR, QC , QP )
except:

pass
# apply generalized a-priori rewrites
for 〈TL, QT 〉 in O:

rewrite Q to replace occurrence of Qon[TL] with Qon[TL] n QL

return Q

Listing D.1: Optimization procedure for iceberg query Q with a multiway join.

opportunities for applying the generalized a-priori technique, by iteratively calling

a subroutine pick_gapriori(Q, T ) (details omitted in Listing D.1), which finds a way

(if any) to safely reduce some relation(s) in a given set T (which starts out to all

relations in Q). To consider a particular non-empty subset TL ⊂ T , pick_gapriori

treats Q as an iceberg query over two relations L = Qon[TL] and R = Qon[T(Q) \ TL],

and invokes gapriori. (Note that the reducer query returned by gapriori may in fact

be applicable to just a subset of TL.) After finding each a-priori optimization, we call

pick_gapriori again to continue looking for opportunities in the remaining relations;

the process continues until there are no more opportunities or relations to consider.

At this point, we have collected a list of generalized a-priori optimizations of the form

〈TL, QL〉, each corresponding to a rewrite that replaces Qon[TL] with Qon[TL] nQL.

Next, we look for an opportunity for applying memoization and pruning by calling
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a subroutine pick_memprune over Q. Again, to consider each non-empty subset TL

of the relations, we treat Q as an iceberg query over two relations L = Qon[TL]

and R = Qon[T(Q) \ TL], and invoke memprune. However, if the generalized a-priori

rewriting step has determined earlier that two relations need to be joined for a reducer

to apply, we would not break them apart; i.e., both of them are in TL, or neither

is. If pick_memprune is successful, we rewrite Q using an NLJP operator. Note

that, other than the case when generalized a-priori rewrites require an incompatible

grouping of relations (which we have taken care of), these rewrites do not affect the

applicability of memoization and pruning.

The optimization procedure has a worst-case complexity that is exponential in the

number of relations in Q, as each invocation of pick_∗ needs to potentially consider a

large number of possible subsets. In practice, we prioritize the search so it can quickly

find an available optimization; e.g., pick_memprune will first consider the minimal TL

that include all of GL in Q. On the other hand, our current procedure is a best-effort

algorithm that is content of finding some set of optimization opportunities; add cost-

based considerations would necessitate more sophisticated search strategies, which

we leave as further work.

Example 33 We end this section by walking through the steps of optimizing the

complex query involving a four-way self-join in Listing 3.3. We start by finding

generalized a-priori optimization opportunities. Singleton candidates for TL (e.g.,

{S1}) yields no opportunity, because of the inequality join condition with the rest

of the relation instances (e.g., T1.val>=S1.val). However, TL = {S1, T1} reveals an

opportunity with the following reducer:
SELECT S1.id, S1.attr FROM Product S1, Product T1 -- QS1
WHERE S1.category = T1.category
AND T1.attr = S1.attr AND T1.val > S1.val
GROUP BY S1.id, S1.attr
HAVING COUNT(*) >= 10;

147



To see why this optimization applies, note that the original query Q can be seen as an

iceberg query with L = Qon[S1, T1], R = Qon[S2, T2], GL = {S1.id, S1.attr}, GR =

{S2.attr}, JL = {S1.id, T1.id}, and JR = {S2.id, T2.id}. The HAVING condition is

obviously monotone. Finally, GR ∪ JR is a superkey of R. This last observation is

trickier: the definition of R contains the condition T2.attr=S2.attr; since S2.attr

is in GR, the closure of GR ∪ JR must also contain T2.attr, which means that

GR ∪ JR contains all key attributes of S2 and T2, and therefore must be a superkey

of R. Hence, Theorem 2 applies.

Note that the reducer query QS1 can be applied to S1 alone (even though it

was found by considering {S1, T1}), so we record the rewrite 〈{S1}, QS1〉 and move

on to considering the remaining relation instances {S2, T2}. By a process simi-

lar to the above, TL = {S2, T2} reveals a second reducer QS2 that applies to S2,

which is identical to QS1 with S1 replaced by S2 and T1 replaced by T2. This pro-

cess additionally requires inferring that occurrences of S1.id in the original query’s

SELECT and GROUP BY can be replaced by S2.id as they are equated, and that

S2.category=T2.category follows from the dependency id→ category and query

conditions S1.category=T1.category, S1.id=S2.id, and

T1.id=T2.id. Note that if we are unable to infer the above two properties, a less

effective (but still correct) reducer will be derived.

After identifying the generalized a-priori opportunities, we proceed to consider

memoization and pruning optimization. As discussed earlier, we start by examin-

ing the minimal subset of relation instances that include the GROUP-BY attributes—

TL = {S1, S2}. Interestingly, note that this pair of relation instances differs from

the two pairs used by generalized a-priori earlier. Luckily, this TL is still compati-

ble with the grouping of relation instances required by generalized a-priori, because

both reducers apply to single relation instances. With TL = {S1, S2}, we have GL =

{S1.id, S1.attr, S2.attr} and JL = {S1.category, S1.attr,
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SELECT S1.id, S1.category AS c, -- QB, binding: (c,a1,a2,v1,v2)
S1.attr AS a1, S2.attr AS a2,
S1.val AS v1, S2.val AS v2

FROM Product S1, Product S2
WHERE S1.id = S2.id;

SELECT COUNT(*) AS payload -- QR(b)
FROM Product T1, Product T2
WHERE b.c = T1.category AND T1.id = T2.id
AND T1.attr = b.a1 AND T2.attr = b.a2
AND T1.val > b.v1 AND T2.val > b.v2;

SELECT * -- QC(b′)
FROM C(c, a1, a2, v1, v2, payload) -- cache
WHERE b′.c = c AND b′.a1 = a1 AND b′.a2 = a2
AND b′.v1 >= v1 AND b′.v2 >= v2
AND payload < 10;

SELECT id, a1, a2, payload -- QP
FROM T(id, c, a1, a2, v1, v2, payload) -- concatenated tuples
WHERE payload >= 10;

Listing D.2: NLJP-based plan for the complex query in Listing 3.3.

WITH U(id, attr) AS (QS1)
SELECT S1.id, S1.category AS c, -- QB

S1.attr AS a1, S2.attr AS a2, S1.val AS v1, S2.val AS v2
FROM
(SELECT * FROM Product WHERE (id,attr) IN (SELECT * FROM U)) S1,
(SELECT * FROM Product WHERE (id,attr) IN (SELECT * FROM U)) S2

WHERE S1.id = S2.id;

Listing D.3: Modified QB for the NLJP-based plan in Listing D.2.

S2.attr, S1.val, S2.val}. It is clear that GL → AL because of the join condition

S1.id=S2.id. Thus, Theorem 3 applies. Further applying the technique for deriv-

ing pruning technique in Section 3.5.2, we have the NLJP-based plan in Listing D.2.

Finally, going back to the two generalized a-priori opportunities identified earlier,

we can modify QB by applying the same reducer. Listing D.3 shows the reduced QB.
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Appendix E

Query Plans for Skyband

For the following skyband query Q1:
SELECT COUNT(1)
FROM player_performance L, player_performance R
WHERE L.b_h >= R.b_h AND L.b_hr >= R.b_hr
AND (L.b_h > R.b_h OR L.b_hr > R.b_hr)
GROUP BY R.playerid, R.year, R.round
HAVING COUNT(1) < 50;

PostgreSQL uses the following query plan:
Finalize GroupAggregate

Group Key: r.playerid, r.year, r.round
Filter: (COUNT(1) < 50)
-> Sort

Sort Key: r.playerid, r.year, r.round
-> Gather

Workers Planned: 2
-> Partial HashAggregate

Group Key: r.playerid, r.year, r.round
-> Nested Loop

-> Parallel Seq Scan on players
-> Index Scan using b_h,b_hr on players

Index Cond: ((l.b_h >= b_h)
AND (l.b_hr >= b_hr))

Filter: ((l.b_h > b_h) OR (l.b_hr > b_hr))

150



Vendor A uses the following:
SELECT

Parallelism (Gather Streams)
Filter

Compute Scalar
Hash Match (Aggregate)

Parallelism (Repartition Streams)
Stream Aggregate (Aggregate)

Nested Loops (Inner Join)
Index Scan (NonClustered) [players.ibx]
Index Scan (NonClustered) [players.bhr_bh]
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