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Abstract
We study a sequential decision-making problem in which a decision maker allocates

shared resources across many treatments over a finite horizon based on the decision maker’s

beliefs about each treatment’s performance, with the goal of maximizing the expected total

reward. The belief about each treatment’s performance is updated with the realized reward

in each period, fitting the problem into a generalized multi-armed bandit model. Some

applications of this problem include clinical trials, training of artificial intelligence models,

online marketing, and production mix optimization, where efficient resource allocation is

crucial for maximizing rewards while learning about treatment effectiveness. Such problems

are naturally formulated as weakly coupled stochastic dynamic programs (DPs) that are

difficult to solve as the state space grows exponentially in the number of treatments. In

this dissertation, we use Lagrangian relaxation to characterize an optimal relaxed policy

and its feasible version under assumptions on the time frame, prior beliefs, and available

resources. We then bound the relative gap between the value of the feasible relaxed policy

and the optimal value function, showing that the feasible policy proposed is asymptotically

optimal.

Keywords: Dynamic resource allocation, weakly coupled stochastic dynamic programs,

Lagrangian relaxation.
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To those who walk the road of research—yesterday, today, and tomorrow.
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3rd century BCE):
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1. Introduction
The problem of allocating limited resources across many treatments occurs in a wide va-

riety of scenarios. For instance, healthcare institutions screen potential drugs with limited

capacity to find the best for clinical trials, e-commerce firms allocate advertising budget

across different online advertisement platforms to identify a provider of high conversion

rate, and manufacturing companies prioritize supply to efficient production lines to max-

imize profitability. In many applications, the decision maker (DM) executes the resource

allocation in a non-adaptive manner, focusing on finding the best treatment by the end of

the time horizon with a low bias instead of maximizing the reward during the allocation

process. For example, clinical trials are historically designed to be non-adaptive, where

the DM determines the number of patients allocated to each treatment before the trials

start without considering the outcome of these treatments during the trials. A similar non-

adaptive structure is commonly seen in A/B testing, where resources are evenly split across

variants for a fixed duration, and the best-performing option is selected afterward based on

aggregate outcomes. Under this non-adaptive experimental design, the DM does not lever-

age the observed outcomes to adjust their allocation strategy. As a result, resources may

be inefficiently allocated to treatments that consistently underperform, leading to avoidable

waste. This approach may be acceptable when the number of treatments is small or when

the resources allocated for testing are negligible relative to the total population. However,

when the number of treatments grows with the available resources and becomes a limiting

factor in the experimental design, a response-adaptive allocation policy provides greater

flexibility by adjusting decisions based on observed outcomes. Such adaptive policies can

improve cumulative reward, which is particularly valuable when the DM aims to avoid low

rewards during testing or when test-phase resources represent a substantial share of the

total available for future allocation.

Bayesian response-adaptive allocation policies are intuitive and relatively easy to im-

plement for dynamic resource allocation aiming to maximize the total reward during the

test periods. As a form of adaptive experimentation, Bayesian updating allows the DM

1



to sequentially adjust decisions based on observed outcomes, balancing exploration and

exploitation. After each period, the DM uses the outcomes observed to update the prior

beliefs about the underlying effectiveness of each treatment. Treatments with performance

below a certain threshold will be eliminated from the testing pool, or equivalently, be al-

located 0 resources in the following periods, whereas treatments that perform well will

be allocated more resources. With Bayesian updating, the resource allocation problems

are naturally formulated as weakly coupled stochastic dynamic programs (DPs) with the

shared resources as linking constraints. However, the DPs are challenging to solve because

the allocation decision for one treatment depends on the states of the other treatments, and

the state space grows exponentially with the number of treatments. Given the difficulty

of solving the DP, we use Lagrangian relaxations to find a feasible near-optimal policy:

the Lagrangian relaxations decompose the original DP into treatment-specific DPs that are

easier to solve, and we propose a feasible policy that resembles the optimal policy of the

relaxed problem. We also provide bounds on the relative performance of this feasible policy

proposed against an optimal policy of the original unrelaxed problem. In this dissertation,

we study four variants of this problem, distinguished by the type of reward and the form

of the resource constraint. The reward is either binary, with beliefs updated using a Beta-

Binomial model, or continuous, with beliefs updated using a Normal-Normal model. In each

case, the resource constraint is either imposed per period or over the entire time horizon.

For each setting, we propose a feasible policy via Lagrangian relaxation and characterize

its performance. We show that, in a two-period model, the relative performance gap of the

feasible policy proposed is O(N´ 1
2 ) in the binary reward setting with limited resources per

period, O(N´ 1
3 ) with limited total resources, and O((log N)´1) in both continuous reward

settings. These results highlight how the statistical and structural properties of the model

shape the rate of convergence to optimality.

Literature Review. Our paper is related to several key areas of research. We examine

response-adaptive resource allocation problem as a finite-horizon variant of weakly coupled

2



DP in that it also comprises subproblems sharing resource constraints but are otherwise

independent. Hawkins, 2003, Adelman and Mersereau, 2008, Bertsimas and Mišić, 2016,

Brown and Smith, 2020 and Brown and Zhang, 2022 study weakly coupled DPs and explore

Lagrangian relaxation as a technique to decompose these problems into additively separable

subproblems, similar to our approach in Section 2.1. The concept of additively separable

value functions has been established in the approximate DP literature since Schweitzer

and Seidmann, 1985 and further developed by De Farias and Van Roy, 2003. Lagrangian

relaxation techniques of DPs have been applied across different industries, such as marketing

in Bertsimas and Mersereau, 2007, assortment optimization in Caro and Gallien, 2007,

network revenue management in Topaloglu, 2009, dynamic pricing in Balseiro et al., 2021,

and multi-location inventory management in Miao et al., 2022.

A central component of our model is Bayesian adaptive design, situated within the

broader framework of adaptive experimentation. The exploration–exploitation trade-off

foundational to adaptive methods was initially examined by Thompson, 1933, Robbins,

1952, and Chernoff, 1959. This trade-off has since been revisited and comprehensively dis-

cussed from a contemporary Bayesian perspective by Scott, 2010. Gittins, 1979 introduced

optimal index policies for infinite-horizon discounted bandit problems, with key insights

summarized in Berry and Fristedt, 1985. Extensions addressing finite-horizon settings were

later developed by Katehakis and Veinott Jr, 1987. Further methodological advancements

include the knowledge-gradient rule by Frazier et al., 2008, approximate dynamic program-

ming techniques for budget-constrained Bayesian optimization by Lam et al., 2016, and

batching methods tailored for high-throughput experimentation by Che and Namkoong,

2023. These theoretical developments provide the foundational support for our optimal

policy design.

Cumulative regret minimization and best-arm identification (BAI) are two well-studied

objectives in the multi-armed bandit literature. The study of regret minimization began

with the asymptotically optimal allocation rules of Lai and Robbins, 1985, and was further

developed through index-based analyses by Burnetas and Katehakis, 1996 and the finite-

3



time guarantees of the UCB family introduced by Auer et al., 2002. Bayesian extensions

such as Bayes-UCB (Kaufmann et al., 2012) adopt posterior-based confidence bounds to im-

prove empirical performance. Surveys by Bubeck, Cesa-Bianchi, et al., 2012 and Slivkins et

al., 2019 provide comprehensive overviews of this literature. The BAI objective, by contrast,

focuses on sample-efficient identification of the best alternative. Information-theoretic lower

bounds by Mannor and Tsitsiklis, 2004 motivated a range of elimination-based and pure-

exploration strategies (Even-Dar et al., 2006; Bubeck et al., 2009; Audibert and Bubeck,

2010; Jamieson et al., 2014). From a Bayesian perspective, Russo, 2016 demonstrated that

top-two Thompson sampling achieves matching sample complexity bounds. More recent

efforts have explored hybrid objectives that blend features of both regret minimization and

BAI, including algorithms robust to stochastic and adversarial environments (Bubeck and

Slivkins, 2012) and methods that combine regret-optimal learning with sample-efficient

identification (Zhang and Ying, 2023). These results inform the design of our dual-relaxed

policy, which balances learning and earning under finite resource constraints.

Adaptive experimentation has been widely applied across a broad range of domains, such

as online platforms, clinical development, and dynamic pricing. In the technology sector,

bandit-based systems have enabled large-scale experimentation and content optimization,

as seen in contextual bandits for news recommendation at Yahoo! (Li et al., 2010; Chapelle

and Li, 2011), overlapping experimentation tools at Google (Tang et al., 2010), and Meta’s

Adaptive Experimentation (AE) platform and its open-source successor Ax (Bakshy et al.,

2018; Olson et al., 2025). These systems often integrate A/B testing infrastructure with

sequential monitoring techniques to mitigate issues such as peeking and early stopping, as

discussed in Johari et al., 2017. In clinical trials, Bayesian adaptive methods have long sup-

ported ethical and efficient allocation under uncertainty. Berry, 1978 introduced a learning

approach that adapts to observed drug effectiveness, while Berry and Eick, 1995 proposed

a design that balances immediate patient benefit with final treatment identification. More

recently, Ahuja and Birge, 2016 developed a Bayes-adaptive MDP framework that facili-

tates learning from parallel patient outcomes. In dynamic pricing and revenue management,

4



adaptive methods have supported two-price learning (Rothschild, 1974), demand estima-

tion under uncertainty (Kleinberg and Leighton, 2003), and inventory-constrained customer

choice models (Jasin and Kumar, 2012), with broader frameworks surveyed in Balseiro et

al., 2024. These applications collectively underscore the flexibility and practical signifi-

cance of adaptive experimentation, and they motivate the resource-constrained formulation

developed in this work.

Beyond adaptive experimentation, several of the previously cited works also belong to

a broader literature on network revenue management, which features finite resource con-

straints, cumulative reward objectives, and additively separable value functions. Relevant

studies include customer choice models with inventory limits (Jasin and Kumar, 2012),

unified frameworks for dynamic resource-constrained allocation (Balseiro et al., 2024), and

resolving heuristics for network revenue management that achieve constant-loss guarantees

without restrictive assumptions (Bumpensanti and Wang, 2020). In addition, structural

techniques such as additively separable value function approximations have been applied

to large-scale dynamic programs in revenue management (Adelman, 2004; Maxwell et al.,

2010; Vossen and Zhang, 2015; Kunnumkal and Talluri, 2016). Although these works do

not explicitly model adaptive experimentation, they offer valuable insights into the struc-

ture and tractability of dynamic allocation problems and inform the design of our proposed

policies.

Outline. The dissertation studies four variations of Bayesian adaptive allocation models

that differ in reward type (binary or continuous) and resource constraints (limited per pe-

riod or in total). Chapter 2 introduces the Beta-Binomial model corresponding to binary

rewards with per-period resource constraints. Section 2.1 formulates the Lagrangian re-

laxations and decomposes the dynamic program across treatments. Section 2.2 focuses on

a two-period version of the problem with homogeneous priors, where we propose a feasi-

ble allocation policy and analyze its performance relative to the optimal policy. Section

2.3 generalizes the analysis to include heterogeneous prior types and presents supporting

5



numerical results. Chapter 3 considers the same Beta-Binomial update mechanism under

a total resource constraint. Section 3.1 studies the homogeneous prior case, and Section

3.2 extends the analysis to heterogeneous treatment types. Chapters 4 and 5 follow the

same analytical structure under a Normal-Normal updating framework corresponding to

continuous rewards, analyzing the same two resource constraints in both homogeneous and

heterogeneous prior settings. Chapter 6 concludes with a summary of findings and direc-

tions for future research. Proofs and technical details are provided in the Appendix.

6



2. Beta-Binomial Model with Constrained Resources
per Period

We consider a discrete-time finite-horizon model over T periods and denote the total

number of treatments available for testing by J. In each period t = 1, ..., T, the decision

maker (DM) determines the amount of resources allocated to each treatment j, which is

denoted as nt,j. The maximum number of resources available for allocation at time t is Nt.

We denote the set of feasible resource allocations at time t by

Ut =

$

&

%

nt P Z
J
+ :

J
ÿ

j=1

nt,j ď Nt

,

.

-

. (2.1)

For each resource the DM allocates to a treatment in a given period, an outcome is

observed which can be either a success or a failure. Each success (failure) corresponds to

an outcome of 1 (0) and yields a reward of 1 (0). We assume the outcomes are independent

and identically distributed across resources for a given treatment, and independent across

treatments. Prior to each resource allocation decision, the DM’s belief about the success

rate θt,j of treatment j is modeled as a beta distribution denoted by B(αt,j, βt,j), where αt,j

and βt,j are hyperparameters reflecting the DM’s prior information or assumptions about

treatment performance.

Allocating nt,j resources to treatment j generates a random number of successes k(nt,j).

Given θt,j, the number of successes follows a binomial distribution: k(nt,j) | θt,j „ Bin(nt,j, θt,j).

Since θt,j „ B(αt,j, βt,j), the predictive distribution of k(nt,j) is

k(nt,j) „ Beta-Binomial (BB)
(
nt,j, αt,j, βt,j

)
.

After observing the outcomes in each period, the DM updates the beliefs about each

treatment’s effectiveness. Since the outcome follows a binomial distribution and the DM’s

prior belief about the success rate follows a beta distribution, the posterior (next-period

prior) belief θt+1,j also follows a beta distribution B
(
αt+1,j, βt+1,j

)
with updated parameters

αt+1,j = αt,j + k(nt,j) ,

7



βt+1,j = βt,j + nt,j ´ k(nt,j) .

A resource allocation policy is feasible if it satisfies constraints (2.1) for all possible belief

states and time periods. The objective is to find a feasible policy that maximizes the

expected total reward, i.e., the expected total number of successes across all periods.

Following standard results in dynamic programming (DP), the problem can be solved

using value iteration. Let the value function in a given state of beliefs (αt,βt) be denoted

by Vt(αt,βt). We assume that the terminal value function is zero, i.e.,

VT+1(αT+1,βT+1) = 0

for all terminal states. The value function at time t then satisfies the following recursion:

Vt(αt,βt) = max
ntPUt

 J
ÿ

j=1

E[k(nt,j)] + Ek(nt) [Vt+1 (αt+1,βt+1) ]



= max
ntPUt

 J
ÿ

j=1

αt,j

αt,j + βt,j
nt,j + Ek(nt) [Vt+1 (αt+1,βt+1) ]

 . (2.2)

The expectation is taken over the random outcomes k(nt), which determine the updated

belief parameters (αt+1,βt+1) through Bayesian updating.

2.1 Lagrangian Relaxations and Decomposition

The DP problem in equation (2.2) is difficult to solve due to the shared resource con-

straints (2.1), which cause the state space to grow exponentially with the number of treat-

ments. The problem, however, has a “weakly coupled” structure, as it consists of subprob-

lems that are coupled by the shared resource constraints but otherwise independent. In

this section, we apply Lagrangian relaxation to replace the resource constraints (2.1) with

penalty terms in the objective function for any violations. The resulting relaxed DP decom-

poses across treatments and provides an upper bound on the optimal value of the original

DP.

We denote the Lagrange multipliers associated with the T resource constraints (2.1)

by λ = (λ1, λ2, . . . , λT) ě 0. Analogous to the DP (2.2), we can express the Lagrangian

8



relaxation recursively as

Lλ
t (αt,βt) = max

ntPt0,...,NtuJ

 J
ÿ

j=1

αt,j

αt,j + βt,j
nt,j + Ek(nt)

[
Lλ

t+1 (αt+1,βt+1)
]

+ λt

Nt ´

J
ÿ

j=1

nt,j

 ,

where Lλ
T+1(αT+1,βT+1) = 0 for all αT+1 and βT+1. Compared to the original DP

(2.2), there are two key changes. First, the resource constraints nt P Ut have been relaxed,

allowing the DM to allocate up to Nt resources to any treatment at any time. Second,

the objective function includes Lagrange penalties that penalize allocations that violate

resource constraints.

For any λ ě 0, the value Lλ
1 (α1,β1) provides a performance bound to assess the subop-

timality of any feasible policy. Since any feasible allocation satisfies the resource constraints,

and relaxing these constraints can only improve the achievable value, the Lagrangian re-

laxed value serves as an upper bound on the value of any feasible policy. This is formalized

in the following proposition:

Proposition 2.1 (Weak Duality). For any λ ě 0, it holds that Vt(αt,βt) ď Lλ
t (αt,βt) for all

states and times.

Moreover, following results in Adelman and Mersereau, 2008, the Lagrangian DP de-

composes into a sum of treatment-specific DPs, each of which can be solved independently.

This decomposition significantly reduces computational complexity, avoiding the curse of

dimensionality in the joint state space.

Proposition 2.2 (Lagrangian Decomposition). For any λ ě 0, and for all states and times, we

have that

Lλ
t (αt,βt) =

T
ÿ

τ=t

λτ Nτ +
J

ÿ

j=1

Vλ
t,j
(
αt,j, βt,j

)
,

9



where Vλ
t,j(αt,j, βt,j) is the value function for the treatment-specific DP

Vλ
t,j(αt,j, βt,j) = max

nt,jPt0,...,Ntu

((
αt,j

αt,j + βt,j
´ λt

)
nt,j + Ek(nt,j)

[
Vλ

t+1,j
(
αt+1,j, βt+1,j

) ])
, (2.3)

with terminal value Vλ
T+1,j(αT+1,j, βT+1,j) = 0 for all states.

Proof of Proposition 2.2. The result follows directly from the standard Lagrangian relax-

ation for weakly coupled stochastic dynamic programs with separable dynamics and ad-

ditive rewards developed in Adelman and Mersereau, 2008. When the resource constraint

(2.1) of period t is dualized with multiplier λt ě 0, the resulting Lagrangian objective

function becomes separable across treatments, and hence the dynamic program decom-

poses into J independent subproblems, one for each treatment. The term
řT

τ=t λτ Nτ corre-

sponds to the dual cost of relaxing the resource constraint in the upcoming periods. Each

treatment-specific value function Vλ
t,j solves a dynamic program that maximizes the ex-

pected reward (
αt,j

αt,j+βt,j
´ λt)nt,j over feasible allocations, recursively incorporating future

values.

Although any non-negative λ yields an upper bound on the optimal value of the original

constrained problem, our goal is to optimize λ to find the best (i.e., lowest) upper bound.

The corresponding Lagrangian dual problem is

min
λě0

Lλ
1 (α1,β1) . (2.4)

With the optimal Lagrange multipliers λ˚, we can find the corresponding optimal poli-

cies for each treatment-specific subproblem. It is possible for a treatment to have multiple

optimal actions at a given state, which we refer to as “ties” of optimal actions. We define

the number of ties for a given state and treatment as the number of optimal actions be-

yond the first. When such ties occur, the DM may choose any of the optimal actions and

may randomize across them. The total number of ties across all treatments and states can

be bounded above by the number of relaxed constraints in the Lagrangian formulation of

problem (2.4), as shown in Appendix C.1. This leads to the following result:
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Proposition 2.3 (Maximum Number of Ties). At the optimal Lagrange multipliers λ˚, the

total number of ties of optimal actions across all periods and possible states is at most T.

See Appendix C.2 for the proof.

The complementary slackness conditions of the Lagrangian dual problem (2.4) imply

the existence of an optimal randomized Lagrangian policy that uses at most Nt resources

per period in expectation. The following proposition formalizes this:

Proposition 2.4 (Optimality Condition). The Lagrange multipliers λ˚ are optimal if and only

if there exists an optimal randomized allocation policy π˚ at λ˚ such that for every period t, we

have E

 J
ÿ

j=1

nπ˚

t,j

 ď Nt

 K (λ˚
t ě 0) ,

where nπ˚

t,j denotes the amount of resources allocated at time t to treatment j under π˚ and K

indicates that at least one of these conditions is binding.

Proposition 2.4 follows from standard duality results in constrained stochastic dynamic

programming (e.g., Adelman and Mersereau, 2008; Altman, 2021), where Lagrange multi-

pliers are optimal if and only if the associated constraints satisfy complementary slackness

under an optimal policy. The result indicates that if the optimal Lagrange multiplier λ˚
t is

positive for period t, then the expected amount of resources allocated in period t across all

treatments under the optimal policy π˚ corresponding to λ˚
t is exactly Nt.

2.2 Performance Analysis for the Two-Period Uniform Prior Model

In this section, we develop and analyze a feasible policy based on the Lagrangian dual

problem under three assumptions: (1) the number of resources available per period is

constant over time (denoted by N); (2) the time horizon is T = 2 periods; and (3) the prior

distribution for all treatments is uniform, i.e.,
(
α1,j, β1,j

)
= (1, 1). The assumption of an

initial B(1, 1) distribution reflects a situation where the DM has no prior knowledge about

any particular treatment and assumes an expected success rate of 0.5 for all treatments. We
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then establish a bound on the relative performance gap between this feasible policy and the

optimal policy of the original DP (2.2) to show that this feasible policy is asymptotically

optimal.

2.2.1 Optimal Policy of the Lagrangian Dual Problem

In this section, we characterize the optimal policy of the Lagrangian relaxed problem

(2.4), which we refer to as the “optimal relaxed policy” below. Our goal is to determine

the optimal Lagrange multipliers for the relaxed, decomposed problem and identify the

corresponding optimal actions and resource allocation probabilities.

Given the initial symmetry across treatments, to solve the Lagrangian relaxation prob-

lem for a given set of multipliers (λ1, λ2), it is sufficient to solve the treatment-specific DP

for a single treatment j. With the above assumptions, the decomposed value function (2.3)

becomes

Vλ
2,j(α2,j, β2,j) = max

n2,jPt0,...,Nu

(
α2,j

α2,j + β2,j
´ λ2

)
n2,j =

(
1 + k(n1,j)

2 + n1,j
´ λ2

)+

N ,

and

Vλ
1,j(α1,j, β1,j) = max

n1,jPt0,...,Nu

((
α1,j

α1,j + β1,j
´ λ1

)
n1,j + Ek(n1,j)

[
Vλ

2,j(α2,j, β2,j)
])

= max
n1,jPt0,...,Nu

((
1
2

´ λ1

)
n1,j + Ek(n1,j)

[(
1 + k(n1,j)

2 + n1,j
´ λ2

)+

N

])
. (2.5)

To characterize the optimal actions n˚
1,j that maximize Vλ

1,j(α1,j, β1,j) for a given λ, we

define the continuation value Qλ
t,j(n1,j) as the expected value of treatment j starting from

the tth period given n1,j. The continuation values Qλ
1,j(n1,j) and Qλ

2,j(n1,j) are given by:

Qλ
1,j(n1,j) =

(
1
2

´ λ1

)
n1,j + Qλ

2,j(n1,j) , and

Qλ
2,j(n1,j) = Ek(n1,j)

[(
1 + k(n1,j)

2 + n1,j
´ λ2

)+

N

]
. (2.6)

By characterizing the geometric properties of the continuation value functions with

respect to n1,j, we can show that for any given λ2 P (0.5, 1), there always exists a λ1 such
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that n1,j = 0 is one of the multiple optimal actions under the corresponding Lagrangian

relaxed problem. This serves as a key result that enables us to identify the remaining

optimal actions and the corresponding probability distribution across these actions in an

optimal randomized policy. The following proposition formally establishes this claim.

Proposition 2.5. For any λ2 P (0.5, 1), there exists a λ1 ą 0.5 such that n1,j = 0 and some

n1,j ą 0 are optimal actions for problem (2.5).

Overview of the Proof of Proposition 2.5. The proof of Proposition 2.5 relies on analyzing

the geometric properties of Qλ
2,j(n1,j) by characterizing its derivatives. We first show that

for all λ2 ě 0, the continuation value Qλ
2,j(n1,j) is non-decreasing with respect to n1,j when

n1,j P Z+. For any λ2 P (0.5, 1), the graph of Qλ
2,j(n1,j) consists of continuous segments

which are piecewise concave. The first segment is a straight line with value 0, followed

by strictly concave curves for the subsequent segments (see Figure 2.1a). Each segment

determines a range of n1,j values for which the same number of success counts k(n1,j) can

lead the posterior mean to exceed λ2. For instance, in the first curved segment, only the

all-success outcome k(n1,j) = n1,j meets this condition; in the second curved segment, both

k(n1,j) = n1,j and k(n1,j) = n1,j ´ 1 do. We then show that for any λ2 P (0.5, 1), there exists

a line from the origin that is always on or above Qλ
2,j(n1,j) and is tangent to Qλ

2,j(n1,j), as

illustrated by the red line in Figure 2.1a. The point of tangency always lies on the first

curved segment of Qλ
2,j(n1,j). Let λ1 be 0.5 plus the gradient of this line, then n1,j = 0 and

the n1,j value at the point of tangency maximize DP (2.5).

Figure 2.1 illustrates the geometric properties of the continuation value functions using

a given value of multiplier λ2 and its corresponding λ1 as described in Proposition 2.5. The

resulting plot of Qλ
1,j(n1,j) against n1,j confirms that the optimal actions are 0 and those

at which the line from the origin is tangent to Qλ
2,j(n1,j). For instance, in Figure 2.1b,

the optimal values of n1,j are 0, 9, and 10, which match the points of tangency in Figure

2.1a. These are the only first-period allocation actions selected under the optimal policy

corresponding to this choice of multipliers.
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FIGURE 2.1: Continuation value functions with N = 100.

To obtain the optimal allocation policy, we jointly determine the Lagrange multipliers,

the corresponding set of optimal actions, and the associated randomized allocation proba-

bilities. These quantities are computed such that the resulting randomized policy allocates

exactly N resources in expectation in each period. By Proposition 2.4, this condition

ensures the optimality of the resulting policy and multipliers. The following proposition es-

tablishes that this policy and the associated multipliers solve the Lagrangian dual problem

(2.4) optimally.

Proposition 2.6 (Optimal Relaxed Policy). When J ě
?

N + 0.5, an optimal policy for the

optimal Lagrangian dual problem (2.4) is:

1. In the first period, for each treatment j, assign
?

N ´ 1 resources 1 with probability
?

N
2J ,

assign
?

N resources with probability
?

N+1
2J , and assign 0 resources otherwise; and

2. In the second period, assign N resources to any treatment whose outcomes in the first period

are all successful.

This policy assigns N resources in expectation in both periods.

1 Here, we assume that
?

N is an integer. If not, the optimal positive n1,j values should be t
?

N + 0.25 ´ 0.5u

and r
?

N + 0.25 ´ 0.5s. This assumption simplifies the notation, and the policy under this assumption is
proven to be asymptotically optimal.
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Overview of the Proof of Proposition 2.6. To characterize the optimal relaxed policy, we

construct a system of four equations in four unknowns: the Lagrange multipliers λ1 and

λ2, the expected value of the positive first-period allocations n̄1,j, and the probability of

allocating this positive amount to a treatment. This system is derived under the tangency

condition established in Proposition 2.5, which ensures that n1,j = 0 is an optimal action.

Under this condition, we derive that the expected value of a positive optimal action is

n̄1,j =
b

N + 1
4 ´ 1

2 . By Proposition 2.3, there are at most two positive optimal actions,

and we show they differ by at most 1, allowing us to identify feasible values for the optimal

actions n˚
1,j. In the second period, the optimal action n˚

2,j is either 0 or N, as implied by the

value function (2.5). The optimal allocation probability is determined using Proposition 2.4,

which requires that the expected resource allocation per period equals N. See Appendix

A.3 for the full proof.

To complete the characterization of the optimal dual solution, we derive the correspond-

ing Lagrange multipliers.

Proposition 2.7 (Optimal Multipliers). The optimal Lagrange multipliers are

λ˚
1 =

1
2
+

N
?

N + 2
´

N
?

N + 1
+

(
N

?
N

´
N

?
N + 1

)(
(1 ´

?
N)(

?
N + 1)

2(
?

N + 2)
+

?
N

2

)
,

λ˚
2 =

(1 ´
?

N)(
?

N + 1)
2(

?
N + 2)

+

?
N

2
.

2.2.2 Feasible Policy and Relative Performance Gap

The optimal relaxed policy as described in Proposition 2.6 may assign more than N

resources in a given period and violate constraints (2.1). To address this problem, we

propose an alternative policy, referred to as the “feasible relaxed policy” that resembles

the optimal relaxed policy while strictly satisfying the resource constraints. We further

demonstrate that the relative performance gap between these two policies converges to

zero as the per-period resource budget N increases, indicating that the feasible policy is

asymptotically optimal.
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Definition 2.2.1 (Feasible Relaxed Policy). Given J ě
?

N + 0.5, the feasible relaxed policy

is as follows:

1. In the first period, randomly choose N 1
2
?

N
treatments and assign

?
N ´ 1 resources

to each treatment; randomly choose another N
(

1
2
?

N
+ 1

2N

)
treatments and assign

?
N resources to each treatment; and

2. In the second period, assign all N resources to a treatment with the highest updated

success rate.

The feasible relaxed policy allocates a fixed number of treatments in the first period,

which guarantees that the total number of resources allocated in any period is not greater

than N. Therefore, it is a feasible policy and its value serves as a lower bound on the value

of the original problem (2.2). The next result shows that the feasible relaxed policy achieves

near-optimal performance in the original problem as N grows large.

Theorem 2.8 (Asymptotic Optimality of the Feasible Relaxed Policy). Denote the value of

the optimal policy as described in Proposition 2.6 as Lλ˚

1 , the value of the optimal policy of the

original unrelaxed problem (2.2) as V˚
1 , and the value of the feasible relaxed policy as described in

Definition 2.2.1 as Vπ
1 . We have that

V˚
1 ´ Vπ

1
V˚

1
ď

Lλ˚

1 ´ Vπ
1

Vπ
1

ă

(
1
4
+

1
e ´ 1

) ?
N + 1
N

.

Overview of the Proof of Theorem 2.8. We introduce a feasible policy π1 whose value

Vπ1

1 is a lower bound on Vπ
1 : in the first period, assign

?
N ´ 1 resources to N 1

2
?

N
+

N
(

1
2
?

N
+ 1

2N

)
=

?
N + 1

2 treatments, which rounds down to
?

N 2. In the first period,

the expected value of π1 is N
2 ´

?
N

4 ´ 1
4 , and the expected value of the optimal relaxed

policy is N
2 . The difference between the two values is

?
N

4 + 1
4 . In the second period, Lλ˚

2 is

2 Without the assumption of
?

N being an integer, the number of treatments allocated
?

N ´ 1 treatments is
t
?

Nu.
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FIGURE 2.2: Relative performance gap with benchmark function.

bounded from above by N
?

N+1?
N+2

, which is the reward if the best treatment was allocated
?

N

treatments and achieved all successes in the first period. By bounding the order statistics,

we show that the value Vπ1

2 is bounded from below by N
(?

N´ 1
e´1?

N+1

)
.

Theorem 2.8 shows that the relative performance gap between the optimal relaxed policy

and the feasible relaxed policy converges to zero as N Ñ 8 with the convergence rate of

O
(

N´ 1
2

)
(see Figure 2.2). The shape of the plots is independent of the total number of

treatments J, as both the optimal action and the expected number of treatments receiving

allocation depend only on N. Therefore, we have demonstrated a tight bound on V˚
1 and

shown that the feasible relaxed policy is asymptotically optimal and performs well in the

original model, especially when N is large.

2.3 Generalization to Heterogeneous Treatment Types

In this section, we relax one of the assumptions made in Section 2.2 that all treatments

have the same initial success rate distribution. Before the sequential decision-making pro-

cess begins, the DM may have prior knowledge of the treatments in terms of their mean

and variance in success rates. Intuitively, more resources should be allocated to treatments

more likely to yield a higher success rate. However, it is also important to allocate resources
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to under-tested treatments, as some may have high success rates. Our goal in this section

is to study how an optimal allocation policy functions given heterogeneous beliefs about

success rates.

We consider multiple types of treatments, with each type characterized by a distinct

prior belief about its success rate. Let the total number of types be I and the initial

parameters for each type be (α1,i, β1,i) for type i where i = 1, ..., I. The initial success

rate distribution for all types is then B(α1,β1), where α1 = (α1,1, ..., α1,I) and β1 =

(β1,1, ..., β1,I). We also assume that the fraction of treatments of type i among all treatments,

denoted by fi, is given in the vector f = ( f1, ..., f I) whose entries sum up to 1. For example,

α1 = (1, 10), β1 = (1, 5) and f = (0.1, 0.9) indicate that 10% of the total treatments have

a success rate following the prior distribution B(1, 1), while the remaining 90% follow

B(10, 5). The other two assumptions in Section 2.2 remain unchanged: the total time

horizon is T = 2 and the number of resources available for each period is N.

In this new model, the Lagrangian relaxed problem can be decomposed into subproblems

specific to each type of treatment. The decomposition (2.3) can be rewritten as

Lλ
1 (α1,β1) = N

T
ÿ

t=1

λt + J
I

ÿ

i=1

fiVλ
1,i (α1,i, β1,i) , (2.7)

where Vλ
t,i(αt,i, βt,i) is the value function for the type-specific DP

Vλ
t,i(αt,i, βt,i) = max

nt,iPt0,...,Nu

((
αt,i

αt,i + βt,i
´ λt

)
nt,i + Ek(nt,i)

[
Vλ

t+1,i (αt+1,i, βt+1,i)
])

,

with terminal value Vλ
T+1,i(αT+1,i, βT+1,i) = 0 for all states and treatment types.

2.3.1 Empirical Results of Optimal Actions

In this section, we present empirical results on the optimal policy for the decomposed

problem (2.7), focusing on the optimal allocation of resources across different treatment

types. Our optimization experiments varied along three dimensions: the choice of beta

priors, the fractions of treatment types, and the ratio of the number of treatments to
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available resources. Our findings indicate that the optimal actions are influenced by all of

the above factors.

Optimal Actions with One Outperforming Treatment Type. We first examine the case

where one type of treatment clearly outperforms the others, either due to a higher mean

or variance in success rate, or both. Intuitively, it is beneficial to concentrate resources on

this superior treatment type, as it offers the highest potential to yield successful outcomes.

The following are three cases where one type of treatment clearly outperforms the others:

1. Higher Mean: One treatment type has a significantly higher mean of success rate and

all treatment types have similar variance of success rate.

2. Higher Variance: One treatment type has a significantly higher variance of success

rate and all treatment types have similar mean of success rate.

3. Higher Mean and Higher Variance: One treatment type has both a higher mean and

a higher variance of success rate than all other treatment types.

In Table 2.1, we present numerical examples of mixtures of treatment types for each of

the three cases, with which we calculate the optimal actions. In all examples, the first type

has the highest mean and/or variance in success rate among all, hence outperforming the

rest. We use the notation (α, β) : x% to represent the distribution and fraction of treatment

types. The parameters (α, β) represent the prior distribution of success rate, and x% means

the treatment type accounts for x% of the total treatments. We assume that N = J = 100

for all examples.

Table 2.1: Treatment type mixtures with one clearly outperforming type.

Higher Mean
(Similar Variance)

Higher Variance
(Similar Mean)

Higher Mean and
Higher Variance

Two types (10,1): 50%,
(1,10): 50%

(1,1): 50%,
(10,10): 50%

(1,1): 50%,
(5,10): 50%

Multiple types (15,10): 33%,
(10,15): 33%,
(5,14): 33%

(90,90): 33%,
(95,95): 33%,

(100,100): 33%

(9,1): 33%,
(1,10): 33%,
(90,10): 33%
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Running the optimization algorithm on these examples to minimize problem (2.7), we

observe that the optimal action in the first period can be positive only for the first type

(i.e., the outperforming type) of each treatment type mixture. The optimal actions of the

outperforming type are the same as if it were the only type available. Hence, it is optimal to

assign resources exclusively to this outperforming type. This aligns with the intuition that

when one treatment type is clearly superior, the problem effectively reduces to a single-type

setting.

Optimal Allocation with Comparable Treatment Types. We consider the case where no

treatment clearly stands out as superior at the beginning. In other words, any treatment

with a higher mean success rate must exhibit lower variance, and vice versa, so no treatment

dominates in terms of both expected performance and learning potential. Since the initial

beliefs about these treatments are similar, all types have the potential to outperform the

rest as the test progresses and more data become available, making careful allocation of

resources across treatments necessary.

Table 2.2 shows some examples of the prior states and the corresponding optimal actions

in the first period for multiple treatment types with comparable mean and variance and

equal fractions. These examples illustrate how the resources are allocated across treatment

types when no clear outperformer exists.

Table 2.2: Optimal actions in the first period under different prior state combinations
with equal fractions.

Prior States (α1,i, β1,i) Fractions fi Optimal Actions n˚
1,i

(1, 1), (10, 5) 50%, 50% (0, 5), (0, 34)
(1, 1), (10, 5), (20, 9) 33%, 33%, 33% (0, 5), 0, (0, 63)
(1, 1), (10, 5), (14, 6), (20, 9) 25%, 25%, 25%, 25% (0, 5), 0, (0, 26), 0
(1, 1), (10, 5), (14, 6), (20, 9), (24, 10) 20%, 20%, 20%, 20%, 20% (0, 5), 0, (0, 26), 0, 0
(1, 1), (10, 5), (14, 6), (20, 9), (25, 10) 20%, 20%, 20%, 20%, 20% (0, 5), 0, 0, 0, (0, 49)

It is worth noting that Proposition 2.3 still holds and there are at most T ties of optimal

actions, which implies that there are at most T types of treatments with multiple optimal
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actions. This is reflected in Table 2.2 in all five examples. Moreover, the empirical results

show that n1,j = 0 is optimal for all treatment types.

Impact of Treatment Fraction and Number of Treatments. The previously observed opti-

mal actions may change when there is a significant imbalance in the fraction or number of

treatments of different types. If the number of treatments of a type is very small, the opti-

mal policy can change and n1,i = 0 may no longer be optimal for the type. In the following,

we present two examples illustrating how different values of the fraction of treatment types

f and the total number of treatments J affect the optimal actions in the first period.

Table 2.3 shows the optimal actions for two treatment types of priors B(1, 1) and

B(10, 10) under different fractions f and total number of treatments J, with fixed N = 100.

The first type has a higher variance in success rate and clearly outperforms the second.

Table 2.3: Optimal actions for treatment types B(1, 1) and B(10, 10) under different f
and J, with fixed N = 100.

f = (0.1, 0.9) f = (0.5, 0.5) f = (0.9, 0.1)

J B(1, 1) B(10, 10) B(1, 1) B(10, 10) B(1, 1) B(10, 10)

10 21 0, 15, 18 19, 24 0 9, 14, 15 0
100 9, 10, 15 0 0, 9, 10 0 0, 9, 10 0
1000 0, 9, 10 0 0, 9, 10 0 0, 9, 10 0

The first row of J = 10 shows that when the number of treatments is small, the DM

may assign resources to the B(10, 10)-type, even though it is inferior to the B(1, 1)-type.

This occurs when the continuation values of the treatments are small and contribute only

a small fraction to the Lagrangian relaxed value function, leading to a small optimal λ˚.

To understand this, recall that the optimal λ˚ minimizes

Lλ
1 ((1, 10), (1, 10)) = N

T
ÿ

t=1

λt + J f1Vλ
1,1(1, 1) + J f2Vλ

1,2(10, 10).

As λ increases, the term N
řT

t=1 λt increases, while the treatment-specific continuation

values Vλ
1,1(1, 1) and Vλ

1,2(10, 10) decrease until they reach a minimum of 0. The reverse
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happens when λ decreases. The optimal λ˚ thus balances the trade-off between minimizing

the immediate cost of resource allocation and minimizing the continuation values. When

J fi is large compared to N, such as when fi = 0.9 and J = 1000, the continuation value

Vλ
1,j(αi, βi) contribute significantly to Lλ

1 . In such cases, λ˚ needs to be large enough to

reduce the continuation values to 0. However, when J fi is small relative to N, for example,

if fi = 0.1 and J = 10, a smaller λ˚ is optimal which ensures that the cost term N
řT

t=1 λt

remains low, even if it results in non-zero continuation values and positive allocations to

inferior types. This explains why the B(10, 10)-type may receive resources despite appearing

dominated: when the number of treatments is small relative to N, the optimal multipliers

prioritize minimizing cost over fully eliminating inferior allocations.

Next, we examine the impact of f and J in settings where treatment types are com-

parable. For example, consider the first row of Table 2.2, which includes two treatment

types: B(1, 1) and B(10, 5). In this case, neither type clearly outperforms the other. With

N fixed at 100, the optimal actions for different f and J values are shown in Table 2.4:

Table 2.4: Optimal actions for treatment types B(1, 1) and B(10, 5) under different f and
J, with fixed N = 100.

f = (0.1, 0.9) f = (0.5, 0.5) f = (0.9, 0.1)

J B(1, 1) B(10, 5) B(1, 1) B(10, 5) B(1, 1) B(10, 5)

10 4 0, 16, 17 5 0, 33, 34 0, 5 70, 75
100 0, 5 0, 34 0, 5 0, 34 0, 5 0, 34
1000 0, 5 0, 34 0, 5 0, 34 0, 5 0, 34

Similar to the observation in Table 2.3, the optimal policy changes when J = 10. This

again is a result of optimizing λ˚ to balance the overall cost and continuation values when

the total number of treatments and their associated probabilities are small compared to N.

Note that Proposition 2.3, which limits the number of ties of optimal actions to at most 2,

still holds in all examples.
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2.3.2 Optimal Allocation Probabilities

After determining the optimal actions, we compute the optimal allocation probabilities

over the set of optimal actions for each treatment type, specifying how resources are split

across different types and their corresponding actions to fully characterize the optimal

policy. The problem simplifies when one treatment type clearly outperforms the others

and receives all the allocated resources, effectively reducing the problem to a single-type

scenario. However, when multiple treatment types perform comparably, we must examine

the values of the optimal allocation probabilities more closely to understand the structure

of the optimal policy.

We introduce the probability vector q where qt,j(αt,j, βt,j, nt,j) denotes the probability of

visiting state (αt,j, βt,j) and taking action nt,j in the Lagrangian relaxed problem, as defined

in LP (C.2) in Appendix C.1. For a treatment j of type i, the probability of being allocated

n1,j resources in the first period is q1,j(α1,i, β1,i, n1,j), which may be positive only when n1,j

is an optimal action for state (α1,i, β1,i) and is 0 otherwise.

While the solution of LP (C.2) provides us the optimal probability of taking each ac-

tion q˚, the complexity of computing q˚ increases with the number of available resources,

because the state space scales quadratically with N. However, leveraging the results of

the optimal actions of each state in Section 2.3.1, we can significantly reduce the size of

q and accelerate the computation of optimal q˚ by only including those values of n1,j

that correspond to optimal actions for states (α1,i, β1,i). Additionally, since the value of

the optimal λ˚
2 can be obtained from the same computation that gives the optimal ac-

tions, the second-period resource allocation decision is determined as follows: if the up-

dated success rate α2,j
α2,j+β2,j

is less than the optimal λ˚
2 , then only zero allocation is used, so

ř

n2,j
q2,j(α2,j, β2,j, n2,j) = q2,j(α2,j, β2,j, 0). Otherwise, it equals q2,j(α2,j, β2,j, N). By equation

(C.2d), we can use a function of q1 to express
ř

n2,j
q2,j(α2,j, β2,j, n2,j), reducing the problem

to an optimization over q1 alone.

Using the last two rows of Table 2.4 as an example, Table 2.5 reports the computed
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optimal allocation probability of different optimal actions for the two treatment types, with

varying values of f and J.

Table 2.5: Optimal allocation probabilities for treatments of type 1: B(1, 1) and type 2:
B(10, 5) under different f and J, with fixed N = 100.

J Type and Action f = (0.1, 0.9) f = (0.5, 0.5) f = (0.9, 0.1)

100

n˚
1,type 1 = 0 0.4884 0.8977 0.9432

n˚
1,type 1 = 5 0.5116 0.1023 0.0568

n˚
1,type 2 = 0 0.9757 0.9562 0.7811

n˚
1,type 2 = 34 0.0243 0.0438 0.2189

1000

n˚
1,type 1 = 0 0.9488 0.9898 0.9943

n˚
1,type 1 = 5 0.0512 0.0102 0.0057

n˚
1,type 2 = 0 0.9976 0.9956 0.9781

n˚
1,type 2 = 34 0.0024 0.0044 0.0219

Table 2.5 indicates that when the treatment types and optimal actions remain un-

changed, the quantity J fiq˚
1,i(α1,i, β1,i, n˚

1,i)n
˚
1,i remains constant for a positive optimal action

n˚
1,i of a treatment of type i. This implies that the expected number of resources allocated

to each treatment type remains unchanged regardless of the fractions of treatment types or

the total number of treatments. Furthermore, the optimal Lagrange multipliers λ˚
1 and λ˚

2

remain the same across different values of f and J as long as the optimal actions do not

change.

2.3.3 Feasible Policy and Relative Performance Gap

The optimal policy of the relaxed model works as follows:

1. In the first period, for each treatment j of type i, allocate n1,j resources with proba-

bility q˚
1,j(α1,i, β1,i, n1,j); and

2. In the second period, allocate N resources to all treatments with an updated success

rate greater than λ˚
2 .

Under this optimal policy, with sufficiently large J, n1,j = 0 is an optimal action for all

treatments, meaning the optimal value Vλ˚

1,j
(
α1,j, β1,j

)
is 0 for all treatments. As a result,
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FIGURE 2.3: Relative performance gap with heterogeneous treatment types and
benchmark function.

the value of the relaxed DP Lλ˚

1 (α1,β1) is N
řT

t=1 λ˚
t . This value of Lλ˚

1 serves as an upper

bound on the optimal policy of the original, unrelaxed problem.

A feasible version of the policy that satisfies the resource constraints (2.1) is as follows:

1. In the first period, for each prior type i, assign n1,j resources to
Y

J fiq˚
1,j(α1,i, β1,i, n1,j)

]

treatments of type i; and

2. In the second period, allocate all N resources to a treatment with the highest updated

success rate.

The value of this feasible policy serves as a lower bound on the optimal feasible policy

of the original problem. By plotting the relative performance gap between the two policies

against N, we observe that the gap converges to 0 as N Ñ 8, indicating that the feasible

policy is asymptotically optimal. For example, Figure 2.3 illustrates the relative perfor-

mance gap and a benchmark function for the same setting presented in Table 2.5, which

involves two comparable prior types: B(1, 1) and B(10, 5). In this example, the values

of J and f do not affect the shape of the plotted curve, since the expected allocation to

each treatment type depends only on the prior parameters and N (as shown in Table 2.5),

provided that J fi is not so small for any type i that allocating zero resources in the first

period becomes optimal.
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3. Beta-Binomial Model with Constrained Total
Resources

In this section, we introduce a second model with a fixed total resource budget. The

number of resources available to allocate across all periods is N. The set of feasible resource

allocations is given by

U =

$

&

%

n P Z
TˆJ
+ :

T
ÿ

t=1

J
ÿ

j=1

nt,j ď N

,

.

-

. (3.1)

Unlike in the model of Section 2 where resources are replenished at the beginning of

each period, in this model, the resources available for allocation vary for each period. To

represent the remaining amount of resources available for allocation in period t, we introduce

a new state variable mt, where

m1 = N, and

mt+1 = mt ´

J
ÿ

j=1

nt,j.

Denote the value function in a given state of beliefs and resources available (αt,βt, mt)

as Vt(αt,βt, mt). Taking the terminal value VT+1(αT+1,βT+1, mT+1) = 0 for all terminal

states and resources available, the value function for period t is given by

Vt(αt,βt, mt) = max
nPU

 J
ÿ

j=1

E[k(nt,j)] + Ek(nt) [Vt+1 (αt+1,βt+1, mt+1) ]



= max
nPU

 J
ÿ

j=1

αt,j

αt,j + βt,j
nt,j + Ek(nt)

Vt+1

αt+1,βt+1, mt ´

J
ÿ

j=1

nt,j

 ,

(3.2)

where k(nt) = (k(nt,1), ..., k(nt,J)), k(nt,j) „ BB(nt,j, αt,j, βt,j).

Similar to our approach in Section 2.1, we apply Lagrangian relaxation to the problem

by relaxing the resource constraint (3.1). Denoting the Lagrange multiplier associated with

the resource constraint (3.1) by λ ě 0, we add a Lagrange term that penalizes violations of
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the constraint to the objective function. Analogous to the DP (3.2), we have the Lagrangian

relaxed problem as:

L̃λ
t (αt,βt, mt) = max

ntPt0,...,mtuJ

 J
ÿ

j=1

αt,j

αt,j + βt,j
nt,j ´ λ

J
ÿ

j=1

nt,j

+ Ek(nt)

L̃λ
t+1

αt+1,βt+1, mt ´

J
ÿ

j=1

nt,j

 ,

with the terminal value L̃λ
T+1(αT+1,βT+1, mT+1) = 0 for all terminal states and remaining

resources, and

Lλ
1 (α1,β1, N) = λN + L̃λ

1 (α1,β1, N).

Compared to the original DP (3.2), there are two key changes. First, the resource con-

straint has been relaxed, allowing the DM to allocate up to mt resources to any treatment at

time t. Second, the objective function includes a Lagrange term that penalizes policies that

violate the resource constraint. For any λ ě 0, it holds that V1(α1,β1, N) ď Lλ
1 (α1,β1, N)

for all states. Thus, for any λ ě 0, Lλ
1 (α1,β1, N) can be used as a performance upper bound

to assess the quality of a feasible policy.

Moreover, the Lagrangian DP decomposes into a sum of treatment-specific subproblems,

each of which can be solved independently.

Proposition 3.1 (Decomposition of the Lagrangian DP). For all states and λ ě 0, we have

that

Lλ
1 (α1,β1, N) = λN +

J
ÿ

j=1

Vλ
1,j(α1,j, β1,j, N) ,

where Vλ
t,j(αt,j, βt,j, mt,j) is the value function for the treatment-specific DP

Vλ
t,j(αt,j, βt,j, mt,j) = max

nt,jPt0,...,mt,ju

(
αt,j

αt,j + βt,j
´ λ

)
nt,j
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+ Ek(nt,j)

[
Vλ

t+1,j
(
αt,j + k(nt,j), βt,j + nt,j ´ k(nt,j), mt,j ´ nt,j

) ]
, (3.3)

with the terminal case Vλ
T+1,j(αT+1,j, βT+1,j, mT+1,j) = 0 for all αT+1,j, βT+1,j and mT+1,j.

Although any non-negative λ provides an upper bound on V1(α1,β1, N), our goal is to

optimize λ to find the lowest upper bound. The corresponding Lagrangian dual problem

is:

min
λě0

Lλ
1 (α1,β1, N) . (3.4)

The complementary slackness condition for λ˚ implies the existence of an optimal random-

ized Lagrangian policy that uses at most N resources in total in expectation. Moreover, if

the optimal λ˚ is positive, then the optimal randomized Lagrangian policy uses exactly N

resources in expectation. The following result formalizes this.

Proposition 3.2 (Optimality Condition). Lagrange multiplier λ˚ is optimal if and only if there

exists an optimal randomized allocation policy π˚ at λ˚ such that

E

 T
ÿ

t=1

J
ÿ

j=1

nπ˚

t,j

 ď N

 K (λ˚ ě 0) ,

where nπ˚

t,j denotes the amount of resources allocated at time t to treatment j under policy π˚ and

K indicates that at least one of these conditions is binding.

At the optimal Lagrange multiplier λ˚, it can be derived from the dual of LP (3.4) that

there is at most one tie of optimal actions across all periods and states. Here, a tie refers to

an additional optimal action beyond the first, as defined in Section 2.1. This implies that

only one treatment type can exhibit a tie, and such a tie can occur in at most one state;

all other types have a unique optimal action at every state.

3.1 Performance Analysis for the Two-Period Uniform Prior Model

Similar to Section 2.2, we develop and analyze a feasible policy based on the Lagrangian

dual problem with three assumptions: (1) the total number of resources across all periods
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is constant (denoted by N); (2) the time horizon is T = 2 periods; and (3) the prior

distribution for all treatments is uniform, i.e.,
(
α1,j, β1,j

)
= (1, 1).

Given the initial symmetry across treatments, to solve the Lagrangian relaxation for a

given λ, it is sufficient to solve the treatment-specific DP for a single treatment j. With

the above assumptions, the decomposed value function (3.3) simplifies to

Vλ
2,j(α2,j, β2,j, N ´ n1,j) = max

n2,jPt0,...,N´n1,ju

((
α2,j

α2,j + β2,j
´ λ

)
n2,j

)

=

(
1 + k(n1,j)

2 + n1,j
´ λ

)+

(N ´ n1,j) ,

and

Vλ
1,j(α1,j, β1,j, N) = max

n1,jPt0,...,Nu

((
α1,j

α1,j + β1,j
´ λ

)
n1,j + Ek(n1,j)

[
Vλ

2,j(α2,j, β2,j, N ´ n1,j)
] )

= max
n1,jPt0,...,Nu

((
1
2

´ λ

)
n1,j + Ek(n1,j)

[(
1 + k(n1,j)

2 + n1,j
´ λ

)+

(N ´ n1,j)

])
.

(3.5)

We use continuation values similar to those introduced in Section 2.2, though the func-

tional forms differ due to the change in the resource constraint. The continuation values

Qλ
t,j(n1,j) representing the expected value of treatment j starting from the tth period given

n1,j are:

Qλ
1,j(n1,j) =

(
1
2

´ λ

)
n1,j + Qλ

2,j(n1,j) , and

Qλ
2,j(n1,j) = Ek(n1,j)

[(
1 + k(n1,j)

2 + n1,j
´ λ

)+

(N ´ n1,j)

]
. (3.6)

To find the optimal actions that maximize the continuation value functions, we analyze the

properties of these functions with respect to n1,j and show that the geometric properties

of the continuation function Qλ
2,j(n1,j) are similar to those of Qλ

2,j(n1,j) in Section 2.2. This

key result allows us to identify the remaining optimal actions and the optimal Lagrange
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multiplier, with which we characterize the optimal policy for the relaxed decomposed prob-

lem which we refer to as the “optimal relaxed policy” below. The following proposition

formalizes the optimal relaxed policy:

Proposition 3.3 (Optimal Relaxed Policy). When J ě

Z

N
1
3

^

+1
Z

N
1
3

^2

+N
N, an optimal policy for the

Lagrangian dual problem (3.4) is:

1. In the first period, for each treatment j, assign

$

’

’

’

&

’

’

’

%

Y

N
1
3

]

resources w.p. N
J

Z

N
1
3

^

+1
Z

N
1
3

^2

+N

0 resources otherwise;

and

2. In the second period, assign N ´

Y

N
1
3

]

resources to all treatments that have
Y

N
1
3

]

successes

in the first period.

Overview of the Proof of Proposition 3.3. The proof begins by deriving the values of the

optimal actions in both periods. Leveraging the geometric properties of the continuation

functions, we claim that there exists a Lagrange multiplier λ˚ ě 0 such that n1,j = 0 and

some n1,j ą 0 maximize Qλ˚

1,j (n1,j) and hence are the optimal actions in the first period.

Analyzing the derivatives of the continuation value functions with this λ˚, we establish

that n˚
1,j =

Y

N
1
3

]

is the positive optimal action. For the second period, the structure of the

value function (3.5) implies that the optimal action for any treatment j is either n˚
2,j = 0 or

n˚
2,j = N ´ n˚

1,j.

With these values of the optimal actions, we then calculate the optimal probabilities

of splitting resources between these actions. These probabilities are derived from the opti-

mality condition as described in Proposition 3.2, which requires the expected total number

of resources allocated to be N. These probabilities define the randomized optimal relaxed

policy, ensuring both feasibility and optimality for the Lagrangian dual problem.
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With the stated optimal relaxed policy, we can further derive the optimal Lagrange

multiplier value λ˚.

Proposition 3.4 (Optimal Lagrange Multiplier). The optimal Lagrange multiplier is

λ˚ =

N
2+n˚

1,j
´

n˚
1,j

2+n˚
1,j
+ 1

2 n˚
1,j

n˚
1,j +

N
n˚

1,j
´

n˚
1,j

n˚
1,j+1

, where n˚
1,j =

Y

N
1
3

]

.

See the proof of Propositions 3.3 and 3.4 in Appendix A.5.

The optimal relaxed policy may assign more than N resources in total and violate the

resource constraint (3.1). To address this issue, we propose a feasible policy, which we

refer to as the “feasible relaxed policy” below, that closely resembles the optimal relaxed

policy while respecting the resource constraint. The key modification is to allocate resources

based on predetermined fractions rather than randomly based on probabilities. We then

show that the relative performance gap between the two policies converges to 0 as the

number of resources available increases.

Definition 3.1.1 (Feasible Relaxed Policy). When J ě

Z

N
1
3

^

+1
Z

N
1
3

^2

+N
N, a feasible relaxed policy

is as follows:

1. In the first period, randomly choose

N

Y

N
1
3

]

+ 1
Y

N
1
3

]2
+ N

treatments and assign
Y

N
1
3

]

resources to each treatment; and

2. In the second period, pick a treatment with the highest updated success rate and

assign all the remaining

N ´ N

Y

N
1
3

]

+ 1
Y

N
1
3

]2
+ N

Y

N
1
3

]
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FIGURE 3.1: Relative performance gap with benchmark function.

resources to it.

The feasible relaxed policy allocates no more than N resources in total. Its value serves

as a lower bound on the value of the original problem (3.2).

Finally, we derive a bound on the performance gap between the optimal relaxed policy

and the feasible relaxed policy.

Theorem 3.5 (Asymptotic Optimality of the Feasible Relaxed Policy). Denote the value of

the optimal relaxed policy as described in Proposition 3.3 as Lλ˚

1 , the value of the optimal policy of

the original unrelaxed problem (3.2) as V˚
1 , and the value of the feasible relaxed policy as described

in Definition 3.1.1 as Vπ
1 . We have that

V˚
1 ´ Vπ

1
V˚

1
ď

Lλ˚

1 ´ Vπ
1

Lλ˚

1
ă

N2

N
2
3 +N

´

(
N ´ N

2
3

)
N

1
3 ´ 1

e´1

2+N
1
3

N2

N
2
3 +N

+ 1
2 N

2
3

, which is of order O(N´ 1
3 ) .

Overview of the Proof of Theorem 3.5. The proof begins by deriving an upper bound on

the performance gap of Lλ˚

1 and Vπ
1 as the numerator: in the first period, the two policies

have the same value in expectation; in the second period, their difference in value can be
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bounded from above. We then find an upper bound on Lλ˚

1 as the denominator. The ratio

gives us an upper bound on the relative performance gap, which converges to 0 at the rate

of O(N´ 1
3 ), since n˚

1,j is on the order of O(N
1
3 ).

Theorem 3.5 demonstrates a tight bound on V˚
1 and shows that the feasible relaxed

policy is asymptotically optimal with a convergence rate of O(N´ 1
3 ), as shown in Figure

3.1. The shape of the plots is independent of the total number of treatments J, as both the

optimal action and the expected number of treatments receiving allocation depend only on

N. This demonstrates that the feasible relaxed policy performs well in the original model,

especially when N is large.

3.2 Empirical Results with Heterogeneous Treatment Types

This section extends the analysis in Section 3.1 by considering multiple types of treat-

ments, each type with a different prior distribution of the success rate. Similar to Section

2.3, we represent the prior parameters using vectors α1 and β1, and denote the fraction of

each treatment type among all treatments by vector f .

Since we assume that the treatments have limited types of prior distribution, we can

simplify the original DP (3.3) to

Lλ
1 (α1,β1, N) = λN +

ÿ

i

ÿ

jPi

Vλ
1,j
(
α1,j, β1,j, N

)
, where i represents a type of treatments.

Due to the symmetry across treatments of the same type, the sum of treatment values

for type i is J fi times the value of each subproblem. Therefore, the relaxed DP can be

rewritten as

Lλ
1 (α1,β1, N) = λN + J

ÿ

i

fiVλ
1,j (α1,i, β1,i, N) .

Our goal is to find the optimal Lagrange multiplier λ˚ that minimizes Lλ
1 (α1,β1, N) and

the corresponding optimal values of n˚
t,j that maximize each treatment-specific subproblem.

Empirical Results of Optimal Actions and Allocation Policy. Focusing on the optimal al-

location action of resources across different treatment types, we conducted optimization ex-
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periments under varying beta distribution priors, treatment type fractions, and treatment-

to-resource ratios. Unlike in Section 2.3.1 where the resources are allocated to different

types of treatments under the optimal relaxed policy, we did not observe any case of re-

source splitting across different types of treatments in the examples we tried with. In other

words, there always seems to be a “best” treatment type among all types (typically charac-

terized by both a higher mean and greater variance in success rate), and all resources are

allocated to that treatment type only. For this best type, there is a tie of optimal actions

in the first period: n˚
1,j = 0 and tN´ 1

3 u. The optimal action for all other under-performing

types for all periods is 0. This observation aligns with our claim that regardless of the

number of periods and types of treatment, at most one type of treatment can have multiple

optimal actions.

Below are some examples of the optimization experiments conducted:

• With two types of treatments with priors (1, 1) and (10, 5) and mixture fraction

f = (0.5, 0.5), N = J = 100, the optimal actions for type (1, 1) are n˚
1 = 0 and 4,

and the optimal action for type (10, 5) is n˚
1 = 0.

• With three types of treatments with priors (4, 2), (1, 1), and (10, 5) and mixture

fraction f = (0.3, 0.3, 0.4), N = J = 100, the optimal actions for type (4, 2) are

n˚
1 = 0 and 6, and the optimal action for the remaining two types is n˚

1 = 0.

As all resources are allocated to a single treatment type, the problem reduces to the

single-type setting described in Section 3.1. Hence, the optimal allocation policy is identical

to that in Proposition 3.3. In addition, the optimal value of the Lagrange multiplier λ˚

stays unchanged as long as the optimal actions are unchanged.

The optimal policy of the relaxed model works as follows:

1. In the first period, for each treatment j of type i, allocate n1,j = n˚
1,i resources to it

with probability q˚
1,j(α1,i, β1,i, n˚

1,i), where q˚ is the solution of the dual LP (C.3); and

2. In the second period, allocate N ´ n1,j resources to treatment j if its updated success

rate exceeds λ˚.

Under the optimal policy, the optimal value Vλ˚

1,j is 0 for all treatments, as n1,j = 0 is
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FIGURE 3.2: Relative performance gap with heterogeneous treatment types and
benchmark function.

an optimal action for all treatments. As a result, the optimal value of the relaxed DP

Lλ˚

1 (α1,β1, N) is λ˚N, which is an upper bound on the optimal policy of the original

problem.

Feasible Policy and Converging Relative Performance Gap. A feasible policy that closely

resembles the actions of the optimal relaxed policy works as follows:

1. In the first period, for each treatment type i and each of its optimal actions n˚
1,j,

allocate n˚
1,j resources to

Y

J fiq˚
1,j(α1,i, β1,i, n˚

1,j)
]

treatments of type i; and

2. In the second period, allocate all remaining resources to a treatment with the highest

updated success rate.

The value of this feasible policy proposed is a lower bound on the optimal feasible

policy of the original problem. By plotting the relative performance gap of the two policies

against N, we observe that the relative gap decreases as N increases and converges to 0. For

example, Figure 3.2 shows the relative performance gap alongside a benchmark function

with two types of priors: (α1, β1) = (1, 1) and (α1, β1) = (10, 5), with f = (0.5, 0.5), J = N.
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4. Normal-Normal Model with Constrained Resources
per Period

This chapter studies the optimal allocation of a predetermined amount of resources in

each period under a Bayesian adaptive model where both the prior distribution and the

likelihood of observed outcomes are normally distributed. The key distinction from the

beta-binomial models in the previous chapters lies in the nature of the observed outcomes:

instead of binary realizations (e.g., success or failure), the normal-normal model allows

for continuous rewards that can take any real value. This generalization enables us to

capture a wider range of allocation problems where the outcome is continuously valued and

informative, rather than limited to discrete categories.

Consider a discrete-time, finite-horizon model over T periods. The total number of

treatments available for testing is J. In each period t = 1, ..., T, the DM allocates nt,j

resources to each treatment j. The maximum number of resources available to allocate at

time t is Nt. A resource allocation policy is feasible if the allocation satisfies the constraints

that no more than Nt resources are allocated in each period for all possible belief states

and time periods:

Ut =

$

&

%

nt P Z
J
ě0 :

J
ÿ

j=1

nt,j ď Nt

,

.

-

. (4.1)

Before allocating resources in the tth-period, the DM has belief θt,j about the underlying

reward of treatment j, which we assume follows a normal distribution

θt,j „ N
(

µt,j, σ2
t,j

)
,

and the initial belief about the underlying reward, θ1,j, has a known mean µ1,j and a known

variance σ2
1,j.

For each resource the DM allocates to a treatment, the DM observes and collects a re-

ward. We assume that these observations are independent and identically distributed across

resources for a given treatment and independent across treatments. When nt,j resources

are allocated to treatment j at time t, the observed rewards are normally distributed with
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a known variance σ2:

xi
t,j „ N (θt,j, σ2) , @i P t1, ..., nt,ju , (4.2)

and independent across i.

With the observations in each period, the DM updates the beliefs about each treatment’s

underlying reward. Since both the observed rewards and the prior belief follow normal

distribution, the posterior belief θt+1,j also follows a normal distribution with updated

parameters

θt+1 | x1
t,j, ..., x

nt,j
t,j „ N

(
µt+1,j, σ2

t+1,j

)
,

where

µt+1,j =

σ2µt,j + σ2
t,j

nt,j
ÿ

i=1

xi
t,j

nt,jσ
2
t,j + σ2

(4.3)

and

σ2
t+1,j =

σ2
t,jσ

2

nt,jσ
2
t,j + σ2

.

The objective is to maximize the expected total reward across all treatments and periods.

Following the standard results in dynamic programming (DP), we can solve the problem

using value iteration. Denote the value function in a given state of beliefs (µt,σ2
t ) as Vt.

Taking the terminal value VT+1(µT+1,σ2
T+1) = 0 for all terminal states µT+1,σ2

T+1, we

can write the optimal value function as

Vt(µt,σ2
t ) = max

ntPUt

 J
ÿ

j=1

E

[ nt,j
ÿ

i=1

xi
t,j

]
+ Ext

[
Vt+1

(
µt+1,σ2

t+1
) ]

= max
ntPUt

 J
ÿ

j=1

µt,jnt,j + Ext

[
Vt+1

(
µt+1,σ2

t+1
) ] . (4.4)

The DP (4.4) is difficult to solve, as there are linking constraints on resources across

treatments, and the high-dimensionality of the decision variable leads to complexity of the
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solution. To simplify the problem, we introduce Lagrange multipliers λ = (λ1, λ2, . . . , λT) ě

0 associated with the T resource constraints (4.1). Analogous to DP (4.4), we can solve the

Lagrangian relaxation recursively as:

Lλ
t (µt,σ2

t ) = max
ntPt0,...,NtuJ

 J
ÿ

j=1

µt,jnt,j + Ext

[
Lλ

t+1
(
µt+1,σ2

t+1
) ]

+ λt

Nt ´

J
ÿ

j=1

nt,j

 ,

where Lλ
T+1(µT+1,σ2

T+1) = 0 for all µT+1 and σ2
T+1.

After relaxation, we can decompose the problem into treatment-specific subproblems

whose feasible region grows linearly with the amount of treatments.

Proposition 4.1 (Lagrangian Decomposition). For any λ ě 0, and for all states and times, we

have that

Lλ
t
(
µt,σ2

t

)
=

T
ÿ

τ=t

λτ Nτ +
J

ÿ

j=1

Vλ
t,j

(
µt,j, σ2

t,j

)
,

where Vλ
t,j

(
µt,j, σ2

t,j

)
is the value function for the treatment-specific DP:

Vλ
t,j

(
µt,j, σ2

t,j

)
= max

nt,jPt0,...,Ntu

((
µt,j ´ λt

)
nt,j + Ext,j

[
Vλ

t+1,j

(
µt+1,j, σ2

t+1,j

) ])
, (4.5)

with terminal value Vλ
T+1,j

(
µT+1,j, σ2

T+1,j

)
= 0 for all states.

The proof of Proposition 4.1 follows the same logic as in the beta-binomial case and is

based on Adelman and Mersereau, 2008, where Lagrangian relaxation is used to decompose

a weakly coupled stochastic dynamic program into independent subproblems.

Although any non-negative λ provides an upper bound, our goal is to optimize λ to

find the best (i.e., lowest) such upper bound. The corresponding Lagrangian dual problem

is:

min
λě0

Lλ
1 (µ1,σ2

1) . (4.6)

The complementary slackness conditions for the Lagrangian dual (4.6) imply the ex-

istence of an optimal randomized Lagrangian policy that uses at most Nt resources per

period in expectation. The following result formalizes this:
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Proposition 4.2 (Optimality Conditions). Lagrange multipliers λ˚ are optimal if and only if

there exists an optimal randomized allocation policy π˚ at λ˚ such that for every period t, we have

E

 J
ÿ

j=1

nπ˚

t,j

 ď Nt

 K (λ˚
t ě 0) ,

where nπ˚

t,j denotes the amount of resources allocated at time t to treatment j under π˚ and K

indicates that at least one of these conditions is binding.

Proposition 4.2 follows from the standard duality results in constrained stochastic dy-

namic programming, same as in Section 2.1.

4.1 Simplified Model with Homogeneous Priors

In this section, we propose and analyze the performance of a feasible resource allocation

policy based on the Lagrangian relaxed problem with three assumptions: (1) the number

of resources available per period is constant over time (denoted simply by N), (2) the time

horizon is T = 2 periods, and (3) the prior distributions of the underlying reward for all

treatments are identical with a known mean of µ1,j = µ1 and a known variance of σ2
1,j = σ2

1 .

The assumption of an initial N (µ1, σ2
1 ) distribution reflects a situation where the DM has

no initial preference or knowledge about the treatments and hence has the same prior belief

about the underlying reward for all treatments.

Given the initial symmetry across all treatments, to find the optimal pair of (λ1, λ2)

that minimizes the Lagrangian relaxation problem, it is sufficient to solve the treatment-

specific DP for a single treatment j. With the above assumptions, the decomposed value

function (4.5) becomes

Vλ
2,j(µ2,j, σ2

2,j) = max
n2,jPt0,...,Nu

(
µ2,j ´ λ2

)
n2,j =

(
µ2,j ´ λ2

)+ N ,

and

Vλ
1,j(µ1,j, σ2

1,j) = max
n1,jPt0,...,Nu

( (
µ1,j ´ λ1

)
n1,j + Ex1,j

[
Vλ

2,j(µ2,j, σ2
2,j)
] )
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= max
n1,jPt0,...,Nu

(µ1 ´ λ1)n1,j + NEx1,j

[ (
µ2,j ´ λ2

)+ ] . (4.7)

Substituting distribution (4.2) into distribution (4.3), the distribution of µ2,j prior to ob-

serving x1,j can be written as

µ2,j „ N
(
µ1, σ2(n1,j)

)
,

where σ2(n1,j) denotes σ4
1 n1,j

σ2+n1,jσ
2
1

for simplicity. See details in Appendix D.1.

For any given λ, µ2,j ´ λ2 follows a normal distribution N
(
µ1 ´ λ2, σ2(n1,j)

)
. Using

the expected value of a rectified normal distribution, we have

Ex1,j

[
(µ2,j ´ λ2)

+
]
= (µ1 ´ λ2)Φ

(
µ1 ´ λ2

σ(n1,j)

)
+ σ(n1,j) ϕ

(
µ1 ´ λ2

σ(n1,j)

)
,

where ϕ (¨) is the probability density function of the standard normal distribution, and

Φ (¨) is its cumulative distribution function. See Appendix D.2 for the derivation.

To characterize the optimal action n˚
1,j that maximizes Vλ

1,j(µ1,j, σ2
1,j) for a given vector

of Lagrange multipliers λ, we define the continuation value Qλ
t,j(n1,j) as the expected value

of treatment j starting from the tth period given n1,j. The continuation values Qλ
1,j(n1,j)

and Qλ
2,j(n1,j) are given by:

Qλ
1,j(n1,j) = (µ1 ´ λ1)n1,j + Qλ

2,j(n1,j) , and

Qλ
2,j(n1,j) = NEx1,j

[ (
µ2,j ´ λ2

)+ ]
= N

[
(µ1 ´ λ2)Φ

(
µ1 ´ λ2

σ(n1,j)

)
+ σ(n1,j) ϕ

(
µ1 ´ λ2

σ(n1,j)

)]
.

(4.8)

By characterizing the properties of the continuation value functions in equations (4.8),

we can show that for any λ2 ą µ1, there exists a λ1 ą µ1 such that n1,j = 0 is one of

the optimal actions under the relaxation problem corresponding to this pair of Lagrange

multipliers. This serves as a key result that enables us to determine the values of the other

optimal actions and the corresponding probability distribution across these actions in an

optimal randomized policy. The following proposition formally establishes this claim.
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Proposition 4.3. For any λ2 ą µ1, there exists a λ1 ą µ1 such that n1,j = 0 and some n1,j ą 0

are optimal actions for problem 4.7.

Overview of the Proof of Proposition 4.3. The proof of Proposition 4.3 is based on ana-

lyzing the geometric properties of Qλ
2,j(n1,j) by characterizing its derivatives. First, for all

λ2 ą µ1, we show that Qλ
2,j(n1,j) increases with respect to n1,j when n1,j P Z+. Moreover,

the graph of Qλ
2,j(n1,j) is first strictly convex and then strictly concave in n1,j as n1,j increases

(see Figure 4.1). Second, for any λ2 ą µ1, we show that if Qλ
2,j(n1,j) is plotted against n1,j,

there exists a line from the origin that is always on or above Qλ
2,j(n1,j) and is tangent to

Qλ
2,j(n1,j), as illustrated by the red line in Figure 4.1. Let λ1 ´ µ1 denotes the gradient of

this tangent line. Then n1,j = 0 and the n1,j value at the point of tangency maximize DP

(4.7). See Appendix B.1 for the full proof.
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FIGURE 4.1: Continuation value function and its tangent line,
µ1 = 1, σ1 = 0.5, σ = 1, N = 10000.

With the multipliers λ2 and a corresponding λ1 as described in Proposition 4.3, if we

41



plot Qλ
1,j(n1,j) against n1,j, we can see that the optimal values of n1,j are 0 and those at

which the line from the origin is tangent to Qλ
2,j(n1,j). These are the only allocation actions

the DM can take in the first period under an optimal policy. We can calculate all optimal

values of n1,j and the multipliers using the optimality conditions as described in Proposition

4.2.

Proposition 4.4 (Optimal Values). The optimal Lagrange multipliers are given by

λ˚
2 = σ

(
n˚

1,j

)
z(n˚

1,j) + µ1 , (4.9)

and

λ˚
1 = σ

(
n˚

1,j

) [ N
n˚

1,j
ϕ
(

z(n˚
1,j)
)

´ z(n˚
1,j)

]
+ µ1 , (4.10)

where

z(n˚
1,j) = Φ´1

(
1 ´

n˚
1,j

N

)
.

The positive optimal action in the first period satisfies

N
n˚

1,j

(
1 ´

σ2

2(σ2 + σ2
1 n˚

1,j)

)
=

z(n˚
1,j)

ϕ(z(n˚
1,j))

. (4.11)

Overview of the Proof of Proposition 4.4. The values of optimal Lagrange multipliers and

the optimal action are calculated using the continuation value function, its first derivative

with respect to n1,j and the optimality condition for both periods. Given that an optimal

policy for the relaxed problem must allocate N resources per period in expectation (as

described in Proposition 4.2) and Proposition 4.3 shows there always exists a λ1 that

makes n1,j = 0 optimal for any given λ2 ą µ1, we construct and solve an equation set

of 4 equations and 4 variables: λ˚
1 , λ˚

2 , n˚
1,j and the optimal probability p˚ to allocate n˚

1,j

resources to a treatment. See Appendix B.3 for the full proof.

Regardless of the value of σ1 and σ, we empirically observe that n˚
1,j grows faster than

O(log N) and slower than O(log N
3
2 ) (see Figures 4.2a and 4.2b). However, there is no exact
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analytical solution of n˚
1,j because equation (4.11) contains the inverse cumulative density

function of a standard normal distribution, which does not have an analytical expression.

Nevertheless, we can still derive some properties of n˚
1,j:

1. n˚
1,j is strictly less than N

2 . Furthermore, for equation (4.11) to hold asymptotically,

it is required that
n˚

1,j
N ! 1 as N Ñ 8; that is, n˚

1,j must grow strictly slower than any

linear function of N.

2. n˚
1,j is independent of µ1. This can be easily seen from equation (4.11).

3. When σ1 = σ, n˚
1,j only depends on N. This can be easily seen from equation (4.11).
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FIGURE 4.2: Optimal actions with benchmark functions.

With the optimal action n˚
1,j and Lagrange multipliers λ˚ derived from Proposition 4.4,

we can state the optimal policy for the Lagrangian dual problem (4.6).

Proposition 4.5 (Optimal Relaxed Policy). When J ě N
n˚

1,j
, an optimal resource allocation policy

for the optimal Lagrangian dual problem at λ˚ as described in Proposition 4.4 is:

1. In the first period, for each treatment j, assign n˚
1,j resources where n˚

1,j is the solution for

equation (4.11) with probability N
Jn˚

1,j
, and assign 0 resources otherwise; and

2. In the second period, assign N resources to any treatment whose updated mean of underlying

reward µ2,j is higher than λ˚
2 .
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Proof of Proposition 4.5. The Lagrange multipliers λ˚ and their corresponding optimal ac-

tion in the first period n˚
1,j presented in Proposition 4.4 are calculated in a way that ensures

the policy allocating N resources in expectation in both periods, which by Proposition 4.2

means that this policy is optimal in solving DP (4.6). The optimal action in the second

period n˚
2,j can only be 0 or N as seen from the continuation value function (4.7). The

optimal probability p˚ to assign n˚
1,j resources to a treatment j in the first period is also

obtained from the optimality conditions as described in Appendix B.2. The lower bound

on J ensures that p˚ ď 1.

Due to relaxing the constraint on the amount of resources available per period, the

optimal relaxed policy may not be feasible. Therefore, we propose a feasible version of the

optimal relaxed policy, which we refer to as the “feasible relaxed policy” below. Intuitively,

the feasible relaxed policy resembles the relaxed policy in its optimal actions while obeying

the constraints on resources allocated per period.

Definition 4.1.1 (Feasible Relaxed Policy). A feasible relaxed policy that resembles the

optimal relaxed policy in Proposition 4.5 is:

1. In the first period, assign n˚
1,j resources each to

Z

N
n˚

1,j

^

treatments and give the other

treatments 0 resources, and;

2. In the second period, pick one treatment with the highest updated µ2,j from the

treatments that received n˚
1,j resources in the first period. Assign all N resources to

this treatment.

The value of the optimal relaxed policy serves as an upper bound on the value of the

original DP (4.4). The value of the feasible relaxed policy, on the other hand, serves as a

lower bound. We can show that the performance gap between the optimal relaxed policy

and the feasible relaxed policy converges to 0 as more resources become available, which

means that the feasible relaxed policy is asymptotically optimal. This result is formalized

by the following theorem:

44



Theorem 4.6 (Asymptotic Optimality of the Feasible Relaxed Policy). Denote the value of

the relaxed optimal policy as described in Proposition 4.5 as Lλ˚

1 , the value of the optimal policy

of the original unrelaxed DP (4.4) as V˚
1 and the value of the feasible relaxed policy in Definition

4.1.1 as Vπ
1 . We have that

V˚
1 ´ Vπ

1
V˚

1
ď

Lλ˚

1 ´ Vπ
1

Lλ˚

1
ď

1
z(n˚

1,j)
+

ş0
´8

Φ(x)

[

N
n˚

1,j

_

dx +
µ1n˚

1,j

Nσ(n˚
1,j)

z(n˚
1,j)

, (4.12)

which converges to 0 as N Ñ 8.

See Appendix B.4 for the full proof.

To determine the rate of convergence of the relative gap, we analyze the asymptotics of

z(n˚
1,j) and integral

ż 0

´8

Φ(x)

[

N
n˚

1,j

_

dx

for large N. By Equation 26.2.23 of Abramowitz and Stegun, 1965, for small positive ϵ,

Φ´1(1 ´ ϵ) is approximately

c

2 log
1
ϵ

as ϵ Ñ 0 .

When N Ñ 8, we have
n˚

1,j
N Ñ 0 (see the discussion in Appendix B.3). Substituting ϵ =

n˚
1,j
N ,

we can approximate

z(n˚
1,j) = Φ´1

(
1 ´

n˚
1,j

N

)
as

g

f

f

e2 log

(
N

n˚
1,j

)
.

Among the three terms in the numerator of inequality (4.12), the first term is dominant:

the power of the integrand of the second term is so high that the second term is negligible

asymptotically, and the last term scales as O(
n˚

1,j
N ), meaning it converges to 0 faster than

1
z(n˚

1,j)
does as n˚

1,j grows sublinearly in N. Therefore, the relative gap converges to 0 at the
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rate of

O

 1
log N

n˚
1,j

 ,

which is O
(

1
log N

)
as n˚

1,j ! N, aligning with the observed empirical behavior in Figures

4.3a and 4.3b.
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FIGURE 4.3: Relative performance gap with benchmark function.

4.2 Simplified Model with Heterogeneous Priors

In this section, we relax the assumption in Section 4.1 that all treatments have the

same prior distribution of reward N (µ1, σ2
1 ). Instead, we assume that the treatments are

heterogeneous and there are I types of prior distributions. The prior belief parameters are

denoted as µ1 = (µ1,1, ..., µ1,I) and σ2
1 = (σ2

1,1, ..., σ2
1,I). The fraction of treatments of type

i within all treatments is denoted as fi, where f is a vector of length I.

The decomposed relaxed value function (4.5) then becomes

Lλ
1 (µ1,σ2

1) = N
T

ÿ

t=1

λt +
I

ÿ

i=1

J fiVλ
1,i(µ1,i, σ2

1,i),

where Vλ
t,i

(
µt,i, σ2

t,i

)
is the value function for the treatments of type i:

Vλ
t,i
(
µt,i, σ2

t,i
)
= max

nt,iPt0,...,Nu

(
(µt,i ´ λt) nt,i + Ext,i

[
Vλ

t+1,i
(
µt+1,i, σ2

t+1,i
) ])

,
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with terminal value Vλ
T+1,i(µT+1,i, σ2

T+1,i) = 0 for all states.

The empirical results of optimal λ˚ and their corresponding optimal actions n˚
1,i, n˚

2,i

for each treatment type can be calculated from the minimization min Lλ
1 (µ1,σ2

1) over

non-negative λ. In experiments with different combinations of initial beliefs and number

of types, we observe that n1,i = 0 is always optimal for all beliefs (µ1,i, σ2
1,i) and any all

values of N. If there exists a treatment type that clearly outperforms the others (with

higher mean or higher variance of reward), then it is the only type with positive optimal

actions, i.e. all resources will be exclusively allocated to this type. If all treatment types

have comparable mean and variance of reward, there can be multiple treatment types with

positive optimal actions, meaning that the DM will split resources among those treatments

under the optimal policy.

We will illustrate the numerical calculation of the optimal values using the following

example:

Example 4.2.1. All treatments share a common observation standard deviation of σ = 1.

For any given N, there are J = N treatments, distributed across three comparable types:

1. µ1,1 = 1, σ1,1 = 0.5 with f1 = 1
3 ,

2. µ1,2 = 1.1, σ1,2 = 0.38 with f2 = 1
3 ,

3. µ1,3 = 1.2, σ1,3 = 0.35 with f3 = 1
3 .

By solving the decomposed relaxed optimization problem, we can obtain the optimal

λ˚ and its corresponding optimal actions for the 3 types of treatments in Example 4.2.1.

We observe that n1,2 = 0 is the only optimal action for type 2, while type 1 and type 3

both have a positive optimal n1,i in addition to 0. See Figures 4.4a and 4.4b for the optimal

actions of type 1 and type 3 in the first period plotted with benchmark functions with

respect to N.

With the calculated results of optimal actions for each treatment in each period under

the optimal λ˚, we can solve for the optimal q˚ of LP (D.1), which gives the optimal

probability of allocating nt,j resources to treatment j at state
(

µt,j, σ2
t,j

)
. For a treatment j
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(a) Optimal actions of type 1 and 3 in Example
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FIGURE 4.4: Optimal actions with benchmark functions for mixed types of treatments in
Example 4.2.1.

of type i, the probability of being allocated nt,j resources at time t is qt,j(µt,i, σ2
t,i, nt,j), which

may be positive only when nt,j is an optimal action for state
(

µt,i, σ2
t,i

)
and is 0 otherwise.

Hence, we can significantly reduce the size of q and accelerate the computation of optimal

q˚ by only including those values of nt,j that correspond to optimal actions for states(
µt,i, σ2

t,i

)
. See Table 4.1 for the optimal actions of type 1 and 3 and their corresponding

q˚ values in Example 4.2.1. For type 2, q˚
1,j(µ1,2, σ2

1,2, 0) = 1 for all N.

With the calculated optimal Lagrange multipliers, optimal actions and optimal alloca-

tion probabilities, an optimal policy of the relaxed model works as follows:

1. In the first period, for each treatment j of type i, allocate n˚
1,i resources with probability

q˚
1,j(µ1,i, σ1,i, n˚

1,i); and

2. In the second period, allocate N resources to all treatments whose updated mean of

reward µ2,j exceeds λ˚
2 .

Under this optimal policy, with sufficiently large J, n1,j = 0 is an optimal action for all

treatments, meaning the optimal value of the decomposed value function Vλ˚

1,j

(
µ1,j, σ2

1,j

)
is

0 for all treatments. As a result, the value of the relaxed DP Lλ˚

1 (µ1,σ2
1) is N

řT
t=1 λ˚

t .
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Table 4.1: Optimal first-period actions and probabilities under varying N for selected
treatment types in Example 4.2.1.

N Type 1 Type 3

1000
n˚

1,i 0, 17 0, 46
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.851, 0.149 0.937, 0.063

2000
n˚

1,i 0, 12 0, 30
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.859, 0.141 0.956, 0.044

3000
n˚

1,i 0, 13 0, 34
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.865, 0.135 0.963, 0.037

4000
n˚

1,i 0, 14 0, 37
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.872, 0.128 0.967, 0.033

5000
n˚

1,i 0, 15 0, 39
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.879, 0.121 0.970, 0.030

6000
n˚

1,i 0, 15 0, 41
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.880, 0.120 0.971, 0.029

7000
n˚

1,i 0, 16 0, 43
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.886, 0.114 0.973, 0.027

8000
n˚

1,i 0, 16 0, 44
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.886, 0.114 0.973, 0.027

9000
n˚

1,i 0, 16 0, 45
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.886, 0.114 0.974, 0.026

10000
n˚

1,i 0, 17 0, 46
q˚

1,i(µ1,i, σ2
1,i, n˚

1,i) 0.892, 0.108 0.975, 0.025

This value of Lλ˚

1 serves as an upper bound on the optimal policy of the original unrelaxed

problem.

A feasible version of the optimal relaxed policy that satisfies the resource constraints

(4.1) is as follows:

1. In the first period, assign n˚
1,i resources to

Y

J fiq˚
1,j(µ1,i, σ2

1,i, n˚
1,i)

]

treatments of type i;

and

2. In the second period, allocate all N resources to a treatment with the highest updated

µ2,j.

The policy above is guaranteed to be feasible in the first period as q˚ is calculated to

satisfy constraint (D.1b)
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FIGURE 4.5: Relative performance gap with benchmark function for mixed types of
treatments in Example 4.2.1.

I
ÿ

i

ÿ

n˚
1,i

J fiq1,j(µ1,i, σ2
1,i, n˚

1,i)n
˚
1,i ď N,

and is trivially feasible in the second period. The value of this feasible policy serves as

a lower bound on the optimal feasible policy of the original problem. By plotting the

relative performance gap between the two policies against N, we observe that the relative

gap converges to 0 as N Ñ 8, meaning the feasible policy is asymptotically optimal. See

Figure 4.5 for the relative performance gap and a benchmark function for Example 4.2.1.
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5. Normal-Normal Model with Constrained Total
Resources

Building on the normal-normal framework introduced in Chapter 4, we now consider a

setting in which the resource constraint applies to the total number of resources available

across all periods, rather than per period. The maximum number of resources available to

allocate across all periods is N. Similar to the previous model, we still have a Bayesian

adaptive model where both the likelihood function and its conjugate prior follow normal

distribution, and we have a discrete-time, finite-horizon model over T periods. In each

period t = 1, ..., T, the DM determines the allocation of resources to each treatment j of the

J treatments, and the number of resources allocated to treatment j at time t is nt,j.

A resource allocation policy is feasible if the allocation satisfies the constraint that no

more than N resources are allocated in total for all possible belief states and time periods:

U =

$

&

%

n P Z
TˆJ
+ :

T
ÿ

t=1

J
ÿ

j=1

nt,j ď N

,

.

-

. (5.1)

With limited total resources available, we need a parameter in the value function to

describe the amount of resources remaining at the beginning of period t, which we denote

as mt. From the definition it follows that m1 = N, mt+1 = mt ´
řJ

j=1 nt,j. Taking the

terminal value VT+1(µT+1,σ2
T+1, mT+1) = 0 for all terminal states µT+1,σ2

T+1, mT+1, we

can write the value function recursively as

Vt(µt,σ2
t , mt) = max

řJ
j=1 nt,jďmt

 J
ÿ

j=1

E
[

θt,jnt,j
]
+ Ext

[
Vt+1

(
µt+1,σ2

t+1, mt+1
) ]

= max
řJ

j=1 nt,jďmt

 J
ÿ

j=1

µt,jnt,j + Ext

Vt+1

µt+1,σ2
t+1, mt ´

J
ÿ

j=1

nt,j

 .

(5.2)

As this problem has a state space that grows exponentially with J, we use Lagrangian

relaxation and decomposition to break it into treatment-specific subproblems. Denote the

Lagrange multiplier associated with the resource constraint (5.1) as λ where λ ě 0. The
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Lagrangian relaxed problem is given as:

Lλ
1 (µ1,σ2

1 , N) = max
n1Pt0,...,NuJ

 J
ÿ

j=1

µ1,jn1,j + Ex1

[
Lλ

2
(
µ2,σ2

2 , m2
) ]

+ λ

N ´

T
ÿ

t=1

J
ÿ

j=1

nt,j

 ,

where Lλ
T+1(µT+1,σ2

T+1, mT+1) = 0 for all µT+1, σ2
T+1 and mT+1.

For any λ ě 0, we have that

Lλ
1
(
µ1,σ2

1 , m1
)
= λN +

J
ÿ

j=1

Vλ
1,j

(
µ1,j, σ2

1,j, m1,j

)

where Vλ
t,j(µt,j, σ2

t,j, mt,j) is the value function for the treatment-specific DP:

Vλ
t,j(µt,j, σ2

t,j, mt,j) = max
nt,jPt0,...,mt,ju

((
µt,j ´ λ

)
nt,j + Ext,j

[
Vλ

t+1,j

(
µt+1,j, σ2

t+1,j, mt,j ´ nt,j

) ])
,

(5.3)

with terminal value Vλ
T+1,j(µT+1,j, σ2

T+1,j, mT+1,j) = 0 for all states. The proof follows simi-

larly to the case in Section 4.1.

Although any non-negative λ provides an upper bound, our goal is to optimize λ to find

the best (i.e., lowest) such upper bound. The corresponding Lagrangian dual problem is:

min
λě0

Lλ
1 (µ1,σ2

1 , m1) . (5.4)

The optimality condition can be formally stated as follows. Lagrange multiplier λ˚ is

optimal if an only if there exists an optimal randomized allocation policy π˚ at λ˚ such

that E

 T
ÿ

t=1

J
ÿ

j=1

nπ˚

t,j

 ď N

 K (λ˚ ě 0) ,

where nπ˚

t,j denotes the amount of resources allocated at time t to treatment j under π˚ and

K indicates that at least one of these conditions is binding. The proof follows similarly to

the case in Section 4.1.
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5.1 Simplified Model with Homogeneous Priors

We present below a simplified model with the following assumptions: (1) the time

horizon is T = 2 periods, and (2) the initial beliefs about the underlying reward for all

treatments are identical, with a known mean and known variance, i.e., µ1,j = µ1, σ2
1,j = σ2

1

for all j.

With the above assumptions, the decomposed value function (5.3) becomes

Vλ
2,j(µ2,j, σ2

2,j, m2,j) = max
n2,jPt0,...,m2,ju

(
µ2,j ´ λ

)
n2,j =

(
µ2,j ´ λ

)+ m2,j ,

and

Vλ
1,j(µ1,j, σ2

1,j, m1,j) = max
n1,jPt0,...,m1,ju

( (
µ1,j ´ λ

)
n1,j + Ex1,j

[
Vλ

2,j(µ2,j, σ2
2,j, m1,j ´ n1,j)

] )

= max
n1,jPt0,...,Nu

(
µ1,j ´ λ

)
n1,j + (N ´ n1,j)Ex1,j

[ (
µ2,j ´ λ

)+ ] . (5.5)

With µ1,j = µ1 and σ2
1,j = σ2

1 , we have

µ2,j ´ λ „ N
(
µ1 ´ λ, σ2(n1,j)

)
,

where

σ2(n1,j) =
σ4

1 n1,j

σ2 + n1,jσ
2
1

,

as shown in Appendix D.1.

Using the expected value of the positive component of a normal distribution derived in

Appendix D.2, we have

Ex1,j

[
(µ2,j ´ λ)+

]
= (µ1 ´ λ)Φ

(
µ1 ´ λ

σ(n1,j)

)
+ σ(n1,j) ϕ

(
µ1 ´ λ

σ(n1,j)

)
,

where ϕ (¨) is the probability density function of the standard normal distribution, and

Φ (¨) is its cumulative distribution function.

Our goal is to find the maximizer(s) n˚
1,j of equations (5.5). Hence, we define the objective

functions of equations (5.5) as the continuation value functions:

Qλ
1,j(n1,j) = (µ1 ´ λ) n1,j + Qλ

2,j(n1,j) , and
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Qλ
2,j(n1,j) = (N ´ n1,j)Ex1,j

[ (
µ2,j ´ λ

)+ ] . (5.6)

In order to derive the optimal actions and multipliers for the simplified relaxed problem,

we analyze the properties of the continuation value functions (see Appendix B.1). We notice

that the geometric properties of the continuation function Qλ
2,j(n1,j) are similar to those of

Qλ
2,j(n1,j) in Section 4.1: although Qλ

2,j(n1,j) is not increasing in n1,j (unlike in the model of

Section 4.1), it is also first convex then concave in n1,j. This implies the existence of a λ˚

that makes the line (λ˚ ´ µ1)n1,j tangent to (N ´ n1,j)Ex1,j

[ (
µ2,j ´ λ˚

)+ ]. The point of

tangency is our positive optimal action in the first period n˚
1,j given λ = λ˚, and the other

optimal action is n1,j = 0. The optimal multiplier λ˚ and the positive optimal action in the

first period n˚
1,j ą 0 have to satisfy the following to equations derived from the tangency

condition and the optimality of n1,j = 0:

$

&

%

(µ1 ´ λ˚)n˚
1,j + (N ´ n˚

1,j)Ex1,j

[ (
µ2,j ´ λ˚

)+ ]
= 0 , and

B

Bn˚
1,j

(
(µ1 ´ λ˚)n˚

1,j + (N ´ n˚
1,j)Ex1,j

[ (
µ2,j ´ λ˚

)+ ])
= 0 .

(5.7)

Using equations (5.7), we can solve exactly the optimal values of the multiplier and

action in the first period given specific N, µ1, σ2
1 and σ2 values. Moreover, using the λ˚

and n˚
1,j solved and a given J value, we can compute the optimal probability of giving

n˚
1,j resources to a treatment under the optimal relaxed policy (denoted as p˚) using the

optimality condition:

Jp˚n˚
1,j + Jp˚P(µ2,j ą λ˚)(N ´ n˚

1,j) = N, where P(µ2,j ą λ˚) = Φ

(
µ1 ´ λ˚

σ(n˚
1,j)

)
. (5.8)

Deriving the exact analytical solution of those optimal values is challenging because

both equations (5.7) and (5.8) contain the standard normal probability density function or

cumulative distribution function. The following are some empirical observations of the scale

of optimal actions:

1. The optimal action n˚
1,j scales faster than O(log N) and slower than O

(
(log N)

3
2

)
.

(See Figures 5.1a and 5.1b.)
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FIGURE 5.1: Scale of optimal action with benchmark functions.

2. If σ2
1 = σ2, then for all values of σ2

1 , the value of n˚
1,j depends only on N, which is the

same as what we observe in the model of Section 4.1.

3. The expected number of treatments receiving resources in the first period Jp˚ is

independent of J, i.e. p˚ is inversely proportional to J.

With the values of the optimal actions and the optimal Lagrange multiplier, we characterize

the optimal policy for the relaxed decomposed problem which we refer to as the “optimal

relaxed policy” below. The following proposition formalizes the optimal relaxed policy:

Proposition 5.1 (Optimal Relaxed Policy). An optimal policy for the Lagrangian dual problem

(5.4) is:

1. In the first period, for each treatment j, assign n˚
1,j resources with probability p˚ and assign

0 resources otherwise, where n˚
1,j is obtained from equations (5.7) and p˚ is obtained from

equation (5.8); and

2. In the second period, assign N ´ n˚
1,j resources to treatment j if its updated mean of reward

µ2,j exceeds λ˚ calculated from equations (5.7).

As the optimal relaxed policy may violate the resource constraint (5.1), we propose

a feasible policy, which we refer to as the “feasible relaxed policy” below, that resembles

the action choices of the optimal relaxed policy for the relaxed model while respecting the
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resource constraint.

Definition 5.1.1 (Feasible Relaxed Policy). A feasible relaxed policy that resembles the

optimal relaxed policy as described in Proposition 5.1 is as follows:

1. In the first period, randomly choose tJp˚u treatments and assign n˚
1,j resources each,

where p˚ and n˚
1,j are obtained from equations (5.8) and (5.7); and

2. In the second period, assign all the remaining N ´ tJp˚u n˚
1,j resources to a treatment

with the highest updated mean of reward µ2,j.

The relative performance gap between the relaxed optimal policy and its feasible version

(simulated with the numerical results of λ˚, n˚
1,j and p˚) decreases with N and converges

to 0. The empirical convergence rate is about O
(

1
log N

)
. See Figure 5.2 for an example of

the simulated relative performance gap with µ1 = 1, σ1 = 0.5, σ = 1.
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FIGURE 5.2: Relative performance gap with benchmark functions, µ1 = 1, σ1 = 0.5, σ = 1.

While the numerical results provide empirical evidence that the relative performance gap

converges to 0 as N increases, we do not have a closed-form expression for the convergence

rate as a function of N. This is mainly due to the lack of analytical expressions for the values

of λ˚ or n˚
1,j. For future research, it is worth exploring approximations or asymptotic bounds

for the optimal values, even under assumptions that simplify the solution of equations (5.7)

56



and (5.8). These results could offer theoretical insights into the convergence rate and guide

the design of efficient approximations for large-scale problems.

5.2 Simplified Model with Heterogeneous Priors

We relax the assumption in the simplified model 2 that all treatments have the same

prior distribution of reward N (µ1, σ2
1 ). Instead, we assume that the treatments are het-

erogeneous and there are I types of prior distributions. The prior belief parameters are

denoted as µ1 = (µ1,1, ..., µ1,I) and σ2
1 = (σ2

1,1, ..., σ2
1,I). The fraction of treatments of type

i within all treatments is denoted as fi, where f is a vector of length I.

The decomposed relaxed value function becomes

Lλ
1 (µ1,σ2

1 , m1) = λN +
I

ÿ

i=1

J fiVλ
1,i(µ1,i, σ2

1,i, m1,i).

where Vλ
t,j(µt,j, σ2

t,j, mt,j) is the value function for the treatment-specific DP:

Vλ
t,j(µt,j, σ2

t,j, mt,j) = max
nt,jPt0,...,mt,ju

((
µt,j ´ λ

)
nt,j + Ext,j

[
Vλ

t+1,j

(
µt+1,j, σ2

t+1,j, mt,j ´ nt,j

) ])
,

with terminal value Vλ
T+1,j(µT+1,j, σ2

T+1,j, mT+1,j) = 0 for all states.

The empirical results on the optimal Lagrange multiplier λ˚ and the corresponding op-

timal actions indicate that, under λ˚, setting n1,i = 0 is optimal for all treatment types,

and for exactly one treatment type, a positive allocation is also optimal. In other words, all

resources are allocated to a single treatment type, even when the initial beliefs across types

are similar and suggest comparable expected performances. This outcome effectively re-

duces the heterogeneous treatment types setting to the single-type case analyzed in Section

5.1. See Table 5.1 for an example of how small changes in initial states can lead to a shift

in the treatment type that gets resources, where N = 10000, J = N, σ = 1,f =
( 1

3 , 1
3 , 1

3

)
.

With the optimal actions calculated, we can compute the optimal probability of allo-

cating n˚
1,i resources to treatment type i. By solving LP (D.2), which is the dual LP of LP

(5.4), we have the optimal probability q˚ of visiting a particular state and taking specific
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Table 5.1: Sensitivity of optimal action to initial state perturbations.

Type Initial State (µ1,i, σ1,i) Optimal Action(s) n˚
1,i Optimal Lagrange Multiplier λ˚

Experiment 1
Type 1 (1, 0.5) (0, 12)
Type 2 (1.1, 0.46025) 0 2.031871345
Type 3 (1.2, 0.4125) 0

Experiment 2
Type 1 (1, 0.5) 0
Type 2 (1.1, 0.461) (0, 14) 2.032311959
Type 3 (1.2, 0.4125) 0

Experiment 3
Type 1 (1, 0.5) 0
Type 2 (1.1, 0.461) 0 2.041819806
Type 3 (1.2, 0.425) (0, 16)

actions under the Lagrangian relaxation. Since there is only one type of treatment with

positive optimal action, LP (D.2) collapses into an optimization over one probability, and

we can simplify the problem using the optimality condition that N resources are allocated

across all periods in expectation.

With the calculated optimal Lagrange multiplier, optimal actions and optimal allocation

probabilities, an optimal policy of the relaxed model works as follows:

1. In the first period, for each treatment j of type i, allocate n˚
1,i resources with probability

q˚
1,j(µ1,i, σ1,i, n˚

1,i), where q˚ is computed from LP (D.2); and

2. In the second period, allocate N ´ n˚
1,i resources to all treatments j of type i whose

updated mean of reward µ2,j exceeds λ˚.

A feasible version of the optimal relaxed policy that satisfies the resource constraints

(5.1) is as follows:

1. In the first period, assign n˚
1,i resources to

Y

J fiq˚
1,j(µ1,i, σ2

1,i, n˚
1,i)

]

treatments of type i;

and

2. In the second period, allocate all remaining resources to a treatment with the highest

updated µ2,j.

The value of the relaxed DP Lλ˚

1 (µ1,σ2
1) is λ˚N. This value of Lλ˚

1 serves as an
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upper bound on the optimal policy of the original unrelaxed problem. The value of the

feasible relaxed policy serves as a lower bound on the optimal feasible policy of the original

problem. By plotting the relative performance gap between the two policies against N, we

observe that the relative gap converges to 0 as N Ñ 8, meaning that the feasible policy

is asymptotically optimal. See Figure 5.3 for the simulated relative performance gap using

the treatment types and fractions of Table 5.1 Experiment 1 as an example.
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treatments in Table 5.1 Experiment 1.
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6. Conclusion and Future Directions
In this paper, we develop and analyze different forms of generalized MAB problem with

shared limited resources across many different treatments. We first focus on a problem with

limited resources per period and then shift to a problem with limited total resources across

all periods, both for discrete binary rewards and continuous rewards. The response-adaptive

resource allocation models are formulated as weakly coupled stochastic DPs, for which

we develop feasible policies based on Lagrangian relaxations and decompositions under

assumptions about the time frame and initial beliefs about the treatment performance. We

show that given our assumptions, these feasible policies are asymptotically optimal and

perform well when a large amount of resources is available. We also conduct empirical

analysis of some generalized versions of our models, such as heterogeneous prior beliefs

about treatment types.

As the next step, it is natural to explore generalizations of the simplified model assump-

tions considered in this work. For instance, one may study settings in which the available

resources grow over time, reflecting realistic applications such as clinical trials and market-

ing campaigns. Another direction is to extend the analysis to longer time horizons beyond

the two-period case considered here. Additionally, deriving analytical bounds on the rel-

ative performance gap for the normal-normal model with constrained total resources, as

well as for models with heterogeneous priors, remains an open and promising direction.

These extensions would further enhance the applicability and robustness of the proposed

framework.

60



Appendix A. Proof of Key Results of Beta-Binomial Mod-
els
A.1 Geometric Properties of the Continuation Value Functions

We prove some geometric properties of the continuation value functions in the second

period for both models in Sections 2.2 and 3.1. In Section 2.2, the continuation value

function in the second period Qλ
2,j(n1,j) is NEk(n1,j)

[ (
1+k(n1,j)

2+n1,j
´ λ2

)+ ]
by equation (2.6).

In Section 3.1, the continuation value function in the second period Qλ
2,j(n1,j) is (N ´

n1,j)Ek(n1,j)

[ (
1+k(n1,j)

2+n1,j
´ λ

)+ ]
by equation (3.6). Those two functions are highly similar

and thus share many common properties.

Continuation Value Functions of Section 2.2. We focus on its shape properties, such as

monotonicity and concavity, which help explain the existence of ties in optimal actions.

Proposition A.1 (Monotonicity of Qλ
2,j(n1,j)). Suppose we have two non-negative integers

n1,ja ă n1,jb, it holds that

Qλ
2,j(n1,ja) ď Qλ

2,j(n1,jb).

Proof of Proposition A.1. To prove this proposition, we leverage properties of the mean-

preserving spread. A random variable y is a mean-preserving spread of another random

variable x if we can write y as x+ ϵ where E[ϵ | x] = 0.

Define

X(i) =
1 + k(i)

2 + i
, where k(i) „ BB(i, 1, 1).

We have

X(i + 1) d
= X(i) + ϵ(i, X(i)),

where

ϵ(i, X(i)) =

#

1
2+i (1 ´ X(i)) w.p. X(i)
´

X(i)
2+i w.p. 1 ´ X(i)

.
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As E[ϵ(i, X(i))] = 0 , @i, X(i + 1) is a mean-preserving spread of X(i). By induction, for

integer a ă b, X(b) is a mean-preserving spread of X(a).

By Theorem 2 of Rothschild and Stiglitz, 1978, if we have y as a mean-preserving

spread of x, then for every concave function u we have

E[u(x)] ě E[u(y)].

This means for any convex function u1,

E[u1(x)] ď E[u1(y)].

Since function x ´ λ2 and maximization function max
n2,jPt0,1,...,Nu

n2,jx are both convex func-

tions, by the property of mean-preserving spread,

E

[
max

n2,jPt0,1,...,Nu

(
1 + k(n1,ja)

2 + n1,ja
´ λ2

)
n2,j

]
ď E

[
max

n2,jPt0,1,...,Nu

(
1 + k(n1,jb)

2 + n1,jb
´ λ2

)
n2,j

]
,

where

k(n1,ja) „ BB(n1,ja, 1, 1), k(n1,jb) „ BB(n1,jb, 1, 1),

which is equivalent to Qλ
2,j(n1,ja) ď Qλ

2,j(n1,jb) by the definition of the continuation value

functions. This means Qλ
2,j(n1,j) is non-decreasing with respect to non-negative integer

n1,j.

To further characterize the structure of the continuation value function, we examine its

derivatives with respect to n1,j. For this analysis, we assume that n1,j can take on non-integer

values, allowing Qλ
2,j(n1,j) to be treated as a continuous and differentiable function. We also

consider the range of λ2 that could yield a policy satisfying the optimality conditions as

described in Proposition 2.4. In the two-period model, the optimal action in the second

period is to assign N treatments to a treatment if its updated success rate exceeds λ2, and to

assign 0 resources otherwise. If λ2 ď 0.5, more than N treatments would be allocated in the

second period since, on average, at least half of the treatments would receive N treatments.
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If λ2 ě 1, no treatment would exceed this threshold, resulting in zero treatments being

allocated. Therefore, for an optimal policy to be feasible, it is necessary that λ2 lies within

the range (0.5, 1). We thus assume λ2 P (0.5, 1) for the analysis below.

By examining the second derivative of Qλ
2,j(n1,j) with respect to n1,j, we show that

Qλ
2,j(n1,j) has a piecewise concave structure composed of connected concave segments, as

formalized in the following proposition:

Proposition A.2 (Concave Segments of Qλ
2,j(n1,j)). For all λ2 P (0.5, 1), the graph of Qλ

2,j(n1,j)

consists of continuous segments that are piecewise concave.

Proof of Proposition A.2. For a given λ2 P (0.5, 1), we can rewrite Qλ
2,j(n1,j) in different

forms depending on the value of n1,j:

When n1,j ă
2λ2´1
1´λ2

, there is no possible scenario for the updated success rate 1+k(n1,j)
2+n1,j

to be greater than or equal to λ2. Even if we have all n1,j resources allocated to treatment

j turn successful in the first period, i.e., k(n1,j) at its maximum possible value of n1,j, we

still have 1+k(n1,j)
2+n1,j

ă λ2. In this range of n1,j values,

Qλ
2,j(n1,j) = Ek(n1,j)

[(
1 + k(n1,j)

2 + n1,j
´ λ2

)+

N

]
= 0.

When 2λ2´1
1´λ2

ď n1,j ă
2λ2

1´λ2
, there is one scenario for the updated success rate to be

greater than or equal to λ2: k(n1,j) = n1,j. In this range of n1,j values,

Qλ
2,j(n1,j) = P(k(n1,j) = n1,j)

(
1 + n1,j

2 + n1,j
´ λ2

)
N

=
1

n1,j + 1

(
1 + n1,j

2 + n1,j
´ λ2

)
N.

When 2λ2
1´λ2

ď n1,j ă
2λ2+1
1´λ2

, there are two scenarios for the updated success rate to be

greater than or equal to λ2: k(n1,j) = n1,j and k(n1,j) = n1,j ´ 1. In this range of n1,j values,

Qλ
2,j(n1,j) = P(k(n1,j) = n1,j)

(
1 + n1,j

2 + n1,j
´ λ2

)
N + P(k(n1,j) = n1,j ´ 1)

(
n1,j

2 + n1,j
´ λ2

)
N
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=

[
1

n1,j + 1

(
1 + n1,j

2 + n1,j
´ λ2

)
+

1
n1,j + 1

(
n1,j

2 + n1,j
´ λ2

)]
N .

Following this pattern, we see that when 2λ2+s´2
1´λ2

ď n1,j ă
2λ2+s´1

1´λ2
, there are s sce-

narios in which the updated success rate is greater than or equal to λ2. We call n1,j P[
2λ2+s´2

1´λ2
, 2λ2+s´1

1´λ2

)
the n1,j values corresponding to s. In this range of n1,j values,

Qλ
2,j(n1,j) = Ek(n1,j)

[(
1 + k(n1,j)

2 + n1,j
´ λ2

)+

N

]

=

n1,j
ÿ

j=n1,j+1´s

P(k(n1,j) = j)
(

1 + j
2 + n1,j

´ λ2

)
N

=
1

1 + n1,j

n1,j
ÿ

j=n1,j+1´s

(
1 + j

2 + n1,j
´ λ2

)
N

=

(
s

n1,j + 2
´

λ2s
n1,j + 1

´
s(s ´ 1)

2(n1,j + 1)(n1,j + 2)

)
N . (A.1)

We define the segments of Qλ
2,j(n1,j) corresponding to different values of s (which are

determined by n1,j) as follows:

Definition A.1.1 (Segment s). Segment s of the plot of continuation value Qλ
2,j(n1,j) with

respect to n1,j is the part where n1,j P

[
2λ2+s´2

1´λ2
, 2λ2+s´1

1´λ2

)
. Within this segment, there are s

scenarios in which the updated success rate is greater than or equal to λ2, and Qλ
2,j(n1,j)

can be written as

(
s

n1,j + 2
´

λ2s
n1,j + 1

´
s(s ´ 1)

2(n1,j + 1)(n1,j + 2)

)
N.

Since both s and n1,j are restricted to non-negative integers, the ranges of n1,j associated

with consecutive values of s are contiguous: the maximum n1,j for s = s1 is exactly one

less than the minimum n1,j for s = s1 + 1. Consequently, the segments together form a

continuous piecewise function.

64



For a fixed s, the second derivative of Qλ
2,j(n1,j) in the form of equation (A.1) with

respect to n1,j is

d2

dn2
1,j

Qλ
2,j(n1,j)

=Ns
(9 ´ 16λ2 ´ 7s) + (15 ´ 24λ2 ´ 9s)n1,j + (9 ´ 12λ2 ´ 3s)n2

1,j + (2 ´ 2λ2)n3
1,j

(n1,j + 1)3(n1,j + 2)3 .

With a positive s, the sign of the second derivative is the same as the sign of the cubic

polynomial (9 ´ 16λ2 ´ 7s) + (15 ´ 24λ2 ´ 9s)n1,j + (9 ´ 12λ2 ´ 3s)n2
1,j + (2 ´ 2λ2)n3

1,j. For

s ě 1 and λ2 P (0.5, 1), the leading coefficient of this polynomial is the only positive

coefficient, meaning this cubic polynomial has two inflection points: it first increases,

then decreases, and increases again as n1,j increases. By taking derivatives, we obtain

the n1,j values of the two inflection points: one is negative and the other one is positive.

Therefore, within the range from n1,j = 0 to n1,j =
2λ2+s´1

1´λ2
, the cubic polynomial is either

decreasing or decreasing and increasing, and the maximum value can occur only at either

end of the range. At n1,j = 0, the cubic polynomial is negative; at n1,j = 2λ2+s´1
1´λ2

, the

cubic polynomial is also negative, as it monotonically decreases with respect to s and is

negative when s = 1. Since n1,j = 2λ2+s´2
1´λ2

lies between n1,j = 0 and n1,j = 2λ2+s´1
1´λ2

,

the cubic polynomial is always negative for n1,j P

[
2λ2+s´2

1´λ2
, 2λ2+s´1

1´λ2

)
. This confirms that

d2

dn2
1,j

Qλ
2,j(n1,j) ă 0 within the range of n1,j corresponding to s, meaning all segments of

Qλ
2,j(n1,j) corresponding to positive s are strictly concave.

Continuation Value Function of Section 3.1. Due to the structural similarity between the

continuation value functions in Sections 2.2 and 3.1, many of their geometric properties

also carry over. In particular, the following result establishes that the function Qλ
2,j(n1,j)

retains the piecewise concavity observed in the earlier model.

Proposition A.3 (Concave Segments of Qλ
2,j(n1,j)). For all λ ą 0, the graph of Qλ

2,j(n1,j)

consists of continuous segments that are piecewise concave.
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Proof of Proposition A.3. For a given λ, we can express the continuation value function as

Qλ
2,j(n1,j) =

n1,j
ÿ

k(n1,j)=0

1
n1,j + 1

(
1 + k(n1,j)

2 + n1,j
´ λ

)+

(N ´ n1,j),

where k(n1,j) „ BB(n1,j, α1,j = 1, β1,j = 1).

Following the same structure as Definition A.1.1, we define segment s of Qλ
2,j(n1,j)

as the range of n1,j values for which exactly s values of k(n1,j) satisfy 1+k(n1,j)
2+n1,j

ě λ. The

corresponding range of n1,j for segment s is

2λ + s ´ 2
1 ´ λ

ď n1,j ă
2λ + s ´ 1

1 ´ λ
.

Define

A(n1,j) =

n1,j
ÿ

k=0

1
n1,j + 1

(
1 + k

2 + n1,j
´ λ

)+

so that Qλ
2,j(n1,j) = A(n1,j)(N ´ n1,j). A(n1,j) can be rewritten as

A(n1,j) =
s

n1,j + 2
´

λs
n1,j + 1

´
s(s ´ 1)

2(n1,j + 1)(n1,j + 2)
.

Previously in Proposition A.2, we showed that for any given s ě 1, segment s of

Qλ
2,j(n1,j) is concave, where

Qλ
2,j(n1,j) =

(
s

n1,j + 2
´

λs
n1,j + 1

´
s(s ´ 1)

2(n1,j + 1)(n1,j + 2)

)
N .

Comparing this expression to the formula for A(n1,j), we see that A(n1,j) is a constant

multiple of Qλ
2,j(n1,j). Therefore, for all s ě 1, it follows that d2

dn2
1,j

A(n1,j) ă 0 as well.

In addition, in Proposition A.1, we showed that for any given s, Qλ
2,j(n1,j) is non-

decreasing over the positive integers. Consequently, d
dn1,j

A(n1,j) ě 0 for any positive

integer n1,j.
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Taking the derivatives of Qλ
2,j(n1,j) with respect to n1,j, we have that

dQλ
2,j(n1,j)

dn1,j
=

dA(n1,j)

dn1,j
(N ´ n1,j) ´ A(n1,j)

=
dA(n1,j)

dn1,j
N ´

dA(n1,j)

dn1,j
n1,j ´ A(n1,j),

and

d2Qλ
2,j(n1,j)

dn2
1,j

= N
d2A(n1,j)

dn2
1,j

´

(
d2A(n1,j)

dn2
1,j

n1,j +
dA(n1,j)

dn1,j

)
´

dA(n1,j)

dn1,j

= (N ´ n1,j)
d2A(n1,j)

dn2
1,j

´ 2
dA(n1,j)

dn1,j
.

Since N ´ n1,j is non-negative, we have

d2Qλ
2,j(n1,j)

dn2
1,j

ď 0.

In other words, Qλ
2,j(n1,j) is concave with respect to n1,j within each segment.

A.2 Proof of Proposition 2.5

Using the properties in Appendix A.1, we show that for any Lagrange multiplier λ2 P

(0.5, 1), there exists a corresponding Lagrange multiplier λ1 ą 0.5 that makes n1,j = 0 and

some n1,j ą 0 optimal.

We first define a line through the origin as tangent to a segment of Qλ
2,j(n1,j) if the line

and the segment of Qλ
2,j(n1,j) share a point of intersection and the line lies on or above the

entire concave segment:

Definition A.2.1 (Tangent Line to Segment s). A line l(n1,j, s) passing through the origin

is tangent to segment s of Qλ
2,j(n1,j) if it satisfies the following conditions:

• It passes through a point
(

c, Qλ
2,j(c)

)
where c lies within the range of n1,j corre-

sponding to segment s, i.e., c P

[
2λ+s´2

1´λ , 2λ+s´1
1´λ

)
.
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• For all n1,j in the range of segment s, l(n1,j, s) ě Qλ
2,j(n1,j).

See Figure A.1 for two illustrations of l(n1,j, s): l(n1,j, 1) is tangent to segment s = 1 at

n1,j = 5, and l(n1,j, 3) is tangent to segment s = 3 at n1,j = 13.

0 2 4 6 8 10 12 14 16 18 20
n1;j

0

0.5

1

1.5

2

2.5

3

3.5

4

Q62;j(n1;j)
l(n1;j ; 1)
l(n1;j ; 3)

FIGURE A.1: Illustrations of l(n1,j, s) at s = 1 and s = 3.

Using the definition of a tangent line stated above, we now explore a geometric condition

under which allocating zero resources and some positive amount of resources in the first

period are optimal. This condition is formalized in the following proposition:

Proposition A.4 (Existence of Line from the Origin Tangent to Qλ
2,j(n1,j)). For any λ2 P

(0.5, 1), there exists a line passing through the origin that is tangent to segment s = 1 of Qλ
2,j(n1,j)

and lies on or above Qλ
2,j(n1,j) for all positive n1,j.

Proof of Proposition A.4. We prove Proposition A.4 in the following steps: First, we intro-

duce a function f (n1,j, s) and the line passing through the origin that is tangent to f (n1,j, s)
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(denoted as ltan(n1,j, s)). We then demonstrate that the gradient of ltan(n1,j, s) strictly de-

creases as s increases. Next, we show that for any s, the gradient of l(n1,j, s) is less than

or equal to that of ltan(n1,j, s). Finally, we show that l(n1,j, 1) = ltan(n1,j, 1). These claims

together lead to the conclusion that the gradient of l(n1,j, 1) is greater than the gradient of

l(n1,j, s) for all s ą 1, hence l(n1,j, 1) lies on or above Qλ
2,j(n1,j) for all positive n1,j.

Gradient of ltan(n1,j, s) Decreases as s Increases. As we want to study the properties of

Qλ
2,j(n1,j) across its segments, we need to take s as a random variable. Therefore, assuming

λ is fixed, we introduce a function f (n1,j, s) modified from equation (A.1) as a function of

both n1,j and s:

Definition A.2.2 (Function f (n1,j, s)). Function f (n1,j, s) is defined as follows:

f (n1,j, s) =
(

s
n1,j + 2

´
λ2s

n1,j + 1
´

s(s ´ 1)
2(n1,j + 1)(n1,j + 2)

)
N . (A.2)

The key difference between f (n1,j, s) and Qλ
2,j(n1,j) is that Qλ

2,j(n1,j) imposes a struc-

tural relationship between s and n1,j, where each value of s corresponds to a specific inter-

val of n1,j values. In contrast, f (n1,j, s) treats s and n1,j as independent variables, without

restricting n1,j to lie within the range associated with a given s; instead, n1,j can take any

value in R+. As illustrated in Figure A.2, the plot of f (n1,j, s) is smooth for any s, whereas

the plot of Qλ
2,j(n1,j) in Figure A.1 consists of connected concave segments.

Similar to our definition of l(n1,j, s) as a line tangent to Qλ
2,j(n1,j), we now define a line

from the origin that is tangent to f (n1,j, s):

Definition A.2.3 (Line from the Origin Tangent to f (n1,j, s)). A line ltan(n1,j, s) passing

through the origin is tangent to f (n1,j, s) if there exists a value ntan(s) such that

ltan(ntan(s), s) = f (ntan(s), s),

ltan(n1,j, s) ě f (n1,j, s) @n1,j P R+,
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FIGURE A.2: Illustration of f (n1,j, s), ltan(n1,j, s) and ntan(s).

and

d
dn1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)
=

d
dn1,j

ltan(n1,j, s) =
ltan(ntan(s), s)

ntan(s)
. (A.3)

By Definition A.2.3, ntan(s) is the value of n1,j corresponding to the point of tangency.

At n1,j = ntan(s), the line ltan(n1,j, s) intersects the function f (n1,j, s), and their gradients

are equal.

The gradient of ltan(n1,j, s) strictly decreases as s increases. By equation (A.3), the

gradient of ltan(n1,j, s) is equivalent to d
dn1,j

f (n1,j, s) when n1,j = ntan(s). We can show that

its first derivative with respect to s, d
ds

d
dn1,j

f (n1,j, s) with n1,j = ntan(s), is less than 0 using

the implicit function theorem:

By the chain rule, we have:

d
ds

d
dn1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)
=

d
ds

ntan(s) ¨
d2

dn2
1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)
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+
d
ds

d
dn1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)
.

Let

G(n1,j, s) = f (n1,j, s) ´ n1,j
d

dn1,j
f (n1,j, s) . (A.4)

By the implicit function theorem,

d
ds

ntan(s) = ´

d
ds G(ntan(s), s)

d
dn1,j

G(n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)

=

d
ds f (ntan(s), s) ´ ntan(s) d

ds
d

dn1,j
f (n1,j, s)

ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)

ntan(s) d2

dn2
1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)

,

so

d
ds

d
dn1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)

=

d
ds f (ntan(s), s) ´ ntan(s) d

ds
d

dn1,j
f (n1,j, s)

ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)

ntan(s)
+

d
ds

d
dn1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)

=
d
ds f (ntan(s), s)

ntan(s)
´

d
ds

d
dn1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)
+

d
ds

d
dn1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)

=
d
ds f (ntan(s), s)

ntan(s)
.

We claim that the point of tangency ntan(s) is less than 2λ2+s´1.5
1´λ2

. To see this, observe

that

d
dn1,j

f (n1,j, s)n1,j ´ f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=
2λ2+s´1.5

1´λ2

=(4λ2 ´ 4)n3
1,j + (3s + 18λ2 ´ 15)n2

1,j + (6s + 24λ2 ´ 18)n1,j + 2s + 8λ2 ´ 6
ˇ

ˇ

ˇ

ˇ

n1,j=
2λ2+s´1.5

1´λ2

,

which simplifies to a fraction of two polynomials with a positive denominator. With a

fixed s, the numerator is a sixth degree polynomial of λ2 that decreases monotonously
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as s increases. With a fixed λ2, the numerator is a cubic polynomial of s, which de-

creases monotonously as λ2 increases. The largest possible value of the numerator neg-

ative, realized at s = 1, λ2 = 0.5. Therefore, the numerator is always negative, mean-

ing d
dn1,j

f (n1,j, s)n1,j ´ f (n1,j, s) ă 0 at n1,j = 2λ2+s´1.5
1´λ2

. Following the proof of Propo-

sition A.2, f (n1,j, s) is strictly concave with n1,j P

[
0, 2λ2+s´1

1´λ2

)
, and by Definition A.2.3

d
dn1,j

f (n1,j, s)
ˇ

ˇ

ˇ

ˇ

n1,j=ntan(s)
ntan(s)´ f (ntan(s), s) = 0. Hence, the point of tangency ntan(s) must

be less than 2λ2+s´1.5
1´λ2

.

With ntan(s) ă
2λ2+s´1.5

1´λ2
,

d
ds

f (ntan(s), s) =
´2λ2ntan(s) ´ 4λ2 + 2ntan(s) ´ 2k + 3

2(ntan(s) + 1)(ntan(s) + 2)
N ă 0 .

Therefore, we have d
ds Qλ

2,j(ntan(s), s) ă 0, meaning the gradient of ltan(n1,j, s) with respect

to n1,j decreases as s increases.

Comparison of Gradients of l(n1,j, s) and ltan(n1,j, s). The gradient of the line l(n1,j, s)

with respect to n1,j is less than or equal to that of the line ltan(n1,j, s) for all s. This claim

can be proven by analyzing the gradients based on the value of ntan(s). Since ntan(s) ă

2λ2+s´1.5
1´λ2

, we can divide the proof into two cases and demonstrate the validity of this claim

in both cases:

• Case 1. 2λ2+s´2
1´λ2

ď ntan(s) ă
2λ2+s´1.5

1´λ2
. In this case, ntan(s) lies within the range of n1,j

corresponding to s. This means that the point of tangency between line ltan(n1,j(s), s)

and f (n1,j, s) is in the segment corresponding to s. By Definitions A.2.1 and A.2.3,

ltan(n1,j, s) is the same as l(n1,j, s). Thus, their gradients are identical.

• Case 2. ntan(s) ă
2λ2+s´2

1´λ2
. In this case, ntan(s) lies to the left of the range corre-

sponding to s. By Definition A.2.3, ltan
(
n1,j, s

)
ą f

(
n1,j, s

)
for all n1,j ă

2λ2+s´2
1´λ2

,

meaning that the line ltan(n1,j, s) lies above the entire segment s. Therefore, a line

from the origin tangent to segment s must have a gradient smaller than the gradient
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of ltan(n1,j, s).

Point of Tangency at Segment s = 1. We can demonstrate that l(n1,j, s) = ltan(n1,j, s)

when s = 1, and hence conclude that the gradient of l(n1,j, 1) is higher than that of all

other l(n1,j, s) where s ą 1.

At s = 1, the range of corresponding n1,j is
[

2λ2´1
1´λ2

, 2λ2
1´λ2

)
. Assume for contradiction

that ntan(1) ă
2λ2´1
1´λ2

, then f (ntan(1), 1) = 0, and tangent line ltan(n1,j, 1) will be a hor-

izontal line with value 0, which means ltan(n1,j, 1) ă f (n1,j, 1) for some n1,j values in[
2λ2´1
1´λ2

, 2λ2
1´λ2

)
, violating the definition of ltan(n1,j, s) in Definition A.2.3. Therefore, ntan(1)

has to be within the range specified by s = 1, and hence l(n1,j, 1) = ltan(n1,j, 1). As the

gradient of ltan(n1,j, s) decreases as s increases, and the gradient of l(n1,j, s) is no more than

that of ltan(n1,j, s) for all s, the gradient of l(n1,j, 1) is greater than that of all other l(n1,js)

where s ą 1. This means l(n1,j, 1) is not only tangent to Qλ
2,j(n1,j) at segment s = 1, but

also greater than or equal to Qλ
2,j(n1,j) for all n1,j.

Moreover, l(n1,j, 1) is the only line tangent to Qλ
2,j(n1,j), and whose value is always

greater than or equal to Qλ
2,j(n1,j) for all n1,j. Assume for contradiction that there exists

another line satisfying the description. If the gradient of this line is smaller than that of

l(n1,j, 1), then it is below Qλ
2,j(n1,j) at n1,j = ntan(1), violating the condition that it is always

on or above Qλ
2,j(n1,j) for all n1,j. As shown in Figure A.3, the green line, which has a

smaller gradient than that of l(n1,j, 1) lies below Qλ
2,j(n1,j) for some n1,j in the segment

s = 1. If the gradient of this line is larger than that of l(n1,j, 1), then it is also larger than

the gradient of all l(n1,j, s) where s ą 1. This means the line would lie entirely above

Qλ
2,j(n1,j), violating the condition that it is tangent to Qλ

2,j(n1,j).

Using the geometric properties of Qλ
2,j(n1,j) listed above, we can prove Proposition 2.5:

Proof of Proposition 2.5. For any given λ2 P (0.5, 1), by Proposition A.4, there exists a line

from the origin tangent to Qλ
2,j(n1,j) at segment s = 1 and is always on or above Qλ

2,j(n1,j)
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FIGURE A.3: Line l(n1,j, 1) and a line with smaller gradient.

for all n1,j ą 0. Let λ1 be 0.5 plus the gradient of this line, and the value of n1,j at the point

of tangency as n˚
1,j, we then have

(λ1 ´ 0.5) n1,j

$

&

%

= Qλ
2,j(n1,j), when n1,j = 0 or n1,j = n˚

1,j

ą Qλ
2,j(n1,j), otherwise,

which means

Qλ
1,j(n1,j) = (0.5 ´ λ1) n1,j + Qλ

2,j(n1,j)

$

&

%

= 0, when n1,j = 0 or n1,j = n˚
1,j

ă 0, otherwise.

For this pair of (λ1, λ2), we have 0 and n˚
1,j ą 0 as the optimal values of n1,j that maximize

Qλ
1,j(n1,j). The optimal policy corresponding to this pair of Lagrange multipliers is there-

fore a randomized policy that assigns either 0 or n˚
1,j resources to a treatment in the first

period.
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Intuition Behind the Optimality of n1,j = 0. When allocating limited resources across

multiple treatments over T periods with the goal of maximizing the total number of suc-

cesses, an initial even distribution of resources among all treatments might seem intuitive

but is suboptimal. Distributing resources equally, especially when the number of treatments

is large, can result in insufficient allocation to each treatment, leading to poor information

gathering and inefficient use of resources. For example, in a clinical trial, if resources are

evenly distributed among a large number of treatments, the small sample size for each

treatment yields inconclusive data, making it difficult to identify the most effective treat-

ment. Instead, focusing resources on a selected subset of treatments and giving 0 resources

to treatments outside of the subset can yield more meaningful insights and better overall

outcomes. This strategy balances exploration with efficiency, allowing the DM to achieve

near-optimal results without spreading resources too thinly across too many options.

A.3 Proof of Proposition 2.6 and Proposition 2.7

With the result of Proposition 2.5, we can calculate the other optimal value(s) and

hence derive the optimal policy stated in Proposition 2.6.

Proof of Proposition 2.6. By Proposition 2.3, there are at most 2 ties of optimal actions across

all periods when T = 2. This means that there are at most 2 other optimal actions besides

n1,j = 0 in the first period. We now characterize the optimal value(s) of n1,j in each case.

Case 1: Only One Positive Optimal Action. In this case, there is only one positive point

of tangency between (λ1 ´ 0.5)n1,j and Qλ
2,j(n1,j), and the n1,j value of this point of tan-

gency, denoted as n˚
1,j, is an integer.

By Proposition A.4, we know that n˚
1,j has to lie in the range corresponding to s = 1.

According to Definition A.1.1, out of the n˚
1,j + 1 scenarios of outcomes, there is only one

scenario (all outcomes are successful) in which the updated success rate is greater than or

equal to λ2 and receives N resources from the DM in the second period under the optimal
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policy. With the uniform prior assumption, the probability of this scenario happening is

1
n˚

1,j + 1
.

Denote p˚ as the probability of allocating n˚
1,j resources to a treatment at t = 1. Be-

cause n1,j = 0 and n1,j = n˚
1,j are the only two optimal actions at t = 1, the probability of

allocating 0 resources to a treatment in the first period is then 1 ´ p˚. By the optimality

conditions as described in Proposition 2.4, under the optimal λ ě 0, the optimal random-

ized policy allocate N resources per period, i.e.

E(no. of resources allocated in the first period) = Jp˚n˚
1,j + J(1 ´ p˚) ¨ 0 = N ,

E(no. of resources allocated in the second period) = Jp˚ 1
n˚

1,j + 1
N = N .

Solving the equations, we have n˚
1,j =

b

N + 1
4 ´ 1

2 . For n˚
1,j to be an integer, N need to be

in the form of i(i + 1), where i is a positive integer.

Case 2: Two Positive Optimal Actions. In this case, there are two positive points of tan-

gency between (λ1 ´ 0.5)n1,j and segment s = 1 of Qλ
2,j(n1,j). Since segment s = 1 of

Qλ
2,j(n1,j) is concave, the two points tangency have to adjacent to each other, otherwise

there exists a third point between them, at which Qλ
2,j(n1,j) is above (λ1 ´ 0.5)n1,j. We

denote the n1,j value of these two points of tangency as n˚
1,j and n˚

1,j + 1. Denote p˚
1 as the

probability of allocating n˚
1,j resources to a treatment at t = 1 and p˚

2 as that of allocating

n˚
1,j + 1. Following a similar argument to that of case 1, we have

E(no. of resources allocated in the first period) = Jp˚
1 n˚

1,j + Jp˚
2 (n

˚
1,j + 1) = N ,

E(no. of resources allocated in the second period) = Jp˚
1

1
n˚

1,j + 1
N + Jp˚

2
1

n˚
1,j + 2

N = N .

Solving the equation set, we have n˚
1,j =

Y
b

N + 1
4 ´ 1

2

]

.

If we assume for simplicity that
?

N is an integer (which would not affect the asymp-

totic optimality of the policy, as shown in Appendix C.3), the smaller positive optimal
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action is
?

N ´ 1 and the larger one is
?

N. The corresponding p˚
1 and p˚

2 values are
?

N
2J

and
?

N+1
2J , respectively. As p˚

1 + p˚
2 ď 1, the number of treatments J must be at least

?
N + 0.5.

With the optimal actions and optimal allocation probabilities stated, we can derive the

corresponding optimal Lagrange multipliers λ˚ that makes them optimal.

Proof of Proposition 2.7. According to Proposition 2.4, a non-negative Lagrange multiplier

vector is optimal if and only if an optimal randomized allocation policy under its relaxed

problem assigns N resources per period in expectation. Essentially, we need to find the

values of λ˚ that correspond to the optimal policy stated in Proposition 2.6.

Under the optimal policy, Qλ˚

1,j (n1,j) = 0 at n1,j = 0 and n1,j = n˚
1,j, and (λ˚

1 ´ 0.5)n1,j

is tangent to Qλ˚

2,j (n1,j) at n1,j = n˚
1,j. This means at n1,j = n˚

1,j we have two equations that

hold:
$

’

&

’

%

(λ˚
1 ´ 0.5)n˚

1,j = Qλ˚

2,j (n
˚
1,j),

(λ˚
1 ´ 0.5) =

d
dn1,j

Qλ˚

2,j (n1,j)

ˇ

ˇ

ˇ

ˇ

n1,j=n˚
1,j

.

As the point of tangency is at segment s = 1,

Qλ˚

2,j (n
˚
1,j) =

1
n˚

1,j + 1

(
1 + n˚

1,j

2 + n˚
1,j

´ λ˚
2

)
N.

Substituting the values of positive n˚
1,j as

?
N and

?
N ´ 1, the optimal Lagrange multipli-

ers are

λ˚
1 = 0.5 +

N
?

N + 2
´

N
?

N + 1
+

(
N

?
N

´
N

?
N + 1

)(
(1 ´

?
N)(

?
N + 1)

2(
?

N + 2)
+

?
N

2

)
,

and

λ˚
2 =

(1 ´
?

N)(
?

N + 1)
2(

?
N + 2)

+

?
N

2
.
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A.4 Proof of Theorem 2.8

The value of the feasible relaxed policy as described in Definition 2.2.1, Vπ
1 , is challenging

to evaluate because it involves picking the best-performing treatment over two groups of

treatments with different resources allocations in the first period (i.e., n1,j =
?

N ´ 1 and

n1,j =
?

N), whose updated success rate follow different distributions. To simplify this

analysis, we introduce a feasible policy π1 whose value Vπ1

1 serves as a lower bound for Vπ
1 .

Under policy π1, we take
?

N ´ 1 is the only positive optimal action. In the first period, the

DM assigns
?

N ´ 1 resources to each of the N 1
2
?

N
+ N

(
1

2
?

N
+ 1

2N

)
treatments (which

rounds down to
?

N assuming
?

N is an integer 1), and no resources are allocated to the

remaining treatments. In the second period, a treatment with the highest updated success

rate is identified and all N resources are allocated to it.

The difference between the feasible relaxed policy as described in Definition 2.2.1 and

policy π1 is that there are N
(

1
2

?
N
+ 1

2N

)
treatments that receive one less unit of resources

under policy π1. For these N
(

1
2
?

N
+ 1

2N

)
treatments, their updated success rate under the

feasible relaxed policy is

1 + kπ

2 +
?

N
, where kπ „ BB(

?
N, 1, 1),

whereas their updated success rate under π1 is

1 + kπ1

1 +
?

N
, where kπ1 „ BB(

?
N ´ 1, 1, 1).

For the remaining N 1
2

?
N

resources, under both policies, their updated success rate is

1 + k
1 +

?
N

, where k „ BB(
?

N ´ 1, 1, 1).

1 Without the assumption that
?

N is an integer, the number of treatments allocated
?

N ´ 1 resources is
t
?

Nu.
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We have introduced the concept of mean-preserving spread earlier in the proof of Propo-

sition A.1. By definition, 1+kπ

2+
?

N
is a mean-preserving spread of 1+kπ1

1+
?

N
. As the maximization

function is a convex function, by the property of mean-preserving spread,

E

 max
i=1,...,

Y

N( 1
2
?

N
+ 1

2N )
]

(
1 + kπ

2 +
?

N

)
i

 ě E

 max
i=1,...,

Y

N( 1
2
?

N
+ 1

2N )
]

(
1 + kπ1

1 +
?

N

)
i

 .

In both periods, the expected value of the feasible relaxed policy is greater than or equal

to the expected value of policy π1. In the first period, the expected value is the number of

resources allocated multiplied by 1
2 . As fewer resources are allocated under π1, the expected

value for π1 is smaller. In the second period, the expected value for the feasible relaxed

policy satisfies

Emax

 max
i=1,...,

Y

N 1
2
?

N

]

(
1 + k

1 +
?

N

)
i
, max

i1=1,...,
Y

N( 1
2

?
N
+ 1

2n )
]

(
1 + kπ

2 +
?

N

)
i1



ě Emax

 max
i=1,...,

Y

N 1
2
?

N

]

(
1 + k

1 +
?

N

)
i
, max

i1=1,...,
Y

N( 1
2

?
N
+ 1

2n )
]

(
1 + kπ1

1 +
?

N

)
i1


= Emax

[
max

i=1,...,
?

N

(
1 + kπ1

1 +
?

N

)
i

]

= E

[
max

i=1,...,
?

N

(
1 + kπ1

1 +
?

N

)
i

]

which is the expected value of π1 in the second period.

As a result, we have an upper bound on the relative performance gap between the

feasible relaxed policy and the optimal relaxed policy:

Lλ˚

1 ´ Vπ
1

Vπ
1

ď
Lλ˚

1 ´ Vπ1

1

Vπ1

1
.

Next, we provide an analytical upper bound on the relative performance gap. In the

first period, the expected value of the optimal policy of relaxed problem is N
2 , because

the expected number of resources treated is N and the expected success rate is 1
2 . The
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expected value of policy π1 is N
2 ´

?
N

4 ´ 1
4 , because the expected number of resources

treated is
(?

N ´ 1
) (?

N + 1
2

)
and the expected success rate is 1

2 . Therefore, in the first

period, their difference in value is
?

N
4 + 1

4 . In the second period, Lλ˚

2 is bounded from

above by

N
?

N + 1
?

N + 2
,

which is the reward if the best treatment was allocated
?

N resources and achieved all

successes in the first period. We now bound from below the expected value of policy π1 in

the second period, E(Vπ1

2 ). We have

E(Vπ1

2 ) = NE

[
max

i=1,...,
?

N

1 + kπ1

1 +
?

N

]
= NE

[
1 + k˚

π1

1 +
?

N

]
,

where k˚
π1 is the number of success achieved by the best-performing treatment in the first

period. We then note that

E[k˚
π1 ] =

?
N´1
ÿ

x=0

k˚
π1 P(k˚

π1 = x)

= P(k˚
π1 = 1)

+ P(k˚
π1 = 2) + P(k˚

π1 = 2)

+ P(k˚
π1 = 3) + P(k˚

π1 = 3) + P(k˚
π1 = 3)

......

+ P(k˚
π1 =

?
N ´ 1) + ... + P(k˚

π1 =
?

N ´ 1)

= P(k˚
π1 ą 0) + P(k˚

π1 ą 1) + ... + P(k˚
π1 ą

?
N ´ 2)

= [1 ´ P(k˚
π1 ď 0)] + [1 ´ P(k˚

π1 ď 1)] + ... +
[
1 ´ P(k˚

π1 ď
?

N ´ 2)
]

=

1 ´

?
N

ź

i=1

(kπ1 ď 0)

+

1 ´

?
N

ź

i=1

(kπ1 ď 1)

+ ... +

1 ´

?
N

ź

i=1

(kπ1 ď
?

N ´ 2)



=

?
N´2
ÿ

x=0

1 ´

?
N

ź

i=1

(kπ1 ď x)


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=

?
N´2
ÿ

x=0

[
1 ´

(
x + 1
?

N

)?
N
]

= (
?

N ´ 1) ´

?
N´2
ÿ

x=0

(
x + 1
?

N

)?
N

= (
?

N ´ 1) ´

?
N´1
ÿ

x=1

(
x

?
N

)?
N

= (
?

N ´ 1) ´

?
N

ÿ

y=2

(?
N + 1 ´ y

?
N

)?
N

= (
?

N ´ 1) ´

?
N

ÿ

y=2

[
1 ´

(
y ´ 1
?

N

)]?
N

.

Note that @x, m, (1 + x
m )m ď ex holds, so

(
?

N ´ 1) ´

?
N

ÿ

y=2

[
1 ´

(
y ´ 1
?

N

)]?
N

ě (
?

N ´ 1) ´

?
N

ÿ

y=2

e´(y´1)

= (
?

N ´ 1) ´

?
N´1
ÿ

y=1

e´y

ě (
?

N ´ 1) ´

8
ÿ

y=1

e´y

=
?

N ´ 1 ´
1

e ´ 1
.

Based on this lower bound on E[k˚
π1 ], we can obtain a lower bound on the expected

value of π1 in the second period:

E(Vπ1

2 ) = NE

[
1 + k˚

π1

1 +
?

N

]
ě N

1 +
?

N ´ 1 ´ 1
e´1

1 +
?

N
= N

(?
N ´ 1

e´1

1 +
?

N

)
.

Combining the upper and lower bounds together, the relative performance gap satisfies

Lλ˚

1 ´ Vπ1

1

Vπ1

1
ď

N
2 + N

?
N+1?
N+2

´

[
N
2 ´

?
N

4 ´ 1
4 + N

(?
N´ 1

e´1

1+
?

N

)]
N
2 ´

?
N

4 ´ 1
4 + N

(?
N´ 1

e´1

1+
?

N

)
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=

N
?

N+1?
N+2

+
?

N
4 + 1

4 ´ N
(?

N´ 1
e´1

1+
?

N

)
N
2 ´

?
N

4 ´ 1
4 + N

(?
N´ 1

e´1

1+
?

N

)

ă

(
1
4
+

1
e ´ 1

) ?
N + 1
N

for N ě 10.

A.5 Proof of Proposition 3.3 and Proposition 3.4

We use the properties of the continuation value function shown in Appendix A.1 to de-

rive the optimal actions as described in Proposition 3.3 and the optimal Lagrange multiplier

λ˚ as described in Proposition 3.4.

Proposition A.5 (Line from the Origin Tangent to Qλ
2,j(n1,j)). For any λ P (0.5, 1), there

exists a line passing through the origin that is tangent to segment s = 1 of Qλ
2,j(n1,j) and lies on

or above Qλ
2,j(n1,j) for all positive n1,j.

Proof of Proposition A.5. By definition, Qλ
2,j(n1,j) =

N´n1,j
N Qλ

2,j(n1,j), where Qλ
2,j(n1,j) is de-

fined in Section 2.2. In Proposition A.4, we showed that there exists a line l(n1,j, 1) orig-

inating from the origin, tangent to Qλ
2,j(n1,j), and lying on or above it for all n1,j. This

line has the highest gradient compared to any other line l(n1,j, s) for s ą 1. When s (and

hence n1,j) increases, the value of segment s of Qλ
2,j(n1,j) becomes progressively smaller

relative to its counterpart segment in Qλ
2,j(n1,j). Consequently, for segments correspond-

ing to s ą 1, the gradient of the line from the origin tangent to these segments of Qλ
2,j(n1,j)

is also lower compared to the gradient of the tangent line to the segment at s = 1.

Thus, the line l(n1,j, s) achieves its maximum gradient when s = 1 for Qλ
2,j(n1,j). If a

line from the origin is tangent to Qλ
2,j(n1,j) and remains on or above it for all n1,j, the point

of tangency must occur at the segment where s = 1.

With the results of Proposition A.3 and Proposition A.5, we can prove Proposition 3.3

and Proposition 3.4:
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Proof of Proposition 3.3 and Proposition 3.4. When λ increases, the values of Qλ
2,j(n1,j) de-

crease continuously, as does the slope of the line from the origin tangent to it. In con-

trast, the gradient of the line
(
λ ´ 1

2

)
n1,j increases with λ. Given N, there always exists

a corresponding value of λ = λ˚ at which the two gradients match, i.e.,
(
λ˚ ´ 1

2

)
n1,j is

tangent to Qλ˚

2,j (n1,j) at segment s = 1, as described in Proposition A.5. At this value of

λ˚, we will have n1,j = 0 as one of the maximizers of the continuation value Qλ
1,j(n1,j).

The other optimal action lies at the point of tangency between (λ ´ 0.5)n1,j and Qλ
2,j(n1,j),

which occurs in segment s = 1, and at which the gradients of the two curves are equal.

With this information, we can derive the value of both n˚
1,j and λ˚.

When s = 1, only k(n1,j) = n1,j gives
(

1+k(n1,j)
2+n1,j

´ λ
)+

ą 0, so we have the simplified

expression:

Qλ
2,j(n1,j) =

1
n1,j + 1

(
1 + n1,j

2 + n1,j
´ λ

)
(N ´ n1,j).

The first derivative of Qλ
2 (n1,j) with respect to n1,j at s = 1 is

d
dn1,j

Qλ
2,j(n1,j) =

(N + 1)λ
(n1,j + 1)2 ´

N + 2
(n1,j + 2)2 .

At n˚
1,j which is the n1,j value of the point of tangency, we have two equations that

hold:
(
λ˚ ´ 1

2

)
n˚

1,j = Qλ˚

2,j (n
˚
1,j) and d

dn1,j

(
λ˚ ´ 1

2

)
n˚

1,j =
d

dn1,j
Qλ˚

2,j (n
˚
1,j), which means

$

’

&

’

%

(
λ˚ ´ 1

2

)
n˚

1,j =
1

n˚
1,j+1

(
1+n˚

1,j

2+n˚
1,j

´ λ˚

)
(N ´ n˚

1,j) ,

λ˚ ´ 1
2 = (N+1)λ˚

(n˚
1,j+1)2 ´ N+2

(n˚
1,j+2)2 .

There are two unknowns and two equations, so for any given N, we can find unique

solutions of n˚
1,j and λ˚ using N, which are

n˚
1,j = tN

1
3 u, and
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λ˚ =

N
2+n˚

1,j
´

n˚
1,j

2+n˚
1,j
+ 1

2 n˚
1,j

n˚
1,j +

N
n˚

1,j+1 ´
n˚

1,j

n˚
1,j+1

.

Under the optimal relaxed policy as described in Proposition 3.3, denote the probabil-

ity of allocating n˚
1,j = tN

1
3 u resources to a treatment at t = 1 as p˚. The probability of

allocating no resource to a treatment at t = 1 is then 1 ´ p˚. According to the optimal re-

laxed policy, only treatment that receives n˚
1,j resources in the first period and observes all

successes can be allocated N ´ n˚
1,j resources in the second period. Because the probability

of having n˚
1,j successes out of n˚

1,j resources allocated is 1
n˚

1,j+1 when α1,j = β1,j = 1, the

probability for a treatment to be allocated N ´ n˚
1,j resources in the second period is 1

n˚
1,j+1 .

The expected number of resources allocated per treatment is then

p˚n˚
1,j + p˚ 1

n˚
1,j + 1

(N ´ n˚
1,j).

With J treatments and the optimality condition that N resources are allocated in total in

expectation under the optimal policy, we have

p˚n˚
1,j + p˚ 1

n˚
1,j + 1

(N ´ n˚
1,j) =

N
J

,

so

p˚ =
N
J

n˚
1,j + 1

n˚2
1,j + N

.

A.6 Proof of Theorem 3.5

We prove that if n˚
1,j scales at the rate of O(Nα) where α ď 1

3 , then the relative per-

formance gap between the optimal relaxed policy as described in Proposition 3.3 and the

feasible version of the optimal relaxed policy as described in Definition 3.1.1 converges to

0 at the rate of at least O(N´α).
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The optimal relaxed policy and its feasible version only differ in the allocation of the

second period in expectation. To calculate the performance gap, we only need to find the

difference in the expected return of the second period Lλ˚

2 ´ Vπ
2 .

First, we derive an upper bound on Lλ˚

2 . Express n˚
1,j as Nα, then

p˚ =
N
J

Nα + 1
N2α + N

.

Denote Y as the number of treatments allocated N resources in total under the optimal

relaxed policy. We have

Y „ Bin

(
J, p˚ 1

n˚
1,j + 1

)
= Bin

(
J,

N
J(N2α + N)

)
.

Under the optimal relaxed policy, N ´ Nα resources are given to Y treatments in the

second period, whose updated belief about the success rate is Nα+1
Nα+2 as α1,j = β1,j = 1.

Therefore, the expected return of the second period Lλ˚

2 is

E[Y](N ´ Nα)
Nα + 1
Nα + 2

.

As the expected value of Y „ Bin
(

J, N
J(N2α+N)

)
is N

N2α+N and (N ´ Nα)Nα+1
Nα+2 ă N, an

upper bound on Lλ˚

2 is

N2

N2α + N
. (A.5)

Next, we derive a lower bound on Vπ
2 . Under the feasible version of optimal relaxed

policy as described in Proposition 3.1.1, only one best-performing treatment out of Jp˚

treatments is allocated N ´ Jp˚n˚
1,j resources in the second period, and the expected updated

success rate of this best-performing treatment is

E

(
max

i=1,...,Jp˚

1 + ki

2 + n˚
1,j

)
,
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where ki „ BB(n˚
1,j = Nα, α1,j = 1, β1,j = 1). Therefore, the expected value of Vπ

2 is

(N ´ Jp˚n˚
1,j)E

(
max

i=1,...,Jp˚

1 + ki

2 + n˚
1,j

)
=

(
N ´ N

Nα + 1
N2α + N

Nα

)
E

 max
i=1,...,N Nα+1

N2α+N

1 + ki

2 + Nα

 .

Denote

max
i=1,...,N Nα+1

N2α+N

ki

as kmax. We then have

E[kmax] =
Nα
ÿ

x=0

xP(kmax = x)

= P(kmax = 1)

+ P(kmax = 2) + P(kmax = 2)

+ P(kmax = 3) + P(kmax = 3) + P(kmax = 3)

......

+ P(kmax = Nα) + ... + P(kmax = Nα)

= P(kmax ą 0) + P(kmax ą 1) + ... + P(kmax ą Nα ´ 1)

= [1 ´ P(kmax ď 0)] + [1 ´ P(kmax ď 1)] + ... + [1 ´ P(kmax ď Nα ´ 1)]

=

1 ´

N Nα+1
N2α+N
ź

i=1

(ki ď 0)

+

1 ´

N Nα+1
N2α+N
ź

i=1

(ki ď 1)

+ ... +

1 ´

N Nα+1
N2α+N
ź

i=1

(ki ď Nα ´ 1)



=
Nα´1
ÿ

x=0

1 ´

N Nα+1
N2α+N
ź

i=1

(ki ď x)



=
Nα´1
ÿ

x=0

1 ´

(
x + 1
Nα

)N Nα+1
N2α+N



= Nα ´

Nα´1
ÿ

x=0

(
x + 1
Nα

)N Nα+1
N2α+N
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= Nα ´

Nα
ÿ

x=1

( x
Nα

)N Nα+1
N2α+N .

When α ď 1
3 and N ě 1, we have

N
Nα + 1

N2α + N
ě Nα.

Since x
Nα ď 1 for x P t1, ..., Nαu, we have

Nα ´

Nα
ÿ

x=1

( x
Nα

)N Nα+1
N2α+N

ě Nα ´

Nα
ÿ

x=1

( x
Nα

)Nα

= Nα ´

Nα
ÿ

y=1

(
Nα + 1 ´ y

Nα

)Nα

= Nα ´

Nα
ÿ

y=1

[
1 ´

(
y ´ 1
Nα

)]Nα

.

Note that for all x and m, (1 + x
m )m ď ex holds, so

Nα ´

Nα
ÿ

y=1

[
1 ´

(
y ´ 1
Nα

)]Nα

ě Nα ´

Nα
ÿ

y=1

e´(y´1)

= Nα ´

Nα´1
ÿ

y=0

e´y

= Nα ´ 1 ´

Nα´1
ÿ

y=1

e´y

ě Nα ´ 1 ´

8
ÿ

y=1

e´y

= Nα ´ 1 ´
1

e ´ 1
.

By combining the inequalities, which hold under the condition that α ď 1
3 , we obtain

E(kmax) ě Nα ´ 1 ´
1

e ´ 1
,
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which means

E

(
1 + kmax

2 + Nα

)
ě

Nα ´ 1
e´1

2 + Nα
.

When α ď 1, N ´ N Nα+1
N2α+N Nα ě N ´ N

2
3 , so a lower bound on Vπ

2 is

(
N ´ N

2
3

) Nα ´ 1
e´1

2 + Nα
. (A.6)

Using equations (A.5) and (A.6), the performance gap between the relaxed optimal

policy and the feasible optimal policy is smaller than

N2

N2α + N
´

(
N ´ N

2
3

) Nα ´ 1
e´1

2 + Nα
.

The expected value of the relaxed optimal policy equals the sum of Lλ˚

2 and 1
2 times the

number of resources allocated in the first period, Jp˚n˚
1,j, so an upper bound on Lλ˚

1 is

N2

N2α + N
+

1
2

Jp˚n˚
1,j =

N2

N2α + N
+

1
2

N
Nα + 1

N2α + N
Nα =

N2

N2α + N
+

1
2

N2α+1 + Nα+1

N2α + N
.

The relative gap between the value of the feasible relaxed policy, Vπ
1 , and the value of

the optimal policy of problem 3.2, V˚
1 , thus satisfies

V˚
1 ´ Vπ

1
V˚

1
ď

Lλ˚

1 ´ Vπ
1

Lλ˚

1
ă

N2

N2α+N ´

(
N ´ N

2
3

)
Nα´ 1

e´1
2+Nα

N2

N2α+N + 1
2

N2α+1+Nα+1

N2α+N

,

provided that α ď 1
3 , as one of the intermediate inequalities in the proof holds only under

this condition.

The relative gap converges to 0 at the rate of O(N´α). Given that n˚
1,j = tN

1
3 u as stated

in Proposition 3.4 scales at the rate of O(N
1
3 ), we have α = 1

3 , and hence

V˚
1 ´ Vπ

1
V˚

1
ă

N2

N
2
3 +N

´

(
N ´ N

2
3

)
N

1
3 ´ 1

e´1

2+N
1
3

N2

N
2
3 +N

+ 1
2 N

2
3

, which is of order O(N´ 1
3 ).
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Appendix B. Proof of Key Results of Normal-Normal Mod-
els
B.1 Geometric Properties of the Continuation Value Functions

We prove some geometric properties of the continuation value functions in the second pe-

riod for both models in Sections 4.1 and 5.1. In Section 4.1, the continuation value function

in the second period Qλ
2,j(n1,j) is NEx1,j

[ (
µ2,j ´ λ2

)+ ] by equation (4.8). In Section 5.1, the

continuation value function in the second period Qλ
2,j(n1,j) is (N ´ n1,j)Ex1,j

[ (
µ2,j ´ λ

)+ ]
by equation (5.6). Those two functions are highly similar and thus share many common

properties.

Continuation Value Function of Section 4.1. Given N, the geometric properties of Qλ
2,j(n1,j)

with respect to n1,j are the same as those of Ex1,j

[ (
µ2,j ´ λ2

)+ ], which we will study by

taking its derivatives with respect to n1,j, assuming n1,j is continuous.

Using µ2,j ´ λ2 „ N
(
µ1 ´ λ2, σ2(n1,j)

)
and the result of Appendix D.2, we have

Ex1,j

[ (
µ2,j ´ λ2

)+ ]
= (µ1 ´ λ2)Φ

(
µ1 ´ λ2

σ(n1,j)

)
+ σ(n1,j) ϕ

(
µ1 ´ λ2

σ(n1,j)

)
.

Proposition B.1 (Geometric Properties of Expected Value of Rectified Normal Distribu-

tion). The expected value Ex1,j

[ (
µ2,j ´ λ2

)+ ] is strictly increasing and first strictly convex then

strictly concave in n1,j. Moreover, if λ2 ą µ1, then Ex1,j

[ (
µ2,j ´ λ2

)+ ]
Ñ 0 when n1,j Ñ 0+.

Proof of Proposition B.1. The first derivative of the expected value is

d
dn1,j

Ex1,j

[ (
µ2,j ´ λ2

)+ ]
=

d
dn1,j

[
(µ1 ´ λ2)Φ

(
µ1 ´ λ2

σ(n1,j)

)
+ σ(n1,j) ϕ

(
µ1 ´ λ2

σ(n1,j)

)]

=(µ1 ´ λ2)
d

dn1,j
Φ
(

µ1 ´ λ2

σ(n1,j)

)
+ σ1(n1,j)ϕ

(
µ1 ´ λ2

σ(n1,j)

)
+ σ(n1,j)

d
dn1,j

ϕ

(
µ1 ´ λ2

σ(n1,j)

)

=(µ1 ´ λ2)ϕ

(
µ1 ´ λ2

σ(n1,j)

)(
´

µ1 ´ λ2

σ2(n1,j)

)
σ1(n1,j) + σ1(n1,j)ϕ

(
µ1 ´ λ2

σ(n1,j)

)

+
(µ1 ´ λ2)2

σ2(n1,j)
ϕ

(
µ1 ´ λ2

σ(n1,j)

)
σ1(n1,j)
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=σ1(n1,j)ϕ

(
µ1 ´ λ2

σ(n1,j)

)(
´
(µ1 ´ λ2)2

σ2(n1,j)
+ 1 +

(µ1 ´ λ2)2

σ2(n1,j)

)

=σ1(n1,j)ϕ

(
µ1 ´ λ2

σ(n1,j)

)
.

Since σ2(n1,j) =
σ4

1 n1,j

σ2+n1,jσ
2
1

as derived in Appendix D.1,

σ1(n1,j) =
d

dn1,j

d

σ4
1 n1,j

σ2 + n1,jσ
2
1
=

σ2
c

σ4
1 n1,j

σ2
1 n1,j+σ2

2σ2
1 n2

1,j + 2σ2n1,j
,

which is positive with σ, σ1, n1,j ą 0. Therefore, the first derivative of the expected value

is also positive, meaning the expected value is increasing in n1,j.

The second derivative of the expected value is

d2

dn2
1,j

Ex1,j

[ (
µ2,j ´ λ2

)+ ]
=

d
dn1,j

σ1(n1,j)ϕ

(
µ1 ´ λ2

σ(n1,j)

)

=σ
2

(n1,j)ϕ

(
µ1 ´ λ2

σ(n1,j)

)
+ σ1(n1,j)

d
dn1,j

ϕ

(
µ1 ´ λ2

σ(n1,j)

)

=σ
2

(n1,j)ϕ

(
µ1 ´ λ2

σ(n1,j)

)
+ σ1(n1,j)

(
´

µ1 ´ λ2

σ(n1,j)

)
ϕ

(
µ1 ´ λ2

σ(n1,j)

)(
´

µ1 ´ λ2

σ2(n1,j)

)
σ1(n1,j)

=σ
2

(n1,j)ϕ

(
µ1 ´ λ2

σ(n1,j)

)
+

(µ1 ´ λ2)2

σ3(n1,j)
ϕ

(
µ1 ´ λ2

σ(n1,j)

) (
σ1(n1,j)

)2

=ϕ

(
µ1 ´ λ2

σ(n1,j)

) [
σ

2

(n1,j) +
(µ1 ´ λ2)2

σ3(n1,j)

(
σ1(n1,j)

)2
]

,

which has the same sign as

σ3(n1,j)σ
2(n1,j) + (µ1 ´ λ2)

2 (σ1(n1,j)
)2 , as both ϕ(¨) and σ3(n1,j) are positive.

Denote σ(n1,j) =
σ2

1
?n1,j?

D(n1,j)
where D(n1,j) = σ2 + σ2

1 n1,j. We have

σ1(n1,j) =
σ2

1
2

 1
?n1,j

b

D(n1,j)
´

σ2
1
?n1,j

D(n1,j)3/2

 ,
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σ(n1,j)
3 =

 σ2
1
?n1,j

b

D(n1,j)

3

=
σ6

1 n3/2
1,j

D(n1,j)3/2 ,

and

σ2(n1,j) = ´
σ2

1

4n3/2
1,j D(n1,j)1/2

´
σ4

1

2n1/2
1,j D(n1,j)3/2

+
3σ6

1 n1/2
1,j

4D(n1,j)5/2 .

Combining all terms together, we obtain:

σ3(n1,j)σ
2(n1,j) + (µ1 ´ λ2)

2 (σ1(n1,j)
)2

=
σ6

1 n3/2
1,j

D(n1,j)3/2

(
´

σ2
1

4n3/2
1,j D(n1,j)1/2

´
σ4

1

2n1/2
1,j D(n1,j)3/2

+
3σ6

1 n1/2
1,j

4D(n1,j)5/2

)

+
(µ1 ´ λ2)2σ4

1
4

(
1

n1,jD(n1,j)
´

2σ2
1

D(n1,j)2 +
σ4

1 n1,j

D(n1,j)3

)

=
(µ1 ´ λ2)2σ4

1
4n1,jD(n1,j)

´

(
σ8

1
4

+
(µ1 ´ λ2)2σ6

1
2

)
1

D(n1,j)2 +

(
´

σ10
1
2

+
(µ1 ´ λ2)2σ8

1
4

)
n1,j

D(n1,j)3

+
3σ12

1 n2
1,j

4D(n1,j)4

=
1

4n1,jD(n1,j)3

(
(µ1 ´ λ2)

2σ4
1 D(n1,j)

3 ´ (σ8
1 + 2(µ1 ´ λ2)

2σ6
1 )n1,jD(n1,j)

2

+ (´2σ10
1 + (µ1 ´ λ2)

2σ8
1 )n

2
1,jD(n1,j) + 3σ12

1 n3
1,j

)
,

which has the same sign as

(µ1 ´ λ2)
2σ4

1 D(n1,j)
3 ´ (σ8

1 + 2(µ1 ´ λ2)
2σ6

1 )n1,jD(n1,j)
2

+(´2σ10
1 + (µ1 ´ λ2)

2σ8
1 )n

2
1,jD(n1,j) + 3σ12

1 n3
1,j .

Substitute D = σ2 + σ2
1 n1,j back to the expression, we have a quadratic polynomial of

n1,j:

´4σ10
1 σ2n2

1,j +
(
(µ1 ´ λ2)

2σ6
1 σ4 ´ σ8

1 σ4
)

n1,j + (µ1 ´ λ2)
2σ4

1 σ6 .

The determinant is positive, so equation

(µ1 ´ λ2)
2σ4

1 σ6 +
(
(µ1 ´ λ2)

2σ6
1 σ4 ´ σ8

1 σ4
)

n1,j ´ 4σ10
1 σ2n2

1,j = 0

91



has two real roots. The product of the two roots equals (µ1´λ2)
2σ4

1 σ6

´4σ10
1 σ2 which is negative,

meaning there is only one positive real root. In addition, since the leading coefficient is

negative, the plot of this quadratic polynomial is a downward-opening parabola, which

is positive at n1,j = 0, crossing 0 from above the horizontal axis to below as n1,j increases

past the positive root, and stays negative when n1,j is larger than the positive root. Hence,

we have shown that the second derivative of Ex1,j

[ (
µ2,j ´ λ2

)+ ] is first positive then

negative.

As Ex1,j

[ (
µ2,j ´ λ2

)+ ] has a positive first derivative and a first positive then nega-

tive second derivative, it is increasing and first strictly convex then strictly concave with

respect to n1,j.

Finally, we show that if λ2 ą µ1, then Ex1,j

[ (
µ2,j ´ λ2

)+ ] passes through the origin

when plotted against n1,j. When λ2 ą µ1, µ1´λ2
σ(n1,j)

Ñ ´8 as n1,j Ñ 0+, so both Φ
(

µ1´λ2
σ(n1,j)

)
and ϕ

(
µ1´λ2
σ(n1,j)

)
converge to 0, making Ex1,j

[ (
µ2,j ´ λ2

)+ ] equal to 0. This result would

not hold if λ2 ă µ1: Ex1,j

[ (
µ2,j ´ λ2

)+ ] will be strictly positive at n1,j = 0.

The continuation value function Qλ
2,j(n1,j) = NEx1,j

[ (
µ2,j ´ λ2

)+ ] has derivatives of

the same sign as those of Ex1,j

[ (
µ2,j ´ λ2

)+ ] with respect to n1,j, so it is also strictly

increasing and first strictly convex then strictly concave with respect to n1,j, and it passes

through the origin when λ2 ą µ1.

Continuation Value Function of Section 5.1. In Section 5.1, the continuation value func-

tion in the second period Qλ
2,j(n1,j) is equivalent to (N ´ n1,j)Ex1,j

[ (
µ2,j ´ λ

)+ ]. Note that

the expression of Ex1,j

[ (
µ2,j ´ λ

)+ ] is exactly the same as that of Ex1,j

[ (
µ2,j ´ λ2

)+ ] in

Section 4.1 except that λ2 is replaced by λ, so all the geometric properties claimed in

Proposition B.1 still hold here, i.e. Ex1,j

[ (
µ2,j ´ λ

)+ ] is increasing, and is first convex

then concave in n1,j. The key difference is that Qλ
2,j(n1,j) no longer shares all properties of
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Ex1,j

[ (
µ2,j ´ λ

)+ ] in this model due to the multiplication of the additional term N ´ n1,j.

Denote Ex1,j

[ (
µ2,j ´ λ

)+ ] as A(n1,j), we prove that Qλ
2,j(n1,j) starts convex and then

becomes (and remains) concave with respect to n1,j by studying the derivatives of A(n1,j):

dQλ
2,j(n1,j)

dn1,j
=

dA(n1,j)

dn1,j
(N ´ n1,j) ´ A(n1,j)

=
dA(n1,j)

dn1,j
N ´

dA(n1,j)

dn1,j
n1,j ´ A(n1,j),

and

d2Qλ
2,j(n1,j)

dn2
1,j

= N
d2A(n1,j)

dn2
1,j

´

(
d2A(n1,j)

dn2
1,j

n1,j +
dA(n1,j)

dn1,j

)
´

dA(n1,j)

dn1,j

= (N ´ n1,j)
d2A(n1,j)

dn2
1,j

´ 2
dA(n1,j)

dn1,j
.

When n1,j is close to 0+, both d2 A(n1,j)

dn2
1,j

and dA(n1,j)
dn1,j

are positive, but the first term

is dominant as N ´ n1,j is large, so
d2Qλ

2,j(n1,j)

dn2
1,j

is positive, meaning the continuation value

function is convex. As n1,j grows larger, d2 A(n1,j)

dn2
1,j

turns negative, so the second derivative is

negative, meaning Qλ
2,j(n1,j) is concave. Moreover, the second derivative of Qλ

2,j(n1,j) can

only change sign once as d2 A(n1,j)

dn2
1,j

only changes sign once, and ´2 dA(n1,j)
dn1,j

is strictly negative,

which means Qλ
2,j(n1,j) starts strictly convex and then stays strictly concave beyond a

threshold value of n1,j. Moreover, the value of n1,j where Qλ
2,j(n1,j) turns from convex to

concave is smaller than that of A(n1,j), and Qλ
2,j(n1,j) also passes through the origin when

λ ą µ1.

B.2 Proof of Proposition 4.3

As proven in Appendix B.1, for any given λ2 ą µ1, Qλ
2,j(n1,j) passes through the origin

and is increasing, strictly convex, and then strictly concave in n˚
1,j. As n1,j increases from
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0, in the convex part of Qλ
2,j(n1,j), the slope of the secant line

Qλ
2,j(n1,j)

n1,j
is increasing since

convexity implies that the function is increasing at an increasing rate; in the concave part,

the slope of the secant line
Qλ

2,j(n1,j)

n1,j
is decreasing since concavity implies that the function

is increasing at a decreasing rate. Given that Qλ
2,j(n1,j) is initially strictly convex and then

strictly concave, there is a smooth transition in the gradient of the secant line
Qλ

2,j(n1,j)

n1,j
from

increasing to decreasing, and the graph of
Qλ

2,j(n1,j)

n1,j
inherits a unimodal structure: there

exists a unique value n˚
1,j ą 0 at which

Qλ
2,j(n

˚
1,j)

n˚
1,j

reaches its maximum value.

At this critical value where d
dn1,j

Qλ
2,j(n

˚
1,j)

n˚
1,j

= 0, we have

d
dn1,j

Qλ
2,j(n

˚
1,j)

n˚
1,j

=
n˚

1,j
d

n1,j
Qλ

2,j(n
˚
1,j) ´ Qλ

2,j(n
˚
1,j)

n˚2
1,j

= 0,

which mean the gradient d
dn1,j

Qλ
2,j(n

˚
1,j) equals the secant slope

Qλ
2,j(n

˚
1,j)

n˚
1,j

.

Let

λ1 =
d

dn1,j
Qλ

2,j(n
˚
1,j) + µ1,

the line (λ1 ´ µ1)n1,j is then from the origin and is tangent to Qλ
2,j(n1,j):

(λ1 ´ µ1)n1,j

#

= Qλ
2,j(n1,j) only when n1,j = 0 or n1,j = n˚

1,j

ą Qλ
2,j(n1,j) for all other n1,j ą 0.

Therefore, for any given λ2 ą µ1, there exists a corresponding λ1 ą µ1 so that the

continuation value Qλ
1,j(n1,j) = (µ1 ´ λ1)n1,j + Qλ

2,j(n1,j) is maximized at n1,j = 0 and

n1,j = n˚
1,j, and the maximum value of Qλ

1,j(n1,j) given this pair of Lagrange multipliers is

0.

B.3 Proof of Proposition 4.4

According to the optimality conditions as described in Proposition 4.2, a pair of La-

grange multipliers is optimal if and only if the resulting allocation policy satisfies the re-
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source constraint in expectation, i.e., if exactly N resources are allocated on average under

the induced randomized allocation policy. As shown in Appendix B.2, for any given λ2 ą µ1,

there exists a unique line from the origin tangent to Qλ
2,j(n1,j) with only one positive point

of tangency which we denote as n˚
1,j. With λ1 ´ µ1 equal to the slope of this tangent line, 0

and n˚
1,j are the only two values that maximize the continuation value Qλ

1,j(n1,j), so they are

the only two optimal actions corresponding to λ. Together, these insights yield a system of

equations that can be used to solve for the optimal multipliers, the corresponding optimal

allocation actions, and the probability distribution over those actions.

Denote the probability that a treatment j receives n˚
1,j resources in the first period as p˚.

By Proposition 4.2, at t = 1, an optimal policy would allocate N resources in expectation,

so with J treatments we have

Jp˚n˚
1,j = N.

At t = 2, N resources are allocated to all treatments with an updated mean of reward

larger than λ2, and the expected total number of resources allocated is also N; therefore,

we have

Jp˚P(µ2,j ą λ2 | n1,j = n˚
1,j)N = N.

Based on our notation in Section 4.1, we have µ2,j ´ λ2 „ N
(
µ1 ´ λ2, σ2(n1,j)

)
, so

P(µ2,j ą λ2 | n1,j = n˚
1,j) =P(µ2,j ´ λ2 ą 0 | n1,j = n˚

1,j)

=1 ´ P

Z ď
0 ´ (µ1 ´ λ2)

σ
(

n˚
1,j

)


=1 ´ Φ

 λ2 ´ µ1

σ
(

n˚
1,j

)
 .

Using the two equations derived from Proposition 4.2, we can solve the optimal λ˚
2 as

λ˚
2 = σ

(
n˚

1,j

)
z(n˚

1,j) + µ1 , where z(n˚
1,j) = Φ´1

(
1 ´

n˚
1,j

N

)
,
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as stated in equation (4.9), and p˚ = N
Jn˚

1,j
.

With n1,j = 0 being optimal under λ˚, the maximum value of Qλ˚

1 (n1,j) is 0, which

by equation (4.8) means Qλ˚

1,j (n
˚
1,j) = (µ1 ´ λ˚

1 )n
˚
1,j + Qλ˚

2,j (n
˚
1,j) = 0 at the other optimal

action n˚
1,j. Therefore, we have

λ˚
1 =

Qλ˚

2,j (n
˚
1,j)

n˚
1,j

+ µ1 =

N
[
(µ1 ´ λ˚

2 )Φ
(

µ1´λ˚
2

σ(n˚
1,j)

)
+ σ(n˚

1,j)ϕ

(
µ1´λ˚

2
σ(n˚

1,j)

)]
n˚

1,j
+ µ1.

Substituting the formula of λ˚
2 in equation (4.9), we have

λ˚
1 =

N
n˚

1,j

[ (
µ1 ´

(
σ
(

n˚
1,j

)
z(n˚

1,j) + µ1

))
Φ

µ1 ´ (σ
(

n˚
1,j

)
z(n˚

1,j) + µ1)

σ(n1,j)



+ σ(n1,j) ϕ

µ1 ´

(
σ
(

n˚
1,j

)
z(n˚

1,j) + µ1

)
σ(n˚

1,j)

]+ µ1

=
N

n˚
1,j

[
´ σ

(
n˚

1,j

)
z(n˚

1,j)Φ

´σ
(

n˚
1,j

)
z(n˚

1,j)

σ(n˚
1,j)



+ σ(n1,j) ϕ

´σ
(

n˚
1,j

)
z(n˚

1,j)

σ(n˚
1,j)

]+ µ1

=
N

n˚
1,j

σ
(

n˚
1,j

) [
´ z(n˚

1,j)Φ
(

´z(n˚
1,j)
)
+ ϕ

(
´z(n˚

1,j)
) ]

+ µ1

=
N

n˚
1,j

σ
(

n˚
1,j

) [
´ z(n˚

1,j)
n˚

1,j

N
+ ϕ

(
´z(n˚

1,j)
) ]

+ µ1

= σ
(

n˚
1,j

) [ N
n˚

1,j
ϕ
(

z(n˚
1,j)
)

´ z(n˚
1,j)

]
+ µ1,

as stated in equation (4.10).

With the results for λ˚, we can derive the value of the positive optimal action. By

Appendix B.2, the slope d
dn1,j

Qλ˚

2,j (n1,j) is equivalent to λ˚
1 ´ µ1 at n1,j = n˚

1,j. Therefore, we
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have

d
dn1,j

Qλ˚

2,j (n1,j) =
d

dn1,j
N

[
(µ1 ´ λ˚

2 )Φ

(
µ1 ´ λ˚

2
σ(n˚

1,j)

)
+ σ(n˚

1,j) ϕ

(
µ1 ´ λ˚

2
σ(n1,j)˚

)]

=
d

dn1,j
Nσ

(
n˚

1,j

) [
´ z(n˚

1,j)
n˚

1,j

N
+ ϕ

(
´z(n˚

1,j)
) ]

=N σ1(n˚
1,j)

[
´z(n˚

1,j)
n˚

1,j

N
+ ϕ

(
´z(n˚

1,j)
)]

+ σ(n˚
1,j)

 n˚
1,j

N ϕ
(

z(n˚
1,j)
) ´ z(n˚

1,j) +
z(n˚

1,j) ϕ
(

´z(n˚
1,j)
)

ϕ
(

z(n˚
1,j)
)



=N σ1(n˚
1,j)

[
´z(n˚

1,j)
n˚

1,j

N
+ ϕ

(
z(n˚

1,j)
)]

+ σ(n˚
1,j)

 n˚
1,j

N ϕ
(

z(n˚
1,j)
)


=σ
(

n˚
1,j

) [ N
n˚

1,j
ϕ
(

z(n˚
1,j)
)

´ z(n˚
1,j)

]
,

as λ˚
1 = σ

(
n˚

1,j

) [
N

n˚
1,j

ϕ
(

z(n˚
1,j)
)

´ z(n˚
1,j)

]
+ µ1 .

After simplification, we have that n˚
1,j must satisfy

σ2

2(σ2 + σ2
1 n˚

1,j)
=

´z(n˚
1,j)

ϕ(z(n˚
1,j))

n˚
1,j

N
+ 1, where z(n˚

1,j) = Φ´1

(
1 ´

n˚
1,j

N

)
. (B.1)

The exact value of the positive n˚
1,j can, in principle, be obtained analytically from

this equation; however, the absence of a closed-form expression for the inverse CDF of the

standard normal distribution complicates the analysis. Nevertheless, we can still derive

some properties of n˚
1,j from equation (B.1). First, we can show that n˚

1,j ă N
2 : the left-hand

side of equation (B.1) is strictly less than 1, which means z(n˚
1,j) ą 0, so n˚

1,j ă N
2 for all

N. Second, we can prove by contradiction that n˚
1,j scales sublinearly in N, i.e.,

n˚
1,j
N Ñ 0 as

N Ñ 8:
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Proof. Assume for contradiction that n˚
1,j grows linearly with N and

n˚
1,j
N = c where c is a

positive constant. Equation (B.1) can then be rewritten as

σ2

2(σ2 + σ2
1 cN)

=
´Φ´1 (1 ´ c)

ϕ(Φ´1 (1 ´ c))
c + 1,

whose left-hand side decreases with N, while the right-hand side is independent of N.

This contradiction implies that the equation cannot hold true, and n˚
1,j must grow sublin-

early with N.

To complement the sublinear growth result, we next provide an approximation-based

argument showing that
n˚

1,j
N not only vanishes asymptotically, but also is numerically small

for large N. We can rewrite equation (B.1) as

N
n˚

1,j

σ2 + 2σ2
1 n˚

1,j

2σ2 + 2σ2
1 n˚

1,j
=

z(n˚
1,j)

ϕ(z(n˚
1,j))

, which is the same as equation (4.11).

The left-hand side converges to N
n˚

1,j
as N (and hence n˚

1,j) increases. The right-hand side

matches the left-hand side only if the approximation by Mill’s ratio

z(n˚
1,j)

ϕ(z(n˚
1,j))

=

Φ´1
(

1 ´
n˚

1,j
N

)
ϕ

(
Φ´1

(
1 ´

n˚
1,j
N

)) „
1

1 ´ Φ
(

Φ´1

(
1 ´

n˚
1,j
N

)) =
N

n˚
1,j

holds. The relative error of this approximation is less than 15% only when

Φ´1

(
1 ´

n˚
1,j

N

)
ą 2,

which means
n˚

1,j
N ă 0.025. The computational results of n˚

1,j align with our claim that

n˚
1,j ! N with different combinations of σ2 and σ2

1 values, as shown in Figure 4.2.
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B.4 Proof of Theorem 4.6

The relative performance gap between the optimal relaxed policy as described in Propo-

sition 4.5 and the feasible relaxed policy as presented in Definition 4.1.1 serves as an upper

bound on the relative performance gap of the feasible relaxed policy and the true optimal

policy of problem 4.4. To bound the relative performance gap between these two policies,

we first propose an upper bound on the value of the optimal relaxed policy, and then derive

both a closed-form value of the feasible relaxed policy and its lower bound.

Upper Bound on the Optimal Relaxed Policy Value. The formula for the optimal relaxed

policy value by equations (4.9) and (4.10) is

Lλ˚

1 (µ1,σ2
1) =

T
ÿ

t=1

λ˚
t Nt = (λ˚

1 + λ˚
2 )N = σ

(
n˚

1,j

) N2

n˚
1,j

ϕ
(

z(n˚
1,j)
)
+ 2µ1N .

Lemma 1 of Perić et al., 2019 implies that ϕ(x)x
x2+1 ă 1 ´ Φ(x) when x ą 0. Substitute x

with z(n˚
1,j) (which is proven to be greater than 0 in Appendix B.3 as n˚

1,j ă 0.5N), we get

ϕ
(

z(n˚
1,j)
)

z(n˚
1,j)

z(n˚
1,j)

2 + 1
ă 1 ´ Φ

(
z(n˚

1,j)
)
= 1 ´ Φ

(
Φ´1

(
1 ´

n˚
i,j

N

))
=

n˚
i,j

N
,

which means

N
n˚

1,j
ϕ
(

z(n˚
1,j)
)

ă z(n˚
1,j) +

1
z(n˚

1,j)
.

Therefore, we have an upper bound on the value of the relaxed feasible policy:

Lλ˚

1 (µ1,σ2
1) ă σ

(
n˚

1,j

)
N

(
z(n˚

1,j) +
1

z(n˚
1,j)

)
+ 2µ1N . (B.2)

Lower Bound on the Feasible Relaxed Policy Value. The expected value of the feasible

relaxed policy as described in Definition 4.1.1 is the sum of its expected value in the first

period and in the second period. In the first period, n˚
1,j resources are allocated to

Z

N
n˚

1,j

^
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treatments each, and the mean of underlying reward of all treatments is µ1. Therefore, the

expected reward of the feasible relaxed policy in the first period is

µ1n˚
1,j

[

N
n˚

1,j

_

,

which is bounded from below by

µ1N ´ µ1n˚
1,j.

In the second period, the expected reward of the feasible relaxed policy is

E

 max
j=1,...,

[

N
n˚

1,j

_

µ2,j

N,

where

µ2,j „ N (µ1, σ2
(

n˚
1,j

)
) .

Using the distribution of µ2,j, the value of the feasible relaxed policy becomes

E

 max
j=1,...,

[

N
n˚

1,j

_

µ2,j

N

=E

 max
j=1,...,

[

N
n˚

1,j

_

(µ2,j ´ µ1)

N + µ1N

=N
ż 8

´8

xP

 max
j=1,...,

[

N
n˚

1,j

_

(µ2,j ´ µ1) = x

 dx + µ1N

=N


ż 8

0

1 ´ P

 max
j=1,...,

[

N
n˚

1,j

_

(µ2,j ´ µ1) ď x


 dx ´

ż 0

´8

P

 max
j=1,...,

[

N
n˚

1,j

_

(µ2,j ´ µ1) ď x

 dx


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+ µ1N

=N

ż 8

0

1 ´ P
(
(µ2,j ´ µ1) ď x

)[

N
n˚

1,j

_
 dx ´

ż 0

´8

P
(
(µ2,j ´ µ1) ď x

)[

N
n˚

1,j

_

dx

+ µ1N

=N

ż 8

0

1 ´ Φ

(
x

σ(n˚
1,j)

)[

N
n˚

1,j

_ dx ´

ż 0

´8

Φ

(
x

σ(n˚
1,j)

)[

N
n˚

1,j

_

dx

+ µ1N

=Nσ(n˚
1,j) [I1 ´ I2] + µ1N ,

where

I1 =

ż 8

0

1 ´ Φ (x)

[

N
n˚

1,j

_
 dx and I2 =

ż 0

´8

Φ (x)

[

N
n˚

1,j

_

dx.

In the first integral I1, the integrand 1 ´ Φ(x)

[

N
n˚

1,j

_

represents the probability that at

least one of the
Z

N
n˚

1,j

^

samples of a standard normal variable exceeds x. This probability

decays exponentially with x from 1 to 0 as x increases from 0 to positive infinity. It can be

verified numerically that the value of the integral I1 is greater than z(n˚
1,j): I1 ą z(n˚

1,j) for

N
n˚

1,j
= 2 which is lower than any actual ratio attainable as n˚

1,j ă 0.5N, and the equation

I1 = z(n˚
1,j) does not have any finite solution, so I1 ą z(n˚

1,j) for all values of N
n˚

1,j
. In the

second integral I2,

Φ(x)

[

N
n˚

1,j

_

represents the probability that all
Z

N
n˚

1,j

^

samples are less than or equal to x. Since Φ(x) is

small for negative x,

Φ(x)

[

N
n˚

1,j

_
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decays exponentially as x Ñ ´8, and is asymptotically 0 in the limit where
Z

N
n˚

1,j

^

is infinity.

Therefore, unlike I1, I2 contributes far less to the value of the feasible relaxed policy.

With our analysis of I1 and I2, the value of the feasible relaxed policy is bounded from

below by

Nσ(n˚
1,j)(z(n

˚
1,j) ´ I2) + 2µ1N ´ µ1n˚

1,j . (B.3)

Finally, we establish a bound on the performance gap between the two policies using

equations (B.2) and (B.3):

Lλ˚

1 ´ Vπ
1

Lλ˚

1
ď

Nσ(n˚
1,j)

(
1

z(n˚
1,j)

+ I2

)
+ µ1n˚

1,j

Nσ(n˚
1,j)

(
z(n˚

1,j) +
1

z(n˚
1,j)

)
+ 2µ1N

=

1
z(n˚

1,j)
+ I2 +

µ1n˚
1,j

Nσ(n˚
1,j)

z(n˚
1,j) +

1
z(n˚

1,j)
+ 2µ1

σ(n˚
1,j)

ď

1
z(n˚

1,j)
+ I2 +

µ1n˚
1,j

Nσ(n˚
1,j)

z(n˚
1,j)

.

As

V˚
1 ´ Vπ

1
V˚

1
ď

Lλ˚

1 ´ Vπ
1

Lλ˚

1
,

the feasible relaxed policy is asymptotically optimal in solving problem 4.4, with conver-

gence rate at least

1
z(n˚

1,j)
+ I2 +

µ1n˚
1,j

Nσ(n˚
1,j)

z(n˚
1,j)

.
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Appendix C. Proof of Auxiliary Results of Beta-Binomial
Models
C.1 LPs Equivalent to the Decomposed Lagrangian Relaxed Prob-
lems

Following Adelman and Mersereau, 2008, the optimal value Lλ˚

1 (α1,β1) of the La-

grangian dual (2.4) equals the optimal value of the LP

minimize
V(¨),λ

T
ÿ

t=1

λtNt +
J

ÿ

j=1

Vλ
1,j
(
α1,j, β1,j

)
(C.1a)

subject to Vλ
t,j
(
αt,j, βt,j

)
ě

(
αt,j

αt,j + βt,j
´ λt

)
nt,j + Ek(nt,j)

[
Vλ

t+1,j
(
αt+1,j, βt+1,j

) ]
,

@
(
t, j, αt,j, βt,j, nt,j P t0, ..., Ntu

)
(C.1b)

λt ě 0 , @t , (C.1c)

where the terminal value Vλ
T+1,j

(
αT+1,j, βT+1,j

)
= 0 for all states

(
αT+1,j, βT+1,j

)
. Con-

straints (C.1b) impose Bellman optimality for the Lagrangian relaxed value function, rep-

resented through the LP variables Vλ
t,j
(
αt,j, βt,j

)
.

The solution of the dual LP of LP (C.1) gives the optimal probability of visiting a

particular state and taking specific actions under the Lagrangian relaxation. The dual LP

is

maximize
q

T
ÿ

t=1

J
ÿ

j=1

ÿ

αt,j,βt,j,nt,j

qt,j(αt,j, βt,j, nt,j)
αt,j

αt,j + βt,j
nt,j (C.2a)

subject to
J

ÿ

j=1

ÿ

αt,j,βt,j,nt,j

qt,j(αt,j, βt,j, nt,j)nt,j ď Nt , @t , (C.2b)

ÿ

n1,j

q1,j(α1,j, β1,j, n1,j) = 1 , @j , (C.2c)

ÿ

αt,j,βt,j,nt,j

Pt,j
(
αt+1,j, βt+1,j | αt,j, βt,j, nt,j

)
qt,j(αt,j, βt,j, nt,j)

´
ÿ

nt+1,j

qt+1,j(αt+1,j, βt+1,j, nt+1,j) = 0 , @t ă T, (j, αt+1,j, βt+1,j) , (C.2d)
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qt,j(αt,j, βt,j, nt,j) ě 0 , @(t, j, αt,j, βt,j, nt,j) . (C.2e)

The optimal values of the LP (C.1) with λ˚ and the dual LP (C.2) with q˚ are the

same. The objective of LP (C.2) is to maximize the total expected reward. The vari-

able qt,j(αt,j, βt,j, nt,j) can be interpreted as the probability that subproblem j in period

t occupies state (αt,j, βt,j) and selects action nt,j. Constraints (C.2b) represent a relaxed

version of the resource constraints, requiring that the resource constraints are satisfied in

expectation, where the expectation is taken over the possible states (αt,βt) of the sub-

problems. Constraints (C.2c) ensure that these probabilities sum to one in the initial state,

while constraints (C.2d) serve as the “flow balance” constraints that describe the evolution

of these probabilities over time.

Similarly, we have the dual LP of the Lagrangian relaxation LP (3.4) as

maximize
q

T
ÿ

t=1

J
ÿ

j=1

ÿ

αt,j,βt,j,nt,j

qt,j(αt,j, βt,j, nt,j)
αt,j

αt,j + βt,j
nt,j (C.3a)

subject to
T

ÿ

t=1

J
ÿ

j=1

ÿ

αt,j,βt,j,nt,j

qt,j(αt,j, βt,j, nt,j)nt,j ď N , (C.3b)

ÿ

n1,j

q1,j(α1,j, β1,j, n1,j) = 1 , @j , (C.3c)

ÿ

αt,j,βt,j,nt,j

Pt,j
(
αt+1,j, βt+1,j | αt,j, βt,j, nt,j

)
qt,j(αt,j, βt,j, nt,j)

´
ÿ

nt+1,j

qt+1,j(αt+1,j, βt+1,j, nt+1,j) = 0 , @t ă T, (j, αt+1,j, βt+1,j) , (C.3d)

qt,j(αt,j, βt,j, nt,j) ě 0 , @(t, j, αt,j, βt,j, nt,j) . (C.3e)

C.2 Proof of Proposition 2.3

By counting the number of decision variables and constraints of problem (C.2), we can

prove Proposition 2.3 which describes the maximum possible number of ties in optimal

actions.
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The number of ties in optimal actions for a given state and treatment, as defined in

Section 2.1, is the number of optimal actions beyond the first. It can be calculated as

the difference between the number of non-binding inequality constraints and the number

of reachable states. To establish the claim in Proposition 2.3 that the number of ties is

no more than T, we need to count the following factors: the number of reachable states,

decision variables, equality constraints, inequality constraints, and non-binding inequality

constraints.

Notably, we count states by treatment types, not by individual treatments. For example,

if there are J treatments that all share the same initial prior, they occupy the same state in

the first period. This reduction is justified because treatments with the same prior behave

identically and follow the same state transitions under identical actions and observations.

As a result, the corresponding optimal allocation policy for treatments of the same type is

also identical.

The state of a treatment type at period t depends on its initial state, the sequence of

actions taken by the DM during the first t ´ 1 periods and the outcomes. Let St denote

the total number of states reachable in period t by all treatment types under any feasible

actions in the relaxation. The total number of reachable states by all treatment types across

all periods is then
řT

t=1 St.

The total number of decision variables qt,j(αt,j, βt,j, nt,j) is
řT

t=1(Nt + 1)St: there are

St states and Nt + 1 possible actions from 0 to Nt for each state at each period t. In a

nondegenerate optimal solution, the number of binding constraints equals the number of

decision variables.

The equality constraints arise from equations (C.2c) and (C.2d). Since each equality

constraint corresponds to a unique combination of time, treatment type and state, the

total number of equality constraints equals the total number of states:
řT

t=1 St.

The number of inequality constraints, as described in equations (C.2b) and (C.2e), is
řT

t=1(Nt + 1)St + T. Here, T inequalities are from equation (C.2b), and
řT

t=1(Nt + 1)St are

from equation (C.2e).
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The number of binding inequality constraints equals the difference between the number

of binding constraints (which equals the number of decision variables,
řT

t=1(Nt + 1)St) and

the number of binding equality constraints (which is no more than the number of equality

constraints
řT

t=1 St). Therefore, there are at least
řT

t=1 NtSt binding inequality constraints.

As a result, there are at most
řT

t=1(Nt + 1)St + T ´
řT

t=1 NtSt =
řT

t=1 St + T non-binding

inequality constraints.

Since each of the
řT

t=1 St states must have at least one optimal action, there are at least
řT

t=1 St positive decision variables. The number of ties in optimal actions is the number

of non-binding inequality constraints minus the number of states, which is at most T. For

instance, in a two-period model, at most two ties can occur, either as two states with two

optimal actions each or one state with three optimal actions. This result holds regardless of

the initial distribution or the number of treatment types, and is confirmed by our empirical

findings in models with heterogeneous prior states and T ě 2.

At Most One Tie Under a Total Resource Constraint. Similarly, by counting the number

of decision variables and constraints, we can show that there is at most one tie in the

optimal actions for the models described in Section 3, where a single constraint is imposed

on the total resources available across all periods. We analyze the same set of factors: the

number of reachable states, decision variables, equality constraints, inequality constraints,

and non-binding inequality constraints.

Let St,i denote the number of states reachable in period t by treatment type i under any

feasible action in the relaxation. The total number of reachable states across all treatment

types and all periods is then
řT

t=1
řI

i=1 St,i.

The total number of decision variables is
řT

t=1
řI

i=1(mt,i + 1)St,i, reflecting the mt,i + 1

possible actions for treatment type i at period t from 0 to mt,i.

The equality constraints arise from equations (C.3c) and (C.3d). Since each equality

constraint corresponds to a unique combination of time, treatment type, and state, the total

number of equality constraints equals the total number of reachable states:
řT

t=1
řI

i=1 St,i.

106



The number of inequality constraints, as described in equations (C.3b) and (C.3e), is

1 +
řT

t=1
řI

i=1(mt,i + 1)St,i: one from equation (C.3b) and
řT

t=1
řI

i=1(mt,i + 1)St,i from

equation (C.3e).

The number of binding inequality constraints equals the difference between the number

of binding constraints (which equals the number of decision variables,
řT

t=1
řI

i=1(mt,i +

1)St,i) and the number of binding equality constraints (which is no more than the num-

ber of equality constraints
řT

t=1
řI

i=1 St,i). Therefore, there are at least
řT

t=1
řI

i=1 mt,iSt,i

binding inequality constraints. As a result, there are at most 1 +
řT

t=1
řI

i=1(mt,i + 1)St,i ´

řT
t=1

řI
i=1 mt,iSt,i =

řT
t=1

řI
i=1 St,i + 1 non-binding inequality constraints.

Since each of the
řT

t=1
řI

i=1 St,i states must have at least one optimal action, there are

at least
řT

t=1
řI

i=1 St,i positive decision variables. The number of ties in optimal actions

corresponds to the non-binding inequality constraints minus
řT

t=1
řI

i=1 St,i, which is at most

1. This means that regardless of the number of periods and types of treatments, at most

one type of treatment can have multiple optimal actions.

C.3 Assumption about
?

N Being Integer in Proposition 2.6

As shown in Appendix A.3, if N can be written in the form of i(i+ 1) where i P Z+, there

is only one positive n˚
1,j:

b

N + 1
4 ´ 1

2 . Otherwise, there are two positive n˚
1,j:

Y
b

N + 1
4 ´ 1

2

]

and
Q
b

N + 1
4 ´ 1

2

U

. With these n˚
1,j values, we do not have a closed-form solution for the

optimal allocation probability p˚ in the optimal policy and the optimal Lagrange multipliers

λ˚. For the ease of notation and expression, we assume that
?

N is an integer, so that

the positive optimal actions will simply be
?

N ´ 1 and
?

N. It can be shown that the

asymptotic optimality of the feasible policy still holds with this assumption.

Proposition C.1 (Asymptotic Optimality of the Assumption). With the assumption that
?

N

is an integer, the optimal policy 2.6 is asymptotically optimal to the relaxed problem (2.5).

Proof of Proposition C.1. With the positive optimal action(s) being allocating
b

N + 1
4 ´ 1

2
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resources when it is an integer (or
Y
b

N + 1
4 ´ 1

2

]

and
Q
b

N + 1
4 ´ 1

2

U

otherwise), an upper

bound on the expected value of the optimal policy is

0.5N +

b

N + 1
4 ´ 1

2 + 1
b

N + 1
4 ´ 1

2 + 2
N (or 0.5N +

Q
b

N + 1
4 ´ 1

2

U

+ 1
Q
b

N + 1
4 ´ 1

2

U

+ 2
N).

This is because the expected success rate of all N treatments allocated in the first pe-

riod is 0.5, and the highest possible success rate in the second period is
b

N + 1
4 ´ 1

2

(
Q
b

N + 1
4 ´ 1

2

U

). With the assumption that
?

N is an integer and, as a result, the posi-

tive optimal actions being allocating
?

N ´ 1 and
?

N resources, an upper bound on the

expected value of the optimal policy is

0.5N +

?
N + 1

?
N + 2

N.

The difference between these two upper bounds is much smaller than O(
?

N), therefore

the optimal policy with the assumption is asymptotically optimal to the original problem.
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Appendix D. Proof of Auxiliary Results of Normal-Normal
Models
D.1 Distribution of the Updated Mean of Reward in the Second
Period

By equation (4.3) we have

µt+1,j =

σ2µt,j + σ2
t,j

nt,j
ÿ

i=1

xi
t,j

nt,jσ
2
t,j + σ2

.

As xi
t,j „ N (θt,j, σ2), the sum of all observations follow

nt,j
ÿ

i=1

xi
t,j „ N (nt,jθt,j, nt,jσ

2) ,

and by the law of total variance we have

nt,j
ÿ

i=1

xi
t,j „ N (nt,jµt,j, nt,jσ

2 + n2
t,jσ

2
t,j) .

First we find the mean of µ2,j:

E(µt+1,j) = E

(
σ2µt,j

nt,jσ
2
t,j + σ2

)
+ E


σ2

t,j

nt,j
ÿ

i=1

xi
t,j

nt,jσ
2
t,j + σ2



=
σ2

nt,jσ
2
t,j + σ2

E(µt,j) +
σ2

t,j

nt,jσ
2
t,j + σ2

E(nt,jµt,j)

= E(µt,j) .

At t = 1, µt,j = µ1,j is known, so E(µ2,j) is µ1,j.

Next, we find the variance of µ2,j. Since µ1,j is known and has a variance of 0, the
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variance of µ2,j comes solely from the observed data. We have

Var(µ2,j) = Var


σ2

1,j

n1,j
ÿ

i=1

xi
1,j

n1,jσ
2
1,j + σ2

 =

(
σ2

1,j

n1,jσ
2
1,j + σ2

)2 (
n1,jσ

2 + n2
1,jσ

2
1,j)
)
=

σ4
1,jn1,j

σ2 + n1,jσ
2
1,j

.

Hence,

µ2,j | µ1,j, σ1,j, σ, n1,j „ N
(

µ1,j,
σ4

1,jn1,j

σ2 + n1,jσ
2
1,j

)
.

D.2 Expected Value of Rectified Normal Distribution

The positive component of a normal distribution x, max(0, x), is called a rectified normal

distribution. For a normally distributed random variable x „ N (µ, σ2), the expected value

E[max(0, x)] is derived as follows:

Since max(0, x) = x when x ą 0 and max(0, x) = 0 when x ď 0, we can write

E[max(0, x)] =
ż 8

0
x f (x) dx ,

where

f (x) =
1

?
2πσ2

exp
(

´
(x ´ µ)2

2σ2

)
.

Therefore, our expectation becomes

E[max(0, x)] =
ż 8

0
x

1
?

2πσ2
exp

(
´
(x ´ µ)2

2σ2

)
dx .

To simplify, we make a change of variables. Let

z =
x ´ µ

σ
ñ x = σz + µ ,

then dx = σ dz, and we have

E[max(0, x)] =
ż 8

´µ
σ

(σz + µ)
1

?
2π

exp
(

´
z2

2

)
dz .
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Expanding and separating terms, we have

E[max(0, x)] =
σ

?
2π

ż 8

´µ
σ

z exp
(

´
z2

2

)
dz +

µ
?

2π

ż 8

´µ
σ

exp
(

´
z2

2

)
dz .

The first integral involving z exp(´z2/2) can be evaluated using properties of the stan-

dard normal probability density function (PDF):

σ
?

2π

ż 8

´µ
σ

z exp
(

´
z2

2

)
dz = σϕ

(µ

σ

)
.

The second integral is the cumulative distribution function (CDF) of the standard normal

distribution:

µ
?

2π

ż 8

´µ
σ

exp
(

´
z2

2

)
dz = µΦ

(µ

σ

)
.

Combining these results, we obtain

E[max(0, x)] = µΦ
(µ

σ

)
+ σϕ

(µ

σ

)
,

where Φ
( µ

σ

)
is the CDF of the standard normal distribution evaluated at µ

σ , and ϕ
( µ

σ

)
is

the PDF of the standard normal distribution evaluated at µ
σ .

D.3 LPs Equivalent to the Decomposed Lagrangian Relaxed Prob-
lems

The solution of the dual LP of LP (4.6) gives the optimal probability of visiting a

particular state and taking specific actions under the Lagrangian relaxation. The dual LP

is

maximize
q

T
ÿ

t=1

J
ÿ

j=1

ĳ

 Nt
ÿ

nt,j=0

qt,j

(
µt,j, σ2

t,j, nt,j

)
nt,j

 µt,jdµt,jdσ2
t,j (D.1a)

subject to
J

ÿ

j=1

ĳ

 Nt
ÿ

nt,j=0

qt,j

(
µt,j, σ2

t,j, nt,j

)
nt,j

 dµt,jdσ2
t,j ď Nt , @t , (D.1b)
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Nt
ÿ

n1,j=0

q1,j(µ1,j, σ2
1,j, n1,j) = 1 , @j , (D.1c)

ĳ Nt
ÿ

nt,j=0

Pt,j

(
µt+1,j, σ2

t+1,j | µt,j, σ2
t,j, nt,j

)
qt,j

(
µt,j, σ2

t,j, nt,j

)
dµt,jdσ2

t,j

´

Nt
ÿ

nt+1,j=0

qt+1,j(µt+1,j, σ2
t+1,j, nt+1,j) = 0 , @t ă T, (i, µt+1,j, σ2

t+1,j) , (D.1d)

qt,j

(
µt,j, σ2

t,j, nt,j

)
ě 0 , @(t, i, µt,j, σ2

t,j, nt,j) , (D.1e)

where Pt,j

(
µt+1,j, σ2

t+1,j | µt,j, σ2
t,j, nt,j

)
stands for the probability of treatment j transiting

into state
(

µt+1,j, σ2
t+1,j

)
from state

(
µt,j, σ2

t,j

)
after receiving nt,j resources.

The optimal values of the LP (4.6) with λ˚ and the dual LP (D.1) with q˚ are the same.

The variable qt,j

(
µt,j, σ2

t,j, nt,j

)
can be interpreted as the probability that the subproblem

j in period t occupies state
(

µt,j, σ2
t,j

)
and selects action nt,j. Constraints (D.1b) represent

a relaxed version of the resource constraints, requiring that the resource constraints are

satisfied in expectation, where the expectation is taken over the possible states (µt,σ2
t )

of the subproblems. Constraints (D.1c) ensure that these probabilities sum to one in the

initial state, while constraints (D.1d) serve as the “flow balance” constraints that describe

the evolution of these probabilities over time.

Similarly, the dual LP of LP (5.4) is

maximize
q

T
ÿ

t=1

J
ÿ

j=1

ĳ

 mt,j
ÿ

nt,j=0

qt,j

(
µt,j, σ2

t,j, nt,j

)
nt,j

 µt,jdµt,jdσ2
t,j (D.2a)

subject to
T

ÿ

t=1

J
ÿ

j=1

ĳ

 mt,j
ÿ

nt,j=0

qt,j

(
µt,j, σ2

t,j, nt,j

)
nt,j

 dµt,jdσ2
t,j ď N , (D.2b)

N
ÿ

n1,j=0

q1,j(µ1,j, σ2
1,j, n1,j) = 1 , @j , (D.2c)
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ĳ
mt,j
ÿ

nt,j=0

Pt,j

(
µt+1,j, σ2

t+1,j | µt,j, σ2
t,j, nt,j

)
qt,j

(
µt,j, σ2

t,j, nt,j

)
dµt,jdσ2

t,j

´

mt+1,j
ÿ

nt+1,j=0

qt+1,j(µt+1,j, σ2
t+1,j, nt+1,j) = 0 , @t ă T, (j, µt+1,j, σ2

t+1,j) , (D.2d)

qt,j

(
µt,j, σ2

t,j, nt,j

)
ě 0 , @(t, j, µt,j, σ2

t,j, nt,j) . (D.2e)
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