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Abstract 

Radiation therapy (RT) is a cornerstone of modern cancer treatment, requiring precise dose delivery 

to tumors while minimizing exposure to surrounding healthy tissues. However, the manual design 

of such treatment (referred as treatment planning) is time-intensive and highly dependent on clinical 

expertise, thus likely subject to inter-planner variability.  This dissertation aims to address these 

challenges by developing a human-AI collaborative framework that leverages reinforcement 

learning (RL) algorithms to automate RT treatment planning. The proposed work focuses on 

integrating clinical priorities and preferences into AI-driven workflows to enhance planning 

efficiency, consistency, and adaptability across diverse clinical scenarios. 

This dissertation is structured around three specific aims. Aim 1 focuses on the development of a 

multi-agent RL system for fluence map editing for whole-breast radiation therapy (WBRT) using 

the electronic compensation (ECOMP) technique. In this framework, each pixel in the fluence map 

was assigned an RL agent to perform independent actions. Projected dose profiles in beam’s-eye-

view were generated as state inputs to the RL network. Pixel-wise actions were selected by 

predicting Q values to modify fluence maps and improve overall plan quality. After dose 

calculation, reward signals were calculated from variations in target coverage and dose 

homogeneity and fed back to update network parameters. The developed framework generated 

breast ECOMP plans within 2 minutes, achieving clinically comparable isodose distributions and 

dosimetric endpoints. 

Aim 2 extended this framework to head-and-neck cancer intensity-modulated radiation therapy 

(IMRT), addressing complex trade-offs between target coverage and organ-at-risk (OAR) sparing. 

A deep reinforcement learning (DRL) agent was developed to directly interact with a clinical 

treatment planning system to perform inverse optimization. During each optimization process, 

intermediate dosimetric endpoints, dose–volume constraint values, and structure objective function 

losses were collected as state information. By adjusting objective constraints as actions, the agent 
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learned to optimize rewards that balanced planning target volume (PTV) coverage and OAR 

sparing. The trained agent was able to generate end-to-end treatment plans within the clinical 

platform, with an average planning time of 12.4±3.1 minutes and without human intervention. In 

addition to clinically comparable PTV coverage and improved OAR sparing, DRL-generated plans 

demonstrated reduced variability and lower monitor units (MU), indicating a more consistent 

planning strategy compared to manual planning. Parotid-sparing preferences were further encoded 

into the state space, enabling the agent to autonomously adapt sparing strategies based on clinical 

priorities. This framework efficiently generated simultaneous integrated boost (SIB) treatment 

plans tailored to varying clinical preferences. 

Aim 3 sought to further enhance adaptability through model predictive control for real-time strategy 

adjustment and clinical decision support. A two-stage approach was proposed. First, a Deep Dose 

Predictive (DDP) model was trained to predict dose responses based on historical plan states and 

dose–volume objective (DVO) adjustments, using datasets generated via Monte Carlo sampling 

without human intervention. In the second stage, the trained DDP model was employed to guide 

automatic DVO adjustments through model predictive control. By forecasting future plan states 

and evaluating predicted dose responses using a weighted score function, the system selected 

optimal adjustments aligned with specific clinical priorities without requiring model retraining. 

Validation in head-and-neck IMRT demonstrated clinically comparable plan quality with improved 

efficiency and adaptability. Overall, this work introduces a transformative framework for intelligent 

and flexible automation of radiation therapy treatment planning. 

  



 

vi 

Dedication 

To my family. 

 



 

vii 

Contents 

Abstract ............................................................................................................................................ iv 

List of Tables ................................................................................................................................... xi 

List of Figures .................................................................................................................................xii 

List of Abbreviations ..................................................................................................................... xiv 

Acknowledgements.......................................................................................................................xvii 

1. Introduction .................................................................................................................................. 1 

1.1 Radiation therapy treatment planning .................................................................................. 1 

1.1.1 Forward planning ............................................................................................................ 2 

1.1.2 Inverse planning .............................................................................................................. 2 

1.2 Treatment planning automation ........................................................................................... 3 

1.2.1 Protocol-based planning .................................................................................................. 3 

1.2.2 Knowledge-based planning ............................................................................................. 4 

1.2.3 Deep learning-based auto-planning ................................................................................ 6 

1.2.4 Multi-criteria optimization .............................................................................................. 8 

1.3 Challenges of the existing automation methods................................................................... 9 

1.4 Reinforcement learning for automated treatment planning ............................................... 11 

2. Study focus and the overall structure.......................................................................................... 13 

3. Evaluation of a commissioned auto-planning tool for whole breast radiation therapy

 ........................................................................................................................................................ 15 

3.1 Introduction ........................................................................................................................ 15 

3.2 Methods .............................................................................................................................. 16 

3.2.1 Materials........................................................................................................................ 16 

3.2.2 Statistical Analysis ........................................................................................................ 17 

3.3 Results ................................................................................................................................ 17 

3.4 Discussion .......................................................................................................................... 19 



 

viii 

3.5 Conclusion.......................................................................................................................... 19 

4. Model human-AI interaction of the AI tool with deep convolutional neural network

 ........................................................................................................................................................ 20 

4.1 Introduction ........................................................................................................................ 20 

4.2 Methods .............................................................................................................................. 21 

4.2.1 Materials........................................................................................................................ 21 

4.2.2 General Workflow......................................................................................................... 21 

4.2.3 Network Design ............................................................................................................ 22 

4.2.4 Experiment Setup .......................................................................................................... 24 

4.2.5 Model Performance and Plan Quality Evaluation......................................................... 26 

4.3 Results ................................................................................................................................ 26 

4.3.1 Model training and testing speed .................................................................................. 26 

4.3.2 MMV comparison ......................................................................................................... 26 

4.3.3 Dose distribution comparison ....................................................................................... 27 

4.3.4 Dosimetric endpoint comparison .................................................................................. 28 

4.4 Discussion .......................................................................................................................... 31 

4.5 Conclusion.......................................................................................................................... 32 

5.  Breast radiation therapy fluence painting with multi-agent deep reinforcement 

learning ........................................................................................................................................... 33 

5.1 Introduction ........................................................................................................................ 33 

5.2 Methods .............................................................................................................................. 34 

5.2.1 Materials........................................................................................................................ 34 

5.2.2 Multi-agent reinforcement learning fluence map editing framework ........................... 34 

5.2.3 Fluence editing environment design ............................................................................. 36 

5.2.4 Reinforcement learning framework for individual pixel .............................................. 37 

5.2.5 Experiment setup........................................................................................................... 40 

5.2.6 Model Performance and Plan Quality Evaluation......................................................... 40 



 

ix 

5.3 Results ................................................................................................................................ 41 

5.3.1 Model training and testing ............................................................................................ 41 

5.3.2 Dosimetric endpoints comparison ................................................................................. 41 

5.3.3 Isodose distribution evaluation ..................................................................................... 42 

5.3.4 Distribution comparison ................................................................................................ 43 

5.3.5 Individual cases’ dose homogeneity versus target Coverage........................................ 46 

5.4 Discussion .......................................................................................................................... 47 

5.5 Conclusion.......................................................................................................................... 50 

6.  Automated inverse planning with deep reinforcement learning for HN IMRT ........................ 51 

6.1 Introduction ........................................................................................................................ 51 

6.2 Methods .............................................................................................................................. 54 

6.2.1 Materials........................................................................................................................ 54 

6.2.2 Reinforcement learning environment design ................................................................ 54 

6.2.3 Deep reinforcement learning algorithm ........................................................................ 57 

6.2.4 Plan evaluation .............................................................................................................. 61 

6.3 Results ................................................................................................................................ 62 

6.4 Discussion .......................................................................................................................... 65 

6.5 Conclusion.......................................................................................................................... 68 

7. RL-Driven automated HN SIB RT: flexible treatment planning aligned with clinical 

preferences ...................................................................................................................................... 69 

7.1 Introduction ........................................................................................................................ 69 

7.2 Methods .............................................................................................................................. 70 

7.2.1 Patients Dataset ............................................................................................................. 70 

7.2.2 PEDRL overview .......................................................................................................... 71 

7.2.3 Reinforcement learning system design ......................................................................... 72 

7.2.4 PEDRL network design ................................................................................................ 77 

7.2.5 Plan evaluation .............................................................................................................. 78 



 

x 

7.3 Results ................................................................................................................................ 79 

7.3.1 Training of the PEDRL agent ....................................................................................... 79 

7.3.2 Statistical analysis ......................................................................................................... 80 

7.3.3 Evolution of PEDRL guided auto-planning process ..................................................... 83 

7.3.4 Flexible parotid sparing through preference encoding ................................................. 86 

7.4 Discussion .......................................................................................................................... 89 

7.5 Conclusion.......................................................................................................................... 90 

8. Foresight planning: RT plan optimization via self-supervised model predictive 

control ............................................................................................................................................. 91 

8.1 Introduction ........................................................................................................................ 91 

8.2 Methods .............................................................................................................................. 92 

8.2.1 Dataset ........................................................................................................................... 92 

8.2.2 Foresight Planning ........................................................................................................ 93 

8.2.3 Data collection with monte carlo sampling................................................................... 94 

8.2.4 Deep dose predictive model .......................................................................................... 97 

8.2.5 Plan Optimization with Model Predictive Control ....................................................... 99 

8.2.6 Evaluation Metrics ........................................................................................................ 99 

8.3 Results .............................................................................................................................. 100 

8.3.1 Deep dose prediction model Accuracy ....................................................................... 100 

8.3.2 Plan quality evaluation ................................................................................................ 101 

8.3.3 Case analysis ............................................................................................................... 103 

8.4 Discussion ........................................................................................................................ 106 

8.5 Conclusion........................................................................................................................ 109 

9. Conclusion ................................................................................................................................ 110 

References..................................................................................................................................... 111 

  



 

xi 

List of Tables 

Table 1: Dosimetric Comparison between AI plan and final plan ................................................. 18 

Table 2: Dosimetric endpoints comparison between three plans with non-parametric Wilcoxon 

signed rank test ............................................................................................................................... 29 

Table 3: Mean and standard deviation of test set’s endpoints ........................................................ 42 

Table 4: Structure Weights and Reference Doses .......................................................................... 57 

Table 5: Testing set’s dosimetric endpoints and MU statistics ...................................................... 64 

Table 6: Dataset distribution across parotid-sparing groups .......................................................... 70 

Table 7: PEDRL State Composition ............................................................................................... 73 

Table 8: PEDRL Action Space ....................................................................................................... 74 

Table 9: Reward Function Hyperparameters .................................................................................. 77 

Table 10: Bilateral Sparing Cases’ Statistics .................................................................................. 81 

Table 11: Unilateral Sparing Cases’ Statistics................................................................................ 81 

Table 12: Bilateral Sparing Cases’ Median and Interquartile Range (IQR) ................................... 82 

Table 13: Unilateral Sparing Cases’ Median and Interquartile Range (IQR) ................................ 82 

Table 14: Plan State Composition .................................................................................................. 96 

Table 15: Action Space ................................................................................................................... 96 

Table 16: DPP model performance with different sequence length ............................................. 101 

Table 17: Test statistics for 30 bilateral sparing test cases ........................................................... 102 

Table 18: Test statistics for 10 unilateral test cases ...................................................................... 102 

 

  



 

xii 

List of Figures 

Figure 1: Comparison between Manual treatment planning and reinforcement learning workflow.

 ........................................................................................................................................................ 11 

Figure 2: Isodose Comparison between AI plan and final plan for a sample case. ........................ 18 

Figure 3: Illustration of the proposed human-AI interaction (HAI) framework. ........................... 22 

Figure 4: Schematic of the deployed CNN (UNet3+). ................................................................... 23 

Figure 5:  Example case of MMV visualization. ............................................................................ 27 

Figure 6: Example case of isodose comparison. ............................................................................. 28 

Figure 7: Spider plot and violin plot of plan quality comparison. .................................................. 31 

Figure 8:  Overview of the proposed MultiRL-FE framework. Abbreviations: BEV, beams-eye-

view; OPT, optimize; PTV, planning target volume. ..................................................................... 36 

Figure 9: Visualization of isodose distributions for randomly selected test cases. ........................ 43 

Figure 10: Dosimetric endpoints distribution of the testing set. ..................................................... 45 

Figure 11: Scatter Plots of dosimetric endpoints difference between RL plan and Clinical plan (RL 

plan minus Clinical plan). ............................................................................................................... 47 

Figure 12 : General workflow of the proposed DRL agent training process.................................. 58 

Figure 13: Testing case’s isodose distribution comparison. ........................................................... 63 

Figure 14: Dosimetric Endpoints distribution of testing set. .......................................................... 65 

Figure 15: Proposed Preference-Encoded Deep reinforcement learning (PEDRL) workflow for 

head and neck Simultaneous Integrated Boost (SIB) auto-planning. ............................................. 72 

Figure 16: PEDRL agent’s Learning Curves. ................................................................................. 80 

Figure 17: Evolution of treatment planning for a test case using PEDRL. .................................... 84 

Figure 18: Comparison of PEDRL-generated plan versus clinical plan......................................... 85 

Figure 19: Comparison of clinical plan and PEDRL generated plans for a unilateral sparing test 

case. ................................................................................................................................................ 88 

Figure 20: Foresight Planning Workflow. ...................................................................................... 94 

Figure 21: Dose-volume histograms (DVHs) comparing auto-generated plans (a, c) and clinical 

plans (b, d) for bilateral (top row) and unilateral (bottom row) sparing test cases....................... 103 

Figure 22: Evolution of treatment planning for a test case using Foresight Planning. ................. 105 



 

xiii 

Figure 23: Comparison of unilateral and bilateral treatment plans generated using automated 

planning with clinical plans. ......................................................................................................... 106 

 

 



 

xiv 

List of Abbreviations 

3D-CRT: three-dimensional conformal radiation therapy   

AIP-SFFP: automatic intensity modulated radiation therapy planning via static field fluence 

prediction   

AI: artificial intelligence   

BEV: beam’s-eye-view   

cGAN: conditional generative adversarial network   

CI: conformity index   

CI: confidence interval   

CNN: convolutional neural network   

CT: computed tomography   

DDP: deep dose predictive   

DL: deep learning   

DRL: deep reinforcement learning   

DRR: digitally reconstructed radiograph   

DTH: distance-to-target histogram   

DVO: dose-volume objective   

DVH: dose-volume histogram   

ECOMP: electronic compensation  (of missing tissues)   

ESAPI: EclipseTM Scripting Application Programming Interfaces   

FiF: field-in-field   

HAI: human-artificial intelligence interaction   

HDRBT: high-dose-rate brachytherapy   

HI: homogeneity index   

HN: head-and-neck   

HNC: head-and-neck cancer   

H-PTV: high-risk planning target volume   

IMRT: intensity modulated radiation therapy   



 

xv 

IRB: institutional review board   

IQR: inter-quartile range   

KBP: knowledge-based planning   

L-PTV: low-risk planning target volume 

LSTM: long short-term memory   

MCO: multicriteria-optimization   

MDP: Markov decision process   

MLC: multileaf collimator   

MLP: multi-layer perceptron   

MMV: manual modification value   

MPC: model predictive control   

MRI: magnetic resonance imaging   

MPM: malignant pleural mesothelioma   

MS: mean squared error   

MU: monitor units   

MultiRL-FE: multi-agent reinforcement learning fluence map editing   

OAR: organ-at-risk   

PEDRL: preference-encoded deep reinforcement learning   

PMRT: postmastectomy radiotherapy   

PTV: planning target volume   

Q1: first quartile   

Q3: third quartile   

QOL: quality of life   

ReLu: rectified linear unit   

RL: reinforcement learning   

RT: Radiation therapy   

SAC: soft actor critic   

SBRT: stereotactic body radiotherapy   



 

xvi 

SE: single energy   

SIB: simultaneous integrated boost   

std: standard deviation   

TPS: treatment planning system   

US: ultrasound   

VMAT: volumetric modulated arc therapy   

WTPN: weight-tuning policy network    



 

xvii 

Acknowledgements 

I would like to express my sincere and deepest gratitude to my advisors, Dr. Yang Sheng and Dr. 

Jackie Wu, for their unwavering support from the very beginning of my doctoral journey. 

Throughout the years, they have guided me with exceptional patience, thoughtful mentorship, and 

consistent encouragement. Their mentorship has shaped not only my academic training but also the 

way I think and work as a scientist, for which I am deeply grateful. They set a strong example of 

scholarship, integrity, and dedication. Beyond academics, they have always been people I could 

turn to for advice and support during difficult moments. It has been a privilege to work with them, 

and I truly value the time I spent learning under their guidance. 

I would like to thank my committee members, Dr. Qiuwen Wu, Dr. William Paul Segars, and Dr. 

Trey Carlton Mullikin, for their time, guidance, and thoughtful feedback throughout my doctoral 

training. Their insightful questions, constructive suggestions, and broad perspectives greatly 

strengthened this work. I am grateful for their willingness to share their expertise and for their 

support during this process. I would also like to thank my collaborators and lab mates for their 

inspiration, support, and many helpful discussions along the way. 

I would also like to thank my mentors and friends throughout this journey. Dr. Taoran Li and Dr. 

Jing Cai introduced me to this field and prepared me for my PhD training through their guidance 

and encouragement. Dr. Xinyi Li and Dr. Yibo Xie have been exceptional mentors, providing 

invaluable support in both research and clinical training. I am deeply grateful for their mentorship 

and generosity in sharing their knowledge and experience. I would also like to thank Jingtong Zhao 

for the constant companionship, understanding, and support throughout this entire process. 

Lastly, I would like to thank my family. Their unconditional love, encouragement, and sacrifices 

made this journey possible, and they are the reason I was able to pursue and complete this endeavor. 



 

1 

1. Introduction 

1.1 Radiation therapy treatment planning 

Radiation therapy (RT) is a cornerstone of modern cancer management. With an annual global 

cancer incidence of nearly 13 million cases, approximately half of all patients receive radiation 

therapy during the course of their treatment (1, 2). RT employs high-energy radiation to induce 

DNA damage in cancer cells, thereby inhibiting their ability to divide and proliferate, offering a 

non-invasive approach to tumor control (3). RT can be administered with curative intent or 

employed as an effective palliative intervention to alleviate cancer-related symptoms. RT is an  

integral component of the modern  multimodal treatment approach, frequently prescribed in 

conjunction to surgery, chemotherapy, or immunotherapy to enhance overall therapeutic outcomes. 

However, as radiation must traverse normal tissues to reach the tumor, it inevitably exposes healthy 

structures to collateral damage. This can lead to adverse effects that significantly impair patients' 

quality of life (4). Therefore, a central objective in RT is to deliver an optimal dose to the tumor 

while minimizing exposure to adjacent organs-at-risk (OARs), thereby enhancing therapeutic 

efficacy and reducing toxicity. 

In modern radiation therapy, medical imaging modalities such as computed tomography (CT), 

magnetic resonance imaging (MRI), and ultrasound (US) are utilized to guide target volume 

delineation and inform precise radiation treatment planning and delivery. By conforming beam 

configurations and radiation field shapes to the target volume, three-dimensional conformal 

radiation therapy (3D-CRT) enables the delivery of an adequate radiation dose to the tumor while 

minimizing unnecessary exposure to normal tissues (5).  Nevertheless,  radiation-induced toxicities 

continue to pose a major clinical challenge, underscoring the need for further optimization of 

treatment techniques and strategies.  Advanced treatment techniques such as intensity-modulated 

radiation therapy (IMRT) and volumetric modulated arc therapy (VMAT) have emerged as next-

generation modalities that provide improved dose conformity and better sparing of normal tissues 
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compared to 3D-CRT. By modulating radiation intensity and delivering dose through dynamically 

shaped beams or continuous arcs, these techniques enable improved target coverage while more 

effectively sparing surrounding normal tissues (6-10).    

Achieving optimal treatment outcomes with these advanced techniques relies heavily on the quality 

of the treatment planning, during which machine parameters are optimized to effectively treat the 

target volume while minimizing exposure to normal tissues. This process involves a combination 

of imaging data acquisition, target and OAR delineation, beam configuration, dose calculation, and 

evaluation. Based on the approach used to determine beam parameters and dose distribution, 

treatment planning can be broadly categorized into forward planning and inverse planning. 

1.1.1 Forward planning 

In forward planning, planners manually define beam configurations and parameters—such as beam 

angles, weights, and field shapes—to achieve the desired dose distribution. Throughout the 

planning process, the dose distribution is iteratively evaluated and adjusted to meet clinical 

objectives. This approach is commonly employed in 3D-CRT, but it also underlies advanced 

techniques such as electronic compensation (ECOMP).  During ECOMP planning, fluence 

distributions are generated through manual modulation of the dynamic multileaf collimator (MLC), 

enabling the planner to achieve a uniform dose distribution within the target volume by 

compensating for surface irregularities or missing tissues. 

Forward planning is efficient for treatment sites (e.g., breast, chest wall) with well-separated target 

volumes and limited proximal OARs. It allows for direct dose control by the planner and has less 

computational complexity.  

1.1.2 Inverse planning 

Inverse planning represents a paradigm shift in radiation therapy planning by leveraging algorithm-

driven optimization to achieve highly modulated dose distribution and precise dose shaping (11). 

In contrast to forward planning, where beam parameters are defined manually and adjusted to match 
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clinical goals, inverse planning begins with user defined objectives—including target dose 

coverage and OAR sparing constraints—provided as inputs to the planning system. The dose 

optimization engine in the treatment planning system (TPS) then uses iterative process to calculate 

the optimal set of beamlet fluences or segment weights that minimize the deviation between the 

computed dose distribution and the input planning objectives. Due to the inherently conflicting 

nature of target coverage and OAR sparing, it is often not possible to fully satisfy all planning 

objectives simultaneously. Planners must carefully navigate these trade-offs, balancing adequate 

target coverage with acceptable OAR doses to achieve an optimal treatment outcome. 

Inverse planning is the foundation of IMRT and VMAT. In IMRT, the fluence is modulated across 

multiple static fields, while in VMAT, dose is delivered continuously as the gantry rotates around 

the patient with dynamic modulation of MLC positions, gantry speed, and dose rate. Both have 

been utilized for treatment cites with complex anatomical structures or  concave dose distributions 

are required (e.g. head and neck cancer, pancreas cancer, lung cancer).  

1.2 Treatment planning automation  

To accommodate high patient throughput and improve clinical efficiency, there has long been a 

strong interest within the radiation oncology community in automating the treatment planning 

process. Existing automated radiation therapy planning approaches can be broadly categorized into 

four main strategies: protocol-based autoplanning, knowledge-based planning (KBP), deep 

learning(DL)–based autoplanning and multicriteria optimization (MCO). 

1.2.1 Protocol-based planning  

 Protocol-based planning refers to expert-driven systems designed to encode clinical knowledge 

and experience into structured rules and algorithms, which can subsequently be employed to 

automatically generate radiation therapy treatment plans. The origins of these rule-based planning 

approaches can be traced back to as early as the 1980s (12, 13). The primary aim of these systems 

is to capture sophisticated planning expertise within complex and typically iterative algorithms, 
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enabling the automatic production of clinically acceptable plans. Protocol-based automated 

planning systems differ fundamentally from data-driven approaches in that their underlying 

algorithms do not utilize predictive models derived from historical clinical planning datasets. The 

protocol-based planning process typically begins with a predefined clinical template that specifies 

dose-volume constraints. The treatment plan is then iteratively adjusted, optimizing the dose-

volume histogram (DVH) until it approaches, but does not exceed, these clinical constraints.  

Xhaferllari et al. (14) developed a protocol-based automated planning script within the Pinnacle 

treatment planning system (Philips Radiation Oncology, Fitchburg, WI) to streamline the IMRT 

treatment planning workflow. Specifically, they implemented regional optimization within an 

iterative algorithm to systematically reduce hot and cold spots, a strategy particularly beneficial for 

complex clinical scenarios such as head and neck cancers and prostate treatments involving pelvic 

lymph nodes. Their results demonstrated that this automated iterative inverse planning approach 

significantly improves IMRT planning efficiency and consistently enhances plan quality. Another 

investigation from Kisling et al. created an automated treatment planning tool for postmastectomy 

radiotherapy (PMRT) (15). The tool automates all major steps of PMRT planning, including 

structure segmentation, beam configuration, and dose optimization using mixed-energy photon 

beams and field-in-field (FiF) modulation techniques. Validation with ten breast cancer patients 

demonstrated that automatically generated plans consistently met clinical dose objectives, with 

only minor manual adjustments required in half of the cases. 

1.2.2 Knowledge-based planning 

The key idea of KBP is to leverage information from previously generated high-quality treatment 

plans to guide the planning of new cases to improve efficiency and consistency. It could be further 

divided into two categories (16): (a) case and atlas-based methods; (b) statistical modeling and 

machine learning methods. 
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Case and atlas-based methods utilize a database of prior high-quality clinical plans. By retrieving 

one or more similar cases from this database, relevant treatment planning knowledge can be 

effectively transferred to guide the creation of a new patient's plan. Chanyavanich et al. constructed 

a database consisting of 100 clinically approved prostate IMRT treatment plans to develop an 

information-theoretic planning system. They implemented a mutual information–based algorithm 

to identify anatomically similar patient cases by comparing two-dimensional beam's-eye-view 

(BEV) projections of contours. To validate this method, ten randomly selected query cases were 

individually matched to the most similar plans from the database. Treatment parameters from these 

matched cases were subsequently utilized to create new treatment plans. The results demonstrated 

that the generated plans achieved clinically acceptable quality while significantly improving 

planning efficiency(17). Similarly, Mishra et al. utilized clinical variables such as clinical stage, 

Gleason score, and prostate-specific antigen as well as rectum DVH values at five selected points 

to measure the similarity between cases and transferred dose constraints after adaption (18). 

For statistical modeling and machine learning-based KBP methods, earlier investigations focused 

on deriving hand-crafted features to capture key anatomical characteristics of individual cases. 

These features were then used in conjunction with machine learning algorithms to model the 

correlation between anatomical geometry and resulting dosimetric outcomes (16, 19-23). The 

trained models can then predict feasible dosimetric endpoints for incoming cases, providing 

guidance for manual treatment planning and thereby improving clinical efficiency and plan 

consistency. Yuan et al. utilized the distance-to-target histogram (DTH) to characterize the spatial 

relationship between OARs and the planning target volume (PTV). They formulated a stepwise 

multivariate regression model to capture the dependence of OAR DVHs on these anatomical 

features, enabling the prediction of patient-specific OAR sparing goals. Their results demonstrated 

a significant correlation between dosimetric outcomes and the extracted anatomical features, with 

the model achieving OAR dose predictions within a 10% error margin (19).  This study was later 
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translated into a commercial product, RapidPlan® (Varian Medical Systems), which has since been 

widely adopted in clinical practice and is routinely used in many radiation oncology departments 

worldwide. In another investigation, Amit et al. extracted both anatomical and beam-dependent 

features—such as tumor-organ overlap, beam-to-tumor distances, and tumor projection shapes—

to facilitate automated beam-angle selection for thoracic cancers. A random forest regression 

algorithm was employed to model these extracted features, enabling prediction of optimal beam 

angles. The approach demonstrated promising results in automating beam-angle determination and 

reducing the manual planning workload (20). Kuo et al. developed an anatomy-based predictive 

model to estimate attainable prescription doses for IMRT planning in malignant pleural 

mesothelioma (MPM) patients who underwent pleurectomy/decortication or had unresectable 

disease. They analyzed correlations between attainable prescription dose and anatomical 

parameters, including total lung volumes, ipsilateral normal lung volumes, PTV, and their 

associated volumetric ratios, to build the prediction model. Their findings demonstrated that 

parameters directly measurable from planning CT anatomy could reliably predict achievable 

prescription doses for hemithoracic IMRT treatment in MPM patients with two intact lungs (21).  

1.2.3 Deep learning-based auto-planning 

With the rapid advancement in computational power, DL algorithms have demonstrated significant 

progress across various fields and have recently become increasingly integrated into the radiation 

oncology workflow, particularly to enhance automation and improve efficiency in treatment 

planning. Unlike traditional machine learning algorithms, which typically require manual feature 

engineering to define and extract relevant data characteristics, DL architectures inherently learn 

hierarchical features directly from raw input data. This capability substantially reduces the need for 

human intervention during feature selection, enabling the algorithms to capture more complex, 

comprehensive, and abstract data representations. 
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A prominent application of DL in radiotherapy planning is dose prediction, where models are 

trained to estimate the optimal radiation dose distribution for a given patient. By leveraging deep 

hierarchical feature representations, these models can predict three-dimensional dose distributions 

based on patient anatomy and beam configurations, providing clinicians with valuable guidance for 

informed treatment plan optimization (24-28). Nguyen et al. (24) employed a modified U-Net to 

predict the desired dose distribution from patient image contours of the PTV and OAR,  achieving 

an average dose variation of less than 5% of the prescribed dose. Kearney et al. (25) developed 

DoseNet, a 3D fully convolutional neural network for dose prediction in prostate stereotactic body 

radiotherapy (SBRT). DoseNet demonstrated highly accurate volumetric dose predictions for non-

coplanar prostate SBRT treatments, accomplishing this task in approximately 0.83 seconds per 

patient. Investigations have also been conducted to estimate the dose distribution in brachytherapy 

based on the treatment plan and the patient's anatomy (29, 30). The RapidBrachyDL model 

developed by Mao et al. achieved dosimetric prediction accuracy within 2% of the ground-truth 

Monte Carlo simulated dose distributions, while substantially accelerating prediction speed by a 

factor of approximately 300  (30). 

Another approach to utilizing DL for automated treatment planning involves directly predicting 

fluence distributions or machine delivery parameters based on anatomical information. In 

comparison to dose prediction, where an additional step is required to convert the predicted dose 

distribution into a deliverable treatment plan or translate dose predictions into corresponding dose-

volume objectives for inverse planning, this approach offers a more streamlined and direct pathway 

from prediction to implementation. 

Li et al. (31) developed a DL–based algorithm, named Automatic IMRT Planning via Static Field 

Fluence Prediction (AIP-SFFP), to generate prostate IMRT plans by directly predicting fluence 

maps from patient anatomy. BEV two-dimensional projection images were used to represent 

anatomical structures in terms of size and relative location and were combined to serve as inputs to 
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the neural network. The predicted fluence distributions can be directly imported into the TPS for 

immediate dose calculation, eliminating the need for inverse planning optimization. Each test plan, 

including fluence prediction and subsequent dose calculation, was completed within approximately 

20 seconds, consistently producing plans with clinically acceptable quality. The same group further 

advanced automation of head-and-neck (HN) IMRT treatment planning by developing a 

conditional generative adversarial network (cGAN) (32). This tool was successfully commissioned 

for clinical use, significantly reducing manual planning operations, which previously required 

approximately 10–15 minutes, to less than 1 second (33). 

Ma et al. (34) developed an inverse mapping-based method that directly predicts VMAT fluence 

maps for specified dose distributions without iterative optimization. Their approach used a deep 

neural network to inversely map dose projections to fluence maps, followed by a scaling method 

from phantom to patient geometry. Evaluation on head-and-neck and prostate VMAT plans 

demonstrated high accuracy, achieving mean dose differences of less than 1.6% relative to 

prescribed doses, with gamma passing rates above 98%. This optimization-free method 

significantly reduced prediction time to less than one second per plan, promising substantial 

improvements in treatment planning efficiency. 

1.2.4 Multi-criteria optimization 

MCO explores various combinations of competing constraints, generating a series of Pareto-

optimal plans that reflect different trade-offs. Each Pareto-optimal plan represents an optimal 

solution where no single clinical objective can be improved without compromising another. This 

set of solutions, known as the Pareto front, enables planners and clinicians to visualize and assess 

the trade-offs between conflicting goals, such as maximizing tumor coverage and minimizing dose 

to OARs (35-38).  

MCO has been incorporated into multiple commercial treatment planning systems, including 

RayStation (RaySearch Laboratories) and Eclipse (Varian Medical Systems) to streamline clinical 
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decision-making. The interactive navigation of the Pareto fronts enables clinicians to efficiently 

explore trade-offs between competing treatment objectives. Xiao et al. (39) evaluated MCO for 

IMRT planning in oropharyngeal cancer patients. They compared conventional IMRT plans with 

MCO plans navigated by physicians and dosimetrists. The study demonstrated that MCO 

significantly reduced doses to OARs and planning time without compromising target coverage. 

Physician-guided MCO achieved superior sparing for critical OARs, particularly those overlapping 

with target volumes, highlighting the importance of constraints in MCO-based IMRT optimization. 

Ghandour et al. (38) evaluated the clinical implementation of VMAT-MCO within the RayStation 

treatment planning system for localized prostate cancer. Their findings demonstrated that VMAT-

MCO provided comparable or improved dosimetric quality relative to traditional VMAT planning, 

notably reducing dose to femoral heads and healthy tissues. Additionally, VMAT-MCO 

significantly decreased treatment planning time without compromising plan accuracy or 

deliverability, supporting its clinical utility for efficient and high-quality radiation therapy 

planning. 

1.3 Challenges of the existing automation methods 

Despite the promising results, the existing approaches still face significant challenges in terms of 

seamless integration into clinical workflows and broader clinical adoption.  For protocol-based 

planning, template- and rule-based optimization can effectively handle standard cases; however, it 

lacks flexibility when encountering outlier patient anatomies. Manually defined rules are unable to 

encompass all possible clinical scenarios and offer limited adaptability to accommodate specific 

clinical conditions or varying clinical priorities. 

For KBP-based methods, on the other hand, the performance and accuracy of the system heavily 

depend on the quality and comprehensiveness of the training data pool. In case- and atlas-based 

methods, the completeness of the database directly determines whether an adequately similar case 

can be identified for effective knowledge transfer. If the database lacks sufficient coverage, even 
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the closest available case might differ substantially from the new patient, potentially compromising 

the quality of the generated treatment plan.  For statistical modeling and  machine learning-based 

KBP methods, and DL-based methods, the quality and consistency of the clinical plans within the 

training datasets critically influence model performance. Inter- and intra-planner variability in plan 

quality can significantly compromise the accuracy and reliability of these models. Such variability 

is inherently challenging to avoid in clinical workflows. Furthermore, due to the inherent 

complexities and resource demands of medical research, collecting and compiling high-quality and 

consistent datasets is often both costly and time-consuming, sometime inaccessible, potentially 

making it particularly difficult or even infeasible for smaller institutions or hospitals with lower 

patient volumes.  

Another significant challenge associated with these methods is their limited flexibility, as model is 

trained by data within limited variance seen in the training data. Consequently, these models may 

not accommodate new outputs when clinical guidelines or treatment priorities change. The primary 

classic solution to address this limitation involves collecting additional data and retraining the 

model, a process that can be both resource-intensive and time-consuming. 

 For MCO, the Pareto fronts enable planners to intuitively explore trade-offs between competing 

objectives, while the generation of the entire Pareto surface can be computationally intensive, and 

many Pareto-optimal solutions may lack clinical relevance. Consequently, navigating the Pareto 

fronts effectively requires significant planner expertise and can substantially increase planning 

time. 

In summary, existing automation approaches encounter significant challenges related to extensive 

data requirements, limited flexibility, reduced clinical relevance, or difficulty of use. Therefore, 

there remains an unmet need for innovative strategies to develop flexible, automated planning tools 

capable of consistently producing high-quality treatment plans without heavily depending on 

extensive manually generated datasets. 
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1.4 Reinforcement learning for automated treatment planning 

Reinforcement learning is a machine learning paradigm focused on training intelligent agents to 

develop optimal decision-making policies through interactions with a dynamic environment. 

Formally established as Markov Decision Processes (MDPs), an RL agent repeatedly observes 

states, executes actions, and receives rewards as feedback from the environment. By iteratively 

learning from this trial-and-reward process, the agent aims to maximize its cumulative rewards 

over time, thereby discovering the best actions for various states. Unlike supervised and 

unsupervised learning, RL specifically focuses on learning through decisions and feedback. 

Therefore, training a RL agent does not introduce intra- or inter-planner variability typically 

associated with manual labeling or human-generated data. 

 

The sequential decision-making and reward-driven aspects inherent in radiation therapy treatment 

planning closely parallel the principles underlying RL. In clinical treatment planning, clinicians 

iteratively refine plan parameters based on feedback from dose distributions and plan quality 

metrics, analogous to how an RL agent adjusts its actions in response to observed environmental 

feedback and reward signals. Both treatment planning and RL systems engage in a continuous, 

Figure 1: Comparison between Manual treatment planning and reinforcement learning 

workflow. 
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iterative optimization process, where actions are selected, outcomes are evaluated, and adjustments 

are progressively made to achieve optimal results. 

Motivated by these similarities in decision process, early investigations have been made to explore 

the integration of RL into the radiotherapy treatment planning workflow. Zhang et al. (40)  

developed a RL-based planning bot to address the trade-off between target coverage and OAR 

sparing in pancreas SBRT. A finite-horizon RL model was formulated to adjust dosimetric 

constraints during inverse planning, guided by planning status features and a linear decision model. 

The proposed approach achieved clinically comparable plan quality, with all clinical constraints 

successfully met in the testing dataset. Shen et al.  (41) proposed a weight-tuning policy network 

(WTPN) that observes the DVHs of a plan and outputs actions to adjust organ weighting factors, 

thereby automating the constraint weight adjustment process for high-dose-rate brachytherapy 

(HDRBT) inverse planning. The same group later on developed a hierarchical deep RL framework 

to automate the treatment planning for prostate cancer RT (42). Despite the promising results, the 

application of RL in treatment planning remains in its nascent stages, with much of its potential yet 

to be fully explored or validated. Existing studies have primarily focused on demonstrating the 

feasibility of addressing inverse planning for relatively straightforward treatment sites such as the 

pancreas and prostate. However, more complex paradigms—such as forward fluence painting or 

inverse planning for anatomically intricate sites that involve multifaceted trade-offs, like head-and-

neck cancers—remain largely unexplored.
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2. Study focus and the overall structure 

This project aims to develop a human–artificial intelligence (AI) collaborative framework utilizing 

reinforcement learning (RL) algorithms to integrate clinical expertise into the AI-assisted decision-

making workflow. The proposed work seeks to address treatment planning challenges across 

various radiotherapy modalities, with the goal of enhancing clinical efficiency, consistency, and 

precision in treatment planning. This study is structured around three primary aims. 

In Aim 1, a multi-agent RL system was developed to iteratively edit fluence maps within a forward-

planning paradigm, guided by clinically relevant objectives for breast electronic tissue 

compensation (ECOMP) radiation therapy. Specifically, an existing supervised learning–based 

automation tool was evaluated, and clinician feedback was analyzed to identify key clinical 

priorities and planning objectives (Chapter 3). Subsequently, the feasibility of incorporating 

human–AI interaction feedback to enhance the performance of automated tools was validated 

(Chapter 4). Building on these findings, a novel RL framework for automated fluence painting was 

designed and validated (Chapter 5). 

In Aim 2, an RL-based inverse planning bot was developed to address the complex trade-offs 

between target coverage and organ-at-risk (OAR) sparing in head-and-neck (HN) radiation therapy. 

Feasibility was first evaluated through the development of an RL planning bot for automating 

intensity-modulated radiation therapy (IMRT) planning for sequential boost primary plans (Chapter 

6). Building upon this work, a preference-encoded RL framework was further developed to 

autonomously generate HN simultaneous integrated boost (SIB) treatment plans that dynamically 

adapt parotid-sparing strategies based on clinician-defined preferences. The resulting framework 

was integrated with a clinical treatment planning system (TPS) to enable end-to-end automated 

planning and was rigorously evaluated against corresponding clinical plans (Chapter 7). 
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In Aim 3, the adaptability of the planning bot was enhanced through the incorporation of model 

predictive control (MPC) algorithms. Specifically, a mathematical model of the inverse planning 

process was developed, and an MPC algorithm was integrated to enable dynamic, real-time strategy 

adjustments based on clinical feedback for HN SIB planning. A comparative analysis of this model-

based approach against clinical plans was conducted to assess its relative efficacy, adaptability, and 

clinical performance across diverse treatment planning scenarios (Chapter 8).  
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3. Evaluation of a commissioned auto-planning tool 

for whole breast radiation therapy 

3.1 Introduction 

Breast cancer is the most prevalent cancer site among women, accounting for about a quarter of the 

entire cancer cases(43). For early-stage breast cancer patients, whole breast radiation therapy 

(WBRT) is commonly prescribed after breast-conserving surgery to improve local control and 

overall survival rate(44). Given the high volume of patients requiring treatment, an efficient 

workflow to generate high quality radiation therapy plans is needed.  

Various techniques have been established as standard treatment modalities for WBRT (45), such 

as 3D-CRT, FiF, IMRT, VMAT and ECOMP. At our institution, WBRT is planned with tangential 

style ECOMP technique which offers superior dose distribution homogeneity. After PTV and OAR 

delineation by attending physician, the planner manually edits the fluence map in forward planning 

fashion to achieve uniform dose distribution within the PTV. Highly variable breast size/shape and 

the non-intuitive fluence editing process make the ECOMP planning an iterative and time-

consuming process, where the time constraints in the clinic affect the plan quality consistency. 

Planner’s experience introduces additional plan quality variation (46).  

To improve the quality and efficiency of WBRT planning process, Sheng et al. (47) developed an 

AI based automatic treatment planning tool. For manual planning, the planner needs to first select 

beam energy (i.e., single energy with 6MV photon beam or mixed energy with 6MV and 15MV 

photon beam) based on qualitative observation of breast size and personal experience. The AI tool 

automated this process by building a binary decision model with digital reconstructed radiograph 

(DRR) as input. After that, a random forest model predicts pixel-wise fluence intensity from a set 

of anatomical features. The fluence map generated by the AI tool is then used to calculate final 

dose distribution. The planner reviews the AI plan and makes modification deemed necessary 
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before sending it to the attending physician for approval. The AI planning process reduced hours 

of manual planning to minutes (48).The AI tool has been clinically deployed since 2019 within the 

health system and all the breast WBRT cases are planned with AI tool.  

This existing tool demonstrated improvement in clinical workflow efficiency with reduced human 

labor. Enabled by growing computation power, AI based techniques have been investigated and 

implemented in a variety of domains. In radiation oncology, AI application such as auto-

segmentation(49-56), auto planning(26, 57-59), auto quality assurance(60, 61) have been 

investigated. As these AI tools are all relatively new clinical adoptions, long-term performance 

analysis are starting to emerge. In this study, I aim to retrospectively collect treatment plans 

generated by the AI tool—both before and after human modification—to investigate the strengths 

and limitations of the existing AI-based autoplanning system, as well as to identify the areas of 

focus and adjustment commonly addressed by human planners during the modification phase. 

3.2 Methods 

3.2.1 Materials 

In this study, a total of 46 breast cancer patients from Duke University Medical Center  with 

institutional review board (IRB) approval were included in this study. All patients were treated with 

single energy (SE, 6MV) photon beams, as prescribed by the physician. All plans were created in 

the EclipseTM treatment planning system (TPS, version 15.6, Varian Medical Systems, Palo Alto, 

CA), and the AI planning tool is embedded in the Eclipse. The AI tool automatically generates 

fluence maps for the tangential beams to create an AI plan. Planners then review this plan based on 

several clinically relevant factors, including PTV coverage, hotspot control, dose homogeneity, and 

OAR sparing. Depending on the specific clinical condition, the human planner may make necessary 

adjustments to the initial AI plan's fluence maps. These adjustments, which are highly case-specific, 

might involve increasing local fluence intensity to improve target coverage or decreasing it to 

enhance hot spot control. Due to the varying anatomy and clinical conditions, no uniform template 
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adjustments can be applied. After these modifications, the plan is submitted for approval by the 

attending physician. Once approved, the edited AI plan will be used for treatment delivery and 

recorded as final plan. 

3.2.2 Statistical Analysis 

The AI plans were compared to the corresponding final plans both qualitatively and quantitatively. 

Qualitative evaluation included isodose comparisons, with representative sample cases visualized 

for review. Quantitative comparison was performed by extracting key dosimetric endpoints. For 

the PTV,  dose coverage and hotspot control were assessed using V90%, V95%, V105%, and Dmax 

(%). For OAR sparing, lung V20Gy (%) and heart V5Gy (%) were evaluated. Non-parametric 

Wilcoxon signed-rank test was performed to compare the testing set's dosimetric endpoints among 

different plans. Statistical significance level was set to 0.05. The Wilcoxon test was deployed with 

python SciPy package(62). 

3.3 Results 

The dosimetric endpoint statistics are summarized in Table 1. The results indicate that the final 

plans exhibit comparable target coverage to the AI plans, as reflected by similar values in Breast 

V90% and V95%. However, a notable improvement in hotspot control was achieved through 

manual modification, as evidenced by reductions in Breast V105% (cc) and Dmax (%). In terms of 

OAR  sparing, the average lung and heart doses were similar between the AI and final plans, 

suggesting comparable performance in OAR dose reduction. 
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Table 1: Dosimetric Comparison between AI plan and final plan 

 AI plan final plan P-value 

Breast V90%(%) 94.69 94.79 0.644 

Breast V95%(%) 92.46 92.47 0.438 

Breast V105%(cc) 87.55 48.19 <.05 

Lung V20Gy(%) 9.09 9.18 <.05 

Heart V5Gy(%) 0.50 0.51 0.506 

Dmax(%) 109.71 108.00 <.05 

 

The isodose visualization of a representative case is shown in Figure 2. While both plans exhibit 

similar dose coverage, the final plan demonstrates significantly improved hotspot control, as 

indicated by the reduced extent of the V105% isodose line. 

 

 

Figure 2: Isodose Comparison between AI plan and final plan for a sample case. 
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3.4 Discussion  

Based on the results presented in Table 1 and the isodose visualization in Figure 2, there appears 

to be a systematic reduction in hotspots during the manual modification phase of the current 

planning workflow. This observation highlights a key limitation of the existing AI tool: its inability 

to effectively control dose heterogeneity while maintaining adequate target coverage. Due to the 

inherent limitations of supervised learning algorithms, the tool lacks the adaptability to dynamically 

adjust its outputs in response to specific plan deficiencies, such as excessive hotspots. Addressing 

this issue may require retraining the existing model with additional data emphasizing hotspot 

control or developing a supplemental model specifically designed to compensate for this limitation. 

Additionally, in tangential-style ECOMP planning, lung and heart doses are largely influenced by 

beam configuration parameters (e.g., gantry angles, field shapes) rather than by fluence distribution. 

As a result, improving OAR sparing is typically not the primary focus during manual adjustments. 

Instead, the key focus during manual planning and refinement is on enhancing conformity and 

controlling dose heterogeneity within the target volume. 

 

3.5 Conclusion 

In this study, by analyzing the dosimetric statistics of the existing supervised learning–based AI 

tool and corresponding clinical plans, I identified a key limitation of the existing system in 

managing dose heterogeneity. The findings suggest that a primary priority in the current clinical 

planning workflow is to control dose heterogeneity while maintaining sufficient target coverage. 
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4. Model human-AI interaction of the AI tool with 

deep convolutional neural network 

4.1 Introduction 

In recent years, the massive increase of computation resource and availability of big data have 

promoted the development of machine learning algorithms, which in turn has significantly boosted 

research and clinical discoveries in the medical field (63-66). Approaches have been made by 

incorporating human feedback into model training loop to improve clinical AI model performance 

and has shown promising results (67, 68). The human-in-the-loop approach allows for iterative 

updates where models are fine-tuned based on feedback, bridging the gap between raw 

computational predictions and practical clinical applications. Despite the potential benefits, the 

integration of human-AI interaction in radiation therapy treatment planning is still in its early phase.  

In this study, I aim to model human planner’s interaction with the AI based WBRT treatment 

planning tool. I propose integrating human-AI interaction (HAI) with the AI tool to further enhance 

AI performance. Specifically, a U-Net convolutional neural network (CNN) was utilized to learn 

the human planners’ strategy of adapting the fluence map intensity in order to further improve the 

plan quality. I trained and validated the model using three years’ prospective clinical data of clinical 

dosimetrists interacting with the AI tool. To our knowledge, this is the first attempt to incorporate 

human expertise to enhance the AI-driven planning tool. As automation in radiation oncology is 

still in its early stages, this pioneering study completes the feedback loop, making the AI tool more 

robust and reliable. 
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4.2 Methods 

4.2.1 Materials 

In this study, an additional 476 breast cancer patient cases from Duke University Medical Center 

were included, with institutional review board (IRB) approval, supplementing the original 46 cases 

used for initial analysis. The newly collected dataset was divided into 400 cases for training and 76 

for validation, while the original 46 cases were reserved as an independent testing set to evaluate 

the performance of the proposed model.  

Both the AI and final plan’s information, including patients’ specific anatomy information, beam 

angles, fluence intensity maps, and dose distributions were exported to train HAI model. An auto-

port was developed with C# based on EclipseTM Scripting Application Programming Interfaces 

(ESAPI) to export plan information for data processing in Python version 3.7. 

4.2.2 General Workflow 

A CNN based HAI model was designed and trained. The overall framework of our method is 

illustrated in Figure 3.  

The AI plan’s fluence maps,  projected dose distribution and structure set were stacked as the input, 

while the difference maps between the final plan fluence maps  and the initial AI plan fluence maps 

were used as the target for HAI training. The predicted difference  maps were applied to the initial 

AI plan to generate the AI modified (AI-m) plan. Finally, the AI-m plans were imported into the 

clinical TPS and compared with the AI plan and final plan. 

Three relevant anatomical structures were divided into four parts in the BEV. with different value 

assignment (skin flash: 0; breast PTV: 1, lung: 2; heart: 3). Similarly, the 3D dose matrix 

dimensionality was reduced by projection in the BEV. For each pixel, the pixel dose value was 

assigned to 2 for high dose region (>110% max dose), 1 for dose >105% and < 110%, and 0 for all 

other pixels. The manual modification value (MMV) map is defined as the difference between the 
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final plan fluence map intensity and the initial AI plan fluence map intensity. All the maps were 

padded to 192x192 to maintain consistent input size.   

4.2.3 Network Design 

This section details the CNN based DL framework for modeling HAI modeling. The backbone of 

the network is U-Net3+(69), which is a modified U-Net(70) with full scale skip connection. 

Compared with conventional U-Net, both the inter-connection between encoders and decoders, and 

the intra-connection between decoders were modified to further improve information fusion and 

model performance. In U-Net, plain skip connections were built between only same-scale encoders 

and decoders. In U-Net3+, for each decoder module, skip connections were added from same and 

smaller-scale encoders and larger-scale decoders. By adding these full-scale connections, fine-

grained details and coarse-grained semantics information’s integration was enhanced.  

Figure 3: Illustration of the proposed human-AI interaction (HAI) framework. 
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For two tangential beams, the dose maps of AI plan in each BEV, AI plan fluence maps, organ 

maps were stacked to generate a 6-channel CNN input.  

The encoding blocks were composed of repeated application of 3x3 convolutions (stride 1, padding 

1) followed by a rectified linear unit (ReLu) and a 2x2 max pooling layer with stride 2 for down-

sampling. The number of feature channels was doubled after each convolutional operation, 

resulting in 64, 128, 256, 512, and 1024 channels, respectively. 

After encoding, decoders with full-scale skip connection were built to reconstruct the information 

and output the MMV map.  Each scale-level decoder aggregated feature maps from smaller-scale, 

same-scale, and larger-scale encoder layers to enhance information fusion and improve model 

performance. The aggregation of feature maps for the 𝑖th decoder 𝐷𝑖  can be expressed as 𝐷𝑖 =

ℋ(𝐶(𝑃(𝐸𝑛))𝑛=1
𝑖=𝑁 )  where 𝐸𝑛 denotes the feature maps from the 𝑛th encoder layer, 𝑃(∙) represents 

processing(i.e., up-sampling for smaller-scale feature maps and down-sampling for larger-scale 

feature maps), 𝐶(∙)  denotes convolutional operation, ℋ(∙)  is to aggregrate operation of all 

processed feature maps with convolution. 

Figure 4: Schematic of the deployed CNN (UNet3+). 

(a) Network architecture. (b) Multi-scale information aggregation example of the third decoder 

layer 𝑫𝟑. Abbreviations: E=encoder; D=decoder; conv=convolution; numbers= number of 

channels. 
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The illustration of one decoder block is presented in Figure 4(b). Using decoder 𝐷3 as an example, 

the corresponding encoder 𝐸3  acquired the same scale feature maps which could be directly 

concatenated without up-sampling or down-sampling. For encoders with smaller-scale feature 

maps, first max-pooling was conducted to reduce feature map size to the same level. Conversely 

the larger-scale decoder blocks need bilinear up-sampling to reach same scale level. To weight the 

distribution of feature maps from various blocks, a convolution operation with 64 3x3 convolution 

filters were utilized to unify the channels and reduce redundant information. Then five 64-channel 

feature maps were concatenated together. After that, a convolution with 320 3x3 filers were applied 

on the concatenated features maps to blend information. This convolution operation was followed 

by a batch normalization and a ReLu activation function.  

4.2.4 Experiment Setup 

The proposed HAI framework was implemented using Python 3.7 and Pytorch 1.9.1 with CUDA 

11.6 on a workstation equipped with four Quadro RTX 8000 graphics card and an Intel(R) Xeon(R) 

W-2195 CPU. 

During the training phase, the Adam optimizer(71) was used, with hyperparameter values of 𝛽1 =

0.9 and 𝛽2 = 0.999. The initial learning rate was set to 1e-4, after 50 epochs of training, the 

learning rate was decayed to 1e-5 and decayed to 1e-6 after 150 epochs of training. The maximum 

training epoch was set to 200  to reach convergence. During network training, three components of 

losses were added and used as a combined loss to optimize the parameters. The first loss function 

(𝐿1) was mean absolute error, which computed the average value of the absolute difference between 

the predicted MMV and ground truth MMV(manual MMV). 

𝐿1 =
1

𝑁
∑|𝑀𝑀𝑉𝑡𝑟𝑢𝑒 − 𝑀𝑀𝑉𝑝𝑟𝑒𝑑| 

(1) 
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where N denotes the number of pixels in the MMV map, 𝑀𝑀𝑉𝑡𝑟𝑢𝑒  is ground truth MMV and 

𝑀𝑀𝑉𝑝𝑟𝑒𝑑  is predicted MMV. 

The second loss function (𝐿2) is a customized loss function developed by Wang et al. (72), which 

is formulated as 

𝐿2 = (1 + 𝜆)
∑|𝑀𝑀𝑉𝑡𝑟𝑢𝑒 − 𝑀𝑀𝑉𝑝𝑟𝑒𝑑|

𝑁(𝑀𝑀𝑉𝑡𝑟𝑢𝑒 ≠ 0)
 

(2) 

In the formulation, 𝜆 is a coefficient used to prevent the network from over-estimating or under-

estimating the MMV map. 𝑁(𝑀𝑀𝑉𝑡𝑟𝑢𝑒 ≠ 0) is the count of the pixels with nonzero values in the 

ground truth MMV map. 

 

𝜆 =
|𝑁(𝑀𝑀𝑉𝑡𝑟𝑢𝑒 − 𝑀𝑀𝑉𝑝𝑟𝑒𝑑 > 0.001) − 𝑁(𝑀𝑀𝑉𝑡𝑟𝑢𝑒 − 𝑀𝑀𝑉𝑝𝑟𝑒𝑑 < −0.001)|

𝑁(𝑀𝑀𝑉𝑡𝑟𝑢𝑒 ≠ 0)
 

(3) 

The third loss function (𝐿3) is a 2-dimensional gradient loss aimed to ensure smoothness of the 

predicted MMV. The 2-dimensional gradient of the predicted MMV map was computed and 

penalized as follows 

𝐿3 =
1

𝑁
|∇𝑀𝑀𝑉𝑝𝑟𝑒𝑑|

2
 

(4) 

To unify the order of magnitude and achieve better performance, a weighed loss function was built 

based on previous three loss functions. The weighting of each component was tuned as a 

hyperparameter. 

𝐿 = 20 ∗ 𝐿1 + 𝐿2 + 20 ∗ 𝐿3 (5) 

A post-processing step was applied on the predicted MMV to improve smoothness of the fluence 

map. A Gaussian filter with a standard deviation of 1 was applied to the entire map. Finally, the 

HAI model generated AI-m fluence maps were imported into the TPS for final dose calculation.  
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4.2.5 Model Performance and Plan Quality Evaluation 

AI-m plans’ acceptability is demonstrated in two folds. First, the quality of isodose distribution was 

reviewed by qualified medical physicist. The physicists involved in this evaluation were 

independent and not the same individuals responsible for the initial plan modifications. Second, 

key dosimetric endpoints were compared for all three plans (AI, AI-m, final plans, respectively) in 

the test data set for quantitative evaluation. 

Dose coverage and hot spot control of the PTV were evaluated at V90%(%), V95%(%), V105%(%) 

and Dmax(%). For OAR dose sparing, lung V20Gy (%) and heart V5Gy (%) were evaluated. Non-

parametric Wilcoxon signed-rank test was performed to compare the testing set's dosimetric 

endpoints among different plans. Statistical significance level was set to 0.05. The Wilcoxon test 

was deployed with python SciPy package(62). 

4.3 Results 

4.3.1 Model training and testing speed 

To accelerate the training process, data parallelism provided by Pytorch was performed to split the 

samples into mini-batch and run the computation in parallel. With four Quadro RTX 8000 graphics 

card, it took 50 minutes to train 200 epochs. In the testing phase, the HAI framework could predict 

the MMV map within 1 second. 

4.3.2 MMV comparison 

The predicted MMV maps were visualized and compared with ground truth MMV maps. One 

example test patient case is shown in Figure 5.  Figure 5(a) shows the organ maps in BEV and (b) 

shows predicted and ground truth MMV maps. It was noticed that human planner increased fluence 

intensity in the chest wall region (red arrow) for better dose coverage in both beam directions. 

Meanwhile, fluence intensity in the superficial breast region and skin flash region (white arrow) 

was generally decreased to avoid hotspots. The MMV maps output from the HAI model showed a 
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similar trend as the manual MMV maps, fluence in the chest wall region was increased for both 

beam directions and decrease was applied in the superficial breast region in lateral beam direction. 

 

  

4.3.3 Dose distribution comparison 

All AI-m plans’ dose distribution were clinically acceptable. Figure 6 shows the isodose 

comparison of the same example case shown in section 4.3.2 with three different plans (i.e., AI 

plan, AI-m plan and final plan). The maximum dose of the three plans was 109.5%, 106.8% and 

108.4% respectively. The hot spot volume in the AI plan is enclosed within a red bounding box for 

emphasis. As observed, both the AI-m and Final plans effectively reduced the hot spot. 

 

Figure 5:  Example case of MMV visualization. 

(a) Organ maps for both beam directions. Color representation in organ maps: grey denotes skin 

flash; blue denotes breast; red denotes lung; (b) Predicted MMV maps and ground truth MMV 

maps. First row is medial beam and second row is lateral beam. 
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4.3.4 Dosimetric endpoint comparison 

Dosimetric endpoint statistics are shown in Table 2. Non-parametric Wilcoxon signed-rank test 

result is shown in the last column. All three plans achieved similar average PTV dose coverage for 

breast V90%(%) and breast V95%(%). Although the p-value was less than 0.05, the numerical 

difference was small and clinically insignificant.  There was a noticeable change in the hotspot 

volume reduction of V105%(cc). The human planners’ final plans showed a general trend of better 

hotspot control compared to the AI plans. There was 39.4 cc average hotspot volume reduction 

after planners’ manual modification. With the predicted MMV maps, the AI-m plans also achieved 

statistically significant hotspot volume reduction of 25.2 cc in average.  Furthermore, Figure 7 

shows the spider plot and violin plot of the dosimetric endpoint among three plan groups. It is 

noticeable from the spider plot that both the AI-m and final plan improved the hotspot V105% and 

Figure 6: Example case of isodose comparison. 

The axial view of the dose distribution is shown for three different plans: (a) AI plan; (b) AI-m 

plan; (c) Final plan. Each row is shown for different axial slices. 



 

29 

Dmax(%) over the AI plan while breast V90% coverage remains similar. The violin plots for  Breast 

V105% and Dmax(%) show that AI-m and final plans exhibit broader and shorter distributions in 

comparison to the AI plan, which indicates a higher density of data points concentrated around the 

median, reflecting reduced variability and enhanced consistency. 

 

Table 2: Dosimetric endpoints comparison between three plans with non-parametric Wilcoxon 

signed rank test 

Dosimetric 

Endpoints 

Mean Difference(±std) 

AI plan vs AI-m plan 

Mean Difference(±std) 

AI plan vs  final plan 

Mean 

Difference(±std) 

AI-m plan vs final 

plan 

Breast 

V90%(%) 

-0.127(±0.252) 

p=0.001 

0.103(±0.391) 

p= 0.644 

0.230(±0.408) 

p<.001 

Breast 

V95%(%) 

-0.408(±1.101) 

p<.001 

0.007(±0.745) 

p=0.438 

0.415(±1.076) 

p=0.003 

Breast 

V105%(cc) 

-25.2(±133.7) 

p=0.042 

-39.4(±183.6) 

p=0.011 

-14.2(±65.6) 

p=0.251 

Lung 

V20Gy(%) 

-0.014(±0.084) 

p=0.041 

0.088(±0.264) 

p=0.029 

0.102(±0.256) 

p<.001 

Heart 

V5Gy(%) 

-0.001(±0.028) 

p=0.646 

0.006(±0.036) 

p=0.506 

0.007(±0.044) 

p=0.356 

Dmax(%) 

-0.805(±1.123) 

p<.001 

-1.712(±1.821) 

p<.001 

-

0.907(±1.556) 

p<.001 

Note: P-value  ≥ 0.05 was considered to represent no statistically significant difference 

between the compared plans; P-value < 0.05 was indicative of significant difference. Within group 

A&B, difference denotes B minus A. 
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Figure 7: Spider plot and violin plot of plan quality comparison. 

AI plans (blue), AI-m plans(red) and final plans (yellow) for breast V90%(%), 

V95%(%),V105%(cc), lungV20 Gy(%), heart V5Gy(%) and Dmax(%). In the spider plot, the 

outgoing direction indicates better plan quality: reduced OAR dose or improved target coverage. 

 

4.4 Discussion  

In this study, I developed and implemented a HAI framework to model planners’ modification of 

an AI plan for the whole breast radiation therapy treatment planning. By integrating information 

from anatomy and AI plan, the proposed framework learns how to further improve the plan quality 

in a similar fashion as the human planner. It could further improve the treatment planning efficiency 

and reduce human planning effort. To our knowledge, this study is the first attempt to analyze 

human interaction with AI and model human-AI interaction in radiation therapy treatment planning.  

As shown in Table 2 and Figure 7, both AI-m plans and final plans had statistically significant 

hotspot reduction over the AI plans. Meanwhile there was no statistically significant difference 

between AI-m plans and final plans, which demonstrated that HAI model captured the human 

planners’ focus on reducing hotspot volume and could achieve comparable results. The maximum 

dose statistic also indicates similar improvements. Regarding heart V5Gy(%) and lung V20Gy(%), 

the final plans show slightly inferior heart and lung sparing compared to AI and AI-m plans. 

However, this does not imply that human modifications worsen the plan; rather, it reflects a 

tradeoff. The planners prioritized significant improvements in hotspot control at the expense of 

slightly reduced OAR sparing, which is consistent with clinical guidelines. Moreover, experienced 

planners managed to preserve dose coverage while improving hotspot control. For the AI-m plans, 

a minor tradeoff in target coverage was observed, which I believe is due to the current model’s 

capacity. During training, the HAI model effectively captured the planners’ primary focus on 

improving hot spot control. However, while doing so, the model was not yet sophisticated enough 

to maintain coverage at the same level as human planners, leading to a slightly lower Breast V95%. 

Despite this slight reduction, the resulting value remains within clinically acceptable levels. 

According to our clinical guidelines, the tradeoff made by the HAI model—significant 
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improvement in hot spot control with a minor reduction in coverage—can be considered clinically 

useful. This approach enhances plan quality while preserving efficiency through automation. The 

findings from this study could lead to further improvements in clinical AI model performance and 

increase their acceptability in clinical practice. 

There are several limitations of this work. First, the current framework only supports single energy 

treatment plans. In our institution, there are cases treated with mixed energy beams which were not 

included in this feasibility study. In the future work, I plan to implement HAI model for dual energy 

plans to tackle various treatment conditions. Second, the final plans included in this study were 

generated by several different planners. Due to differences in experience level and personal 

preferences, the data pool may contain human modification variation. The inter-planner 

modification variation could lead to compromised performance of the model. As the AI tool 

continues to be used and more data accumulated in our clinic, I expect to build a more 

comprehensive baseline model. While the baseline model offers standardization and robustness, I 

aim to fine-tune the model with planner-specific data to incorporate individual preferences, which 

could further enhance efficiency and clinical acceptability. Additionally, other algorithmic 

approaches that do not introduce planner variability are worth investigating. 

4.5 Conclusion 

In this study, I developed a human-AI interaction (HAI) model to improve the clinical AI tool by 

integrating human planners’ perspectives. This initial attempt to understand and model human-AI 

interaction is an important step towards clinical implementation of AI tool in radiation oncology 

department with enhanced robustness and acceptability. 
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5.  Breast radiation therapy fluence painting with 

multi-agent deep reinforcement learning 

5.1 Introduction 

As evidenced by the results in Chapters 3 and 4, the intrinsic label-guided nature of supervised 

learning limits the adaptability of the auto planning tool and hinders its ability to achieve advanced 

dose heterogeneity control. As a subset of machine learning, RL’s trial-and-error nature and 

objective-guided optimization are similar to the treatment planning process, which motivated us 

and other researchers to integrate RL algorithms into the clinical treatment planning workflow (40-

42, 73-76). Previous studies have developed RL agents to iteratively tune objectives in the inverse 

optimization process and achieved promising results (40-42, 73-75). Compared with supervised 

DL-based auto-planning methods (57, 77), the RL based methods provide superior interpretability 

and less dataset requirement for training(40). However, existing approaches primarily focused on 

the inverse optimization process. In these methods, the agent was trained to adjust objective 

constraints to achieve the desired dose distribution. The action space typically consists of actions 

that increase or decrease the dose/volume values of the constraints. At each time step, the agent 

would select a specific constraint and apply a value adjustment. 

To date, few efforts have been invested in applying RL for ECOMP breast planning. ECOMP 

treatment planning entails manual pixel-wise modification of the fluence map to control PTV 

coverage and dose homogeneity. The localized modifications are challenging to be accurately 

expressed in a single agent’s action space like constraint modification, as it requires fine-tuning of 

fluence intensity at specific regions rather than broad, generalized modifications. Thus, the RL 

planning bots developed for inverse planning are not directly transferable into the ECOMP planning 

process. In this study, I explored the potential of using RL with pixel-wise agent design to automate 

the iterative ECOMP fluence painting process. A Multi-agent Reinforcement Learning Fluence 
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Map Editing (MultiRL-FE) Framework was developed to perform synchronized actions on all 

pixels in the fluence map. The effectiveness of this RL tool was evaluated by examining the final 

isodose distributions and plan dosimetric endpoints. Our findings suggest that the MultiRL-FE is 

promising for automating the ECOMP auto planning process. 

5.2 Methods 

5.2.1 Materials 

ECOMP plans of 70 breast cancer patients from Duke University Medical Center were 

retrospectively collected and included for this study, with institutional review board (IRB) 

approval. Among the dataset, twenty patients were randomly selected for training and the remaining 

fifty were reserved for testing.  For training, the laterality distribution is 11 left-sided and 9 right-

sided cases, while for testing, it is 25 left and 25 right. The PTV ranges are 398-2572 cc for the 

training set and 305-2605 cc for the testing set, respectively. 

For each patient, two tangential 6MV photon beams were prescribed and delivered. With clinical 

plans serve as base fluence maps, pixel-wise random perturbation of 20% was applied to these 

maps to generate variable input fluence maps. The perturbations deliberately introduced deviations 

(e.g. , under/overdose regions) to allow the RL agent to explore the full range of potential dose 

distributions during training, also facilitating a comprehensive evaluation of the RL model's ability 

to handle different initializations during testing. Additional evaluations using uniform fluence map 

initialization are presented in the supplementary materials. 

5.2.2 Multi-agent reinforcement learning fluence map editing framework  

The ECOMP treatment planning process requires planners to manually edit the fluence map to 

achieve desired a dose distribution. Planners normally use the variable-sized brush tool to apply 

pixel-wise modifications of the fluence map manually and then re-calculate the dose to verify the 

isodose distributions would meet expectations. The process is iterative and can take hours. To 

improve clinical workflow efficiency, I proposed a Multi-agent Reinforcement Learning Fluence 
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Map Editing (MultiRL-FE) framework to automate ECOMP treatment planning.  The RL agents 

iteratively optimize randomly initialized plans from the training patients, receiving reward signals 

as feedback. These signals are used to update the parameters of a multi-layer perceptron (MLP), 

which approximates the state-action value (Q-value) to guide the fluence optimization. The general 

workflow of the proposed network is shown in Figure 8. The framework initiates by generating  

pixel-wise dose profiles through the BEV ray cast projection (∗). Subsequently, the maximum and 

average dose values within the PTV volume are computed, leading to the creation of pixel-wise 

state data. The generated state data are fed to a multilayer perceptron for Q value (state-action value) 

prediction.  Pixel-wise actions  selected by 𝝐 −greedy algorithm are then applied on the fluence 

maps and dose is re-calculated. Meanwhile, transitions are saved in the replay buffer. After each 

cycle, the system randomly retrieves batch transitions from the buffer to update the network 

parameters.  
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5.2.3 Fluence editing environment design 

In clinical setting, fluence editing and dose calculation are performed in the EclipseTM treatment 

planning system (TPS, version 15.6, Varian Medical Systems, Palo Alto, CA). With ESAPI,  all 

patients’ data were exported automatically, including beam setup parameters, fluence maps, 3D 

dose matrix, 3D organ structure. The resolution of the fluence maps is 2.5mm in both directions. 

In this study, to accelerate the process and enable synchronized full map pixel editing, an inhouse 

dose engine was used for iterative interaction to train the RL agents. For three-dimensional dose 

distribution, the total voxel dose was calculated as the cumulative dose from the tangential beams, 

with a resolution of 2.5 mm. When the fluence map was updated, the primary dose of each voxel 

was optimized accordingly, based on ray-tracing the adjusted fluence intensity, ensuring accurate 

and efficient dose updates during optimization. All pixels shared same action 

Figure 8:  Overview of the proposed MultiRL-FE framework. Abbreviations: BEV, 

beams-eye-view; OPT, optimize; PTV, planning target volume. 
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space 𝒜: {0.99,1.00,1.01}, representing the increase/no change/decrease of the pixel intensity by 

1 percent. After each modification, the doses were updated and pixel-wise rewards were 

computed, followed by the loss function updated for network optimization. The reward function 

includes both the homogeneity penalty and coverage rewards. The reward is based on the 

stepwise improvement instead of the difference from the final dosimetric goal, and only the 

maximum dose and the average dose within PTV are calculated. 

𝑟𝑖,ℎ𝑜𝑚𝑜𝑔𝑒𝑛𝑒𝑖𝑡𝑦
𝑡 = 𝑚𝑎𝑥(𝑑𝑖,𝑚𝑎𝑥

𝑡−1 − 𝑑1 , 0)
2

− 𝑚𝑎𝑥(𝑑𝑖,𝑚𝑎𝑥
𝑡 − 𝑑1 , 0)

2
 (6) 

𝑟𝑖,𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒
𝑡 = 𝑚𝑎𝑥(𝑑2 − 𝑑𝑖,𝑎𝑣𝑒𝑟𝑎𝑔𝑒

𝑡−1  , 0)
2

− 𝑚𝑎𝑥(𝑑2 − 𝑑𝑖,𝑎𝑣𝑒𝑟𝑎𝑔𝑒
𝑡  , 0)

2
 (7) 

𝑟𝑖
𝑡 = 𝑟𝑖,ℎ𝑜𝑚𝑜𝑔𝑒𝑛𝑒𝑖𝑡𝑦

𝑡 + 𝑟𝑖,𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒
𝑡  (8) 

where 𝑑𝑖,𝑚𝑎𝑥
𝑡  and 𝑑𝑖,𝑎𝑣𝑒𝑟𝑎𝑔𝑒

𝑡  are the maximum and average doses within PTV on the 𝑖th pixel’s 

projected beam ray at time step 𝑡 ; 𝑑1  and 𝑑2  are the reference doses used for calculating 

homogeneity and coverage loss, set to 105% and 99% of the prescription dose, respectively. 

𝑟𝑖,ℎ𝑜𝑚𝑜𝑔𝑒𝑛𝑒𝑖𝑡𝑦
𝑡  and 𝑟𝑖,𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒

𝑡   are the homogeneity reduction reward and coverage improvement 

reward. When 𝑡𝑚𝑎𝑥=20  or a terminal state (where every pixel has a loss function value of 0) was 

reached, the RL plan were imported into the TPS for  final dose calculation and plan evaluation.  

5.2.4 Reinforcement learning framework for individual pixel 

Each pixel in the fluence map has its own agent, which takes action to increase/decrease 

corresponding intensity based on its policy. The goal of the RL agents is to maximize cumulative 

rewards when continuously interacting with the environment ℰ . A discount factor 𝛾 is used to 

weight future rewards’ contribution in the reward function, the discounted return at time step 𝑡 is 

defined as : 

𝑅𝑡 = 𝑟𝑡 + γ𝑟𝑡+1 + γ2𝑟𝑡+2 + γ3𝑟𝑡+3 + ⋯ + γ𝑛𝑟𝑡+𝑛 (9) 
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Where 𝑟𝑡 is the reward at time step 𝑡, which is calculated from beam ray’s dose improvement.  𝛾 

is set to 0.9 in this study and 𝑡 + 𝑛 is the terminal step. The state-action value function 𝑄(𝑠, 𝑎) 

represents the expected discounted return for executing action 𝑎 at state 𝑠: 

𝑄𝜋(𝑠, 𝑎) = 𝔼𝜋[𝑅𝑡|𝑠𝑡 = 𝑠, 𝑎𝑡 = 𝑎] (10) 

It estimated how good it is to perform action 𝑎 at state 𝑠 in terms of return under policy 𝜋 (i.e., a 

mapping sequence to actions). The pixel-wise state 𝑠  is depicted by a 1-dimensional vector 

composed of the dosimetric values of the projected beam ray. The first value is 𝑑𝑖,𝑚𝑎𝑥 and the 

second value  is 𝑑𝑖,𝑎𝑣𝑒𝑟𝑎𝑔𝑒. The action 𝑎 is scale factor selected from action space 𝒜. 

The optimal action-value function could be formulated as: 

𝑄∗(𝑠, 𝑎) = 𝑚𝑎𝑥𝜋𝔼[𝑅𝑡|𝑠𝑡 = 𝑠, 𝑎𝑡 = 𝑎, 𝜋] (11) 

Based on Bellman Equation, 𝑄∗(𝑠, 𝑎) could be decomposed as: 

𝑄∗(𝑠, 𝑎) = 𝔼𝑠′~ℰ[𝑟 + 𝛾𝑚𝑎𝑥𝑎′𝑄∗(𝑠′, 𝑎′)|𝑠, 𝑎] (12) 

where 𝑠′ , 𝑎′ are the state and action at next time step. Though convergence to optimal action-value 

function is guaranteed with infinite value iteration, this basic approach is impractical in real world 

due to no generalization(78). Instead, I used state-action value function approximator to estimate 

the 𝑄 value. Given that fluence maps for each patient commonly consist of tens of thousands of 

pixels, training individual approximators for each pixel becomes computationally impractical as 

the training time scales with the number of pixels involved. As a solution, I proposed the 

implementation of a shared approximator wherein all agents utilize common parameters but 

execute actions independently. Specifically, a MLP was utilized as the backbone of the 𝑄 

approximator. Composed of six sequential fully connected layers and ReLu as activation function, 

the MLP output the 𝑄 value list for all action indexes (𝑄(𝑠, 𝑎0), 𝑄(𝑠, 𝑎1), 𝑄(𝑠, 𝑎2) ) based on the 

input state 𝑠 . During  training, Epsilon-greedy method was used to balance exploration and 

exploitation to prevent agents trapped in local optimum. The agent chooses a random action with 

probability 𝜖𝑒  and selects the action with the highest predicted Q-value with probability 1 − 𝜖𝑒.   
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The probability of choosing a random action decayed exponentially with episode number, which 

could be expressed as: 

𝜖𝑒 = 𝜖𝑒𝑛𝑑 + (𝜖𝑠𝑡𝑎𝑟𝑡 − 𝜖𝑒𝑛𝑑) ∗ exp (
−𝑒 ∗ 𝑇

𝑉
) 

(13) 

Where 𝜖𝑠𝑡𝑎𝑟𝑡  is epsilon value at the start of training (maximum epsilon), while the 𝜖𝑒𝑛𝑑  is epsilon 

value at the end of training (minimum epsilon). 𝑒  is the episode number and 𝑇  is the maximum 

time steps per episode. V, the epsilon decay value controls the speed of exponential decay. 

During the training phase, to increase the stability and to avoid divergence, experience replay and 

asynchronous update were utilized(79). When interacting with the environment, each agent’s 

experiences  𝑒𝑖
𝑡 = (𝑠𝑖

𝑡 , 𝑎𝑖
𝑡 , 𝑟𝑖

𝑡 , 𝑠𝑖
𝑡+1)  at time step 𝑡 was stored in a memory dataset  𝒟𝑡 =

{𝑒1
1, 𝑒1

𝑡 , … 𝑒𝑖
𝑡}. During optimization, mini batches of experiences were randomly sampled form the 

dataset and used to update the MLP parameters. The network was updated by minimizing the 

temporal difference error of the selected mini batches. Huber loss was utilized as the loss function, 

which acts like the mean squared error when the error is small, but like the mean absolute error 

when the error is large. It is more robust to outliers when the estimates of Q are very noisy compared 

with pure mean squared loss. It could be formulated as: 

𝐿(𝜃) = 𝔼(𝑠,𝑎,𝑟,𝑠′)~𝐷 [0.5 ∗ (𝑟 + 𝛾𝑚𝑎𝑥𝑎′𝑄(𝑠′, 𝑎′; 𝜃−) − 𝑄(𝑠, 𝑎; 𝜃))
2

]  

𝑖𝑓 |𝑟 + 𝛾𝑚𝑎𝑥𝑎′𝑄(𝑠′, 𝑎′; 𝜃−) − 𝑄(𝑠′, 𝑎′; 𝜃)| < 1 

 

(14) 

𝐿(𝜃) = 𝔼(𝑠,𝑎,𝑟,𝑠′)~𝐷[|𝑟 + 𝛾𝑚𝑎𝑥𝑎′𝑄(𝑠′, 𝑎′; 𝜃−) − 𝑄(𝑠, 𝑎; 𝜃)| − 0.5]  

𝑖𝑓 |𝑟 + 𝛾𝑚𝑎𝑥𝑎′𝑄(𝑠′, 𝑎′; 𝜃−) − 𝑄(𝑠′, 𝑎′; 𝜃)| ≥ 1 

(15) 

Where 𝑦 = 𝔼𝑠′~ℰ[𝑟 + 𝑚𝑎𝑥𝑎′𝑄(𝑠′, 𝑎′; 𝜃−)|𝑠, 𝑎]  is the target,  𝜃  are the parameters of policy 

network (𝑄 network), while 𝜃− are the parameters of the target network. The target network is a 

copy of the policy network that is periodically updated to provide a stable target for training. Using 

the policy network directly for both prediction and target values potentially leads to instability 
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during training. Introducing the target network helped stabilize the learning process by providing 

more consistent target Q-values. The parameters of the target network were updated softly instead 

of a direct copy to further increase the training stability, at the end of each episode, the 𝜃− was 

updated by 𝜃− ← 𝜏𝜃 + (1 − 𝜏)𝜃−  , where 𝜏 = 0.001.  The training  pseudocode is detailed in 

Algorithm 1 of supplementary materials.  

5.2.5 Experiment setup 

In this study, I implemented the MultiRL-FE framework, utilizing Python 3.8 and Pytorch 1.12.1, 

executed on a workstation equipped with dual NVIDIA RTX A6000 graphics cards and an AMD 

Ryzen Threadripper PRO 5955WX 16-Core CPU. For the hyperparameter configuration, the 

capacity of the memory was set to N=100,000 and 𝜏 was fixed at 0.001. 𝜖𝑠𝑡𝑎𝑟𝑡  was set to 0.9 to 

foster exploration during the early stages of training, allowing the agents to encounter a diverse 

range of potential states. The epsilon decay value V was set to 1500, and as training progressed, 

𝜖 was gradually reduced to  𝜖𝑒𝑛𝑑  =0.05, enabling agents to optimize their actions based on the 

learned approximator and thereby maximize their reward accumulation. A learning rate of 1e-5 was 

applied for 35 epochs to achieve convergence. 

5.2.6 Model Performance and Plan Quality Evaluation 

First, the RL plans were reviewed by certified medical physicists, evaluating the overall isodose 

distributions of the initial plans and clinical plans. Then quantitative comparison was performed by 

comparing dosimetric endpoints to clinical plan group. Breast PTV V90% (%) and Breast PTV 

V95% (%) were used to evaluate the target coverage of the PTV, and Breast PTV V105% (cc) and 

Dmax (%) was used to quantify dose homogeneity and maximum point dose. The Breast PTV is 

generated by adding a margin to the breast volume to account for skin flash, ensuring robustness 

during respiration. Since the skin flash is included in the PTV, the coverage tends to be lower. To 

provide a more intuitive evaluation, physicians in our institution use a structure named 

Breast_PTVeval, which is generated by subtracting the skin (7mm inward of body) and chest wall 
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from the breast PTV. This structure allows for a more intuitive assessment of coverage. The 

statistics of  Breast_PTVeval is also included in the analysis. For OAR dose sparing, ipsilateral 

lung V20Gy (%), heart Dmean (Gy) and heart V5Gy (%) were evaluated. The significance of 

variations between groups was assessed using a non-parametric Wilcoxon Signed-Rank test, with 

a statistical significance level of 0.05. This test assesses the differences between paired observations 

by ranking the absolute values of those differences and considering the direction of the change. The 

Wilcoxon test was implemented using the Python SciPy package(62). 

 

5.3 Results 

5.3.1 Model training and testing 

The comprehensive training spanned 48 hours on the above specified workstation. During the 

testing, each interaction includes fluence editing and dose updates, requiring approximately 4 

seconds to complete. As a result, the generation of the final fluence map for a single patient, 

involving 20 time-step modification iterations, takes approximately 90 seconds to complete. 

5.3.2 Dosimetric endpoints comparison 

Table 3 presents the mean and standard deviation (std) of dosimetric endpoints for the test set. The 

statistical significance of variance was evaluated using the Wilcoxon signed rank test. The monitor 

units (MU) for the RL plans and Clinical plans are 314.3(±135.8) and 311.2(±135.2)  respectively.  

RL plans exhibit a significantly lower Breast PTV and PTVeval V105% volume compared to 

clinical plans, indicating more effective homogeneity control. For other dosimetric endpoints, the 

average values and standard deviations of both groups are closely aligned. While several endpoints 

show statistically significant differences (p < 0.05), indicating consistent patterns of variation 

across individual patients, the magnitude of these differences is small. Therefore, despite statistical 

significance, these variations are not expected to have a meaningful impact on clinical outcomes, 

and I consider them clinically insignificant. 
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Table 3: Mean and standard deviation of test set’s endpoints 

Dosimetric Endpoints RL Clinical P Value 

Breast PTV V90%(%) 82.596(±8.113) 82.796(±8.122) < .05 

Breast PTV V95%(%) 77.759(±8.904) 78.568(±9.094) < .001 

Breast PTV V105%(cc) 8.522(±11.469) 34.298(±36.297) < .001 

Breast PTVeval V90%(%) 96.587(±5.772) 96.539(±5.749) < .05 

Breast PTVeval V95%(%) 95.193(±5.938) 95.597(±5.924) < .001 

Breast PTVeval 

V105%(cc) 

7.985(±10.945) 34.144(±36.293) < .001 

Ipsilateral Lung V20Gy(%) 10.350(±6.211) 10.282(±6.025) < .001 

Heart V5Gy(%) 0.150(±0.390) 0.149(±0.396) 0.593 

Heart Dmean(Gy) 0.515(±0.236) 0.518(±0.237) <.05 

Dmax(%) 108.187(±1.287) 107.958(±1.146) 0.263 

Note: P-value  ≥ 0.05 was considered to represent no statistically significant difference between the 

compared plans; P-value < 0.05 was indicative of significant difference. 

 

5.3.3 Isodose distribution evaluation 

Example isodose distribution comparison among RL plans and Clinical Plans are shown in Figure 

9.  The  RL plans demonstrate a comparable isodose distribution to the clinical plans. The dose 

homogeneity and target coverage are nearly identical in these two plan groups. Meanwhile, in case 

1 (Figure 9-(a-1) and (b-1)) and case 4 (Figure 9-(a-4) and (b-4)), the RL plans exhibit better 

homogeneity control (red arrows) at the expense of target coverage (yellow arrow) in the chest wall 

region compared to the clinical plans. In comparison to the clinical plans, the RL plans exhibit 

tradeoff between dose homogeneity and target coverage. 
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5.3.4 Distribution comparison 

The distribution of several dosimetric endpoints is visualized with boxplot and scatter plot in Figure 

10. Besides generally comparable plan quality, it  is also noticeable that for Breast PTV V105% 

Figure 9: Visualization of isodose distributions for randomly selected test cases. 

Each row presents a transverse view of isodose comparisons between RL plan and Clinical 

Plan for a given test case.  IDL: Isodose level. 
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control, RL plans have a shorter interquartile range (distance from Q1 to Q3), which indicates less 

variability and improved consistency. 
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Figure 10: Dosimetric endpoints distribution of the testing set. 

The box extends from the first quartile (Q1) to the third quartile (Q3) of the data, with a line at 

the median. The whiskers extend from the box to the farthest data point lying within 1.5x the 

inter-quartile range (IQR) from the box. 
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5.3.5 Individual cases’ dose homogeneity versus target Coverage 

Figure 11 displays the dosimetric outcomes for individual cases in the testing. I utilize Breast PTV 

V95% as an indicator of target coverage and Breast PTV V105% to monitor dose homogeneity. 

The bottom-right quadrant of the graph, characterized by lower V105 and higher V95 values of RL 

plans than clinical plans, indicates superior plan quality of RL plans over clinical plans. The 

majority of the plots cluster near the origin of both axes, indicating a high level of similarity 

between the RL plans and the Clinical plans. Conversely, most of the remaining cases lie in the in 

the quadrant below and to the left of the origin, suggesting that RL plans achieve better dose 

homogeneity but worse target coverage. Despite the diverse trends observed in the test set, the 

inter-plan variances for all cases remained relatively small in numerical values and within clinically 

acceptable limits. 
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5.4 Discussion  

ECOMP offers superior conformality and homogeneity in general compared to other planning 

techniques for breast radiotherapy(80-82). However, it requires extensive intensive manual editing. 

To improve efficiency, various approaches have been made to automate the treatment planning by 

predicting the fluence map based on anatomy information with supervised learning (47, 83, 84). A 

drawback of supervised learning is that it requires extensive training dataset, and the training result 

strongly depends on the quality of the training data. In clinical practice, inter-planner and intra-

Figure 11: Scatter Plots of dosimetric endpoints difference between RL plan and Clinical plan 

(RL plan minus Clinical plan). 

X-axis indicates Breast PTV V95% (%) while the Y-axis indicates Breast PTV V105% (cc). Blue 

points denote a trade-off between coverage and homogeneity, green points indicate both 

improved coverage and  homogeneity reduction, and red points signal decreased coverage and 

increased homogeneity. 
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planner variances are common in treatment planning and may impact the robustness of these 

supervised learning results. RL training, on the other hand, is a trial-and-error procedure directed 

by the planning reward system. Hence, there are less limitations and influence imposed by the 

ground truth labels and therefore RL often requires fewer training data sets compared the 

supervised learning alternatives. In this study, I demonstrated the feasibility of training an RL 

model with only 20 patient cases, a dataset size typically inadequate for supervised learning 

approaches. The RL agent seeks to maximize cumulative rewards, so tailoring the reward to align 

with clinical guidelines allows for more clinically relevant behavior. By adjusting the reward 

function, the agent can adapt to new or evolving clinical guidelines. The flexibility and adaptability 

is a key advantage over systems like EZFluence (Radformation, New York, NY) and other 

supervised learning-based approaches. Another advantage of the proposed RL system is its 

transparency and interpretability. In comparison to the black-box decision-making of commercial 

systems, RL systems provide a clearer, more interpretable decision-making process for clinicians. 

This transparency enhances trust and facilitates the integration of RL-based tools into clinical 

practice, as clinicians can better understand and control the model's behavior, making it a more 

reliable and user-friendly option. 

Nonetheless, traditional RL approaches utilizing single agent could not be readily adapted to 

ECOMP planning. This is due to the absence of a global policy capable of describing the localized 

fluence painting process. In response, I introduced a novel strategy by employing pixel-wise agents 

to achieve concurrent and localized fluence editing. Leveraging a deep Q-learning network based 

on an MLP, these agents were trained by interacting with our in-house fast dose engine. Shared 

network parameters and independent state information enabled efficient localized dose 

modification and overall plan quality improvements. Training an effective model-free RL agent 

using deep Q-learning typically demands an extensive number of experience, with millions of 

history, to attain convergence and human-level proficiency(78) (85). Given the time-intensive 
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nature of dose calculations, training in single agent fashion could extend over several months. The 

introduction of the pixel-wise agent framework not only facilitated localized enhancements but also 

significantly expedited the training process. By saving and leveraging transitions from all agents, 

the network optimization process was massively accelerated. Each dose update led to the generation 

of approximately 10,000 transitions, substantially enhancing training speed and overall feasibility.  

The trained framework is capable of operating on fluence maps with either uniform intensity or 

those initially generated by planners. Through training and testing on highly variable dose 

distributions, the RL framework demonstrates its ability to handle a wide range of suboptimal dose 

distributions and diverse clinical conditions effectively. Within around 90 seconds, the framework 

produces optimized fluence maps through iterative adjustments, which can then be directly 

imported into the TPS as optimal fluences. Its performance was evaluated on a comprehensive test 

set, both statistical analysis and case-based comparisons were performed to give a thorough 

evaluation of the generated plan quality. As illustrated in Table 3 and Figure 10 (box plot), the RL-

generated plans exhibit quality comparable to Clinical plans, with similar average dosimetric 

endpoints and closely aligned distributions. Notably, case-based visualizations in Figure 10 

revealed that RL plans demonstrated consistent homogeneity control with a shorter interquartile 

range. As depicted in Figure 11, the observed small statistical  variations in  target coverage and 

dose homogeneity stem from the intrinsic trade-offs within the model, rather than from variations 

between different cases. This indicates consistent model performance across all cases. These 

findings underscore the effectiveness and robustness of the proposed MultiRL-FE framework. 

The current study has several limitations. Currently, the pixel-wise state is described by maximum 

PTV dose and mean PTV dose for simplicity. In some extreme conditions, it may not be able to 

provide enough information for the agent to perform a feasible action. Second, the weighting of the 

reward components was not fully explored in this study, which restricts the model’s capacity of 

generating plans with different focuses. If deployed across multiple institutions, the reward 
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functions would need to be adjusted to align with specific clinical guidelines. In future work, I plan 

to explore this adaptation to enable further refinement of the model for more personalized treatment 

planning, ultimately improving patient care. 

5.5 Conclusion 

In this study, I developed and implemented a self-interactive treatment planning framework using 

multi-agent reinforcement learning for breast ECOMP radiation therapy. The comprehensive 

testing conducted in the study has provided strong evidence for the reliability and robustness of the 

developed framework.   
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6.  Automated inverse planning with deep 

reinforcement learning for HN IMRT 

6.1 Introduction 

Head and neck (HN) cancer encompasses squamous cell carcinomas that arise in the paranasal 

sinuses, nasal cavity, oral cavity, pharynx, and larynx. The complex anatomy and vital 

physiological role of the involved structures require treatment to not only improve local control but 

also preserve normal organ function to enhance patients’ quality of life (QOL)(86). Along with 

surgery, RT has long been the mainstay of the treatment approaches for these patients. As the 

primary or adjuvant treatment modality for early-stage HN cancer, the goal of radiotherapy is to 

improve local tumor control while minimizing healthy organ toxicity (87, 88).  

The proximity of the tumor to sensitive OARs presents unique challenges in HN treatment planning 

which utilized IMRT or VMAT. The acute and late toxicities associated with OARs irradiation 

(including mucositis, xerostomia, dysphagia, dermatitis, etc.) can significantly impact patients’ 

QOL. Compared with conventional 3D-CRT, IMRT/VMAT are able to deliver higher radiation 

dose to the target volume without increasing the toxicity to the adjacent OARs(89-91). It has been 

demonstrated in the previous studies that IMRT was associated with statistically significant 

improvement in certain QOL aspects compared with 3D-CRT, particularly those relating to 

xerostomia(92, 93). The advantages over 3D-CRT made IMRT nowadays the standard care for HN 

cancer during the past two decades (94, 95). However, the technical advancement of IMRT also 

introduces challenges related to the complexity of treatment planning (90).  

Inverse planning for HN IMRT is a challenging task, as it demands a delicate balance between PTV 

coverage and the sparing of multiple adjacent OARs, which leads to rounds of adjustment and 

rebalancing of OAR sparing tradeoffs. The substantial overlap between the PTV and critical OARs, 

such as parotids and oral cavity,  presents a challenge of non-intuitive tradeoff decision making, 

Planners typically spend hours iteratively adjusting constraints before concluding on a balance that 
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meets dosimetric constraints(96, 97). Sometimes the planner does not achieve optimal OAR sparing 

for a given OAR due to the complexity of inverse optimization and the existence of multiple OARs, 

which leads to inter-planner plan quality variation (98). This variation driven by time constraints 

and planning experience discrepancy, can result in notable dosimetric compromise, and potentially 

leading to suboptimal treatment outcomes (99, 100). 

As the seventh most common cancer type worldwide, HN cancer urgently calls for efficient and 

effective clinical management (101). Therefore, automation of IMRT planning for HN cancer is a 

natural goal to pursue. The iterative and sequential decision-making process and reward-driven 

nature of inverse planning presents an ideal problem for RL. RL is a machine learning paradigm 

focusing on how an intelligent agent learns to take actions in a dynamic environment in order to 

maximize the cumulative reward. The learning process is formalized as a Markov Decision Process 

(MDP), in which an agent continuously observes states from the environment, takes actions, and 

receives rewards. The objective of an RL agent is to develop a decision-making strategy that 

maximizes the cumulative reward over time, essentially learning the best actions to take at various 

states. This methodology has been applied across various fields such as robotics, gaming, health 

care and autonomous systems, demonstrating its versatility and effectiveness in solving complex 

decision-making tasks (102-105). In the context of IMRT inverse planning, a RL agent could be 

trained to iteratively adjust the objective constraints during inverse optimization to achieve optimal 

plan quality as human planner would appreciate a plan. Contrary to the reliance on empirical 

intuition and personal experience that characterizes human planner’s operation, the decision-

making mechanism of the RL agent is fundamentally built upon data-driven insights and advanced 

mathematical models. 

Motivated by this, I first proposed using RL to automate radiation therapy treatment planning in 

2019 by developing an auto-planning bot for pancreas stereotactic body radiation therapy(40, 73).   

Over the past few years, significant development has been made in leveraging RL for the 



 

53 

advancement of radiation therapy treatment planning. Shen et al. implemented RL to fine-tune 

organ weighting factors during inverse optimization processes for high-dose-rate brachytherapy 

(41). Hrinivich et al. introduced an innovative approach by employing deep-Q reinforcement 

learning for the optimization of machine parameters in VMAT (76). More recently, RL has been 

applied to the automation of inverse planning of prostate IMRT (42, 74) which showed promising 

results.  

To date, few efforts have been made to utilize RL to automate HN IMRT, due to the complex 

anatomy and proximity of multiple OARs. Managing the trade-off between sparing multiple OARs 

and achieving optimal PTV coverage presents a significant challenge for RL modeling, 

necessitating a carefully designed RL environment and algorithm. Our previous research 

demonstrated the feasibility of using RL to develop a generalizable model to adjust the dose values 

of objective constraints specifically for each patient during inverse planning (106). A concurrent 

study trained a RL agent on a single patient case for adaptive radiation therapy treatment planning 

by adjusting the priority of the objective constraints(107). Despite its success, the initial model, 

which utilized the online RL algorithm SARSA (108) and a linear state-action value approximator 

for simplicity in training, faced notable limitations. Specifically, the linear approximation's 

capability was insufficient for encoding the complex trade-offs between multiple OARs sparing 

and PTV coverage, leading us to focus only on sparing the left/right parotid and oral cavity in this 

feasibility study. Furthermore, the model lacked direct integration into clinical TPS. The mode was 

developed within an in-house dose calculation model and dose engine which needs calibration 

against clinical TPS to make a clinically relevant solution. 

To address the aforementioned limitations and to further enhance HN auto-planning, in this study, 

I propose to utilize the state-of-the-art RL algorithms and deep neural networks to extract RL’s full 

potential in automating HN treatment planning. I propose a deep reinforcement learning (DRL) 
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agent to interact directly with the clinical TPS and automatically modify multiple objective 

constraints to seek optimal dose sparing and target coverage without human intervention.  

6.2 Methods 

6.2.1 Materials 

In this study, one hundred and twenty oropharyngeal cancer patients receiving IMRT were 

retrospectively collected with institutional IRB approval. All cases were treated with sequential 

boost regime (primary plan dose of 44 Gy in 22 fractions, boost plan dose of 26 Gy in 13 fractions). 

Only the primary plans were included for training and testing. These cases were randomly divided 

into training (20 cases) and testing sets (100 cases). All training and testing plans were performed 

in Eclipse Treatment Planning System (EclipseTM 15.6, Varian Medical Systems, Palo Alto, CA). 

The PTV, left parotid, right parotid, oral cavity, larynx, pharynx, cord with 5mm margin (cord + 

5mm), brainstem and mandible were included in the OAR sets. The DRL agent was integrated in 

ESAPI to autonomously interact with the TPS and generate IMRT plans. The RL plans were 

generated with nine equal spaced fields and 6 MV energy. Dose calculations with heterogeneity 

correction (AAA_15606) using a 2.5 mm grid size were used.  

The inverse planning was initialized with fixed PTV constraints. During planning, key OARs 

including left parotid, right parotid, oral cavity, larynx, pharynx were chosen as optimization 

structures with adjustable constraints. The volume and priority of these OAR constraints were 

fixed, the dose values were automatically adjusted by the DRL agent to search for optimal dose 

distribution. Meanwhile, OARs (cord + 5mm ,brainstem and mandible) were incorporated into the 

optimization using static constraints.  During training, the DRL agent performed 30 iterations of 

constraint adjustments per episode for each patient. 

6.2.2 Reinforcement learning environment design 

The DRL agent was designed to emulate the decision-making process of human planners. Modeled 

as a Markov decision process, RL consists of a set of environment and agent states 𝑆,  a set of 
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actions 𝐴, the state action probability transition 𝑃, the reward function 𝑟 ∶ 𝑆 ×  𝐴 → ℝ . The states 

refers to the information fed to the RL model for decision-making. To ensure that the RL agent can 

make comprehensive decisions, the state should include all essential information for treatment 

planning decision-making. This could include full-resolution 3D dose distributions, complete DVH 

curves, objective function losses, and convergence gradients. However, encoding such extensive 

information into the state space would require an ultra-high-capacity model with millions of 

parameters and a vast amount of data for training. Given that dose calculation and inverse 

optimization are intrinsically computation-intensive and require significant amount of time per 

iteration, training such a model would take years, making it impractical. To address this, I down-

sampled and extracted key information that humans use for decision-making. During manual 

planning, the planner refines its strategy by observing intermediate planning status such as DVHs, 

objective function losses and the current constraints’ values. Correspondingly, the DRL state 𝑠𝑡 ∈

𝑆  at time step 𝑡  is formulated as the combination of PTV’s and OARs’ dosimetric endpoints, 

constraints’ dose value and objective function losses. 

 𝑠𝑡 = (𝑃𝑇𝑉 𝑉𝑎𝑙𝑢𝑒𝑠, 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝑉𝑎𝑙𝑢𝑒𝑠, 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝑉𝑎𝑙𝑢𝑒𝑠,  

𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦 𝑉𝑎𝑙𝑢𝑒𝑠, 𝐿𝑎𝑟𝑦𝑛𝑥 𝑉𝑎𝑙𝑢𝑒𝑠, 𝑃ℎ𝑎𝑟𝑦𝑛𝑥 𝑉𝑎𝑙𝑢𝑒𝑠)  

 

(16) 

where the PTV’s values consist of (𝑃𝑇𝑉 𝐷100%, 𝑃𝑇𝑉 𝐷98%, 𝑃𝑇𝑉 𝐷𝑚𝑎𝑥 , 𝑃𝑇𝑉 𝐿𝑜𝑠𝑠) and the OARs’ 

values are corresponding mean dose value and its objective constraint’s dose value with 50% 

volume and structure objective function loss. 

The set of actions 𝐴 was crafted to reflect the standard actions routinely employed by planners 

during HN IMRT inverse planning, which consists of increasing/decreasing the dose value of the 

median dose objective constraints for all relevant OARs. The step size was set to ± 4 𝐺𝑦 to achieve 

reasonable convergence speed while maintaining sufficient precision to meet clinical constraints. 

The reward function, 𝑟, is formulated to quantify the change in plan quality following each action, 

expressed as 𝑟(𝑠𝑡 , 𝑎𝑡) = 𝐿𝑡+1 − 𝐿𝑡, where the loss function 𝐿 denotes the metric that measures the 
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relative deviation of the actual dosimetric values from the target. 𝐿  equals to the weighted 

combination of OARs’ sparing loss, PTV coverage and hot spot loss:  

 𝐿 = 𝑤𝑃𝑇𝑉𝐿𝑃𝑇𝑉 + 𝑤𝐿𝑇 𝑃𝑎𝑟𝑜𝑡𝑖𝑑𝐿𝐿𝑇 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 + 𝑤𝑅𝑇 𝑃𝑎𝑡𝑜𝑟𝑖𝑑𝐿𝑅𝑇 𝑃𝑎𝑟𝑜𝑡𝑖𝑑

+ 𝑤𝑂𝐶𝐿𝑂𝐶 + 𝑤𝐿𝑎𝑟𝑦𝑛𝑥𝐿𝐿𝑎𝑟𝑦𝑛𝑥 + 𝑤𝑃ℎ𝑎𝑟𝑦𝑛𝑥𝐿𝑃ℎ𝑎𝑟𝑦𝑛𝑥 

 

(17) 

The organ weights were designed to reflect plan quality preferences in clinical practice, which were 

consulted and reviewed with experienced medical physicists during the experiment design. 

𝐿𝑃𝑇𝑉 is formulated as: 

 𝐿𝑃𝑇𝑉 = 𝑚𝑎𝑥(𝑃𝑇𝑉 𝐷𝑝𝑟𝑒𝑠𝑒𝑐𝑖𝑝𝑡𝑖𝑜𝑛 − 𝑃𝑇𝑉 𝐷100%, 0)

+ 𝑚𝑎𝑥(𝑃𝑇𝑉 𝐷𝑝𝑟𝑒𝑠𝑒𝑐𝑖𝑝𝑡𝑖𝑜𝑛 × (100 + ∆1)% − 𝑃𝑇𝑉 𝐷98%, 0)

+ 𝑚𝑎𝑥(𝑃𝑇𝑉 𝐷𝑚𝑎𝑥

− 𝑃𝑇𝑉 𝐷𝑝𝑟𝑒𝑠𝑒𝑐𝑖𝑝𝑡𝑖𝑜𝑛 × (100 + ∆2)% ,0) 

 

(18) 

And  𝐿𝑂𝐴𝑅 is formulated as: 

𝐿𝑂𝐴𝑅

= {
𝑂𝐴𝑅 𝐷𝑚𝑒𝑑𝑖𝑎𝑛 − 𝑂𝐴𝑅 𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒             𝑖𝑓 (𝑂𝐴𝑅 𝐷𝑚𝑒𝑑𝑖𝑎𝑛 ≥ 𝑂𝐴𝑅 𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒)

0.5 ∗ (𝑂𝐴𝑅 𝐷𝑚𝑒𝑑𝑖𝑎𝑛 − 𝑂𝐴𝑅 𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒)  𝑖𝑓 (𝑂𝐴𝑅 𝐷𝑚𝑒𝑑𝑖𝑎𝑛 < 𝑂𝐴𝑅 𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒)
 

 

(19) 

𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒  is a population-based target dose value provided for each OAR as optimization 

reference dose. The piecewise formulation of the loss function was designed to ensure that the DRL 

agent continues to search for an optimized trade-off, even after meeting the reference value, rather 

than ceasing optimization upon reaching this threshold. This encourages the agent to not only meet 

but potentially exceed the standard, fostering continuous improvement in its performance. The 

specific values of structure loss weights and reference doses are presented in Table 4. 
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Table 4: Structure Weights and Reference Doses 

Structure Organ Loss 

Weights 

Formulation Reference 

dose (𝐺𝑦) 

 

PTV 

 

4 
𝑃𝑇𝑉 𝐷100% =  𝑃𝑇𝑉 𝐷𝑝𝑟𝑒𝑠𝑒𝑐𝑖𝑝𝑡𝑖𝑜𝑛  

𝑃𝑇𝑉 𝐷98% = 𝑃𝑇𝑉 𝐷𝑝𝑟𝑒𝑠𝑒𝑐𝑖𝑝𝑡𝑖𝑜𝑛 × (100 + ∆1)% 

𝑃𝑇𝑉 𝐷𝑚𝑎𝑥 = 𝑃𝑇𝑉 𝐷𝑝𝑟𝑒𝑠𝑒𝑐𝑖𝑝𝑡𝑖𝑜𝑛 × (100 + ∆2)% 

44 

44.5 

46 

Left Parotid 1 𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒
𝐿𝑇 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  15 

Right Parotid 1 𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒
𝑅𝑇 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  15 

Oral Cavity 0.8 𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒
𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦

 22 

Larynx 0.4 𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒
𝐿𝑎𝑟𝑦𝑛𝑥

 26 

Pharynx 0.4 𝐷𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒
𝑃ℎ𝑎𝑟𝑦𝑛𝑥

 26 

 

6.2.3 Deep reinforcement learning algorithm 

The Soft Actor-Critic (SAC) algorithm, introduced by Haarnoja et al., has been recognized for its 

exemplary performance across a spectrum of applications since its inception in 2018 (109, 110). 

The algorithm excels in terms of sample efficiency, training stability and robustness to 

hyperparameter tuning. Leveraging these strengths, I integrated the SAC for discrete action setting 

(111) as the fundamental framework of the proposed DRL agent. Building on this, I have 

engineered deep neural networks for the purpose of high-capacity function approximation to 

encode the complex tradeoff of proximate OARs’ sparing and target coverage control. The DRL 

framework is mainly composed of three parts: (i) an actor-critic architecture with separate deep 

neural networks for policy and value function approximation, (ii) an off-policy formulation to 

leverage previously collected data for sample efficiency, and (iii) entropy maximization to 

encourage exploration with stability. The general work of the proposed DRL is illustrated in Figure 

12.  
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The DRL agent aimed to find a policy that maximizes the objective with entropy maximization, 

which could be formulated as: 

 

𝜋∗ = 𝑎𝑟𝑔 max
𝜋

∑ 𝐸(𝑠𝑡,𝑎𝑡)~𝜏𝜋 [𝛾𝑡 (𝑟(𝑠𝑡 , 𝑎𝑡) + 𝛼ℋ(𝜋(. |𝑠𝑡)))]

𝑇

𝑡=0

 

 

(20) 

where 𝜋 is a policy, defined as probability distribution over actions given states. 𝜋∗is the optimal 

policy, T is the number of timesteps, 𝑟 is the reward function, 𝑠𝑡 ∈ 𝑆 and 𝑎𝑡 ∈ 𝐴 are the state and 

action at timestep 𝑡, 𝜏𝜋  is the distribution trajectories generated by 𝜋, 𝛾 ∈ [0,1] is the discount 

factor, 𝛼 is the temperature parameter which control the relative importance of the entropy term 

Figure 12 : General workflow of the proposed DRL agent training process. 

The backbone of the DRL agent is the soft actor critic (SAC) framework, which consists of five 

subnetworks: two critic networks 𝑸𝜽𝟏
and 𝑸𝜽𝟐

 to estimate expected return and mitigate 

overestimation bias, along with their corresponding target networks 𝑸̅𝜽𝟏
 and 𝑸̅𝜽𝟐

 for target 𝑸 

estimation. The policy network 𝝅𝝓 generates action probability distribution, modulated by 

entropy coefficient 𝜶 to balance exploration and exploitation. These networks are simultaneously 

optimized by minimizing the objectives 𝑱𝝅(𝝓), 𝑱𝑸(𝜽), 𝑱(𝜶) with stochastic gradient descent. In 

the planning process, state 𝒔 derived from treatment planning system (TPS) are fed into SAC for 

policy prediction.  Action 𝒂 is then selected to adjust objective constraints, followed by 

optimization and state update 𝒔′. Subsequently, step reward 𝒓 is calculated and transition <
𝒔, 𝒂, 𝒓, 𝒔′ > is saved in the replay buffer. Concurrently, batches of transitions are retrieved from 

the replay buffer to update network parameters. 
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against the reward and ℋ(𝜋(. |𝑠𝑡)) ≔ − log(𝜋(. |𝑠𝑡))  is policy 𝜋 ’s entropy at state 𝑠𝑡 . The 

maximization of first term 𝛾𝑡𝑟(𝑠𝑡 , 𝑎𝑡) aims to increase the cumulative rewards, while the entropy 

introduces stochasticity into policy to prevent premature convergence to suboptimal policy. 

The actor-critic architecture consisted of actor network with parameter 𝜙 and critic network with 

parameter 𝜃 . The actor decides on the actions to take, while the critic evaluates actions based on 

the estimated return. Both 𝜙 and 𝜃 were parameterized with MLP to increase model capacity to 

handle complex HN inverse planning tradeoff. 

With soft state value function being defined as: 

 𝑉(𝑠𝑡) ≔ 𝜋(𝑠𝑡)𝑇[𝑄(𝑠𝑡 , 𝑎𝑡) − 𝛼 log(𝜋(𝑠𝑡))] (21) 

where 𝑄(𝑠𝑡 , 𝑎𝑡) is the soft Q-function output from critic network, it estimates the expected return 

of being in 𝑠𝑡 and taking action 𝑎𝑡. 

The critic network was optimized by minimizing the soft Bellman residual: 

 
𝐽𝑄(𝜃) = 𝐸(𝑠𝑡,𝑎𝑡)~𝐷 [

1

2
(𝑄𝜃(𝑠𝑡 , 𝑎𝑡) − (𝑟(𝑠𝑡 , 𝑎𝑡) + 𝛾𝐸𝑠𝑡+1~𝑝(𝑠𝑡,𝑎𝑡)

[𝑉𝜃̅(𝑠𝑡+1)]))
2

] 
 

(22) 

where D denotes the replay buffer to store previous experience, and 𝑉𝜃̅(𝑠𝑡+1) is estimated using a 

target network 𝜃̅  for Q and a monte-carlo estimate of soft state value function with sampled 

experiences from D. The target network is a copy of the critic network with the exponentially 

moving average of the parameters. The utilize of target network has been shown to be able to 

increase the stability during training (79). 

The actor network was optimized by minimizing the following objective: 

 𝐽𝜋(𝜙) = 𝐸𝑠𝑡~𝐷 [𝜋𝑡(𝑠𝑡)𝑇 [𝛼 log (𝜋𝜙(𝑠𝑡)) − 𝑄𝜃(𝑠𝑡)]] 
 

(23) 

The temperature parameter 𝛼 was adjusted automatically during training by formulating maximum 

entropy RL objective: 

 𝐽(𝛼) = 𝜋𝑡(𝑠𝑡)𝑇[−𝛼(log(𝜋𝑡(𝑠𝑡)) + 𝐻̅)] (24) 
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where 𝐻̅ is the target entropy, which is set to 0.98 times the logarithm of the action space dimension 

as a standard approach (111). 

During training, two sets of local soft Q-function estimators with identical structures parameterized 

by 𝜃1 and 𝜃2 and corresponding target networks 𝜃̅1, 𝜃̅2 were utilized to mitigate the positive bias in 

the policy improvement process. The minimum soft Q-functions between two sets was selected for 

objective calculation. This approach has been recognized for accelerated training efficacy and 

enhanced model performance (112). During training, after each interaction, a batch of transitions 

was retrieved from the replay buffer to update the parameters of actor network, critic networks and  

temperature with stochastic gradient descent synchronously. The full algorithm is listed in 

Algorithm 1.  
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 Algorithm 1 Reinforce Inverse Planning with Soft Actor-Critic 

 Initialize 𝑄𝜃1
: 𝑆 → ℝ|𝐴|, 𝑄𝜃2

: 𝑆 → ℝ|𝐴|, 𝜋𝜙: 𝑆 → [0,1]|𝐴|   ➢ Initialize local networks 

 Initialize 𝑄𝜃̅1 : 𝑆 → ℝ|𝐴|, 𝑄𝜃̅2 : 𝑆 → ℝ|𝐴|  ➢ Initialize target networks 

 𝜃̅1, ← 𝜃1, 𝜃̅2  ← 𝜃2  ➢ Synchronize parameters 

 𝐷 ←  ∅  ➢ Initialize an empty replay 

buffer 

 for each planning episode do   

  for each constraints modification step do    

   𝑎𝑡~𝜋𝜙(𝑎𝑡|𝑠𝑡)    ➢ Sample action and adjust 

OAR constraints 

   𝑠𝑡+1~𝑝(𝑠𝑡+1|𝑠𝑡 , 𝑎𝑡)   ➢ Extract updated state from 

TPS 

   𝐷 ← 𝐷 ∪ { (𝑠𝑡 , 𝑎𝑡 , 𝑟(𝑠𝑡 , 𝑎𝑡), 𝑠𝑡+1) }   ➢ Store transition in the 

replay buffer 

  for each gradient step do    

   𝜃𝑖 ←  𝜃𝑖 − 𝜆𝑄∇̂𝜃𝑖
𝐽(𝜃𝑖) 𝑓𝑜𝑟 𝑖 ∈ {1, 2}   ➢ Update critic networks 

   𝜙 ← 𝜙 − 𝜆𝜋∇̂𝜙𝐽𝜋(𝜙)   ➢ Update actor network 

   𝛼 ← 𝛼 − 𝜆𝛼∇̂𝛼𝐽(𝛼)   ➢ Update temperature 

parameter 

   𝑄̅𝑖 ← 𝜏 𝑄𝑖 + (1 − 𝜏)𝑄̅𝑖  𝑓𝑜𝑟 𝑖 ∈ {1, 2}   ➢ Update target networks 

 Output 𝜃1, 𝜃2, 𝜙     ➢ Output optimized 

networks 

 

6.2.4 Plan evaluation 

The DRL agent generated plans (DRL plans) were normalized to same volumetric coverage at the 

prescription dose as clinical plans. The DRL plans’ isodose distribution and DVHs were first 

evaluated by experienced medical physicists for overall quality. Subsequently, clinically relevant 

dosimetric endpoints were extracted and compared to those of the clinical plans for quantitative 

evaluation. The dosimetric evaluation matrices included PTV Dmax, median dose for the left/right 

parotid, oral cavity, larynx, and pharynx, as well as the maximum dose for the cord+5mm, 

brainstem, and mandible. These dosimetric endpoints were adopted from our standard evaluation 

criteria in clinical practice. Additionally, the average total monitor units were calculated to assess 

the plan modulation efficiency.  
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For statistical comparison, mean values with 95% confidence intervals were computed for all 

dosimetric endpoints within each group. Variations between groups were assessed using the non-

parametric Wilcoxon Signed-Rank test, with a significance level set at 0.05. 

 

6.3 Results 

The training of the DRL on 20 patients took around 15 days with 45,000 total iterations on a Varian 

Workstation with Intel(R) Xeon(R) Silver 4110 CPU@2.10GHz and NVIDIA Quadro P600 GPU. 

After training, the DRL agent was evaluated on the remaining 100 patients. In the testing phase, 

the DRL agent was able to generate a HN IMRT plan within 15 minutes (12.4 ± 3.1 𝑚𝑖𝑛𝑢𝑡𝑒𝑠) 

without human intervention.  

 The isodose visualization of an example testing case is shown in Figure 13. The DRL plan 

demonstrated comparable isodose distribution to Clinical plan in general. With similar coverage, 

DRL plan showed improved conformity. Improvement in heterogeneity is also observed in DRL 

plans indicated by smaller 105% prescription volume. Additionally, the two plans exhibit 

comparable dose falloff gradients, especially around critical OAR such as parotids. The OAR 

sparing in the DRL plans is comparable to those in the Clinical plan. 



 

63 

 

Figure 13: Testing case’s isodose distribution comparison. 

The first column is DRL plan and second column is Clinical plan. Green Segment: PTV. Blue 

Segment: left parotid. Cyan contour: right parotid. Brown contour: oral cavity. Dark Blue 

contour: larynx. Green contour: pharynx. Dark Green contour: Brainstem. Pink contour: 

mandible. Blue contour: cord+5mm margin. 
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Table 5 presents the dosimetric endpoints and MU statistics of the testing group.  The average 

values with 95% confidence interval (CI) were computed for both plan groups. While maintaining 

same PTV coverage as clinical plans, the DRL plans demonstrate improved hot spot control and 

comparable OAR sparing with better consistency as shown by smaller 95% confidence intervals. 

Specifically, no statistically significant variation was seen in the 𝐷50% of left parotid and oral 

cavity, while clinical plans show a general trend of better larynx sparing, the DRL plans have 

improvement of other OARs over clinical plans. The lower total MU of DRL plan indicates lower 

beam modulation, therefore less leakage radiation and increased efficiency.  

Table 5: Testing set’s dosimetric endpoints and MU statistics 
 PTV 𝐷𝑚𝑎𝑥 (%) Left Parotid 𝐷50% (𝐺𝑦) Right Parotid 𝐷50% 

(𝐺𝑦) 
Clinical (95%𝐶𝐼) 112.4(111.8-112.9) 17.1(15.4-18.8) 15.7(14.2-17.3) 

DRL (95%𝐶𝐼) 109.2(108.7-109.8) 15.6(14.9-16.2) 12.2(11.4-12.9) 

P-value <.05 0.928 <.05 

 Pharynx 𝐷50% (𝐺𝑦) Brainstem 𝐷𝑚𝑎𝑥(𝐺𝑦) Cord+5mm 𝐷𝑚𝑎𝑥 (𝐺𝑦) 
Clinical (95%𝐶𝐼) 35.5(34.3-36.7) 17.5(16.7-18.4) 31.9(31.1-32.6) 

DRL (95%𝐶𝐼) 32.1(30.8-33.3) 15.2(14.7-15.7) 30.5(30.2-30.8) 

P-value <.05 <.05 <.05 

 Oral Cavity 𝐷50% 
(𝐺𝑦) 

Larynx 𝐷50% (𝐺𝑦) Mandible 𝐷𝑚𝑎𝑥 ((𝐺𝑦) 

Clinical (95%𝐶𝐼) 24.8(23.3-26.4) 23.7(21.7-25.7) 47.6(47.3-47.8) 

DRL (95%𝐶𝐼) 25.7(24.4-27.1) 27.3(25.5-29.0) 46.0(45.7-46.2) 

P-value 0.083 <.05 <.05 

 Total 𝑀𝑈 

Clinical (95%𝐶𝐼) 1870(1817-1924) 

DRL (95%𝐶𝐼) 1611(1565-1658) 

P-value <.05 

Note: Dmax stands for the maximum dose value; D50% stands for the median dose; MU stands for 
monitor unit 

 

The distributions of several organ’s dosimetric endpoints are visualized in Figure 14. In all 

subplots, the inter-quartile range (IQR) of the RL plans’ boxes are smaller than those of clinical 

plans, indicating less variability. The spread of data points also shows a similar trend of better 

consistency of RL group as demonstrated by less outliers.  
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6.4 Discussion  

The IMRT inverse planning for HN cases presents a particular challenge due to the proximity of 

multiple OARs. The manual planning approach, characterized by an iterative trial-and-error 

process, is inherently time-consuming and labor-intensive. Moreover, variances in planner’s 

experience and turn-around time available for planning are the driving factors for clinical plans’ 

inconsistency, which may lead to less optimal treatment outcome. The sequential decision-making 

process inherent in inverse planning for IMRT can be aptly modeled as a Markov-Decision process, 

as in this study, I developed a RL planning agent to specifically tackle the inverse optimization of 

HN planning. The results demonstrated overall comparable plan quality of RL plans as clinical 

manual plans. This agent offers significant advantages in a busy clinic to solve challenging HN 

planning tasks. 

The integration of RL into treatment planning poses distinctive challenges. Primarily, training RL 

algorithms generally requires iterations on the order of 100,000, which is computationally 

demanding. Given that both inverse optimization and dose calculation in TPS are resource-

intensive, a simulation of 100,000 iterations could extend over months. Previous studies have 

Figure 14: Dosimetric Endpoints distribution of testing set.  

DRL denotes plans generated by deep reinforcement learning; Clinical denotes manually 

generated clinical plans. ∗ 𝑝 < .05 
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explored the use of simplified surrogate models such as linear approximators to alleviate the 

demand for extensive data, achieving promising outcomes in the context of pancreas inverse 

planning (40). However, our prior investigation has indicated that these linear approximators failed 

to capture the intricate nature of HN inverse planning  (106). In this study, I utilized a state-of-the-

art off-policy learning algorithm SAC to improve the sampling efficiency. The re-use of previous 

transitions greatly improved sampling efficiency, enabling us to build a high-capacity deep neural 

network-based model to encode the complex OARs sparing and target coverage tradeoff.  Another 

approach has been employed by Shen et al.(42) by using an in-house TPS for faster inverse 

optimization convergence, however the discrepancy between in-house and clinical TPS may 

introduce uncertainty in decision policy due to dose calculation and optimizer discrepancies. 

Additional human effort was also needed to transport the optimized plan into clinical TPS. In our 

approach, the DRL agent directly interacts with clinical TPS, ensuring the training data aligns with 

those used by human planners in manual planning. Therefore, the plans generated are native to the 

TPS, eliminating the need for data exportation and plan importation. 

An additional challenge lies in ensuring that the RL agent has sufficiently explored the state space 

to converge on a globally optimal policy, rather than becoming trapped in a local minimum. The 

different states in inverse planning are very limited compared to other RL applications (e.g., 

gaming, robotics control, etc.). The main source of variability in this domain stems from the unique 

anatomical structures of patients and the nuances of the optimization phase. To counteract the risk 

of early convergence to suboptimal policy, an entropy term has been incorporated into the RL 

objective. This approach dynamically adjusts the significance of entropy throughout training. 

Initially, the DRL agent is encouraged to adopt a more stochastic policy, promoting exploration of 

diverse states. As training progresses, the system gradually reduces the temperature-like parameter, 

guiding the DRL agent towards convergence on a global optimal policy that maximizes the 

improvement in plan quality. 
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The training of DRL  policy was driven by the reward function, which quantified the plan quality 

variation after each interaction.  For the reward function formulation, I selected reference dose and 

weights for both OARs and PTV in alignment with clinical guidelines and utilized loss functions 

to measure the relative deviation of actual dosimetric values from the target. The  piecewise loss 

function ensures that the DRL agent continues optimizing the trade-offs, even after the reference 

value is met, rather than stopping optimization once the threshold is reached. When the reference 

dose is achieved, the coefficient of the loss function is reduced from 1 to 0.5, reflecting a lower 

priority for further reduction of that OAR dose. This approach allowed the RL agent to continue 

optimizing this OAR while also focusing on other OARs that have not yet reached their target, 

ensuring a balanced, multi-objective optimization. Moreover, continuous loss functions also 

prevented dramatic change in the loss after the target was met, making the model less sensitive to 

reference dose settings. For specific hyperparameter value settings, I did not apply exhaustive 

searching algorithms in this study. These parameters hold clinical significance, but the optimal 

values can vary between patients depending on individual conditions. Therefore, these values serve 

only as a reference, while the specific planning endpoints are determined by the RL agent during 

the dynamic decision-making process. A comprehensive hyperparameter search could potentially 

enhance model performance; however, it may not be feasible in the current situation due to the time 

and computational constraints. Although I did not conduct exhaustive hyperparameter 

optimization, I hypothesize that DRL can still make informed decisions based on case-specific 

conditions and achieve optimal plan quality by dynamically adjusting its strategy according to the 

planning status. 

In the testing phase, I tested the DRL agent extensively with 100 patients to assess the robustness 

and consistency. These patients’ anatomies cover the wide spectrum of HN cases I encounter in the 

clinic. DRL plans show comparable overall plan qualities to Clinical plans with comparable means 

for all dosimetric endpoints. Additionally, the DRL approach showcased enhanced consistency, 
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evidenced by narrower margins of error statistically and reduced interquartile ranges (IQR) in 

boxplot analyses. Such benefits largely stem from the RL agent being better at executing the global 

policy in driving the optimal plans, taking out the inevitable back-and-forth decision making even 

with very experienced planners. 

Finally, this feasibility study focuses on primary plans targeting intermediate/low risk Planning 

Target Volumes (PTVs), excluding boost plans for high-risk PTVs. This is in alignment with our 

institutional practice of treating HN cancers with sequential boost. Future efforts will be necessary 

to incorporate boost planning for a more comprehensive evaluation of plan quality. Besides, the 

current RL optimization relies on a standardized beam configuration template, which might not be 

optimal for every patient. Future developments will incorporate individualized beam configuration 

optimization to ensure more personalized and precise treatment planning. 

 

6.5 Conclusion 

I developed a DRL agent to self-interact with the treatment planning system (TPS) and it is capable 

of generating IMRT treatment plans for head-and-neck cancer with efficiency and consistency.  
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7. RL-Driven automated HN SIB RT: flexible 

treatment planning aligned with clinical preferences 

7.1 Introduction 

In this study, I extend our previous work to address HN simultaneous integrated boost (SIB) IMRT 

planning, incorporating both low-risk, and high-risk, PTVs. In HN radiation therapy, xerostomia, 

which often results from parotid gland irradiation, remains the most common late side effect(113). 

The significant anatomical overlap between the parotid glands and PTVs makes sparing both glands 

particularly challenging. The decision between unilateral and bilateral sparing is typically 

prescribed by physicians based on specific clinical scenarios. When the tumor is centrally located 

or distant from both parotid glands, bilateral sparing can be achieved to maximize parotid function 

preservation and minimize late toxicity. However, there are scenarios where one parotid cannot be 

spared to desired median dose level due to sheer bulkiness of the tumor or one-sidedness of tumor 

location. In such cases, unilateral sparing is pursued, where the focus is on sparing the contralateral 

(opposite) parotid gland. In some edge cases, the planners need to explore both sparing scenarios 

to gauge the benefits and limitations of either choice, which leads to significant increase in planning 

time. Therefore, for HN SIB treatment planning, providing the flexibility to prioritize different 

treatment goals via automated plan generation could provide clinicians with more evidence to make 

confident tradeoff decisions.  

To achieve this, I proposed a preference-encoded deep reinforcement learning (PEDRL) framework 

to incorporate multiple sparing options into the RL decision-making workflow. The core of the 

PEDRL framework is built on Soft Actor-Critic (SAC) Algorithm(109, 111). SAC is an off-policy, 

model-free RL algorithm that optimizes both policy and value function, leveraging entropy 

regularization to encourage exploration and prevent premature convergence to suboptimal policies. 

This algorithm is well-suited for complex, high-dimensional optimization problems where the 

balancing exploration and exploitation is critical (114) , making it a good fit for the automated RT 
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treatment planning. Based on parotid-sparing preferences (bilateral sparing, unilateral sparing of 

the left side, unilateral sparing of the right side), the agent is able to adjust its optimization strategy 

accordingly. This approach enables plan customization tailored to the patient’s specific anatomy 

and clinical condition, and its successful implementation could lead to significant improvement in 

both efficiency and quality of care. 

 

7.2 Methods 

7.2.1 Patients Dataset 

In this study, I developed and validated the PEDRL framework using data from 90 HN cancer 

patients who received IMRT at our institution. All patient data were retrospectively collected with 

approval from the institutional review board (IRB Number: Pro00102095). The dataset included 

both unilateral and bilateral parotid sparing cases. Unilateral sparing cases were determined 

clinically if one parotid gland was favorably spared than the contralateral gland. The dataset were 

divided into training/validation/testing with specific numbers detailed in Table 6. All clinical plans 

were sequential boost regimen (primary plan dose of 44 Gy in 22 fractions, boost plan dose of 26 

Gy in 13 fractions). The plan sum of primary plan and boost plan were used for dosimetric 

evaluation and compared against PEDRL-generated plans. All training and testing were performed 

in Eclipse Treatment Planning System (EclipseTM 15.6, Varian Medical Systems, Palo Alto, CA).  

 

Table 6: Dataset distribution across parotid-sparing groups 

 Training Validation Testing 

Bilateral Sparing 24 2 33 

Unilateral Sparing(left) 7 2 6 

Unilateral Sparing(right) 9 2 5 

Sum 40 6 44 
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7.2.2 PEDRL overview 

The PEDRL agent was integrated into ESAPI,  allowing it to autonomously interact with the TPS 

to generate SIB IMRT plans. The PEDRL plans were created using nine equally spaced fields with 

6 MV energy. Dose calculations were performed using AAA_15606 with heterogeneity correction 

using 2.5 mm grid size. Structure set including low-risk PTV, high-risk PTV, left parotid, right 

parotid, oral cavity, larynx, pharynx, cord with 5mm margin (cord + 5mm), brainstem and mandible 

was used for inverse planning. The inverse planning process was initiated using a standardized 

template of PTVs’ constraints to ensure coverage and hotspot control. During inverse planning, the 

intermediate status of structure dose-volume values was sampled and formulated as the state 

information for PEDRL agent to make decisions. The parotid sparing option provided by physician 

(“bilateral sparing” or “unilateral sparing”) was encoded into the initial state. It directed the PEDRL 

agent to employ tailored strategies to achieve plan quality align with physician intent. 

The PEDRL agent was allowed to perform actions to modify objective constraints to reach the 

desired distribution. The changes in DVHs for relevant structures before and after each action were 
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calculated to assess plan quality. These DVH variations were also used to calculate the rewards, 

guiding the update of the network parameters. The PEDRL schematic is shown in Figure 15. 

7.2.3 Reinforcement learning system design 

In this project, the treatment planning process is formulated as a Markov Decision Process (MDP), 

which consists of four fundamental elements: state space (𝑆), action space (𝐴), transition dynamics 

(𝑃), and reward function (𝑅). 

 The state space (𝑆) encompasses all possible configurations of the environment, representing the 

various situations that the agent might encounter. In the PEDRL state, key clinically relevant 

dosimetric endpoints on DVH curves were sampled to emphasize the clinical focus and enhance 

Figure 15: Proposed Preference-Encoded Deep reinforcement learning (PEDRL) workflow 

for head and neck Simultaneous Integrated Boost (SIB) auto-planning. 

𝝅𝝓 is the actor network, and 𝑸𝜽 represents the critic networks. 𝒔: current state; 𝒂: action, 𝒔′: 

next state; 𝒓: reward. 𝑻𝒎𝒂𝒙: the maximum time step per episode. 
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convergence speed. The objective function loss offers additional qualitative information, enabling 

the planner to assess how well the current plan adheres to the desired dose distribution for each 

structure. In the PEDRL state formulation, structure-specific objective function losses were 

included. Additionally, sparing option was encoded as an element in the state to guide the PEDRL 

agent to employ tailored strategies to achieve plan quality aligned with specific clinical goals. 

Together, these elements could provide the PEDRL agent with comprehensive information to adjust 

objective constraints, allowing it to iteratively refine treatment plans. 

The details of the state formation are provided in Table 7. Specifically for SIB treatment planning, 

for both low-risk PTV and high-risk PTV,  𝐷100 and 𝐷98 were included to evaluate the coverage of 

the PTVs. Additionally, maximum dose within volume was utilized to reduce hotspot. The 110% 

primary prescription dose (48.4Gy) covered volume was incorporated to regulate the homogeneity 

within low-risk PTV. For each OAR, clinically relevant dosimetric endpoint values  (median dose) 

and the current constraint values during optimization were included. 

Table 7: PEDRL State Composition 

Index State Value Index State Value 

0 𝐿 − 𝑃𝑇𝑉 𝐷100 13 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐷𝑐𝑜𝑛 

1 𝐿 − 𝑃𝑇𝑉 𝐷98 14 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐷50  
2 𝐿 − 𝑃𝑇𝑉 𝐷𝑚𝑎𝑥 15 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 

3 𝐿 − 𝑃𝑇𝑉 𝑉110%  𝐶𝑜𝑛 16 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦 𝐷𝑐𝑜𝑛 

4 𝐿 − 𝑃𝑇𝑉 𝑉110%   17 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦 𝐷50 

5 𝐿 − 𝑃𝑇𝑉 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 18 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 

6 𝐻 − 𝑃𝑇𝑉 𝐷100 19 𝐿𝑎𝑟𝑦𝑛𝑥 𝐷𝑐𝑜𝑛 

7 𝐻 − 𝑃𝑇𝑉 𝐷98 20 𝐿𝑎𝑟𝑦𝑛𝑥 𝐷50  
8 𝐻 − 𝑃𝑇𝑉 𝐷𝑚𝑎𝑥 21 𝐿𝑎𝑟𝑦𝑛𝑥 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 

9 𝐻 − 𝑃𝑇𝑉 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 22 𝑃ℎ𝑎𝑟𝑦𝑛𝑥 𝐷𝑐𝑜𝑛 

10 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐷𝑐𝑜𝑛  23 𝑃ℎ𝑎𝑟𝑦𝑛𝑥 𝐷50  
11 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐷50  24 𝑃ℎ𝑎𝑟𝑦𝑛𝑥 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 

12 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 25 Sparing Option 

Abbreviations: L-PTV, low-risk planning target volume; H-PTV, high-risk planning target volume; 𝐷𝑋𝑋 ,dose value 

covered xx% volume; 𝐷𝑐𝑜𝑛, the current dose value of the constraint; 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 , the organ’s objective function loss; 

Sparing Option( 0, bilateral sparing; 1, only spare left parotid; 2, only spare right parotid).  

 

The action space (𝐴) was designed to enable the agent to effectively minimize OAR dose without 

compromising PTV control. The set of actions was designed to mirror the standard operations 
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performed by planners during inverse optimization. These actions include adjusting the median 

dose objectives for all relevant OARs and modifying constraints for the low-risk PTV to regulate 

dose homogeneity. 

Table 8: PEDRL Action Space 

Action 

Index 

Structure Volume 

(%) 

Dose 

(cGy) 

Priority Type 

0 𝐿 − 𝑃𝑇𝑉    +2 4840 100 Upper 

1 𝐿 − 𝑃𝑇𝑉  −2 4840 100 Upper 

2 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  50 +400 70 Upper 

3 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  50 −400 70 Upper 

4 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  50 +400 70 Upper 

5 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  50 −400 70 Upper 

6 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦  50 +400 70 Upper 

7 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦  50 −400 70 Upper 

8 𝐿𝑎𝑟𝑦𝑛𝑥 50 +400 70 Upper 

9 𝐿𝑎𝑟𝑦𝑛𝑥  50 −400 70 Upper 

10 𝑃ℎ𝑎𝑟𝑦𝑛𝑥  50 +400 70 Upper 

11 𝑃ℎ𝑎𝑟𝑦𝑛𝑥  50 −400 70 Upper 

Note: all +/− operation is based on the current value of the constraint. 

 

The transition dynamics (𝑃) describe the probability that a particular action will lead to a specific 

next state, given the current state. This is typically denoted as 𝑃(𝑠′|𝑠, 𝑎), where s represents the 

current state, a is the action taken, and s′ is the resulting next state. These dynamics define the 

behavior of the environment. As this study employs a model-free algorithm, the transition 

probabilities are not explicitly modeled. 

Finally, the reward function (𝑅) is the key to guide the RL to learn strategies that generate treatment 

plans that meet clinical objectives. 𝑅 is formulated as the weighted sum of the structure-specific 

cost functions. The cost represents the amount of deviation from the desired dose distribution and 

the weighting reflects the priority of the structure during planning. For each structure, the cost 

function comprises several terms, each designed to evaluate and complement multiple clinical 

objectives, ensuring that all critical aspects of the plan quality are considered. 

For high-risk PTVs, the cost function was designed to ensure adequate dose coverage and hotspots 

control, using hinge functions to penalize insufficient coverage and excessive dose. Specifically, 



 

75 

the cost function penalizes any shortfall in the prescribed dose for 100% of the PTV volume and 

for 98% of the volume if it fails to meet the prescription plus a specified coverage margin 

∆𝐷𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒 . Additionally, any dose exceeding the prescribed level plus a hotspot margin ∆𝐷ℎ𝑜𝑡𝑠𝑝𝑜𝑡 

is  penalized. 

For low-risk PTVs, the cost function incorporates an additional term to regulate dose homogeneity. 

This term penalizes variations in the volume receiving 110% of the prescribed dose, with a 

weighting factor 𝜀0 of 0.5 applied to this term, compared to a weighting factor 𝜀1of 0 for high-risk 

PTVs. The overall cost function can be expressed as: 

𝐶𝑜𝑠𝑡𝑖
𝑃𝑇𝑉 = 𝑤𝑖

𝑃𝑇𝑉 × [max(𝐷𝑝𝑟𝑒𝑠𝑐𝑟𝑖𝑝𝑡𝑖𝑜𝑛 − 𝐷100 ,0) + max(𝐷𝑝𝑟𝑒𝑠𝑒𝑐𝑖𝑝𝑡𝑖𝑜𝑛 + ∆𝐷𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒 − 𝐷98, 0) 

+max(𝐷𝑚𝑎𝑥 − (𝐷𝑝𝑟𝑒𝑠𝑒𝑐𝑟𝑝𝑡𝑖𝑜𝑛 +  ∆𝐷ℎ𝑜𝑡𝑠𝑝𝑜𝑡), 0) + 𝜀𝑖 ∗ 𝑉110%] (25) 

where 𝑖 = 0,1  corresponds to low-risk and high-risk PTVs, respectively. The first two terms 

address insufficient coverage, contributing to a positive cost if the dose to 100% or 98% of the PTV 

volume falls below the thresholds. The third term penalizes any dose exceeding the maximum 

allowable dose, and the fourth term, regulated by 𝜀, controls dose homogeneity in low-risk PTVs. 

𝑤𝑖
𝑃𝑇𝑉 represents the structure weighting for PTVs, the specific values are detailed in Table 9 . 

For parotid sparing, I employed a piecewise function with three segments to represent the sparing 

cost. With the bilateral sparing option (sparing option = 0), equal weighting is assigned to the 

sparing costs of both parotids. The PEDRL agent prioritizes sparing both parotids.  

𝐶𝑜𝑠𝑡𝑖
𝑝𝑎𝑟𝑜𝑡𝑖𝑑 = 𝑤𝑖

𝑝𝑎𝑟𝑜𝑡𝑖𝑑 × {

𝑐1 × (𝐷50 − 𝐷1)
𝑐2 × (𝐷50 − 𝐷2)
𝑐3 × (𝐷50 − 𝐷3)

 

𝑖𝑓 𝐷50 ∈ (0, 𝐷𝑟𝑒𝑓
1 ]  

𝑖𝑓 𝐷50 ∈ (𝐷𝑟𝑒𝑓
1 , 𝐷𝑟𝑒𝑓

2 ] (26) 

𝑖𝑓 𝐷50 ∈ (𝐷𝑟𝑒𝑓
2 , +∞)  
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where 𝑖 = 1,2 represents left and right parotid; 𝐷𝑟𝑒𝑓
1  , 𝐷𝑟𝑒𝑓

2 = 2000𝑐𝐺𝑦, 3000𝑐𝐺𝑦  are reference 

doses used to define sub-regions within the dose range. 𝑐1, 𝑐2, 𝑐3 = 0.4, 1, 0.2 are scaling factors 

that regulate the reward sensitivity to dose changes across different dose regions. And 𝐷1 , 𝐷2, 𝐷3 =

3500𝑐𝐺𝑦, 2600𝑐𝐺𝑦, 1000𝑐𝐺𝑦 are constants. 𝑤𝑖
𝑝𝑎𝑟𝑜𝑡𝑖𝑑

 is the parotid weighting. 

In situations where one parotid cannot be spared to the desired dose level due to the tumor's size or 

its unilateral location, the unilateral sparing option can be employed. This approach de-prioritizes 

sparing the affected parotid, providing greater flexibility to optimize the sparing of the contralateral 

parotid and other critical OARs. When the option is set to 1 (left side sparing) or 2 (right side 

sparing), the weighting factor (𝑤𝑖
𝑝𝑎𝑟𝑜𝑡𝑖𝑑) for the contralateral parotid, is reduced from 1 to 0.1 

respectively. This adjustment deprioritizes sparing the contralateral parotid, placing it at the bottom 

of the priority list. Therefore, the agent focuses on prioritizing the sparing of the targeted parotid 

and other critical OARs over the opposite parotid. 

For each case, the planner can easily adjust the sparing option to generate both unilateral and 

bilateral sparing plans, enabling a comparison that supports the selection of the plan best aligned 

with clinical objectives. 

Cost functions for oral cavity, larynx and pharynx are modeled as two-step piecewise functions. 

Reduced cost gradients below the reference doses were applied to avoid excessive sparing at the 

expense of sacrificing dose coverage or over modulation. 

𝐶𝑜𝑠𝑡𝑗
𝑂𝐴𝑅 = 𝑤𝑗

𝑂𝐴𝑅 × {
𝑐1 × (𝐷50 − 𝐷1) 

𝑐2 × (𝐷50 − 𝐷2) 
 

𝑖𝑓 𝐷50 ∈ (0, 𝐷𝑟𝑒𝑓] 
(27) 

𝑖𝑓 𝐷50 ∈ (𝐷𝑟𝑒𝑓 , +∞) 

 

where 𝑗 = 0, 1 , 2 represents oral cavity, larynx, pharynx, 𝑤𝑗
𝑂𝐴𝑅 is the structure weighting, 𝐷𝑟𝑒𝑓  is 

the organ specific reference dose used to define sub-regions within the dose range. 𝑐1, 𝑐2 = 0.4, 1 

are scaling factors that regulate the reward sensitivity to dose changes across different dose regions. 

And 𝐷1, 𝐷2  are organ specific constants. The specific values are detailed in Table 9 in appendices. 
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Table 9: Reward Function Hyperparameters 

 Low-risk 

PTV 

High-risk 

PTV 

Left 

Parotid 

Right 

Parotid 

Oral 

Cavity 

Larynx Pharynx 

𝑤 4 4 1/0.1 1/0.1 0.4 0.3 0.3 

𝑐1 x x 0.4 0.4 0.4 0.4 0.4 

𝑐2 x x 1 1 1 1 1 

𝑐3 x x 0.2 0.2 x x x 

𝐷1 x x 3500 3500 3600 2950 4750 

𝐷2 x x 2600 2600 3000 2500 4000 

𝐷3 x x 1000 1000 x x x 

𝐷𝑟𝑒𝑓  x x 2000 2000 2600 2200 3500 

𝐷𝑟𝑒𝑓
2  x x 3000 3000 x x x 

Note: x denotes not applicable 

 

7.2.4 PEDRL network design 

The SAC consists of two primary components: 1) Actor Network (𝜙); 2) Critic Network (𝜃). The 

actor network(𝜙) selects actions based on the current state, implementing a stochastic policy (𝜋) 

that optimizes action selection through a probability distribution. This approach introduces a 

controlled level of exploration, which is essential for navigating the complex and high-dimensional 

state space inherent in treatment planning. An entropy regularization term (ℋ) was included in the 

actor network objective function, ensuring that the policy remains diverse, mitigating the risk of 

premature convergence to suboptimal strategies. 

The objective of the critic network (𝜃) is to estimate the expected cumulative reward (𝑄𝜃(𝑠, 𝑎)) 

for state-action pairs, which is used to drive policy improvement. Two sets of critic networks 

(𝜃1, 𝜃2) are utilized during training to mitigate the overestimation bias by using the minimum 

estimated Q-value from the output. Correspondingly, target networks (𝜃1
̅̅ ̅, 𝜃2

̅̅ ̅) are utilized to reduce 

oscillations and improve training stability. With a reliable value function estimate, the actor is 

guided towards actions that promise higher long-term rewards, thereby refining the policy towards 

optimal decision-making. 

During training, batches of experiences< 𝑠𝑡 , 𝑎𝑡 , 𝑟𝑡 , 𝑠𝑡+1 > were extracted from the replay buffer 

(𝐷) to update the networks’ parameters: 𝜃 was optimized by minimizing the soft Bellman residual: 
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𝐽𝑄(𝜃) = 𝐸(𝑠𝑡,𝑎𝑡)~𝐷 [

1

2
(𝑄𝜃(𝑠𝑡 , 𝑎𝑡) − (𝑟(𝑠𝑡 , 𝑎𝑡) + 𝛾𝐸𝑠𝑡+1~𝑝(𝑠𝑡,𝑎𝑡)

[𝑉𝜃̅(𝑠𝑡+1)]))
2

] 
(28) 

where 𝑉𝜃̅(𝑠𝑡+1) = 𝜋(𝑠𝑡+1)𝑇[𝑄(𝑠𝑡+1, 𝑎𝑡+1) − 𝛼 log(𝜋(𝑠𝑡+1))] is the state value function estimated 

using by 𝜃̅  and 𝛾 is the discounting factor. 

Concurrently, actor network was optimized by: 

 

 𝐽𝜋(𝜙) = 𝐸𝑠𝑡~𝐷 [𝜋𝑡(𝑠𝑡)𝑇 [𝛼 log (𝜋𝜙(𝑠𝑡)) − 𝑄𝜃(𝑠𝑡)]] 
(29) 

 

The coefficient of the entropy term 𝛼  is adjusted automatically by formulating the following  

objective: 

 𝐽(𝛼) = 𝜋𝑡(𝑠𝑡)𝑇[−𝛼(log(𝜋𝑡(𝑠𝑡)) + 𝐻̅)] (30) 

where 𝐻̅ is the target entropy, which is set to 0.98 times the logarithm of the action space dimension 

as a standard approach (111). 

7.2.5 Plan evaluation 

The PEDRL generated SIB plans were normalized to both low-risk PTV and high-risk PTV 

prescription dose at least covering 95% volume before being compared against clinical plans for 

quality evaluation. Qualitative evaluation was conducted using DVH curves and isodose 

distributions comparisons, while quantitative assessment involved extracting clinically relevant 

dosimetric endpoints. These included the plan's maximum dose, median doses to the left and right 

parotids, oral cavity, larynx, and pharynx, as well as the maximum doses to the cord + 5mm, 

brainstem, and mandible. Both PTV’s Conformity Index (CI) scores (115) and high-risk PTV’s 

Homogeneity Index (HI) (116) score were analyzed. The CI and HI are formulated as: 

 

𝐶𝐼 =
𝑉𝑅𝐼

𝑉𝑃𝑇𝑉
 (31) 
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𝐻𝐼 =
𝐷2 − 𝐷98

𝐷𝑝𝑟𝑒
 (32) 

where 𝑉𝑅𝐼  is the reference isodose volume, representing the volume covered by prescription dose. 

𝑉𝑃𝑇𝑉  is the planning target volume. 𝐷2 and 𝐷98  are the percentage dose to 2% and 98% target 

volume, and 𝐷𝑝𝑟𝑒  is the prescription dose. 

These endpoints and index scores were compared statistically against the null hypothesis that both 

plan groups are equivalent. For clinical bilateral sparing cases, the median doses to both parotids 

were utilized in the analysis. In contrast, for unilateral sparing cases, only the median dose of the 

targeted parotid was extracted and compared. 

To facilitate statistical comparison, mean/median values with standard deviation and interquartile 

range (IQR) were calculated for each dosimetric endpoint within the respective groups (i.e., clinical 

plans, PEDRL plans). Group differences were analyzed using the non-parametric Wilcoxon 

Signed-Rank test, with the significance level established at 0.05. 

7.3 Results 

7.3.1 Training of the PEDRL agent 

The proposed PEDRL agent was trained using data from 40 patients, completing a total of 320 

episodes of plan generation on a Varian Workstation equipped with an Intel(R) Xeon(R) Silver 

4110 CPU @ 2.10GHz and an NVIDIA Quadro P600 GPU. During each episode, the agent 

interacted with the TPS  by opening a patient case and optimizing the treatment plan. Validation 

was conducted every 40 episodes using additional 6 patients to assess the training convergence. 

The training summary of the agent is presented in Figure 16. As training progressed, the running 

average of the training episode returns steadily increased, showing signs of convergence around 

the 300th episode indicated by the stabilization of the curve. Similarly, the validation set exhibited 

an upward trend in average returns and a noticeable reduction in standard deviation, demonstrating 

model improvement and convergence over time. 
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7.3.2 Statistical analysis 

The statistical results (i.e., the mean value and standard deviation) of the bilateral and unilateral 

sparing test cases are detailed in . 

Table 10 and Table 11. The median values and IQR are presented in  

Table 12 and Table 13. Across both plan groups, no significant differences were observed between 

the PEDRL-generated plans and the clinical plans for most metrics. However, the PEDRL plans 

demonstrated slight numerical improvement in certain metrics (e.g., high-risk PTV CI). 

Additionally, the PEDRL plans exhibited a general trend of smaller standard deviations, indicating 

Figure 16: PEDRL agent’s Learning Curves. 

Top: The running average of the training episode return over time, with shaded area representing 

the standard deviation across previous episodes.  Bottom: The average episode return on the 

validation set for different sparing strategies (bilateral/unilateral sparing, unilateral sparing, and 

bilateral sparing). The shaded areas indicate standard deviations. 
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that the PEDRL agent is capable of efficiently generating SIB treatment plans with both consistency 

and effectiveness. 

Table 10: Bilateral Sparing Cases’ Statistics 

 Clinical Plan PEDRL Plan P-value 

Plan 𝐷𝑚𝑎𝑥  (𝐺𝑦) 75.90(±1.25) 74.60(±1.22) <0.05 

Brainstem  𝐷𝑚𝑎𝑥  (𝐺𝑦) 22.49(±6.18) 21.09(±4.34) 0.05 

Cord + 5mm  𝐷𝑚𝑎𝑥 (𝐺𝑦) 45.36(±3.04) 38.26(±2.84) <0.05 

Mandible  𝐷𝑚𝑎𝑥 (𝐺𝑦) 70.10(±9.45) 70.12(±8.09) 0.67 

Left Parotid  𝐷50 (𝐺𝑦) 19.31(±6.44) 18.82(±4.95) 0.89 

Right Parotid  𝐷50 (𝐺𝑦) 19.12(±4.71) 19.61(±6.41) 0.99 

Oral Cavity  𝐷50 (𝐺𝑦) 35.70(±15.23) 29.25(±18.94) <0.05 

Larynx 𝐷50 (𝐺𝑦) 34.59(±17.07) 34.06(±15.53) 0.98 

Pharynx  𝐷50 (𝐺𝑦) 44.73(±12.31) 40.22(±10.85) <0.05 

Low-risk PTV Conformity Index (CI) 1.83(±0.30) 1.67(±0.18) <0.05 

High-risk PTV Conformity Index (CI) 1.47(±0.18) 1.19(±0.09) <0.05 

High-risk PTV Homogeneity Index (HI) 0.059(±0.023) 0.059(±0.012) 0.91 

 

Table 11: Unilateral Sparing Cases’ Statistics 

 Clinical Plan PEDRL Plan P-value 

Plan 𝐷𝑚𝑎𝑥  (𝐺𝑦) 76.35(±1.77) 75.24(±1.24) 0.15 

Brainstem  𝐷𝑚𝑎𝑥  (𝐺𝑦) 28.77(±7.07) 23.94(±2.51) <0.05 

Cord + 5mm  𝐷𝑚𝑎𝑥 (𝐺𝑦) 45.45(±3.58) 38.92(±2.10) <0.05 

Mandible  𝐷𝑚𝑎𝑥 (𝐺𝑦) 74.43(±1.59) 73.55(±0.56) 0.10 

Spared Parotid  𝐷50 (𝐺𝑦) 17.76(±5.21) 19.92(±7.81) 0.36 

Oral Cavity  𝐷50 (𝐺𝑦) 36.51(±6.10) 36.92(±10.53) 0.76 

Larynx 𝐷50 (𝐺𝑦) 29.49(±11.63) 24.28(±7.46) 0.17 

Pharynx  𝐷50 (𝐺𝑦) 42.49(±9.61) 40.41(±7.88) 0.52 

Low-risk PTV Conformity Index (CI) 1.96(±0.23) 1.91(±0.21) 0.28 

High-risk PTV Conformity Index (CI) 1.39(±0.15) 1.19(±0.05) <0.05 
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High-risk PTV Homogeneity Index (HI) 0.062(±0.024) 0.063(±0.013) 0.83 

 

Table 12: Bilateral Sparing Cases’ Median and Interquartile Range (IQR) 

 Clinical Plan PEDRL Plan 

Plan 𝐷𝑚𝑎𝑥  (𝐺𝑦) 75.75(74.96-76.77) 74.60(73.73-75.10) 

Brainstem  𝐷𝑚𝑎𝑥  (𝐺𝑦) 22.87(20.60-24.84) 21.13(19.83-23.38) 

Cord + 5mm  𝐷𝑚𝑎𝑥 (𝐺𝑦) 45.01(43.86-47.86) 37.39(36.03-39.84) 

Mandible  𝐷𝑚𝑎𝑥 (𝐺𝑦) 73.41(72.24-74.32) 72.98(71.62-74.20) 

Left Parotid  𝐷50 (𝐺𝑦) 18.32(16.64-23.59) 19.79(17.25-22.51) 

Right Parotid  𝐷50 (𝐺𝑦) 18.70(15.75-22.42) 20.03(15.29-23.43) 

Oral Cavity  𝐷50 (𝐺𝑦) 33.91(29.72-38.67) 29.08(12.85-37.16) 

Larynx 𝐷50 (𝐺𝑦) 28.11(23.80-35.77) 31.06(22.30-38.97) 

Pharynx  𝐷50 (𝐺𝑦) 42.93(35.42-52.33) 36.89(32.83-42.56) 

Low-risk PTV Conformity Index (CI) 1.75(1.63-1.93) 1.66(1.55-1.80) 

High-risk PTV Conformity Index (CI) 1.42(1.35-1.57) 1.19(1.12-1.25) 

High-risk PTV Homogeneity Index (HI) 0.72(0.69-0.73) 0.71(0.70-0.72) 

 

Table 13: Unilateral Sparing Cases’ Median and Interquartile Range (IQR) 

 Clinical Plan PEDRL Plan 

Plan 𝐷𝑚𝑎𝑥  (𝐺𝑦) 75.69(75.09-77.52) 75.06(74.30-76.08) 

Brainstem  𝐷𝑚𝑎𝑥  (𝐺𝑦) 29.65(23.92-31.29) 23.80(23.05-25.28) 

Cord + 5mm  𝐷𝑚𝑎𝑥 (𝐺𝑦) 43.70(42.67-48.73) 38.79(37.19-40.50) 

Mandible  𝐷𝑚𝑎𝑥 (𝐺𝑦) 74.80(73.50-75.32) 73.73(73.24-74.09) 

Spared Parotid  𝐷50 (𝐺𝑦) 18.72(17.43-20.66) 21.42(16.27-23.08) 

Oral Cavity  𝐷50 (𝐺𝑦) 35.19(33.52-39.76) 36.83(32.87-41.56) 

Larynx 𝐷50 (𝐺𝑦) 27.12(22.65-29.86) 19.75(18.02-31.19) 

Pharynx  𝐷50 (𝐺𝑦) 45.00(36.96-48.49) 39.54(36.69-40.48) 

Low-risk PTV Conformity Index (CI) 1.93(1.85-2.11) 1.87(1.78-2.06) 

High-risk PTV Conformity Index (CI) 1.41(1.31-1.49) 1.20(1.14-1.23) 

High-risk PTV Homogeneity Index (HI) 0.055(0.051-0.064) 0.063(0.051-0.064) 
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7.3.3 Evolution of PEDRL guided auto-planning process 

The trained PEDRL agent dynamically adjusts relevant constraints based on intermediate dose 

status to achieve improved OAR sparing while maintaining PTV objectives. The planning evolution 

of a bilateral sparing test case is presented in Figure 17. At the beginning of the episode, the agent 

focused on reducing the dose to the oral cavity. After making several consecutive adjustments to 

the oral cavity constraint, the agent shifted its attention to the right parotid based on the evaluation 

of the updated DVH curves and objective function losses. In the remaining time steps of the 

episode, the agent alternated between OARs and continuously updating its strategy to achieve 

higher rewards and improve plan quality. The modifications resulted in significant improvement in 

OAR sparing while maintaining PTV coverage, as evidenced by the comparison of intermediate 

and initial DVH curves in Figure 3. The shaded areas highlight the extent of OAR sparing 

improvement.  

The resulting plan is compared to the clinical plan in Figure 18. The PEDRL plan demonstrated a 

comparable isodose distribution as the clinical plan. The conformality of low/high-risk PTVs was 

well maintained, as evidenced by the close alignment of the 70Gy and 44Gy isodose lines with the 

PTV contours in both plans. Meanwhile, effective OAR sparing was observed on the slices shown: 

in the left axial slices, the distinct curvature and retraction of the isodose lines around the spinal 

cord effectively prevented doses from exceeding tolerance levels. In the middle axial slices, both 

plans demonstrated effective bilateral sparing of the parotids, with the PEDRL plan achieving 

improved sparing of the left parotid, as reflected in the corresponding DVH curves below. In the 

right coronal slices, a similar degree of isodose line retraction was observed around the parotids, 

larynx, and pharynx, further confirming effective sparing of these critical OARs. 
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Figure 17: Evolution of treatment planning for a test case using PEDRL. 

(A) Dynamic adjustment of constraints during the reinforcement learning-driven planning 

process. The top panel illustrates changes in the constraint on the low-risk planning target volume 

(L-PTV), while the bottom panel tracks the cumulative constraint adjustments for various organs-

at-risk (OARs), including the left parotid, right parotid, oral cavity, larynx, and pharynx. (B) 

Progression of dose volume histograms (DVHs) at selected time steps (t = 10, 20, 30, 40, 50, 60) 

during the planning process. Solid lines represent the DVHs of intermediate plans at each time 

step, while dashed lines correspond to the initial plan. Shaded regions indicate the extent of 

changes from the initial to the intermediate plans, demonstrating how constraint adjustments 

influence dose distribution to PTVs and OARs. 
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Figure 18: Comparison of PEDRL-generated plan versus clinical plan. 

In isodose visualization, contour colors are consistent with the DVH curves for each structure. 

Low-risk PTV: orange segment; high-risk PTV: red segment; right parotid: cyan; left parotid: 

orange; oral cavity: brown; larynx: dark blue; pharynx: light green; cord+5mm: blue; brainstem: 

green; mandible: pink. DVH curves: dashed line: clinical plan; solid line: PEDRL plan. 
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7.3.4 Flexible parotid sparing through preference encoding 

A test patient with a tumor located on the right base of the tongue with bilateral neck involvement 

was prescribed a unilateral sparing plan by the attending physician. No constraints were prescribed 

to the right parotid. During the planning phase, the planner effectively spared the left parotid and 

other OARs while maintaining adequate PTV coverage. As a result, the right parotid was not 

specifically spared, receiving a median dose of 54.2 Gy.  

For automated planning, the sparing option was first encoded to left unilateral sparing to be 

consistent with the physician intention, allowing the PEDRL agent to generate a unilateral sparing 

plan. When employing unilateral sparing option, the weighting of the right parotid was significantly 

reduced compared with bilateral sparing option, thereby lowering the priority of the right parotid 

relative to the left parotid and other OARs. In this setting, the agent prioritized optimizing the left 

parotid and other OARs over the right parotid to maximize the cumulative reward. As shown in 

Figure 19, the resulting PEDRL generated unilateral sparing plan (Plan A) exhibits a similar isodose 

distribution pattern and comparable DVH curves to the clinical plan. The left parotid received 

significant sparing (12.8 Gy) as compared to that of clinical plan (20.0 Gy), while the right parotid 

was not intentionally spared with a median dose of 57.5 Gy. 

The sparing option was then changed to the bilateral sparing option, allowing the agent to generate 

a bilateral sparing plan. In the bilateral sparing setting, high reward function weightings were 

assigned to both parotids, prompting the RL agent to strive to spare both sides to an achievable 

low-dose level to maximize cumulative rewards. As a result, significant bilateral parotid sparing 

was achieved in this plan (Plan B), with median doses of 23.6 Gy and 25.5 Gy for the left and right 

parotid, respectively. Compared to both the clinical plan and Plan A, the right parotid in Plan B 

was effectively spared at the expense of a slight dose increase to the left parotid. However, this 

increased dose remained within clinically acceptable levels.  Both plans generated by the RL agent 

could serve as valuable references for the attending physician and planner in clinical decision-
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making, providing additional insight and exploring potential tradeoffs without additional human 

planner involvement.  
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Figure 19: Comparison of clinical plan and PEDRL generated plans for a unilateral sparing test 

case. 

Plan A is PEDRL generated plan with unilateral sparing option; Plan B is PEDRL generated plan 

with bilateral sparing option. In isodose visualization, the contour color representation is 

consistent with DVH curves. Low-risk PTV: orange segment; High-risk PTV: red segment; Right 

parotid: cyan; Left Parotid: orange. DVH curves: dashed line: clinical plan; solid line: plan A; 

dotted line: plan B. 
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7.4 Discussion  

In this study, I proposed a preference-encoded deep reinforcement learning (PEDRL) based 

approach to automate HN SIB treatment planning in a human-like manner. The PEDRL agent bases 

its decisions on the same intermediate status that human planners use and perform the standard 

actions routinely employed by planners. However, unlike human planners who often rely on 

intuition, the PEDRL agent employs data-driven strategies refined through thousands of training 

iterations. This approach enables the PEDRL agent to consistently generate treatment plans that 

meet clinical standards. 

Compared to our previous work, which focused on single PTV optimization, this SIB approach 

incorporates both low-risk and high-risk PTVs into the optimization process. The reward functions 

were designed to account for both PTVs’ coverage, hotspot control, and dose homogeneity during 

optimization. The prescription dose was typically 44 Gy to primary volume with a boost to 70 Gy, 

providing a more challenging task for OAR sparing. This requires the agent to perform more 

iterations to achieve the desired dose distribution, significantly increasing both the complexity of 

convergence and the time required for optimization. 

In SIB planning, sparing the parotid glands is critical for reducing the risk of xerostomia, which 

can significantly impact a patient's quality of life. Depending on the specific clinical scenario, either 

unilateral or bilateral sparing may be prescribed to maximize the preservation of organ function 

while ensuring adequate dose delivery to the target volume. However, in certain cases, determining 

the optimal sparing strategy may require evaluating the dose distribution for both options. To 

address this, I introduced the innovative approach by encoding the sparing option directly into the 

RL state representation, a first-of-its-kind method. This provides the model with the flexibility to 

accommodate both bilateral and unilateral sparing strategies. 
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When the bilateral sparing option is selected, the PEDRL agent prioritizes sparing both parotid 

glands equally to achieve the maximum cumulative reward. Conversely, the agent shifts its focus 

to prioritize the sparing of one parotid and other OARs. This adaptability sets PEDRL apart from 

other data-driven automated planning methods, such as those based on supervised learning which 

explicitly learns static tradeoff options. In supervised learning, the output is  fixed, representing a 

generalization from the training distribution. Adjusting the output to align with different clinical 

preferences or updated guidelines would require obtaining new data, which is often costly and 

challenging. RL, on the other hand, provides a cost-effective solution by allowing the adjustment 

of reward functions, enabling the creation of customized models tailored to specific clinical 

guidelines. The effectiveness and consistency of the PEDRL agent were evaluated through 

comprehensive testing, with results compared to clinical plans, as presented in . 

Table 10 and Table 11. Despite the promising results, the current model is constrained by the use 

of a fixed step size in dose volume modification. This simplification was necessary due to the data-

intensive nature of RL and the prolonged computational time required for dose optimization, which 

limited our ability to explore more complex action spaces. The choice of a discrete action space 

was made to expedite convergence, but this may have restricted the model’s ability to fully explore 

nuanced trade-offs in dose distributions. Introducing a more flexible action space, such as 

continuous dose modification values, has the potential to enable the RL agent to make more refined 

adjustments. Future work will focus on investigating this continuous action space approach to 

further enhance the agent’s ability to generate fully refined treatment plans. 

 

7.5 Conclusion 

In this study, I proposed a flexible RL-based automated treatment planning framework for HN 

cancer SIB treatment planning. It adjusts its strategy based on different clinical preferences and 

generates plans with efficiency and consistent plan quality.  
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8. Foresight planning: RT plan optimization via self-

supervised model predictive control 

8.1 Introduction 

The fundamental goal of RL training is to maximize the expected cumulative reward during 

inference, where the reward typically serves as a numerical representation of plan quality 

improvement based on a fixed set of clinical priorities. However, in real-world clinical practice, 

these priorities can vary depending on the specific clinical context. Beside anatomical information, 

factors such as prior treatments, comorbidities, physician preferences, and patient-specific 

considerations frequently influence the attending physician’s decision-making and, consequently, 

the choice of planning priorities. 

As a result, clinical objectives in radiotherapy planning can differ substantially across patients. 

Experienced human planners are often able to adapt to varying clinical situations by prioritizing 

patient-specific needs and balancing trade-offs. In contrast, most current automated planning 

systems, including RL based approaches, lack the flexibility to accommodate these individualized 

variations. This challenge underscores the need for brand new approach that is not rigidly 

constrained by fixed clinical protocols but is instead guided by a deeper understanding of planning 

principles and system/environment response, with the flexibility to adapt its strategies to diverse 

clinical contexts and patient-specific needs.  

This motivates us to propose foresight planning, a novel flexible automated planning framework 

grounded in the principles of model predictive control. The foresight planning agent iteratively 

interacts with the treatment planning system (TPS) to adjust DVOs with the goal of improving plan 

quality. However, unlike RL, it does not rely on a fixed reward function. Instead of estimating 

expected cumulative rewards to guide the action selection, the foresight planning agent directly 

forecasts the dose responses resulting from candidate DVO adjustments. For a given clinical 

scenario, a customized scoring system can be employed to evaluate the plan quality gain associated 
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with these predicted dose responses. By updating this scoring system, the framework can 

dynamically adapt its decision-making strategy to accommodate evolving clinical and patient-

specific priorities. This is the key difference and improvement from RL approach – the model 

predictive control enables more adaptability. This approach offers a highly flexible and 

interpretable planning process, facilitating seamless collaboration between human planners and AI 

systems in the clinical workflow of radiation oncology. 

8.2 Methods 

8.2.1 Dataset 

In this study I aimed to develop and validate the proposed solution with Simultaneous Integrated 

Boost (SIB) radiation therapy in head-and-neck cancer (HNC) cases. Treatment planning for HNC 

is particularly challenging due to the close proximity of multiple sensitive OARs to the tumor.  The 

most common late effect in HNC is xerostomia, caused by irradiation of the parotid glands (113). 

The significant anatomical overlap between the parotid glands and PTVs makes sparing both glands 

particularly challenging while maintaining adequate target coverage in certain cases. Attending 

physicians prescribe unilateral or bilateral sparing based on specific clinical scenarios to achieve 

the best therapeutic outcomes while prioritizing the preservation of patients' quality of life. Both 

unilateral sparing cases and bilateral sparing cases were included to validate the proposed 

frameworks’ versatility. 

A dataset comprising 80 HNC patients who underwent radiation therapy at our institution was 

retrospectively collected under institutional review board (IRB) approval. Amongst them, forty 

cases were used to collect transitions and train the DDP model, while the remaining 40 cases were 

reserved for testing.  In the training subset, twenty-four cases involved bilateral sparing, seven 

involved unilateral sparing (left), and 9 involved unilateral sparing (right). The testing subset 

consisted of 40 cases, including 30 cases with bilateral sparing, 5 with unilateral sparing (left), and 

5 with unilateral sparing (right).  All cases were treated with a sequential boost regimen, consisting 
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of a primary plan dose of 44 Gy delivered in 22 fractions and a boost plan dose of 26 Gy delivered 

in 13 fractions. The initial and boost plans were created using the same beam geometry, consisting 

of nine evenly spaced 6 MV photon beams. Dose calculations for all plans were performed using 

Eclipse’s Anisotropic Analytical Algorithm (AAA).Both the primary and boost plans were 

optimized concurrently by our clinical planners according to plan-sum-based treatment objectives. 

The combined dose distributions were evaluated and clinically approved by the attending physician. 

For automated plan generation, I used the same target and OAR contours , prescription dose levels  

and beam geometry as those used in the clinical plans to ensure consistency and comparability 

8.2.2 Foresight Planning 

The proposed strategy involves two stages. First, a Deep Dose Predictive (DDP) model was trained 

to predict the dose response based on planning experience of combined plan states and DVO 

adjustments. The training of the DDP model mirrored that of a clinical planner, during which it 

gained intelligence in understanding dose-response principles by witnessing extensive plan state 

transitions, identifying when dose adjustments are effective and when further optimization 

compromises target coverage. The training dataset was collected with Monte Carlo-sampled 

transitions without any human supervision or labeling. Second, the trained DDP model was 

employed for automatic DVO adjustments through model predictive control. A cost function 

evaluates the plan quality variations based on the predicted dose responses for all potential 

adjustments, and the adjustment that maximizes the cost function value was selected to maximize 
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plan quality gain. The planning strategy can be tailored to specific clinical priorities by modifying 

the cost function without retraining the model.  

 

8.2.3 Data collection with monte carlo sampling 

This predictive ability is key to making precise adjustments and maintaining a balance between 

competing objectives during the planning process. The goal of the DDP model is to learn this 

general decision-making intuition and predict the DVH curve response based on the intermediate 

plan status. 

To train the DDP model, I employed a Monte Carlo method to sample DVO adjustments and plan 

state transitions. Each transition comprises three components: the plan state before the DVO 

adjustment 𝑠, the specific DVO adjustment applied 𝑎, and the plan state after the adjustment 𝑠′. 

The plan state 𝑠 is defined by clinically relevant dosimetric endpoints and structure-specific cost 

Figure 20: Foresight Planning Workflow. 

The workflow consists of two phases: (1) Deep Dose Predictive (DDP) model training, where the 

model learns to predict dose responses under diverse conditions; (2) Inference phase through 

model predictive control, where DVOs are iteratively adjusted by selecting the adjustments to 

achieve optimal results. 
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values. The DVO adjustments reflect standard practices used by planners to modify dose and 

volume values of the DVOs.   
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Table 14: Plan State Composition 

Index Value Index Value 

0 𝑃𝑇𝑉𝑃𝑟𝑖𝑚𝑎𝑟𝑦  𝐷100 13 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐷50 𝐷𝑉𝑂 

1 𝑃𝑇𝑉𝑃𝑟𝑖𝑚𝑎𝑟𝑦  𝐷98 14 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐷50 

2 𝑃𝑇𝑉𝑃𝑟𝑖𝑚𝑎𝑟𝑦  𝐷𝑚𝑎𝑥 15 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 

3 𝑃𝑇𝑉𝑃𝑟𝑖𝑚𝑎𝑟𝑦  𝑉110%  𝐷𝑉𝑂 16 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦 𝐷50 𝐷𝑉𝑂 

4 𝑃𝑇𝑉𝑃𝑟𝑖𝑚𝑎𝑟𝑦  𝑉110% 17 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦 𝐷50 

5 𝑃𝑇𝑉𝑃𝑟𝑖𝑚𝑎𝑟𝑦  𝐿𝑜𝑠𝑠𝑜𝑏𝑗  18 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦 𝐿𝑜𝑠𝑠𝑜𝑏𝑗  

6 𝑃𝑇𝑉𝐵𝑜𝑜𝑠𝑡 𝐷100 19 𝐿𝑎𝑟𝑦𝑛𝑥 𝐷50 𝐷𝑉𝑂 

7 𝑃𝑇𝑉𝐵𝑜𝑜𝑠𝑡  𝐷98 20 𝐿𝑎𝑟𝑦𝑛𝑥 𝐷50 

8 𝑃𝑇𝑉𝐵𝑜𝑜𝑠𝑡  𝐷𝑚𝑎𝑥 21 𝐿𝑎𝑟𝑦𝑛𝑥 𝐿𝑜𝑠𝑠𝑜𝑏𝑗  

9 𝑃𝑇𝑉𝐵𝑜𝑜𝑠𝑡  𝐿𝑜𝑠𝑠𝑜𝑏𝑗 22 𝑃ℎ𝑎𝑟𝑦𝑛𝑥 𝐷50 𝐷𝑉𝑂 

10 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐷50 𝐷𝑉𝑂 23 𝑃ℎ𝑎𝑟𝑦𝑛𝑥 𝐷50 

11 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐷50 24 𝑃ℎ𝑎𝑟𝑦𝑛𝑥 𝐿𝑜𝑠𝑠𝑜𝑏𝑗  

12 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑 𝐿𝑜𝑠𝑠𝑜𝑏𝑗   

Abbreviations: 𝐷𝑋𝑋 ,dose value covered xx% volume; 𝑉110%,the volume covered by 110% of the 

prescription dose ; 𝐿𝑜𝑠𝑠𝑜𝑏𝑗 , the organ’s objective function loss; VO,, the value of the dose 

volume objectives. 

 

Table 15: Action Space 

Action Index Structure Volume(%) Dose (cGy) Priority Type 

0 𝑃𝑇𝑉𝑃𝑟𝑖𝑚𝑎𝑟𝑦     +2 4840 100 Upper 

1 𝑃𝑇𝑉𝑃𝑟𝑖𝑚𝑎𝑟𝑦 −2 4840 100 Upper 

2 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  50 +350 70 Upper 

3 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  50 −350 70 Upper 

4 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  50 +350 70 Upper 

5 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑  50 −350 70 Upper 

6 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦  50 +350 70 Upper 

7 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦  50 −350 70 Upper 

8 𝐿𝑎𝑟𝑦𝑛𝑥 50 +350 70 Upper 

9 𝐿𝑎𝑟𝑦𝑛𝑥  50 −350 70 Upper 

10 𝑃ℎ𝑎𝑟𝑦𝑛𝑥  50 +350 70 Upper 

11 𝑃ℎ𝑎𝑟𝑦𝑛𝑥  50 −350 70 Upper 

Note: all +/− operation is based on the current value of the dose volume objectives. 

The Eclipse Scripting Application Programming Interface (ESAPI) was utilized to autonomously 

interact with the TPS for sampling these transitions. A script was developed to automatically initiate 



 

97 

IMRT plans for the training dataset, which applied DVO adjustments based on Monte Carlo 

sampling, and stored the resulting transitions in a replay buffer for subsequent training. 

For each adjustment, a random number generator was utilized to select which DVO to modify, with 

all DVOs assigned an equal probability of selection to ensure uniform sampling. Another random 

number generator determined the direction of the adjustment (i.e., increase or decrease), 

maintaining stochastic variability in the sampling process.  

The purpose of Monte Carlo sampling is to systematically and stochastically explore a wide range 

of DVO adjustments and planning scenarios. This ensures that the DDP model is trained on a 

comprehensive set of plan state transitions, including both common and edge-case situations, 

improving its ability to generalize during inference. However, not all states are equally clinically 

relevant. For example, continuously increasing the DVO dose value beyond the prescription is 

unnecessary and exploring similar states repeatedly reduces sampling efficiency. To address this, I 

implemented adaptive thresholding for the decision boundary of the second random generator, 

dynamically adjusting it based on the current state to prioritize sampling clinically meaningful 

transitions. To account for anatomical variability and maximize coverage of the plan state space, 

training cases included 40 patients, ensuring a comprehensive collection of transitions.  

Two Eclipse Treatment Planning Workstations (Eclipse™ 15.6, Varian Medical Systems, Palo 

Alto, CA) were operated in parallel to collect 76,800 transitions < 𝑠, 𝑎, 𝑠′ > over a span of 8 days. 

8.2.4 Deep dose predictive model 

The aim of the DDP model is to predict the dose responses based on the observation of the previous 

interactions with the TPS and the current plan status conditioned with adjustments.  The inputs to 

the DDP model at time step 𝑡 is defined as: 

 

𝑥𝑡 = [𝑠𝑡 , 𝑎𝑡
′ , 𝑠𝑡−1, 𝑎𝑡−1, 𝑠𝑡−2, 𝑎𝑡−2 … , 𝑠𝑡−(𝑚−1),𝑎𝑡−(𝑚−1)] (33) 
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where 𝑠𝑡  is the current status of plan, 𝑎𝑡
′  is the attempted action at time step 𝑡 , and  

{𝑠𝑡−1, 𝑠𝑡−2, … , 𝑠𝑡−𝑚}  and {𝑎𝑡−1, 𝑎𝑡−2, … 𝑎𝑡−𝑚} are sequence of previous states and applied actions 

, where 𝑚 is the sequence length. For time step 𝑡 − 𝑖, the performed adjustment  𝑎𝑡−𝑖  is encoded 

into a one-hot vector, scaled by the step size of the adjustment, and appended to the corresponding 

state 𝑠𝑡−𝑖  .This process forms a one-dimensional vector with a size that is twice the original state 

vector, effectively incorporating both the state and the encoded adjustment information. At time 

step 𝑡, the adjustment vector 𝑎𝑡
′   is sampled from the predefined adjustment space.  

The proposed architecture consists of a multi-layer Long Short-Term Memory (LSTM) followed 

by a feedforward MLP The model accepts sequential input of dimension m×50. Each sequence is 

processed by a three-layer LSTM, with each layer comprising 256 hidden units. From the final 

LSTM layer, the last hidden state of dimension 256 is extracted and serves as a summary 

representation of the entire sequence. This 256-dimensional summary vector is then passed through 

a three-layer feedforward network: a linear mapping from 256 to 256 with ReLU activation, 

followed by another linear mapping from 256 to 128 with ReLU activation, and finally an output 

linear layer mapping 128 to 19. The 19-dimensional output vector corresponds to predicted dose 

indices and organ-specific function loss indices. 

A custom loss function is employed to train the network. Mean Squared Error (MSE) is applied to 

the subset of output dimensions associated with dose predictions, while a weighted MSE term is 

introduced for the remaining dimensions linked to organ-specific objective function loss. The total 

loss is the sum of the dose-related MSE and the function-loss MSE components. 

𝐿 = 𝑀𝑆𝐸𝑑𝑜𝑠𝑒 + 𝛼 ∗ 𝑀𝑆𝐸𝑜𝑏𝑗  (34) 

where 𝛼 = 20 is the weighting factor used to balance the order of magnitudes difference between 

dose and objective function loss.  

Fivefold cross-validation was employed to evaluate the performance of the DDP model across 

different input sequence lengths 𝑚. The sequence length that resulted in the minimum prediction 
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error was selected, after which the entire dataset was used for final model training. The model is 

optimized using the Adam optimizer with an initial learning rate of 1 × 10−4 and a gradient norm 

clipping of 1.0 to ensure training stability. The learning rate is reduced by a factor of 0.5 every 50 

epochs. Training is conducted for up to 300 epochs with a batch size of 64.  

8.2.5 Plan Optimization with Model Predictive Control 

During the inference phase, the trained DDP model predicts the dose variation resulting from 

potential DVO adjustments. At each time step, a score function evaluates the impact of all possible 

adjustments on the plan quality. The adjustment that maximizes the plan quality improvement is 

selected and applied. This process is repeated iteratively at each subsequent step.  

The score function is formulated as the weighted sum of the structure-specific score functions.  

𝑆𝑝𝑙𝑎𝑛 = ∑ 𝑤𝑖

𝑖

∗ 𝑆𝑖 (35) 

Where 𝑖 ∈ [𝑃𝑇𝑉𝑃𝑟𝑖𝑚𝑎𝑟𝑦 , 𝑃𝑇𝑉𝐵𝑜𝑜𝑠𝑡 , 𝐿𝑒𝑓𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑, 𝑅𝑖𝑔ℎ𝑡 𝑃𝑎𝑟𝑜𝑡𝑖𝑑, 𝑂𝑟𝑎𝑙 𝐶𝑎𝑣𝑖𝑡𝑦, 𝐿𝑎𝑟𝑦𝑛𝑥, 𝑃ℎ𝑎𝑟𝑦𝑛𝑥] 

is the structure used for evaluating plan quality. 𝑆𝑖  is the score of the 𝑖-th structure quantifies 

amount of deviation from the desired dose distribution and 𝑤𝑖 is the corresponding weighting factor 

that reflects clinical priorities. For each structure, the cost function comprises several terms, each 

designed to evaluate and complement multiple clinical objectives, ensuring that all critical aspects 

of the plan quality are considered. For bilateral parotid sparing cases, equal weighting is assigned 

to both parotids. In contrast, for unilateral sparing cases, the weighting for the contralateral parotid 

is reduced to prioritize sparing the target parotid as well as other OARs. The details of score 

function are provided in the supplementary data. 

8.2.6 Evaluation Metrics 

The automatically generated plans were evaluated for quality by comparing them with clinical 

manual plans. To ensure a fair comparison, the dose distributions of the auto-generated plans were 

first normalized to ensure that at least 95% of the volumes of both the primary PTV and boost PTV 
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received their respective prescription doses. Clinically relevant dosimetric endpoints of both plan 

groups were then extracted for statistical analysis. These endpoints included the maximum dose to 

the plan, the median doses to the left and right parotid glands, oral cavity, larynx, and pharynx, as 

well as the maximum doses to the spinal cord with 5mm margin, brainstem, and mandible. 

Additionally, the Conformity Index (CI) (115)  for both PTVs and the Homogeneity Index (HI) 

(116) for the boost PTV volume were calculated and analyzed. The formulas for CI and HI are as 

follows: 

𝐶𝐼 =
𝑉𝑃𝑟𝑒

𝑉𝑃𝑇𝑉
 (36) 

𝐻𝐼 =
𝐷2 − 𝐷98

𝐷𝑝𝑟𝑒
 (37) 

where 𝑉𝑃𝑟𝑒 is the volume covered by prescription dose, while 𝑉𝑃𝑇𝑉 denotes the planning target 

volume. 𝐷2 and 𝐷98 correspond to the dose levels received by 2% and 98% of the target volume, 

respectively, and 𝐷𝑝𝑟𝑒  refers to the  prescription dose. 

Non-parametric Wilcoxon Signed-Rank test was utilized to assess inter-group variation, with the 

significance level established at 0.05. 

 

 

8.3 Results 

8.3.1 Deep dose prediction model Accuracy 

The results from the fivefold cross-validation are presented in Table 16. The dose prediction error 

was averaged across all 12 dosimetric elements in the plan states, while the objective function loss 

prediction error was averaged across the 7 relevant elements in the states. It can be observed that 

incorporating previous states and actions into the input significantly improves the model's 

performance. Notably, the model achieves the lowest prediction error when the sequence length 
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equals to 10, which was subsequently selected for final training and deployment in model predictive 

control. 

 

Table 16: DPP model performance with different sequence length 

Sequence 

Length 𝑚 

Dose Prediction Error 

(Gy) 

Objective Function Loss 

Prediction Error 

1 0.145 7.635e-05 

2 0.109 4.583e-05 

10 0.108 4.248e-05 

20 0.109 4.496e-05 

Note: when 𝑚 = 1, only the current state of the plan is used for prediction. 
 

8.3.2 Plan quality evaluation 

The mean and standard deviation of the dosimetric endpoints for the two plan groups are shown in 

Table 17 and Table 18. The median and interquartile range values are provided in the 

supplementary data. The proposed strategy demonstrated non-inferior OAR sparing across all 

OARs for both bilateral and unilateral sparing cases. Additionally, the automatically generated 

plans (Auto plans) exhibited a general trend of improved target conformity. The DVHs in Figure 

21demonstrate that auto-plans achieved dose distributions comparable to clinical plans for both 

bilateral and unilateral sparing cases. The mean DVHs (solid lines) for target volumes and OARs 

align closely, with narrow standard deviations (shaded areas), indicating consistent performance. 

Auto plans effectively replicated clinical plan quality, maintaining similar target coverage and 

sparing of OARs with minimal variability. 
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Table 17: Test statistics for 30 bilateral sparing test cases 

 Clinical Plan Auto Plan P-value 

Plan 𝐷𝑚𝑎𝑥  (𝐺𝑦) 75.90(±1.19) 74.57(±1.32) <0.05 

Brainstem  𝐷𝑚𝑎𝑥  (𝐺𝑦) 22.93(±6.14) 20.27(±3.92) <0.05 

Cord + 5mm  𝐷𝑚𝑎𝑥 (𝐺𝑦) 45.40(±3.10) 37.78(±2.76) <0.05 

Mandible  𝐷𝑚𝑎𝑥 (𝐺𝑦) 70.61(±8.87) 70.26(±7.71) 0.24 

Left Parotid  𝐷50 (𝐺𝑦) 18.76(±5.12) 17.59(±4.15) 0.17 

Right Parotid  𝐷50 (𝐺𝑦) 19.20(±5.17) 17.90(±4.21) 0.07 

Oral Cavity  𝐷50 (𝐺𝑦) 34.86(±12.66) 30.82(±14.19) <0.05 

Larynx 𝐷50 (𝐺𝑦) 32.85(±15.42) 35.53(±12.23) 0.10 

Pharynx  𝐷50 (𝐺𝑦) 43.59(±11.58) 40.92(±9.12) <0.05 

PTVPrimary Conformity Index (CI) 1.79(±0.25) 1.62(±0.18) <0.05 

PTV𝐵𝑜𝑜𝑠𝑡 Conformity Index (CI) 1.47(±0.18) 1.15(±0.09) <0.05 

PTV𝐵𝑜𝑜𝑠𝑡  Homogeneity Index (HI) 0.060(±0.023) 0.061(±0.015) 0.95 

 

Table 18: Test statistics for 10 unilateral test cases 

 Clinical Plan Auto Plan P-value 

Plan 𝐷𝑚𝑎𝑥  (𝐺𝑦) 76.17(±1.63) 74.90(±1.34) 0.13 

Brainstem  𝐷𝑚𝑎𝑥  (𝐺𝑦) 28.76(±7.42) 22.64(±2.10) <0.05 

Cord + 5mm  𝐷𝑚𝑎𝑥 (𝐺𝑦) 45.78(±3.62) 38.89(±2.42) <0.05 

Mandible  𝐷𝑚𝑎𝑥 (𝐺𝑦) 74.25(±1.60) 73.43(±0.56) 0.23 

Spared Parotid  𝐷50 (𝐺𝑦) 18.98(±2.77) 18.66(±2.09) 0.69 

Oral Cavity  𝐷50 (𝐺𝑦) 43.41(±13.24) 42.62(±12.95) 0.77 

Larynx 𝐷50 (𝐺𝑦) 29.40(±12.29) 31.66(±6.17) 0.28 

Pharynx  𝐷50 (𝐺𝑦) 44.72(±11.53) 47.48(±9.94) 0.43 

PTVPrimary Conformity Index (CI) 2.07(±0.35) 1.78(±0.18) <0.05 

PTV𝐵𝑜𝑜𝑠𝑡 Conformity Index (CI) 1.42(±0.14) 1.14(±0.04) <0.05 

PTV𝐵𝑜𝑜𝑠𝑡 Homogeneity Index (HI) 0.058(±0.018) 0.062(±0.008) 0.49 
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8.3.3 Case analysis 

The progression of automated treatment planning for a test case is visualized in Figure 22. Over 

iterations, the sparing of OARs is progressively improved while maintaining sufficient coverage of 

the target volumes. The yellow arrow in the second row highlights the improvement in sparing of 

both parotid glands during the first 20 steps. Similarly, the arrows in the third and fourth rows 

indicate significant improvements in larynx sparing. In addition to enhanced OAR sparing, the 

Figure 21: Dose-volume histograms (DVHs) comparing auto-generated plans (a, c) and clinical 

plans (b, d) for bilateral (top row) and unilateral (bottom row) sparing test cases. 

Solid lines represent the mean dose, and shaded areas indicate standard deviations. 
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conformality of the PTVs remains intact, ensuring effective treatment delivery without 

compromising target coverage.  

By adjusting the score function weighting, I successfully generated both bilateral and unilateral 

treatment plans for the same patient. The corresponding plans are compared with clinical plans in 

Figure 23: Comparison of unilateral and bilateral treatment plans generated using automated 

planning with clinical plans. 

The isodose distributions for automated unilateral (Auto-Uni, left column), automated bilateral 

(Auto-Bi, middle column), and clinical plans (right column) are shown for the same patient. Yellow 

arrows indicate notable differences in dose distributions., highlighting the flexibility of the 

automated planning approach to adapt to different treatment priorities while maintaining 

comparable plan quality. The first row illustrates that the bilateral sparing plan  (Auto-Bi plan) 

successfully spared both parotids, while the unilateral plan (Auto-Uni plan) prioritized sparing only 

the left parotid. The second row highlights the superior conformity and homogeneity achieved by 

Auto-generated plans. In the bottom row, Auto plans demonstrate enhanced homogeneity in the 

primary target volume compared to the clinical plan. 
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Figure 22: Evolution of treatment planning for a test case using Foresight Planning. 

(a)Progression of DVHs at selected time steps (t = 0, 20, 40, 60). The shaded regions highlight 

the extent of changes from the initial plan to the intermediate plans. (b) Evolution of isodose 

distribution at corresponding time steps. 
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8.4 Discussion  

In this study, a Deep-Dose-Predictive model for foresight planning was trained to acquire the 

intelligence to quantitatively predict dose responses under various plan status with dose volume 

objective (DVO) adjustments. Leveraging this foresight and a customizable score function 

reflecting clinical priorities, the method quantifies potential plan quality variations for all possible 

DVO adjustments, enabling informed decision-making without trial-and-error. By encoding 

Figure 23: Comparison of unilateral and bilateral treatment plans generated using automated 

planning with clinical plans. 

The isodose distributions for automated unilateral (Auto-Uni, left column), automated bilateral 

(Auto-Bi, middle column), and clinical plans (right column) are shown for the same patient. 

Yellow arrows indicate notable differences in dose distributions. 
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specific clinical priorities into the score function, the model can adapt to various clinical conditions 

without requiring explicit retraining, which makes it a powerful machine learning tool to be 

implemented in the clinic for its versatility.  

The baseline weighting factors were defined according to general clinical guidelines, representing 

a scenario in which all included OARs are intentionally spared with typical clinical priorities. The 

score function is formulated as a piecewise function that encourages continuous improvement even 

when an OAR dose is already below its reference level. Consequently, extensive trial-and-error in 

adjusting weighting factors is generally unnecessary, as the model inherently identifies a patient-

specific balance among competing OARs within the prescribed scheme. In clinical practice, it is 

common for certain OARs to be deeply embedded within the PTV, where aggressive sparing would 

inevitably compromise target coverage. In such cases, the attending physician may choose not to 

assign an explicit objective to that OAR, effectively placing it at the lowest priority. To model this 

scenario, the weighting for the structure can be adaptively reduced (e.g., from 1 to 0.1), allowing 

the foresight planning framework to prioritize sparing of other OARs while only improving the 

low-priority structure if additional optimization capacity remains. 

To our knowledge, there are currently no automated treatment planning approaches that originate 

from the same perspective as our proposed method. To establish the feasibility of this new 

approach, I chose head-and-neck cancer—a particularly complex site—for treatment planning. The 

complexity in head-and-neck planning arises from the close proximity of multiple critical OARs 

and the need for distinct clinical approaches based on individual patient conditions (e.g., unilateral 

vs. bilateral parotid sparing). This intricate trade-off between OAR sparing and target coverage 

provides a stringent test of the dose-prediction accuracy and decision-making capacity of our 

foresight planning framework. Furthermore, the variability in planning strategies validates the 

system’s versatility in adapting to different clinical scenarios. 
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I performed a comprehensive validation of the proposed method by evaluating DVH metrics as 

well as isodose distributions. Our results demonstrated that the automated plans produced by this 

approach achieve clinically comparable plan quality for both bilateral and unilateral parotid sparing 

cases. These findings confirm the viability of our foresight planning methodology in managing the 

complex head-and-neck cancer treatment planning process. 

The proposed foresight planning approach closely resembles an experienced planner’s mindset 

during inverse planning. By interacting with the TPS using standard clinical actions, the model 

learns the underlying dose-response patterns from extensive plan-state transitions. Therefore, it can 

infer how the dose will change under different DVO adjustments in specific planning conditions. 

This planning paradigm is reminiscent of reinforcement learning. However, a key difference is that 

our DDP training is not driven by a fixed reward function; instead, the reward function is employed 

primarily during inference. This design greatly enhances the system’s adaptability. In principle, 

one advantage of RL lies in estimating longer-term returns rather than single-step plan quality 

changes, potentially reducing short-sighted actions. For the head-and-neck planning scenarios 

examined, our results indicate that focusing on immediate dose-sparing steps already achieves 

satisfactory outcomes. Nonetheless, more complicated treatment sites or objectives may benefit 

from a longer-term RL perspective. 

One major contribution of this study is the introduction of a novel framework for automated 

planning that emphasizes planner-related considerations, integrating practical operational 

parameters and challenges encountered in inverse planning. Each institution follows its own clinical 

guidelines and planning styles, and through the aggregation of local planner actions, I can train an 

institution-specific “virtual planner” proficient in using these actions to generate high-quality plans. 

While the same score function is applicable to most cases, it can also be modified to address special 

considerations or priorities for particular patients, thus greatly enhance its adaptability in the ever-

dynamic RT clinic. Importantly, our training strategy does not require any manual labeling, and the 
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trained model can be easily adapted to new clinical guidelines or priorities by simply updating the 

score function as needed. 

One limitation of the proposed method is its relatively high training data requirement. Generating 

accurate predictions under diverse plan conditions demands extensive training data to cover the full 

spectrum of clinically relevant plan states. Future work will focus on more efficient data collection 

strategies that capture a broad range of clinically relevant planning scenarios. Another limitation 

arises from the retrospective nature of this study. The clinical reference plans were generated using 

a sequential boost regimen, which may introduce potential regimen bias during validation. Future 

studies will incorporate comparisons under consistent planning regimens and include larger-scale 

evaluations to strengthen the robustness of the findings.  

 

8.5 Conclusion 

In this study, I proposed a foresight planning framework that combines a Deep Dose Predictive 

(DDP) model with model predictive control to automate inverse planning. The method predicts 

dose responses to DVO adjustments and selects optimal actions based on customizable clinical 

priorities without requiring retraining. Validated on HNC IMRT cases, the auto-generated plans 

achieved clinically comparable quality. This approach demonstrates strong potential to reduce 

planning workload, increase consistency, and support flexible, patient-specific decision-making in 

routine clinical practice.  
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9. Conclusion  

In this dissertation, I have developed a comprehensive reinforcement learning–based framework to 

automate treatment planning for both forward-planned whole breast radiation therapy using 

missing tissue electronic compensation and inversely-planned head-and-neck intensity-modulated 

radiation therapy. Building upon this foundation, I further proposed the integration of model 

predictive control to directly model the inverse planning process, enabling flexible treatment 

planning that can adapt to real-time adjustments in clinical priorities. The proposed autoplanning 

paradigm eliminates the need for human labeling and offers high flexibility in clinical treatment 

planning practice, demonstrating strong potential for transferability across a variety of treatment 

sites and planning techniques.   
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