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One issue associated with all aspects of the signal processing and decision making

fields is that signals of interest are corrupted by noise. This work specifically considers

scenarios where the primary noise source is external to an array of receivers and is

diffuse. Spatially diffuse noise is considered in three scenarios: noisefield estimation,

array calibration using diffuse noise as a source of opportunity, and detection of

buried threats using Ground Penetrating Radar (GPR).

Modeling the ocean acoustic noise field is impractical as the noise seen by a

receiver is dependent on the position of distant shipping (a major contributing source

of low frequency noise) as well as the temperature, pressure, salinity and bathymetry

of the ocean. Measuring the noise field using a standard towed array is also not

practical due the inability of a line array to distinguish signals arriving at different

elevations as well the presence of the well-known left/right ambiguity. A method

to estimate the noisefield by fusing data from a traditional towed array and two

small-aperture planar arrays is developed. The resulting noise field estimates can be

used to produce synthetic covariance matrices that exhibit parity performance with

measured covariance matrices when used in a Matched Subspace Detector.

For a phased array to function effectively, the positions of the array elements

must be well calibrated. Previous efforts in the literature have primarily focused

on use of discrete sources for calibration. The approach taken here focuses on us-

ing spatially oversampled, overlapping sub-arrays. The distance between elements

is determine using The geometry of each individual sub-array is determined using

Maximum Likelihood estimates of the interelement distances and determining the

geometry of each sub array using Multidimensional Scaling. The overlapping sub-

arrays are then combined into a single array. The algorithm developed in this work

performs well in simulation. Limitations in the experimental setup preclude drawing

firm conclusions based on an in-air test of the algorithm.

Ground penetrating radar (GPR) is one of the most successful methods to detect

landmines and other buried threats. GPR images, however, are very noisy as the

propagation path through soil is quite complex. It is a challenging problem to clas-

sify GPR images as threats or non-threats. Successful buried threat classification
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algorithm rely on a handcrafted feature descriptor paired with a machine learning

classifier. In this work the state-of-the-art Spatial Edge Descriptor (SED) feature

was implemented as a neural network. This implementation allows the feature and

the classifier to be trained simultaneously and expanded with minimal intervention

from a designer. Impediments to training this novel network were identified and

a modified network proposed that surpasses the performance of the baseline SED

algorithm.

These cases demonstrate the practicality of mitigating or using diffuse background

noise to achieve desired engineering results.
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1

Introduction

One issue associated with all aspects of the signal processing and decision making

�elds is that signals of interest are corrupted by noise1. Whether the user is a mil-

itary submarine relying on passive sonar to detect and avoid adversaries, a phased

array calibration algorithm, or a ground penetrating radar (GPR) system searching

for buried landmines, noise is a signi�cant and potentially limiting factor in all signal

processing problems. This work focuses on particular applications where the physical

con�guration of the noise sources is unknown, and the information required to accu-

rately simulate the propagation channel is unavailable. In such cases the noise seen

by a receiver cannot be modeled directly and it then becomes necessary to either es-

timate the spatial distribution of the noise, or implement algorithms that do not rely

on an explicit model of the noise. A good mathematical model of noise is particularly

important for the binary detection problem where the goal is to distinguish between

the noise-alone and signal-plus-noise cases. This work focuses on a subset of cases

where important parameters of the noise include the spatial con�guration of noise

1 Noise is introduced into systems from a variety of sources, including internal receiver noise. For
the purposes of this work it is assumed that the dominant noise contribution comes from sources
external to the receiver.
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emitters and a complex propagation channel. Such approaches will be explored in

the context of the following examples: ocean noise�eld estimation, array calibration

using background noise as a source of opportunity, and landmine detection.

These problems are all characterized by the presence of spatially distributed noise

and uncertain propagation channels. However, the challenges posed by this common

framework di�er in each case. Ocean going vessels travel relatively slowly and so, the

background noise seen by a speci�c vessel over an intermediate period of time can

be considered to be constant. This means the background noise can be estimated.

A key prerequisite for estimating the background noise is to have a well calibrated

array. This means that any array calibration algorithm using background noise as

a source of opportunity must be relatively insensitive to theactual distribution of

the noise. In the GPR/BTD context the systems is constantly moving to new soil

conditions as it traverses the area to be cleared of mines. Thus there is no single

model of the noise/propagation channel that can be estimated and applied. This

leads to the application of a machine learning technique where features of the data

and noise are learned rather than explicitly modelled.

The remainder of this chapter is organized as follows. First the challenges associ-

ated with signal processing in the presence of spatially distributed noise is formally

presented, followed by a brief introduction to each of the problem areas that will be

explored in this document. A description of the research to be presented in each of

Chapters 2, 3 and 4 are included in the appropriate subsection. Section 5 of this

document summarizes the research �ndings and explores avenues for potential future

research.

1.1 Spatially Dependent Noise

As noted above, noise is a factor in almost all signal processing problems. Consider

the di�erence between using a single receive antenna or an array of antennas to
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process a signal. (See Figure 1.2 for a description of a phased array.) Regardless of

the spatial distribution of multiple noise sources, a single receiver will observe the

same received noise power and only the temporal statistics of the noise are important

to the performance of the system. However, once a phased array is introduced the

signal processor must contend not only with the temporal characteristics of the noise

but also the current physical position of the noise sources and thecurrent condition

of the propagation channel (assuming that the propagation channel can distort the

direction of arrival of the signal). This is illustrated in Figure 1.1.

Figure 1.1 : A notional example is depicted where the presence of a phased array
and the distribution of the noise sources greatly a�ects the SNR of theH1 hypothesis.
In all examples the signal of interest is a simple sine wave.

The signal to noise ratio seen after a phased array is particularly important to

follow on processing. Consider the classic detection problem, choosing between two
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Figure 1.2 : A phased array consists of a series of receivers where the phase of the
signal can be controlled. If the phases of adjacent elements are properly adjusted
signals arriving from a common direction add constructively while signals from other
directions add destructively. This increases the SNR of the signal in the direction of
interest. This model of a phased array assumes that the arriving signal is a plane
wave.

hypotheses,H0 and H1. The H0 hypothesis is the noise alone case and theH1

hypothesis is the signal of interest plus noise.H0 and H1 can be de�ned formally:

H0 � n rts

H1 � s rts � n rts

where s rts is the signal of interest andn rts is the noise. In the basic formulation

of the classic detection problem above the noise is simply dependent upon time (t).

However, it is easy to see that this case could be extended so that the noise becomes

n rt; xswherex is a vector of parameters characterizing the physical con�guration of

a suite of noise sources. This vector could contain parameters such as the location of

noise sources and the conditions of the propagation channel. Now theH0 case is not

dependent only on the power and distribution of the noise emitters but also on their

physical locations. These added parameters complicate the task of distinguishing

betweenH0 and H1.
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In [1] Kay de�nes a hierarchy of detection problems where the easiest problems

involve a noise signal that has a known, Gaussian Probability Density Function

(PDF) and the most challenging problems involve noise with an unknown and non-

Gaussian PDF. An assumption of Gaussian noise may be appropriate (at least in a

theoretical or simulation context) for the temporal characteristics of a noise signal

(a case where the noise is only parameterized byt). A mathematically tractable

distribution, however, is not a good �t for a phenomenon like the position of distant

shipping in the ocean or of hyper-local soil conditions. This means that detection

problems where the noise has an unknown physical distribution fall on the di�cult

end of this spectrum.

In this work it is taken as a reasonable assumption thatx changes slowly (at

least relative to the sampling rate of the signal). Thus, it is not the distribution ofx

that is of primary importance in modeling the noise but the speci�c value ofx over

a relatively short window of time.

An additional example where the physical con�guration of noise sources is im-

portant is the use of GPR to detect landmines. When processing the radar signal,

a homogeneous propagation environment for both the in-air and below-ground por-

tion of the propagation path must be assumed. However, the propagation of a GPR

signal is a�ected by soil composition and density, as well as mineral and moisture

content along the speci�c propagation path, among other factors [2]. Where the soil

is not homogeneous, the radar signal will be re
ected. Re
ection from non-targets

will show up in the processed data as noise or clutter. In such a case knowledge

about the distribution of moisture or mineral content of a given area is of limited

use to recreate the propagation channel traversed by a radar signal at a particular

location at a particular time.

In the following sections three problems will be examined that all share an un-

certain propagation path a�ecting the received signal. In the �rst two problems,
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noise�eld estimation and array calibration using background noise, the spatial dis-

tribution of background noise sources is unknown as is the propagation channel. In

the case of a landmine detection using GPR the propagation path and its character-

istics are uncertain leading to unpredictable, and in some cases extreme, distortions

of the received signal. The speci�cs of each problem will be discussed and methods

for dealing with the uncertainty in the noise will be presented.

1.2 Noise�eld Estimation

Military submarines rely on sonar for adversary detection and safety of navigation.

The safe and e�ective operation of these vehicles is important given the high cost of

the vessels themselves, as well as their daily operational roles providing tactical sup-

port and strategic deterrence. Acoustic noise in the ocean is a complex phenomenon.

At lower frequencies the background noise is dominated by emissions from distant

cargo ships. [3] This means that the background noise �eld (H0) varies with the

location of the sonar receiver as a function of the underwater sound propagation

channel and the distribution of distant cargo ships. Note that any cargo ships that

are individually distinguishable from the background noise would be considered to

be emitting signals rather than noise and would be considered an example of theH1

hypothesis. In addition, if a phased array is being used to determine the direction

of arrival for a signal of interest, the angular distribution of the noise relative to the

receiver is also important. A phased array operates by shifting the phases of narrow-

band signals so that signals arriving for a pre-selected direction add constructively

while signals arriving from other directions do not. A phased array is depicted in

Figure 1.2. Further complicating the passive sonar problem, the nature of under-

water sound propagation spreads the signal arrival in the vertical direction. This

means that any estimate of the background noise must be made in both azimuth

and elevation to be maximally useful.
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Chapter 2 of this document presents an in depth look at the background noise

estimation problem. An Expectation Maximization (EM) algorithm will be employed

to produce an estimate of the background noise using data collected from a phased

array on multiple headings. A novel dynamic gain will be used to speed convergence

of the algorithm. Finally, a method to produce an estimate using only data collected

from a single heading will be presented. This method relies on data fusion within

the EM algorithm structure to allow fusion between data from a towed array and

small aperture planar array. This approach allows the noise �eld to be estimated

using data collected on a single heading. Simulated results will be presented.

1.3 Calibration Using Background Noise

Array processing algorithms require that the position of all elements in a phased

array must be known. Any signi�cant deviation between the actual and presumed

position of the elements will result in a decrease in performance.2 Depending on the

scenario, there are di�erent ways that calibrated positions of the array elements can

be obtained.

In the simplest case, the array would be �xed to a rigid structure. The location of

the elements would then be within a speci�ed tolerance at the time of construction.

If an acceptable manufacturing tolerance could not be maintained, then the element

positions could be surveyed or measured to ascertain their exact location.

If the array elements are not �xed to a rigid structure, there are other ways to

proceed. One approach would be to assume a nominal geometry of the array (e.g.

a line array or a planar array). For example an array of sensors �xed to a cable

and towed behind a vessel can be considered to be roughly a line array. Another

approach would be to use the dynamics of a system to model the shape of the array.

2 Other factors, such as thermally induced internal phase errors, or errors in the length cabling
connecting antenna elements to their receiver can also cause signi�cant decreases in performance.
Properly calibrating these "internal" sources of error is beyond the scope of this work.

7



For example, the shape of a towed cable can be modeled if the physical properties

of the cable and water are known and the dynamics (e.g. speed of the tow vessel,

heading) are known. [4] Acoustic data can also be combined with an array model to

provide a more accurate estimate of the array shape. [5]

If the array is stationary but not constrained to a �xed form and it is not possible

to directly survey the element positions, then calibration sources can be used. In

this case, transmitting sources would be set up in the �eld and their signals would

be received by the array. The position of the array elements can then be estimated

along with the positions of the transmitters (if necessary). [6] [7] However, it is

not always possible to set up calibration sources. A military submarine operating

covertly cannot be followed by a series of vessels deploying calibration infrastructure.

Likewise, if an array is used in a home, where it may be frequently moved, it is

impractical to expect a user to maintain or deploy a calibration infrastructure.

Chapter 3 of this work presents a method to calibrate a phased array using

background noise. The method, which does not rely on having ana priori knowledge

of the spatial distribution of the background noise, is demonstrated in simulation

using spatially white noise. An in-air experiment using a NIST Mk3 microphone

array was conducted and the results of this experiment and challenges associated

with processing the data will be discussed.

1.4 Machine Learning for Interpreting Ground Penetrating Radar
Data

Landmines and other buried explosives are present in nearly every country around

the world. [8] Every year thousands of deaths and other casualties are attributed

to landmines. [] Removing landmines is a challenging operation. Demining from

the Falkland Islands War, which occurred in 1982 is still ongoing [9]. This is given

that the Falkland Islands are the territory of the United Kingdom, a wealthy and
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sophisticated nation, and that there are no ongoing military operations or signi�cant

security risks on the island. In addition to threat that landmines pose to civilian

populations they also pose a signi�cant risk to military operations and the removal

of landmines can be an important step in diplomacy between warring or previously

warring states.

There are two challenges in the landmine detection problem that are of special

interest for this work. First, as noted above, the ground penetrating radar returns

are impacted by the soil mineral and moisture content which is not known. This

means that the radar cube available for processing (raw radar data is not available

for this e�ort and so all processing is conducted on three dimensional data cubes

showing the intensity of the radar return from each point in the cube) is distorted in

an unknown manner at each location. Further complicating the problem is the fact

that some buried objects (cans, rocks, etc.) may have returns that appear similar

to that of a landmine. Thus, the solution to the detection problem requires an

algorithm that can handle the uncertainty associated with both the distorted radar

return and the similarities between some threat and non-threat objects. For this

reason machine learning approaches are extremely popular for addressing the Buried

Threat Detection (BTD) problem when using GPR.

Chapter 4 presents work using a machine learning approach to GPR based BTD

problem. A known feature extractor, the Spatial Edge Detector [10], is implemented

as a neural network. This allows for a unique analysis of the feature as well as

an improved detector when both the feature and the classi�er are allowed to train.

Performance improvements using a trained and extended version of the SED feature

are presented. These results make use of real data acquired at two US based test

sites that provide a variety of di�erent target types, and soil conditions.
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1.5 Original Contributions

This work makes a number of unique contributions. These are listed below and

covered in more detail in later sections of this document.

Original contributions in this work related to noise�eld estimation include:

1. To make use of the EM algorithm tractable for the noise �eld estimation prob-

lem presented in the next chapter, the algorithm needed to be modi�ed to

include a dynamic gain. This modi�cation had a signi�cant impact on the

speed with which the algorithm converged.

2. To make a noise�eld estimate that is useful to a tactically constrained user, it

is important that a noise�eld estimate be available with minimal maneuvering

to collect data. The EM algorithm framework was again modi�ed, this time

to allow data from multiple sensors to be fused at the snapshot level. This

allowed data from small aperture arrays to be included in the estimate despite

the individual sensors having insu�cient aperture to produce a useful noise-

�eld estimate on their own. This insight allowed a noise�eld estimate to be

computed using data collected on a single heading.

Original contribution in this work related to array calibration include:

1. A maximum-likelihood approach was used to estimate the interelement dis-

tances of small, spatially oversmapled, overlapping sub-arrays. The Multi-

dimensional Scaling (MDS) algorithm to be used to determine the shape of

sub-arrays. Neither ML estimation or MDS is a new technique but their com-

bination and application to this problem domain is novel.

2. Individual sub-arrays are then combined using a Procrustes analysis. This

approach is not seen elsewhere in the literature.
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3. A real data experiment was undertaken to test the array calibration algorithm.

Due to limitations in the experimental setup, the results are inconclusive.

Original contributions in this work related to buried threat detection using ground

penetrating radar:

1. A framework was developed to allow a traditional gradient histogram feature

to be implemented as a neural network (nSED). This allowed the feature and

a neural network classi�er to be trained simultaneously. Validation tests were

under taken to assess the performance of the algorithm.

2. The initial implementation of the nSED algorithm did not result in a perfor-

mance improvement. A particular step in the computation of the nSED fea-

ture, a non-max suppression, was identi�ed as being problematic and removed.

Identifying a non-max suppression as problematic during training has general

applicability when implementing conventional features as a neural network.

3. The non-max supression was removed and a new algorithm was developed.

This improved the performance compared to the baseline algorithm, resulting

in state-of-the-art buried threat detection performance.

Methods and results relating to noise�eld estimation are presented next.
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2

Noise�eld Estimation

2.1 Introduction

Background noise is present in all systems. The sources that make up the background

noise may not be spatially stationary and knowing the location of these sources at

any given point in time may be impractical. The distribution of such sources is not

constrained to be a well de�ned function. This means that if the noise distribution,

as seen by a sensor array, is required then the distribution must be measured or

simulated. Since knowledge of the noise source location and the propagation channel

would be necessary to simulate the background noise distribution, such a simulation

is impractical in many cases due to the amount of data that would be required

to inform the simulation. In the case of passive sonar, which will be discussed in

more detail below, a simulation would require knowledge of distant ship locations,

surface weather conditions (rain fall rates and wave heights), and three-dimensional

temperature, pressure, salinity and bathymetry measurements for the entire ocean

area covered by the simulation [11]. Low frequency noise from distant shipping

can propagate for hundreds or thousands of kilometers in deep water. Given these
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long propagation distances, collecting environmental and ship position data over

such a large swath of the ocean is not practically feasible. Thus, if knowledge of the

background noise �eld is necessary, the �eld must be estimated from locally collected

data.

In this chapter, a method is presented using an expectation maximization al-

gorithm for estimating the background noise seen by a phased array or collection

of phased arrays. Of particular interest is the ability to extend this algorithm to

incorporate data from di�erent sensors (which allows the background noise to be es-

timated using data collected on a single heading) and the straight forward extension

of the algorithm to a vector sensor array. The array fusion results were previously

published [12]. These results are quite novel in that they allow fusion of the raw

data from multiple arrays with di�erent number of sensors that are asynchronously

sampled rather than fusing the beamformed output from such arrays. The adequacy

of the estimated noise �eld to support detection will be demonstrated in simulation.

2.2 Passive Sonar

A primary motivation for this work is to support naval passive sonar systems. Passive

sonar is a critical technology for modern naval systems. However, while it remains

critical, it is not a new technology. Burdic notes a quotation from one of the note-

books of Leonardo DaVinci [13]:

If you cause your ship to stop, and place the head of a long tube in the

water and place the other extremity to your ear, you will hear ships at a

great distance to you.

This observation is as true today as it was in the �fteenth century. Ships today,

though, are much louder and complex electronic systems are used to listen rather

than a simple tube. Unlike terrestrial or space-based systems where electromagnetic
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technologies are dominant, sound is an ideal methodology for remote sensing in

the ocean. Electromagnetic waves generally do not propagate well in the ocean

environment with the exception of Extremely Low Frequency (ELF) waves which are

impractical for remote sensing purposes. Sound on the other hand readily propagates,

as DaVinci noted, a \great distance."

Sonar systems fall into two general classes. The �rst class is an active sonar

system. In their simplest form active sonar systems operate on the same principle

of echo-location that is employed by bats or marine mammals. A sound wave is

emitted by a transmitter, propagates through the ocean, re
ects o� a target, returns,

and is received by a hydrophone. The resulting time delay between transmission

and reception carries information about the distance to the target. If an array of

hydrophones is employed the direction of arrival of the signal can be determined

using standard beamforming techniques. Combined these two quantities can be used

to calculate a target location relative to the sonar system.

Passive sonar, the second class of sonar systems, simply listens to the sound that is

generated by a target. If a signal is detected, beamforming can be used to determine

the bearing from the receiver to the target. If the receive array is su�ciently long,

a range estimate to the target can be computed by measuring the curvature of the

wavefront received [14]. If the array lacks su�cient length, it is necessary for multiple

bearing measurements to be taken. These measurements are then combined with

knowledge of the receiver
s motion as well as hypothesized knowledge of the target
s

motion to yield a position estimate for the target.

The work in this paper focuses on passive sonar applications. Passive sonar

is a challenging �eld. The signals received from targets are typically random and

are radiated unintentioanally. These signals origninate from onboard rotating ma-

chinery, propellers, bow waves and engines [13]. The targets of greatest interest,

submerged naval submarines, are speci�cally designed to minimize their acoustic
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emissions. While it is relatively straight forward to obtain an acoustic measurement

of the emission from a cargo ship, the acoustic signatures of naval submarines are

closely guarded secrets [15].

2.2.1 Ocean Acoustics

Appreciating the challenge of the passive sonar problem requires a brief look at the

acoustic properties of the ocean. Both the sea bed and the air-water boundary pro-

vide surfaces for re
ection. Sound waves even penetrate and re
ect o� of boundary

layers in the sea bed. Additionally, the speed of sound in water changes with tem-

perature, pressure and salinity. These changes in sound speed are captured in what

is known as a sound speed pro�le which relates the speed of sound to the depth at

a given location. These sound speed pro�le can vary with both range and azimuth

relative to a receiver. This leads to severe refraction in propagating waves. This

refraction can be su�ciently strong to provide for complete internal refraction which

allows for extremely long distance sound propagation, particularly in deep water [13].

This complex propagation environment leads to a challenging signal processing

environment. Because signals refract internally and re
ect o� numerous boundaries

correlated multi-path is ubiquitous. Modeling these e�ects is quite challenging. A

successful modeling e�ort requires knowledge of the bathymetry and sound speed

pro�le. Modeling can then be accomplished using freely available software such as

BELLHOP (a raytracing model) and KRAKEN (a normal mode model) which can be

found in the Accoustic Toolbox [16]. A set of techniques that attempt to determine

the position of an emitter by measuring the received pressure �eld and modeling the

propagation channel are referred to as Matched Field Processing [17]. Such tech-

niques are best suited to arrays with signi�cant vertical aperture so that multipath

arrivals can be accurately separated. This is because the di�erent propagation paths

tend to spread the signals vertically. For the work presented here such techniques
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Figure 2.1 : A stylized reproduction of the sources of ocean noise as reported by
Wenz.

are not used as it is impracticable to tow a vertical array behind an operational

submarine.

Background noise in the ocean is plentiful. In 1962 Wertz published a seminal

paper detailing the source of noise in the ocean [3]. A stylized reproduction of these

�ndings is included in Figure 2.1. Of particular interest to the passive sonar problem

is the observation that noise from shipping is dominant at low frequencies. Weather

and surface waves are also signi�cant contributors to ocean background noise at these

frequencies. The spatial distribution of low frequency ocean noise noise is relatively

stable in time as the positions of distant shipping and surface weather do not change

rapidly.

2.2.2 Challenges in Passive Sonar

There are particular challenges in passive sonar that deserve mention. The �rst

challenge is one of spatially non-stationary targets. The second involves the potential

need for very high snapshot support for suppressing spatially di�use interference.

Rapidly moving, near-�eld emitters violate the assumption of spatial stationarity

that is necessary for statistical or adaptive array processing algorithms. This is due
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to the relatively slow acquisition of snapshots at low frequencies. A narrow band

frequency bin at 100 Hz only has a bandwidth of 1 Hz is the typical narrowband

assumption of 1% occupied bandwidth is used. Zatman notes that for some tech-

niques the occupied bandwidth to satisfy the narrowband assumption is even lower

[18]. This means that only two snapshots are acquired per second when sampling at

the Nyquist rate. This is a problem that is relatively unique to the sonar context

and is not typically seen in related �elds such as radar where thousands of snapshots

can be collected in fractions of a second.

As adaptive approaches are not always available for passive sonar applications it

is desirable to look at alternative methods to improve the quiescent or non-adapted

array response. One such method is to apply a window function. A window function

sacri�ces mainlobe width for decreased sidelobes [19]. In the context of a quiet

target signal, the suppression of noise may be more important than the high angular

resolution a�orded by a narrow mainlobe. Window functions may also be desirable

to suppress noise from biologic sources (e.g. schools of �sh) or other di�use noise

sources such as that from distant shipping lanes, harbors or weather.

Noise from distant shipping lanes and harbors may well behave in a spatially

stationary manner. However, van Trees has observed that the number of signi�cant

eigenvalues for a given signal is proportional to the occupied bandwidth of the signal

times the number of samples [20]. Translating this to the spatial case, the number

of signi�cant eigenvalues associated with a di�use interference signal is equal to the

number of array elements times the percentage of angular extent occupied by the

signal. The snapshot support required for adaptive processing is proportional to the

number of signi�cant eigenvalues (note that diagonal loading may be required if the

number of snapshots is smaller than the number of array elements). This leads to

larger, more capable arrays requiring greater snapshot support for adaptive suppres-

sion of di�use interference. As snapshot acquisition is very slow at low frequencies
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it can require an unacceptably long period of time to collect the snapshots needed

for adaptive techniques.

2.3 Signal Model

The noise �eld is abstracted as a series ofQ point sources located on a grid of

azimuth (� ) and elevation (� ) points with uniform spacing. Each point source emits

a narrowband signalsqpnq � CNp0; � 2
qq. The total power of the Q point sources is

the total noise power seen by any given hydrophone in the receiving array. The power

distribution of these point sources incorporates both the location of noise sources (e.g.

weather and shipping) and the complex acoustic propagation that exists between the

distributed noise sources and the receiver.

The receiver array is composed ofM hydrophones where each hydrophone is

located at a positionpm � r xm ; ym ; zmsT in three dimensional space. The background

noise received by an array of hydrophones can be written as:

xpnq � D pnqspnq � � (2.1)

where

D � r d1 : : : dQs (2.2)

spnq � r s1pnq: : : sQpnqsT (2.3)

dq � expp� jkT
q Pq (2.4)

P � r r 1 : : : r M s (2.5)
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kq �
2�
�

�

�
sinp� qqcosp� qq
cosp� qqcosp� qq

sinp� qq

�

� (2.6)

In (2.1) � � CNp0; � 2
� I qwhere� 2

� is the noise power of the sensors' uncorrelated,

internal noise,� is the wavelength,r m is the position vector for themth of M sensors,

and I is the identity matrix.

For the purposes of this paper it is assumed that the vessel towing the linear array

does not make any maneuvers whileN snapshots of data are collected. This allowsD

to be treated as a constant and does not require addition of a time index. Finally, the

background noise �eld is assumed to be stationary over reasonable distances traveled

by the tow vessel (kilometers) and timescales (tens of minutes to hours). Real data

results would be needed to support these assumptions.

2.4 Noise�eld Estimation Using an Expectation Maximization Algo-
rithm

In [21], [22], and [23] Wagsta�, et al, proposed a series of methods for producing noise

�eld estimates. However, these methods require a large number of data snapshots to

be collected from a linear array in various positions. Some of the noise �eld estimates

presented in [23] even incorporated data from a vertical array. Collecting data from a

tow vessel traveling on multiple headings with di�erent speeds (to allow for di�erent

array tilt angles, which further increase geometric diversity) may be impractical in

some situations. The method outlined below presents an alternate means to estimate

the noise �eld that does not rely on either a relatively large number of data snapshots

or an impractical number of array orientations. Instead an implementation of the

Expectation Maximization (EM) algorithm is used to solve for the power emitted

from the noise sources at each of theQ azimuth/elevation grid points. Such an
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algorithm is required in this case as the linear system relating the noise �eld to the

output of the array elements is underdetermined.

The EM algorithm was �rst presented in [24] and provides an iterative means

to estimate the statistics of underdetermined systems. An introduction to the EM

algorithms can be found in [25] or [26]. More detailed descriptions of the algorithm

that are applicable to problems similar to the one at hand can be found in [27],

[28] and [29]. The derivation for the speci�c case used here is produced below. The

necessary equations are �rst derived using a single observed data vector and later

expanded to consider multiple snapshots and multiple arrays.

It is desired to produce an estimate of� which is de�ned as

� �

�

�
�

� 2
1 0

. . .
0 � 2

Q

�

�
� (2.7)

where� 2
1; : : : ; � 2

Q are the powers of each of theQ noise �eld emitters.

If access to the noise signal generated by each point in the azimuth/elevation grid

were easily available,sp1q; : : : ; spN q, it would be straight forward to compute the

likelihood of any given�̂ . Considering only one instance in time, the log-likelihood

for that case is easily found from the de�nition of the multivariate complex normal

distribution as:

Lp�̂ q � � ln
�

det �̂ � sH �̂s
	

� �
Q¸

q� 1

� 2
q �

Q¸

q� 1

|sq|2

� 2
q

(2.8)

Since the EM algorithm is an iterative approach, the expectation of (2.8) can be

taken given a previous estimate (̂� old) and the data from our Q noise sources. An

expectation is introduced since the value of̂� new that will maximize the expected
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value of the log-likelihood is the desired output:

ErLp�̂ new |�̂ old; sqs � �
Q¸

q� 1

� 2
q �

Q¸

q� 1

Er|sq|2|�̂ old; ss
� 2

q
(2.9)

The best estimate of�̂ new from (2.9) is simply found by taking the derivative with

respect to� 2
q and setting the result equal to zero. After some algebraic manipulation,

we can see that the update for any of theQ � 2
qs is:

�
� 2

q

� new
�

�
ErssH |�̂ old; xs

�

qq
(2.10)

For this particular problem, it is desired to estimate the diagonal ofE
�
ssH |x

�
.

Lanterman notes that the expectation on the right hand side of the preceding equa-

tion can be readily found in the estimation theory literature [28]. The covariance

matrix for the problem of estimating s|x is provided in equation 7.112 of [30] as

follows (with the notation modi�ed to the conventions used in this work):

�̂ new � �̂ old � �̂ oldD H
�

D �̂ oldD H � � 2
� I

	 � 1
D �̂ old (2.11)

The above equation, however, is unsatisfying because it does not frame the estimate

for �̂ new in terms of x, the data collected from the array. Let

a � E
�
s|x; �̂ old

�
(2.12)

and rewrite equation (2.10) as

� 2
q �

�
E

�
ps � aq ps � aqH |x; �̂ old

��

qq
(2.13)

As a � E rss � 0 (sinces is zero mean) this does not change the value of the equation.

(2.13) can be expanded and the non-random terms can be brought outside of the

expectation. Referring again to [30] we can see that:

a � �̂ oldD H
�

D �̂ oldD H � � 2
� I

	 � 1
x (2.14)
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Combining (2.11), (2.13) and (2.14) results in an update equation that looks as

follows:
�
� 2

q

� new
�

�
E

�
ssH |�̂ old; x

�
� aaH

�

qq
(2.15)

After some simpli�cation, an update equation that is familiar from the literature

emerges:

�̂ new � �̂ old � �̂ oldG�̂ old (2.16)

where

G �
�
D H pK � 1 � K � 1RK � 1qD

�
ik

� pi � kq (2.17)

K � D �̂ oldD H � � 2
� I (2.18)

R � xx H (2.19)

(2.16) produces an estimate that uses only one data snapshot. However, as the

derivation was completed in the log-likelihood domain, it is simple to expand the

update equation for a single data snapshot to account forN data snapshots since

each noise snapshot is independent. Updating (2.16) for the multi-snapshot scenario,

the �nal update equation becomes:

�̂ new � �̂ old � �̂ old

�
1
N

Ņ

n� 1

Gpnq

�

�̂ old (2.20)

whereGpnq is computed usingRpnq � xpnqxH pnq.

It is important to note that in the above equations each data snapshot is consid-

ered separately. Snapshots are not combined into an estimated covariance matrix.

This point is important when fusing data from di�erent arrays.
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2.4.1 Array Fusion

One of the more common array geometries used for sonar applications is the towed

line array. The line array, however, is not well suited to estimating the positions of

objects in both azimuth and elevation. Line arrays su�er from both the well known

left/right ambiguity as well as an unresolvable confounding between the azimuth

and elevation of targets. In simulation, a single line array in a �xed orientation was

unable to provide data for a satisfactory noise �eld estimate using the EM algorithm

presented in the previous section. One solution to this problem would be to turn the

line array to multiple orientations in a fashion similar to that used in [21], [22] and

[23]. However, this presents an operational burden for the navigation of the vessel

towing the array.

It would be desirable to �nd an array geometry that would enable an array esti-

mate to be computed without having to maneuver a towed array to multiple orienta-

tions. A logical geometry to consider would be a planar array. For low frequencies,

though, a planar array with a reasonable aperture would be impractical to mount

on a vessel, submarine or unmanned underwater vehicle. However, mid-frequency

arrays, such as the Light Weight Wide Aperture Array (LWWAA) contain hundreds

of elements and are present on current generation naval submarines [31]. Ignoring

practical issues related to using an actual LWWAA with low frequency signals, the

performance of a low-frequency noise �eld estimate produced using a fusion of data

from both a towed line array and a small aperture planar array mounted on each

side of a vessel's hull is explored. The planar array used in the simulation below

is not modeled speci�cally on the LWWAA, which is mentioned only to highlight

the practicality of deploying a similar array. In simulation, however, it was found

that small aperture arrays alone are insu�cient to estimate the noise �eld and it is

necessary to fuse data from planar arrays with data from a more traditional linear
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array.

In the derivation above it was assumed that the matrixD was constant for all

time. However, we could easily expand the derivation so thatD becomesD p� q, a

function of one ofA arrays where� P t1: : : Au. This reformulation would allow us

to fuse data from di�erent arrays using the EM framework. It is important to note

that in the �nal formulation of G each array snapshot contributes independently to

the �nal value. This means it is not necessary to precisely locate the relative phase

centers of the receiving array between snapshots. Systems that were not intended to

process data coherently (in this case a towed array and hull mounted planar array as

shown in Figure 2.2) can thus be processed together even though exact information

about their relative position is unknown. Further each array can be sampled using

an independent clock. It is, however, important to have accurate information about

the relative orientation of each array so thatD p� q can be formulated correctly.

Under this framework the algorithm outlined above can be modi�ed to the fol-

lowing form:

�̂ new � �̂ old � �̂ old

�
A¸

� � 1

1
N �

N �¸

n � � 1

Gpn; � q

�

�̂ old (2.21)

Where

Gpn; � q �
�
D H

� pK � 1 � K � 1Rpn; � qK � 1qD �

�
ik

� pi � kq (2.22)

K � D � �̂ oldD H
� � � 2

� I (2.23)

Rpn; � q � x � pnqx � pnqH (2.24)

This allows data collected from multiple arrays to be fused into a single noise

�eld estimate. It is important to note that there is no requirement that the data

collected from the separate arrays be synchronous. This means that existing systems
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Figure 2.2 : An illustrated view of the system con�guration used for simulation.
A and B are the planar arrays and C is the towed array. In operation, hydrostatic
forces would pull the towed array into a linear con�guration.

do not have to share a common clock to be able to contribute data to this algorithm.

This is an important practical consideration as it means that such an algorithm

could be deployed without requiring additional hardware or software to perform

such synchronization.

2.5 Simulated Results

A simulation scenario was constructed to test the feasibility of fusing data from a

small aperture planar array data from a towed linear array. Data was simulated for

two square planar arrays (notionally mounted on each side of the tow vessel's hull)

of 100 elements with element spacing�20 and a single towed array of 30 elements with

inter-element spacing of�2 and an array tilt of � 10� . Each planar array is assumed

to see only half of the noise �eld due to physical masking from the tow vessel. The

algorithms described above were used to process the data for the planar arrays alone,

the towed array alone and the fusion of the three arrays. The plots shown in Figure

2.3 were generated using 300 snapshots of data from each of the three arrays. Since

the background noise is assumed to be spatially stationary over reasonably short

time periods, even with very low sampling rates (2 samples per second for a 100 Hz

signal), 300 samples can easily be collected in only a few minutes.
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Figure 2.3 : Noise �eld simulation results for the linear array alone (a), the billboard
arrays alone (b), and the three arrays fused (c). The ground truth noise �eld used to
generate the scenario is shown in (d) and is adapted from the noise �eld computed
in [23]. All plots are normalized to the peak of the ground truth noise �eld. Angles
are given in degrees.

The estimates generated using only the linear array or only the planar arrays are

clearly unacceptable. However, the estimate generated using all three arrays shows

promise. The ground truth noise �eld is included in Figure 2.4a for comparison. An

example showing the utility of this estimate is included later in this chapter.

2.6 Acoustic Vector Sensor Array

In its most basic form, array processing assumes that all of the sensor elements are

omnidirectional. In practice, this is not the case, and the element pattern and the

array pattern must be multiplied together to understand the directional response of

the entire system. In contrast to a scalar sensor, a vector sensor contains multiple
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components that have directional responses that are proportional to some function

of azimuth and elevation. This function is typically a cosine response. This allows

the sensor to not only detect changes in the magnitude of the �eld being measured

but also the direction from which the plane wave is approaching. Such sensors for

the electromagnetic case were �rst proposed by Nehorai and Paldi in [32] and by the

same authors for acoustic sensors in [33].

A full electromagnetic vector sensor makes use of three antennas that are sensitive

to the electric �eld (e.g. dipole antennas) and three antennas that are sensitive to the

magnetic �eld (e.g. loop antennas). These antennas are mounted orthogonaly to one

another along the X, Y and Z directions of the sensor reference frame. Processing the

output of such a sensor allows for the determination of the magnitude and direction

of both the electric and the magnetic �eld. The direction of arrival for an incoming

signal can be found by taking the cross product of these two quantities. An acous-

tic vector sensor consists of a scalar pressure sensor and three orthogonal particle

velocity or particle acceleration sensors. The four output components can be used

to determine the direction of arrival of an incoming acoustic pressure wave. Both

acoustic and electromagnetic vector sensors have the ability to resolve the left/right

ambiguity when used in a linear array.

Arrays of vector sensors can be processed using either conventional or Capon

beamforming. The covariance matrix and steering vector for such beamforming is

detailed by Hawkes, et al, in [34]. Beamforming a vector sensor array is very similar

to beamforming a traditional sensor array. This allows the noise �eld estimation

methods presented previously to be easily extended to the vector sensor case.

There are a few additional points that should be noted about both electromag-

netic and acoustic vector sensors. It is not clear how the performance di�erence

between an array of vector sensors and an array of scalar sensors should be com-

pared. Because each vector sensor has multiple outputs, there are more data points
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to be processed for a vector sensor array than for a scalar sensor array with the same

number of elements. Enhanced performance would be expected with more data. The

question becomes whether vector sensor arrays should be compared with their scalar

counterparts on the basis of similar numbers of data channels (i.e. a �xed number

of scalar sensors compared with a smaller number of vector sensors) or whether the

system performance should be compared based on the aperture occupied by each

array (e.g. where each array contains the same number of elements with identical

spacing). For the purposes of this work, arrays with identical acoustic aperture will

be compared, although the cost drivers in other scenarios could prompt a di�erent

comparison.

Additionally, a single vector sensor, either electromagnetic or acoustic, can be

used to estimate the azimuth and elevation to multiple targets: two in the case of

an acoustic vector sensor under certain conditions [35] and at least three in the case

of an electromagnetic vector sensor [36]. This can be accomplished by processing

each sensor output to place one or more nulls in speci�c directions. If these nulls are

placed such that they correspond with targets the energy from a given target can be

reduced allowing multiple targets to be resolved using a single sensor. This makes

vector sensors a very attractive though not commonly deployed technology.

The noise �eld estimation technique presented above can be modi�ed for an array

of acoustic vector sensors in the following manner. Let

u q �

�

�
cosp� qqcosp� qq
sinp� qqcosp� qq

sinp� qq

�

� (2.25)

for each of the Q points on our azimuth/elevation grid. Then the output of a sensor

consisting of a scalar and an x, y and z velocity component for a single far �eld,
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narrow band noise source would be

svq �

�

�
�
�

spressure

svelocityx

svelocityy

svelocityz

�

�
�
� �

�
1
u

�
sq �

�
� 2

�

� 2
v

�
(2.26)

and

sv �
�
sT

v1 � � � sT
vQ

�
(2.27)

The steering vector formulation for the acoustic vector sensor is given by Hawkes and

Nehorai in [34]. We have previously de�ned both the vectorsu and dp�; � q. Using

these building blocks we can �nd

dvp�; � q �
�

1
u

� â
dp�; � q (2.28)

It is a simple matter from there to de�ne

D v � rdvp� 1; � 1q: : : dvp� Q; � Qqs (2.29)

The resulting data vectorx vpnqis a single column of data that intersperses the scalar

and velocity components.

The EM algorithm described in the preceding section can be used with the snap-

shot data from either a scalar or a vector sensor array. To operate the algorithm on

data from a vector sensor array one only needs to substitutex v for x and D v for

D . Vector sensors are sensitive to both the magnitude and direction of arrival of an

incoming wave, therefore a vector sensor array can be used with the EM algorithm

to produce a noise �eld estimate without being fused with data from other sensors.

An example of a noise �eld estimate produced from simulated vector ensor array

data is shown in 2.4. The simulation was conducted using a 30 element linear array

of vector sensors with�
2 spacing. The simulated results show a close agreement with

the ground truth.
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(a) (b)

Figure 2.4 : Simulated noise �eld estimation using a vector sensor array with data
collected on a single heading (a) and ground truth for comparison (b).

2.7 Dynamic Gain

The EM algorithm as presented above can be quite slow to converge. To mitigate

this it is desirable to insert a gain term into the algorithm. With the gain inserted

the update equation becomes:

�̂ new � �̂ old � � �̂ old

�
A¸

� � 1

1
N �

N �¸

n � � 1

Gpn; � q

�

�̂ old (2.30)

where� is a diagonal matrix of gain terms. A large arbitrary gain was used initially

to speed convergence of the algorithm. This corresponds to

� � � I (2.31)

where� is the arbitrary gain and I is the identity matrix.

To minimize estimation errors while maintaining a faster convergence, a dynamic

gain was eventually added. This allows the gain for each term in� to be computed
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separately. In this case,� is initially set to the identity matrix and is updated on each

iteration. To perform this update two quantities are tracked� � pkqand � � pk � 1q

where

� � pkq � � new pkq � � old pkq (2.32)

Each of the q diagonal element of� is update in one of two ways. If

sign
�
� � qq pkq

�
�� sign

�
� � qq pk � 1q

�
(2.33)

then

� qq pk � 1q � � qq pkq � 2 (2.34)

otherwise

� qq pk � 1q � � qq pkq {8 (2.35)

This has the e�ect of turning the gain up slowly but turning it down more aggres-

sively. This helps to prevent "overshoot." Selecting gain values that are too large

can prevent the algorithm from converging. In practice the di�erences between the

largest and smallest gain terms can be quite large and have been observed to be

on the order of 40 dB. The use of dynamic gain can signi�cantly reduce the time

required for convergence in this problem from over 300 iterations to under 30.

In order to have a notion of convergence, an error criteria is needed. The error

measure that was chosen for this work is as follows:

Error �
Q¸

q� 1

absp̂pq � pqq (2.36)

It is worth noting that this error measure is not the only measure that could be

used. Further, it is not clear that this is the best error measure but it is su�cient

to demonstrate convergence of the algorithm. It is important to note that in a real

application it is not possible to compute the error measure given above as the actual
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�eld is unknown. The convergence of the algorithm was plotted under a number of

scenarios. These results, which demonstrate the e�cacy of the dynamic gain, are

shown in Figure 2.5 and are quite dramatic.

Figure 2.5 : Convergence of the EM algorithm with and without dynamic gain

2.8 Application of the Estimated Noise Field to the Detection Prob-
lem

The estimated noise �eld is not an end unto itself. Rather it is an intermediate,

enabling piece of information that can be used to enhance other signal processing

operations. The utility of generating a fused noise �eld estimate is illustrated using

a simple case of the adaptive Matched Subspace Detector (MSD): a single snapshot

detection of a signal arriving at the array from a given direction in noise.

Details on the adaptive MSD can be found in [37] and an example of its use in

passive sonar can be found in [38]. The detection statistic for the adaptive MSD is
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Figure 2.6 : ROC curves demonstrating the e�cacy of using the noise �eld estimate.
The noise �eld estimate ROC curve uses the estimated noise �eld to generate the
noise covariance. This estimate is produced using 300 snapshots of data from the
linear array and each planar array (900 snapshots total). The performance of this
scenario is compared to the performance using a sample covariance estimate produced
conventionally for 10, 25 and 300 snapshots

found in [37] as:

Lpy; R̂q �
yH R̂ � 1h

�
hH R̂ � 1h

	 � 1
hH R̂ � 1y

yH R̂ � 1y
(2.37)

where h is the signal subspace for detecting a signal arriving from an azimuth and

elevation given by� and � respectively. h is de�ned as

h � expp� j kT Pq (2.38)

where

k �
2�
�

�

�
sinp� qcosp� q
cosp� qcosp� q

sinp� q

�

� (2.39)
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and P is the position matrix de�ned in (2.5). R̂ in (2.37) is the estimated noise

covariance andy is the single snapshot of data. The subspace should be chosen to

match the speci�c problem where the detector is being applied. The data received

by the array, y , is de�ned for the H0 and H1 hypotheses as:

H0 : y � x (2.40)

H1 : y � lh � x (2.41)

where l is a complex gain representing a single sample of the signal to be detected

and x is de�ned in (2.1). y is collectedonly from the linear array as the clocks

sampling each array are not assumed to be synchronized.

In an adaptive MSD, the noise covariance is assumed to be unknown and must

be estimated. The noise covariance can be calculated from the estimated noise �eld

�̂ as follows:

R̂ � D

�

�
�

� 2
1 0

. . .
0 � 2

Q

�

�
� D H (2.42)

whereD is de�ned in (2.2) and � 2
1; : : : ; � 2

Q are the diagonal element of̂� . The noise

covariance of the array can also be estimated in a more traditional manner using the

N data snapshots that were collected from a single array to compute the noise �eld

estimate:

R̂ �
1
N

�
xpnqxpnqH

�
(2.43)

Either noise covariance estimate can be used as an input to the MSD.

To compare the impact on performance of the noise covariance estimates given

in (2.42) and (2.43) the ROC curves of the MSD detector are computed numerically

and plotted for both noise estimates with SNR of -3 dB (pre-beamforming). The
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conventional noise covariance estimate is computed using 10, 25 and 300 snapshots

of data from the linear array only, and the noise �eld estimate is computed using

300 snapshots of data fromeachof the three arrays. The noise �eld estimate is cal-

culated with the array on a heading of zero degrees, while the ROCs are computed

for a signal at array end�re when the array is on a heading of 20 degrees. Figure 2.6

shows that the detector has equal performance using either noise covariance estimate

provided there is su�cient snapshot support. We note in this example that the array

orientation was deliberately changed between the estimation of the noise �eld and

the demonstration of detector performance. This demonstrates that if a noise �eld

estimate is available the noise covariance can be calculated for any array orientation

without having to acquire new training data. The utility of uncompromised per-

formance and maneuvering 
exibility a�orded by using the noise �eld estimate will

have to be assessed by engineers on a case by case basis.

2.9 Single Heading Noise Field Estimation is Both Possible and Use-
ful

While it is not practical to produce a simulation of the location underwater back-

ground noise it possible, at least in theory, to estimate it. The algorithms presented

above demonstrate a means to accomplish this task. Clearly, for the purposes of

background noise estimation, an acoustic vector sensor array is preferable. However,

if other sensor arrays are present { even those that may have an aperture that would

preclude their use for other low frequency tasks { these can be fused with data from a

traditional array to produce a noise �eld estimate. This makes it practically feasible

for a military vessel to collect data and compute such an estimate as no special ma-

neuvers to collect data on multiple headings would be required. The EM approach

to this problem requires only a modest amount of data and the result can readily be

used with existing detection algorithms as noted above. Potential future extensions
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to this approach will be discussed in Section 5.
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3

Field Directionality Maximum Likelihood
Calibration

3.1 Introduction

Phased arrays are highly useful tools. A phased array acts as a spatial �lter. Signals

arriving from a desired direction are ampli�ed while signals arriving from other di-

rections are suppressed. This increases the signal to noise ration of the signals from

the desired direction. However, to operate e�ectively, the position of each element

of a phased array must be known. If the array elements are �xed to a structure,

the calibration of the element positions is straightforward and only needs to be per-

formed once. A number of methods have been used to accomplish this task and

will be discussed later. As background noise is omnipresent in the ocean, it would

be ideal if background noise could be used as a calibration signal of opportunity.

However, as discussed in the previous Chapter, the distribution of this noise is not

known a priori . The objective of this work is to devise a calibration algorithm that

uses background noise as a calibration signal of interest. The goal of the method is

to meet the following criteria:
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1. Make no assumption about the dynamics or con�guration of the phased array;

2. Make no assumption regarding the distribution of the background noise;

3. Operate using data collected over a small time span;

4. Operate using data collected over a relatively narrow bandwidth; and

5. Be done computationally e�cient to allow the method to be applied in changing

environments and to moving arrays.

The remainder of this Chapter discusses current array calibration techniques and

details the development of an algorithm that theoretically meets the criteria listed

above. This development is guided using a performance analysis using a Cramer-Rao

bound. Results using simulated and real data are presented.

3.2 Phased Array Operation

Before discussing varioius calibration scenarios, it is useful to consider the operation

of a phased array. For the purposes at hand a phased array operating on a narrow-

band signal will be considered. Given a plane wave source (which will be assumed for

the remainder of this chapter) the standard equation for the array weights is written

as:

wn � exp
�
� j� r T

n k
�

(3.1)

wherer n denotes the positions, in Cartesian space of thenth array element position,

and k denotes the wavenumber in the steering direction of the array (for further

detail on array processing please see [39] or [19] among others). It is clear that in

any real system the values in equation 3.1 will not be exact, since some mismatch in

the wavefront model and uncertainty regarding the element positions is inevitable.

Further errors can be introduced in the receiver electronics themselves. The equation

38



can be rewritten to explicitly incorporate miscalibration in the internal electronics

and the array element positions:

wn � � int
n exp

�
� j� r T

n k
�

(3.2)

where� int
n is the complex error due to internal noise at sensorn and � pos

n is the 3x1

vector of errors in array element position for elementn. The goal of any calibration

problem is to determine the actual values of� int
n and � pos

n for each element. A mis-

calibration of the signal model is not explicitly included above but will be discussed

generally below. Such a situation might occur when a source is assumed to be in

the far �eld (arriving at the array as a plane wave) when in fact it would be more

appropriately classi�ed as a near �eld emitter (arriving at the array with a spherical

wavefront).

3.3 Current Calibration Techniques

The calibration of passive, underwater acoustic systems takes a number of forms.

Mismatch between the expected system response and the actual response leads to

a degradation in system performance. Calibrating, or modeling, the mismatch in-

troduced in a variety of stages can improve system performance. Three sources of

calibration error will be discussed below: wavefront mismatch, amplitude and phase

errors introduced in the internal receiver electronics, and mismatch introduced by

uncertainty in the position of the array elements.

3.3.1 Wavefront Calibration

The simplest example of wavefront calibration is the choice to process array data

as being emitted by a far �eld (plane wave) or near �eld (spherical wave) source.

However, the underwater propagation environment is complex and a received signal

rarely, if ever matches the ideal wavefront. A signi�cant literature has been developed
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attempting to model the ocean acoustic channel to allow information regarding the

location and depth of an emitter to be extracted from the arriving wavefront which

is summarized in [40]. This type of modeling, however, can be complex and may

require extensive knowledge about the bathymetry of a given area and knowledge of

time-varying ocean parameters that a�ect sound propagation such as temperature,

pressure and salinity. While these parameters can be measured, it may not be feasible

to monitor them on an ongoing basis with su�cient �delity to enable useful modeling.

This is especially true if the receiver array is mounted on a moving platform.

3.3.2 Internal Receiver Calibration

Noise internal to a receiver can have a negative impact on system performance. The

most obvious way to combat this type of noise would be to design for internal cali-

bration circuits from the beginning [41]. However, it may not be practical to retro�t

existing electronics with calibration circuits. An alternative would be to supply

an external calibration source located at a known position in the very near �eld (to

minimize "cross-contamination" with uncertain channel parameters). However, there

may be operational or practical restrictions on using an active transmitter to e�ect a

calibration of the internal electronics. For example, the use of an active transmitter

for internal calibration inherently assumes that the positions of the array elements

are known.

Following a di�erent approach, Abramovitch and San Antonio demonstrate the

use of di�use noise from an oversampled array to calibrateinternal receiver noise

for a narrow band, over-the-horizon (OTH) radar [42]. Speci�cally, the technique

seeks to minimize the sidelobes in invisible space (array steering vectors that do not

correspond to a physically realizable wavefront) on the theory that all energy at those

wave numbers originates as internal system noise. The use of a window function is

essential to this method as it exaggerates the di�erence between the calibrated and
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uncalibrated system.

3.3.3 Array Element Position Calibration Techniques

An overview of techniques to calibrate the position of phased array elements is pre-

sented in the following sections.

Discrete Active and Opportunistic Calibration Sources

Perhaps the most straight forward approach to determining the positions of the array

elements is to use a cooperative source or a series of cooperative sources [43]. These

sources can be placed in either the near or far �eld. If the positions of the emitters

are unknown, the bearings (for far �eld sources) and positions (for near �eld sources)

of the emitters would have to be jointly estimated along with the positions of the

array elements. It is important to note that the geometry of the calibration sources

can have a signi�cant impact on the quality of the calibration result. In [43] and

[44], Rochah and Schultheiss derive the bounds on the variance of the calibration

result that can be achieved for a given scenario in terms of number of sources and

source power levels. However, this work does not provide direct insight into the

optimal placement of a �nite number of sources. Further work, such as that by Ng

and Nehorai in [45], developed methods to help optimize source placement.

A further re�nement of this concept would be to use sources of opportunity. This

approach addresses the operational concern noted above regarding deployment of

calibration sources. However, if sources of opportunity are used the e�cacy of the

array calibration is subject to both the uncertain availability and arbitrary geometry

of the non-cooperative source or sources. Additionally, it may not be possible to

know with precision the location of such a source. This would necessitate estimating

both the source location and array calibration jointly.
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Modeling of Array Dynamics and Attitude Sensors

Another approach to array position calibration is to instrument the array or rely on

modeling of the physical dynamics of the array [46], [47]. These approaches can be

fused, and acoustic data from the array can be included as well [5]. However, the

inclusion of attitude sensors, such as depth and heading sensors, in a towed array

comes with a number of practical drawbacks. First and foremost, the inclusion of

additional sensors in the array adds weight from the sensors themselves and man-

ufacturing complication as additional wiring to carry power to, and data from the

attitude sensors are required.

Numerical methods exist to calculate the shape of a cable (a model of a towed

array) as it moves through the water [4]. Given su�cient data about an array and

the environment, this is a reasonable approach to estimate the shape of an array.

Additional research has considered methods to augment noisy sensor sensor data with

acoustic data collected by the array. These methods involve fusing some knowledge of

the array motion with acoustic data such as those proposed by Cevher and McClellan

in [48], Rogers and Krolik in [27] and Odom and Krolik in [5]. It is important to

note that in work noted above the purpose was to estimate the general shape of the

array. Such methods were not intended to provide the level of accuracy needed for

all applications.

Di�use Noise for Calibration

Several examples exist in the literature on uses of background noise for calibration

techniques. Work has been conducted within the microphone array calibration com-

munity. Much of this research has focused on the problem of calibrating ad hoc

microphone arrays for coherent processing. Speci�cally, in [49] McCowan et al. used

di�use noise and the Multidimensional Scaling (MDS) algorithm. Continuous band-

widths were required for reasonable results. MDS will be discussed in more detail
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later and incorporated into the novel algorithm proposed in this section.

Hong and Krolik [50] used di�use noise in simulation to synchronize sampling

clocks for High Frequency (HF) radio receivers at separate locations. This work serves

as the inspiration for using Maximum Likelihood (ML) estimation to determine the

distance between two points that is presented in later sections.

Finally, Sabra, et al., used noise cross correlation to perform array calibration

using data that was collected during the Beach Monitoring Experiment [51]. Reason-

able results were obtained but 11 minutes of ocean noise data spanning 150Hz-700Hz

was required. Such a technique may be useful for stationary arrays but requires ex-

cessive data for a scenario where the array is towed.

To date background noise calibration has not focused on cases where the array

is spatially oversampled and the use of noise has largely been limited to time do-

main cross correlation. The technique presented below will assume that the array is

oversampled and will use a ML approach to estimate the distance between elements.

Bypassing Calibration

Finally, it is worth noting that some methods exist to simply process data from

an uncalibrated array. A number of robust adaptive techniques exist such as that

presented by Cox in [52]. Additional work in this �eld is summarized by Ward, et al.,

in [53]. On another track, Chen et al. presented a method in [54] that simply adjusts

the estimated covariance matrix using a Toeplitz constraint. However, these methods

may be ine�ective when an insu�cient amount of data is available to estimate the

covariance matrix.

Impacts of Array Miscalibration

Miscalibration of sensor element positions has a negative impact on the performance

of a phased array. Conceptually this is obvious. The phased array is operating as
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Figure 3.1 : The impact on the performance of an optimal window given a miscal-
ibrated array is shown above. The window was designed for 50dB sidelobes.

a spatial matched �lter and any deviation from a perfectly matched case results in

a loss. Van Trees has an extensive discussion of the impact of array mismatch on

adaptive processing techniques [19]. The case of most interest here is the impact

of element position miscalibration on an optimal or Dolph-Chebychev window. An

example is shown in Figure 3.1 showing the degradation in window sidelobes for a

small perturbation of the array element positions ( 5% of a wavelength in both the x

and y direction). As can be seen from the plot, this e�ectively negates the bene�ts of

using the window. Similar behavior can be seen in Figure 3.2 where the performance

of an adaptive beamformer is shown to degrade as the array calibration worsens.

3.4 Field Directionality Maximum Likelihood Array Calibration

The array calibration techniques discussed in the previous section all su�er from

particular drawbacks: Methods that rely on cooperative sources incur a logistical

penalty to ensure that sources are properly placed and operating; Reliance on sources

of opportunity removes the ability to control the scenario geometry to maximize cali-
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Figure 3.2 : The performance of adaptive beamforming with two sources in the
�eld is shown. Performance is shown with an uncalibrated array (assuming a perfect
linear array) as well as perfect knowledge of the array element positions. Performance
of the adaptive beamformer using the algorithm to be developed in this section are
also shown for cases where 1000 snapshots at a single frequency are used and when
100 snapshots at each of 64 frequencies are used.

bration performance; Finally, Noise based techniques that rely on time domain cross

correlation require large time-bandwidth products and struggle to provide accurate

ranges between elements with signi�cant separation distances;

What follows is a technique that uses noise as a calibration source. The particular

novelty of this approach is that it explicitly relies on spatially oversampling the array

to determine the distances between closely spaced elements. A Maximum Likelihood

estimate is used to determine the distance between elements. By only focusing on

the distance between pairs of elements the computational load is reduced and the

estimate can be computed directly instead of relying on an iterative, gradient descent

method. Both wide and narrow band signals can be used in the calibration.

The proposed technique is referred to as Field Directionality Maximum Likelihood

(FDML) calibration and the particular variant discussed below used the Multidimen-

sional Scaling (MDS) algorithm to compute the element locations and is speci�ed as
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FDML-MDS. The proposed technique operates as follows:

1. Determine the ML distances between pairs of array elements using the known

noise �eld directionality and snapshots from multiple, spatially oversampled

frequencies;

2. Divide the full array into overlapping sub-arrays;

3. Use MDS to determine the geometry of each sub-array;

4. Use a Procrustes analysis to align the sub-arrays and average repeated points

to determine the �nal array geometry.

Results using this algorithm both in simulation and with real data are presented in

the following sections.

3.5 Isotropic Noise Model Assumption

For the purposes of derivation and simulation a noise model for the ocean must

be assumed. Speci�cally the noise �eld will be assumed to be three dimensional,

spatially isotropic white noise. Obviously the noise �eld in a real scenario is unlikely

to be perfectly isotropic. However, this is a reasonable assumption, especially in

the case of an oversampled array. A very short baseline, two element array has

little ability to discriminate between power received from di�erent directions. This

assumption is made elsewhere in the literature as well [49] [55].

The correlation function for the assumed noise �eld is:

R ij � 4 � � � � ssinc
�

2dij

�



exp

�
j 2�c�

�



(3.3)

whereR is the correlation matrix, dij is the distance between the elements,c is the

speed of propagation,� s is the power of the noise �eld and� is the time delay between
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samples. The derivation of this expression can be found in works by Cox [56] and

Burdic [13] among others. In the scenario below, all correlations will be performed

using samples taken at the same time. Since� � 0 in this case the exponential term

drops out.

One �nal point is important to note before describing the speci�c algorithm imple-

mented. Since this work speci�cally assumes that the calibration is being performed

at a frequency where the array is oversampled there may be some confusion as to

what metric is being used to measure performance. In the following sections per-

formance will be quanti�ed as a percentage of the wavelength at the array's design

frequency (�2 spaced, perfectly calibration Uniform Linear Array (ULA)). Errors will

be expressed as the mean square error between the real element location and the

calibrated element locations. The post calibration error will be compared to the

error that would be incurred in the event that the array were assumed to be a ULA.

While only calibration scenarios involving ULAs are considered here, nothing in the

development of the algorithm would prevent it from being applied to arrays of vary-

ing geometry. It is worth noting that no knowledge about the array shape or array

dynamics is assumed.

3.6 Maximum Likelihood Estimation of Interelement Distances

Much of the previous work using noise to estimate the distance between elements

has focused on a time domain cross correlation between the data records of two

hydrophones [49][51]. The downside of this approach is that large time bandwidth

products are required for an accurate determination of the distance between elements.

This problem is circumvented here by using a Maximum Likelihood estimate of the

interelement distances for only closely spaced elements.
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For the narrow band case, the interelement distance would be determined as

ppdij |x j ; x i q �
F¹

f � 1

K¹

k� 1

� |W pf q|� 1exp
�

rxpk; f qi ; xpk; f qj sW � 1pf q rxpk; f qi ; xpk; f qj s
H

	

(3.4)

where dij is the distance between elementi and j , x i and x j are vectors of nar-

rowband time series data from sensorsi and j for the kth snapshot at frequencyf .

The probability is calculated overK snapshots at each ofF frequencies.W is the

correlation matrix and, for three dimensional isotropic noise, is de�ned as follows:

W pf q �

�

�
� 2

s � � 2
n sinc

�
2� � � d12

� f

	

sinc
�

2� � � d12
� f

	
� 2

s � � 2
n

�

� (3.5)

where � 2
n is the internal noise power,� 2

s is the power of the noise �eld as measured

at a single element, and� f is the wavelength at frequencyf .

It is easy to simplify 3.4 to the log-likelihood domain for ease of calculation. This

results in the following:

ppdij |x j ; x i q �
F¸

f � 1

� Kln p� |W pf q|q �
Ķ

k� 1

�
xpk; f qH

i W � 1pf qxpk; f qH
j

�
(3.6)

This can further be simpli�ed by recognizing that

Ķ

k� 1

xpk; f qH
i W pf qxpk; f qH

j � trace
�
W � 1yH y

�
(3.7)

whereypf q � r x i pf qx j pf qs. The �nal form is then

ppdij |x j ; x i q �
F¸

f � 1

� Kln p� |W pf q|q � trace
�
W pf q� 1ypf qH ypf q

�
(3.8)

This enables e�cient computation of the needed probability.
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Since there is only one independent variable in equation 3.8, it is simple to cal-

culate the probability at every point on a �nely spaced grid (grid spacing << desired

calibration accuracy) and select the most likely distance which will correspond to

the maximum probability. Here, having some knowledge of the physical array is ad-

vantageous, but not strictly necessary. This knowledge about the array can be used

to choose an appropriate range of distances over which to search.

3.6.1 Performance Analysis Interelement Distance Estimation

It is straight forward to calculate the Cramer-Rao Lower Bound for the distance

estimate between two elements. Kay derives the expression for the Fisher information

for the complex Gaussian case [57]. Since the case being considered here has only one

unknown parameter to be estimated, the distance between two elements, the Fisher

information matrix contains only a single element. Using the covariance matrix

W pd12; f qpresented in equation 3.5 for data received on two hydrophones separated

by distanced12, the Fisher information matrix can be written as:

I pdq � Ktr
�
W � 1 BW

Bd
W � 1 BW

Bd

�
(3.9)

W was previous de�ned in 3.5. Its derivative is given as follows:

BW
Bd

�

�

� 0
cosp2 � d

� q
d �

� sinp2 � d
� q

2 � d2

cosp2 � d
� q

d �
� sinp2 � d

� q
2 � d2 0

�


 (3.10)

The �nal form of the Fisher information becomes:

I �
L¸

l � 1

�

�
�
� 2K

�
16� 4 d4 p� 2

n � � 2
sq2 � 4 � 2 d2 � l

2 sin
�

2 � d
� l

	 2



B
pAq2

�

�
�

 (3.11)
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where:

A �

�

�
cos

�
2 � d

� l

	

d
�

� l sin
�

2 � d
� l
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 (3.12)

and

B �

�

4� 2 � 2
n

2
d2 � 8 � 2 � 2

n � 2
s d2 � 4 � 2 � 2

s
2

d2 � � l
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�
2� d

� l


 2
� 2

(3.13)

The CRLB is simply the inverse of the Fisher information.

The bound calculated above agrees with the ML estimate for su�ciently high

SNR indicating that both the bound and the ML estimate have been calculated

and implemented correctly. A high SNR between the background noise and the the

internal receiver noise is required before the ML estimate meets the bound as shown

in Figure 3.3. This may limit the applicability of the FDML-MDS technique to

situations with very low noise receivers and/or strong background noise.

The bound computed above is plotted in Figure 3.3. In the single frequency case,

a number of ambiguities arise. These ambigutities are driven by the componentA de-

�ned in Equation 3.12 taking on a value of zero periodically. This plot demonstrates

the advantage of performing noise calibration on a spatially oversampled array and

for using small sub arrays for the calibration problem. The variance on the distance

estimate between points is noticeably lower for element spaced closely together. The

case for using multiple frequencies is also bolstered by this plot. However, if a sin-

gle frequency is selected such that the ambiguities are avoided, the use of multiple

frequencies may not be necessary. The use of multiple frequencies does allow for the

collection of needed data over a shorter time window which may be an operational

concern.

The preceding �ndings indicate that algorithm using as ML estimate of the in-

terelement distances is most likely to have success if multiple frequencies are used
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Figure 3.3 : The performance of the MLE of inter-element distance is plotted rela-
tive to the CRLB when multiple frequencies are used as a function of SNR. A high
SNR is required before the MLE converges with the bound. These plots were gen-
erated for data collected over the same time interval (8 minutes) for one frequency
band and twenty frequency bands.

(to avoid ambiguities associated with zeros in the correlation function) and if the

algorithm only uses estimates over short distances relative to the wavelength. These

considerations are incorporated into the Field Directionality Maximum Likelihood

algorithm that is presented next.

3.7 Calculation of Array Geometry

Before outlining the full procedure for converting the interelement distances to an

array geometry two mathematical techniques must be introduced. Multidimensional

Scaling converts a distance matrix to a series of points. This series of points rep-

resents a "best �t" to the original distance matrix. A Procrustes transformation

outputs a transformation (scaling, translation, rotation) that �ts one set of points to

another. Both of these techniques were originally developed for psychometrics and
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Figure 3.4 : The CRLB for a single frequency and mult-frequency example is plot-
ted. Interelement distance is plotted as a function of wavelength at the design fre-
quency. The single frequency case is computed using a frequency 1{8 of the dsign
frequency and 20 snapshots. The multifrequency case uses 20 frequency bins with
a single snapshot in each bin. An SNR of 20dB is assumed to match the in air
experiment discussed later.

are described in more detail below.

3.7.1 Multidimensional Scaling

Classic Multidimensional Scaling (MDS) or distance MDS seeks to determine the

coordinates of a given set of objects from a noisy measure of the distances between

them. The algorithm was �rst introduced in the psychometrics literature by Kruskall

in 1964 [58]. A recent treatment highlights the algorithm's applicability in the signal

processing domain [59]. It is important to note that the output of the algorithm may

include a rotation. The algorithm begins with a measure of the distances between

two sets of objects. These distance are collected in a matrixD where the element

D ij corresponds to the distance measurement between thei th and j th points. D is
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referred to as a Euclidean Distance Matrix (EDM).

MDS seeks to minimize the cost function

C pr 1; r 2 : : : r nq �

� °
ij pB ij � x r i ; r j yq2

°
ij B 2

ij

� 1
2

(3.14)

whereB ij are the ith and jth element ofB which is de�ned as follows

B � �
1
2

J pD � D qJ (3.15)

where the symbol� denotes the Hadamard product and J is a centering matrix

de�ned as follows

J � I �
1
n

11T (3.16)

with 1 denoting a vector of all ones. The element positions are then found by

performing an eigenvalue decomposition ofB . The eigenvectors corresponding to

the m largest eigenvalues form a rectangular matrix labeledEm . The corresponding

eigenvalues are placed in the diagonal matrix� m wherem corresponds to the number

of dimensions desired for the solution. Thus the same distance matrix could be used

to calculate, for example, both a two-dimensional and a three-dimensional solution

to the same problem. The positions of then points can then be calculated as:

P � r r̂ 1 : : :r̂ ns � Em �
1
2
m (3.17)

MDS does not provide a strictly closed form solution, but the algorithm is straight

forward and e�cient. Signi�cantly, it does not require an iterative or numerical

method to arrive at the correct solution. MDS is not a new approach and has been

used by the microphone array community in recent years although the challenge of

estimating the distance between widely spaced sensors has limited its applicability

[55]. MDS has not seen widespread use in the radar or sonar �elds.
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Figure 3.5 : An example output from the MDS algorithm is plotted. Algorithm
e�cacy depends on minimizing the variance of the distance measurements obtained
using an ML estimate.

It would be tempting to apply MDS directly to the array calibration problem. The

interelement distances could all be measured using a straightforward ML estimate

and MDS could be used to ascertain the element positions. Unfortunately, it is

di�cult to achieve interelement distance measurements that are accurate enough for

this approach to work. Using the performance bound obtained in section 3.6.1, it

is straight forward to add errors to the EDM of a perfectly calibrated linear array.

MDS can then be used to determine the element positions.

This scenario was simulated for three di�erent cases. In all cases, the exter-

nal/internal SNR was �xed at 30 dB. The purpose of this exercise was to determine

the best possible performance of calibrating the array using only distance measure-

ments and MDS. A 30dB ratio between the internal and the external noise was used

to ensure that the ML estimate of distance met the Cramer-Rao bound. Twenty

frequency bands were used. These bands were spaced between 50Hz and 400Hz.

The simulated array contained 16 elements and was cut for 400 Hz. The output was

simulated for 1000, 10000 and 100000 snapshots in each frequency band. The result
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of the experiment can be found in Figure 3.6.

The results of this experiment are clear: MDS by itself cannot be the solution

to the calibration problem. The result using only 1000 and 10000 snapshots per

frequency band do not meet the desired standard. The result using 100000 snapshots

per frequency band achieve the desired metric of less than 1% position error relative

to the design wavelength. However, to achieve this result 2 million snapshots would

be needed. This is an excessive number of snapshots and would require almost 20

hours to collect at the lower frequencies.

3.7.2 Procrustes Analysis

Like MDS, the Procrustes transform was developed for psychometrics in the 1960s.

Schonemann �rst presented the technique in 1966 [60]. A proof of the method was

later furnished by Zhang in 1998 [61]. A Procrustes analysis consists of three parts:

rotation, scaling and translation. Finding a linear transformation matrix that "ro-

tates" one matrix to be as close as possible to a second matrix is the most challenging

of these quantities to calculate. In the particular problem at hand, this rotation can

be conceived of in purely geometric terms as the mathematical representation of sen-

sor location corresponding to a point in physical space. Mathematically this can be

conceptualized as follows:


 � argmin 


�
||
A � B ||2F

�
(3.18)

where || � || F represents the Frobenius norm. The value 
 can be found using the

singular value decomposition ofAB T where

SV D
�
AB T

�
� UMV T (3.19)

The desired rotation matrix 
 is then


 � UV T (3.20)
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(a)

(b)

(c)

Figure 3.6 : A strictly MDS based calibration approach is simulated using knowl-
edge derived from the multi frequency CRLB. Each panel shows the performance of
a ML/MDS only for (a) 1000, (b) 10000 and (c) 100000 snapshots. Only the 100000
snapshot case achieves the desired calibration.
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Figure 3.7 : Two sub arrays are aligned using a Procrustes analysis. The arrays do
not overlap exactly as they were generated using MDS and their element positions
are not exact.

The translation and scaling components of a Procrustes analysis are straight for-

ward. The translation is accomplished by simply centering the sets of points to be

compared on the origin (after one has been rotated to match the other). Scaling

is then accomplished by ensuring that each set of points has the same maximum

and minimum along each dimension. Care must be taken when using the Procrustes

transform to understand the impact of re
ections and scaling in particular to avoid

"over�tting" one set of points to another.

Combined with ML interelement distance estimation and MDS to determine the

geometric position of a sub-array, the Procrustes analysis is last piece needed to

implement the FDML-MDS algorithm.

3.8 Simulation Results

The FDML-MDS algorithm was simulated in software. The simulation assumed a

SNR of 30 dB was assumed when comparing the noise power of the spatially isotropic

noise with the internal (uncorrelated between elements) noise of a single element.

One concession to ease presentation of results is that the �rst sub array is oriented

to match the actual array element positions prior to chaining all of the overlapping
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sub-arrays together. In a real data implementation of this algorithm, this step would

be omitted and the resulting calibrated array would be rotated to lie on the X-axis.

The simulated scenario was constructed in the following manner: a 16 element

linear array with � {2 spacing at design frequencyf � 500 Hz was used as the nominal

array. Each element of the array was perturbed in both the x and the y direction.

These perturbations were drawn from a normal distribution with zero mean and a

standard deviation equal to 5% of the wavelength at the design frequency. The sub-

array length was set to 5 elements. The number of frequency bands and the number

of snapshots per frequency bin were varied and are noted in the results. The array

was designed for 400 Hz and the calibration was performed at 50 Hz (except as noted

for the multi-frequency case). A 30 dB internal to external noise ratio was used in

simulation.

The tradeo� in performance vs. snapshot support can be seen in Figure 3.8.

Both the 100 and 1000 snapshot cases failed to achieve a MSE of less than 1% at

the design wavelength. With a larger snapshot support the results become much

better. Simulation using 6400 snapshots, either in a single frequency band on in 100

frequency bins from 50 Hz to 150 Hz, produced results that met the desired criteria

with a MSE of .9% in both cases.

Snapshot support in the thousands of snapshots may not be acceptable in the

case where the array is moving. In Figure 3.9 each calibration case contains 6400

snapshots.

3.9 Real Data Results

An in-air experiment was performed to validate the simulations noted above using

real data. A NIST Mk3 microphone array was used (see Figure 3.11) [62]. The array

is composed of four individual boards with eight elements on each board. Elements

have a nominal spacing of 2 cm and are sampled at 22040 Hz. A noisy environment
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(a) 100 snapshots, single frequency

(b) 1000 Snapshots, single frequency

Figure 3.8 : Simulated calibration results for a single frequency with (a) 100 snap-
shots, (b) 1000 snapshots. All simulation results are plotted on identical scales to
allow comparison. Multiple points in the 100 snapshot case fall outside of this com-
mon scale.

was simulated by placing the array in a reverberant room and using multiple white

noise sources. A cartoon of the experimental setup is shown in Figure 3.10.

Data was collected using the experimental setup for one minute. A 1024 point

FFT was used to form narrow band frequency bins and 126 frequency bins from 500

Hz to 2900 Hz were used to perform the calibration.

A two dimensional isotropic noise model was used to perform the calibration
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(a) Calibration results using 6400 snapshots in a single frequency bin

(b) Calibration results using 64 snapshots in 100 frequency bins

Figure 3.9 : Simulated calibration results using the same number of snapshots but
di�ering numbers of frequencies

based on measurements of the correlation function. This modi�es the covariance

matrix to the following form:

W pf q �

�

�
� 2

s � � 2
n J0

�
2� pi � d12

� f

	

J0

�
2� pi � d12

� f

	
� 2

s � � 2
n

�

� (3.21)

whereJ0 is a Bessel function of the �rst kind [56] [13].

The ground truth and the calibrated element positions from the direct application

of the FDMLE algorithm are shown in Figure 3.12.

60



Figure 3.10 : This cartoon depicts the experimental setup. Noise sources were
placed around a small room and the re
ections o� the walls, 
oor and ceiling were
used to create a noise�eld. Three sources were used and all were placed so they did
not have line-of-sight-to the microphone array.

Figure 3.11 : NIST Mk3 microphone array in an experimental con�guration

It is hypothesized that the unsatisfactory result seen in Figure 3.12 have two

primary causes. The �rst is a result of the array geometry and its interaction with

the algorithm: the straight sections of the array lacking su�cient de�nition to allow

the Procrustes transform to properly align the overlapping sub-arrays. Any curvature

in the sub array is aligned the curvature of the previous segment. This leads to the

extreme curvature of the calibrated output. The second source of error is a deviation

between the measured correlation function and a 2D isotropic noise model. The

cross correlation between elements was computed using the acquired data and a
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Figure 3.12 : A direct application of the FDMLE algorithm yields an unsatisfactory
result.

cubic spline was used to produce a continuous correlation function for 2900 Hz as

shown in Figure 3.13. 2900 Hz is included as example of a good correlation function.

Other frequency bands produced correlation functions with an even worse �t to either

the 2D or 3D isotropic assumption. This indicates that using either 2D or 3D noise

model may be fundamentally insu�cient for the experimental setup as implemented.

It is possible to improve the results by incorporating known data bout the array

shape. The array in question is comprised of four eight-element arrays where the

array elements are �xed in relationship to one another. If this knowledge can be

incorporated in the EDM by setting the distance between �xed elements to the

known distance between those elements. When this is done the result in Figure 3.14

can be obtained.

Interpreting this result is challenging. Since knowledge of the array was incorpo-

rated the number of valid, calibrated element positions was constrained to four linear
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Figure 3.13 : The measured correlation function in the experimental setup is com-
pared with the theoretical 2D and 3D isotropic correlation functions.

arrays that are "hinged" relative to one another. Thus our measure of comparison

would to compare the calculated hingeangles with the actual angles. Ideally the

experimental setup would have varied the angles between the sections. However,

this was not the case. Perhaps the strongest conclusion that can be drawn from

this experiment are that accurate interelement distance estimates are critical to the

performance of the algorithm.

3.10 Array Calibration Using Background Noise

The novel FDML-MDS technique works well in software simulation when the actual

background noise matches the assumed isotropic model. However, the in-air experi-

ment results are inconclusive. It was hoped that by spatially oversampling the array

the short baseline obtained when only two elements are used would have the e�ect of

spatially whitening the received noise. It is not clear from the real data results that

this is the case. The in-air experiment is sub-optimal and further experimentation

would require careful planning and characterization of the experimental environ-

ment. Extensions to the algorithm and suggestions for further experimentation are

discussed in Chapter 5.
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Figure 3.14 : This �gure compares the actual element positions with the calibrated
element positions whena priori knowledge about the array con�guration is included
in the EDM. Due to limitation associated with the experimental setup it is di�cult
to judge the quality of this result.
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4

Trainable Feature Extraction for Buried Threat
Detection

4.1 Introduction

Buried threats, including landmines and unexploded ordnance, account for thousands

of injuries and deaths every year [63]. One approach for threat remediation is the use

of remote sensing technologies, such as electromagnetic induction sensors (i.e., "metal

detectors"), ground penetrating radars, or infrared cameras. Using measurements

from these remote sensing technologies it is possible to identify whether a buried

threat is present in the subsurface safely from a distance, and without physical

contact with the ground. Once detected, buried threats can be either removed or

detonated in place, removing the their danger.

One of the most successful buried threat detection (BTD) modalities is the ground

penetrating radar (GPR), which has been studied extensively in recent years. GPR

operates by transmitting a radio frequency signal into the ground and then subse-

quently measuring the re
ections of this signal from material boundaries. In the

context of BTD, the GPR is comprised of an array of antennas that are mounted to
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the front of a vehicle, and which each collect A-scans at discrete locations along the

ground as the vehicle moves forward. For the purpose of detection, GPR data can

be interpreted as either a two-dimensional or three-dimensional imagery (commonly

referred to as a B-scan and C-scan, respectively). Once these images are extracted

from the raw GPR returns, they can be classi�ed as either threats (e.g. landmines)

or non-threats.

The fact that soil is non-uniform presents a challenge in processing the radar data.

Soil grain size, moisture content, mineral content and density (among other factors)

impact the propagation of radar signals through the soil. These soil parameters

can vary widely, even over relatively small areas [2]. While it is straight forward to

determine theaveragesoil conditions in an area, it is not feasible to know theexact

soil conditions at a given location.

Although it is possible to manually identify buried threats in GPR data, ideally

the process would be automated. This would reduce the need for highly trained per-

sonnel and would ensure uniform and quanti�able detection performance. Numerous

automatic BTD algorithms have been developed over the past two decades, employ-

ing a variety of techniques from statistics, signal processing, image processing, and

machine learning. The most successful modern algorithms predominantly use a two-

stage processing pipeline comprised of (1) a feature extraction step, where the GPR

data is converted into a lower dimensional feature vector, and (2) a classi�cation

step where a classi�cation algorithm predicts whether the GPR data corresponds to

a threat (or not) based upon the feature vector.

Successful algorithms using this process have been previously presented that make

use of handcrafted features coupled with standard classi�ers such as Support Vector

Machines and Random Forests [64] [10] [65]. Additionally, such an approach requires

a certain amount of inspiration on the part of a designer. For example, a hand crafted

feature that originally employed four edge detection �lters might not be obviously
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and generally extensible to using N �lters.

Like many other image recognition problems, neural networks and convolutional

neural networks (CNNs) have also been applied to the BTD problem [66] [13]. CNNs

can be challenging to implement in practice as they can be prone to over�tting [67]

and the resulting trained convolutional �lters are not readily interpretable. Such net-

works also do not make use of the expert knowledge that is inherent in a handcrafted

feature.

This work seeks to leverage the relative advantages of both CNNs and hand-

crafted features. overcome these potential shortcomings of the traditional process by

recasting a handcrafted feature as a neural network, thus allowing the feature to be

trained along with the classi�er. By recasting the feature extractor as a trainable

portion of the network, this approach provides a path to extend and improve existing

algorithms without relying on speci�c inspiration from a human designer.

Previous work explored combining a handcrafted Histogram of Oriented Gra-

dients (HOG) feature, which captures expert knowledge, with a trainable neural

network implementation [68] [69]. The HOG feature was implemented such that its

�lters and pooling regions could be trained. The architecture of the algorithm was not

expanded. That work showed an improvement in performance of the trained HOG

feature over the untrained feature, however, this improvement was modest. Later

GPR/BTD work indicated that HOG was not a competitive candidate compared to

other algorithms [10].

In this work a more sophisticated, hand crafted feature, the Spatial Edge Detector

(SED) [10], is examined in a similar framework. Like several other BTD features

(e.g. HOG [64] [68] [10], Edge Histogram Detector (EHD) [65]), SED is composed of

histograms of the output of edge detection �lters. Like the EHD feature, SED also

includes a histogram bin that counts locations lacking a strong response from any of

the �lters. Unlike most previous algorithms, SED operates on a three-dimensional
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data volume instead of a two-dimensional data slice. The SED feature extractor was

recast as a neural network, referred to as neural SED or nSED. The neural paradigm

allowed the feature itself to be trained and allowed for its extension (in terms of the

number and size of the initial �lters) without requiring a speci�c �lter design. The

objective of this e�ort are as follows:

1. Implement the SED algorithm as a neural network to allow the feature to be

trained;

2. Test the hypothesis that training the feature extractor and classi�er would

enhance performance; and

3. Test the hypothesis that extending the number of �lters and �lter size would

further enhance performance.

Unfortunately, the nSED implementation turns out to be not well suited to being

implemented in a neural framework. However, a number of architecture cues can be

taken from SED and applied to a new algorithm, dubbed a SED Inspired Convolu-

tional Network (SICN). All three approaches, SED, nSED and SICN, are applied to

the BTD problem and the results are compared.

4.2 Background

This work relies on a number of well-established techniques and algorithms, speci�-

cally, the SED feature descriptor [10] and software libraries [70] developed for training

neural networks and CNNs. Relevant background on these topics is presented below.

4.2.1 Ground Penetrating Radar for Buried Threat Detection

GPR is a common sensor used for detecting buried threats. GPR has the bene�t

of being a well-developed technology that does not rely on metal content in buried
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threats to function [71]. Wideband signals are transmitted and received by an array

of antennas. The time delay of the re
ected signals is recorded for each pulse and

comprises an A-Scan. As the radar moves in the down-track direction, multiple A-

scans are collected. Data is collected in the down-track direction due to movement

of the radar and in the cross track direction as a result of multiple antennas. The

A-scans can be aggregated into two-dimensional B-scans (oriented in either the cross-

track or down-track dimensions) or a three-dimensional C-scan. A horizontal data

slice is referred to as a T-scan. Example data from target and non-target data is

shown in Figure 4.1.

The collected data is not beamformed. This means that a detected object appears

as a paraboloid in the resulting data cube. However, due to irregularities in the soil,

unevenness of the air/ground interface, vertical vehicle motion and generally low

SNR, these paraboloids may exhibit signi�cant distortion.

4.2.2 Identifying Training Data

Experimental data used in this work was collected over a larger area (over 110,000

square meters). It is not practical to process all of this data for training a machine

learning algorithm. Including this volume of data would also severely bias the class

distribution between targets and non-targets. To avoid this, a prescreener algorithm

is used to identify locations likely to include a buried threat. For this work, a fusion

of two prescreener algorithms, F2 [72] and CCY [10], was used to winnow the full

data cube collected to a manageable set. The F2 prescreener is energy based, while

the CCY prescreener evaluates the concavity or convexity of the data to determine

whether a buried object is present.
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Figure 4.1 : GPR data from both target and non-target prescreener alarms are
shown above. Targets should appear as paraboloids (example A). Some non-targets
(example C) exhibit paraboloid structures. Some targets (example B) and non-
targets (example D) exhibit no or little paraboloid structure. These similarities
between target and non-target examples complicates the detection process. The
characteristic circular pattern of a T-scan can be seen in example A.

4.2.3 Spatial Edge Descriptor Feature For GPR/BTD

Handcrafted feature descriptors are both common and successful in the GPR/BTD

�eld [64] [10] [65]. A handcrafted feature descriptor is one where a designer creates

an algorithm that deterministically turns a GPR image (either a two-dimensional

B-scan or a three-dimensional C-scan) into a feature vector that can be the input to

a classi�er. In previous GPR work, Random Forests, Support Vector Machines and

Neural Networks have been used as classi�ers.

The Spatial Edge Descriptor (SED) algorithm for detecting buried threats with

GPR is a gradient histogram algorithm that is designed to operate on a three dimen-

sional data volume [10]. As this work looks to extend the SED algorithm, the base

algorithm will be described in some detail below.

The algorithm operates on anm � n � l data "cuby", where m is the down-track
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dimension,n is the cross-track direction andl is the time dimension. In the canonical

version of the SED algorithm, four �lter of size 3� 3� 1 are convolved with a "cuby."

Each of these four �lters is a Sobel �lter [73] rotated to 0, 45, 90 and 135 degrees,

respectively. The output of this convolution is then am � n � l � 4 data hypercube.

A �fth virtual channel is then appended to the data hypercube which will be used

to calculate the "no angle" bin in the histogram. A non max suppression is then

applied to the �ve channels of data corresponding to each voxel. Thus, if all of the

�lters have an output below the no-angle threshold, the no angle bin contains a non-

zero value. If any of the �lters produce a higher output than the no-angle threshold,

then that channel is not modi�ed while the other �lter outputs and the no-angle bin

are set to zero. The canonical implementation of SED uses a "no-angle" threshold

of 3 and that threshold is also used in this work [10]. The no-angle threshold was

not varied as a hyperparameter during training. Di�erent data sets collected with

di�erent radar hardware or under di�erent conditions might require a modi�cation

to this parameter.

After computing the per-voxel histograms, it is necessary to pool the values into

a shorter feature descriptor. This is desirable both to reduce the dimensionality and

because a potential buried threat is not guaranteed to be consistently positioned

within the data cube. The pooling operation described next is dependent on the

actual size of the data "cuby." For the resolution of the radar and size of targets

in this work, values ofm � 15, n � 15, and l � 51 are used. Nine histograms are

formed in the horizontal plane by adding all of the per-voxel histograms together in

nine 5� 5 regions. Each histogram was then averaged down the time axis producing

a 45 element feature vector. A GPR system with a di�erent resolution or di�erent

sized targets would require altered pooling regions. Figure 4.2 provides a graphical

description of this process.

Once the feature vector is computed it can be input to a machine learning algo-
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Figure 4.2 : A cartoon of the SED feature extraction process. Per-voxel histograms
are computed by convolving the input data with for Sobel �lters. These per voxel
histograms are pooled in nine regions, concatenated into a feature vector and fed to
a classi�cation algorithm.

rithm or a pretrained classi�er to determine whether the "cuby" contains a threat

or a non-threat. The original implementation of SED paired this feature descriptor

with a Support Vector Machine (SVM) classi�er (SEDSVM). An SVM is a non-linear

classi�er. However, an SVM does not provide the ability to implement a trainable

feature vector in a straight forward way. As a result, a neural network classi�er is

also used in this work with the canonical SED feature (SEDNN).

4.2.4 Neural Networks and Convolutional Neural Networks

A neural network is also a non-linear classi�er.1 Data is input into a neural network,

and a number of linear �lters are applied to the data. In the simplest case each linear

�lter is applied to all of the input data. A non-linear function is then applied to the

output of each �lter. This step is what fundamentally changes a neural network

1 Neural networks can also be used for estimation but are only used for classi�cation in this work.
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from a linear classi�er to a non-linear classi�er as layers cannot be simpli�ed into a

single linear operation. In this work, the Recti�ed Linear Unit (ReLU) is used as the

non-linear function [74]. The ReLU is used both as the non-linear function for the

neural network and in the computation of a neural network based implementation

of SED that is a focus of this work. The ReLU is de�ned as follows:

ReLU pxq �

#
x; if x ¥ 0

0; otherwise
(4.1)

A Convolutional Neural Network (CNN) is an extension of the neural network

concepts [75]. In a CNN the convolutional portion of the network forms a feature

extractor. The convolutional layers consist of small �lters that are convolved with

the entire input. The output of this convolution can be spatially pooled, if desired,

and is then fed through a non-linear function, such as the ReLU described above.

Convolutional layers can be stacked to provide a trainable, hierarchical feature ex-

tractor. This feature extractor is connected to one or more fully connected neural

network layers. These fully connected layers form the classi�er portion of a CNN.

A notional neural network and CNN are shown in Figure 4.3

Back Propagation

The weights in a neural network are trained iteratively using gradient descent meth-

ods. To use a gradient descent method in a neural network, it is important that a

gradient be able to 
ow from the �nal class determination at the end of the network

to the various weights and �lters that make up the network. This is accomplished

through a process known as back propagation.

Conceptually, back propagation is an application of the chain rule [76]. An exam-

ple of the back propagation process is adapted from [76] and is shown below. This

example is shown in terms of generic functions as the architectures explored later
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(a)

(b)

Figure 4.3 : A simple neural network (a) and CNN (b). In the CNN, convolutional
connections between the input data and the fully connected layer are color for ease
of viewing only. A practical neural network or CNN would have more layers than
what is depicted here. Each connection in the diagrams above represent a gain, a
bias and a non-linear activation function.
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in this work are novel and do not necessarily conform to standard neural network

functions. Any di�erentiable function can be substituted and as many functions as

necessary can be nested. For this example, the classi�cation output of the network

is de�ned as:

classpx; wq � f pcpx; wqq (4.2)

where x is the input data and w is a vector representing the �lter values to be

optimized. The classi�cation error is de�ned arbitrarily as:

Error � E pclasspx; wqq (4.3)

The chain rule is applied to take the derivative of the error with respect to the �lter

values:

BE
Bw

�
BE pzq

Bz
Bf pyq

By
Bcpx; wq

Bw
(4.4)

The equation can then be simpli�ed to provide an update for the weights, which in

the simplest case is the negative error derivative:

� w � �
BE
Bw

(4.5)

Network elements such as multiplication, or trigonometric functions (were such

functions to be present) have well known and have continuously de�ned derivatives.

Other specialized functions can have continuous derivatives de�ned for them. The

max px1; : : : ; xN qoperation is one such function. The derivative of the max function

is de�ned as follows:

B
Bx

max pf 1 pxq; : : : ; f N pxqq � f 1
n pxq for f n pxq � max pf 1 pxq; : : : ; f N pxqq (4.6)

where 1  k   N . The way gradients 
ow through the back propagation process,

and, in particular, the behavior of the derivative ofmax px1; : : : ; xN q, will be im-
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portant in understanding the performance of SED implemented as a neural network

(nSED) and subsequent modi�cations of the algorithm.

Regularization

Regularization refers to a suite of techniques designed to prevent a neural network

from over�tting. Over�tting occurs when the network parameters begin to �t them-

selves to noise in the training data rather than to useful features in the data. A

number of these techniques are used in this work and are introduced below.

L2 Regularization operates by adding a penalty to the error function that is

based on coe�cients of the model. [77] In the L2 regularization, this penalty is the

sum-of-squares of the model coe�cients multiplied by a constant� :

l2penalty � �
I¸

i � 1

p2
i (4.7)

wherepi are each of the I parameters in the network. The value of� is dependent on

the model being trained and the data used.� is a hyperparamter that can be varied

as needed to achieve desired results. The e�ect of the L2 regularization is to prefer

simpler models. In practice, this means that a larger model than required can be used.

If an appropriate value of� is selected, this larger network can be trained without

over�tting. This is important as it is di�cult to know a priori what size network is

appropriate. L2 regularization is applied to the fully connected layers of the nSED

and SED Inspired Convolutional Network (SICN) implementations described later.

Dropout is another regularization technique [77]. When dropout is applied, a

certain percentage of the network parameters are set to zero on each training epoch.

In this work, dropout is only applied to the fully connected layers of the network.

Early stopping is an additional technique employed to avoid over�tting [77]. In

early stopping, training is curtailed prior to the loss function on the training data
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reaching its minimum. This is done to stop training before over�tting has occurred

In this work, early stopping is applied by aggressively decrementing the learning

rate such that practical evolution of the algorithm stops rather than simply stopping

training after a speci�ed number of epochs.

4.2.5 Trainable Features for Buried Threat Detection

The popular Histogram of Oriented Gradients (HOG) [78] algorithm was adapted

for use in BTD with GPR [64]. After showing promise as a static feature HOG was

also implemented as a neural network referred to as nHOG [68]. Like SED, HOG is

a gradient histogram method. However, unlike SED, HOG uses only a vertical and

a horizontal �lter. An arctan function is used to compute the angle of the gradient

with the energy from the �lter being proportionally spread between adjacent bins in

the histogram. In the nHOG implementation the vertical and horizontal �lters were

not trained, but the boundaries between the pooling regions were trained. nHOG

does not readily lend itself to using more than two �lters. This is in contrast to SED

where the number of �lters can be increased.

It is important to note a critical di�erence between HOG/nHOG and SED. The

SED algorithm performs a non-max suppression and only considers the highest �lter

output at each location. In contrast, HOG determines theangleof an edge and builds

a histogram by splitting the �lter response proportionally between the appropriate

angle bins.

4.2.6 Canonical and Novel Algorithm Nomenclature

A number of di�erent algorithms are referenced in this section, some of which will

described in more detail in further sections. The following de�nitions are provided

to clarify the nomenclature used in this work.

� SEDSVM: Canonical SED de�ned in [10] using an SVM classi�er
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� SEDNN: The SED feature de�ned in [10] is paired with a neural network clas-

si�er. Neither the feature or the classi�er are novel but the pairing of the two

is unique.

� nSED: A neural implementation of the SED feature is paired with a neural

network classi�er. This is a novel implementation of the SED feature.

� SICN: The SED Inspired Convolutional Network feature extractor is paired

with a neural network classi�er. This is a novel algorithm that was devel-

oped leveraging knowledge gained while implementing and training the nSED

feature.

4.3 Source Data for Testing and Training

Algorithm training and evaluation was accomplished using data collected at two test

sites. One site is located in the Eastern United States and the other is located

in the Western United States. Various buried threat analogues were buried in a

variety of test lanes at each test site - seven lanes at the Western test site and six

lanes at the Eastern test site. A US Army truck mounted GPR system was used

to image all thirteen lanes. The processed radar data cube was then made available

to researchers. After applying the prescreener algorithms noted earlier this data set

contained 10,442 images of both buried threats and false alarms.

The detection threshold on the prescreener was set such that greater than 96%

of the actual targets were included in the data set used for testing and training. In

this work, the prescreener is treated as �xed system component and performance

improvements are sought by improving the discrimination algorithm applied to pre-

screener output. In this data set, 180 known targets were missed by the prescreener

algorithm. These misses are not included when computing performance for each fold

but are included in overall performance metrics. This provides a overall performance
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metric that is representative of the performance of the entire detection system. The

available data set is summarized in Table 4.1.

Each location associated with either a target or a false alarm is referred to as

a data 'cube'. This data cube extends from the surface to the maximum depth for

the experiment. The SED algorithm operates on a small portion of this data cube

referred to as a 'cuby.' For training two 'cubies' are extracted from each location

corresponding to the two highest outputs of the prescreener. For testing, 14 'cubies'

are extracted down the entire depth of the data 'cube'. This process is illustrated in

Figure 4.4.

Figure 4.4 : Training and testing data "cubies" are each extracted from a larger
C-scan that is identi�ed by a fused energy/concavity based prescreener.

4.3.1 K-fold cross validation

K-fold cross validation [77], which allows all of the data to be used for training and

testing, was used in this work. This minimizes the risk of over�tting to test data on

the theory that only changes that aregenerallyadvantageous will show a performance

increase across multiple folds. K-fold validation is necessary in this case because of

the relatively small data sample that is available. In practice, trained algorithms

should be rigorously evaluated in real world conditions prior to use regardless of the
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Table 4.1: Available training/testing data from each of seven double-lane based cross
validation folds.

Fold
Number

False
Alarms

Shallow
Targets

Total
Targets

1 1198 790 1067
2 1734 923 1027
3 1317 605 757
4 574 367 495
5 462 297 422
6 368 116 172
7 417 384 432

techniques used to avoid over�tting.

To reduce the training time (purely for practical reasons), the physical lanes were

grouped into pairs of lanes. This grouping is referred to as "double lane based cross

validation." The bene�t of using this cross validation scheme is that it more closely

simulates a real world scenario where an algorithm can be trained using data that

is similar (e.g. lanes located at the same test site) but still geographically distinct

from the physical location where the test data was collected.

4.4 Training Regimes and Network Hyperparameters

All of the neural networks in this section were developed using Tensor
ow version

1.9.0 [70]. Local training was conducted using either an NVIDIA GeForce GTX-

1070Ti card with 8 GB of memory or an NVIDIA Titan XP with 12 GB of memory.

Large grid searches were conducted using the United States Air Forces Thunder High

Performance Computing System. This system has 178 GPU nodes each containing

two NVIDIA Tesla K40M GPUs with 24 GB memory each.

Two neural networks were used as classi�ers. These network each contained two

layers with 4w and w nodes in each layer withw � 32 andw � 256. Both networks

were found to be capable of matching the SEDSVM performance. L2 regularization
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was only applied to the classi�er portion of each network (the fully connected layers).

For smaller network an L2 of .008 was found to be optimal. For the larger network

the L2 had to be increased to .01. When training SICN (discussed in more detail in

Section 4.10) it was found that a very high L2 of .1 was needed to produce acceptable

training results.

For both network sizes an initial learning rate of .008 was found to be optimal

when paired with the canonical SED feature. This learning rate was decreased by

30 percent every �ve epochs and the algorithms were trained for 100 epochs. After

100 epochs the learning rate had been decreased to the point where training had

e�ectively stopped. A much lower initial learning rate of 10� 4 was found to be

necessary when training SICN to achieve high performance results. When training

SICN, early stopping was found to be necessary to prevent over�tting. This was

accomplished by decreasing the learning rate by 99 percent every 30 epochs. Training

was stopped after 65 epochs as the learning rate was low enough that training had

e�ectively stopped.

The original SED feature used four 3� 3 �lters. SICN performance with 3, 5,

7 and 9 �lters was explored. Twenty 7� 7 �lters were found to give a signi�cant

performance increase compared to the SEDNN baseline.

Even having access to a high performance computing cluster, it was not prac-

tical to run a full grid search over all parameters. Knowledge gained on successive

rounds of experimentation was carried over to later rounds and parameter searches

were not necessarily rerun on previously established parameters at each stage of the

project. When possible each set of training parameters was run multiple times. This

was done to avoid missing a high performance set of parameters that produced an

occasional low performance result. This e�ect was seen in practice and its impact

on performance evaluation is discussed further in section 4.11.

Two other optimization choices are worth noting at this time. They are the choice
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of optimization algorithm and the choice of loss function.Adam was chosen as the

optimization algorithm and a cross-entropy loss was employed.

Adam is an adaptive optimizer that uses adaptive estimates of lower order mo-

ments to scale �rst order gradients [79].Adam was found experimentally to be more

e�ective for the purpose of training nSED and SICN than a standard Stochastic

Gradient Descent (SGD). The hyperparameter for the Adam optimization were not

tuned and the Tensor
ow defaults were used. The ability to reliably use the default

parameters without tuning is one of the noted bene�ts of theAdam optimizer.

A cross-entropy loss function was used in all of the training examples presented

here. A hinge loss was also investigated to better match the Support Vector Machine

implementation of SED that was used as a baseline [77]. Using the hinge loss was

found to increase performance on some folds but led to a decrease in overall perfor-

mance. Due to this overall performance loss the hinge loss was not used and only a

cross entropy loss was considered.

4.5 Performance Metrics

The metric used in previous work is to evaluate the Partial Area Under the Curve

(PAUC) of the Receiver Operating Characteristic Curve (ROC) of the combined

output of all seven cross validation folds. This metric provides a measure of overall

performance and guides development in the direction of methods that are generally

good for performance overall rather than being good for performance on a single

fold. A PAUC is used because false alarm performance above a certain threshold as

a function of area scanned is deemed to be unacceptable. False alarms per unit area is

a natural metric as the sampling space (physical area) is fundamentally continuous

and discrete cases for classi�cation are only available with use of a prescreening

algorithm. The prescreener setting used for this work did not identify all targets.

These missing targets (180 in all) are counted as misses when calculating overall
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performance metrics but are not included in the per-fold values given. This more

accurately re
ects the performance of the overall algorithm. An industry standard

FAR was used in this work. However, since the radar system used to gather that

data is proprietary the FAR used cannot be disclosed.

Unlike training data, where the maximum energy locations are selected, testing

is conducted over the entire data cube corresponding to prescreener alert locations.

Fourteen overlapping cubies down the depth of the data were evaluated and the

highest �ve outputs were combined. This evaluation procedure was not altered to

maintain parity with earlier work [10].

4.5.1 Spatial Augmentation

Test time spatial augmentation was also applied in some cases. The spatial augmen-

tation was performed by moving the center of each cuby to each of 25 points (a 5x5

grid surrounding the prescreener-identi�ed center point) and evaluating that output

as a threat/non-threat. The 25 locations at each depth were then averaged and the

�ve highest values were summed to provide a score for that location [10]. The cases

where spatial augmentation was used will be speci�cally highlighted when results are

presented.

4.6 Performance Baseline

To assess algorithm performance, it is necessary to have a performance baseline. The

experimental design relies on changing the classi�er (SVM to NN) and the feature

extractor (SED to nSED to SICN) and it is important to be able to determine which

change is responsible for any observed improvements in performance.

Two neural networks with di�ering numbers of neurons in the fully connected

layers (layers of 128/32 and 1024/256) were trained with the expectation of meeting

the performance of the canonical SED with an SVM classi�er. There was no expec-
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tation that simply substituting a neural network for the SVM would yield a large

performance increase. The neural network classi�ers slightly over perform the canon-

ical SEDSVM implementation (see Table 4.2. This demonstrates the importance of

establishing a baseline for the SED feature paired with a neural network. nSED (and

later SICN) need to exceed the performance of SED paired with a neural network

classi�er as this combination achieves a slightly higher performance than SED paired

with an SVM. The training parameters for these networks is given below. The larger

network was used in later experiments for nSED and SICN.

Table 4.2: Baseline classi�cation performance of a SVM and two neural networks
using SED features as inputs. Neural Network performance is given for both spatially
augmented and spatially unaugmented cases.

Fold
Number

SVM 128/32
NN

1024/256
NN

1024/256
NN

Unaug.

1 .7246 .7073 .6975 .6499
2 .7802 .8038 .8073 .7690
3 .8266 .8833 .8711 .8729
4 .8511 .8641 .8845 .8124
5 .9408 .9424 .9369 .9349
6 .8267 .8302 8288 .8362
7 .8921 .8896 .8760 .8770

Total .7845 .7883 .7884 .7676

4.7 Neural SED Implementation

Implementing the SED feature as a neural network (nSED) required some creative

use of existing Tensor
ow functions. For e�ciency and ease-of-prototyping it was

deemed expedient to implement nSED using existing Tensor
ow functions rather

than creating and compiling new functions. For this purpose the SED algorithm can

be thought of as having three parts:
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1. Convolve �lters with the three-dimensional data cuby;

2. Compute the per-voxel histogram; and

3. Pool the per-voxel histograms.

Items 1 and 3, convolution of the �lters with the three-dimensional data cuby and

pooling of the per-voxel histograms are straight forward operations within the Ten-

sor
ow framework. Constructing the per-voxel histogram was accomplished e�-

ciently by employing the built in Tensor
ow max and ReLU functions. This is not

a standard neural network operation and is unique to the gradient-histogram-as-a-

neural-network used in this work. Max pooling [77], where the maximum value of

a single �lter is chosen from a speci�ed area, is a common neural network structure

but does not consider themax operator across multiple �lters. The key to this im-

plementation is to construct a version of anargmax function that has a continuous

derivative. Since anargmax function has a discrete output it does not meet this

criteria. In the following equations,x is a vector of the �lter outputs at each voxel.

The �rst step is to concatenate the no-angle bin threshold (hard-coded as 3 in this

work):

x thresh � rx 3s (4.8)

A non-max suppression mask can then be calculated as:

nmsMask �
ReLU

�
x1 � max

�
x thresh

�
� 


�



(4.9)

where 
 is an arbitrary, small constant. Subtracting the max fromx1 sets all non-

maximal values to be less than zero. The addition of
 pulls the maximal value above

zero. TheReLU operation zeroes all of the non-maximal values and the division by


normalizes the position corresponding to the maximum value to one. The per-voxel
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histogram, h can then be calculated simply as:

h � nmsMask � x1 (4.10)

where� is an element wise multiplication. This produces an output where the max-

imum value is retained and the non-maximal values are suppressed. It is important

to note here the derivatives of the per-voxel histogram. The values of thenmsMask

are either one or zero. The derivative ofReLU px1 � max px1q� 
 q is alwayszero as

the value of this expression is always
 . This means that a back propagating signal

can only propagate through thenmsMask operator to the �lter that produced the

maximum output.

The framework above allows the SED feature to be reconstructed exactly in most

cases. The algorithm above was implemented and the output feature vectors were

compared with the baseline SED vectors and found to match exactly with the ex-

ception of a few edge cases where the outputs of di�erent �lters happened to fall

within 
 of each other. The di�erences in these cases are driven by the fact that

an argmax function only passes one of the identical values while the neural imple-

mentation allows both values to pass. It was decided not to modify the algorithm to

account for this small number of cases. These cases did not not a�ect performance

of the algorithm when evaluated against the entire data set.

4.8 Validation of Neural SED Implementation

Once the nSED implementation was complete it was necessary to validate that it

produced expected results. Since a neural network classi�er had been trained to

match the SEDSVM performance it was known that the neural network classi�er

was su�ciently large to handle the classi�cation task. As neural network classi�ers

are common the behavior of this portion of the network is not particularly interesting.

What was of interest was to understand how the newly implemented feature behaved
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during training.

Two steps were undertaken to validate the nSED implementation. The �rst

step was to initialize the �lters to the Sobel �lters and load the pretrained neural

network weights that were previously computed. The network could then be run

on all seven folds of the training data to verify that the same overall performance

values were returned. Variation in performance were noted at the per-fold level. A

training paradigm that reproduced the per-fold performance was not identi�ed. The

pretrained weights were loaded for the appropriate folds. This procedure produced

identical performance output to SEDNN implementation.

The second step that was undertaken to validate the implementation was to ran-

domly initialize �lter weights and load the pretrained weights into the fully connected

layers. The fully connected layers were not allowed to train but the �lters were al-

lowed to train. 864 cases in total were trained where each instance of trained fold

was considered as a case. Three folds (folds 2, 4 and 7) were selected for this test.

Each combination of fold and hyperparameter permutation was run three times so

that e�ect of random initialization could be observed. This left 96 hyperparameter

combinations that were tested. The L2 normalization applied to the trained �lters

(values), learning rate, and learning rate decay schedule were varied. In checking

intermediate results it was observed that the �lters were not training as expected.

Larger learning rates were tried unsuccessfully to try to avoid local minima. The hy-

pothesis was that the �lters would train to match the Sobel �lters. This hypothesis

was not con�rmed. In the course of this e�ort, three points became apparent:

1. Numerous local minima existed and the training procedure did not �nd the

global minimum. This was apparent as the training accuracy for many exper-

imental runs was found to plateau at low levels, which indicated that training

had not completed.
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2. High performance outcomes after training the �lters did not correspond with

many (or even any) of the �lters matching the Sobel �lters. This is not nec-

essarily surprising as di�cult-to-interpret intermediate results are common in

neural network applications.

3. It was not uncommon for at least one of the �lters (though never more than

two in the cases observed) to train to match the Sobel �lters.

In examining the results of these test cases it was noted that thetraining accuracy

was not achieving a consistent level. This raised concern that the optimization was

functioning as desired. Regardless of the performance on the data held out for each

fold it was expected that the nSED feature would be able to reliably �t to the

training data. Performance was noted to correlate strongly with training accuracy.

This relationship is shown in Figures 4.5, 4.6 and 4.7.

Training accuracy clearly correlates with performance. While some hyperparam-

eter combination perform better than otherswithin a fold no pattern was observed

across folds. As no patterns were found in the hyperparamters and given the generally

poor training performance overall performance across all 7 folds was not pursued.

These results were the �rst indication that the nSED implementation might not

con�rm the two primary hypotheses: higher performance with a trained feature and

insight to improve handcrafted �lter design.

Training was also conducted where both the nSED �lters and the fully connected

layers were allowed to train. To lower the computational load these experiments

were conducted using unaugmented testing. The best performance achieved was

.7427 PAUC for the nSED feature vice a baseline of .7676 for the unaugmented

SEDNN implementation. A change in the underlying algorithm was adopted and

further training of the nSED feature was not pursued. A summary of training results

obtained at this point in the development process can be found in Table 4.3.
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Figure 4.5 : Testing performance vs. training accuracy is shown for fold 2. Higher
training accuracy has a strong correlation with test performance. This suggests that
in many cases the observed low performance is being driven by failure to learn the
patterns contained in the training data rather than over�tting or a mismatch between
testing and training data.

Table 4.3: A summary of observed maximum training performance is presented.
nSED training was conducted using unaugmented testing. Due to poor performance
training individual folds using nSED with �xed fully connected layers an investigation
of overall performance using this paradigm was not conducted.

Network Type Max Observed Performance
(PAUC)

SEDSVM .7845
SEDNN .7884

SEDNN Unaug .7676
nSED (Fixed FC Layers) NA

nSED .7427

Two sets of example �lters are shown in Figure 4.8. Both examples are taken

from Fold 7 and match the performance obtained when Sobel �lters are used. The

horizontal �lter can be seen in both examples. A vertical-like �lter can be seen in
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Figure 4.6 : Testing performance vs. training accuracy is shown for fold 4. Higher
training accuracy has a strong correlation with test performance. This suggests that
in many cases the observed low performance is being driven by failure to learn the
patterns contained in the training data rather than over�tting or a mismatch between
testing and training data.

example (b) but is clearly not present in example (a). The diagonal �lters are not

well represented. An attempt was made to compare the trained �lters with the Sobel

�lters using a dot product as a measure of success. No obvious cuto� to de�ne success

was found and only a small fraction of cases (3 of 864) had two or more �lters that

trained to closely match the Sobel �lters using this metric. The Sobel �lters are

depicted in the bottom row for comparison.

4.9 Training the Neural SED Algorithm

After experimentally determining that training the nSED feature alone would be

extremely di�cult or impossible a second training paradigm was investigated. Under

this scheme both the nSED feature and fully connected neural network layers were

allowed to train simultaneously. A plot of per-fold training accuracy for the highest
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Figure 4.7 : Testing performance vs. training accuracy is shown for folds 7. Higher
training accuracy has a strong correlation with test performance. This suggests that
in many cases the observed low performance is being driven by failure to learn the
patterns contained in the training data rather than over�tting or a mismatch between
testing and training data.

achieving nSED network is shown in Figure 4.9. A plot of the training accuracy

achieved using later network designs on the same scale is shown for comparison.

While the training accuracy for each fold is not identical in the later models it is much

more tightly clustered than the training accuracy seen for nSED. This suggests even

when the fully connected layers can be unlocked the combination of nSED feature

and neural network classi�er cannot produce a reliable �t to the training data. It

should be noted that because of the k-fold cross validation scheme the training data

used for each fold is highly similar.

4.10 SED Inspired Convolutional Network

Despite the trainable nSED algorithm not leading to immediate success in terms of

improved detection performance, the framework still led to additional insights and
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Figure 4.8 : The �lters from two training runs are shown along with the reference
Sobel �lters. Sobel like �lters can be seen in training examples (a) and (b), however,
the similarities are weak. Both examples achieved similar performance when used
with pretrained fully-connected layers.

an eventual improvement in detection performance for the BTD/GPR problem. To

achieve this improvement a number of modi�cations to the algorithm were needed.

This modi�ed version of the initial nSED algorithm, described below, will be referred

to as the SED Inspired Convolutional Network (SICN).

The architecture of this algorithm closely follows that of nSED but with some

signi�cant di�erences. Speci�cally, the new network removes the non-max suppres-

sion and expands the number of �lters and the �lter size. The SICN is not simply a

CNN applied to a three-dimensional data cuby. Instead, it borrows three important

features from SED and nSED:

1. The �lters are normalized during training. This was a critical feature when a

histogram was being constructed, but it was found to also be signi�cant during

training of the non-histogram based network as well.

92



(a) Training accuracy for the nSED feature
with the fully connected layers unlocked.

(b) Training accuracy for the more advanced
SICN feature.

Figure 4.9 : The di�erence in training accuracy is compared between nSED and a
more sophisticated feature, SICN, described in Section 4.10. While there is a di�er-
ence in the absolute level of the training accuracy, the more interesting observation
is that the network using the nSED feature does not reliably train to a high level as
does the more advanced feature.
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2. SICN also uses the within-time-slice summation pooling that is a characteristic

of SED.

3. Finally, SICN uses the across-time-slice average pooling that is characteristic

of SED.

4.10.1 Removal of non-Max Suppression and Leaky non-Max Suppression

The �rst modi�cation to nSED that yielded a signi�cant performance increase in

ad hoc testing was to remove the non-max suppression inherent in the SED algo-

rithm. This irrevocably changes the algorithm in two ways. The �rst is that the

histogram now contains information fromall �lters at all voxel locations. In the

speci�c implementation used in this work, this change also rendered the "no-angle"

bin inoperable.

This result is, perhaps, not surprising as only the �lter weights associated with

the max �lter output are updated updated in each branch of the network. Thus,

�lter updates are calculated on aper �lter basis rather than jointly. Removing the

non-max suppression allows the �lter updates to be calculated jointly. This implies

that a non-max suppressed histogram feature, like nSED, may be fundamentally

ill-suited to being implemented as a neural network.

An attempt was made to bridge the gap between the original nSED implemen-

tation with a non-max suppression and removal of the non-max suppression. This

approach was dubbed "leaky non-max suppression." The approach is described be-

low:

lnms �
nmsMaskpx1q � �

1 � �
(4.11)

This approach showed initial promise inad hoc testing on single folds during

development but, unfortunately, did not yield performance gains in later, more rig-
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orous testing. When compared to simply removing the non-max suppression, the

leaky non-max suppression performed worse in the cases of the most interest. Leaky

non-max suppression provided some small performance gains over simply removing

the non-max suppression when a small number of �lters (e.g. 5) were used of a small

size (e.g. 3� 3). These positive results dissipated with larger numbers of �lters and

larger �lter sizes and inclusion of the leaky non-max suppression was actually detri-

mental in these higher-performing cases. A summary of these results can be seen in

Table 4.4. Based on these results the leaky non-max suppression was not used in

future tests.

Table 4.4: The results of disabling non-max suppression and using a leaky non-max
suppression are shown. In the case with a smaller number of �lters (5) the leaky
non-max suppression provided a bene�t. However, in the higher performing cases
leaky non-max suppression was not bene�cial. As enabling the non-max suppression
was already shown to be detrimental to performance this case was not run for the
later two networks.

Number of
Filters

NMS On Leaky NMS NMS O�

5 .7288 .7581 0.7542
7 NA .7507 .7657
8 NA .7612 .7673

4.10.2 Expanded Number of Filters and Increased Filter Size

Perhaps the most obvious extensions to SED are to vary the number of �lters and

the size of the �lters. In fact, this is one of the desired outcomes that motivated

the neural implementation. Designing a small number of 3x3 �lters by hand is a

reasonable undertaking. Designing a larger number of �lters by hand (for example,

20 or more) is a more di�cult challenge, especially if the �lter size is increased. The

SICN architecture achieves an increase in performance bytraining �lters instead of

designing them by hand.
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4.11 SED Inspired Convolutional Network Performance

To limit the number of hyperparameters is subsequent experiments a small trial was

performed to determine regularization parameters for the fully connected layers. Two

con�guration were considered. The �rst consisted of applying on an L2 normalization

of .01. The second option consisted of applying an L2 of .01 and dropout equal to 0.3.

Over eight trials the dropout + higher L2 had an average PAUC of .7598 compared

to .7496 for the lower L2 value alone. These regularization parameters were adopted

for all future experiments. This procedure is not ideal. However, given that a true

validation data set is not available, the concern would be that parameters are too

�nely tuned rather than not being optimally tuned.

Three hyperparameters were varied in the next set of experiments: number of

�lters (3,4,5,6,7,8,10,12,16), initial learning rate (.001, .0005, .0001), and four learn-

ing rate schedules. The learning rate schedules included a decrement factor and

number of training epochs after which the learning rate was decreased. Learning

rate schedules with decrement rates of .5 and .7 and decrement steps of 5, and 10.

High performance networks were found with all of the learning rate schedules. The

�lter size for these experiments was still �xed at 3� 3. A performance trend can be

seen in Figure 4.10 toward 10 �lters and a low learning rate. Three trials of each

hyperparameter combination were conducted and averaged.

The maximum performance achieved in this experiment was an average PAUC of

.7759 over three trials. This is a level above the unaugmented SEDNN baseline but

does not achieve the objective of improving performance above the augmented SED

level.

A learning rate of .0001 is quite small. Prior experimentation showed that a

learning rate lower than 1e-6 e�ectively stops training. Small scale experimentation

indicated that a lower initial learning rate might require additional training epochs
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Figure 4.10 : The performance output of the experiment is displayed graphically.
10 �lters with a low learning rate produces consistent results with most learning rate
schedules. The learning rate schedule above are (decrement rate/decrement step):
A=[.5/10], B=[.7/10], C=[.5/5] and D=[.7/5].
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to fully converge and a decision was made not to pursue decreasing the learning rate

further. The ideal number of �lters, given the current con�guration appeared to be

10. Note that the �lter size has not been increased and each �lter is still 3� 3.

5 and 7 �lter sizes were then investigated. These �lters brought with them in-

creased performance. However, it was noted that in almost all cases the network

was overtraining. It was observed that on nearly every fold the maximum value in

the performance curve was non-trivially higher than the �nal value. This challenge

was addressed by changing the learning schedule to be signi�cantly more aggressive.

Instead of gradually decrementing the learning rate the network was allowed to train

at the initial learning rate of .0001. After 30 training epochs the rate was lowered

signi�cantly (by .1 and later .01). The network was then allowed to train for an

additional 30 epochs. In comparing between a decrement rate of .1 and .01 there

was little di�erence in performance for the 5� 5 �lters. The 7 � 7 �lter however, saw

a performance boost. The results of this experiment are shown in Table 4.5.

Table 4.5: The results of implementing a severe learning rate schedule are shown.
The resulting performance improvement is most pronounced for the 7� 7 �lters. All
of the cases were run with 16 �lters.

Filter Size Decrement Rate Decrement Step Performance
5 � 5 0.7 10 .7835
5 � 5 0.1 30 .7854
5 � 5 .01 30 .7848
7 � 7 0.7 10 .7821
7 � 7 0.1 30 .7850
7 � 7 .01 30 .7930

A further experiment was conducted to �ne tune the number of �lters was also

varied. The number of �lters was varied to include 12, 16, 20 and 25 �lters in a sizes

of 5 � 5 and 7� 7. Twenty four trials were run, three trials for each hyperparam-

eter combination. The aggressive learning rate schedule discussed above was used.

Twenty �lters with a 7 � 7 �lters size was found to yield the highest performance.
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This trial is summarized below in Table 4.6.

Table 4.6: Final experimental results are presented here. The highest performing
3-run average and the highest individual trial are highlighted in bold.

Filter Size Number of
Filters

Average
Performance

Max
Performance

5 � 5 12 .7853 .7911
5 � 5 16 .7848 .7882
5 � 5 20 .7914 .7922
5 � 5 25 .7872 .7905
7 � 7 12 .7873 .7878
7 � 7 16 .7903 .7921
7 � 7 20 .7917 .7960
7 � 7 25 .7904 .7940

As the highest performing network used 7� 7 �lters it was necessary to brie
y

investigate whether a larger �lter would yield an even higher performance. Only

the �lter size was changed and three additional training runs were conducted. The

average PAUC achieved in this experiment was .7878, well below the highest per-

formance achieved using a 7� 7 �lter. Given this signi�cant performance decrease,

further experimentation with 9 � 9 �lters was not pursued.

Using the expanded SICN the following parameters were found to yield high

performing networks when trained:

1. The L2 regularization on the fully connected layers had to be increased to 0.1,

which is quite high;

2. A dropout of 0.3 was used on the fully connected layers;

3. 7x7 �lters (a signi�cant increase in the �lter size compared to the original SED

implementation);

4. 20 Filters (a signi�cant increase from the four �lters used in the original SED

implementation); and
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Figure 4.11 : The ROC of a high performing SICN Network C is shown compared
to SEDSVM and the SEDNN features paired with a neural network classi�er. The
SICN network clearly outperforms the other two networks. For comparison gprHOG
and EHD results from [10] are included. The SEDSVM results presented here match
those from [10].

5. Early stopping was applied as described previously.

Table 4.7: Performance results from three instantiations of high performing SICN
trained with experimentally determined hyper parameters. The overall performance
is obtained by generating an ROC using the con�dence outputs from all 7 of the
cross-validation folds.

Fold
Number

Network
A

Network
B

Network
C

And
Fusion

1 .6953 .6364 .7011 .6882
2 .7795 .8007 .8037 .8042
3 .8710 .8817 .8690 .8908
4 .8472 .8474 .8510 .8558
5 .9489 .9441 .9440 .9479
6 .8080 .7908 .8104 .8116
7 .9300 .9271 .9233 .9288

Overall .7940 .7851 .7960 .7983
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With these parameters, it is is clear that SICN outperforms SEDSVM and SEDNN.

Figure 4.11 demonstrates this clear over performance. The SICN algorithm was

trained three times to ensure that any single result was not overly in
uenced by

the random network initialization. The data from Table 4.7 indicates that the low

performance on network B was driven by the low performance on fold 1. This fold is

the most di�cult to train and also the second most numerous which gives it outsize

in
uence when the con�dences from all of the test folds are combined into a single

ROC. However, the fusion results (using a simple AND fusion) outperforms any of

the individual instantiations. This indicates that the ultimate classi�er can be made

robust even if one of the constituent networks trains to a lower than desired level.

Analyzing the individual trained �lters from the three instantiations provide some

interesting insights. Fold 7 was examined from each instantiation as this is the

smallest fold and allows the largest amount of training data to be used to produce the

�lters (see Figures 4.12, 4.13 and 4.14). Across all three instantiations it is possible

to observe �lters that exhibit arc-like tendencies. These tendencies are particularly

pronounced in the following locations:

1. Network A in �lters 9, 15 and possibly 12;

2. Network B in �lter 2, 4, 6, 8 and 15; and

3. Network C in �lters 2, 3, 4, 15 and 20.

This is an intuitive and theoretically reasonable result as the ideal target shape in

the data cube is a parabaloid. The �lters are applied against constant time slices of

the data cube which would intersect the parabaloid to produce a circular feature. Of

particular note, these arc-like features appear at a scale that is signi�cantly larger

than what would be captured by a 3x3 �lter. It is, however, di�cult to quantify

this observation and its implications for future feature design would need to be ex-
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Figure 4.12 : Filters from Network A, fold 7. Arc-like features can be seen in �lters
9, 15 and possibly 12.

perimentally examined. The presence of visibly interpretable features in the trained

�lters opens the possibility that multi-scale arc-based �lters applied in a SED/SICN

pooling paradigm may be a viable future research option.

4.12 Conclusions

The results reported here demonstrate that higher performance can be achieved with

SICN than can be achieved with SEDSVM or SEDNN. This improved performance
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Figure 4.13 : Filters from Network B, fold 7. Arc-like features can be seed in �lters
2, 4, 6, 8 and 15.

can be achieved without the need for test time augmentation and indeed test aug-

mentation does not improve the function of the algorithm. This suggests that the

SICN algorithm is invariant to small spatial perturbations when compared to SED.

While the original research hypothesis was that a trainable version of SED (nSED)

would improve on SED's performance was not born out, the resulting SICN algo-

rithm relies on architectural features originally developed for SED. In particular, the

average pooling structure and �lter normalization are architecture choices that di�er
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