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Abstract

Recent advancements in Deep Learning (DL) hardware target the training and infer-

ence of static DL models, thus simultaneously achieving high runtime performance

and efficiency. However, dynamic DL models are seen as the next step in further

pushing the accuracy-performance tradeoff of DL inference and training in our favor;

by reshaping the model’s parameters or structure based on the input, dynamic DL

models have the potential to boost accuracy while introducing marginal computation

cost. As the field of DL progresses towards dynamic models, much of the advance-

ments in DL accelerator design are eclipsed by data movement-related bottlenecks

introduced by unpredictable memory access patterns and computation flow. Addi-

tionally, designing hardware for every niche task is inefficient due to the high cost

of developing new hardware. Therefore, we must carefully design DL hardware and

software stack to support future, dynamic DL models by emphasizing flexibility and

generality without sacrificing end-to-end performance and efficiency.

This dissertation targets algorithmic-, hardware-, and software-level optimizations

to optimize DL systems. Starting from the algorithm level, the robust nature of

DNNs is exploited to reduce computational and data movement demand. At the

hardware level, dynamic hardware mechanisms are investigated to better serve a

broad range of impactful future DL workloads. At the software level, statistical

patterns of dynamic models are leveraged to enhance the performance of offline and

online scheduling strategies. Success of this research is measured by considering all

key metrics associated with DL and DL acceleration: inference latency and accuracy,

training throughput, peak memory occupancy, area efficiency, and energy efficiency.
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Chapter 1

Introduction

When one thinks of the building blocks of intelligence, several theories from the

realms of Psychology, Neuroscience, and even Philosophy may come to mind. One

well regarded concept from Psychology is Relational Frame Theory [5], which claims

that the primary building block of cognition is the capacity to relate objects and

concepts along different dimensions and with varying strengths. For several decades,

it is this capacity that the field of artificial intelligence (AI) and, specifically Deep

Learning (DL), has made strides to accomplish. From AI’s nascency, researchers

tracked the field’s progress using basic tasks such as relating images of handwritten

digits to conceptual numbers [6]. However, intelligence spans more than just object

identification; it also includes high-order concepts like content generation, decision

making, and planning, all of which rely on establishing high dimensional relational

webs across concepts and ideas.

Deep Neural Networks (DNN) play an important role at the forefront of mod-

ern AI due to their potential for high task accuracy, immense flexibility, and scal-

ability. Among these characteristics, scalability is proven to be especially valuable.

Researchers at OpenAI discovered that as the number of model parameters increase

exponentially, DNNs exhibit emergent behavior [7]; such behavior goes beyond merely

improving task accuracy, but rather introduces entirely new capabilities and applica-

tions in the AI domain. Alongside the conventional visual applications such as object

detection [8], image segmentation [9], and human motion recognition [10], DNN scal-

ing laws introduce capacities for text [11], image [12], and speech generation [13].

Unfortunately, continual expansion of model parameter and computational de-
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mands is unsustainable and will most certainly reach an upper bound, limited by

power consumption or raw computational capacity. To address these limitations, a

holistic approach spanning algorithm, hardware, and software sub-fields is paramount.

1.1 Key Terminology and Acronyms

To avoid ambiguity with the content of this dissertation, all key terminology and

acronyms are reviewed in this section and summarized in Table 1.1. DNNs are com-

prised of various types of layers, each implementing one or more operators. Lin-

ear operators form the bulk of DNN computation, measured in either multiply-and-

accumulates (MAC) or floating-point operations (FLOPs). Popular linear DNN

operators include convolutional, fully-connected (FC), and general matrix multiply

(GEMM). There are also many nonlinear operators that either reshape (e.g., pool,

concatenate, shuffle) or introduce nonlinear transformations (e.g., activation, nor-

malization, dropout) to individual feature maps in the model. Because the size and

overall FLOPs of nonlinear operators are significantly smaller than those of linear

operators, most recent DNN acceleration research are concerned with optimizing lin-

ear operators. Convolution and FC operators execute on input feature maps (IFM)

and filters to generate output feature maps (OFM). Individual elements within the

IFMs and OFMs are called activations, while individual elements within the filters are

called weights. IFMs have the dimensions [B;C;H;W ], corresponding to the number

of batches B, input channels C, height H, and width W . Filters have the dimensions

[K;C;R; S], where K is the number of filters (i.e., output channels) and R and S are

the height and width of the filters. OFMs have the dimensions [B;K; P;Q], where P

and Q are the height and width of the OFM. FC operators can be seen as a special

case of convolution with unit spatial dimensions, i.e., H = W = P = Q = R = S = 1;
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this leaves only the channel and batch dimensions to define the shape of the FC oper-

ator. Other special parameters for convolution include stride, padding, and dilation,

all of which must be accounted for to infer the shape of a given operator’s OFMs.

1.2 Structure of this Dissertation

The upcoming Chapter 2 covers the recent and future methods for improving DNN

capacity while reducing footprint. Starting with the conventional methods, we dis-

cuss DNN model compression and compaction, as well as a novel technique that

considers data flow in the compression to embed global sparsity pattern information

onto local sub-tensors. Next, dynamic DNNs (DyNN) are introduced alongside their

opportunities and challenges. Due to the wide range of DyNNs, we limit the scope

to sample- and spatial-wise DyNNs as they provide more interesting opportunities

for algorithmic and hardware optimizations. We then discuss the software-level opti-

mization of one such DyNN, the Deformable Convolution. In Chapter 3, we discuss

the design of hardware and software to better fit future DL workloads. Starting with

application-specific platforms, we cover custom mechanisms that exploit DNN spar-

sity and parameter redundancy in two different approaches that obtain at least one

order of magnitude performance and efficiency improvements. Then, looking towards

general-purpose platforms, we discuss how significant performance of existing hard-

ware can be left on the table, and how it can be recovered with clever scheduling

methodology. The paper is then concluded with lessons learned from each major

section.
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Table 1.1: Important terms and quantities.

Relevant
Term Description

Sections

All DNN Deep Neural Network model.
DyNN Dynamic Neural Network model.
CNN Convolutional Neural Network Model.
MSH Model Serves Hardware. DyNN that sacri�ces accuracy for improved runtime.
HSM Hardware Serves Model. DyNN that exhibits irregular compute 
ow for improved accuracy.
(I-)GEMM (Implicit) General matrix multiply. IGEMM transforms convolution operator into GEMM.
FC Fully-connected layer.
MAC, FLOP Number of multiply-and-accumulate or 
oating-point operation. Computation cost.
OI Operational Intensity. Ratio of FLOP-per-byte of the operands.
Sparsity Ratio of zero-valued to nonzero elements in a speci�ed tensor.
IFM, OFM Input Feature Map. Output Feature Map.
Filter Row Collection of weights spanning all �lters, sharing the same coordinate.
Chunk Collection of �lters. Often related to hardware dimensions.
im2col Image-to-column, a.k.a. unrolling. Pre-process IFM data for IGEMM execution.
GPGPU General Purpose Graphics Processing Unit.
SIMD Single-instruction-multiple-data. Refers to the execution unit.
PE Processing Element. Computation unit that executes one or more MACs per cycle.
NoC Network-on-chip. Interconnect(s) among on-chip memory and PEs.
GLB Global Bu�er. On-chip memory accessible by all PEs via NoC.
OS, IS, WS, RS Output-, Input-, Weight-, and Row-Stationary Data
ow.
Pass A mapping of workload sub-tensors to the hardware.
B Batch size.
C Number of input channels.
K Number of output channels (and �lters).
H, W Height and width of IFM.
R, S Height and width of �lter.
P , Q Height and width of OFM.
arrh, arrw PE array height and width.

2.2 CSP (-A,-H) Cascading Structured Pruning. CSP-A, CSP-H are algorithm and hardware.
3.2 Cascade Collection of �lters spanning chunk n to the last chunk.

RegBin Register Bin.
IR Intermediate Partial Sum Register.
M Number of weights in a �lter. M = C �R� S
T Group of non-zero �lter rows.
B Number of RegBins per PE

2.4 Logical Controller Operator that controls a DyNN’s input-dependent mechanism.
DCN Deformable Convolutional Network.
BLI Bilinear Interpolation.
SM Streaming Multiprocessor.
DOT Dot-product.
WMMA Warp-level Matrix-Multiply-Accumulate
IB In-boundary o�sets.
OOB Out-of-boundary o�sets.
I-OOB Invalid-out-of-boundary o�sets.
Ht, Wt Tile height and width.
TPad Tile Padding. Similar to halo regions in stencil computation.

3.3 IntFM Intermediate Feature Map.
SKC Shared Kernels Convolution.
WA Weighted Accumulation.
PE-SA Processing Element Sub-Array. Multiple PE-SAs form a full PE array.
KR, AR Kernel Reuse and Activation Reuse blocks.
d Number of basis Kernels.
arrw;min PE Array Minimum Width.

3.5 WSE Wafer Scale Engine.
VT Virtual Tile. Represents sub-tensor of output space.
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Chapter 2

On the E�ciency and Capacity of Deep

Neural Networks

DNNs’ modular, layer-wise structure make it easy to scale model size to accommo-

date for growing workload complexity. High accuracy on such workloads is accommo-

dated by a model’s capacity for embedding learned information. However, a serious

consequence of this scalable design is higher capacity models have historically been

achieved by making them exponentially larger, resulting in exponential growth in

compute cost and size over the recent decade. Figure 2.1 shows the leaderboard of

the ImageNet classification challenge [14, 15] up to the time of writing. As shown,

top-5 accuracy on ImageNet has reached impressive levels of up to 99:0%, surpassing

even the human baseline of 94:9% [16]. However, achieving this accuracy has required

an overwhelming compute cost of up to 585GFLOPs per inference. To put this into

perspective, the equivalent GEMM operation would involve two square input matri-

ces with 44 billion elements each, occupying more than 264GB of memory assuming

FP16 precision.

TO
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Figure 2.1: DNN model scaling. Taken from ImageNet Leaderboard [15]
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To combat these growing compute and space demands, two major avenues are in

active exploration: model compression and the introduction of dynamic mechanisms.

On one hand, model compression attempts to identify and remove redundant or

insigni�cant FLOPs and parameters; this avenue reduces the overall compute cost of

a model at the expense of negligible accuracy loss. On the other hand, introducing

dynamic mechanisms to DNNs increases the capacity of such models by recon�guring

based on the input; this avenue introduces negligible compute cost to the model in

exchange for signi�cant accuracy gains. This chapter explores both avenues, alongside

their most prevalent strengths and drawbacks.

2.1 Loss-Preserving Algorithmic Modi�cations

A signi�cant advancement in DNN model design is the observation that DNN param-

eters contain redundant values and therefore result in in
ated computation demand.

One of the earliest works to explore this phenomenon, Optimal Brain Damage [17]

observes that DNNs with too many parameters relative to their designated workload

have a tendency to over�t to training data, weakening the generalizability of the mod-

els. Although modern workloads and training methodologies [18] have mostly miti-

gated the over�tting problem, the fact still remains that DNNs are over-parameterized

and can achieve identical accuracy with signi�cantly smaller footprint. The history

of model compression and compact design is rich. From targeting the precision of

individual weights to placing sweeping constraints on the over-arching structure of

the model, many of these techniques are orthogonal and are regularly used in tandem

to achieve approximately 200� smaller models. To fully appreciate the novelty and

e�cacy of the proposed compression methodologies, we will �rst discuss their history.
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Model Pruning. To reduce the computation and storage costs of DNN inference

and training, modern model compression frameworks can incorporateunstructured

pruning [19]. Coupled with zero-skipping DNN accelerators like NullHop [20], model

pruning can result in performance and energy e�ciency gains proportional to the

sparsity rate by removing the related computations and data transfers. Weight prun-

ing removes weights that are not expected to have a signi�cant contribution to model

performance; one way this is done is by comparing the absolute value of each weight

to the average magnitude of weights in the �lters. Unstructured pruning results

in randomized placement of zero-valued weights, which is hard to exploit e�ciently

in hardware. Consequently, DNN algorithms must consider their relevant hardware

platforms to better translate theoretical computation reductions to real-time speedup.

To better match the hardware, many recent schemes usestructured pruning. Instead

of removing weights individually, structured pruning eliminates whole �lters, input

channels or even a whole layer in a DNN model. This method will not break the data

locality of the weights. Thus, the compression directly bene�ts inference e�ciency

without any modi�cations to the software or hardware. Various methods are used

to identify unimportant �lters. The most popular technique in structural pruning

is �lter pruning, which removes entire output channels of a given layer as well as

corresponding input channels of the subsequent layer. The key step in channel prun-

ing is to rank the �lters by their contribution in the operation. Group LASSO [21],

which uses thel-1 norm of all the l-2 norm of �lters as the penalty term, is used

to implicitly push the unimportant �lters to zero. Also, the norm [22], geometric

median [23] and other metrics [24, 25] of the �lters have been adopted as the impor-

tance measurement to explicitly identify the unimportant �lters. A major downside

of full structured pruning is that it is often di�cult to prune along entire dimensions

without impacting weights that have signi�cant impact on the operation, leading to
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accuracy degradation or poor sparsity. Therefore, the e�ective form of model prun-

ing is currently �ne-grained structured pruning. Speci�cally, sub-tensors are pruned

along speci�ed dimensions that directly match with hardware dimension characteris-

tics, such as PE array height and width or SIMD width.NM -sparsity [26], adopted

by Nvidia's software stack, prunesN out of every M consecutive weights along a

user-de�ned dimension; this technique provides the 
exibility of unstructured prun-

ing along with the predictable sparsity pattern that comes from structured pruning.

Quantization. DNN training typically necessitates high precision data format to

prevent vanishing gradients [27]. However, DNN inference is shown to be robust

to noise induced by low precision activations and weights, particularly because ac-

tivations and weights tend to fall within a normal distribution as a consequence of

loss regularization [19]. By substituting tensor values with a low precision quantized

format (coupled with a function, scale, and bias), the overall memory footprint and

bit-level computation cost of a DNN can be reduced signi�cantly. Quantization can

be done deterministically or stochastically, target weights, activations, or gradients,

and are applied across various tensor dimensions [28]. There are also non-uniform

quantization techniques that maximize bit-level space savings while balancing ac-

curacy loss [29]. In general, the most common format for modern DNN inference

is INT8, o�ering a sweet-spot in model �delity and data size, alongside simplifying

hardware design by being a power-of-2.

Compact Layers. A common strategy to reduce the computational demand of

convolution operators is to collapse certain dimension of their �lters. For example,

depthwise convolution [30] removes the input and output channel dimensions of �l-

ters, decreasing both the total number of partial products per �lter and the number

of �lters. A pointwise convolution layer is then implemented to recover inter-channel
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association of the IFMs. Pointwise convolution removes the height and width di-

mensions of �lters, which also incur much less computations (i.e., partial products)

than non-unit shaped �lters. An additional bene�t of pointwise convolution is that

it removes spatial reuse of the IFM, removing the need for complex image-to-column

(im2col) operator that results in the approximately R � S in
ation factor for on-

chip activation data. Grouped convolution [31] expands depthwise convolution to a

speci�ed number of channels and �lters. ResNet's [32] bottleneck layers limit the

channel dimension of subsequent convolution layers. Another recent compact struc-

ture is the shift convolution [33], which emulates depthwise-separable convolutions

by transforming costly multiplications into cheap shift operations.

Filter Decomposition. The computationally expensive convolution operator can

be mathematically approximated and simpli�ed by expressing its tensors in a de-

composed format. All the weights in the same layer can be organized into a weight

matrix by combining certain dimensions. Based on the redundancies of the DNN

parameters, it is reasonable to assume that the weight matrix is low-rank and can be

well-approximated by the multiplication of two small matrices. For example, these

matrices can be obtained by conducting singular value decomposition (SVD) to the

original matrix and selecting dominating eigenvectors based on the singular values.

As done in PENNI [34], low-Rank approximation takes part of the eigenvectors (usu-

ally the ones with larger eigenvalue), reshapes them into small 2-D basis kernels,

and express the approximation by the linear combination of the remaining �lters.

Speci�cally, the 
attened tensor F 0 has the shape ofCK � RS and the approximated

weight tensor �F is expressed by�F = MW , where M 2 RKC � d is the coe�cient

matrix, W 2 Rd� RS represents the basis kernels, andd denotes the number of eign-

vectors selected. In other words, SVD is applied to a CNN's 3-D �lters to produce

a few 2-D basis kernels whose resulting intermediate feature maps (IntFM) can be
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linearly combined to recompose the original �lters. With this decomposed format,

the convolution operation can now be computed in two stages: Shared Kernels Con-

volution (SKC) and Weighted Accumulation (WA). In the �rst stage, SKC, each IFM

is convolved withd base kernels and producesCd IntFMs. In the second stage, WA,

these IntFMs are then accumulated with di�erent coe�cient vectors to produce the

OFMs. Since the computation of the second stage can be converted into vector-scalar

multiplication, the sparsity in the coe�cient matrix can be easily utilized after ap-

plying weight pruning. With this convolution decomposition scheme, theo-th OFM

is computed as

IntFM i;j = IFM i � Wj ; (2.1)

OFM o =
CX

i =1

dX

j =1

M 0
(i � d+ j;o ) � IntFM i;j ; (2.2)

where� denotes the 2-D convolution operation,Wj is the j -th basis kernel,M 0 is the

is the reshaped coe�cient matrix with the shape ofCd � K . PENNI signi�cantly

reduces the number of FLOPS for a given inference and uni�es many �lter types

to being either depthwise or pointwise; this reduces the number of layer types that

hardware must support, exposing opportunities to reduce complexity and improve the

hardware's e�ciency. However, the stark contrast in dimensional constraint between

its two stages poses an interesting challenge for maintaining high utilization.
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2.2 Cascading Structured Pruning [1]

Up to this point, compression and compaction works have focused solely on reducing

a model's size and computation cost as a �rst-order objective. However, the real

motivation behind these techniques almost always lies in maximizing inference and

training throughput, minimizing inference latency, and maximizing energy e�ciency.

Unfortunately, a DNN's throughput, latency, and energy e�ciency are merelyindi-

rectly in
uenced by model size and computation cost. Nevertheless, cleverly designing

the model compression scheme can strengthen the translation from theoretical model

savings to real-world gains. For example, structured pruning can more directly in
u-

ence inference latency by removing entire tensor structures that would otherwise be

fetched into local memory and executed. Applying structured pruning at the �nest

granularity of execution within a PE often yields the best speedup-accuracy trade-o�;

this is made possible by providing the PEs with full context oflocal pruned weights

in the form of bit-masks or pointers. But, caching of local data must still deal with

irregular access patterns, hampering potential energy e�ciency gains. What if we

take this concept one step further by implicitly providing PEsglobal context of the

pruned weight patterns using information provided by local sub-tensors?

2.2.1 Motivation

Although convolutional �lters have a relatively lower number of weights, they in-

cur a large amount of activation data reuse, causing activation data movement to

dominate energy cost. As shown in MAESTRO [35], the bulk of on-chip and o�-

chip energy consumption comes from data movement and large on-chip bu�ers (i.e.

> 90%). In fact, most of this energy cost comes from PEs re-fetching activation

data from on-chip and o�-chip bu�ers, shown in Figure 2.2. The large on-chip bu�er
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Figure 2.2 : Data movement energy on ResNet-50. (Top) Layer-wise. (Bottom)
Unique vs. re-fetched data.

characteristic is especially true with 2-way, unstructured sparse accelerators, such as

Cambricon-S [36] and SparTen [37], that rely on complex sparse-skipping logic to

search and squeeze all ine�ectual activations stored in the bu�ers. The unstructured

sparse activation data targeted by these accelerators leads toirregular access patterns

of input feature maps, which limits reuse opportunities across the parallel PEs. The

underlying reason for these ine�cient access patterns is simple { although a given

intersect of the sparse computation is pruned, subsequent computations may still

involve the intersect, generating irregularity between subsequent passes { i.e., map-

pings of sub-tensors to the hardware. This motivates us to propose a new pruning

method called Cascading Structured Pruning Algorithm (CSP-A ). Under CSP-A,

pruned intersections pertaining to a speci�c activation are maintained for subsequent

�lters, thus implicitly providing global context of the full tensor's pruning pattern.
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Figure 2.3 : Cascading Structured Pruning. Sub-row example in yellow.

2.2.2 Algorithm Overview

In this section, we give the formulation as well as the intuition of CSP-A. When

processing a convolutional layer, activation data is reused across spatial positions or

across �lters. Because the structure of a kernel does not change during inference,

the coordinate of ine�ectual weights remains constant within a kernel. However,

the same cannot be saidacross �lters; subsequent computation passes may need to

consider the aforementioned coordinate for the next �lters, which causes irregularity

in activation data access. Therefore, we design a novel pruning method that pushes
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all pruned weights towards the later �lters, thus preventing subsequent computation

passes from needing to consider coordinates that were pruned in the earlier �lters.

Let M represent the number of elements in a �lter, whereM = C � R � S. As

shown in Figure 2.3, the weight tensor is 
attened into a 2D matrix with the shape

of CRS � K = M � K . Each row spansK �lters and represents the same location in

each �lter. The �lters are separated into N groups (calledchunks) and the portion of

the �lter row that corresponds to this group of �lters is called a sub-row. Lastly, we

de�ne cascadeChni as the collection of �lters spanning chunkn to the last chunk.

Notice that the weight tensor can be 
attened across any of its dimensions to produce

a 2D matrix; we choose these speci�c dimensions in this case study because they align

with popular data
ows, such as output stationary (OS) and weight stationary (WS).

This scheme also applies to fully-connected (FC) layers withM = C columns andK

rows. All blackened squares in Figure 2.3 represent pruned weights.

2.2.3 Model Training

To achieve the desired sparsity structure, we utilize group LASSO from structured

sparsity learning [21] (SSL) at the granularity of acascaderather than individual

chunks. Although previous works apply group LASSO at various granularity, our

work is the �rst to apply group LASSO at overlapping regions of the �lter by con-

sidering the temporal aspect of data
ow. The regularization term is de�ned as

R(Wl ) = �
N � 1X

i =0

M � 1X

j =0

jj wj; [i :N ] jj 2; (2.3)

wherewj; [i :N ] is the j -th row of the i -th cascade and� is the regularization strength.

Despite Equation 2.3 achieving the desired regularization pattern in practice, it

also heavily skews the regularization term to penalize later �lters. Take Figure 2.4

for example. A �lter tensor containing four chunks will have four cascades. The
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Figure 2.4 : Over-regularization penalty on later chunks.

largest cascade,C0, will apply the regularization term to all four chunks. The next

largest cascade,C1, does the same to the latter three chunks and so on. Therefore,

the total number of times that the regularization term is applied to a �lter tensor

with N chunks is equal to

RT =
N � 1X

i =0

(N � i ) =
N (N + 1)

2
: (2.4)

Here, the last chunk is a�ected by the regularization terms for all cascades, thus

over-penalizing the last chunk. With this skewed regularization penalty, later �lters

are unfairly penalized, thus risking accuracy degradation. Therefore, we augment

Equation 2.3 to scale the regularization strength of each cascade. For a given cascade,

we prefer smaller cascades to penalize its chunksless(i.e., regularization term is scaled

to its length). Therefore, we set the numerator of the scaling factor for then-th chunk

to be

RCn = N � n: (2.5)

Incorporating the scaling factor to Equation 2.3, the updated regularization function

becomes

R(Wl ) = �
N � 1X

i =0

M � 1X

j =0

(jj wj; [i :N ] jj 2 �
RCi

RT
): (2.6)

Pruning and Fine-tuning. Once trained with the regularization term, the model

is ready to be pruned to exhibit CSP sparsity characteristic. Motivated by SSL, we
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Table 2.1 : Model accuracy and sparsity of CSP-A.

Dataset Model Method
Base Acc. Final Acc. � Acc. Param. Spar.

(%/BLEU) (%/BLEU) (%/BLEU) (%)

CIFAR-10 VGG-16 [36] 92.08 93.41 +1.33 87.5
Ours 92.08 92.39 +0.31 87.58

ResNet-50 [36] 93.57 94.34 +0.77 73.66
Ours 93.57 93.54 -0.03 73.91

InceptionV3 [36] 93.79 93.93 +0.14 93.76
Ours 93.79 93.75 -0.04 95.56

ImageNet AlexNet [21] 57.37 57.47 +0.10 33.38
[36] 56.55 56.84 -0.29 74.79
Ours 56.55 56.72 +0.17 49.02

VGG-16 [36] 71.59 71.27 -0.32 64.45
Ours 71.59 71.24 -0.35 73.72

WMT`16 Transformer [38] 28.09 27.65 -0.44 30.00
(DE-EN) [21] 25.61 21.38 -4.23 72.67

[36] 25.61 23.64 -1.97 54.68
l2-reg-
at 25.61 23.26 -0.35 72.46
Ours-8 25.61 29.37 +3.76 79.48
Ours-16 25.61 35.91 +10.30 83.00
Ours-32 25.61 35.28 +9.67 84.39
Ours-64 25.61 25.55 -0.06 82.35
Ours-128 25.61 30.12 +4.51 55.87

prune based on theL1 norm of the L2 norm using standard deviation. Speci�cally,

we set

� n = STD(w[0:M � 1];[n:(n+1)] ) � q; (2.7)

where q is a hyper-parameter for tuning the pruning threshold. Pseudo-code for

CSP-A pruning is shown in Figure 2.3. Once pruned, the model is then �ne-tuned

to regain accuracy loss. The overhead of �ne-tuning process is 20-50% of a standard

training process, e.g., 100 epochs for CIFAR10 and 50 epochs for ImageNet. This

overhead is reasonable for the target workload because models only need to be trained

once before being employed for inference tasks inde�nitely.
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2.2.4 Model Performance Validation

Method. To validate CSP-A's impact on model performance and sparsity, sev-

eral representative models and datasets are selected to span a wide range of DNN

layer types and complexity. Speci�cally, the selected models are AlexNet [31], VG-

GNet [39], ResNet [32], Inception [40], and Transformer [41]. AlexNet is a classic

CNN that incorporates a large kernel size, 11� 11, for the �rst layer. VGGNet is an-

other classic CNN with repeating, small 3� 3 convolutional kernels. ResNet is most

known for its bottleneck layers and residual connections, which are layers consisting

of 1 � 1 kernels that connect nonconsecutive layers. Inception is the most complex

model of the chosen CNNs; it employs branches, aggressive residual connections, and

various kernel shapes. The Transformer employs a collection of multi-headed atten-

tion and feed-forward layers, which can be conceptualized as FC layers. In terms of

datasets, we choose CIFAR-10 [42], ImageNet [14], and WMT`16 German to English

Translation [43]. While image classi�cation is scored using the percentage of correct

classi�cations, translation quality is scored using BLEU [44], which measures the

similarity between machine-translated text to a set of veri�ed translations.

The selected CNN models are trained using Stochastic Gradient Descent (SGD),

nesterov momentum of 0.9, initial learning rate of 0.1, and with cosine annealing.

CIFAR-10 models are trained from scratch for 200 epochs with regularization strength

of 0.01 and 0.0005 weight decay. The models are then pruned with a pruning thresh-

old multiplier of q = 0:75 and �ne-tuned for 100 epochs. On ImageNet, we use a

pretrained model and retrain with regularization for 60 epochs with regularization

strength of 0.0001, and using the ADAM optimizer. Fine-tuning phase lasts for 50

epochs. All other hyper-parameters are consistent with CIFAR-10. On WMT, the

Transformer is trained from scratch with the same hyper-parameters from the origi-

nal paper [41], regularization strength of 1, and for 400 epochs; it is then �ne-tuned
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for 100 epochs. The chunk size used for CSP-A regularization is set to 32.

Results. Accuracy and parameter sparsity of all trained models are shown in Ta-

ble 2.1. Here, `Base Acc.' refers to the accuracy of the pretrained model; meanwhile,

`Final Acc.' is the �nal model accuracy after pruning and �ne-tuning. Also, `Param.

Spar.' refers to the percentage of zero-valued weights of the targeted layers. To sep-

arate the e�cacy of our algorithm and architecture on convolutional and FC layers,

we target only the convolutional layers for the CNN models and the FC layers for the

Transformer. On CIFAR-10, we achieved over 70% parameter sparsity on all models

with accuracy loss under 0:05%. InceptionV3 is able to be pruned particularly well

(over 95% sparsity). Cambricon-S' pruning method achieves higher accuracy with

similar sparsity on CIFAR-10 models because it applies pruning at a �ner granular-

ity than CSP-A. On ImageNet, we achieved a lower sparsity of at least 49% while

keeping accuracy degradation to below 0:5%. The lower sparsity here is attributed

to the increased complexity of the ImageNet dataset. Lastly, our method is able

to produce impressive results on the Transformer, with a sparsity of 84% andim-

provementto the BLEU score by 9:6, an improvement of about 38%. In comparison,

transformers.zip [38], a method that relies on iterative magnitude pruning, is only

able to prune 30% with negligible accuracy loss because it does not utilize parameter

regularization during training. To better understand the source of this performance

improvement, we include additional results using SSL [21] across the output-channel

dimension, unstructuredL2 regularization, and CSP-A with varying chunk size, all

with similar sparsity strength and pruning threshold. As shown in Table 2.1, SSL

across the output-channel dimension (which is equivalent to CSP-A with chunk size

set to the number of output channels) signi�cantly degrades the BLEU score with

comparable sparsity to Ours. Simply applyingL2 regularization for unstructured

sparsity gives signi�cantly less accuracy degradation. Meanwhile, BLEU score gains
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from varying the chunk size parameter between 8 to 128 (i.e., Ours-8 to Ours-128 in

the table) suggests that the `sweet spot' for pruning the models attention heads across

the attention heads dimension is related to the key dimension,dK = 64. When set-

ting the chunk size todK , entire sub-rows of heads are pruned. These results suggest

that there is an interaction between the pruning granularity and the key dimension

of the multi-headed attention layers, where enforcing CSP-A sparsity behavior can

in
uence the performance of the attention block.

Conclusion. In summary, CSP-A is successful at achieving high model compression

rates with negligible or superior accuracy loss. This is especially true when comparing

against state-of-the-art structured sparsity methodologies. However, CSP-A's true

bene�t comes in the form of energy e�ciency gains, realized only when combined

with it's specialized hardware counterpart, CSP-H. The full co-designed bene�ts are

discussed in the following Chapter 3.

19



2.3 Dynamic Deep Neural Networks

Figure 2.5 : DyNN Example.

Despite the recent accuracy and compression ad-

vancements that static DL models have under-

gone, their performance in generalizing inferences

is still limited. Irrespective of the input data's

resolution scale, relative ease of interpretation,

and other spatio-temporal characteristics, static

DL models are constrained to use the same pa-

rameters and �lter structures for all inferences.

In contrast, dynamic DL models, or more specif-

ically Dynamic Neural Networks (DyNN), are

models that adapt their structures or parameters based on the input. Figure 2.5

shows an example DyNN reshaping its �lter structure based on the input image to

improve its classi�cation accuracy. DyNNs encompass a broad area with proposed

methods that modify model characteristics ranging in granularity from �lter kernel-

wise to entire sub-models [45]. The bene�ts of DyNNs over static DNNs are entirely

dependent on their design. Certain methods such as early exiting, layer skipping, and

channel skipping dynamicallyreduce computation costof easy inference tasks at the

cost of some accuracy. My work refers to these methods asmodel-serves-hardware

(MSH) . Meanwhile, other methods like multi-branch, kernel shape adaptation, and

soft attention are intended to boost inference accuracyat the cost of unpredictable

memory access patterns and computation 
ow. Likewise, we refer to these methods

as hardware-serves-model (HSM) . Methods falling under the MSH category are

of less interest to computer and ML architects alike because they sacri�ce algorithmic

performance to better �t the existing hardware. The cost of redesigning hardware is

much higher than redesigning the algorithm, so by default,the hardware should be
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made to serve the model; future model designs can then leverage the more capable

hardware. Hardware should not be made with the assumption that the task at hand

can compromise accuracy for the hardware's constraints. Given these reasons, this

section is dedicated to exploring the strengths and challenges of HSM DyNNs.

2.3.1 Taxonomy

Although relatively nascent when compared to model compression, DyNN method-

ologies span an impressive range of categories and approaches. In general, DyNNs are

composed of three main parts shown in Figure 2.5: logical controller, pre-processing,

and main computation. The logical controller is a lightweight operator (e.g., com-

pact convolutional layer) that dictates the structure or parameters of the DyNN by

being the �rst to compute on the input. Pre-processing takes the results from the

logical controller and implements the corresponding adjustments to the model. After

these decisions and changes are made, then the main operator(s) execution begins.

This section covers DyNN taxonomy to provide readers the relevant context while

simultaneously allowing us to pin-point the scope of this dissertation research. Many

categories discussed in the DyNN survey [45] are referenced here; however, to en-

sure su�cient focus on the proposed optimization strategies, we limit the scope to

techniques in the model inference regime applying either sample-wise or spatial-wise

mechanisms.

Sample-wise. Also known as instance-wise, sample-wise DyNNs adjust the entire

model structure or parameters to better �t the complexity of each input. Typi-

cally, there is only one logical controller that is placed at the head of the model.

These DyNNs o�er the lowest logical controller and pre-processing overhead because

these operations only occur once per input. A downside of this category is that
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mis-predictions made by such coarse-grained decision making can result in more sig-

ni�cant accuracy impacts or sub-optimal accuracy-computation tradeo�.

Dynamic Architecture. Entire operators and their structure can be modi�ed under

dynamic architecture DyNNs. For example, depending on the identi�ed resolution

of an input, certain sub-networksof the model may be enabled or bypassed based

on their designated receptive �eld [46]. Others may modify the width or depth of

the model to compensate for varying input complexity and estimated con�dence

score [47, 48].

Dynamic Parameter. Rather than changing the model's structure, weights can be

directly modi�ed to better suite the unique input. Soft attention can be used to adjust

weight values, leveraging the baked-in capacity of the train network while simulta-

neously applying small deltas to compensate for di�erences between the training set

and real-time inputs [49, 50]. Another approach is to directly generate parameters at

run-time via weight prediction, which uses a separate prediction network to generate

subsets of the model's parameters [51].

Spatial-wise. In contrast to sample-wise, spatial-wise DyNNs apply �ne-grained

adjustments to the model's structure or parameters based on activations encoun-

tered at speci�c spatial coordinates. The bene�t of this �ne-grained approach is

signi�cantly greater representation power as more of the information from region-

wise activation data can be 
exibly accommodated. This bene�t comes at the cost of

higher logical controller and pre-processing overheads associated with the increased

number of such operators throughout the network.

Resolution-level.Depending on the relative size of an input's object of focus, an

accurate inference may require adjustment of the input resolution. Input resolution

can be arti�cially reduced or in
ated by increasing convolutional layers' stride, feature

map shu�ing [52], or applying a transposed convolution [53]. DyNNs falling under
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this category can adaptively adjust input resolution at a per-layer granularity based

on an object detection sub-network [54].

Region-level. While resolution-level modi�es the computation cost of entire lay-

ers, region-level DyNNs actively identify and designate more compute to regions of

the input space that contain more interesting features. These approaches can struc-

ture their region granularity to better �t hardware dimensions, providing a com-

fortable middle ground between the coarse-grained resolution-level and �ne-grained

pixel-level. Once interesting regions are identi�ed, operators such as parameterized

transformations [55] (e.g., a�ne plate spline) or hard attention [56] can be applied,

both increasing computation cost on interesting regions while reducing computation

on uninteresting ones.

Pixel-level. As the �nest granularity of spatial-wise DyNNs, pixel-level approaches

comprehensively select interesting spatial coordinates and transformations similar to

region-level, but without any structural limitation. Pixel-level DyNNs can be seen

as either reactive or proactive real-time activation pruning networks, meaning that

custom zero-skipping hardware is necessary to take advantage of this �ne granularity.

Reactive networks leverage naturally-occurring activation sparsity due to popular

activation functions such as ReLU [57]. Proactive networks estimate the saliency of

activations to induce sparsity [58].

2.3.2 Challenges and Opportunities

The primary obstacle in optimizing HSM DyNNs is the runtime-dependent nature

of their logical controllers. Without su�cient context on (1) the limits and (2) the

trends of the dynamic mechanism, hardware designers are forced to accommodate all

possible con�gurations of the DyNN; this results in underutilized PEs, data paths, or

memory structures, lowering energy and area e�ciency, alongside potentially ham-
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pering the chip's maximum clock frequency. To make matters worse, the three stages

of DyNNs have dependencies and must be executed in sequence, introducing bubbles

in PE utilization. Despite these drawbacks, we observe characteristics of DyNNs

that are valuable for informing hardware design. Speci�cally, results of logical con-

trollers tend to follow various distributions (e.g., normal, Laplace, polymodal) as a

consequence of the training dataset's innate feature distributions. Such distributions

enable computer architects to prioritize designing for DyNN con�gurations that are

more likely or enable hint-based runtime scheduling optimizations. We explore both

avenues in the following section, as well as in Chapter 3.
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2.4 Boosting Scalability of DCNs on GPGPUs [2]

A compelling use-case of HSM DyNNs is tackling one of the most signi�cant chal-

lenges in computer vision tasks: learning representations which are robust with re-

spect to geometric variations (e.g. rotation, scaling, shearing). CNNs historically

struggle with adapting to these geometric variations due to their strictly regular �l-

ter structure. Techniques such as training data augmentation [59] have been shown to

enable CNNs to better generalize these variations. However, higher capacity models

and more training time are required to �t augmented data. In this section, we will

explore a HSM DyNN that combats these issues using a pixel-level logical controller

without introducing a signi�cant number of parameters. Deformable Convolutional

Networks (DCN) [60] introduced the learned deformation as an internal mechanism

within CNNs capable of adapting to these geometric variations. As pointed out in

DCNv2 [61], deformation can be viewed as a form of attention, which is linear to com-

pute with regards to the number of elements in contrast to transformer-based models

which are quadratic to the number of elements. Recent works proposed hierarchical

transformers [62, 63] which restrict the attention mechanism to local regions and

architecturally resemble CNNs. Deformable convolutions can be viewed as similarly

motivated to these hierarchical transformers, and deformation has even been used

recently to add 
exibility to hierarchical transformers [64]. DCNs use lightweighto�-

set convolutionlayers to determine optimal �lter shapes for each convolution window

in the following deformed convolution. Input features for the fractional-valued �lter

shapes are then approximated usingbilinear interpolation (BLI) before performing

the DCN's main convolution. In other words, DCNs adaptively sample the input

feature maps, thus accounting for geometric variations in the input.

The adaptive sampling capability of DCNs does not come without a cost. As

shown in Table 2.2, the end-to-end inference latency of a DCN-enhanced RCNN model
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Table 2.2 : DCN Bene�ts and Overhead.

Model Accuracy (AP) Overhead (%) Norm. Runtime

Base � (%) FLOP Param.

Layer [64,64,64,3] - - 28.12 28.12 4.01
Layer [128,128,32,3] - - 14.06 14.06 4.12
Mask RCNN 38.6 +4.1 (10.6) 1.01 1.01 1.12
R-FCN 61.8 +3.6 (5.8) - 5.10 1.18

can be worsened by 12%, even when only introducing 1% extra 
oating operations

(FLOP) compared to the vanilla Mask RCNN. The cause of this slowdown comes from

the worse operational intensity (OI) of both of the additional operators in a DCN

layer. Speci�cally, the o�set convolution and BLI operators induce a large amount of

data movement, but current DCN implementations are not able to e�ciently reuse

the input data during the computation. Recent DCN accelerators have been proposed

to combat this bottleneck [65, 66, 67], using specialized hardware to improve OI or by

constraining the algorithm to generating only hardware-friendly adaptive sampling

patterns. However, we recognize two fundamental issues with these approaches. First,

large hardware design and fabrication costs coupled with the immense pool of various

CNN layer types means that designing a task-speci�c accelerator purely to support

DCNs is an expensive way to progress with CNN acceleration. Rather than building

new custom hardware for each novel CNN operator, engineers can leverage existing

CNN acceleration solutions, particularly general purpose platforms, while optimizing

DCN execution. Second, solutions that constrain the DCN o�sets come at a cost to

accuracy [65].
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2.4.1 DefT Overview

To address the signi�cant bottleneck of DCNs on GPGPUs we propose DefT, a DCN

operation optimization framework that considers workload- and platform-speci�c

characteristics of DCNs. We observe that under most circumstances, the OI of the

o�set convolution and BLI both signi�cantly lag behind that of the main convolution.

Therefore, we propose to fuse the �rst two operators to exploit their redundant use of

the input feature maps while simultaneously improving their OI. The fused operators

are then tiled to constrain the local input size to �t within on-chip resources. An

in-depth analysis of o�set values show that the magnitudes of o�sets follow a pre-

dictable layer-wise distribution across all input images. We leverage this observation

to adaptively tune tiling parameters based on the expected magnitudes of o�sets and

to maximize block-level parallelism. Lastly, we introduce a novel method for boost-

ing thread-level parallelism by enabling co-execution of both CUDA and Tensor cores

within the same block. In summary, the key contributions of DefT are as follows:

ˆ We propose a DCN operator optimization framework that improves the OI of

the bottlenecked operators in a DCN without changing functional correctness.

By fusing the low OI operators that share a common input, we can drasti-

cally improve the input data reuse and utilization of the GPGPU's compute

resources.

ˆ We investigate opportunities to tune operator tiling dimensions based on both

the GPGPU platform characteristics and DCN o�set distributions. A novel

tile padding scheme is introduced to simultaneously maximize block-level par-

allelism and bolster local data reuse.

ˆ We evaluate our proposed optimizations on a wide range of DCN layer di-

mensions and end-to-end models, including Mask RCNN [68] on the COCO
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dataset [69] and ResNet [32] on the ImageNet dataset [14]. Additionally, we

investigate and isolate the sources of performance improvements.

2.4.2 Background: GPGPU Architecture

To facilitate better contextualization of DCN optimizations, we will brie
y cover rel-

evant high-level details of general-purpose accelerator platforms architecture, specif-

ically GPGPUs. GPGPUs are the most common way to implement dynamic mod-

els such as DCNs due to their programmability and economic e�ciency. Modern

GPGPUs prioritize concurrent execution of parallel threads by employing single-

instruction-multiple-thread (SIMT)-based execution pipelines with a carefully bal-

anced memory hierarchy. At a high level, a GPGPU consists of multiple Streaming

Multiprocessors (SM) serviced by o�-chip global memory and a uni�ed L2 cache. The

memory access latency at this level is quite long, approximately 400 and 200 cycles,

respectively. These access latencies are extracted with a series of micro-benchmarks

on an Nvidia RTX 3090 GPGPU used in this work. Each SM contains four SM Par-

titions serviced by on-chip shared memory and a local L1 cache. Memory accesses at

this local level are much faster at approximately 30 cycles, but have a capacity two or-

ders of magnitude smaller than global memory. Threads which concurrently execute

on a SM arelogically grouped in ablock. All threads within a block can access shared

memory resources and can synchronize. A block is broken up intowarps, which is a

physical group of threads that execute in lock-step. In the Ampere architecture, each

SM Partition contains two types of computation cores: general purpose CUDA core

and Tensor core [70]. In order to maximize e�ciency, all tensor computations should

use the Tensor cores via the warp-level matrix-multiply-accumulate (WMMA) API

whenever possible. Compared to hand-written dot-product (DOT) based instructions

run on CUDA cores, WMMA instructions execute 2� 8� faster [70]. SM partitions
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Figure 2.6 : Deformable Convolutional Layer.

hold data within fast and small thread-local registers with the lowest access latency of

1-2 cycles. GPGPUs perform much better on workloads with higher OI because their

computational capacity greatly exceeds their global memory bandwidth. To optimize

performance, an operation kernel should maximize local data reuse to take advantage

of the faster local memory resources and minimize global memory accesses, all while

increasing parallelism at the block and thread levels. DefT designs the deformable

convolution kernel to satisfy these requirements.

2.4.3 Background: Deformable Convolutional Networks

The DCN [60] is a type of dynamic neural network that spatially reshapes its convo-

lutional �lters based on learned transformations of its inputs. By learning to dynam-
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ically sample locations of the feature map at each convolution window, DCN layers

are equipped to learn representations which are robust against geometric variations

of inputs. The bene�t is clear in visual recognition tasks. As shown in Table 2.2,

replacing standard convolutional layers with DCN layers gives a signi�cant boost in

representation power with minor computational and parameter overheads. In fact,

models like Detectron2's deformable Mask RCNN [71] judiciously replaces speci�c

operators in ResNet blocks with DCN layers for improved performance on multi-

scale resolution tasks. Despite incurring only 1% total computation overhead, the

introduction of DCN layers to the model's backbone improves its object detection

score (i.e., box AP) by 10:6%. However, DCN layers present several performance

bottlenecks; Table 2.2 demonstrates that these bottlenecks lead to inference time

slowdown of 1:12� on the deformable Mask RCNN. These slowdowns are exacer-

bated as the number of DCN layers and layer sizes increase, reaching a slowdown

of 46% on ResNet-18 with all convolutional layers replaced with DCN layers. We

thoroughly explore these bottlenecks in Section 2.4.4. The DCN operation can be

broken down into three key operators, illustrated in Figure 2.6.

1 The o�set convolution processes the IFM to computeo�sets for each spatial

position of the �lter. The �lters of the o�set convolution have the dimensions [R �

S � 2; C; R; S]. Speci�cally, each output channel in this operator corresponds to the

X and Y o�set for each spatial position in the �lter. The o�sets are then added to the

base index of each spatial position to generate samplingindices of the IFM (visually

represented as red squares in the IFM in Figure 2.6). Each sampling index is shared

across all channels of all �lters in the main convolution. Note that sampling indices

are fractional values that rarely correspond to single pixels, but rather typically

correspond to four neighboring pixels. In summary, for each �lter position (r; s) of
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each convolution window (p; q), o�set convolution produces a coordinate tuple

yo
ko ;p;q =

X

c

X

i;j

wo
c;ko ;i;j � xc;p� + i � ;q� + j � + bo

ko ; (2.8)

where yo are the o�sets, wo are the o�set weights, x are the inputs, andbo are the

o�set biases. i and j are the spatial o�sets of the �lter in the X- and Y-dimension. We

de�ne i � = i �b R
2 c and j � = j �b S

2 c to represent the zero-centered spatial o�sets of the

�lter. Also, p� = p� strideX � paddingX and q� = q� strideY � paddingY are the base

coordinates for the input features that correspond with the output coordinates (p; q).

Lastly, ko is the number of output channels resulting from the o�set convolution,

which is equal toko = R � S � 2

2 Bilinear interpolation (BLI) is the spatially weighted average of neighbor-

ing input pixels to generate adeformed feature map

x
0

c;�;� = G(xc;b� c;b� c; xc;b� c;d� e;

xc;d� e;b� c; xc;d� e;d� e; f � g; f � g)

= xc;bpc;b� c(f � g0)( f � g0)

+ xc;b� c;d� e(f � g0)f � g

+ xc;d� e;b� cf � g(f � g0)

+ xc;d� e;d� ef � gf � g;

(2.9)

wherex
0

are the deformed features,G is the BLI function, and (�; � ) represent the

X- and Y-coordinates of the IFM. 0� � < H and 0� � < W . f � g and f � g are the

fractional parts of the real numbers� and � while f � g0 and f � g0 are the fractional

complements.

31



3 Main convolution applies convolutional �lters to the deformed features to

compute theoutput feature map

yk;p;q =
X

c

X

i;j

wc;k;i;j � x
0

c;� � ;� � + bk ; (2.10)

where y are the �nal output features, w are the main weights, andb are the main

biases. Here,� � = p + i � + yo
(i � R+ j )� 2;p;q and � � = q + j � + yo

(i � S+ j )� 2+1 ;p;q represent

the �nal coordinates (or indices) for each �lter position of each convolution window,

determined by the o�set convolution.

2.4.4 DCN Performance Bottlenecks

In this section, we explore the the performance bottlenecks present in DCN and the

challenges in addressing them.

Imbalanced Dependence Chain. The DCN operation is comprised of three op-

erators that must be sequentially executed. In other words, there is a dependence

chain across o�set convolution! BLI ! main convolution. Unlike conventional

CNNs where consecutive layers with similar dimensions and OI form a dependence

chain, the DCN's operators have wildly disproportionate OI. To visualize the best

case OI of all the operators, we breakdown the FLOPs and minimum data move-

ment (i.e., operand volume) while sweeping the �lter dimensionsK and R = S to

cover common CNN �lter dimensions. Varying other dimensions of the operation

(i.e., N; C; H; W ) does not change the relative computation cost of the operators.

As shown in Figure 2.7, the main convolution accounts for the majority of the total

FLOPs under most cases. Meanwhile, despite BLI inducing less than 10% of the

total FLOPs, the operand volume is in many cases larger than that of the main

convolution. These opposing trends cause the peak OI of the BLI operator to be as
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Figure 2.7 : DCN Operators AI Breakdown. Green outlines represent volume of
�lter data for the conv operators.

little as 0:9% against main convolution. Additionally, peak OI of the o�set convolu-

tion reaches down to 0:4% against main convolution. Real OI of the operators will

most likely not reach these peak values, causing the OI experienced at runtime to be

potentially much lower. The signi�cant OI imbalance between the operators means

that the o�set convolution and BLI operators will disproportionately impact the total

runtime of the DCN operation due to under-utilization of the compute resources if

careful optimization is not implemented. In addition to the di�erent computational

costs, the operators also expose widely di�erent degrees of parallelism. Despite the
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Figure 2.8 : RTX 3090 DCN Roo
ine.

main convolution having a large number (K ) of �lters, the o�set convolution is lim-

ited to R � S � 2 �lters while BLI is an element-wise operator with no concept

of output channels. This di�erence in number of �lters means that even if the main

convolution achieves su�cient parallelism by partitioning the computation across the

�lters, computation of the o�set convolution and BLI must be partitioned di�erently

to achieve high compute utilization.

Figure 2.8 contextualizes the performance of the DCN operators given real hard-

ware constraints. Layer dimensions [C; K; H; W; R; S ] are set to [256; 256; 50; 50; 3; 3]

([128; 192; 64; 3; 3]), corresponding to median layer dimensions of M-RCNN (ResNet-

18) with deformable layers. Square (triangle) data points correspond to M-RCNN

(ResNet-18). In the roo
ine analysis on an NVIDIA RTX 3090, the achievable OI

of the o�set convolution, BLI, and main convolution kernels are 15.6 (15.5), 1.32

(1.33), and 90 (41.2), respectively. BLI's low OI places it �rmly on the o�-chip mem-

ory bandwidth-limited portion of the roo
ine for both models, signi�cantly hurting

its performance with a 14:6� (14:5� ) slowdown compared to the main convolution.

DefT boosts the OI of the BLI by fusing with the o�set convolution. As a result, the
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Figure 2.9 : Max Redundant O�-chip Reads from BLI.

fused kernel achieves a performance uplift of 7:6� (6:0� ) compared to the baseline

BLI implementation.

Long Input Reuse Distance. Worsening the performance impact of the depen-

dency chain is the long input reuse distance between the o�set convolution and BLI.

Both operators require access to the full IFM, which may not �t in local memory

of the target device. Consequently, the o�set convolution and BLI may redundantly

load the full IFM, thus incurring o�-chip read energy costs and latency multiple

times. The read redundancy is further worsened by the unpredictable access pattern

of BLI. Figure 2.9 shows that an unoptimized execution of BLI can incur 36% more

o�-chip reads. The main challenge in addressing this long input reuse distance is that

the o�set convolution must process all input channels before generating the o�sets

required by BLI for a given spatial region.

Bilinear Interpolation. Among the three operators, BLI has the computational


ow which is most challenging to optimize on GPU. Rather than relying purely on the

MAC primitive to generate its output, BLI must �rst perform a coordinate-to-base

address calculation (i.e., (�; � ) ! (b� c; b� c)), compute four scaling coe�cients (i.e.,

f � g; f � g; f � g0; f � g0), then four MAC computations using the corresponding inputs
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Figure 2.10 : Baseline PyTorch Implementation of Deformable Convolution Opera-
tion. (1) O�set convolution, (2) BLI, and (3) main convolution. MW , NW , and K W

are the WMMA dimensions supported by tensor cores.

and coe�cients. Figure 2.6 shows the intermediate values that must be computed by

the BLI operator. As shown in the �gure, BLI must be performed for all �lter spatial

positions, for all convolution windows, for all input channels (i.e.,C� (P � Q)� (R� S)

times). Therefore, to avoid computation bottlenecks, the �rst two steps of BLI must

also be parallelized and supported by the hardware.

2.4.5 Baseline Deformable Convolution Implementation

In this section, we analyze the current-art PyTorch implementation of the deformable

convolution. The PyTorch implementation can be found in popular codebases such

as MMDetection [72] and Detectron2 [71]. Figure 2.10 illustrates the baseline imple-

mentation and the associated data movement across the GPU hierarchy. There are

three steps that map one-to-one with the operators of the deformable convolution.

In step (1), the o�set convolution is directly implemented with an optimized cuDNN

convolution kernel. (2) Next, a BLI kernel is executed in sequence once the entire

o�sets tensor is computed. BLI is not supported in tensor cores, so it is implemented

in the general-purpose CUDA cores. Unlike conventional matrix or tensor operations,
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the BLI operation must directly produce the deformed IFM in anunrolled format

due to the unique sampling positions for each output coordinate. As a consequence,

the deformed IFM occupies signi�cantly more space than a compact IFM, limiting

the maximum batch size of the workload due to memory limits. The PyTorch imple-

mentation avoids related out-of-memory errors by processing a full batch in smaller

\steps". Another consequence of the unrolled deformed IFM is that the main convo-

lution in step (3) cannot be executed using cuDNN convolution. Instead, the unrolled

deformed IFM and unrolled �lters are computed in a general matrix multiplication

(GEMM) fashion. cuBLAS is used for its e�cient implementation of GEMM.

The baseline implementation heavily relies on the optimized convolution and

GEMM kernels to accelerate its execution. In isolation, each step in the compu-

tation is quite e�cient; however, in sequence, there are clear ine�ciencies in the way

that data is moved through the memory hierarchy. As discussed in Section 2.4.2,

o�-chip data movement is one to two orders of magnitude slower than the on-chip

counterparts. Arrows crossing the dashed red line in Figure 2.10 signify these high-

cost reads and writes, heightening the chance for the operation to be memory latency

bound. There are two major areas where the baseline implementation generates these

memory related overheads.

Round Trips through Global Memory. Since the entire o�set convolution �n-

ishesbefore the BLI kernel can begin executing, there are missed opportunities for

loading IFM data from the faster, local memory structures while they are in use by

the o�set convolution. Consequently, the BLI kernel induces multiple round trips

through global memory to access arbitrary IFM data, relying purely on L1 and L2

caches to recoup some of the global access costs. GPU threads can typically hide the

cost each unique access by grouping together (a.k.a.coalescing) the loads from global

memory; but, we cannot rely on memory coalescing during the BLI computation due
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to the irregular nature of these accesses. Instead, the BLI kernel should read the

relevant IFM data while the data is on-chip.

Wasteful Movement of Single-Use Tensors. Each value in the o�sets and de-

formed IFM tensors only need to be readonce. In other words, the data in these

tensors can be consumed immediately after they are produced. However, the base-

line implementation uses a sequence of separate kernels for each operator, forcing

these large tensors to be written to o�-chip memory, only to be fetched again by the

subsequent operator. Therefore, an improved implementation should immediately

consume these single-use tensors.

2.4.6 Optimizing Deformable Convolution

This section describes a series of conventional and novel optimizations to DCNs that

comprise the DefT framework.

A Straightforward Optimization. Based on the aforementioned implementation

drawbacks, a straightforward way to address the DCN performance bottlenecks would

be to fuse the three operators. Doing so would allow the BLI operator to use IFM

tensor data that is already staged on-chip (either shared memory or registers) for the

o�set convolution, thus circumventing a signi�cant portion of round trips through

o�-chip memory. Another signi�cant bene�t of operator fusion is that subsequent

operator(s) can immediately consume the result of a prior operator, thus eliminat-

ing the wasteful movement of single-use tensors. Despite these advantages, operator

fusion alone will not solve the wasteful o�-chip accesses of DCNs. The network's

layers may not entirely �t in shared memory or registers; this leads the correspond-

ing data to spill into \local memory", a term used for thread-local memory that

physically resides within global memory. For this reason, operator fusion is best used
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in conjunction with tiling. By breaking up the workload of the fused operators into

smaller tiles, the relevant data can �t on-chip. We argue that proper design and

implementation of operator fusion and tiling can address the OI-related bottlenecks

of DCNs. But, does it make sense to fuse all three operators? If not, what what

are the appropriate operators to target for fusion? Lastly, how do we determine the

optimal tiling strategy?

Targeted Fusion. Fusing all three DCN operators forgoes the performance bene�ts

associated with leveraging existing tensor libraries in both the o�set convolution (i.e.,

cuDNN) and main convolution (i.e., cuBLAS). When designing custom solutions to

GPU tensor workloads, it is useful to leverage the existing tensor libraries wherever

possible because of their superior performance at scale. Among the two operators, the

main convolution is signi�cantly larger due to having one to two orders of magnitude

more output channels than the o�set convolution, assuming the common case of 3� 3

�lter shape. Additionally, observations made in Section 2.4.4 reveal that the o�set

convolution and BLI jointly cause most of the ine�ciencies in the DCN operation.

Therefore, we propose to target the �rst two operators and leave the main convolution

implementation intact. Although doing so will cause us to forgo the bene�ts of

immediately consuming the deformed IFM prior to writing it to memory, we will be

able to leverage the cuBLAS library for the main convolution.

Tiling Dimension and Layout. Operator tiling has been shown time and time

again to improve the data reuse of a workload, especially in the case of CNNs [73, 74].

However, e�ective tiling is dependent on both theplatform and the workload

characteristics. Di�erent tile sizes can drastically a�ect the experienced data reuse

and e�ective speedup. Figure 2.11 shows the di�erent granularities that we can

apply tiling and the corresponding IFM sub-tensor size for the fused DCN kernel.
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Figure 2.11 : Tiling Granularities

At the �nest granularity (i.e., tiling along input channels in Figure 2.11(a)), the

o�set convolution is viewed as a tiled GEMM operation where di�erent tiles produce

unique partial sums. At this granularity, the resulting partial sums cannot be used

by the fused BLI operator because the corresponding o�sets are not fully computed

yet. As such, we must increase the tiling granularity toat least one spatial position

in the OFM (Figure 2.11(b)); here, the BLI operator will have minimal usable data

to perform its computation. We can spatially partition the OFM so that the BLI

operator will have access to o�set results formultiple spatial positions, thus improving

the e�cacy of the proposed operator fusion. But, as shown in Figure 2.11(b), the

resulting input data size can easily exceed several KiBs. Shared memory resources are

typically around 100 KiB per SM. Attempting to further coarsen the tiling granularity

would signi�cantly increase the input data size (Figure 2.11(c)) and exceed shared

memory capacity, causing the IFM data to spill into local memory. Therefore, we

propose to tile the fused operators based on the OFM spatial dimensions. The tiling

shape can be de�ned asHt � Wt.

Based on the target tiling dimension, the memory layout of the IFM is set to

[N; H; W; C ] for better spatial locality and contiguous o�-chip memory accesses.
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Figure 2.12 : Padded Spatial Tiling and BlockID Swizzle Scheme. Example o�set
types: (1) and (2) are IB o�sets. (3) OOB o�set. (4) I-OOB o�set. (5) Default
blockID numbering and (6) corresponding L2 reuse distance. (7) BlockID swizzle.

Speci�cally, the IFM memory layout is set to channel-minor. This memory layout

is particularly useful for DCNs because �lter o�sets are shared across all channels.

Additionally, the channel-minor format enables further 
exibility in choosing the op-

timal spatial tiling shape because the spatial locality of the L1 and L2 caches will no

longer be a�ected by the tile shape.

O�set Distribution Analysis. The greatest risk of applying tiling at the pro-

posed granularity is related to the interaction between the input-dependent o�sets

required by the BLI operator and the spatial tiling of the IFM. Because the magnitude

of the o�sets are not bounded, there is a risk that the o�sets at each �lter position

may reach beyond the tile boundaries. We consider these asout-of-bounds (OOB)

o�sets (Figure 2.12(3)). To maintain functional correctness, OOB data is retrieved

from global memory and negatively impacts runtime throughput. Similarly, o�sets

that correspond to coordinates within the tile arein-boundary (IB) (Figure 2.12(1-

2)). Data within the tile core and padding regions correspond to real data in the
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Figure 2.13 : Layer-wise O�set Distribution.

IFM that are fetched into shared memory. In order to characterize this risk of OOB

o�sets, we collected the value of all o�sets across all input images in the COCO

dataset using Detectron2's pretrained Mask RCNN with DCN layers. Figure 2.13

reveals the distribution of the combined X- and Y-o�set values across all samples at

each DCN layer. The sample o�set values form a Laplace distribution with a mean

(� ) centered around zero and diversity (� ) that tends to increase at deeper layers.

The increasing trend of diversity seems counter-intuitive at �rst because the receptive

�eld of a �lter increases as the IFM size shrinks|i.e., from maxpooling or increased

stride. However, it is possible that the increasing diversity is a result of speci�c spa-

tial locations becoming moreglobally relevant as the spatial dimension shrinks; this

�nding is corroborated by the feature access distribution observed by Xu, et. al. [67].

Conveniently, the larger diversity at smaller IFMs also increases the rate ofinvalid

out-of-boundary (I-OOB) o�sets (Figure 2.12(4)), where the computed sampling lo-

cations actually exist outside of the IFM; these cases can simply be padded with

zero, which is functionally equivalent to the DCN algorithm. In total, considering
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all layers of all inputs of the COCO dataset, the overall o�set value distribution is

centered around� = � 0:02 with a diversity of � = 0:50. The overall distribution

translates to a 86:5% probability that a given o�set will lie between the real values

of [� 1; 1]. If we pad the input tiles fetched into shared memory, on average 86:5% of

the BLI sampled coordinates will be IB.

Tile Padding. Based on aforementioned o�set distribution, we can improve the

BLI hitrate of a given tile by introducing tile padding with a size ofTPad. Tile

padding introduced here is similar to the concept of ghost zones in stencil comput-

ing [75] where additional input data surrounding the perimeter of a tile are redun-

dantly fetched by each thread, allowing the local computation at the perimeters to

progress. However, there are two key distinctions from our scheme. First, a �xed

size halo region is su�cient for stencil computations, but the optimal size for the

proposed DCN tiling is dependent on the distribution of DCN o�sets. Second, data

in the ghost zones of stencil computations can become stale if updated by another

thread, which does not apply to IFM data in DCNs that are read-only for a given

layer. An immediate consequence of padding the tiles is that doing so potentially

results in more redundant o�-chip reads. However, by properly reordering the spatial

assignment of each block such that subsequent blockIDs are grouped together, we

can leverage L2 cache temporal locality to replace the o�-chip reads with L2 reads.

Take Figure 2.12(5-6) as an example. Here,blk0 and blk4 share overlapping regions

of the IFM, but may result in long reuse distance due to the sequential, round-robin

based, nature of the GPU's scheduler [76]. Thus, to promote higher L2 cache hitrate,

we apply BlockId Swizzling. This is an inexpensive method to reassign blockIDs such

that consecutive blocks are spatially grouped as in Figure 2.12(7).
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Prioritized Loading. A potential pitfall of tile padding is that it may increase

latency of reading the IFM tile into shared memory. Increasing the tile loading

time may cause it to be on the program's critical path. To avoid this scenario, we

partition the tile read in two parts. First, threads in each block prioritize reading

the tile core|IFM data that will be used in the o�set convolution. Then, using

asynchronous memory copy, the IFM elements corresponding to the tile padding

are read. Threads within each block must synchronize after reading the tile core

because it is required for the o�set convolution; meanwhile, the padding data may be

asynchronously loaded concurrently with the o�set convolution computation. Only

upon reaching the BLI stage must the threads wait for the padding data to �nish

loading.

Adaptive Tile Shape. Now that we have de�ned the appropriate tiling dimension

and properties, the �nal point to consider are the optimal tiling dimensions given both

platform and workload characteristics. The parameters of interest are the tile height

and width (Ht; Wt ) and padding size (TPad). Note that tile height and width are

de�ned to include tile padding such that Ht > TPad and Wt > TPad. Several

characteristics are considered in this search strategy: number of GPU SMs (SMn ),

shared memory space (SMm ), data width ( dw), o�set diversity ( � ), IFM dimensions

(H; W; C), and �lter shape (R; S).

There are two hard constraints that must not be violated for correctness reasons.

The absolute largest tile that can �t in a given SM is de�ned as

Ht � Wt � C � dw � SMm ; (2.11)

while the minimum tile core must encompass the spatial positions covered by a �lter

shape,

(Ht � 2 � TPad)� � R ^ (Wt � 2 � TPad) � S: (2.12)

44



Next, there are two soft constraints to improve overall kernel performance. To

improve block-level parallelism, it is preferred that at least two blocks can be con-

currently assigned to each SM. Thus we prefer to chooseHt; Wt such that

H
Ht � 2 � TPad

�
W

Wt � 2 � TPad
� 2 � SMn : (2.13)

Having more blocks than SMs helps performance because multiple warps can concur-

rently execute on each SM, hiding memory latency. Meanwhile, using larger blocks

allows for greater input reuse within each block. In the case that blocks have to be

made smaller to heighten SM utilization, we can compensate the potential lost input

reuse by introducing padding corresponding to the expected o�set diversity,

TPad� d � e � 0: (2.14)

Equations (2.11)-(2.14) provide a good starting point for the optimal tile parame-

ters, but one key observation is that too much padding may further congest the global

memory bandwidth with redundant data movement. Where possible, we prefer to

simply increase the tile core size to accommodate higher o�set diversity rather than

increasing tile padding. Intuitively, trading tile padding for sheer tile core size will

keep a similar IB rate because tile area grows faster than the tile perimeter. Thus,

the last step of our adaptive tile shape search algorithm is to iteratively reduceTPad

and increaseHt; Wt without violating the conditions set by Equations (2.11)-(2.13)

Putting Everything Together. Figure 2.14 shows the data movement resulting

from the proposed optimizations. In summary, (1) IFM tile is loaded into shared

memory and (2) locally unrolled using CUDA cores in preparation for the (3) o�set

convolution that utilizes tensor cores. Then, (4) o�sets are temporarily stored in

shared memory so that (5) the CUDA cores can access them and compute the BLI.

(6) The main convolution is computed via cuBLAS GEMM, in the same way as the
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Figure 2.14 : DefT Implementation of Deformable Convolution Operation. (1) Tile
load into shared memory, (2) local IFM unroll, (3) o�set convolution, (4) store o�set
into shared memory, (5) BLI, and (6) main convolution.

baseline. Here, upon computing a portion of the o�sets tensor in step (4), the fused

kernel can immediately use this sub-tensor for the BLI stage without fetching it from

o�-chip memory. The o�sets tensor is used to determine which IFM pixels are needed

for the BLI operator, which may already be in the on-chip memory as a result of the

o�set convolution execution. By fusing these operators, we can e�ectively remove

three sources of o�-chip data movement: redundant IFM reads, o�sets tensor write,

and o�sets tensor read.

Parallel Issue. After combining the proposed approach, one last optimization op-

portunity is revealed. Speci�cally, the local unrolling procedure in step (2) does not

need to fully complete before computing the o�set convolution in step (3); only single

fragments of the unrolled IFM are required prior to loading the data into the tensor

cores. Therefore, we propose to use both the tensor and CUDA cores in parallel to

heighten thread-level parallelism by partitioning both steps into smaller loop itera-

tions and applyingsoftware pipelining. Here, the tensor cores may compute the o�set
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convolution fragment for iteration i while the CUDA cores unroll the local fragments

for iteration i + 1. Note that this technique increases the shared memory occupancy

of the unrolled fragments byn for n� stages in the software pipeline. We �nd that a

2-stage software pipeline can signi�cantly reduce kernel runtime with only a moderate

cost to shared memory.

Extending to Backpropagation. The optimizations discussed thus far were dis-

cussed in the context of theforward pass|i.e., the computation during model infer-

ence. However, all such optimizations are applicable to thebackward pass, enabling

speedups of both DCN inference and training. The backward pass comprises of two

computations per layer. First, weight gradients for a given operator are calculated via

matrix multiplication of the layer's original inputs ( x) and the transposed gradients

provided from the subsequent operator (� T ). Next, gradients are backpropagated

from a given operator to the preceeding operator via a matrix multiplication between

the transposed weight matrix (W)T and the gradients (� ). Note that the equations

apply to the convolution-based operators: o�set and main convolutions. Backward

pass for the o�set convolution is performed in a tiled fashion identical to the tiling

scheme of the forward pass. BLI's backward pass merely backpropagates the gradi-

ents back to the o�set convolution operator after scaling each value according to the

fractional value of each output,� and � . Because the tiling scheme partitions the

problem along the spatial dimension, DefT is applicable during the backward pass.

2.4.7 Evaluation Methodology

We evaluate our approach on an NVIDIA RTX 3090. The full platform description

can be found in Table 2.3. End-to-end runtimes are measured using Nvidia Nsight

Systems [77]. Kernel-wise compute throughput are recorded using Nvidia Nsight

Compute [78].
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Table 2.3 : Evaluation Platform.
Device NVIDIA Geforce RTX 3090
Architecture Ampere
CUDA Version 11.3
Base Clock 1560 MHz
Power 350 W
CUDA Cores 10496
Tensor Cores 328
SMs 82
Register File 64 KB per SM Partition
Shared Memory 128 KB Shared Memory per SM
Device Memory 24 GB, 1219 MHz, 384-bit bus, GDDR6X

Host AMD Ryzen 9 5900X
Main Memory 16 GB, 2133 MHz, 64-bit bus, DDR4
Storage Samsung 980 Pro, PCIe 4.0, 2 TB SSD

To understand the impact of the DefT framework on DCNs, we evaluate a wide

collection of standard layer shapes. Each test case in the evaluation is run �ve

times on an unloaded machine, with reported runtime variance of less than 2%. All

workloads use standard 32-bit 
oating point (FP32) and [N; H; W; C ] data layout.

Tensor instructions are executed with dimensions ofMW = NW = K W = 16 as it is

the only size available on the target platform.

For the layer-wise evaluation, we perform a sensitivity analysis of a single DCN

layer forward pass by varying key characteristics. These characteristics include: o�-

set distribution diversity � , �lter dimensions R = S, IFM dimensions H = W,

and input channelsC. For each sweep, the nominal values for the non-swept di-

mensions are set toC = H = W = 64; R = S = 3; � = 1:0. Other dimen-

sions are kept constant because they do not change the the relative compute cost

of the o�set convolution and BLI operators. Speci�cally, these values are set to

N = 64; K = 64; stride = padding = dilation = 1. For the end-to-end evaluation,
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Figure 2.15 : Sensitivity Analysis. Bars: Normalized Runtime per DCN Operator.
Lines: Total Speedup.

we apply DefT optimizations to the DCN layers of the deformable Mask RCNN [68]

on the COCO dataset. Note that only a subset of the model's backbone layers are

out�tted with deformable convolutions, so we evaluate both the end-to-end runtime

as well as the accumulated DCN layer runtime. To test the impact of DefT on a

fully out�tted DCN, we also evaluate ResNet-18[32] on ImageNet with all convo-

lutional layers replaced with deformable convolutions. After the sensitivity analysis

and performance evaluation, we break down the sources of performance improvement

by removing individual optimizations in an ablation study.

2.4.8 Discussion

Sensitivity Analysis. In this experiment, we compare our approach against the

current-art PyTorch implementation of DCN on individual DCN layers while varying

layer dimensions. For each sweep, we display the operator-wise normalized runtime

and overall DCN layer speedup.

As shown in Figure 2.15, increasing the o�set distribution diversity (� ) from 0.5

to 3.6 decreases the overall speedup of DefT over the baseline from 38% to 24%.

As the o�set diversity increases, DefT's adaptive tiling increases tile padding to
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compensate for the larger o�set magnitudes. Consequently, more data has to be

loaded into shared memory prior to starting the BLI stage. Although prioritized

loading of the tile core allows for concurrent execution of the o�set convolution and

padding data loading, the additional tile data incurs wait cycles even after the o�set

convolution �nishes. This results in larger o�set convolution runtime. However, the

stable BLI runtime shows that the tile padding is able to successfully reduce costly

OOB accesses. Because the runtime of BLI for these layers is approximately 18�

larger than the o�set convolution, it is acceptable to pay a performance cost in the

o�set convolution in return for signi�cant gains during the BLI stage.

The �lter shape is directly tied to the computation cost of all three operators.

Additionally, because larger �lter shapes require larger spatial regions of the IFM,

the �lter shape also determines the minimal supported tiling shape. As shown in

Figure 2.15, sweeping towards larger �lter shape gradually decreases the speedup of

the operation from 44% to� 46%. The general trend of performance degradation

comes from three compounding issues with our custom kernel at large �lter shapes.

Firstly, by forcing the minimum core tile size to be larger corresponding with the �lter

shape, each block occupies more shared memory space, lowering the number of warps

that can be concurrently scheduled to each SM; this results in larger BLI runtime.

Secondly, cuDNN o�ers kernels that work especially well with large kernel sizes that

are not implemented in DefT, namely fast Fourier transform (FFT) convolution [79];

consequently, relative o�set convolution runtime is signi�cantly increased. Under

�lter sizes larger than 5� 5, the baseline implementation outperforms our approach.

The �lter shape sweep also exposes interesting tradeo�s in the smallest �lter shapes

1 � 1 and 2� 2. With the 1 � 1 �lter shape, DefT o�ers signi�cant BLI runtime

reduction because the input tiles are able to support a high IB rate with no tile

padding. As for the 2� 2 �lter shape, our fused kernel actually outperforms cuDNN's
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implementation of 2� 2 convolution, which may be a result of the lack of 2� 2

convolutional �lters' popularity and therefore lack of support.

The primary e�ect of IFM shape on DCN performance is its in
uence on the

rate of I-OOB o�sets. Smaller IFM shapes mean that OOB o�sets are more likely to

address pixels that are outside of the IFM dimensions. I-OOBs can be simply skipped

or padded with zeros. According to the results in Figure 2.15, the performance of

all tile shapes tend to increase as the IFM shape increases. This behavior is not as

initially expected; however, there is a subtle reason behind this trend. Under smaller

IFM shapes, our adaptive tiling strategy prioritizes higher SM utilization by choosing

smaller tile core shapes. However, tile shapes are still bound to be at least as small

as the �lter shape. At an IFM shape of 16� 16, the number of parallelizable blocks

becomes as small as 16, causing the SM utilization to be signi�cantly lower during

both the o�set convolution and BLI stages. If it were not for the SM utilization

problem, the relative o�set convolution runtime at 16� 16 IFM shape would be

even lower, translating to even more speedup. These performance gains in the o�set

convolution are much more visible in the 32� 32 IFM shape scenario since it it can

produce more parallel blocks, thus generating a peak overall speedup of 67%. Once

the IFM shape is at least 64� 64 the greater performance of cuDNN in the o�set

convolution is revealed.

The number of input channels in
uences the amount of data that corresponds to

a single IFM tile. As shown in Figure 2.15, the relative o�set convolution runtime

increases dramatically as the number of channels increases. Speedup drops quickly

from a peak of 134% down to 19% This runtime increase can be attributed to the

longer tile core loading time, which is required to �nish before beginning the o�-

set convolution. At a very small channel size, DefT's tile loading has signi�cantly

lower overhead; coupled with cuDNN's lower performance at smaller workloads, our
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Figure 2.16 : Runtime Breakdown on Evaluated Models.

approach sees performance gains as channel size decreases.

End-to-End Training Performance. In this experiment, we evaluate the pro-

posed kernel optimizations on the training throughput of the evaluated models. To

estimate the performance ceiling of DCN optimizations, we include a comparison

against a standard CNN that implements both the o�set and main convolutions;

these data points can be perceived as an optimized DCN kernel with a perfectly

hidden BLI runtime. Figure 2.16 shows the operator-wise runtime breakdown and

speedup of the baseline DCN, DefT-optimized DCN, and the described CNN \ceil-

ing". Runtime of the forward pass operators are denoted with a \-F" su�x and solid

colors while backward pass operators are denoted with a \-B" su�x and dotted col-

ors. On deformed Mask RCNN, we observe a very conservative speedup of 3%; this

is because DCN layers are sparsely inserted to the model's backbone and encompass

only 1% of the total FLOPs. Our speedup closely approaches the speedup ceiling of

5%. However, by isolating the DCN layers, we get a better sense of the layer-wise

impact of DefT on the deformable convolution kernel. Here, DefT improves upon
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Figure 2.17 : Contributions of Adaptive Tiling and Tile Padding.

the DCN baseline by 20%, compared to the speedup ceiling of 35%. We replaced all

the convolutions in ResNet-18 with their deformable counterparts, giving us insight

into the performance gains as models incorporate more deformable layers. DefT im-

proves the training throughput by 31% compared to the 46% ceiling. As shown in

the ResNet-18 runtime breakdown in Figure 2.16, the source of DefT's speedup can

be attributed to a signi�cantly reduced runtime overhead of the BLI operator as we

fuse it with the o�set convolution.

Ablation Study: Adaptive Tiling and Tile Padding. In this experiment,

individual optimizations are removed to better understand their impact on the overall

speedup. Figure 2.17 shows the normalized fused kernel runtime and BLI hitrate as

o�set diversity increases. The e�ective BLI hitrate is also shown because the adaptive

tiling and tile padding in
uences these rates. Note that we de�ne BLI hitrate as the

ratio of combined IB and I-OOB o�sets over the total number of computed o�sets.

Without adaptive tiling, the tile core dimensions are set to 4� 4 with padding of

TPad = 1. As shown in Figure 2.17, the BLI hitrate drops quickly, from 66% to

16% as o�set diversity increases. The lower BLI hitrate clearly translates to higher

normalized kernel runtime, from 1:1� to 5:8� as a signi�cant amount of IFM accesses
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Figure 2.18 : Contributions of Prioritized Loading, Parallel Issue.

in the BLI stage are forced to go through global memory. As for the case of no tile

padding, we allow the tile dimensions to change, but setTPad = 0. As o�set

diversity increases, the tile shape also increases to accommodate these o�set values.

However, without tile padding, the BLI hitrate and normalized runtime lag behind

our complete approach.

Ablation Study: Prioritized Loading and Parallel Issue. Figure 2.18 shows

the normalized fused kernel runtime as either �lter shape or input channel size in-

creases. We sweep along these dimensions because they directly in
uence the com-

putation and data volume required by both the o�set convolution and BLI stages.

Without prioritized loading, the o�set convolution does not start its computation

until all tile data|including padding data|is fully loaded into shared memory. As a

consequence, the normalized runtime reaches as high as 1:3� at either a �lter shape

of 11� 11 or channel size of 256. Without parallel issue, local IFM unrolling and
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o�set convolution cannot co-execute, which tends to worsen the runtime as the local

workload increases.

Conclusion. In summary, DefT Framework identi�es performance bottlenecks in

DCNs and fuses speci�c operators that are observed to limit DCN OI. Our approach

also uses statistical information of DCN workloads to adapt the workload tiling to

the DCN layer dimensions, minimizing costly out-of-boundary input accesses. Ex-

perimental results show that DefT mitigates up to half of DCN slowdown over the

current-art PyTorch implementation. This translates to a layerwise speedup of up

to 134% and a reduction of normalized training time of 46% on a fully DCN-enabled

ResNet model. Software-level optimization techniques such as those introduced in

DefT enable further proliferation of HSM DyNNs, improving DNN capacity without

increasing their size.
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2.5 Moving Forward: E�cient and Capable DNNs

DNNs have achieved incredible feats thanks to their scalability and impressive repre-

sentation power. However, the recent decade has experienced rapid scaling in DNN

size and compute cost, likely eclipsing computational and energy demands of server

clusters. To combat this rapid growth, we can (1) exploit the robustness of DNNs

by compressing them and (2) improve representation power of DNNs without intro-

ducing a signi�cant amount of computation via dynamic mechanisms (i.e., DyNNs).

DNN compression has seen an explosion in interest and has mostly matured as a

sub-�eld. Meanwhile, DyNN approaches are still relatively nascent and o�er an ex-

citing avenue for research. With the recent discover of DNN emergent behavior, ML

architects can design DyNNs that enable such new capabilities either directly or indi-

rectly. Direct approaches involve designing dynamic mechanisms that are customized

to introduce new capabilities to the model (e.g., multi-modal). Indirect approaches

leverage the additional capacity introduced by dynamic mechanisms to achieve the

emergent behavior without signi�cantly increasing model size. DyNNs can also be

combined with DNN compression approaches. Moving forward, future DNN models

should utilize both compression and dynamic mechanisms, while computer architects

co-design specialized hardware to push new AI capabilities in new domains.

56



Chapter 3

Co-Designed Hardware and Software

Despite best e�orts of DL architects in constructing models that are as compact as

possible, it is an avoidable truth that DNNs remain computationally and spatially

expensive. The discovery of DNNs' emergent behavior further corroborates that this

trend of ever-growing DNNs is unlikely to stop in the foreseeable future. However,

the growing model sizes does not mean that we have to accept proportional growth in

workload latency and energy consumption. By viewing the full DL stack as a system,

it becomes obvious that there are many more factors at play besides changes to the

DL algorithm. Figure 3.1 illustrates a high-level abstraction of the typical DL stack.

Figure 3.1 : Conventional DNN Execution Stack.

Due to the importance of achieving highly e�cient and performant DL systems,

the �eld of DL-speci�c application-speci�c integrated circuits (ASIC) has exploded

over the recent decade [80, 81, 82, 35, 83, 84, 85, 86, 87, 88, 89, 90, 91, 92, 93, 37, 94],

incorporating highly e�ective concepts such as bu�er hierarchy, data
ow, o�ine and
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online scheduling, 
exible network-on-chip (NoC), and zero skipping. Many lessons

can be carried over from these ASIC designs. In fact, an already widely-adopted,

highly parallel accelerator, the graphics processing unit (GPU), has seen recent DL-

speci�c feature enhancements. Implementation of Turing-complete software stack

has transformed GPUs into general purpose platforms, GPGPUs [95]. This chapter

explores the co-evolution of hardware and software in the context of DNNs, paying

close attention to how they address the complex compression and dynamic schemes

associated with DNNs and DyNNs alike.

3.1 Application-Speci�c Hardware

The successes and size of DL workloads warrant the development of specialized

hardware|i.e., DL accelerators. To better understand the challenges that state-

of-the-art DL accelerators face today, we must �rst recall the rich history of DL

accelerator innovations. At its core, DL models heavily rely on a computational

primitive in the form of a MAC, which can be formulated as matrix and vector op-

erations. DL accelerators deploy numerous processing elements (PE) on the order of

hundreds (edge devices) to hundreds of thousands (wafer scale servers) in order to

exploit the massive parallelism of these operations. Given this pool of PEs, the pri-

mary challenge that DL accelerators attempt to solve ishow to best utilizethe PEs.

As early as the year 2014, DL accelerators incorporate abu�er hierarchy to keep

relevant data inside low-cost, low-latency on-chip bu�ers for frequent access, conse-

quentially heighten PE utilization and end-to-end energy e�ciency [96]. However,

simply adding these bu�ers is not enough to guarantee high PE utilization and en-

ergy e�ciency. In fact, a majority of data movement energy during CNN inference is

expended from refetching activation data; hence, the activationdata reusehas signif-
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icant room for improvement. Works such as Eyeriss [80], Tensor Processing Unit [82],

and MAESTRO [35] enable inter-PE data reuse of both activation and weight data

by implementing e�cient data
ow and computation scheduling. Data
ow refers

to the temporal aspect of data placement as it propagates within and across PEs.

Scheduling refers to thespatial placement of tensors (usually sub-problems) to the

hardware over time. Each unique data
ow and scheduling pattern have a set of DL

operations that they perform exceptionally well under, but no single data
ow and

schedule can achieve the best performance under all scenarios. Thus, early work on

dynamic architectures, such as EyerissV2 [81] and Neu-NoC [83] introduce a 
exible

network-on-chip (NoC) that allows the DL accelerator to switch between multiple

data
ows and scheduling con�gurations on-the-
y.

Beyond the above techniques that focus only on maximizing PE utilization and

e�ciency, DL workloads have unique characteristics that the hardware can exploit for

further performance gains. Deep Compression [19] employs two algorithmic meth-

ods to reduce the memory footprint of DL models:quantization and pruning .

Quantization represents full-precision weights and activations using (nominally) 8-

bit numbers with negligible accuracy loss. As a consequence, the design of PEs and

on-chip bu�ers can be made signi�cantly smaller by only having to compute 8-bit

MACs rather than full precision 32-bits. Pruning sets a model's ine�ectual weights

to zero with negligible accuracy loss, which can then becompressedto save on stor-

age and data movement. Combined with popular activation functions such as ReLU,

DL inference will typically involve 50% sparse activations and typically 70%� 99%

sparse weights. A plethora of DL accelerators thus employzero skipping hardware

that avoid computing MAC when at least one of the operands are zero [93, 37, 94].

However, various methods of zero skipping can be heavy handed and result in signi�-

cantly larger bu�ering capacity requirements and complex control logic. Additionally,
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many works that employ zero skipping tend to neglect data
ow optimization, result-

ing in designs that prioritize one key metric (inference latency) over another (energy

e�ciency).

3.1.1 Background: Zero Skipping Hardware

Sparse DNN inference and structured pruning are well-studied areas with a rich col-

lection of approaches. Recent works can be categorized by the sparsitygranularity

and type that they target. In terms of granularity, accelerators can exploit bit-wise

sparsity via bit-serial computation [97, 98], unstructured element-wise sparsity of ei-

ther activations or weights [84, 85, 86, 87, 88, 89, 90, 91], or structured sparsity via

a co-designed pruning algorithm [99, 100, 36]. BitPruner [101] applies structured

bit-wise pruning to bene�t bit-serial architectures.

In terms of sparsity type, sparse DNN accelerators can target sparsity of the

activations or weights (i.e., 1-way sparsity), or both (i.e., 2-way sparsity). Recent

works that target 2-way sparsity are able to extract higher performance and energy

e�ciency [92, 93, 37, 94], but they rely solely on zero skipping to achieve higher

performance proportional to tensor sparsity. Sanger [102] is another 2-way sparse

approach that targets the dynamic structures of attention-based models (i.e., Logit

and Attend operators); it dynamically applies �ne-grained structure pruning with a

data
ow that is well suited for Logit and Attend operators.
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3.2 CSP-H [1]

When deciding on a DNN compression scheme and corresponding zero skipping hard-

ware design, one must be cognizant of the chosen methodologies' impact on the var-

ious system-wide key metrics. In the last chapter (Section 2.2), we introduced a

novel pruning and compression scheme that enables global sparsity patterns to be

inferred from local sub-tensors, but without hardware that can leverage this implicit

information, the CSP-A algorithm alone poses no more practical bene�ts than con-

ventional structured pruning approaches. In this section, we will discuss the design

considerations, implementation, and evaluation of an ASIC that uses the implicit

sparsity patterns induced by CSP-A, �ttingly called CSP-H. The key innovations are

as follows:

ˆ We propose the CSP-H accelerator. CSP-H leverages the sparse weight struc-

tures induced by CSP-A with two novel data
ows for one-time o�-chip access of

activation data, drastically improving activation data reuse. The PEs of CSP-H

employ a new accumulation bu�er to support the data
ow with low controller

complexity.

ˆ We analyze opportunities to further improve the area and energy e�ciency of

the PEs via periodic partial sum truncation. Results show that periodically

truncating the partial sums to lower bit-widths incurs negligible accuracy loss

while reducing PE footprint.

3.2.1 Desired Behavior

CSP-A conceptually shrinks the unfolded �lter tensor across subsequent passes. Fig-

ure 3.2(a) displays this behavior using a weight-stationary (WS) PE array. All ac-
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Figure 3.2 : Example CSP-enabled parallel architectures. (a) Leader-Follower. (b)
Serial Cascading.

tivations that are fed into the PE array's rows are propagated until it encounters a

pruned weight. Once this happens, the activation data is no longer needed by subse-

quent PEs, illustrated with the red `X'. Conversely, all previous PEs are guaranteed

to require the activation. This scheme constrains the pruning behavior to enable a

sequential activation data feeding pattern.

From the above example, it is clear that CSP signi�cantly reduces control com-

plexity of a sparse accelerator by providing a useful constraint to the sparsity struc-

ture. In other words, we can now exploit weight sparsity using anearly stop mecha-
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nism rather than a sparse-skipping one. However, it is equally important to identify a

suiTable parallelized compute scheme to maximally leverage CSP's reduced complex-

ity to improve accelerator performance and e�ciency. As an exercise, we present the

Leader-Follower pipeline, illustrated in Figure 3.2(a). Here, the leader PE array

processes a pass of activation data on the earliest chunk of the �lter tensor. Each

PE row corresponds to a �lter row, which is distinguished by the varying shades of

red in the �gure for the �rst batch of �lter rows. The leader array then propagates

its activations to the follower array, thus improving the activation data reuse by up

to the width of the array (arr w). Upon encountering a pruned sub-row, the follower

array must fetch activations for the next �lter row. Although this scheme enables

pipelining of PE array structures, it su�ers from two major issues. (1) Bandwidth

demand of the global activation bu�er scales linearly with the number of pipelined

PE arrays. (2) Without adequate reorganization of the �lter rows, PE stalls (depicted

by PEs marked with `ST') are almost guaranteed due to the load di�erence across

the arrays.

Next, we present theSerial Cascading PE array, illustrated in Figure 3.2(b).

Here, the PE array interleaves computation for all chunks using an OS data
ow.

For visual simplicity, we align all weights and activations in the �gure, although a

real implementation may stagger the inputs. Each PE holds all partial sums corre-

sponding to its �lter column within all chunks while individual input activations are

held within each PE and continually reused until the �rst pruned chunk is reached.

Although this format cannot bene�t from inter-PE-array pipelining like the Follower-

Leader con�guration, it is stall-free and enablesone-time activation read without

moving the partial sums between the PEs. In the next sub-sections, we detail the

microarchitecture and compressed representation to implement the Serial Cascading

PE array and prepare the data layout of the input tensors to feed the PE array.
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Figure 3.3 : CSP-H, PE, and RegBin microarchitecture.

3.2.2 Cascading Microarchitecture

In this sub-section, we detail the implementation of CSP-H. First, we discuss a novel

accumulation bu�er composed of circular register bins; this structure holds partial

sums for all chunks of a �lter row in an output-stationary manner, which is crucial

to supporting Serial Cascading. Then, we explore several register bin optimizations

and detail the implementation of a PE.

Circular Register Bins. We aim to maximally reuse input activations acrossall

chunks. Using conventional data
ows, only one chunk of output channels (i.e., �lters)

can be mapped onto the PE array at a time. To support multi-chunk mapping, we
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Figure 3.4 : Running example of circular RegBin stall-free access.

expand the partial sum accumulation register within each PE. The most straight-

forward implementation would be to simply add more accumulation registers with

a mechanism to arbitrarily select among them (i.e., MUX). However, complexity of

MUXes does not scale well. Coupled with the fact that read-modify-write (RMW)

of partial sums is on the critical path of single-cycle MAC operations, depending on

a high-latency arbitrary switching mechanism would degrade performance of a PE.

Instead, we require a scalable solution that would support as many concurrent chunks

as possible without impacting PE performance.

Expanded Accumulation Bu�er. Notice from Figure 3.2(b) that the the de�ned

chunk-wise mapping is sequential, which re
ects the access pattern for each accumu-

lation register. We leverage this sequential RMW access pattern by implementing

a circular accumulation bu�er. As the MACs for each chunk are processed, partial

sums are propagated through the circular bu�er and only the head of the bu�er needs

to be accessed for accumulation. In order to support arbitrary length pruned �lter

rows, the circular bu�er is separated into segments called register bins (RegBin).

Figure 3.3 depicts the overall accelerator, accumulation bu�er, and RegBin mi-

croarchitecture. Individual RegBins are implemented as circular bu�ers that only

propagate partial sums upon receiving an enable signal and encountering a requested
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chunk size greater than a speci�ed threshold. Finite state machine (FSM) based con-

trol logic iterates the current chunk index to enable speci�c RegBins for RMW. Each

RegBin must be sized accordingly to support stall-free computation. Consider Fig-

ure 3.4. Here, the highlighted registers are the ones accessed for one MAC operation

while red arrows signify a rotate of the RegBin. If the chunk size for a given cascade

only reaches the head of a RegBin (i.e., cycle 1), the partial sum data present at

the head can be directly accessed without triggering the rotate logic of the RegBin;

this saves energy related to switching power by avoiding needlessly propagating data

through the RegBin. However, in the worst case, the chunk size of the cascade reaches

only the second register in the RegBin (i.e., cycle 4). In this case, the RegBin must

complete a full rotation on time before computations of the next �lter row require

partial sum data from that RegBin (i.e., cycle 7). As a result, we size consecutive

RegBins exponentially. Speci�cally, given a RegBinRBb, b 2 N0, we determine its

length as

len(RBb) = 2 b+1 : (3.1)

In total, the proposed accumulation bu�er contains �ve RegBins, allowing it to span

2+22+2 3+2 4+2 5 = 62 chunks. Assuming an array width ofarr w = 32, this is equiv-

alent to supporting up to 1,984 concurrent �lters. Most modern DNN layers contain

at most 1,024 �lters, so the proposed design comfortably supports the common case.

Internal to each RegBin is counter-based FSM that leverages the sequential access

patterns to minimize complexity. A decrementing counter is preset once the FSM

receiveschunk count > rot tresh, where the rotate threshold for a given RegBinb is

speci�ed by

rot threshb =

(
0 if b= 0

2b+1 if b � 1
: (3.2)

While the value of the counter is nonzero, the RegBin continues to circulate, even
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when the RegBin is not selected by the accumulation bu�er for RMW; this allows the

RegBin to reset on-time while waiting for the next �lter row. If the RegBin is enabled

and rotating, the RMW changes to a read-modify-shift (RMS), where the last register

is directly written to during the circular shift, thus maintaining correctness without

adding another stage to the RMW operation.

Flushing Accumulation Bu�er. Now that we have covered the loading and com-

pute mechanisms of the accumulation bu�er, it is equally important to discuss the

o�oading mechanism. E�ciently o�oading the accumulated activations is important

to minimize the stall between passes. In a conventional PE array architecture, the

accumulated activations are propagated between PEs towards the global bu�er desig-

nated to hold the outputs; this is easy because at most one output is held within each

PE, thus limiting the bandwidth requirement of the global bu�er to the dimension

of the PE array. In contrast, the proposed expanded accumulation bu�er may store

up to 62 output activations per PE. One direct approach to 
ushing these bu�ers

is to place all entries onto a wide bus, thus maintaining the single cycle 
ush of

the conventional architecture. However, the bandwidth demand of the output global

bu�er would increase by 62� , which would severely limit the scalability of the PE

array. On the other extreme, we could take a true serial approach and 
ush the

accumulation bu�ers one entry at a time; but, this could stall the next pass by a

number of cycles equal to the size of the largest dirty RegBin. Instead, we avoid both

of these penalties through again leveraging the sequential RMW access pattern by

serially 
ushing all B RegBins at the same time. In other words, each RegBin 
ushes

its outputs serially, so the 
ush output of a RegBin is only 8-bit. All RegBins 
ush

at the same time with a total drain bus bandwidth of (8� B )-bit. RegBins with

the same ID (e.g.,b = 0; 1; :::) in subsequent PEs bu�er the outputs of the previous

PE while simultaneously draining its own. Here, the 
ushing procedure would only
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incur a two cycle penalty (i.e., equal to the size of the �rst RegBin) while allowing

the next pass' computation to overlap with the 
ushing process.

Register Bin Optimizations. The proposed circular RegBins enable e�cient ac-

tivation and partial sum reuse, but are prone to signi�cantly increasing area and

power consumption within each PE. Although state-of-the-art edge DNN accelera-

tors are able to leverage 8-bit input activation and weight quantization, partial sums

still require signi�cantly higher precision to maintain high accuracy. As discussed

Sze et al. [103], the required precision for partial sums is typically 26� 32 bits

for popular DNNs. This precision requirement signi�cantly increases the area and

power consumption of the register-based accumulation bu�er and necessitates some

hardware-algorithm co-optimizations.

Periodic Partial Sum Truncation. Truncating the partial sums will signi�cantly

reduce the size of the accumulation bu�er, thus reducing area and power cost. How-

ever, na•�vely reducing partial sum precision may incur signi�cant accumulation error

and degrade model accuracy. To address this we introduce an Intermediate Partial

Sum Register (IR) between the MAC unit and RegBin, shown in Figure 3.3. In

conjunction, we design two new data
ows (discussed in Section 3.2.4 and 3.2.5) so

that each chunk can accumulate up toT MACs at full precision prior to truncating

the partial sum. Here,T is the number of �lter rows concurrently processed by the

accelerator and grouped by weaved compression, and is typically set toT = arr w to

align with the PE array dimensions. This approach recovers almost all accuracy loss

from partial sum truncation while signi�cantly reducing area and power of each PE.

Lower Switching Activity. By introducing the intermediate partial sum bu�er,

the circular RegBins are now given ample time to propagate partial sums in between

chunks. Rather than using additional time to further scale the RegBins beyond

the limit set by Equation 3.1, we maintain the current con�guration and allow the
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Figure 3.5 : Weaved Compressed Format.

controller FSMs to update once everyT cycles. This signi�cantly reduces switching

activity, thus reducing dynamic power.

Clock Gating. Lastly, we apply a simple yet e�ective technique to further reduce

power of the accumulation bu�er. Most �lter rows of each layer do not require

accessing the costlyRB4 due to the high chunk pruning rate. In fact, later RegBins

are accessed at a lower rate due because CSP-A penalizes the later non-zero chunks

more. Due to the exponential scaling of the RegBins,RB4 consumes almost as

much power as the previous RegBins combined. Thus, we can further improve power

e�ciency by applying clock gating to unused RegBins at a per-pass granularity. The

power e�ciency is further improved under higher CSP sparsity rates.

3.2.3 Compressed Representation

After applying CSP-A to make the �lter tensors exhibit CSP sparsity behavior, they

can be compressed in a way that enables sequential access of both activation and

weight data; this is done in a fashion similar to CSR, but removes indirect addressing

resulting from CSR's row and column pointers. Instead of using an array of pointers,

we can simply record the number of chunks within each �lter row within a chunk

counts array. The weight matrix can then be stacked such that consecutive unpruned
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Figure 3.6 : Input pseudo-Output Stationary Data
ow.

chunks of a �lter row are grouped. Because the resulting representation interleaves

chunks within each �lter row, we call this compressed formatweaved compression .

This format allows us to design a simple early stop mechanism rather than a complex

zero skipping mechanism in hardware. This format can then be extended to logically

group multiple non-zero �lter rows (T of them) to support di�erent feeding patterns

in the data
ow (detailed in architecture-related Sections 3.2.4 and 3.2.5). Figure 3.5

depicts the resulting compressed format of the working example in Figure 2.3 with

two example �lter row grouping, T = 1 and T = 2.
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3.2.4 Data
ow: Input pseudo-Output Stationary

The combination of the Serial Cascading behavior and Intermediate Partial Sum

Truncation informs the design of a new data
ow called Input pseudo-Output Sta-

tionary (IpOS). One computation loop of IpOS is illustrated in Figure 3.6, which

assumes the same sparsity pattern and compression as Figure 3.5 and each time step

shows an explicit mapping between the yellow-highlighted �lter elements and the

input features. For the �rst T cycles of a group of �lter rows (i.e.,T r), activation

and weight data are fed into the PE array under the standard OS data
ow. After

T cycles, partial sums are truncated and stored in the RegBins. The PE FSMs are

then updated to prepare for the next chunk (i.e., `RB Step'). Meanwhile,T � j PT r;n j

activations are recycled within their respective rows. Here, we considerjPT r;n j to be

the number of subrows skipped during then-th chunk of the T r-th group of �lter

rows. Because of the sequential access of activation data, the global controller can

decrement thechunk count for each �lter row to determine which PE to recycle

activation data from. After T � j PT r;n j cycles, partial sums of the next chunk are

computed, and the process repeats until this set of partial sums of all chunks are

computed. Speci�cally, this process of recycling activation data continues until the

number of non-zero chunks, signi�ed bychunk count, for all T �lters rows is reached.

Upon reachingchunk count, RegBin counters restart to operate onRB0 in prepara-

tion for the next set of T �lter rows (i.e., `RB Restart'); separate �lter rows require

new activation data. Once all �lter rows are processed, this concludes one iteration of

IpOS. Each iteration targets distinct pixels of the OFM, similar to the conventional

OS data
ow, and all iterations are sequentially computed for a layer.
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Figure 3.7 : Input pseudo-Weight Stationary Data
ow.

3.2.5 Data
ow: Input pseudo-Weight Stationary

For any DNN layer that is e�ciently supported, IpOS is the preferred data
ow be-

cause utilization of all PEs is not a�ected by the di�erences in sparsity across the

sub-rows. However, not all layer types can be e�ciently mapped onto an OS-like

data
ow. An example are FC layers, which make up the majority of computations

in popular DNNs like the Transformer [41]. FC layers have no concept of spatial di-

mension, which would reduce the utilization of the PE array using IpOS data
ow to

only a single row. This issue can be avoided by unrolling the �lters directly onto the

PEs under a WS-like data
ow. Enter the Input pseudo-Weight Stationary (IpWS)
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Table 3.1 : Hardware Parameters of CSP-H Experiment.

Accelerator O�-Chip Mem. Global Mem. (pJ) Number PEs Mem./PE MACs/PE B/MAC

DianNao NB: 36 KB (1.51 rd) 64 2 KB 16 0.195 KB
SB: 36 KB (2.98 wt)

Cambricon-X NBin: 36 KB (1.51 rd) 64 2 KB 16 0.195 KB
NBout: 36 KB (2.98 wt)

SparTen DDR3 N/A 1024 0.76 KB 1 0.778 KB

1 GB NBin: 32 KB (1.44 rd)
Cambricon-S 64-bit bus NBout: 32 KB (2.64 wt) 64 32 KB 16 2.070 KB

800 MHz SIB: 8 KB (1.01 rd)

Per-Byte Energy: InAct: 2 KB (0.84 rd) A&W: 2 B
Ours 766 pJ rd Wgt: 50 KB (1.76 rd) 1024 IR: 4 B 1 0.137 KB

780 pJ wt OutAct: 20 KB (2.83 wt) Accum.: 62 B

data
ow, illustrated in Figure 3.7. Unlike IpOS, IpWS requires the weights to be

unicasted to the PEs. Although this procedure has a larger bandwidth requirement

for the �lter GLB, we can coalesce the memory accesses to avoid introducing ad-

ditional ports to the GLB; this can be done by reordering the weights in memory

ahead of time. The rest of the data
ow is similar to IpOS with some key di�er-

ences. Each iteration is now equivalent to the number of input channels divided by

the product of arr h and T. Another key di�erence is that we must include another

step, accumulate psums(), to ensure that the minimum number of accumulations

between each partial sum truncation is met. This can be done by accumulating al-

ternating rows of partial sums within each column, introducing a single cycle delay

between each set ofT sub-rows. The last di�erence is that IpWS has the potential

to su�er from PE under-utilization similar to the Leader-Follower pipeline shown in

Section 3.2.1. To minimize this underutilization, we greedily reorder the �lter rows

from least to most sparse; this increases the likelihood that sub-rows for each chunk

share the same sparsity.
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3.2.6 Experiment Setup

Baseline Accelerators. DNN inference acceleration is a well-studied area and

encompasses a rich diversity of approaches. For this reason, we select several accel-

erators that target e�cient DNN inference from di�erent angles. DianNao [96] is

one of the earliest inference accelerators that leverages 3-level memory and targets

the dominant MAC operation for high temporal data reuse and low complexity. It

targets dense networks and is therefore a good baseline to observe the impact of

sparsity-aware approaches. Cambricon-X [86] holds sparse CNN weights in a com-

pressed format and applies e�cient indexing to reduce activation data movement cost

and allowing it to operate as a 1-way sparse accelerator. SparTen [37] implements

2-way compressed format using bit-masks in addition to employing o�ine and on-

line load balancing schemes for improved utilization and lower data movement with

signi�cantly lower compute cycles. Cambricon-S [36] combines structured pruning,

local quantization, and 1-way sparse computation skipping, making it a strong can-

didate to compare against our structured sparse approach. Each of these works have

a common goal of accelerating DNN inference, which places end-to-end latency and

energy e�ciency as �rst-class priorities in our main analysis.

Architecture Modelling. All accelerators are modeled using cycle-accurate sim-

ulation to obtain cycle count and data movement traces on CSP-A-trained models.

To simulate CSP-H, we modify SCALE-Sim [104] and implement the IpOS and IpWS

data
ows, PE architecture, and weaved compressed format. Speci�cally, after train-

ing the models using CSP-A, we export the �lters and feature maps of each layer, and

apply weaved compression to the weights. The layer-wise data are then fed into the

modi�ed simulator to obtain cycle-accurate measurements. For DianNao, we use the

Timeloop [105] simulator. Because this work does not target unstructured sparsity,
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we structurally prune entire ine�ectual �lters from the models to enhance their base-

line results without modifying their implementation. Cambricon-X, Cambricon-S and

SparTen do not have open-source simulation tool that we can leverage. Instead, we

closely follow the designs discussed in these works to implement in-house simulators

and validate them against the original works. Lastly, because Cambricon-S is a coop-

erative algorithm-architecture approach, all models are re-trained using Cambricon-S'

method. Performance and power consumption are scaled to match the PE count and

global memory constraints presented in Table 3.1.

Table 3.1 presents the con�gurations for all accelerators used in this work. Two

important parameters that directly in
uence computation throughput and data move-

ment areMAC unit count and global bu�er size . Therefore, for fair comparison,

we constrain all accelerators to use 1024 parallel MAC units and 72KB of global

bu�er space. Note that local bu�ers (i.e., exclusive to each PE) are tied to the spe-

ci�c architecture, so modifying this value may unfairly disadvantage the baselines.

Instead, we compare the ratio oftotal bu�er-per-MAC and consider it in our over-

all analysis. Less bu�ering per MAC is, in general, more area- and memory-e�cient.

All accelerators are scaled to a clock frequency of 300MHz , 65 nm technology

node, and 8-bit computation for comparability. CSP-H is synthesized for area and

power estimation using Synopsys Design Compiler and TSMC 65nm library. Clock

gating is implemented via latches and is included in the synthesized results. For

high �delity dynamic power estimation of our work, we simulate a sample workload

in ModelSim and extract the switching activity (.saif) �le. Because replicating this

method for all baseline accelerators would require signi�cant engineering e�ort, we

instead conservatively estimate dynamic power of baseline accelerators with a per-

MAC consumption of 0.081 pJ; this is extracted by synthesizing a MAC unit and

averaging its dynamic power. Global bu�ers and o�-chip memory are modelled using
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Figure 3.8 : Periodic Partial Sum Truncation. Notation: `D':dense, `S':sparse, fol-
lowed by precision of the RegBins.

CACTI as SRAM and DRAM, respectively. Global and o�-chip memory energy is

computed by multiplying the number of accesses by the unit-energy cost of reads or

writes. Table 3.1 reports the per-Byte access energy of each memory module. On-

chip leakage power of the memory is also considered, but o�-chip leakage power is

not considered because it may be shared by other system components. Lastly, energy

e�ciency is computed as the number of inferences per unit energy.

3.2.7 Discussion

Periodic Truncation. Whenever a microarchitectural change induces error in

computation, it is important to carefully examine and tune the magnitude of ac-

curacy loss. By truncating the partial sum registers, we introduce a energy-accuracy

trade-o�. Figure 3.8 illustrates the accuracy curve while Figure 3.11 illustrates the

energy consumed by the PE array for the di�erent partial sum register con�gurations.

Accuracy loss is normalized to the full-precision scenario and is computed on ResNet-

50. As expected, directly reducing RegBin precision from 30- to 8-bit (i.e.,T = 1)

greatly reduces energy consumption of the PE (i.e., roughly 2:8� ), but induces a
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signi�cant accuracy loss of 28%. By incorporating an IR to increase the period in

which partial sums are truncated, we can recover most of the accuracy loss while

simultaneously reducing energy consumption of the RegBins. Assuming a truncation

period of 32 (which corresponds toT = arr w), accuracy loss is reduced to 0:21%.

Also, by reducing the frequency that RegBins are accessed, PE power lowers by 5:3� .

Now, we discuss the minimum truncation period for negligible accuracy loss. At

a truncation period of T = 1, it is assumed that the IR is completely bypassed and

RegBins are directly accessed each cycle. Accuracy loss is normalized to the 30-bit

precision scenario. As shown in this �gure, accuracy loss quickly drops as truncation

period increases. At the nominal truncation period of 32, accuracy loss is reduced to

0:21%. We can further decrease the accuracy loss by increasing truncation period.

However, raising the truncation period to larger thanarr w will require bu�ering of

the additional activation data to maintain IpOS or IpWS data
ows. Instead, by

introducing one additional activation bu�er for each PE, accuracy loss can be further

decreased to 0:03% at the cost of slightly increased area and complexity. Accuracy

loss can also be mitigated by incorporating partial sum truncation inside the model

training loop. Because the current accuracy loss is negligible (i.e., 0:03%), we leave

this algorithmic approach for future work.

Accelerator Performance. Using the observations from the analysis on optimal

truncation period, we choosearr w = 32 with two activation input registers for a trun-

cation period ofT = 64. Overall results of the experiment are shown in Figure 3.9.

This �gure displays the energy e�ciency and speedup of all accelerators on the eval-

uated models, normalized to DianNao. We also include results of SparTen assuming

dense execution as an additional baseline. On a majority of the models, CSP-H sig-

ni�cantly improves overall energy e�ciency over all baselines. Overall improvement

on Transformer is lower because its FC layers tend to beweight datadominant rather
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Figure 3.9 : Overall Results of CSP-H Evaluation. *Uses separately trained model.

than activation data dominant. Regardless of the number of activation data re-fetches

avoided, all designs must incur the cost of reading the Transformer's large number of

weights. By minimizing partial sum and activation data movement with the proposed

IpOS and IpWS data
ows, CSP-H achieves an average 7:7� and 15� improvement

in energy e�ciency compared to Cambricon-X and SparTen, respectively, and on

average 5� improvement compared to Cambricon-S. CSP-H guarantees one-time ac-

tivation data access and limits partial sum movement to within its PEs; CSP-H also

reuses activation data across all PEs and does not rely on large input bu�ers, thus

improving overall energy e�ciency. In contrast, SparTen's clusters are speci�cally

designed to work independently and operate on unique slices of the output map;

this results in each of the (32) clusters redundantly accessing overlapped data from
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Figure 3.10 : Energy Breakdown and Data Tra�c.

the input maps, which eclipses SparTen's nominal 50% activation movement savings

achieved by compression.

In terms of speedup, CSP-H delivers comparable or superior performance to most

of the state-of-the-art baselines, but has slowdowns of 1:4� compared to SparTen.

SparTen achieves this speedup by emphasizing load balance within its independent

clusters while skipping all ine�ectual computations from zero-valued inputs and

weights. CSP-H, on the other hand, only skips computations with zero-valued weights

and relies on a simple greedy load-balancing scheme for its IpWS data
ow. Despite

being 1:4� slower than SparTen, CSP-H experiences a 15� energy e�ciency bene�t.

Because CSP's primary goal is to tackle energy ine�ciency by removing redundant

data accesses, we �nd the trade-o� to be signi�cantly in our favor. Additionally, the

huge gap inBuf fer=MAC (shown in Table 3.1) between CSP-H and SparTen shows

that we have extra budget to potentially hold more activation data by increasing the

size of the activation GLB. Potential extensions of this work involve exploiting this

extra capacity budget by pre-fetching more activation data and employing a sparse

activation skipping mechanism on top of CSP-A to bridge the performance gap.
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Activation Re-Fetch Energy Comparison. To further highlight the key sources

of energy consumption for each of the accelerators, we isolate the energy consumed

by refetching activation data (i.e., IFM RR) during a single VGG-16 inference in

Figure 3.10. Because DianNao does not compress the �lter tensors, all activation data

must be re-fetched for consecutive intersections in the convolution operation, leading

to over 65% o�-chip re-fetch energy. SparTen's inability to reuse activation data

across its clusters due to its irregular IFM access pattern and independent clusters

causes it to spend nearly 60% of its inference energy re-fetching o�-chip activation

data. Cambricon-X and Cambricon-S perform signi�cantly better in terms of o�-chip

activation data re-fetch energy, but their bu�er controller, BCFU/NSM, consumes

a signi�cant amount of energy locating and re-transporting non-zero activation data

for unique intersections pertaining to individual PEs. To expose the bene�ts of the

proposed IpOS data
ow, we include another data point (i.e., OS + CSR Compression)

that applies standard CSR compression on top of an OS data
ow given the same

hardware con�gurations; here, the amount of o�-chip activation data is still signi�cant

(> 40%). As shown in Figure 3.10, CSP-H completely removes all activation re-

fetches, causingunique o�-chip activation data fetches (i.e., IFM U) to dominate the

overall energy consumption, which is an unavoidable cost regardless of accelerator

design.

Component Breakdown. Figure 3.11 shows the PE array area and end-to-end

energy breakdown of one inference run on ResNet-50. `Vanilla' refers to a conventional

OS data
ow accelerator; here, it is clear to see two main characteristics: (1) o�-

chip data movement dominates the energy cost and (2) movement of activation data

(speci�cally from the IFMs) composes a majority of o�-chip energy cost. The other

PE con�gurations explored in this �gure pertain the various iterations of CSP-H

discussed in this work. By leveraging CSP-A and proposed data
ows, all iterations
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Figure 3.11 : Energy, Power, and Area. *Power excludes SRAM.

of CSP-H signi�cantly reduce o�-chip data movement, and thus address the largest

dissipator of energy. `30-bit Psum' con�guration trades lower o�-chip energy for

high PE array energy due to the large power cost of the large partial sum bu�ers.

Meanwhile the `8-bit Psum' con�gurations decrease the PE array's area and power

by roughly 3� . These results are consistent with the analysis on optimal truncation

period.

RegBin access frequency. Figure 3.12 illustrates the access frequency of each

RegBin during an inference of all representative models, as well as the average power

savings resulting from clock gating. As expectedRB0 is used 100% of the time

because it is the �rst RegBin that must be accessed to accumulate the intersections

from each �lter row. Meanwhile RB4 is activated less than 11% of the time for all

runs. For models that achieve high prune rate, the frequency ofRB4 access drops

to zero, signifying that RB4 is unused. We further lower power of each PE by clock

gating unused RegBins at a per-pass granularity and include it in the synthesized
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Figure 3.12 : Access Frequency and Savings of RegBins.

results. This produces an average power savings of 0:574mW for each PE, reducing

the power consumption of each PE by 46%.

Conclusion. In summary, CSP is a novel approach that 
exibly prunes �lter ten-

sors in a structured manner while enabling contiguous activation data access pat-

tern. Contiguous activation data creates the opportunity for compression schemes

and data
ows with sequential activation access for improved data reuse. From the

algorithm side, CSP-A induces this cascading pruned behavior by enforcing pruned

weights that would be mapped to the same coordinates across subsequent timesteps

of the inference data
ow. Once pruned, model sparsity ranges from 49� 96% with an

accuracy degradation of less than 0:5% after pruning and �ne-tuning. Under some

circumstances, such as pruning the Transformer model, CSP-A actually signi�cantly

improves the model performance by enforcing a unique sparsity behavior that inter-

acts with the key dimension of the model (i.e.,dK ). The hardware, CSP-H, then

exploits the cascading pruned behavior with two novel data
ows to enforce one-time

activation data access and limit movement of partial sums to within each PE. We

then introduce a novel PE design that periodically truncates partial sums for minimal
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accuracy loss with lower power and area footprint than the straightforward approach.

Our results show that CSP-H applied to CSP-A-trained models improves energy ef-

�ciency compared to state-of-the-art accelerators, all with comparable or superior

speedup under most evaluations.
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3.3 DyNNamic [3]

As aforementioned in Chapter 2, compact model design and model compression tech-

niques extend beyond model pruning alone. Another attractive avenue is �lter de-

composition, which is orthogonal to model pruning and may also produce hardware-

friendly tensor structures. However, combining multiple model compression tech-

niques may result in larger variance in tensor shapes, necessitating hardware spe-

cially designed to support these structures. In this section, we will explore a novel

co-designed ASIC capable of executing compact DNN workloads that incorporate

both �lter decomposition and pruning.

3.3.1 Motivation

In an e�ort to improve latency and throughput of large models, great emphasis has

been placed on compressing the models or implementing DNN hardware specializa-

tion. DNNs exhibit highly regular structures and substantial data-reuse opportuni-

ties, which are e�ectively exploited by accelerators incorporating arrays of PEs with

systolic data
ows. Accelerators such as TPU [82] are notably e�cient for such models

due to their low-complexity processing engines and highly parallel arrays. Such low-

complexity also improves scalability, enabling higher throughput with the addition

of more PEs. However, simply adding more PEs to the accelerator may not propor-

tionally increase throughput; this is caused by under-utilization of the resources due

to ine�cient mapping from the algorithm to the architecture.

One of the well-known reasons for the under-utilization of PE arrays is the intro-

duction of compact and sparse DNN layers. Compact layers such as Xception's [30]

depthwise-separable (DSC) layers and ResNet's [32] residual connections drastically

restrict speci�c dimensions of DNN �lters. Although restricting certain dimensions
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greatly reduces the number of computations in the layer, it also greatly a�ects data-

reuse patterns, causing ine�cient data
ow mappings onto PE arrays. Meanwhile,

sparse models [19] require special compressed formats to obtain storage and band-

width bene�ts. These compressed formats result in irregular access patterns or non-

sequential data accesses, thus limiting parallel processing opportunities when na•�vely

implemented on general-purpose hardware. Consequently, DNN algorithms must con-

sider their relevant hardware platforms to better translate theoretical computation

reductions to real-time speedup.

Orthogonal to DNN algorithm improvements, other e�orts have been made to

improve the 
exibility of underlying hardware [80, 81]. Such works aim to provide

broad support to various model compacting schemes; however, continually increas-

ing the 
exibility of accelerators increases area, energy, and latency costs due to

higher complexity. Allowing arbitrary data movements results in larger complexity

overheads, which is contrary to the design principle of DNN accelerators. Instead,

because DNNs innately possess highly regular structures and data access patterns,

e�cient PE array architectures should target speci�c data access patterns and remove

predictably redundant operations wherever possible.

The mapping from algorithm to architecture is especially important when consid-

ering supporting computation of low-rank decomposed�lter structures while main-

taining high levels ofdata-reusewithin PE arrays. In order to e�ciently leverage the

reduced computation cost of low-rank decomposed structures, traditionally in
exible

systolic arrays must be re-designed to be 
exible. This would allow the hardware to

support the varying dimensional characteristics of such structures with high utiliza-

tion and energy e�ciency.

Data-Reuse. Despite being a key characteristic of systolic arrays, data-reuse within

these arrays is limited by several factors. Firstly, the size of DNN �lters are often
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Figure 3.13 : Simulated relative latency and number of GLB accesses for various
DNN layer types, normalized to the worst case for each type. Larger shapes represent
more balanced (i.e. square) PE arrays and vice-versa. Optimal PE array shape
(Rows/Cols) for each layer type are labeled.

much larger than the dimensions of a systolic array, which limits data-reuse to only

one direction along the array's rows or columns|i.e., row-wise or column-wise data

cannot be directly recycled due to the size of the �lters. In this scenario, a single

pass over the array cannot be completed in time to further recycle data that has

fully propagated through the array. Secondly, most systolic arrays have in
exible

dimensions, which constrains utilization and data-reuse within the array. Such un-

derutilization is made especially worse under DNN layers that are disproportionately

small across some of its dimensions. These unbalanced layers typically exist in shal-

low and deeper layers of a DNN|i.e., where the feature maps are disproportionately

small or large compared to the layer width|and wherever compact �lters are incor-

porated. Examples of unbalanced layers include bottleneck, depthwise-separable and

point-wise convolutional �lters. To explore the impact of PE array shape and layer

type, we simulate various PE array shapes and layer types using SCALE-Sim [104]

with an OS data
ow. Figure 3.13 displays the resulting latency and number of global

86



bu�er (GLB) accesses from these experiments. `Conv3', `Conv3Deep', and `Bottle-

neck' are chosen from ResNet50's layers 13, 49, and 32, respectively. `Pointwise' and

`Depthwise-Separable' are chosen from MobileNetV2's layers 18 and 17, respectively.

Here, GLB access count can inform us of relative energy cost due to data movement.

Note that, while the exact details of Figure 3.13 are speci�c to the OS data
ow and

speci�ed layers, the overarching observation is applicable to every systolic data
ow

and layer type. Larger shapes signify more balanced (i.e. square) PE arrays while

smaller shapes signify unbalanced (i.e. more rectangular) PE arrays. The optimal

PE shape (i.e., Rows/Cols) for each layer type are labeled. We observe that cer-

tain layer types, including depthwise-separable and deep layers favor unbalanced PE

arrays for overall lower latency and energy. Alternatively, PE array shape can be se-

lected to form a trade-o� between latency and energy for other layer types. Because

DyNNamic employs the compact SKC and WA stages, it is important to understand

the data-reuse opportunities of these unbalanced layers given a particular PE array

shape. Directly implementing the SKC and WA stages onto square PE arrays may

reduce data-reuse and impact energy e�ciency.

Exploiting Low-Rank Decomposition. A key characteristic of DNN �lter

low-rank decomposition is that the convolution operation can be formatted as a

linear operation of the resulting decomposed structures. In this section, we use the

decomposition method described in PENNI [34], which produces basis kernels and a

coe�cient matrix for the SKC and WA stages, respectively. Dimensions of both the

set of basis kernels and the coe�cient matrix are smaller than that of a complete �lter.

We leverage these constrained dimensions by separating the convolution operation

into compact stages and designing specialized hardware that can e�ciently execute

these stages. Thispartitioned convolution operation is then further improved with an

array-aware sparsity regularization method to raise energy e�ciency and throughput.
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We show that the basis kernels creates an avenue for circular data-reuse patterns and

can be supported with minor additions to the array's controller under an OS data
ow.

Additionally, computation cost on the coe�cient matrix is greatly reduced with the

combination of a compressed matrix representation and coarse-grained zero-skipping.

Utilization under both of these structures are then supported using a dynamic array

architecture. Lastly, we implement bu�er sharing to deal with the dynamic array's

changing numbers of rows and columns.

Contributions. We propose DyNNamic, a dynamically reshaping, high data-reuse

PE array accelerator for DNN inference. Using kernel-wise �lter decomposition, DyN-

Namic partitions the convolution operation into two compact stages: Shared Kernels

Convolution (SKC) and Weighted Accumulation (WA). The two stages utilize com-

pact DNN structures, thus reducing computation footprint when compared to con-

ventional convolutional �lters. Both stages are mapped onto a PE array using the OS

data
ow. We then apply array-aware sparsity regularization and a custom compres-

sion scheme to the WA stage so that the architecture can fully leverage the model's

sparsity. DyNNamic is able to e�ciently support both of the vastly di�erent dimen-

sional constraints of SKC and WA through dynamically reshaping its PE array. The

architecture then maximally exploits new data-reuse opportunities generated by the

SKC stage through circular data-reuse paths. Main contributions of our work are:

ˆ We propose an e�cient partitioned mapping scheme for kernel-wise decomposed

convolutional layers. We adopt a hardware friendly convolutional layer com-

pression framework and incorporate a custom compression scheme to explore

�ne-grained structured sparsity.

ˆ We propose to redesign the conventional PE array by enabling it to dynamically

reshape its architecture. Our dynamic reshaping improves PE utilization with
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Figure 3.14 : DyNNamic's partitioned convolution operation: (a) SKC stage. (b)
WA stage. Yellow-highlighted regions signify non-zero values.

negligible controller overhead.

ˆ We analyze enhanced data-reuse opportunities of the proposed mapping scheme

and design data-reuse paths to drastically reduce on-chip memory accesses.

These reuse paths are then leveraged to address heightened on-chip bandwidth

demands of the dynamic PE array.

3.3.2 Partitioned Convolutional Layer

DyNNamic implements a partitioned convolutional operation via several modi�ca-

tions to the underlying systolic array architecture. This section describes how DyN-

Namic supports the two stages, SKC and WA, and how these stages are mapped onto

the hardware. Figure 3.14 displays the proposed computation scheme.

SKC and WA Mapping. Figure 3.15 depicts how the SKC and WA stages are

mapped onto the array using the OS data
ow. The blue square represents the di-

mensions of the systolic array while Figure 3.15(b) and (c) display unrolled IntFMs

and OFMs for SKC and WA stages, respectively. Note that the array widtharr w and

the number of basis kernelsk are independent parameters. For the SKC stage, each
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Figure 3.15 : Mapping SKC and WA using OS data
ow. (a) PE array dimensions.
(b) SKC IntFMs mapping. (c) WA OFMs mapping.

column of the array maps to a single basis kernel while each row maps to individual

columns (Q dim.) of the IntFM. The P dimension is processed over time using the

corresponding rows. For the WA stage, each column of the array maps to a single

output channel while each row maps to individual pixels of the OFM.

Despite arr w being an independent parameter, it should satisfy a couple con-

straints to maximize PE utilization and throughput for the two stages. During the

SKC stage, we preferarr w = d; otherwise, any additional columns will be unused.

Meanwhile, during the WA stage, we preferarr w to be small enough for e�ective

array-aware coe�cient pruning, but large enough to maintain su�cient inter-column

data-reuse.

Array-Aware Coe�cient Pruning. Although PENNI [34] shows that we can

e�ectively apply sparsity regularization to the coe�cient matrix, we need to ensure

that the underlying hardware can e�ectively use the sparsity for improved through-

put. Notice from Figure 3.15(c) that the number of �lters that can be mapped onto

the array at a given time is equal to the width of the array,arr w . We call this collec-

tion of �lters a chunk, which spans the width of a sub-row of the coe�cient matrix.
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Motivated by Wen et al. [21], we apply sparse group lasso regularization at the chunk

granularity to increase the ratio of the all-zero sub-rows in the coe�cient matrix.

Suppose we have the coe�cient matrixM in shapeK � Cd whered is the number of

the basis kernels. By performing a zero-skipping scheme, the coe�cient matrix can be

represented byM = [ w1w2:::wn ]T , wherew1; w2; :::; wn� 1 is in the shape ofarr w � Cd,

and wn is in the shape ofmin (arr w ; K � (n � 1)arr w) � Cd. The regularization term

of the l-th layer is

R(Wl ) =
n� 1X

i =1

warrayX

j =1

jjwi;j jj 2; (3.3)

wherewi;j represents thej -th row of the i -th chunk. Speci�cally, this regularization

term computes thel-1 norm of the l-2 norm of each sub-row. The overall loss is

represented by

L0(W; X; Y ) = L(W; X; Y ) + �
�
jWj +

pX

l=1

R(Wl )
�
; (3.4)

whereL(W; X; Y ) is the original loss function (e.g., cross entropy loss),� is the pa-

rameter that controls the regularization strength, andp is the number of convolutional

layers. In addition to enforcing structural sparsity, we also add anl-1 regularization

term to explore more sparsity.

We adopt the magnitude-based pruning method proposed by Deep Compres-

sion [19] and select standard deviation as the pruning threshold. Any lost accuracy is

then recovered by a �ne-tuning phase. Experimentally, we �nd that only a few epochs

of �ne-tuning is required to recover accuracy. Lastly, we apply the model shrinking

process mentioned in PENNI and remove the channels with all-zero coe�cients.
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Figure 3.16 : DyNNamic Microarchitecture. (a) Accelerator Overview, (b) Dynamic
PE Array, (c) Column Controller, (d) Row Controller, (e) PE. `G.' is short for Global
and P̀n ' represents the n-th PE-SA.

3.3.3 Systolic Array Architecture

Overview. An overview of DyNNamic's microarchitecture is shown in Figure 3.16(a).

TPU [82] is an industry-standard systolic array-based accelerator, so we utilize it as

the baseline design and perform key modi�cations described in this section. Addi-

tionally, we replace the PE architecture of TPU with that of ShiDianNao [106] to

implement OS data
ow. All activation-, pooling-, and normalization elements in the

PE are moved to separate a computing block outside of the PE array. We incorporate

several key modi�cations, highlighted by thegreen data-reuse blocks and dynamic
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PE array in the �gure. There are three GLBs in the system: row, column, and

output; these are used to hold input activation, weight data, and output activation

locally. All GLBs, with the exception of the output GLB, are double-bu�ered to

avoid DRAM-related stalls. The core computation block is the dynamic PE array

(Figure 3.16(b)), which is comprised of severalPE sub-arrays (PE-SA), along with

small control blocks (Figure 3.16(c-d)) that enable the dynamic reshaping. The dy-

namic PE array performs MAC computations with an OS data
ow. The actual PE

implementation is transparent to the dynamic PE array. For the sake of this study,

we employ a simple single-cycle MAC PE design shown in Figure 3.16(e). In be-

tween the column GLB and dynamic PE array is thekernel reuse(KR) block, which

recycles weight data during the SKC stage, thus avoiding redundant GLB accesses

of the weight data. Between the row GLB and PE array are the activation reuse

(AR) block and router, which are used during the SKC stage for reusing activation

data. The router multicasts data from either the row or column GLB into the PE

array's rows. Here, we de�ne multicast as the act of sending one datum to multiple

destinations with only one GLB access. Systolic data setup is handled by the global

control unit, which orchestrates data movement between the GLBs and functional

blocks. Results from the PE array are then sent to the activation, normalization,

and pooling module to perform the nonlinear operations of DNNs. The activation,

normalization, and pooling module has an optional bypass path to directly forward

the results from the PE array to output GLB when necessary. The dynamic PE

array, router, and AR and KR blocks are the core modi�cations to the system. The

remainder of this section discusses these modules in detail.

Dynamic Array Shape. The duality of our partitioned convolution operation

comes with the caveat of requiring at least two sets of systolic array dimensions

for maximal throughput and utilization. The most straightforward approach would
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Figure 3.17 : Conceptual view of dynamic array shaping.

be to employ two dedicated structures to handle each stage of the computation.

However, doing so would tie the DyNNamic architecture to e�ciently executing only

the SKC and WA stages. Because systolic arrays are known for being able to execute

general matrix-matrix and matrix-vector multiplications, we want to preserve the

generalizability of the accelerator. Additionally, introducing another computation

structure may generate load-balancing issues and raises the area and power footprint

to the accelerator. Instead, we choose to modify the single PE array so that it can

dynamically reshape to �t the optimal dimensions of the SKC and WA stages.

As mentioned in Section 3.3.2, we prefer thatarr w be equal tod. PENNI shows

that k = 5 is appropriate for maintaining high accuracy on CNN �lters with 3 � 3

kernels while also balancing the number of FLOPs. 3� 3 kernels are frequently used

by many modern and conventional CNNs; therefore, to better support the common

case, we set the minimum widtharr w;min = 5. To support more basis kernels,arr w

can be made larger by reshaping the array. Note that we prefer an even rectangular

shape for straightforward mapping. To form an even rectangular shape,arr w must

be of the formarr w;min � 2n ; n 2 N0. For example, given thatarr w;min = 5, arr w can

equal 5, 10, 20, 40, and so on.

Dynamic array shape is achieved by partitioning the PE array into a collection
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of PE-SAs, each of which containarr w;min columns. For this study, we consider PE

arrays with equal numbers of rows and columns asbalanced. Conversely, PE ar-

rays that have disproportionately more rows or columns are consideredunbalanced.

Figure 3.17 depicts the array reshaping concept while Figure 3.16(b) shows its imple-

mentation. Between each sub-array is a small row controller that propagates row-wise

data from either an adjacent PE-SA or the row GLB. In addition, there are small

column controllers above each PE-SA that select among some preceding PE-SAs or

the column GLB to propagate column-wise data. Figure 3.16(c-d) shows the column

and row controller implementations. Multiplexers choose among previous PE-SA(s)

or the GLB to receive row or column data while registers temporarily latch the data

for the subsequent PE-SA. Control signals are nominally propagated row-wise in this

design, so the row controller also has to propagate signals from the previous PE-SA

or global control unit. Because the row controllers only ever have to select between

two sources, their individual complexity is constant no matter how many PE-SAs are

added to the architecture. However, this is not the case for the controllers managing

column-wise data. As an example, Figure 3.17 shows three possible con�gurations

for an architecture with four PE-SAs. Notice that in order to support all of these

con�gurations, the third PE-SA must be able to accept column-wise data from the

�rst PE-SA, second PE-SA, or the column GLB. In fact, given an array withN

PE-SAs, each PE-SA must be able to receive column data from log2(n) positions

before it, 8n < N . Consequentially, complexity of the column-wise controllers scale

logarithmically with the number of PE-SAs, which limits scaling.

Array transpose. Despite the limitation to the number of supporTable array shape

con�gurations described above, the symmetric nature of the OS data
ow allows us

to perform a neat trick to double this number. Activation and weight data feeding

patterns are identical and synchronized with each other in the OS data
ow. This
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means that we can arbitrarily choose either the row or column GLB for the activation

or weight data as needed, conceptually transposing the array without additional

changes to the controller.

Selecting the optimal array shape.Given that the proposed array can support a se-

lection of possible PE array dimensions, the question naturally arises { which dimen-

sions o�er the best performance or e�ciency for a given layer? Exhaustively searching

for the best array shape by simulating each con�guration is the most straightforward

approach; however, doing so is time-consuming. In fact, we observe that there is a

more convenient way to accurately determine the optimal array shape. Note that the

OS data
ow maps the PE array to a subset of an unrolled OFM matrix. Speci�cally,

given an OFM with dimensionsK � P � Q, the unrolled OFM matrix will have P � Q

rows andK columns. We call each instance of the PE array being mapped onto the

unrolled OFM matrix a pass. For each pass, it will take approximatelyC � R � S

feeds from the activation and weight global bu�ers to fully process the mapped por-

tion of the OFM. No matter how the PE array was mapped onto the OFM, each

pass will take the same number of cycles to complete; however, the number of GLB

accesses, which signi�es relative GLB energy cost, scales with the average bandwidth

of the GLBs. Average bandwidth of the GLBs is proporational to the sum of the

number of rows and columns in the PE array. In summary, the smaller the number of

passes, the lower the latency for processing a given layer. Meanwhile, relative GLB

energy cost is determined by the product of the number of passes and the sum of the

number of rows and columns in the PE array. The following equations display these

relationships:

RLatency =
(P � Q)

arr h
�

K
arr w

; (3.5)

REnergy = RLatency � (arr h + arr w); (3.6)

where RLatency and REnergy are the relative latency and GLB energy cost of each
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Table 3.2 : Example layer types of DNNs.

Layer Type Impact on Layer Dimension or
PE Array Mapping

Standard Convolution N/A

Deep Convolution Layer Small feature map (P � Q)

Depthwise-Separable Convolution C = 1, arr w;utilized = 1

Pointwise Convolution R = S = 1

Bottleneck Layer Relatively small K

Downsampling Layer Relatively large K

SKC C = 1, arr w;utilized = d

WA R = S = 1

PE array shape, respectively. Using these equations to determine the appropriate

array shapes, one can optimize for latency or energy cost for most DNN layer types

without extensive simulations. Equation 3.5 also explains why deeper convolution

layers prefer unbalanced arrays. WhenP � Q is small and K is large, having a

wider array better �ts the unrolled OFM. However, one must be cautious as there a

trade0o� between optimizing for latency vs. optimizing for data-reuse e�ciency.

Equations 3.5 and 3.6 do not cover every layer type. As shown in Table 3.2,

certain layer types limit data-reuse across key dimensions, thus impacting utilization

when their OFMs are mapped onto a systolic PE array. For depthwise layers such as

that proposed by Xception [30] and our proposed SKC, the mapping of �lters to the

columns of the PE array is signi�cantly constrained. In the case of the SKC stage,

the maximum number of active columns in the PE array for one pass is equal to the

number of basesd. Meanwhile, depthwise convolution can only utilize one column

per pass, which is an extreme case of mapping for the OS data
ow. Under these
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conditions, the equation for relative latency changes to

RLatency =
(P � Q)

arr h
�

K
g

; (3.7)

whereg = d for the SKC stage andg = 1 for depthwise. From this result, it is easy

to see the SKC and other depthwise layers prefer unbalanced PE arrays. We verify

Equations 3:5 � 3:7 through simulation and obtain equivalent results to Figure 3.13.

In this study, we specially design the hardware to suit the partitioned convolution

operation; but, we keep the architecture 
exible enough to support other layer types.

SKC Circular and Multicast Data Paths. The SKC stage is characterized by a

small collection of small basis �lters. These basis kernels are reused across theC input

feature map channels. Na•�vely fetching basis kernel data repeatedly for each input

channel would generate wasteful energy costs. Speci�cally, repeatedly fetching basis

kernel data from GLBs generates additional dynamic power consumption. Assuming

a kernel size ofR � S and d basis kernels the maximum number of times basis kernel

data is fetched in one pass during the SKC stage isd � R � S. The sliding-window

behavior of the convolution operation also causes activation data to be repeatedly

fetched from the GLBs. However, the small size and repeated use of these basis kernels

exposes two forms of reuse:kernel reuseand intra-stride-line activation reuse.

Kernel Reuse (KR). After the �rst set of kernel weights are supplied from the

global weight bu�er, we can recycle the weight data within each column. This re-

cycling behavior results in no more need for accessing weight data from the GLB

for the remainder of the pass, thus reducing its bandwidth to zero during this com-

putation. We exploit this idle GLB via GLB sharing, described in a later section.

Figure 3.18(a) depicts the KR block. Multiplexers are used to select between GLB

feed or recycle feed(s). Kernel sizes of 9, 25, and 49 are supported, corresponding
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Figure 3.18 : Activation feeding patterns (left) and reuse blocks with working ex-
ample (right). SL: Stride Line, TS: Time Stamp.

to kernel dimensions of 3� 3, 5 � 5, and 7� 7, respectively. We recognize that an

overwhelming majority of modern CNNs utilize 3� 3 kernels, but include less popular

kernel sizes to increase 
exibility.

Activation Reuse (AR). Similar to the KR block, the AR block recycles activation

data within each row. Note that because basis kernels are reused both within and

across input channels, we can select how data is mapped across the array's rows to

maximize activation reuse opportunity while limiting control complexity. We de�ne

a stride-line as the path of a convolution operation as it propagates along the fea-

ture map. Figure 3.18 depicts stride-lines with clear arrows. Assuming each row

is assigned to the collection of OFM pixels along one stride-line andstride < R ,

subsequent convolution windows (represented with `a' and `b' pixels) will reuse acti-

vation data. we achieve the activation feeding behavior shown in Figure 3.18(a) for

two adjacent convolution windows within they axis of the output feature map. As a

result, a majority of the data being fed into each row can be recycled instead of being

re-fetched. Speci�cally, using this AR scheme, the number of GLB accesses within a

stride-line is reduced to

APL = ( R � S) + ( R � min (R; stride )) � (y � 1); (3.8)
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whereAPL is the number of GLB accesses per stride-line andy is the length of the

OFM along either its height or width dimension. Letx be the length of the dimension

opposite ofy. Note that the above scheme applies only within each stride-line and

that there are a total ofx=stride stride-lines. Thus, the overhead of (R� S) is incurred

x=stride times with only this approach. Figure 3.18(b) portrays intra-stride-line AR.

Another approach to recycle activation data is across stride-lines (i.e. inter-stride-

line AR). Intra and inter-stride-line AR are orthogonal approaches and can be com-

bined for further improved data-reuse. Assuming adjacent PE array rows are set to

adjacent stride-lines, shared activations can be multicasted. Combining these two

techniques, the total number of accesses to the GLBs for activation data is reduced,

at minimum, to

Accesses= APL + APL �
y

stride
�

min (R; stride )
R

: (3.9)

Note that Equation (3.9) is the best case number of GLB accesses for activation data

using both AR approaches. In practice, this number is slightly increased because

the number of rows in the PE array can be less than the total number of stride-

lines. Figure 3.18(c) displays the inter-stride-line AR block implementation, which is

a router that multicasts activation data. The router is implemented with a cascade of

multiplexers. In order to limit wiring complexity of the router, each destination row

can only receive input from source rows located up toRmax � 1 rows before it, where

Rmax = 7 is the maximum kernel height or width supported by this architecture.

This limits the largest size of a multiplexer in the router to 7 : 1. Also, due to the

reduced bandwidth needed for activation data accesses, we can address the increased

bandwidth demands of unbalanced PE array shapes.

Global Bu�er Sharing. Dynamically shaping a PE array's dimensions causes the

GLBs' bandwidth demands to change signi�cantly. Take Figure 3.17 as an example.
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In a square array scenario, i.e. Figure 3.17(a), the maximum bandwidth required from

the row and column GLBs are equal. Let us refer to the bandwidths of the GLBs

under a square array asBWsquare. As the array shape becomes more unbalanced,

the maximum required bandwidth for the row and column GLBs scale proportion-

ally to the array's length and width, respectively. Speci�cally, the array shape in

Figure 3.17(b) is twice the original length and half the original width. This equates

to maximum bandwidth requirements of 2� BWsquare and 0:5 � BWsquare for the

row and column GLBs, respectively. Likewise, the bandwidth requirements shown in

Figure 3.17(c) are 4� BWsquare and 0:25� BWsquare for the row and column GLBs, re-

spectively. Without any changes to routing of the GLBs, this trend suggests that the

row GLB must have a maximum bandwidth equal to the maximum number of rows

in the array. However, simply implementing a row GLB with such large bandwidth

can be very costly. In fact, implementing such a high bandwidth GLB is wasteful if

the array shape does not frequently use its most unbalanced con�guration. Instead,

we leverage the unused bandwidth of the column GLB as well as the lower bandwidth

demands from the data reuse mechanisms to balance the bandwidth demand without

modifying the row GLB.

GLB sharing implementation. GLB sharing is implemented by connecting column

GLB outputs to the router shown in Figure 3.16(a). Prior to the SKC stage, the

column GLB is pre-loaded with the small number of basis kernels as well as activation

data corresponding to the lower rows of the PE array. At the start of the SKC

stage, the column GLB supplies the basis kernels into the PE array's columns. Once

�nished, the column GLB is used to supply activations into the PE array's rows

alongside the row GLB. During the SKC stage, the bandwidth demand for activation

data is cut to one-third the usual amount, which means that the GLBs are able

to e�ectively supply up to 6 � BWsquare bandwidth of data. Thus, we choose the
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Figure 3.19 : Coe�cient matrix compressed format.

most unbalanced array dimensions of the PE array such that its maximum row-

wise bandwidth demand equates to 4� BWsquare. In summary, we combine the

multiple data reuse opportunities of the SKC stage with GLB sharing to mitigate the

heightened bandwidth demands of unbalanced array con�gurations.

WA Computation Mapping and Control. Unlike the dense basis kernels of

the SKC stage, the WA stage involves a sparse coe�cient matrix. The WA stage

is computed by feeding coe�cient matrix chunks into the systolic array. If we can

e�ciently compress the sparse coe�cient matrix, we can save on memory footprint,

data movement energy, and computation latency. We restructure the coe�cient

matrix by decoupling the chunks, compressing the chunks by pruning their all-zero

sub-rows, and stacking the chunks into a compressed matrix. Assumingn chunks,

we can mark the start and end indices of the chunks within the compressed matrix

using achunk pointersarray of sizen + 1. The �rst entry of this array is always `0'

and the last entry n + 1 is the height of the compressed coe�cient matrix plus one.

Let [Cd]n represent the the height of chunkn. In addition to distinguishing separate

chunks in the compressed matrix, we must ensure that IntFM data being fed into

the systolic array align with the coe�cients. By pruning sub-rows of the chunks,

a conventional OS IntFM access pattern no longer works. To align the IFM data
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with the coe�cients, we incorporate another array of pointers calledIFM pointers.

The length of the array is equal to the total height of the compressed coe�cient

matrix. Elements in this array point to the IFM channel that corresponds to each

row of the compressed matrix. Recall that there areCd IFM channels in total prior

to pruning. Figure 3.19 displays these structures. The proposed compressed matrix

format generates savings in the form of greatly reduced computation count and less

data transfers among both on- and o�-chip bu�ers.

Although the introduction of the chunk pointersand IFM pointers arrays generate

additional data transfer costs, the number of elements pruned with the compressed

matrix format greatly outweigh the sizes of both pointer arrays. Assuming all values

in the data structures are one byte in size, we can calculate the memory consumed

by the pointer arrays and memory saved by the compressed format (in bytes) with

the following equations:

Overhead= n + 1 + dKCd=warray e � SRpruned ; (3.10)

Savings = SRpruned � warray ; (3.11)

where SRpruned is the e�ective number of sub-rows pruned. Coupled with array-

aware coe�cient pruning, our chunk-granularity compression o�ers lower memory

consumption compared to conventional compressed matrix approaches.

3.3.4 Experiment Setup

DNN Model Performance Validation. To validate our partitioned convolution

operation and pruning method, we evaluate TOP-1 accuracy and compression rate

of a variety of DNN models and two datasets. Speci�cally, we choose VGGNet [39],

ResNet [32], and MobileNetv2 [107] as representative DNNs to show that our method

is applicable to { and incurs marginal accuracy loss on { a wide variety types of DNN
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Table 3.3 : Accuracy and accelerator-aware sparsity (AA-sparsity) of the decompo-
sition and pruning algorithm.

Dataset Model Base Acc. Final Acc. AA-Spar. Param. Spar.
(%) (%) (%) (%)

CIFAR-10 VGG-16 93.49 93.7 94.68 93.12
VGG-19 [89] 93.70 94.70 - 84.00
VGG-19 93.70 93.48 90.80 91.14
ResNet-18 93.79 94.3 93.65 96.59
MobileNetV2 94.09 93.35 95.66 90.98

ImageNet VGG-16 73.37 73.01 87.88 91.35
VGG-19 [89] 74.24 71.81 - 87.40
VGG-19 74.24 73.80 89.31 90.12
ResNet-50 76.22 74.11 71.86 81.70
MobileNetV2 71.88 70.21 63.64 78.55

models. VGG models are heavily overparameterized networks that are ideal can-

didates for model compression. To further explore more complex networks, we also

include results from ResNet and MobileNet. On top of the conventional 3� 3 convolu-

tional window, ResNet models incorporate bottleneck layers, which are signi�cantly

less computationally intensive. Additionally, ResNet models use residual connec-

tions, allowing them to be designed much deeper while still being trainable. Lastly,

MobileNet models are mostly comprised of compact �lter structures: depthwise and

pointwise convolutions. To better represent di�erent complexities of datasets, we

choose CIFAR-10 [42] and ImageNet [14].

All models are trained with Stochastic Gradient Descent (SGD) with 0.9 nesterov

momentum. Initial learning rate was set to 0.1 and cosine annealing was adopted in

all training procedures. On CIFAR10, We train the baseline model for 300 epochs

with 0:0001 weight decay. The regularization retraining phase lasts for 300 epochs

with 0.01 initial learning rate, 0:00002 regularization strength. The �ne-tuning phase

after pruning lasts for 100 epochs. On ImageNet, we use the same regularization
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Table 3.4 : Design considerations related to improving GLB access count and overall
data reuse.

Accelerator Data Movement E�cient Design

DianNao [96] 3-level memory hierarchy

Eyeriss [80] 4-level memory hierarchy
Row stationary data
ow

SCNN [93] Compressed encoding
Data reuse in multiplier array

Cambricon-X [86] E�cient indexing
Mapping to maximize reuse inside GLBs
Locally stored and compressed weights

SparTen [37] 2-way zero skipping
Inter-CU load balancing

Column Combining [89] PE array packing

Ours 4-level memory hierarchy
Compressed encoding
Circular data reuse paths
Dynamic array shape for improved inter-PE reuse

settings, and the training and �ne-tuning last 50 and 30 epochs, respectively. Lastly,

we quantize both the weight and activation to 8-bit �xed-point integers. Table 3.3

lists baseline accuracies for all models.

Baseline Accelerators. DyNNamic targets improving performance and e�ciency

of DNN inference tasks. For this reason, we evaluate end-to-end latency and energy

consumption of a single-frame inference task and compare against various state-of-

the-art and baseline DNN accelerators. Table 3.4 summarizes the chosen baseline

accelerators and their design considerations related to improving data movement

cost. DianNao [96] is an early DNN accelerator with noTable throughput that incor-

porates 3-level memory (i.e. dedicated registers, GLB, and o�-chip memory). Eye-

riss [80] employs the energy-e�cient RS data
ow alongside a network-on-chip (NoC).
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Table 3.5 : Hardware parameters.

Accelerator Global Mem. Number PEs Mem. per PE MAC units per PE

DianNao 450 KB 25 2 KB 16

Eyeriss 325 KB 400 448B 1

Cambricon-X 450 KB 25 2 KB 16

SCNN N/A 25 20 KB 16

SparTen N/A 400 1:25 KB 1

316 KB Row GLB 1 B Act. Bu�er
Ours 180 KB Col GLB 400 1 B Weight Bu�er 1

2 KB Output GLB 3 B Accum. Bu�er

Cambricon-X [86] combines a compressed data format with e�cient indexing to avoid

wasteful data transfers and computation. SCNN [93] targets convolution operations

and leverages a compressed encoding scheme and high-data-reuse multiplier arrays for

improved energy-e�ciency. SparTen [37] uses a bit-mask-based compression scheme

alongside load balancing for reduced data movement and improved utilization. Col-

umn Combining [89] addresses underutilization of systolic arrays by packing nonzero

weights of sparse �lters into dense tensors; we evaluate this work separately from

the others because it is a co-designed approach that requires separately trained mod-

els. Lastly, to expose the individual contributions of DyNNamic, we also include

the results of several con�gurations: a vanilla systolic array, DyNNamic with only

the dynamic PE array (Ours-D), DyNNamic with only the proposed algorithm and

compression methods (Ours-A), and the combination of all techniques discussed in

this paper (Ours). For all experiments, only convolutional layers are considered; this

is to be fair to SCNN and because convolutional layers form the DNN computation

bottleneck.
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Architecture Modelling. Table 3.5 summarizes key technology parameters of all

accelerators for the experiment. Accelerator e�ciency and performance are directly

in
uenced by MAC unit count and cumulative bu�er size, so these parameters are

kept constant across all accelerators. Frequency and computation precision are set

to 300 MHz and 8-bit, respectively. Also, all designs are scaled to 65nm technol-

ogy node for apples-to-apples comparison. These technology projections are done

using traditional scaling rules for short-channel devices, described by Stillmaker and

Baas [108]. The scaling rules are quadratic, linear, and constant for area, frequency,

and power, respectively. This methodology is consistent with a prior DNN work,

TIE [85]. Due to the large bu�er size required by SCNN and relatively small bu�er

size of other baseline architectures, we compromise among the accelerators with a

total on-chip capacity of 500KB . Note that the cumulative bu�er capacity most

greatly in
uences architectures with distributed bu�ers such as SCNN and SparTen

because it determines the data-reuse within each Compute Unit (CU); meanwhile,

larger bu�ers do not necessarily improve the system-wide energy e�ciency of the

other accelerators under the same number of MAC units. This interaction between

memory hierarchy type and bu�er size is taken into consideration in our evaluation.

Our design is synthesized to estimate the power/area consumption using Synopsys

Design Compiler (DC) with TSMC 65nm library. For the design's GLBs and o�-chip

memory access, energy costs of SRAM and DRAM, respectively, are estimated with

CACTI 7.0 [109]. Speci�cally, energy consumption of the memory subsystem is mod-

elled by computing the bu�er leakage power and multiplying the number of accesses

by the unit-energy cost of a read or write. DRAM leakage power is not considered

because the o�-chip memory may be shared among multiple system components.

We evaluate the performance of DyNNamic by modifying the cycle-accurate sim-

ulator, SCALE-Sim [104]. We retrieve DNN weights after training on PyTorch [110]
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and pre-process the coe�cient matrices to generate the proposed compression format.

The resulting weights are then fed into the simulator, thus producing cycle-accurate

performance measurements. Column Combining is modelled similarly. We simu-

late DianNao and Eyeriss performance using Timeloop [105]. Likewise, we simulate

SCNN using DNNSim[111]. Lastly, neither Cambricon-X nor SparTen have a pub-

lished open-source simulator. Instead, we closely follow the description of the original

papers to reproduce and validate in-house cycle-accurate simulators. To safely com-

pare across the various simulators, we unify the modelling methodology of registers,

on-chip and o�-chip memory for all simulators. For example, all simulations assume

double-bu�ered on-chip memories; also, each MAC unit is set to execute in one cy-

cle while on-chip bu�ers and multi-hop NoCs induce per-hop cycle penalty. These

modi�cations are consistent with Timeloop's simulation methodology that highlights

data
ow impact rather than the low-level micro-architecture. Switching energy of

baseline designs is conservatively estimated by assuming a per-MAC cost of 0.081

pJ, which is obtained via synthesizing one MAC module in DC. For all designs, we

assume a typical compilation 
ow similar to TPU.

3.3.5 Discussion

Array-Aware Pruning. The results obtained by array-aware coe�cient pruning

is displayed in Table 3.3. `Param. Spar.' presents the portion of zero-valued weights

after decomposition. `AA-Spar.' stands for accelerator-aware sparsity after decom-

position, also interpreTable as chunk-wise sparsity; here, we only count the sub-rows

with zero-valued weights. Speci�cally, AA-Spar equals the number of all-zero sub-

rows divided by the total number of sub-rows in the �lter tensors. Note that we

consider the sub-rows in the last chunk as part of the computation, which may result

in `AA-Spar.' being larger than `Param. Spar.' if the last chunk has a width smaller
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than arr w . On CIFAR10, we can achieve more than 90% sparsity on all evaluated

models. For the relatively large models like VGG and ResNet-18, the pruned models

have even higher accuracy since the coe�cient pruning works like regularization and

prevents over�tting. For the compact model MobileNetV2, although the accuracy

loss rises to 0:7%, we can still maintain over 93:3% accuracy while pruning more

than 90% of parameters.

On ImageNet, we also achieve high sparsity relative to accuracy loss on the VGG

and ResNet-50 models. Performance on MobileNetV2 is particularly impacted since

it is already a compact model; obtaining a high sparsity on such a model is di�cult

without sacri�cing signi�cant accuracy. ImageNet's higher complexity causes the

model to be more sensitive to this e�ect, explaining the performance gap between

the datasets. These reasons combined are why compression works avoid pruning

MobileNetV2, but we include the results to show the e�ectiveness of our approach.

Accelerator Performance. Figure 3.20 shows the energy e�ciency and speedup

of the accelerators on the evaluated models. All values are normalized to DianNao.

First, we will discuss the energy e�ciency results compared to competing accel-

erators. Energy e�ciency is de�ned as the number of inferences per unit energy.

Figure 3.20 shows that DyNNamic consumes the least amount of energy per DNN

inference and o�ers energy e�ciency improvements ranging from 4:8� to 18:1� com-

pared to DianNao. Compared to SparTen, the most competitive accelerator among

those evaluated, DyNNamic improves energy e�ciency between 1:1� and 4:8� . Un-

like SCNN and SparTen, both of which skip zeros at a �ne granularity via �ne-

grained indexing, DyNNamic leverages the decomposed convolutional layer format

and chunk-granularity sparsity with signi�cantly lower indexing overhead. In most

cases, Cambricon-X is more e�cient than SCNN because its uni�ed bu�er allows

all PEs to fetch shared activation data without incurring redundant o�-chip access;
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Figure 3.20 : Normalized energy e�ciency and speedup of all accelerators.

SparTen avoids this issue by pinning spatial positions to individual CUs and avoiding

additional inter-CU communication related to the computation's inner-join. SCNN

and SparTen perform worse under the WA and SKC stages, respectively, due to

how the workload dimensions are split across their CUs, so we compare against the

accelerators using the recomposed convolutional layers for stronger baselines. DyN-

Namic performs particularly well on MobileNetV2 because the model heavily uses

compact layer types depthwise and pointwise, which DyNNamic's reshaping PE ar-

ray handles particularly well. These signi�cant energy improvements are the result of

DyNNamic's heavy data-reuse during the SKC stage and e�cient coe�cient matrix

compression during the WA stage, revealed by comparing `Ours-A' to `Vanilla Sys-
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Figure 3.21 : Comparison to Column Combining on VGG-19.

tolic Array'. Additionally, the dynamic PE array further boosts energy e�ciency by

avoiding array shapes that adversely a�ect data-reuse. `Ours-D' actually performs

worse than the `Vanilla Systolic Array' baseline because the array is con�gured to

dynamically reshape for optimal speedup, not energy e�ciency.

Now, we discuss the latency speedup results. DyNNamic has signi�cant speedup

compared to the baseline accelerators and is comparable to SparTen. As shown in

Figure 3.20, DyNNamic achieves a speedup ranging from 7:3� to 29:1� compared

to DianNao. DyNNamic reaches comparable or higher speedup than all baselines,

with the exception of SparTen on VGG-16 (CIFAR-10) and on the ResNet models.

ResNet models heavily employ Pointwise and Residual layers, which SparTen excels

at computing because it pins each spatial position to a CU; additionally, SparTen

exploits activation sparsity for an added advantage to runtime speedup. Meanwhile,

DyNNamic's speedup is mainly attributed to directly supporting the decomposed

convolutional operation format, the signi�cant chunk sparsity of the coe�cient matrix

during the WA stage, as shown by `Ours-A'. The heightened utilization of the PE

array from dynamic reshaping then allows the accelerator to exploit the compact

�lters generated by `Ours-A'.
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Table 3.6 : On-chip area and energy breakdown.

Module Area (�m 2) Area % Energy (�J ) Energy %

PE Array 522648 88.68 1142.773 86.25
PE-SA (� 4) 130320 22.11 285.158 21.45
RC (� 3) 261 0.04 0.571 0.04
CC avg. (� 3) 195 0.03 0.429 0.03

KR & AR 4952 0.84 10.856 0.82
Multicast Router 41421 7.03 81.218 6.13
Act., Norm., & Pooling 7840 1.33 18.979 1.43
Control 12472 2.12 71.157 5.37

Total 589333 100.0 1324.987 100.0

Comparison to Column Combining. Because Column Combining is a co-designed

approach, we �rst compare its sparsity to ours. As shown in Table 3.3, on both

CIFAR-10 and ImageNet, our VGG-19 models are sparser by 7:14% and 2:72%,

respectively. By exploiting low-rank decomposition to reduce parameter size and

expose the easily-prunable coe�cient matrix, we achieve higher sparsity with compa-

rable accuracy compared to Column Combining, despite structured pruning methods

typically producing less sparse models.

Figure 3.21 shows the relative energy and runtime of an inference task on VGG-

19. As shown, DyNNamic is only able to improve energy cost by up to 5% due to

the inherently lower data-reuse available using the partitioned convolution operation.

Meanwhile, DyNNamic can improve overall runtime by up to 1:9� thanks to the lower

parameter count and superior compression of Ours-A. We also show the result of

directly using Ours-A on Column Combining. Column Combining cannot e�ciently

support the compact SKC stage, so its energy e�ciency is degraded. However, Ours-

A can reduce Column Combining's runtime by up to 1:5� via the reduced parameter

count and computation footprint.
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Figure 3.22 : Layer-wise speedup and GLB energy e�ciency, relative to static con�g.

Power, Area, and Energy Breakdown. Table 3.6 displays the synthesized area

and energy breakdowns of DyNNamic for an inference on ResNet-50, excluding on-

and o�-chip memory. A signi�cant portion of the on-chip area and energy are due

to the PE array, equating to roughly 89% and 86%, respectively. Most of the PE

array's footprint comes from the PE-SAs while the RCs and CCs have negligible

footprints of less than 0:05%. The second and third largest factors contributing to

area and energy are the multicast router and control blocks, respectively. Meanwhile

the area and energy overheads of the circular reuse blocks total less than 1%. This is

a reasonable overhead to allow the reuse blocks to reduce total energy. By allowing

for reasonable area and energy overhead, the data reuse blocks can e�ectively reduce

total energy consumption.
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Figure 3.23 : PE utilization of static vs. dynamic PE array on decomposed layers.

Dynamic Array Shape and Reuse Paths. In this section, we evaluate the ef-

fectiveness of the proposed dynamic array shaping and data reuse methods on the

SKC and WA stages individually. Figure 3.22 displays the layer-wise speedup and

improved GLB-related energy e�ciency of DyNNamic, evaluated on ResNet18. Us-

ing the proposed accelerator with 400 PEs, we compare against a static PE array of

dimensions 20� 20 that does not have the data reuse blocks. As shown in the �g-

ure, SKC stages bene�t signi�cantly from dynamic reshaping, with normalized GLB

energy e�ciency of 2:1� and speedup of 3:9� , respectively. Due to the constrained

data-reuse opportunities of the SKC stage, dynamic reshaping of the PE array is nec-

essary to maintain high utilization. These results also show that dynamic reshaping

bene�ts the shallow WA stages. Shallower layers of DNNs typically have signi�cantly

larger OFM dimensions and are usually less sparse than the deeper layers. This un-

balanced shape of the OFM means that unbalanced PE arrays with more rows can

better map onto the unrolled OFMs, thus requiring less total passes. As a result, the

shallow WA stages bene�t from up to 1:5� speedup and 1:2� improved GLB energy

e�ciency, respectively.

Utilization of Dynamic Array. This section evaluates the e�ectiveness of the

proposed dynamic array shaping on the SKC and WA stages. Figure 3.23 displays
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Figure 3.24 : OS vs. WS data
ows on ResNet-18. Log scale.

the decomposed layer-wise throughput of a static systolic array and of our dynamic

array, evaluated on ResNet-18. Note that each convolutional layer with non-unit

kernel dimensions is decomposed to two stages, which we visualized as decomposed

`sub-layers'. The peak throughput of a 400 PE array at 300 MHzz is 240 GFLOPs. On

average, the static and dynamic arrays have an average throughput of 125 (52%) and

195 (81%) GFLOPs (utilization), respectively. The SKC stage cripples the through-

put and utilization of the static PE array because of its depthwise nature. The

dynamic PE array solves this issue by adjusting its dimensions, thus achieving high

utilization on both stages.

Data
ow Selection. During the SKC stage, basis kernels are reused across theC

IFM channels. Due to the small number of basis kernels, each of which are 2D and

small in size, a WS data
ow may naturally pose as a convenient choice for systolic PE

array mapping. However, we choose the OS data
ow in this design. This decision is

motivated by the fact that the WS data
ow format incurs additional latency due to

its partial-sum accumulation stage, as shown in Figure 3.24. The overhead from WS

is worsened when the number of weights increases, which is the case for deeper layers
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Figure 3.25 : Isolated Technique Contributions. (a) Layer-Wise E�ciency, (b) Lay-
er-Wise Speedup, (c) E�ciency Contribution, and (d) Speedup Contribution.

and WA's large coe�cient matrix. Using the KR block, we can reap the bene�ts of

OS' lower latency and WS' lower global bu�er access bandwidth. during the SKC

stage.

Ablation Study. Figure 3.25 showcases the impact of isolating each approach

described in this work. Figure 3.25(a) and (b) display the impact of each ap-

proach given di�ering layer types, normalized to the most-performant combination

of techniques. The evaluated layer types include: First Layer (FL), Bottleneck

Down-Scaling (BNDS) and Up-Scaling (BNUS), 3� 3 Convolution (Conv3), Residual

(Resid), Depthwise (DSC), and Pointwise (PW). Overall results for ResNet-50 and

MobileNetV2 are included for reference.

Due to the small number of channels for FL and DyNNamic optimizing for

speedup, data-reuse is sacri�ced for speedup compared to vanilla systolic arrays;

DianNao also su�ers on FL because it depends on channel-wise parallelism, making

116



it hard to fully utilize its MAC units with the smaller channel dimension. Results for

BNDS, BNUS, Resid, and PW are mostly consistent due to their similarity in em-

ploying 1� 1 kernels. Conv3 is similarly in
uenced by the proposed techniques, but

is more performant on DianNao and the vanilla systolic array due to its larger kernel

dimensions. DSC layers serve to be the biggest issue for the proposed techniques,

but does not form a computation bottleneck. This is because the proposed algorithm

relies on 4-D �lters to decompose into SKC and WA stages. Because DSC layers do

not have any interaction across the channels, the large WA stage incurs computation

overhead. These results show that directly applying the dynamic PE array without

the algorithm is preferred on DSC layers.

Figure 3.25(c) and (d) showcase the overall contribution of each approach on ef-

�ciency and speedup, respectively. The contributions of the approaches are ranked

as follows, broken down by e�ciency and speedup contribution. On MobileNetV2,

dynamic PE array, algorithm, bu�er sharing, and circular reuse. The order of signi�-

cance is slightly di�erent on ResNet-50: algorithm, dynamic PE array, bu�er sharing,

and circular reuse. ResNet-50 is primarily composed of Conv3, BNDS, BNUS, and

Resid layers, which makes it a compelling target for the algorithm and compression

methods. Meanwhile, MobileNetV2 is composed of compact DSC and PW layers,

causing the dynamic PE array to be of greater importance. Despite the seemingly

low importance of circular reuse approach, multiplying its 0:9 % e�ciency contribu-

tion with the average 8:4� e�ciency improvement on all evaluated workloads reveals

that it improves overall e�ciency by about 6:7 %; this value is almost eight times

greater than the area and energy overhead of� 0:8 %.

Optimal Number of PEs. An important design consideration for DyNNamic

is the optimal number of PEs to deploy onto the accelerator. Larger PE count

typically improves throughput of the chip, but overhead of the dynamic PE array is
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Figure 3.26 : Varying PE array size.

not negligible if the PE count gets too large. One clear parameter that de�nes the

set of possible array sizes isarr w;min . We choosearr w;min = 5 to maximize utilization

of the SKC stage for the common case (i.e. 3� 3 kernels). Given the minimum array

width and the dependency with the array's dimensions discussed in Section 3.3.3, the

set of possible array sizes is limited to 25, 100, 400, 1600, and so on. Figure 3.26 shows

the relative speedup, area, and energy of the dynamic PE array with various possible

array sizes. Note that speedup is relative to a static array while area and energy

are relative to the GLBs' cumulative area and energy; we compare to the GLBs here

because they form the on-chip area and power bottleneck. Thus, it is important that

the PE array's area and energy footprints do not approach the GLBs' footprints.

This �gure shows the dynamic PE array generates the most speedup with 400 or

1600 PEs. Additionally, the energy and area footprints areboth signi�cantly less

than that of the GLBs for PE counts less than 1600. Larger PE counts will generate

unacceptable area and energy consumption from the PE array and dynamic shaping

controllers; also, as PE count grows, dynamically reshaping the PE array provides

limited throughput improvement. This limited improvement is caused by the array's

dimensions being too large to fully utilize its range of possible con�gurations. For

example, the most unbalanced con�guration of the array with 6400 PEs is 5� 1280.
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On ResNet-18 using CIFAR-10, the maximum OFM size is 1024 while the maximum

layer width is 512, neither of which are equal-to or larger than 1280. In conclusion,

we observe that a PE array size 400 (i.e., four 20� 5 PE-SAs) is optimal for the

target partitioned convolution operation.

Conclusion. In summary, the co-designed ASIC, DyNNamic, leverages character-

istics of kernel-wise decomposition by partitioning the convolution operation into

two stages: Shared Kernels Convolution (SKC) and Weighted Accumulation (WA);

this greatly enhances execution energy e�ciency and latency. We map the two-stage

convolution operation onto the dynamic PE array, which accommodates the vastly

di�erent dimensional constraints of each stage. We then aggressively compress the

large coe�cient matrix of the WA stage using using a structured compressed format.

Lastly, we analyze and exploit data-reuse opportunities exposed by the SKC stage.

Experiments show that DyNNamic outperforms recent state-of-the-art accelerators,

with on average 8:4� energy e�ciency and 12:3� speedup, owing to the synergy

between algorithm and hardware components.
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3.4 Optimizing General Purpose Hardware

Despite the explosion in the number of DL accelerators and ASICs, few have seen

widespread deployment to commercial and industry sectors [82]. The primary reason

for this lack of adoption despite the recent rise of demand for DL applications is the

rapid evolution of DL. There is a vast amount of new operators that are proposed

every year, but only a few have truly dominated the �eld. Current popular opera-

tors include: attention, convolution, FC, softmax, ReLU, GeLU, and many 
avors

of tensor transforms. However, it is impossible to identify which operators will re-

main relevant in the near future. For this reason, the question arises whether DL

hardware is becomingtoo specialized. Therefore, to improve the rate of adoption,

innovations on DL hardware should aim to maximize 
exibility of supported opera-

tors while simultaneously reducing ine�cient data movement and computation. In

other words, rather than designing new DL hardware from scratch, it is preferred

to build on top of already widely adopted hardware (i.e., GPGPUs) by drawing in-

spiration from DL ASICs. Example improvements are Nvidia's Tensor Cores [112],

�ne-grained structured sparsity [70], and new spatial interconnects that minimizes

data movement [113].

Even with the aforementioned adopted architectures, performance of DL work-

loads is heavily dependent on software and runtime optimizations. Speci�cally, the

data-movement dominance of DL workloads means data
ow and scheduling take the

center stage when determining achievable throughput and e�ciency.

3.4.1 Data
ow vs. Schedule

DNN workloads inherently have high arithmetic intensity thanks to data reuse among

activation, weight, and partial sum tensors. Prior works exploit such data reuse po-
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tential by designing schedules and data
ows that attempt to fully utilize the data

of one or more tensorswhile they exist in local memory. Otherwise, bad-behaving

schedules result in repeated o�-chip memory or remote reads and writes, causing

the workload to become bottlenecked by data movement. Workload execution is

composed of bothdata
ow and schedule. Data
ow is de�ned as the placement and

movement of tensor data within a single mapping onto the platform's PE array; the

scope of a data
ow is typically limited by the size of the PE array and often targets

individual layers (or sub-layers) of a DNN. Meanwhile, schedule is de�ned as the

spatial and temporal mapping of the workload throughout the program's (or multi-

ple programs') lifetime. The performance and e�ciency of each data
ow is highly

dependent on workload and platform characteristics, leading to the rise of analytical

models that select one or combine multiple data
ows for each DNN layer [35, 105].

Despite the generally good performance of conventional data
ows, they exhibit sev-

eral weaknesses that prevent them from being used as an end-all solution. First,

data
ows have strict assumptions of the underlying hardware topology, making them

less e�ective in the presence of defective PEs and unable to fully utilize 
exible in-

terconnects. Second, data
ows do not naturally expand to multiple layers, leaving

plenty of headroom for improving data reuse as part of an end-to-end solution.

Workload scheduling considers the placement and movement of tensor data through-

out a program's lifetime. Due to the sheer size of the problem space when scheduling a

full DNN's execution, schedules are typically generated in a hierarchical fashion. For

example, Cerebras' layer-pipelined [114] and weight-streaming [115] execution modes

use WS- and IS-like data
ows, respectively; this is done for each of layers separately,

while jointly considering relative placement of each DNN layer for e�cient inter-layer

data movement. However, such methods assume that optimal workload schedules are

regular in shape (e.g., rectangular) in an attempt to minimize the distance that intra-
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layer data moves. Schedules such as those produced by TVM [116] and Triton [117]

leverage the large problem space to identifyirregular workload mapping and data

movement that can outperform hand-crafted data
ows. Other works propose ex-

haustive custom algorithms [118, 119, 120], graph neural network (GNN)-based [121],

integer linear programming (ILP)-based [122], and search-based[123, 124, 125]. Ex-

haustive mapping algorithms haveO(n2) time complexity, which is a poor �t for

large-scale platforms. Similarly, GNN-based and ILP-based approaches scale poorly

with platform size due to reliance on computing the entire adjacency matrix of the

workload. Among the categories for workload mapping [126], search-based provides

the best scalability, but is highly dependent on the cost function and optimizer.
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3.5 Flexible O�ine Scheduling: Si-Kintsugi [4]

When de�ning the schedule of DL workloads, there are signi�cant trade-o�s related to

the timing of the schedule generation. On one hand, o�ine schedule generations boast

negligible amortized runtime overhead as they are only computed during compile-

time and are reused during execution. O�ine schedules can also take advantage

of the relaxed timing constraint by more comprehensively considering both the full

platform and workload characteristics. However, o�ine schedules can only rely on

static information that is known ahead of time, limiting the achievable performance

and e�ciency gains. On the other hand, runtime schedules can react to changing

conditions of the platform and workload, but such approaches are very limited due

to timing and resource constraints, forcing them to only consider small parts of the

platform and workload states at a time.

Among the two methods of scheduling, o�ine approaches' ability to consider and

optimize the end-to-end workload and static hardware characteristics o�er signi�cant

e�ciency bene�ts, especially for server-class scenarios where workloads are repeated

multiple times. One important use-case is in mitigating the performance impact of

fabrication defects, which is particularly important on large monolithic chips. By

leveraging a full view of the platform, o�ine scheduling can holistically consider ir-

regularities of the platform for optimal workload mapping. This section explores a

software-level compile-time scheduling framework that 
exibly considers defect pat-

terns and workload topology to optimize workload placement. Although the schedule

itself is static, this technique can be made to directly bene�t DyNNs using statistical

trends in dynamic behavior; DyNN-speci�c details are also discussed here.
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Figure 3.27 : Disproportionate Slowdown.

3.5.1 Motivation

Manufacturing defects during chip fabrication is an old, but increasingly challenging

problem as modern chips scale. The aforementioned spatial architectures, partic-

ularly susceptible to these defects, are designed to be fault-tolerant and robust to

a certain degree. An enormous amount of e�ort is made to improve the yield of

such devices, thus reducing monetary and environmental costs. For example, GPG-

PUs are hierarchically organized such that groups of defective PEs can be isolated

and disabled, without a�ecting the functionality of the device, in a process called

binning [127]; the peak performance is reduced proportionally to the number of dis-

abled PEs [128]. Meanwhile, architectures featuringspatial interconnect topologies,

like Wafer Scale Engines (WSE) or systolic arrays, must be designed with redun-

dant PEs and links that serve to replace defective PEs. Unfortunately, the roughly

linear impact on performance found on GPGPUs is not the same on these types of

architectures. Because inter-PE communication exists on a 
at, distributed inter-

connect, data transfers may need to take longer paths to circumvent `dead spots',
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producing wildly di�erent execution times based on how the workload is mapped to

the hardware. Take Figure 3.27 for example. Here, we use an in-house simulator to

evaluate the performance of the industry standard layer pipelined scheduling [129]

on BERTSMALL . The simulated platform is a scaled-down WSE with various com-

mon wafer-level defect patterns [130] and dimensions of 128� 128. The solid line

represents slowdown of a GPGPU-like platform with 3-level memory hierarchy as

reference. We observe that the conventional scheduling approach produces step-wise

exponential growth in runtime as defect rates increase. The reasoning behind these

slowdowns is revealed in Figure 3.28. Although layer pipelined scheduling attempts

to minimize the communication time of activation data both within and across layers,

this assumption only holds when thelogical (compile-time view) of the PEs matches

the physical arrangement. However, defect patterns (shown as black squares) vary

between devices and consequentially result in physical mappings with greater com-

munication cost as a result of longer critical paths. This produces unforeseen data

movement bottlenecks and degrades model throughput.

Contributions. To address the disproportionate slowdowns of DNNs on defective

devices, we propose Si-Kintsugi1, a defect-aware DNN scheduling approach for many-

core architectures with mesh topology. First, we design a uni�ed representation of

device defect patterns in graph form. This representation then enables us to formu-

late the scheduling problem as a mutable one-to-one mapping between the workload

and platform sets. Such formulation naturally lends itself to powerful heuristic-

based optimization algorithms [131, 132]. Then, using characteristics of the target

platform's interconnect topology, we present methods to optimize the cost function,

1\Kintsugi" originates from a Japanese philosophy of highlighting (rather than avoiding) imper-
fections. This concept is applied to repairing broken pottery, where cracks are highlighted in gold
to enhance the uniqueness of the piece. For our work, the \gold" represents the performance
of hardware without defects, which can be more readily recovered by closely designing around
(rather than hiding) defective components.
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Figure 3.28 : Logical vs. Physical Mapping.

greatly speeding up compile time. By carefully considering the wide range of poten-

tial solutions to defective spatial architectures, Si-Kintsugi signi�cantly reduces the

performance disparity with reasonable compile-time overhead over the conventional

scheduling approach. In summary, key contributions of this manuscript are as follows:

ˆ We demonstrate that the performance of spatial architectures with mesh topol-

ogy are more sensitive to defects and that conventional approaches for mitigat-

ing these defects are ine�ective at preserving performance.

ˆ We design novel defect-aware DNN workload mapping representation and cost

function for spatial-topology architectures withO(n log(n)) space complexity,
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translating to an average 171� increase in compile time. Compared to an

exhaustive approach withO(n2) runtime complexity (1798� compile time),

our cost function consistently achieves similar performance gains.

ˆ We propose the Si-Kintsugi framework. By jointly considering a defective chip's

physical view alongside the PE remapping, our approach closes the performance

gap of defective and golden chips while being completely transparent to the

programmer.

ˆ We extensively evaluate Si-Kintsugi using an event-driven simulator on ubiqui-

tous WSE-deployed DNN models BERT, ResNet, as well as general workloads

GEMM, GEMV. Our results show that Si-Kintsugi regains up to 83% of the

performance lost by ine�cient scheduling of workloads to defective hardware.

3.5.2 Background

Defects in Spatial Architectures. Spatial architectures are designed to be com-

prised of large quantities of PEs. As core count increases alongside larger on-chip

memory capacity, the number of transistors grows rapidly, and thus the probability

of manufacturing defects also increases. Figure 3.29 shows some common wafer-level

defect patterns that occur during fabrication. We consider all of these patterns in

this work. Defective regions tend to cluster and form speci�c patterns, as outlined

by Wu, et. al. [130]. Using post-fabrication testing and validation, a vast majority of

defective chips sourced from these defective regions can be identi�ed and discarded.

However, the die size of spatial architectures inevitably increases due to the con-

stant push for higher-capacity chips and the well-documented slowdown of Moore's

law [133]. Discarding all defective chips is not economically viable; manufacturers

prefer to maximizeyield to balance cost and revenue. Rather than discarding par-

tially defective chips, the manufacturer can decide to disable speci�c regions of the
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Figure 3.29 : Wafer Defect Patterns.

chip (i.e., downsize) that are designed in such a way that the overall functionality of

the chip is una�ected; instead, the peak compute throughput and memory capacity

are a�ected roughly proportionally. Unfortunately, architectures with a spatial inter-

connect topology do not have a predictable performance reduction from downsizing

in the same way. Unlike conventional memory hierarchies with multiple tiers of cache

and buses, PE-PE communication latency is tightly coupled with the physical dis-

tance. Defective routes or PEs existing between two communicating PEs may result

in communication times that are longer than expected. Taken to the extreme, WSEs

inherit practically all defective regions from the manufactured wafer. Chip designers

and manufacturers are tasked with the following challenge: how can we preserve the

functionality and performance of a chip in the presence of defects?
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Defect Tolerant Design. Manufacturing defects are unavoidable, particularly as

process technology continues to scale. Since these defects have the potential to inter-

fere with functionality, design-stage defect tolerant techniques must be employed to

improve yield. These approaches can be grouped into three categories: modularity,

redundancy, and avoidance [134, 135]. Modularity introduces blocks with distinct

functionalities. In the presence of defects, modularity helps isolate these life-time

errors to individual functional blocks rather than to the functionality of the whole

system; with appropriate design, these defective blocks may be replaced or isolated

so as to not a�ect the rest of the system. Redundancy naturally extends the bene�ts

of modularity by replicating these functional blocks; here, faulty blocks can be re-

placed by an identical counterpart, thus recovering overall system functionality at the

cost of extra circuit area [136]. Avoidance involves modifying the layout to minimize

wire length and subsequently minimize critical regions whose functionality would be

hampered by the presence of defects.

Chips with spatial interconnect topologies very often deploy both the modularity

and avoidance defect tolerant techniques. A PE is e�ectively a modular functional

block, each being locally connected with short wires. Chip designers like Cerebras

Systems additionally introduce redundant PEs and interconnect wires to the architec-

ture, identifying the optimal replacement strategy with training and auto-correction

state machines [137]. These redundant structures are able to account for up to 1%

failed PEs without signi�cant performance impact. However, yield for process tech-

nologies as small as TSMC 7 nm reach up to 70% [138], owing to up to 30% defective

cumulative die area. In summary, performance losses from defective PEs on spatial

architectures with mesh topology like WSE are unavoidable purely from an archi-

tecture design standpoint. This motivates cooperation from the software stack to

minimize performance loss.

129



Figure 3.30 : Evaluated Platform Architecture.

Row-Wise PE Remapping. Remapping defective PEs without exposing the

physical view to the programmer is a challenging task. Methodologies fall under two

broad categories illustrated in Figure 3.28: swapping and shifting. Swapping redirects

a defective PE's mapped workloads to an unused PE, preserving the mapping of

neighboring PEs. However, swapping breaks continuity between logically close PEs,

precluding any bene�ts of speci�c data
ows implemented by the programmer or

compiler. Alternatively, PE shifting displaces multiple PEs in order to preserve local

continuity of logically close PEs, thus partially preserving the data
ows. In this work,

defective PEs are addressed withrow-wise shifting . Starting from one edge of the

chip, all PEs in a given row are shifted for each defect encountered. There are ways

to mitigate the displacement of PEs when performing shifting, such as introducing

column `bubbles' (i.e., dedicated unused PE columns) to absorb the displacement;

but, such approaches induce unutilized PEs and vary in e�cacy based on the defects.
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3.5.3 Platform Description

Target General Architecture. For this study, we target a general purpose multi-

core platform with mesh topology NoC. High-level architectural details are outlined

here. The platform is chosen due to its heightened sensitivity to fabrication de-

fects. Figure 3.30 illustrates the architecture alongside relevant assumptions made

in this study. In this study, the assumed routing algorithm is a modi�ed version of

Floyd{Warshall. Potential for deadlock and livelock is addressed with a subactive

approach called SWAP [139], which has minimal area and latency overhead within

the interconnect. The baseline con�guration is Cerebras WSE-2 [140, 141] with vary-

ing PE and redundant PE (rPE) counts based on the experiment scenario. A full

WSE-2 contains 853� 996 PEs supported by I/O composed of 12� 100 Gbit Ethernet

lanes, equating to 1:2 Tbit =sec bandwidth. This I/O bandwidth is scaled linearly

with the number of PEs on the perimeter for smaller platform scenarios. A minimum

of one column of rPEs, with a maximum of 1% of the total PE count, is included for

defect tolerance. When available, workloads mapped to defective PEs are remapped

to rPEs in a row-wise fashion. If the number of defective PEs exceeds the number of

rPEs, the logical PE column count is reduced to make the overall platform consistent

with the program view. In the evaluated platform, we consider defects manifesting

in the form of 1) disabled PEs and 2) disabled links, represented as red crosses in

Figure 3.30. Rather than completely disabling the PEs and links, defects may instead

lower the capacities of each element | e.g., lower link bandwidth, less PE compute

or memory. However, varying PE scratchpad and computational capacities necessi-

tates exposing such details to the programmer or disabling PEs based on minimum

program requirements. For program portability, we choose to keep details on chip

defects transparent to the programmer and thus entirely disable lower capacity PEs.

The general architecture of a PE is shown in Figure 3.30. Each contains an

131



interconnect fabric router, compute core, and scratchpad memory. The router allows

each PE to communicate with up to four neighboring PEs and the internal compute

core with single cycle latency, for a total of �ve bidirectional links. Each direction

of each link is capable of transferring 32 bit packets every cycle. The compute core

contains a SIMD unit capable of computing eight FP16 operations in a single cycle.

Accompanying the SIMD unit is a general purpose scalar ALU that supports any data

type and is primarily used for logic operations. Lastly, the scratchpad is composed of

48 kB SRAM that is accessible by any PE in the chip, forming a distributed memory

architecture.

Although our work is evaluated primarily on the de�ned architecture, the Si-

Kintsugi scheduling framework is applicable to spatial architectures with arbitrary

interconnect topology, as long as data
ow and workload scheduling can be de�ned

at compile time. This generalizability is important as it allows our work to apply to

devices ranging from mobile- to server-class, reducing chip waste across markets.

DNN Execution Stack. Here, we discuss the software stack used to execute DNN

workloads on the target platform, illustrated in Figure 3.31. First, the programmer

de�nes the model using a high-level library such as PyTorch [110] or TensorFlow [142].

A frontend compiler then converts the model into a macro operator (MO) graph where

each node represents a single operator (or layer) in the DNN; simple optimizations are

performed here, such as fusing element-wise operators and removing leaf nodes and

zero-dimension tensors that do not a�ect the program's functionality. Afterwards, the

operators in the MO graph are partitioned intovirtual tiles (VT), forming a data
ow

graph (DFG). Each VT represents a partial sum with dimensionssubm� subn� subk

that can directly map onto a PE. Edges in the VT graph represent data dependencies

between the activation, weight, and partial sum tiles. The VT graph representation

makes it convenient for the scheduling framework to perform mapping and data
ow
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Figure 3.31 : Si-Kintsugi's Contribution in DNN Software Stack.

optimizations. The Si-Kintsugi framework is applied at this stage, outlined in red

in Figure 3.31. Once the schedule is de�ned, the workload is deployed onto the

simulated platform.

3.5.4 Compile-Time Workload Scheduling

This section introduces the Si-Kintsugi framework for scheduling end-to-end DNN

workloads in the presence of defective spatial architecture. Generating a schedule is

broken into two main steps: 1) partitioning the PEs by mapping speci�c VTs to them,

and 2) de�ning the data
ow. In our framework, the VT-PE mapping is formulated

as a graph alignment problem. By leveraging the knowledge of the VT-PE mapping,

unique data
ows are then generated to balance communication and compute cost.

We then propose cost function optimizations to reduce time and memory overheads
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Figure 3.32 : Graph-Based Representation.

during the search process. Lastly, we discuss initialization and optimization methods

for producing performant workload schedules.

Mapping Problem Formulation. The problem of �nding an optimal mapping

between a workload's VTs and a platform's PEs has many similarities withgraph

alignment [143]. Firstly, both structures have natural graph representations { i.e.,

the Euclidean graph for the platform (Figure 3.32(a)) and DFG for the VTs (Fig-

ure 3.32(c)). Secondly, optimal mapping between the graphs is akin to �nding and
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identifying the structural similarities (i.e., alignment); by mapping the workload to

the platform in a way that maximizes their alignment, the contention of interconnect

resources as data moves between dependent VTs can be minimized. These similari-

ties allow us to leverage methodologies from the graph alignment area into workload

mapping. Figure 3.32 presents an overview of the graph-based representation.

Platform Hop-List. One immediate modi�cation that must be made to properly

formulate workload mapping as a graph alignment problem is that the platform can-

not be represented as a simple Euclidean graph. It is insu�cient to align the VT

graph, which could have more than four edges per node, to a 2D mesh-like graph.

Also, all PEs can communicate with each other, meaning that the edges should be

made dense. However, PE-PE communication is not equal in the platform, so these

edges must be weighted to represent the cost of communication between speci�c PEs.

We propose to represent this cost as thehop-count between the PEs. For the pur-

pose of representing host-device communication over I/O, node-0 is reserved for the

host, thus o�setting all PE indices by one. Figure 3.32(a,b) illustrates the conversion

of a defective platform to the dense hop-list. There are two assumptions that we

make when making this representation. First, PE-PE and host-PE communication

latency is proportional to the hop count. Second, contention at speci�c routers and

links is not signi�cant enough to in
uence the overall communication latency. We

evaluate these claims in the upcoming dicussion section.

Mapping Representation. A good VT-PE mapping representation satis�es the

following criteria: 1) structurally simple for portability across optimizers and op-

timization algorithms and 2) covers all possible VT-PE mappings. To represent a

mapping between the VTs and PEs, we propose a simple relabeling scheme. Let

T � N0 represent the set of VTs, which is partitioned into two disjoint setsTI (input

and weight tiles) and TO such that T = TI [ TO. Similarly, let P � N0 represent
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the set of PEs and host, where element 0 is the host. In general, the mapping is

represented by a surjective function,

g : TI � f 0g � P; (3.12)

and an injective function

f : TO � P � f 0g; (3.13)

wherejTO j � j P �f 0gj. Equation 3.12 covers the special case where VTs representing

input and weight data must be assigned to node-0 in the hop-list; this is necessary

because such data is not generated and is instead sourced from the host main mem-

ory. In practice, the mapping function is represented as a 1D vector, as shown in

Figure 3.32(e), making it easy to use with open source optimization algorithms. Once

a mapping has been decided, the VT graph node IDs are relabeled in preparation for

computing the cost.

Cost Function. An ideal cost function exhibits the following characteristics: 1)

closely correlated with the target metric (i.e., runtime), 2) has a low computation

and memory cost, and 3) is di�erentiable. Unfortunately, cost functions of spatial

mapping problems are known to be non-di�erentiable [144], preventing the use of

fast analytic optimization algorithms. Our approach is to take thesum of the in-

tersection between the relabeled VT adjacency list and the platform hop-list (i.e.,

masking the platform hop-list), as shown in Figure 3.32(f). The resulting computa-

tional complexity is O(E), whereE is very sparse and represents the set of all edges

in the VT graph.

Data
ow Generation. Data
ow of the tile dependencies in
uences routing con-

gestion and data movement volume. Good data
ows are especially important for

workloads with high data reuse. After VT mapping, the optimization space for

data
ows is relatively straightforward. At this stage, we are aware of the locations
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Figure 3.33 : Flexible Data
ow Generation.

of producers and consumers. Depending on the corresponding MO, a VT producer-

consumer pattern may fall into one of four categories with select options for commu-

nication:

ˆ One-to-one . Includes element-wise MOs such as the weight update (WU)

stage in DNN training. Due to the high on-chip bandwidth of the target plat-

form, it is best to select the shortest communication path between producer

and consumer VTs.

ˆ One-to-many . Includes loss calculation of the �nal layer. Because this data

is shared by multiple VTs, copies of it must be generated by the producer via

broadcastor propagated amongst consumers viadata forwarding.

ˆ Many-to-one . Includes reduction MOs such as partial sum accumulation and
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loss computation. There are many ways to perform reduction with each tech-

nique favoring either compute- or bandwidth-bound systems [145, 146, 147].

ˆ Many-to-many . Includes input features in forward pass and input gradients

(or loss) in backward pass. The high bandwidth demand of these operators

result in combining techniques from both one-to-many and many-to-one cate-

gories.

Among these categories, the one-to-many and many-to-one operators pose mul-

tiple options for establishing the data
ow of dependent tiles. In the context of the

target platform, the decision between broadcasting or forwarding data of one-to-many

operators is based on two characteristics. First, the platform exhibits a disproportion-

ately higher on-chip bandwidth than compute { i.e., 32 : 9 bytes-per-op. Second, as

shown in the platform description in Figure 3.30, the compute unit of each PE incurs

a single cycle penalty to communicate with its local router; this leads to two addi-

tional cycles of latency when forwarding data. Therefore, as shown in Figure 3.33,

data dependencies for one-to-many operators are always broadcasted. Many-to-one

operators are potentially compute-bound due to the aforementioned bandwidth-to-

compute ratio. Directly sending tile dependencies to a single VT for reduction may

result in the lowest communication latency per dependency, but the operator is likely

to stall while the single VT performs the computation. Traditionally, such a com-

pute bottleneck can be avoided by tree-based reduction. However, the irregular, and

potentially scattered, placement of the VTs may result in tile dependencies taking

unnecessarily long communication paths. In order to balance the compute and com-

munication resources, we propose the following algorithm. As depicted in Figure 3.33,

(1) a bounding box is �rst drawn around the VTs participating in the reduction oper-

ation. (2) This bounding box then enables us to identify a mapped VT that is closest

to the center of the participating VTs; the chosen VT is promoted to thereduction VT
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At this step, each VT computes its communication cost to the reduction VT via the

platform hop-list while the reduction VT is assigned a computation cost based on the

number of unique packets (and therefore, additional input to compute) it is expected

to receive. (3) Lastly, each VT considers alternative routes that intercept other VTs

satisfying two conditions. The intercepted VTs must have a hop-count to the reduc-

tion VT that is equal to or less than the current VT. Also, the hop-count from the

current VT to the intercepted VT must be equal to or less than the hop-count to

the reduction VT. These two conditions limits the computational complexity of the

data
ow generation by only considering local VTs with a monotonically decreasing

reduction VT hop-count. The overall cost of each data
ow con�guration is the sum

of all participating VT hop-counts and the number of unique packets arriving at the

reduction VT. An example alternative path and corresponding cost is shown with

the blue colors in Figure 3.33. Many-to-many operators are handled by combining

the approaches for one-to-many and many-to-one. Speci�cally, producers broadcast

their data to consumers while considering alternative routes, thus balancing compute

with communication. However, computational complexity grows quickly with VTs.

Therefore, the route selection algorithm is modi�ed to only consider intercepting VTs

that are in the same x- and y- direction as the reduction VT.

Compilation Overhead Optimization. One glaring issue with the proposed

mapping problem formulation is the size of the platform hop-list. The straight-

forward implementation is an array of dimensionsjPj � j Pj. This results in a space

complexity of O(P2). Take the WSE for example, which has a total of 850; 000 PEs.

Each element in the hop-list needs at leastdlog2(850; 000� 2)e = 21 bit. In total,

the hop-list would consume 1:8 TB of memory. Ignoring the large, one-time cost of

computing the exhaustive hop-list, there are several problems with using a data struc-

ture of this size to compute the cost in the iterative mapping optimization stage. The
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Figure 3.34 : Hierarchical Hop-List.

data structure might not �t in memory, forcing programmers to keep the contents

in storage, thus increasing the average iteration latency. This issue is exacerbated

by the random access pattern caused by the cost function. Coupled with the size of

each row likely exceeding cache line size, modern caching strategies are ine�ective at

reducing the access latency of the hop-list elements.

To address the aforementioned issues, we leverage the following observations.

First, the relative di�erence in hop-count between two distant PEs is negligible com-

pared to that of two local PEs. Take the communicating PEs in Figure 3.34 as an

example. An error of� 1 in the hop-count incurs varying relative di�erence between

local PE-A ! PE-B versus remote PE-A ! PE-C. In the local scenario, the change

in hop-count results in a 20% error. Meanwhile, the error in the remote scenario is

only 4%. Second, a well-behaving schedule should minimize communication between
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distant PEs; therefore, pessimistic approximations of long-distance PE communica-

tion is acceptable for the cost function of the scheduling algorithm. Based on these

observations, we propose thehierarchical hop-list , illustrated in Figure 3.34. The

chip is spatially partitioned into zones with a user-speci�ed dimension ofd. Each

zone is associated with alevel l of the partitioning hierarchy and zone coordinate

(x; y). The number of levels in the hierarchy is computed asL = blogd(max(h; w))c,

whereh; w represent the height and width of the PE array; in summary, the number

of levels is equal to the number of times thatd can divide either dimension of the

PE array. Together, the location and level of a zone is represented aszl
u, where

the subscript u refers to the zone coordinate (x; y). Within each zone below levelL

contains �ve pins { one located at each corner and one at the center of the zone.

In the event that a pin is located at a defective PE, it is iteratively moved to the

next-closest available PE. If all PEs in the zone happen to be defective, no pins will

be assigned. This process of assigning pins for each zone is repeated for each level.

At level-0, PE-PE hop-count is recordedwithin each zone because communications

at this level are local, e.g., PE-A! B in Figure 3.34(b). For levels-1+, hop-count is

only recorded between the pins within each zone. PE-PE inter-zone communication

at a given level is approximated by using the pin-pin hop-count of the nearest pins,

e.g., PE-A! C in Figure 3.34(b). The resulting space complexity of this format is

O(P logd(P)). Assuming a zone dimension ofd = 7, the hierarchical hop-list of the

996� 853 WSE consumes only 7:5 MB, a compression factor of 240; 000� .

Cost Function Modi�cation. With the removal of the exhaustive hop-list, we

can no longer directly take the sum of the intersection between the relabeled VT

adjacency list and the hop-list. Depending on the zone that each PE falls under,

the PEs corresponding to the nodes in the relabeled VT adjacency list must �rst

be reassigned to the nearest pin. Algorithm 1 describes the proposed algorithm for
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Algorithm 1 Hierarchical Cost Function.
Require: Hier. Hop-List H , Source PE (xu ; yu), Destination PE ( xv ; yv)
Require: Parameters: Max LevelL , Zone Dim. d
1: for all l : L ! 1 do
2: zl

u = ( bxu=dl c; byu=dl c)
3: zl

v = ( bxv=dl c; byv=dl c)
4: if zl

u ! = zl
v then

5: zl � 1
u = ( bxu=dl � 1c; byu=dl � 1c)

6: zl � 1
v = ( bxv=dl � 1c; byv=dl � 1c)

7: pu = nearest pin(zl � 1
u ; zl

u)
8: pv = nearest pin(zl � 1

v ; zl
v)

9: return H [pu ; pv ]
10: end if
11: end for
12: return H [(xu ; yu); (xv ; yv)]

computing the cost of a given mapping. Note that the functionnearest pin(zl � 1
u ; zl

u)

simply �nds the pin within a zone zl
u that is nearest to the sub-zone coordinatezl � 1

u ,

choosing the pin that is further away from the communicating PE in the event of a tie;

this function is illustrated in Figure 3.34(b). First, we decrement through each level,

ending at level-1 (line 1). At each level, zone coordinates are computed for the source

and destination PEs (lines 2-3), as shown in Figure 3.34(a). Upon identifying di�erent

zone coordinates for both PEs (line 4), their sub-zone coordinates are computed (lines

5-6). Finally, the nearest pins are computed (lines 7-8) and the algorithm returns

the approximate hop-count (line 9), shown in Figure 3.34(b). In the event that both

PEs exist in the same zone at level-1, they are considered local. Therefore, we simply

take the raw hop-count between the PEs (line 12).

Initialization and Optimization. Workload mapping is initialized using a uni-

form random distribution because it leads the optimizer to consider the entire chip

area rather than localizing all VT mappings. This spread of VTs is important as it

highlights a strength of the proposed �ne-grained scheduler { considering the defect

pattern and workload jointly with the high on-chip bandwidth.
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With the formulation of the workload mapping, we can now search for the op-

timal mapping by minimizing the proxy cost function. The cost function depends

on the distance between the mapped virtual tasks and the nearest pins. However,

this function is not di�erentiable, so we cannot apply gradient-based optimization

methods. Furthermore, solving this problem as an integer linear programming (ILP)

problem is impractical because it requires generating a constraint for every pair of

physical processing elements (PEs) to account for the communication cost. Consid-

ering the problem size, the cost to solve the ILP problem is unacceptable. Therefore,

we choose a heuristic-based optimization method that only needs the cost function

value, avoids local minima, and balances solution quality and time cost. The chosen

optimizer is described in the next sub-section.

3.5.5 Experiment Setup

Here we describe the experiment methodology, including how the end-to-end workload

execution environment is modeled, platform con�guration, parameters used in our

framework, workloads, and baselines.

Simulation Infrastructure. Due to a lack of open source simulation infrastruc-

ture for spatial architectures with �ne-grained control of scheduling, we developed

an in-house simulator built on top of SimGrid [148]. SimGrid is a fast, scalable,

and accurate distributed application and platform simulator that features a rich pro-

gramming interface with workload tracing. Using the 
exibility of SimGrid allows

us to de�ne custom data
ows and scheduling mechanisms, interconnect topologies,

and instance-wise compute throughputs and link bandwidths, all of which are crucial

for modeling di�erent defect patterns and schedules. By inputting the VT graph

generated by the DNN execution stack alongside the generated schedule, we can ex-

tract relevant metrics such as PE utilization, runtime, and compute throughput. The
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simulator is cross-validated with the cycle-accurate simulator included in Cerebras

SDK [141] with a correlation coe�cient of 0.91 and mean error of 20%

Experiment Con�guration. Unless otherwise speci�ed, the simulated platform

consists of 128� (128 + 2) PEs, including two columns of rPEs. I/O bandwidth is

scaled down to 170 Gbit, based on the perimeter of the chip relative to a full-scale

WSE. Nominal defect rate is set to an optimistic value of 15%, which is half of the

defect rate reported by AMD on TSMC-7 nm process [138]. Defect patterns and

rates are swept to account for variations in the manufactured platform. Defect rates

are controlled by injecting uniformly distributed defects in addition to increasing

the surface area of the chosen defect pattern. VT dimensions (subm; subn; subk) are

nominally 64� 64� 64 with FP16 data type; this utilizes approximately 17% of the

PE scratchpad per VT, enabling multiple VTs to co-locate in each PE for batched

computation and training. All other platform con�gurations are kept consistent with

the aforementioned platform description.

For the experiment, the chosen optimizer for our framework is NSGA-II, speci�-

cally from PyMOO [149]. This evolution-based optimizer uses the concept of elitism

and non-dominating sorting to reduce computational complexity and increase con-

vergence speed. We de�ne two operations that are required by NSGA-II [131] for

mapping problems: mutation and crossover. For mutation, a new mapping is gener-

ated by randomly selecting one VT and assigning a new physical PE from the avail-

able PEs. This heuristic allows the algorithm to 
exibly consider arbitrary VT:PE

mapping while considering the overall impact to cost. For crossover, we generate the

partition point from the uniform distribution and selecting `parents' based on sorted

cost. Then, the `o�springs' are generated by swapping both `parents' mapping from

the partition point, which e�ectively mixes higher quality mappings from the previ-

ous generation. The generated `o�springs' could be illegal mappings, i.e., the same
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physical PE is assigned to di�erent VTs. These mappings are repaired by identifying

all duplicated mappings and randomly assigning available PEs for these VTs. The

population size is set to 100. Lastly, we set the optimizer's termination condition to

25 consecutive iterations of no improvement.

Workloads. As spatial architectures are regularly the platforms of choice for AI

workloads, we evaluate our framework on popular models and application domains.

For the large language model, we evaluate on BERTLARGE and BERTSMALL [150].

Visual tasks such as image recognition and image super-resolution are evaluated on

ResNet18 [32]. Lastly, general linear algebra workloads GEMV and GEMM with a

size of 4k� 4k are evaluated. For the DNN workloads, both inference and training

are considered with a batch size of 16 for BERT models or 128 for others.

Baseline Methods. To show the bene�ts of our framework, we compare it against

the industry standard layer-pipelined schedule with row-wise defective PE remapping.

We also include results using block-wise simulated annealing-based mapping approach

used in coarse-grained recon�gurable arrays [151] to represent a scheduler that may be

repurposed in a defect-aware scenario. The block-wise simulated annealing approach

is given the cost function proposed in this work, but maintains its coarse-grained

mapping constraint. Using these baselines gives us insight into the performance

impact resulting from various defect patterns and rates, along with performance

gains obtainable with a 
exible, �ne-grained defect-aware scheduler.

3.5.6 Discussion

Cost Function Analysis. A critical feature of any cost function is to approxi-

mate the relative quality of di�erent points in the solution spacebeforedeploying the

solution onto the evaluated platform. In the context of the scheduling problem, a
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Figure 3.35 : Cost-Runtime Correlation (top); Hierarchical vs. Exhaustive Precision
Loss (bottom)

high quality solution is de�ned as one that minimizes the runtime of a workload. For

batched training or inference, the inverse of the runtime approaches sample through-

put as batch increases. Therefore, we evaluate the quality of the proposed cost

functions by randomly sampling points in the solution space and computing the cor-

relation coe�cient between the computed cost and the real runtime. Sampling points

are taken from scheduling BERTLARGE training workload on a platform exhibiting

the scratch defect pattern. In theory, we expect that the initial exhaustive hop-list

is an overall better estimator than the space-optimize hierarchical hop-list because

the hierarchical approach makes approximations that are likely to in
ate the total

hop-count of schedules with distant PE communication. Figure 3.35-top shows the

comparison of both cost functions across randomly sampled solutions, alongside a
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hypothetical scenario with in�nite link bandwidth and therefore no router contention

(NC). The variance in the data points around their regression curves can be ex-

plained by the proposed cost functions not considering communication delays caused

by contention between multiple packets at each router or link, as evidenced by the

higher correlation coe�cients of the scenarios with no contention. However, as the

�gure shows, both cost functions achieve high correlation coe�cients ofR = 0:78 and

R = 0:81 for the exhaustive and hierarchical hop-lists, respectively. The hierarchical

cost function surprisingly outperforms the exhaustive cost function, which is likely

due to the hierarchical approach in
ating remote PE communication; this in
ation

in the cost compensates for the lack of tracking interconnect resource contention.

Figure 3.35-bottom displays the error in the hop-count introduced by the hierarchi-

cal approach for all VT mappings across the evaluated workloads. As expected, a

majority (33%) of the approximated hop-counts have less than 5% error. A local

maximum frequency can be observed at the bin of 20� 25% error as there can be

many cases where two PEs ofneighboringzones must communicate with each other,

introducing a larger relative error.

Besides producing good quality solutions, another condition that a good cost

function should satisfy is low computational and memory cost. Figure 3.36 reveals the

cost trend and number of iterations that the chosen NSGA-II optimizer takes before

reaching its termination condition. The exhaustive and hierarchical cost functions

take 3595 and 3620 iterations, respectively. Each iteration in the exhaustive cost

function takes 5:3 s while the hierarchical cost function takes 0:5 s seconds each. The

lower iteration runtime is a result of the signi�cantly smaller hop-list data structure

and higher temporal locality thanks to the pinning strategy. Compared to the layer-

pipelined scheduler, which does not iteratively tune placement based on the platform's

defect pattern, the proposed scheduling framework using exhaustive cost function
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Figure 3.36 : Optimization Trend.

incurs a compile time slowdown of 1798� . The hierarchical approach lowers this

slowdown to 171� . Coupled with the aforementioned memory space reduction of up

to 240; 000� , we can conclude that the proposed hierarchical cost function satis�es

both the condition of high correlation and low compile-time cost.

End-to-End Inference and Training. In this section, we discuss the results from

the main experiment. Here, we evaluate the runtimes on all models and display the

achieved speedup in Figure 3.37. Models notated with the `T' su�x denote training

workloads. For conciseness, the values shown here are averaged across all aforemen-

tioned defect patterns at 15% defect rate. In addition to the layer-pipelined and block-

wise simulated annealing baselines, we include ablation results of Si-Kintsugi with

some key modi�cations. `Ours-FD' is the proposed scheduling framework with a �xed

data
ow; in this con�guration, tile dependencies are routed through the shortest

communication path without regarding the chip's computational resources. `Ours-E'

uses the exhaustive hop-list based cost function. The results shown in Figure 3.37

show that Si-Kintsugi consistently outperforms both baseline schedulers. For rela-
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Figure 3.37 : Model Inference and Training Comparison.

tively smaller workloads, including BERTSMALL and GEMV, PE utilization is lower,

resulting in PE-PE communication being less likely to encounter defective regions;

consequentially, speedup on these workloads reach 1:04� and 1:01� on BERTSMALL

and GEMV, respectively. As workload sizes increase, particularly for training and the

BERT LARGE model, we observe a substantial runtime speedup of up to 1:97� . The

importance of a balanced data
ow is revealed across all workloads, but is heightened

for the larger workloads. Many-to-one communication (i.e., reduction operations)

are increasingly computationally expensive as the size of the reduction operation

increases. This potential for compute bottleneck is made clear by the up to 20%

performance di�erence shown in BERTLARGE training. The exhaustive cost function

slightly outperforms (< 1:01� ) or is identical to our scheduler under most work-

loads. Performance gains observed on BERTLARGE over the exhaustive cost function

is caused by the hierarchical cost function more heavily weighingagainst remote PE

communication; this characteristic is particularly useful for the workload with a high

PE utilization and a consequentially higher rate of remote PE communication. In

summary, these end-to-end evaluations show the signi�cant bene�t of the proposed
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Figure 3.38 : Sweep PE Utilization.

mapping and data
ow generation, along with the negligible performance di�erence

that the space-optimized hierarchical cost function provides.

Sweep PE Utilization. The high core count of the target platform means that

under many workloads, the number of active PEs rarely saturates the compute re-

sources. Traditionally, this underutilization can be detrimental to the inference and

training throughput. However, PE underutilization gives the scheduler 
exibility for

where to map speci�c regions of the workload; this is particularly useful in the pres-

ence of defective PEs and links, where unused clusters of PEs can be used to isolate

regions of higher defect density. Another bene�t of lower PE utilization is that the

workload is less likely to be mapped onto defective PEs. Figure 3.38 illustrates per-

formance trends as PE utilization varies. To vary PE utilization, we progressively
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lower speci�c hyper-parameters of BERTLARGE : hidden dimension size, head count,

and number of blocks. Hidden dimension size is varied from among [256; 512; 1024].

head count is varied among [2; 4; 8; 16]. Number of blocks is varied between 2 to 24.

The notation used to label the clusters in the bottom sub-�gure is [hidden dimen-

sion]:[heads]. The top sub-�gure shows the geometric mean slowdown of both the

baseline and our approach relative to their golden (no defect) scenario. As shown

here, layer-pipelined experiences relatively lower slowdowns when PE utilization is

less than 12%. However, layer-pipelined's slowdown outpaces our approach as PE

utilization increases. Overall, the baseline scheduler faces up to a 1:19� slowdown

at 62% PE utilization, compared to our scheduler reaching 1:13� s slowdown. The

bottom sub-�gure is a comparative analysis between both approaches. Here, we show

the speedup of our scheduler over the baseline scheduler given the same workload.

The labeled clusters reveal that Si-Kintsugi's speedups are more sensitive to changes

in the hidden dimension size and head count. Within each cluster, the block count is

varied. At the largest of both values, our scheduler achieves up to a 1:88� speedup

at 62% PE utilization under edge-local defect pattern. Interestingly, a notable 1:65�

speedup can be observed at only 16% PE utilization. This is due to the di�ering

layer-wise shapes resulting from changes in the model's hyper-parameters. Layer-

pipelined attempts to schedule VTs of a given layer into coarse-grained, rectangular

regions, so the shape of these layers play a big role in how the workload is mapped

to the defective platform.

Figure 3.39 shows thephysical mappings of both schedulers with 24% PE utiliza-

tion. Although layer-pipelined logically maps VTs into rectangular regions, row-wise

o�sets caused by replaced defective PEs causes the rows of these rectangular regions

to regularly misalign; the misaligned rows are even more problematic as layer di-

mensions scale. In contrast, Si-Kintsugi directly considers the platform's physical,
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Figure 3.39 : Coarse- vs. Fine-Grained Physical Mapping.

defective view to identify optimal VT placements without constraining layer-wise

mappings into coarse-grained blocks. In summary, as workload dimensions and PE

utilization scale, a scheduler performance's sensitivity to the underlying defect pat-

tern also scales, and the more bene�cial a 
exible, �ne-grained scheduler becomes.

Sweep Chip Size. As core count increases, so does the potential for contention

within the on-chip network. In this section, we evaluate the performance impact

of defect patterns with constant defect rates as the underlying platform size varies.

Platform sizes of 32� 32 to 128� 128 are selected in this study to aid in extrapolat-

ing trends as size approaches the full-scale WSE, which cannot be directly evaluated

under simulation due to long simulation times. To ensure consistent relative size

of the workload, defects, and platform, the workload is also scaled such that PE

utilization is kept at 50% for all platform sizes; this is done by varying the hyper-

parameters of BERTLARGE . With these settings, we can isolate and highlight the

contributions of communication latency and contention within the network towards

overall slowdown, as shown in Figure 3.40. The `no contention' scenario uses in�nite
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Figure 3.40 : Sweep Chip Size.

link bandwidth to further distinguish slowdowns caused by communication latency

rather than contention. Note that number of packets and their sizes are preserved in

this case. As shown in the �gure, Si-Kintsugi produces a lower rate of slowdown as

platform size increases compared to the baseline; this trend is evidence that in
ex-

ible coarse-grained mappings su�er larger performance losses as physical distances

between dependent VTs increases. Additionally, the di�erence of our approach with

`no contention' ranges between 0:3% to 0:8% as platform size increases. In conclusion,

contention within the on-chip network has a marginal impact on runtime due to the

vast available bandwidth, placing a greater priority on communication latency.

Sweep Defect Rates and Patterns. Variations in the manufacturing process

means that no two chips are alike. Because defect rates and patterns both have a

signi�cant in
uence on the runtime of a scheduled workload, we analyze this relation-

ship. Figure 3.41 shows the speedup of our scheduler over the baseline layer-pipelined

across various defect rates and patterns on BERTLARGE . The x-axis is in log2 scale

to aid in clarity at the low defect rates that manufacturers target. Here, it is clear
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Figure 3.41 : Sweep Defect Rate and Pattern.

that the performance gains from our approach tend to increase as the defect rate

increases, reaching a geometric mean speedup of 1:5� across all defect rates and pat-

terns. However, the rate that performance gains increase varies signi�cantly across

defect patterns. The defect patterns center, edge-local, local, and scratch exhibit

a very shallow incline. These lower speedups can be explained by the unavoidable

and large defective PE clusters, resulting in more comparable slowdowns between the

schedulers. In contrast, the defect pattern random exhibits a steeper incline, owing to

the larger quantities of smaller defective PE clusters. Under this circumstance, PE-

PE communication latency varies wildly and is highly unpredictable, making it more

likely that the coarse-grained workload mappings of layer-pipelined are adversely af-

fected by defective PEs. Notably, there are local maximum speedups of the center

and edge-local defect patterns between 3%� 6%. In these cases, the baseline layer

pipeline combined with row-wise defective PE remapping produce signi�cant displace-

ment of mapped PEs, particularly around the localized defective regions, which is a

crucial limitation of the remapping strategy. Once the defect rate increases beyond
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the 6%, enough of the rows are displaced by more consistent magnitudes, causing

the PEs in each mapped row to become more aligned. These �ndings highlight the

importance of considering not only the rate of defects, but also the patterns that

emerge. Our �ne-grained scheduler considersoverall communication cost, making it

more robust to varying defect patterns. It is also interesting to note that even in

the presence of no defects, our scheduler has a modest 1:02� speedup; this reveals

that the coarse-grained mapping of layer-pipelined and most well-known schedulers

and data
ows [152, 104, 35] can underutilize on-chip and I/O bandwidth of spatial

architectures with a mesh topology. It is by breaking these perceptibly organized,

coarse-grained mappings into �ne-grained, cost-guided mappings can we better utilize

the existing resources.

3.5.7 Scheduling DyNNs

With minor modi�cations to the VT Graph description, Si-Kintsugi can also be

applied to DyNNs. Despite, dynamic computation graphs being a key characteristic

of DyNNs, their logical controllers tend to follow statistical trends as a consequence of

the target workload's distributions. In the following case studies, we explore several

sample- and spatial-wise DyNNs to show that such trends are easy to identify with

pro�ling. In the following section, we show how such trends can be exploited to

enhance o�ine scheduling for DyNNs.

SACT [153]. Spatially Adaptive Computation Time for Residual Networks (SACT)

dynamically adjusts the number of layers executed for each region of the input. The

main idea behind this approach is that spatial regions of an input vary in their

complexity and signi�cance towards the �nal inference result. For example, main

objects in an image tend to be centered while pixels around the perimeter are less

likely to contribute to the inference outcome. SACT identi�es these high priority
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Figure 3.42: Sample Halting Masks of SACT.

Figure 3.43: SACT Halting Mask Averages.

regions using a ponder cost map that is generated using convolution operators with

one output channel. Elements of the ponder cost map are evaluated based on a user-

defined threshold to generate the halting mask. Figure 3.42 shows halting masks

of all SACT-enabled layers on ResNet-101 for a single image. Spatial positions that

are halted do not execute subsequent layers, saving computation on pixels that are

deemed unimportant. By profiling halting masks of all inputs from the ImageNet

dataset, we can identify hot (active) and cold (inactive) spatial regions, weighted

between zero (yellow) and one (purple), shown in Figure 3.43.
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