
Bayesian Joint Longitudinal-Survival Modeling with Time-Dependent Random Effects
and Discontinuous Risk Intervals

by

Kaitlyn G. Solarz

Department of Statistical Science
Duke University

Defense Date: March 31, 2026

Approved:

Samuel I. Berchuck, Thesis Advisor

Alexander A. Fisher, Committee Chair

Yue Jiang

Thesis submitted in partial fulfillment of the requirements for the degree of
Master of Science in the Department of Statistical Science

in the Graduate School of Duke University
2026



ABSTRACT

Bayesian Joint Longitudinal-Survival Modeling with Time-Dependent Random Effects
and Discontinuous Risk Intervals

by

Kaitlyn G. Solarz

Department of Statistical Science
Duke University

Defense Date: March 31, 2026

Approved:

Samuel I. Berchuck, Thesis Advisor

Alexander A. Fisher, Committee Chair

Yue Jiang

An abstract of a thesis submitted in partial fulfillment of the requirements for
the degree of Master of Science in the Department of Statistical Science

in the Graduate School of Duke University
2026



Copyright © 2026 by
Kaitlyn G. Solarz

All rights reserved except the rights granted by the Creative Commons
Attribution-Noncommercial Licence

http://creativecommons.org/licenses/by-nc/3.0/us/
http://creativecommons.org/licenses/by-nc/3.0/us/


Abstract
Chronic pain is a common and persistent concern among cancer survivors, particularly

among women with a current or prior incidence of breast cancer, and may influence patterns

of opioid use and related adverse outcomes. Despite this clinical reality, existing approaches

to modeling opioid-related risk typically rely only on baseline covariates and fail to account

for the dynamic evolution of pain over time.

We develop a Bayesian joint longitudinal–survival modeling framework to assess the re-

lationship between chronic pain trajectories and time to opioid escalation using electronic

health record data from a cohort of breast cancer survivors. The model links a longitudinal

pain process with a time-to-event outcome through subject-specific random effects, treating

pain as an internal time-varying covariate. We further incorporate clinically informed inter-

vention windows (e.g., postoperative periods) during which subjects are not considered at

risk for escalation. Posterior inference is performed via a Gibbs-within-Metropolis–Hastings

Markov Chain Monte Carlo algorithm.

Application of the proposed model to the study cohort data suggests that higher un-

derlying pain burden is associated with increased risk of opioid escalation, while covariate

effects reveal heterogeneity in risk across patient subgroups. These results demonstrate

the utility of joint modeling approaches and underscore the importance of incorporating

longitudinal pain dynamics into event risk modeling in this setting.
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1. Introduction

Chronic pain remains a persistent and clinically significant problem among cancer sur-

vivors1, posing a substantial threat to quality of life across the cancer continuum. Existing

estimates suggest that roughly one-third of survivors experience chronic pain, a prevalence

nearly double that of the broader U.S. population (Jiang et al., 2019). As of 2025, the

U.S. cancer survivor population is estimated at 18.6 million and is projected to increase by

more than 18% over the next decade. Among women, breast cancer survivors comprise the

largest share of the cancer survivor population (approximately 42.2%) and are expected to

contribute disproportionately to its projected growth, with absolute numbers anticipated to

increase by roughly 23% by 2035 (Wagle et al., 2025). Importantly, the burden of chronic

pain is not shared uniformly across survivor groups; evidence suggests higher prevalence

in certain subpopulations, including breast cancer survivors, among whom more than 30%

continue to report above-average levels of pain even 10 years after treatment (Forsythe

et al., 2013; Glare et al., 2014).

Opioids have long played a central role in the pharmacologic management of chronic

pain in cancer survivors, forming a key component of multidisciplinary pain care when non-

opioid analgesics prove insufficient (Levy et al., 2008). In light of the declared opioid crisis

in the United States, recognized first as an epidemic in 2013 and subsequently designated

a national health emergency in 2017, opioid prescribing practices remain under increased

scrutiny across clinical settings. Following national recognition of the opioid crisis and the

2016 release of the CDC Guideline for Prescribing Opioids for Chronic Pain, annual opioid

dispensing claims among cancer patients declined by 14% between 2013 and 2018 (Chen

et al., 2022). Declines in opioid prescribing during this timeframe were particularly pro-

nounced among the breast cancer subpopulation. Among patients with one of four cancer

types (breast, colorectal, head and neck, and sarcoma), those with breast cancer experi-

enced the steepest adjusted annual reductions in receipt of at least one opioid prescription

1 Throughout this work, we use the terms "patient" and "survivor" interchangeably to refer to individuals with a current
or prior diagnosis of cancer, consistent with definitions from the National Cancer Institute.
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from 2008-2018 (1.9 percentage points per year; 95% CI: 1.8-2.0), despite having the lowest

baseline prescribing rates (Townsend et al., 2022). Consistent with this finding, the an-

nual prevalence of opioid claims in the breast cancer population decreased by 18.2% from

41.8% in 2013 to 34.2% in 2018 (Chen et al., 2022). Although recent clinical guidelines

emphasize tailoring opioid prescribing to individual patients’ risks of opioid-related adverse

events (AEs) and likelihood of benefit, evidence suggests that these declines have occurred

without stratification by patient risk profile, raising concern that broadly applied prescrib-

ing reductions may contribute to insufficient management of cancer-related pain (Townsend

et al., 2022).

A growing body of research has therefore sought to quantify rates of and character-

ize risk of a myriad of opioid-related AEs (e.g., diagnoses of opioid abuse, hospitalization

for opioid toxicity / poisoning, falls and fractures, or cardiovascular events) in the cancer

survivor population. For example, Winn et al. (2020) operationalized a time-dependent

measure of opioid exposure, adjusting for time-invariant baseline demographic and clin-

ical covariates, to evaluate associations between prescription opioid use in the first year

of survivorship and a range of opioid-related AEs among older breast cancer survivors.

Vitzthum et al. (2020) employed a multivariate logistic regression framework to model

opioid-related AE risk among veteran cancer survivors broadly, using baseline demographic

and clinical covariates to introduce an oncology-specific opioid risk score. Riviere et al.

(2021) subsequently validated this risk score in a large cohort of Medicare beneficiaries

with cancer, demonstrating its use in classifying survivors as low-, medium-, or high-risk

and highlighting the potential for informed risk stratification in clinical practice. Notably,

prior work has not considered longitudinal patient chronic pain trajectories as a dynamic

covariate process, despite pain and its evolution over time plausibly influencing both opioid

prescribing patterns and the risk of downstream opioid-related AEs. As a result, existing

approaches may incompletely characterize heterogeneity in opioid-related risk among cancer

survivors. Methods that jointly model longitudinal pain processes alongside time-to-event

opioid-related outcomes are needed to bridge this gap, enabling risk assessment that reflects

2



patients’ evolving chronic pain burden rather than static or baseline summaries alone.

In this article, we develop a Bayesian joint longitudinal-survival modeling framework

to explore the relationship between chronic pain trajectories and time-to-opioid escalation

among breast cancer survivors. Building on the joint modeling approach proposed by Brown

and Ibrahim (2003), our framework links a longitudinal pain process with a survival sub-

model through shared latent variables, allowing pain to be treated as an internal, evolving

biological process in characterizing event risk. We introduce a novel extension that accounts

for active treatment windows, such as postoperative periods, during which patients may

experience acute pain spikes and receive short-term intensified opioid therapy. As such,

our approach facilitates the separation of chronic pain dynamics from noisy observed pain

trajectories clouded by transient, surgery-induced pain and accommodates discontinuous

risk intervals in which patients are not event-eligible, reducing the potential for spurious

associations driven by standard postoperative care. Posterior inference is conducted us-

ing Gibbs-within-Metropolis Hastings Markov Chain Monte Carlo to sample from the joint

posterior distribution of all model parameters. Beyond our motivating application, the

proposed framework is broadly applicable to clinical settings in which there is joint interest

in noisy longitudinal measurements and a time-to-event outcome for which event risk is

defined only over clinically-informed periods of eligibility.

The remainder of this article is organized as follows. Section 2 describes the study co-

hort and data sources, introducing a novel definition of “opioid escalation” using electronic

health record (EHR) data. We briefly motivate and review joint longitudinal-survival meth-

ods in Section 3. Section 4 introduces the proposed joint modeling framework and prior

specifications. In Section 5, we apply the proposed method to a cohort of breast cancer

survivors. We conclude in Section 6 with a discussion, highlighting key findings, limitations,

and directions for future work.

3



2. EHR Data and Outcome Definition

This study leverages routinely collected EHR data, which offer several advantages for

retrospective statistical analysis, including access to large sample sizes at low cost, rich

longitudinal patient-level data, and reduced susceptibility to sample selection bias. At the

same time, EHR-derived data present well-recognized methodological challenges reflective

of data collection processes designed for clinical care rather than research, including ir-

regular, encounter-driven observation times, incomplete documentation, and heterogeneity

in documentation practices across providers and healthcare systems (Sauer et al., 2022).

The primary data source for this study is the Duke Clinical Research Datamart (CRDM),

which contains comprehensive EHR data for all patient encounters across the Duke Uni-

versity Health System (DUHS) since 2014 and is organized according to the PCORnet

Common Data Model. The CRDM includes detailed patient-level information on demo-

graphics, encounters, surgeries, diagnoses, procedures, laboratory results, medications, vi-

tals, and problem list items. It also incorporates social determinants of health measures,

including the area deprivation index (ADI), calculated at the census-tract level from patient

addresses (Hurst et al., 2021). In addition, this project leverages longitudinal pain numeri-

cal rating scale data integrated into the CRDM by the Duke Analytic Center of Excellence;

pain severity is captured using a standardized 0–10 discrete rating scale, with higher values

indicating greater pain intensity.

2.1 Cohort Inclusion Criteria

The study cohort comprises patients treated for breast cancer at the Duke Cancer

Institute with an initial diagnosis of breast cancer between January 1, 2015 and June

30, 2025. Consistent with established best practices for constructing retrospective cohorts

from EHR data, cohort eligibility additionally required the receipt of primary care services

within the DUHS. Restricting inclusion to patients receiving primary care services within

the health system increases the likelihood that relevant clinical encounters, prescriptions,

and symptoms assessments are reliably captured in the EHR, as primary care frequently
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serves as the point of entry for routine and specialty care within an integrated healthcare

system (Williams, 2021). Eligible individuals were further required to have at least one

recorded opioid prescription either dispensed internally or prescribed for fill at a pharmacy

external to the DUHS during the follow-up period; records corresponding to inpatient

opioid administration were excluded, as inpatient administrations primarily reflect short-

term analgesia in acute care settings and do not contribute meaningfully to the opioid-

related outcome of interest. To ensure sufficient longitudinal chronic pain information for

analysis, the study cohort was limited to those with at least five unique pain numerical

rating scale measurements occurring outside of all two-week postoperative windows.

2.2 Definition of Opioid Escalation

Evidence suggests that opioid dose escalation early in the course of long-term pharmaco-

logic management of chronic pain is clinically consequential. In an EHR-based cohort study

of individuals initiating long-term opioid therapy, dose escalation during the first year was

associated with higher risk of subsequent substance use disorders, more frequent healthcare

encounters, and progression to high-dose opioid therapy (Henry et al., 2015). Despite its

clinical relevance, there is no single comprehensive definition of "opioid escalation" that is

readily applicable to EHR data, as escalation may occur through multiple pathways beyond

dose increases alone, including changes in opioid formulation or clinical events signaling opi-

oid dependence or other opioid-related AEs. Accordingly, prior studies have operationalized

opioid escalation in different manners. With respect to dose escalation in particular, thresh-

olds previously used in the literature include (i) a sustained increase of ≥ 20% morphine

milligram equivalents (MME) over a prespecified time period (Hayes et al., 2020; Nunes

et al., 2025) and (ii) an increase in mean daily opioid dose of ≥ 30 MME over 1 year (Henry

et al., 2015). Beyond increases in dosage, formulation-based definitions have also been

considered. For example, initiation of therapy with long-acting opioids versus short-acting

opioids, transitions from short-acting to long-acting opioid regimens, and supplementation

of short-acting opioids with long-acting formulations have been linked to increased risk of
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AEs in vulnerable populations, such as nursing home residents and veterans (Miller et al.,

2015; Nunes et al., 2025). In addition, clinical indicators recorded in the EHR, including

diagnosis codes for opioid use disorder or receipt of medications primarily indicated for

the treatment of opioid use disorder, such as combination buprenorphine-naloxone, reflect

recognized escalation requiring clinical intervention (Togioka & Patel, 2024).

Taken together, these findings demonstrate that opioid escalation is inherently multidi-

mensional and cannot be adequately captured by a single metric, motivating the need for

a comprehensive framework informed by both prior literature and clinical input to identify

escalation events in EHR-based studies. An additional complication is that, in contrast

to the cohorts with (chronic) non-cancer pain in which opioid escalation has been previ-

ously explored, breast cancer survivors commonly undergo surgical treatment as part of

standard oncologic care, which can profoundly shape both pain trajectories and opioid use

patterns. Surgical resection remains the cornerstone of curative-intent therapy for breast

cancer diagnoses characterized as Stage III or earlier, with the vast majority of patients

undergoing lumpectomy or mastectomy, often followed by re-excision or reconstructive pro-

cedures (Kim et al., 2024; Wagle et al., 2025). As a result, breast cancer survivors fre-

quently experience acute postoperative pain episodes characterized by transient, outsized

increases in pain intensity (Cata et al., 2019), which complicate characterization of under-

lying chronic or treatment-related pain trajectories and are associated with postoperative

opioid prescribing for short-term pain analgesia (Azad et al., 2020). Consequently, short-

term increases in opioid dose or transitions in formulation during postoperative recovery

more likely reflect appropriate standard-of-care pain management rather than maladaptive

escalation. As such, we propose a four-pronged definition of opioid escalation, wherein es-

calation is defined as the occurrence of any of the following events outside of all two-week

postoperative windows: (1) diagnosis code(s) indicating opioid use disorder; (2) receipt of

a buprenorphine–naloxone prescription following prior opioid use; (3) sustained transition

from a short-acting to a long-acting opioid regimen; or (4) an increase of ≥ 30 MME in

mean daily long-acting opioid dose within one year. For individuals experiencing multiple

6



escalation events during follow-up in our study cohort, time to escalation was defined as

the interval between the date of breast cancer diagnosis and the first observed escalation

event. With respect to criterion (3), we specify a "sustained" transition as initiation of

a long-acting opioid following prior short-acting opioid exposure, with initiation occurring

at least 14 days after the start of a short-acting opioid prescription and within 45 days of

its end date. We further require at least 15 days of long-acting opioid coverage within the

30-day window immediately following initiation. This definition permits overlap between

short-acting and long-acting prescriptions and therefore captures sustained initiation of

long-acting therapy, potentially supplemental to continued short-acting opioid use, rather

than a strict formulary switch. We note that criterion (4) represents a conservative defini-

tion of dose escalation among those employed in prior studies, particularly given that the

average daily long-acting opioid dose in our cohort was approximately 66.5 MME. Eval-

uation of dose-based escalation was restricted to long-acting opioid prescriptions, as the

majority of short-acting opioids are prescribed on an “as needed” basis, precluding reliable

estimation of daily opioid use due to unobservable, patient-driven variability in dosing.

2.3 EHR-Based Event Identification

Identification of opioid escalation events relies, in part, on structured prescription data

extracted from the EHR. In practice, however, key medication-related fields in the EHR

are often missing or inconsistently populated, including National Drug Codes, days supply,

refill counts, quantity dispensed, dose, and dose units. These limitations complicate the

identification of sustained regimen transitions and dose escalation events, both of which

require accurate characterization of opioid formulation, duration, and standardized daily

dose. As such, a reproducible data cleaning and imputation framework was developed to

maximize retention of reliable EHR prescription records while minimizing risk of misclassifi-

cation, prioritizing clinically plausible dose and duration estimates when imputing missing

values. The remainder of this subsection details the implementation of this framework,

including procedures for medication label consolidation, dose imputation, and duration

7



reconstruction.

Medication labels within the EHR evolve over time, such that the same underlying

prescription may be represented by different structured label strings due to changes in

EHR configuration or vendor naming conventions, resulting in spelling variants, abbrevia-

tions, or reordered components. To address this phenomenon, we implemented a text-based

clustering approach to group similar medication label strings. Pairwise Jaro–Winkler string

distances were computed across unique opioid medication labels, and hierarchical clustering

with average linkage was performed to identify clusters of prescriptions reflecting the same

underlying medication. This procedure allowed consolidation of spelling and formatting

variants into standardized opioid groupings for downstream classification of formulation

and imputation of standard dosing schedules. In our cohort, this approach yielded 220

standardized opioid clusters from 820 unique prescription labels using an approximate 85%

similarity threshold, reducing label-level redundancy by roughly 73.2%. Each medication

cluster was manually reviewed, referencing clinically reputable sources (e.g., the National

Library of Medicine’s DailyMed database) to characterize formulation as either short-acting

or long-acting and obtain standard adult dosing information. A standardized adult daily

dose in MME was calculated by populating dosing fields—including dose strength, recom-

mended doses per day, and dose units—to derive the implied 24-hour opioid dose, which was

subsequently converted to MME using established opioid-specific conversion factors (Dow-

ell, 2022). Prescription labels reflecting intrathecal, epidural, or patient-controlled analgesia

opioid administrations were ultimately excluded from the reference file, given that dosing

in these settings is highly patient-dependent and not readily convertible to daily MME;

corresponding records were also removed in the prescription-level dataset. The resulting

reference file was then merged back into the prescription-level EHR dataset for our cohort

and used to impute daily dose in instances where prescription duration could be reliably

determined.

In reconstructing opioid dose, we prioritized preservation of prescription records for

which quantity dispensed, dosing frequency, and duration fields were sufficiently complete
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and clinically plausible. Solid oral formulations (e.g., tablets, capsules, pellets) most con-

sistently met these criteria and therefore formed the primary basis for direct dose recon-

struction. Among the subset of prescriptions reflecting solid dosage forms, we retained only

records with both a valid quantity dispensed field and sufficient information to determine

exposure duration, defined as either (i) both a medication start date and end date, or (ii) a

medication start date together with a recorded days supply. In the case of (i), inferred days

supply was computed from the observed date difference, with same-day start/end dates

treated as a one-day supply; in the case of (ii), recorded days supply was retained. In

instances where recorded days supply was missing and the date-derived duration appeared

incompatible with the dispensed quantity (i.e., the inferred duration exceeded the total

quantity dispensed), days supply was recalculated as the integer quotient of quantity dis-

pensed divided by the standard number of doses per day obtained from the opioid reference

file. To isolate high-confidence records, we further restricted to prescriptions with integer-

valued implied doses per day (i.e., quantity divided by days supply) and required implied

dosing frequency to fall within a prespecified tolerance window around the standard dosing

frequency for that formulation, as recorded in the opioid reference file. For prescriptions

meeting these criteria, an implied 24-hour opioid dose was then reconstructed by multi-

plying dose strength by implied doses per day; in instances of implausibly low recorded

dose strength (≤2 in the recorded units), the standard adult dose strength from the ref-

erence file was used instead. The resulting implied 24-hour dose, converted to MME, and

corresponding days supply were retained and merged back to the prescription-level dataset.

We then proceeded to recover exposure duration for all prescriptions, including those

with 24-hour dose information derived from the opioid reference file. The same temporal

sufficiency criteria described above were applied, followed by rule-based corrections to ad-

dress negative or implausible duration values. When the inferred date-based duration (or

recorded days supply, if present) was negative, we assumed that medication start and end

dates had been inadvertently reversed in EHR data entry; for these records, we swapped

the start and end dates. Finally, when refill information was available, prescription end
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dates were adjusted to reflect refill coverage. Any prescriptions with exposure durations

of unreasonable length (defined as days supply ≥365 days in the absence of adequate refill

coverage) were excluded from the prescription dataset. In accordance with our escalation

definition, prescriptions initiated within a two week window following a surgical procedure

were omitted from the dataset prior to escalation event identification.

Following these cleaning and exclusion steps, the prescription-level dataset included

formulation classifications, prescription start and end dates, and reconstructed daily MME

estimates, facilitating direct identification of escalation events (3) and (4), namely sustained

transition from short-acting to long-acting opioid regimens and increases of ≥ 30 MME in

mean daily long-acting opioid dose within one year. Representative examples of these two

prescription-derived escalation patterns, as identified in the EHR under the proposed frame-

work, are shown in Figures 2.1 and 2.2. Figure 2.1 illustrates a sustained transition from

short-acting to long-acting opioid coverage consistent with criterion (3), while Figure 2.2 il-

lustrates an escalation under criterion (4), in which the patient’s long-acting opioid exposure

exceeds the ≥ 30 MME threshold relative to the minimum rolling mean dose in the pre-

ceding year. Escalation events (1) and (2) were identified using complementary EHR data

sources. Opioid use disorder-related AEs were ascertained from ICD-9 and ICD-10 diagno-

sis codes recorded in the EHR (Weiss et al., 2020), and receipt of buprenorphine–naloxone

following prior opioid exposure was identified from prescription records. Together, these

EHR elements supported identification of unique escalation events under the four-pronged

definition introduced above.

2.4 Exploratory Data Analysis

Following application of the cohort inclusion criteria and implementation of the opioid

prescription data imputation framework described previously, the resulting cohort com-

prised 2,141 individuals. Given the small number of males in our sample, the analytic

cohort was further restricted to female patients. With minimal missingness across key de-

mographic and clinical covariates, we performed a complete-case analysis on 2,077 patients.
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Table 2.1 summarizes baseline demographic covariates and selected clinical measures across

the cohort as a whole, as well as stratified by breast cancer stage at diagnosis. Demo-

graphic characteristics were broadly similar across stages, with comparable distributions

of age, race, ethnicity, and insurance coverage. Patients with Stage IV disease exhibited

higher average ADI and Elixhauser Comorbidity Index (ECI, with respect to risk of in-

hospital mortality) values relative to those with earlier-stage disease, suggesting greater

socioeconomic disadvantage and comorbidity burden in this subgroup. Consistent with

clinical treatment patterns, Stage IV patients also underwent fewer surgical procedures on

average during follow-up than patients diagnosed at earlier stages (Wagle et al., 2025).

For each individual in our cohort, follow-up began at the date of initial breast cancer

diagnosis and continued until the first occurrence of opioid escalation or administrative cen-
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transition from short-acting to long-acting opioid therapy
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soring, where administrative censoring occurred at the earlier of six years after diagnosis

or June 30, 2025. Under the four-pronged definition of opioid escalation described in 2.2,

we identified 169 unique escalation events during follow-up among the 2,077 patients in

the cohort (≈8.2% event rate). We observed the largest event rate among patients with

Stage IV disease and the lowest among those with Stage I disease (≈30.4% and ≈4.1%,

respectively). Though not the focus of analysis in this study, Table 2.2 displays escalation

event counts stratified by event type and breast cancer stage. Dose-based escalation events

constituted the largest share of observed events, followed by sustained formulation transi-

tions, while opioid use disorder diagnoses and buprenorphine–naloxone initiation occurred

less frequently. This pattern is consistent with clinical expectations, as changes in opioid

formulation or dose escalation would typically precede either a documented opioid use dis-
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TABLE 2.1: Demographics of the study cohort, stratified by breast cancer stage

Variable
All

(N = 2077)
Stage 0

(N = 312)
Stage 1

(N = 974)
Stage 2

(N = 486)
Stage 3

(N = 148)
Stage 4

(N = 115)
Stage Unknown

(N = 42)
Age (mean (SD)) 60.52 (12.77) 60.71 (11.90) 62.47 (12.30) 57.11 (13.21) 57.33 (13.72) 61.25 (12.63) 62.63 (12.10)
Race (%)

White 1394 (67.1) 190 (60.9) 695 (71.4) 316 (65.0) 89 (60.1) 78 (67.8) 26 (61.9)
Black 541 (26.0) 92 (29.5) 225 (23.1) 130 (26.7) 49 (33.1) 34 (29.6) 11 (26.2)
Other  142 (6.8) 30 (9.6) 54 (5.5) 40 (8.2) 10 (6.8) 3 (2.6) 5 (11.9)

Ethnicity (%)
Not Hispanic 1981 (95.4) 296 (94.9) 937 (96.2) 450 (92.6) 147 (99.3) 111 (96.5) 40 (95.2)
Hispanic 56 (2.7) 11 (3.5) 20 (2.1) 21 (4.3) 0 (0.0) 2 (1.7) 2 (4.8)
Unknown 40 (1.9) 5 (1.6) 17 (1.7) 15 (3.1) 1 (0.7) 2 (1.7) 0 (0.0)

Insurance (%)
Commercial 617 (29.7) 88 (28.2) 272 (27.9) 172 (35.4) 46 (31.1) 29 (25.2) 10 (23.8)
Medicaid 518 (24.9) 82 (26.3) 218 (22.4) 139 (28.6) 42 (28.4) 29 (25.2) 8 (19.0)
Medicare 826 (39.8) 122 (39.1) 443 (45.5) 141 (29.0) 50 (33.8) 48 (41.7) 22 (52.4)
Other 116 (5.6) 20 (6.4) 41 (4.2) 34 (7.0) 10 (6.8) 9 (7.8) 2 (4.8)

ADI (mean (SD)) 46.65 (24.16) 44.78 (23.46) 45.06 (23.34) 49.09 (24.92) 47.22 (26.64) 56.00 (24.77) 41.83 (20.70)
ECI (mean (SD))  0.09 (11.60) -0.03 (12.28) -0.77 (11.10) 0.57 (10.12) 0.63 (10.81) 4.67 (16.38) 1.02 (17.01)
Surgery Count (mean (SD)) 2.95 (1.55) 3.21 (1.69) 2.95 (1.48) 3.03 (1.57) 2.81 (1.59) 1.75 (1.15) 2.81 (1.35)

order diagnosis or initiation of medications used to treat opioid dependence. Accordingly,

the latter events are less likely to appear as the first escalation event recorded in the EHR.

Nevertheless, we include these additional criteria in our definition to capture escalation

events that might otherwise go undetected under prescription-based definitions alone.

TABLE 2.2: Event counts (rates, %) by event type, stratified by breast cancer stage

Escalation Pathway
All

(N = 169)
Stage 0

(N = 15)
Stage 1

(N = 44)
Stage 2
(N = 61)

Stage 3
(N = 21)

Stage 4
(N = 39)

Stage Unknown
(N = 4)

OUD Dx 2 (1.2%) 1 (7.1%) 1 (2.5%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%)
Naloxone Combo Rx 13 (7.7%) 2 (14.3%) 2 (5.0%) 8 (14.3%) 1 (5.0%) 0 (0.0%) 0 (0.0%)
SAO → LAO transition 84 (49.7%) 8 (57.1%) 21 (52.5%) 32 (57.1%) 11 (55.0%) 12 (34.3%) 0 (0.0%)
≥30 MME LAO increase 70 (41.4%) 3 (21.4%) 16 (40.0%) 16 (28.6%) 8 (40.0%) 23 (65.7%) 4 (100.0%)

To provide preliminary insight into escalation timing, Figure 2.3 displays the distribu-

tion of time from breast cancer diagnosis to the first observed escalation event, stratified

by cancer stage among individuals who experienced escalation prior to administrative cen-

soring. Median time to escalation ranged from approximately 1.0 years among Stage IV

patients to approximately 2.0 years among Stage II patients. Across stages, escalation

events tended to occur relatively early during follow-up, with most events occurring within

3-4 years following diagnosis. The time-to-event distributions overlap substantially, sug-

gesting broadly similar escalation timing patterns across disease stages.
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FIGURE 2.3: Distribution of time to opioid escalation, stratified by breast cancer stage
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3. Joint Longitudinal-Survival Modeling

In modern epidemiological and clinical studies, it is common practice for investigators

to collect both longitudinal data (e.g., repeated measurements of a biomarker or clinical

covariate over time) and time-to-event (TTE) outcomes, such as time-to-death, disease

progression, or other clinically relevant AEs. Often, scientific interest lies in both (i) char-

acterizing the evolution of the longitudinal process over time, potentially as a function of

other static covariates, and (ii) quantifying how that evolving longitudinal process influ-

ences the risk of an event. Prior to the introduction of joint modeling frameworks in the late

1990s, statisticians typically approached each of the aforementioned objectives using sepa-

rate modeling strategies. Linear mixed-effects models were used to describe population-level

and subject-specific trends in the longitudinal outcome variable over time, while extensions

of the Cox proportional hazards model allowed investigators to incorporate time-dependent

covariates into survival analyses.

As such, one potential approach for our motivating application is to incorporate pain

as a time-dependent covariate within a Cox proportional hazards model, where opioid es-

calation is the TTE outcome of interest. This strategy has been employed in prior work

examining event risk as a function of longitudinal measures of pain; for example, in studying

the risk of disability pension, Lallukka et al. (2020) treated pain as a time-varying exposure

by classifying individuals into discrete categories of recurrent single-site or multisite pain

based on responses to repeated surveys, allowing participants to transition between pain

categories over time within an extended Cox regression framework. Critically, the validity

of this approach depends on the assumption that the time-dependent covariate is external

(or exogenous) to the failure mechanism, an assumption that is unlikely to hold for pain

measured longitudinally in clinical populations. Pain is more appropriately viewed as an

internal (or endogenous) covariate, defined as a covariate whose observed values arise as re-

alizations of an underlying stochastic process generated by a subject under study, such that

there exists a potential feedback loop between the trajectory of the covariate and the event
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process (Austin et al., 2020). Internal time-dependent covariates pose two primary chal-

lenges: first, when the event of interest is death, the path of an internal covariate inherently

encodes information about the failure time, thereby violating the standard assumptions of

the Cox model rooted in martingale theory (Rizopoulos, 2012); second, internal covariates

are typically measured with error, and inclusion of their observed values in a Cox framework

can lead to biased regression coefficient estimates (Prentice, 1982).

Joint models for longitudinal and TTE data were developed to address the limitations of

separate modeling strategies when a longitudinally-measured covariate is intrinsically linked

to a subject’s underlying event risk. These models jointly specify a mixed-effects model for

the longitudinal outcome and a survival submodel for the TTE outcome, linking the two

components through shared random effects that capture subject-specific latent trajecto-

ries. Early frequentist approaches emerged in the context of HIV/AIDS research, where

longitudinal CD4 counts are associated with survival. De Gruttola and Tu (1994) proposed

one of the first joint modeling frameworks, assuming conditional independence between the

longitudinal and survival outcomes given subject-specific random effects, which permits the

factorization of the joint likelihood into marginal components. In this early formulation,

the longitudinal trajectory of CD4 counts was modeled using a linear mixed-effects model,

and survival times, or a monotone transformation thereof, were modeled through a para-

metric regression framework assuming normally distributed measurement error. Wulfsohn

and Tsiatis (1997) extended this framework by adopting a proportional hazards survival

model and directly linking the hazard function to the underlying longitudinal trajectory

through shared random effects and an explicit association parameter. Subsequently, Hen-

derson et al. (2000) increased flexibility by allowing distinct latent random components to

influence the event process differently and by incorporating a serially correlated Gaussian

process term in the longitudinal model specification to capture structured, within-subject

temporal variation not explained by the linear trend components.

Bayesian formulations of joint longitudinal–survival models soon followed their frequen-

tist counterparts, providing a coherent probabilistic framework for inference in settings char-
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acterized by complex hierarchical structure and high-dimensional random effects. Faucett

and Thomas (1996) were the first to derive a Gibbs sampling scheme for posterior inference,

maintaining the critical assumption of conditional independence between the longitudinal

and survival components given the subject-specific random effects to construct the joint

likelihood; extending this approach, Brown and Ibrahim (2003) introduced a semipara-

metric Bayesian specification by placing Dirichlet process priors on the random effects

parameters, thus relaxing the conventional multivariate normal assumption and facilitating

more flexible modeling of subject-specific longitudinal trajectories. Guo and Carlin (2004)

furthered the Bayesian joint modeling literature by implementing a Bayesian version of

the model proposed by Henderson et al. (2000), in which distinct longitudinal random

effects contribute separately to the hazard through multiple association parameters. A

key distinction between frequentist and Bayesian estimation lies in computational strat-

egy. In the frequentist framework, maximum likelihood estimation typically relies on the

expectation–maximization (EM) algorithm or numerical integration to integrate over the

random effects, procedures that can become unstable or computationally burdensome as

model complexity increases. In contrast, the Bayesian approach treats all unknown quan-

tities, including subject-specific random effects, as parameters with prior distributions, en-

abling direct sampling from the joint posterior distribution using MCMC algorithms such

as Gibbs sampling or Metropolis–Hastings. This strategy naturally propagates uncertainty

across hierarchical model components, yields full posterior-based uncertainty quantification

without reliance on asymptotic approximations, and circumvents the need for repeated

high-dimensional integrations at each iteration.
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4. Model Specification

We propose a Bayesian joint longitudinal–survival model and implement posterior in-

ference via the Gibbs sampling algorithm described in Brown and Ibrahim (2003). While

our model specification closely follows that of Brown and Ibrahim (2003), we adopt a fully

parametric formulation rather than the semiparametric mixture of Dirichlet processes spec-

ification. In effect, this corresponds to a limiting case of the semiparametric approach in

which the Dirichlet process concentration parameter tends to infinity, yielding a conven-

tional parametric distribution for the random effects. We further extend this framework to

accommodate discontinuous risk intervals for the time-to-event outcome that coincide with

short-term deviations in the longitudinal process. In our motivating application, these in-

tervals correspond to periods of active treatment, such as postoperative recovery windows,

during which patients may experience acute pain spikes and receive short-term intensified

opioid therapy reflecting routine postoperative analgesia rather than a true opioid escalation

event.

4.1 Longitudinal Submodel

We first describe our new methodology generally before applying it to our breast cancer

cohort data in Section 5. Let i ∈ {1,2, . . . ,N} index subjects, where N is the total number

of subjects in the cohort, and j ∈ {1,2, . . . ,ni} index observations of the longitudinal mea-

surement, where ni is the total number of longitudinal measurements recorded for the i-th

subject. Then, let yi j denote the value of the j-th longitudinal measurement recorded for

the i-th subject at time ti j. The longitudinal model for subject i is given by

yi j = ψβi(ti j)+ εi j,

εi j ∼ N (0,σ2),
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in which ψβi(ti j) is referred to as the trajectory function. Under this specification, subject

i contributes the following to the likelihood:

f (Yi | βi,σ
2) ∝ (σ2)−ni/2 exp

(
− 1

2σ2

ni

∑
j=1

(yi j −ψβi(ti j))
2

)
,

where Yi = (yi1,yi2, . . . ,yini)
T is subject i’s vector of longitudinal measurements and βi =

(β0i,β1i,β2i)
T denotes the vector of subject-specific random effects.

Our proposed trajectory function incorporates a time-dependent random intercept and

is defined as

ψβi(ti j) =
(
β0i +β1iκi(ti j)

)
+β2iti j,

where κi(ti j) = 1 if subject i is within a predefined intervention or treatment window at time

ti j, and 0 otherwise. Under this construction, β1i can be interpreted as the subject-specific

departure from the baseline longitudinal trajectory, β0i + β2iti j, during intervals in which

κi(ti j) = 1. β0i and β2i are assigned a joint normal prior distribution, while β1i is assigned

an independent univariate normal prior. Formally,

(β0i,β2i)
T i.i.d.∼ N2

((
µβ0

µβ2

)
,Σβ

)
, where Σβ =

(
σ2

β0
ρσβ0σβ2

ρσβ0σβ2 σ2
β2

)
, and

β1i ∼ N (µβ1 ,σ
2
β1
).

Given the specification of the survival submodel described in 4.2, this choice of prior for β1i

permits a Gibbs sampling step within the Markov Chain Monte Carlo sampling algorithm.

We note that extending the trajectory function to include fixed and/or random effects for

a vector of baseline covariates is straightforward.

4.2 Time-to-event Submodel

The TTE submodel is specified within a proportional hazards framework, under which

the hazard function for subject i is given by

λi(t | Yi) = λ0(t)exp
(
γψβi(t)+XT

i α
)
,
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where λ0(t) denotes the baseline hazard function, γ ∈R is an association parameter linking

the longitudinal trajectory to the hazard function, Xi ∈Rp is a vector of baseline covariates

for subject i, and α ∈ Rp is the corresponding vector of regression coefficients.

For each subject i, we observe Ti = min(T ∗
i ,Ci), where T ∗

i denotes subject i’s event time

and Ci denotes subject i’s censoring time. We additionally observe an event indicator δi,

where δi = 1 if the subject experiences the event of interest (i.e., Ti = T ∗
i ) and δi = 0 if the

subject is censored. We rely on the following standard relationships from survival analysis

to derive derive the distribution implied by the survival submodel:

Λi(t) =
∫ t

0
λi(u)du,

where Λi(t) denotes the cumulative hazard function for subject i,

Si(t) = exp(−Λi(t)) = exp
(∫ t

0
λi(u)du)

)
,

where Si(t) denotes the survival function for subject i, and

f (Ti,δi) = λi(Ti)
δi Si(Ti),

where f (Ti,δi) denotes the contribution of subject i to the likelihood under noninformative

right censoring. Thus, given the previously specified hazard function, subject i contributes

the following to the likelihood:

f (Ti,δi | βi,α,γ,λ ) = λ0(Ti)
δi exp

{
δi
(
γψβi(Ti)+XT

i α
)
−
∫ Ti

0
λ0(u)exp

(
γψβi(u)+XT

i α
)
du
}
.

We continue our specification of the TTE submodel by imposing a piecewise-constant

baseline hazard. Specifically, let 0 = u0 < u1 < .. . < uK denote fixed cut points (for example,

quantiles of observed event times), and assume λ0(t) = λk for uk−1 ≤ t < uk, k = 1,2, . . . ,K.

The indicator κi(t) introduced in the longitudinal submodel induces subject-specific in-

tervals over which the latent trajectory ψβi(t) changes form. When these intervals also

correspond to periods during which the subject is not eligible to experience an event, they
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must be incorporated explicitly into the TTE submodel. In particular, the cumulative

hazard can no longer be expressed as a single integral over [0,Ti], but instead must be de-

composed over the joint partition of follow-up time induced by the baseline hazard intervals

and the subject-specific intervention windows, ensuring that risk accumulates only during

event-eligible periods.

To formalize this construction, suppose subject i undergoes mi interventions during

follow-up. The follow-up timeline for subject i is therefore partitioned into Zi = 2mi + 1

intervals defined by time points 0 = wi0 < wi1 < .. . < wiZi ≤ Ti. These intervals alternate

between non-active treatment periods and active treatment windows (e.g., postoperative

recovery periods). Over each interval [wi,z−1,wiz), the indicator κi(t) is constant. Define

κi(t) = κiz for wi,z−1 ≤ t < wiz, z = 1,2, . . . ,Zi, where

κiz =

{
1 if z mod 2 = 0,
0 otherwise.

Now, ∫ Ti

0
λ0(u)exp

(
γψβi(u)+XT

i α
)
du

can be expressed as follows:

K

∑
k=1

ITi>uk−1λk

Zi

∑
z=1

I[uk−1,uk)∩[wi,z−1,wiz )̸= /0 × Iκiz=0
∫ min(uk,wiz,Ti)

max(uk−1,wi,z−1)
exp
(
γ ψβi(u)+XT

i α
)
du,

where, because ψβi(t) is linear in t within each interval [wi,z−1,wiz), the integral admits a

closed form expression, avoiding the need for computationally expensive numerical inte-

gration methods and thus facilitating efficient computation within the MCMC algorithm.

Further, this specification preserves a Gibbs update step for the piecewise-constant baseline

hazard function under a conjugate prior, such as

λk ∼ Γ(ak,bk), k = 1, . . . ,K.
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4.3 Joint Likelihood & Hyperprior Distributions

The form of the joint likelihood relies on the standard conditional independence assump-

tion commonly adopted in joint modeling frameworks, under which the longitudinal and

time-to-event processes are assumed independent given the subject-specific random effects.

Formally, the joint distribution of the longitudinal and survival outcomes factorizes as

f (Yi,Ti,δi | βi) = f (Yi | βi) f (Ti,δi | βi).

Combining the longitudinal and survival contributions derived in 4.1 and 4.2, the like-

lihood contribution for subject i is therefore

f (Yi,Ti,δi | βi,θ) = f (Yi | βi,σ
2) f (Ti,δi | βi,α,γ,λ ),

where θ denotes the collection of all model parameters. Assuming independence across

subjects, the full likelihood for the observed data is given by

f (Y,T,δ | β ,θ) =
N

∏
i=1

f (Yi | βi,σ
2) f (Ti,δi | βi,α,γ,λ ).

Plugging in these expressions as previously derived, the joint likelihood is expressed as

follows:

f (Y,T,δ | β ,θ) =
N

∏
i=1

[
1

(2πσ2)ni/2 exp

(
− 1

2σ2

ni

∑
j=1

(yi j −ψβi(ti j))
2

)

× exp

{
δi
(

logλk(Ti)+ γψβi(Ti)+XT
i α
)

−
K

∑
k=1

I(Ti > uk−1)λk

Zi

∑
z=1

I
(
[uk−1,uk)∩ [wi,z−1,wiz) ̸= /0

)

× I(κiz = 0)
∫ min(uk,wiz,Ti)

max(uk−1,wi,z−1)
exp
(
γψβi(u)+XT

i α
)

du

}]

.

To complete the Bayesian specification, hyperprior distributions are assigned to in-

troduced parameters, with choices designed to facilitate Gibbs sampling updates where
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possible. Specifically, let

µβ = (µβ0 ,µβ2)
T ∼ N2(b0,T0), where T0 = diag(τ2

0 ,τ
2
1 ), and

Σβ ∼ Inv-Wishart(ν0,S−1
0 ).

Given this hierarchical construction, posterior inference proceeds by sampling from the joint

posterior distribution

f (β ,θ | Y,T,δ ) ∝ f (Y,T,δ | β ,θ) f (β | θ) f (θ),

via a Gibbs-within-Metropolis-Hastings MCMC algorithm.
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5. Analysis of Breast Cancer Cohort Data

We applied the proposed model to the full EHR-derived breast cancer cohort described

in Section 2. This analysis provides a comprehensive exploration of longitudinal chronic

pain trajectories and their relationship to time-to-opioid escalation in this survivor popu-

lation, incorporating both baseline demographic and clinical characteristics and dynamic

postoperative pain patterns. We also present results from stage-specific subgroup analyses

(early-, mid-, and late-stage disease) to assess potential heterogeneity in escalation risk and

chronic pain dynamics. Section 5.1 describes model implementation and prior specification,

Section 5.2 summarizes posterior convergence, model diagnostics, and model comparison,

and Section 5.3 discusses key findings from both cohort and subgroup analyses.

5.1 Model Implementation & Priors

We begin by adapting the modeling framework introduced in Section 4 to accommo-

date the specific features of our study cohort. Figure 5.1 provides a schematic overview

of a representative patient-level timeline and its corresponding representation under the

proposed framework. As illustrated in Figure 5.1, pain scores are collected longitudinally

throughout follow-up, while baseline covariates such as race, age, ADI, insurance type, etc.,

are recorded as of the date of breast cancer diagnosis. To account for transient, procedure-

induced increases in pain levels, we construct patient-specific postoperative windows of fixed

length (14 days) following each recorded surgical intervention. After merging overlapping

windows, let {wiz}Zi
z=0 denote the ordered set of time points defining these postoperative

windows for subject i, where Zi = 2mi + 1 and mi is the number of distinct intervention

periods. These time points partition the follow-up timeline into Zi intervals of the form

[wi,z−1,wiz), for z = 1, . . . ,Zi, over which the indicator κi(t) = κiz is constant. The longitudi-

nal submodel incorporates this structure through the time-varying indicator, κi(t), allowing

for short-term deviations from the underlying subject-specific chronic pain trajectory dur-

ing postoperative intervals. In parallel, the survival submodel evaluates risk accumulation

only over event-eligible segments. Specifically, the cumulative hazard is computed over
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FIGURE 5.1: Representative subject timeline and corresponding model-based partition of
follow-up time

sub-intervals defined by the intersection of the piecewise-constant baseline hazard intervals

{[uk−1,uk)}K=4
k=0 , where the cut-points correspond to the empirical quartiles of the observed

event times, and the subject-specific partitions induced by {wiz}, excluding any intervals for

which κi(t) = 1. Choosing empirical quartiles of the event time distribution as cut points for

the piecewise-constant baseline hazard yields approximately balanced event counts across

intervals, improving the stability of the baseline hazard estimates.

Posterior inference was performed via a Gibbs-within-Metropolis-Hastings algorithm.

Patient-specific random effects (β0i,β2i) were updated using Metropolis-Hastings steps,

whereas the time-dependent random intercept β1i was sampled from its conjugate Gaus-

sian full conditional. The population-level mean vector µβ , covariance matrix Σβ , residual
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variance σ2, and piecewise baseline hazard parameters λ = (λ1,λ2,λ3,λ4) were updated via

Gibbs sampling from their respective full conditional distributions, while α and γ were sam-

pled using Metropolis-Hastings steps. Proposal variances for all model parameters requiring

Metropolis-Hastings updates were adaptively tuned during burn-in to improve mixing.

Hyperparameters were chosen to be weakly informative. Specifically, the population-

level mean of the random effects (β0i,β2i) was assigned

µβ = (µβ0 ,µβ2)
T ∼ N2(b0,T0), T0 = diag(τ2

0 ,τ
2
1 ),

with b0 = (0,0)T , and τ2
0 = τ2

1 = 100. The covariance matrix of (β0i,β2i) was assigned

Σβ ∼ Inv-Wishart(ν0,S−1
0 ),

with ν0 = 4 and S0 = I2. Further, the time-dependent random intercept was assigned the

weakly informative prior

β1i ∼ N (µβ1 ,σ
2
β1
),

with µβ1 = 0 and σ2
β1
= 10. Continuing, the residual variance in the longitudinal submodel

was assigned σ2 ∼ IG(a= b= .001), and each interval-specific parameter λk of the piecewise-

constant baseline hazard was assigned λk ∼ Ga(ak = bk = .001). The prior assigned to the

regression coefficient vector was α ∼ Np(0p,100Ip). Finally, the prior for the association

parameter γ was chosen to be standard normal, reflecting no strong prior belief regarding

the direction or magnitude of the relationship between pain and risk of opioid escalation.

For the complete cohort analysis, the Markov chain was run for 255,000 iterations, with

the first 30,000 discarded as burn-in; the remaining draws were thinned by a factor of 10

to yield 22,5000 posterior samples for inference.

5.2 Posterior Convergence, Model Diagnostics, and Model Comparison

Convergence of the MCMC algorithm was assessed using a combination of graphical

and numerical diagnostics. Representative trace plots for subject-specific random effects,

population-level parameters, and key regression coefficients are shown in Figures 5.2-5.5.
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In particular, the included trace plots for the random effects were selected to be repre-

sentative of subjects with extreme values of the time-dependent random intercept relative

to the broader cohort, illustrating the proposed model’s capacity to distinguish transient,

procedure-induced deviations from the underlying chronic pain trajectory. We also provide

the trace plot for the scalar association parameter γ in Figure 5.4. Across all parameters,

the chains exhibit stable behavior with no apparent trends or drifts and fluctuate around

well-defined posterior regions, suggesting that burn-in was sufficient and that the sampler

has reached stationarity. Effective sample sizes exceeded 2,500 for the association param-

eter γ and all elements of the regression coefficient vector α , further supporting adequate

mixing.
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FIGURE 5.5: Cohort analysis: trace plots for the vector of coefficients corresponding to baseline
covariates, α

We compared the proposed model to a formulation corresponding to the joint modeling

framework of Brown and Ibrahim (2003) under a fully parametric specification, obtained as

a limiting case in which the Dirichlet process concentration parameter is taken to infinity.

As noted in Section 4, our framework can be viewed as an extension of the Brown-Ibrahim

formulation, to which it reduces when the time-dependent random intercept is omitted

and subjects are taken to be continuously event-eligible during follow-up, thereby enabling

direct likelihood-based model comparison. In particular, model comparison was conducted

using the deviance information criterion (DIC) (Spiegelhalter et al., 2002), computed from

the joint likelihood evaluated at posterior draws. The proposed model achieved a lower

DIC than the corresponding Brown–Ibrahim formulation, indicating improved fit to the

observed data. These results support the inclusion of the time-dependent random intercept

term and consideration of discontinuous risk intervals in the joint modeling framework.
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5.3 Results from Cohort and Subgroup Analyses

In this section, we summarize posterior inference and interpret key model parameters

in the context of the study cohort and underlying data, first presenting cohort-level results

before briefly discussing findings from subgroup analyses. Table 5.1 displays posterior means

and both 90% and 95% credible intervals for the association parameter γ , which captures the

relationship between the latent longitudinal pain trajectory and hazard of opioid escalation,

as well as for all elements of α , the vector of regression coefficients for baseline covariates

included in the survival submodel; all values are presented on a hazard ratio scale (i.e.,

exp(α j)). Reference-cell coding was employed for categorical covariates, corresponding to

the following baseline subject profile: Stage 0 disease, white race, and commercial insurance

coverage. Most notably, we observe a strong positive relationship between a subject’s

longitudinal denoised chronic pain process and hazard of opioid escalation. On the hazard

ratio scale, the posterior mean of γ is approximately 1.86 (95% CrI: 1.70-2.04), indicating

that, all else equal, a patient with a one-unit higher pain score during an event-eligible period

is expected to have approximately 1.86 times the hazard of opioid escalation compared to

a similarly event-eligible patient with a one-unit lower pain score. This relationship is

defined with respect to the underlying subject-specific chronic pain trajectory, such that

the estimated association reflects differences in the latent (i.e., denoised) pain process rather

than observed pain measurements, which are subject to measurement error and irregular

timing.

Estimated regression coefficients for baseline covariates offer evidence of several clinically

relevant relationships and patterns. In alignment with clinical expectations, disease stage is

strongly associated with opioid escalation risk, with hazard ratios increasing monotonically

for Stage II–IV disease relative to the reference group, consistent with greater symptom

burden and treatment intensity in cases of advanced disease. Posterior summaries suggest

that age is a protective factor with respect to escalation risk, such that older individuals

have a lower hazard of opioid escalation. In contrast, Medicare insurance is associated with

30



elevated escalation risk relative to commercial insurance, which likely reflects differences in

care utilization and prescribing practices within the health system rather than differences

in access to care, given that the study cohort is restricted to patients treated within a sin-

gle health system (DUHS). The observed association between non-white race and reduced

hazard of opioid escalation should be interpreted in the context of well-documented racial

disparities in pain management and opioid prescribing practices. A substantial body of

literature has demonstrated that, historically, white patients have been more likely to re-

ceive opioid prescriptions than patients from racial and ethnic minority groups, even when

presenting with similar clinical conditions. These differences have been attributed to a

range of factors, including implicit bias and structural inequities in healthcare access and

delivery (Friedman et al., 2019). Within this context, the reduced hazard of escalation

observed among non-white patients in our analysis may reflect, at least in part, differences

in prescribing practices and access to opioid therapy for pain management relative to oth-

erwise similar white patients. Overall, these findings are generally consistent with clinical

understanding of populations at differential risk for opioid-related AEs and prior studies

that do not explicitly account for longitudinal pain processes.

TABLE 5.1: Cohort analysis: posterior means & 90% and 95% credible intervals for γ and α on a
hazard ratio scale

 
 

Variable Posterior Mean Lower Upper Lower Upper
Gamma 1.861 1.723 2.013 1.697 2.044
Stage (ref: Stage 0)

Stage 1 0.930 0.558 1.592 0.506 1.778
Stage 2 2.448 1.503 4.072 1.370 4.514
Stage 3 2.676 1.481 4.847 1.320 5.451
Stage 4 6.049 3.568 10.479 3.200 11.689
Stage Unknown 1.663 0.585 4.247 0.462 5.028

Age 0.687 0.576 0.821 0.556 0.851
Race (ref: White)

Non-White  0.741 0.558 0.978 0.529 1.028
Insurance (ref: Commercial)

Medicaid 1.136 0.779 1.654 0.722 1.775
Medicare 2.507 1.647 3.840 1.518 4.149
Other 1.206 0.649 2.173 0.564 2.431

ADI 1.040 0.913 1.184 0.890 1.214
ECI  1.013 1.003 1.023 1.001 1.025

90% Credible Interval 95% Credible Interval
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Table 5.2 summarizes posterior means and credible intervals for the baseline hazard

parameters, population-level means of the random effects (interpreted as global fixed ef-

fects), covariance structure, and residual variance. The piecewise-constant baseline hazard

exhibits relatively stable behavior across intervals, supporting the use of a flexible yet

simple specification for baseline risk compared to more complex alternatives such as B-

splines or parametric forms like the Weibull model. Posterior summaries for the fixed

effect and covariance components of the longitudinal submodel indicate well-identified pa-

rameters with reasonably tight credible intervals, while the estimated residual variance

suggests a relatively moderate degree of variability in observed pain scores not explained

by the latent trajectory. Figure 5.6 displays distributions of subject-specific posterior means

for the random effects, obtained by averaging each subject’s posterior samples across all

MCMC iterations. These distributions characterize heterogeneity in patient-level effects

rather than population-averaged quantities. The distribution of the baseline random inter-

cept is centered well above zero, reflecting persistently elevated chronic pain levels across

the cohort. With respect to the time-dependent random intercept, while its distribution

exhibits a concentration of mass above zero—consistent with transient increases in pain

during postoperative windows—we also observe meaningful mass below zero. Importantly,

this parameter was not constrained to be positive a priori (e.g., via a truncated normal

prior); instead, a symmetric normal prior allows for the possibility of both increases and

decreases in pain during intervention periods. While declines in pain during these windows

were not explicitly hypothesized, they are nevertheless plausible and may reflect increased

attention to analgesic management following surgical intervention, even in the presence of

elevated underlying pain.

Table 5.3 and Figure 5.7 summarize results from stage-specific subgroup analyses, pro-

viding insight into potential heterogeneity in patient-level pain dynamics and estimated

coefficients for baseline covariates across disease severity. Estimates of the association pa-

rameter on the hazard ratio scale remain consistently larger than one across all subgroups,

reinforcing the robust relationship between the latent pain trajectory and risk of opioid es-
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TABLE 5.2: Cohort analysis: posterior means & 90% and 95% credible intervals for λk, µβ , Σβ

and σ

 

Variable Posterior Mean Lower Upper Lower Upper
Baseline Hazard

λ1 0.002 0.001 0.003 0.001 0.004
λ2 0.001 0.001 0.002 0.001 0.003
λ3 0.002 0.001 0.003 0.001 0.003
λ4 0.001 0.000 0.001 0.000 0.001

μβ 

μβ0 2.317 2.259 2.374 2.248 2.385
μβ2  0.014 -0.002 0.031 -0.006 0.035

Σβ 

(Σβ)11 2.185 2.059 2.318 2.036 2.346
(Σβ)12 = (Σβ)21 -0.232 -0.262 -0.203 -0.268 -0.197
(Σβ)22 0.139 0.127 0.152 0.125 0.154

σ 2.591 2.584 2.598 2.583 2.599

90% Credible Interval 95% Credible Interval

calation observed in the full cohort. However, variation in the magnitude of this association

is evident, with somewhat attenuated effects in late-stage disease relative to early-mid-stage

patients. Distributions of subject-specific posterior means for the random effects further

highlight similarities in pain dynamics across subgroups, with substantial overlap observed

across all stages. This suggests that, at a broad level, patient-level pain trajectories are not

markedly different by disease stage. One notable distinction arises in the distribution of

the time-dependent random intercept, β1, where late-stage patients exhibit greater concen-

tration around zero. This likely reflects differences in treatment patterns, as patients with

advanced disease may undergo fewer surgical interventions, resulting in fewer opportunities

to observe intervention-induced deviations in pain. In contrast, the distribution of the slope

parameter, β2, is most tightly concentrated around zero among the early-stage subgroup,

consistent with relatively stable pain trajectories over time. This may reflect less intensive

treatment regimens in early-stage disease, where patients are less likely to receive therapies

such as chemotherapy or radiation that can induce sustained changes in pain levels. Taken

together, the substantial overlap in these distributions provides some empirical support for

the modeling decision not to explicitly include disease stage as a predictor in the longi-

tudinal submodel, suggesting that stage may not be a primary driver of between-subject
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FIGURE 5.6: Cohort analysis: distributions of subject-specific posterior means for the random
effects, obtained by averaging each subject’s posterior samples across MCMC iterations, βi

TABLE 5.3: Subgroup analysis: posterior means & 90% and 95% credible intervals for for γ and
α on a hazard ratio scale

 
  

Variable Posterior Mean Lower Upper Posterior Mean Lower Lower  Posterior Mean Lower Lower
Gamma 1.762 1.470 2.112 2.005 1.717 2.357 1.591 1.360 1.879
Age 0.563 0.403 0.798 0.893 0.621 1.300 0.722 0.486 1.073
Race (ref: White)
Non-White  0.660 0.350 1.206 1.157 0.654 2.032 0.563 0.296 1.048

Insurance (ref: Commercial)  
Medicaid 0.997 0.388 2.474 1.484 0.712 3.105 0.911 0.422 1.957
Medicare 3.997 1.755 9.416 1.725 0.700 4.358 1.706 0.718 4.228
Other 0.295 0.011 2.271 2.069 0.699 5.473 0.536 0.082 2.335

ADI 1.124 0.839 1.498 0.951 0.730 1.233 1.122 0.859 1.466
ECI  1.015 0.994 1.035 1.020 0.995 1.042 0.997 0.973 1.018

95% Credible Interval 95% Credible Interval 95% Credible Interval
Early-Stage (0-1) Mid-Stage (2) Late-Stage (3-4)

variability in underlying chronic pain trajectories. Overall, these subgroup findings broadly

align with the full-cohort analysis, with substantial overlap across stages and only subtle

differences in patient-specific pain dynamics.
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FIGURE 5.7: Subgroup analysis: distributions of subject-specific posterior means for the random
effects, obtained by averaging each subject’s posterior samples across MCMC iterations, βi
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6. Conclusions

In this document, we propose a Bayesian joint longitudinal–survival modeling frame-

work to characterize the relationship between evolving chronic pain trajectories and time

to opioid escalation in a cohort of breast cancer patients using EHR data. By linking a

longitudinal submodel for pain with a proportional hazards model through shared subject-

specific random effects, the proposed approach treats pain as an internal, time-varying

process subject to measurement error. A key methodological contribution is the incorpo-

ration of clinically informed intervention windows, which allow for transient deviations in

observed pain and discontinuous risk intervals in the survival process. This structure en-

ables separation of short-term, procedure-related pain dynamics from underlying chronic

pain trajectories and avoids attributing standard postoperative care to escalation risk. In

parallel, we introduce a novel EHR-based framework for identifying opioid escalation events,

leveraging a four-pronged operational definition designed to capture clinically meaningful

escalations in prescription opioid consumption.

Application of the proposed model to a large EHR-derived cohort demonstrates a strong

and consistent association between the latent chronic pain trajectory and risk of opioid es-

calation. Posterior inference suggests that higher underlying pain burden is associated with

increased hazard of escalation, even after accounting for baseline demographic and clinical

covariates. Subgroup analyses reveal broadly similar patient-level pain dynamics across

disease stages, with only modest differences in variability and magnitude of effects. These

findings highlight the importance of incorporating longitudinal chronic pain trajectories

into time-to-event modeling when assessing factors associated with risk of opioid-related

AEs in this population. Additionally, the statistical significance of both the association

parameter and several baseline covariates, including age, race, and insurance status, un-

derscores the need for risk stratification in clinical practice when prescribing opioids for

chronic pain management.

Several limitations of this study should be noted. First, as with all EHR-based anal-
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yses, the data are subject to incomplete capture and potential misclassification. The co-

hort is restricted to patients receiving care within a single health system (DUHS), and

events or prescriptions occurring outside this system are not observed, which may lead to

under-ascertainment of escalation events. Further, prescription records in the EHR reflect

prescribing behavior rather than confirmed medication use; specifically, we are unable to

determine whether a prescription was filled or taken as directed. Even in the presence

of pharmacy claims data, adherence remains fundamentally unobservable, representing a

persistent limitation in observational studies that seek to capture medication exposure.

In addition to these data limitations, we acknowledge that the longitudinal submodel is

specified such that the observed longitudinal measurements are taken to follow a normal

distribution, which is a simplification for pain scores that are recorded on a discrete, ordinal

0–10 scale. While this assumption facilitates tractable inference and closed-form expres-

sions within the joint likelihood, it does not fully capture the distributional characteristics

of the observed data.

These limitations motivate several directions for future work. A current focus involves

the development of generalized linear mixed model formulations for the longitudinal sub-

model to better accommodate common data types encountered in practice, including ordinal

and count data. Such extensions have been considered in prior work, primarily under fre-

quentist specifications, with relatively few approaches exploring these models within a fully

Bayesian framework (e.g., Zhu et al. (2018), Baghfalaki et al. (2020)). In both settings,

however, these extensions are often implemented in ways that do not preserve computa-

tional tractability, particularly with respect to evaluating the cumulative hazard integral in

the survival submodel. Ongoing work exploring a binomial specification for the longitudinal

component via Bayesian logistic regression, leveraging the standard Bernoulli formulation

and its extension to binomial likelihoods, suggests that such formulations are feasible while

while maintaining a form that allows efficient evaluation of the hazard integral. More

broadly, we aim to develop a flexible and generalizable framework that can accommodate

a range of outcome types while maintaining scalability for large EHR datasets.
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In addition, future work will include a comprehensive simulation study to evaluate

the performance of the proposed model relative to existing approaches. In particular,

comparisons with the model of Brown and Ibrahim (2003), used as a reference in this

study, as well as with the extended Cox model incorporating time-varying covariates, will

provide insight into the benefits of explicitly modeling internal covariate processes and

accommodating discontinuous risk intervals coinciding with short-term deviations in the

underlying longitudinal process. Such studies will help clarify the conditions under which

the proposed framework offers improved inference and predictive performance.

Overall, this work highlights the value of joint modeling approaches for capturing com-

plex relationships between longitudinal clinical processes and time-to-event outcomes. By

explicitly accounting for the dynamic and internally generated nature of pain, the proposed

framework provides a more nuanced understanding of opioid escalation risk in the breast

cancer survivor population and offers a foundation for future methodological and applied

research in this area.
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