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Abstract

Transfer learning has been an essential aspect of machine learning, in which the knowl-
edge from previously trained tasks is utilized to learn the incoming tasks. Recent works on
transfer learning primarily focus on learning algorithms for the scenario of a learned source
task and a target task. Here, the goal is to identify the source model’s functional layers and
corresponding parameters to fine-tune with the target task’s dataset. It is established in the
literature that similar tasks can share equivalent learning models (e.g., architecture, number
of layers, parameters.) As a result, selecting relevant data samples and the trained models
for the target task is also essential to the success of transfer learning. However, this area
of research has yet to be thoroughly studied. This work focuses on task affinity, which is a
similarity measure between tasks, and its applications in machine learning through a trans-
fer learning process. Based on the Fisher Information matrices, the proposed task affinity is
non-symmetric by definition due to the fact that it is easier to transfer the knowledge from
a complex and comprehensive task to a simple task than vice versa. The task affinity helps
determine the relevant source tasks, their corresponding datasets, and trained models for
the target tasks. Additionally, a meta-learning framework, whose goal is learning to learn,
is introduced based on the proposed task affinity. This framework is designed for a scenario
with multiple learned source tasks and a target task. Here, the artificial intelligent agent
is assumed to have sufficiently extensive memory for storing learned tasks (e.g., trained
models and datasets). The meta-learning framework allows this agent to identify relevant
knowledge from the source tasks and quickly learn the target task without human domain
knowledge. This framework is motivated by the learning process of humans, which starts
by learning simple and basic tasks before tackling more advanced subjects. For instance,
when solving complicated tasks, humans often relate them to more straightforward tasks.

This framework also helps reduce the amount of required data samples from the target

v



task and further boosts the model’s performance. Overall, this dissertation presents the
definitions of task affinity and the meta-learning frameworks for various applications in
machine learning, such as neural architecture search, few-shot learning, image generation,
and causal inference. The theoretical and empirical studies indicate the consistency of the
task affinity and the efficacy of the proposed framework compared with other state-of-the-

art approaches to machine learning applications.



Acknowledgements

These works were supported by the Office of Naval Research Grant No. N00014-18-1-
2244 and the Army Research Office Grant No. W911NF-15-1-0479. Next, I want to thank
the following people, without whom I would not have been able to complete this research
and made it through my Ph.D. studies.

First and foremost, I would like to express my sincere gratitude to my esteemed ad-
visor, Dr. Vahid Tarokh, for his support, patience, motivation, and immense knowledge.
Thank you for always guiding and inspiring me throughout the course of my Ph.D. studies
and related research. Besides my advisor, a special thanks to my committee members, Dr.
Robert Calderbank, Dr. Stacy Tantum, Dr. David Carlson, and Dr. Hai Li, for their in-
sightful comments and encouragement and for the challenging questions in my qualifying
and preliminary exams for me to widen my research from various perspectives.

I want to thank my mentors, Dr. Mohammadreza Soltani, Dr. Yi Zhou, Dr. Robert
Ravier, and Dr. Jie Ding, who guided and encouraged me in the early days of my studies.
I would also like to extend my thanks to my fellow colleagues, Juncheng Dong, Ahmed
Aloui, Christopher Cannella, Yuting Ng, Suya Wu, and Enmao Diao, who are great people
in and out of the lab that continuously inspire me.

Finally, but most importantly, I would like to thank my family for all the unconditional

support they have shown me throughout my academic studies.

vi



Contents

Abstract v
Acknowledgements vi
List of Tables Xiii
List of Figures XV
1 Introduction 1
1.1 Task Representation and Task Affinity . . . . ... ... ... .. .... 3
1.2 Task-Aware Neural Architecture Search . . . . . . .. ... ... .... 4
1.3 Task-Aware Few-Shot Learning . . . . .. ... ... ... ....... 4
1.4 Task-Aware Continual Learning for Image Generative Models . . . . . . 5
1.5 Task-Aware Causal Knowledge Transfer . . . . . ... ... ... .... 6
2 Task Representation and Task Affinity 7
2.1 TaskRepresentation . . . . . . .. ... ... ... .. ... 8
2.2 Fisher Information Matrix . . . . ... ... ... ... ..o 0. 9
2.3 Task Affinity from Model Complexity . . . . ... .. ... .. ..... 11
2.4 Fisher Log Determinant Task Distance . . . . . . ... ... .. ..... 14
2.5 Fisher Task Affinity Score . . . . . . ... ... ... ... ... ..., 16



2.5.1 Consistency of Task Affinity . . . . ... ... ... ... .... 19

2.5.2 Few-shot Fisher Task Affinity Score . . . . ... ... ... ... 25

2.5.3 Linear Regression Case Study . . . . . ... ... ... ..... 27

2.6 Experimental Study . . . . .. .. ... Lo 28
2.6.1 MNIST Dataset . . . . . .. .. ... ... 29

2.6.2 CIFAR-10Dataset . . . .. ... ... ... .. ... ..... 30

2.63 CIFAR-100Dataset . . . . . . . . ... ... .. .. ..., 34

2.64 ImageNetDataset. . . . . .. ... .. ... ... .. ...... 35

2.6.5 TaskonomyDataset . . . . .. ... ... ............. 38

2.7 Discussion and Conclusion . . . . . . ... .. .. Lo 44
3 Task-Aware Neural Architecture Search 45
3.1 Problem Definition . . . . . .. ... ... ... oo 47
3.2 Architectural Search Space . . . . . ... ... . 0oL 48
32.1 CellStructure . . . . . . . .. L 49

3.2.2 Skeleton Structure . . . . .. ... 50

3.2.3 Task-Aware Search Space . . . . ... .. ... ... .. .... 50

3.3 Search Algorithm . . . . . .. ... ... 51
34 Experimental Study . . . . .. ... ... 54



3.4.1 Task Affinity from Model Complexity . . . . . .. ... ... .. 54

3.4.2 Fisher Log Determinant Task Distance . . . . . . ... ... ... 59

3.4.3 Fisher Task Affinity Score . . . . .. ... ... ... .. .... 63

3.5 Discussionand Conclusion . . . . . . ... .. . Lo 69
4 Task-Aware Few-Shot Learning 71
4.1 Problem Definition . . . . . .. ... ... Lo 72
4.2  Few-Shot Learning from Task Affinity . . . . .. ... ... ... .... 74
4.3 Phase 1: Pre-Training . . . . . . .. ... ... ... ... ... ... 78
4.3.1 Training Whole-Classification Network . . . . .. ... ... .. 78

4.3.2 Feature Extraction . . . . .. .. .. .. ... ... ..., 79

44 Phase2: Task Affinity . . . . . ... ... ... o 79
4.4.1 MatchingLabels . . ... ... ... ... ... ......... 80

4.4.2 Constructing "-approximation Network . . . . . ... ... ... 82

4.4.3  Fisher Information Matrix and Task Affinity . . . . . ... .. .. 82

4.5 Phase 3: Episodic Fine-tuning . . . . ... ... ... .......... 83
4.6 Experimental Study . . . . .. .. ... Lo 84
4.6.1 Dataset Description . . . . . . . . .. ... oo 84

4.6.2 The Structure of the Whole-Classification Network . . . . . . .. 85

X



4.6.3 minilmageNet Experiment . . . . . . ... ... ......... 86

4.6.4 teredlmageNet Experiment . . . . .. ... ... ........ 90

4.6.5 CIFAR-FS Experiment . . . . . ... ... ... ......... 92
4.6.6 FC-100Experiment. . . . . ... ... ... ... ........ 94

4.7 Discussionand Conclusion . . . . . . . ... ... L Lo 95
5 Task-Aware Continual Learning for Image Generative Models 97
5.1 Problem Definition . . . . .. . ... .. ... 98
5.2 Latent Space Representation Analysis . . . . . ... ... ... ..... 99
5.2.1 TrainingEncoder . . . . . . ... ... .. oL 101

5.2.2 Latent Space Quantization . . . . .. .. ... ... ... .... 101

5.23 Fine-tuning Decoder . . . . . . ... ... ... ... ... .. 102

5.2.4 Performance and Interpretability . . . . . ... ... ... .... 103

5.2.5 Distancein LatentSpace . . . . ... ... ... ... ...... 105

5.3 Task Affinity for Generative Adversarial Network . . . . . . . ... ... 107
5.3.1 InceptionScore . . . . .. ... ... ... ... .. ..., 107

5.3.2 Fréchet Inception Distance . . . . . . ... .. ... .. ..... 108

5.3.3 Fisher Task Affinity Score . . . . . ... ... ... .. ..... 109

5.4 Continual Learning in Generative Adversarial Network . . . . . ... .. 113

X



5.5 Experimental Study . . . . . .. ... ... L o 116
5.5.1 Closest Generative Tasks via Task Affinity . . . . ... ... .. 116

5.5.2 Transfer Learning Performance . . . . ... ... ... ..... 122

5.5.3 Continual Learning Performance . . . . . . .. ... ... .... 123

5.6 Discussionand Conclusion . . . . . . . ... ... ... ... 125
6 Task-Aware Causal Knowledge Transfer 127
6.1 Problem Definition . . . . . . . ... ... 128
6.2 CausalInference . . . .. .. .. ... . ... 130
6.2.1 Definition . . . . . . ... 130

6.2.2 Causal Learning Network . . . . ... ... .. ......... 133

6.3 Transferability of Causal Knowledge . . . . . . . ... ... ... .... 134
6.3.1 Negative Transfer in Causal Inference . . . . . . ... ... ... 135

6.3.2 General Learning Bounds . . . . .. ... ... ... ...... 137

6.3.3 Counterfactual Balancing . . . . . . .. ... ... ........ 140

6.4 Transfer Learning in Causal Inference . . . . . ... ... ... ..... 145
6.4.1 Symmetry Property of Causal Inference Tasks . . . . . . .. ... 146

6.4.2 Label-Invariant Causal Task Affinity . . . . . . . ... ... ... 146

6.4.3 Causal Knowledge Transfer . . . ... ... ........... 149

Xi



6.5 Experimental Study . . . . . . ... ... .o o 150

6.5.1 Causal Inference Dataset Description . . . . . . . ... ... .. 151

6.5.2 Details of Experiments . . . . ... ... .. ........... 157

6.5.3 Task Distance and Counterfactual Loss . . . . . ... ... ... 159

6.5.4 Effects of Transfer Learning . . . . . . ... ... ... ..... 161

6.6 Discussionand Conclusion . . . . . . . ... ... ... ... 164

7 Conclusion 165
Bibliography 167
Biography 180

Xii



List of Tables

3.1

3.2

33

34

3.5

3.6

3.7

4.1

4.2

Comparison between TA-NAS with Task Affinity from Model Complexity

and hand-designed image classifiers on Quick, Draw! dataset. . . . . . .

Comparison between the TA-NAS with Fisher Log Determinant Task Dis-

tance and state-of-art NAS methods on Task 3 in MNIST dataset. . . . . .

Comparison between the TA-NAS with Fisher Log Determinant Task Dis-

tance and state-of-art NAS methods on Task 6 in CIFAR-10 dataset.

Comparison between the TA-NAS with Fisher Task Affinity Score and
state-of-the-art NAS methods on Task 2 of MNIST dataset. . . . . . . ..

Comparison between the TA-NAS with Fisher Task Affinity Score and
state-of-the-art NAS methods on Task 2 of CIFAR-10 dataset. . . . . . .

Comparison between the TA-NAS with Fisher Task Affinity Score and
state-of-the-art NAS methods on Task 2 of CIFAR-100 dataset. . . . . . .

Comparison between the TA-NAS with Fisher Task Affinity Score and

state-of-the-art NAS methods on Task 1 of ImageNet dataset. . . . . . . .

Comparisons between four benchmark few-shot datasets. . . . . . . . ..

Comparison of TAFS against state-of-the-art methods for 5-way 1-shot and

5-way 5-shot classification on minilmageNet dataset. . . . . . . ... ..

Xiii

58

62

63

65

66

67

68

85

88



4.3

4.4

4.5

4.6

4.7

5.1

5.2

5.3

6.1

6.2

6.3

The performance of TAFS with different settings for 5-way 1-shot and 5-

way 5-shot classification on minilmageNet dataset. . . . . ... ... ..

Comparison of TAFS against state-of-the-art methods for 5-way 1-shot and

5-way 5-shot classification on tieredlmageNet dataset . . . . . . . . . ..

The performance of TAFS with different settings for 5-way 1-shot and 5-

way 5-shot classification on tieredlmageNet dataset. . . . . . . . .. . ..

Comparison of TAFS against state-of-the-art methods for 5-way 1-shot and

5-way 5-shot classification on CIFAR-FS dataset. . . . .. ... ... ..

Comparison of TAFS against state-of-the-art methods for 5-way 1-shot and

5-way 5-shot classification on FC-100 dataset. . . . . . . ... ... ...

The clustering performance on training data of the MNIST dataset . . . .

Comparison of the task-aware transfer learning framework for generative

models against baselines in terms of FID scores. . . . . . . . ... .. ..

Comparison of the task-aware continual learning framework for generative

models against a baseline with 100 target samples in terms of FID scores.

The description of the six causal inference datasets constructed for causal

knowledge transfer. . . . . . . .. ... L L Lo

The overview of the settings ( and ) used to generate IHDP datasets . .

The effects of causal knowledge transfer on the performance and the size

of the required training dataset. . . . . . . . .. ... ... .. ......

89

91

92

93

95

103

124

125

151

153



List of Figures

2.1

2.2

2.3

2.4

2.5

2.6

2.7

2.8

29

2.10

3.1

The procedure to compute the task affinity from model complexity from

taskatotaskb. . . . ...

The distances between classification tasks on MNIST dataset. . . . . . . .

The distances between classification tasks on CIFAR-10 dataset. . . . . .

The effect of data preprocessing (i.e., augmented, unbalanced data) on dis-

tances between tasks on CIFAR-10 dataset. . . . . . . . . . . ... ...

The distances between classification tasks on CIFAR-100 dataset.

The distances between classification tasks on ImageNet dataset. . . . . .

The mean (top) and standard deviation (bottom) of Fisher Task Affinity

Score between tasks from Taskonomy dataset. . . . . . . ... ... ...

The distances between tasks from the Taskonomy dataset that are found

using the brute-force method (top) and cosine similarity (bottom).

The comparison of task affinity between Fisher Task Affinity Score and

Taskonomy distance for tasks from Taskonomy dataset. . . . . . . . . ..

The atlas plot of tasks from the Fisher Task Affinity Score indicates the

task relationship according to locations in space. . . . . . . .. ... ...

An example of the cell structure in the architectural search space. . . . . .

XV

13

31

32

33

36

37

40

41

42

43

49



32

33

34

3.5

3.6

4.1

4.2

4.3

4.4

4.5

4.6

An example of the skeleton structure in the architectural search space. . .

The procedure of constructing task-aware search space for target task from

baseline tasks. . . . . . . . ...

The search procedure to identify the most promising candidate network. .

The task affinity from model complexity between baseline tasks in MNIST

and Fashion-MNIST. . . . . . . . . . . . . .

The mean (top) and standard deviation (bottom) of Fisher Log Determinant

Task Distance between tasks from MNIST and CIFAR-10. . . .. .. ..

The overview of the task-aware few-shot learning framework. . . . . . . .

Phase 1 includes (i) training the whole-classification network, (ii) extract-

ing feature vectors for classes in source and target tasks. . . . . ... ..

Phase 2 includes (iii) matching source and target labels, (iv) constructing

source task’s "-approximation network, (v) Computing task affinity.

Constructing M -way K-shot base tasks using data from the related source

tasks for episodically fine-tuning the few-shot model. . . . . . . .. . ..

(a) The distribution of task distances. (b) The frequency of 64 classes in

the top-8 closest source tasks in minilmageNet dataset. . . . . . . .. ..

(a) The distribution of task distances. (b) The frequency of 351 classes in

the top-6 closest source tasks in tieredImageNet dataset. . . . . . . . . ..

Xvi

51

53

57

61

75

78

81

83

87



5.1

5.2

5.3

54

5.5

5.6

5.7

5.8

59

6.1

6.2

The overview structure of the Supervised-Encoding Quantizer. . . . . . .

The quantization process of the Supervised-Encoding Quantizer. . . . . .

The clustering performance of SEQ for various the number of clusters on

test data of the MNIST and fashion-MNIST datasets. . . . .. ... ...

The decoded images from (Row 1) cluster centers with various styles for

each data class, (Row 2-3) multiple clusters of specific data styles. . . . .

The generated data from convex combinations of three embedded features

from (a) the same cluster and (b) different clusters. . . . . ... ... ..

The overview of task-aware transfer learning and continual learning frame-

works for the conditional GANmodel. . . . . . . . .. ... ... ....

The mean (top) and standard deviation (bottom) of task affinity between

data classes of the MNIST dataset on the generative model. . . . . . . . .

The mean (top) and variance (bottom) of the task affinity between data

classes of the CIFAR-10 dataset on the generative model. . . . . . . . ..

The mean (top) and variance (bottom) of task affinity between data classes

of CIFAR-10 and CIFAR-100 on the generative model. . . . . . . . . ..

The causal relationship in individual treatment effects estimation (left).

The comparison between the factual and counterfactual datasets (right).

The causal task affinity is used to identify the closest source task(s). The

relevant source task’s model is used to train the target task. . . . . . . ..

Xvii

100

101

104

105

106

114

119

120

121

129

150



6.3

6.4

6.5

Comparison between task distance and counterfactual loss on synthetic/semi-

synthetic datasets with different balancing weights. . . . . . . . ... .. 158

Comparison between the symmetrized and nonsymmetrized task distances

on real-world datasets with different balancing weights. . . . . . . . . .. 160

Comparison of performances between the task-aware causal knowledge

transfer and training with data bundling. . . . . . .. ... ... ... .. 162

Xviii



Chapter 1

Introduction

Recent advances and developments in deep neural networks have enabled the success of
many machine learning tasks, such as image classification, image generation, object de-
tection, and natural language processing. In particular, numerous neural network archi-
tectures, learning algorithms, and optimization algorithms have been introduced and have
helped improve the current state-of-the-art in many applications. However, the critical
challenge of machine learning remains the requirement for a significant amount of training
data samples. In fact, most deep neural networks require extensive training data and signif-
icant computational resources. To tackle this issue, the knowledge transfer approach(e.g.,
transfer learning) is proposed as a key to lowering the data needed. This strategy is moti-
vated by the human learning process, which relies on past experiences when tackling new
tasks. Notably, recent works in transfer learning [1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13],
and meta-learning [14, 15, 16, 17, 18] show that similar tasks often share common knowl-
edge, such as equivalent neural network architectures. Additionally, multi-task learning
methods [19] illustrate that training similar tasks together helps boost the performance for
all tasks. However, if the non-related tasks were trained together, the overall performance
could degrade significantly. In other words, selecting relevant tasks and leveraging their
knowledge to learn the other is an efficient strategy for training deep neural networks with
limited data and resources. To this end, numerous approaches to identifying the close-
ness of tasks have been introduced. However, characterizing the similarity between tasks

remains a challenging problem, which often depends on human domain knowledge.

To tackle the aforementioned challenges, this work investigates methods to evaluate the

similarity between diverse varieties of tasks. In particular, three novel task affinity mea-
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sures are introduced to characterize the complexity of transferring knowledge from one
task to another. These measures do not require extensive computational resources and can
be computed efficiently. By design, they are non-commutative or asymmetric measures
because transferring the knowledge of a comprehensive task to a simpler one is consid-
erably more straightforward than the other way around. These task distances are always
greater or equal to zero, where equality holds if and only if it is the distance from a task to
itself. The theoretical analyses (e.g., lemmas and theorems) are provided to demonstrate
that the proposed task distances are mathematically well-defined and stable measurements.
Additionally, these task similarity measures are empirically affirmed to be statistically con-
sistent through numerous experiments on various tasks in MNIST [20], CIFAR-10 [21],
CIFAR-100 [21], ImageNet [22], Taskonomy [11], and other synthetic datasets. In partic-
ular, the experiment on the Taskonomy dataset demonstrates the computational efficiency
of the proposed task affinity compared to the brute-force approach presented in [11] while

achieving equivalent results regarding the distances between tasks.

The proposed task affinity measures are applied to several machine learning areas, such
as neural architecture search, few-shot learning, image generation, and causal knowledge
transfer. In these applications, task affinity measures identify the affiliated learned tasks
to the incoming target task and apply their knowledge (e.g., trained model, neural archi-
tecture, model’s parameters, weights, data samples) to learn the target task faster and
more efficiently. In neural architecture search, an architectural search algorithm called
FUSE [15, 17] is introduced to quickly find and fine-tune the most promising network
candidates from the vast architectural search space. For few-shot learning, a maximum
bipartite matching algorithm is applied to make the few-shot task affinity invariant to the
label’s permutation. Subsequently, the episodic fine-tuning framework [14] is presented
to enhance the few-shot model using the knowledge from relevant data. In image gen-

eration, the representation analysis is first conducted to show the well-definedness of the



latent space of the generative models. Next, a tailored task affinity for image generation
tasks is introduced, based on the discriminator’s loss of the generative adversarial networks
(GAN) [23]. Subsequently, it is used to identify the affiliated image generators and help
train the target generative model efficiently. The proposed distance outperforms Fréchet
inception distance (FID) [24], which is the commonly used metric in evaluating the simi-
larity of images in terms of the model’s performance after fine-tuning. Lastly, the causal
task affinity measure is introduced for the counterfactual balancing framework (e.g., TAR-
Net [25]) to estimate the individual treatment effects in causal inference tasks. Notably,
with causal knowledge transfer, the requirement for data samples can be reduced by up to

95%. In summary, the main contributions of this work can be described as follows:

1.1 Task Representation and Task Affinity

The definition of tasks using neural networks is first introduced in Chapter 2. Subsequently,
the similarity measure between tasks can be considered as the distance between the repre-
sentation neural networks of these tasks. Three novel task affinity measures are proposed,
called Task affinity from model complexity (Section 2.3), Fisher Log Determinant Task
Distance (Section 2.4), and Fisher Task Affinity Score (Section 2.5). These measures are
asymmetric or non-commutative since transferring the knowledge from a comprehensive
task to a simpler one is easier than vice versa. Additionally, several theorems and the-
oretical analyses are provided in Section 2.5.1 to show that the above measurements are
consistent and well-defined. In Section 2.5.3, the linear regression case study demonstrates
that the proposed distances are invariant to the choice of representation network architec-
tures and only depend on the input data. In other words, the task affinity is consistent and

suitable to characterize the complexity of transferring knowledge from one task to other.



1.2 Task-Aware Neural Architecture Search

The neural architecture search framework, which can utilize past experience searching the
optimal target architecture, is proposed in Chapter 3. This framework first uses task affinity
to identify the closest learned source tasks to the target task. Subsequently, their knowledge
(e.g., optimal architecture, search space) is combined to construct the architectural search
space for the target task. The newly-constructed search space is tailored for the target task,
making the search procedure more efficient and less time-consuming. Lastly, the FUSE
search algorithm [15, 17] is applied to quickly evaluate the network candidates without
fully training them. The empirical studies are provided for tasks in MNIST [20], Fashion-
MNIST [26], Quick, Draw! dataset [27], CIFAR-10 [21], CIFAR-100 [21], ImageNet [22]
datasets, indicating that the proposed method achieves competitive architecture with other
state-of-the-art approaches while significantly reducing the search time and the dependence

on human domain knowledge.

1.3 Task-Aware Few-Shot Learning

Utilizing the knowledge of previous tasks is also a practical method for learning the in-
coming tasks with limited data samples. In Chapter 4, a few-shot learning framework [14],
which can apply past knowledge for training the few-shot model for the target task, is in-
troduced. The main component of this framework is the Whole-Class Classifier [28, 29],
which is used to represent the source tasks from the training database. This well-trained
classifier helps extract the hidden features of the data samples. Subsequently, the mean
feature vectors are used to represent the data class. The maximum bipartite matching al-
gorithm is devoted to making the task affinity independent from the permutation of labels.
This few-shot task distance characterizes the distance between data classes in the database

and the target data. The relevant data classes are selected to construct a relevant dataset
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which is later utilized for fine-tuning the few-shot model. Here, the few-shot model con-
sists of the encoder of the well-trained Whole-Class Classifier and the k-nearest neighbors
model, which acts as the prediction layer. This few-shot model is trained episodically
with the relevant dataset and the target task data. The empirical studies demonstrate the
efficacy of the proposed method in both 5-shot and 1-shot scenarios in various few-shot
benchmarks, such as minilmageNet [30], tieredlmageNet [31], CIFAR-FS [32], and FC-
100 [33] datasets.

1.4 Task-Aware Continual Learning for Image Genera-
tive Models

The representation analysis provided in Chapter 5 indicates the feasibility of combining
affiliated latent features to generate a new type of image [13]. Building upon this obser-
vation, a conditional image-generation framework is introduced, based on the generative
adversarial network (GAN) and capable of utilizing the relevant source classes for gener-
ating the target classes. In this framework, the task affinity is computed using the GAN’s
discriminator, representing the distance between the distribution of one image class and
the other. The theoretical analysis shows that this task distance is highly related to the loss
function of the GAN’s generator. Subsequently, the transfer learning strategy is applied
to the framework, in which the conditional GAN model is fine-tuned with the target data
using the closest image class’s labels. Additionally, a continual learning technique is pro-
posed for this framework, which can add a new data mode using the linear combination of
the one-hot encoding sequences. In particular, the GAN model is fine-tuned with the target
data using the weighted one-hot encoding vector of the relevant image classes. Empirical
studies on various datasets demonstrate the efficacy of the proposed model in both transfer

learning and continual learning scenarios. Utilizing the relevant image classes for the GAN



model also helps lower the training time and reduce the amount of target training data.

1.5 Task-Aware Causal Knowledge Transfer

In causal inference learning, the lack of data is the main issue restricting the model from
genuinely understanding the causal effects. In particular, the individual treatment effect
estimation model can not be evaluated due to the absence of counterfactual data. In order
to apply transfer learning to causal inference, theoretical analyses (e.g., theorems, upper
bounds) are provided to show the feasibility of causal knowledge transfer. To this end,
the causal inference learning framework [12] is proposed in Chapter 6, which can relate
the target causal task with the learned causal experience for quick adaptation. This frame-
work introduces a causal task affinity to measure the similarity between tasks. This task
distance is later shown to be highly correlated with the counterfactual loss through various
experiments on synthetic/semi-synthetic datasets. Subsequently, the closest task’s causal
model is utilized to learn the target task’s treatment effect. The empirical studies demon-
strate the efficacy of the proposed method in terms of the model prediction performance.

Additionally, the amount of required training data is significantly reduced by 80-95%.



Chapter 2

Task Representation and Task Affinity

This chapter presents the method to represent machine learning tasks using a well-trained
neural network. Notably, a neural network could become a representation of a given task
(e.g., image classification, image generation, text classification, text generation) and its cor-
responding dataset if it performed adequately well on this task. After a task can be repre-
sented by a neural network (e.g., representation network), the distance between tasks can be
considered the distance between their corresponding representation networks. Task affinity
(or task distance) in machine learning has been mainly studied in the transfer learning liter-
ature, in which the primary goal is to transfer the trained layers and weights from a learned
task to a target task. The successes in transfer learning [1, 2, 3,4, 5, 6, 7, 8, 9, 10, 11]
indicate that similar tasks are more likely to have equivalent architectures. Motivated by
these observations, various approaches utilizing task similarity have been applied to trans-
fer learning [34] as regularization and continual learning [35] to prevent catastrophic for-
getting. Additionally, the task similarity has also been explored for visual classification
and detection tasks in [11, 36, 37, 38, 39, 40]. Nevertheless, these works only focus on
model transfer (e.g., layers and corresponding parameters) and do not utilize similarity
measures for selecting relevant learned tasks. Besides, these task similarities are sym-
metric or commutative, which is not a reasonable assumption for machine learning tasks.
Consider learning a binary classification between cat and dog images in the CIFAR-10
dataset. It would be straightforward to learn this binary task using a model trained on the
entire CIFAR-10 images (e.g., all images from ten classes). However, it is much harder to
learn the 10-class classification on the CIFAR-10 dataset using only the knowledge of this

binary classification model, which is exposed to only cat and dog images.
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To address the above challenges, three novel task affinity measures [14, 15, 16, 17]
are introduced to compute the actual distance between tasks !. These task distances are
asymmetric or non-commutative by definition since the knowledge transfer from a com-
plete task to a sub-task should be easier than vice versa. The first measure, Task Affinity
via Model Complexity, is based on the complexity of the transformation network (i.e., the
number of parameters). In this metric, a neural network, called a transformation network,
is used to convert the features of one task’s network to the other. The complexity of this
network represents the difficulty of transferring knowledge between tasks. Next, two task
affinity measures are introduced, based on the Fisher Information Matrix, called Fisher
Log Determinant Task Distance and Fisher Task Affinity Score. Additional theorems and
theoretical analyses are provided to show that these metrics are well-defined. Lastly, the
experimental studies on various datasets show the consistency of the proposed task affinity
measures regardless of the choice of representation networks. These task similarity mea-
sures are later used to identify the relevant learned tasks (e.g., trained models and datasets)

whose knowledge is utilized for learning the target task.

2.1 Task Representation

At the time t, the artificial intelligent agent is assumed to have access to a memory (e.g.,

dictionary) consisting of the previously learned tasks Ty and their corresponding datasets

get task and dataset pair. For each pair (T; X), the dataset X consists of the training data
XD and test data X@, in which X = X® [ X@_ Let Py() 2 [0;1] denote the per-
formance function of network N, particularly, Py (T; X®) denote the test performance

on the test data X @ of task T. Here, Pn(T; X®) = 1 denotes the highest or perfect

1These works are done with the support of Mohammadreza Soltani, Robert Ravier, Juncheng Dong, and
Vahid Tarokh.



performance of network N on the test data of task T, while Py (T; X®) = 0 denotes the
lowest performance on the test data of task T. The task and its corresponding dataset are

represented by the "-approximation neural network [14], which is defined as follows:

Definition 1 ("-approximation Network for Task T). For 0 <" < 1, a neural network N
is considered an "-approximation network for task T and the corresponding data X if it is

trained on task T with data X such that the test performance Py (T; X®@) 1 ™.

Based on Definition 1, each pair (T;X) in the dictionary can be represented by a
well-trained neural network called "-approximation network. In practice, neural archi-
tectures for "-approximation networks for a given task T are selected from a collection
of well-known hand-designed architectures. For instance, VGG [41], ResNet [42], and

DenseNet [43] are commonly used for image classification tasks.

2.2 Fisher Information Matrix

Fisher Information matrix [44, 45], which is highly related to the Hessian matrix. It indi-
cates the covariance of the log-likelihood gradient function. Since the Hessian matrix is
a square matrix of the second-order partial derivatives of a function, it describes one-step
further information on the current curvature of that function. Let X denote the input data,
N denote the number of parameters, and = [ 1; »;::!; n] denote the parameters of the
neural network. The log-likelihood log(p(>Xj )) function is maximized with the purpose
of optimizing the likelihood p(>Xj ) with respect to . The gradient of the log-likelihood is

defined as follows:
g( ) = r log(p(Xj )) 2.1)

where g( ) indicates the shifts in the log-likelihood with respect to each parameter ;in .

The Fisher Information matrix captures the relation between g( i) and g( j) fori;j 2 n.



In other words, the Fisher Information Matrix, denoted by F (), is the covariance of the
log-likelihood gradient g( ) and is defined as follows:

h i
F()=Epx) 9() Epx)9()] 9() Epxi)la()] ! (2.2)

Given that Ep y[0( )] = 0, F( ) in Equation (2.2) can be simplified as follows:
h Ti h Ti
FO)=Ep) 9() 0] 9() 0 =Epx) ¥ log p(xj) r log p(xj )
(2.3)

Definition 2 (Fisher Information Matrix). Let X denote the input data, and denote the

parameters of a neural network. The negative log-likelihood loss function is denoted as
L( ) := L( ;X). The Fisher Information Matrix F ( ) is defined as:
h i h i

F()=ErL()rL() = EHL() ; (2.4)

where H is the Hessian matrix with H L( ) = r?L( ), and the expectation is taken with

respect to the distribution of data X.

However, computing the Fisher Information matrix is very challenging in practice be-
cause the log-likelihood with respect to  is often unattainable. Let X = [Xq;Xz; il Xm]
be M data samples drawn from the distribution p(Xj ). The empirical Fisher Information

Matrix 2 is described as follows:

1 X _ .
F()= S ¥ log(p(xij ) log(p(xij )
J J i2X
_ X i i T.
=y rrordon (2.5)

i=1

where L'( ) is the loss function value from the data sample X; in X. In the neural networks,

the empirical Fisher Information Matrix is computed by feeding batches of data of size M

2F is used instead of F' onward for the notation simplicity.
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into that network. The gradient for each parameter represents the log-likelihood with
respect to . The mean value of the squared gradient for each parameter over the number

of data points M is the diagonal entry in Fisher Information Matrix for each parameter .

Overall, the Fisher Information matrix, which is positive semi-definite, is equivalent to
the second-order derivative of the loss function near the local minima [46, 47]. In prac-
tice, it can be computed using the first-order derivatives of the loss function. The Fisher
Information matrix can be used to analyze the significance of the model’s parameters with
respect to the input data. In particular, some weights of the model are more important than
others in learning new data. From the assumption that similar tasks usually share equiva-
lent architectures and parameters, identifying meaningful weights for a given dataset helps
determine the similarity between datasets or tasks. Later in this chapter, the Fisher task
affinity measures, called Fisher Log Determinant Task Distance and Fisher Task Affinity

Score, are defined based on the Fisher Information matrices.

2.3 Task Affinity from Model Complexity

Let (T4; X3) and (Ty; X;,) denote the task-dataset pairs for task a and task b, respectively.
The network Nj is considered the -approximation network (i.e., a well-trained network)
for task a. Similarly, Ny is considered the -approximation network for task b. The task
affinity via model complexity from T, to Ty, is defined based on the complexity to transform
the hidden features of T, to the hidden features of Ty,. In other words, the similarity measure
indicates the challenges of transforming the output of network N, to perform adequately
on task b. Let N, denote the transformation network, which takes the hidden features from
the penultimate layer (e.g., the last layer before the classification Softmax layer) of N, and

outputs the features similar to the output of Ny,

Let (N, Ng) denote the network composition, where the feature output from Nj is the
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input of N,. The objective is to find the optimal architecture (i.e., the simplest architecture)
of the transformation network N, so that the network composition of (N, Nj) can achieve
good performance on the test data of T,. Here, the weights and parameters of N, are fixed
or frozen. Only the newly-defined N, can be fine-tuned with the training data from task b.

The task affinity from model complexity [17] from task a to task b is defined as follows:

Definition 3 (Task affinity from model complexity). Let S, be the architecture search
space of the transformation network N,. Let O measure complexity in terms of the number
of parameters in a network, and the symbol be the network composition. The task affinity

from model complexity from task a to task b is defined as:
d[a;b] = min O(Ny): (2.6)

No2So: Py Na(ToiXP) 1 g

The input dimension of N, is equal to the output dimension of the last hidden layer
(i.e., penultimate layer) of N,. In other words, the output hidden features of N, can be
fed directly into N,. Here, the transformation network N, transforms the output features
generated by data samples from X, (i.e., N4(Xp)) into the hidden features of Np(Xy). In
other words, the transformation network N, demonstrates the complexity of converting
Na(Xp) into Np(Xp). For instance, if N, is the identity matrix (i.e., the distance is zero),
then No(Xp) = Nu(Xp) and T,; Ty are similar. In other words, the model of task a is fit
to perform well on task b without requiring modification. From the definition, this task
affinity d [a;b] is the non-commutative or asymmetric measure (i.e., d;a;b] & d [b;a])
since transferring the knowledge from a comprehensive task to a simpler task is easier than
the other way around. Overall, the properties of the Task Affinity from Model Complexity

can be described as follows:

 The distance is greater or equals to 0: d 0.

 The distance from a task to itself equals to 0: d [a;a] = 0.

12
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Figure 2.1: The procedure to compute the task affinity from model complexity from task
a to task b.

 The distance is non-commutative: d [a;b] & d [b; a]

In practical applications, the least-complex transformation network can be obtained by
pruning an extended network N, (e.g., super-graph network) without significant degrada-
tion in terms of performance. The overview procedure of calculating the task affinity via
pruning the super-network N, is illustrated in Figure 2.1. In particular, the network com-
position of the super-graph network N, and the representation network N, of task a is
fine-tuned with the data from task b. During this phase, only the weights of N, are updated
(i.e., the weights of N, are fixed). After the training (i.e., the network composition can
sufficiently perform on task b), the super-graph N, is pruned in which some of its weights
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are set to zero without impacting the overall performance. The resulting transformation
network is denoted by N, . In this case, the task affinity measure is considered the percent-
age of the non-zero parameters in N, after pruning, which varies between 0 and 1 (e.g., 0%

to 100%).

2.4 Fisher Log Determinant Task Distance

Let (Ta; Xa); (Tp; Xp) be the task and dataset pairs. Let Na; Np be an "-approximation
networks for task a and task b for some " > 0, respectively. The motivation is to evaluate
how well the approximation network of task a performs on the data X, from task b. Here,
the empirical Fisher information matrices for task a and task b are computed by using
the data of task b on the approximation networks Na; Ny, respectively. The Fisher Log

Determinant Task Distance [16] from task a to task b is defined as follows:

Definition 4. Let (Ta; Xa) and (Ty; X;) be the task-dataset pairs for task a and task b, re-
spectively. N, and Ny, denote their corresponding *-approximation networks, respectively.
Let F,., be the Fisher Information Matrix of N, using the dataset Xéz) from the task b. Let
Fo;p be the Fisher Information Matrix of Ny using the dataset X® from the task b. The

Fisher Log Determinant Task Distance from task a to task b is defined as:

2 2
d[a: b] = log(det(Fs., + In n)) log(det(Fy., + Im m)) : 2.7)
n m

where 1 is the identity matrix, n is the number of parameters in N5, m is the number of

parameters in N, and is a small noise constant.

If the number of parameters m = n (e.g., Ny; N¢ have identical structure), then the

distance can be expressed as:

dfa; b] = % log(———) ; (2.8)



Algorithm 1: Fisher Log Determinant Task Distance
Data: X, = fX" [ XPg; X, = £XP [ XPg
Input: "-approx. network N
Output: Distance from task a to task b
Function LogDetDistance(Xg; Xy, N):

Initialize Ng; Ny from N

Train N, using XY, Np using Xél)

Compute F, using Xéz) on N, (equation (2.5))
Compute Fy, using Xéz) on Ny (equation (2.5))

1 i i + 2
return dfa;b] = = Iog(‘?’b—z) (equation (2.8))
n bp T+

where 'is the i eigenvalue of the Fisher information matrix. This task distance is greater
than or equal to 0, with the distance d = 0 indicating the distance from a task to itself (e.g.,
flawless resemblance). The algorithm for computing the distance is described in Algo-
rithm 1. This distance is inherently asymmetric since it is easier to transfer the knowledge
of a comprehensive task to a simple task than vice versa. In summary, the properties of the

Fisher Log Determinant Task Distance can be described as follows:

» The distance is greater than 0: g 0.
 The distance from a task to itself equals to 0: d[a;a] = 0.
 The distance is non-commutative: d[a;b] & d[b; a]

Generally, this distance can be applied to compute the similarity between tasks with
different approximation architectures. In other words, if two "-approximation networks
with different architectures and the numbers of parameters, the distance between tasks can

be computed using Equation (2.7).
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2.5 Fisher Task Affinity Score

In deep neural network architecture literature, the model weights usually resemble Gaus-
sian distribution closely [48, 49]. Let X denotes the input data and y denotes the its label.

The joint distribution of the input data and its label can be described as follows:

Pw(X;Y) = BO)Pw (YiX) (2.9)

where W denotes the model parameters, P(X) is the empirical distribution of data X. Here,
the computed Fisher Information matrix (i.e., second-order derivatives of the loss function
with respect to the model parameters) indicates the information of a particular parameter
(e.g., model weight) about the joint distribution py,(X;y). In other words, if a task’s perfor-
mance does not depend vigorously on a specific parameter, the corresponding entry of that
parameter in the Fisher Information matrix would be negligible. Similarly, if a the model
performance on a task is strongly rely on that parameter, then its entry in the Fisher In-
formation matrix will be significant. Additionally, the Fisher Information matrix is highly
related to the Kolmogorov complexity [50, 38], which can be used to indicate the distance
between tasks. The Fisher Task Affinity Score [15] is defined based on the Fréchet distance

between two Fisher Information matrices, and is described as follows:

Definition 5 (Fisher Task Affinity Score). Let (Ta; Xa) and (Ty; Xp) be two task-dataset
pairs for task a and task b, respectively. Let N, and Ny denote their corresponding "'-
approximation networks, respectively. Let F,., be the Fisher Information Matrix of N,
using the dataset Xéz) from the task b. Let Fy., be the Fisher Information Matrix of Ny
using the dataset X, from the task b. The Fisher Task Affinity Score from task a to task b
is defined based on Fréchet distance of Fisher Information matrices as:
A 1=2-1=2 2,
where tr denotes the trace of a matrix
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Algorithm 2: Fisher Task Affinity Score
Data: X, = fX" [ XPg; X, = £XP [ XPg
Input: "-approx. network N
Output: Distance from task a to task b

Function FisherTaskDistance(Xa; Xp; N):
Initialize Ng; Ny from N

Train N, using XY, Np using Xél)

Compute F, using Xéz) on N, (equation (2.5))
Compute Fy, using Xéz) on Ny (equation (2.5))

1 - -
return dfa;b] = Far  Fop _ (equation (2.11))

Here, the diagonal Fisher Information matrix is used as an approximation of the original
Fisher Information matrix because calculating the full Fisher matrix is prohibitive in the
huge space of neural network parameters. The diagonal matrix is also normalized to have
a unit trace. The Fisher Task Affinity Score in (2.10) can be further simplified as follows:

1=2

X y . 2
(Fa)™ (Fap)™? ; (2.11)

1 - -
dfa; b] = P Fao  Fop =

I\)-lp =

where F'' is the i diagonal entry of the Fisher Information matrix. The procedure
to compute the Fisher Task Affinity Score is illustrated in Algorithm 2. The Fisher Task
Affinity Score ranges from 0 to 1, with the distance d = 0 indicating a flawless resemblance
and the distance d = 1 indicating an immaculate distinction. As shown in Equation (2.11),
the Fisher Task Affinity Score is asymmetric. This property aligns with the assumption
that transferring knowledge of a comprehensive task to a simple task is often easier than
vice versa. Due to the diversity and complexity of tasks, these task affinity measures
do not guarantee to satisfy the triangle inequality. For instance, consider three binary
classification tasks where the classes of task A: (cat, dog), task B: (dog, car), and task
C: (car, truck). Here, task A and task B have a similar class, i.e., dog. Task B and task

C also have an identical class, i.e., car. In other words, it should be straightforward for

17



knowledge transfer. However, task A and task C do not have any common classes. Since
task C is a complex task, which aims to distinguish two similar classes (i.e., car and truck),
the distance from task A to task C might be significantly larger than the summation of the
distances from task A to task B and task B to task C. Overall, the properties of the Fisher

Task Affinity Score can be described as follows:

» The distance ranges betweenOand 1: 0 d 1.
 The distance from a task to itself equals to 0: d[a;a] = 0.
 The distance is non-commutative: d[a;b] & d[b; a]

From the definition, the values of the Fisher Task Affinity Score depend on the choice
of the "-approximation networks. The computed task distance can be different by using
different network architectures to represent the tasks. This outcome is, however, compara-
ble to human perception in which different individuals can provide distinct values for the
distance between two tasks. It does not mean their perceptions are different. For instance,
people can give different values on the similarity between cats, tigers, and lions. Regard-
less, they agree that cats, tigers, and lions are related and much different from cars, houses,
or planes. In other words, the tendency from the computed distances should remain con-
sistent across different people or neural network architectures. In the experimental studies
section, the empirical studies show the stability of the proposed task distance on various
datasets. Remarkably, the trends found from the computed distances are also consistent
across the choice of representation network architecture. Next, the theorems and theoret-
ical analyses are provided to show that the Fisher Task Affinity Score is well-defined in a

scenario where the loss function is strongly convex.
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2.5.1 Consistency of Task Affinity

Consider two neural networks with the same architecture (i.e., structure, number of layers,
number of parameters) that train on the same task using the corresponding dataset. These
networks are considered structurally-similar networks that both represent the given task

and are defined as follows:

Definition 6 (Structurally-Similar "-approximation Networks with respect to (T; X)). The
"-approximation networks N; and N, are called structurally-similar with respect to (T; X)
if they are trained on the training dataset X of task T and have equivalent architecture

(e.g., the same network structure, layers, and activation functions).

For any pair of structurally-similar "-approximation networks are trained with respect
to the target task (T; X) with similar learning conditions (e.g., weight initialization, batch
order, learning rate), the Fisher Task Affinity Score between tasks represented by these

networks using the test dataset X @ is zero.

Proposition 1. Let X denote the dataset of task T. For any pair of structurally-similar *'-
approximation networks, with respect to (T; X), trained using the complete or stochastic
gradient descent (SGD) with the identical initialization, learning rate, and the exact data
batch’s order in each epoch for the SGD algorithm, the Fisher Task Affinity Score between

tasks represented by these "-approximation networks is zero.

Proof of Proposition 1. Let N; and N, be two structurally-similar "-approximation net-
works with respect to (T;X) trained using the complete or stochastic gradient descent
algorithm. From Definition 6 and the given conditions, the Fisher Information matrices

found using N; and N, with the test data are the same. Thus, the task distance is zero. []

In the above scenario, all the learning conditions are equivalent for the structurally-

similar "-approximation networks with respect to (T; X). The Fisher Task Affinity Score is
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proved to be consistent regardless of the choice of network or training time. In other words,
the task distance is well-defined for this scenario. Consider the case where the initialization
settings, such as the learning rate and the order of data batches, are different among the
approximation networks. In particular, two structurally-similar "-approximation networks,
called Ny; N, are trained with respect to (T; X) using stochastic gradient descent with
different initialization settings. The objective is to show that the Fisher Task Affinity Score
found between N; and Nj is zero or close to zero. Let jjBjj; = max;;j jBijj denote the
‘1 -norm of a matrix B and jSj denotes the size of a set S. Assume that the loss function

is strongly convex and described as follows:

Definition 7 (Strongly Convex Function). A differentiable function f : R™ ¥ R is strongly

convex if for all x;y 2 R™ and some > 0, T satisfies the following inequality:
fy) fOo+r®'(y X+ jiy Xii: (2.12)

Here, the Polyak Theorem [51] is invoked on the convergence of the average estimated
sequence for different epochs from the stochastic gradient descent. While the loss function
is usually not strongly convex in a deep neural network, proving that the Fisher Task Affin-
ity Score is mathematically well-defined under this condition is an essential step towards

the general case.

Theorem 1. Let X be the dataset for the target task T. Consider N; and N, as two
structurally-similar "*-approximation networks with respect to (T; X) respectively with the
set of weights ; and , trained using the stochastic gradient descent algorithm where a
diminishing learning rate is used for updating weights. Assume that the loss function L for
the task T is strongly convex, and its 3rd-order continuous derivative exists and is bounded.
Let the noisy gradient function in training N; and N, networks using stochastic gradient

descent algorithm be given by:

9C i i) =rL( i)+ i for i=1;2; (2.13)
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where ; is the estimation of the weights for network N; at time t, and rL( ;;) is the
true gradient at ;. Assume that ;. satisfies E[ i io;:::; it 1] = 0, and satisfies s =
tI'!m1 [icie Jiosi l it 1 1 < 1 almost surely (a.s.). The Fisher Task Affinity Score

between N; and N, computed on the average of estimated weights up to the current time t

convergestozeroast ¥ 1. Thatis,

For o 10 (2.14)

where F;, = F( i) with j, = % i, fori =1;2.

Proof of Theorem 1. Let N; with weights ; and N, with weights ; be the two structurally-
similar "-approximation networks with respect to (T; X). Let n be the number of trainable
parameters in N; and N,. Since the objective function is strongly convex and the fact that
N; and N are structurally similar "-approximation networks with respect to (T; X), both
of these networks will obtain the optimum solution  after training a certain number of
epochs with stochastic gradient descend. By the assumption on the conditional mean of

the noisy gradient function and the assumption on S, the conditional covariance matrix is

is invoked due to Polyak etal. [S1]ast ¥ 1:

pf(t )TN OGHL( ) 'CH  L( ) ' (2.15)

where H is Hessian matrix, is the global minimum of the loss function, and =

1< . P P

T t. From Equation (2.15), = t( 1¢ Yand ~ t( 2 ) of networks N; and N, are
t

asymptotically normal random vectors:

Piu H)INEO ) (2.16)

Pa HYINO 2 (2.17)



where

L=HL() ‘CH L) & (2.18)

,=HL() "CH  L() Y (2.19)

The Fisher Information matrix F( ) is a continuous and differentiable function of .
Since it is also a positive definite matrix, F ( )2 is well-defined. By applying the Delta

method to Equation (2.16), the outcome is described as follows:
S 1=2y N
t(Fi; F =) ¥ N@O ) (2.20)

where F1, = F( 1,), and the covariance matrix , is given by:
. T
,=J vec F( ) 13 vec F( ) (2.21)

where vec() is the vectorization operator, isan 1 vector of the optimum parameters,
F( )isan n Matrix evaluated at the minimum, and J (F( ))isan? n Jacobian
matrix of the Fisher Information Matrix. Similarly, from Equation (2.17), the outcome is
shown as follows:

PR F ) N ) (2.22)
where

;
,=J wvec F( )™ ,J vec F( ) (2.23)

From Equation (2.20) and Equation (2.22), (Fliz2 inzz) is asymptotically a normal

random vector and is expressed as follows:
(Fii? Fy) ¥ N OV ; (2.24)

where

( 1+ o) (2.25)



1
As t approaches infinity, V; = —( ; + ,) ¥ 0. Therefore, the distance between N

t
and N, is described as follows:
1 1=2 =2
di = pi Fit Fat . 0 (2.26)
]
The results also indicate that the average values of weights ., for i = 1;2 can be
replaced with only the best estimates for j,, for i = 1;2, respectively. In the following

theorem, the Fisher Task Affinity Score is proved to be a well-defined measure between
two task-data set pairs. In other words, the (asymmetric) Fisher Task Affinity Score from
the task (Ta; Xa) to the task (Tg; Xg) approaches a constant value regardless of the ini-
tialization, learning rate, and the order of data batches in the stochastic gradient descent

algorithm provided that Xa and Xg have the same distribution.

Theorem 2. Let X be the dataset for the task T with the objective function L, and Xg
be the dataset for the task Tg with the objective function Lg. Assume X, and Xg have the
same distribution. Consider an "-approximation network N trained using both datasets
X and X & respectively with the objective functions La and Lg to result weights A,
and g, at time t. Under the same assumptions on the moment of gradient noise in the
stochastic gradient descent algorithm and the loss function stated in Theorem 1, the Fisher
Task Affinity Score from the task A to the task B computed from the Fisher Information
matrices of the average of estimated weights up to the current time t converges to a constant

ast @ 1. Thatis,

1 _ _ 1 _ _
de=P= Fay’ Fer’ T p- F2 R (2.27)
2 F 2 F
. 1 X _ 1 X<
where I:At = F( At) with Ac = E At and FBt = F( Bt) with Bt = f Bt-
t t
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Proof of Theorem 2. Let A, and g, be the sets of weights from the "-approximation
network N at time t trained using both data sets X,(Al) and X,(Bl), respectively with the
objective functions L and Lg. Since the objective functions are strongly convex, both of
these sets of weights will obtain the optimum solutions , and g after training a certain
number of epochs with stochastic gradient descent. Similar to the proof of Theorem 1, by
invoking the Polyak et al. [51], random vectors of pf( At ) and pf( Bt g) are

asymptotically normal:

P

t(ac A ¥VNO ) (2.28)
Pilec &) ¥ NO o) (2.29)
where
A=HL(A) 'CaH" L() & (2.30)
s=HL(g) 'CeH L(g) © (2.31)

Here, Ca and Cg denote the conditional covariance matrices, corresponding to the gradient
noise in 5 and 4, respectively. The Fisher Information matrix F () is a continuous and
differentiable function of and is also a positive definite matrix. Hence, F ( )2 is well-
defined. By applying the Delta method to Equation (2.28), the outcome is described as

follows:

- _ 1
(Far? Fa¥2) 1 N 0 T oA (2.32)
where Far = F (' at), and the covariance matrix is given by:
_ T
A=Jd vec F( )Y aAJ vec F( )Y (2.33)
Likewise, from Equation (2.29), the outcome is described as follows:

3 ) 1
(Fei’ Fg™» N 0% 8 (2.34)
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where Fg¢ = F ( gt), and the covariance matrix is given by:
_ T
g =J vec F(g)*™ J vec F( )™ (2.35)

From Equation (2.32) and (2.34), (FAt1:2 FBtlzz) is asymptotically a normal random

vector and is expressed as follows:

(Fac’ Fer ) TN Vs ; (2.36)

. - 1
where the mean , = (F,*™ Fg'™) and the covariance V, = E( A+ ). From

Equation (2.36), (FAt1=2 FBt1=2) (FA'™2  Fg'™) is asymptotically Gaussian with the
covariance goes to zero as t approaches infinity, all of the entries go to zero. Therefore, the

distance is well-defined and described as follows:

1 1=2

1=2 1 = =
dt:p3 Fac. Fec § P F2 Fgl? ) (2.37)

2.5.2 Few-shot Fisher Task Affinity Score

Consider the scenario where the target task has limited data samples. In this case, con-
structing the "-approximation network for the target task is difficult due to the lack of
training data. To address this issue, the Few-shot Fisher task affinity score [14] is proposed

based on the "'-approximation networks from only the source tasks.

Definition 8 (Few-shot Fisher Task Affinity Score). Let (T,; X3) be the source task-dataset
pair with X, = X L XP N . denotes its corresponding "-approximation network. Let
Fa.a be the Fisher Information matrix of N , using the test data X§2) from the task T,. For

the target task-dataset pair (Ty; X,) where X, = Xél) [ Xéz) and jXp) X, let Fayp
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Algorithm 3: Few-Shot Fisher Task Affinity Score

Data: X, = FX [ XP0; X, = FX&P [ XPa,iXej  jXa]
Input: "-approx. network Ny

Output: Distance from task a to task b

Function FewShotTaskDistance (Xg3; Xp; Na):

Compute F.5 using X§2) on N, (equation (2.5))

Compute F,., using Xél) on Nj (equation (2.5))
1 _ -
return s[a; b] = P> Fi? Fay _ (equation (2.39))

be the Fisher Information matrix of N _ using the training data Xél) from the task T,. The
Few-shot Fisher Task Affinity Score from the source task T, to the target task T, based on

Fréchet distance is defined as follows:

1 o 1=2
s[a; b] := pitr Faa + Fab ZFQ;ZF;;BZ : (2.38)

where tr denotes the trace of a matrix

Similar to the Fisher Task Affinity Score definition, the diagonal Fisher Information
matrix is used since computing the full Fisher Information matrix is expensive in the huge
space of neural network parameters. The diagonal matrix is also normalized to have the
unit trace. Hence, the Few-shot Fisher Task Affinity Score in equation (2.38) can be further

simplified as follows:

X N B 2 1=2
(FaD™ (FI)Y? ; (2.39)

P

1 _ _
s[a;b]=p§ Fi2 k2 =

ab =

where F'' denotes the i diagonal entry of the Fisher Information matrix. This few-shot
task distance ranges from O to 1, with the score S = 0 denoting a perfect similarity and
the score S = 1 indicating a perfect dissimilarity. The procedure to compute this distance
is described in Algorithm 3. This task similarity measure is very similar to the standard
Fisher Task Affinity Score, computed using a pair of Fisher Information matrices. The only
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difference between these measures is that the Few-shot measure requires only the source
task’s representation network, while the standard measure requires both the source and
target tasks network. Due to the similarity with the standard Fisher Task Affinity Score,
this few-shot measure also satisfied the propositions and theorems (e.g., Proposition 1,
Theorem 1, Theorem 2) in Section 2.5.1. Overall, the properties of the Few-shot Fisher

Task Affinity Score can be described as follows:
* The distance ranges between 0 and1: 0 s 1.
 The distance from a task to itself equals to 0: s[a;a] = 0.

 The distance is non-commutative: s[a;b] & s[b; a]

2.5.3 Linear Regression Case Study

Consider the linear regression problem with the input X = fXy; Xy; :::; XN 0. The output §

of the linear regression model is defined as follows:
P = WiXg + WoXp + 5+ Wy Xy + Db (2.40)

where Wq; Wy; ::i; Wy are the weights, and b is the bias of the model. Given the ground truth

label y, the mean square error (MSE) is defined as follows:

MSE = %(9 y)% (2.41)
The gradient with respect to all parameters W is defined as follows:

rwMSE = (¢ y)x (2.42)

The Fisher Information matrix of the linear regression model is the second derivative of
the error with respect to the parameters and is described as:
F(w) =x"x (2.43)
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In other words, the Fisher Information matrix of linear regression only depends on the
input data. Given the task-dataset pairs (T; X5) and (Ty; Xp). The Fisher task affinity

between task a and task b is defined as follows:

1
s[a; |o]=1aE XaXa XpXp o (2.44)

As shown above, the proposed task affinity is consistent regardless of the choice of
the approximation network for the linear regression case. In fact, the task distance de-
pends only on the data samples from the tasks in concern. The next section will apply the

proposed task distance to the image classification tasks from various datasets.

2.6 Experimental Study

These experiments, which are demonstrated in [15], aim to show the stability of the Fisher
Task Affinity Score by applying the proposed distance on various classification tasks de-
rived from MNIST [20], CIFAR-10 [21], CIFAR-100 [21], ImageNet [22], Taskonomy [11]

with different choices for "-approximation networks.

For MNIST [20], CIFAR-10 [21], CIFAR-100 [21], ImageNet [22], each dataset is
used to define four classification tasks, which are variations of the whole-class classifi-
cation task. Each task has a corresponding balanced training dataset (i.e., except for the
whole-class classification tasks, only a subset of the original training dataset is used such
that the numbers of training samples across all the class labels are equal). Here, three
widely-used and high-performance architectures for classification tasks are considered as
the "-approximation networks, including VGG [41], ResNet [42], DenseNet [43]. These
experiments are repeated for 10 trial runs with the "-approximation networks being initial-
ized differently (e.g., random seed) each time. It helps guarantee that the reported results

(i.e., the computed task distance’s mean and standard deviation) are statistically significant.
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Similarly, ten visual tasks are considered for the experiment in Taskonomy [11] dataset.
In this experiment, a deep convolutional autoencoder is regarded as the approximation
network for these visual tasks. The recorded results are the mean and standard deviation

of the task distances over ten trial runs.

2.6.1 MNIST Dataset

In this experiment, four tasks are derived from the MNIST dataset. The definitions of these

tasks are described as follows:

Task 0: the binary classification tasks of detecting digits O from the remaining digits.

Task 1: the binary classification tasks of detecting digits 6 from the remaining digits.

Task 2: the binary classification task of detecting 4 digits f0; 1; 2; 3g from the re-

maining digits.

Task 3: the whole-class (i.e., 10 digits) classification task.

The left tables from Figure 2.2 illustrate the distance mean, and the right tables indicate
the standard deviation of the distances between each pair of these tasks after 10 trial runs
using three different architectures (e.g., VGG-16, ResNet-18, DenseNet-121). In the dis-
tance mean tables, the columns denote the distance to the target task, and the rows represent
the distance from the source tasks. For example, the first column indicates the distance to
the target Task 0, and the third row displays the distance from the source Task 2.

The results suggest that Task O and Task 1 are closely equivalent, and Task 2 and Task
3 are also highly related. In particular, Task O is the closest task to Task 1 and vice versa.
Similarly, Task 3 is the most immediate task to Task 2 and vice versa. Moreover, the orders
of the distance between tasks are similar across three approximation networks, as shown

in Figure 2.2. In other words, the relation between tasks remains the same regardless of
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choosing "-approximation networks. Moreover, the standard deviation tables suggest that
the computed distance is stable, as the fluctuations over the mean values do not overlap.

Hence, the calculated distances show consistent results.

2.6.2 CIFAR-10 Dataset

In this experiment, four tasks are derived from the CIFAR-10 dataset. The definitions of

these tasks are described as follows:

 Task O: the binary classification task of detecting 3 classes: fautomobile, cat, shipg

from the remaining classes.

» Task 1: the binary classification task of detecting 3 classes: Fcat, ship, truckg from

the remaining classes.

» Task 2: the 4-class classification task of identifying 3 classes: fbird, frog, horseg

from the remaining classes.

» Task 3: the whole-class (i.e., 10 classes) classification task.

Here, the objectives of Task O and Task 1 are to determine whether the given input
images consist of one of the three interest classes. The left tables from Figure 2.3 illustrate
the distance mean, and the right tables indicate the standard deviation of the distance be-
tween CIFAR-10 tasks over 10 trial runs, using three different architectures (e.g., VGG-16,
ResNet-18, DenseNet-121). In the distance mean tables, the columns denote the distance
to the target task, and the rows represent the distance from the source tasks.

The mean tables from all three approximation networks show that Task 0 and Task 1
are highly related. The relatively small distances between these tasks indicate the effort-
lessness of transforming one task into another. Additionally, Task 3 is the closest task to

Task 2 and vice versa. Transferring knowledge from Task 2 to Task 3 is more challenging

30



(a) Mean from VGG-16 (b) Standard deviation from VGG-16

(c) Mean from ResNet-18 (d) Standard deviation from ResNet-18

(e) Mean from DenseNet-121 (f) Standard deviation from DenseNet-121

Figure 2.2 The distances between classi cation tasks on MNIST dataset.
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(a) Mean from VGG-16 (b) Standard deviation from VGG-16

(c) Mean from ResNet-18 (d) Standard deviation from ResNet-18

(e) Mean from DenseNet-121 (f) Standard deviation from DenseNet-121

Figure 2.3 The distances between classi cation tasks on CIFAR-10 dataset.
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(a) Mean with augmentation (b) Standard deviation with augmentation

(c) Mean without augmentation (d) Standard deviation without augmentation

(e) Mean with unbalanced data (f) Standard deviation with unbalanced data

Figure 2.4 The effect of data preprocessing (i.e., augmented, unbalanced data) on dis-
tances between tasks on CIFAR-10 dataset.
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than transferring Task 3 to Task 2. This is due to the fact that Task 3 is more comprehen-
sive as it consists of all classes in CIFAR-10. In other words, the network train on Task 3
can be easily modi ed (i.e., adjust the classi cation layer or the last layer) to perform well
on Task 2. Similar to the previous experiment, the results from Figures 2.3 show that the
closest tasks to the target tasks remain the same across diffexpptoximation networks.
Moreover, the standard deviation tables suggest that the computed distance is stable, as the
uctuations over the mean values do not overlap.

Furthermore, Figure 2.4 indicates the impact of initialization settings (e.g., training
with and without data augmentation and using an unbalanced dataset) for the above tasks
with VGG-16 as the'-approximation network. In both cases, the same conclusion about

the consistency of the computed task distances holds.

2.6.3 CIFAR-100 Dataset

In this experiment, four tasks are derived from the CIFAR-100 dataset, which consists of
100 classes equally distributed RO sub-classes. Each sub-class has ve objects. The

de nitions of these tasks are described as follows:

» Task O: the binary classi cation tasks of detectid@ classes irf Vehicle 1, Vehicle

2g sub-classes from the remaining classes.

» Task 1: the binary classi cation tasks of detectid@ classes irf Household Furni-

ture, Household Devigesub-classes from the remaining classes.

» Task 2 the 11-class classi cation task of identifyiri@ classes iri Vehicle 1, Vehi-

cle 2y sub-classes from the remaining classes.

» Task 3. the 21-class classi cation task of identifyirp classes irf Vehicle 1, Ve-
hicle 2, Household Furniture, Household Degaaib-classes from the remaining

classes.
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In Task 0 and Task 1, the objective is to decide whether the given inputimages consist of
one of thesd 0classes from the sub-classes of interest (e.g., vehicles, household furniture,
and devices). The left tables from Figure 2.5 illustrate the distance mean, and the right
tables indicate the standard deviation of the distance between CIFAR-100 taskikOafter
runs using three differefitapproximation networks (e.g., VGG-16, ResNet-18, DenseNet-
121). In the distance mean tables, the columns denote the distance to the target task, and
the rows represent the distance from the source tasks.

As shown in the mean tables, Task 2 is the closest task to the target Task 0 and Task 3,
Task O is closest to Task 1, and Task 3 is closest to Task 2. The results from Figure 2.5 show
that the closest tasks to any target tasks are distinctive regardless"eéipgoximation
networks. Moreover, the standard deviation tables in Figure 2.5 suggest that the computed
task distance is stable, as the uctuations over the mean values do not overlap. In other

words, the calculated distances show consistent results for tasks in the CIFAR-100 dataset.

2.6.4 ImageNet Dataset

Four 10-class classi cation tasks are derived from the ImageNet dataset in this experiment.
Each class ha800 training samples an@00test samples. Each task ha800training

samples an@000test samples. The de nitions of these tasks are described as follows:

» Task O: the 10-class classi cation tasks of classifyit§ classed Tench, English
Springer, Cassette Player, Chain Saw, Church, French Horn, Garbage Truck, Gas

Pump, Golf Ball, Parachuge

» Task 1. the 10-class classi cation tasks of classifyihQclasse$ English Springer,
Cassette Player, Chain Saw, Church, French Horn, Garbage Truck, Gas Pump, Grey
Whale, Volleyball, Umbrellg.

» Task 2 the 10-class classi cation tasks of classifyihQclasse$ English Springer,
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(a) Mean from VGG-16 (b) Standard deviation from VGG-16

(c) Mean from ResNet-18 (d) Standard deviation from ResNet-18

(e) Mean from DenseNet-121 (f) Standard deviation from DenseNet-121

Figure 2.5 The distances between classi cation tasks on CIFAR-100 dataset.
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(a) Mean from VGG-16 (b) Standard deviation from VGG-16

(c) Mean from ResNet-18 (d) Standard deviation from ResNet-18

(e) Mean from DenseNet-121 (f) Standard deviation from DenseNet-121

Figure 2.6: The distances between classi cation tasks on ImageNet dataset.
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Church, French Horn, Garbage Truck, Gas Pump, Platypus, Laptop, Lawnmower,

Baseball, Cowboy Hat

» Task 3. the 10-class classi cation tasks of classifyia@ classed Analog Clock,
Candle, Sweatshirt, Birdhouse, Ping-pong Ball, Hotdog, Pizza, School Bus, iPod,

Beaveg.

Task 1 is similar to Task 0, but replacifidench, Golf Ball, Parachugewith f Grey
Whale, Volleyball, Umbrellg. Task 2 is similar to Task 1, but replacih@rey Whale,
Cassette Player, Chain Saw, Volleyball, Umbrgheth f Platypus, Laptop, Lawnmower,
Baseball, Cowboy Hagt The left tables in Figure 2.6 illustrate the distance mean, and the
right tables indicate the standard deviation of the distances between ImageNet td€ks for
trials with three'-approximation networks.

The above mean tables show that Task 0 and Task 1 are highly related, while Task 2
and Task 3 are the closest tasks to each other. It is observed that the order of the distance
between the source and target tasks is independent bfghproximation networks. More-
over, the standard deviation tables in Figure 2.6 suggest that the computed task distance is

stable, as the uctuations over the mean values do not overlap.

2.6.5 Taskonomy Dataset

In this experiment, the Fisher Task Af nity Score is applied to tasks from the Taskon-
omy dataset. The computed distances are compared with the distance with the brute-force
method proposed by [11] and the cosine similarity distance between Fisher Information
matrices representing the tasks.

The Taskonomy dataset [11] is a collection5df2 512 colorful images of assorted
indoor building scenes. It also consists of the pre-processed ground truth ima@es for
vision tasks, including semantic and low-level tasks. In this experiment, a $6tadual

tasks is considered, including the following:
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1. Euclidean Distance Depth estimation from RGB-only (texture depth).
2. Z-depth: 3D Depth estimation from underlying scene 3D.

3. 3D-Edge Edges occluding parts of the scene.

4. 2D-Edge Edges computed from RGB-only (texture edges).

5. 2D-Keypoint: Keypoint estimation from RGB-only (texture features).

6. 3D-Keypoint: 3D Keypoint estimation from underlying scene 3D.

7. Surface Normal: Pixel-wise surface normals.

8. Curvature: Magnitude of 3D principal curvatures.

9. Reshading Reshading with new lighting placed at the camera location.

10. Autoencoding Image compression and decompression.

Each task hag0; 000 training samples and0;, 000test samples. The more detailed
descriptions for these tasks are provided in [11]. The input images of these tasks are the
collected indoor scenes (i.e., RGB images with three channels), and the outputs are the
corresponding processed images of the given scenes. Some output images are gray-scale
(i.e., one channel), while the others are color images with three channels. In order to have
a uni ed architecture for these visual tasks, the one-channel output images (i.e., ground
truth) are converted to three channels by duplicating the rst channel to the other channels.
In this experiment, a deep autoencoder architecture, consisting of the convolutional and
linear layers with a total 050:51 million parameters, is chosen to be thapproximation

network for all visual tasks.

The top table in Figure 2.7 shows the mean, and the bottom table indicates the standard

deviation of the task distance between each pair of tasksifv&ral runs with different
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Figure 2.7. The mean (top) and standard deviation (bottom) of Fisher Task Af nity Score
between tasks from Taskonomy dataset.
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Figure 2.8 The distances between tasks from the Taskonomy dataset that are found using
the brute-force method (top) and cosine similarity (bottom).
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Figure 2.9 The comparison of task af nity between Fisher Task Af nity Score and
Taskonomy distance for tasks from Taskonomy dataset.

initial settings in the training of th&-approximation network. The small standard deviation
values indicate that the computed distances are stable as the uctuations over the mean do
not overlap. In comparison, the distances found using brute-force method [11] are provided
in the top table of Figure 2.8. These distances are obtained from a single trial run of the
transfer learning approach proposed in [11]. Additionally, the bottom table of Figure 2.8
indicates the cosine similarity method. The cosine similarity is the distance between a pair
of Fisher Information matrices from the Fisher Task Af nity Score. These task af nities
are also asymmetric or non-commutative in these approaches. The results from the above
tables show that the Fisher Task Af nity Score and the brute-force method have a similar
tendency to identify the closest tasks for a given incoming task. However, the task af nity
found by the brute-force approach requires more computational resources. Additionally,
this brute-force method does not provide a clear boundary between tasks (e.g., dif cult to
identify the closest tasks to some target tasks). On the other hand, the Fisher Task Af nity

Score values are statistical results overBérial run. It also provides a precise boundary
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Figure 2.1Q0 The atlas plot of tasks from the Fisher Task Af nity Score indicates the task
relationship according to locations in space.

for selecting the closest tasks based on computed distance. Besides, Figure 2.9 highlights
the comparison of these two approaches for each task individually. These plots show that
both methods follow an equivalent trend for most tasks. Moreover, Figure 2.10 illustrates
the atlas plot of the Fisher Task Af nity score, which highlights the relationship of tasks
according to the location in space. Lastly, the cosine similarity distance between Fisher
Information matrices, shown in Figure 2.8, differs from the other approaches in several
tasks while not showing any clear boundary between tasks. The cosine similarity with
Fisher Information matrices can not capture the closeness of these tasks. Consequently, it
IS not t to measure the distances between tasks for this dataset. Overall, this experiment
shows that the Fisher Task Af nity Score can identify the related tasks with clear statistical
boundaries between tasks (i.e., low standard deviation) while requiring signi cantly less

computational resources compared to other approaches.
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2.7 Discussion and Conclusion

This chapter rst provides the de nition of machine learning tasks using neural networks
and the description of the Fisher Information Matrix for the neural network. Three differ-
ent metrics of computing the similarity between tasks are introduced. These metrics are
asymmetric, which aligns with the fact that transferring knowledge from a comprehensive
task to a simple task is more straightforward than vice versa. The rst measure is called
Task Af nity from Model Complexity, which is based on the number of parameters of the
transformation network. The other metrics, Fisher Log Determinant Task Distance and
Fisher Task Af nity Score, are based on Fisher Information matrices, which provide infor-
mation on the signi cance of parameters with respect to the input data. The Fisher Log
Determinant Task Distance is suitable for tasks with different approximation network ar-
chitectures. The Fisher Task Af nity Score is based on ttechet distance of Fisher Infor-
mation matrices which closely resembles the Wasserstein distance between two Gaussian
distributions. Theoretically and empirically, it is shown to be an excellent metric for com-
puting the distance between general tasks. Theorems and theoretical analyses are provided
to show that the task af nity measures are well-de ned. The extensive experiments of us-
ing the task af nity measures with various tasks on standard datasets (e.g., MNIST [20],
CIFAR-10 [21], CIFAR-100 [21], ImageNet [22], Taskonomy [11]) show that the distance
measurements are consistent regardless of the choitambroximation networks (e.qg.,
VGG-16 [41], ResNet-18 [42], DenseNet-121 [43]). Although the distance value depends
on the"-approximation network, the tendency of identifying the closest tasks remains the
same across all three architectures. These results align with the initial assumption: the
values of task distances could be distinct, but the order of the closest tasks to the target task
remains the same across other choices of network architectures. In the following chapters,
these task af nity measures are applied to neural architecture search, few-shot learning,

image generation, and causal knowledge transfer.
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Chapter 3

Task-Aware Neural Architecture Search

In the previous chapter, several measures of task af nity were introduced to measure the
distance between tasks in different scenarios. This chapter applies these proposed task
af nity measures to a framework that can utilize learned knowledge for neural architecture
searcht. In particular, task af nity is used to identify the closest source tasks to the target
task. Subsequently, the knowledge from these relevant source tasks is utilized to nd the

target task’'s optimal neural architecture.

In neural architecture search (NAS) literature, most approaches focus on lowering the
architectural search's complexity by using an explicit search space and speci c prop-
erties of the incoming target task [52, 53, 54, 55, 56]. In particular, the search algo-
rithms from these methods can be divided into four common categories: random search
methods [57, 58, 59], evolutionary methods [60, 61], reinforcement learning [55, 56],
and optimization-based approaches [53, 62, 63, 64, 65]. While random search methods
randomly evaluate the candidates from the architectural space, the evolutionary methods
search for the most promising candidate by continuously evolving the existing models.
On the other hand, the reinforcement learning approaches consider the NAS problem as
action-reward optimization. The architecture generation agent is rewarded based on the
performance of the generated model. Additionally, the optimization-based approaches [53]
de ne the search space as the super-graph network. Subsequently, an optimization algo-
rithm is applied to this super-graph network to nd the best candidate. These NAS methods

have offered highly competitive performances compared to well-known hand-crafted mod-

1These works are done with the support of Mohammadreza Soltani, Robert Ravier, Juncheng Dong, and
Vahid Tarokh.
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els. However, most of these NAS methods require massive computational resources and
thousands of GPU-days operations. To overcome these challenges, differentiable search
methods [52, 66, 67, 68, 69, 70, 71, 72, 73], reinforcement learning methods with weight-
sharing [74, 75, 76], similarity architecture search [77], neural tangent kernel [78], net-
work transformations [79, 80, 81, 82], and few-shot approaches [83, 84, 85, 86] have been
proposed, which can signi cantly speed up the architectural search time and improve the

resulting model's performance.

Though achieving great success and improvement, these NAS approaches still require
extensive computational resources. In order to reduce the cost of computation, a task-aware
NAS framework [15, 17] is proposed, which can apply the learned knowledge from relevant
source tasks to obtain the target task's optimal architecture ef ciently. This approach is
motivated by a transfer learning assumption [2, 3, 4, 5, 6, 7, 9, 11] which states that similar
tasks can share comparable architectures. To this end, task af nity measure can be applied
to identify the closest source tasks to the target task. Subsequently, the search space can be
reduced to the spaces of the relevant source tasks, hence, lowering the search time. This
approach also diminishes the requirement for human domain knowledge about the target
task, which is a signi cant step toward achieving the primary goal of automated machine
learning. Extensive experimental studies are provided for tasks from various datasets, such
as MNIST [20], Fashion-MNIST [26], Quick, Draw! dataset [27], CIFAR-10 [21], CIFAR-

100 [21], ImageNet [22] datasets. The results indicate that the proposed framework can
nd comparable architectures with other state-of-art NAS methods (e.g., random search
algorithm [58], ENAS [74], DARTS [52], PC-DARTS [87], TE-NAS [78]) and well-known

hand-designed architectures (e.g., VGG-16 [41], ResNet-18 [42], and DenseNet-121 [43]),

while signi cantly reduces the search time and computational requirement.
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3.1 Problem De nition

The main objective in neural architecture search is to nd the best (optimal) architecture
for the target task in terms of the model performance (e.g., the accuracy for classi cation
or prediction tasks). The most common strategy to solve this problem is to construct a
broad search space and introduce a search algorithm to nd the optimal architecture in
this search space. However, this approach requires vast computational resources and a
prolonged operational time. To this end, a Task-Aware Neural Architecture Search (TA-
NAS) framework is introduced, which can utilize learned knowledge from source tasks to
quickly search for the target task architecture. Here, Task Af nity measures, introduced in
Chapter 2, are applied to this framework [15, 16, 17] to identify the closest source tasks to
the target task. Subsequently, the search space for the target task is constructed based on
the knowledge from relevant source tasks. Finally, a search algorithm, called FUSE [17],

is used to quickly nd the optimal architecture within the newly-built search space.

Consider a sef of K baseline task3; and their corresponding datasets (denoted

jointly by (T;; X;), fori =1;2;:::;K) which is described as follows:
A = (T X1)5(T2; X2); 0015 (T s Xk )@ (3.1)
The objective of the TA-NAS framework is to search for an optimal architecture for
a target tasko and its dataset, denoted kYy; X,,); based on the knowledge of architec-
are given, and their data samples have identical dimensions. The outline of the TA-NAS

framework [15, 16, 17], whose pseudo-code is given by Algorithm 4, is summarized below:

1. Task Af nity. The task distance from each baseline @2kA to the target taskis
calculated. The most relevant (closest) baselineaast the target task is identi ed

based on the computed distances.
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Algorithm 4: Task-Aware Neural Architecture Search Framework

Input: "-approx. networlN, # of candidate€, = 15Cj, baseline spaces
Output: Best architecture fao
Function Main :
fora2 A do
Compute Task Af nity from Taska to Taskb:
L d[a; g = TaskDistance (Xg;Xp; N)

Select closest tasla = argmin d[a; i
a2A

De ne search spacB = S,
while criteria not metdo
L SampleC candidate® S

Search algorithmc = FUSE(C[ c); Xy
return best architecture

2. Search Space.A tailored architectural search space for the target taskcon-

structed based on the closest task's knowledge (e.g., model structures, search spaces).

3. Search Algorithm. The Fusion Search algorithm quickly evaluates candidate net-

works within the search space to nd the optimal architecture for the targebtask

The de nitions and properties of task af nity measures are described in Chapter 2. The

following section introduces the description and construction of architectural search space.

3.2 Architectural Search Space

For many neural architecture search approaches, constructing a suitable search space is
critical to locating the best architecture for a target task. The common assumptions about
the architectural search space in most neural architecture search approaches are often based
on human domain knowledge. For instance, the convolutional and pooling layers are

demonstrated to be effective with image classi cation tasks. Hence, they are often in-
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Figure 3.1 An example of the cell structure in the architectural search space.

cluded in the search space for these tasks. In particular, the speci c sizes of the Iter or
layer (e.g., 2x2, 3x3, or 5x5) are generally obtained through intensive experiments in prac-
tice. Here, the proposed TA-NAS framework utilizes related knowledge from source tasks
to build a suitable search space without direct input from the users. In other words, the
goal is to remove or diminish the need for domain knowledge in neural architecture search
problems. Before utilizing the search space knowledge of the source tasks, the framework
needs to identify the relevant source tasks and their corresponding search spaces. To this
end, task af nity measures are applied to compute the distance from the source tasks to the
target task. After obtaining the closest source tasks, their search space information (i.e.,

cell and skeleton structures) is merged to create a tailored search space for the target task.

3.2.1 Cell Structure

In the recent NAS literature [53, 62, 63, 64, 65], the architectural candidate is often created
by stacking a simple network structure together. This network structure is called a cell,
as illustrated in Figure 3.1. As described in [15, 16, 17], a cell is a densely connected
directed-acyclic graph of nodes, where operations connect all nodes. Figure 3.1 indicates
an example of a cell with four nodes and a total of ve non-zero operations (i.e., the re-
maining operations are considered zero connections). The input and output of a cell are

often designed to have the same dimension for the simplicity of stacking them together.
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Figure 3.2 An example of the skeleton structure in the architectural search space.

3.2.2 Skeleton Structure

The recent one-shot NAS approaches [52, 88] have introduced a structure to arrange the cell
in the search space called skeleton. A skeleton, illustrated in Figure 3.2, is a combination
structure of cells with other operations, forming the complete network architecture. The
skeleton structure in Figure 3.2 consists of normal operation, reduction operation, and
stacked structure of cells. A skeleton is prede ned in most approaches (e.g., normal and

reduction operations are prede ned), and NAS focuses on nding the optimal cells.

3.2.3 Task-Aware Search Space

The task-aware search space is de ned in terms of cells and operations. In particular, the
skeleton is xed while the search algorithm concentrates on identifying the optimal cells
and operations. Here, the cells consist of nodes and operations. Each node has two inputs
and one output. The parameters for all operations are selected so that the dimension of the
output is the same as the input's dimension. As aresult, the cells can be effortlessly stacked
together. The common operations include identity, zero (i.e., no connection), convolution,
and pooling. Letn denote the number of nodes in a cell andindicate the number of

operations of interest. The total number of attainable cells in the search space is given by:
number of cellss mzm (3.2)

The closest learned baseline task(s) from set A to the target task can be obtained using
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Figure 3.3 The procedure of constructing task-aware search space for target task from
baseline tasks.

the task af nity measures described in Chapter 2. Hence, the target task's search space can
be constructed based on the closest baseline task(s) search spaces. Figure 3.3 illustrates the
procedure of creating the relevant architecture search space (or task-aware search space)
for the target task using the knowledge of baseline tasks. Since the TA-NAS's search space
for the target task is bounded by the search space of the most related baseline task, the
search algorithm can perform ef ciently while requiring fewer computational resources

(as demonstrated in the experiments on classi cation tasks in Section 2.6). The task-aware
search space can be constructed using more than one related task. A set of closest baseline
tasks can be selected, and the combined search spaces from these tasks help build a more

relevant search space for the target.

3.3 Search Algorithm

The Fusion Search (FUSE) algorithm [17] is an architecture search algorithm that consid-
ers all network candidates of interest as a joined network with weighted-sum outputs. The
pseudo-code of the FUSE algorithm is given in Algorithm 5. In particular, this search algo-

rithm employs continuous relaxation on the weighted outputs of the network candidates. It
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Algorithm 5: Fusion Search Algorithm

Output: Best architecture fob

Function FUSE(candidate<C, dataX) :
Relax the output of C (using Softmax function):

_ exp ( c)
o(X) = e exp CO)C(X)

while has not convergedo
UpdateC by descending L ¢ain (W; ; C)
Update by descending Lg( ;w;C)

return ¢ = argmax
c2C

performs the optimization using gradient descent. It can search through all candidate net-
works in the relaxation space and identify the most promising network without thoroughly

training these networks on the target task's data.

Consider a se€ of candidate networks sampled from the target search spacé& Let
denote the training data. For a candidate netwo2kC, the network's output is denoted
by ¢(X ). Each network’s output is assigned a continuous variable weighthe relaxed
weighted output for all candidate networks i€ is de ned by the convex combination of
candidates' outputs, where output weights are based on the exponential weights de ned as

follows:

X
c2c  o2C exp( )

c(X); (3.3)

Next, the search for the most promising candidat€ is conducted by jointly training
the network candidates, where the output is giver,gnd updating the output's weights
. Let Xyain » Xvar be the training and validation dataset. The training strategy is based
on alternative optimizations between networks' parameters and tbeef cient. It is

described as the following steps:
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Figure 3.4 The search procedure to identify the most promising candidate network.

1. While freezing the coef cients, update the parameters of network candidates.

2. While freezing the parameters of network candidates, updatef cients.

Atthe initialization, the coef cients are settd5Cj for all candidate networks. While
freezing the coef cients, all network candidates of interest are jointly trained through the
relaxed weighted outpwtwith cross-validation loss on training data. In other words, this
optimization minimizes the loss function on training data with respect to the networks'

parameters. It can be described as follows:
Min L yain (W; 5 C; Xuain ); (3.4)

wherew are parameters of the candidate networks in th&€seSubsequently, these net-
works' parameters are xed while the output's weightsare updated based on the loss
function on validation data. In other words, this optimization minimizes the loss function

on validation data with respect to thecoef cients. It can be described as follows:
min I—val( ;W;C;Xval): (35)
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These steps are repeated untitoef cients converge or speci c criteria (e.g., a num-
ber of iterations, is greater than a predetermined threshold) are met. Finally, the most

promising candidate network from the batChwill be selected by:

c =arg Tz%x c (3.6)

After the joint training process, the best netwarkis selected without exhaustively
training all candidate networks i@. Figure 3.4 illustrates the procedure to jointly train
the candidate networks and thecoef cients to obtain the optimal candidate network for
the target task. This procedure is repeated to search through the entire search space, as
more candidate networks can be evaluated from the search space. The search stops when
speci c criteria (e.g., the number of training iterations and the performance threshold) are

satis ed.

3.4 Experimental Study

In these experiments, three task af nity measures (i.e., Task Af nity from Model Com-
plexity, Fisher Log Determinant Task Distance, Fisher Task Af nity Score) are applied
to the proposed neural architecture search framework on classi cation tasks and image
datasets, such as MNIST [20], Fashion-MNIST [26], Quick, Draw! [27], CIFAR-10 [21],
CIFAR-100 [21], and ImageNet [22] datasets.

3.4.1 Task Af nity from Model Complexity

The Task Af nity from Model Complexity (shown in Chapter 2, Section 2.3) is rst applied
to compute the distance between tasks and identify the closest task(s) to the target task. For
this experiment, ten binary classi cation tasks of detecting certain MNIST's digits [20]

and speci ¢ Fashion-MNIST's objects [26] are considered the baseline tasks. In particular,
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Tasks 0-4 are binary classi cation tasks of detecting digit8; 1; 2; 3; 4g from MNIST,
respectively. Tasks 5-9 are binary classi cation tasks of detecting objestsirt, trouser,
pullover, dress, cogtfrom Fashion-MNIST, respectively. The de nitions of these tasks

are described as follows:

Task 0O is a binary classi cation task of detecting digits O.

» Task 1 is a binary classi cation task of detecting digits 1.

» Task 2 is a binary classi cation task of detecting digits 2.

» Task 3 is a binary classi cation task of detecting digits 3.

» Task 4 is a binary classi cation task of detecting digits 4.

» Task 5 is a binary classi cation task of detecting tshirt.

» Task 6 is a binary classi cation task of detecting trouser.

» Task 7 is a binary classi cation task of detecting pullover.

» Task 8 is a binary classi cation task of detecting dress.

Task 9 is a binary classi cation task of detecting coat.

The -approximation network architecture that represents these tasks is described as

follows:

Input! conv(32 5 5)! dense(1024)! dense(2)! Output

Here, the 3-layer representative networks of the baseline tasks are trained to achieve at
least96%accuracy on the test data of these tasks. The task af nity from model complexity
is based on the complexity of the transform network, which converts the hidden features of

one task to the other. Here, the hidden features of a task are the intermediate features from
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layer 2 (i.e., the output of dendé24)). LetN, andNg denote the rst two layers of rep-
resentative networks from task A and task B, respectively. The objective is to discover the
least complex architecture for the transformation network that maps hidden features from
one task to another. The prede ned super-graph transformation nelNyaskdescribed as

follows:
Input! dense(2048) ! dense(512)! dense(1024)! Output

The transformation netwon,, is trained using the mean-square error loss on a dataset
with N (Xg) as the input andNg (Xg) as the output. In other worddl, is trained to
transformN A (Xg) into Ng (Xg). After the training process, thd, is iteratively pruned
as much as possible while maintaining its performance. Subsequently, the task af nity
measure is considered the ratio of the remaining non-zero parameters in pruned network
N,. Figure 3.5 indicates the computed distances between baseline tasks from MNIST and
Fashion-MNIST. The outcomes indicate that the tasks from the identical dataset are more
similar than those from different datasets. In particular, Tasks 0-4 are highly related, and
Tasks 5-9 are also correlated. Additionally, the distances from MNIST tasks (e.g., Tasks 0-
4) to Fashion-MNIST tasks (e.g., Tasks 5-9) are greater than vice versa. In other words, the
Fashion-MNIST is more comprehensive or complex than MNIST. Consequently, Fashion-
MNIST's tasks can transfer knowledge to MNIST's tasks, but not vice-versa.

Consider the binary classi cation on Quick, Draw! dataset [27] as the neural architec-
ture search target task. The Quick, Draw! is a dataset of doodle drawing images collected
from users. It has more than 345 categories or classes of doodles. In this experiment, the
target task from Quick, Draw! is de ned to have the same format as the baseline tasks
from MNIST and Fashion-MNIST. In particular, ten classes of doodle images are chosen,
including apple, baseball bat, bear, envelope, guitar, lollipop, moon, mouse, mushroom,
and rabbit. Each class has 6,000 data samples (i.e., 5,000 training samples and 1,000 test
samples). The task of interest is to nd the optimal architecture for the moon indicator (i.e.,
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Figure 3.5 The task af nity from model complexity between baseline tasks in MNIST
and Fashion-MNIST.

binary classi cation) from this subset of Quick, Draw! dataset. First, all tasks are trained
and represented by approximation networks (shown in Chapter 2, Section 2.1). The task
af nity from model complexity (shown in Chapter 2, Section 2.3) is applied to compute
the similarity from the target task to the baseline tasks. To construct the search space, the

top three most similar baseline tasks to the target task are selected, as shown as follows:

1. The binary task of indicating digit O from the MNIST dataset.
2. The binary task of indicating trousers from the Fashion-MNIST dataset.

3. The binary task of indicating digit 3 from the MNIST dataset.

Here, the baseline Task O (i.e., detecting digit 0 in MNIST) is the closest task to the

moon indicator task from Quick, Draw! dataset due to the resemblance between the digit O
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Table 3.1 Comparison between TA-NAS with Task Af nity from Model Complexity and
hand-designed image classi ers on Quick, Draw! dataset.

ACCURACY PARAMETER GPU

ARCHITECTURE (%) (MILLIONS ) DAYS
RESNET-18 [42] 98.58 11.44 -
RESNET-34 [42] 98.80 21.54 -
DENSENET-161 [43] 98.83 27.6 -
RANDOM SEARCH [58] 98.67 2.55 4
FUSEWITH STANDARD SEARCH SPACE[17] 98.79 2.89 2
TA-NAS wiTH TAMC [17] 98.82 2.72 2

and the moon. After identifying the relevant tasks, the operations and cell structures from
these baseline tasks are combined to construct the tailored target search space. Particularly,
the target cell has four nodes and six edges. The collection of operations for these edges

consists of the identity, zero, dil-conv3x3, sep-conv3x3, and maxpool2x2 operations.

Lastly, the FUSE algorithm is applied to search for the optimal architecture in this
newly-constructed target search space. Initially, three candidate networks are randomly
sampled from the search space. The search algorithm quickly estimates the performance
of these networks and preserves only the current best candidate for the next iteration. The
search procedure stops when all criteria are ful lled. Table 3.1 provides the performance of
the best-performed network found by the TA-NAS framework ét#rials, in comparison
with a random search [58], FUSE with prede ned standard search space approach, and
the well-known handcrafted networks (e.g., ResNet [42], DenseNet [43]). The network
founded by the TA-NAS framework outperforms the hand-designed networks while having
signi cantly fewer parameters. This resulting network also has comparable performance
while requiring shorter search time in terms of GPU days (i.e., the number of days for
a single GPU to complete a task) compared with the random search and FUSE with the
prede ned standard search space approach. Therefore, the proposed TA-NAS framework

is capable of searching for a well-performed architecture for the given target task.
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3.4.2 Fisher Log Determinant Task Distance

In this experiment, the Fisher Log Determinant Task Distance (shown in Chapter 2, Sec-
tion 2.4) is applied as the task af nity measure in the TA-NAS framework on and classi-

cation tasks from image datasets. Consider four tasks in the MNIST dataset (i.e., Tasks
0-3) and four tasks in the CIFAR-10 dataset(i.e., Tasks 4-7). The de nitions of these tasks

are described as follows:

Task 0 is a binary classi cation task of detecting digits O.

Task 1 is a binary classi cation task of detecting digits 6.

Task 2 is a binary classi cation of odd versus even digits.

Task 3 is a complete ten digits classi cation.

Task 4 is a binary classi cation of three objects&iutomobile, cat, ship

Task5 is a binary classi cation of three objectsat, ship, truck.

Task 6 is a 4-class classi cation task of identifyinigoird, frog, horsg from the

remaining classes.
» Task7is a complete ten objects classi cation.

The objectives of Task 4 and Task 5 are to determine if the input image consists of one
of the given three objects. The VGG-16 architecture [41] is used as#pproximation
for all of these tasks. To involve the VGG-16 network in MNIST and CIFAR-10 tasks
without architectural adaptation, all data samples from the MNIST dataset are converted
from one to three channels and reshaped 8o 32to match the dimension of the data
samples from the CIFAR-10 dataset.

First, each task is represented by'aapproximation network by training this network

with the training data corresponding to the task. A pair of Fisher Information matrices
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are computed for every source and target tasks. Here, the Fisher information matrices are
approximated by the diagonal entries, which are normalized to have a unit trace. In other
words, the non-diagonal entries of these matrices are set to zero (e.g., for the network of
sizen parameters, the number of entries needed to be computedssead oh? entries).

This simpli cation strategy is commonly used in transfer learning [34] and continual learn-
ing [35]. Subsequently, the distance for each pair of tasks is computed using the Equation
(2.8). The experiment is repeated 10 times with various initialization settings forthe
approximation networks. The mean and standard deviation of the distances between tasks
are shown in Figure 3.6. Th# column of the mean table expresses the average distance
from all tasks to the target Tagsk Similar to the previous experiment, the outcomes in-
dicate that the tasks from the identical dataset are generally more alike than tasks from
different datasets. Notable, the closest task to Task 3 is Task 7, even though these tasks are
from distinct datasets. This is because other MNIST tasks are binary classi cation tasks

and do not have a structure similar to tti&class classi cation of Task 3.

Consider the problem of nding the architecture for Task 3 from the MNIST dataset.
From the fourth column (e.g., the column of Task 3) of the mean table from Figure 3.6,
it is observed that Task 7 is closest to Task 3. Subsequently, the cell structure and the
operations of Task are applied to construct the tailored target search space for Task 3.
Here, a cell structure includesnodes and operations. The collection of relevant oper-
ations consists of the identity, sep-conv3x3, conv(7x1)(1x7), and maxpool3x3 operations.
Next, the FUSE algorithm [17] is utilized to search for the best network architecture for
Task 3 in this search space. Originally, ve candidate networks are randomly sampled
from the target search space. The search algorithm quickly estimates the performance of
these networks and keeps only the current best candidate for the next iteration. The search
stops when all criteria are satis ed. The outcomes in Table 3.2 indicate the performance

of the best-performed candidate found by the TA-NAS framework with Fisher Log De-
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Figure 3.6. The mean (top) and standard deviation (bottom) of Fisher Log Determinant
Task Distance between tasks from MNIST and CIFAR-10.
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Table 3.2 Comparison between the TA-NAS with Fisher Log Determinant Task Distance
and state-of-art NAS methods on Task 3 in MNIST dataset.

ACCURACY PARAMETER GPU

ARCHITECTURE (%) (M ILLIONS ) DAYS
VGG-16 [41] 99.55 14.72 -
RESNET-18 [42] 99.56 11.44 -
DENSENET-121 [43] 99.61 6.95 -
RANDOM SEARCH [58] 99.59 2.23 4
ENAS (1s7) [74] 94.56 4.60 2
ENAS (2nD) [74] 95.21 4.60 4
DARTS (1s7) [52] 99.32 2.12 2
DARTS (2vD) [52] 99.55 2.33 4
TA-NAS wiTH FLDTD [16] 99.67 2.28 2

terminant Task Distance aft@00iterations in comparison with state-of-art NAS methods
(e.g., ENAS [74], DARTS [52]), a random search algorithm, and well-known handcrafted
architectures, such as VGG [41], ResNet [42], DenseNet [43]. The network found by the
TA-NAS framework outperforms the hand-designed networks while having a signi cantly
smaller number of parameters. This network performs better than the random search model
while having a shorter search time. The resulting network also exceeds ENAS [74] by a
large margin in terms of classi cation performance while having a much smaller number
of parameters and requiring fewer GPU days. When compared with DARTS [52], this
architecture produces a competitive result, with only half of the search time required by
DARTS.

Consider Task 6 from the CIFAR-10 dataset as the incoming target task and the other
tasks as the baseline tasks. From the seventh column of the mean table in Figure 3.6,
Task 7 is the closest task to the target Task 6. The results from Table 3.3 indicate that
the founded network for Task 6 outperforms the hand-designed architectures while having
a smaller model size. This architecture also outperforms ENAS [74] by a large margin.

Compared with DARTS [52] and random search, this resulting network performs better
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Table 3.3 Comparison between the TA-NAS with Fisher Log Determinant Task Distance
and state-of-art NAS methods on Task 6 in CIFAR-10 dataset.

ACCURACY PARAMETER GPU

ARCHITECTURE (%) (M ILLIONS ) DAYS
VGG-16 [41] 86.75 14.72 -
RESNET-18 [42] 86.93 11.44 -
DENSENET-121 [43] 88.12 6.95 -
RANDOM SEARCH [58] 88.55 3.65 4
ENAS (1s7) [74] 74.37 4.60 2
ENAS (2nD) [74] 75.91 4.60 4
DARTS (1s7) [52] 89.86 3.23 2
DARTS (2vD) [52] 90.14 3.27 4
TA-NAS wiTH FLDTD [16] 90.87 3.02 2

in classi cation accuracy and requires less search time. Thus the TA-NAS framework
with Fisher Log Determinant Task Distance can ef ciently exploit the knowledge of the

comparable task to discover the optimal architecture for the target task.

3.4.3 Fisher Task Af nity Score

In the following experiments, the Fisher Task Af nity Score, described in Section 2.5, is
applied as the measure of task distance in the TA-NAS framework. From the computed
task distances shown in Section 2.6, the FUSE algorithm is applied to nd the optimal

architectures for tasks in MNIST, CIFAR-10, CIFAR-100, and ImageNet datasets.

Experiment on MNIST Dataset

Similar to the tasks de ned in Section 2.6.1, four tasks are derived from the MNIST dataset.

The de nitions of these tasks are described as follows:

» Task O: the binary classi cation tasks of detecting digitf'om the remaining digits.

» Task 1. the binary classi cation tasks of detecting digitf'om the remaining digits.
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» Task 2 the binary classi cation task of detectingdigits f 0; 1; 2; 3g from the re-

maining digits.
» Task 3: the whole-class (i.e10digits) classi cation task.

Consider the scenario of searching for the optimal architecture for the target Task 2
of the MNIST dataset. It is observed in Figure 2.2 that Task 3 is closest to Task 2. As
a result, the cell structure and the operations of Task 3 are applied to construct the rele-
vant target search space for Task 2. The outcomes in Table 3.4 exhibit the performance
of the best-performed candidate found by the proposed TA-NAS method with Fisher Task
Af nity Score compared to well-known handcrafted networks (i.e., VGG-16, ResNet-18,
DenseNet-121), and the state-of-the-art NAS methods (i.e., random search algorithm [58],
ENAS [74], DARTS [52], PC-DARTS [87], TE-NAS [78]). The architecture discovered by
this method is competitive with other networks while having a signi cantly smaller amount
of parameters and GPU days. In particular, the resulting architecture from TA-NAS signif-
icantly outperforms ENAS [74], which heavily depends on the domain knowledge of the
search space. Compared with the hand-crafted networks, the proposed method performs
better while consisting of signi cantly smaller parameters. Compared with other NAS ap-
proaches, the TA-NAS method also has an edge in terms of performance while having a

smaller number of parameters.

Experiment on CIFAR-10 Dataset

Similar to the task set in Section 2.6.2, four tasks are derived from the CIFAR-10 dataset.

The de nitions of these tasks are described as follows:

» Task O: the binary classi cation task of detectirgclassesf automobile, cat, ship

from the remaining classes.
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Table 3.4 Comparison between the TA-NAS with Fisher Task Af nity Score and state-
of-the-art NAS methods on Task 2 of MNIST dataset.

ACCURACY PARAMETER GPU

ARCHITECTURE (%) (MILLIONS) DAYS
VGG-16 [41] 99.41 14.72 -
RESNET-18 [42] 99.47 11.44 -
DENSENET-121 [43] 99.61 6.95 -
RANDOM SEARCH [58] 99.52 2.12 5
ENAS (1s7) [74] 94.29 4.60 2
ENAS (2vD) [74] 94.71 4.60 4
DARTS (1s7) [52] 98.82 2.17 2
DARTS (2vD) [52] 99.44 2.23 4
PC-DARTS (XT7) [87] 98.76 1.78 2
PC-DARTS (D) [87] 99.88 2.22 4
TE-NAS [78] 99.71 2.79 2
TA-NAS wiTH FTAS [15] 99.86 2.14 2

» Task 1: the binary classi cation task of detectir®classesf cat, ship, truc from

the remaining classes.

» Task 2. the 4-class classi cation task of identifyirgclassesf bird, frog, horsg

from the remaining classes.

» Task 3: the whole-class (i.e10classes) classi cation task.

Consider the scenario of nding the high-performing architecture for Task 2 in CIFAR-
10. As observed in Figure 2.3, Task 3 is the closest task to the target Task 2. Based on
the search space of the closest task, the FUSE algorithm is applied to search for the most
promising architecture. Results in Table 3.5 suggest that the architecture found using the
TA-NAS method has higher test accuracy with fewer parameters and GPU days compared
to other approaches (e.g., random search algorithm [58], ENAS [74], DARTS [52], PC-
DARTS [87], TE-NAS [78]). In particular, when compared with ENAS (1st) [74], DARTS
(1st) [52], PC-DARTS (1st) [87], the proposed TA-NAS with Fisher Task Af nity Score

65



Table 3.5 Comparison between the TA-NAS with Fisher Task Af nity Score and state-
of-the-art NAS methods on Task 2 of CIFAR-10 dataset.

ACCURACY PARAMETER GPU

ARCHITECTURE (%) (MILLIONS) DAYS
VGG-16 [41] 86.75 14.72 -
RESNET-18 [42] 86.93 11.44 -
DENSENET-121 [43] 88.12 6.95 -
RANDOM SEARCH [58] 88.55 3.65 5
ENAS (1s7) [74] 73.23 4.60 2
ENAS (2vD) [74] 75.22 4.60 4
DARTS (1s7) [52] 90.11 3.12 2
DARTS (2vD) [52] 91.19 3.28 4
PC-DARTS (XT7) [87] 92.07 3.67 2
PC-DARTS (D) [87] 92.49 3.66 4
TE-NAS [78] 91.02 3.78 2
TA-NAS wiTH FTAS [15] 92.58 3.13 2

outperforms with solid margin while requiring half of the search time (2 GPU days).
Compared with TE-NAS [78]), the resulting architecture from TA-NAS achieves competi-

tive results with fewer parameters.

Experiment on CIFAR-100 Dataset

Similar to the task settings in Section 2.6.3, four tasks are derived from the CIFAR-100
dataset, which consists ©00classes equally distributed 20 sub-classes. Each sub-class

has ve objects. The de nitions of these tasks are described as follows:

» Task O: the binary classi cation tasks of detectid@ classes iff Vehicle 1, Vehicle

2g sub-classes from the remaining classes.

» Task 1. the binary classi cation tasks of detectid@ classes irf Household Furni-

ture, Household Devigesub-classes from the remaining classes.
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Table 3.6 Comparison between the TA-NAS with Fisher Task Af nity Score and state-
of-the-art NAS methods on Task 2 of CIFAR-100 dataset.

ACCURACY PARAMETER GPU

ARCHITECTURE (%) (MILLIONS) DAYS
VGG-16 [41] 83.93 14.72 -
RESNET-18 [42] 84.56 11.44 -
DENSENET-121 [43] 88.47 6.95 -
RANDOM SEARCH [58] 88.55 3.54 5
ENAS [74] 10.49 4.60 4
DARTS [52] 87.57 3.32 4
PC-DARTS [87] 85.36 2.43 4
TE-NAS [78] 88.92 3.66 4
TA-NAS wiTH FTAS [15] 90.96 3.17 4

» Task 2. the 11-class classi cation task of identifyirid classes iff Vehicle 1, Vehi-

cle 29 sub-classes from the remaining classes.

» Task 3. the 21-class classi cation task of identifyir classes irf Vehicle 1, Ve-
hicle 2, Household Furniture, Household Degib-classes from the remaining

classes.

Consider the scenario of locating a high-performing architecture for Task 2 in CIFAR-
100. As Figure 2.5 shows, Task 3 is considered the closest task to the target Task 2. Sub-
sequently, the FUSE algorithm is applied to the search space of the closest task to search
for the most promising architecture. Results in Table 3.6 suggest that the constructed ar-
chitecture from TA-NAS with Fisher Task Af nity Score has higher performance on test
data with a smaller model (i.e., in terms of the number of parameters) and GPU days com-
pared to other approaches (e.g., random search algorithm [58], ENAS [74], DARTS [52],
PC-DARTS [87], TE-NAS [78]). When compared with random search algorithm [58],
DARTS [52], TE-NAS [78]), the network from the proposed TA-NAS framework slightly

outperforms these approaches while having a smaller number of parameters. The model
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Table 3.7 Comparison between the TA-NAS with Fisher Task Af nity Score and state-
of-the-art NAS methods on Task 1 of ImageNet dataset.

ACCURACY PARAMETER GPU

ARCHITECTURE (%) (MILLIONS) DAYS
VGG-16 [41] 89.88 14.72 -
RESNET-18 [42] 91.14 11.44 -
DENSENET-121 [43] 94.76 6.95 -
RANDOM SEARCH [58] 95.02 3.78 5
ENAS [74] 33.65 4.60 4
DARTS [52] 95.22 3.41 4
PC-DARTS [87] 88.00 1.91 4
TE-NAS [78] 95.37 4.23 4
TA-NAS wiTH FTAS [15] 95.92 3.43 4

from PC-DARTS [87] has smaller parameters but performs poorly on this dataset. In par-
ticular, the signi cantly poor performance of ENAS [74] in CIFAR-100 highlights the lack

of robustness of this method since its search space is de ned for the CIFAR-10 dataset.

Experiment on ImageNet Dataset

Similar to the task settings in Section 2.6.4, four 10-class classi cation tasks are derived
from the ImageNet dataset in this experiment. Each clas80@gaining samples and
200test samples. Hence, each task 8@80training samples and000test samples. The

de nitions of these tasks are described as follows:

» Task O: the 10-class classi cation tasks of classifyit classed Tench, English
Springer, Cassette Player, Chain Saw, Church, French Horn, Garbage Truck, Gas

Pump, Golf Ball, Parachuge

» Task 1. the 10-class classi cation tasks of classifying clasEEaglish Springer,
Cassette Player, Chain Saw, Church, French Horn, Garbage Truck, Gas Pump, Grey
Whale, Volleyball, Umbrellg.
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» Task 2 the 10-class classi cation tasks of classifying classEsglish Springer,
Church, French Horn, Garbage Truck, Gas Pump, Platypus, Laptop, Lawnmower,

Baseball, Cowboy Hat

» Task 3: the 10-class classi cation tasks of classifying clagdddstdog, Pizza, iPod,

Analog Clock, Candle, Sweatshirt, Birdhouse, Ping-pong Ball, School Bus, Rpaver

Consider Task 1 as the target task for this ImageNet dataset. Based on the computed
distances in Figure 2.6, Task 0 is considered the closest source task to the target Task 1.
From the search space of the closest task, the FUSE algorithm is applied to search for the
most promising architecture. The results in Table 3.7 indicate that the model found using
TA-NAS framework with Fisher Task Af nity Score achieves better test accuracy while
having a fewer number of parameters compared to other approaches (e.g., random search
algorithm [58], ENAS [74], DARTS [52], PC-DARTS [87], TE-NAS [78]). When com-
pared with random search algorithm [58], DARTS [52], the resulting model from TA-NAS
has an edge in performance while having a similar size (in terms of the model's parame-
ters). Like the experiment on CIFAR-100, PC-DARTS [87] produces a highly competitive
model with signi cantly smaller parameters. On the other hand, ENAS [74] performs

poorly on this dataset since its search space is optimized for the CIFAR-10 dataset.

3.5 Discussion and Conclusion

In this chapter, the task-aware framework for the neural architecture search problem is in-
troduced, together with the Fusion Search algorithm. This algorithm is suitable for quickly
evaluating model candidates without fully training them. Additionally, three task similar-
ity measures, introduced in Chapter 2, are used to identify the closest task to the target
task. Each of them has advantages and disadvantages. In particular, the Task Af nity
from Model Complexity can be applied to compute distances between different types of
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tasks. However, it highly depends on the domain knowledge (i.e., the structufes of
approximation network and the model transformation network), and it is not easy to scale
for complex tasks. The Fisher Log Determinant Task Distance is based on Fisher Infor-
mation matrices and can be applied to compute the distance between tasks with different
approximation network architectures. In other words, it is less dependent on the struc-
ture of "-approximation network for the tasks. However, it is also not easy to apply for
more complex tasks. Finally, the Fisher Task Af nity Score is based on the Fisher In-
formation and is used to compute the distance between similar tasks with similar approx-
imation network architecture. It is shown to be consistent for various types of tasks in
theoretical and empirical analyses. It is also easy to scale for complex tasks and suitable
for life-long learning or continual learning. Additionally, this chapter provides numer-
ous experiments of applying the TA-NAS framework on various datasets, such as MNIST,
Fashion-MNIST, Quick, Draw!, CIFAR-10, CIFAR-100, and ImageNet. The results indi-
cate that the method with xed search space (i.e., ENAS) can only nd architectures for
tasks in standard datasets and performs poorly compared with other methods. These exper-
iments demonstrate that the TA-NAS framework can apply the identical tasks' knowledge
to search for a high-performing architecture with a smaller number of parameters for the

target task while requiring fewer search days.
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Chapter 4

Task-Aware Few-Shot Learning

The previous chapter introduces a framework that utilizes the knowledge of the relevant
learned tasks for neural architecture search. This framework helps improve the search per-
formance (e.g., in terms of the resulting model's performance) while removing the reliance
on human domain knowledge. In fact, utilizing the knowledge of previous tasks is also a
practical method for learning the incoming relevant tasks with limited data. This strategy
is successfully applied to many applications in transfer learning [2, 3, 4, 5, 6, 7, 9, 11],
meta-learning [18, 30, 89, 90], and multi-task learning [40]. In this chapter, the Few-
shot Fisher Task Af nity Score, introduced in Chapter 2, is applied to a few-shot learning
framework to improve the prediction performance for the few-shot target task. Here, the
lack of adequate data to train an individual classi er in the few-shot learning problem is the
motivation for using the knowledge of similar tasks. In particular, this task-aware few-shot
approach [14] can nd the relevant training labels for the given few-shot target tasks
Subsequently, these labels' corresponding data samples are used to ne-tune the few-shot
model episodically.

The primary structure in the proposed few-shot framework is based on the Whole-
Classi cation network [28, 29]. This network is pre-trained using the entire data classes
from a given database. Next, this Whole-Classi er is used to extract the feature vectors
of the input data. Here, the Whole-Classi er is considered the representation network for
these data classes. In order to incorporate the task-aware strategy into this framework,
the task af nity measure is used to identify the relevant data samples to ne-tune the few-

shot model. To this end, Fisher Task Af nity Score with a graph-matching algorithm is

1This work is done with the support of Juncheng Dong, Mohammadreza Soltani, and Vahid Tarokh.
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involved in nding the af nity scores and identifying the closest source tasks (i.e., from
the database) to the target task. A base task set is constructed based on the training data
from the relevant source tasks. This base task set is later used to ne-tune a simple learner
(e.g., k-nearest neighbors model) to predict the labels for test data. To this end, the few-
shot model is constructed based on the encoder of the Whole-Classi cation network. Next,
this few-shot model is ne-tuned using the query set of the base tasks. Notably, the fea-
ture vectors of the query data samples are extracted by the Whole-Classi cation network'’s
encoder. Subsequently, the k-nearest neighbors (kNN) model is used to categorize these
features into the appropriate classes by optimizing the encoder's weights. Additionally, this
chapter provides extensive experiments to demonstrate the ef cacy of the proposed task-
aware few-shot learning approach, which boosts the performance of the few-shot model
while having fewer parameters in both 5-way 1-shot and 5-way 5-shot settings for various
benchmark datasets (e.g., minilmageNet [30], tieredimageNet [31], CIFAR-FS [32], and
FC-100 [33]).

4.1 Problem De nition

Few-shot learning is the problem of learning a new task with a limited number of samples
for each data class. This data restriction prohibits training the individual model for the
new task. To this end, this work proposes a task-aware few-shot learning framework for
image classi cation tasks. M -way K -shot few-shot task is de ned as the classi cation

of M classes, where each class has dlgata samples for training. In particul#, = 1

(i.e., 1-shot) an&K =5 (i.e., 5-shot) are the standard scenarios in the few-shot learning
literature. In addition to the data samples from the incoming task, a comprehensive training
dataset (e.g., database) is given. It is often assumed that the incoming target task is highly

correlated to the training dataset.
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Consider the few-shot learning problem where the training set from the database has
limited samples for each class. For instance, the training set consists of thousands of data
classes, but each class only has a few samples (e.g., 20 samples per class). Most common
few-shot learning approaches for this problem are based on episodic learning from the
meta-learning frameworks [18, 30, 89, 90]. To episodically train a modd\ifaway K -
shot classi cation, the base tasks from the training dataset are constructed, where each
base task has a support set for training and a query set for evaluation. The support set
is de ned to have the same format as the target task, which consisfs ofK samples
from M labels. The query set consists of data samples fvbitabels from the support set.

Next, the model is trained with these base tasks sequentially for each iteration or episode.
Here, the training data in an episode is constructed from the support and query sets of the
base tasks based on the number of classes and samples per class in the support and query
set. The loss function is de ned based on the training episodes and is minimized during
episodic training. The objective is to use the data of the base tasks (i.e., the support set
and the query set) to pre-train the few-shot model. Lastly, the support set of the target
task is used to ne-tune the model to achieve good prediction performance on the target
task's query set. The episodic learning methods can be classi ed into three primary groups:
metric-based, optimization-based, and memory-based. In metric-based methods [30, 90,
91, 92], a kernel function is trained to measure the distance between data samples from the
support sets. The data in the query set is classi ed based on the closest samples from
the support set. In the optimization-based methods [18, 93, 94, 95, 96], the model is
trained for faster adaption and convergence. In the memory-based methods [89, 97, 98],
the neural network architectures with memory are utilized as the meta-learner for the few-
shot learning. Overall, the episodic learning approaches acquired outstanding performance
in diverse few-shot learning tasks, where the comprehensive training set for base tasks has

limited samples for each class (e.g., Omniglot dataset [99]).
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Consider the few-shot learning problem where the training set is not limited to the
few-shot scenario above. In particular, each data class has suf cient samples to train an
individual prediction model. To tackle this problem, many methods, based on a Whole-
Classi cation network, have achieved state-of-the-art performance on various few-shot
learning benchmarks [28, 29, 100, 101]. These methods utilize the entire class labels to
train an effective and robust classi er for all data classes, called a Whole-Classi cation
network. By itself, the Whole-Classi cation networks, trained on all data classes, out-
perform numerous meta-learning approaches in several few-shot learning datasets (e.g.,
minilmageNet [30], tieredimageNet [31], CIFAR-FS [32], and FC-100 [33]). In these
few-shot approaches, the Whole-Classi cation network is utilized as a feature extractor
for a simple network model (e.qg., logistic regression, K-nearest neighbor). Subsequently,
this model is ne-tuned with the target task's data using episodic learning. Additionally,
several techniques have been applied to further enhance the Whole-Classi cation network
for the few-shot learning, including knowledge distillation on the Whole-Classi cation
network [29, 102], manifold mix-up as self-supervised loss [103], and data-augmentation

with combined loss functions [100, 101].

4.2 Few-Shot Learning from Task Af nity

This chapter considers the problem of learning kheway K -shot few-shot target task.

The training database is an extensive dataset with suf cient samples for each class. The
target task is assumed to be relevant to some training classes from the database. Here, the
target task's dataset, which is utilized to construct the few-shot target tasks, is insuf cient

to train a classi er for the full class labels. Here, the task-aware few-shot approach, whose
pseudo-code is illustrated in Algorithm 6, is based on the Whole-Classi cation network,

task af nity, and episodically ne-tuning. The Few-shot Fisher Task Af nity Score, intro-
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Figure 4.1 The overview of the task-aware few-shot learning framework.

duced in Chapter 2 Section 2.5.2, is used to identify the relevant training class labels to the
target task. The corresponding data is used to ne-tune the Whole-Classi cation network’s
encoder episodically. Overall, this proposed task-aware few-shot learning approach [14]

consists of three phases:

1. Phase 1 This phase, illustrated in Figure 4.2, is a pre-training stage. It consists of

steps (i) and (ii), described as follows:

» Step (i): Training Whole-Classi cation Network. A Whole-Classi cation
network is trained to represent the entire classes from the training set of the
database. This Whole-Classi cation network is thapproximation network
for the task of classifying all data classes in the training set. In this work,

the ResNet-12 architecture, a common backbone used in various few-shot ap-
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proaches, is initialized as the Whole-Classi cation network and trained with
the entire training set. Additionally, the knowledge distillation method [104] is
applied to the trained Whole-Classi cation network to further enhance the clas-

si cation accuracy and improve the generalization of the extracted features.

» Step (ii): Feature Extraction. A set of few-shot source tasks is rst derived
from the training set of the database. A target task is de ned with the complete
data classes from the target data. Lastly, the well-trained Whole-Classi cation
network's encoder is used to extract the embedded features of the data samples.
The mean value of the feature vectors from a data class is used as a representa-

tion for that class label.

2. Phase 2 This phase, illustrated in Figure 4.3, aims to identify the relevant data
classes from the training set to the target task. It consists of steps (iii), (iv), and (v),

described as follows:

 Step (iii): Matching Labels. From the computed mean of the feature vectors,
the maximum bipartite matching algorithm is applied to nd the best combi-
nation to map the source task' labels to the target task's labels. It helps ensure
that the computed task af nity is the smallest distance between the given pair

of tasks.

» Step (iv): Constructing "- approximation Network. The trained Whole-
Classi cation network's encoder is ne-tuned with the matched-label data to

represent the source task.

 Step (v): Fisher Information Matrix. The pair of Fisher Information matrices
are computed for each pair of source-target tasks. The Few-shot Fisher Task
Af nity Score is computed, as described in Chapter 2 Section 2.5.2. The closest

source tasks to the target task are identi ed based on the computed distances.
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Algorithm 6: Task-Aware Few-Shot Learning with Fisher Task Af nity Score

Data: (Xtrain » Yirain 5 Nirain ); (f thel.g:t)port [ Xg;?ryg; Ytest, ntest)

Input: The Whole-Classi cation networkl

Output: Few-shot classi er moddi

Function mTAS(X 5; Ca; X1, Cpy N ) -

Obtain the mapping ordemapping = MaximumMatching (Cj; Cy)
Fine-tuneN , usingX , with mapped labels to represent task
ComputeF,.5, Fap usingN | with X5, Xy, respectively

1 - ,
return sfa; g = p_é F=2 F ;Bz
’ Y OF

Function Main :
TrainN with the entireny,in labels inX yain . Beginning of phase 1
ConstructS source tasks, where each ms; labels fromX yain
Construct target task usimges; labels inX serort
Extract seCqource Of centroids for each source task using the encodef N
Extract seCiarger Of centroids for the target task using the encddesf N
. Beginning of phase 2
fori=1;2,:::;Sdo
L Si = MTASX source; ; Csource; 3 Xéuseport ; Ctarget s N )
return closest tasks: = argmin s;

I
De ne setL which consists of labels from closest tasks . Beginning of phase 3
De ne a subset datX (¢jated = T Xtrain jytrain 2 Lg
ConstructM -way K -shot base tasks and ne-tuifie episodically withX ;ejateq

3. Phase 3 This phase, illustrated in Figure 4.4, is an episodically ne-tuning phase.

It consists of step (vi), described as follows:

» Step (vi): Episodic Fine-tuning. The related training dataset is constructed
based on the class labels from the closest source tasks. Next, a meta-learning
approach is applied to ne-tune the Whole-Classi cation network' encoder
episodically. Here, thé/ -way K -shot base tasks from the related training
set are constructed and used to train the few-shot model. Since the few-shot
model is ne-tuned only with the data from the related training set, the learning

complexity is reduced, and the model's performance is further enhanced.
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Figure 4.2 Phase 1 includeg) training the whole-classi cation networKii) extracting
feature vectors for classes in source and target tasks.

4.3 Phase 1: Pre-Training

As shown in the recent few-shot learning approaches [28, 29], a Whole-Classi cation net-
work on the entire training dataset is a practical backbone for the few-shot problem where
the training dataset has suf cient samples for each class. This phase aims to train a Whole-
Classi cation network and uses it as the feature extractor. It consists of two steps, (i)

Training Whole-Classi cation Network and (ii) Feature Extraction.

4.3.1 Training Whole-Classi cation Network

Let Xyain @andnyain denote the training set in the database and the corresponding num-
ber of training classes, respectively. This dataset is used to train the Whole-Classi cation
network. In this step, the standard architecture of ResNet-12 is trained as a cl&ssi er

for the complete training classes. Here, the Whole-Classi cation nethMorkan be ex-
pressed as a concatenation of the encédeand the fully-connected layer (denote FC),

as illustrated in Figure 4.2 (i). Sindé is trained with the whole training s@t,n for

all data classes, it is capable of extracting meaningful hidden features for the data samples

from the training set.
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4.3.2 Feature Extraction

Let X st andns; denote the target test dataset and the number of target classes, respec-
tively. In few-shot learning, the datas€t.s; can be considered a combination of a support
setX PP for training and a query seX o for evaluating or testing. First, a target
task is constructed usinges; classes and their corresponding data samples in the test sup-
port setX 2bPet - Additionally, a set ofS few-shot source tasks is constructed based on
the training seX y,in , Where each task consistsmfs; data classes sampled fram,i,

classes of the training set. L€Tsource;; Xsource;) fOri = f1;2:::; Sg denote the source
tasks and their corresponding data. In this step, the en¢oddN is used to extract the
feature centroids fromX source, aNdX ;P | asillustrated in Figure 4.2 (ii). Next, the class

centroid (i.e., the mean value of the extracted features from a class) is computed for every

class inX source; @s follows:

f (Xo)= — f (x); (4.1)

where X . denotes the data samples from to classndf (X.) denotes the centroid of
classc of the source task. Similarly, the target centroid is computed using the target task's
features fromX 28*°". The computed centroids from source and target tasks are utilized

in phase 2 to nd the best combination to link the classes in source tasks to the target task.

4.4 Phase 2: Task Af nity

In this phase, the objective is to nd the relevant source tasks, which are derived from the
training set, to the few-shot target task. Since the neural network's performance depends
on the order of output labels, the task af nity measures are not invariant to the label's
permutation [105]. In other words, directly applying Few-shot Fisher Task Af nity Score

on the extracted centroids of the source and target tasks does not guarantee the actual
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similarity distance. For instance, let task A be a binary classi cation task of classifying
cat images a® and dog images ak Similarly, let task B be the binary classi cation of
classifying dog images @and cat images as Assume the input images (e.g., cat and
dog images) of tasks A and B are identical. Héte, denote thé-approximation network

of task A with zero error (i.e., awless performance’or 0). If N , is applied to classify

the data from task B, the classi cation accuracy would be zero (i.e., completely incorrect
classi cation). Itis becausB , classi es cat images d@and dog images & while task

B requires cat images labeled®and dog images labeled @sConsequently, even though
these tasks are equivalent, the neural netwérk can only be an approximation network

for task A but not for task B. In order to overcome this issue, the classi cation layer (i.e.,
last layer) ofN , is needed to be modi ed so that it can preddcs1, and vice versa. In

other words, performing all permutations of labels is the naive method to nd the optimal
distance. It is not realistic, however, because of the intense computational requirement.
Hence, relabeling the source tasks' data classes is applied to make the task af nity score
invariant to the permutation of labels. First, the maximum bipartite matching algorithm is
applied to the centroids of source and target tasks, found in the previous step, to identify
the best way to t the labels of the source task and target task. This step minimizes the
later computed distance between source and target tasks. The source data is modi ed
accordingly to the best combination to map the source labels to the target labels. Finally,
the Few-shot Fisher Task Af nity Score can be applied to compute the distance between
source and target tasks. Overall, this phase consists of three steps: (iii) Matching Labels,

(iv) Constructing'-approximation Network), (v) Fisher Information Matrix.

4.4.1 Matching Labels

This step aims to identify the best combination to map the source task’s labels to the target

task's labels, as illustrated in Figure 4.3 (iii). The best match is the minimum bipartite
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Figure 4.3 Phase 2 includeSii) matching source and target labe{s;) constructing
source task's -approximation network(v) Computing task af nity.

distances between the centroids from the source and target tasks. In particular, each source
centroid is mapped to the target centroid to minimize the Euclidean distance between all
pairs of centroids. Lebhy,, andnges be the number of class labels in the training and
target test datasets, respectively. Assume that the number of classes in the training set is
greater than the number of classes in the testragl, > Nis. It is dif cult to com-

pare two datasets with different structures (e.g., number of classes, samples per class).
Hence, a set of source tasks is generated based on the training dataset so that the number
of classes in each source task and the target task are the sgmeln other words, the
whole-classi cation task is broken down into smaller classi cation source tasks, where
each source task has fewer classes than the whole-classi cation task. The centroid repre-
sents each class in the source, and target tasks (mean of feature vectors) found using the
feature extractor in step (ii). Each setrgfs; source centroids is matched witl; target
centroids. In other words, this is the minimum bipartite matching problem. The Euclidean
distances from each centroid in the source set to the target centroids are computed. Subse-
quently, the Maximum Bipartite Graph Matching method (e.g., the Hungarian maximum
matching algorithm [106]) is used to connegts; source task's centroids to.g target

task's centroids based on the distance from each source centroid to target centroids.
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4.4.2 Constructing"-approximation Network

After obtaining the matching order, the labels of the source tasks are modi ed according to
match the target task's labels. Here, thapproximation networkl o for each source task

Is constructed based on the trained encédand the corresponding fully-connected layer.

The label-modi ed dataset of the source task is then used to ne-turieagproximation
networkN o for the source task, as shown in Figure 4.1 (iv). The resulting well-trained
network is considered as the representation for the corresponding source task. Since the
encoder's weights are ne-tuned using the data samples with modi ed matched labels,

is used instead of to denote the change in the parameters of thpproximation network.

4.4.3 Fisher Information Matrix and Task Af nity

In this step, the Fisher Information Matrices and the Few-shot Fisher Task Af nity Score
are computed for each pair of source and target tasks. The objective is to determine the
closest source tasks to the target task and apply their knowledge for few-shot learning. In
this few-shot problem, the standard Fisher Task Af nity Score, introduced in Chapter 2,
Section 2.5, can not be applied due to the lack of the target task’'s data samples. In partic-
ular, to compute the Fisher Task Af nity Score, both tasks (e.g., source and target tasks)
must be represented by theapproximation networks. However, in the few-shot problem
setting, the given few-shot data samples for the target task are insuf cient to train the rep-
resentation network. As a result, the Few-shot Fisher Task Af nity Score [14], introduced
in Chapter 2, Section 2.5.2, is applied in this few-shot problem.

This task similarity measure utilizes the source task's representation network to com-
pute the Fisher Information matrices for both source and target tasks. As illustrated in
Figure 4.3, the source and target datasets are fed to the source"tagffsoximation
networkN o to calculate the Fisher Information matridég,urce andFiarget , respectively.

Next, the Few-shot Fisher Task Af nity Score, de ned in De nition 8, is computed using
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Figure 4.4. ConstructingM -way K -shot base tasks using data from the related source
tasks for episodically ne-tuning the few-shot model.

Fsource @NdFiarger - Since the source data is modi ed with the matched labels with respect
to the target task's labels, the resulting distance is consistent and independent from the per-
mutation of labels. The pseudo-code of phase 2 is implemented in the funcligs()

of the Algorithm 6.

The distance to the target task is computed for each source task de ned in phase 1.
The topR distances and their corresponding related source tasks are chosen. The data
classes and the corresponding data samples from the relevant source tasks are merged and
considered the relevant data samples to the target task. The following step (vi) uses these

relevant data samples to ne-tune the few-shot classi cation model.

4.5 Phase 3: Episodic Fine-tuning

In this phase, #elated-trainingdataset is rst constructed, consisting of the samples of all
data classes from the relevant source tasks. In this step (vi), the episodic ne-tuning from
the standard meta-learning approach is applied to train the few-shot model.

A set ofM -wayK -shot few-shot base tasks is created using the related-training dataset.
Here, the few-shot classi er model is de ned based on the encbdémom the original
Whole-Classi cation network trained in phase 1. The k-nearest neighbors (k-NN) model
acts as the classi cation layer for the encodler First, the encodeir is used to extract
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the feature vectors from data samples in the support and query sets of the base tasks.
These extracted features from the support set are used as the training data for the k-NN
classi er, as shown in Figure 4.4. Particularly, the k-NN model is trained to predict the
labels for the data samples in the base task's query set. Subsequently, the cross-entropy
loss from the predictions of the k-NN classi er is used to update the weights of the encoder

f . Notably, the prediction error from the query set is backpropagated to the encoder
modelf . Figure 4.4 (vi) illustrates the episodically ne-tuning process for the base task

j. This ne-tuning process is repeated for numerous base tasksfuraithieves good
prediction accuracy on the query set. This ne-tuned few-shot model is denoted by

the Algorithm 6.

4.6 Experimental Study

This section presents the experimental results of the proposed task-aware few-shot learn-
ing framework in various benchmark datasets, including minilmageNet [30], tieredima-

geNet [31], CIFAR-FS [32], and FC-100 [33].

4.6.1 Dataset Description

The detailed descriptions of the minilmageNet [30], tieredlmageNet [31], CIFAR-FS [32],
and FC-100 [33] datasets are shown in Table 4.1. The de nitions of these few-shot datasets

are provided as follows:

» The minilmageNet dataset [30] consistsl®Oclasses, sampled from the ImageNet
dataset [107], and randomly split iné@; 16, and20 classes for training, validation,

and testing, respectively. Each class B88color images of siz84 84.

» The tieredimageNet dataset [31] is also a derivative of ImageNet [107], containing

a total of608classes fronB84 categories. It is split int@0; 6, and8 categories (i.e.,
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Table 4.1 Comparisons between four benchmark few-shot datasets.

TRAINING VALIDATION TESTING

NAME CLASSES CLASSES  CLASSES
MINI IMAGENET [30] 64 16 20
TIEREDIMAGENET [31] 351 97 160
CIFAR-FS [32] 64 16 20
FC-100 [33] 60 20 20
ORIGINAL SAMPLES SAMPLE
NAME DATASET PER CLASS SIZE
MINI IMAGENET [30] IMAGENET 600 84 84
TIEREDIMAGENET [31] | IMAGENET 600 84 84
CIFAR-FS [32] CIFAR-100 600 32 32
FC-100 [33] CIFAR-100 600 32 32

351; 97, and160classes) for training, validation, and testing, respectively. Each class

includes600color images of siz84 84.

» The CIFAR-FS dataset [32] is derived from the original CIFAR-100 dataset [21] by
splitting 100 classes intd4 training classes]6 validation classes, an20 testing

classes. Each class includg@0color images of siz82 32

* The FC-100 dataset [33] is also a subset of the CIFAR-100 [32] and consis of
training classes20 validation classes, an20 testing classes. Each class includes

600color images of siz82 32

4.6.2 The Structure of the Whole-Classi cation Network

In this work, the ResNet-12 [42] network architecture is used as the Whole-Classi cation
network. This network consists dfresidual blocks, each witBiconvolutional layers and a
max-pooling layer. There are several variations of ResNet-12 [42] structures (e.g., standard
ResNet-12, wide-layer ResNet-12), each with distinct layer sizes (849148 256 517,

[64; 160 320 64(Q). Here, the number of parameters for every model is reported for easy
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comparison. The Stochastic Gradient Descent (SGD) optimizer is used for training the
Whole-Classi cation network, where the momentum is se@:8f and the learning rate is

initialized at0:05with the decay factor d:1 for all experiments.

4.6.3 minilmageNet Experiment

In the minilmageNet experiment, the Whole-Classi cation model is trained®epochs
with a batch size 064, and the learning rate decays at ep&€h After pretraining the
Whole-Classi cation network, a set & = 2000 source tasks is created by randomly sam-
pling 20labels (i.e., the number of classes in the target set) étraining labels of the en-
tire training set. Next, the encoder of the Whole-Classi cation is used to extract the feature
vectors from thes& source tasks and map them wiB target classes. After modifying
the source tasks' dataset with respect to the matching ordersapproximation network
for each source task is constructed using the encbdef the Whole-Classi cation net-
work. This"-approximation network is used to compute the Few-shot Fisher Task Af nity
Score (TAS) for each source task to the target task. The distribution of the distances found
from the2000generated source tasks in the minilmageNet is shown in Figure 4.5a. Here,
the computed task af nity probability distribution is non-uniform. There are only a few
source tasks with particular sets of labels that have close proximity to the target task (e.g.,
small task af nity score). These source tasks are considered related tasks.

The frequencies of ab4 labels in training set from the top-8 closest source tasks are
illustrated in Figure 4.5b. In particular, the training class with the |&behs8 samples
in the top-8 closest sources task. Hence, this class is considered the most relevant class to
the target task's data. Additionally, there are oA8/«classes that are included in the top-8
closest source tasks. In other words, there are classes that do not appear in the top-8 closest
sources tasks. These class labels have the slightest similarity to the target task's data. Thus,

the data samples from the relevant classes are selected to construct the related training set
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(a) Task af nity scores in minilmageNet (b) Related training classes in minilmageNet

Figure 4.5. (a) The distribution of task distances. (b) The frequencg4€lasses in the
top-8 closest source tasks in minilmageNet dataset.

for episodic ne-tuning. In the episodic ne-tuning phase, the SGD optimizer is initialized
with a momentum 00:9. The learning rate is set @001 The batch size is set t§h where

each batch of data includdsew-shot base tasks. The loss is de ned as the average loss
among few-shot base tasks. After ne-tuning the few-shot model, it is tested on the query
sets of target test tasks generated from the target dataset. Table 4.2 shows the performance
of the proposed task-aware few-shot approaches (denoted by TABSyay 1-shot and

5-way 5-shot on the minilmageNet dataset. Let TA-Few-shot-distill denote the proposed
method with knowledge distillation applied to the Whole-Classi cation network. Here,
EPNet [100] and IE-distill [101] approaches apply the data augmentation and knowledge
distillation during pre-training of the Whole-Classi cation networks. The results indicate
that the proposed approach with the standard ResNet-12 structure is comparable to IE-
distill [101] while signi cantly outperforming RFS-distill [29], EPNet [100] and other

techniques with a smaller classi er model (e.g., fewer number of parameters).

In order to evaluate the effectiveness of the proposed task-aware-few-shot approach,
several few-shot learning experiments are conducted with different numbers of related

classes in the minilmageNet dataset. In particular, the episodic ne-tuning will be im-
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Table 4.2 Comparison of TAFS against state-of-the-art methods for 5-way 1-shot and

5-way 5-shot classi cation on minilmageNet dataset.

M ODEL BACKBONE PARAMS 1-sHOT 5-SHOT

MATCHING-NET [30] CONVNET-4 | 0.11M | 4356 o084 5531 073
MAML [18] CONVNET-4 | 0.11M | 4870 184 6311 092
PROTOTYPICAL-NET [90] CONVNET-4 | 0.11M | 4942 o078 6820 o066
SIMPLE CNAPS [108] RESNET-18 11M 532 0:90 70:8 o070

ACTIVATION-PARAMS [109] | WRN-28-10| 37.58M | 5960 o041 7374 019
LEO [94] WRN-28-10| 37.58M | 6176 o008  77:59 0:12
BASELINE++ [110] RESNET-18 | 11.17M | 51:87 o077 7568 063
SNAIL [111] RESNET-12 | 7.99M | 5571 099 6888 092
ADARESNET [98] RESNET-12 | 7.99M | 5688 062 7194 o057
TADAM [33] RESNET-12 | 7.99M | 5850 030  76:70 0:30
MTL [104] RESNET-12 | 8.29M | 6120 180 7550 o0
METAOPTNET [95] RESNET-12 | 12.42M | 6264 o061 7863 046
SLA-AG [112] RESNET-12 | 7.99M | 6293 063 7963 047
CONSTELLATIONNET [113] | RESNET-12 | 7.99M | 6489 023 7995 o017
RFSDISTILL [29] RESNET-12 | 13.55M | 64:82 060 8214 043
EPNET [100] RESNET-12 | 7.99M | 6566 oss 8128 o062
CLASSIFIER-BASELINE [28] | RESNET-12 | 7.99M | 5891 023 7776 017
META-BASELINE [28] RESNET-12 | 7.99M | 6317 023 7926 o017
IE-DISTILLY [101] RESNET-12 | 9.13M | 6532 081 8369 o052
TAFS [14] RESNET-12 | 7.99M | 64:71 o0:43 82:08 o0:45
TAFS-DISTILL [14] RESNET-12 | 7.99M | 65:13 o0:39 82:47 o052
TAFS? [14] RESNET-12 | 12.47M | 65:23 055 83:25 o052
TAFS-DISTILL 2 [14] RESNET-12 | 12.47M | 65:68 o0:45 83:92 o055

1 performs with standard ResNet-12 with Drop-block as a regulaiperforms with wide-layer ResNet-12

plemented with the top-32, top-38, top-49, and top-54 related classes. Additionally, the
few-shot experiments with the least related (e.g., top-29 non-related classes) and random-
ized classes (e.g., 32 random classes) are conducted to show the effectiveness of the task-
aware method. The performances of the task-aware few-shot approach (TAFS) is shown
in Table 4.3 with different settings, as mentioned above. The results show that training
with the top-49 related classes is the best method for both 5-way 1-shot and 5-way 5-shot

classi cation. Additionally, the performance declines when the number of related classes
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Table 4.3 The performance of TAFS with different settings for 5-way 1-shot and 5-way
5-shot classi cation on minilmageNet dataset.

MINI | MAGE NET

M ODEL PARAMS 1-sHOT 5-SHOT

TAFSWITH TOP-54 RELATED CLASSES 7.99M 6354 049 | 8092 o055
TAFS WITH TOP -49 RELATED CLASSES | 7.99M | 64:71 o0:43 | 82:08 0:45
TAFS WITH TOP-38 RELATED CLASSES 7.99M 6392 047 | 81:29 o050
TAFS WITH TOP-32 RELATED CLASSES 7.99M 63.35 055 | 80:67 o053
TAFS WITH BOTTOM-29 CLASSES 7.99M 6182 044 | 7814 o048
TAFSWITH 32 RANDOM CLASSES 7.99M 6257 0:45 7896 0:44

(a) Task af nity scores in tieredlmageNet  (b) Related training classes in tieredimageNet

Figure 4.6. (a) The distribution of task distances. (b) The frequenc$xiffclasses in the
top-6 closest source tasks in tieredimageNet dataset.

increases to 54. As the number of related classes reduces from 49 to 32, the performance
reduces slightly in both the 1-shot and 5-shot scenarios. Hence, choosing the appropri-
ate number of relevant classes is essential to the performance of the task-aware few-shot
method. Furthermore, the model with related classes signi cantly outperforms models us-
ing non-related and random classes. In other words, ne-tuning the few-shot model with
the relevant classes can enhance the model performance. The model that ne-tunes with 32
random classes performs better than the model trained with the bottom-29 related classes.

As a result, using random classes is better than using the least related classes.
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4.6.4 tieredlmageNet Experiment

Like the minilmageNet experiment, the Whole-Classi cation network is trainedL&r
epochs with a batch size 64, and the learning rate decays twice at epat®asnd80. After
pretraining the Whole-Classi cation network, a set®# 1000 source tasks is de ned by
randomly samplindl60labels (i.e., the number of classes in the test target set) from the
entire351training labels in tieredimageNet. Next, the Whole-Classi cation's encoder is
applied to extract the feature vectors fr@source tasks and maps them witBOtarget
labels. After modifying the source tasks' dataset with respect to the matching orders, the
"-approximation network for each source task is constructed based on the ehcodler

the Whole-Classi cation network. Thisapproximation network is used to compute the
Few-shot Fisher Task Af nity Score for each source task to the target task. The distribution
of the Few-shot Fisher Task Af nity Score from the$600source tasks is illustrated in
Figure 4.6a. Similar to the previous experiment, there are only a few source tasks with
particular sets of labels that have small task distances to the target task. These source tasks

are considered related tasks.

Furthermore, Figure 4.6b illustrates the frequencies of3fktraining classes in the
top-6 closest source tasks. Amoi$1training classes, onl293 unique classes are in-
cluded in the top-6 closest source tasks. These classes have a frequéndy af 8.
Here,293classes are considered to be related to the target task's data. Their corresponding
data samples are used to construct the related training set for episodic ne-tuning. Ta-
ble 4.4 shows the performance of the proposed task-aware few-shot approaches (denoted
by TAFS) in5-way 1-shot andb-way 5-shot on the tieredimageNet dataset. Similar to the
results from the minilmageNet experiment, the task-aware few-shot approach with knowl-
edge distillation shows a competitive performance with IE-distill [101] and RFS-distill [29]
while having a 40% smaller model (i.e., 7.99M vs. 13.55M) in both 1-shot and 5-shot sce-

narios of tieredimageNet. Additionally, the proposed method signi cantly outperforms
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Table 4.4 Comparison of TAFS against state-of-the-art methods for 5-way 1-shot and

5-way 5-shot classi cation on tieredimageNet dataset .

TIERED IMAGE NET

M ODEL BACKBONE PARAMS  1-SHOT 5-sHOT

MAML [18] CONVNET-4 | 0.11M | 5167 181 7030 o008
PROTOTYPICAL-NET [90] CONVNET-4 | 0.11M | 5331 089 7269 074
RELATION-NET [92] CoNVNET-4 | 0.11M | 5448 093 7132 078
SiIMPLE CNAPS [108] RESNET-18 11M 6300 100 8000 o0
LEO-TRAINVAL [94] RESNET-12 | 7.99M | 6658 070 8555 o048
SHOT-FREE[114] RESNET-12 | 7.99M | 6352 n=a 8259 n=a
FINE-TUNING [115] RESNET-12 | 7.99M | 6807 o026 8374 o1s
METAOPTNET [95] RESNET-12 | 12.42M | 6599 072 8156 o053
RESDISTILL [29] RESNET-12 | 13.55M | 7152 069  86:03 049
EPNEeT [100] RESNET-12 | 7.99M | 7260 o091 8569 o065
CLASSIFIER-BASELINE [28] | RESNET-12 | 7.99M | 66:33 005 8144 009
META-BASELINE [28] RESNET-12 | 7.99M | 6862 027 8374 o018
IE-DISTILLY [101] RESNET-12 | 13.55M | 7221 o090 87.08 o:58
TAFS [14] RESNET-12 | 7.99M | 71:98 o0:39 86:58 o0:46
TAFS-DISTILL [14] RESNET-12 | 7.99M | 72:81 o018 87:21 o052

! performs with wide-layer ResNet-12 with Drop-block as a regularizer

Meta-Baseline [28], Classi er-Baseline [28], and EPNet [100] and other methods with

similar or smaller model's size.

In order to evaluate the effectiveness of the proposed task-aware-few-shot approach,
several few-shot learning experiments are conducted with different numbers of related
classes in the tieredimageNet dataset. In particular, the episodic ne-tuning will be im-
plemented with the top-211, top-249, top-293, and top-318 related classes. Additionally,
the few-shot experiments with the least related (e.g., top-233 non-related classes) and ran-
domized classes (e.g., 211 random classes) are conducted to show the effectiveness of the
task-aware method. Table 4.5 indicates the performances of the task-aware few-shot ap-
proach (TAFS) with different settings, as mentioned above. The results show that training
with the top-293 related classes is the best method for both 5-way 1-shot and 5-way 5-shot

classi cation. Additionally, a reduction in performance is observed when the number of

91



Table 4.5 The performance of TAFS with different settings for 5-way 1-shot and 5-way
5-shot classi cation on tieredlmageNet dataset.

TIERED IMAGE NET
M ODEL PARAMS 1-sHOT 5-sHOT
TAFSWITH TOP-318RELATED CLASSES 7.99M 7102 042 | 8526 o048
TAFS WITH TOP -293RELATED CLASSES | 7.99M | 71:98 0:39 | 86:58 o0:46
TAFS WITH TOP-249RELATED CLASSES 7.99M 70:89 o045 | 8565 o052
TAFSWITH TOP-211RELATED CLASSES 7.99M 7011 o045 | 84:86 o:50
TAFSWITH BOTTOM-223CLASSES 7.99M 67:33 050 | 8324 o052
TAFSWITH 211 RANDOM CLASSES 7.99M 6804 o046 | 8355 o052

related classes increases to 318 classes. As the number of related classes reduces from 293
to 211, the performance reduces slightly in both the 1-shot and 5-shot scenarios. Hence,
picking the number of relevant classes is critical to the overall performance of the task-
aware few-shot method. Furthermore, the model with related classes signi cantly outper-
forms models using non-related and random classes. By selecting the relevant classes, the
few-shot model consistently achieves higher performances than models ne-tuning with
the least related or randomized classes. In other words, the relevant classes can enhance
the performance when ne-tuning the few-shot model. Similar to the minilmageNet ex-
periment, the model that ne-tunes with 211 random classes also performs better than the
model trained with the top-223 non-related classes (e.g., bottom-223 related classes). As a

result, using random classes is better than using the least related classes.

4.6.5 CIFAR-FS Experiment

Similar to the experiments on minilmageNet and tieredimageNet, the Whole-Classi cation
network, based on the ResNet-12 architecture, is trainetdf@epochs with a batch size of

64, and the learning rate decays at ep66iior the experiments on the CIFAR-FS dataset.
After pretraining the Whole-Classi cation network, a set®f 2000 source tasks is de-

ned by randomly samplin@0 labels (i.e., the number of classes in the target set) from
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Table 4.6 Comparison of TAFS against state-of-the-art methods for 5-way 1-shot and
5-way 5-shot classi cation on CIFAR-FS dataset.

CIFAR-FS

M ODEL BACKBONE PARAMS  1-SHOT 5-SHOT

MAML [18] CONVNET-4 | 0.11M | 5890 190 7150 1.00
PROTOTYPICAL-NET [90] | CONVNET-4 | 0.11M | 5550 o;70 7200 o060
RELATION-NET [92] CoNVNET-4 | 0.11M | 5500 100 69230 os0
PROTOTYPICAL-NET [90] | RESNET-12 | 7.99M | 7220 o070 8350 o050
SHOT-FREE[114] RESNET-12 | 7.99M | 6920 n=a 8470 n=a
TEWAM [116] RESNET-12 | 7.99M | 7040 n=a 8130 n=a
METAOPTNET [95] RESNET-12 | 12.42M | 7260 o070 84:30 o050
RFSSIMPLE [29] RESNET-12 | 13.55M | 7150 o0  86:00 o:50
RESDISTILL [29] RESNET-12 | 13.55M | 7390 o0  86:90 o:50
IE-DISTILLY [101] RESNET-12 | 9.13M | 7546 oss 8867 oss
TAFS [14] RESNET-12 | 7.99M | 73:47 o0:42 86:82 o0:49
TAFS-DISTILL [14] RESNET-12 | 7.99M | 74:02 o055 87:65 o:58
TAFS-DISTILL 2 [14] RESNET-12 | 12.47M | 75:56 o062 88:95 o0:65

! performs with standard ResNet-12 with Drop-block as a regulafdzestrforms with wide-layer ResNet-12

the entire64 training labels in the CIFAR-FS dataset. Next, the Whole-Classi cation's
encoder extracts the feature vectors fr8nsource tasks and maps them2otarget la-

bels. After modifying the source tasks' dataset with respect to the matching orders, the
"-approximation network for each source task is constructed using the erfcoolethe
Whole-Classi cation network. This-approximation network is used to compute the Few-

shot Fisher Task Af nity Score for each source task to the target task. A few source tasks,
with particular sets of labels, have close proximity to the target task. These source tasks
are considered related tasks. Their corresponding data samples are used to construct the

related training set for episodic ne-tuning.

The performance of the proposed task-aware few-shot approaches (denoted by TAFS)
is illustrated in Table 4.6 fob-way 1-shot and5-way 5-shot on the CIFAR-FS dataset.
Similar to the results from the minilmageNet and tieredimageNet experiments, the task-

aware few-shot approach with knowledge distillation shows a competitive performance
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with IE-distill [101] in 1-shot and 5-shot scenarios. The proposed method also outperforms

RFS-distill [29] and other methods with a signi cantly smaller model.

4.6.6 FC-100 Experiment

Similar to the previous experiment on CIFAR-FS, the Whole-Classi cation network, based
on the ResNet-12 architecture, is trained 00 epochs with a batch size 6#, and the
learning rate decays at epo6b for the experiments on the FC-100 dataset. After pre-
training the Whole-Classi cation network, a set 8f= 2000 source tasks is de ned by
randomly samplin@0 labels (i.e., the number of classes in the test target set) from the
entire60 training labels in the FC-100 dataset. Next, the Whole-Classi cation's encoder
extracts the feature vectors frofhsource tasks and matches them withlabels of the
target task. After modifying the source tasks' dataset with respect to the matching orders,
the "-approximation network for each source task is constructed using the erfcoater
the Whole-Classi cation network. This-approximation network is used to compute the
Few-shot Fisher Task Af nity Score for each source task to the target task. There are only
a few source tasks with particular sets of labels that have close proximity to the target task.
These source tasks are considered related tasks. Their corresponding data samples are used
to construct the related training set for episodic ne-tuning.

The performance of the proposed task-aware few-shot approaches (denoted by TAFS)
is shown in Table 4.7 foB-way 1-shot ancb-way 5-shot on the FC-100 dataset. Similar to
the results from the CIFAR-FS experiment, the task-aware few-shot approach is compara-
ble to IE-distill [101] and RFS-distill [29] in 1-shot and 5-shot scenarios while having 40%
smaller model. The proposed method also signi cantly outperforms other methods with a

smaller model in terms of the number of parameters.
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Table 4.7 Comparison of TAFS against state-of-the-art methods for 5-way 1-shot and

5-way 5-shot classi cation on FC-100 dataset.

FC-100

M ODEL BACKBONE PARAMS  1-SHOT 5-SHOT

PROTOTYPICAL-NET [90] | CONVNET-4 | 0.11M | 3530 o060 4860 o060
PROTOTYPICAL-NET [90] | RESNET-12 | 7.99M | 3750 o60 5250 o:60
TADAM [33] RESNET-12 | 7.99M | 4010 o040 56:10 040
METAOPTNET [95] RESNET-12 | 12.42M | 4110 060 5550 o:60
RFSSIMPLE [29] RESNET-12 | 13.55M | 4260 o070 5910 o0
RFSDISTILL [29] RESNET-12 | 13.55M | 4460 070  60:90 o:60
IE-DISTILLY [101] RESNET-12 | 9.13M | 4465 o077 6124 075
TAFS [14] RESNET-12 | 7.99M | 43:10 o067 60:65 o:62
TAFS-DISTILL [14] RESNET-12 | 7.99M | 44:62 o0:70 61:46 o065

! performs with standard ResNet-12 with Drop-block as a regularizer

4.7 Discussion and Conclusion

First, this section discusses the complexity of the proposed few-shot approach. The com-

plexities of 3 phases from the task-aware few-shot approach are described as follows:

* Phase 1.This phase consists of two steps: (i) Training Whole-Classi cation Net-
work and (ii) Feature Extraction. Each step is performed once, and the complexity

is linear with respect to the samples from the given dataset.

» Phase 2.This phase consists of three steps: (iii) Matching Labels, (iv) Constructing
"-approximation Network, and (v) Fisher Information Matrix. Here, step (iii) is
based on the Hungarian Matching algorithm with the complexit@2), where
n is the number of classes in the source task. Step (iv) is conducted once with a
constant complexity for each source task depending on the size of the training data
from the source task. Next, the complexity of nding Fisher Information Matrices
in step (v) is linear with respect to the number of model parameters since only the

diagonal entries of the matrix are considered. Since all tasks (e.g., source and target
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tasks) are few-shots tasks with only a few training samples, the three steps from this

phase can be effectively implemented in the graphics processing unit (GPU).

» Phase 3.This phase contains only one step: (vi) Episodic Fine-tuning, which is often
used in meta-learning frameworks [18, 30, 89, 90]. Here, the k-nearest neighbor (k-
NN) is used as the clustering algorithm whose the complexity is linear with respect

to the number of samples from the base tasks.

The proposed task-aware few-shot approach primarily consists of linear-complex op-
erations (e.g., ve steps). The most complex operation is in step (iii), where the com-
plexity is O(n®) to match the labels using the Hungarian algorithm. This chapter shows
that the Fisher Task Af nity Score can be utilized in the few-shot learning framework.

In this proposed framework, the task af nity is designed to be asymmetric and invariant
to label permutation (i.e., via matching labels). This task distance helps quickly identify
the related data classes and corresponding samples, which are later used to ne-tune the
few-shot model. Through various experiments in benchmark datasets (e.g., miniimageNet,
tieredimageNet, CIFAR-FS, and FC-100), the task-aware few-shot approach achieves sig-
ni cant improvements over the current state-of-the-art methods in few-shot learning with

a smaller model in terms of the number of parameters.
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Chapter 5

Task-Aware Continual Learning for Image
Generative Models

The task af nity measures have been successfully applied to image classi cation tasks in
neural architecture search and few-shot learning problems. In this chapter, the task of
interest is image generation. Similar to previous applications, the task af nity measure is
applied to fasten the learning process and reduce the required data samgtmsever,

since the image generation tasks have different network structures (e.g., autoencoder [117],
score-based model [118], generative adversarial networks [119]) compared with the image
classi cation's networks (e.g., convolutional neural networks), further analysis is required

in order to evaluate the meaning of the latent space of the generative models. In particular,
the data samples are often mapped into the latent space of the generative models so that
the models can learn the data feature distributions. Subsequently, the features from the
latent space are used to reconstruct the original images and generate new data. Here, the
latent space representative analysis [13] is conducted for the autoencoder. In particular,
the encoder is trained individually classify the features based on the ground truth labels
(i.e., supervised learning). Subsequently, the quantization technique is applied to the latent
space of the autoencoder (i.e., the output of the encoder) to cluster the features into smaller
groups. Each of these groups is shown to illustrate a speci c style of the data class. The
convex combination of the in-between styles also indicates that the feature space of the

generative model is well represented.

Next, a tailored task af nity for generative adversarial networks (GAN) is proposed

1These works are done with the support of Juncheng Dong, Ahmed Aloui, Yi Zhou, Jie Ding, and Vahid
Tarokh.
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based on the Fisher Task Af nity Score computed by the discriminator of the GAN model.
This task af nity measure holds similar properties to the original Fisher Task Af nity
Score, which is asymmetric and mathematically well-de ned. This task af nity is also
used to identify the closest data classes to the target task. The transfer learning frame-
work is proposed in which the conditional GAN model is ne-tuned with the target data
and the labels of the closest class. Additionally, the continual learning framework is intro-
duced, where the replaying method is applied to prevent catastrophic forgetting. Here, the
data samples of the target task are assigned with the combination of the label embeddings
from the closest tasks. This approach helps the conditional GAN model precisely tune
the parameters without signi cantly modifying the other classes. The empirical studies
indicate the ef cacy of the proposed frameworks on various benchmark datasets, such as

MNIST [20], Fashion-MNIST [26], CIFAR-10 [21], CIFAR-100 [21].

5.1 Problem De nition

In order to reduce the training time and the amount of required data samples, transfer learn-
ing approaches [120, 121, 122] have been recently applied to various generative models,
such as autoencoder [117], and generative adversarial networks [119]. In particular, trans-
fer learning methods that choose the particular layers to ne-tune [121] have been widely
used for the GAN model. Additionally, task-related transfer learning [120] has been stud-
ied throughout, in which the closest source task GAN model is utilized to ne-tune the
target task. Here, the &chet Inception Distance (FID) [24] is considered the task simi-
larity measure. In particular, this measure computes the similarity between the source and
the target images. It is also considered the reliable performance metric for evaluating the
quality of generated (synthetic) images from the generative models. However, this measure

does not consider the source model's current state. For example, the target task is closely
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related to a speci ¢ source task based on the FID metric. However, the GAN model of this

source task is not well-trained and can not be used to ne-tune the target task.

To address this issue and provide a more general measurement, a task distance com-
puted in the latent space of the generative model is presented. First, the latent space rep-
resentation analysis is conducted to show that the latent features are meaningful and the
distance measure can be applied to these features. Next, a tailored Fisher task distance
is introduced for the conditional GAN model. This task distance is based on the original
Fisher Task Af nity Score computed using the discriminator from the GAN model. The
experimental studies show the applications of this task distance in both transfer learning
and continual learning scenarios. The conditional GAN models, which utilize the task
af nity and the relevant learned tasks, have shorter training time and a smaller number of

required data samples.

5.2 Latent Space Representation Analysis

This section provides an empirical representation analysis of the latent space of the gener-
ative model (e.g., autoencoder [117]). In particular, a measure of task distance is applied
to the latent space (e.g., hidden features) to identify the similarity between data classes and
samples. The following experiment's results indicate the interpretability of the latent space
features. Here, similar feature vectors, in terms of the proposed similarity measure, are
tented to have an identical style in the original images. For example, the handwritten digit
7 from MNIST dataset [20] can be classi ed into multiple groups based on the handwriting
styles even without the ground truth labels. Lastly, an in-between style image generation

model is proposed based on the above observation.

First, the supervised-encoding quantizer (SEQ) model [13] is introduced, consisting of

an encoder-decoder (e.g., the autoencoder), and a quantizer, as illustrated in Figure 5.1.
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Figure 5.1 The overview structure of the Supervised-Encoding Quantizer.

The SEQ training consists of three steps, described as follows:

1. Training Encoder: The encoder, with a Soft-max layer attached to its output layer,
is trained separately via standard supervised learning. Subsequently, this encoder is

used to extract the embedded features from the input data.

2. Latent Space Quantization The embedded features (e.g.,in the latent space),
which are obtained using the pre-trained encoder, are fed to the quantizer for clus-

tering, as illustrated in Figure 5.2.

3. Fine-tuning Decoder. The decoder is trained individually to reconstruct the original

data samples from the encoded feattgs.e., the output of the encoder).

Several quantization models can be applied to the SEQ model, inclikgimeans, vec-
tor quantization [123], self-organizing map [124], grow-when-required network [125], and
Gaussian mixture models [126]. In this work, tkeneans clustering algorithm [123] is

selected as the quantization technique for the latent space features.
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Figure 5.2 The quantization process of the Supervised-Encoding Quantizer.

5.2.1 Training Encoder

The encoder, derived from the autoencoder model, consists of linear and convolutional
layers. This encoder is trained with labeled data samples in a supervised learning manner.
In particular, a Softmax layer (e.g., classi cation layer) is attached to the output of the
encoder to form a complete classi cation neural network. This neural network is trained
using the labeled data samples with cross-entropy loss and stochastic gradient descent.
After the training, the Softmax layer is removed from the encoder model. Subseqgeuntly,
the encoder is applied to extract the embedding fea@irgem the data sameples. These
features are linearly separable due to the supervised training with cross-entropy loss. In
other words, the feature embedding space is expected to be interpretable based on the given

class labels.

5.2.2 Latent Space Quantization

In the previous step, the encoder maps each data santpla corresponding embedded
featureZ (x) based on the given class label. These features are quantized into groups using
thek-means clustering algorithm [123]. Particularly, the quantizer uses the embedded fea-
turesZ from all data samples as the input and clusters them inti tgeoup, as illustrated

in Figure 5.2. Each group has a center ve@qrfori = 1;2;::;;K. Here, a feature is as-

101



signed to the closest cluster regarding the distance to the cluster's center vector. Hence, this
latent space quantization produces a topological graph. Each cluster consists of the embed-
ded features from the data samples that are related to each other regarding the Euclidean
distance.

Furthermore, by increasing the number of clustérghe clustering algorithm can fur-
ther quantize these data samples into smaller groups. In other words, this unsupervised
quantization process can nd the sub-class (e.g., styles) within a data class. In order to
label these sub-classes (e.g., classify the sub-class groups based on original labels), the
majority voting strategy, called histogram-based labeling, is applied. In particular, each
sub-class cluster is assigned the label with the highest frequencyPeLbe the classi-
cation accuracy of the encoder network achieved in the pre-training ptigsde the
classi cation accuracy of the quantizer, ant a small constant. Since the classi cation
accuracy of the quantizer is upper bounded by that of the encoder, the optimal number of

groupsK is the minimum value oK such thaPq > Pg

5.2.3 Fine-tuning Decoder

Like the encoder, the decoder is derived from the autoencoder model. It consists of linear
and convolutional layers, where the order of layers is the re ected order from the encoder.
Here, the decoder takes the embedded featdrése., the output of the encoder) and
maps them back to the original data. In other words, the decoder aims to reconstruct the
data from the embedded features. The encoder's weights are xed during this phase. The

reconstruction error is described as follows:
L():= kX D (sgE(X)])kK? (5.1)

whereD, are the decoder and its weighEsjs the pre-trained encoder model that com-

presses the data sampksanto embedded featurés, andsgis the stop-gradient operator
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Table 5.1 The clustering performance on training data of the MNIST dataset

DEC IDEC DCEC CAEh SEQ
k-MEANS k-MEANS
86.55 88.06 88.97 95.11 99:74 0:046

which freezes the encoder's weights. The reconstructionlossminimized using the

stochastic gradient descent.

5.2.4 Performance and Interpretability

The proposed SEQ approach is evaluated in this experiment on the MNIST [20], and
fashion-MNIST [26] datasets. Here, three network structures (e.g., linear autoencoders
LAE-2, LAE-4, and convolutional autoencoder CAE-4) are considered for the encoder of

the SEQ and described as follows:
o LAE-2: dens¢€1024) dens¢l28)
 LAE-4: dens€l024) dens¢512) densé256) densgl28)
e CAE-4:con(32 5 5) cony64 5 5) dens€l024) densg€l28)

The quantizer of SEQ is rst evaluated in terms of the clustering performance on the
training dataset with unsupervised learning criteria. The number of clusténghe quan-
tizer ranges froni0to 12Q Table 5.1 indicates the best clustering performance of the SEQ
CAE-4 and other state-of-the-art clustering methods, such as DEC [127], IDEC [128],
DCEC [129], and CAH-, [130]. The results show the ef cacy of the proposed SEQ ap-
proach, whose latent input space is produced by the encoder trained with actual labels.
Moreover, Figure 5.3 shows the performances of quantizers in SEQ models on test data
of MNIST and fashion-MNIST datasets. A& increases, the clustering performance of
these models increases. In particular, for the SEQ CAE-4 model, the accuracy reaches
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Figure 5.3 The clustering performance of SEQ for various the number of clusters on test
data of the MNIST and fashion-MNIST datasets.

the maximum of 99% fok  1000n the MNIST dataset and 91.8% for 1100n the
fashion-MNIST dataset. Additionally, Figure 5.3 shows that the performance improves as
the encoder enlarges in terms of the number of layers (e.g., CAB-AE-4 LAE-2).

Next, the decoder is trained to reconstruct the original data using the quantized embed-
ded features. The top row of Figure 5.4 illustrates the decoded images of the MNIST and
fashion-MNIST datasets usir§ = 50 cluster center vectors. In particular, the decoder
obtains the reconstructed images using the average features within each cluster. Here, the
images reconstructed from the cluster center's feature vectors represent certain styles of
data. For example, digits 1 and 7 of the MNIST dataset are interpreted as multiple differ-
ent styles, as shown in the middle and bottom rows of Figure 5.4 (a). Similarly, the bags

and trousers images from fashion-MNIST can be grouped into multiple styles. Notably,
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Figure 5.4 The decoded images from (Row 1) cluster centers with various styles for each
data class, (Row 2-3) multiple clusters of speci ¢ data styles.

the middle row of Figure 5.4 (b) illustrated three different styles of bags (e.g., bags without
handles, bags with short handles, and bags with long handles). Hence, the SEQ's embed-
ding space is interpretable, and data samples with the same style are clustered together in

the latent space.

5.2.5 Distance in Latent Space

Consider the SEQ model as a graph network where each output node of the graph is the
center clustering point. Assume that the latent space is smooth and continuous. In other
words, the embedded features of the same cluster can be combined and interpolated to

generate the in-between style data samples. Here, a convex combination of three features
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Figure 5.5 The generated data from convex combinations of three embedded features
from (a) the same cluster and (b) different clusters.

is described as follows:

Z= iZi (52)

where 1; ,2 (0;05)and 3=1 ;1 . The newly generated feature is considered to
belong to the same class. Figure 5.5 (@) illustrates the generated data samples reconstructed
from the convex-combined features from three embedded features in the same cluster with
different combinations of coef cients. Here, the three original images (e.g., reconstructed
from the embedded features of the training data samples) are shown in the corner boxes.
As illustrated in Figure 5.5 (a), the newly generated images have precise forms and similar
structures and styles to the original images. Additionally, Figure 5.5 (b) shows the gener-
ated data samples decoded from the convex-combined features of embedded features in the

different clusters using different combinations of coef cients. The generated images indi-
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cate smooth transitions between different image styles in both MNIST and fashion-MNIST
datasets. These images have precise gures and resemble the correct data class. The results
show that the embedded features of similar images (e.g., images in the same class and have
different styles) can be convex-combined to generate in-between style images. The convex
combination can also be considered as the method of applying Euclidean distance to the
latent space. These experiments motivate the following works of applying task af nity to

continual learning for the generative models.

5.3 Task Af nity for Generative Adversarial Network

In the following sections, the Generative Adversarial Network (GAN) [119], and its vari-
ations (e.g., WGAN [131], WGAN-GP [132]) are considered the base structures for the
image generative models. These structures consist of the generator and the discriminator,
which are jointly trained together. The purpose of the discriminator is to identify whether
the images are original or synthetic, while the generator aims to generate synthetic images
as naturally as possible. Lpt denote the data distribution over real samylg, be the

data distribution over the noise inptandpy denote the generator's distribution over data

X. LetG; D be the generator and discriminator of the GAN model. The loss function of the

GAN model [119] is the minimax optimization, which is described as follows:

mcgn mE?xL(G;D) Ex poollogD(X)]+ E; p,»[log(l D (G(2)))]

(5.3)

Ex pollogD(X)]+ Ex pyx) [log (1 D (x))]

5.3.1 Inception Score

The Inception Score (IS) [133] was presented as a metric to evaluate the quality and diver-
sity of images. In particular, it demonstrates the quality of images based on the classi -

cation performance of the pre-trained Inception v3 model [134] on the data samples. The
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formula to compute the Inception Score [133] is described as follows:

IS=exp Ex p,Dke (P(YiX)iip(y)) (5.4)

wherex is image samples from the distributipg, p(yjx) is the conditional class distribu-

tion, p(yjx) = F\l p(Yjx)pg(X) is the marginal class distribution, aidk, (p(yjx)jjp(y)) is

the Kullback—Leibler divergence between the conditional and marginal distribution. Here,
the Inception v3 [134] is a well-trained image classi er that achieves the performance of
more than 78.1% accuracy on the ImageNet dataset [135]. Given the pre-trained model,
this inception score is straightforward to calculate and is shown to be well-correlated with
the human expert's scores. However, it does not consider the similarity between real and

synthetic images, which is an essential aspect in evaluating image generative models.

5.3.2 Fréchet Inception Distance

To estimate the quality of the synthetic images with respect to the original images, the
Fréechet Inception Distance (FID) [24] was proposed as the evaluation metric for GAN
models. In particular, the FID measures thédfret distance (i.e., Wasserstein-2 distance)
between two distributions of imageX,;; X, in the latent space produced by the Incep-
tion v3 [134]. Here, the embedded features are assumed to be multivariate Gaussian, with
( 1; 1) are the mean and covariance correspondingipand( ,; ,) are the mean

and covariance correspondingXe. The formula to compute the &het Inception Dis-

tance [133] is described as follows:
FlD(X 1;X2) =k 1 2k§ + tr 1+ o 2( 1 2)% (55)

wheretr denotes the trace of a matrix. The low FID scores suggest that the images are simi-
lar and their distributions are close, with FH0 indicating the perfect identical. Herg,

and X, are the real and generated synthetic images, respectively. The FID demonstrates
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the similarity measure between real and synthetic images that highly correlates with the
perception of human experts. Thus, it is commonly used as the evaluation metric for the

generated output images of the generative models.

5.3.3 Fisher Task Af nity Score

For a source generative taskand its real datax,, a"-approximation network, which

can generate similar data ¥,, is used to represent the given tasklIn this case, both

the generatoG , and the discriminatoD , are considered the representation networks for
taska. Let taskbbe the target task with corresponding real data Even though the FID
measure can deliver a meaningful similarity distance between two distributions of images
(e.g., source and target images), it can not be directly applied as the task af nity measure
for image generative tasks since it does not capture the state of the generator network [120].
For example, consider a model that is trained to generate images aftbaskas an awful
performance. Consequently, utilizing this model to learn taisknot a good choice, even

though images of taskand taskoare closely similar.

In order to address this issue, a tailored task af nity for the GAN models, called Dis-
criminator Fisher Task Af nity Score, is proposed based on the Fisher Task Af nity Score
computed via the discriminator. Similar to the original Fisher Task Af nity Score, this
measure involves computing two Fisher Information matrices for source and target tasks.
Assume that the source task's GAN is well-trained and considered-#pproximation
network. These Fisher Information matrices found using this network are designed to
demonstrate the closeness between the real data and the generated data. In particular, the
source task's Fisher Information matrix represents the distance between the source original
data and the source synthetic data. Similarly, the target task's Fisher Information matrix
represents the distance between the target original data and the source synthetic data. The

Discriminator Fisher Task Af nity Score is calculated using these matrices as shown in
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Algorithm 7: Discriminator Task Af nity Score
Function dTAS(Xa; Ya; X0 G ;D ) -

Generate datX 4 of class labey, using the generatds

Compute discriminator loss using real dataand generated da¥g with
respect to/, and obtairF,., from the discriminatod |

Compute discriminator loss using real dataand generated da¥ay with
respect tg/, and obtairF ., from the discriminatoD |

1 - -
retumn sfa; i = p Fi2 FX2
: b .

Chapter 2. Its de nition is described as follows:

De nition 9 (Discriminator Fisher Task Af nity Score)Consider the generative tasks
where their dataset has one class label. (Bt; X ;) be the source generative task-dataset
pair, and G, D ,) denote the generator and the discriminator of the source task's
approximation GAN network, respectively. D&j be the source task's data that is gener-
ated by the generatdg ;, and(Ty; X)) denote the target task and its dataset. Egt be

the Fisher Information matrix corresponding to the discriminator loss of real source data
Xa and generated datX ; with source labey,. LetF,;, be the Fisher Information matrix
corresponding to the discriminator loss of real target dXtgand generated datx ; with
source labely,. The Discriminator Fisher Task Af nity Score from the source tagko

the target tasky, is de ned as follows:

1 _
sla; b := p—étr Faa* Fap Z(Fa;a':a;b)l_2 : (5.6)

wheretr denotes the trace of a matrix

Similar to the original Fisher Task Af nity Score de nition, the diagonal Fisher Infor-
mation matrix is involved since computing the full Fisher Information matrix is costly in
the huge space of neural network parameters. The diagonal matrix is also normalized to

have the unit trace. Hence, the Discriminator Fisher Task Af nity Score in equation (5.6)
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can be further simpli ed as follows:

1 i 12 1 X i i 2
slaii=ps Fad Fap = P5 (Fia)? (Fa)™® & (67

whereF " denotes thé" diagonal entry of the Fisher Information matrix. This discrimina-

tor task distance ranges frobrto 1, with the scores = 0 denoting a awless resemblance

and the scors = 1 indicating an immaculate dissimilarity. Based on the de nition, this
task af nity is asymmetric, which satis es the premise that knowledge transfer from a
comprehensive task to a simpler task is more straightforward than vice versa. Unlike the
Inception Score and the &ehet Inception Distance, this task af nity is applicable to var-
lous types of data other than the images. In other words, the proposed task af nity can
represent the distances between the generative tasks from text, speech, and multimodal
datasets. The procedure to compute this task af nity is given in the function dTAS() of
Algorithm 7. In fact, the Discriminator Fisher Task Af nity Score is closely related to
the loss function of the GAN model with the optimal discriminator. Hence, the computed
distances are signi cant and consistent regardless of the current state of the discriminator.
In other words, it only requires a well-trained generator as'tapproximation network

for a task. This property of task af nity is described in the following theorem.

Theorem 3. Given a generative source taakand its"-approximation GAN network (i.e.,

the generatoiG, and the discriminatoD,). Letp,; py respectively denote the real and
the generated source data distributions over samgle Assume that the optimal set of
parameters for the discriminatd® exists for the following loss function of the GAN model:

Z
L(Gs;Da) = Pr (Xa) l0g (Da(Xa)) + Pg(Xa)10g (1 D a(Xa)) dxa (5.8)

Xa

Let taskb be the generative target task with corresponding datalLetF,.,; F,., de-

note the Fisher Information matrix of the discriminag on the source and target tasks,
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respectively. The Fisher Information matrices of the source discrimir@toand its cor-
responding Task Af nity Scoigfa; bj are closely related to the second derivative of the loss

function of the GAN model in which the discriminaf@y is assumed to be optimal.
F r ?L(G;D,) (5.9)

Proof of Theorem 3 The loss function of the GAN model with respect to the discrimina-

tor and its parameterscan be described as follows:
L(Da) = Ex.[logD(Xa)] + Ex,[log (1 D (Xy))] (5.10)

Consider the case where the discriminator aims to identify the generated data samples
of taska with labely = 0 and the real data samples of tdswith labely = 1. In other
words,D (X ,) can be described @s(Y = 0jX,). Similarly,(1 D (X)) can be described

asp (Y = 1jXy). Hence, the loss function of the discriminaly is simpli ed as follows:
L(Da) = Ex,[logp (Y =0jXa)] + Ex,[logp (Y =1jX)] (5.11)

Let p,; pp denote the true distribution of the data from task, respectively. The data

distribution is described as follows:
p(X)=p (y=0jx)pa(X) + p (y = 1jX)pu(X) (5.12)

The Fisher Information matrik,., for taska is computed using the discriminator with
the datax, (i.e., X  X,). Assume that the discriminator is very good and can identify
correctly all data samples. In other worg@s(y = 1jx) = 0. The second derivative of the

discriminator's loss function for taskis described as follows:

r 2La(Da)

Ex x.[r ?logp ()]

Ex x.[r 2logp (y =0jx)]+ Ex x,[r ?logpa(x)]

(5.13)
= Ex x.[r *logp (y = 0jx)] +0

= Faa
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Similarly, the Fisher Information matri,., for taskbis computed using the discrimi-
nator with the datay,, (i.e.,X  Xp). Here,p (y = 0jx) = 0. The second derivative of the

discriminator's loss function for tadkis described as follows:

r 2Ly(Da) = Ex x,[r ?logp (X)]

Ex x,[r ?logp (y = 1jx)]+ Ex x,[r *logps(x)]

(5.14)
= Ex x,[r ?logp (y = 1jx)] +0
= Fap
Thus, the Task Af nity Scores[a; i can be described as follows:
b= P LD T ALy (5.15)
O

This proof indicates that the computations of the Fisher Information matrices using the
discriminator of the GAN model are closely related to the second derivatives of the loss
function of the GAN model. In other words, the resulting task af nity score based on the
discriminator's Fisher Information matrices holds all properties of the standard task af nity
score from the classi cation tasks. The experimental study section also indicates that this
proposed task distance is consistent and stable across different initialization settings of the

GAN model.

5.4 Continual Learning in Generative Adversarial Net-
work

The previous section introduces the tailored task af nity for the conditional Generative

Adversarial Network (GAN). By utilizing this similarity measure, the closest tasks or data

113






