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Abstract

HPC applications generate periodic output bursts for intermediate results, check-

pointing and visualization. For a typical HPC application, when writing a burst its

entire execution is stalled until all data reaches disks. In general, since cores must

idle during a burst, a supercomputer and its I/O system must absorb the output

burst fast to use compute cores efficiently.

This thesis studies the performance of file writes in supercomputer file systems

under production load, including quantitative behavior analysis, component per-

formance profiling and performance prediction modeling. Our target environment

is Titan—the 4th fastest supercomputer in the world—and its Lustre parallel file

stores. The results of behavior analysis and performance profiling can inform file

system configuration choices and the design of I/O software in the application, oper-

ating system, and adaptive I/O middleware systems. Moreover, the predictive model

we build is useful for output performance prediction of supercomputer file systems

in live use.

To quantify the performance behavior of production supercomputer file systems,

we introduce a statistical benchmarking methodology to measure the impact of pa-

rameter choices on burst absorption rates. Our approach combines many samples of

their impacts over time to filter out interference caused by the transient congestion

from competing workloads in the production setting. These samples are also used to

characterize the performance of individual stages and components in the multi-stage
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write pipelines, and their variations over time.

We find that Titan’s I/O system is variable across the machine at fine time scales.

This variability has two major implications. First, stragglers lessen the benefit of

coupled I/O parallelism (striping). Peak median output bandwidths are obtained

with parallel writes to many independent files, with no striping or write-sharing

of files across clients (compute nodes). I/O parallelism is most effective when the

application—or its I/O middleware system—distributes the I/O load so that each

target stores files for multiple clients and each client writes files on multiple targets,

in a balanced way with minimal contention. Second, our results suggest that the

potential benefit of dynamic adaptation is limited. In particular, it is not fruitful to

attempt to identify “good locations” in the machine or in the file system: component

performance is driven by transient load conditions, and past performance is not a

useful predictor of future performance. For example, we do not observe diurnal load

patterns that are predictable.

Beyond the observation of performance variability of Titan, we also notice that:

(1) The mean performance is stable and consistent over typical application run times;

(2) Output performance is non-linearly related to its correlated parameters due to

interference and saturation on individual stages on the path. These observations

enable us to build a predictive model of expected write times of output patterns and

I/O configurations, using feature transformations to capture non-linear relationships.

We identify the candidate features based on the structure of the Lustre/Titan write

path, and use feature transformation functions to produce a linear model space with

135,000 candidate models. By searching for the minimal mean square error in this

space we identify a good model and show that it is effective.
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1

Introduction

Supercomputer file systems are built for the I/O needs of HPC (High Performance

Computing) applications. These applications [10, 12, 13, 47] may run on the scales

of hundreds of thousands of compute cores and produce terabyte-scale output bursts

periodically for intermediate results, checkpointing and visualization. US-DOE (De-

partment of Energy) leadership computing facilities report that HPC applications

generate hundreds of petabytes of science data per year for now and estimate that

this rate will exceed an exabyte per year by 2018 [44]. Trends suggest that HPC

applications are highly likely to generate more and larger output bursts.

For a typical HPC application that produces output bursts periodically, if the

supercomputer I/O system does not absorb its output fast enough, then memory

to buffer the output is exhausted, forcing the computation to stall before it can

output more data. Output stalls leave precious CPU resources underutilized, extend

application execution times and compromise system throughput. Output stalls are

often observed in practice, even with asynchronous writes. As a case study, we

observed on XGC code [11] 1 that in its production runs output times typically

1XGC is an important scientific code that simulates magnetic confinement of plasma in future
fusion reactor designs.
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comprise 7—20% of XGC’s total (wall clock) execution time.

One way to reduce output stalls is to add more memory and disk spindles. Nev-

ertheless, these hardware resources are expensive; and supercomputers are designed

with a careful balance of computational capability and I/O bandwidth capacity. For

example, by the classical Amdahl’s rule a balanced petaflop facility [66] requires 128

TB/s of I/O bandwidth. Technology planning for cost-effective deployments has used

a more austere baseline of 2 TB/s per petaflop [65], and some systems are designed

with even lower ratios.

Therefore, output bandwidth is a precious resource on supercomputers; trends

suggest that this limitation is not likely to change in the near future. The HPC com-

munity recognizes the importance of I/O output performance. Many previous works

study HPC I/O performance. For example, [8, 58] summarize I/O access patterns

across scientific domains and supercomputing platforms; [54, 57, 98] investigate be-

haviors of petascale file systems under various access patterns, I/O configurations

and system conditions. Others propose techniques, tools and middleware systems

to improve I/O performance by reducing metadata operations [55, 74], aggregat-

ing/striping/reordering data streams [17, 44, 49, 56], and other techniques [27, 69,

84]. In summary, these works on I/O performance range from quantitative analysis

on various targets to optimization techniques at various levels.

In this study, we specify tradeoffs of I/O techniques across application settings

and system conditions, and derive principles of petascale supercomputer file sys-

tems with respect to output performance. Our target environment is the production

supercomputer Titan [66], the 4th fastest supercomputer in the world, and its Lustre-

based [95] multi-stage filesystems: Spider and Spider 2 (since 2013).

Like Titan’s I/O systems, supercomputer filesystems are designed to manage

massive writes with parallel pipes across a multi-stage write path. An I/O pipe is

a logical output path from a task (typically occupying one core of a compute node)
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to a specific logical storage unit, sometimes called storage target. Users may initiate

a burst from a number of coordinated compute nodes; the data blocks of the burst

may use different pipes and are stored on different storage targets eventually.

Our goal is to evaluate and predict the performance of Titan’s write path. We

start from characterizing output behaviors of individual stages of Titan and Spider

across various access patterns and different I/O configurations. Next, we profile per-

formance of individual components on the stages of Titan and Spider across settings

and conditions over time. Finally, we build models to predict output performance of

Titan and Spider 2.

1.1 Characterizing Output Behavior

One goal of this thesis is to investigate output behavior of the Titan I/O system

in production mode. A key obstacle to meeting this goal is the dynamic nature

of the production supercomputer environment. In the dynamic environments like

production supercomputers, applications have full ownership of the compute nodes

assigned to them, but the interconnect and I/O system are shared and provide no

performance isolation. The resulting noise makes it difficult to characterize output

behavior of the target machine.

We take a benchmarking approach. Specifically, we use a synthetic I/O bench-

mark tool as a burst generator to characterize behaviors of individual stages of the

target write path. We face three major challenges:

• Benchmark jobs are submitted as regular parallel jobs: we have no control over

locations of the compute nodes of benchmark jobs.

• Concurrent loads share resources on stages of the write path: competing loads

may vary significantly from time to time.

• No monitoring data are collected from intermediate stages of the write path.
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To address these challenges, we conduct studies by using a statistical benchmark-

ing methodology on the target machine. Chapter 3 presents the studies in detail. The

results show that statistical benchmarking can extract a performance “signal” from

noise and randomness of a shared filesystem in live use. It enables us to characterize

the behaviors of individual stages of the target file system across competing loads,

task placements and times. We present results from experiments that focus output

bursts on specific stages of the write path and capture the distributions of perfor-

mance behavior that result, and assess the impact of key configuration parameters

and choices.

1.2 Profiling Component Performance

Another goal of this work is to probe performance of individual components on

the stages of the write path of Titan/Spider2. We target on identifying potential

slow and/or faulty components, which deliver low performance consistently over

time or periodically with temporal patterns. Locating these anomalous components

when they occur can help to enhance the design, deployment and configuration of

supercomputer filesystems. Moreover, the results are also useful for I/O middleware

systems (e.g., ADIOS discussed in §7.3) to guide I/O adaptations at run time. For

example, if a slow and/or faulty storage target is identified with predictable temporal

patterns, ADIOS can adapt data locations to isolate the storage target dynamically

during application executions.

To this end, we focus on output performance of independent pipes 3, which are

collected from the experiments designed for quantitative output behavior analysis

2We conducted experiments on Titan and Spider from January to December 2013, supplemented
with a performance variability study (§4.5) on Titan and Spider 2 in January—February 2017 and
a node locality study (§4.5.1) on Titan and Spider 2 in May—June 2015).

3Independent pipes refer to a type of experiment patterns in which a group of synchronous
compute nodes issue bursts to one or more storage targets with no locking §3.2.6 or striping §3.2.4
applied.
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(see Chapter 3). In Chapter 4, we categorize the relative bandwidths observed at

different pipes to understand how the choice of components affects the aggregate

bandwidths obtained across experiments, times and system conditions. Moreover,

we also use the relative bandwidth measures to quantify the performance of Titan

through time to identify diurnal or weekly patterns.

1.3 Predicting Output Performance

This thesis also discusses modeling and predicting output performance of Titan/Spider

2 under production load. The output rate model provides useful insight into out-

put behavior on leadership-class production supercomputers, and can be helpful to

auto-configure burst parameters such as striping width for best performance.

Moreover, the output model enables predictions of total application run time,

which can assist with supercomputer scheduling. For example, ORNL requires that

submitted jobs include the estimates of wall clock time for use by the scheduler, and

kills jobs that exceed their estimates. For XGC and other key applications, good

models exist for the computation time for the iterations themselves, but the lack

of an I/O model leads researchers to make conservative estimates of job cost (“just

double it”).

A good model of I/O cost can yield much tighter estimates, which can reduce

delays in the job queue and yield more efficient use of resources. These benefits occur

in part because the system may schedule mission-critical jobs and maintenance tasks

in advance, and it may delay dispatching a job whose estimated run time indicates

that the job would conflict with an advance reservation.

Modeling output performance of production supercomputers faces three major

challenges:

• Building models in a highly variable environment. For production supercom-
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puters like Titan, output performance is highly variable due to contention in

the machine over time and across groups of compute nodes, due to transient

system conditions resulting from the production workload [98].

• Extracting effective features to address performance variations of the target

machine resulting from output patterns, I/O configurations, and contention of

stages of the target write path.

• Incorporating noise as a feature. The target environment is a shared write

path: filtering out the variations of noise on performance-correlated parameters

is important for performance studies under production load.

Chapter 5 presents our solution in detail. We take the mean of end-to-end burst

absorption times of an output pattern and I/O configuration as the target of predic-

tive models; we design features according to Lustre’s performance-correlated param-

eters; we propose a systematic modeling methodology to search for the best model

with the minimum MSE (Mean Square Error) from a linear model space built on top

of transformed features.

1.4 Elastic Workflows in Cloud

There is another group of HPC applications, which experience the performance vari-

ability issue during their executions for resource scheduling. These applications are

workflows, representing a large group of applications that are combinations of com-

putations and services with hierarchical computation structures expressed as DAGs

(Direct Acyclic Graphs). In a related project, we choose to execute workflows on

IaaS (Infrastructure as a Service) and manage resources dynamically according to

user-specified SLOs (Service Level Objectives).

In contrast to the supercomputer environment where performance variability

comes from varying competing loads, workflows on IaaS use resources on their virtual
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infrastructures exclusively but also experience a new source of performance variabil-

ity: the computation structures of workflows. Performance variability is the major

challenge of dynamic resource management in workflow executions on IaaS.

We apply our knowledge of production supercomputer filesystems to the prob-

lem of dynamic resource management for workflows on IaaS. Chapter 6 presents this

work in detail. In summary, we make resource plans iteratively. In each iteration, we

perform a resource planning process as a feedback control loop to capture the perfor-

mance variability of workflow executions at run time and use the online information

to make a resource plan accordingly.

1.5 Contributions

Our contributions fall into two categories: (1) We propose methodologies for bench-

marking and modeling output performance of production supercomputer filesystems

(§1.5.1); (2) We derive principles for the next-generation supercomputer filesystem

design, deployment and configuration, and draw conclusions/suggestions on how to

make effective use of I/O middleware systems for I/O output performance improve-

ment and optimization (§1.5.2).

1.5.1 Methodologies

This thesis proposes three methodologies for quantitative performance analysis (Chap-

ter 3) and performance prediction (Chapter 5) respectively.

Statistical benchmarking methodology

This methodology is effective to capture stable and consistent system behaviors under

the uncertainty of production supercomputers. The key idea behind this method-

ology is to perform the same set of experiments repeatedly across locations of jobs’

compute nodes, data locations, transient system conditions and times, and to analyze
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the collected data statistically.

Semi-random sampling method

We introduce a method to build training data for output prediction models. This

method is useful to produce a training dataset with a good coverage on parameter

settings with low benchmarking cost.

Systematic modeling methodology

We present a methodology to train and search for the best model from a linear

model space for output performance prediction. The methodology is useful to locate

good models built with extracted features on multi-stage write paths where limited

information is given.

1.5.2 Conclusions

For the output behavior study, we conclude:

• We find that a small proportion of storage targets (ă 20%) are straggling at

any given interval, but that stragglers are transient: over time, any target may

appear as a straggler for some intervals. Stragglers throttle the write pipelines,

limiting striping bandwidth and reducing the benefits of parallelism.

• As configured on Titan, the Lustre write pipelines do not allow a single client

to obtain the full bandwidth of a storage target. The results suggest that in

the ideal case each client writes to multiple files spread across multiple targets.

• Write-shared files show significantly lower bandwidth. Locking contention in-

jects bubbles into the Lustre write pipeline. These results suggest that in the

ideal case each compute node writes to a different set of files.
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• The I/O performance delivered on Titan is highly variable. Our study sug-

gests that historical performance data and monitoring do not enable adaptive

middleware to locate “good spots” in the supercomputer or in the file system.

Local performance behavior is transient and unpredictable.

• Titan exhibits I/O storms during which all measured targets deliver ă 20% of

their bandwidth to the profiler, presumably due to concurrent bursts by multi-

ple applications. This observation motivates coarse-grained I/O scheduling to

balance loads through time.

• There are no predictable “slack” periods on Titan. We find that observed I/O

performance is not correlated with days in the week and hours in the day.

This property results from the characteristics of HPC applications that may

run continuously over days and weeks and produce regular output bursts. It

suggests that the maintenance tasks on supercomputer file systems should be

well-planned to perform continuously at a low rate to minimize the impact on

applications.

• Delivered aggregate output bandwidth is sensitive to location (density) of a

job’s compute nodes for large bursts, under a static node-to-router mapping

policy adopted by Titan in its internal network configuration.

Moreover, for performance prediction of supercomputer file systems we conclude:

• For typical well-configured output bursts in Titan the congestion effects are

dominated by the primary interconnect, rather than by the I/O system itself.

• At large scale these congestion effects are dominated by self-interference on the

compute interconnect rather than by contention from competing workloads.

Impacts from competing workloads tend to revert to the mean over relatively
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short time scales—tens of minutes—so that it does not affect the average ab-

sorption rate over an execution (hours or more likely days or weeks).

• The impact of self-interference is determined primarily by the number of I/O

pipes configured for the burst. Well-configured bursts spread their output loads

across the storage system so that the target of each I/O pipe is distinct from

all other targets in the burst.

• For Titan, output bandwidth at the storage system and the impact of self-

interference in the interconnect are predictable from a simple model based on

the number of I/O pipes. We gathered data from synthetic probing experiments

that emulate output bursts with a variety of configurations and scales on Titan,

and use this data to train a regression model to predict the performance of

output bursts. We show that the resulting model is precise and accurate in

practice (Chapter 5).

10



2

Background

This chapter addresses the overview of output performance of supercomputer I/O

systems, focusing on: (1) Our target environment: the production supercomputer

Titan and its filesystems Spider and Spider 2 (Atlas) (§2.1), (2) A data absorption

model we introduce to address the impact of output bandwidth on end-to-end ap-

plication execution times (§2.2), (3) Output behaviors of HPC applications these

filesystems serve (§2.3).

2.1 Titan and its Lustre File Systems

Our target environment is Titan, the 4th fastest supercomputer in the world. Titan is

a Cray XK7 machine hosted at OLCF (Oak Ridge Leadership Computing Facility)

and serving scientists in disciplines such as climate science, chemistry, molecular

science, and materials science.

Figure 2.1 depicts the architecture of Titan and its file systems. We conducted

experiments in 2013, 2015 and 2017 respectively on the Spider (2013) and Spider 2

(2015—present) file stores of Titan (see Table 2.1). This section summarizes Titan,
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Figure 2.1: Titan and its Lustre-based File Systems.

Spider and Spider 2 based on materials from [27, 68, 95, 98].

2.1.1 Architecture

Titan is composed of 18,688 compute nodes; these nodes are connected by a 3D torus

interconnect; each node has a 16-core CPU and a GPU: it runs the Lustre software

and serves as both a Metadata Client (MDC) and an Object Storage Client (OSC).

A Metadata Server (MDS) stores metadata of files and objects (e.g., file names-

paces and attributes, object IDs, mappings from files onto objects, etc.) on RAID

devices, called Metadata Targets (MDTs). A Lustre file system is a single names-

pace maintained by one MDS on one or more MDTs. Scientific codes make write

operations periodically; each operation produces a group of synchronous bursts with

each burst stored as an independent file. Thus, for each operation compute nodes

(clients) only communicate with MDS for file create(), file open() and file close() at

the start and the end of the operation.

The compute nodes (clients) access the storage system via a group of I/O nodes

(I/O routers) distributed through the torus interconnect. An external multi-stage

InfiniBand (IB) network called SION (Scalable I/O Network) connects the I/O nodes

to the storage servers. SION is based on Cisco 7024D InfiniBand switches with a

fat-tree topology.
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File
Systems Service Time Partitions

Routing
Policy

I/O
Nodes

Osiers OSTs

Spider Jan.2008–Dec.2013 4 fine-
grained 192 192

336
ˆ
4

Spider 2 Nov. 2013–present 2 fine-
grained 432 288

1008
ˆ
2

Table 2.1: File systems on Titan. A Lustre client (compute node) issues I/O oper-
ations to RAID targets (OSTs) attached to Object Storage Servers (OSSes). The
I/O path traverses the internal interconnect to a selected I/O node, which acts as
a router to forward I/O traffic between the internal interconnect and an external
storage network. In Titan the mapping of compute nodes to I/O nodes is static
(“fine-grained”) when all I/O nodes are functioning normally [27].

Titan configurations bind each compute node to a group of I/O nodes that are

“close” to it in the 3D torus; the I/O node for each request is chosen by a fine-grained

load-balancing algorithm [27]. Thus, for the performance prediction study in 2017

(Chapter 5) an output operation with more compute nodes is likely to use more I/O

nodes.

I/O nodes link Titan’s compute nodes to the Object Storage Servers (OSSes) of

the external file system. In both Spider and Spider 2, each server (OSS) mediates

access to 7 RAID Object Storage Targets (OSTs). To balance the load across OSSes,

both filesystems map sequentially-numbered OSTs across OSSes in a round-robin

fashion. Let M and N represent the total number of OSSes and the total number of

OSTs in the storage systems, N “ 7ˆM . The M OSSes are numbered as pOSS0,...,

OSSi,..., OSSM´1q; the N OSTs are numbered as pOST0, ..., OSTj, ..., OSTN´1q.

Based on the mapping policy, OSTj is attached to OSSi:

i “ j mod M (2.1)

A DataDirect Networks (DDN) controller groups the targets and presents them

to the server as LUNs. Each LUN comprises 48 sequentially numbered targets.

The target numbers are chosen to map adjacent targets to different servers, so that
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Figure 2.2: RPCs and flow control for asynchronous writes in Lustre. The client
sends an RPC for each write to the object server for the target. The server replies to
accept the write and sends a completion notice later when it completes. The client
bounds the number of outstanding RPCs and the total size of outstanding writes to
each target (a configurable “grant”).

striped accesses spread across multiple servers. It follows that 48 different servers

serve portions of each LUN, and that each server directs I/O requests to 7 distinct

LUNs. Each server accesses the shared DDN controller through a dual-port IB card,

with each of the 7 LUNs assigned to one of the two IB ports. As a result the load on

these I/O channels may be unbalanced, as one of the IB ports carries traffic for 3 of

the LUNs and the other carries traffic for 4 LUNs. Section 4.3 returns to this issue.

The 2013 experiments use the Spider file system Widow1 that spans 48 servers

and 336 targets; the 2015 and 2017 experiments use the Spider 2 file system Atlas2

that comprises 144 servers and 1008 targets.

2.1.2 Write Path

We summarize Titan’s write path for ordinary asynchronous I/O. Figure 2.2 depicts

the steps to generate and process a chunk write request on a given target.

A Linux write system call copies data from the user process into page buffers in
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the client kernel’s I/O cache, blocking (stalling) if the amount of dirty data in the

cache exceeds a threshold. The system call path allocates 4KB pages (blocks) in

sequence and aligns the data within the buffers according to their logical offset. We

consider only the case in which the process writes (or overwrites) each block in its

entirety; we do not consider read/modify/write behavior.

As dirty blocks accumulate in the cache, the client (OSC) groups them into chunk

writes. The client targets each dirty block to a specific offset in a specific chunk in a

specific object on a specific OST on a specific OSS, according to the striping policy

summarized above. The client issues concurrent RPC calls to the servers to write

the chunks (or partial chunks) to their targets, releasing the buffers as the writes

complete. A write completes on a target when the data is safe on disk.

The Lustre OSC module manages concurrent write pipelines to multiple servers

and targets. Similarly, each OSS must manage concurrent write pipelines from many

clients. A key challenge is to keep all pipelines flowing whenever there is data to

transfer, throttling them just enough to prevent any buffer overflow.

Lustre clients and servers coordinate to control data flow through the pipelines

for normal asynchronous writes. For example, on Titan each client limits the number

of RPCs in flight on each target to 8. Each client also limits its pending (incomplete)

writes on each target.

Application processes may request synchronous I/O by opening a file with a

specific option flag (O DIRECT). Direct writes use different mechanisms with less

asynchrony [95].

2.1.3 Lustre Data Striping

A file is a sequence of bytes or fixed-size logical blocks. In Lustre, the blocks of each

file are distributed across a fixed set of N storage objects, determined when the file

is created. The objects in the set are numbered in a sequence. The Metadata Server
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(MDS) creates the object set and stores a list of the file’s objects while the file exists.

When a client opens a file it fetches the object list and caches it while the file is open.

When a client grows a file by appending bytes to it, it creates and appends new

stripes as needed. Each new stripe extends the length of the objects in the object

set: the number of objects is fixed for each file, but the objects grow as needed. This

policy differs from systems such as Ceph [96], which grow a file by appending new

fixed-size objects to it.

For a write operation, each burst is stored as a Lustre file on one or more OSTs.

Lustre allows a job to configure three parameters to customize striping: stripe size,

stripe width and starting OST: it first partitions a file into a sequence of stripe size-

byte data chunks, then spreads them in a sequence of stripe width OSTs from the

OST numbered starting OST.

In the simplest scheme, all files created by the job start on the same starting OST

and are consequently stored on the same sequence of stripe width OSTs. Alterna-

tively, a job may use an MPI-IO primitive to stagger the starting OSTs by offsetting

each starting OST by the number of the process that creates the file, as shown in

Figure 2.3. Consider a job with P processes that produces P files (f0, ..., fi, ..., fp´1),

one from each process, and takes OST˚ as f0’s starting OST. According to this policy,

fi starts at the jth OST:

j “ p˚ ` iq mod N (2.2)

2.1.4 Used OSSes and OSTs in a Write Operation

According to Formula 2.2, we can compute the numbers of OSTs and OSSes used in

a write operation (Formulas 2.4 and 2.5). Consider an output pattern that: (1) Have

P bursts with burst size K; (2) Configure stripe size, stripe width and starting OST

as S,W,OST˚ respectively; (3) Apply the starting OST policy in Formula 2.2. Ac-
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Figure 2.3: Striping bursts/files for a write operation. Users set stripe size,
stripe width and starting OST. Each burst is partitioned into a sequence of chunks
with stripe size-byte per chunk; the chunks are distributed round-robin across a
fixed set of stripe width objects (Formula 2.3); the sequentially-numbered bursts are
assigned with a sequence of starting OSTs (Formula 2.2). In this example, the start-
ing OST sequence is tOST23, OST24, ...}.

.

cording to Formulas 2.1 and 2.2, the number of OSTs used per burst (Nper), the

numbers of OSTs (Nused) and OSSes (Mused) used for this operation are given by:

Nper “

#

rK{Ss if rK{Ss ă W

W otherwise
(2.3)

Nused “

#

P `Nper ´ 1 if P `Nper ´ 1 ă N

N otherwise
(2.4)

Mused “

#

Nused if Nused ăM

M otherwise
(2.5)

Chapter 5 builds models to predict output performance on Titan/Atlas2: one

17



of two equal-size partitions of Spider 2. Each partition consists of an MDS with

an attached MDT, 144 OSSes and 1008 OSTs, and is configured in default as:

stripe size=1MB, stripe width=4, and a randomly chosen starting OST. We adopt

the starting OST policy addressed by Formula 2.2, and use Formulas 2.4 and 2.5

accordingly to build and evaluate models (Chapter 5).

2.2 The I/O Burst Model

The objective of this study is to characterize the rate at which the storage system

can absorb client output and further predict client output performance. To motivate

the study we introduce a simple bounded buffer model of the impact of output burst

absorption on application performance.

For the purpose of the model suppose that the system can absorb output at

a constant rate S. In practice the rate S varies according to system parameters,

output sizes and patterns, data layout, hardware capabilities and status, failures,

and competing traffic, to name a few key factors.

Consider a program that runs as P processes/threads on P cores, and executes a

sequence of iterations in a loosely synchronous fashion, in which all cores alternately

compute and output data. To simplify the model, suppose further that computa-

tional load and output are evenly balanced across the processes and iterations. In

each iteration the program computes for time C and then outputs a burst of size W .

We further suppose that the program has at its disposal M bytes of client-side I/O

buffer space (I/O cache) to store its output burst until the storage system can absorb

it. Each process buffers its output from an iteration by copying it into the local I/O

cache; if there is insufficient space in the cache then the process blocks until space is

available (an output stall). The next iteration begins after the previous output burst

enters the cache. Each client node pushes its buffered output asynchronously to the

storage targets to overlap the writes to storage with computation.
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Figure 2.4: The I/O burst model. An idealized iterative application computes for
time C and produces an output burst of size W on each iteration. Each burst enters
a client-side I/O cache (write buffer) of size M . The storage system absorbs output
at rate S, which varies according to various factors.

Given our idealized assumptions we may express the parameters M,W,C, and S

as per core, per node, or globally across the entire job or the entire system.

Real systems and applications may deviate from this simple idealized model in

various ways. For example, the system may delay writes and/or M may vary ac-

cording to the client strategies for managing the I/O cache. Even so, the model is

useful to guide our intuition and estimate the impact of S on output stalls and on

application performance. In particular, output stalls limit core efficiency, which is

the maximum rate x of useful computation normalized to the system’s peak; equiv-

alently, x is an upper bound on mean CPU utilization. With core efficiency x the

computation stalls at rate 1 ´ x, and runtime increases by a factor of 1{x from the

ideal.

Figure 2.4 illustrates the model. The program produces output into a bounded

buffer of sizeM at an average rate W
C

, not counting any output stall time. The storage

system drains data out of the cache at rate S. There are two cases to consider:

Case 1. W
C
ă“ S. The program produces data at an average rate that is slower

than the drain rate. If W ă“ M then the program does not stall. Otherwise, if

W ą M , the program fills the buffer and then stalls until the rest of the burst is

absorbed. The stall time per iteration is W´M
S

.

Case 2. W
C
ą S. The program produces data at an average rate that is faster
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than storage can absorb it. Once the buffer fills, the program reaches a steady state

behavior in which it stalls W´SC
S

per round to throttle the output rate to match the

drain rate. SC is the data drained from the cache during the compute time. W ´SC

is the residual that must be absorbed before the next iteration can begin. The time

to reach the steady state is proportional to M . Once the program reaches steady

state, the value of M no longer matters because the buffer is full at the end of each

iteration, and SC ăM , else we are in Case 1.

It is easy to see that C is immaterial and the maximum efficiency of the system

is given by the ratio of the drain rate to the fill rate. Suppose we normalize the

fill rate to one unit of output data per second. In Case 2 the drain rate is x with

0 ă x ă 1. Then the program produces an excess of 1 ´ x units of output data per

second of useful computation, requiring an output stall of p1 ´ xq{x per second of

useful computation to absorb the excess output. The CPU utilization is then the

compute time (1) over the total time (1 ` p1 ´ xq{x). Thus the core efficiency is

bounded by x.

Anecdotal evidence from the ADIOS group indicates that output performance

observed by real applications is often lower than expected when running at scale.

The result distributions reported in Chapter 3 confirm that delivered performance

of output absorption varies within a wide range on Titan (§2.1). The model is

useful for predicting the impact of low output bandwidths on application runtime.

Applications may compensate by reducing their output frequency, but this presents

a tradeoff of recovery times given the failure rates on supercomputers [78].

2.3 Output Behavior of HPC Applications

It is widely observed from various supercomputer platforms that 50% — 60% of I/O

requests are writes [7, 45]. These write-heavy loads mainly come from outputs of

20



Poloidal 
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Figure 2.5: The XGC decomposition. A 3D tokamak is partitioned to D planes
and a plane is partitioned to P subspaces. In an XGC run, DP tasks produce DP
synchronous bursts for state snapshots on every T1 iterations; D tasks represent D
planes to produce three types of synchronous bursts for diagnostic analysis on every
T2, T3, and T4 iterations respectively.

HPC applications for state snapshots, intermediate results, analysis and visualiza-

tion. This section discusses properties of write-intensive applications.

A large group of HPC applications are numerical analyses or simulations that

compute scientific equations over iterations or timesteps, and may solve different-size

problems in different runs: each run may request a different number of cores, execute

a different number of iterations and produce different data bursts, and produce one

or more types of bursts with different burst sizes and at different burst rates. We

use XGC code as an example to illustrate their behavior.

2.3.1 XGC Code

XGC is a gyrokinetic particle-in-cell code used to simulate tokamak fusion reactor

designs, focusing on the multiscale physics at the edge of the fusion plasma. An
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XGC run is a simulation for a given 3D tokamak—a magnetically confined torus—

that is first decomposed to D poloidal planes with E particles in a plane, and then

each plane is partitioned to P subspaces, each containing E{P particles. Figure 2.5

depicts the decomposition of a typical XGC run.

A run consists of DP identical tasks computing across L iterations and syn-

chronizing at the end of each iteration. Each task runs as a process on a different

core to solve a fixed set of gyrokinetic equations across iterations on particles in a

subspace. Specifically, in each iteration particles are “pushed” by a governing gy-

rokinetic Hamiltonian equation and gathered onto F grid points of a discrete grid,

where the gyrokinetic Poisson or gyrokinetic Maxwell’s equations are solved. The

computation time for each iteration (tc) is fixed and predictable from pD,E, F, P q.

During the run, each task produces a burst (B1) as its state snapshot at the end

of every T1 iterations; a fixed set of D of the DP tasks produce summary outputs for

the D planes (D ă P ), generating three types of bursts (B2, B3, B4) for diagnostic

analysis at the end of every T2, T3 and T4 iterations respectively. For all four types

of bursts, the data for each burst is stored as a file with a unique file name. When

writing a burst, the entire execution is stalled until all data reaches disks.

The burst size of B1 is bounded by the number of particles in a subspace (E{P ):

it preserves fixed-size byte-level data for the grid particle distribution function and

numerical values of features (e.g., electric potential, plasma density, temperature) of

particles in a subspace. The burst sizes for B2 — B4 are bounded by the number

of grid points reported by the set of D tasks (F {D): it contains numerical values of

features of particles on grid points. During an XGC run, particles may die or move,

but in most cases any data imbalance across snapshots or grid points is ignorable:

the burst sizes of B1 — B4 are constant and predictable. We observed in practice

that for XGC runs common per-core burst sizes of state snapshots range from 500MB

to 1.2GB; for diagnosis outputs the burst sizes range from 1MB to 400MB.
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In an XGC run, E and F are given parameters as part of a problem setting;

D, P , L, T1 — T4 are configurable parameters; tc and burst sizes of B1 — B4 are

predictable when the above-mentioned parameters are determined; all parameters

are fixed and known before the run starts. Thus, the end-to-end execution time of

a run (trun) can be computed by summing up times consumed by computation and

four types of bursts across iterations, shown as Formula 2.6.

trun “ tc ˆ L`

L{T1
ÿ

i“1

ti,B1 `

L{T2
ÿ

j“1

tj,B2 `

L{T3
ÿ

r“1

tr,B3 `

L{T4
ÿ

s“1

ts,B4 (2.6)

ti,B1 , tj,B2 , tr,B3 , ts,B4 represent the write times of bursts B1 — B4 at their ith, jth,

rth, sth write operations respectively.

Besides tc, if write times of B1 — B4 are also predictable, trun can be estimated

before a run. The prediction result can help scientists control the cost of their

write operations. For example, scientists usually want to keep the time consumption

for state snapshots within 10% of the execution time of an application run. But

we observed from XGC production runs that the state snapshot cost varies from

7% to 20% of the entire application execution time. Therefore, given the predicted

compute time and output times the state snapshot cost can be controlled by choosing

T1 appropriately.

2.3.2 Properties of Iterative Codes

XGC is representative of a large group of static iterative scientific codes that take

iterative computation structures and produce periodic and predictable bursts [53, 54].

In general, these applications perform iterative scientific simulations on a static multi-

dimensional space and produce one or more types of fixed-size bursts periodically.

Another group of scientific codes, e.g., AMR (Adaptive Mesh Refinement) [4],

may vary computation space across iterations and produce different size bursts at
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different iterations accordingly. We call this group of codes dynamic iterative scien-

tific codes.

This study focuses on output performance prediction and optimization for static

iterative scientific codes. The principles also apply to dynamic codes to the extent

that their burst sizes are fixed and predictable.

Similar to our analysis on XGC code in §2.3.1, presume that each run consumes

tc computation time on each of L iterations and produces a Bi type of burst on every

Ti iterations (i “ 1, 2, ...). We observed from the production supercomputer Titan

and report in §5.1.2 that although output performance of the file system is highly

variable, the mean write time (tBi
) of the burst type Bi is fixed and predictable. As

a result, the end-to-end execution time (trun) of an application run can be predicted

by Formula 2.7:

trun “ tc ˆ L`
ÿ

tBi
ˆ L{Ti (2.7)

Our benchmarks on Titan (see Chapter 3) and on its predecessor Jaguar [98]

show that output performance is highly variable due to contention in the machine

over time and across groups of compute nodes, due to transient system conditions

resulting from the production workload. The delivered write bandwidth may be

distributed across a wide range at small time scales (e.g., shown in Figure 5.3). This

makes it a challenge to predict output performance on production supercomputers.

However, our benchmarks show that periods of severe congestion are generally of

short duration; they are rarely more than tens of minutes—two to three orders of

magnitude lower than application run times (e.g., days and weeks). As a result, the

output burst times that an application observes across its entire execution are highly

likely to regress to the mean. Therefore, in this study, we choose to model the mean

output burst times as a basis to predict application performance (see Chapter 5).
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3

Output Behavior Analysis

This chapter characterizes output burst absorption on Titan (see Section 2.1). We

use a sampling methodology to address challenges in benchmarking a shared super-

computer.

At the time of our study Titan was the third-fastest disclosed supercomputer

in the world, serving multiple user communities. We are unable to reserve it for

exclusive use or replace any part of its system software. We use various configurations

of the IOR benchmark [81] to focus traffic on specific stages of the multi-stage write

path. We analyze distributions of saturation bandwidths across multiple sample trials

in different parts of the machine and at different times. These techniques enable us

to obtain a statistically valid characterization of idealized system performance. They

also enable us to quantify the frequency and severity of adverse events that degrade

performance and/or cause differential performance behaviors. In some cases the

distributions suggest specific causes of the behaviors we observe.
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3.1 A Statistical Benchmarking Methodology

This section introduces a statistical benchmarking methodology proposed to run I/O

benchmarks on supercomputers under production load. The methodology consists

of two parts: focusing writes on specific stages of the write pipeline and statistical

analysis across multiple trials. We use IOR [81], a flexible synthetic benchmarking

tool for parallel file systems with various interfaces and access patterns. We run

multiple IOR instances within a benchmarking harness to coordinate simultaneous

write bursts from multiple processes and nodes, and report delivered bandwidth after

all data reaches the disks.

Our approach is designed to overcome challenges of benchmarking in a production

environment on shared hardware. There is no monitoring in the various stages of

the write path, so we design the runs to focus traffic on specific stages to measure

their performance behaviors. Performance is sensitive to location, but we cannot

control the compute nodes for our runs: the system’s batch job scheduler chooses

them “randomly” for each run. In addition, the runs are subject to interference and

noise from competing traffic and other transient system conditions that we cannot

foresee or detect [56].

To overcome interference noise, we obtain a distribution of measures across sam-

ples of compute nodes, storage targets, time intervals, and other instantaneous sys-

tem conditions. Each experiment is a set of IOR jobs measuring the impact of a

single parameter on delivered bandwidth under some set of conditions. The parame-

ters include the number of compute nodes (N), the number of OSTs (T ), parameters

to the job script such as the number of cores per client, or parameters to the IOR

benchmark such as burst size. Figure 3.1 depicts the structure of an experiment.

• Each IOR execution is an instance of the experiment across a sample of N

compute nodes and T storage targets (OSTs). The instance selects the start
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Figure 3.1: Benchmarking hierarchy. Each experiment produces results of a varying
parameter across clients, servers and targets at different times and associates with a
boxplot graph in Section 3.2.

target randomly. Each process in an instance issues a single write burst. A

burst is a single POSIX write system call, or a loop of write system calls if the

burst size exceeds the maximum 1GB for an individual write. The burst from

each process is synchronized with the other processes using MPI barriers, and

is followed by an fsync, which blocks until all writes in the burst complete.

• Instances execute in sequences called rounds. Each round varies a single pa-

rameter across a range of values, selecting a different value for each instance in

the round.

• Some experiments execute a sequence of rounds called an instance group, vary-

ing the burst size for each round across a sequence of values. This approach

enables us to explore the interaction of burst size with other parameters.

• The results for each experiment are gathered from a sequence of runs, varying

the selection of client nodes. Each run of an experiment is an identical sequence

of rounds (or instance groups). Each run is submitted to the scheduler as a job:

the job scheduler selects the compute nodes, which are then used throughout

the run. Runs are separated in time, e.g., by scheduling delays, which may be

hours or days. We observe that traffic on Titan tends to vary little within a
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run, but may vary significantly across runs. A run is discarded if conditions

change significantly during the run.

Each experiment produces a set of points, each giving the output bandwidth

measured for one instance. The graphs in Section 3.2 use boxplots to display the

quantile distribution and “whiskers” of outliers of sample points. Each boxplot

reports bandwidths of the instances with the same parameter setting, also called

a configuration set in Chapter 5. The plots report output bandwidths using four

different measures over the same data:

• Bandwidth is measured in MB/s per client node.

• Aggregate Bandwidth, measured in MB/s, is bandwidth summed across all

nodes in an instance.

• Effective Bandwidth (EB) is per-node bandwidth normalized to the peak band-

width achievable from the number of targets written by each node.

• Effective Aggregate Bandwidth (EAB) is aggregate bandwidth normalized to

the peak bandwidth achievable from the number of targets written by each

instance.

3.2 Experiments

This section presents the measurements of burst absorption behavior on Titan and

Spider (Widow1). The study is useful to understand the performance behaviors of

the implementation and to build models that predict output absorption bandwidth

as a function of various parameter settings.

The data is based on measurements taken from January to December 2013 on

Spider/Widow1 (Table 2.1). At the time of these experiments, Titan was configured
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so that each client demands its RPC calls to a fixed group of I/O routers, which are

“close” to it [27]. Consequently, in the Titan torus closely located clients are highly

likely to be assigned to the same group of I/O routers.

In this section, each experiment has 200 runs with 3 rounds each: it yields a graph

with multiple boxplots arranged along an x-axis, with one boxplot for each value of

the varied parameter. In a graph, each boxplot contains 600 points associated with

600 instances from 600 rounds of 200 runs, conducted by using the methodology

introduced in Section 3.1.

3.2.1 Pipeline Efficiency

The first experiment evaluates the efficiency of the write pipeline from a single client:

a single process running on a single core to a single target (OST), as a function of

burst size. Figure 3.2 gives the results.

Understanding the boxplot graphs. Figure 3.2 is representative of the box-

and-whisker graphs used to report the results of each experiment. The x-axis shows

the range of values of the single parameter that varies across the instances of the

experiment, as described in Section 3.1. The boxplot for each x-value reports the

distribution of measured output bandwidths, given on the y-axis. The upper and

lower borders of each box are the 25th and 75th percentile values (lower quartile Q1

and upper quartile Q3). The band within each box denotes the median value. The

value Q3-Q1 is the interquartile range or IQR; thus 50% of the y-values reside within

the box, and the IQR is the height of the box. The upper and lower whiskers cover

the points outside of the box, except that the upper and lower bounds of the whisker

do not extend beyond Q3` 1.5 ˚ IQR and Q1´ 1.5 ˚ IQR respectively. All y-values

outside of this whisker range are outliers and are plotted as individual points.

Figure 3.2 shows that single-pipeline bandwidth is sensitive to burst size, and

that the write pipeline obtains its maximum overall bandwidth with a write burst of
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Figure 3.2: Bandwidth of a single pipeline as a function of burst size. This graph
shows results for a single process on a single core writing a single file on a single
target. The peak bandwidths obtain around 70% of the peak saturation bandwidth
of a target (Figure 3.4). Other results (not shown) indicate that more client processes
do not help: the configured write pipeline is not deep enough for one client to obtain
full bandwidth from a target.

2 GB or more. With these burst sizes the pipeline runs at full bandwidth for long

enough to dominate the time to fill and drain the pipeline.

The results suggest that the conservative flow control configuration for output

pipelines on Titan (e.g., at most eight outstanding RPCs per client-target pair)

prevents a single client from obtaining the full bandwidth of the target. Recent en-

hancements for asynchronous journaling (see [69]) may delay the RPC replies from

the targets, requiring a larger number of outstanding RPCs for effective write stream-

ing.

We determined from the multi-core experiment (not shown) that using multiple

cores on a client does not help. In the multi-core experiment, multiple single-threaded

IOR processes run on the same client, each issuing a single output burst to a separate

file on the single target, synchronized with MPI barriers. Using multiple cores from

a client improves the delivered bandwidth by at most 5%.
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Figure 3.3: Template for target saturation experiment. Multiple client processes
focus simultaneous output bursts (with 64MB, 256MB, 1024MB burst sizes) on a
single OST to measure the peak bandwidth of the OST at saturation. Each process
writes a different file on the OST.

Figure 3.2 also shows that many of the trials deliver low bandwidths. The results

show substantial outliers on the low side (3% to 5% of all samples). The next section

shows that they are due to intermittent contention on the Titan interconnect.

3.2.2 Write Bandwidth of an OST

The next experiment uses multiple clients to focus writes on a single target (OST) to

measure the peak bandwidths at target saturation: the OST saturation experiment.

This experiment follows the template in Figure 3.3, in which multiple clients (one

process per client) write concurrent bursts to the same target, synchronized with

MPI barriers. Based on the results, we take 300 MB/s (97.3th percentile) as the

peak OST bandwidth in practice, although a few trials deliver close to the ideal

hardware bandwidth of the targets.

Figure 3.4 shows the peak target bandwidths for varying numbers of clients and

for three different burst sizes. The incidence of the low-side outliers decreases as we

add more clients. We conclude that these outliers result from transient contention on

the Gemini interconnect or I/O routers rather than on any other stage of the write

31



2 4 8 16 32 64 128
0

50

100

150

200

250

300

350

400

No. Clients

A
gg

re
ga

te
 B

an
dw

id
th

 o
f a

n 
O

S
T

 U
ni

t:M
B

/s

Figure 3.4: Write bandwidth of a target (OST) as a function of the number of
clients. For each fixed number of clients, we plot distributions of the observed target
bandwidths for synchronized bursts of 64MB, 256MB and 1024MB from each client
(red, green and blue boxplots respectively, from left to right). The results show
that bursts from modest numbers of clients yield the highest bandwidths. The low-
side outliers decline with larger numbers of clients, suggesting that observed I/O
contention occurs within Titan rather than on SION network, or Spider.

path (including SION network, servers, targets): if the contention appeared in any

part of the write path that is shared among all clients of an instance, then it would

affect instances with larger numbers of clients as well.

To derive the root cause of the outliers we compared bandwidths for all clients

in this experiment. Figure 3.5 presents CDFs of the bandwidths observed by all

individual clients. For small numbers of clients (two and four), the CDFs present

long tails: a large number of clients deliver bandwidths well below the fastest client.

These low-bandwidth clients correspond to the low-side outlier instances for two and

four clients in Figure 3.4. In fact, for this experiment all of the clients in these

slow instances were slow: in these outlier instances all clients deliver low bandwidths

within a difference of 10%. In general, the target shares bandwidth fairly among the

clients. This means that each client’s demand on the Gemini interconnect and/or
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Figure 3.5: Distribution of target bandwidths observed by individual clients for
varying numbers of clients. The data is from the same experiment as Figure 3.4.
The figure shows the CDFs of bandwidths observed by the individual clients with
per-client bursts of 64MB, 256MB and 1024MB (red, green and blue respectively).
The variance drops with more clients: a target deliver the write bandwidth fairly to
the concurrent clients.

I/O routers is smaller for instances with larger numbers of clients. Thus congestion

in the interconnect has less impact on these larger instances.

We dug deeper to examine the locations of the selected clients in the interconnect.

For each outlier instance, the engaged clients are close to each other in the Gemini:

90% of the instances with two clients and 80% of the instances with four clients have

the maximum node distances within one and two hops respectively. These results

suggest that the contention may be local to specific regions of the Titan interconnect

and/or to a specific set of I/O routers. Although the median observed bandwidth is

generally insensitive to burst size in this experiment, the low-side outliers also de-

crease with larger burst sizes. This effect suggests that the contention of interconnect

and/or I/O routers is transient and of short duration.

In this experiment the aggregate data size written to the target scales with the

number of clients. Figure 3.4 shows that as the number of clients writing to a target

increases, the target delivers a lower share of its potential bandwidth (EAB). This

effect is robust across the per-client burst sizes. In this experiment we chose the burst
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multiple clients, 1 core in each 

Intermediate stages 

Targets managed by a server 

Figure 3.6: Template for server saturation experiment. Synchronous client pro-
cesses/cores issue bursts to the sequence of OSTs on a single storage server (OSS)
in a round-robin way to measure the peak output bandwidth from the server. Each
process writes a different file to a target, sized equally for aggregate bursts of 7GB,
14GB and 28GB.

sizes because Figure 3.2 motivates large bursts. However, in this experiment the large

bursts do not help: in a few cases the target delivers even lower bandwidth with

multiple clients than it does with a single client using the same burst size. Moreover,

the experiment presented later in Figure 3.15 shows that much smaller bursts are

more effective with larger numbers of clients: for example, with 128 clients the best

results are obtained with 1MB bursts. Clearly the ideal burst size depends on the

number of clients. In particular, large bursts from many clients trigger a thrashing

behavior in the targets. Figure 3.5 shows that the clients observe the slowdown

uniformly.

3.2.3 Write Bandwidth of an OSS

To determine the peak bandwidth of a server (OSS) we conducted an experiment

in which groups of clients write evenly across targets of a given server: the OSS

saturation experiment. This experiment follows the template in Figure 3.6: the

clients focus synchronized write bursts to the server with aggregate burst sizes of
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Figure 3.7: Write bandwidth of the storage server as a function of the number
of clients. When x value ą7, all 7 targets on the same server are in use, each
target receiving an equal-sized burst from a varying number of clients. For each
given number of clients, we plot distributions of the bandwidths of a server with
simultaneous output bursts of 7GB, 14GB and 28GB aggregate burst sizes (red,
green and blue boxplots respectively, left to right). Large bursts obtain the highest
write bandwidths until the server becomes a bottleneck with 28 clients or more,
similar to the target behavior at saturation in Figure 3.4.

7GB, 14GB and 28GB. The files and bursts are distributed round-robin across the

server’s targets. Figure 3.7 plots the observed server bandwidths as a function of the

number of clients.

In Figure 3.7 the measured peak bandwidth of a storage server (OSS) is 1.247GB/s,

around 0.6 EAB of its seven targets. This result is close to the rated hardware band-

width of the Spider OSS (1.25GB/s) [85], suggesting that in this experiment the

OSS itself is the bottleneck and is leaving the available disk bandwidth of its targets

underutilized. This condition may be a result of limited buffer capacity or memory

bandwidth, or a concurrency limitation within the server.
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Intermediate stages 

16 cores in 1 client 

Target  

…. …. 

Target  Target  Target  

Figure 3.8: Template for striping bandwidth experiment. We issue 16 concurrent
processes (cores) from a single client with each writing a burst to a separate file.
The files are the same size and are striped across the same set of target OSTs
(stripe count) at a granularity (stripe size) of 1MB per OST per stripe, which is
ideal. The number of OSTs varies. Figure 3.9 shows the results.

3.2.4 Output Bandwidth of a Compute Node

The next experiments probe the output bandwidth observed by a single client writing

simultaneously to multiple targets under different servers. These experiments test

fan out parallelism in which the client manages concurrent pipelines to multiple

targets, stressing the client. We compare two forms of fan-out parallelism: (1) writes

to striped files and (2) writes to multiple unstriped files. The purpose is to determine

how effectively a client manages the concurrency to keep all of its pipelines full: to

stream writes, the client must respond to an incoming RPC reply or completion notice

by pushing more output into the pipeline to keep it full. Synchronization bottlenecks

or internal threading limitations may cause reaction delays, leaving bubbles in the

pipeline that reduce delivered bandwidth.

The first experiment follows the template in Figure 3.8: we issue 16 processes

(cores) from a single client with each writing a burst to one of 16 different files

striped across a varying number of storage targets (stripe count) (see Section 2.1.3).

Each stripe stores 1 MB of data per target (stripe size). We determined from other

36



No. Targets
2 4 8 16 32 64

A
gg

re
ga

te
 B

an
dw

id
th

 U
ni

t:M
B

/s

0

500

1000

1500

Figure 3.9: Single-client striping bandwidth as a function of the number of tar-
get OSTs—the stripe width or stripe count, following the experiment template in
Figure 3.8. For each stripe count targets 16 processes (cores) of a client issue 16
write bursts of total size 960MB, 3.75GB and 15GB striped across the targets. The
graph represents the measured bandwidths with red, green and blue boxplots for
each respective burst size, from left to right.

experiments (not shown) that the 1MB per-target (stripe size) and the process count

of 16 are ideal. Those experiments show that delivered bandwidth with striping is

insensitive to stripe size up to 32MB per target (the configured grant size in Lustre),

and then declines; moreover, striping delivers the highest bandwidth from the client

when all cores are writing [98].

Figure 3.9 shows the measured bandwidths from this experiment. The maximum

bandwidth obtained in this experiment is 1.09 GB/s from a 3.75GB aggregate burst

to 16 targets. All median bandwidths are substantially below 1 GB/s. The result

also shows that the delivered bandwidth declines as the client engages more than 16

targets, suggesting that good stripe widths on Widow1 are in the range of 8 to 16

targets.

To determine whether the limitation is related to the client’s handling of striping,
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Figure 3.10: Template for client saturation experiment. Multiple processes (cores)
on a client issue synchronized concurrent write bursts to different target OSTs on
different servers. This experiment probes the output limitations of the client without
the complexity of striping.

we conducted a similar experiment to measure the peak output bandwidth of the

client under similar conditions, but without striping. This experiment follows the

template in Figure 3.10. As in the previous experiment, the client writes synchronized

bursts in parallel across a varying number of targets, but in this experiment each

client process issues its write burst to a file on a single OST, with no striping. Each

process writes to a different file on a different OST on a different OSS from the

others.

Figure 3.11 shows the results. The peak bandwidths are obtained with 12 cores

and 12 OSTs. The client node obtains higher bandwidth than it does using striping:

the client obtains peak bandwidths of more than 1.4GB/s with all burst sizes. This

result suggests that the striping implementation in the client suffers from concurrency

limitations and does not stream writes effectively to its pipelines. However, it is worth

noting that striping performance has improved substantially since our original 2012

study [98] on the Jaguar machine, prior to the Titan upgrade. The Titan nodes show

roughly the same peak output bandwidth as on Jaguar, but the striping bandwidth

has almost doubled. This improvement likely results from client software upgrades
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Figure 3.11: Output bandwidth of a compute node as a function of the number
of targets engaged, using the template of Figure 3.10. The client issues synchro-
nized bursts to multiple files on multiple targets, with no striping: each process
(core) writes to a single target. The observed aggregate bandwidths are shown in
the boxplots for total burst sizes of 960MB, 3.75GB and 15GB (respectively red,
green and blue, from left to right). The client’s peak bandwidths and peak median
bandwidths are 1.43 GB/s and 1.25GB/s, about 30% and 50% higher than obtained
using striping (Figure 3.9).

that introduced a pool of threads to handle RPC load [84].

3.2.5 Many-Pairs Bandwidth and Stragglers

The next experiment probes the aggregate I/O bandwidths achievable on Titan and

the consistency of performance in different parts of the machine. The runs use equal

numbers of clients and targets grouped in client-target pairs: each client runs a

single process that writes a single file on a single target, following the template of

Figure 3.12. At the largest scale we use 336 compute nodes to write to all 336 targets

in the Widow1 storage system on Titan. This experiment uses a burst size of 64 MB.

Figure 3.13 and Figure 3.14 summarize the results. These graphs plot different

views of the same data. Although the raw peak bandwidths (24.2GB/s) are im-
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Figure 3.12: Template for the many-pairs experiment. Each client node runs a
process that issues a 64 MB burst to a separate unstriped file on a selected target.
Each client uses a different target. The bursts are synchronized. We vary the num-
ber of client-target pairs and measure aggregate bandwidth and the bandwidth (or
completion time) for each client-target pair.

pressive with more pairs, the results are highly variable across runs, and the overall

output bandwidth utilization is low.

A key factor in this experiment is the variance in completion times for the pairs.

The bursts for all pairs are synchronized, and the time interval for the aggregate

bandwidth figure is the completion time of the slowest pair. In each instance of the

experiment some pairs complete quickly while others are “stragglers” that limit the

computed aggregate bandwidth.

To quantify the impact of stragglers, Figure 3.14 plots the cumulative distri-

butions of completion times across all client-target pairs for each instance of the

experiment. In all cases, more than 95% of the synchronized bursts complete in 2

seconds, but almost every trial has a tail of stragglers. In the trial, other pairs are

idle while waiting for the stragglers to finish. The impact of stragglers grows as we

increase the number of pairs: both the number of stragglers and their completion

times increase substantially. Stragglers may be caused by bottlenecks in the inter-

connect, and not necessarily in the targets themselves. Using all 336 targets, even
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Figure 3.13: EAB of the many-pairs experiment. This EAB plot shows the ag-
gregate bandwidths obtained following the template in Figure 3.12, as a function of
the number of client-target pairs. The bandwidths are normalized to the nominal
aggregate bandwidth of the targets used in each run. With 200 client-target pairs
the delivered bandwidth falls below 40% of what could be achieved if all targets yield
their expected bandwidths. The effective bandwidths degrade with larger numbers
of pairs.

the completion times of the fastest pairs are noticeably greater, indicating that the

run has triggered congestion in intermediate stages, uniformly affecting all pairs.

Figure 3.14 shows that interconnect bandwidth is a factor, and stragglers gate the

delivered bandwidth. These results reflect substantial problems with load balancing

in large shared production machines. The straggler problem motivates a looser cou-

pling of parallel I/O pipelines. It may also motivate adaptive selection of compute

nodes and targets based on system conditions, if contention effects are sufficiently

regular and long-lived. Chapter 4 addresses this issue.
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Figure 3.14: CDFs of completion times for the instances of the many-pairs exper-
iment. Each subgraph has 600 CDF lines, one for a trial of an instance. Each line
shows the distribution of completion times for the pairs of one trial. Each line of
the five types of instances has 50, 100, 200, 300 and 336 points (pairs) respectively.
It is easy to see that almost every trial has good performance in some parts of the
machine, as well as stragglers that limit the computed bandwidth.

3.2.6 Impact of Write Sharing

The next experiment investigates the bandwidth of a single shared target as a func-

tion of the number of clients writing to it, for both shared files and multiple inde-

pendent files. The experiment is similar to the template in Figure 3.3, except that

we use burst sizes of 1MB, 16MB and 256MB, and add tests for shared files as well.

For the sharing tests each client writes an independent region of the same file.

Figure 3.15 shows that the observed bandwidths with write-shared files are always

lower than those with independent files with the same burst size. Moreover, with

smaller burst sizes the cost of write-sharing increases quickly with larger numbers of

clients. We conclude from these results that write-sharing of files is undesirable if

high output bandwidth is a goal.
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Figure 3.15: Bandwidth of a single target with a shared file as a function of
the number of clients. Three subfigures separately represent the results of 1MB,
16MB and 256MB bursts. In each figure, the red (left) boxes are the results of
the synchronized bursts to a single file on the target; the green (right) boxes are
the results of the identical bursts to independent files on the target. The observed
bandwidths of the shared file with different bursts are consistently lower than those
of independent files. Write sharing reduces delivered bandwidth by up to a factor
of two, due to output pipeline bubbles while a client waits to acquire the necessary
locks.

These results reflect the impact of locking, which is necessary when multiple

clients write-share a file. Lustre uses locking to synchronize accesses to each file

from multiple clients. In particular, Lustre object servers support range locking on

objects at the granularity of 4KB blocks. Lustre grants object locks greedily to

reduce overhead. A client requests an exclusive lock covering the block range of any

expected write. The server grants a lock on the maximal enclosing range that is free

of conflict with any lock held by another client. If the requested range conflicts with

an existing lock, then the server calls back to the lock holder to reclaim the lock

on any conflicting part of the range. The lock holder flushes any pending writes on

the reclaimed range before releasing the lock. This locking scheme borrows from the

approach used in VAXClusters [48].
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4

Component Performance Profiling

This chapter investigates the relative performance obtained from individual compo-

nents in Titan and its storage system during parallel I/O. We analyze and compare

measures obtained from specific components (compute nodes, servers, targets) at

different stages of the Titan I/O system. The goal is to understand the performance

variation within the machine, the temporal patterns of variation, and the degree to

which we can attribute performance issues to specific components.

The analysis uses the same experiment templates as in Chapter 3. We limit our

attention to the subset of experiments in which each file is stored on a single target,

with no striping and no sharing of files among multiple compute nodes. For these

experiments we also measured the write bandwidths observed for each individual

node-target pair in each experiment instance. A pair measure is the output bandwidth

observed from a specific compute node to a specific target during an instance. This

chapter analyzes the dataset of pair measures.
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Figure 4.1: Bandwidth improvement from eliminating stragglers. The figure shows
a cumulative distribution function for bandwidth improvements possible over all in-
stances (samples) of many-pairs experiment (6000 instances). Blue, red and yellow
lines show improvements from eliminating the slowest straggler (blue line) the 2 slow-
est stragglers (red line) and all stragglers (yellow line) from each of these instances
respectively.

4.1 Motivation

Chapter 3 shows that parallel write performance depends on balanced load and bal-

anced capability within the machine. The pairs in each instance synchronize the

start times for their writes, but their completion times vary according to the band-

width obtained by each pair. A straggler is any pair that obtains lower bandwidth

than another pair of the same instance. Since all pairs in an instance transfer the

same amount of data, the stragglers take longer to complete than the faster pairs.

They delay write completion and limit overall performance of parallel I/O because

they continue transferring after other pairs have completed their transfers and idled

at the IOR barrier.

Reducing or eliminating stragglers could improve delivered performance substan-
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tially. We use the data collected from many-pairs experiment (Section 3.2.5) as an

example. Figure 4.1 illustrates the potential effect of eliminating stragglers in the

experiment instances of interest. It shows the bandwidth improvements that these

instances would have obtained if their straggler pairs had kept up with the group. If

we eliminate the slowest straggler from each instance, 60% of the instances improve

bandwidth by more than 5.9%, and the worst 1% of the instances yield improvements

ranging from a factor of 3.04 to 31.98. Moreover, if we remove all stragglers, so that

all pairs of each instance match the fastest pair, then 90% of instances improve by

more than 47.75%, and the worst 1% of instances yield improvements ranging from

a factor of 10.83 to 120.71.

One goal of the analysis is to identify these stragglers and understand their im-

pact on the results, and why they occur. In particular, if some components are

more likely to be members of straggler pairs than others, it suggests that they are

faulty or affected by some persistent load imbalance. Recognizing these anomalies

when they occur can help to enhance system design, deployment, configuration, and

maintenance.

4.2 Methodology

To this end, we compare the relative bandwidths observed at different pairs to char-

acterize how the choice of components affects the bandwidth obtained. We also

characterize the performance of Titan through time to identify diurnal or weekly

patterns.

To compare the full set of pair measures in a uniform way, we introduce a method

to filter out the effects of varying background load through time and parameter

settings that vary across the instances. These parameters include burst size, number

of cores per client, number of storage targets and so on. In this method we use two

measures, each obtaining a set of normalized scores for each component.
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1. Assign each node-target pair pNi, Tjq two scores for each pair measure: LEB

(Lag Effective Bandwidth) and PEB (Pair Effective Bandwidth).

• The LEB score is the pair’s bandwidth normalized to the fastest pair in

its instance. The fastest pair (LEB “ 1) gives a rough measure (a lower

bound) of the performance achievable under the parameters and general

system conditions for that instance.

• The PEB score is the pair’s bandwidth normalized to the fastest pair

measure within similar instances, which share identical parameter settings

but run at different times. Such similar instances form an equivalent

instance set. The fastest pair in a set (PEB “ 1) gives a rough measure

of the performance achievable for the set under ideal conditions: it is the

best observed performance for any pair using those parameter settings.

Both scores are directly comparable across components. For example, if a

component is faulty its LEB/PEB scores are likely to be lower than those of

components that are operating normally.

2. Cluster the LEBs and PEBs by the specific components used for each pair

across all instances and experiments, yielding a component LEB set and a

component PEB set for each compute node and target. For each pair pNi, Tjq,

LEBpNi,Tjq P LEBNi
and LEBpNi,Tjq P LEBTj

, PEBpNi,Tjq P PEBNi
and

PEBpNi,Tjq P PEBTj
.

3. For each node or target, compute the max, median, mean and min of all LEB

measures in the component LEB set and of all PEB measures in the component

PEB set. We use these measures to compare component performance over time

(Section 4.6).
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Figure 4.2: Relative OST performance. LEBs (the left two subfigures) and PEBs
(the right) for each of the 336 storage targets in Titan/Widow1, showing the max,
min, median, and mean of all scores for each target. The leftmost and the rightmost
subfigures plot the results across all experiments; the middle subfigure plots the
LEBs of storage targets from the server saturation experiment, in which clients direct
concurrent bursts across all targets of an OSS. The results show clearly that the target
scores (median and mean LEB/PEB) vary according to the target’s LUN numbering.

4.3 Relative OST Performance

This section use additional data collected from the same experiments as in Chapter 3.

Since we are able to control the selection of targets, we obtained a minimum of 2114

pair samples for each target, with a median of 3652 samples per target. Moreover,

this section investigates 91 equivalent instance sets with 600 instances per set.

To demonstrate the methodology, this section analyzes the relative performance

of the storage targets (OSTs), as shown in Figure 4.2. The median and mean LEBs

and PEBs in Figure 4.2 present two patterns. The OSTs within each block of 48

sequentially numbered OSTs have equivalent LEB scores. However, there are per-

sistent differences between the alternating blocks of 48 OSTs: the OSTs in the first

block have lower performance than the OSTs in the second block, and this pattern

repeats across the 7 alternating blocks of 48 OSTs. The difference in mean/median

LEB scores can be as high as 20% or more. They are most pronounced in the

LEB scores from the server saturation experiments (shown in the middle subfigure

of Figure 4.2).
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These results are consistent with the potential for a load imbalance in the disk

accesses from each server. Recall from Section 2.1 that (at the time of these experi-

ments in 2013) each block of 48 targets constitutes a LUN, that each server accesses

targets in seven distinct LUNs, and that a server’s I/O operations are distributed

across two InfiniBand ports according to the target’s LUN numbering. One port

carries traffic for four LUNs, and the other carries traffic for three. OSTs on the

more heavily loaded ports are slower on average, as reflected by the normalized LEB

and PEB scores.

Moreover, OST 0 to OST 9 have respectively 10% to 3% lower mean/median LEB

and PEB scores than other OSTs on these slower LUNs. This may occur because

programs that do not explicitly select an initial OST for striping may receive OST

0, resulting in heavier load on these low-numbered OSTs.

The emergence of these patterns validates the sampling and analysis methodol-

ogy: they give us confidence that the LEB and PEB scores can capture performance

anomalies and offer insights into component performance. We took further mea-

surements after a 2015 upgrade (see Table 2.1) that addressed this imbalance, and

verified that the effect was no longer present.

4.4 Relative OSS Performance

As described in Section 2.1, an OSS is an intermediate stage on the write path: each

write request for a target is received and served by the OSS that controls the target.

We assess OSS performance indirectly by analyzing the performance of the targets

they mediate. Each pair measure is associated with exactly one target and therefore

with exactly one OSS.

We analyze the relative performance measures for the 48 OSS storage servers

(336 targets) available in Widow1 with the additional data collected from the same

experiments as in Chapter 3. In summary, we obtained a minimum of 2114 pair
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Figure 4.3: CDFs of time intervals and time series. This figure shows the cumula-
tive distributions of time intervals of consecutive pair measures (left) and the time
series lengths of continual pair measures on a component (right).

samples for each target, with a median of 3652 samples per target and 91 equivalent

instance sets with 600 instances per set.

We find that performance of any given OSS varies widely across instances—from

0.07 LEB to 1 LEB and from 0.03 PEB to 1 PEB—but that they exhibit the same

medians for both scores over time. The results suggest that transient load imbalances

are common within the storage system, but that one cannot predict with any accuracy

which servers will perform well or badly at any given time. The differences in relative

performance show no discernible pattern in our dataset.

4.5 Component Performance Variability

To probe the stability of stragglers and further explore the opportunity to locate and

avoid stragglers with adaptive I/O tools (e.g., ADIOS), we design a new experiment

template to quantify the persistence of stragglers. It follows the template of the

many-pairs experiment (Figure 3.12): in each instance N synchronous processes

from N clients write to a sequence of N OSTs. However, in this experiment each

client is paired to one of the N -length OST sequence according to a round-robin
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Figure 4.4: CDFs of low behavior sequences of OSTs. From left to right, each
subfigure shows the CDFs of the time durations of the low-performance periods with
32MB and 128MB bursts respectively; in each subfigure, a line shows the CDF of the
low-performance sequences determined by the quantile threshold t (defined in §4.2).

policy across consecutive instances in a run. In each run, the group of clients, the

candidate OSTs, and the burst size are all fixed. We conducted 8 such experiments

on Titan/Atlas2 with 1008 OSTs (see Table 2.1) from January to February 2017:

in each experiment 126 coordinated clients focus bursts on a different sequence of

126 OSTs with 32MB and 128MB bursts respectively. Figure 4.3 presents that in

this set of experiments the time duration of a run ranges from 0.5—1.7 hours; the

time interval between two consecutive measures in a run ranges from 7—15 seconds.

We expect that these small time-scale measures is sufficiently long and frequent to

depict the performance variability of individual components.

We find that over 99.5% of the LEB/PEB scores of individual compute nodes

and storage targets are within the range in 0.4—0.9 across experiments and burst

sizes. To quantify the stability of performance behavior for individual components

over time, we take a two-step approach:

1. Label a LEB/PEB score of the component as low or normal performance ac-

cording to a threshold: if the score of the component is below the threshold,

51



0 20 40 60 80 100 120

Low Performance Sequence of Nodes with 32MB Bursts, Unit:Second

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

C
D

F

LEB, t=0.05
PEB, t=0.05
LEB, t=0.1
PEB, t=0.1
LEB, t=0.2
PEB, t=0.2

0 20 40 60 80 100 120

Low Performance Sequence of Nodes with 128MB Bursts, Unit:Second

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

C
D

F

LEB, t=0.05
PEB, t=0.05
LEB, t=0.1
PEB, t=0.1
LEB, t=0.2
PEB, t=0.2

Figure 4.5: CDFs of low behavior sequences of compute nodes. From left to right,
each subfigure shows the CDFs of the time durations of the low-performance periods
with 32MB and 128MB bursts respectively; in each subfigure, a line shows the CDFs
of the low-performance sequences determined by the quantile threshold t (defined in
§4.2).

it is considered a low performance measure; otherwise, it is a normal perfor-

mance measure. We determine a threshold according to a chosen quantile

(t) of LEB/PEB scores obtained from each equivalent instance set, i.e., of all

instances with the same parameter setting.

2. Measure the lengths of consecutive sequences of low/normal performance mea-

sures for the component across its time series. Long sequences indicate that

performance states are stable over time; short sequences suggest that they are

not.

We focus on three quantiles: t=0.05, =0.1, =0.2. Figures 4.4 and 4.5 show

the summary of low performance periods for storage targets and compute nodes

respectively. The results suggest that for 32MB (or 128MB) bursts more than 96%

(or 100%) of storage targets and above 98% (or 100%) of compute nodes showing low

performance return to normal within a minute (or 2 minutes). Figures 4.6 and 4.7

show the summary of normal performance periods for storage targets and compute
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Figure 4.6: CDFs of normal behavior sequences of OSTs. From left to right, each
subfigure shows the CDFs of the time durations of the normal-performance periods
with 32MB and 128MB bursts respectively; in each subfigure, a line shows the CDF
of the normal-performance sequences determined by the quantile threshold t (defined
in §4.2).

nodes respectively. The results suggest that for 32MB (or 128MB) bursts above 87%

(or 89%) of storage targets and above 89% (or 90%) of compute nodes delivering

normal performance switch to low within 10 minutes.

Based on these system-wide measurements at small time scales, we conclude that

local performance in Titan’s I/O system is highly variable over time. This high

variability suggests that it is not fruitful to identify “good spots” in the machine or

in the file system for the purpose of improving I/O performance.

4.5.1 Performance Variability and Node Locality

This section probes performance variation across compute node locations. To this

end, we examine the many-pairs experiment again (the template in Figure 3.12) with

16MB and 256MB bursts from each of 1008 compute nodes to a different storage

target. We also extend the methodology to group the runs into sets each comprising

multiple identical runs with the same group of compute nodes, closely spaced in time.

Different sets executed on different groups of compute nodes and at different times.
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Figure 4.7: CDFs of normal behavior sequences of compute nodes. From left
to right, each subfigure shows the CDFs of the time durations of the normal-
performance periods with 32MB and 128MB bursts respectively; in each subfigure, a
line shows the CDF of the normal-performance sequences determined by the quantile
threshold t (defined in §4.2).

Our analysis is based on measurements taken from May to June 2015. We col-

lected 95 sets with a total of 103 runs; a few sets have multiple runs. Each run

comprises 15 rounds of instances with 16MB and 256MB bursts respectively.

To explore the set behaviors for different burst sizes, we estimate the node dis-

tribution of each set by measuring the average path length (L) between the nodes in

all pairs of nodes drawn from the set. A smaller L indicates a more tightly packed

(denser) node set; a larger L indicates a more widely scattered node set. To measure

the distance for each node pair in a set, we choose a common metric, L1 routing

distance: the length of a path between two points in Titan’s 3D torus. For a node

pair at positions px1, y1, z1q and px2, y2, z2q, the distance (d) of the pair is given by:

d “ |x1 ´ x2| ` |y1 ´ y2| ` |z1 ´ z2| (4.1)

The L values of the 95 sets vary from 10.61 to 23.18 hops. To explore the

correlation between output performance and set density, Figure 4.8 plots their EABs

ranked by density, for 16MB and 256MB bursts.
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Figure 4.8: EABs of the 95 sets with 16MB and 256MB bursts ranked by node den-
sity. From left to right, a subfigure reports the boxplots of the EABs of the 103 runs
from the 95 sets with 16MB and 256MB bursts respectively. In each subfigure, the
x-axis represents the 95 node sets sorted by L (defined in §4.5.1); the corresponding
y values summarize the distribution of measured bandwidths (EABs) for that node
set.

Moreover, we also measure the numbers of I/O routers used by the 95 sets ac-

cording to the Titan’s network configuration of I/O routing policy (Table 2.1). In

summary, the 95 sets use 53—149 I/O routers; Figure 4.9 shows the EABs of the 95

sets ranked by the number of used routers, for 16MB and 256MB bursts.

Figures 4.8 and 4.9 show that for 16MB bursts the EABs of all sets are distributed

in a wide range and are only weakly correlated with density and the number of

routers. Small bursts are sensitive to transient contention on the shared intermediate

stages or on the storage servers/targets. However, for the 256MB bursts, the sets with

larger L or with more routers are more likely to deliver higher aggregate bandwidths.

To quantify the behaviors of the sample-size bursts on various set densities and

with different numbers of I/O routers, we further partition the 95 sets based on two

rules:

1. Partition the 95 sets into three ranges of average hop distance: 10.61 — 15

(range 1), 15.01 — 20 (range 2) and 20.01 — 23.18 (range 3), and plot the
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Figure 4.9: EABs of the 95 sets with 16MB and 256MB bursts ranked by the
number of used routers. From left to right, a subfigure reports the boxplots of the
EABs of the 103 runs from the 95 sets with 16MB and 256MB bursts respectively.
In each subfigure, the x-axis represents the 95 node sets sorted by the number of
I/O routers; the corresponding y values summarize the distribution of measured
bandwidths (EABs) for that node set.

EABs for the instances in each range in Figure 4.10.

2. Partition the 95 sets into three ranges according to the number of used I/O

routers: 53—84 (range a), 85—116 (range b) and 117—149 (range c). Fig-

ure 4.11 shows the output bandwidths (EABs) for the instances of the 3 ranges.

Figure 4.10 suggests that, for 256MB bursts, above 80% of the instances in the

L range 1, range 2 and range 3 report „0.4, „0.52 and „0.67 EABs respectively.

Similarly, Figure 4.11 shows that, for 256MB bursts, above 80% of the instances

in the router range a, range b and range c report „0.45, „0.60 and „0.66 EABs

respectively. For the larger bursts the sets with larger L and/or with more routers

tend to deliver higher aggregate bandwidths.

We conclude that while the bandwidth of small bursts is dominated by transient

contention, the performance of large bursts is impaired by denser node sets. Of

course, the job scheduler prefers dense node sets because a densely packed job expe-
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Figure 4.10: CDFs of the instance EABs of the 95 sets with 16MB bursts (left) and
256MB bursts (right). In each subfigure, the lines (blue, red and yellow) depict the
CDFs of the instances examined on the sets with L in three hop ranges respectively:
10.61 — 15 (720 instances), 15.01 — 20 (720 instances), and 20.01 — 23.18 (105
instances).

riences less cross-contention from other jobs on the internal interconnect. However,

denser sets may experience self-contention on the internal interconnect and also are

locked into using a smaller set of I/O routers, since the binding of nodes to routers

is static and determined by node location (Table 2.1). More dispersed sets spread

their loads across a larger portion of the interconnect and a larger number of I/O

routers, and tend to show higher bandwidth accordingly.

Moreover, it is worth noting that for 16MB bursts, the results suggest slightly

better performance for denser node sets. Even dense sets are free of self-contention

for small bursts, and may benefit from the lack of cross-contention in the inter-

connect and I/O routers from other jobs on the machine. Even so, in a busy and

highly contended system like Titan, the transient system conditions on the storage

servers/targets dominates this effect. For longer bursts the transient hot spots in the

storage system tend to cancel out, and the results are dominated by persistent self-

contention in the interconnect and I/O routers. This suggests that the I/O routing
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Figure 4.11: CDFs of the instance EABs of the 95 sets with 16MB bursts (left) and
256MB bursts (right). In each subfigure, the lines (blue, red and yellow) depict the
CDFs of the instances examined on the sets with the number of I/O routers in three
ranges respectively: 53—84 (720 instances), 85—116 (525 instances), and 117—149
(300 instances).

policy could be improved to spread load for large burst. Moreover, in this scenario

I/O adaptive tools (e.g., ADIOS) might be helpful to move and redistribute the load

across the machine.

4.6 Performance through Time

We also use the PEB score to measure performance variations through time, to

identify any predictable or repeating load patterns (e.g., diurnal patterns). We assign

a score for each day of the week and for each hour of the day: the score is the mean

or median of all scores that occurred during that day or hour, across all experiments

from January to December 2013. The dataset has good coverage over days and hours.

There are at least 103131 node-target pair samples for each day of the week, with a

median of 214106. There are at least 32754 instance samples for each hour of a day,

with a median of 61922.

We find that the performance of Titan’s I/O system is stable across days in the
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week and hours in the day: the scores for all days and all hours converge to the

overall median score (0.6). Mondays show the worst overall performance (lowest

score), but the difference is minor.

This finding confirms that the temporal usage pattern of HPC file systems are

notable relative to other common file system settings (e.g., [15]) in that there are

no predictable “slack” periods for rebalancing, backup, consistency scrubbing, or

other maintenance tasks. Ideally, any such maintenance tasks occur continuously

and predictably at an even rate to limit the impact on supercomputer application

workloads, which often run continuously over days and weeks and produce periodic

outputs.
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5

Performance Prediction Modeling

This chapter presents predictive models we build for output performance of the

Titan I/O system (see Section 2.1). These models provide useful insight into output

behavior on leadership-class production supercomputers, and can be helpful to auto-

configure burst parameters such as striping width for best performance. Although

our current study focuses on a petascale file system, we expect that our approach

is also applicable to exascale systems. The current Titan machine approaches an

exascale deployment.

5.1 Motivation

This section discusses burst absorption behavior of the target environment, focus-

ing on the metadata service and the stages of the data write path. The summary

helps us to build a qualitative understanding of output behavior of production petas-

cale filesystems, which serves as a basis to model output performance of petascale

filesystems.
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Metadata Server # Requests Max request processing time (unit:sec) # file open() #Requests from the top ranked app

max Q0.995 median max Q0.995 median max Q0.995 median max Q0.995 median

MDS1 32K 30.6K 28K 16.62 6.09 0.01 30.2K 25.1K 14.9K 29.1K 27.7K 6.2K

MDS2 32.6K 32.2K 27.8K 567.05 0.90 0.006 32.2K 31.9K 21.6K 31.6K 30.9K 1.1K

Table 5.1: Metadata behavior on Spider 2. This table summarizes the logs of the
MDS1 and MDS2 metadata servers of Spider 2, focusing on four parameters: the
total number of requests, the max request processing time, the number of requests
for file open(), the top ranked application by the number of requests. For each
parameter, we report the max, quantile 0.995 and the median. In summary, the load
on the metadata service is balanced and diverse; and response times are small in
most cases.

5.1.1 Metadata Behavior

We summarize the logs of Spider 2’s two metadata servers (MDS1 and MDS2),

collected by MDSTrace [61] and reporting 14-day traces from Sept.10 to Sept.23,

2016. There are 3470 log files with 1735 files per metadata server. Each log file

reports a trace sampled over a 60-second interval, giving the total number of requests,

the number of requests per operation, the max/min request processing time, and the

top ranked application by the number of requests [61]. We expect that the logs have

sufficient coverage to capture the metadata behavior for most applications at OLCF.

Table 5.1 summarizes the logs. We conclude that: (1) The MDS load is bal-

anced: each receives „28K requests/minute (median) and „32K requests/minute at

the maximum. (2) The metadata cost is low and consistent in general: only one

logged request had a processing time over 30 seconds, with 99.5% of requests com-

pleting within 6.09 seconds on MDS1 and within 0.9 second on MDS2 respectively.

(3) The metadata load is diverse: sometimes it is dominated by a single applica-

tion; sometimes it is shared by concurrent loads. (4) The file open() requests are

bursty and often dominate the metadata load: the median numbers of file open() are

14.9K/minute on MDS1 and 21.6K/minute on MDS2 respectively. In some intervals

the file open() requests comprise more than 99% of the overall metadata requests.

In this study, we used a synthetic benchmark that stresses file create/open and
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Experiments Performance-correlated Parameters

Name #nodes (m) #cores (n) burst size (K) stripe width (W )

Saturation of a
client

1 2, 4, 6, 7, 8, 10, 12, 14, 16 64MB, 256MB, 1GB, 4GB 1

Saturation of an
OST

2, 4, 8, 16, 32, 64, 128 1 64MB, 256MB, 1GB 1

Saturation of an
OSS*

2, 4, 7, 8, 14, 16, 28, 32, 56 1 7GB, 14GB, 28GB 1

Performance of
striping

1 16 60MB, 240MB, 960MB 2, 4, 6, 8, 10, 12, 16, 32, 64

Client-OST pairs 1 50, 100, 200, 300, 336 1 64MB 1

Client-OST pairs 2 1008 1 16MB, 256MB, 4GB 1

Table 5.2: Varying parameters for the experiments. In an experiment, a varying
parameter has multiple values. Each specific value set of varying parameters {m,
n, K, W} is a configuration set (defined in §3.1) . This table presents overall 119
configuration sets from 6 experiments. *In Experiment Saturation of an OSS, each
burst size reports the aggregate burst size across all engaged compute nodes.

file writes on Titan/Atlas2 to train and validate the models. Under heavy load

we observed a maximum file open() time“585.38 seconds. As summarized above,

this high response time is rare in practice. The goal of our study is to build a

predictive model for expected output behaviors in practice with low benchmarking

cost. Therefore, we discard the instances that take beyond 30 seconds for file open().

We return to this topic in §5.3.3.

5.1.2 Output Behavior of the Other Stages

We revisited the data of a subset of the profiling experiments (see Section 3.2) with

respect to performance prediction.

Experiments

For each experiment, we use IOR as a burst generator: it coordinates P processes

from m compute nodes with n cores each (P “ m ˆ n) to write P bursts to disks.

Each process runs on a different core and produces a burst of size K as a new file with

stripe width=W. For each instance, we synchronize bursts before write start() and

measure the time from the minimum of write start() to the maximum of write end()

among bursts. As discussed in §2.1, Lustre-based file systems support three config-
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urable parameters: stripe size, stripe width and starting OST. We found and reported

in [98] that stripe size doesn’t affect output performance for its values in 1MB —

32MB, or leads to performance degradation for the values above 32MB. Thus, we

choose 1MB as stripe size and assign a randomly chosen OST as starting OST across

instances for all configuration sets in all experiments.

We focus on 6 experiments (see Section 3.2) and 119 configuration sets (defined

in Section 3.1) with varying parameters m, n, K, W (Table 5.2).

(1) Saturation of a client measures output performance from a single client

to multiple storage targets (OSTs), varying burst sizes and the number of targets.

Figures 3.10 and 3.11 present the experiment template and results respectively.

(2) Saturation of an OST probes the behavior of a single OST, in which

processes from coordinated clients focus bursts on the same OST, varying the number

of clients and burst sizes. This experiment follows the template in Figure 3.3, and

we report its results in Figure 3.4.

(3) Saturation of an OSS investigates the behavior of a single OSS by stressing

the OSTs attached to it by varying the number of clients and burst sizes. Figure 3.6

shows the experiment template, and Figure 5.3 presents its results.

(4) Performance of Striping explores compute node performance variations

on stripe width. In this experiment, we vary burst sizes and stripe width. Figures 3.8

and 3.9 report the template and results respectively.

(5) Client-OST pairs 1 probes behavior of independent pipes by varying the

number of pipes (client-OST pairs). This experiment follows the template in Fig-

ure 3.12, and we report its results in 3.13.

(6) Client-OST pairs 2 extends (5) by varying burst sizes.
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Figure 5.1: The effective bandwidth across 119 configuration sets. Each line
presents the data of the first 30 instances from one configuration set. In a line,
each y value represents the effective bandwidth of the xth instance. It suggests that
for all 119 configuration sets output performance is highly variable across times.

Results and Conclusions

Beyond the discussions in Section 3.2, we also report the benchmarking results in

Figures 5.1, 5.2 and 5.3, and draw four major conclusions.

1. Performance Variability and Stability. In Figure 5.1, we observed from all

of the 119 configuration sets that the effective bandwidth varies significantly from

instance to instance. However, Figure 5.2 suggests that the mean performance of

each set converges rapidly to a steady state. It suggests that the mean output

performance of scientific codes (§2.3) is stable and consistent after a few write oper-

ations/iterations.

2. Performance-correlated Parameters. Figure 5.3 presents the boxplots1 of

1Each boxplot depicts the quartiles of the bandwidths of instances of a configuration set in
an experiment: the bottom, the middle bar and the top of the box represents 0.25, 0.5 and 0.75
quartiles respectively; the box contains the middle 50% of samples (called the interquartile range,
or IQR); the bottom and the top bars below and above the box report the sample bandwidths at
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Figure 5.2: The mean effective bandwidth across 119 configuration sets. Each line
presents the data of the first 30 instances from one configuration set. In a line, each
y value represents the mean effective bandwidth of the first x instances. It suggests
that the mean performance converges to a steady state rapidly for all sets.

Experiment (3). It shows that output performance varies on m,K (Table 5.2). Ex-

periments (1) and (4) (see Section 3.2) suggest that output performance also varies

on n and W . We also categorized the effective bandwidths of specific starting OSTs

across 119 configuration sets, but we did not find a correlation between output per-

formance and starting OSTs. We conclude that output performance of Lustre-based

file systems is correlated to m, n, K, W , as well as stripe size (§5.1.2).

3. Behavior of Non-linearity. Figure 5.3 also suggests that when adding more

clients or writing larger bursts, output bandwidth grows rapidly at the start, in-

creases more and more slowly beyond a modest number of clients, and then declines

after the saturation point. We also observed similar performance declines from other

experiments (see Section 3.2), indicating that this behavior corresponds to the peak

bandwidth capacity of the hardware on individual stages. It suggests that output per-

the low and high 1.5 ˆIQR respectively, the dots on both sides depict outliers.
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Figure 5.3: Boxplots1 of Experiment (3). In this figure, the x-axis represents the
varying number of nodes; each x value has 3 boxplots reporting the bandwidths
of 7GB, 14GB and 28GB aggregate burst sizes (see Table 5.2) from left to right
respectively. It indicates that output performance is non-linearly related to the
number of nodes and the burst size.

formance of multi-stage supercomputer file systems is likely to be non-linearly related

to the performance-correlated parameters: feature transformation techniques [35]

should be considered for models.

4. Noise. Figure 5.2 also shows that different configuration sets present different

mean effective bandwidths. Sets that run during periods of high contention may

receive lower mean effective bandwidths. By summarizing the 119 configuration sets,

we find that: (1) The 119 configuration sets receive the mean effective bandwidths

ranging from 0.52 to 0.89. (2) The noise is inversely correlated to the aggregate

burst size ( 1
mˆnˆK

): larger bursts tend to receive higher bandwidth. (3) The noise

is positively correlated to m: sets with more compute nodes tend to receive lower

effective bandwidth.
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5.2 Modeling Output Performance of Petascale Filesystems

This section presents how to build performance predictive models for the target file

system. In summary, we use machine learning techniques to model the end-to-end

burst absorption time for various output patterns and I/O configurations. In a model,

a time represents the mean of write times (§5.1.2) of a configuration set (defined in

§3.1) across times, iterations and various system conditions.

We design features according to performance-correlated parameters (§2.1 and

§5.1.2), transform them to address potential non-linear relationships between fea-

tures and burst absorption time, introduce a semi-random sampling method to build

training set, and propose a systematic modeling methodology to search for the best

model from a linear model space.

Although the results are limited to the current Titan deployment and configu-

ration, the selected features, methodology, and sampling method are applicable to

other Lustre deployments. Other features may be important for alternative file sys-

tem structures, but we expect our results to be representative of other parallel file

systems in which individual write bursts spread evenly across their selected storage

devices.

5.2.1 Features for a Multi-stage Write Path

In this study, a model describes burst absorption time as a function of features

(independent variables). We choose features that reflect performance variations of

individual stages of the target environment on performance-correlated parameters

(§5.1.2).

Consider an output pattern of a program on a supercomputer that runs P pro-

cesses/threads on m nodes with n cores per node: P “ m ˆ n. The P processes

produce P synchronous bursts with burst size K, each process traveling through the
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Feature Name
Metadata Cost (tmetadata) Titan Cost (ttitan) SION Cost (tsion) Spider 2 Cost (tspider2)* Noise Cost (tnoise)

Node Cost (tnode) Router Cost (trouter) OSS Cost (toss) OST Cost (tost)

Feature Value mˆ n mˆnˆK
m

mˆ nˆK mˆnˆK
Mused

mˆnˆK
Nused

m
mˆnˆK

Table 5.3: Features for the output performance prediction model. In this ta-
ble, all features are addressed by the performance-correlated parameters (§5.1.2):
tm,n,K,W u, following the definitions in Table 5.2. Moreover, both Titan Cost and
Spider 2 Cost can be addressed by two types of features alternatively; Noise Cost is
an optional feature. *: the feature value of tspider2 is mˆnˆK

Nused
.

write path and eventually residing on disks as an independent file. The pattern is

configured as: stripe width “ W (§5.1.2 and §5.1.2). Each specific value set for {m,

n, K, W} is a a configuration set (defined in §3.1).

Therefore, a write operation of this configuration set produces m ˆ n files and

overall mˆnˆK size of data. The data travels through stages of the write path: its

end-to-end time can be computed by summing up its time consumption on separate

stages (features). We list the features below and also present them in Table 5.3.

Metadata Cost (tmetadata) is positively correlated to the number of files produced

by the configuration set: tmetadata „ mˆ n.

Titan Cost (ttitan). Figure 2.1 shows that the target write path has two stages in

Titan: the compute nodes and the I/O nodes (routers). The number of used I/O

nodes is determined by the number of used compute nodes (§2.1). Accordingly, we

can design two types of features to address ttitan: (1) One feature: ttitan; (2) Two

features: tnode and trouter. All of these 3 features can be estimated by mˆnˆK
m

.

SION Cost (tsion) is positively correlated to the aggregate burst size: tsion „ m ˆ

nˆ k.

Spider 2 Cost (tspider2). Figure 2.1 depicts two stages in Spider 2: OSSes and

OSTs. The number of used OSSes (Mused) is determined by the number of used

OSTs (Nused) (§2.1). Therefore, tspider2 can be considered as two types of features:
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(1) One feature: tspider2; (2) Two features: toss and tost. We can approximate tspider2

and tost by mˆnˆK
Nused

, and toss by mˆnˆK
Mused

. Here, Mused and Nused can be computed for

m,n,K,W from Formulas 2.4 and 2.5.

Noise Cost (tnoise). Since our target system is a production supercomputer, we

consider the noise cost as an optional feature (§5.1.2): tnoise „
m

mˆnˆK
.

We can build a predictive model from any candidate feature set that combines

these independent choices for features of the four stages in the target system: two

choices for the Titan stage, two for the Spider 2 stage, and two choices for the

optional Noise feature (include it or not). Therefore, there are 8 candidate feature

sets. For example, we can choose a candidate feature set with 4 features: ttmetadata,

ttitan, tsion, tspider2u, or a set with 5 features by replacing ttitan with tnode and trouter,

or a set with 6 features by adding tnoise.

5.2.2 A Semi-random Sampling Method

A good training set for modeling output performance of a target system should cover

the effects of varying key features. This section proposes a semi-random sampling

method to build the training set with low cost and that satisfies three goals: (1) Cover

various configuration sets; (2) Capture non-linear behaviors on the target machine

(§5.1.2); (3) Separate the stable behaviors of the configuration sets from the noise of

samples in a production deployment.

To achieve these goals, we apply the statistical benchmarking methodology (§3.1).

We use IOR as the burst generator, design a set of model experiments, and follow

the methodology with a few changes:

1. In an instance, we synchronize bursts before file open() and measure the time

from the minimum file open() to the maximum file close() among bursts.
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2. We set the number of Rounds=1, fix m, and vary the other three performance-

correlated parameters (Table 5.2): n, K and W .

3. For n,K,W in a setting, we produce a sequence of random values per parameter

under certain constraints: (1) For n, we produce a fixed number of non-repeating

random numbers in 1—16. (2) For K and W , we first choose a value range, then

partition the range into several continuous intervals, then produce a random number

per interval (details in Table 5.5). For example, we choose K ranging from 1MB

to 2048MB, then partition the range to 2 intervals: 1MB — 256MB, 257MB —

2048MB, then generate a random number from each interval. We use the 2 chosen

numbers as the value sequence for burst size in a model experiment setting. More

details are given by Table 5.5. This process yields configuration sets that are both

representative and random.

4. For each configuration set, we produce a minimum number of instances to achieve

its steady state by making the approximation on the mean observed time with some

reasonable confidence interval. After a configuration set reaches its steady state, we

take the mean across the observed times of its instances and consider the set with

its mean time (t) as a sample for model training and validation.

5.2.3 A Systematic Modeling Methodology

In this section, we search for the best predictive model from a linear model space

built on top of the 8 candidate feature sets (§5.2.1) with feature transformation.

Feature Transformation

Feature transformation, also called feature engineering, represents a group of methods

(functions) that transform a feature to new features for addressing the underlying

nonlinear relationships between features and the target. In this study, we use this

technique to depict the potential nonlinear relationships observed from the target
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Feature Transformation
Function

pq1 log() pq2{3 pq3{4 pq3{2

Transformed Feature mˆ n logpmˆnq pmˆnq2{3 pmˆnq3{4 pmˆnq3{2

Table 5.4: Feature transformation functions. We use 4 types of common transfor-
mation functions (row 1, column 3 — 6). Therefore, for each feature, e.g., Metadata
Cost (row2), we produce 5 types of transformed features: its original feature and
other 4 features transformed by 4 transformation functions respectively.

environment (§5.1.2). For each feature across the 8 candidate feature sets, we take

its original form and also apply 4 common transformation functions on it. Thus, for

each feature we produce overall 5 types of transformed features, shown as Table 5.4.

A predictive model is built on a transformed feature set. Since each feature has

5 transformed features, each of the 8 candidate feature sets produces 5^#features

models, in which #features represents the number of original features in the feature

set. In summary, we search for the best model from a model space with overall

135,000 candidate models.

This section presents how to train a model by using machine learning techniques.

Consider a transformed feature set that consists of y transformed features tTF1, TF2,

..., TFyu. For the target t1, we build the linear model as:

t1 “ α0 `

y
ÿ

j“1

αj ˆ TFj (5.1)

α0 is the intercept, αj is the coefficient of TFj. In this study, training a model

means locating ă α0, α1, α2, ..., αy ą for a transformed feature set tTF1, TF2, ...,

TFyu. Presume that a training set has x samples and transformed set is tTF1, TF2,

..., TFyu. We have:

»

—

—

—

–

t1
...

tx

fi

ffi

ffi

ffi

fl

»

—

—

—

–

tf11 tf12 tf13 . . . tf1y
...

...
...

...

tfx1 tfx2 tfx3 . . . tfxy

fi

ffi

ffi

ffi

fl
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ti is the mean time of the ith sample (§5.2.2), tfij is the value of ith sample’s jth

transformed feature.

We use LinearRegression() method from scikit-learn toolkit [80] to train the

model.

The most intuitive approach is to feed the training set directly to LinearRegres-

sion(), yielding a value set for ă α0, α1, α2, ..., αy ą. We adopt two techniques to

improve result quality: 10-fold cross validation [35, 80] and mean square error (MSE).

10-Fold Cross Validation is an important technique to evaluate model accuracy.

It partitions the training set into 10 equal-size subsets with 9 subsets merged for

training and the last one used as the validation set: it produces the intercept and

coefficients for a model by training the merged 9 subsets and receives a model ac-

curacy measurement by testing it on the validation set. In our study, the entire

cross validation process repeats LinearRegression() 10 times on the same training

set by rotating the validation set across its 10 subsets; for each LinearRegression(),

it produces a value set for ă α0, α1, α2, ..., αy ą and also receives an accuracy mea-

surement. Therefore, a trained model has 10 value sets for ă α0, α1, α2, ..., αy ą

and 10 accuracy measurements. We choose MSE as the accuracy metric and take

the mean values for both intercept/coefficients and MSE for the model, shown as

Formulas 5.2 and 5.3. In the Formulas, i represents the ith LinearRegressionpq

outputs in a model training process.

ă α10, α
1
1, ..., α

1
y ą“ă

10
ř

i“1

αi0

10
,

10
ř

i“1

αi1

10
, ...,

10
ř

i“1

αiy

10
ą (5.2)

MSE 1 “

10
ř

i“1

MSEi

10
(5.3)
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Mean Square Error is an error estimator that is widely used to quantify accuracy

of regression models. Specifically, we use it to measure accuracy of each trained

model: in the ith LinearRegressionpq, we feed the validation set to the trained

model and get a prediction result set ă t11, t
1
2, ..., t

1
x
10
ą. If the means of the observed

times on the validation set are ă t1, t2, ..., t x
10
ą, then we compute the ith model

accuracy metric: MSEi, shown in Formula 5.4.

MSEi “

x
10
ÿ

j“1

pt1j ´ tjq
2 (5.4)

In summary, a trained model is composed of tTF1, ..., TFyu, ă α10, α
1
1, ..., α

1
y ą

and MSE 1.

Algorithm 1 Searching for the best model

1: The Training Set
2: Candidate Feature Sets: ttmetadata, ..., tspider2u, ...
3: Transformed Feature Sets:..., tTF1, ..., TFyu, ...
4: for Candidate Feature Set: 1 Ñ 8 do
5: for Transformed Feature Set: 1 Ñ 5^#features do
6: 10-fold cross validation
7: The training set, LinearRegression()
8: Ñă α10, α

1
1, ..., α

1
y ą,MSE 1

9: if MSE 1 ăMSEmin then
10: tTF1, ..., TFlu

˚ “ tTF1, ..., TFyu

11: ă α10, α
1
1, ..., α

1
l ą

˚“ă α10, α
1
1, ..., α

1
y ą

12: MSEmin “MSE 1

13: end if
14: end for
15: end for

5.3 Experiment

This section evaluates our systematic machine learning analysis on Titan/Atlas2.

We collected measures for IOR bursts with varying parameters for use as a dataset

for training and validation. These bursts ran on Titan at scales up to 16K cores

(1000 nodes) from Aug. 2016 to Jan. 2017.
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Scale pmq Cores per Node
pnq

Burst Size pKq stripe width (pW q)

1, 2, 4, 8,
16, 32, 64,
128, 256,
512, 800

8 from 16 1MB—5MB, 6MB—25MB,
25MB—100MB, 101MB—
250MB, 251MB—500MB,
501MB—1024MB, 1025MB—
2560MB

1—4, 5—8, 9—16, 17—32, 33—
64

1, 2, 4, 8,
16, 32, 64,
128

4 from 16 2561MB—5120MB, 5121MB—
7680MB, 7681MB—10240MB

1—4, 5—8, 9—16, 17—32, 33—
64

Table 5.5: Template for the small-scale and medium-scale samples following the sam-
pling method in §5.2.2. The setting in row1 produces 11 model experiment settings:
each examines on m nodes, varies n cores as 8 non-repeating random numbers in 1
— 16, changes K on 7 random numbers with each from one of 7 continuous intervals,
and alters W on 5 random numbers with each from one of 5 continuous intervals.
Therefore, each setting in row1 produces 8ˆ7ˆ5 samples; the setting in row2 follows
the same rule and has 8 model experiment settings, each producing 4ˆ3ˆ5 samples.

5.3.1 Experiment Data

Output bandwidth is a scarce resource on supercomputers; large scale write opera-

tions are expensive. To generate models with low cost, we chose to focus on training

models with small-scale writes (ď 128 nodes) and testing them on medium-scale

writes (256—800 nodes) supplemented with a modest set of measures from large-

scale writes (=1000 nodes) with representative output patterns.

Consequently, we produce experiment data according to two templates: (1) For

the small-scale and medium-scale samples, we follow the semi-random sampling

method (§5.2.2) and choose intervals for n, K, W , focusing on typical output patterns

and I/O configurations observed from production use; (2) For the large-scale samples,

we use output patterns characteristic of production codes, including XGC (§2.3.1),

PlasmaPhysics, Turbulence1, Turbulence2 and AstroPhysics reported in [53]. We

produced overall 3578 samples. Tables 5.5 and 5.6 present details of the two tem-

plates respectively.
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Scale pmq ăcores per node, burst sizeą pă n,K ąq stripe width (W )

1000 ă1, 59MBą, ă4, 69MBą, ă4, 4MBą, ă4, 1024MBą,
ă16, 23MBą, ă16, 121MBą, ă16, 376MBą, ă16,
750MBą, ă16, 1280MBą

4, 5—100

Table 5.6: Template for the large-scale samples. This template mimics the output
patterns of XGC and other sample production codes in [53], in which ă n,K ą are
given. We choose 2 stripe width for each pattern: stripe width=4 (Titan’s default
configuration) and stripe width = a random number in 5 — 100 (typical configura-
tions). This template produces overall 18 samples.
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Figure 5.4: Model evaluation. From left to right, 3 subfigures present accuracy of
the models (Table 5.7) on 3 test sets produced by 256, 512 and 800 nodes separately
by following the row1 template in Table 5.5. Each test set has 280 samples; in each
subfigure, a line plots 280 error measures (ε) for a model on a test set; in a line,
samples are sorted along the x-axis based on the observed mean write time (t). It
suggests that, Modelbest is generally most accurate for all 3 test sets for t ě 5.

5.3.2 Model Evaluation

This section evaluates: (1) Effectiveness of the features (§5.2.1), (2) Usefulness of

feature transformation (Table 5.4), and (3) Accuracy of the model located by the

systematic modeling methodology (§5.2.3).

To this end, we use a training set with 2720 samples produced by 1 — 128 nodes

according to the two settings in Table 5.5; we perform the systematic modeling

methodology on 135,000 models across 8 candidate feature sets (§5.2.1) and pinpoint

the model (Modelbest) with MSEmin; we also process the methodology on 625 (54)

models from the candidate feature set with 4 features and locate the best model
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Model Name Cost Intercept tmetadata tnode (ttitan*) trouter tsion toss tost (tspider2*) tnoise

Modelbest 44.46 minutes 0.65
-0.19 0.005 4.64´7 1.00´9 0.002 0.15 -0.58

log() pq3{4 pq3{2 pq3{2 pq1 log() pq3{2

Modellocal best 0.18 minute 3.04
-0.51 0.0004 1.65´5 1.32´5

log() pq1 pq1 pq3{2

Modeloriginal 0.0003 minute 1.03
-0.001 0.0002 0.0002 ´4.13´6 0.003 -0.0004 -2.16

pq1 pq1 pq1 pq1 pq1 pq1 pq1

Table 5.7: Three selected models defined in §5.3.2. In this table, features are defined
in §5.2.1 and given in Table 5.3; Modelbest and Modeloriginal have the same 7 features
with different feature transformation functions; Modellocal best has 4 features. For
each model, we report its cost, intercept and features; for each feature (column 4-
10), we report its name, coefficient (a numeric value) and feature transformation
function (Table 5.4). *: Modellocal best’s features.

(Modellocal best) for the set; we train the model (Modeloriginal) from the Modelbest’s

candidate feature set and with all original features. In summary, we address three

models: Modelbest, Modellocal best, Modeloriginal, shown in Table 5.7. Besides present-

ing models, Table 5.7 also reports the cost consumed to generate a group of models

and select the best from the group: for Modelbest and Modellocal best, the cost includes

the time to train all models from the space of 135,000 candidate models and the space

with 625 models respectively; for Modeloriginal, the cost is the time to train the single

model.

We use relative true error (ε) to quantify model accuracy. If the observed mean

write time of the ith sample is ti and its prediction result is t1i then its εi is:

εi “
t1i ´ ti
ti

(5.5)

Thus, εi ą 0 suggests that ti is over estimated; εi ă 0 suggests that ti is under

estimated; }εi} quantifies prediction accuracy: smaller }εi} indicates higher accuracy.

We focus on two thresholds: }ε}=0.2 and “ 0.3.

We evaluate Modelbest, Modellocal best and Modeloriginal on 4 test sets, plot the

results in Figures 5.4 and 5.5, and draw 4 major conclusions below.
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1. The identified features are effective predictors of output burst perfor-

mance. Figure 5.4 shows that, for a model on a test set with t ě 5, 63.28% —

96.51% and 76.84% — 98.84% of samples report }ε} ď 0.2 and ď 0.3 respectively.

Similarly, Figure 5.5 shows that, for a model with t ě 5, 43.75% — 56.25% and

62.5%—75% of samples report }ε} ď 0.2 and ď 0.3 respectively. It suggests that all

3 models are generally accurate across all 4 test sets if a write operation takes ě 5

seconds: the features we choose are effective to capture output behavior of the target

environment.

2. Feature transformation is useful. Figures 5.4 and 5.5 also suggest that

Modelbest is generally more accurate than Modeloriginal for all 4 test sets: feature

transformation is useful to address non-linear relationships between output perfor-

mance and its features under linear regression.

3. The modeling methodology identifies good models. For t ě 5, Modelbest

is most accurate for all 4 test sets. Moreover, for Modelbest on a test set with t ě 5

in Figure 5.4, 83.05% — 96.51% and 89.83% — 98.84% of samples report }ε} ď 0.2

and ď 0.3 respectively; for Modelbest in Figure 5.5, 56.25% and 75% of such samples

report }ε} ď 0.2 and ď 0.3 respectively. It suggests that the methodology locates

the best model from the model space; the best model is highly accurate.

4. Limitations. When t ă 5, all models are less accurate. This is likely results from

two issues: (1) Titan is noisy. For short bursts, highly parallel writes are vulnerable

to transient system conditions that are less likely to be reflected in the small-scale

samples in the training set. (2) Error estimator biases to longer bursts. According

to Formula 5.4, the model searching process searches for the model with minimum
ř

pt1´ tq2. Therefore, it tends to identify models that perform well for samples with

large t. We leave the followup study on this as our future work.
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Figure 5.5: Model validation on the large-scale samples. The test set has 18
samples; a line plots 18 error measures (ε) for a model; in a line, samples are sorted
along the x-axis based on the observed mean write time (t). It suggests that Modelbest
is generally most accurate.

5.3.3 Metadata Anomaly

To address the expected behavior of Titan/Atlas2, we decided to discard the anoma-

lous instances given how rarely they occur. An instance is considered anomalous

if it consumes ą 30 seconds on file open() (§5.1.1). The 35,404 instances in our

benchmark data showed 17 anomalous instances. These occurred across a range of

configurations and scales (number of nodes, cores, and files) with no detectable pat-

tern. It is possible that a larger dataset would reveal a correlation with scale. We

leave a more detailed study for future work.
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6

Elastic Workflows in Cloud

This chapter addresses the design of dynamic resource management systems for work-

flows on IaaS (Infrastructure as a Service). In contrast to managing the shared re-

source of I/O bandwidth in supercomputer environment (Chapters 3, 4 and 5), IaaS

in cloud allows domain scientists to perform HPC applications on virtual infrastruc-

tures with exclusive and dynamic use of resources. On IaaS, a user rents a virtual

infrastructure over the Internet, varies the infrastructure scale on her demands, and

accordingly is charged in a pay-as-you-go manner. Specifically, users may rent vir-

tual infrastructures to perform workflows, ranging from sorting/ranking to ad-hoc

business queries [67, 87], to large-scale machine learning analytics [6, 22, 91], and to

scientific simulations and modelings [5, 16, 40, 60].

To manage elastic workflows, we introduce two dynamic resource management

systems proposed for different problem settings and supporting different SLOs (Ser-

vice Level Objectives). This chapter sketches the background of workflow execu-

tions on IaaS (§6.1), a resource management system for workflow executions on IaaS

with resource efficiency: WIRE (§6.2), another system designed to manage work-

flow executions for deadline-constrained cost minimization: WISDOM (§6.3), the

79



implementation status (§6.4), related work (§6.5) and conclusion (§6.6).

6.1 Background

6.1.1 Concepts and Terms

In cloud computing, when a user chooses IaaS as her cloud service, she chooses to

host her computations and services on a rented virtual infrastructure, called a virtual

cluster or a slice [18]. A slice is a set of slivers, each sliver a VM instance or a software

container (e.g., a docker container [59]). A cloud provider may offer several types of

slivers (e.g., small, medium and large VM instances). For a provider, sliver is the

charging unit and the resource allocation unit.

Slices are resizable. Cloud providers, such as Amazon EC2 [2] and ExoGENI [75],

allow users to add/delete slivers on their slices via a group of slice management APIs.

Accordingly, users may build tools on top of these provider-specific APIs to resize

slices automatically and repeatedly. These tools are slice controllers that usually sit

outside of slices and negotiate with cloud providers about slivers on behalf of users.

For a given type of sliver, different providers may choose different charging units

ranging from a minute (e.g., Google ComputeEngine [34]) to an hour (e.g., Amazon

EC2 [2]).

In principle, a slice may host multiple concurrent workflows managed by one

or more workflow frameworks [71] 1, and may expand across physical machines,

racks, cloud sites and cloud providers. In this study, we focus on characterizing and

examining the fundamental rules and principles on the design and development of

elastic workflow management systems. We limit our attention to the setting where

a slice hosts a single workflow execution managed by a single framework.
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Figure 6.1: Architecture of an elastic workflow on IaaS. On a slice, a workflow
framework is deployed across slivers in a master-worker mode to host a run and to
manage resources of slivers on the slice; a run is managed by a workflow master and
consists of a DAG and a group of tasks, each task running as a process or a JVM
instance on a slot of a worker; each worker may have one or more slots with each
slot hosting one task execution at a time; worker is the resource charging unit and
the resource allocation unit.

6.1.2 Architecture

Figure 6.1 depicts the architecture of an elastic workflow managed by a generic

workflow framework.

A run is the concretization of a workflow logic 2. Each run consists of a group

of processes running across slivers on a slice in an automatic manner. Each process

performs the executable of a task. Runs are managed by workflow frameworks; in a

run, task is the resource scheduling unit.

Like Hadoop Yarn [92], Spark [101], Dryad [42] and Condor [39], a workflow

1A workflow framework, abbreviated as a framework, is a software stack that consists of a group
of system functions to drive and monitor workflow executions.

2A workflow logic is a template for runs of a workflow. Different runs may have different input
data but share the same workflow logic.
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framework performs as a task scheduler and a resource management system that is

built as a master-worker paradigm with a central framework master and a group of

workers, which are also called resource manager and node managers respectively for

some frameworks. On a slice, the framework master runs as a process or a JVM

instance on a sliver to manage workers on a slice; a worker runs as a daemon on a

sliver to manage the sliver resources; a sliver may have one or more slots (containers)

with each slot hosting one task execution at a time. A worker notifies its framework

master of its joining/leaving, and makes periodic updates about its status in between

via a heartbeat protocol. In summary, under management of a framework master a

run performs as a job managed by a workflow master (job manager) according to a

DAG.

A workflow master is a framework library that runs as a process or a JVM instance

on a slot of a worker, and performs two major functions:

1. Drive a run. It enforces the order of task executions according to a run-specific

DAG, fires ready-to-run tasks, monitors life cycles of task executions, detects

and/or tolerates task failures.

2. Manage task-slot assignments for Hadoop and Spark workflows3. It represents

ready-to-run tasks to negotiate with the framework master, receives a slot

list as its assignment, ships task executables to the assigned slots, starts task

executions and reports their completions to the framework master.

6.1.3 DAG

In a run, the workflow master fires tasks based on an execution plan that is structured

and expressed as a directed acyclic graph (DAG).

3Condor makes another design choice: the workflow master submits the ready-to-run tasks to
the framework master, called Condor Scheduler, and then the framework master lets each task
advertise itself to workers. This scheduling process is called matchmaking [73].
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Figure 6.2: A DAG example. This figure presents a simple DAG: it has 6 stages,
each represented by a box with the same colored nodes; a node represents a task, an
arrow between two nodes represents a task dependency; at a stage (e.g., Stage X),
tasks have the same executable code; across frameworks, task dependencies are built
at stage level (discussed in §6.1.3).

Figure 6.2 gives a simple DAG example. A DAG comprises nodes, arrows, and

boxes; a node represents a task; an arrow connecting two nodes represents a task

dependency; a box represents a stage in which same-colored tasks share the same

executable. Task dependencies are built at stage level. In other words, tasks at

the same stage may have different predecessor/successor tasks, but their predeces-

sor/successor tasks come from the same stages. We call this type of stage-bounded

dependency a stage dependency.

Stage dependencies are determined before a run starts. For Pegasus-Condor

workflow runs, task dependencies are also determined before a run starts. For Hadoop

and Spark workflow runs, the task dependencies of a stage are determined during

task executions at the predecessor stages (e.g., task dependencies from a Map to a

Reduce stage) or determined by a partition function and managed by the workflow

master (e.g., task dependencies from a Map/Reduce stage to a Map stage).

In this chapter, we address elastic workflow management systems developed on

top of Condor, and expect that the system design principles, the performance pre-

diction mechanisms, and the resource management policies can be easily applied to
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other frameworks: different workflows may come from different domains and choose

different workflow frameworks, but share the same challenges (§6.1.4) and properties

(§6.1.5) under the context of resource management on IaaS.

6.1.4 Challenge: Performance Variability

Performance variability is the major obstacle to building dynamic resource systems

for workflows. According to the root causes, we summarize the variability into two

categories: DAG-based variability and run-based variability.

DAG-based Variability

As discussed in previous sections, workflow runs are executed according to their

DAGs (§2.1.1); a run comprises a group of tasks, which can be categorized into

stages in the run-specific DAG (§6.1.3). For the same workflow logic, task execution

times vary from stage to stage in a run and from task to task in a stage.

1. Cross-stage. In a run, different stages perform different functions with different

executables4. Accordingly, different stages may have different numbers of tasks and

task execution times. For example, we observe from sample workflows on Condor

and Hadoop that: in a run, the number of tasks of a stage may differ by two orders of

magnitude; the mean task execution time of a stage may vary from several seconds

to several dozen minutes. In addition, Xu et al. reports in [99] that this type of

variability is also normal for Spark workflows.

2. Load Skew Issue. For a stage in a run, tasks process different input data and

may consume different times to complete accordingly. This intra-stage performance

variability (load skew), is widely observed from workflows across frameworks [1, 14,

51, 72].

4Some iterative analytics [6, 22, 91] may repeat stages in a run. Therefore, for these workflow
runs some stages may have the same executables.
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In summary, DAG-based performance variability is common for workflows across

frameworks; this variability comes from the workflow-specific computation structures

and is new to the existing elasticity management systems built on the loads with

predictable temporal patterns [9, 26, 33, 63, 83, 97]; it motivates us to develop

elastic workflow management systems which predict upcoming loads according to

run-specific DAGs and with online information.

Run-based Variability

For the same stage in a workflow logic, task executions are highly variable from run

to run since different runs may have different input data sets, perform on slices with

different types of slivers (e.g., different VM instance types), and/or co-locate with

different competing loads.

1. Data Set. For a given workflow logic, different runs may have different input

data sets with different data sizes. [93] reports that, for Spark workflows, runs across

data sets may consume different end-to-end execution times and may have different

best resource provisioning plans. Moreover, we observe from Hadoop and Pegasus-

Condor workflows and report in Table 6.1 that, for a stage, task execution times are

highly variable across runs5.

2. Sliver Type. A task with the same input data consumes different execution

times in different runs when running on slices with different types of slivers since

different types of slivers have different resource combinations (e.g., memory and

storage sizes and bandwidths, etc.) and are likely to deliver different performance

accordingly. For example, [93] shows that on Amazon EC2 different types of VM

5We use two measures in the table: Effective Mean TET (effective mean task execution time)
and Effective STD TET (effective standard deviation of task execution time.). For runs of a
workflow logic across input datasets, we take the mean and STD of task execution times of a stage
for each run; then normalize the mean and STD of a stage of a run to the minimum mean and STD
of the stage across runs respectively.
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Workflow Name Montage TPCH-4 TPCH-18

Workflow Framework Condor Hadoop Hadoop

Number of Stages 9 8 10

Input Dataset Size 4MB, 8MB, 1GB, 10GB, 12GB 5GB, 10GB, 20GB, 40GB 5GB, 10GB, 20GB, 40GB

Effective Mean TET 1.0 — 1509.25 1.0 — 7.84 1.0 — 4.23

Effective STD TET 1.0 — 1310.83 1.0 — 4.30 1.0 — 21.05

Table 6.1: Variability of task executions across datasets. This table presents a sum-
mary of task executions of three sample workflows: Montage [77], TPCH-4 and
TPCH-18 [88]. We report the ranges of effective mean TETs and effective STD
TETs5 of stages of the 3 sample workflows across input datasets. The results sug-
gest that, across datasets of all three sample workflows, task execution times vary
little at some stages and vary significantly at some others.

instances have different per-core network bandwidths. Moreover, we also observed

from the ExoGENI [75] cloud sites that different types of VM instances have different

per-core memory bandwidths.

3. Interference. A task with the same input data may take different execution

times in different runs due to interference variation from different co-located loads

across runs. For example, [24, 25, 26, 28] report that interference from co-located

applications may impact workflow performance significantly.

In summary, for a workflow logic task execution times are highly variable across

runs; this variability makes previous resource management systems (e.g., Jockey [29]),

which predict loads according to job statistics collected from previous runs, become

insufficient to predict task executions; it motivates us to predict load flows at run

time with online information.

6.1.5 Opportunity

Adaptation control is a longstanding problem in control theory; MAPE (Monitor-

Analyze-Plan-Execute) feedback loop [41] is introduced as a control model for auto-

nomic and self-adaptive systems. In this study, we build elastic workflow manage-

ment systems on MAPE. This section discusses the properties of workflows, which
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make MAPE-based dynamic resource management systems possible.

1. Workflow executions are monitored. Figure 6.1 shows that workflow ex-

ecutions are monitored by their workflow masters. Besides enforcing the order of

task executions, a workflow master also monitors lifecycles of task executions. For

example, like Hadoop, Spark and Condor, frameworks support counters [3], logs [39]

and kickstarts [23] to profile task executions for fault tolerance and user debugging.

Specifically, for each task the workflow master measures its CPU time and start/end

times, samples memory usage over time, records input/output data sizes, etc. In this

work, we collect the performance-related information of tasks and use it to predict

task executions.

2. The load flow of a run is predictable. A workflow run is executed accord-

ing to its DAG that specifies stage/task dependencies before the run starts (§6.1.3).

Thus, the load flow of a run is predictable. For example, Jockey [29] simulates work-

flow executions before they start based on DAGs and job statistics from previous

runs. In this study, we build a workflow simulator (§6.2) and a MIP (Mixed Inte-

ger Programming) engine (§6.3) to predict upcoming load periodically according to

DAGs and runtime information.

3. Task executions times are comparable. For a workflow logic, its runs across

input data sets have the same task executables and stage dependencies, which makes

the runs comparable in the times of task execution and data transformation [93].

Based on this comparability, Ernest [93] proposes a linear regression model to pre-

dict the performance of advanced analytics. In this study, we focus on resource

management for tasks in a run and explore the comparability of task executions ac-

cordingly: tasks at the same stage are comparable; we build policies and models to

estimate task execution times based on online information collected from peer tasks
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at the same stage.

We construct two MAPE-based systems for elastic Pegasus-Condor workflows

based on a common underlying framework. We modify ADAMANT (Adaptive Data-

aware Multi-domain Application Network Topology) system [76]. ADAMANT is a

slice management system, which modifies slices in response to application demands

via AMQP (Advanced Message Queue Protocol) communication channels. We run

our systems on ExoGENI cloud sites to manage slices elastically and iteratively. We

extend ADAMANT, Pegasus and Condor as described below. WIRE and WISDOM

execute a basic MAPE loop over a sequence of fixed time intervals:

1. Monitor task executions;

2. Analyze performance-related information to predict task execution times;

3. Make resource plans based on the prediction/simulation results;

4. Execute the plans by representing workflows to add/delete resources.

WIRE and WISDOM differ primarily in the resource planning policy for Step

3. WIRE reacts to predicted resource demands by adjusting the slice to maximize

resource efficiency. WISDOM executes an optimization model to hit a completion

time target at minimum cost.

6.2 WIRE

This section addresses the design of WIRE, a MAPE-based workflow management

system, which serves workflow executions on IaaS with dynamic resource manage-

ment in an iterative way. The objective of WIRE is to maximize the resource uti-

lization for any given resource charging unit (§6.1.1).
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6.2.1 Assumptions

In WIRE, we assume that:

(1) At any given time, WIRE hosts a single workflow run managed by our frame-

work on a slice with homogeneous slivers from a single site (§6.1.1).

(2) On a site, each type of sliver has a fixed and given charging unit (cu): cu is

the price charged for using a sliver in time interval u. For a workflow logic,

different runs may perform on different sites and use multiple types of slivers

with different cu.

(3) Before a run starts, its DAG is determined (§6.1.3): stages, tasks, and task

dependencies are all fixed and given 6.

(4) During a run, WIRE maintain a run state, including execution times of all

tasks of the run. Users may input an initial guess or the data from previous

runs as the state before a run starts. WIRE updates the state iteratively with

online information (§6.2.2).

6.2.2 Architecture

Overview

Figure 6.3 presents the WIRE architecture. WIRE comprises two components: task

predictor and workflow simulator. In short, WIRE runs as a daemon on a slice and

makes resource allocation decisions iteratively with online information.

Task Predictor

In a workflow run, WIRE predicts upcoming load and makes resource plans in an

iterative way. In each iteration, WIRE executes the MAPE loop (§6.1.5), in which

6WIRE is developed for Pegasus-Condor workflows, in which task dependencies are determined
before a run starts ( §6.1.3).
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Figure 6.3: Architecture of WIRE

task predictor executes two major functions: (1) Collect performance-related data

for tasks (§6.1.5); (2) Predict task execution times and update the run state.

Specifically, task predictor pulls the performance-related data from counters, logs

and kickstarts by calling a framework’s APIs; runs policies and models to predict

execution times of incomplete and unstarted tasks; updates the run state with pre-

diction results.

Performance-related data. For a stage with incomplete/unstarted tasks, we col-

lect execution times, running times (for incomplete tasks) and input sizes for its

tasks.

Task performance prediction. For an incomplete/unstarted task i at stage Sj,

we predict its execution time (ti) according to the data collected on its own and peer

tasks at Sj with one of the five policies below.

1. No task at Sj starts: don’t update ti in the run state.

2. Sj has running task/tasks and no completed task: don’t update ti in

the run state.
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3. Sj has completed task/tasks and task i is not ready-to-run (its input

data is not available): take the mean of execution times of the completed

tasks and update it as ti.

4. Sj has completed task/tasks, task i is ready-to-run, and its input size

equals to task l (execution time tl) at Sj: update tl as ti.

5. Sj has completed task/tasks, task i is ready-to-run, and its input size

differs from any completed task at Sj: run an online gradient descent

model [36] to predict ti and update it in the run state.

Online gradient descent method is a machine learning technique, introduced to

train models with continuous data streams. In this study, we adopt this method

to address the dynamism of task completions in a run: we build an online gradient

descent model for each stage and update the training sets of the models iteratively.

Workflow Simulator

After task predictor updates the run state, workflow simulator is invoked to perform a

discrete event simulation (DES) based on the current resource allotment, the current

predictions of task run times, the run-specific DAG, and the run state. Specifically,

workflow simulator loads the above-mentioned data, performs the simulation for a

given time interval (t), and outputs upcoming tasks in t as the simulation result

eventually.

Next, we run a resource-conserving policy on the simulation result to determine

the number of slivers on a slice in t. We introduce this policy to maximize the

utilization of slivers on a slice during each charging interval.
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Parameter Description

Tgiven time interval between now and the given deadline

#tasks number of running and unstarted tasks in the DAG

ti predicted execution time of task i

Table 6.2: Parameter summary of a MIP state. A state consists of numerical values
of Tgiven, #tasks and ti. Moreover, it also produces dependency constraints shown
in Formula 6.6. Here, task i is a running or unstarted task; for a running task, ti
represents the remaining time to complete.

6.3 WISDOM

This section presents the WISDOM design. Our goal is to build WISDOM as a

workflow management system that guarantees workflow completions for given time

constraints with the minimum cost. In contrast to WIRE (§6.2), WISDOM also

executes a MAPE loop iteratively for resource planning, but in each loop it performs

a MIP model instead of a workflow simulator to make the resource allocation decision.

6.3.1 Assumptions

In WISDOM, we assume that:

(1) Before a run starts, its DAG is determined: the stages, the tasks and the task

dependencies are all fixed and given.

(2) An imperfect guess on task execution times of the run is given: it may come

from the previous runs with different datasets [29] or from the prediction results

of small-scale datasets [93].

(3) Each workflow run has a MIP state (see Table 6.2). Before a run starts, its MIP

state is given as an imperfect guess on task execution times; WISDOM updates

the state with predicted task execution times based on online information.
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Figure 6.4: Architecture of WISDOM

6.3.2 Architecture

Figure 6.4 presents the WISDOM architecture, including three major components:

task performance predictor, MIP engine and slack policy engine . In a workflow run,

WISDOM runs as a daemon on a slice and executes a resource-planning process

iteratively.

Specifically, the process has 3 major steps: (1) Task performance predictor pre-

dicts task execution times with online information, and updates the prediction results

to MIP engine; (2) MIP engine runs a MIP model built on the run-specific DAG and

the prediction results to make a resource allocation decision and passes it to slack

policy engine; (3) Slack policy engine makes the final resource allocation decision

and sends it to the remote slice manager.
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Parameter Description

zm the mth slot is used in the workflow run, zm “ t0, 1u

T start
i the start time of task i

T end
i the end time of task i

vim task i is assigned on slot m, vim “ t0, 1u

uij the execution order of task i, j, uij “ t0, 1u

σijm the execution order of task i, j on slot m, σijm “ t0, 1u

Table 6.3: Summary of a MIP Model Variables

6.3.3 Task Performance Predictor

In contrast to task predictor in WIRE (§6.2.2), task performance predictor collects

the same performance-related data, runs the same policies to predict task execution

times, and updates the prediction results to a MIP state. Different from the task

predictor, task performance predictor estimates the accuracy of the prediction results

according to the policies used by different tasks. Slack policy engine (§6.3.5) uses

this estimation later to make the final resource allocation decision.

6.3.4 MIP Engine

In each iteration, we run a MIP model for the updated MIP state, which consists

of the dependencies and execution times of the running and unstarted tasks. We

present the model variables in Table 6.3 and list its objective and constraints below.

The objective is to minimize the number of slots used in a given workflow run:

min
ÿ

m

zm (6.1)

such that:

@i, T end
i ´ T start

i “ ti (6.2)
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at any time, 0 or 1 task is assigned on a slot (Formula 6.3); a task can only be

assigned to 1 slot (Formula 6.4):

@m, zm ě

#tasks
ř

i“1

vim

#tasks
(6.3)

@i,
ÿ

m

vim “ 1 (6.4)

if task i completes before task j starts, uij “ 1 (Formula 6.5):

@i, j, uij ě
pT start

j ´ T end
i q

Tgiven
(6.5)

in the DAG, if task j depends on task i, then j can start if and only if i completes

(Formula 6.6):

@i, j, T start
j ě T end

i (6.6)

task i can start on slot m if and only if on m the previous assigned tasks all complete

(Formula 6.7):

@i, j,m, T start
i ě

ÿ

j

tjσijm (6.7)

for the case that both task i, j execute on slot m, if i completes before j starts, then

σijm “ 1 (Formula 6.8) ; otherwise, σijm “ 0 (Formula 6.9)

@i, j,m, σijm ě uji ` vjm ` vim ´ 2.5 (6.8)

@i, j,m, σijm ď uji, σijm ď vjm, σijm ď vim (6.9)
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if task i, j are both assigned on slot m, they execute one after the other (Formula 6.10,

Formula 6.11):

@i, j,m,
vim ` vjm

2
´

1

2
ď σjim ` σijm (6.10)

@i, jσijm ` σjim ď 1 (6.11)

In each MAPE loop, MIP engine produces a resource allocation decision, includ-

ing the times at which to add/delete slivers from the updated MIP state to the end of

the run. The decision quality depends on the accuracy of the MIP state. Moreover,

this accuracy is positively related to the performance-related data: a stage with more

completed tasks tends to receive more accurate prediction (see Section 6.2.2); a MIP

state tends to be more accurate when more stages receiving accurate prediction.

6.3.5 Slack Policy Engine

Slack policy engine is introduced to leverage MIP engine’s low-quality decisions. In

the engine, we devise slack policies according to the accuracy estimation of the MIP

state (§6.3.3). For example, we choose to keep more VM instances on a slice than

MIP engine suggests for a low accuracy estimation.

After the engine makes the final decision, it passes the decision to the slice man-

ager, which runs as a process out of the slice and negotiates with the slice controller

on behalf of workflow owners.

6.4 Implementation Status

We build WIRE and WISDOM to host workflows running on Condor+Pegasus, and

develop them on top of ADAMANT.

We modify approximately 300 lines of Java code in ADAMANT to support the

slice manager side communication protocol. We add 200 lines of C++ code in DAG-
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Man (Condor’s workflow master) to prioritize the first 5 ready-to-run tasks at each

stage in a workflow run. We add/modify 2200 lines of Python code in Pegasus

with 1200 lines for task predictor, 500 lines for workflow simulator, 250 lines for

resource-conserving policy, and 250 lines for the workflow simulator side communi-

cation protocol.

The resulting system is able to execute Pegasus-Condor workflows on ExoGENI

and adapt the slice elastically as the workflow executes according to a MAPE provi-

sioning policy. The quantitative evaluation of the policies, and the implementation

of MIP engine and slack policy engine in WISDOM is incomplete and left for future

work.

6.5 Related Work

6.5.1 Resource management on private clusters

Mesos [38], Omega [79], Borg [94] and Yarn [92] invent cluster schedulers to allo-

cate resources for workloads across frameworks. DRF [32] and [43] address the

fairness issue on resource allocation across concurrent workloads in shared clusters.

Paragon [24] and Quasar [25] investigate the job co-location issue: they apply ma-

chine learning techniques to classify the properties of workloads and further deter-

mine their best locations according to the classification results. In contrast to the

studies in this category, we address the resource management issue on IaaS and our

objective is to meet the customized SLOs accordingly.

6.5.2 Performance studies on workflows

Ernest [93] builds a linear regression model to predict the end-to-end execution times

of large-scale machine learning analytics on Spark. HOP [19] develops a pipelining

version of Hadoop to improve the performance of workflow executions by introducing

a push model for map-to-reduce data transformation. [1, 14, 51, 72] report the load
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skew issue (§4.5) from different workflow frameworks and further address the issue

with fine-grained task clustering [14], sampling-based online load balancing [72], and

task-level runtime load splitting [1, 51] respectively. In short, the studies in this

category are complementary to ours: they predict/improve the performance of work-

flows with specific computation structures and managed by specific framework, we

focus on managing performance vs. cost for workflow executions with high variabil-

ity observed across frameworks with online load prediction, end-to-end performance

prediction and uncertainty control.

6.5.3 Managing elasticity on IaaS

Researchers developed auto-scalers [30, 63, 70] to manage elastic slices for cloud-based

web services and database-related applications. Specifically, they use mathematical

models to predict the load at run time and build policies to add/delete VM instances

for the instantaneous resource needs accordingly. Compared to the works in this

category, we address the workflow-specific elasticity management issue: we predict

loads according to DAGs with a workflow simulator (§6.2.2) in WIRE and a MIP

engine (§6.3.4) in WISDOM.

6.5.4 Resource management on workflows

Jockey [29] introduces a resource manager that handles the workflow executions with

performance-guaranteed SLOs. Specifically, Jockey predicts task execution times

of a workflow run based on the historic runs with the same workflow logic and

uses tokens to change the workflow’s priority on resource allocation at run time.

Starfish [37] also developed a self-tuning workflow management system: it builds

on top of Hadoop, profiles workflow executions with dynamic instrumentation and

tunes the configurable parameters for Hadoop-based workflows. Compared to these

workflow management systems, we build workflow management systems that manage
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workflow executions for both performance and cost with little knowledge of history

records, and update the prediction and analysis at run time.

6.6 Conclusion

This chapter addresses the design of two systems: WIRE and WISDOM. Both of

these two systems are built on MAPE to manage resources dynamically and iter-

atively for workflow executions on IaaS. Specifically, WIRE attempts to maximize

the resource utilization for any given charging unit; WISDOM attempts to meet the

objective of deadline-constrained minimum cost.

We build WIRE and WISDOM with online information. We use the performance-

related data of observed tasks within a workflow stage to predict the execution time

of other tasks within the same stage with policies and online gradient descent models.

Our preliminary results suggest that for at least wide workflows on narrow slices (in

which stages must run in waves), it is possible to predict resource demands accurately

for the tasks in each stage early in its execution. We take this online prediction

approach to address the high variability of workflow executions across runs.

We introduce a resource-conserving mechanism for elastic resource allocation in

WIRE. This mechanism serves on-demand resource needs within a forecasting win-

dow for cost-effectiveness for any given resource charging unit. More generally, the

goal of WIRE is to address “cloud steering” of complex workflows based on imperfect

information, by optimizing efficiency objectives within a sliding forecasting window,

and adapting the allocation bundle continuously and dynamically.

We develop a MIP model to make resource plans with online information in WIS-

DOM. The model guarantees the objective—deadline-constrained minimum cost—

theoretically. In WISDOM, we start resource planning with the performance data

from imperfect guess, update the data as the prediction results with online infor-

mation, and address the degree of imperfection (inaccuracy) in the resource plans
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quantitatively. To our knowledge, WISDOM is the first system introduced to address

the performance and cost of workflow executions with online information.
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7

Related Work

Supercomputer file systems are designed to serve the I/O requests of scientific codes.

How to absorb the science data effectively is challenging for the HPC community.

This chapter addresses the related works of I/O performance studies on leadership

computing facilities (relative to Chapter 3, Chapter 4 and Chapter 5).

Specifically, this chapter sketches benchmarking studies across supercomputer

platforms (§7.1), techniques devised at various layers for I/O performance improve-

ment (§7.2) and I/O middleware systems (§7.3).

7.1 Benchmarking Studies on Supercomputer I/O Systems

Many studies have investigated the performance of supercomputer file systems, in-

cluding benchmarking with scientific loads and synthetic benchmarks.

7.1.1 Benchmarking with Scientific Loads

Many researchers take the approach to measure the performance of supercomputer

file systems under real application workloads. For example, several influential studies

were published in the 1990s [62], [31],[64], [21], [20].
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A significant recent study installs continuous monitoring software on compute

nodes to characterize the I/O requests of real application workloads in real time,

modulating the data collected to keep overhead within acceptable limits [8] [7] [58].

In the studies of this category, Uselton et al. [90] also propose a statistical method

to collect and analyze I/O events to more fully characterize the I/O behavior of en-

sembles. They also observe the straggler phenomenon, suggesting that the straggler

problem is a general issue in supercomputers. Their work focuses on improving the

I/O performance of a given application in a given supercomputer system. In contrast,

our goal is to characterize behaviors of the multi-stage write pipelines in a petascale

file system, locate write absorption bottlenecks and capture component performance

variability.

7.1.2 Benchmarking with Synthetic Benchmarks

A second approach is to stress the file systems with synthetic I/O benchmarks. A

number of HPC I/O benchmarks are designed to be sufficiently flexible to emulate

the typical I/O behaviors of HPC applications in supercomputer environments, such

as the FLASH I/O, IOR, and BTIO benchmarks.

This flexibility enables users to configure the benchmark for their desired patterns

that approximate observed application behavior. In our work, we take IOR as a

generator and run different patterns and configurations to focus traffic on specific

stages and elements of the write pipeline to gain a complete picture of output burst

absorption in a production facility.

Some works [50, 100] also stress supercomputer file systems with synthetic bench-

marks to characterize I/O interference across concurrent HPC applications. Similar

to our approach, they use synthetic benchmarks as burst generators to produce de-

sired I/O patterns. Moreover, Kuo et al. [100] also focuses data streams on specific

stages on the write path. In summary, these I/O interference studies design exper-
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iments and scenarios with concurrent applications to investigate the degree of per-

formance degradation from the observed interference and the associated root causes;

we profile the behavior of individual stages on the write path across output patterns,

specific components of stages, times and system conditions.

A recent study [52] uses a similar methodology to measure the performance of

the Intrepid file system at the Argonne Leadership Computing Facility. The authors

report the capacity of each I/O stage and measure the behavior of the entire subfile

system for large-scale runs of a set of benchmarks. The measurements are taken

on dedicated hardware before the supercomputer system was running in production

mode. Our work explores the delivered bandwidth of the I/O stages in ongoing

production use, reflects the impact of competing workloads under observed usage

patterns in production, and shows how to filter noise from competing workloads to

obtain insights into the behavior of the underlying hardware.

Earlier studies also use configurations of the IOR benchmark to analyze the be-

havior of HPC systems [82] [81]. The recent paper by Kim et al. [46] also collects

I/O performance from Jaguar. That study is complementary to ours: they report

monitoring data from the storage servers showing the combined workload on the

machine. We focus on the end-to-end behavior observed by jobs running on the

compute nodes, and the impact of write patterns and I/O configuration choices.

7.2 Techniques to Improve I/O Performance

Researchers have explored several techniques to improve the performance of Lustre-

based file systems: multi-threading in the compute node client OSC [84], asyn-

chronous journaling [69] in the server OSS, and fine-grained load balancing across

I/O routers [27]. Another group of studies focuses on reducing the cost of metadata

operations [55, 74].

Our work is complementary to the studies in this category: we evaluate the
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effectiveness of the I/O techniques with different output patterns and configurations

and under various system conditions.

Relative to our machine learning approach on performance prediction for HPC

codes (Chapter 5), studies on cloud and data center workloads have investigated

machine learning techniques to predict performance. For example, [93] and [24] adopt

linear regression and SVD (Singular Value Decomposition) separately to predict end-

to-end application execution time and drive co-scheduling choices. Compared to their

works, we address an I/O system that provides massively parallel I/O for individual

HPC applications, and apply a systematic modeling methodology for the multi-stage

write path in a petascale I/O deployment under production load.

To our knowledge our work (Chapter 5) is the first to apply machine learning

regression models to analyze and predict I/O performance for HPC systems and

applications.

7.3 I/O Middleware Systems

Users may choose ADIOS-like I/O middleware systems to manage their I/O opera-

tions. ADIOS (Adaptable IO System) [17, 49, 56] is a widely used I/O middleware

system for HPC applications on supercomputers: it provides a group of easy-to-use

I/O APIs for applications and at the same time represents them to make I/O re-

quests to the supercomputer file systems with high I/O throughput. In summary,

ADIOS provides the flexibility for domain scientists to adopt good I/O methods

across supercomputer platforms and allows users to configure and adapt their I/O

access patterns to improve performance.

With ADIOS, each supercomputer job has an XML configuration file, which

allows users to specify their file formats (e.g., HDF5 [86], NetCDF [89], etc.), to

choose the preferred I/O methods (e.g., MPI-IO synchronous, MPI-IO collective,

POSIX IO, etc.), to detail their I/O configurations (e.g., stripe size, stripe width,
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etc.) and to adapt I/O access patterns via a type of two-level metadata management:

at the 1st level, ADIOS contains a self-describing file format (BP), mapping the

metadata of original files to the metadata of adapted files; at the 2nd level, ADIOS

makes metadata requests for the adapted files to supercomputer file systems.

Our work is complementary to ADIOS-like middleware systems, and can help

such systems guide and adapt I/O configurations for HPC jobs. We summarize the

suggestions/conclusions below:

1. Our component performance study (Chapter 4) derives the principles of I/O

adaptation on Titan and similar machines: (1) Since the performance of the

I/O system is highly variable, the history record does not help to identify good

locations in the machine, e.g., file servers or storage targets that are likely to

perform well. (2) The node density of a supercomputer job affects the perfor-

mance of large bursts significantly. This effect suggests that load redistribution

to spread the I/O load within the interconnect can improve performance.

2. Our regression models (Chapter 5) can be easily plugged into the middleware

systems to suggest the best I/O configuration (or adaptation strategy) for

various applications across Lustre-based supercomputers (One model per su-

percomputer deployment).
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8

Conclusion

I/O bandwidth is a scarce resource on supercomputers. Output burst absorption can

have a substantial impact on delivered performance, as demonstrated by a simple

performance model (§2.2). Observed output bandwidth is sensitive to how the appli-

cation and I/O middleware use the storage system APIs. This thesis studies the out-

put performance of supercomputer file systems, including behavior characterization

under production load (Chapter 3), component performance profiling (Chapter 4)

and performance modeling (Chapter 5). This chapter summarizes our observations

and conclusions for each of the 3 above-mentioned chapters.

8.1 Output Behavior of Supercomputer File Systems

Chapter 3 offers a methodology (§3.1) to predict the impacts that result from hard-

ware limitations and file system configuration in a particular facility, by configuring

IOR to stress each stage of the write pipeline in turn across a range of parameters.

We apply this approach to map Lustre filesystem output performance in the Ti-

tan/Spider facility (§2.1). The measured distributions (shown in Chapter 3) also

quantify the frequency and severity of contention and other transient system condi-
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tions. The impacts of these factors are less predictable. Their prevalence motivates

adaptive responses in the I/O middleware layer, and structuring choices to loosen

the coupling of parallel I/O to maximize the benefits of adaptation.

For example, on Titan/Spider under typical conditions, the peak median output

bandwidths are obtained with parallel writes to many independent files, with no

write-sharing or striping, and with each target storing files for multiple clients, and

each client writing files on multiple OSTs. This structure is robust to modest burst

sizes. More importantly, it offers opportunities for adaptive selection of I/O targets

to reduce the impact of stragglers, which can reduce delivered output bandwidth by

more than a factor of two.

Our study also suggests that delivered bandwidth is increasingly sensitive to

concurrency bottlenecks in the client file system software, which faces the challenge

of driving concurrent output pipelines to multiple storage targets. This challenge

grows with the number of cores and storage targets.

8.2 Profiling Individual Component Performance

In Chapter 4, we introduce effective measures (§4.2) to probe and profile the per-

formance of individual components of the stages in the target facility via extracting

behaviors of each specific component across experiments, configurations, instances

and times.

For example, on Titan’s I/O system under typical conditions, the peak median

output bandwidths are obtained with parallel writes to many independent files, with

no write-sharing or striping, and with each target storing files for multiple clients,

and each client writing files on multiple OSTs.

The prevalence of these imbalances motivates adaptive responses in the I/O mid-

dleware layer. To evaluate the potential of adaptation, we studied the behavior

of individual components to expose temporal usage patterns, slow components and
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system-level performance variability that can lead to imbalances in the write path.

Our results show that these performance stutters are difficult to predict, and that

system changes state quickly and frequently, suggesting that dynamic adaptation to

congestion is not a fruitful approach.

8.3 Modeling Output Performance of Production Supercomputers

Scientific codes generate periodic parallel output bursts in regular patterns. We

propose a statistical approach in Chapter 5 to benchmark a production petascale

I/O system and learn performance models that can predict output performance seen

by applications.

We show that accurate models can be learned based on a few key features of

the deployment and I/O configuration parameters. Our premise is that accurate

prediction models can guide configuration choices to reduce I/O cost, and also provide

better information to the global scheduler, which can use this information to improve

resource utilization.

The major obstacle to building the quantitative I/O analysis on petascale filesys-

tems is the high degree of performance variability in production deployments. We

find that although the output performance of petascale filesystems is highly variable,

the mean performance for sufficiently large bursts is predictable.

Chapter 5 develops a regression approach to predict output performance of petas-

cale filesystems under production load, focusing on the mean write time. We select

and transform features to capture the properties of the target multi-stage write path

and their impact on I/O performance. We introduce a semi-random sampling method

to generate performance datasets to train the models with low benchmarking cost.

A systematic modeling methodology obtains the best model from a rich model space

of features and transformations. The results suggest that the model is sufficiently

accurate to predict performance for sufficiently large write bursts in practice. The
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key limitation is that small bursts are vulnerable to transient contention, and so are

difficult to predict accurately.
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