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Abstract
This dissertation provides an empirical analysis of asset pricing factors in a continuous-

time framework. The value of such a framework is that it affords a distinction between

continuous returns, generally modelled by Brownian motion, and discontinuous returns,

often referred to as “jumps.” The focus of the dissertation is on how the asset pricing

implications of these two types of risk differ.

To measure these types of risk, it is crucial to use high-frequency return data to justify

the use of infill asymptotic arguments that enable the identification of price jumps and

volatility functionals. Correspondingly, in the first essay, I develop a dataset of high-

frequency factor portfolio returns that allows for exactly this and, armed with this dataset,

I further engage in a continuous-time econometric study of factor jump risk as well as

factor continuous and (semi)jump risk premia. To begin, I study the jumps embedded in

the factor portfolio returns, finding significant evidence thereof and suggesting that non-

market systematic jump risk is non-trivial. These findings motivate a deeper analysis of

said risk and, in particular, its pricing implications. To this end, I estimate the risk premia

of each factor in my dataset, first estimating continuous/jump betas using high-frequency

regressions and second estimating the risk premia using cross-sectional regressions. My

results show that these two categories of risk draw different premia with jump risk being

far more important for explaining cross-sectional return variation.

Having illustrated the existence and importance of non-market jump risk, I then go on to

study exactly what economic events drive said risk in the second essay of my dissertation, co-

authored with Tim Bollerslev. In this latter essay, we construct an estimate of the tangency

portfolio using the high-frequency factor returns previously defined; this portfolio serves

as a univariate representation of all systematic risk and thus facilitates a straightforward

analysis of both systematic market and non-market jumps. We then connect the jumps in

this portfolio, again with identification leaning on infill asymptotics, with a large dataset

of newswire articles to understand what news topics drive the jumps. We further price

each of these topics, estimating their risk premia to understand the economic significance
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of each. We find that monetary policy and finance news is the most important followed by

news about international affairs and macroeconomic data. We also decompose the jumps

into more primitive economic shocks, finding that these systematic equity jumps primarily

correspond to growth and short-rate shocks and that there exists substantial heterogeneity

in what news topics drive the different primitive shocks.

The third essay of this dissertation, co-authored with Tim Bollerslev and Mathias Sig-

gaard, takes a different angle, instead trying to understand whether the market portfolio

can be predicted using the lagged high-frequency factor returns. Our analysis in this es-

say similarly exploits the precision of jump detection afforded by the high-frequency data

but uses the separated continuous/discontinuous returns to explore heterogeneity in the

predictive content therein. Moreover, we consider using the continuous returns as regres-

sands in our in-sample regressions, leaning on the well-established theoretical no-arbitrage

argument that any predictability should lie solely in the continuous component of returns.

Our forecasts, constructed using Lasso regressions to handle the high-dimensionality of our

features, corroborate this idea, evincing market return predictability with strong statistical

and economic significance. In addition, much of the predictive content of our forecasts can

be traced back to a few factors related to turnover, connecting our results to past work on

volume and information absorption.
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1. Introduction
Around 2020, the literature on the so-called �factor zoo� had reached a crest in the

wake of the 2016 AFA Presidential Address (Harvey, Liu, & Zhu, 2016). Concerns over

both replicability and the empirical relevance of these factors had become a major focus in

academic �nance (Harvey & Liu, 2019). Around the same time, high-frequency analyses of

factor models also drew substantial attention from theorists with nascent work on factor

risk and risk premia showing promising results (see, e.g., Aït-Sahalia, Jacod, and Xiu,

2023; Aït-Sahalia, Kalnina, and Xiu, 2020; Bollerslev, Li, and Todorov, 2016; Todorov and

Bollerslev, 2010b).

It is against this backdrop that I �rst began my research, eventually culminating in the

second chapter of this dissertation, �The High-Frequency Factor Zoo.� As per the name,

this work represents the �rst comprehensive continuous-time analysis of the hundreds of

factors previously developed by the literature, integrating both high-frequency and long

time-horizon data to analyze the asset pricing implications thereof. More precisely, in

that essay, I begin by constructing a novel dataset of 224 high-frequency factor portfolios,

enabling an analysis of these factors in a continuous-time setting. I then estimate the

continuous and semijump risk premia for each of these factors and �nd that jump and

semijump risk are often priced and command a larger risk premia than continuous risk.

Furthermore, I �nd that there are only a few clusters of factors, corresponding to less than

a third of the zoo, with signi�cant continuous and semijump risk premia. Additionally, I

decompose cross-sectional variation in expected returns into variation from exposure to the

continuous and jump factor risk. I �nd that the majority of cross-sectional variation comes

from jump risk and that most stocks draw signi�cant jump risk premia.

Motivated by these results, the second essay of my dissertation, co-authored with Tim

Bollerslev, turns to the question of what drives systematic jump risk. Correspondingly, in

this latter essay, we conduct a high-frequency analysis of an estimated stochastic discount

factor via its tangency portfolio representation to uncover the news that drives its jumps,

thereby identifying what generally drives systematic jump risk. Our results rely critically
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a method of moments technique incorporating deep learning and adversarial estimation to

ensure our estimated stochastic discount factor is both robust and e�ective at pricing the

factor zoo. We also deliberately use high-frequency data during the estimation procedure

to obtain correspondingly high-frequency estimates that enable consistent detection of the

systematic jumps of the SDF. Our strategy for explaining these jumps involves parsing

millions of articles from the Dow Jones Newswires dataset to perform a topic analysis that

blames each jump on a set of prede�ned topics. Our results show that monetary policy and

�nance on average accounts for most of the jump variation in the SDF followed by news

about international a�airs and macroeconomic data. Further highlighting the economic

mechanisms at work, we also associate the di�erent news e�ects with interest rate, growth,

and risk premium shocks.

The third essay of my dissertation, co-authored with Tim Bollerslev and Mathias Sig-

gaard, focuses on uncovering market return predictability using the high-frequency factor

returns constructed in the �rst essay. In short, we provide strong empirical evidence for

time-series predictability of the intraday return on the aggregate market portfolio. Our re-

sults rely on the use of the Lasso regression to regularize the predictive regressions and help

tame the signals stemming from the zoo, together with techniques from �nancial econo-

metrics to di�erentiate between continuous and theoretically non-predictable discontinuous

high-frequency price increments. Using the predictions from the model estimated for the

aggregate market portfolio in the formulation of simple intraday trading strategies for a

set of highly liquid ETFs results in sizeable out-of-sample Sharpe ratios and alphas after

accounting for transaction costs. Further dissecting the abnormal intraday returns, we �nd

that most of the superior performance may be traced to periods of high economic uncer-

tainty and a few key factors related to tail risk and liquidity, pointing to slow-moving capital

and the gradual incorporation of new information as the underlying mechanisms at work.
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2. The High-Frequency Factor Zoo
2.1 Introduction

Why do some assets o�er higher returns than others?1 The standard answer � di�er-

ences in exposure to systematic risk � remains foundational in �nance. However, since

the rejection of CAPM, the question of what variables or so-called �factors� best represent

systematic risk has remained di�cult to determine with over 300 factors proposed thus far

(Cochrane, 2011; Harvey & Liu, 2019; Harvey, Liu, & Zhu, 2016). Moreover, a burgeoning

literature guided by continuous-time asset pricing theory has further complicated the sub-

ject by highlighting the substantial, empirical di�erences between the risk associated with

the continuous and discontinuous components of factor returns and the pricing implications

thereof.2 This body of work, often emphasizing �jumps,� ties in closely with theoretical

models featuring rare disasters, loss aversion, and disappointment aversion, all of which

underscore the disproportionate in�uence of sharp, low probability, negative outcomes in

driving asset prices.3 However, the corresponding empirical literature di�erentiating factor

jumps and continuous moves and their relation to broader patterns in asset returns has pri-

marily been limited to the market factor and, only more recently, the Fama-French (2015)

factors (Aït-Sahalia, Jacod, & Xiu, 2023). Thus, it remains to be addressed whether the

heterogeneity in the pricing implications of continuous and jump risk also extends in the

vast array of factors set forth by the literature.

Hence, in this paper, I address this gap and explore the continuous and jump risk

1 Acknowledgements for this chapter: I am very grateful to Tim Bollerslev, George Tauchen, Jia Li, Anna Cieslak,
Andrew Patton, and Bruce Mizrach for their guidance and support. I would also like to thank Campbell
Harvey, Fabio Trojani, Olivier Scaillet, and seminar participants at Duke University, SoFiE Brussels Summer
School 2022, and the SoFiE 2022 Annual Conference for their helpful comments and suggestions.

2 For instance, Bollerslev, Li, and Todorov (2016) �nd that much of the market's risk premium is generated
by exposure to its discontinuous returns in contrast to its continuous returns. Along the same lines, Aït-
Sahalia, Jacod, and Xiu (2023) have found sharp heterogeneity in the continuous and jump risk premia of the
Fama-French (2015) workhorse factors. For additional work on high-frequency multifactor models, see also
Aït-Sahalia, Kalnina, and Xiu (2020), Chabi-Yo, Huggenberger, and Weigert (2022), and Pelger (2020).

3 For work on disaster risk, see Barro (2006), Gabaix (2012), Rietz (1988), and Wachter (2013); for an expo-
sition to loss aversion and prospect theory, see Kahneman and Tversky (1979); and, for work on disappoint-
ment aversion, see Ang, Bekaert, and Liu (2005), Dahlquist, Farago, and Tédongap (2017), Gul (1991), and
Routledge and Zin (2010).
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premia of the �factor zoo.� To this end, I assemble a novel dataset consisting of 25 years of

high-frequency characteristic-sorted portfolio returns for 224 previously proposed factors.

I construct these portfolios in the usual way � sorting on the characteristics of thousands

of stocks � but deliberately rely on high-frequency stock return data to reproduce the

corresponding portfolio returns at an equivalent resolution. I then exploit these high-

frequency factor portfolios to justify my use of �in�ll asymptotic� arguments that enable

the consistent separation of continuous and jump returns, the estimation of continuous and

jump betas, and, correspondingly, the estimation of continuous and jump risk premia.4 In

addition, my use of high-frequency data also enables a more precise estimation of signed

risk measures, particularly �semijump� betas, providing cleaner estimates of asymmetry in

the factor risk exposures.5 In total, my empirical analysis reveals the pricing implications

of essentially novel risk factors derived from the continuous and jump components of the

many constituents of the factor zoo.

My results unequivocally point towards a substantial heterogeneity in the continuous

and jump risk premia of the many factors. Starting with the workhorse factor models based

on the Fama-French 6 (FF5 + Momentum), I �nd that only the jump component of market

and the continuous component of the operating pro�tability portfolio (Robust-Minus-Weak)

command statistically signi�cant risk premia. Interestingly, nearly all of the excess return

on the market comes from jump risk premia, while about half of this return comes from

negative jump risk premia. The prominence of the market jump risk premium echos past

empirical work by Bollerslev and Todorov (2011a), Ornthanalai (2014), Pan (2002), and

4 The use of continuous and jump betas to identify continuous and jump risk premia is part of a Fama-
MacBeth (1973) style approach that formally justi�ed in a double asymptotic setting (high-frequency, growing
time span) by Aït-Sahalia, Jacod, and Xiu (2023). The implementation closely resembles the methodologies
of Alexeev, Dungey, and Yao (2017), Bollerslev, Li, and Todorov (2016), Bollerslev, Patton, and Quaedvlieg
(2022), and Todorov and Bollerslev (2010b) who similarly estimate the risk premia of these more granular
betas using cross-sectional regressions.

5 The importance of asymmetrical risk measures, such as “semivariances,” and the pricing implications
thereof goes back to Roy (1952) and Markowitz (1959). Academic work along these lines (see Bollerslev,
2021 for a review) seen a marked resurgence due to the growing availability of high-frequency return data
which is particularly useful for both estimating second moments and more precisely estimating these “semi”
measures. In fact, in continuous-time, meaningful differences in the signed variation measures are solely
driven by the jump component of returns due to the intrinsic symmetry of Brownian motion (Bollerslev et
al., 2020). This point further underscores the value of observing factor returns at a high frequency.
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Santa-Clara and Yan (2010). On the other hand, the Robust-Minus-Weak factor draws

its premia entirely from the continuous component of its returns, while the risk premia

associated with the remaining factors are statistically insigni�cant.

With respect to the zoo itself, I similarly �nd that only a small portion of risk factors are

associated with statistically signi�cant risk premia. The relative sparsity of priced factors is

consistent with past work (see, e.g., Harvey, Liu, and Zhu (2016) and Hou, Xue, and Zhang

(2020)), although my results further clarify that this point extends to more granular risk

premia as well. In the same vein, I �nd that factors with statistically signi�cant risk premia

appear to draw either a signi�cant continuous, positive jump, or negative jump risk premia

but never all three. Moreover, the magnitudes of the estimates for these three risk premia

classes are often on par with the magnitudes of the factor portfolio returns themselves,

suggesting that these premia are relatively economically signi�cant and revealing that a

singular component of risk often drives the total premium on most factors.

Going a step further, I also perform an analysis on a coarser but still comprehensive set

of representative portfolios that distill the common variation between subsets of the factor

zoo into readily interpretable themes. These �cluster portfolios," constructed by grouping

my factors into clusters based on Jensen, Kelly, and Pedersen (2023b) and extracting the

�rst principal component within each cluster, retain the economic meaning of the underlying

factors but substantially reduce the dimensionality of the statistical analysis. Interestingly,

my results for these portfolios point towards just four priced risk factors: negative jumps

in the Accruals cluster portfolio, positive jumps in the Skewness and Investment cluster

portfolios, and continuous returns in the Pro�tability cluster portfolio. These four clusters

are associated with 5, 6, 23, and 15 factors from the zoo, implying that a non-trivial fraction

of the many proposed factors are exposed to priced, systematic risk. Furthermore, all four

of these risk factors draw an economically signi�cant premium relative to the average return

on the portfolios themselves. These �ndings are broadly consistent past work by Lin and

Todorov (2019) and Jacod, Todorov, and Lin (2022) who similarly �nd that non-market
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jump risk and the asymmetry therein appears to be priced.6 However, unlike past work, my

results rely on and narrow down the source of priced jump risk to speci�c factor portfolios,

further clarifying the source of priced, systematic non-market jumps.

All in all, my estimates show that the continuous and (semi)jump risk of some factors

does appear to be priced. However, non-zero risk premia is merely a necessary but not

su�cient condition for cross-sectional pricing ability. Therefore, to more directly address

the broader question of what drives cross-sectional variation in expected returns, I intro-

duce a novel variance decomposition to separately identify the proportion of cross-sectional

variation explained by the continuous and jump components of risk premia. My decompo-

sition follows naturally from the fact that covariation with the SDF, which is in practice

proxied by reduced-form factor covariances, can be clearly decomposed into continuous

and jump (quadratic) covariations, which themselves de�ne the continuous and jump risk

premia earned by an asset (Back, 1991).

Implementing this decomposition on a set of large/mid-cap stocks and my high-frequency

portfolios, I �nd clear evidence that the majority of cross-sectional variation in expected

returns is explained by di�erences in exposure to systematic jump risk. In contrast, I �nd

that the continuous component of risk premia explains little cross-sectional variation in ex-

pected returns. In fact, the average risk premia earned from exposure to continuous risk is

statistically insigni�cant for most assets, while, for a non-trivial fraction of assets, the di�er-

ence between the continuous and jump risk premia is statistically signi�cant. Overall, these

results highlight both the importance of jump risk premia in understanding factor returns

as well as the value in distinguishing jump and continuous risk studying the cross-section

of expected returns.

In comparison to the literature, my work is closest to that of Aït-Sahalia, Jacod, and

Xiu (2023) who introduce the Continuous-Time Fama-MacBeth regression to estimate con-

6 The pricing of “semijump” factor risk also closely echoes a broad literature on the asset pricing implications
of return asymmetry. Past work (see, e.g., Ang, Chen, and Xing, 2006; Bollerslev, Patton, and Quaedvlieg,
2022; Lettau, Maggiori, and Weber, 2014; Lu and Murray, 2019 among others ) has generally found that
downside risk is both priced and useful for explaining cross-sectional variation in returns; however, much of
this literature has been limited to the CAPM model.
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tinuous and jump risk premia in a multifactor setting. I use the same estimator but extend

the analysis to the vast factor zoo proposed in the asset pricing literature. My analysis of

the di�erent components of factor risk also hews closely to earlier work by Bollerslev, Li,

and Todorov (2016) and Todorov and Bollerslev (2010b) who conduct a similar analysis

of continuous and discontinuous risk but with respect to the market factor only. And, of

course, my focus on the factor zoo is closely related to a recent burst of papers revisiting

the many proposed factors while using various adjustments for multiple testing and trading

costs (see, e.g., Chen and Velikov, 2021; Chen and Zimmermann, 2021; Chordia, Goyal, and

Saretto, 2020; Detzel, Novy-Marx, and Velikov, 2021; Jensen, Kelly, and Pedersen, 2023b)

or exploiting more advanced machine learning techniques to �shrink� the zoo (see, e.g., Bryz-

galova, Huang, and Julliard, 2019; Feng, Giglio, and Xiu, 2020; Freyberger, Neuhierl, and

Weber, 2020; Kozak, Nagel, and Santosh, 2020). However, all of these studies have relied

solely on much coarser, typically monthly returns, and discrete-time pricing and inference

procedures that do not a�ord a meaningful di�erentiation between jump and continuous

risks. In contrast, my methodology and use of high-frequency data sheds light on precisely

which components of factor risk within the zoo are priced.

The outline for the rest of the paper is as follows. First, in section 2.2, I introduce my

formal setting and econometric methodology. Then, in section 2.3, I describe the construc-

tion of my high-frequency factors and report their descriptive statistics. In section 2.4, I

report my risk premia estimates for the workhorse models and my factor zoo. In section 2.5,

I introduce my risk premia decomposition and report the associated results. Finally, in sec-

tion 2.6, I conclude.

2.2 Setting and Methodology

As in many asset pricing papers, I rely on a reduced-form factor model to proxy for the

SDF. Estimating this factor model using a combination of time-series and cross-sectional

regressions will allow me to quantify each factors' risk premia. But, as mentioned earlier,

a novelty in a continuous-time setting is that the �standard� factors may be further de-
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composed into their continuous and jump components. These two components represent

two di�erent kinds of risk and may draw distinct risk premia. Hence, I begin by setting

the notation that distinguishes these components before introducing the methodology that

identi�es the pricing implications thereof.

2.2.1 Model Setup

All stochastic processes are de�ned on some �ltered probability space(W, F , (F t ) t¥ 0,P).

The set of k � m matrices is given byM k,m, while the set of PSDk � k matrices is given by

M +
k . The smallest eigenvalue of a matrixA is given by z(A). The notation DX t for some

arbitrary stochastic processX at time t refers to X t � X t� . Additionally, the i'th time inter-

val is denoted byIn
i = (( i � 1)Dn, iDn] and the i'th return is denoted Dn

i X = X iDn � X( i � 1)Dn
.

To begin, we observe a set factors which jointly follow aK-dimensional process:

Ft = F0 +
» t

0
mF

s ds+ FC
t + FJ

t (2.1)

FC
t =

» t

0
sF

s dWF
s (2.2)

FJ
t =

» t

0

»

RK
dF(s, z)pF(ds, dz) (2.3)

where WF is a Brownian motion and pF is a Poisson random measure onR+ � RK with

the intensity measure q(dt, dz) = dt b n(dz) with n being a s-�nite measure on RK. The

processFC
t captures the continuous component of the factor returns whileFJ

t captures the

jump component.

This jump component is further allowed to represent multiple sources of jump risk. For

instance, consider a �semijump� model where positive jumps in a factor may demand a

di�erent risk premium than negative jumps. In this case, we may write the set of �risk
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factors� as

F̃k = FC,k (2.4)

F̄J,k,Pos =
¸

s¤ t

DFk
s � 1[DFk

s ¡ 0] (2.5)

F̄J,k,Neg =
¸

s¤ t

DFk
s � 1[DFk

s   0]. (2.6)

Here, the K dimensional vector F̃ captures factor continuous risk, while the H = 2 � K

dimensional vectorF̄J, obtained by stacking the positive and negative factor jumps, captures

factor semijump risk. TheseK + H = 3K risk factors provide a more granular representation

of systematic risk than a�orded by both standard discrete-time and continuous-time factor

models that treat all jumps homogeneously. For example, a simpler but less granular

alternative is a speci�cation where the factors are split into two components, continuous

and jump, for a total of K + H = 2K risk factors. Another trivial option is to further

combine the continuous and jump components for each factor into a single risk factor,

echoing a traditional factor model.

In any case, these risk factors are responsible for driving the systematic part of asset

prices. More precisely, I de�ne the process for asset prices using the following spot-linear

factor structure:

Pt = P0 +
» t

0
bC

s drFs +
» t

0
bJ

sdF̄s + PI
t (2.7)

P0
t =

» t

0
r f

sds (2.8)

PI
t =

» t

0
mI

sds+
» t

0
s I

sdWI
s +

» t

0

»

E
dI (s, z)pI (ds, dz). (2.9)

Here, Pt is a M-dimensional vector of log prices,r f
t is an optional processes representing the

risk-free rate, bC
t is a predictableM M,K process, andbJ

t is a predictableM M,H process. The

idiosyncratic component PI
t is de�ned with an M-dimensional Brownian motion W I and a

Poisson random measurepI with intensity q; each of its characteristicsmI PR, s I P M M,M ,

and dI PR M are predictable.
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A critical element of the structure for prices is the distinction made between continuous

and discontinuous factor risk. These two types of risk are associated with potentially

distinct loadings, bC
s and bJ

s, both of which may be time-varying. Naturally, these two

types of risk are also associated with their own premia. To see this, I �rst isolate the excess

returns by rewriting the price process as

Pt = P0 +
» t

0
(ms � r f

s )ds
l jh n

Excess Return

+
» t

0
bC

s drF�
s +

» t

0
bJ

sdF̄�
s

l jh n

Martingale Terms

+ PI
t , (2.10)

where rF� and F̄� are compensated versions of the original processes. Under a factor struc-

ture for the SDF and a no-arbitrage condition, the excess returns satisfy

mt � r f
t = bt l t = bC

t l C
t + bJ

t l
J
t @t, (2.11)

where the termsl C
t and l J

t capture the continuous and (semi)jump spot risk premia of the

factors (Aït-Sahalia, Jacod, & Xiu, 2023). This equation may be seen as an extension of

the Arbitrage Pricing Theory argument (Ross, 1976) to a continuous-time setting. The Ap-

pendix (subsection A.1.3) provides further details concerning the necessary, more technical

assumptions involved with arriving at this structure.

2.2.2 Estimation

The previous Equation 2.11 clearly di�erentiates the risk premium from exposure to

systematic di�usive risk from that of systematic jump risk. 7 This observation naturally

leads to the following questions: (i) do continuous and jump risk premia di�er; (ii) which of

these premia are non-trivial and for what factors; and (iii) are jumps useful for explaining

the cross-section of returns? To answer these questions, I estimate the continuous and jump

risk premia for each factor in the zoo using Continuous-Time Fama-MacBeth regressions

(Aït-Sahalia, Jacod, & Xiu, 2023).

7 The general point about decomposing returns into continuous and jump risk premia is also discussed in
Bollerslev and Todorov (2011b) and more formally proven in Back (1991).
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This procedure is similar to the traditional Fama-MacBeth (1973) estimator in that

it consists of time-series regressions followed by cross-sectional regressions. However, the

time-series step instead consists of estimating continuous and jump betas using OLS-style

rolling regressions on the identi�ed continuous and jump returns. These betas are then used

in monthly cross-sectional regressions to produce estimates of the corresponding continuous

and jump premia of the factors. Thus, I begin by describing my procedure for separating

jump returns from continuous returns.

2.2.2.1 Jump Identi�cation

To identify jumps, I rely on the widely-used thresholding approach proposed by Mancini

(2001). Put simply, this approach works by classifying a return as a jump if its absolute

value exceeds a given threshold. Asymptotically, the threshold is assumed to shrink towards

zero at a rate slower than the sampling frequency
?

Dn; intuitively, this makes it possible to

perfectly separate jumps, which are of �xed size, from Brownian motion, which scales with

the square root of the sampling frequency. To implement this approach in a �nite-sample

setting, I follow Barndor�-Nielsen and Shephard (2006), who suggest sizing the threshold

using bipower variation, and Bollerslev, Todorov, and Li (2013), who suggest adjusting for

intraday seasonality in volatility using a time-of-day correction.

Formally, the jump detection thresholds at time i for stocks (indexed bym) and factors

(indexed by k) are computed as

us
n( i , m) � a

b
t s

` ( i),mBVs
d( i),m Dv

n (2.12)

u f
n( i , k) � a

c

t f
` ( i),kBV f

d( i),k Dv
n (2.13)

where a is a tuning parameter, t is a time-of-day adjustment, ` ( i) is the time-of-day for

return i, BV is bipower variation, d( i) is the day for return i, and v is another tuning

parameter. I describe how I compute the bipower variation and the time-of-day correction,

along with how I classify the overnight returns, in the Online Appendix. With respect to

the tuning parameters, I usea = 3.0 and v = 0.49 � fairly standard choices � for my main
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speci�cation but vary these parameters in my robustness checks. To provide some intuition,

note that
b

t f
` ( i),kBV f

d( i),k is an estimate of the volatility of the Brownian motion component

of factor k at time i, while Dv
n � D0.5

n scales this volatility to the sampling frequency of

the returns. Hence, in �nite sample, this means that a return is classi�ed as a jump if it

exceedsa = 3.0 standard deviations in magnitude.

2.2.2.2 Time-Series Regressions

With the jump returns and continuous returns separated, the next step is to estimate the

betas. The jump betas are estimated using standard multivariate jump regressions (see e.g.,

Li, Todorov, and Tauchen (2017a)). These regressions are essentially equivalent to running

OLS between the factors and each of the assets while using the set of identi�ed jump

returns as the underlying data. In order to accommodate time-variation in the jump betas,

I reestimate them on monthly basis using one-year backward-looking rolling windows.8 The

estimation procedure for the continuous betas is practically equivalent. The continuous beta

regressions are run using the identi�ed continuous (non-jump) returns and are performed

using backward-looking monthly rolling windows. Additional details for the estimation of

the betas along with precise notation is given in subsection A.1.2.

2.2.2.3 Cross-Sectional Regressions

Next, to estimate risk premia, I use the estimated continuous and jump betas in cross-

sectional regressions. To do so, I stack the two sets of betas for each asset across the

full set of test assets (de�ned later) and then regress the lagged betas against the excess

returns for the same assets. Note that, since the betas are estimated on a monthly basis,

the resulting �spot� risk premia estimates are correspondingly de�ned on a monthly basis.

Averaging these spot risk premia estimates over time gives an estimate of the true risk

premia, L Tn , as in a standard Fama-MacBeth regression. In fact, an asymptotic normality

8 Technically, my jump beta estimation approach is not entirely consistent with Aït-Sahalia, Jacod, and Xiu
(2023) who assume constant jump betas over their full sample. Instead, my approach is heuristic – estimating
jump betas over rolling windows allows them to vary over time, giving me a more realistic measure of factor
jump risk.
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result also holds for the the risk premia estimateL̂ n, and its variance is readily estimated

using the realized sample variance of the spot risk premia estimates (Aït-Sahalia, Jacod, &

Xiu, 2023). The assumptions underlying this result and a more comprehensive discussion

of the cross-sectional regressions are given in subsection A.1.2 and subsection A.1.3.

The most crucial assumption worth mentioning is that of double asymptotics. The con-

sistency and asymptotic normality of the risk premia estimates rely onboth a �shrinking

Dn� and a �growing T.� The in�ll asymptotic argument is used to obtain precise identi�ca-

tion of second moments � namely, the continuous and jump betas � while the time-series

asymptotic argument is used to obtain identi�cation of the �rst moments � namely, the

risk premia. In order to lean on both asymptotic arguments, I must make use of both

high-frequency and long time-span return data, thereby motivating the (re)construction of

the factor zoo at a sampling high-frequency.

2.3 Data

In this section, I detail how I construct such returns for the factor zoo. I then �nish

with some descriptive statistics for my dataset.

2.3.1 High-Frequency Prices

In order to construct high-frequency portfolios, I �rst construct a dataset of high-

frequency prices for individual stocks. Recall that characteristic-sorted portfolios are tradi-

tionally formed by averaging the returns on thousands of stocks to isolate systematic risk.

Hence, it is necessary to collect data on all stocks regardless of their market cap or volume.

This deviates from most of the high-frequency �nancial econometrics literature, which fo-

cuses on stocks with minimal microstructure noise. However, this noise will be e�ectively

diversi�ed away in the value-weighted portfolio returns.

I begin by obtaining prices from January 1996 to December 2020 for all common stocks

listed on the three primary exchanges (NYSE, NASDAQ, NYSEMKT). This universe of

stocks is based on Fama and French (1993). Next, I obtain high-frequency prices from the

NYSE Trade and Quote Database (TAQ) through WRDS; these prices are cleaned using
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standard procedures (Barndor�-Nielsen et al., 2008) and sampled at a 5-minute frequency

from 09:30 to 16:00.9 I combine the high-frequency TAQ prices with open/close prices and

adjusted returns from CRSP; these adjusted returns handle dividends, stock splits, delisting

returns, and other events. Lastly, I construct high-frequency value weights using the same

procedure as Aït-Sahalia, Kalnina, and Xiu (2020) � these are used later on for the factor

portfolio returns. Overall, my high-frequency dataset contains 2.38 billion high-frequency

return observations for a total of 14,610 stocks with 163,082 observations per stock.10

2.3.2 Factors and Signals

Factor portfolios are constructed by sorting stocks on some underlying signal. I obtain

such signals from Chen and Zimmermann (2021) and Jensen, Kelly, and Pedersen (2023b),

henceforth CZ and JKP, who build on previous literature reviews of the factor zoo done by

Harvey, Liu, and Zhu (2016), Green, Hand, and Zhang (2017), and Hou, Xue, and Zhang

(2020). My preliminary dataset consists of 268 signals, corresponding to an equivalent

number of factors, based on 151 di�erent papers.11 However, some of the factors do not

have signal data that covers my sample, 1996-2020, while others have duplicate signal data

because they appear in both JKP and CZ. To solve the �rst issue, I drop all factors with

missing data; to solve the second, I opt for JKP signal data over CZ signal data and drop

the duplicated factors. After pruning, I am left with 218 factors based on 153 signals from

JKP and 65 signals from CZ.

In addition to the 218 factors from the literature, I also consider the workhorse Fama-

French (2015) factors and industry portfolios. The workhorse factors are MktRf, Small-

MinusBig, HighMinusLow, RobustMinusWeak, and ConservativeMinusAggressive plus Mo-

mentum; they are based on market return, market capitalization, book-to-market values,

operating pro�tability, investment, and past returns (Fama & French, 2015). The industry

9 When constructing the portfolios and performing regressions, I will aggregate the data up to 15-minutes
based on the signature plots shown in subsection A.1.4. This resampling is done to minimize microstructure
noise while maintaing an adequate amount of data.

10 I describe my data cleaning methodology in greater detail in the Online Appendix.

11 The full list of factors and their respective citations are given in the Online Appendix.
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portfolios are based on 48 industry classi�cations derived from Compustat Standard Indus-

try Classi�cation codes. The industry classi�cations are obtained from French's website

(also see Fama and French, 1997).

In total, my �high-frequency factor zoo� consists of 272 portfolios: 218 characteristic-

sorted factors from the literature (JKP+CZ), 6 factors from Fama and French (2015), and

48 industry portfolios.

2.3.3 High-Frequency Factor Portfolios

A high-frequency factor portfolio is essentially a traditional factor portfolio but simply

observed at a high-frequency. In order to construct high-frequency portfolios for the 218

JKP+CZ (2023b, 2021) factors, I use a simple and uniform methodology � tercile sorts

with monthly rebalancing and value weights. For the 48 industry portfolios, I similarly

use monthly rebalancing and value weights. Lastly, for the Fama-French (2015) 6 factors,

I use a methodology faithful to the original papers. For all 272 portfolios, I limit the

universe of stocks to the Fama and French (1993) universe described earlier: common

stocks on NYSE/NASDAQ/NYSEMKT. I motivate my methodological choices and provide

additional details in the Appendix subsection A.1.1.

To illustrate the accuracy of my high-frequency factors, I plot the cumulative returns

the FF6 factors in Figure 2.1. My own high-frequency portfolio returns, aggregated to

daily, are shown in blue, and the original portfolio returns, obtained from French's website,

are shown in black. In addition, I include portfolio returns from Aït-Sahalia, Kalnina, and

Xiu (2020) who also produce high-frequency versions of the Fama-French 5+1 factors. My

factor returns match those from French's website but have the added bene�t of containing

higher-resolution information.12

Lastly, to alleviate concerns over microstructure noise, I rely on 15-minute returns

12 The R2 between the cumulativereturns for my daily-aggregated high-frequency factors and the original
Fama-French daily factors are over 99% for all six factors. The R2 for the daily simple returns for Mkt, SMB,
HML, RMW, CMA, and UMD are 99.9%, 99.6%, 96.8%, 96.7% 99.1%, and 96.4%. TheR2 values are not perfect
but they only marginally deviate from 100%, likely due to idiosyncratic decisions made when cleaning the
data.
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FIGURE 2.1: Cumulative Returns on the Fama-French 5+1 Factors. I plot cumulative re-
turns for each of the Fama-French 5+1 factors based on three different data sources. The
black line labelled FF Daily refers to the daily returns obtained from French's website. The
dashed blue line is based on my own replication of the factor. All returns are aggregated
to daily for visibility.

throughout the paper. I discuss this decision more thoroughly in the Appendix (subsec-

tion A.1.4) where I also provide signature plots for my factors.

2.3.4 Descriptive Statistics

In this section, I make three general points about the factor zoo. Firstly, the standard

risk premia and alphas are not particularly large. This point is in agreement with several

papers that argue that many factors in the zoo underperform when taken out-of-sample

(see, e.g., Feng, Giglio, and Xiu (2020), Harvey, Liu, and Zhu (2016), Hou, Xue, and Zhang

(2020), Jacobs and Müller (2020), and McLean and Ponti� (2016)). Secondly, based on

the structure of the correlations between factors, the zoo appears to lie in a relatively low

dimensional space. In other words, many of the factors are strongly correlated with one

another, implying that much of the zoo is redundant. Motivated by this �nding, I group the

factors into clusters based on Jensen, Kelly, and Pedersen (2023b), which I use to simplify
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Table 2.1: Factor Zoo – Risk Premia and Alphas

Sig. Factors

Variable Standard MHT Avg(R2) Average

Raw Returns 28 2 0.00% 1.12%

CAPM Alphas 62 4 8.10% 1.82%
FF3 Alphas 84 32 26.93% 1.87%
FF5 Alphas 59 8 36.26% 0.77%
FF6 Alphas 54 5 40.50% 0.41%

Note: Each entry represents an annualized estimate of the risk premia or
the alpha for a particular high-frequency portfolio from the set of JKP+CZ
factors. The next two columns report the number of factors that pass a 5%
level test; the “Standard” column is based on the |t| ¡ 1.96 rule while the
“MHT” column also applies a Benjamini and Yekutieli (2001) correction for
multiple hypothesis testing. The average R2s are based on those from the
time-series regressions used to estimate the alphas for each factor. The aver-
age column reports the time-series averages of the returns and alphas, which
are annualized and then averaged across the cross-section. The estimates em-
ploy 15-minute intraday and overnight returns for the full 25-year sample of
1996-2020. The underlying factor portfolios are long in the direction speci�ed
by the literature.

the analysis in the sequel when I estimate continuous and jump risk premia. And, thirdly,

there is clear evidence that the high-frequency factor portfolios have a non-trivial jump

component. Furthermore, these factor jumps appear to be orthogonal to the market and

co-occur with jumps in a sample of SP500 stocks � this �nding is consistent with the idea

that the factors themselves can be used to capture non-market, systematic jump risk.

2.3.4.1 Expected Returns

I begin by discussing the risk premia and the alphas for the 218 JKP+CZ factors. I

estimate the risk premia by averaging the raw returns and estimate the alphas by using time-

series regressions. For the regressions, I consider four speci�cations: CAPM, FF3, FF5, and

FF6. Additionally, all factor portfolios are set to be long in the direction proposed by their

respective papers and thus their premia/alphas should be positive. I report my results for

the 218 factors in Table 2.1.

Unsurprisingly, many of the factors do not draw a statistically signi�cant risk premia.

That is, of the 218, only 28 have a statistically signi�cant (|t| ¡ 1.96) risk premia, while

just 2 survive a multiple hypothesis testing correction (Benjamini & Yekutieli, 2001). These
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results are similar to those from Hou, Xue, and Zhang (2020) who �nd that many factors

in the zoo cannot pass a simple t-test. In contrast, the alphas generally do show statistical

signi�cance. In fact, about twice as many factors have statistically signi�cant CAPM alphas

as have signi�cant risk premia. This �nding is consistent with the idea that factors capture

systematic risk left unpriced by workhorse models. The largest number of signi�cant alphas

is obtained under the FF3 speci�cation. This �nding is not surprising given that FF-MKT,

FF-SMB, and FF-HML were invented quite early relative to the rest of the factor literature

and thus served as benchmarks for much of the zoo (Fama & French, 1993). On the other

hand, the remaining factors in the Fama-French 6 are more recent and were intentionally

introduced to help explain the many so-called anomalies (Fama & French, 2015). It is

exactly for this reason that the average alphas substantially decline when moving from the

FF3 to the FF6 speci�cation.

2.3.4.2 Covariation and Clusters

I now turn to the covariation between the JKP+CZ factors. Based on the literature, it

is well known that many of the proposed factors lie in a lower dimensional space. To check

whether this holds for my set of portfolios, I run a principal components analysis (PCA)

on their returns. I also repeat the analysis on a �ve-year basis to check for time variation

in the statistical factor structure of the zoo.

I plot my results in Figure 2.2 which reports the individual and cumulative variation

explained by each principal component (PC). As expected, a few PCs explain a signi�cant

portion of the overall variation. The �rst �ve, ten, and eleven principal components cumula-

tively explain about 50%, 60%, and 70% of the overall variation, respectively. Interestingly,

re-estimating PCA on each �ve-year subsample in my dataset produces substantially higher

explanatory power. A �ve PC model rerun on a �ve-year basis explains, on average across

years, 65% of overall variation. In other words, the 218 factors lie in a lower dimensional

space and this space seems to be time-varying.13

13 Going a step further, in the spirit of Pelger (2019) and Pelger (2020), I run separate principal component
analyses on the jump and continuous returns (see also Ait-Sahalia and Xiu (2017) and Aït-Sahalia and Xiu
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FIGURE 2.2: Factor Zoo – Principal Components Analysis. I run a principal components
analysis on the high-frequency returns of my 218 JKP+CZ portfolios over each �ve year
subsample in my 25-year dataset. I also include results for a PCA run on the full sample
and denoted “All.” The �rst subplot reports the portion of total variation explained by
each principal component up to 25 in total. The second subplot is similar but reports the
cumulative total variation explained.

Motivated by these �ndings, I assign my factors to �clusters� to reduce the dimension-

ality of my zoo while preserving economic interpretability and simplifying the analysis that

follows. To de�ne the clusters, I rely on the thirteen factor classi�cations introduced by

Jensen, Kelly, and Pedersen (2023b).14

For my remaining 65 factor portfolios based on Chen and Zimmermann (2021), I need

to manually assign classi�cations. To do so, I compute a correlation measure between each

CZ factor and the set of 13 JKP clusters. This correlation measure is simply the average of

the pairwise correlations between the CAPM residuals of a given CZ factor and the same

residuals of the set of JKP factors within each cluster. I then assign the CZ factor to the

cluster with which it has the highest correlation measure. This methodology is a natural

way to append the CZ factors given that the baseline Jensen, Kelly, and Pedersen (2023b)

(2017)). To do so, I separate the continuous and jump returns using the standard thresholding procedure
(detailed in the earlier subsubsection 2.2.2.1) and rerun separate analyses on the two sets of returns. I plot my
results in the Appendix Figure A.5. The variation measures for the continuous and jump returns are some-
what lower but still in agreement with the idea that the �rst few statistical factors explain a disproportionate
amount of the total variation.

14 Jensen, Kelly, and Pedersen group factors together using hierarchical agglomerative clustering from
Murtagh and Legendre (2014). They cluster on correlations and use the ward linkage criterion. Their es-
timated correlations between factor portfolios are based on CAPM residuals, which are estimated using
monthly data.
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FIGURE 2.3: Correlations between the CAPM Residuals of the JKP+CZ Factors. I plot the
correlations between the CAPM residuals of the 218 JKP+CZ factors. The residuals are
computed using simple regressions on the high-frequency Fama-French market factor.
The left-hand-side of the graph shows the cluster assignments for each of the factors; the
labels for the x-axis follow the same ordering as that of the y-axis. The underlying clusters
are based on Jensen, Kelly, and Pedersen (2023b). The sample period is the full sample,
1996-2020.

classi�cations were originally produced by clustering on the correlations between CAPM

residuals. Moreover, this methodology avoids entirely redoing the clustering, thereby main-

taining consistency with the existing assignments from Jensen, Kelly, and Pedersen (2023b).

In the Online Appendix, I report each CZ factor's cluster assignment and their average

correlation with the factors in their assigned cluster. Overall, the CZ portfolios have an

average correlation of 35% with respect to the JKP portfolios in their assigned clusters.

This number is fairly large in magnitude, since the average absolute correlation between all

218 factors is 11%.

To visualize the covariance structure and the clusters, I produce a heatmap of the

realized correlations between the CAPM residuals of my 218 JKP+CZ factors in Figure 2.3.
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Within each cluster, factors are ordered by the average correlation measure described above.

Note that there is a clear block diagonal structure, suggesting that the clustering approach

e�ectively captures groups of related factors. And, although some factors have relatively

weak correlations with all of the other factors, most appear to �t clearly into a cluster.

Interestingly, some of the clusters also appear to form larger, moderately correlated blocks.

However, the between-cluster correlations for these broader blocks appear to be too weak

to reasonably perform further merges.

To better corroborate this point, I also study the time-variation in the covariance struc-

ture by reproducing Figure 2.3 on a yearly basis. The resulting �gures are provided in the

Online Appendix. In short, I �nd that between-cluster correlations change signi�cantly over

time, while the within-cluster correlations generally remain stable. This �nding suggests

the clusters are robust to time-variation in the statistical factor structure underlying the

zoo and, more importantly, implies that merging any of the above clusters would oversim-

plify the classi�cations. All in all, the clustering approach appears to e�ectively separate

groups of factors without being too coarse or too �ne.15

2.3.4.3 Factor Jumps

A critical question is whether the many non-market factors actually exhibit jumps. If

they do not, the question of whether the jumps are priced is immaterial. Hence, in what

follows, I provide some simple summary statistics regarding the number of jumps and the

level of jump variation in my factors. Additionally, to help condense the analysis, I focus

on thirteen �cluster portfolios,� which I assemble using the �rst principal component of

the factor returns within each of the thirteen clusters de�ned earlier.16 By construction,

15 I produce equivalent covariance heatmaps for the identi�ed jump and continuous returns as well. These
are provided in the Online Appendix and look quite similar to the simpler Figure 2.3, so the clusters also
appear to “hold” for the continuous and jump returns.

16 Since principal components are simple linear combinations of the underlying data, the portfolios are well-
de�ned. Additionally, in order to keep each cluster portfolio's weights (eigenvectors) reasonable, I force the
sum of the weights to add up to one. This adjustment serves as a normalization to keep the scale of the
portfolios economically reasonable, although the choice of total weight is fundamentally meaningless since
the underlying characteristic-sorted portfolios are zero-investment. I provide additional details regarding the
portfolio weights in the Online Appendix.
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Table 2.2: Cluster Portfolios – Jump Statistics

Avg. # of Jumps per Year

Portfolio All Non-Market RJV z(RJV)

Market 56.12 0.00 0.0374 5.088
Accruals 56.72 52.56 0.067 15.073
Debt Issuance 56.48 52.68 0.070 11.983
Investment 61.68 56.08 0.057 5.742
Leverage 66.00 58.72 0.043 1.862
Low Risk 60.68 50.92 0.040 3.433
Momentum 58.80 52.12 0.066 7.492
Pro�t Growth 56.56 50.96 0.067 11.037
Pro�tability 63.28 57.00 0.053 8.011
Quality 60.84 55.20 0.064 10.829
Seasonality 55.64 46.36 0.065 5.265
Size 55.40 49.40 0.046 7.346
Skewness 62.76 57.00 0.070 8.341
Value 66.00 59.20 0.056 4.497

Note: For each of the cluster portfolios, I report the average number of jumps per
year, the average number of non-market jumps per year, the relative jump variation,
and the z-statistic for the full sample relative jump variation. The �rst statistic is
computed as the yearly average of number of the identi�ed intradaily jumps in each
of the portfolios. The second statistic is computed similarly but discludes jumps in
the portfolios that co-occur with those in the market. The third statistic, the relative
jump measure, is computed as the yearly average of the statistic (RV � BV)/ RV
where RV is the realized variance and BV is the bipower variance. The last statis-

tic is computed as RJV/
b

(vbb � vqq) 1
M

TP
BV2 where vqq = 2, vbb � 2.609,M is the

number of return observations in the sample, TP is the realized tripower quar-
ticity, and BV is the bipower variation. The tripower quarticity is computed as
TP = M (0.8309) � 3 M

M� 2
° M

j= 3 |r j� 2|4/3 |r j� 1|4/3 |r j |4/3 where r j refers to the j'th re-
turn in the sample (Barndorff-Nielsen & Shephard, 2004a). All four statistics are
based on intradaily 15-minute returns across the full sample, 1996-2020.

these portfolios capture the shared variation within each cluster and thus facilitate a lower-

dimensional but readily interpretable analysis of the zoo. To substantiate this point, I plot

the cumulative returns for each of the cluster portfolios and their underlying factors in

Figure A.6. In general, the cluster portfolios match the variation and average returns of

the factor clusters they represent.

Following the plan of summarizing the zoo through the cluster portfolios, I identify

the jump returns therein (using the methodology detailed in subsubsection 2.2.2.1) and

report my results in Table 2.2. The �rst column shows the average number of intradaily

jumps per year for each of the cluster portfolios plus those in my high-frequency market
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factor. For all portfolios, this statistic takes similar values, hovering around 60 jumps per

year. The average number of days with at least one jump is slightly lower but consistent

across the portfolios, being around 50 per year. While these numbers may appear large in

magnitude, they are consistent with similarly computed counts from Bollerslev, Law, and

Tauchen (2008) (see Table 1 of their paper).

To check if the factors are simply cojumping with the market, I also count the subset of

jumps in each of the portfolios that do not co-occur with jumps in the market portfolio. For

simplicity, I estimate this subset by simply �ltering out intervals with detected jumps in

each of the portfolios that also contain a detected jump in the market. I report the yearly

averages of my estimated non-market jump counts in the second column of Table 2.2. I �nd

that the vast majority of jumps in the cluster portfolios do not co-occur with market jumps,

consistent with the fact that the underlying characteristic-sorted factors are uncorrelated

with the market.

The next two columns in Table 2.2 further corroborate the existence of jumps in the

cluster portfolios. The �RJV� column reports the fraction of intraday variation that stems

from jumps. This statistic is computed by normalizing the di�erence between realized

and bipower variation by realized variation itself (see Huang and Tauchen, 2005). Since

realized variation captures the total quadratic variation while bipower variation captures

only the continuous component of quadratic variation, the positive RJV values suggest that

a non-trivial fraction of the overall variation in the cluster portfolios comes from jumps.

To formally test whether the RJV values are statistically signi�cantly greater than zero, I

compute a test statistic for RJV based on Barndor�-Nielsen and Shephard (2004a). Under

a 5% signi�cance level, I can reject the null of zero jump variation for all fourteen portfolios.

Going a step further and rerunning test on a daily basis, I reject the null at a 5% level for

approximately 12%of the days in my sample for each of the fourteen portfolios. This �nding

is echoes with equivalent estimates for the SP500 index from Huang and Tauchen (2005)

and is approximately consistent with the average number of days with jumps mentioned

earlier.
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All in all, these results lend further support to the idea that there exists non-market,

non-diversi�able factor jump risk. That is, if non-market jumps were diversi�able, the

factor portfolios � constructed by averaging the returns on thousands of stocks � should

be conditionally Gaussian. However, the cluster portfolios have occasionally, excessively

large returns (detected jumps) and exhibit jump variation that is both economically and

statistically as signi�cant the jump variation in the market portfolio. All together, these

results imply that there exist non-market jumps that do not �wash out� under aggregation.17

A natural followup question is whether these jumps have non-trivial pricing implications.

To investigate this, I now proceed to my estimates for the continuous and jump risk premia

of my factors.

2.4 Continuous and Jump Risk Premia

Are continuous and jump risk factors priced? Are they priced di�erently? And, which

factors in the zoo have signi�cant continuous/jump risk premia? To address these questions,

I begin by estimating these more granular risk premia for the workhorse factor models. I

then estimate the risk premia of each my 218 JKP and CZ factors. Lastly, I �nish with

risk premia estimates for representative portfolios formed using the factor clusters de�ned

earlier.

2.4.1 Workhorse Factor Models

To start, I run Cts-Time Fama-MacBeth regressions on each of the Fama-French workhorse

factor models (CAPM, FF3, FF5, and FF6) using, as test assets, my set of 272 high-

frequency portfolios and the top 1000 stocks by market cap each year.18 I report my results

17 To provide more straightforward evidence that the high-frequency factors do indeed capture systematic
non-market jumps, I also perform direct tests for cojumps between my factors (proxied by the cluster portfo-
lios) and a sample of SP500 stocks using a test statistic proposed by Jacod and Todorov (2009). An explanation
of the test and the results are given in the Online Appendix. In short, I �nd strong evidence that the cluster
portfolios exhibit co-jumps with stocks.

18 Aït-Sahalia, Jacod, and Xiu (2023) run similar regressions on their high-frequency Fama-French factors. I
redo the regressions here since I need to reference the associated results again in the sequel. Additionally, un-
like the regressions from Aït-Sahalia, Jacod, and Xiu (2023), mine include a large set of high-frequency factors
as test assets – revealing whether the Fama-French factors can better explain the factor zoo in continuous-time
– and also employ rolling jump betas – thereby modeling systematic jump risk with greater �exibility.
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for the continuous/jump risk factor speci�cation in Table 2.3 and those for a continu-

ous/semijump speci�cation in Table 2.4. For brevity, I leave the results for a traditional,

lower-frequency Fama-MacBeth regression in the Appendix (see Table A.2).

Based on the results, only two risk factors stand out. The �rst is the negative jump

risk factor for the market portfolio. This factor draws a statistically signi�cant premium

of 3.4% p.a., explaining more than a third of the average excess return on market portfolio

itself, 7.8%. Moreover, the total jump risk premium on the market, computed as the sum

of the semijump risk premia and also estimated directly in Table 2.3, is� 6.0%per year. In

other words, the vast majority of the premium earned from holding the market comes from

jump risk. This �nding is consistent with past empirical work by Bollerslev and Todorov

(2011a), Andersen, Fusari, and Todorov (2016), and Bollerslev, Patton, and Quaedvlieg

(2022) among others.

Conversely, the estimated risk premium of the continuous component of the market

return is statistically and economically insigni�cant. This �nding is interesting because

di�usive moves make up a large portion of overall intraday variation. Correspondingly, one

would naturally suspect that the di�usive premium would be large given the risk-return link

implied by no-arbitrage. However, this conjecture is not supported by the results shown

here nor in past work done by Bollerslev, Li, and Todorov (2016) and Alexeev, Dungey, and

Yao (2017) who have similarly found that continuous market betas, unlike discontinuous

market betas, are associated with essentially zero premia.

The second risk factor of interest is the continuous component of the operating prof-

itability factor, RMW. The magnitude of its risk premia, 4.09%, is about the same as that

of the return on the portfolio itself, 3.85%, and its FF3 alpha, 4.68%. Surprisingly, its total

jump risk premium, reported in Table 2.3, is also statistically signi�cant and non-trivial.

In contrast, all of the remaining risk factors draw statistically insigni�cant risk premia.

These null results are not particularly surprising given that FF6 portfolios themselves have

relatively low average returns within my sample � the average, annual returns for SMB,

HML, CMA, and UMD are 1.05%, -0.32%, 1.59%, and 3.91%.
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Table 2.3: Cts-Time Fama-MacBeth Regressions – Continuous and Jump Risk Premia

Speci�cation

CAPM FF3 FF5 FF6

FF MKT Continuous 2.27 ( 0.60) 0.44 ( 0.13) 1.72 ( 0.50) 1.55 ( 0.46)
Jump 1.73 ( 0.68) 4.75�� ( 2.09) 5.38�� ( 2.50) 6.29��� ( 2.95)

FF SMB Continuous 0.13 ( 0.07) 0.34 ( 0.18) 0.54 ( 0.29)
Jump 0.30 ( 0.19) 1.33 ( 0.89) 1.77 ( 1.23)

FF HML Continuous � 1.00 (� 0.54) � 1.82 (� 1.04) � 1.59 (� 0.91)
Jump 0.38 ( 0.29) 0.74 ( 0.60) 0.81 ( 0.68)

FF RMW Continuous 4.36��� ( 3.67) 4.36��� ( 3.75)
Jump 1.95�� ( 2.15) 1.76�� ( 1.97)

FF CMA Continuous 0.31 ( 0.27) 0.84 ( 0.75)
Jump � 0.32 (� 0.38) � 0.09 (� 0.10)

FF UMD Continuous 1.55 ( 0.72)
Jump � 2.11 (� 1.29)

R2 31.8% 36.1% 38.0% 39.1%

Note: I report Cts-Time Fama-MacBeth estimates of the annualized risk premia (%) for each factor along with
t-statistics in parentheses. The test assets include every portfolio in the factor zoo along with the top 1000
stocks by market cap in each year.The R2 values report the time-series average of the R2 estimates for each
cross-sectional regression. The regressions include 3394 test assets and the risk premia are averaged over a time
span of 24.9 years. The notation *, **, and *** refers to 90%, 95%, and 99% levels of signi�cance respectively.
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Table 2.4: Cts-Time Fama-MacBeth Regressions – Continuous and Semijump Risk Premia

Speci�cation

CAPM FF3 FF5 FF6

FF MKT Continuous 1.80 ( 0.48) 0.00 ( 0.00) 1.66 ( 0.49) 1.67 ( 0.50)
Neg Jump 2.75 ( 1.39) 3.71�� ( 2.16) 3.25�� ( 1.97) 3.40�� ( 2.08)
Pos Jump � 0.25 (� 0.13) 1.81 ( 1.08) 2.38 ( 1.46) 2.64 ( 1.64)

FF SMB Continuous 0.18 ( 0.09) 0.37 ( 0.20) 0.47 ( 0.26)
Neg Jump 1.12 ( 0.92) 1.12 ( 0.94) 1.41 ( 1.22)
Pos Jump � 0.76 (� 0.67) 0.10 ( 0.09) 0.16 ( 0.15)

FF HML Continuous � 0.96 (� 0.52) � 1.68 (� 0.97) � 1.66 (� 0.97)
Neg Jump 0.32 ( 0.32) 0.09 ( 0.09) 0.17 ( 0.18)
Pos Jump � 0.73 (� 0.81) 0.20 ( 0.23) 0.22 ( 0.26)

FF RMW Continuous 4.15��� ( 3.53) 4.09��� ( 3.55)
Neg Jump 1.24� ( 1.70) 1.18 ( 1.61)
Pos Jump 0.62 ( 1.05) 0.39 ( 0.67)

FF CMA Continuous 0.42 ( 0.37) 0.83 ( 0.74)
Neg Jump 0.77 ( 1.12) 0.78 ( 1.15)
Pos Jump � 1.36�� (� 2.18) � 0.93 (� 1.50)

FF UMD Continuous 1.62 ( 0.75)
Neg Jump � 0.65 (� 0.54)
Pos Jump � 1.22 (� 1.02)

R2 32.3% 36.8% 39.0% 40.1%

Note: I report Cts-Time Fama-MacBeth estimates of the annualized risk premia (%) for each factor along with
t-statistics in parentheses. The test assets include every portfolio in the factor zoo along with the top 1000
stocks by market cap in each year. TheR2 values report the time-series average of the R2 estimates for each
cross-sectional regression. The regressions include 3394 test assets and the risk premia are averaged over a time
span of 24.9 years. The notation *, **, and *** refers to 90%, 95%, and 99% levels of signi�cance respectively.
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Table 2.5: Cts-Time Fama-MacBeth Regressions - Explanatory Power

Speci�cation: CAPM FF3 FF5 FF6 CAPM FF3 FF5 FF6

Stocks Factor Zoo

Low-Freq 15.39 18.28 19.59 20.26 24.73 33.77 36.56 37.51
High-Freq 17.65 21.55 23.27 24.22 24.16 37.64 42.11 44.40
Cts/Jmp 19.66 23.94 26.03 27.07 26.92 40.31 44.34 45.93
SemiJump 20.21 24.70 27.14 28.38 28.33 40.90 44.74 46.21

Note: I summarize the R2 estimates from the Cts-Time Fama-MacBeth regressions in Table 2.3
and Table 2.4. There is one additional model type called “High-Freq” which simply involves
running a Cts-Time Fama-MacBeth regression without splitting up the continuous and jump
components. The R2 values report the time-series average of the monthly cross-sectional re-
gression R2s. I compute separate R2s for stocks and the factor zoo. All reported values are
percentages.

In order to better understand how continuous and jump risk factors contribute to cross-

sectional explanatory power, I summarize the monthly average cross-sectionalR2 statistics

for each of the previously discussed models in Table 2.5. This table also reportsR2 statistics

for Cts-Time Fama-MacBeth regressions done without splitting up the continuous and

jump components; these are labelled �High-Freq.� A key �nding from Table 2.5 is that the

explanatory power increases as we switch to higher frequency data and more granular risk

factors. Going from a low-frequency regression to a high-frequency semijump speci�cation

increases theR2 of CAPM by about 4.9% when using stocks as test assets. About half this

increase seems to come from simply using high-frequency data, while the other half comes

from separating the continuous and jump components. Similarly, the equivalent increase

in R2 when transitioning from a low-frequency to a semijump FF6 model is 8.1% with

equal contributions coming from the increased sampling frequency and the more granular

risk factors. Interestingly, the increases in explanatory power when transitioning from the

jump to semijump speci�cations only appear marginal, suggesting that most of the gains

are coming from splitting continuous/discontinuous moves rather than signing jumps.

As in traditional regressions, increasing the number of factors also increases theR2.

Going from CAPM to FF6 improves the R2 for stocks by about 5% for the low-frequency

regression, while the same increase for the semijump regression is about 8%. These increases

are more than twice as large when using the portfolios as test assets, likely due to the fact
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that the factor zoo requires non-market factors to fully span. Lastly, note how theR2

estimates change along the o�-diagonal. Strikingly, the SemiJump CAPM model achieves

an R2 of 20.21% for stocks � thisR2 is about as large as that for the Low-Freq FF6 model,

20.26%. In other words, simply splitting up the market factor gives us about as much

explanatory power as adding 5 entirely new factors. On the other hand, the same claim

does not hold when using the factor zoo as test assets � the equivalent numbers in this case

are 28.33% and 37.51%. This latter �nding is likely driven by the fact that non-market

factors tend to have very little correlation with the market portfolio, suggesting that they

should bene�t comparatively more from adding non-market risk factors.

2.4.2 The Factor Zoo

I now turn to the risk premia estimates for the factor zoo. Naturally, a statistical analysis

of hundreds of factors is subject to the multiple testing problem. To alleviate this, I take

two approaches. My �rst approach is directly analyze all factors at once while correcting

for multiple hypothesis testing using the Storey (2002) procedure; this approach deals with

concerns over false discovery raised by Harvey, Liu, and Zhu (2016) and Harvey (2017).

My second approach is to study the risk premia of the �cluster portfolios� de�ned earlier

in subsubsection 2.3.4.3. Limiting the analysis to a smaller set of representative portfolios

drastically reduces the amount of multiple testing. It also produces readily interpretable

results since the cluster portfolios proxy for the �themed� risk spanned by each of the

clusters.

2.4.2.1 Individual Analysis

I begin by estimating the continuous and (semi)jump risk premia for each of the 218

JKP and CZ factors. Again, I run Continuous-Time Fama-MacBeth regressions for each

factor, reusing the same tuning parameters and test assets from earlier. I also include the

FF3 workhorse factors as additional spanning assets in each regression.19 For brevity, I

19 I explicitly avoid including the remaining FF6 factors – investment, operating pro�tability, and momentum
– to avoid controlling for the same systematic risk that the factors in the zoo aim to capture. For instance, it
makes little sense to talk about the premia earned by exposure to a pro�tability factor when holding exposure
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proceed directly to the continuous/semijump speci�cation where I split each factor into

three components, implying 12 risk factors per regression.

FIGURE 2.4: Factor Zoo – Individual Continuous and SemiJump Risk Premia. Each point
represents the risk premia estimate for a particular high-frequency risk factor from the set
of Jensen, Kelly, and Pedersen (2023b) and Chen and Zimmermann (2021) factors along
with the inverse standard deviation of the estimate. The estimates are obtained from sep-
arate Cts-Time Fama-MacBeth regressions for each factor. The continuous and semijump
risk premia estimates are given in differing colors and shapes. The curved lines indicate
t-statistic cutoffs. For instance, all points outside the funnel formed by the dashed black
line are signi�cant with p ¡ 0.05 with respect to a two-sided test of the null. Annotations
with factor descriptions are given for estimates with |t| ¡ 3.00.

I plot my risk premia estimates in Figure 2.4, which shows the continuous and semijump

risk premia estimates for each factor along x-axis paired with their respective inverse stan-

dard errors on the y-axis. The plot also marks three funnels for t-statistic cuto�s of1.96,

2.57, and 3.00. So, for instance, points that lie outside the|t| = 1.96 funnel correspond to

estimates with t-statistics that exceed 1.96. Overall, there are a total of 133 risk factors

that are individually statistically signi�cant at the 5% level and 42 risk factors that are

signi�cant at the 1% level. Nineteen estimates lie above the|t| = 3.00threshold advocated

to Fama-French RobustMinusWeak constant in a cross-sectional regression. Moreover, the latter three factors
of the FF6 were introduced to explicitly capture the “anomalies” raised by the literature – since these are
“ex post” factors unlike FF-SMB and FF-HML which have existed for over 30 years, they are particularly
inappropriate to control for when studying the zoo itself.
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by Harvey, Liu, and Zhu (2016) with ten being continuous risk factors, six being positive

semijump risk factors, and three being negative semijump risk factors. Of course, using a

threshold of 3.00 is merely a rule-of-thumb adjustment for multiple testing.

In order to more formally handle the multiple testing issue, I computeq-values for each

of the estimates (Storey, 2002). These values have a natural interpretation as �posterior

Bayesian p-values� (Storey & Tibshirani, 2003) and can be used to perform multiple hy-

pothesis tests while controlling the positive false discovery rate (pFDR) � the expected

ratio between the number of false positives to overall positives conditional on rejecting at

least one null. More precisely, they represent the smallest pFDR at which an estimate can

be called signi�cant. Performing hypotheses tests using q-values is essentially analogous

to the Benjamini and Hochberg (1995) method, with the added bene�t of reduced Type II

error.20 For reference, I detail the exact procedure for computing q-values in the Appendix

subsection A.1.5.

I compute q-values for each of the my risk premia estimates and report my results in

Table 2.6. The estimates are limited to those that pass a|t| = 3.00 threshold for brevity

and are sorted by their statistical signi�cance. Under a 10% pFDR threshold, I reject the

null for a total of 47 risk factors. Of these 47 statistically signi�cant risk factors, I �nd that

12 are negative jump risk factors, 14 are positive jump risk factors, and 21 are continuous

risk factors. Moreover, I also �nd that corresponding risk premia estimates themselves

are economically signi�cant. More precisely, the magnitudes of the statistically signi�cant

(q   10%) negative jump, positive jump, and continuous risk factors are 2.84%, -3.00%,

and 3.31%, respectively. Relative to the average of FF3 alphas, 1.87% as reported earlier

in Table 2.1, these risk premia estimates are substantial. The fact that semijump risk

appears to be priced is also consistent with recent work by Lin and Todorov (2019) and

Jacod, Todorov, and Lin (2022) who also argue that systematic non-market jumps and the

20 The Benjamini-Hochberg method is implemented by taking a sorted set of p-values, t p1, . . . ,pM u, and
rejecting the corresponding �rst m� hypotheses where m� = maxt m : pm ¤ gm/ Mu. The Storey (2002) pro-
cedure is essentially the same but we replaceM with M0, an estimate of the true number of null hypotheses.
By exploiting the fact that not all the hypotheses are actually null, we gain additional statistical power.
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Table 2.6: Factor Zoo – Signi�cant Continuous and SemiJump Risk Premia

Factor Name Component Description Risk Premia t-stat q-value

RESFF3_12_1 Pos. Jump Residual momentum t-12 to t-1 -3.33% -3.78 0.051
OPE_BE Continuous Operating pro�ts-to-book equity 6.01% 3.57 0.051
SEAS_6_10NA Pos. Jump Years 6-10 lagged returns, nonannual -4.68% -3.43 0.051
INDIPO Pos. Jump Initial Public Offerings -5.22% -3.43 0.051
EBIT_BEV Continuous Return on net operating assets 5.54% 3.19 0.051
FCF_ME Continuous Free cash �ow-to-price 5.18% 3.16 0.051
FCF_ME Neg. Jump Free cash �ow-to-price 2.97% 3.14 0.051
AT_TURNOVER Neg. Jump Capital turnover 2.76% 3.10 0.051
XFIN Continuous Net external �nancing -5.69% -3.09 0.051
EQNETIS_AT Continuous Net equity issuance 6.27% 3.09 0.051
MISPRICING_MGMT Neg. Jump Mispricing factor: Management 3.03% 3.08 0.051
LTI_GR1A Pos. Jump Change in long-term investments -1.92% -3.05 0.051
NI_BE Continuous Return on equity 5.22% 3.04 0.051
OPE_BEL1 Continuous Operating pro�ts-to-lagged book equity 4.58% 3.04 0.051
FR Pos. Jump Pension Funding Status -2.70% -3.03 0.051
QMJ Continuous Quality minus Junk: Composite 5.85% 3.03 0.051
SALE_BEV Continuous Assets turnover 4.54% 3.03 0.051
MEANRANKREVGROWTH Pos. Jump Revenue Growth Rank -2.83% -3.03 0.051
COMPEQUISS Continuous Composite equity issuance -5.39% -3.00 0.052

Note: Each row reports the risk premia estimate for a particular high-frequency risk factor from the set of
Jensen, Kelly, and Pedersen (2023b) and Chen and Zimmermann (2021) factors along with the associatedt-stat
and q-value. The estimates are obtained from separate Cts-Time Fama-MacBeth regressions for each factor.
The description columns are based on JKP and CZ. The risk premia estimates are annualized. The associated
citations are given in the Online Appendix. The q-values are computed using the procedure given in Storey
(2002) which is further detailed in the Online Appendix. For brevity, I only report the estimates with t-stats
greater than 3.00.

asymmetry they induce have non-trivial pricing implications.

In addition to magnitudes, the signs of the risk premia estimates generally line up with

expectations.21 All of the statistically signi�cant negative jump risk premia are positive,

corroborating the idea that investors receive compensation for exposure to factor �crashes�

(see also Chabi-Yo, Huggenberger, and Weigert, 2022 and Farago and Tédongap, 2018).

Likewise, all but one of the positive jump risk factors draw a negative risk premium.22

And, all but four of the continuous risk premia estimates are positive. Since the underlying

factor portfolios are long in the same direction proposed by the literature, the simplest

explanation for the four incorrectly signed continuous risk premia estimates is that they

21 The underlying factor portfolios are “long” in the same direction as proposed by their original papers, so
the signs of the risk premia are readily interpretable.

22 This need not always be the case in theory. That is, the positive jump risk premium represents compen-
sation for exposure to both systematic jump variation (jumps in general) and good news (positive return). If
the negative premia earned for exposure to good news dominates the positive premia earned from exposure
to jump variation, then the total positive jump risk premia is negative; otherwise, it can be positive. The
question of dominates is ultimately empirical.
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Table 2.7: Factor Zoo – Number of Signi�cant Continuous and SemiJump Risk Premia by
Cluster

Total Signi�cant (q   10%) Signi�cant (q   15%)

Cluster Cts. Neg. Jump Pos. Jump Cts. Neg. Jump Pos. Jump

Value 25 2 1 2 3 3 5
Investment 23 0 1 1 1 6 9
Low Risk 30 4 3 1 17 5 9
Pro�tability 15 7 2 1 8 6 1
Quality 25 4 2 0 9 4 2
Leverage 29 3 2 1 7 9 6
Momentum 15 0 1 1 4 1 2
Size 12 0 0 0 3 3 3
Pro�t Growth 13 1 0 1 3 2 1
Accruals 5 0 0 0 0 2 1
Debt Issuance 6 0 0 1 0 1 2
Skewness 6 0 0 3 0 1 6
Seasonality 14 0 0 2 1 3 4

Note: The �rst data column reports the total number of factor portfolios assigned to each
cluster. Each of the remaining columns report the number of statistically signi�cant risk pre-
mia associated with each cluster (row) and component (column). The risk premia estimates
correspond to the continuous, negative jump, and positive jump components of the high-
frequency JKP and CZ factor portfolios. The estimates are obtained from separate Cts-Time
Fama-MacBeth regressions for each factor. Statistical signi�cance is determined by two q-
value thresholds: 10% and 15%. The q-values are computed using the procedure given in
Storey (2002) and further detailed in the Online Appendix.

are likely false positives with their true risk premia being null.

Given that there is a moderately large number of statistically signi�cant continuous risk

factors (21 in total), it would seem that continuous factor risk is quite important. However,

this �nding seems to be primarily driven by �rediscoveries� of the same systematic contin-

uous risk. To illustrate this point, I count the number of signi�cant risk factors associated

with each of the three risk components and each of the clusters. I report my counts in

Table 2.7. Seven of the statistically signi�cant (q   10%) continuous risk factors belong

to the Pro�tability cluster while 4 belong to Low Risk and another 4 belong to Quality.

In contrast, the signi�cant positive/negative jump risk factors are fairly evenly distributed

across clusters.23 Likewise, for the negative jumps, 9 of the signi�cant risk premia are as-

sociated with the Leverage cluster, while, for the positive jumps, 9 are associated with the

23 A similar point holds under a more lenient pFDR threshold of 15% where 17, 8, and 9, and 7 of the
statistically signi�cant continuous risk factors are associated with the Low Risk, Pro�tability, Quality, and
Leverage clusters.
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Low Risk cluster and another 9 with the Investment cluster. In short, the signi�cant risk

premia estimates for each of the components tend to congregate within subsets of the thir-

teen clusters. Consequently, the number of signi�cant risk premia estimates is not entirely

informative about the number of unique sources of priced factor risk associated with each

of the three components. To better address this, I now proceed to an analysis of the cluster

portfolios constructed earlier.

2.4.2.2 Cluster Analysis

I now analyze the zoo using the cluster portfolios in subsubsection 2.2.2.1. Like earlier, I

run Cts-Time Fama-MacBeth regressions using the Fama-French 3 paired with the individ-

ual cluster portfolios as spanning assets. I use the same test assets and tuning parameters

as before. For brevity, I work directly with a continuous/semijump speci�cation as in the

previous section. In total, this amounts to thirteen regressions, one for each of the cluster

portfolios.

I plot my results in Figure 2.5. I �nd that eight risk factors are (individually) statistically

signi�cant at a 5% level while three of these are also statistically signi�cant at a 1% level.

Of the risk factors that are signi�cant at a 5% level, four capture negative jump risk, two

capture positive jump risk, and two capture continuous risk, again corroborating the claim

that semijump risk is priced. And, like before, the semijump risk premia estimates appear

to be large in magnitude; the averages of the continuous, negative jump, and positive jump

risk premia estimates across the thirteen portfolios are 0.78%, 1.11%, and -0.93%. The

negative jump risk premia clearly dominate, especially compared to the average return on

the cluster portfolios of 1.12%.

Next, to handle multiple testing, I again compute q-values for each of the risk premia

estimates. Computing these values requires �rst estimating the true proportion of nulls

p 0 (see subsection A.1.5 for an exposition). I estimate this proportion to be 22% with a

95% CI of [2%, 44%]. I then report my results in Table 2.8. Note that this table includes

q-values based on larger, and thus more conservative, values forp 0 in order to account for
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FIGURE 2.5: Cluster Portfolios – Continuous and SemiJump Risk Premia. Each point
represents a risk premia estimate for a particular cluster portfolio; clusters are based on
the methodology described in subsubsection 2.3.4.2 and their representative portfolios are
formed using the �rst principal component of the factor returns within each cluster. The
estimates are obtained from separate Cts-Time Fama-MacBeth regressions for each factor.
The continuous and semijump risk premia estimates are given in differing colors and
shapes. The solid and dashed black lines indicate t-statistic cutoffs. Labels are included
for risk factors with |t| ¡ 1.96.

the fact that the estimated p 0 is surprisingly low.

Under a conservative choice ofp 0 = 40% and a pFDR threshold of 10%, I reject the

null for just the eight risk factors. These factors are associated the clusters Accruals, Size,

Skewness, Investment, Pro�tability, Low Risk, Leverage, and Debt Issuance. Each of these

clusters individually represent 5, 12, 6, 23, 15, 30, 29, and 6 of the original 218 factors

from the literature. The statistically signi�cant continuous risk premia are associated with

the Low Risk and Pro�tability clusters, consistent with the earlier individual analysis. The

remaining statistically signi�cant results correspond to semijump risk factors, consistent

with past work highlighting the importance of market neutral jump risk (see, e.g., Aït-

Sahalia, Jacod, and Xiu, 2023; Jacod, Todorov, and Lin, 2022; Lin and Todorov, 2019).

To ensure that these results are not sensitive to the choice of tuning parameters, I perform

additional robustness checks in the Online Appendix. I �nd that only four risk factors
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Table 2.8: Cluster Portfolios – Continuous and SemiJump Risk Premia

q-value

Cluster Portfolio Component Risk Premia t-stat p 0 = 30% p 0 = 40% p 0 = 50%

Accruals Neg. Jump 1.64% 2.76 0.030 0.040 0.050
Size Neg. Jump 2.58% 2.75 0.030 0.040 0.050
Skewness Pos. Jump � 2.22% � 2.66 0.030 0.040 0.050
Investment Pos. Jump � 1.79% � 2.41 0.046 0.061 0.076
Pro�tability Continuous 3.01% 2.33 0.046 0.061 0.076
Low Risk Continuous 4.68% 2.05 0.069 0.091 0.114
Leverage Neg. Jump 1.69% 1.99 0.069 0.091 0.114
Debt Issuance Neg. Jump 0.86% 1.99 0.069 0.091 0.114
Quality Continuous 2.79% 1.82 0.089 0.118 0.148
Low Risk Pos. Jump � 2.00% � 1.69 0.106 0.141 0.176
Leverage Pos. Jump � 1.62% � 1.65 0.106 0.141 0.176
Seasonality Pos. Jump � 1.77% � 1.57 0.109 0.145 0.181
Leverage Continuous � 2.50% � 1.55 0.109 0.145 0.181
Pro�tability Neg. Jump 1.14% 1.43 0.121 0.162 0.202
Debt Issuance Continuous 1.11% 1.42 0.121 0.162 0.202

Note:Each row reports a risk premia estimate for a particular cluster portfolio; clusters are based on
the methodology described in subsubsection 2.3.4.2 and their representative portfolios are formed
using the �rst principal component of the factor returns within each cluster. I report estimates
are obtained from running separate Cts-Time Fama-MacBeth regressions for each factor; for these
regressions, the span assets are the FF3 plus a given cluster portfolio. The risk-premia estimates are
annualized. The q-values are computed using the procedure given in Storey (2002) under various
parameterizations for the true proportion of nulls, p 0. Only the top �fteen estimates by p-value are
included for brevity.

survive all of my robustness checks: negative jumps in Accruals, positive jumps in Skewness,

positive jumps in Investment, and continuous returns in Pro�tability.

2.4.2.3 Intraday versus Overnight Jumps

Since it appears that �discontinuous� factor risk is priced, a natural followup question is

whether this risk is associated with intraday jumps or large overnight moves. Thus, I repeat

the Cts-Time Fama-MacBeth regressions used thus far but estimate separate betas for the

overnight and intraday returns. More precisely, I estimate �ve betas for each factor portfolio:

an intraday continuous beta, two intraday jump semibetas, and two overnight semibetas.

This approach essentially follows Bollerslev, Li, and Todorov (2016) but extended to a

multifactor setting with semibetas.

I report my results in the Appendix Table A.3. Given the number of risk premia

being estimated (5 betas times 13 clusters equals 65 risk premia estimates), I adjust for
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multiple testing again using q-values. Surprisingly, the estimated proportion of nulls in this

dataset is 100% and none of the risk factors draw a statistically signi�cant premium even

at an extremely liberal 40% pFDR threshold. Moreover, only three of the risk factors are

individually statistically signi�cant ( |t| ¡ 1.96) � these are the continuous risk factors for

Pro�tability and Quality, plus the negative jump risk factor for Debt Issuance. In contrast,

directly evaluating the magnitudes of the point estimates tells a slightly cleaner story.

Across all of the factors, the average negative intraday jump risk premia is 0.49% compared

to 0.31% for the negative overnight risk premia, while the average positive intraday jump

risk premia is -0.46% compared to -0.01% for the positive overnight risk premia. In other

words, the intraday jump semibetas are associated with larger premia in absolute terms

than the overnight semibetas. So, from this angle, intraday discontinuous risk appears more

economically signi�cant than overnight risk, although the statistical imprecision makes it

di�cult to draw any de�nite conclusion overall.

To conclude, there are only a few clusters that have priced risk components. Three of

the priced components for the cluster portfolios correspond to semijump risk while just one

captures continuous risk; additionally, the majority of semijump risk premia seems to be

obtained from exposure to intraday jumps rather than overnight returns.

2.5 Decomposing the Cross-Section of Returns

The risk premia estimates discussed in the previous section suggest that investors are

willing to pay a premium for hedging against certain types of non-market continuous and

(semi)jump risk. However, risk premia estimates on their own say only that much � they

do not reveal whether the continuous and (semi)jump risk factors are useful for explaining

the cross-section of returns. Hence, in this section, I introduce a variance decomposition

to separately identify the cross-sectional explanatory power of the jump and continuous

components of the factor models studied thus far. To do so, I exploit the fact that cross-

sectional variation in expected returns must necessarily come from covariation with either

the continuous or the jump component of the SDF. Consequently, by estimating the contin-
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uous and jump risk premia earned by various test assets, I can readily construct explanatory

power bounds that quantify the upper/lower limits of the cross-sectional variation explained

by each of the two components. As I will show, nearly all variation in the cross-section of

expected returns comes from jump risk.

To motivate the decomposition described above, �rst recall that the factor model used

for prices implies a linear structure for the spot excess return (see Equation 2.11). Averaging

the spot excess return over time gives the standard, average expected return:
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� GC
m + GJ

m.

The terms GC
m and GJ

m, are de�ned as the time-averages of the continuous and jump risk

premia for assets indexed bym P t1, . . . ,Mu. These two terms may be readily interpreted as

the expected excess returns coming from covariance with the continuous and discontinuous

components of the pricing kernel. Naturally, cross-sectional variation in expected excess

returns, the left-hand-side of Equation 2.14, must come from variation inGC
m and GJ

m, making

their estimation critical for a variance decomposition.

To this end, I estimate both GC
m and GJ

m for each asset using their sample analogues (see

subsection A.1.2 for details). I then use the resulting estimates,̂GC
m and ĜJ

m, to construct
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the following measures of explanatory power:
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Here, R̃2
J measures the explanatory power of the jump component,̃R2

C of the continuous

component, and R̃2 of both components. The R̃2 measure is readily interpreted as the

standard R2 value associated with a constrained cross-sectional regression between the

expected returns for each asset̂E(Re
m) and the two components(ĜC

m, ĜJ
m).

To de�ne the bounds on the jump and continuous components, I introduce the sets,
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where t (x) � min (max(x, 0), 1) is used to truncate values outside 0% and 100%. The set

SR
J gives the bounds on the explanatory power of the jump component, whileSR

J gives that

for the continuous component. The truncation ensures that the bounds do not lie outside

[0,1], although this is not much of a concern in practice.24

To better understand these sets, note that all of theR̃2 measures are equivalent toR2s

from constrained regressions on the average returns for a given set of test assets. Conse-

quently, the explanatory power of the jump component can either be thought of as either (i)

the explanatory power from just using the jump component as the only regressor or (ii) the

increase in explanatory power from adding the jump component to a regression that already

includes the continuous component. These two de�nitions arise because the covariance term

24 When running a constrained regression, it is possible for the R2 to decrease when adding a regressor.
Hence, bounding the sets S is necessary for them to lie completely in [0%, 100%]. However, the main results
do not seem to depend on this truncation.
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in a variance decomposition could be attributed to either of the inputs. Equation 2.16 and

Equation 2.17 simply formalize this point and explicitly state the bounds.

2.5.1 Variance Decomposition Results

To estimate these bounds, I begin by running the usual Cts-Time Fama-MacBeth re-

gressions under two di�erent speci�cations for the span assets. The �rst speci�cation uses

the workhorse FF6 factors and the second speci�cation uses the market factor plus thirteen

cluster portfolios. This latter speci�cation, denoted C14, provides an alternative approach

to spanning the systematic risk embodied by the zoo. Otherwise, the regressions themselves

are run using the same tuning parameters and test assets as those used earlier in section 2.4.

After estimating the risk premia and expected returns, I compute theR2 measures for the

stocks and portfolios within my set of test assets. I compute the measures for the two groups

both together and separately to check for heterogeneity � that is, whether the variance con-

tributions of the continuous and jump risk premia components di�er between di�erent types

of assets.25

I report my �rst set of results in Table 2.9. The �rst panel reports the R2 measures for

regressions where the span assets were split into two components, continuous and jump;

the second panel is similar but involves span assets split into three components, continuous

and semijump. To establish a reference point for the variance contributions, I include

the R̃2 measure which reports the cross-sectional explanatory power of the estimate for

1
T

³ t
0 bm,sl sds. In theory, if a given factor model holds, the R̃2 values should be exactly

100%. However, in practice, estimation error in the expected returns, betas, and risk

premia prevents a perfect �t of the cross-section. Still, R̃2 estimates appear to be fairly

high with the two multifactor models explaining around half the cross-sectional variation

in �All� assets. Also, unsurprisingly, the explanatory power is larger for the portfolios than

25 Computing the explanatory power measures also involves �ltering out assets that spend fewer than 15
years in the sample. This �lter ensures that only assets with precise risk premia estimates are included. The
results will not substantially change when using a cutoff of 10 years or 20 years. Also note that the �lter
does not affect portfolios naturally exist forever although, it does cut down the number of individual stocks
available for analysis to 780.
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Table 2.9: Variance Decomposition Results – Cts-Time Fama-MacBeth with Continu-
ous/Jump Risk Factors

Panel A. Using Continuous and Jump Risk Factors

Cts Component Jump Component

Assets Speci�cation R̃2 Lower Upper Lower Upper

All FF6 48.74 6.00 11.09 37.65 42.74
All C14 57.62 9.09 11.21 46.41 48.53
Stocks FF6 48.39 5.58 10.31 38.08 42.82
Stocks C14 57.04 8.65 11.33 45.71 48.39
Portfolios FF6 51.20 8.98 16.57 34.63 42.22
Portfolios C14 61.71 10.33 12.15 49.56 51.38

Panel B. Using Continuous and SemiJump Risk Factors

Cts Component Jump Component

Assets Speci�cation R̃2 Lower Upper Lower Upper

All FF6 49.73 5.87 13.57 36.16 43.86
All C14 58.13 8.14 14.02 44.12 50.00
Stocks FF6 49.08 5.59 12.77 36.31 43.49
Stocks C14 57.54 7.81 13.71 43.83 49.72
Portfolios FF6 54.28 7.81 19.20 35.07 46.47
Portfolios C14 62.33 10.42 16.22 46.12 51.92

Note: For each speci�cation listed in the second column, I run a Cts-Time Fama-MacBeth re-
gression to estimate betas and spot risk premia for each month. The span assets include the
continuous and jump component of each factor in the speci�cation; the test assets are the yearly
top 1000 stocks by market cap and all the portfolios in my factor zoo. In the �rst panel, the re-
gressions involve continuous and jump risk factors, while, in the second panel, the regressions
further involve semijump risk factors. For each group of test assets, I then estimate R̃2

J, R̃2
C,

and R̃2. The upper and lower bounds for the explanatory power of the jump and continuous
components are given by the sets SR

J and SR
C , which are de�ned in Equation 2.16 and Equa-

tion 2.17; these sets are also truncated when they exceed 0% or 100%. All values are reported
as percentages.

the stocks, likely due to the fact that stocks have a larger idiosyncratic component � this

is entirely consistent with the earlier results from Table 2.5.26

The last four columns of Table 2.9 report the(SR
J , SR

C ) bounds from Equation 2.16 and

Equation 2.17. Here, I �nd a striking result: the jump component of risk premia does far

26 The R̃2 values are higher than the R2 values reported earlier in Table 2.5, since they are computed dif-
ferently. The latter R2s are time-series averages of cross-sectionalR2s computed on a monthly basis – they
will never be exactly 100%, since there exists noise (martingale component of returns) that dominates at �xed
sampling frequencies. In contrast, these cross-sectionalR2s, computed using full-sample averages of returns,
should eventually converge to 100% under a correctly speci�ed factor model, since the return averages will
eventually converge to the true risk premia. Moreover, they will generally be higher, since taking the full-
sample average of returns (doing more time-averaging) before computing the cross-sectional R2 will cut out
a greater portion of noise.
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better in explaining the cross-sectional variation in expected returns than the continuous

component. In fact, the lower bound on the explanatory power of the jump component is

always larger than the upper bound of the explanatory power of the continuous component.

And, although the jump component bounds are not always as large as̃R2, they are quite

similar in magnitude. For example, for the FF6 speci�cation in Panel A with �All� assets,

the upper bound on the explanatory power of the continuous component is 11.09% while

the lower bound for the explanatory power of the jump component is 37.65%. Relative

to the total explanatory power of the factor model, R̃2 = 48.74%, the jump component

completely dominates the continuous component. Note that this relative comparison is

critical to understanding the economic signi�cance of the magnitudes because none of the

factor models can fully explain all variation in expected returns. The results shown in

Panel B are similar. The magnitudes of theR̃2 values are similar, consistent with the

earlier results from subsection 2.4.1 where I found only marginal increases in cross-sectional

explanatory power from splitting the jump risk factors. And, again, the lower bound on the

explanatory power of the jump component is substantially larger than the upper bound on

that of the continuous component. Lastly, although I have only considered the FF6 and C14

speci�cations here, the results for CAPM, FF3, and FF5 are essentially the same. In short,

di�erences in exposure to systematic jump risk explains the majority of cross-sectional

variation in expected returns.

2.5.2 Signi�cance of Risk Premia Components

To further stress the importance of jump risk, I now test whether the continuous and

jump risk premia of the test assets are statistically signi�cantly di�erent from zero. These

tests are quite similar to those used earlier on the factor risk premia but are instead applied

on the GC and GJ estimates. Essentially, for each test asset, I constructt-statistics for the

continuous and jump risk premia, using the realized volatility of the corresponding spot risk

premia estimates to compute standard errors. Then, relying on an asymptotic normality

result provided in the Online Appendix, I then test for statistical signi�cance in the usual
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Table 2.10: Signi�cance of Risk Premia Components

Panel A. Using Continuous and Jump Risk Factors

Percent Signi�cant (p   0.05)

Assets Speci�cation l C l J l J � l C

All FF6 3.81 48.22 8.98
All C14 8.61 45.88 11.69
Stocks FF6 1.48 63.40 12.01
Stocks C14 2.59 59.70 14.05
Portfolios FF6 8.46 18.01 2.94
Portfolios C14 20.59 18.38 6.99

Panel B. Using Continuous and SemiJump Risk Factors

Percent Signi�cant (p   0.05)

Assets Speci�cation l C l J l J � l C

All FF6 3.44 39.24 8.24
All C14 7.01 37.88 10.09
Stocks FF6 1.48 51.57 11.46
Stocks C14 2.77 48.98 12.94
Portfolios FF6 7.35 14.71 1.84
Portfolios C14 15.44 15.81 4.41

Note: For each model listed in the second column, I run a Cts-Time Fama-MacBeth re-
gression to estimate betas and spot risk premia for each month. The span assets are given
by speci�cation column; the �rst panel involves regressions splitting the span assets into
continuous/jump risk factors while the second panel further involves semijump risk fac-
tors. The test assets are the yearly top 1000 stocks by market cap and all portfolios in my
factor zoo. Then, for each test asset, I compute the components of expected returns linked
to systematic continuous and jump risk using Equation A.15 and Equation A.16; I drop
any assets with less than 15 years of available data. Finally, for each group of test assets,
I compute the fraction of assets with signi�cant (|t| ¡ 1.96) continuous and jump risk
premia. These estimates correspond to the columns l C and l J. The last column reports
the fraction of assets for which the difference in these premia is signi�cant. All values are
reported as percentages.

way.

I report my results in Table 2.10. In general, there are far more cases assets with

statistically signi�cant jump risk premia than continuous risk premia. For instance, based

on the FF6 speci�cation in Panel A, I �nd that 48.22% of the stocks in my sample have a

statistically signi�cant jump risk premium while only 3.81% have a statistically signi�cant

continuous risk premium. The results are not as distinct for the factor zoo, but the fraction

of assets with signi�cant jump risk is generally substantial.

Interestingly, the fraction of portfolios with statistically signi�cant continuous risk pre-
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mia rises from 8.46% to 20.59% when switching from the FF6 speci�cation to the C14

speci�cation, suggesting that the cluster portfolios may be necessary to span the contin-

uous risk embedded in the factor zoo. The fraction of statistically signi�cant continuous

risk premia for the factors under the C14 speci�cation also appear to exceed the equivalent

value for the jump risk premia. This is likely related to the fact that there are a large

number of factors in the Pro�tability and Low Risk clusters; the cluster portfolios thereof

were shown to draw large continuous risk premia earlier.

Lastly, a non-trivial fraction of stocks draw statistically signi�cantly di�erent contin-

uous and jump risk premia (i.e., as manifest in the di�erenceĜC
m � ĜJ

m being statistically

signi�cant). The numbers for the factor portfolios are slightly lower but that may be due to

the fact that many of the factors do not draw much risk premia in general � see the earlier

descriptive statistics from subsubsection 2.3.4.1.

In any case, the results from this section and the last suggest that jump risk pre-

mia, in contrast to continuous risk premia, plays a large and distinct role in driving the

cross-sectional variation in expected returns and driving the individual expected returns

themselves. Consequently, distinguishing the risk associated with the continuous and jump

components of factors appears critical for comprehensively modeling systematic risk. Along

the same lines, the results more generally stress the importance of studying systematic risk

and expected returns in a continuous-time setting where the distinction between continuous

and jump returns is well-de�ned.

2.6 Conclusion

A large body of work has shown that the continuous and jump returns of the market

portfolio represent unique sources of risk with distinct pricing implications. This paper

further extends this point to the many factors proposed by the asset pricing literature by

using a novel dataset of precisely constructed high-frequency factors.

In particular, although there are few priced factors overall, four speci�c risk factors based

on the cluster portfolios stand out in terms of both statistical and economic signi�cance.
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Two of these factors, based on the Investment and Skewness clusters, draw their premia from

positive jumps. One, based on the Accruals cluster, draws its premia from negative jumps.

And the last, based on the Pro�tability cluster, draws its premia from the continuous

component of its returns. Moreover, for all of the risk factors derived from the cluster

portfolios, I �nd that the magnitudes of the continuous and semijump risk premia are

non-trivial and substantially di�er between each of the portfolios.

Motivated by this marked heterogeneity, I then address how these more granular risk

factors and their premia relate to one of the long-standing questions of asset pricing: why

do some assets o�er higher return than others? To this end, I perform a novel variance

decomposition that breaks down the cross-sectional variation in expected returns into the

contributions from continuous and jump risk premia. My results strongly point towards

jump risk premia being the primary driver of cross-sectional variation. Moreover, I �nd

that jump risk premia is often a statistically signi�cant component of individual expected

returns, while continuous risk premia is less often so. Taken together, these �ndings stress

the importance of including and di�erentiating jump risk in models of systematic variation.

Given the importance of factor jumps, one may also under what economic mechanisms

drive their occurrence. To address this question, it may help to further analyze commonal-

ities in exposure to systematic risk in the �rms underlying the factor portfolios (see, e.g.,

Lochstoer and Tetlock, 2020; Lopez-Lira, 2020) or analyzing directly the variation in fac-

tors themselves (see, e.g., Baker et al. (2021), Bybee, Kelly, and Su (2023), and Bybee

et al. (2023)). These two approaches may help shed new light on what drives systematic,

market-neutral jumps and thus bring us closer to understanding the central question of

what drives cross-sectional variation in returns. I leave this for future work.
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3. News and Asset Pricing: A High-Frequency Anatomy of
the SDF
3.1 Introduction

Asset pricing theory holds that in a frictionless �nancial market there exists a unique

stochastic discount factor (SDF), or pricing kernel, that prices all risky assets (e.g., Back

(2010)).1 But what economic news drives large changes in the SDF and how is speci�c

news topics priced? We seek to provide new insights into these key questions by empirically

linking large intraday changes or �jumps� in a robustly estimated, high-frequency SDF to

directly observable real-time economic news and corresponding news topics. We �nd that

news related to monetary policy and �nance typically accounts for the largest portion of

the variation in the SDF and the tangency portfolio risk premium, followed by news about

international a�airs and macroeconomic data. Building on the same mimicking portfolio

approach underlying these results, we further document marked di�erences in the way in

which the di�erent news topics, and the compensation thereof, manifest in the �factor zoo.�

Further elaborating on the economic mechanisms at work, we �nd that the di�erent news

topics tend to a�ect di�erent fundamental economic shocks. Perhaps surprisingly, we also

�nd that a large fraction of the monetary policy news that is priced is not covered by the

traditional monetary policy calendars.

Our estimation of the high-frequency SDF closely follows the minimax adversarial esti-

mation approach recently advocated by Chen, Pelger, and Zhu (2023), including the use of

neural networks for �exibly approximating the unknown functional form of the SDF. This

approach is directly motivated by the seminal work of Hansen and Jagannathan (1997) and

the result that the approximating SDF closest to the true SDF in a mean-square-error sense

may be obtained by minimizing the largest possible squared pricing errors. In contrast to

1 Acknowledgements for this chapter: We are grateful to Itay Goldstein (editor) and two anonymous referees for
their most helpful and constructive comments. We would also like to thank Yacine Aït-Sahalia (discussant),
Anna Cieslak, Jia Li, Andrew Patton, George Tauchen, and participants at the December 2022 EC2 Confer-
ence in Paris on “Econometrics of High-Frequency Data and Factor Models,” and the January 2023 NBER
conference in Boston on “Big Data and Securities Markets,” along with the participants at various other sem-
inar presentations for their useful comments and suggestions. We also gratefully acknowledge the �nancial
support from the Carlsberg Foundation to help purchase the Dow Jones Newswire data.
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Chen, Pelger, and Zhu (2023), however, who base their estimation of a monthly SDF on

monthly individual stock returns, we deliberately rely on a zoo of high-frequency factors

recently constructed by Aleti (2024) for spanning the intraday SDF. Using factor portfolios

instead of individual stocks allows us to succinctly incorporate the many pricing anomalies

documented in the existing asset pricing literature, while simultaneously a�ording a greater

degree of robustness to market microstructure noise in the high-frequency setting. It also

heeds the concerns of Kozak and Nagel (2022), who explicitly caution against the use of

too few factors to span the SDF.

The idea of associating volatility in the SDF with speci�c news topics is perhaps most

closely related to the recent work by Bybee, Kelly, and Su (2023), who combine textual

analysis of daily news articles with latent factor analysis to indirectly infer a set of system-

atic narrative news risk factors and a corresponding univariate pricing kernel. However,

instead of �rst estimating di�erent news factors, we directly link large changes, or �jumps,�

in our estimate of the high-frequency SDF to speci�c news topics.2 Our work is also related

to the emerging literature on �narrative asset pricing� more generally, including Bybee et

al. (2023), Ke, Kelly, and Xiu (2021a), Pettenuzzo, Sabbatucci, and Timmermann (2020)

and Mai and Pukthuanthong (2021) which seek to infer cross-sectional and time-series pre-

dictability from the themes and sentiments in daily news articles.

The speci�c news topics that we rely on are based on the hand-constructed categoriza-

tions previously developed by Baker et al. (2019) and Baker et al. (2021) in their news-based

explanations for aggregate stock market volatility and large market moves, respectively.3

To allow for a more aggregated bird's-eye view of the resulting variance decompositions of

2 Our identi�cation of the “jumps” in the estimated tangency portfolio formally relies on in�ll asymptotic
arguments adapted from the high-frequency �nancial econometrics literature (see, e.g., Aït-Sahalia and Jacod
(2014)), together with the thresholding technique of Mancini (2001). Bajgrowicz, Scaillet, and Treccani (2016)
have argued that this approach may falsely identify rapid bursts in volatility as “jumps.” We purposely do
not try to distinguish between these two alternative theoretical-based explanations for the “large” intraday
changes in the SDF, simply referring to both as “SDF jumps” in the sequel.

3 To allow for more recent news trends, we further augmented these previously de�ned news topics with
a few additional key terms, most notably related to the COVID-19 pandemic. For completeness, we also
include a few missing terms from the “automatic” news topic categorizations in the studies by Bybee et al.
(2023) and Bybee, Kelly, and Su (2023).
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the SDF and the estimated topic news risk premia, we further combine some of these pre-

viously de�ned news topics into a smaller set of easy-to-interpret so-called metatopics. By

focusing on the SDF and the tangency portfolio returns, as opposed to the returns on the

aggregate market portfolio underlying the previous work by Baker et al. (2021) and others,

we thus obtain a more accurate picture of the news that truly matters from a systematic

risk and pricing perspective.

Importantly, and in contrast to a substantial portion of existing work that relies on

lower-frequency return and textual data, we explicitly rely on real-time news via theDow

Jones Newswires Archive� a machine-readable collection of articles from the Dow Jones

Company that is commonly used by active market participants � in conjunction with our

high-frequency estimate of the SDF. Using this precisely-timed news data substantially

sharpens our empirical analyses and inference by allowing us to �lter the news to narrow

time windows around the precisely-timed abrupt changes in the SDF, thereby more cleanly

identifying the cause(s) for the changes, and in turn allowing for more accurate analyses of

the variation and risk premia associated with speci�c news categories.4 By comparison, the

use of daily news articles and coarser daily returns invariably blurs the distinction between

jumps and smoother price moves, the latter of which is more likely associated with the

progressive assimilation of the constant stream of di�erent news that arrives throughout

the day.5

To help further elucidate the economic mechanisms at work, we rely on the approach

of Cieslak and Schrimpf (2019) and the high-frequency co-movements of the SDF and the

term structure of interest rates to classify the jumps in the SDF into four types of primi-

tive economic shocks: economic growth shocks, �nancial risk premium shocks, and short-

4 In a similar vein, Chinco, Clark-Joseph, and Ye (2018) have recently sought to link the emergence and dis-
appearance of high-frequency cross-sectional predictive relationships to precisely timed news stories about
�rm fundamentals. Jeon, McCurdy, and Zhao (2022) similarly associate precisely timed �rm-speci�c news
with daily “jumps” in a large cross-section of individual stock returns, while Christensen, Timmermann, and
Veliyev (2022) document jumps in after-hours prices immediately following earnings announcements.

5 Our focus on intraday variation implicitly assumes that the most important news for the pricing of US
assets occurs during regular US trading hours. This, of course, does not rule out international news, only
international news that is released outside US market hours.
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and long-rate shocks. We then connect these economic jump classi�cations with the news

associated with the jumps and estimate the corresponding risk premia. Interestingly, we

�nd that much of the risk premia associated with Monetary Policy and Finance news has

been driven by growth and long-rate shocks, consistent with the critical role that forward

guidance has played over our sample period, while the risk premia for news associated with

Macroeconomic Data, Labor, and Regulation are, not surprisingly, dominated by growth

shocks. Further underscoring the advantages of our all-encompassing text-based news clas-

si�cation procedures vis-à-vis the existing literature on stock market reaction to monetary

policy that has mostly focused on FOMC and other scheduled central bank communica-

tions (e.g., Bernanke and Kuttner (2005) and Lucca and Moench (2015)), we �nd that a

preponderance of the jumps in the SDF attributed to our Monetary Policy and Finance

metatopic stem from unscheduled central bank communications and speeches by Fed gov-

ernors or other Fed o�cials (see also the analysis in Cieslak, Morse, and Vissing-Jorgensen

(2019)).

The advantage of using high-frequency data for more accurately identifying and esti-

mating news announcement e�ects has previously been emphasized in the literature. Fair

(2002), in particular, explicitly points to the weak identi�cation a�orded by the use of

�coarse� daily data as the reason for the apparent lack of a clear news-based explanation

for many of the largest aggregate stock market changes reported in the widely cited study

by Cutler, Poterba, and Summers (1989). Relatedly, there is now also a large existing,

mostly empirically-oriented literature pertaining to macroeconomic news announcement ef-

fects and the way in which announcement surprises a�ect the intraday returns on speci�c

assets and/or asset classes; see, e.g., Andersen et al. (2003, 2007), Faust et al. (2007), Lee

and Mykland (2008), Evans (2011), Lahaye, Laurent, and Neely (2011), and Lee (2012),

along with the many other references therein. There is also a more recent growing literature

emphasizing the advantages of the use of high-frequency data for obtaining more reliable

identi�cation of various economic mechanisms through heteroskedasticity and the idea that

return volatilities tend to be higher shortly after macroeconomic and other scheduled news
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announcements; see, e.g, Bollerslev, Li, and Xue (2018), Nakamura and Steinsson (2018),

and Bianchi, Kung, and Kind (2022), among others. The present paper adds to both of

these strands of literature by formally characterizing the economic signi�cance and relative

importance of all di�erent types of news, including unscheduled announcements, through

the decomposition of the tangency portfolio risk premium into separate news risk premia

associated with a set of well-de�ned news topics. As such, the paper also speaks directly to

the broader ongoing debate about whether macroeconomic risk matters for asset pricing,

highlighted in the recent review article by Brunnermeir et al. (2021). It also helps clarify

possible economic causes behind �non-market� jumps as a source of systematic risk and risk

premia recently emphasized in a series of papers, including Aït-Sahalia, Jacod, and Xiu

(2023), Chabi-Yo, Huggenberger, and Weigert (2022), Jacod, Lin, and Todorov (2022), and

Li, Todorov, and Zhang (2023).

The remainder of the paper is organized as follows. section 3.2 begins by explaining the

methodology that we use for robustly estimating the SDF tangency portfolio, followed by

a discussion of the high-frequency factor returns underlying the estimation, before present-

ing the actual tangency portfolio estimates. Readers primarily interested in our key new

empirical �ndings can skip the more technical details in Sections 3.2.1-3.2.3 pertaining to

the estimation itself. section 3.3 discusses the real-time newswire data that we rely on for

identifying the news, along with our procedure for linking the jumps in the tangency port-

folio to speci�c news topics. Our main results pertaining to the relative importance of the

di�erent news topics for explaining the variation in the SDF and the pricing of the news are

presented in Sections 3.4 and 3.5, respectively. section 3.6 further characterizes the types of

economic shocks typically caused by the news. It also further details the di�erent sources

of news and communications by Fed o�cials behind the dominant monetary policy news

topic. section 3.7 concludes with a summary and a few suggestions for future research.

More detailed explanations of our estimation methodology and certain empirical results are

deferred to a series of Appendixes. Additional supportive empirical analyses and robust-

ness checks, along with a more elaborate discussion of our textual analysis methodology,
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are provided in an Online Supplemental Appendix.

3.2 Estimating the High-Frequency SDF

Our estimation of the high-frequency stochastic discount factor (SDF) is based on the

same general adversarial method of moments procedure recently advocated by Chen, Pelger,

and Zhu (2023) (henceforth CPZ) in their estimation of a monthly SDF. This approach is

directly motivated by the theoretical results in Hansen and Jagannathan (1997), formally

establishing that the approximate SDF closest to the true SDF in a mean-square-error

sense may be obtained by minimizing the largest possible squared pricing errors. A similar

approach has also previously been proposed by Bansal, Hsieh, and Viswanathan (1993).

3.2.1 Methodology

To �x ideas, consider the canonical conditional moment restrictions implied by the

standard no-arbitrage condition,

Et [M t+ 1Re
i,t+ 1] = 0, (3.1)

where Re
i,t+ 1 denotes the excess return on asseti from time t to t + 1, and M t+ 1 refers to

the change in the SDF over that same time interval. Projecting the SDF onto the space of

returns, it readily follows that

M t+ 1 = 1 � w|
t Re

t+ 1, (3.2)

where w|
t Re

t+ 1 equals the return on the tangency portfolio, de�ned by

wt =
�
Et [R

e,|
t+ 1Re

t+ 1]
� � 1 Et [Re

t+ 1]. (3.3)

While this straightforward solution for the SDF involves a simple function of estimable

quantities, it is challenging to implement in practice due to the di�culties in accurately

estimating the conditional risk premia Et [Re
t+ 1], and the inversion of the potentially high-

dimensional second-moment matrixEt [R
e,|
t+ 1Re

t+ 1].

Instead, we proceed by estimating the weights for the tangency portfolio as a function
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of time t information. In particular, de�ne:

wt � fw( It ; qw), (3.4)

where It P RK refers to the time t information set, and fw : RK Ñ R N is a known function

of It parameterized byqw. Our estimate of the tangency portfolio,

Ft+ 1 = fw( It ; qw)Rt+ 1, (3.5)

is then constructed by choosing theqw parameters such that the implied SDF minimizes

the resulting conditional alphas for some deliberately chosen set of test assets.

Consistently estimating the conditional alphas over �xed time intervals is, of course,

impossible without additional assumptions (see, e.g., Merton (1980)). Accordingly, we rely

on a set instrumented unconditional moment conditions directly implied by the conditional

no-arbitrage restrictions in equation (3.1). That is,

E[M t+ 1Re
t+ 1gt ] = 0, (3.6)

where the gt vector of instruments is determined by the fg : RK Ñ R N� Ng function param-

eterized by qg,

gt � fg( It ; qg). (3.7)

The Re
t+ 1gt ( It ) term in (3.6) is readily interpreted as the return on a set ofNg portfolios,

with the equation stipulating that the implied SDF is able to price all of these portfolios,

or equivalently that no alpha can be found by trading on the It information set.

The qg parameters that determine the optimal set of instruments and theqw parameters

that determine the optimal weights are, of course, both unknown and must be estimated.

Motivated by the aforementioned results in Hansen and Jagannathan (1997), we jointly

estimate these parameters based on the following minimax objective for the weights and
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instruments:6

min
w

max
g

1
Ng

Ng¸

i= 1
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�
�
�
�
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(1 � wt Re
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. (3.8)

The inner maximization problem, pertaining to the instruments, may naturally be inter-

preted as that of an arbitrageur trying to pick the qg parameters for the function fg( It ; qg)

so as to maximize the resulting portfolios' conditional alphas, sayag,i . The outer mini-

mization problem, pertaining to the weights, may in turn be interpreted as that of an asset

pricer trying to pick the qw parameters for the function fw( It ; qw) such that the implied

SDF minimizes the conditional alphas for the speci�c set of portfolios,Re
t+ 1gt,i .

3.2.2 Practical Implementation and Functional Approximations

The population expectations de�ning the minimax problem in (3.8) are not directly

observable. To obtain a practically feasible version, we replace the expected conditional

alphas with their full-sample averages,

âg,i =
1
T

¸

t

(1 � ŵt Re
t+ 1)Re

t+ 1ĝt,i , (3.9)

resulting in the corresponding minimax problem:

min
w

max
g

1
Ng

Ng¸

i= 1

â2
g,i . (3.10)

The practical implementation of this problem still necessitates a choice for thefg( It ; qg) and

fw( It ; qw) instrument and weight functions. Again closely following CPZ, building oBybee,

Kelly, and Su (2023)n techniques from the recent Machine Learning (ML) literature, we rely

6 In addition to providing the closest approximation to the true SDF in a mean-square-error sense, Cher-
nozhukov et al. (2020) have recently shown that under additional regularity conditions, the SDF estimated
by this minimax procedure will formally converge to the true SDF at an almost parametric rate.
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on neural networks for �exibily approximating both of these functions. Neural network-

based approximations have also previously been used in the literature for the non-parametric

estimation of the SDF in more traditional method-of-moments-based settings by Bansal and

Viswanathan (1993) and Chen and Ludvigson (2009), among others.

Additionally, to help mitigate problems with over-�tting, we employ a modi�ed K-fold

cross-validation procedure, as illustrated in Figure 3.1. More precisely, we loop over each

calendar year in our full 25-year sample and generate an out-of-sample estimate of the tan-

gency portfolio for that year by minimizing the loss function for the remaining 24 years; we

repeat this procedure for each hyperparameter set in our grid. Armed with the results from

this outer loop, we then determine the best estimate for each quarter through an additional

folding process, in which one quarter serves as the test period and the other three quar-

ters are used for validation. Following CPZ, we rely on the Sharpe ratio of the estimated

tangency portfolio as our validation metric for this inner loop. This K-fold cross-validation

approach has the advantage that it allows the SDF model parameters and hyperparame-

ters to vary, while at the same time reducing over�tting and maintaining computational

feasibility.7 A related cross-validation procedure has also recently been applied by Kozak,

Nagel, and Santosh (2020). In contrast to that latter study, however, which analyzes the

out-of-sample performance of their SDF estimates across a range of hyperparameters, we

purposely seek to obtain a singular SDF estimate based on an �optimal� set of hyperparam-

eters within each quarter. Further details concerning the explicit functional forms for the

weights and instruments along with the hyperparameter grid that we employ are provided

in Appendix B.1.1 and the Online Supplemental Appendix.

7 We thank an anonymous referee for suggesting the use of a folding procedure to obtain “out-of-sample”
estimates. We also note that the temporal dependencies in the conditioning variables used in the fg( It ; qg)
and fw( It ; qw) functions may introduce a subtle look-ahead bias. However, setting aside a suf�ciently long
initial sample purely for training and validation purposes to allow for a traditional rolling out-of-sample
estimation would substantially limit the sample horizon available for the empirical analysis.

54



FIGURE 3.1: SDF Cross-Validation Estimation Procedure. This �gure illustrates the
folded “out-of-sample” cross-validation procedure that we rely on for estimating the high-
frequency SDF. The procedure consists of �rst estimating the SDF for each set of hyperpa-
rameters, dropping one year from the full 25-year sample at a time. We then validate the
resulting estimates on a quarterly basis, dropping one quarter at a time.

3.2.3 Return Data and Conditioning Information

The set of assets underlying our estimation consists of the 272 high-frequency portfolios

recently constructed by Aleti (2024). All of the portfolio returns are sampled at a 15-

minute frequency and cover the sample period from January 2, 1996 to December 31, 2020,

for a total of 169,965 intraday 15-minute return observations.8 We will refer to the returns

on these portfolios asZt P R272 in the sequel. The 272 portfolios are comprised of 218

factor portfolios following Chen and Zimmermann (2021) and Jensen, Kelly, and Pedersen

(2023b), 48 industry portfolios, plus the commonly used six Fama-French portfolios (FF6).

The long-short, or net-zero investment, portfolios are all directly compatible with the excess

return format in the basic no-arbitrage condition in equation (3.1). Correspondingly, for

the market portfolio and the 48 industry portfolios, we subtract the risk-free rate to obtain

8 As discussed in more detail in Aleti (2024), the use of a coarse 15-minute sampling frequency effectively
mitigates the impact of market microstructure noise. As an aside, in the present context it also facilitates the
practical estimation compared to the use of �ner, say 5-minute returns, which would be prohibitively more
expensive from a computational perspective.
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the relevant excess returns.9 Taken as a whole, these portfolios serve as a powerful set of

span and test assets. The 218 high-frequency factor portfolios, in particular, e�ectively

capture the many �anomalies� highlighted in the asset pricing literature, while the industry

portfolios account for well-documented industry-speci�c e�ects. The inclusion of the FF6

portfolios further ensures that the estimated SDF will be able to price the Fama-French

workhorse factors.

Our use of portfolio returns to span the high-frequency SDF contrasts with CPZ and

several other recent studies that rely on individual stock returns for spanning the SDF at

lower daily or monthly frequencies.10 Our motivation for doing so is threefold. Firstly,

portfolios are always well-de�ned, ensuring a balanced panel. Secondly, portfolios better

represent systematic risk relative to stocks. And thirdly, portfolio returns are generally

much less susceptible to market microstructure noise, thereby allowing for more meaningful

use of higher-frequency data. On the other hand, our use of factor returns and univariate

portfolio sorts instead of individual stock returns implicitly rules out higher-order interac-

tions between the returns and �rm-speci�c characteristics. Such interaction e�ects have

recently been found to be valuable for better understanding variation in asset returns, both

in the time-series (Gu, Kelly, and Xiu (2020a)) and cross-sectional (Chen, Pelger, and Zhu

(2023) and Bryzgalova, Pelger, and Zhu (2023)) dimensions. Indeed, it is possible that

extending the set of basis assets beyond the �zoo� of univariate factors via more complex

interactions among the characteristics may similarly improve the performance of the esti-

mated SDF. However, since our high-dimensional, high-frequency estimation already pushes

the boundaries of our computational constraints, we do not pursue that here.

9 We proxy the risk-free rate by the daily returns for the one-month Treasury Bill rate from Ken French's
website, “distributing” the returns equally across each of the within-day 15-minute intervals. This theoreti-
cally motivated excess return adjustment, of course, has virtually no effect on any of our estimates, especially
considering that the risk-free rate is close to zero in our sample.

10 Other recent lower-frequency SDF estimation procedures that explicitly rely on large cross-sections of
individual stocks include the so-called “agnostic” approach of Pukthuanthong, Roll, and Wang (2020) and
Kim and Korajczyk (2021), and the Bayesian approach of Kozak, Nagel, and Santosh (2020). Bryzgalova,
Pelger, and Zhu (2023) similarly rely on large numbers of individual stocks in their construction of managed
portfolios to span the SDF.
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In terms of the conditioning set that we use for incorporating important economic infor-

mation, we again closely follow CPZ and rely on data drawn from three di�erent sources.

The �rst dataset, FRED-MD , consists of 126 monthly macroeconomic variables, as further

discussed in McCracken and Ng (2016). The second dataset consists of the cross-sectional

medians of the 153 �rm characteristics recomputed on a monthly basis using the character-

istic data from Jensen, Kelly, and Pedersen (2023b).11 The third, and last, dataset consists

of the eight popular monthly equity risk premium predictor variables highlighted in the

oft-cited study by Welch and Goyal (2008b). We further transform each of these individual

time series as necessary to render them stationary and follow with a rolling standardization.

We also lag all of the series by one month to ensure that the combinedIt information set

is actually available at time t. Additional details concerning these transformations and the

interpolations that we use in the construction of the combined high-frequency dataset are

provided in the Online Supplemental Appendix.

3.2.4 Tangency Portfolio Estimates

With our methodology and data de�ned, we proceed with the estimation � see the

Appendix subsection B.1.1 for additional details � and now discuss our results. The key

expression here is Equation (3.5) which formally de�nes the tangency portfolio as a weighted

combination of the span assets. Armed with our estimated weight function and the high-

frequency portfolio returns, we denote our estimated tangency portfolio as

F̂t+ 1 = 1 � f̂w( It ; q̂w)Zt+ 1. (3.11)

Figure 3.2 displays the resulting SDF returns, where for ease of comparison we have rescaled

the returns to have the same full-sample realized volatility as the Fama-French market

portfolio.

The general features of the high-frequency SDF returns closely mirror those of most

other high-frequency return series. The high-frequency tangency portfolio returns are, not

11 Unlike CPZ, who rely on their own choice of 46 �rm characteristics, we rely on the 153 characteristics
produced by Jensen, Kelly, and Pedersen (2023b). This choice is primarily motivated by data availability for
our sample period.
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FIGURE 3.2: Tangency Portfolio Returns. This �gure reports the 15-minute intraday and
overnight returns on our estimated tangency portfolio, rescaled to have the same realized
volatility as the Fama-French market portfolio

surprisingly, on average also positively correlated with the high-frequency returns on the

aggregate market portfolio, with the full-sample correlation equal to 23.9%.12 Meanwhile,

as further detailed in Appendix B.1.1.0.4, the high-frequency SDF does a much better job of

explaining the cross-sectional variation in the 272 high-frequency test portfolios than both

the CAPM and the FF6 model; the full-sample cross-sectionalR2 on the SDF is about 52.7%

compared to 16.9% for the CAPM and 33.6% for the FF6. Lastly, the annualized Sharpe

ratio of our estimated tangency portfolio is 0.98, economically plausible and markedly higher

than that of the Fama-French market portfolio which achieves a Sharpe of 0.41.

Further illustrating the key features of the estimated SDF, Figure 3.3 reports the an-

nualized realized volatilities computed from the summation of the 15-minute intraday and

overnight squared returns. For ease of interpretation, the �gure shows the backward-looking

exponentially weighted moving average based on a half-life of 30 days. In line with the ex-

tensive literature on time-varying �nancial market volatility (see, e.g., Bollerslev et al.

(2018), and the many references therein), the volatility of the SDF clearly varies over time

in a strongly positively autocorrelated fashion. Regressing the daily realized volatility of

the SDF on the lagged daily, weekly, and monthly realized SDF volatilities, as in the pop-

ular HAR model of Corsi (2009), also results in a fairly highR2 of 32.1%, mirroring the

12 The magnitude of this correlation is about double that found by Chen, Pelger, and Zhu (2023). As evi-
denced by the additional results reported in the Online Supplemental Appendix, there is also a fair amount
of variation in this correlation over time, as there is in the correlations with the representative factor cluster
portfolios.
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FIGURE 3.3: Tangency Portfolio Volatility. The �gure plots the annualized realized volatil-
ity of the estimated tangency portfolio. For visual clarity, underlying realized variance
series is smoothed via a EWMA using a 30-day half-life. The tangency portfolio itself is
rescaled to have the same unconditional realized volatility as the Fama-French market
portfolio.

strong degree of return volatility predictability typically observed for the aggregate market

portfolio.

As indicated by the speci�c events annotated in Figure 3.3, there is also a clear ten-

dency for periods associated with high economic uncertainty and/or �nancial crises to be

accompanied by relatively high SDF volatility. Corroborating this visual impression, the

correlations between the monthly realized SDF volatility and the monthly Financial , Macro,

and Real Uncertainty indices from Jurado, Ludvigson, and Ng (2015b) equal 59.5%, 47.9%,

and 43.3%, respectively. This again directly mirrors existing evidence for the market port-

folio, and the tendency for realized volatility to increase during periods of market �stress�

(see, e.g., Banulescu et al. (2016)). This connection has also previously been used by Manela

and Moreira (2017) and Baker et al. (2019) in the construction of news-based aggregate

market volatility indexes.

To help more clearly delineate these linkages and the economic news that is actually

priced, we further decompose the high-frequency SDF into separate continuous and more

abrupt jump components.
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3.2.5 Tangency Portfolio Jumps

Interpreting the estimated 15-minute tangency portfolio returns F̂t de�ned in (3.11) as

the discrete-time realization of some true underlying continuous-time log price process, we

rely on techniques from high-frequency �nancial econometrics to separate the continuous

and discontinuous moves in this portfolio. Intuitively, if the increment in F̂t over a given

15-minute interval is �too large� in an absolute value sense to have likely been generated

by a Gaussian process with a local variance commensurate with the usual variation over

the interval, we classify the increment as a �jump.� A more formal discussion of this

thresholding procedure, including the estimation of the local variance and the construction

of the threshold, is given in Appendix B.1.2.

To illustrate the basic idea, the top panel in Figure 3.4 plots the intraday high-frequency

returns on the estimated tangency portfolio for the last three weeks of March 2020, coin-

cident with the global onset of the COVID-19 pandemic, together with our corresponding

time-varying jump thresholds. As indicated by the red dots in the �gure, our procedure,

not surprisingly, identi�es several SDF jumps during this three-week period. As discussed

further below, all of these jumps may also naturally be linked to speci�c news about the

severity of the pandemic and/or statements and actions by the Federal Reserve and other

policymakers intended to help mitigate its economic impact.13

Using this same thresholding technique, the bottom two panels in Figure 3.4 show the

time-series and size distribution of the identi�ed intraday jumps in the high-frequency SDF.

On average, there are 52 intraday jumps per year, with a maximum of 70 jumps in 2010

and a minimum of 40 jumps in 2001. The second panel helps further visualize the jump

magnitudes, showing that the jumps tend to be fat-tailed.14 In contrast to the jump returns,

the continuous returns are far smaller. They are generally very di�cult to associate with

observable economic information or speci�c news. Instead, we deliberately exploit the more

13 Figure B.1 in Appendix B.1.2 provides additional illustrative examples of SDF jumps during other time
periods that may similarly be linked to speci�c economic news events.

14 The gap in the center of the distribution is simply an artifact of the thresholding technique which inevitably
can not identify “small” jumps.
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FIGURE 3.4: Jump Identi�cation Example and Jump Returns. The top subplot shows the
intradaily returns on the estimated tangency portfolio for the last three weeks of March
2020, together with the speci�c jump threshold that we rely on and the the jump returns
that exceed the threshold marked in red. The full-sample jump returns for the estimated
tangency portfolio, again rescaled to have the same realized volatility as the Fama-French
market portfolio, are plotted as a time-series in the lower-left subplot and as a histogram
in the lower-right subplot.

abrupt changes in the SDF, as represented by the jump returns, to more clearly delineate

the news that is actually priced by investors.

It should be also noted that our jump detection procedure leans on in�ll asymptotic ar-

guments which assume that the empirically observed returns are sampled at an increasingly

higher frequency, motivating and necessitating our use of high-frequency data. As further

detailed in the Online Supplemental Appendix, relying on a similar threshold-based pro-

cedure while instead using lower-frequency daily (close-to-close) returns delivers far noisier

results compared to our high-frequency approach. To quantify the degree of misclassi�-

cation, we perform a jump detection exercise, attempting to classify days with/without a

jump, using said daily returns along with our 15-minute returns. We �nd that both sets of
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classi�cations agree upon 69.6% of the days in our sample being classi�ed as non-jump days

and 3.2% of days being classi�ed as jump days. However, a non-trivial 15.5% of the days

are classi�ed as jump days by the 15-minute returns but as non-jump days by the daily

returns, while the converse holds for the remaining 11.7% days.15 The �ndings for open-

to-close returns are qualitatively similar suggesting that the use of high-frequency data is

critical for e�ective jump detection.

As a precursor to our textual analyses and to help further underscore the advantages of

the use of high-frequency returns for pinpointing important news, the Online Supplemental

Appendix also reports the correlation between the daily SDF returns on days with pre-

scheduled macroeconomic news based on the Bloomberg Economic Calendar and the 15-

minute SDF returns that span the exact time of the news release. One might naturally

expect that on said days the correlation between the daily and the news-speci�c high-

frequency returns should be relatively high. However, the correlation between the daily and

the high-frequency returns only equals 0.434, implying there exists a substantial amount of

additional daily variation in the SDF beyond that observed right around the time of the

precisely identi�ed economic news releases that clouds the lower frequency returns.16 In

other words, the use of automatic text-based news attribution procedures to explain �large�

daily SDF returns, even on days with known important economic news, is likely to be

hampered by the considerable amount of additional news that typically occurs throughout

most days.17

Correspondingly, with hundreds of news articles typically being published in the 17.5-

hour time interval between the close of the market on one day and the opening of the market

15 Supposing that the 15-minute classi�cations are the ground truth, this amounts to a Type I error rate of
11.7/(11.7 + 69.6) = 14.4%, while the Type II error rate is as high as 15.5/(15.5 + 3.2) = 82.9%.

16 Excluding the overnight portion of the daily return and focusing on open-to-close returns only slightly
increases the correlation to 0.494.

17 Corroborating this thesis, the Online Supplemental Appendix reports the results from applying the exact
same news attribution scheme that we rely on for the high-frequency jump returns, as discussed in more de-
tail below, on days with well-de�ned important economic news. As a case in point, on FOMC announcement
days the average “topic weight” – introduced in subsection 3.3.2 – for the topic Monetary Policyis only around
20%, while it is almost 60% using the high-frequency identi�cation scheme on said days. Similar results hold
true for other well-de�ned news events.
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on the following day, the approach that we rely on would not be tenable, let alone reasonable,

for �explaining� the overnight SDF returns. We thus ignore the overnight portion of the

returns in all of our news-based attributions. Put di�erently, we implicitly assume that

the most important economic news for the pricing of US assets occurs during regular US

market hours. This, of course, does not rule out the pricing of international news per se,

only news that is always published outside regular US market hours. Indeed, anticipating

our results, news concerningInternational A�airs , as de�ned in the next section, emerges

as our overall second most important news topic.

We turn next to a more detailed description of the news data and our approach for

linking the SDF jumps with the di�erent news topics.

3.3 Linking Systematic Jumps with News

Our approach for linking the jumps in the tangency portfolio with news is based on the

counts of keywords in several million precisely-timed newswire articles. We begin by brie�y

detailing the news data, followed by a discussion of the way in which we group key news

article terms into prespeci�ed news topics. Aggregating the mentions of each news topic

over 15-minute intervals, we in turn �explain� each of the SDF jumps with the dominant

news topics over the relevant time interval.

3.3.1 News Data

Our primary dataset consists of theDow Jones Newswires Archive, a machine-readable

collection of articles from the Dow Jones' real-time news feeds. Retrieving all articles from

January 1, 1996, to December 31, 2020, leaves us with a total of 50,879,472 articles. Each

of these articles consists of a headline, a body text, a subject/product/company code, along

with additional identi�ers. We deliberately exclude articles that are seemingly irrelevant

to investment decisions, such as those about sports, entertainment, and lifestyle. We also

deem articles that simply state open/close prices and various technical indicators as being

irrelevant for capturing innovations in the state variables that drive the SDF. Similarly, we

remove certain articles about company-speci�c news, which is arguably idiosyncratic and
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FIGURE 3.5: Article Counts. The �gure shows the average number of news articles in
our �ltered data set for each 15-minute interval and day of the week. The shaded areas
indicate London Stock Exchange and New York Stock Exchange market hours.

hence should not a�ect the SDF. However, consistent with the idea that certain company

news and the news pertaining to systematically important �rms may have economy-wide

implications (e.g., Patton and Verardo (2012) and Savor and Wilson (2016)), we deliberately

design our �lters to retain �rm news that is deemed to be relevant more broadly. A more in-

depth discussion of all the exclusion �lters that we rely on, including examples of company-

speci�c news that is �ltered out and company news that is retained, is provided in the

Online Supplemental Appendix.

All in all, after applying the above �lters, we are left with a total of 5,167,880 relevant

articles over the full sample period. As the resulting article counts depicted in Figure 3.5

show, the news articles tend to be posted on weekdays at the start of European market

hours until slightly after American markets close. As further shown by the additional

summary statistics provided in the Online Supplemental Appendix, even though there has

been a decline in the average number of �relevant� articles being posted per month from

the beginning to the end of the sample (in part due to changes and updates to the Dow

Jones dataset itself), there are typically still several hundred investment related articles

being posted on a daily basis throughout the entire sample period.
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3.3.2 Extracting News Topics

To determine which topics are prevalent in the news, we begin by assigning topic counts

for each article in our �ltered dataset of relevant articles. These topic counts are computed

as the number of key terms associated with each topic in a given article. For example, the

topic Monetary Policy and its associated key terms naturally includefederal reserve, money

supply, open market operations, fed funds rate, among others. Counting the mentions of

these key terms provides us with a direct measure of the prevalence ofMonetary Policy as

a topic in a given news article. Repeating this procedure across all articles in turn reveals

what topic dominates the news at any given point in time. A similar automatic approach

of aggregating news topic counts has also recently been employed by Bybee, Kelly, and Su

(2023), albeit over coarser daily time intervals.

Our topic counts are primarily based on the topics and key terms previously de�ned

by Baker et al. (2019). These topics and terms were all �hand-selected� with the explicit

purpose of studying stock market volatility. They extend the news topics and associated

terms previously used by Baker, Bloom, and Davis (2016) and Davis (2017) for measuring

economic policy uncertainty. However, the former topic list is still not entirely up-to-date,

requiring additional modi�cations to accommodate more recent trends in the news, most

notably the COVID-19 pandemic. Additionally, to ensure that our list of key terms is

comprehensive, we further augment the lists with any missing key terms from the afore-

mentioned Bybee, Kelly, and Su (2023) study. Altogether, this leaves us with a set of 44

handpicked news topics with an average of 24.7 key terms each. The Online Supplemental

Appendix provides a comprehensive list of all the topics and associated key terms.

By contrast, Bybee et al. (2023) and Larsen and Thorsrud (2019) both rely on Latent

Dirichlet Allocation (LDA), a generative Bayesian model proposed by Blei, Ng, and Jordan

(2003), for de�ning key terms and topics. However, LDA and other unsupervised machine

learning procedures often produce word clusters that are di�cult to interpret and/or have

seemingly little to do with news about the state of the economy, invariably requiring some
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additional hand-cleaning or, in downstream applications, regularization to avoid �tting on

irrelevant topics. To more concretely illustrate these challenges in the present context, the

Online Supplemental Appendix reports the results from running LDA on the Dow Jones

news data. As these additional results show, many of the �machine-learned� topics produced

by this automatic procedure tend to be �noisy� and di�cult to interpret from an economic

perspective.

Having de�ned the topics and corresponding key terms, we calculate the topic counts

for each article. To do so, we begin by combining the headline and body text into a single

block of text. Next, we preprocess this text data using standard transformations from the

Natural Language Processing (NLP) literature, consisting of the following steps: (i) convert

all text to lowercase letters, (ii) remove any stop words,18 (iii) delete multiple spaces and

line breaks, (iv) remove non-alphanumeric characters, and (v) stem and lemmatize each

word.19 We then tokenize the text and extract n-grams, or groups of n adjacent words.20

Finally, we count the number of n-grams that appear in each topic's key term list for each

article, producing the requisite topic counts. This now fairly standard type of approach for

automatic text-processing also underlies the related work by Ke, Kelly, and Xiu (2021a)

and Bybee et al. (2023).

Although uniquely identi�ed by the key terms, many of the news topics determined by

the above-de�ned counts are fairly speci�c, yet also inherently related. Hence, to provide a

more broad-based view on the type of news that matters, we further combine the 44 more

detailed news topics into a smaller set of 8 �metatopics.� The compositions of most of these

metatopics are fairly self-explanatory. For instance, ourMonetary Policy and Finance

metatopic naturally combines the previously de�ned Monetary Policy, Other Financial

18 Some examples of stop words are: the, is, and are. We obtain our list of stop words from the Natural
Language Toolkit(NLTK), a Python library developed by Bird, Klein, and Loper (2009).

19 Lemmatization entails converting the words such as taxesand taxationto their root word tax.

20 As an example, the text conduct monetary policywould be tokenized into { conduct, monetary, policy}. The
set of unigrams is simply the set itself. The set of bigrams is { conduct monetary, monetary policy}. The set of
trigrams is { conduct monetary policy}. Since our list of key terms consists of unigrams, bigrams, and trigrams,
these are also the only n-grams that we extract.
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Indicators, Financial Regulation, Interest Rates, and In�ation topics into a single topic.

As another example, ourCommodities and Energy metatopic combines theCommodity

Markets and Energy Markets topics into a single metatopic. Of course, not all of the 44

more detailed news topics are as easily categorized and combined, and as such some of the

original topics appear in more than one of the 8 metatopics, while some do not appear in any

metatopic.21 Appendix B.1.3.0.1 provides an exact description of the relevant metatopic

de�nitions.

To help shed more light on the potential overlap between topics and more concretely

motivate our metatopics, the Online Supplemental Appendix reports the topic clusters

obtained by applying hierarchical agglomerative clustering and K-means clustering to our

news data, and the document topic-count matrix in particular. As these additional results

show, the clusters produced by both of these commonly used automatic procedures tend

to be �noisy� and di�cult to interpret from an economic perspective. However, they still

highlight certain topics that tend to be mentioned jointly in the news. For instance, the

hierarchical approach reveals thatMonetary Policy and Interest Rates link together, along

with the pairs Energy Markets and Commodity Markets, as well asGovernment Spending,

De�cits, and Debt and Taxes to name a few. In sum, while the machine-learned clusters are

not directly useful, they are broadly congruent with and further support our hand-tailored

groupings and metatopics.

3.3.3 Linking Topics with SDF Jumps

As discussed in Sections 3.2.3 and 3.2.5 above, to help alleviate concerns about the

impact of market microstructure noise, we purposely rely on a �coarse� 15-minute sampling

frequency for the estimation of the jumps in the SDF. Accordingly, in order to link the

estimated SDF jumps with the news, we begin by aggregating the topic counts for all of

the relevant news articles across the same 15-minute time intervals used in identifying the

jumps. Although the SDF, in theory, should respond immediately upon the release of new

21 More precisely, 7 of the 37 news topics that de�ne our 8 metatopics are repeated twice, while 11 of the 44
original news topics are not included in any metatopic.
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FIGURE 3.6: News Event Time Variation. The �gures shows the average time-of-day ad-
justed realized variance centered at Bloomberg news announcement times. The time-of-
day adjustment is computed using the average realized variance across days for each
particular time-of-day. Minute zero on the x-axis corresponds to the Bloomberg calendar
time of the event. The gray area represents 95% con�dence intervals.

economic information that investors care about, this 15-minute temporal aggregation of

the topic counts simultaneously serves to allow for more gradual incorporation of the news,

consistent with the idea that it might take market participants some time, however brief, to

fully digest and interpret the news, in turn resulting in �gradual� jumps as �rst hypothesized

by Barndor�-Nielsen et al. (2009b) (see also the recent discussion in Bollerlsev (2022)).

To further justify this choice, we impute �ner 1-minute SDF returns based on the

estimated tangency portfolio weights together with the 1-minute factor returns. Figure 3.6

plots the resulting average realized variance of the SDF at this �ner 1-minute frequency

around the time of the prescheduled news announcements on the Bloomberg Economic

Calendar. As per the more detailed discussion in the Online Supplemental Appendix,

there is an average of 217 such �Bloomberg events� per year. In addition to centering the

realized variance at the exact news announcement times, to control for the well-known U-

shaped pattern in the intraday return variation, we also adjust the realized variance for
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a time-of-day e�ect.22 Accordingly, if the news does not a�ect the SDF, this normalized

realized variation measure should remain steady around one. Meanwhile, as the �gure

shows, the normalized average realized variation remains statistically signi�cantly above

unity for about 15 minutes following the event time. In other words, the new information

associated with these precisely timed Bloomberg news announcements is typically absorbed

by the tangency portfolio within 15 minutes. Of course, some news events may take longer

to be fully digested, while others may be absorbed at an even faster speed, but 15 minutes

appears as a reasonably balanced choice.23

To allow for slow-moving variation, or trends, in the importance of di�erent types of

news over the full 1996-2020 sample period, we further demean the aggregated 15-minute

topic counts based on a backward-looking 30-day moving average, deleting all demeaned

topic counts below zero over each interval. We then sort these demeaned aggregated topic

counts to determine the dominant, or primary, news topics for each of the 15-minute in-

tervals, in turn associating each of the jumps in the tangency portfolio with a weighted

average of the top news topics for the particular time interval containing the jump.24 If a

15-minute time interval with a jump does not have any news articles that contain at least

one key term associated with one of our news topics, we simply associate that jump with

the topic None.

22 More formally,
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where D1min
i Ft refers to the 1-minute tangency portfolio return on day t at time i, constructed by multiplying

the estimated weights from our main analysis by the 1-minute returns on the underlying spanning factors,
and the TOD i time-of-day adjustment variable is simply de�ned as:

TOD i =
1

#(D1min)

¸

t

�
D1min

i Ft

� 2
.

23 The Online Supplemental Appendix provides additional robustness checks pertaining to other choices of
sampling frequencies and event windows.

24 The Online Supplemental Appendix provides an illustrative example for the 13:15-13:30 time interval on
January 3, 2001, for which Monetary Policynaturally emerges as the dominant news topic. The procedure is
also robust to the choice of the window size we use for demeaning.
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More speci�cally, let DTC+
k,t,i � DTCk,t,i � 1[DTCk

t,i ¡ 0] denote the demeaned topic count

for topic k on day t during time interval i. We then de�ne the �soft� topic weights for time

(t, i) based on the topK� topics as:

TWk,t,i =
DTC+

k,t,i � 1[rank(DTC+
k,t,i )¤ K� ]

°
k DTC+

k,t,i � 1[rank(DTC+
k,t,i )¤ K� ]

. (3.12)

Fixing K� = 1 would simply associate each jump with the dominant topic for each time

interval. However, �distributing� the topic weights over the top K� topics may allow for a

more meaningful set of sparse topic weights. At the same time, using �too large� a value

for K� is likely to result in the inclusion of some topics that may have little or nothing to

do with the speci�c news event(s) that caused the jump. Based on the additional analysis

reported in the Online Supplemental Appendix in an e�ort to balance this bias-variance

trade-o�, we �x K� � 3 for our main empirical analyses reported below.25

3.4 What Drives Systematic Risk?

We begin our analysis by assessing which of the news topics are associated with most of

the jumps in the SDF, followed by an assessment of how much each topic contributes to the

overall jump variation. We also present additional results based on aggregating the more

detailed news topics into our more broadly de�ned, and easier-to-interpret, metatopics.

3.4.1 Why Does the SDF Jump?

To help assess the relative importance of the di�erent news topics for explaining the

jumps in the SDF, we begin by summarizing the unconditional and conditional topic fre-

quencies. Speci�cally, we de�ne the Topic Unconditional Frequency (TUF) of a given topic

as the frequency by which it appears as one of the topK� topics across all the 15-minute

intervals in the sample,

TUF( k) �
¸

t,i

TWk,t,i /
� ¸

t,i

1
�

. (3.13)

25 Additional results for other values of K� reported in that same appendix show that our main results remain
robust across a range ofK� s, including K� � 1.
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Table 3.1: News and Jumps

Topic Frequency (%)

Topic Unconditional Conditional Difference t(Difference)

Monetary Policy 7.22% 14.25% 7.11% 10.15
US Politics 6.40% 10.98% 4.57% 7.56
Energy Markets 5.57% 7.63% 2.08% 3.89
Middle East 4.57% 6.44% 1.89% 3.83
Russia 3.13% 4.71% 1.60% 3.70
National Security 3.63% 4.32% 0.70% 1.80
Real Estate Markets 2.24% 4.15% 1.91% 5.07
In�ation 2.66% 3.85% 1.20% 3.67
Taxes 2.82% 3.72% 0.91% 2.52
Labor Markets 2.66% 3.68% 1.04% 2.85
None 25.15% 3.39% � 21.86% � 40.80
Broad Quantity Indicators 2.13% 3.04% 0.91% 2.81
Trade 2.59% 2.95% 0.35% 1.20
Natural Disasters 2.58% 2.53% � 0.05% � 0.17
China 6.26% 2.48% � 3.82% � 11.57
Commodity Markets 2.36% 2.48% 0.12% 0.42
Consumer Spending and Sentiment 1.65% 2.46% 0.81% 3.01
Financial Regulation 1.52% 2.21% 0.69% 2.55
Elections and Political Governance 1.56% 2.13% 0.58% 2.06
Government Spending, De�cits and Debt 1.77% 1.84% 0.08% 0.33

Note: The table reports the unconditional and conditional frequency counts for the different news topics,
given by the TUF(k) and TCF(k) statistics formally de�ned in the main text. The last two columns report
the differences in the frequencies along with the t-statistics for testing whether the differences are statistically
signi�cant. The table only reports the top 20 news topics sorted by their conditional frequencies.

We similarly de�ne and calculate the Topic Conditional Frequency (TCF) as the same

average over the jump intervals only,

TCF( k) �
¸
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This latter statistic represents the probability that topic k is one of the dominant news topics

over an interval conditional on a jump being detected. Thus, if the jumps are statistically

independent of the news, theTUF(k) and TCF(k) frequencies for any given topick should

be the same. Hence, by comparing the di�erences in the two frequencies, we obtain a simple

assessment as to which of the di�erent news topics primarily appear to be associated with

systematic jumps.

Table 3.1 reports the resulting frequencies, along with thet-statistics for testing whether
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the di�erences in the TUF(k) and TCF(k) frequencies are statistically signi�cant.26 For

brevity, we only include the top twenty topics based on the conditional frequency counts.27

As the table shows, most of the di�erences are strongly statistically signi�cant. The largest

di�erence manifests for Monetary Policy, which appears with a frequency of 7.22% uncon-

ditionally compared to a conditional frequency of 14.25%. This �nding is directly in line

with Baker et al. (2021), who report that news associated with monetary policy seemingly

triggered many of the largest (in an absolute value sense) daily stock market returns over

the past half-century. It also corroborates the extensive historical analysis of intraday stock

market jumps in Johnson, Medeiros, and Paye (2022), which suggests that monetary policy

news has become increasingly important in recent decades. Of course, the importance of

Fed policy for understanding asset markets has also long been emphasized in the macroeco-

nomics literature (see, e.g., the early studies by Kuttner (2001), Rigobon and Sack (2004)

and Bernanke and Kuttner (2005), along with the more recent review by Rogers, Scotti,

and Wright (2014)).

Although Monetary Policy stands out as the overall most important news topic,US Pol-

itics, Energy Markets, Middle East, and Labor Markets, also all exhibit highly statistically

signi�cant, although smaller, di�erences in their TUF(k) and TCF(k) frequencies. Interest-

ingly, the topic None, which again refers to intervals without a primary topic, stands out

as by far the most frequent topic unconditionally, being associated with 25.15% of all 15-

minute intervals in the sample. However, conditional on a jump being detected, only 3.39%

of the intervals lack a primary topic. In other words, the SDF almost never jumps with-

out identi�able economic news. This �nding of a news-based explanation for most of the

jumps in the SDF also accords with previous studies that have successfully linked various

high-frequency jumps in aggregate equity index and individual stock returns to precisely-

26 The t-statistics are conveniently calculated from regressions of the form TWk,t,i = b0 + b1 � 1|Ft,i |¥ a
?

t i BVt Dv
n
,

and the signi�cance of the b1 coef�cient associated with the indicator for the jumps.

27 As discussed in Appendix B.1.2, these results rely on a jump threshold parameter of a = 3.0. The condi-
tional frequencies for values of a in excess of 3.0, and the correspondingt-statistics for testing the differences
in TUF(k) and TCF(k), reported in the Online Supplemental Appendix, are generally very similar to the
results based ona = 3.0 reported in Table 3.1.
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FIGURE 3.7: Conditional Topic Frequencies. The heatmap shows the fraction of jumps
associated with each topic across all detected jumps for each year in the 1996-2020 sample.
The display is limited to the top 20 topics by frequency over the full sample.

timed market-wide and company-speci�c news releases (see, e.g., Lee and Mykland (2008),

Lee (2012), and Jeon, McCurdy, and Zhao (2022), and the many other references therein).

In contrast to most previous studies, however, which have sought to link jumps with pre-

scheduled news announcements, as discussed further below, we also �nd a very important

role for unscheduled news.

Going one step further, Figure 3.7 displays theTCF(k) conditional topic frequencies

computed on a disaggregated annual basis. Not surprisingly,Monetary Policy consis-

tently ranks as one of the most frequent news topics for explaining the occurrence of jumps

throughout the sample. The frequency of theMonetary Policy topic appears particularly

high during the 2001 recession, the 2008-2009 Great Recession, and from 2012 to 2016 and

the time of the European Sovereign Debt Crisis, the Taper Tantrum, and the latter rounds

of Quantitative Easing. Meanwhile, the topic US Politics tends to play a relatively more

important role in explaining the jumps in the years following US presidential elections, and

especially so during the �rst year of the Trump presidency. The frequency of SDF jumps
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FIGURE 3.8: Select Topic Headlines. The �gure displays the intradaily 15-minute returns
for the estimated tangency portfolio in gray, together with all the jumps associated with
extitMonetary Policy, extitUS Politics, and extitEnergy Markets. The select headlines are
drawn from articles that were published in the same time interval as the jumps; the jumps
themselves are marked as of a particular topic if the corresponding topic weight exceeds
50%. Not all jumps are annotated in order to prevent overlapping headlines.

related to news aboutEnergy Markets seemingly peaked in 2018, coincident with the steep

decline in oil prices and a series of OPEC announcements, whileMiddle East and National

Security related jumps both appeared relatively more frequent after 9/11 and near the be-

ginning of the Iraq War in 2003. The relative frequency of jumps attributed to news about

Russia, unsurprisingly, peaked around the time of the Russian Financial Crisis in 1998,

while Diseasenaturally stands out as the overall most frequent news topic for explaining

the jumps in the SDF at the height of the COVID-19 pandemic in 2020.

To more concretely convey the speci�c news stories that actually matter, we perform

a more granular analysis by extracting the news headlines for a sample of the SDF jumps

associated with our top three news topics:Monetary Policy, US Politics, and Energy Mar-
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kets. Figure 3.8 displays all of the relevant detected jumps together with a select set of

news headlines.28 Mirroring the analogous display pertaining to the largest (in an absolute

value sense) daily aggregate market returns in Bybee, Kelly, and Su (2023), the economic

news stories underlying the SDF jumps, although topically related, are seemingly also quite

diverse. For instance, forMonetary Policy the underlying causes of the jumps include un-

scheduled announcements, o�cial statements from Fed o�cials, ECB news, and various

other Fed-related news. ForUS Politics, the headlines tend to be about Congress and elec-

tions. For Energy Markets, the news often has to do with OPEC announcements, and to a

lesser extent, oil-related con�icts in the Middle East and statements by the International

Energy Agency. Our text-based analysis of the news data succinctly categorizes all of these

disperse news stories into a set of well-de�ned news topics.

3.4.2 SDF Jump Variance Decompositions

In addition to the frequency counts discussed in the previous section, it is instructive

to consider how much each of the di�erent news topics contributes to the total SDF jump

variation.29 To do so, we calculate the sum of all the squared jumps multiplied by theirTW

topic weights and divide that sum by the total sum of the squared jumps. Since the topic

weights are normalized to sum to one, the resulting variance contributions naturally sum

to one hundred percent. Seeing that the risk-return relationship directly links the variation

in the tangency portfolio to its expected return, these calculations therefore also provide a

simple �rst indicative answer as to which news topics account for most of the compensation

for systematic jump risks.

The year-by-year contributions for the top 20 topics fairly closely mirror the annual

conditional jump frequencies displayed in Figure 3.7, and we defer a summary of these

results to the Online Supplemental Appendix. Instead, to a�ord a more general picture of

28 Similar headline displays for each of the three individual news topics are given in the Online Supplemental
Appendix.

29 Relatedly, there is a long list of studies seeking to identify news and/or economic variables associated with
the variation in aggregate stock market volatility at lower, typically monthly, frequencies; see e.g., the early
oft-cited studies by Cutler, Poterba, and Summers (1989) and Schwert (1989).
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FIGURE 3.9: Metatopic Variance Contributions. The heatmap displays the fraction of jump
variation associated with each metatopic relative to the total jump variation for each year
in the 1996-2020 sample.

the news that drives the variation in the SDF, Figure 3.9 shows the variance decompositions

for our broader metatopics. The results rea�rm that most of the jump variation may be

attributed to news about Monetary Policy and Finance broadly de�ned. Interestingly, the

metatopic International A�airs , which is comprised of news aboutChina, the Middle East,

North Korea, and Russia, stands out as the overall second most important category of

news for explaining the jump variation, although arguably less so for the second half of the

sample. By comparison,Macroeconomic Dataon balance appears relatively more important

during the second half of the sample, and especially so at the start of the European debt

crisis in 2010, and more recently in 2018 during the height of the US-China trade war.

The patterns for the Politics and the Commodities and Energy metatopics again fairly

closely mirror the patterns previously seen for the conditional jump frequencies for theUS

Politics and Energy Markets topics in Figure 3.7. Note, however, that this close coherence

between the results for some of the topic jump frequencies and the related metatopics is not

merely by construction, as the magnitudes of the jumps also �gure importantly in the jump

variance decompositions. Lastly, foreshadowing our news risk premia estimates discussed

next, the remaining three metatopics each account for relatively little of the SDF jump

variation.
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3.5 News Risk Premia

The news risk premia associated with a particular news topic is naturally de�ned as

the return an investor would be willing to sacri�ce to orthogonalize her/his portfolio with

respect to the systematic variation stemming from news associated with said topic. Ac-

cordingly, we estimate the news risk premia based on a mimicking portfolio approach, in

which we quantify the compensation for exposure to the systematic jumps linked with each

of the news topics.

3.5.1 News Risk Premia Estimation

To begin, de�ne the set of non-tradabletopic jump factors,

FJ,k
t � FJ

t � TWk,t , (3.15)

whereFJ
t denotes the timet tangency portfolio jump return, and TWk,t refers to the fraction

of the time t jump �explained� by topic k. As such, if one were able to orthogonalize

a portfolio with respect to FJ,k
t , one would e�ectively neutralize the portfolio's exposure

to any systematic jumps associated with news topick. Correspondingly, the risk premium

associated with topic jump factor FJ,k
t , sayl J,k

t , may be interpreted as the jump risk premium

for news topic k. Of course, topic jump factors are non-tradable. We therefore rely on a

standard mimicking portfolio approach to identify and estimate their risk premia.

In particular, it follows readily by standard asset pricing arguments that

l J,k
t = bJ,k

t l J
t , (3.16)

wherebJ,k
t denotes the exposure of the topic jump factor to jumps in the tangency portfolio,

and l J
t refers to the risk premium on tangency portfolio jumps. Our estimation of the jump

betasbJ,k
t is based on �jump regressions� ofFJ,k

t on FJ
t (see Li, Todorov, and Tauchen (2017b)

for a more formal discussion of jump regressions). Our approach for estimating the SDF

jump risk premium l J
t essentially follows the continuous-time Fama-MacBeth approach

recently developed by Aït-Sahalia, Jacod, and Xiu (2023).

77



Empirically, for estimating l J
t , we rely on the same 272 high-frequency portfolios used

for spanning the SDF as our �test assets.� We re-estimate the continuous and jump betas for

all of these test assets with respect to the SDF on a rolling monthly basis using one-month

and one-year backward-looking windows, respectively.30 Armed with the monthly beta

estimates, we then estimate separate monthly continuous and jump risk premia( l C
t , l J

t )

for the SDF using what e�ectively amounts to a standard cross-sectional Fama-MacBeth

regression approach. Finally, we obtain the requisite risk premium estimate for topick

by averaging b̂J,k
t l̂ J

t across all of the months in the sample. A more extensive theoretical

discussion of the approach and the practical implementation details are provided in the

Online Supplemental Appendix.

The above estimation procedure relies critically on the jumps in the SDF for identifying

the news topics that are priced. The resulting news risk premia estimates are thus jump-

risk speci�c, ignoring any �continuous� news-related risk compensation. To obtain news

risk premia estimates that also take into account the possible compensation manifest in the

di�usive variation, we assume that the continuous and jump returns are equally exposed

to the news so that the continuous beta for topic factork equals the jump beta for that

same topic factor, orbC,k
t = bJ,k

t . In other words, as discussed more formally in the Online

Appendix, the relative contributions of each topic towards �small� and �large� moves in the

SDF are assumed to be the same. This assumption in turn allows for the estimation of a

combined risk premium for news topick based on the relation:

bC,k
t l C

t + bJ,k
t l J

t = bJ,k
t ( l C

t + l J
t ) = bJ,k

t l t , (3.17)

where l t denotes the total risk premium on the tangency portfolio. This risk premium

may, of course, be estimated directly by averaging the SDF tangency portfolio returns over

some non-trivial time interval. The resulting topic news risk premia estimates obtained

by averaging b̂J,k
t l̂ t across all of the months in the sample naturally exceed the previously

de�ned estimates based on averaginĝbJ,k
t l̂ J

t . To di�erentiate these more inclusive estimates

30 Our use of a longer estimation window for the jump betas to account for the additional estimation error
uncertainty mirrors Aït-Sahalia, Jacod, and Xiu (2023) and Aleti (2024).
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Table 3.2: Topic Risk Premia

Topic Jump Total

Monetary Policy 18.55% ( 2.00) 21.01% ( 4.29)
Energy Markets 7.14% ( 1.72) 8.38% ( 4.58)
US Politics 6.75% ( 1.92) 9.27% ( 4.79)
Middle East 6.73% ( 3.04) 4.40% ( 3.41)
Labor Markets 4.47% ( 2.44) 3.73% ( 4.58)
Russia 3.87% ( 1.63) 3.69% ( 3.01)
Government Spending, De�cits and Debt 3.48% ( 3.64) 1.30% ( 2.01)
Real Estate Markets 3.41% ( 1.90) 3.55% ( 3.95)
Elections and Political Governance 3.04% ( 2.39) 3.43% ( 4.22)
Natural Disasters 3.04% ( 3.64) 1.57% ( 3.43)
In�ation 2.79% ( 1.21) 4.70% ( 3.10)
Litigation Matters 2.76% ( 2.32) 1.80% ( 3.46)
North Korea 2.44% ( 2.32) 1.47% ( 3.03)
Taxes 2.29% ( 1.46) 4.62% ( 4.33)
Commodity Markets 2.16% ( 2.21) 2.35% ( 4.38)
Entitlement and Welfare Programs 1.96% ( 1.71) 0.95% ( 2.05)
Financial Regulation 1.88% ( 1.35) 1.48% ( 2.55)
Broad Quantity Indicators 1.30% ( 1.04) 2.84% ( 3.23)
National Security 1.28% ( 0.91) 2.91% ( 3.18)
Consumer Spending and Sentiment 1.02% ( 1.10) 1.89% ( 3.58)

Note: The table reports the estimated jump and total risk premia for each topic factor,
with the corresponding t-statistics in parentheses. The estimates are computed from the
estimated tangency portfolio rescaled to a return of 100% per annum over the full sample.

from the earlier jump risk premia estimates, we will refer to the latter as the �total� news

risk premia in the sequel. We also rely on the same type of calculations for quantifying the

analogous more broadly de�ned metatopic news risk premia.

The assumption that bC,k
t = bJ,k

t underlying our total news risk premia estimates is not

directly testable since, again, we cannot reliably determine the news that drives the �small�

moves in the SDF. However, estimated jump betas generally tend to be fairly close to their

continuous counterparts (see, e.g., Zhang et al. (2022)). Indeed, estimating the jump and

continuous betas with respect to the tangency portfolio for our 272 test/span assets over

the full 25-year sample period, the correlation between the two di�erent betas equals 88.9%.

3.5.2 News Risk Premia Estimates

We begin our discussion by considering the individual news topic risk premia. Table 3.2

reports the resulting estimates, together with the t-statistics in parentheses for testing
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whether the premia are statistically signi�cantly di�erent from zero. 31 Since the topic risk

factors are constructed from the jumps in the tangency portfolio, the magnitudes of the

estimated premia are directly proportional to the average return on the tangency portfolio.

Hence, to facilitate the interpretation of the results, we normalize the return on the tangency

portfolio to 100% per annum, so that the numbers directly reveal the fraction associated

with each of the di�erent news topics. The table shows both the jump and the total news

topic risk premia for the top twenty most important news topics sorted by their jump risk

premia.

Consistent with our earlier �ndings pertaining to the news that causes the SDF to

jump, Monetary Policy commands the largest (normalized) jump risk premium of 18.55%

(t = 2.00). In other words, close to one-�fth of the return earned on the tangency portfolio

may be attributed to exposure to Monetary Policy related jump risk. Moreover, if we

assume that the continuous and jump returns are similarly exposed to the news, up to

21.01% (t = 4.29) of the return on the SDF may be traced to news aboutMonetary Policy.

This echoes several other recent studies which suggest that much of the equity risk premium

is earned around the time of FOMC announcements (e.g., Savor and Wilson (2013), Lucca

and Moench (2015) and Cieslak, Morse, and Vissing-Jorgensen (2019)). By comparison,

risks associated with news aboutEnergy Markets and US Politics account for 8.38% and

9.27% of the overall return on the tangency portfolio, respectively.

The relative importance of the di�erent topic risk premia also adheres fairly closely,

although not perfectly, to the ordering of the jump frequencies and variance decompositions

discussed earlier. This, of course, is not surprising as one would naturally expect that topics

that account for most of the jumps and the jump variation in the SDF also demand the

largest compensation. It is also noteworthy that even though the estimated risk premia for

many of the less important topics are quite small, most of the estimates are still statistically

signi�cant at conventional levels.

31 Theset-statistics implicitly treat the SDF as given. Explicitly accounting for the �rst-step estimation error in
the SDF would entail a non-trivial extension of the continuous-time Fama-MacBeth approach of Aït-Sahalia,
Jacod, and Xiu (2023) formally underlying the inference.
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Table 3.3: Metatopic Risk Premia

Metatopic Jump Total

Monetary Policy and Finance 24.45% ( 1.85) 28.97% ( 4.07)
Macroeconomic Data 14.19% ( 1.61) 21.31% ( 4.28)
International Affairs 12.53% ( 2.24) 12.60% ( 4.28)
Politics 9.79% ( 2.23) 12.70% ( 5.04)
Commodities and Energy 9.30% ( 1.92) 10.73% ( 4.89)
Fiscal Policy 7.73% ( 2.75) 6.87% ( 4.04)
Labor 5.58% ( 2.61) 4.30% ( 4.58)
Regulation 4.34% ( 2.15) 2.84% ( 3.26)

Note: The table reports the estimated annualized jump and total risk premia
for each of the metatopic factors, constructed by summing the topic factors for
all the component topics within each metatopic. The estimates are computed
from the tangency portfolio rescaled to a return of 100% per annum over the
full sample. The t-statistics are reported in parentheses.

Turning to the estimates for our more broadly de�ned metatopics reported in Table 3.3,

the results imply that more than a quarter of the return on the tangency portfolio stems

from risk related to news about Monetary Policy and Finance.32 This, of course, is en-

tirely in line with the more nuanced results in Table 3.2, and the �nding that Monetary

Policy alone accounts for slightly more than one-�fth of the total risk premium. Table 3.3

also shows that news aboutMacroeconomic Data, broadly de�ned, plays a very important

role in explaining the total risk premium. This result adheres with a long list of prior

studies documenting large (in an absolute value sense) stock market returns in response

to macroeconomic news announcements (see, e.g., the early studies by Pearce and Roley

(1985), French and Roll (1986), and Andersen et al. (2003, 2007), along with the more

recent work by Gürkaynak, K�sac�ko§lu, and Wright (2020) among others).33 As previously

noted, news aboutInternational A�airs , Politics, and Commodities and Energyalso all ac-

count for a non-trivial portion of the total risk premium. Even though the remaining three

metatopics on average appear somewhat less important, the corresponding total news risk

32 Since some of the news topics appear in more than one metatopic, the total risk premia estimates reported
in Table 3.3 based on the topic estimates in Table 3.2 do not exactly add up to 100%.

33 A theoretical explanation for the importance of macroeconomic announcements, rooted in revealed pref-
erence theory and the idea that the announcements provide important information about the prospects of
future economic growth, has also recently been developed by Ai and Bansal (2018). Relatedly, Ai et al. (2022)
propose an equilibrium-based model for the cross-sectional pricing of FOMC announcements.
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FIGURE 3.10: Metatopic Risk Premia over Time. The left subplot shows the cumulative
returns on the Monetary Policy and Finance, Macroeconomic Data, and International Affairs
metatopic mimicking portfolios computed from the tangency portfolio returns rescaled
to 10% per annum over the full sample. The right subplot shows a 30-day EWMA of the
realized volatility of the same three portfolios. The shaded regions correspond to NBER-
de�ned recessions.

premia estimates are still strongly statistically signi�cant when judged by their individual

t-statistics.34

The metatopic risk premia estimates reported in Table 3.3 are all based on the full-

sample averages of the monthlyb̂J,k1

t l̂ J
t estimates. This obviously masks any temporal

variation in the compensation for exposure to the di�erent news topics. Meanwhile, the

metatopic variance contributions previously discussed in Figure 3.9 clearly suggest that the

relative importance of the di�erent types of news varies over time. To this end, Figure 3.10

plots the cumulative daily returns for the top three (based on their total risk premia es-

timates) metatopic mimicking portfolios. To allow for easier interpretation and make the

returns comparable in magnitude to those of the market portfolio, we rescale the tangency

portfolio returns to 10% per annum. In addition, to help better understand the time-varying

34 This signi�cance also easily “survive” a standard Bonferonni type correction for multiple testing at the
5% level. The precision of the total risk premia estimates is driven by the fact that the tangency portfolio,
which has a high Sharpe ratio, is used to construct the mimicking portfolios, while the topic jump risk premia
estimates tend to be relatively more imprecise due to the estimation error associated with the continuous-time
Fama-MacBeth procedure.
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risks embedded in the portfolios, the right subplot shows the realized volatility of the same

three portfolios (computed as a 30-day EWMA).

Looking at the �rst subplot, the cumulative returns on the Monetary Policy and Finance

mimicking portfolio steadily increased over most of the sample, reinforcing the idea that

investors generally put a high premium on the risks associated with said news. Meanwhile,

there also appears to be a substantial amount of variation in the corresponding return

volatility, with notable peaks in 2003 when the market surged, in 2007-2008 associated with

the Global Financial Crisis, in 2012 and the time of the European Sovereign Debt Crisis,

and from 2017 to the end of the sample manifesting both political and COVID-induced

uncertainty. In line with a traditional risk-return trade-o� relationship, these periods of

heightened economic and �nancial market uncertainty are generally also associated with a

higher premium on Monetary Policy and Finance related news.

The cumulative returns and the volatility for the Macroeconomic Datamimicking port-

folio, not surprisingly, evidence fairly similar overall patterns, underscoring the heightened

importance of new economic data and indicators at various points in time. Putting these

results further into perspective of the existing literature, a number of studies have pre-

viously documented that the stock market tends to react di�erently to macroeconomic

news announcements in recessions compared to expansions (see, e.g., the early work by

McQueen and Roley (1993), along with Boyd, Hu, and Jagannathan (2005), and Andersen

et al. (2007)). More recently, Law, Song, and Yaron (2020) have argued that the reaction

to macroeconomic news is closely tied to investors' expectations about the likelihood of the

Fed tightening its policies, while Schmeling and Wagner (2021) and Gardner, Scotti, and

Vega (2022) emphasize the importance of tone and sentiment, respectively. The temporal

variations in the returns and volatility observed for the Macroeconomic Data mimicking

portfolio further corroborate these ideas.

Turning to the results for the International A�airs mimicking portfolio, much of the re-

turn was evidently earned during the �rst few years of the sample, coincident with the Asian

Financial Crisis, the Russian Financial Crisis, and the immediate aftermath of 9/11. The
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run-up around 2003, along with the moderate returns throughout most of the 2000s, may

naturally be ascribed to the War on Terror and the 2003 invasion of Iraq. The return and

volatility also increased in 2020 at the start of the global pandemic when investors again

put a higher premium on international news. Similar plots for the �ve other metatopic

mimicking portfolios are included in Appendix B.1.3.0.2. Of these, perhaps the ones for

Commodities and Energyand Politics stand out with their own most clearly distinct pat-

terns, highlighting the di�erent economic news that investors are most concerned about,

and thus carry the largest news risk premia, at di�erent points in time.

3.5.3 News Risk Premia in the Factor Zoo

The signi�cance and economic motivation for the myriad of risk factors proposed in

the asset pricing literature continues to be an area of active debate (see, e.g., Harvey, Liu,

and Zhu (2016), Hou, Xue, and Zhang (2020) and Jensen, Kelly, and Pedersen (2023b)).

Relatedly, the success of the Fama-French model has been attributed to the ability of

the corresponding characteristic-based factors to capture certain macroeconomic risks and

innovations in state variables naturally associated with changes in the investment opportu-

nity set (see, e.g., Vassalou (2003), Vassalou and Xing (2004), Petkova (2006), and Aretz,

Bartram, and Pope (2010), among others). The importance of di�erent news topics for

explaining the factor risk premia provides an alternative new look at the risks that are

actually priced in the factor zoo.

To set out the basic approach that we use for estimating the factor news risk premia,

consider a zero-cost investment portfolio, or long-short factorj. Denote the time-t risk

premium on the SDF tangency portfolio by l t , with the contributions stemming from news

topic k denotedl k
t . The time-t risk premium for factor j may then naturally be decomposed

as:

mj
t = bj

t l t = bj
t �

¸

k

l k
t , (3.18)

where bj
t denotes the usual factor loading, or exposure, of the factor with respect to the
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tangency portfolio and the equality of l t and
°

k l k
t is guaranteed by the inclusion of the

news topic None. The factor loading bj
t is readily estimated by a standard time-series

regression of the factor returns on the tangency portfolio returns. In the results reported

below, we rely on the high-frequency 15-minute returns over rolling monthly windows for

this estimation. Following the discussion in connection with equation (3.17) in Section

3.5.1 above, we similarly estimate thel k
t 's on a rolling monthly basis by b̂J,k

t l̂ t . Combining

the resulting b̂j
t and l̂ k

t estimates, our full-sample factor-speci�c topic risk premium for

factor j and news topick is in turn obtained by averaging b̂j
t b̂

J,k
t l̂ t over all of the months

in the sample. This approach closely mirrors a traditional mimicking portfolio approach

for the estimation of factor risk premia, except for the rescaling byb̂J,k
t . This additional

rescaling stems from equation (3.17), and the decomposition of the total risk premium on

the tangency portfolio into the di�erent news topics.

To help more concisely convey the results, rather than report the estimates for all of

the individual factors, we focus on a set of thirteen representative factor cluster portfolios.

Our de�nitions of the factor clusters follow that of Jensen, Kelly, and Pedersen (2023b) and

Aleti (2024), with the returns on the factor cluster portfolios constructed as the average

returns on the factors within each of the clusters, rescaled to match the volatility of the

Fama-French market portfolio. Table 3.4 reports the resulting full-sample metatopic risk

premia estimates.35 For comparison, we also include the news risk premia contributions for

the Fama-French market portfolio in the �rst row of the table.

The relative importance of the di�erent topics for the risk premium on the market

portfolio fairly closely mirrors the total metatopic risk premia estimates for the tangency

portfolio previously reported in Table 3.3. Interestingly, however, compared to the estimates

for the tangency portfolio, news aboutInternational A�airs commands a relatively larger

market risk premium. In parallel to the �ndings for the market portfolio, news about

Monetary Policy and Finance is also important for explaining the risk premia on many

35 To help preserve space, we defer the results for the individual topic risk premia to the Online Supplemental
Appendix.
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Table 3.4: Metatopic Risk Premia for Factor Cluster Portfolios
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Market 1.22 1.26 0.64 0.70 0.54 0.37 0.23 0.19
(1.48) (2.40) (2.53) (2.39) (2.67) (2.16) (2.42) (1.93)

Value � 1.34 � 1.04 � 0.62 � 0.81 � 0.56 � 0.47 � 0.26 � 0.20
(� 2.65) ( � 2.86) ( � 2.38) ( � 2.66) ( � 2.46) ( � 2.35) ( � 2.97) ( � 2.42)

Investment � 0.51 � 0.52 � 0.34 � 0.46 � 0.33 � 0.27 � 0.18 � 0.12
(� 0.94) ( � 1.44) ( � 1.29) ( � 1.77) ( � 1.59) ( � 1.37) ( � 2.27) ( � 1.68)

Low Risk � 0.35 � 0.45 � 0.39 � 0.53 � 0.15 � 0.30 � 0.07 � 0.16
(� 0.57) ( � 1.13) ( � 1.40) ( � 1.63) ( � 0.75) ( � 1.47) ( � 0.83) ( � 1.58)

Pro�tability 0.90 0.82 0.29 0.28 0.40 0.19 0.20 0.03
(2.07) (2.42) (1.47) (1.16) (2.54) (1.39) (2.71) (0.44)

Quality 1.64 1.16 0.56 0.63 0.66 0.35 0.29 0.09
(2.44) (2.75) (2.49) (2.01) (3.04) (2.94) (3.04) (0.79)

Leverage 1.01 0.91 0.56 0.75 0.42 0.41 0.20 0.19
(1.80) (2.40) (1.86) (2.42) (2.03) (1.81) (2.57) (2.43)

Momentum 1.08 0.70 0.37 0.40 0.49 0.33 0.20 0.06
(1.86) (1.94) (1.50) (1.40) (2.33) (2.12) (2.58) (0.69)

Size � 0.71 � 0.84 � 0.37 � 0.47 � 0.40 � 0.35 � 0.21 � 0.08
(� 1.82) ( � 2.73) ( � 1.79) ( � 2.21) ( � 2.90) ( � 2.32) ( � 3.65) ( � 1.44)

Pro�t Growth 1.40 0.74 0.49 0.38 0.41 0.45 0.19 0.06
(2.44) (2.04) (2.19) (1.32) (2.23) (2.90) (2.42) (0.73)

Accruals 0.55 0.46 0.40 0.57 0.34 0.20 0.07 0.08
(1.15) (1.41) (2.18) (2.16) (2.05) (1.61) (1.23) (1.32)

Debt Issuance 1.60 1.21 0.69 0.77 0.51 0.55 0.23 0.18
(3.26) (3.33) (3.52) (3.51) (4.02) (3.53) (3.65) (2.61)

Skewness � 0.26 � 0.17 � 0.17 � 0.32 � 0.18 � 0.19 � 0.09 � 0.13
(� 0.52) ( � 0.56) ( � 0.75) ( � 1.33) ( � 1.03) ( � 1.14) ( � 1.16) ( � 1.98)

Seasonality � 0.41 � 0.56 � 0.32 � 0.46 � 0.22 � 0.21 � 0.11 � 0.15
(� 0.76) ( � 1.70) ( � 1.69) ( � 1.97) ( � 1.50) ( � 1.68) ( � 1.62) ( � 2.15)

Note: The table reports the estimated percentage annualized returns for each of the thirteen
representative factor cluster portfolios that are are earned from exposure to each of the eight
metatopics. The de�nitions of the factor clusters follow Jensen, Kelly, and Pedersen (2023b)
and Aleti (2024), while the cluster portfolios are constructed as the average of the factor re-
turns within each cluster; these cluster portfolios have also been rescaled to match the realized
volatility of the market portfolio. The �rst row reports the corresponding risk premia contri-
butions for the Fama-French market portfolio. The t-statistics, computed using the realized
volatilities of the mimicking portfolios, are reported in parentheses.
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of the factors, with the estimates for the Pro�tability, Quality, Pro�t Growth, and Debt

Issuance factors all statistically signi�cant at the usual 5% level. This �nding is naturally

explained by shocks to interest rates a�ecting the characteristics underlying these factors.

News aboutInternational A�airs and Macroeconomic Datalikewise appear to be important

for many of the factors, the aforementioned factors included, supporting the idea that the

premia are compensating for exposures to broader economic conditions and systematic risks

embedded in the factors. Consistent with the relatively lower risk premia estimates for the

Fiscal Policy, Labor, and Regulation metatopics for both the tangency and the market

portfolio, these same news topics are generally also less important for explaining the factor

risk premia. Perhaps not surprisingly, the risk premia for the Seasonality and Skewness

factor cluster portfolios are the least a�ected by any of the economic news, indirectly

suggesting that these factors may be capturing mispricing rather than systematic risks (see

also Keloharju, Linnainmaa, and Nyberg (2021)).

3.6 Economic Mechanisms and Monetary Policy News

To help further elucidate the economic mechanisms at work and what sets the di�erent

news topics apart, it is instructive to associate the jumps in the SDF with a set of more easily

interpretable and readily identi�able economic shocks. The composition of these shocks

could possibly also be used to help di�erentiate between existing asset pricing models,

and in the development of new more empirically realistic models. In a similar vein, we

demonstrate that restricting the analysis of monetary policy news to FOMC and other

scheduled central bank communications misses a substantial portion of the news that is

actually priced.

3.6.1 Economic News Classi�cations

We rely on the methodology proposed by Cieslak and Schrimpf (2019), to designate all

the intraday jumps in the SDF as either growth, risk premia, short-rate, or long-rate shocks,

based on the high-frequency comovements of the SDF and interest rates, together with the

volatility of yields across di�erent maturities. More speci�cally, we begin by calculating
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the realized covariances between the SDF returns and the yields in 45-minute windows

surrounding each jump event. We rely on �ner 1-minute returns on the SDF, imputed from

the estimated 15-minute tangency portfolio as discussed in subsection 3.3.3, together with

1-minute returns on 2-year Treasury bond futures to do so.36

We de�ne all the SDF jumps for which the stock-yield covariance is positive as either

growth or risk premia shocks, while we consider the jumps where the stock-yield covariance

around the time of the jump is negative as being associated with interest rate shocks.37

Intuitively, a positive/negative growth shock naturally results in higher/lower future cash

�ows, thereby impacting equity valuations and yields in the same direction. Along the

same lines, a positive/negative risk premium shock is associated with a higher/lower de-

gree of risk aversion, or lower/higher risk appetite, and a �ight-to-safety similarly causing

stock returns and yields to covary positively. Conversely, negative high-frequency stock-

yield covariances naturally arise from positive/negative interest rate shocks that cause the

discounted present values of future cash �ows and thus the values of equities to fall/rise.

Again closely following the conceptual framework of Cieslak and Schrimpf (2019) and the

idea that risk premia shocks manifest more strongly over longer horizons, we further cate-

gorize the positive covariance shocks into either growth or risk premia shocks, depending on

whether the realized variance of the 2-year Treasury bond futures returns is higher (growth)

or lower (risk premium) than the realized variance of the 10-year Treasury bond futures

returns. Our categorization into so-called short and long-term interest rate shocks is based

on the same realized volatility comparisons.

This easy-to-implement classi�cation scheme is invariably somewhat stylized. Nonethe-

less, applying the approach to all the SDF jumps observed throughout the sample period,

results in a total of 427 growth, 243 risk premia, 385 short-rate, and 260 long-rate economic

shocks. As evidenced by the monthly averages depicted in Figure 3.11, growth and short-

36 The high-frequency data for the Treasury bond futures are obtained from Tick Data Inc.

37 This approach closely follows that of Cieslak and Schrimpf (2019), except we rely on the high-frequency
return on the tangency portfolio in place of the market portfolio, and 45-minute windows around the jump
returns instead of the exact timestamps of the events.
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FIGURE 3.11: Average Jump Count by Classi�cation. The �gure shows the average
monthly (3-month EWMA) number of growth, risk premium, short-rate, and long-rate
shocks associated with the SDF jumps, based on the shock classi�cation scheme discussed
in the main text.

rate shocks tend to dominate during most of the sample, while the relative importance of

risk premia and long-rate shocks generally increase during periods of heightened economic

and �nancial uncertainty.

Next, to help illuminate the news that tends to a�ect the di�erent economic shocks, we

combine the above classi�cation scheme with our textual-based news topic classi�cation.

We begin, by determining the �dominating� metatopic for each of the SDF jumps, as the

one with the largest topic weight over the relevant jump time interval. In the case of a

tie we simply split the allocation accordingly. Also, in the few instances where there is

no metatopic relevant news, we simply omit that jump from the sample. Armed with

this additional classi�cation, we connect the metatopics for each of the jumps with the

corresponding economic shocks.

The top panel in Table 3.5 reports the resulting joint frequencies over all of the jumps

in the sample, together with the corresponding 95% con�dence intervals. Not surpris-

ingly, looking at the jumps associated with the Monetary Policy and Finance metatopic,

only short-rate shocks manifest at a statistically signi�cant higher rate, as judged by the

average row frequency falling below the corresponding con�dence interval. On the other
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Table 3.5: Metatopic and Economic Shock Classi�cations

Panel A:Joint Frequencies (% of Jumps)

Growth Short-Rate Risk Premia Long-Rate

Monetary Policy and Finance 6.75 8.29 4.25 4.42
(5.52, 7.98) (6.91, 9.67) (3.23, 5.27) (3.41, 5.44)

International Affairs 5.83 5.58 3.92 3.76
(4.65, 7.01) (4.45, 6.72) (2.98, 4.87) (2.77, 4.74)

Macroeconomic Data 6.68 5.56 3.60 4.07
(5.41, 7.94) (4.44, 6.68) (2.67, 4.52) (3.09, 5.06)

Politics 5.39 4.36 2.36 3.09
(4.19, 6.59) (3.28, 5.43) (1.55, 3.18) (2.20, 3.97)

Commodities and Energy 4.04 3.27 2.21 1.76
(3.03, 5.06) (2.33, 4.21) (1.45, 2.97) (1.06, 2.46)

Fiscal Policy 1.58 1.60 0.95 1.74
(0.92, 2.25) (0.92, 2.27) (0.43, 1.46) (1.03, 2.46)

Labor 1.07 0.27 0.40 0.08
(0.61, 1.53) (0.01, 0.53) (0.13, 0.67) (-0.03, 0.19)

Regulation 1.12 0.84 0.56 0.59
(0.58, 1.67) (0.37, 1.30) (0.17, 0.94) (0.20, 0.97)

Panel B:Total Risk Premia (Annualized %)

Monetary Policy and Finance 10.24 5.45 4.98 8.30
(2.68) (2.77) (3.26) (2.88)

International Affairs 2.13 2.80 3.39 4.28
(1.80) (3.47) (4.44) (4.58)

Macroeconomic Data 8.16 5.11 4.06 3.98
(3.50) (3.86) (3.09) (2.22)

Politics 3.33 2.90 3.14 3.34
(3.10) (4.26) (4.17) (4.38)

Commodities and Energy 2.33 2.47 2.29 3.64
(2.98) (3.62) (3.71) (4.16)

Fiscal Policy 1.37 1.40 1.89 2.21
(2.40) (4.53) (2.59) (2.42)

Labor 2.50 0.75 0.49 0.55
(4.25) (2.66) (3.12) (2.94)

Regulation 1.40 0.33 0.35 0.75
(2.54) (1.51) (3.53) (2.29)

Note: Panel A reports the percent of jumps in the tangency portfolio for the metatopic-
economic-shock two-way classi�cation scheme discussed in the main text. The 95% con-
�dence intervals reported in parentheses are computed by bootstrap. Panel B reports the
estimated total risk premia, with t statistics in parentheses, for the same two-way classi�-
cation scheme based on the mimicking portfolio approach discussed in the main text. All
of the risk premium estimates are reported in annualized percentage form.

hand, looking at the average frequencies across each of the rows for theMacroeconomic

Data, Politics, Commodities and Energy, and Labor metatopics they are all associated with

signi�cantly higher proportions of growth shocks.
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In an e�ort to more concretely quantify the economic signi�cance of these di�erences,

we further construct �metatopic-shock� factors by interacting the metatopic weights with

indicator variables for each of the economic shock classi�cations. In parallel to the news risk

premium estimation detailed in subsection 3.5.1, we then estimate the total risk premia for

each of the meatopic-economic-shock classi�cations, in essence decomposing the total risk

premium estimates previously reported in Table 3.3 into additive economic shock premia.

To facilitate interpretation, and in parallel with the earlier results, we again report the

estimates as a fraction of the total return on the tangency portfolio.

Looking at the bottom panel of Table 3.5, the risk premia estimates broadly align with

the joint frequencies reported in the top panel. However, there are also some notable

di�erences. For instance, despite the relatively lower occurrence of long-rate shocks driven

by Monetary Policy and Finance news, the risk premium for such shocks is the second

largest of all the premia, with the premium for growth shocks associated with the same

type of news being the largest. In other words, although short-rate shocks are the most

common type of economic shocks a�ected byMonetary Policy and Finance related news,

investors put a higher premium on long-rate shocks, possibly due to concerns about forward

guidance and/or unconventional policy interventions. For Macroeconomic Data, Labor,

and Regulation, the majority of the risk premia also seem to be driven by growth shocks,

consistent with the idea that news related to these metatopics convey information about

the current state of the economy and/or future economic conditions. On the other hand,

news about International A�airs , Commodities and Energy, and Fiscal Policy draw the

largest compensation from long-rate shocks, although the di�erences across the premia are

relatively small in magnitude.

To more explicitly clarify the actual news that drives the di�erent economic premia,

the Online Appendix provides example headlines for each dominant metatopic and shock

classi�cation pair, as well as a sample of headlines for all of the di�erent shock classi�ca-

tion pairs. As these speci�c examples show, growth shocks are often driven by information

about the current or future state of the economy, or speci�c economic events. Meanwhile,
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short- and long-rate shocks are naturally associated with news about �nancial markets and

interest rates stemming directly from monetary policy, or information about government

spending and/or economic policies. Risk premia shocks often arise from news that a�ects

uncertainty broadly de�ned. Consistent with prior work on monetary policy-driven un-

certainty (see, e.g., Bekaert, Hoerova, and Lo Duca (2013) and Husted, Rogers, and Sun

(2020)), communications by Federal Reserve o�cials also sometimes manifest in risk premia

shocks.

3.6.2 A Closer Look at Monetary Policy Related News

Our main empirical analyses have established that the largest portion of the topic-

based variation in the SDF stems from news associated with theMonetary Policy topic.

In contrast to much of the existing literature concerned with the role and �nancial market

impact of monetary policy, which has typically focused on FOMC and other scheduled

central bank announcements (e.g., Bernanke and Kuttner (2005) and Lucca and Moench

(2015)), our text-based analyses incorporate the possible e�ects of non-scheduled monetary-

related news. Extending the discussion of the type of economic shocks that drive our results,

we show that such o�-calendar monetary news accounts for a substantial fraction of the

Monetary Policy news risk premium. This echoes recent work by Bianchi, Ludvigson, and

Ma (2023) and Cieslak and McMahon (2023), who have similarly emphasized the role of

non-traditional channels for communicating monetary policy by the Fed.

We begin by constructing a traditional �monetary policy calendar� as a benchmark for

events known by the literature. Following previous work, as further detailed in Appendix

B.1.4, this calendar is naturally comprised of FOMC Decisions and Statements, FOMC

Minutes, Economic Data Reports and Projections, as exempli�ed by the Beige Book and

similar reports, and Other Fed Events, including scheduled meetings and various press

conferences. We then compute the proportion of the jump variation in the SDF that is

explained by each of these event categories. Since some of the categories have overlapping

events, we also consider an all-encompassing category that we refer to as �Any,� marking
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intervals with any of the above speci�ed events.

As the results reported in Appendix B.1.4 show, jumps associated with this combined

category explain 18.2% of the total jump variation in the SDF. Restricting the set of jumps

to those where the topic weights on theMonetary Policy topic exceed 25% increases that

proportion to 31.5%. Further limiting the set of jumps to those where the Fed or FOMC

was explicitly mentioned in one or more of the headlines over the relevant 15-minute time

intervals further increases that proportion to 47.1%. One one hand, these �ndings show

that nearly half the jump variation around this subset of jumps, purposefully constructed

to capture Fed/FOMC induced variation, can be attributed to traditional calendar events.

On the other hand, this means that more than half of the systematically important Fed and

FOMC-related news events is not captured by the traditional monetary policy calendars.

Going one step further, to more precisely quantify the economic signi�cance of these

�missing� events, we decompose the topic risk premia of theMonetary Policy topic depend-

ing on whether or not the underlying news is included in our monetary policy calendar.

To do so, we break ourMonetary Policy topic risk factor FMP
t into two separate addi-

tive factors for calendar and non-calendar news, that isFAny
t = FMP

t � 1[tPCalendar] and

FNotAny
t = FMP

t �
�

1 � 1[tPCalendar]

�
. Estimating the corresponding risk premia as in sub-

section 3.5.2, we �nd that the total topic risk premium for Monetary Policy, previously

estimated to be 21.01% (t = 4.29), decomposes into a total topic risk premium for theAny

factor equal to 4.90% (t = 3.73) and a premium for the NotAny factor equal to 16.11%

(t = 3.69). In other words, the monetary policy calendars employed in a number of previous

studies likely miss many systematically important monetary news events that are priced by

investors.38

To alleviate concerns that much of this �missing� risk premium arises from events that

are essentially unrelated to the Fed or FOMC, we construct aFedMentioned topic factor

based on the interaction between theMonetary Policy topic factor and an indicator variable

38 Additional results reported in Appendix B.1.4 also show that the risk premium on FOMC Decisions and
Statements accounts for most of the risk premium for the Any factor.
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for whether the Fed or FOMC was explicitly mentioned in one or more of the news headlines

associated with the relevant SDF jump. The total risk premium for this factor is 14.27%

(t = 3.73), indicating that Fed or FOMC news is indeed driving much of the Monetary

Policy topic risk premium. Yet, in light of the risk premium estimated for the Any topic

factor, it appears that much of this very same news is missing from the traditional monetary

policy calendars. Appendix B.1.4 also provides concrete examples of this �missing� non-

calendar news for which theMonetary Policy topic weight exceeds 25% and the Fed or

FOMC is explicitly mentioned in the headlines.

Taken as a whole, these results clearly highlight the economic importance of non-

calendar, or non-traditional, monetary news and the advantages of our high-frequency

text-based approach for successfully identifying this important �missing� news.

3.7 Conclusion

We exploit high-frequency data and real-time economic news to provide a novel char-

acterization of systematic �nancial market risks. Our approach sidesteps the need for an

explicit model for the stochastic discount factor, relying instead on a large panel of high-

frequency portfolio returns combined with a minimax method of moments approach to

robustly recover the tangency portfolio under minimal assumptions. By directly linking the

jumps in the estimated tangency portfolio with the textual information in a comprehensive

collection of precisely timed news articles, we are able to explicitly identify the type of

news that matters to investors. Grouping the news articles into intuitive and interpretable

categories of news topics, we �nd thatMonetary Policy, US Politics, and Energy Markets

stand out as the overall most important news topics for explaining the variation in the

tangency portfolio returns.

To further address the economic signi�cance of the news, we employ a mimicking port-

folio approach, allowing us to decompose the risk premium on the tangency portfolio into

separate components associated with each of the di�erent news topics. Consistent with

other recent studies emphasizing the importance of FOMC announcements for explaining
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the return on the market portfolio, news about Monetary Policy again emerges as the

overall most salient news topic, explaining more than 30% of the tangency portfolio risk

premium. Further combining the news articles into more broadly de�ned metatopics, we

�nd that news related to Monetary Policy and Finance explains close to 40% of the tan-

gency portfolio returns. Importantly, this includes a myriad of non-scheduled monetary

news beyond FOMC announcements and other scheduled central bank communications,

that our text-based news classi�cation procedure identi�es as being signi�cant. Extending

our procedure to allow for the decomposition of the news risk premia on other assets, we

also shed new light on the type of news that accounts for the risk premia earned by the

zoo of di�erent factors proposed in the asset pricing literature. In parallel to the results

for the tangency portfolio, news related toMonetary Policy and Finance again emerges as

the overall most important news topic for explaining most of the factor risk premia. At the

same time, however, our results also reveal quite distinct news risk premia contributions for

di�erent factor cluster portfolios. Based on the joint high-frequency response of the SDF

and short and long-term interest rates, we further attribute the di�erent channels behind

the news to economic growth, risk premium, and monetary policy shocks broadly de�ned.

The approach developed here could similarly be used to help illuminate the news that

drives the systematic risks and returns for other �nancial assets. It may also be used

for risk management purposes to help devise portfolios immune to certain types of news.

Relatedly, the results could also be used in the development of active factor timing strategies

based on speci�c types of scheduled news announcements. Going one step further, the

detailed characterization of the news that is priced and the underlying economic shocks and

mechanisms at work, could possibly also be used to help di�erentiate between competing

asset pricing models. Following Liu and Matthies (2022), it is also possible that measures

of news sentiments could be employed in conjunction with the asset-pricing relevant news

topics detailed here to help predict future economic conditions. We leave further work in

these directions for future research.
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4. Intraday Market Return Predictability Culled from the
Factor Zoo
4.1 Introduction

Is the return on the aggregate stock market predictable, and if so is it possible to generate

abnormal returns by trading on said predictions?1 These dual questions lie at the heart

of the e�cient market hypothesis (Fama, 1970) and easily ranks among the most studied

questions in �nance. The vast majority of the existing literature has focused on return

predictability over daily, or longer monthly and quarterly return horizons, utilizing the

information in lagged market returns, or a relatively small number of predictor variables,

including valuation ratios, dividend yields, interest rates, and volatility-type measures,

reaching mixed conclusions (see, e.g., Pesaran & Timmermann, 1995; Rapach, Strauss, &

Zhou, 2010; Welch & Goyal, 2008a). Meanwhile, a smaller strand of the literature has sought

to explain higher-frequency intraday return predictability patterns by various imperfections

or market frictions (see, e.g., Chordiaa, Roll, & Subrahmanyam, 2005; Heston, Korajczyk,

& Sadka, 2010).

Set against this background, armed with high-frequency intraday returns on an expan-

sive set of more than two hundred cross-sectional risk factors (Aleti, 2024), together with

estimation techniques adopted from Machine Learning (ML) to succinctly distill the per-

tinent information, we provide strong empirical evidence that the intraday return on the

aggregate market portfolio is indeed predictable. Utilizing the predictions from our main

forecasting model in the formulation of a simple trading strategy for the SPY ETF results in

an annualized intraday transaction-cost-adjusted Sharpe ratio of 0.79, compared to just 0.09

for a buy-and-hold strategy, along with an annualized Fama-French six-factor risk-adjusted

alpha of 7.99%. Consistent with the idea that the predictability may be attributed to the

gradual incorporation of new information and slow-moving capital, we trace the accrual of

most of the abnormal intraday returns to periods of high overall economic uncertainty and

1 Acknowledgements for this chapter: We would like to thank Peter Hansen, Andrew Patton, and participants
in the Duke �nancial econometrics workshop for their helpful comments and suggestions. We also gratefully
acknowledge �nancial support from the Carlsberg Foundation.
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the outsized importance of a few key high-frequency factors related to liquidity and tail

risk.

Our work may be seen as part of the recent literature that seeks to exploit the idea

that the useful information in most high-dimensional datasets e�ectively lies in a lower-

dimensional space.2 In that regard, we essentially �bet on sparsity� in the space of cross-

sectional asset returns as a way to uncover intraday time-series return predictability for

the aggregate market portfolio. Importantly, however, rather than searching for predic-

tive signals that may be sparse within the set of individual stock returns, as traditionally

done in the literature, we search for predictive signals in the returns on the myriad of

characteristic-sorted portfolios established in the asset pricing literature. Hypothesizing

that the predictive signals are sparse in this subspace, we in turn utilize the Least Absolute

Shrinkage and Selection Operator (LASSO) technique (Tibshirani, 1996) to jointly select

and estimate our predictive models.

In addition, motivated by the fact that in an arbitrage-free continuous-time setting

price �jumps� are inherently unpredictable (see, e.g., Fontana, Pelger, & Platen, 2019),

we deliberately �lter out excessively large �jump returns� before the estimation of our

prediction models, thereby allowing us to more sharply focus on the �continuous,� and

potentially theoretically predictable, �smooth� high-frequency returns. To render such a

decomposition meaningful, we also purposely restrict most of our empirical analyses to

the active portion of the trading day for which reliable high-frequency data are available.

Meanwhile, it is well-established that most of the return on the market actually manifests

during the overnight period (see, e.g., Hendershott, Livdan, & Rösch, 2020), thus in e�ect

leaving us with a more substantial challenge when it comes to generating economic gains

from trading on the intraday return predictions only. 3

2 This idea is closely related to the so-called “Manifold Hypothesis” in the ML literature. It is, of course,
also directly related to the ubiquitous use of factor models in asset pricing as a way to summarize systematic
risks in terms of a few common factors.

3 Lou, Polk, and Skouras (2019) attribute the large difference between average intraday and overnight re-
turns to a “tug of war” between differently informed groups of investors; see also Bogousslavsky (2021) and
Akbas et al. (2022). Relatedly, Gao et al. (2018) and Li, Diks, and Pachenko (2020) �nd that the overnight
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Our basic idea of melding the literature on cross-sectional return predictability with that

of time-series return predictability is akin to Dong et al. (2022), who similarly exploit a

large set of asset pricing factors for uncovering market return predictability at the monthly

level.4 However, in contrast to this study, which rationalizes the apparent predictability

by time-varying risk premia, the intraday return predictability documented here suggests a

very di�erent economic explanation rooted in market frictions and the gradual incorporation

of new information. In this regard, our analysis and empirical �ndings are perhaps most

closely related to Huddleston, Liu, and Stentoft (2023), who similarly exploit a variety

of ML algorithms together with a large set of individual stock returns in their search for

intraday market return predictability, and Chinco, Clark-Joseph, and Ye (2019) who rely

on LASSO for estimating intraday prediction models for individual stock returns based on

the full cross-section of returns.

By comparison, our reliance on well-de�ned asset pricing factors as predictors, together

with ETF-based trading strategies, allows us to more directly pinpoint what drives the

transaction-cost-adjusted abnormal returns. In particular, relying on so-called SHAP values

(Lundberg & Lee, 2017) for additively decomposing the superior performance unequivocally

points to factors based on various measures of turnover and liquidity as the key drivers

of our Sharpe ratios and alphas. This, of course, is in line with the classic literature

on cross-autocorrelations and the �nding that the returns on larger �rms tend to lead

the returns on smaller �rms (see, e.g., Chordia, Sarkar, & Subrahmanyam, 2007; Hou,

2007; Lo & MacKinlay, 1990). It also echoes the past work by Chordia and Swaminathan

(2002) and the �nding that stocks with higher turnover tend to lead those with lower

turnover, and the more recent work by Caporin, Kolokolov, and Renò (2017) and the �nding

that more actively traded stocks generally respond more quickly to important news.5 In

return help forecast intraday momentum-type effects.

4 By comparison, Engelberg et al. (2023) �nd little evidence that cross-sectional �rm-level characteristics
have out-of-sample time series predictability for monthly market returns.

5 In a similar vein, Huang et al. (2022) document that the lead-lag relationship observed empirically between
economically-linked �rms appears to be mainly driven by “slow-moving” news.
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contrast to all of these earlier studies, however, which seek to explain lower-frequency lead-

lag return relations between di�erent groups of stocks by group-speci�c measures of trading

activity, our prediction models for the intraday return on the market portfolio derive their

explanatory power from aggregate measures of turnover, as embodied in the returns on the

high-frequency systematic risk factors.

The �nding that our trading strategies tend to perform the best when economic un-

certainty and �nancial market volatility are high is consistent with market frictions being

more acute in such periods thereby limiting mispricing correction (Gromb & Vayanos, 2010;

Shleifer & Vishny, 1997).6 Relatedly, the recent study by Avramova, Cheng, and Metzker

(2023) �nds that the anomalous returns for individual stocks identi�ed by ML techniques

tend to concentrate in di�cult-to-arbitrage stocks and periods of high overall market volatil-

ity and low liquidity. It also echoes Farmer, Schmidt, and Timmermann (2023), and their

�ndings that return predictability over longer return horizons tends to be con�ned to rela-

tively short calendar time spans and �pockets� of predictability.

At a more technical level, our �nding of intraday market return predictability also

connects to a series of recent studies emphasizing possible short-lived violations of the

benchmark continuous-time Itô semimartingale model and corresponding arbitrage oppor-

tunities associated with �drift bursts� (Christensen, Oomen, & Renò, 2022), �pockets of

extreme predictability� (Andersen et al., 2023), or �intermittent trading� (Bandi et al.,

2023). These studies, however, primarily focus on violations that occur at even higher

intraday sampling frequencies than the 15-minute frequency on which our forecasting mod-

els and practical trading strategies are based. Similarly, the recent study by Aït-Sahalia

et al. (2022) on the predictability of individual stock returns primarily emphasize the ef-

fect of market microstructure frictions and order imbalances over ultra-short millisecond

time scales. They also �nd that the return predictability uncovered by their LASSO-based

6 The theoretical models of Gârleanu and Pedersen (2013, 2016) also further explain how limited risk-bearing
capacity and transaction cost may naturally curtail mispricing correction. Similar arguments based on limits
to arbitrage have, of course, also been invoked to explain a number of cross-sectional pricing anomalies,
including, e.g., the idiosyncratic volatility puzzle (Stambaugh, Yu, & Yuan, 2015) and the differential pricing
of up- and downside beta risks (Bollerslev, Patton, & Quaedvlieg, 2022).
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estimation procedures essentially vanishes over longer 5-minute return intervals.

At a broader level, our paper is also part of the rapidly growing literature on the use of

tools from machine learning to address a long list of empirical questions in �nance, including

the estimation and forecasting of risk premia. As a case in point, Gu, Kelly, and Xiu (2020b)

�nd that the use of modern ML algorithms results in substantial performance gains over

traditional regression-based approaches; other related studies include Jiang, Kelly, and Xiu

(2023), Ke, Kelly, and Xiu (2021b), Leippold, Wang, and Zhou (2022), Bianchi, Büchner,

and Tamoni (2021), Guijarro-Ordonez, Pelger, and Zanotti (2022), and Fan et al. (2022). In

a similar vein, a number of studies have exploited ML techniques to help better explain the

cross-sectional variation in returns through the construction of improved factor models, or

the direct estimation of a more accurate stochastic discount factor (SDF); see, e.g., Chen,

Pelger, and Zhu (2023), Korsaye, Quaini, and Trojani (2019), Lettau and Pelger (2020),

Bryzgalova, Pelger, and Zhu (2021), Kozak, Nagel, and Santosh (2020), and Giglio and Xiu

(2021). Our paper aligns more closely with the former literature, while focusing primarily

on predictably induced by frictions rather than time-varying risk premia.

The remainder of the paper is organized as follows. Section 4.2 begins by discussing

the data underlying our empirical analyses. Section 4.3 discusses the formulation of our

forecasting models and LASSO-based estimation methodology for forecasting the high-

frequency returns on the broad-based Fama-French market portfolio. Section 4.4 discusses

the resulting statistical out-of-sample model forecast performance. Section 4.5 de�nes a

set of simple market timing strategies based on the forecasts and demonstrates their su-

perior performance in trading the hypothetical Fama-French market portfolio. Section 4.6

shows how the same strategies result in large intradaily Sharpe ratios and alphas for a

set of actively traded market ETFs explicitly accounting for transaction costs. Section 4.7

documents how the performance varies across time and economic conditions, while Section

4.8 shows that most of the predictability underlying the superior performance may be at-

tributed to a few liquidity-related factors. Section 4.9 concludes. More detailed technical

discussions and additional empirical results are deferred to a series of Appendixes. Addi-
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Table 4.1: Descriptive Portfolio Statistics

Portfolios

Averages (%) Market FF6 Industry 48 Factors

Return 1.06 3.73 1.31 2.93
Realized Volatility 14.42 8.59 19.62 8.87
Relative Jump Variation 2.76 4.75 5.21 4.68
Autocorrelation 3.56 6.11 3.28 4.00
Correlation with Market 100.00 0.68 67.32 -9.28

Note:The table reports descriptive statistics for different subsets of the portfolios used in our
empirical analyses. Market refers to the high-frequency Fama-French market portfolio. FF6
refers to the �ve workhorse factors from Fama and French (2015), plus the momentum factor.
Industry 48 refers to the 48 industry portfolios, while Factors refers to the 218 characteristic-
sorted portfolios. The numbers are calculated as the cross-sectional average of the time-series
averages for each of the different subsets. The sample period is from 1996-2020. All of the
measures are reported in annualized percentage form.

tional supportive empirical results and robustness checks are also provided in an Online

Supplemental Appendix.

4.2 Data

Our primary dataset consists of high-frequency returns for the 272 portfolios constructed

in Aleti (2024), spanning the sample period from January 2, 1996 to December 31, 2020.

The set of 272 portfolios contains 218 characteristic-sorted portfolios capturing the many

factors proposed by the asset pricing literature, 48 industry portfolios summarizing sector-

speci�c movements in the stock market, and 6 additional factor portfolios comprising the

Fama-French 5 plus Momentum.7 Following Aleti (2024), to alleviate any concerns about

market microstructure noise, we sample the returns on all the portfolios at a �coarse� 15-

minute frequency, for a total of 169,965 intraday return observations on each of the factors.

Table 4.1 reports various descriptive statistics for di�erent subsets of the resulting in-

tradaily portfolio returns. The �rst column pertains to the Fama-French market portfolio,

constructed as the value-weighted average of every common stock, that we seek to forecast.

It shows that the average intraday return on the market was indeed quite small, equalling

just 1.06% per year. This, of course, is consistent with the aforementioned extant literature,

7 The 218 characteristic-based factors collectively capture all the factors studied in Jensen, Kelly, and Peder-
sen (2023a) and Chen and Zimmermann (2021).
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FIGURE 4.1: Intraday Fama-French Market Portfolio Returns. The �gure reports the aver-
age intradaily 15-minute returns on the Fama-French market portfolio over 1996 to 2020.
The �rst return, labeled 09:30, corresponds to the average close-to-open return. The con-
�dence intervals are computed using the corresponding realized volatility estimates.

and past work showing that most of the equity risk premium appears to be earned during

the overnight period (see, e.g., Bogousslavsky, 2021; Bondarenko & Muravyev, 2023; Cli�,

Cooper, & Gulen, 2008).

Further illustrating this point, Figure 4.1 plots the average market return earned across

the day. As the �gure shows, a disproportionate fraction of the market return is earned

overnight, while the intraday returns are almost ��at� and close to zero throughout the

active part of the trading day. Further underscoring the di�culty of predicting and earning

a positive return during the day, the intraday market returns are also approximately serially

uncorrelated, as evidenced by the average �rst-order autocorrelation coe�cient of just 3.56%

reported in Table 4.1.

The remaining summary statistics for the di�erent subsets portfolios, reported in columns

two through four, tell a similar story. Not surprisingly, the 48 industry portfolios are most

closely correlated with the market portfolio. However, all of the high-frequency portfolio

returns appear approximately serially uncorrelated. A cursory look at the lagged cross-

autocorrelations with the return on the market portfolio also suggests little predictive in-

formation. In particular, looking at the 218 characteristic-sorted portfolios, the lagged �rst,

second, and third-order cross-autocorrelations with the return on the market portfolio, cor-

responding to 15-, 30-, and 45-minute shifts in the factor returns, equal -0.75%, -0.42%, and

-0.35%, respectively. Similar results obtain for the Fama and French, 2015 workhorse factors
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FIGURE 4.2: Univariate Predictive Market Return Regressions. The �gure plots the esti-
mated regression coef�cients against the corresponding R2s from univariate regressions
of the 15-minute return on the Fama-French market portfolio on the lagged 15-minute
returns on each of our 272 portfolios. The error bars show the corresponding 95% con�-
dence intervals, computed using heteroskedasticity robust standard errors.

and the 48 industry portfolios. Of course, these averages may mask stronger correlations

for a few of the individual portfolios.

To explore this, Figure 4.2 plots the estimated regression coe�cients, together with their

95% con�dence intervals against the corresponding regressionR2s from the 272 simple

univariate regressions of the 15-minute market return on each of the lagged 15-minute

portfolio returns. Perhaps surprisingly, some of the individual portfolios do appear to

provide signi�cant predictive power, with the R2s as high as 0.30%.8 At the same time,

however, the vast majority of the portfolios result in R2s less than 0.05%. By comparison,

the �rst-order autocorrelation for the market portfolio, previously reported in Table 4.1,

translates into an R2 of 0.12%.

Of course, the regressions depicted in Figure 4.2 are all ex-post, in the sense that they

8 Our discussion in Section 4.4 below puts the magnitudes of these seemingly very low 15-minute R2s into
a proper perspective.
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