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Abstract
Automated detection and segmentation of pulmonary nodules in chest computed tomog-

raphy (CT) are essential for early lung cancer screening and computer-aided diagnosis.

However, accurate identification of small nodules remains challenging because they often

occupy only a small fraction of the CT volume and may resemble normal anatomical struc-

tures such as vessels or pleural attachments. These characteristics frequently lead to missed

detections or excessive false positives in deep learning–based segmentation systems. This

dissertation investigates strategies for improving lesion-level detection reliability by enhanc-

ing local lesion visibility and introducing multi-view decision consistency.

This study proposes a framework that integrates a fisheye-inspired spherical magnifica-

tion transformation with multi-center view fusion based on a strong 3D nnU-Netv2 base-

line. The fisheye transformation applies a radially decaying nonlinear coordinate remapping

that increases sampling density around a deformation center while preserving surrounding

anatomical context. For each CT case, sixteen deformation centers are generated within the

lung region using a uniform 2 ˆ 2 ˆ 4 spatial grid, producing sixteen locally magnified views

that are used during training and inference. During inference, predictions from all views

are combined using a lesion-level voting mechanism that requires agreement from at least

eight views, together with a small-volume filtering step to remove unstable predictions.

Experiments were conducted on the publicly available LIDC-IDRI chest CT dataset con-

taining 840 cases (700 for training and 140 for testing). Evaluation was performed using

lesion-level, case-averaged metrics including recall, precision, and F1-score. Compared with

a standard 3D nnU-Netv2 baseline, the proposed approach achieved substantially improved

precision and F1-score while maintaining comparable recall.

The results demonstrate that combining fisheye-based local magnification with multi-view

voting effectively suppresses false positives without compromising detection sensitivity. This

framework provides a practical and architecture-independent strategy for improving the

reliability of small-lesion detection in medical image segmentation systems.

Keywords: pulmonary nodule segmentation; chest CT; fisheye transformation; multi-view
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1. Introduction

1.1 Clinical Background: Pulmonary Nodules

Lung cancer remains the leading cause of cancer-related mortality worldwide (Leiter

et al., 2023). Chest computed tomography (CT), particularly low-dose CT (LDCT), plays

a central role in lung cancer screening and early detection (Lancaster et al., 2022). On chest

CT, pulmonary nodules are commonly regarded as important early imaging indicators of

possible malignancy. Therefore, developing robust and accurate automated methods for

pulmonary nodule detection and segmentation may reduce the burden of manual review

while also supporting consistent lesion delineation for downstream quantitative analysis

and longitudinal follow-up (Du et al., 2022).

Pulmonary nodules exhibit substantial radiographic heterogeneity. They may appear

as high-density solid nodules or poorly defined ground-glass opacities, and they can arise in

highly variable anatomical locations and imaging backgrounds. Very small nodules, as well

as nodules adjacent to vessels or the pleura, often share local texture and morphology with

normal anatomical structures. These characteristics make automated detection particularly

challenging and commonly lead to two major failure modes. The first is missed detection, in

which subtle nodule signals are obscured by background noise or weakened during feature

extraction because of down-sampling. The second is false positive detection, in which

vascular bifurcations, pleural folds, or imaging artifacts are incorrectly labeled as nodules.

Although deep learning-based segmentation methods have achieved notable overall per-

formance gains, important challenges remain in terms of lesion-level clinical usability (Ki-

jowski et al., 2020). Models optimized primarily for high recall may over-label suspicious

regions, thereby increasing false positives and adding to downstream review burden. In

contrast, strategies that strongly suppress false positives may reduce sensitivity to very

small or subtle nodules.

Motivated by this trade-off, the present study aims to improve lesion-level robustness

in a manner more closely aligned with clinical decision-making. Specifically, this study
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introduces a Fisheye Transformation-based fisheye-inspired local magnification, namely a

3D spherical local magnification strategy, to enhance local nodule visibility during both

training and inference. In addition, Multi-View Voting is incorporated to improve lesion-

level decision stability and reduce random artifacts and structural false positives without

substantially compromising detection performance.

1.2 Pulmonary Nodules on Chest CT: Imaging Characteristics and
Analysis Challenges

Chest CT is one of the most widely used imaging modalities for pulmonary nodule

assessment. Its major strengths include high spatial resolution and clear visualization of

lung parenchymal structures, which enable relatively consistent observation of changes in

nodule morphology and density during screening and longitudinal follow-up (Mayo et al.,

1987). For pulmonary nodules, imaging information can be broadly understood at three

levels: morphological features, such as size, margin sharpness, lobulation, and spiculation;

density and texture features, including attenuation relative to surrounding lung tissue and

internal texture homogeneity; and anatomical location and adjacency, such as proximity to

vessels, bronchi, or the pleura. Together, these characteristics determine nodule conspicuity

on CT and directly influence the difficulty of automated discrimination.

In practice, pulmonary nodules demonstrate highly variable imaging appearances. Some

nodules exhibit relatively high attenuation and well-defined margins, whereas others present

with lower attenuation, indistinct boundaries, and gradual transitions into surrounding lung

textures, making nodule-background separation ambiguous (Snoeckx et al., 2018). A fur-

ther challenge is that normal anatomical structures, including vascular bifurcations, vessel

wall thickening, and pleural attachment, may produce circular or quasi-circular appear-

ances on local slices that resemble nodules and thus become major sources of false positives

in automated detection systems (Xiong et al., 2024). In addition, CT noise, reconstruc-

tion artifacts, and inter-patient variation in acquisition parameters may further reduce the

stability of boundary delineation.
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Consequently, automated pulmonary nodule segmentation requires more than accurate

recognition of local morphology and texture. Local detail alone is not sufficient, because

many look-alike structures in chest CT may closely resemble nodules within a limited field

of view. Contextual discrimination is also necessary to distinguish true lesions from nor-

mal anatomical structures in complex imaging backgrounds. Motivated by these imaging

characteristics, the present study combines local magnification and cross-view validation.

Specifically, fisheye-inspired local magnification is used to enhance local nodule visibility,

while Multi-View Voting across multiple deformation centers is used to assess lesion persis-

tence and stability across views, thereby reducing spurious detections caused by incidental

morphology or noise.

1.3 Deep Learning in Medical Image Segmentation

In recent years, deep learning, particularly convolutional neural network (CNN)-based

segmentation models, has become a major approach in automated medical image segmen-

tation (Kayalibay et al., 2017). Compared with traditional methods based on intensity

thresholds, edge detection, or handcrafted features, deep learning can learn more discrimi-

native multi-scale representations directly from data and generally remains more robust in

complex backgrounds and noisy imaging conditions. In a typical segmentation pipeline, an

encoder progressively extracts semantic features at multiple scales, while a decoder gradu-

ally restores spatial resolution to generate pixel- or voxel-wise predictions. This end-to-end

learning framework is especially well suited for medical imaging targets with ambiguous

boundaries and highly variable morphology (Zhou et al., 2019).

For pulmonary nodule segmentation, however, several important bottlenecks remain.

First, small nodules occupy only a tiny fraction of the image volume, leading to severe class

imbalance during training. As a result, models may become biased toward background pre-

diction and may miss subtle lesions (Heuvelmans et al., 2021). Even when class imbalance

is partially mitigated through loss re-weighting or sampling strategies, efforts to improve

sensitivity for subtle nodules may still increase the risk of false-positive predictions. Second,
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many segmentation networks contain multiple down-sampling stages, which may compress

very small targets into only a few voxels in feature space, thereby weakening fine structural

details during feature extraction. Third, the lung contains abundant vascular and pleural

structures, and the strong local similarity between true nodules and look-alike anatomy

increases the likelihood of structural false alarms when discriminative cues are insufficient.

Accordingly, improving the clinical usability of pulmonary nodule segmentation cannot

rely solely on architectural modification. It also requires strategies that enhance lesion

conspicuity and improve lesion-level decision stability through input-space processing and

inference-time decision mechanisms. In the present study, Fisheye Transformation-based

fisheye-inspired local magnification is used as an input-space enhancement strategy to make

suspicious local regions more visible while preserving contextual information. In addition,

Multi-View Voting across multiple deformation centers is introduced as an inference-time

stabilization strategy to improve lesion-level decision reliability and suppress false positives

caused by random artifacts or look-alike anatomical structures.

1.4 The Role of U-Net and nnU-Net in Pulmonary Nodule Segmen-
tation

U-Net is one of the most widely adopted architectures in medical image segmentation

(Ronneberger et al., 2015). Its core design combines an encoder-decoder structure with

skip connections: the encoder extracts hierarchical semantic features from local to global

scales, the decoder progressively restores spatial resolution, and the skip connections fuse

high-resolution shallow features with deeper semantic representations to preserve both lo-

calization accuracy and contextual understanding. Because of this design, U-Net has served

as a strong foundation for a wide range of medical segmentation tasks and has inspired many

later variants and baseline models.

In practice, however, achieving strong performance on a new segmentation task often

requires substantial engineering effort, including decisions about preprocessing, network

configuration, training strategy, and hyperparameter selection. The nnU-Net framework
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was developed to reduce this burden by automatically analyzing dataset properties, such as

voxel spacing, image size, and target characteristics, and then configuring a task-adaptive

training pipeline accordingly. Building on this idea, nnU-Netv2 further refines planning

and training details and can provide strong and reproducible baseline performance with

limited manual intervention (Isensee et al., 2021). In the present study, 3D nnU-Netv2

is therefore adopted as the baseline model without Fisheye Transformation, providing a

strong and directly comparable performance reference. This choice is also consistent with

the backbone setting described in the final defense presentation, where 3D nnU-Netv2 is

used as the segmentation backbone and the comparison is designed to keep the train/test

split, training configuration, and evaluation metrics aligned across methods.

It is important to emphasize that the aim of this study is not to improve performance

through complex architectural redesign. Instead, the same 3D nnU-Netv2 backbone is re-

tained for both the baseline and the proposed method, so that the contribution of Fisheye

Transformation-based fisheye-inspired local magnification and Multi-View Voting can be

evaluated more directly. In this design, local lesion conspicuity is enhanced at the input

stage, whereas Multi-View Voting across multiple deformation centers is incorporated at

inference to improve lesion-level decision reliability and suppress false positives caused by

random artifacts or look-alike anatomical structures. This modular strategy also offers

good portability: even if the segmentation backbone is replaced in future work, the magni-

fication and voting components may still function as independent plug-in modules within a

strong-baseline-plus-lightweight-enhancement framework. This is also in line with the over-

all framework shown in the presentation, where the main added components are Fisheye

Transformation and Filtering / Multi-View Voting rather than a redesigned backbone.

1.5 Challenges in Detecting Very Small Pulmonary Nodules with
Deep Learning

Very small pulmonary nodules remain one of the most difficult targets in deep learning-

based segmentation. Because they occupy only a tiny fraction of voxels in a whole-chest
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CT volume, the learning problem is dominated by background and normal anatomical

structures. This sparse-target characteristic limits model sensitivity to subtle nodules, even

when class imbalance is partially addressed through Dice-type losses or sampling strategies

(Retico et al., 2008). In addition, repeated down-sampling in multi-scale segmentation

networks may compress very small nodules into only a few voxels in feature space, which

weakens fine boundary and texture cues and increases the risk of missed detections or

unstable delineation.

The challenge is further amplified at the lesion level. In many existing pulmonary nod-

ule segmentation pipelines, optimization is still driven primarily by voxel-level performance,

whereas lesion-level reliability for very small nodules is not explicitly reinforced. As a result,

improving recall often comes at the cost of increased false positives, while post-processing

is frequently limited to simple thresholding or heuristic filtering that does not systemati-

cally improve lesion-level stability. Moreover, single-view prediction may be insufficient for

rejecting structurally similar false alarms, especially when vascular or pleural structures

resemble nodules within a limited local field of view.

These limitations indicate an important research gap. Existing strategies that enhance

local visibility, such as cropping or local zooming, may improve sensitivity but can sacrifice

essential anatomical context. Conversely, methods that preserve contextual information

may still fail to make very small nodules sufficiently conspicuous. Therefore, there remains

a need for an easily integrable plug-in strategy that can both enhance the visibility of very

small nodules while preserving context and improve lesion-level decision stability beyond

single-view prediction.

From the perspective of clinical usability, the key requirement is not simply to maxi-

mize sensitivity or suppress false positives in isolation, but to balance both in a way that

better supports real-world review workflows. The present study addresses this need by

combining Fisheye Transformation-based fisheye-inspired local magnification with Multi-

View Voting across multiple deformation centers. In this design, local magnification is used

to improve the conspicuity of subtle nodules while preserving surrounding anatomical con-
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text, and Multi-View Voting is used to suppress unstable spurious predictions and reduce

false-positive burden at the lesion level while keeping overall detection performance largely

stable.

1.6 A Task-Oriented Spherical Deformation Model for Small-Target
Segmentation

Image deformation has been widely used in medical image analysis for augmentation,

registration, and geometric normalization (Goceri, 2023). However, conventional geometric

augmentations, such as rotation, translation, scaling, and elastic deformation, are mainly

designed to improve robustness to positional or acquisition-related variation. For small-

target segmentation tasks such as pulmonary nodule segmentation, these generic trans-

formations do not directly address the core difficulty that very small lesions often remain

weakly conspicuous in the presence of complex surrounding anatomy. In 3D chest CT,

pulmonary nodules occupy only a tiny fraction of the total volume and are frequently

embedded within heterogeneous lung parenchyma, vascular structures, and pleural back-

grounds. At the original imaging scale, subtle nodules may exhibit limited contrast and

indistinct boundaries, so even strong deep learning models may still fail to generate suffi-

ciently discriminative local responses.

Recent work has suggested that non-linear image-space transformation may provide a

more task-relevant way to enhance subtle targets while preserving important anatomical

context. Yang et al. (2024) introduced spherical image projection in MRI-based segmenta-

tion and demonstrated that a focus-plus-context transformation can improve segmentation-

related analysis while maintaining global structural information. Wu (2025) further ex-

tended this idea in a 3D setting by applying a locoregional deformation strategy to enhance

the visibility of small lesions in MRI. These studies indicate that, beyond conventional

augmentation, task-oriented spatial remapping may serve as an effective way to strengthen

local target representation without relying on major architectural redesign.

To illustrate the geometric intuition behind spherical deformation, Figure 1.1 shows the

schematic mapping from a planar image to a spherical image representation.
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Figure 1.1: Schematic illustration of spherical projection from a planar image to a
spherical image. Reproduced from Yang et al. (2024).

Motivated by this line of work, the present study proposes a task-oriented spherical

deformation model for pulmonary nodules in chest CT. The purpose is not to introduce

random perturbation, but to perform non-linear local magnification in a manner aligned

with the structural characteristics of very small lesions. Specifically, the proposed model

follows a fisheye-style focus-plus-context principle and constructs a radially decaying non-

linear mapping around predefined deformation centers. Voxels near the deformation center

are selectively magnified so that local boundary cues and texture gradients become more

visible, whereas regions farther from the center are progressively less affected, thereby

preserving global anatomical continuity. Compared with simple cropping or local zooming,

this design improves local conspicuity without discarding surrounding context. Compared

with uniformly increasing the resolution of the entire CT volume, it also avoids unnecessary

computational burden and severe scale imbalance.

For 3D CT implementation, spatial continuity and label consistency must be handled

carefully during deformation and reconstruction. Because the non-linear mapping alters

voxel coordinates, resampling is required to reconstruct both image intensity and segmen-

tation labels in the deformed space. In the present study, CT intensities are reconstructed

using trilinear interpolation to preserve smooth intensity continuity, whereas segmenta-

tion masks are resampled using nearest-neighbor interpolation to avoid class mixing and

boundary blurring. Through this coordinated design, the proposed spherical deformation
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enhances the local structural discriminability of subtle nodules while maintaining supervi-

sion integrity for downstream learning.

As an input-space enhancement module, this task-oriented spherical deformation is in-

dependent of the backbone architecture and can be integrated directly into an existing

segmentation framework such as 3D nnU-Netv2. More importantly, the use of multiple

deformation centers allows the same lesion to be examined under multiple locally magnified

views. This design not only improves local visibility at the input stage, but also estab-

lishes the foundation for subsequent Multi-View Voting across multiple deformation centers,

thereby supporting more stable lesion-level decision-making in the presence of structurally

complex CT backgrounds.

1.7 Multi-View Voting across Multiple Deformation Centers for Sta-
ble Lesion-Level Decision-Making

Although locoregional magnification can improve the visibility of subtle nodules, pre-

dictions derived from a single deformation center may still remain unstable, especially for

very small lesions. In practice, some candidate findings may appear only under certain

magnified views, whereas others may fragment or disappear because of local anatomical

variation, vessel interference, or deformation-related ambiguity. This sensitivity to individ-

ual views suggests that relying on a single magnified observation is insufficient for robust

lesion-level decision-making.

To address this limitation, the present study introduces Multi-View Voting across mul-

tiple deformation centers, built upon the 16 deformed views generated for each case. The

central assumption is that a true pulmonary nodule should remain detectable across multi-

ple independently magnified views, whereas spurious responses caused by noise, vessels, or

local structural complexity are less likely to persist consistently. By evaluating prediction

support across multiple views, the framework moves beyond isolated single-view decisions

and instead uses cross-view persistence as an indicator of lesion reliability.

This design naturally leads to a voting-based lesion-level stabilization strategy. Rather
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than treating each deformed view as an independent final prediction, the framework aggre-

gates evidence from all 16 views and determines lesion support based on collective agree-

ment. In this setting, Multi-View Voting serves as a stability filter: repeatedly supported

findings are reinforced, whereas sporadic and view-dependent false positives are suppressed.

Combined with volume-based filtering, this strategy further reduces the influence of very

small unstable predictions that are unlikely to represent true nodules.

Conceptually, Multi-View Voting complements the Fisheye Transformation-based fisheye-

inspired local magnification strategy. The deformation step enhances local conspicuity and

generates multiple spatially distinct observations of the same case, whereas the voting step

integrates these observations into a more reliable lesion-level decision. Together, they form

a focus-and-confirm framework: local magnification improves the visibility of candidate

nodules, and voting improves decision robustness by exploiting agreement across multiple

deformation centers. This combination is particularly well suited to pulmonary nodules,

whose small size, weak contrast, and structurally complex surroundings make detection

vulnerable to both missed lesions and false positives.

1.8 Objectives of the Study

The objective of this study is to develop and evaluate a Fisheye Transformation-integrated

nnU-Net framework with Multi-View Voting for pulmonary nodule segmentation on chest

CT, with the aim of enhancing lesion-level detection accuracy. Specifically, this study inves-

tigates whether combining Fisheye Transformation-based fisheye-inspired local magnifica-

tion with Multi-View Voting across multiple deformation centers can improve the reliability

of lesion-level detection for pulmonary nodules, especially for small and difficult-to-detect

lesions. By integrating local visibility enhancement with multi-view decision stabilization,

the proposed framework aims to provide more robust lesion-level predictions than a strong

baseline segmentation model.
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2. Methods and Materials

2.1 Dataset

This study used the public chest CT dataset LIDC-IDRI (Armato et al., 2011; Clark et

al., 2013), which comprises 840 cases. For the present work, 700 cases were used for training

and 140 cases were reserved for testing. Nodule annotations followed the dataset-provided

fused labels, which were derived from independent markings by four radiologists and the

fusion procedure provided with the dataset. Because of its scale, public availability, and

radiologist-annotated nodule information, LIDC-IDRI has become one of the most widely

used benchmark datasets for automated pulmonary nodule analysis (Pehrson et al., 2019).

To ensure consistency in downstream processing, all CT scans were preprocessed prior

to model training and inference. Volumes were resampled to 1 mm isotropic spacing,

and the in-plane matrix size was standardized to 512 ˆ 512, while the number of slices

in the z-direction was allowed to vary across cases. Intensity normalization followed the

default CT normalization procedure implemented in nnU-Netv2. In addition, a whole-

lung mask was automatically generated using TotalSegmentator (Wasserthal et al., 2023),

an open-source multi-structure CT segmentation framework that has also been included

in subsequent comparative evaluations of lung-region segmentation tools (Amini & Klein,

2025), and voxels with mask values greater than zero were treated as lung. Before fisheye

generation and training, each CT volume was converted into a lung-only representation:

voxels outside the lung mask were set to background, and the image was cropped to the

lung-containing region in order to reduce surrounding air and other irrelevant context.

Multi-center sampling and local magnification were subsequently performed within the lung

region.

During testing, the 140-case test set was evaluated using a lesion-based protocol, and

performance metrics were summarized in a case-averaged manner.
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2.2 Task-Oriented Spherical Deformation Model Design

We propose a task-oriented spherical deformation and multi-view fusion framework for

small-target pulmonary nodule segmentation on chest CT. The framework consists of three

components:

1. 3D fisheye spherical local magnification, which enhances local structural conspicuity

while preserving global context;

2. a segmentation backbone (3D nnU-Netv2), serving as a strong baseline model for

learning and inference; and

3. a multi-center K-of-16 voting fusion scheme, which enforces cross-view consistency to

suppress unstable false positives and improve decision stability.

The overall design goal is to reduce false positives and improve lesion-level decision

reliability without substantially sacrificing detection sensitivity.

2.2.1 Fisheye Deformation (3D Spherical Local Magnification)
2.2.1.1 Multi-center generation: 2 ˆ 2 ˆ 4 grid + snap

To cover diverse anatomical regions within the lungs, 16 deformation centers are uni-

formly generated for each case:

1. Using the whole-lung mask, the set of lung voxels is extracted and the lung bounding

box

([zmin, zmax], [ymin, ymax], [xmin, xmax])

is computed.

2. Uniform sampling is performed along the SI/AP/LR directions (excluding boundary

points), forming a 2 ˆ 2 ˆ 4 regular grid of candidate centers (16 total).

3. If a candidate center falls outside the lung region (air/background), a snap operation

is applied: lung voxels are searched within a neighborhood of up to 5 voxels radius,

and the center is moved to a located lung voxel to ensure that all centers lie within

valid lung parenchyma.

The 2 ˆ 2 ˆ 4 center configuration was selected as a practical compromise between spatial
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coverage, view diversity, computational cost, and inference stability. First, the lung region

in chest CT is anatomically elongated along the superior–inferior direction, while its extent

in the anterior–posterior and left–right directions is relatively more compact. Therefore,

using a denser subdivision along the z-axis than along the x- and y-axes is anatomically

reasonable and allows the deformation centers to better cover the full cranio-caudal extent

of the lungs. In this design, splitting the lung bounding box into 2 ˆ 2 ˆ 4 subregions

produces 16 centers that are distributed broadly enough to sample different lung regions

while still preserving a simple and reproducible generation scheme.

The choice of 16 centers was intended to provide multiple independent locally magni-

fied views of the same case without introducing excessive redundancy. If substantially fewer

centers were used, the spatial sampling of the lung would become too sparse, increasing the

risk that some nodules, especially small nodules or nodules located near the lung periphery,

would not be sufficiently emphasized in any deformation view. In contrast, using substan-

tially more centers would increase computational cost almost linearly during both fisheye

generation and inference, while also introducing a high degree of overlap among neighbor-

ing views. Such redundancy could weaken the practical efficiency of the framework without

necessarily providing proportional gains in lesion-level discrimination.

In addition, the 2 ˆ 2 ˆ 4 design is naturally compatible with the subsequent K-of-16

voting strategy. Because each case generates exactly 16 deformation views, the voting step

can be defined in a straightforward and interpretable way using a majority-support rule.

In this study, K = 8 was selected so that a lesion must be supported by at least half of the

views to be retained. This makes the fusion rule easy to interpret and avoids the additional

complexity that would arise if the number of views were much smaller or much larger.

This configuration was therefore adopted as a task-oriented and computationally feasible

design rather than a claim of universal optimality. Future work may further compare

alternative center densities to determine whether the preferred configuration depends on

dataset characteristics, lesion size distribution, or available computational resources.
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2.2.1.2 Deformation mapping: radially decaying non-linear coordinate remapping

Let voxel coordinates be denoted by

P = (z, y, x)

and the deformation center be

C = (cz, cy, cx).

The Euclidean distance is defined as

d(P) = ∥P ´ C∥2 =
b

(z ´ cz)2 + (y ´ cy)2 + (x ´ cx)2. (2.1)

The distance is normalized as

d̂(P) =
d(P)
dmax

, dmax = max
PPΩ

d(P), (2.2)

where Ω denotes all voxels in the volume.

A logistic radial scaling factor is adopted:

f (P) =
1

1 + s exp
(

´αd̂(P)2
) , (2.3)

with fixed parameters strength s = 1.0 and steepness α = 200.0.

The warped sampling coordinate is then computed as

P1 = C + f (P) ¨ (P ´ C). (2.4)

This mapping produces stronger non-linear resampling near the center, making local

structures more prominent in the output view, while regions farther from the center grad-

ually approach the original geometry, thereby achieving a focus-plus-context effect.

The present deformation function was chosen because it offers a smooth, bounded, and

radially symmetric transition from the deformation center to the periphery. Compared with

piecewise or threshold-based functions, it avoids abrupt spatial discontinuities that could

introduce unrealistic geometric artifacts or unstable interpolation behavior. Compared with
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linear or polynomial scaling functions, it provides a more controlled decay and reduces the

risk of excessive far-field distortion. Compared with simple local cropping or uniform zoom-

ing, it preserves surrounding anatomical context instead of discarding it. This property is

particularly important for pulmonary nodules, because local nodule-like structures such as

vessels and pleural attachments often require surrounding context for reliable discrimina-

tion. Thus, the adopted function was selected not merely because it can enlarge a local

region, but because it supports the specific focus-plus-context requirement of this task.

Another practical reason for choosing this form is parameter interpretability. The func-

tion is controlled by only two main parameters, s and α, which makes it easier to tune

and explain than more flexible but less interpretable alternatives. In this design, s controls

the overall deformation strength, whereas α determines how rapidly the transformation ef-

fect decays with normalized distance. This separation allows local emphasis and spatial

falloff to be adjusted independently, which is useful for maintaining a balance between local

conspicuity enhancement and global anatomical preservation.

2.2.1.2.1 Parameter design and interpretation. The deformation-related parameters were

selected to balance local enhancement, global context preservation, and numerical stability

during resampling. First, s = 1.0 was used as a moderate transformation-strength setting.

A smaller value would weaken the local enhancement effect and reduce the visibility gain

for subtle nodules, whereas a substantially larger value could lead to overly aggressive coor-

dinate remapping and reduce structural realism. Second, α = 200.0 was chosen to produce

a relatively rapid radial decay, so that the most prominent transformation remains concen-

trated around the deformation center while distant regions retain near-original geometry.

This helps preserve the global lung anatomy and avoids unnecessary distortion far from the

target region.

In addition, the deformation-center snap radius was limited to 5 voxels. This choice

ensures that a candidate center falling slightly outside the lung mask can still be relocated

to a nearby valid lung voxel without causing large unintended shifts in its anatomical
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position. For post-resampling enhancement, Gaussian smoothing with σ = 1 was used to

estimate the low-frequency component, and the high-frequency residual was amplified with

a coefficient of 0.7 in the unsharp-mask step. These values were chosen to provide mild edge

and texture enhancement while avoiding excessive sharpening noise. Overall, the parameter

settings were intended to produce stable local emphasis rather than extreme deformation,

which is more consistent with the goal of lesion-level robustness in a clinically interpretable

framework.

2.2.1.3 Resampling and sharpening: intensity continuity and label consistency

Because the non-linear mapping changes voxel coordinates, resampling is required. CT

intensities were reconstructed using trilinear interpolation (order=1, mode=nearest) to

preserve smooth intensity continuity. Masks and labels were reconstructed using nearest-

neighbor interpolation (order=0) to avoid class mixing and boundary blurring.

To further enhance local texture visibility, an unsharp-mask sharpening step is applied

after fisheye resampling: Gaussian smoothing with σ = 1 is used to obtain a low-frequency

component, and the high-frequency residual is amplified with a fixed coefficient of 0.7.

2.2.1.4 Training sample expansion

For each training case, 16 fisheye views are generated and included in the training set,

increasing the diversity of local observations without modifying the network structure and

improving the model’s ability to distinguish small nodules from complex backgrounds.

2.2.2 Model Backbone (3D nnU-Netv2)

A 3D nnU-Netv2 model is used as the segmentation backbone and serves as the “no-

fisheye” baseline. nnU-Netv2 provides a robust and reproducible pipeline by automatically

planning and configuring training based on dataset properties, often achieving competitive

performance without extensive manual tuning (Isensee et al., 2021). In this work, no

architectural modifications are introduced; performance gains are primarily driven by input-

space deformation and inference-time fusion, supporting portability and ease of integration.
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During training, the baseline model uses the preprocessed original CT volumes, whereas

the proposed method uses the 16 generated fisheye views per case for multi-view learning.

During inference, the baseline performs single-view prediction, while the proposed method

produces 16 view-wise predictions followed by voting fusion.

2.2.3 Voting (Multi-Center K-of-16 Fusion)

To improve case-level detection stability and reduce unstable false positives, a K-of-16

voting fusion scheme is applied during inference. For each case, the 16 fisheye-transformed

views generated from different deformation centers are processed independently by the

segmentation network, producing 16 prediction masks. The underlying rationale is that

true nodules are more likely to remain detectable across multiple deformation centers,

whereas false-positive findings caused by noise, vessel-like structures, or local artifacts are

more likely to occur only in a limited number of views.

Let the prediction from the i-th deformation center be denoted by Pi, where i = 1, . . . , 16.

For each prediction, the total predicted lesion volume Vi is calculated from the positive

voxels in the mask. A given view is considered to provide positive support if its predicted

lesion volume satisfies

Vi ě τ,

where τ is a minimum volume threshold introduced to remove very small spurious regions.

In the final comparison experiments,

τ = 0.3 cc.

The total number of supporting views is then defined as

H =
16
ÿ

i=1

1(Vi ě τ), (2.5)

where 1(¨) is the indicator function.

A case is classified as positive if

H ě K,
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and negative otherwise. In this study,

K = 8

is adopted, corresponding to a majority-support rule in which at least 8 of the 16 views

must meet the volume criterion for the case to be considered positive.

This fusion step is implemented as a post-processing procedure at inference time and

does not alter the segmentation network architecture. Its computational cost grows linearly

with the number of views, since only per-view volume estimation and vote counting are

required. By combining a minimum lesion-volume criterion with majority voting across

deformation centers, the method suppresses view-specific false positives while preserving

detections that are consistently supported across multiple magnified views.

2.3 Comparison Study

To validate the effectiveness of fisheye magnification and multi-center voting, we de-

signed controlled comparison experiments:

• Baseline: standard 3D nnU-Netv2 without fisheye deformation and without voting

fusion.

• Proposed: fisheye spherical local magnification (16 views) + inference-time voting

fusion (K = 8/16) + volume filtering (0.3 cc).

Both methods use the same dataset split (700/140), preprocessing, and backbone net-

work to ensure fairness. Evaluation is performed using lesion-level, case-averaged Recall/-

Precision/F1 (Section 2.5), with a focus on false-positive suppression.

2.4 Implementation Setup
2.4.1 Loss, Training, and Validation Strategy

Model optimization followed the default nnU-Netv2 training pipeline. Pulmonary nod-

ule segmentation is a typical small-target problem with substantial class imbalance. The de-

fault nnU-Netv2 configuration typically employs a compound loss combining overlap-driven

terms and voxel-wise classification consistency terms, together with standard sampling, data
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augmentation, and learning-rate scheduling, to ensure stable and reproducible training. In

this study, the baseline and proposed settings used the same loss function, optimizer, and

training strategy, so that performance differences are more likely attributable to the pro-

posed fisheye-based input enhancement and voting-based fusion rather than differences in

loss design or training tricks.

For improved reproducibility, key nnU-Netv2 configuration fields (e.g., patch size, batch

size, training iterations/epochs, and learning rate) may be reported in the appendix. These

values can be extracted directly from nnU-Netv2-generated plans or training logs.

2.4.2 Code and Computing Environment

The segmentation backbone was implemented using nnU-Netv2, and all training and

inference were executed through the nnU-Netv2 command-line interface. The fisheye de-

formation, multi-center generation, and voting modules were implemented as independent

preprocessing and post-processing components, allowing them to be decoupled from the seg-

mentation backbone and integrated into an existing nnU-Netv2 pipeline without modifying

network architecture.

All experiments were conducted on a Linux server running Ubuntu 22.04.5 LTS with

kernel 6.2.0-34-generic. The server was equipped with an AMD EPYC 7763 64-Core Pro-

cessor (128 logical cores) and approximately 251 GiB RAM. Available GPU resources in-

cluded two NVIDIA L20 GPUs (46 GB memory each) and two NVIDIA GeForce RTX

3090 GPUs (24 GB memory each). The NVIDIA driver version was 570.133.07. The

nvidia-smi utility reported CUDA version 12.8, while the CUDA compiler was located at

/usr/local/cuda-11.8/bin/nvcc (CUDA Toolkit 11.8). The software environment used

Python 3.11.5 (Miniconda 23.9.0), PyTorch 2.8.0+cu128, and cuDNN 9.10.2.

Because the proposed framework involves both image-space deformation and multi-view

inference, reporting the hardware environment is particularly important for reproducibility

and for fair interpretation of computational cost. In the present implementation, fish-

eye generation and view construction were performed outside the segmentation backbone,
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whereas view-wise segmentation inference was executed on GPU and voting fusion was

applied after all view predictions had been obtained.

2.4.3 Computational Efficiency Assessment

The computational overhead of the proposed framework arises from two main sources:

fisheye view generation and multi-view inference. Compared with the baseline, which per-

forms segmentation on a single preprocessed CT volume, the proposed method requires

16 fisheye-transformed views per case, followed by 16 forward passes through the same

segmentation backbone and a final voting step.

From the perspective of computational complexity, the fisheye deformation stage scales

approximately linearly with the number of generated views. If the number of deformation

centers is denoted by Nv, then both deformation cost and segmentation inference cost in-

crease roughly in proportion to Nv. In the present study, Nv = 16. Therefore, under a serial

execution strategy, the proposed method requires approximately 16 times as many segmen-

tation forward passes as the baseline at inference time, in addition to the deformation and

resampling overhead. In contrast, the final voting step itself is lightweight, because it only

involves per-view lesion-volume estimation and vote counting, and therefore contributes

negligibly compared with image generation and network inference.

The training-stage cost is also increased because each original case is expanded into

16 fisheye views. Consequently, the effective number of training samples becomes much

larger than in the original case-wise setting. This design improves local-view diversity

and strengthens exposure to different magnified anatomical contexts, but it also increases

storage demand, preprocessing time, and total data-loading burden. Thus, the proposed

framework improves lesion-level robustness at the cost of additional data-generation and

model-execution overhead.

It should also be noted that practical wall-clock efficiency depends not only on the num-

ber of views, but also on the execution strategy and available hardware. In the present hard-

ware environment, the availability of multiple GPUs makes the framework computationally
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feasible, and view-wise inference can in principle be parallelized or batched. However, ef-

fective speedup still depends on GPU memory, scheduling strategy, and implementation

details. For this reason, the present study interprets efficiency primarily in relative terms.

Relative to the baseline single-view pipeline, the proposed method introduces a predictable

trade-off: higher computational cost in exchange for improved cross-view consistency, re-

duced unstable false positives, and better lesion-level decision reliability.

2.5 Evaluation Strategy

This study primarily adopted a lesion-level detection evaluation protocol with case-

averaged aggregation, reporting Recall (Sensitivity), Precision, and F1-score. This evalua-

tion is more aligned with practical use cases, where clinicians care about whether a nodule

is detected and whether the number of false positives is acceptable, rather than voxel-level

overlap alone. To reduce spurious detections from tiny artifacts, a 0.3 cc volume threshold

was applied to predicted lesion candidates, and K-voting (K = 8/16) was used in the multi-

view setting to enforce consistency across views. Voxel-level Dice is additionally reported

as an auxiliary metric.

2.5.1 Lesion-level Metrics

Based on lesion-level TP/FP/FN counting, the metrics are defined as

Recall =
TP

TP + FN
, (2.6)

Precision =
TP

TP + FP
, (2.7)

F1-score =
2 ˆ Precision ˆ Recall

Precision + Recall
. (2.8)

Recall reflects detection sensitivity, Precision reflects false-positive burden, and F1-score

summarizes the trade-off.
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2.5.2 Lesion Definition, Filtering, and Case-Averaging

To perform lesion-level evaluation, predicted masks are decomposed into individual

lesion candidates, followed by volume filtering and one-to-one matching against ground-

truth lesions.

2.5.2.0.1 Candidate extraction (3D connected components). Binary prediction masks

are decomposed into 3D connected components, and each connected component is treated

as a predicted lesion candidate. A 26-connectivity setting is used.

2.5.2.0.2 Volume computation and filtering (0.3 cc). For each predicted candidate, its

volume is computed and candidates below the threshold are removed:

V(cc) =
Nvox ˆ Vvox(mm3)

1000
, (2.9)

where Nvox is the number of voxels in the candidate and Vvox is the voxel volume determined

by the image spacing. A 0.3 cc threshold is applied to suppress tiny noisy regions and

unstable artifacts.

2.5.2.0.3 Lesion matching and TP/FP/FN counting (one-to-one matching, IoU ě 0.1).

Predicted candidates are matched to ground-truth lesions using an IoU-based criterion:

IoU =
|Pred X GT|

|Pred Y GT|
. (2.10)

A predicted candidate is considered a true positive if its IoU with a ground-truth lesion

is at least 0.1. To avoid double counting, a one-to-one greedy maximum-IoU matching

strategy is used:

• For each predicted candidate, the unmatched ground-truth lesion with the largest IoU

is identified.

• If the maximum IoU is at least 0.1, the prediction and that ground-truth lesion are

paired and counted as a true positive, and the ground-truth lesion is marked as

matched.
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• If the maximum IoU is below 0.1, the prediction is counted as a false positive.

• Any ground-truth lesions that remain unmatched after processing all predictions are

counted as false negatives.

2.5.2.0.4 Case-averaged aggregation. Lesion-level Recall, Precision, and F1-score are

computed per case and then averaged across all test cases to obtain the final case-averaged

performance.

2.5.3 Voxel-level Dice (Auxiliary)

Dice is reported as an auxiliary voxel-level overlap metric:

Dice =
2|P X G|

|P| + |G|
. (2.11)

Because very small nodules can exhibit large Dice fluctuations due to minor boundary

shifts, Dice is treated as secondary, while lesion-level metrics form the primary basis for

conclusions.
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3. Results

3.1 Fisheye Spherical Magnification Results (Visual Demonstra-
tion)

We first present the visual behavior and rationale of the proposed 3D fisheye spherical

local magnification on chest CT. For each case, 16 deformation centers were uniformly

generated within the lung region based on the whole-lung mask using a 2 ˆ 2 ˆ 4 grid

sampling strategy. If a sampled point fell outside the lung, it was snapped to a nearby lung

voxel. Using each center as a reference, we applied a radially decaying non-linear coordinate

remapping to construct 16 focus-plus-context fisheye views.

To illustrate the joint transformation of CT images and masks, Figure 3.1 shows an

example of fisheye magnification and the corresponding mask transformation.

Figure 3.1: Example of fisheye magnification and corresponding mask transformation.
Left: sampled deformation centers. Middle: fisheye-transformed CT view. Right: nodule

mask before and after magnification.

To illustrate the label transformation process, Figure 3.2 shows examples of fisheye-

transformed masks.
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Figure 3.2: Examples of fisheye-transformed masks. The same local coordinate
remapping used for CT images was also applied to the corresponding masks.

The resampling strategy was consistent with the training data generation pipeline.

Specifically, CT intensities were reconstructed using trilinear interpolation to preserve in-

tensity continuity, while labels and masks were reconstructed using nearest-neighbor inter-

polation to maintain categorical consistency and avoid semantic boundary corruption. In

addition, after fisheye resampling, an unsharp-mask sharpening step was applied to the CT

image, using Gaussian smoothing with σ = 1 and a sharpening gain of 0.7, to enhance local

texture and boundary visibility. Importantly, no sharpening was applied to the masks or

labels, which were kept strictly discrete in order to preserve label semantics.

Qualitatively, the fisheye transformation enhances texture and boundary cues in the

vicinity of the deformation center without discarding global anatomical context. As a

result, suspicious nodule regions become more clearly expressed locally, while peripheral

structures still provide the contextual information necessary for discrimination. This local-

detail enhancement with context preservation creates richer local observations for down-

stream segmentation and also establishes the basis for multi-view consistency filtering dur-

ing inference: true nodules are more likely to remain visible across multiple center views,

whereas incidental false positives caused by noise or structural look-alikes tend to be more

view-dependent.

To further illustrate the visual effect of local magnification, Figure 3.3 compares the

original CT image and the fisheye-transformed CT image at one selected deformation center.
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Figure 3.3: Comparison between the original CT image and the fisheye-transformed CT
image at one selected deformation center.

3.2 Voting Fusion Results (Quantitative Performance and Inter-
pretation)

Building on the multi-view fisheye inputs, we evaluated detection performance on the

LIDC-IDRI test set (140 cases) using a lesion-level, case-averaged protocol, reporting Recall,

Precision, and F1-score. The baseline was a standard 3D nnU-Netv2 model without fisheye

deformation. The proposed method combined fisheye multi-view inference with K-of-16

voting (K = 8/16) and applied a 0.3 cc volume threshold to predicted candidates during

inference to suppress tiny spurious regions.

As summarized in Table 3.1, the baseline achieved Recall = 0.870, Precision = 0.780,

and F1 = 0.820. After incorporating fisheye magnification and voting fusion, performance

improved to Recall = 0.872, Precision = 0.893, and F1 = 0.883. Compared with the

baseline, Recall remained essentially unchanged (+0.002), indicating no meaningful loss in

detection sensitivity. In contrast, Precision increased by +0.113 (approximately +14.5%),

and F1 increased by +0.063 (approximately +7.6%), demonstrating a consistent improve-
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ment in overall detection quality. Because higher Precision typically reflects fewer false

positives, these results align with the core motivation of this study: after enhancing lo-

cal discriminative cues through fisheye magnification, cross-view consistency voting and

volume-based filtering further remove unstable false alarms, thereby reducing false-positive

burden without sacrificing detection capability.

Table 3.1: Lesion-level, case-averaged performance comparison on the LIDC-IDRI test
set (140 cases).

Method Recall Precision F1-score
Baseline (3D nnU-Netv2) 0.870 0.780 0.820
Proposed (Fisheye + K-of-16 Voting + 0.3 cc filtering) 0.872 0.893 0.883
Improvement +0.002 +0.113 +0.063

From an error-pattern perspective, false positives in pulmonary nodule detection com-

monly arise from structurally similar regions such as vascular bifurcations, vessel cross-

sections, and pleural attachments. Under single-view inference, these structures are more

likely to be misclassified as nodules. In the multi-view setting, true nodules tend to re-

main detectable across multiple magnification centers, whereas structurally induced false

positives often occur only in a small subset of views. Consequently, such spurious predic-

tions are more likely to be rejected under the majority voting rule (K = 8/16). Combined

with the 0.3 cc volume threshold, tiny and unstable artifact-like predictions are further

suppressed, providing a plausible explanation for the observed Precision gain.
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4. Discussion

4.1 Mechanism and Advantages of Fisheye Magnification

A central design of this study is the introduction of a 3D fisheye spherical local mag-

nification in the input space. The primary goal of this transformation is to enhance the

visibility of small pulmonary nodules while preserving surrounding anatomical context that

is important for reliable discrimination. Compared with conventional cropping or patch-

based zooming strategies, the fisheye deformation performs a radially decaying, non-linear

coordinate remapping that increases sampling density near the deformation center while

gradually reducing deformation toward the periphery. This mapping effectively “unfolds”

local textures and boundary cues while maintaining global spatial context.

This property is particularly beneficial for pulmonary nodule analysis. Small nodules

often exhibit weak contrast and subtle morphological features on chest CT images. In

many cases, they may visually resemble vascular cross-sections, vessel bifurcations, or pleu-

ral attachments, making reliable identification difficult for both human observers and au-

tomated algorithms. Simple cropping-based magnification may enlarge the target region

but simultaneously removes contextual anatomical information that is essential for dis-

tinguishing nodules from surrounding structures. In contrast, the fisheye transformation

provides a focus-plus-context representation, allowing the segmentation network to observe

fine-grained local details while still retaining peripheral anatomical relationships.

Another important advantage of this approach is its architectural independence. The

fisheye transformation operates purely in the input space and therefore does not require

modifications to the segmentation network architecture. In this work, the deformation

module is applied before feeding the data into nnU-Netv2, allowing the network to benefit

from enhanced spatial sampling without altering its internal structure. This design sim-

plifies implementation and makes the method easily adaptable to other 3D segmentation

frameworks.

In addition to geometric magnification, this study also applies an unsharp-mask en-
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hancement to CT intensities in order to further improve local boundary and texture visibil-

ity. The sharpening operation uses Gaussian smoothing with σ = 1 and gain = 0.7, which

enhances high-frequency image details while maintaining overall intensity stability. Impor-

tantly, the operation is applied only to CT intensity images, while segmentation masks

remain strictly discrete and are resampled using nearest-neighbor interpolation. This en-

sures that label integrity is preserved and avoids introducing artifacts into the ground-truth

annotations.

Overall, the combination of geometric deformation and intensity enhancement improves

the representation of small targets from two complementary perspectives: spatial sampling

density and local contrast enhancement. Because the method operates as a preprocessing

module rather than a network modification, it can be integrated into existing segmenta-

tion pipelines with minimal engineering overhead. This makes the approach potentially

applicable to a wide range of small-lesion segmentation tasks in medical imaging.

4.2 Effect of Multi-View K-of-16 Voting

The second key component of the proposed framework is the multi-view K-of-16 voting

fusion strategy, applied during inference across the 16 fisheye-transformed views generated

for each case. The purpose of this strategy is to introduce cross-view consistency as a

reliability constraint, thereby improving decision stability and suppressing unstable false

positives.

False positives are a well-known challenge in pulmonary nodule detection and segmenta-

tion. Chest CT images contain numerous anatomical structures that may resemble nodules,

including vascular bifurcations, thickened vessel walls, and pleural attachments. Under cer-

tain viewing conditions or deformation mappings, these structures may produce segmenta-

tion responses that resemble nodules. However, such responses are often view-dependent:

a structure that appears nodule-like under one magnification center may not maintain sim-

ilar morphological characteristics when the image is magnified around a different spatial

location.
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The K-of-16 voting strategy addresses this issue by requiring consistent detection evi-

dence across multiple independent views. Specifically, a case is classified as positive only

when at least eight of the sixteen views satisfy the predefined lesion-volume criterion. Ran-

dom noise, deformation artifacts, or vessel-induced false alarms are therefore unlikely to

meet the majority-support requirement, whereas true nodules are more likely to remain

detectable across multiple deformation centers.

The additional 0.3 cc volume threshold further removes extremely small and fragmented

predictions, ensuring that the voting mechanism focuses on stable and clinically meaningful

candidates. Together, the volume threshold and the majority-support rule act as a two-

stage filtering mechanism that improves lesion-level reliability.

This mechanism also explains the empirical results observed in this study. The experi-

mental results show that Recall remains largely stable while Precision improves significantly

after applying the voting strategy. This indicates that true nodules are rarely eliminated

by the voting rule, whereas a substantial portion of unstable false positives is removed.

From a clinical perspective, this improvement is particularly meaningful. Excessive false

positives can significantly increase the verification workload for radiologists and reduce the

practical usability of automated detection systems. Therefore, reducing false positives can

often provide greater clinical benefit than small improvements in voxel-level overlap metrics

such as Dice.

In this sense, the K-of-16 voting mechanism can be interpreted as an inference-time

stabilization strategy that improves lesion-level reliability without modifying the underlying

segmentation model.

4.3 Limitations of the Current Study

Despite the encouraging results, several limitations of the current study should be ac-

knowledged.

First, the proposed method was evaluated primarily on the LIDC-IDRI dataset, which,

although widely used in pulmonary nodule research, may not fully represent the diversity
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of real-world clinical data. Differences in CT acquisition protocols, reconstruction kernels,

scanner vendors, and annotation practices may influence model performance. Therefore,

further validation on additional multi-center datasets would be necessary to assess the

generalizability of the proposed framework.

Second, the fisheye deformation parameters used in this study were manually defined

and fixed during training and inference. Although the chosen parameter settings produced

favorable results in the current experiments, they may not represent the optimal configu-

ration for all datasets or lesion types. A more adaptive strategy that automatically adjusts

deformation strength or center placement based on image characteristics may further im-

prove performance.

Third, the multi-view inference strategy requires multiple forward passes of the segmen-

tation network. Because sixteen fisheye views are generated for each case, the computational

cost during inference increases proportionally. Although the additional cost is manageable

in research settings, it may become a practical consideration in large-scale screening sce-

narios.

Finally, the current voting mechanism uses a simple majority-support rule, which treats

all views equally and does not incorporate confidence information from the segmentation

network. More sophisticated fusion strategies that consider prediction probabilities or un-

certainty estimates may further improve decision robustness.

4.4 Future Directions

Several potential directions may extend the current work.

One promising direction is the development of adaptive or learnable deformation mech-

anisms. Instead of using predefined fisheye parameters, future approaches could allow the

network to learn optimal magnification fields or deformation centers automatically dur-

ing training. Such adaptive spatial transformations may better capture the distribution of

candidate lesion locations and improve efficiency.

Another possible extension is the integration of probabilistic or confidence-aware voting
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strategies. Rather than applying a fixed majority rule, future work could combine prediction

probabilities across views or incorporate uncertainty estimation to guide fusion decisions.

This may further improve robustness, particularly for very small or low-contrast nodules.

In addition, multi-view consistency constraints could be incorporated directly into the

training process, encouraging the network to produce stable predictions under different spa-

tial transformations. Such approaches may reduce reliance on post-hoc fusion and improve

overall model generalization.

Finally, the general idea of multi-view deformation and voting fusion is not limited

to pulmonary nodule analysis. Similar strategies could potentially benefit other medical

imaging tasks involving small or subtle lesions, such as brain metastasis detection, liver

lesion segmentation, or lymph node identification. Exploring these applications may further

demonstrate the broader applicability of the proposed framework.
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5. Conclusion

This study addresses two persistent challenges in chest CT pulmonary nodule segmenta-

tion and lesion-level detection: limited conspicuity of very small nodules and the difficulty

of controlling false positives. To tackle these issues, we proposed a framework that combines

3D fisheye spherical local magnification with multi-center view voting fusion. Within the

lung region, 16 magnification centers were uniformly generated using a 2 ˆ 2 ˆ 4 grid, pro-

ducing 16 locally magnified views per case for both training and inference. During inference,

predictions from the 16 views were fused using K-of-16 voting (K = 8/16), together with a

0.3 cc volume threshold to remove tiny spurious regions, thereby improving the stability of

lesion-level decisions.

On the LIDC-IDRI test set (140 cases), lesion-level, case-averaged evaluation showed

that the baseline 3D nnU-Netv2 achieved Recall = 0.870, Precision = 0.780, and F1 =

0.820, whereas the proposed method achieved Recall = 0.872, Precision = 0.893, and F1

= 0.883. These results indicate that, while Recall remained essentially unchanged, Precision

and F1 improved substantially, suggesting that the proposed framework can reduce false

positives without compromising detection sensitivity. Overall, this work provides a practical

strategy that does not require modifying the backbone architecture and can be readily

integrated into existing segmentation pipelines: by combining input-space local conspicuity

enhancement with inference-time multi-view consistency constraints, robustness in small-

lesion scenarios can be improved in a lightweight and modular manner.

Future work will focus on further improving transparency and reproducibility by pro-

viding detailed lesion matching and evaluation implementations, performing parameter ab-

lations (e.g., number of centers and the choice of K), and validating generalization perfor-

mance and deployment feasibility on additional external datasets.
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