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Abstract

We propose novel algorithms for the fast computation of density functional theory’s

exchange-correlation energy in both the particle-hole and particle-particle random

phase approximations (phRPA and ppRPA). For phRPA, we propose a new cubic

scaling algorithm for the calculation of the RPA correlation energy. Our scheme splits

up the dependence between the occupied and virtual orbitals in the density response

function by use of Cauchy’s integral formula. This introduces an additional integral

to be carried out, for which we provide a geometrically convergent quadrature rule.

Our scheme also uses the interpolative separable density fitting algorithm to further

reduce the computational cost in a way analogous to that of the resolution of identity

method.

For ppRPA, we propose an algorithm based on stochastic trace estimation. A

contour integral is used to break up the dependence between orbitals. The logarithm

is expanded into a polynomial, and a variant of the Hutchinson algorithm is proposed

to find the trace of the polynomial. This modification of the Hutchinson algorithm

allows us to use the structure of the problem to compute each Hutchinson iteration

in only quadratic time. This is a large asymptotic improvement over the previous

state-of-the-art quartic-scaling method and over the naive sextic-scaling method.
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1

Introduction

This dissertation presents new algorithms for accelerated computation of the correla-

tion energy in density functional theory under two particular approximations -- the

particle-hole random phase approximation and the particle-particle random phase

approximation. Before going into the details of these algorithms, we first provide

some background on electronic structure calculations and density functional theory.

In quantum chemistry and materials science, one often wants to be able to com-

pute the properties of quantum systems. As we will see shortly, this problem is very

difficult from a computational perspective. Due to the difficulty of simulating the

entire quantum system on a computer, work is often done in the Born-Oppenheimer

approximation, where the nuclei of the atoms are considered to be fixed in place.

Under this approximation, the electrons are now the only degrees of freedom. So,

we are only concerned with the wavefunction of the electrons, not the nuclei. In

particular, the ground state of the electrons is often sought since, in many actual

systems, the ground state is the most probable state for the system to be in.

In actual applications, one is not directly interested in the wavefunction, but

rather in the observable properties of the system. One of the most basic properties
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of interest is the system’s energy. In this work, we consider the problem of com-

puting the ground state energy of an electronic system. In the rest of this chapter,

we introduce the mathematical description of this problem and then introduce the

theoretical frameworks in which our work takes place.

1.1 Many-body Schrödinger equation

The many-body Schrödinger equation describes the evolution of a non-relativistic

quantum system. Since we are interested in the ground state of a system whose

external potential is not changing in time, we will consider the time-independent

Schrödinger equation. In the Born-Oppenheimer approximation, the energy eigen-

states of a system of N electrons satisfy

(
−1

2

N∑
i=1

∆i +
N∑
i=1

Vext(xi) +
1

2

N∑
i 6=j

1

|xi − xj|

)
Ψ(x1, ..., xN) = EΨ(x1, ..., xN).

(1.1.1)

In this equation, Ψ is the wavefunction and E is the energy. Vext(x) is the exter-

nal potential (that is, the potential that describes the effects of the nuclei on the

electrons). ∆i is the Laplacian acting on xi; and, each xi is a point in Rd, where

d = 1, 2, 3 is the dimension of real space. We have ignored spin in this statement

of the equation. In reality, it is important to take spin into account. Taking spin

into account provides no conceptual difficulties, but it does make the notation more

tedious; so, we will ignore it in this work. We are also only considering the zero-

temperature case -- in practice, this is a reasonable approximation for many real

systems.

The problem of finding the ground state of a quantum system is now simple to

state mathematically: Find the lowest eigenstate of (1.1.1). Note that (1.1.1) is

simply a linear eigenvalue problem. At first glance, it seems that it would be easy
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to solve using standard numerical techniques. However, the difficulty arises once

one realizes the dimension of this eigenproblem: If we consider three-dimensional

space, then (1.1.1) is an eigenvalue problem in 3N dimensions. That is, the number

of degrees of freedom in the eigenproblem grows exponentially with the number of

electrons. For this reason, standard eigensolver techniques cannot be used, even for

a system with only a couple dozen electrons.

Instead, more creative techniques must be used to solve this problem. In this

work, we consider one of the most popular solution techniques -- density functional

theory.

1.2 Density functional theory

Density functional theory (DFT) [22] is a very successful and widely employed frame-

work for numerically solving the electronic many-body problem. The main idea of

DFT is that the many-body wavefunction is not actually needed to obtain the prop-

erties of a quantum system. Instead, we only need the one-particle ground-state

density,

ρ(x) = N

∫
|Ψ∗(x, z2, ..., zN)|2 dz2 · · · dzN (1.2.1)

That is, in order to find the ground-state energy, we only need to find the ground-

state density (a three-dimensional object), rather than the ground-state wavefunction

(a 3N -dimensional object). This radical reduction in the dimesionality of the prob-

lem is what makes DFT so appealing. However, it comes at a cost. The energy

(or any property of the system) can be written as a functional of ρ; however, this

functional is not known to have a nice form. To be more specific about the merits

and shortcomings of DFT, we state the Hohenberg-Kohn theorems [10].

Theorem 1.2.1 (Ground-state density determines all properties of the system).

The ground-state density of an electronic system uniquely determines the external

3



potential (up to a physically irrelevant constant).

Since the external potential determines the wavefunction and the wavefunction

determines the properties of the system, we conclude that the ground-state density

determines all properties of the system.

Theorem 1.2.2 (Universality of the Hohenberg-Kohn functional). The ground-state

energy of a quantum system can be found by minimizing the functional

E[ρ] =

∫
Vext(x)ρ(x) dx+ F [ρ], (1.2.2)

where F is “universal” (i.e, does not depend on Vext). Additionally, the ρ that min-

imizes (1.2.2) is the ground-state density.

The functional F is called the Hohenberg-Kohn functional. The fact that it

is universal has a profound implication: If a nice formula for F in terms of ρ is

known, then all you need to do to find the ground-state density is minimize (1.2.2).

Unfortunately, a nice form of F is not known. We note that the so-called constrained

search derivation [14] of Theorem 1.2.2 gives a formula for F ,

F [ρ] = min
Ψ→ρ
〈Ψ|T̂ + V̂ee|Ψ〉, (1.2.3)

where T̂ is the kinetic energy operator, V̂ee is the Coulomb operator, and the mini-

mization is over all anti-symmetric wavefunctions that yield density ρ. In some sense,

this formula is “nice”, but it is not nice in a computational sense: This formula re-

quires the full wavefunction, which is exactly what DFT was trying to avoid in the

first place.

Since there is no known nice formula for F [ρ], in practice it must be approximated.

Many of the most successful approximations (including the ones we will consider in

this work) take place in the framework of Kohn-Sham DFT.
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1.3 Kohn-Sham density functional theory

The idea of Kohn-Sham DFT [13] is to imagine that we have a non-interacting

system of N electrons whose density is the same as the ground-state density of the

interacting system. The advantage of this approach is that we can compute the

kinetic energy and the Coulomb interaction energy of the non-interacting electrons

exactly; and, these non-interacting energies turn out to be very close to the energies

of the interacting system.

Let us now be more specific about this fictitious system of non-interacting elec-

trons. If we have a system of non-interacting electrons, then, in the ground state,

they should simply fill up the lowest N energy levels of a one-body time-independent

Schrödinger equation, (
−1

2
∆ + Veff[ρ](x)

)
ψi(x) = εiψi(x), (1.3.1)

where Veff[ρ](x) is some effective potential that makes the non-interacting electrons

have the same ground-state density as the interacting system. A formula for Veff[ρ](x)

will be derived in Section 1.3.3. The eigenstates ψi are called the Kohn-Sham orbitals.

For simplicity, we will consider the case of a non-degenerate ground state. In

this case, the ground state of the Kohn-Sham system is a Slater determinant of the

Kohn-Sham orbitals,

Φ(x1, ..., xN) =
1√
N !

∣∣∣∣∣∣∣∣∣
ψ1(x1) ψ2(x1) ... ψN(x1)

ψ1(x2)
. . .

...
...

ψ1(xN) ... ψN(xN)

∣∣∣∣∣∣∣∣∣ . (1.3.2)

A straightforward calculation shows that the density of Φ is

ρ(x) =
N∑
i=1

|ψi(x)|2. (1.3.3)
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1.3.1 Energy in Kohn-Sham

Let us examine the energy in Kohn-Sham. We know from quantum mechanics that

the total energy of the interacting system is given by

E = 〈Ψ|T̂ |Ψ〉+ 〈Ψ|V̂ee|Ψ〉+

∫
Vext(x)ρ(x) dx. (1.3.4)

The last term is easy to compute if the density is known, but the first two terms

are nontrivial to compute given only the density (and not the wavefunction). The

idea of Kohn-Sham is to simply replace the interacting wavefunction Ψ with the

non-interacting wavefunction Φ. It turns out that this correctly captures the vast

majority of the energy. The remaining error is collected into an additional term, Ec.

This results in

E = 〈Φ|T̂ |Φ〉+ 〈Φ|V̂ee|Φ〉+

∫
Vext(x)ρ(x) dx+ Ec[ρ],

= Ts[{ψi}] + UH [ρ] + Ex[{ψi}] + Ec[ρ] +

∫
Vext(x)ρ(x) dx,

where

Ts[{ψi}] =
1

2

N∑
i=1

∫
|∇ψi(x)|2 dx, (1.3.5)

UH [ρ] =
1

2

∫
ρ(x)v(x, y)ρ(y) dx dy, (1.3.6)

Ex[{ψi}] = −
occ∑
jk

∫∫
ψ∗j (x)ψk(x)v(x, y)ψ∗k(y)ψj(y) dx dy, (1.3.7)

and v(x, y) is the Coulomb potential. The derivation of these expressions is straight-

forward but tedious. To be a little more explicit,

〈Φ|T̂ |Φ〉 = Ts[{ψi}], (1.3.8)

〈Φ|V̂ee|Φ〉 = UH [ρ] + Ex[{ψi}], (1.3.9)

Ec[ρ] = 〈Ψ|T̂ + V̂ee|Ψ〉 − 〈Φ|T̂ + V̂ee|Φ〉. (1.3.10)

6



So, the term Ec, which is called the correlation energy, is just included to accumulate

all the errors. The biggest downside of Kohn-Sham is now apparent -- we do not

know Ec. In practice, this must be approximated; we will talk about this further in

Section 1.4.

1.3.2 Kohn-Sham equations

We have not yet said how to compute the Kohn-Sham orbitals. To do this, we will

now derive the Kohn-Sham equations. The Kohn-Sham equations can be derived via

the method of Lagrange multipliers. We want to minimize the energy subject to the

constraint that the orbitals are orthonormal. This gives us the Lagrangian,

L[{ψi}, {λij}] = Ts[{ψi}] + Uext[ρ] + UH [ρ] + Exc[ρ]−
N∑
i=1

λii (〈ψi|ψi〉 − 1)−
∑
i 6=j

λij〈ψi|ψj〉,

(1.3.11)

where we have introduced some standard notation. Exc = Ex + Ec is called the

exchange-correlation energy, Uext[ρ] =
∫
Vext(x)ρ(x) dx is the energy due to the ex-

ternal potential, and λij are the Lagrange multipliers. To find the orthonormal

orbitals that minimize the energy, we would just need to find a critical point of the

Lagrangian (where derivatives with respect to all the {ψi} and all the {λij} are zero).

However, using the structure of the equations, we can come up with a nicer formula --

called the Kohn-Sham equations.

In order to derive the Kohn-Sham equations, we proceed in three steps:

(1) We first show that without loss of generality we can consider the case λji = λ∗ij.

(2) We show that we can consider 〈ψi| and |ψi〉 as different variables and only take

the derivative with respect to one of them.

(3) Finally, we show that we can diagonalize the matrix of λ’s. This will then yield

the Kohn-Sham equations.

If we take the Gateaux derivative with respect to ψi in the u direction of each
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piece of (1.3.11), we obtain,

dTs(ψi, u) = 〈ψi|(−1
2
∆)|u〉+ 〈u|(−1

2
∆)|ψi〉 (1.3.12)

dUext(ψi, u) = 〈ψi|V̂ext|u〉+ 〈u|V̂ext|ψi〉 (1.3.13)

dUH(ψi, u) = 〈ψi|V̂H |u〉+ 〈u|V̂H |ψi〉 (1.3.14)

dExc(ψi, u) = 〈ψi|
δExc

δρ
|u〉+ 〈u|δExc

δρ
|ψi〉 (1.3.15)

where V̂H is the diagonal operator in the spatial basis whose diagonal entries are

VH(x, x) =
∫
v(x, y)ρ(y) dy. Note that δExc

δρ
is a real-valued diagonal operator in

the spatial basis.1 Therefore, all of the above are Hermitian operators. This means

that we can rewrite them all in the form 2 Re[〈ψi|Ô|u〉], where Ô is each of the four

operators in the above equations.

The Gateaux derivative of the terms involving λ’s is

−
N∑
j=1

(λij〈u|ψj〉+ λji〈ψj|u〉) . (1.3.16)

So, at a critical point of the Lagrangian, the following must be satisfied for all u.

2 Re
[
〈u|(−1

2
∆ + V̂ext + V̂H + δExc

δρ
)|ψi〉

]
=

N∑
j=1

(λij〈u|ψj〉+ λji〈ψj|u〉) . (1.3.17)

So, in particular, if we choose |u〉 = |ψk〉 and |u〉 = i|ψk〉 and use the fact that the

{ψi} are orthonormal at a critical point of the Lagrangian (by the λ derivatives of

L), then we obtain,

λki + λik = 2 Re
[
〈ψk|(−1

2
∆ + V̂ext + V̂H + δExc

δρ
)|ψi〉

]
∈ R, (1.3.18)

i(λki − λik) = 2 Im
[
〈ψk|(−1

2
∆ + V̂ext + V̂H + δExc

δρ
)|ψi〉

]
∈ R. (1.3.19)

1 Exc maps real-valued densities into R. Therefore, its derivative (assuming it exists) must be a
real-valued function.
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The first of these implies that Im(λik) = − Im(λki), and the second implies that

Re(λik) = Re(λki). Therefore, at a critical point of the Lagrangian, λik = λ∗ki. The

conclusion here is that (1.3.11) without restrictions on λij and (1.3.11) with λji = λ∗ij

have the same set of critical points. Therefore, we can consider the case λji = λ∗ij

without any loss of generality.

Next, we show that we can consider 〈ψi| and |ψi〉 as different variables and only

take the derivative with respect to one of them. If we are at a critical point of the

Lagrangian, then by (1.3.17) and using λji = λ∗ij, we must have

2 Re

[
〈u|

([
−1

2
∆ + V̂ext + V̂H + δExc

δρ

]
|ψi〉 −

N∑
j=1

λij|ψj〉

)]
= 0 (1.3.20)

for any u. So, if this holds for |u〉, then in particular it also holds for i|u〉. This

implies that (1.3.20) must also hold for all u when the real part is replaced by the

imaginary part. Therefore, the inside expression must be zero for all u:

〈u|

([
−1

2
∆ + V̂ext + V̂H + δExc

δρ

]
|ψi〉 −

N∑
j=1

λij|ψj〉

)
= 0. (1.3.21)

And this statement is equivalent to

(
−1

2
∆ + V̂ext + V̂H + δExc

δρ

)
|ψi〉 =

N∑
j=1

λij|ψj〉. (1.3.22)

Note that (1.3.22) is equivalent to what we would have gotten by taking the functional

derivative of the Lagrangian with respect to 〈ψi| while keeping |ψi〉 fixed (i.e., as if

they were separate variables). In the literature this step is typically used without

justification, but our derivation above shows that it does, indeed, give the correct

answer.

Finally, we can write the equations (1.3.22) into an equation involving only ψi by

diagonalizing the matrix of the λij’s. We show the details of this procedure. We can
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write the equations (1.3.22) for i = 1, ..., N into a matrix form,

In ⊗
(
−1

2
∆ + V̂ext + V̂H + δExc

δρ

) |ψ1〉
...
|ψN〉

 = λ

 |ψ1〉
...
|ψN〉

 , (1.3.23)

where ⊗ is the tensor product and λ is the matrix with elements λij. In this notation,

we can think of the operator on the left-hand side as a diagonal N×N matrix whose

entries are operators. Note that this matrix commutes with any N ×N matrix since

it is just a “constant” times the identity.

Since we showed above that we can take λ to be Hermitian, it can be diagonalized

as λ = U∗EU , where U is unitary and E is diagonal. Since U commutes with the

operator on the left side, this leave us with

In ⊗
(
−1

2
∆ + V̂ext + V̂H + δExc

δρ

)
U

 |ψ1〉
...
|ψN〉

 = EU

 |ψ1〉
...
|ψN〉

 , (1.3.24)

Next, note that under a unitary transformation the {|ψi〉} are still orthonormal.

Also, note that −1
2
∆ + V̂ext + V̂H + δExc

δρ
is invariant under a unitary transformation

of the ψi’s. Therefore, we have just shown that any critical point of the Lagrangian

can have its ψi’s rotated via a unitary rotation so that they are still orthonormal,

but they now satisfy

(
−1

2
∆ + V̂ext + V̂H + δExc

δρ

)
|ψi〉 = εi|ψi〉. (1.3.25)

These are called the Kohn-Sham equations.

Finally, note that any orthonormal set of {ψi} that solves (1.3.25) is a critical

point of the Lagrangian (1.3.11). Therefore, finding critical points of (1.3.11) is

equivalent to solving the Kohn-Sham equations.
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1.3.3 Exchange-correlation potential

Having derived the Kohn-Sham equations, we can now find the effective potential in

(1.3.1). The answer is apparent by comparing (1.3.1) with (1.3.25):

Veff[ρ](x) = Vext(x) +

∫
v(x, y)ρ(y) dy + Vxc[ρ](x), (1.3.26)

where we have defined the exchange-correlation potential Vxc as

Vxc[ρ](x) =
δExc[ρ]

δρ(x)
. (1.3.27)

Note that since Exc[ρ] is not know in any nice form, Vxc is also not known in any nice

form. In practice, Vxc (or equivalently, Exc) must be approximated. It is to these

approximations that we now turn.

1.4 Exchange-correlation functional

Many different approximations of Exc[ρ] have been constructed; however, there is no

“best” approximation. Some approximations work better for some systems, while

others work better for others. Chemists and material scientists have come up with

some rules of thumb for which approximations to use for a given system, but this

situation is far from ideal. There are dozens of different approximations, each with

its own pros and cons. To help find our way through this mess of approximations,

the imagery of Jacob’s ladder is often invoked to give some reference of comparison

between the relative accuracies of the various approximations.

1.4.1 Jacob’s ladder

Jacob’s ladder of exchange-correlation approximations [23] is based on the Biblical

story of a dream Jacob has of a ladder (or stairway) that goes from Earth up to
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Exact Exc

...
phRPA/ppRPA unoccupied orbitals {ψi(x)}

Hybrid occupied orbitals {ψi(x)}
Meta-GGA τ(x) or ∆ρ(x)

GGA ∇ρ(x)
LDA ρ(x)

Hartree Earth

Figure 1.1: Jacob’s ladder of exchange-correlation approximations. Starting from
Earth (the Hartree approximation, i.e., Exc = 0), each rung of the ladder provides an
additional improvement by allowing more information to be used in the construction
of the method. The exact exchange-correlation functional is at the top of the ladder.
Practically speaking, the goal is to eventually climb high enough up the ladder that
we obtain chemical accuracy.

Heaven.2 The idea is that the exact exchange-correlation functional is at the top of

the ladder, i.e., in Heaven; and, the approximations are steps on the ladder -- the

higher you go, the better the approximation is. However, the higher you go, the

more computationally intensive the approximations usually become. The first five

rungs of the ladder, as defined by [23], are summarized in Figure 1.1.

In this work, we consider the phRPA [24] and ppRPA [27, 28] approximations,

which reside on the fifth rung of the ladder. Since these approximations are on the

highest defined rung of the ladder, they are known to be two of the most accurate

approximations. However, they are not without their faults. We will not discuss the

accuracy shortcomings of these methods, but we will address another issue -- time

complexity. These methods are fairly expensive to evaluate, so their use has typically

been limited to small systems. In this work, we explore ways to accelerate the com-

putation of these methods. We propose new algorithms for computing the phRPA

correlation energy in Chapter 3 and the ppRPA correlation energy in Chapter 4.

2 Gen. 28:10-15
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2

Tools from Chemistry

In this chapter, we first introduce the notation we will use in both first and second

quantization. Then, we also discuss the Coulomb operator, the adiabatic connection,

and the Green’s functions -- all of which will be used later in the derivations of phRPA

and ppRPA.

2.1 First quantization

2.1.1 One electron

We first consider a single-electron Hilbert spaceH1. Mathematically, we could choose

this space to be L2(Rd). However, since we are not concerned with rigorous proofs of

anything in this space, we will instead stay consistent with the physics and chemistry

literature and use the “physicist’s” or “rigged” Hilbert space. This allows us to utilize

the commonly-used delta function basis. To be more specific, the set of kets {|x〉}x∈Rd

is a complete set of “eigenfunctions” of the position operator; and, the kets in this

basis are normalized to the delta function

〈x|y〉 = δ(x− y), (2.1.1)
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and they satisfy the completeness relation

∫
Rd
|x〉〈x| dx = ÎH1 , (2.1.2)

where ÎH1 is the identity operator on the Hilbert space. This spatial basis allows us

to use the intuitive notation 〈x|Ψ〉 = Ψ(x) to denote the value of the wavefunction

at the point x.

The spatial basis defined above is very useful when manipulating equations, but

it is not the only basis we can choose. In our rigged Hilbert space, we can also use

any basis for L2(Rd). For example, let {|i〉}∞i=1 be an orthonormal basis for L2(Rd).

Then, these kets satisfy

〈i|j〉 = δij, (2.1.3)

∞∑
i=1

|i〉〈i| = ÎH1 . (2.1.4)

Mathematically, it should be concerning that we have just stated that the Hilbert

space H1 has both a countable and an uncountable basis. But again, since our main

concern in this work is not with rigorous proofs in these spaces, we will not concern

ourselves with how to make these spaces rigorous.

2.1.2 Multiple electrons

As is standard, we define the Hilbert space for N electrons as the N -fold anti-

symmetric product of the one-particle Hilbert space.

AN = A
(
H⊗N1

)
, (2.1.5)

where A(H) denotes the anti-symmetric subspace of H. That is, AN is a subspace

of the full tensor product

HN = H⊗N1 . (2.1.6)
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This fact will be important later when it is sometimes more convenient to consider

an operator on the full tensor product space.

Next, we provide an explicit basis for the spaces AN and HN while also introduc-

ing notation we will use later. For concreteness, let’s begin with the case N = 2. Let

|j〉∞j=1 be an orthonormal basis for H1. Then, since the space H2 is simply a tensor

product, it has an orthonormal basis {|ij〉}∞i,j=1, where

|ij〉 = |i〉 ⊗ |j〉. (2.1.7)

Additionally, the inner product on H2 is defined by

〈ij|kl〉 = 〈i|k〉〈j|l〉. (2.1.8)

We note for later use that this immediately implies the property

〈ij|kl〉 = 〈ji|lk〉. (2.1.9)

The space A2 is simply the anti-symmetric subspace of H2. This space has an

orthonormal basis {|ij, A〉}i<j, where

|ij, A〉 =
|ij〉 − |ji〉√

2
. (2.1.10)

Throughout this work, we will always use the notation |ij, A〉 to refer to kets that

are anti-symmetrized tensor products and |ij〉 to refer to the tensor product of two

kets from H1.

The generalization to HN and AN is straightforward. HN has an orthonormal

basis {|i1i2...iN〉}∞i1,...,iN=1 where

|i1i2...iN〉 = |i1〉 ⊗ |i2〉 ⊗ · · · ⊗ |iN〉. (2.1.11)

Likewise, the inner product is defined by

〈i1...iN |j1...jN〉 = 〈i1|j1〉 · · · 〈iN |jN〉. (2.1.12)
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Then AN is just the anti-symmetric subspace of HN . It has an orthonormal basis

{|i1i2...iN , A〉}i1<i2<...<iN , where

|i1i2...iN , A〉 =
1√
N

∑
P∈SN

(−1)sgn(P )|iP (1)〉 ⊗ |iP (2)〉 ⊗ · · · ⊗ |iP (N)〉, (2.1.13)

where SN is the set of all permutation on the set {1, 2, ..., N} and sgn(P ) is the sign

of the permutation P .

Finally, we explicitly state the completeness relations on HN and AN . They are∑
i1,i2,...,iN

|i1...iN〉〈i1...iN | = IHN , (2.1.14)

∑
i1<i2<...<iN

|i1...iN , A〉〈i1...iN , A| = IAN , (2.1.15)

1

N !

∑
i1,i2,...,iN

|i1...iN , A〉〈i1...iN , A| = IAN , (2.1.16)

where IS denotes the identity operator on the space S.

All of the above can also be defined for the spatial basis in the natural way. The

basis kets for HN and AN are, respectively,

|x1x2...xN〉 = |i1〉 ⊗ |x2〉 ⊗ · · · ⊗ |xN〉, (2.1.17)

|x1x2...xN , A〉 =
1√
N !

∑
P∈SN

(−1)sgn(P )|xP (1)〉 ⊗ |xP (2)〉 ⊗ · · · ⊗ |xP (N)〉. (2.1.18)

In the spatial basis, we also have the corresponding orthonormality conditions and

completeness relations,

〈x1...xN |y1...yN〉 = δ(x1 − y1) · · · δ(xN − yN), (2.1.19)∫
|x1...xN〉〈x1...xN | dx1 · · · dxN = ÎHN , (2.1.20)

∫
x1<x2<...<xN

|x1...xN , A〉〈x1...xN , A| dx1 · · · dxN = ÎAN , (2.1.21)

1

N !

∫
|x1...xN , A〉〈x1...xN , A| dx1 · · · dxN = ÎAN , (2.1.22)
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where the integrals are over all spatial coordinates unless denoted otherwise.

Finally, note that since AN is a subspace of HN , the identity operator on HN

also acts as the identity operator on the subspace AN . This fact will be used later.

For later use, we also state the following related identity.

〈x1...xN , A|Ψ〉 =
√
N ! 〈x1...xN |Ψ〉, (2.1.23)

for any |Ψ〉 ∈ AN . This identity follows directly from the definitions and the fact

that |Ψ〉 is anti-symmetric. This is a useful identity because it allows us to easily

convert between the two bases on the anti-symmetric subspace.

2.1.3 Fock space

The spaces AN defined above are for describing a system with N -electrons. But we

can also define a Hilbert space for which an arbitrary number of particles may be

present. This space is called the Fock space, and it is defined as the completion of the

direct sum of the N particle spaces. More specifically, we define the anti-symmetric

Fock space as

FA =
∞⊕
N=0

AN . (2.1.24)

Intuitively, any electronic wavefunction -- regardless of its number of electrons -- is

in the anti-symmetric Fock space. A natural basis for the Fock space is simply the

union of the basis sets for each AN .1

To denote the ket with zero electrons, we will use the notation |∅〉. This should

not be confused with the zero vector of the Fock space. The zero vector is the scalar

zero times any ket in the Fock space. With a slight abuse of notation, we will denote

the zero vector of the Fock space with the scalar 0.

1 More properly speaking, there is a natural injection from each AN into the Fock space, but
it is clear what is meant. We will continue to use this looser terminology to avoid unnecessarily
complicating the language.
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The main reason for introducing the anti-symmetric Fock space is for its use in

second quantization. Since we are only interested in electronic systems in this work,

we will henceforth refer to the anti-symmetric Fock space as simply “the Fock space”.

2.2 Second quantization

Now that the anti-symmetric Fock space has been defined, we can define the creation

and annihilation operators of second quantization. Intuitively, the creation operator

moves a ket from AN to AN+1, and the annihilation operator moves a ket from AN+1

to AN . Since the number of particles in a ket changes (up or down by one) when the

ket is acted upon by the creation and annihilation operators, these operators must

be defined on the Fock space.

Given an orthonormal basis {|i〉}∞i=1 of the one-electron Hilbert space H1, we

can define the action of the creation and annihilation operators on the natural basis

functions of the Fock space. They are, respectively,

â†j|i1...iN , A〉 = |i1...iNj, A〉, (2.2.1)

âj|i1...iNj, A〉 = |i1...iN , A〉. (2.2.2)

The creation and annihilation operators satisfy the following anti-commutation

relations, [
âi, â

†
j

]
+

= δij, (2.2.3)

[âi, âj]+ = 0, (2.2.4)[
â†i , â

†
j

]
+

= 0, (2.2.5)

where [ · , · ]+ is the anti-commutator, which is defined by [f, g]+ = fg + gf .

In the spatial basis, the corresponding definitions and anti-commutation relations
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are

ψ̂†(y)|x1...xN , A〉 = |x1...xNy, A〉, (2.2.6)

ψ̂(y)|x1...xNy, A〉 = |x1...xN , A〉, (2.2.7)[
ψ̂(x), ψ̂†(y)

]
+

= δ(x− y), (2.2.8)

[
ψ̂(x), ψ̂(y)

]
+

= 0, (2.2.9)

[
ψ̂†(x), ψ̂†(y)

]
+

= 0. (2.2.10)

2.2.1 Operators

Operators in second quantization can all be written in terms of the creation and

annihilation operators. Let’s show how this works for one and two particle operators.

Starting from the definition of a one-body operator on A1 in first quantization,

we can derive the second quantization form.

Ô =
∑
i,j

|i〉〈i|Ô|j〉〈j|

=
∑
i,j

â†i |∅〉〈i|Ô|j〉〈∅|âj

=
∑
i,j

â†i〈i|Ô|j〉âj, (2.2.11)

where the last equality follows from the fact that we are on the space A1. (Therefore,

âj acting on any ket will give a constant times the ket |∅〉, and then |∅〉〈∅| will operate

as the identity.) When we use a one-body operator on a two-particle space, it acts on

each particle individually. So, if we wanted to act on A2, the appropriate operator

would be

Ô ⊗ Î + Î ⊗ Ô. (2.2.12)

The nice thing about second quantization is that (2.2.11) works for any |Ψ〉 ∈ FA.

This is because Ô acting on AN is simply Ô acting on each one-electron space in
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the tensor product. It is a straightforward computation to see that (2.2.11) acts in

precisely this manner (and is therefore consistent with (2.2.12)).

Next, we start from the definition of a two-body operator on A2 in first quanti-

zation and derive its form in second quantization.

Ô =
∑
i<j
k<l

|ij, A〉〈ij, A|Ô|kl, A〉〈kl, A|

=
∑
i<j
k<l

â†j â
†
i |∅〉〈ij, A|Ô|kl, A〉〈∅|âkâl

=
∑
i<j
k<l

â†j â
†
i〈ij, A|Ô|kl, A〉âkâl, (2.2.13)

where the |∅〉〈∅| was removed again for essentially the same reason as above. Note

the ordering of i and j -- since they are on the conjugated side, their creation order

is flipped compared to the annihilation order of k and l. As with the one-body case,

the last expression works for any |Ψ〉 ∈ FA. This is, again, because the two-body

operator operates only pairwise. The proof is by straightforward computation.

Lastly, we note that exchanging i and j (or k and l) in any term in sum doesn’t

change anything since the two negative signs will cancel out. Therefore, we can also

sum over all i, j, k, l.

Ô =
1

4

∑
i,j,k,l

â†j â
†
i〈ij, A|Ô|kl, A〉âkâl. (2.2.14)

Note that when i = j or k = l, the creation/annihilation operators will become the

zero operator; so, it doesn’t matter that we have added those terms into the sum.
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These ideas extend in a straightforward manner to k-body operators.

Ô(k) =
∑

i1<...<ik
j1<...<jk

â†ik · · · â
†
i1
〈i1...ik, A|Ô(k)|j1...jk〉âj1 · · · âjk (2.2.15)

=
1

(k!)2

∑
i1,...,ik
j1,...,jk

â†ik · · · â
†
i1
〈i1...ik, A|Ô(k)|j1...jk〉âj1 · · · âjk , (2.2.16)

where the factorial out front comes from all the different possible orderings of the i’s

and j’s.

2.3 Coulomb operator

Since it will play a key role in this work, we lay out clearly here the definition and

relevant properties of the Coulomb operator.

Physically, it only makes sense to talk about any observable operator on anti-

symmetric states (since any other state would not be physically possible for a set

of electrons). However, it is often mathematically useful to extend the definition

to these non-physical states (non-symmetrized states). This idea of extending the

operator is especially important for developing faster algorithms, as we will see later.

Since we will often work in the two-electron space, we now lay out the definition of

V̂ee in A2 and its extension to H2.

Physically, the Coulomb operator V̂ee is defined on A2 as a diagonal operator in

the anti-symmetric spatial basis. It can be fully defined by its eigenvectors as

V̂ee|xy,A〉 = v(x, y)|xy,A〉, (2.3.1)

where v(x, y) is the Coulomb kernel. v(x, y) is always symmetric, but its precise

definition depends on the dimension, size, and boundary conditions of the space

being considered.

From this definition, we can come up with an extension of the operator to the

whole space H2. We note that there is more than one possible choice of extension.
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However, we will choose a very common and natural extension. If we expand (2.3.1),

we have

V̂ee

(
|xy〉 − |yx〉√

2

)
=
v(x, y)|xy〉 − v(x, y)|yx〉√

2
. (2.3.2)

So, a natural extension is to choose

V̂ee|xy〉 = v(x, y)|xy〉. (2.3.3)

This choice preserves many properties of the definition on A2, as can be surmised

by the similarity of (2.3.1) and (2.3.3). In particular, the operator is diagonal in the

spatial basis of both spaces and even has the same eigenvalues.

Next, let us consider an orthonormal basis {|i〉}∞i=1 for H1. Then we can examine

the Coulomb operator in both the {|ij, A〉} basis and the {|ij〉} basis. We show how

these two are related in the next calculation.

〈ij, A|V̂ee|kl, A〉 =
1

2

∫
〈ij, A|xy,A〉〈xy,A|V̂ee|xy,A〉〈xy,A|kl, A〉 dx dy

=
1

8

∫ (
〈ij|xy〉 − 〈ij|yx〉 − 〈ji|xy〉+ 〈ji|yx〉

)
v(x, y)·

·
(
〈xy|kl〉 − 〈yx|kl〉 − 〈xy|lk〉+ 〈yx|lk〉

)
dx dy

=
1

2

∫ (
〈ij|xy〉 − 〈ji|xy〉

)
v(x, y)

(
〈xy|kl〉 − 〈xy|lk〉

)
dx dy

=

∫
〈ij|xy〉v(x, y)〈xy|kl〉 dx dy −

∫
〈ji|xy〉v(x, y)〈xy|kl〉 dx dy

= 〈ij|V̂ee|kl〉 − 〈ji|V̂ee|kl〉, (2.3.4)

where we have used (2.1.9) and the fact that v(x, y) is symmetric. In the last line,

we used the definition of our extension (2.3.3) of V̂ee to H2. We then see that there is

a simple relation between V̂ee in the anti-symmetric and the non-symmetrized bases.
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2.4 Adiabatic connection

The adiabatic connection connects the energy of a reference system (usually Hartree-

Fock or Kohn-Sham) to the energy of the interacting system (i.e., the physical sys-

tem). Since it will be used in the derivation of both phRPA and ppRPA, we derive

the adiabatic connection here for later reference.

2.4.1 Definitions and notation

We define our one-body (one-body since we will be using Kohn-Sham as the reference)

reference Hamiltonian as

Ĥ0 = ĥ+ û0, (2.4.1)

where ĥ = T̂ + V̂ext, and û0 = V̂xc.

The Hamiltonian of the interacting system can be written

Ĥ = ĥ+ V̂ee, (2.4.2)

where V̂ee is the Coulomb interaction between the electrons.

The goal of the adiabatic connection is to connect the ground state energies of

(2.4.1) and (2.4.2). In order to do this, we first define a connection between the

Hamiltonians:

Ĥ(λ) = ĥ+ λV̂ee + ûλ, (2.4.3)

where λ ∈ [0, 1], and ûλ is an operator that we will specify in the next section. Since

we want Ĥ(0) = Ĥ0 and Ĥ(1) = Ĥ, the only requirements we must enforce on ûλ

are û0 = V̂xc and û1 = 0.

2.4.2 Choosing a connection path

There are infinitely-many different ways that one could choose the connection path

(i.e., ways to choose ûλ). As long as ûλ is smooth enough and does not cause eigen-

value crossings in Ĥ(λ), then the adiabatic connection will give the exact solution.
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Modulo this above exception, we emphasize that the choice of connection path does

not cause any error in the solution; there is no approximation being made here.

When we use a Kohn-Sham reference, it is convenient to choose the adiabatic

connection so that the density is constant along the path; this choice will simplify

our final formula. That is, we choose ûλ such that ρλ(x) = ρ(x) for all λ ∈ [0, 1].

We are assuming that it is actually possible to choose such a path. Determining

whether or not this assumption is valid is called the v-representability problem. It is

assumed to be true in the derivation of methods in quantum chemistry, but proving

this rigorously is an open question.

2.4.3 The connection

We now derive the adiabatic connection formula (2.4.7), which expresses the energy

of the interacting system in terms of the energy of the reference system. From this,

we can then derive an expression (2.4.9) for the correlation energy.

Let |Ψ0(λ)〉 denote the normalized ground state of Ĥ(λ). Then, the ground-state

energy of Ĥ(λ) is

E(λ) = 〈Ψ0(λ)|Ĥ(λ)|Ψ0(λ)〉. (2.4.4)

Taking the derivative of E with respect to λ (and using the Hellman-Feynman the-

orem), we obtain

dE

dλ
=

〈
Ψ0(λ)

∣∣∣∣∣dĤ(λ)

dλ

∣∣∣∣∣Ψ0(λ)

〉

=

〈
Ψ0(λ)

∣∣∣∣V̂ee +
dûλ
dλ

∣∣∣∣Ψ0(λ)

〉

= tr2A

[
V̂eeΓ̂λ

]
+

∫
dûλ
dλ

(x)ρλ(x) dx, (2.4.5)

where Γ̂λ is the two-body reduced density matrix (see Appendix A for more on

density matrices). We note that in the last line we assumed that ûλ is a diagonal
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operator in the spatial basis. While this assumption is not valid for all connection

paths (there is no restriction that ûλ must be local in space), this assumption is

satisfied for the constant-density path we will use. For a more general connection

path, one would have to write the second term in (2.4.5) as

tr1

[
dûλ
dλ

ρ̂

]
. (2.4.6)

To complete our derivation of the adiabatic connection, we integrate (2.4.5) from

0 to 1 in λ.

E(1) = E(0) +

∫ 1

0

[
tr2A

[
V̂eeΓ̂λ

]
+

∫
duλ
dλ

(x)ρλ(x) dx

]
dλ. (2.4.7)

Since we are ultimately interested in the correlation energy in this work, let us

use this formula to derive an expression for the correlation energy. First, recall that

the correlation energy is the difference between the interacting ground state energy

and the “Hartree-Fock energy” (i.e., the energy obtained by simply replacing the

interacting ground state with the non-interacting ground state in the formula for the

energy).

Ec = E(1)− EHF = E(1)−
(

tr1[ĥρ̂0] + tr2A[V̂eeΓ̂0]
)
. (2.4.8)

Note that the expression for the “Hartree-Fock energy” is the same for both Hartree-

Fock and Kohn-Sham. However, in Hartree-Fock, the expression is evaluated using

the Hartree-Fock orbitals; and, in Kohn-Sham, the expression is evaluated using the

Kohn-Sham orbitals.

Plugging (2.4.7) into (2.4.8), we obtain an (exact) expression for the correlation

energy,

Ec =

∫ 1

0

[
tr2A

[
V̂ee

(
Γ̂λ − Γ̂0

)]
+

∫
duλ
dλ

(x)ρλ(x) dx

]
dλ+

∫
u0(x)ρ0(x) dx. (2.4.9)
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2.4.4 Using the constant-density connection path

As mentioned before, we will use the constant-density connection path; so, ρλ(x) =

ρ(x) for all λ. Plugging this assumption into (2.4.9), we obtain

Ec =

∫ 1

0

[
tr2A

[
V̂ee

(
Γ̂λ − Γ̂0

)]
+

∫
duλ
dλ

(x)ρ(x) dx

]
dλ+

∫
u0(x)ρ(x) dx

=

∫ 1

0

tr2A

[
V̂ee

(
Γ̂λ − Γ̂0

)]
dλ+

∫ (∫ 1

0

duλ
dλ

(x) dλ

)
ρ(x) dx+

∫
u0(x)ρ(x) dx

=

∫ 1

0

tr2A

[
V̂ee

(
Γ̂λ − Γ̂0

)]
dλ+

∫ (
��

��*0
u1(x)− u0(x)

)
ρ(x) dx+

∫
u0(x)ρ(x) dx

=

∫ 1

0

tr2A

[
V̂ee

(
Γ̂λ − Γ̂0

)]
dλ. (2.4.10)

For our later derivation of phRPA, we will also derive an expression for the

correlation energy in terms of the G-matrix, which is defined by

〈y1y2|Ĝ|x1x2〉 =
1

2
〈Ψ0|ψ̂†(x1)ψ̂(y1)ψ̂†(x2)ψ̂(y2)|Ψ0〉. (2.4.11)

We use a script G to designate the G-matrix in order to distinguish it from the

Green’s function, which we will define in Section 2.5.4. This formula is analogous to

the operator Γ̂, which can be extended to the space H2 as

〈y1y2|Γ̂|x1x2〉 =
1

2
〈Ψ|ψ̂†(x1)ψ̂†(x2)ψ̂(y2)ψ̂(y1)|Ψ〉. (2.4.12)

Note that the factor 1/2 is necessary to be consistent with (A.2.2).

Given the similarity between the definitions of Ĝ and Γ̂, it is unsurprising that we

can express them in terms of each other. In particular, using the anti-commutation

relations, we can rewrite Γ̂ (as an operator on H2) in terms of Ĝ and the one-particle

density matrix ρ̂ (which is defined in (A.2.1)) as

Γ̂ = Ĝ − 1

2
(ÎH1 ⊗ ρ̂)P̂12, (2.4.13)
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where ÎH1 is the identity operator on the one-particle space, and P̂12 is the oper-

ator that swaps the ordering of the two spaces in the tensor product. i.e., P̂12 =∫
|x1x2〉〈x2x1| dx1 dx2.

Proof of (2.4.13).

〈y1y2|Γ̂|x1x2〉 = −1

2
〈Ψ0|ψ̂†(x1)

(
δ(y1 − x2)− ψ̂(y1)ψ̂†(x2)

)
ψ̂(y2)|Ψ0〉

= 〈y1y2|Ĝ|x1x2〉 −
1

2
〈y1|x2〉〈y2|ρ̂|x1〉

= 〈y1y2|Ĝ|x1x2〉 −
1

2
〈y1y2|(ÎH1 ⊗ ρ̂)P̂12|x1x2〉. (2.4.14)

Before writing (2.4.10) in terms of Ĝ, we note the following property of Γ̂ on H2,

Γ̂P̂12 = −Γ̂. (2.4.15)

Using this, we can now rewrite (2.4.10) in terms of Ĝ as a trace over the full two-

particle space via (C.0.1). We first note that

tr2A[V̂eeΓ̂] =
1

2
tr2[V̂eeΓ̂(ÎH2 − P̂12)]

= tr2[V̂eeΓ̂]

= tr2[V̂eeĜ]− 1

2
tr2[V̂ee(ÎH1 ⊗ ρ̂)P̂12]

= tr2[V̂eeĜ]− 1

2

∫
〈xy|(ÎH1 ⊗ ρ̂)|yx〉 dx dy

= tr2[V̂eeĜ]− 1

2

∫
δ(x− y)v(x, y)〈y|ρ̂|x〉 dx dy

= tr2[V̂eeĜ]− 1

2

∫
v(x, x)ρ(x) dx.
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Next, we note that the second term does not contribute along the adiabatic connec-

tion since it only involves the density, which is constant along the connection path.

This finally gives us the correlation energy in terms of Ĝ,

Ec =

∫ 1

0

tr2

[
V̂ee

(
Ĝλ − Ĝ0

)]
dλ. (2.4.16)

For later use, we rearrange the indices of V̂ee and Ĝ by instead using the operators

〈ij|Ṽee|kl〉 = 〈il|V̂ee|jk〉, (2.4.17)

〈ij|G̃λ|kl〉 = 〈li|G̃λ|kj〉. (2.4.18)

Then, we have

tr2[V̂eeĜ] =
∑
ijkl

〈ij|V̂ee|kl〉〈kl|Ĝ|ij〉

=
∑
ijkl

〈il|V̂ee|jk〉〈jk|Ĝ|il〉

=
∑
ijkl

〈ij|Ṽee|kl〉〈kl|G̃|ij〉, (2.4.19)

which finally gives us the formula

Ec =

∫ 1

0

tr2

[
Ṽee

(
G̃λ − G̃0

)]
dλ. (2.4.20)

2.5 Green’s functions

In this section we review the definitions of Green’s functions that we will use later in

this work. Green’s functions2 are the primary entity used in many-body perturbation

theory. They show up in this work since the random phase approximations to the

correlation energy are approximations from many-body perturbation theory that

have been ported over to density functional theory via the adiabatic connection.

2 Physicists’ Green’s functions, not mathematicians’ Green’s functions.
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2.5.1 Time ordering operator

Before introducing Green’s functions, we briefly introduce the time ordering opera-

tor T. This “operator” moves all the later times to the left of the earlier times (and

if two times are the same, then it leaves them in their current order). For Fermionic

creation/annihilation operators, there is also a sign flip for each interchange. In

particular, for two field operators, it is defined as

T{â#
i (t1)â#

j (t2)} =

{
â#
i (t1)â#

j (t2), if t1 ≥ t2,

−â#
j (t2)â#

i (t1), if t1 < t2,
(2.5.1)

where â#
k can be either a creation or annihilation operator. This definition implies

that Fermionic field operators at different times anti-commute under the time order

operator. That is, if none of ti are equal and P ∈ Sk is a permutation, then

T{â#
1 (t1)â#

2 (t2) · · · â#
k (tk)} = T{â#

P (1)(tP (1))â
#
P (2)(tP (2)) · · · â#

P (k)(tP (k))}. (2.5.2)

Note that since many operators (like a Hamiltonian) are made up of even pairs of

creation and annihilation operators, there will always be an even number of sign flips

when we permute such operators. Therefore, where dealing with such operators, we

do not need to worry about the sign flips.

2.5.2 Hamiltonians

We will use the following Hamiltonians in our definitions of the Green’s functions.

We define the non-interacting Hamiltonian as

Ĥ0 = T̂ + V̂ext, (2.5.3)

where T̂ is the kinetic energy operator and V̂ext is the external potential operator.

The interacting Hamiltonian is then

Ĥ = Ĥ0 + V̂ee. (2.5.4)
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In the Heisenberg picture (and therefor in the Green’s functions), we use a total

Hamiltonian that also takes into account the chemical potential. In particular, the

interacting and non-interacting total Hamiltonians are, respectively,

Ĥ − νN̂, Ĥ0 − νN̂, (2.5.5)

where ν is the chemical potential, and N̂ is the number operator.

2.5.3 Heisenberg picture of quantum mechanics

In our definitions of Green’s functions, we will use the Heisenberg picture of quantum

mechanics, so we very briefly review it here. Any operator Ô in the Schrödiner picture

has its corresponding operator in the Heisenberg picture given by

ÔH(t) = Û(t0, t)ÔÛ(t, t0), (2.5.6)

where t0 is the initial time (i.e., the time when the ground state is in |Ψ0〉) and

Û(t2, t1) is the evolution operator and is defined by

Û(t2, t1) =

{
T
{
e−i

∫ t2
t1

(Ĥ(t′)−νN̂) dt′
}
, if t2 ≥ t1,

Û †(t1, t2), if t2 < t1.
(2.5.7)

Û is called the evolution operator because it describes the evolution of a wavefunction

in the Schrödiner picture under the (possible time-dependent) Hamiltonian Ĥ(t),

|Ψ(t)〉 = Û(t, t0)|Ψ(t0)〉. (2.5.8)

2.5.4 One-particle Green’s function

The one-particle Green’s function is defined as

〈i|Ĝ(t1, t2)|j〉 = 〈Ψ0|T{âH,i(t1)â†H,j(t2)}|Ψ0〉, (2.5.9)

where |Ψ0〉 is the ground state wavefunction of the system with Hamiltonian Ĥ, and

â#
H,k(t) are the Fermionic field operators in the Heisenberg picture.
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If we have a one-body Hamiltonian H0, then we can also define a non-interacting

Green’s function as

〈i|Ĝ(t1, t2)|j〉 = 〈Φ0|T{âH0,i(t1)â†H0,j
(t2)}|Φ0〉, (2.5.10)

where |Φ0〉 is the ground state of the non-interacting system.

2.5.5 Two-particle Green’s function

The two-particle Green’s function is defined as

〈ij|Ĝ2(t1, t2, t3, t4)|kl〉 = −1

2
〈Ψ0|T{âH,i(t1)âH,j(t2)â†H,l(t4)â†H,k(t3)}|Ψ0〉. (2.5.11)

As with the one-particle Green’s function, we can also define the non-interacting

two-particle Green’s function as

〈ij|Ĝ2,0(t1, t2, t3, t4)|kl〉 = −1

2
〈Φ0|T{âH0,i(t1)âH0,j(t2)â†H0,l

(t4)â†H0,k
(t3)}|Φ0〉.

(2.5.12)

2.5.6 Particle-hole Green’s function

The particle-hole Green’s function will be used in the derivation of the particle-hole

random phase approximation, so we present it here. The ph-Green’s function is

essentially the two-particle Green’s function, except with creations and annihilations

occurring in pairs.

〈ij|L̂(t, t′)|kl〉 = − i
2

(
〈Ψ0|T{âH,i(t)âH,j(t′)â†H,l(t

′+)â†H,k(t
+)}|Ψ0〉 − 〈j|ρ̂|l〉〈i|ρ̂|k〉

)
,

(2.5.13)

where t+ means the time “infinitesimally” later than t. The last term is included

because it is convention; but, we will show later that this term does not end up

contributing to the correlation energy anyways (it actually corresponds to the Hartree

energy).
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Next, we show that if the Hamiltonian is constant in time (i.e., Ĥ(t) = Ĥ for all

t), then the operator L̂ is actually just a function of the difference in t and t′. By

using the fact that Ĥ|Ψ0〉 = E0|Ψ0〉, we have

〈ij|L̂(t, t′)|kl〉

= − i
2
〈Ψ0|e−i(E0−νN)(t0−t)â†kâie

−i(Ĥ−νN̂)(t−t′)â†l âje
−i(E0−νN)(t′−t0)|Ψ0〉θ(t− t′)

− i

2
〈Ψ0|e−i(E0−νN)(t0−t′)â†l âje

−i(Ĥ−νN̂)(t′−t)â†kâie
−i(E0−νN)(t−t0)|Ψ0〉θ(t′ − t)

− i

2
〈j|ρ̂|l〉〈i|ρ̂|k〉

= − i
2
ei(E0−νN)(t−t′)〈Ψ0|â†kâie

−i(Ĥ−νN̂)(t−t′)â†l âj|Ψ0〉θ(t− t′)

− i

2
ei(E0−νN)(t′−t)〈Ψ0|â†l âje

−i(Ĥ−νN̂)(t′−t)â†kâi|Ψ0〉θ(t′ − t)

− i

2
〈j|ρ̂|l〉〈i|ρ̂|k〉 (2.5.14)

= 〈ij|L̂(t− t′)|kl〉. (2.5.15)

This fact will be important later because we will want to take the Fourier transform

in time.

Starting from (2.5.14), let us insert the identity
∞∑
m=0

|ΨN
m〉〈ΨN

m| = I, (2.5.16)

where |ΨN
m〉 denotes the mth energy eigenstate of Ĥ with N electrons. We obtain

〈ij|L̂(t− t′)|kl〉 = − i
2

∞∑
m=1

e−iω
N
m(t−t′)〈ΨN

0 |â
†
kâi|Ψ

N
m〉〈ΨN

m|â
†
l âj|Ψ

N
0 〉θ(t− t′)

− i

2

∞∑
m=1

e−iω
N
m(t′−t)〈ΨN

0 |â
†
l âj|Ψ

N
m〉〈ΨN

m|â
†
kâi|Ψ

N
0 〉θ(t′ − t), (2.5.17)

where ωNm = EN
m − EN

0 are the one-electron addition energies. We do not sum over

the m = 0 term since it cancels with the ρ̂ term.
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Next, we take the Fourier transform3 in time of (2.5.17). Let’s set up this integral

in terms of τ = t− t′.

〈ij|L̂(E)|kl〉 = − i
2

∫ ∞
0

∞∑
m=1

ei(E−ω
N
m)τ 〈ΨN

0 |â
†
kâi|Ψ

N
m〉〈ΨN

m|â
†
l âj|Ψ

N
0 〉 dτ

− i

2

∫ 0

−∞

∞∑
m=1

ei(E+ωNm)τ 〈ΨN
0 |â

†
l âj|Ψ

N
m〉〈ΨN

m|â
†
kâi|Ψ

N
0 〉 dτ. (2.5.18)

Note that since these integrals may not converge. In order to ensure a well defined

result, we do the standard thing and add (subtract) an imaginary infinitesimal iη to

E in the top (bottom) integral. After adding (subtracting) iη, the integral and sum

converge absolutely, so we can exchange the order of the sum and integral,

〈ij|L̂(E)|kl〉 = − i
2

∞∑
m=1

〈ΨN
0 |â

†
kâi|Ψ

N
m〉〈ΨN

m|â
†
l âj|Ψ

N
0 〉
∫ ∞

0

ei(E−ω
N
m+iη)τ dτ

− i

2

∞∑
m=1

〈ΨN
0 |â

†
l âj|Ψ

N
m〉〈ΨN

m|â
†
kâi|Ψ

N
0 〉
∫ 0

−∞
ei(E+ωNm−iη)τ dτ. (2.5.19)

After carrying out the integration, we obtain

〈ij|L̂(E)|kl〉 =
1

2

∞∑
m=1

〈ΨN
0 |â

†
kâi|ΨN

m〉〈ΨN
m|â

†
l âj|ΨN

0 〉
E − ωNm + iη

− 1

2

∞∑
m=1

〈ΨN
0 |â

†
l âj|ΨN

m〉〈ΨN
m|â

†
kâi|ΨN

0 〉
E + ωNm − iη

. (2.5.20)

Next, we examine the non-interacting version of L̂, which we call L̂0. L̂0 is defined

exactly like L̂, except using the non-interacting Hamiltonian and ground state,

〈ij|L̂0(t, t′)|kl〉 =
1

2

(
〈Φ0|T{âH0,i(t)âH0,j(t

′)â†H0,l
(t′+)â†H0,k

(t+)}|Φ0〉 − 〈j|ρ̂0|l〉〈i|ρ̂0|k〉
)
.

(2.5.21)

3 It is convention in the literature that the Fourier transform in time is defined as f(E) =∫
eiEtf(t) dt. That is, the sign in the exponential is the opposite of most common definitions of the

Fourier transform. Interestingly, even in literature where they define the time Fourier transform
this way, they still define the spatial Fourier transform the other way: f(k) =

∫
e−ikxf(x) dx.

33



By Fourier transforming in time, as above, we obtain

〈ij|L̂0(E)|kl〉 =
1

2

∞∑
m=1

〈ΦN
0 |â

†
kâi|ΦN

m〉〈ΦN
m|â

†
l âj|ΦN

0 〉
E − εi + εj + iη

− 1

2

∞∑
m=1

〈ΦN
0 |â

†
l âj|ΦN

m〉〈ΦN
m|â

†
kâi|ΦN

0 〉
E + εj − εi − iη

. (2.5.22)

Next, we note that this formula simplifies greatly if the creation and annihila-

tion operators are creating and annihilating the one-particle eigenstates of the non-

interacting Hamiltonian (since we will use a Kohn-Sham reference, those would be

the Kohn-Sham orbitals) and ΦN
m are the Slater determinants of those one-particle

eigenstates. In that case, it is easily seen that the terms are nonzero only when i = l

and j = k. After simplifying, one obtains

〈ij|L̂0(E)|kl〉 =
1

2

(
δvilδ

o
jk

E − εi + εj + iη
−

δoilδ
v
jk

E + εj − εi − iη

)
, (2.5.23)

where δojk = 1 if j = k is occupied and 0 otherwise. Likewise, δvjk = 1 if j = k is

virtual and 0 otherwise.

2.5.7 Polarization propagator

Now we define the polarization propagator, which is just a reordering of the indices

of the particle-hole Green’s function,

〈ij|Π̂(E)|kl〉 = 〈li|L̂(E)|kj〉

=
1

2

∞∑
m=1

〈ΨN
0 |â

†
kâl|ΨN

m〉〈ΨN
m|â

†
j âi|ΨN

0 〉
E − ωNm + iη

− 1

2

∞∑
m=1

〈ΨN
0 |â

†
j âi|ΨN

m〉〈ΨN
m|â

†
kâl|ΨN

0 〉
E + ωNm − iη

.

(2.5.24)

Π̂0 is defined analogously,

〈ij|Π̂0(E)|kl〉 = 〈li|L̂0(E)|kj〉. (2.5.25)
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2.5.8 Particle-particle Green’s function

The particle-particle Green’s function will be used in the derivation of the particle-

particle random phase approximation. Up to a constant, the pp-Green’s function is

the same as the two-particle Green’s function, except the creations happen at the

same time and the annihilation happen at the same time. More explicitly,

〈ij|K̂(t, t′)|kl〉 = i〈ij|Ĝ2(t, t, t′, t′)|kl〉, (2.5.26)

which implies

〈ij, A|K̂(t, t′)|kl, A〉 = 2i〈ij|Ĝ2(t, t, t′, t′)|kl〉

= −i〈Ψ0|T{âH,i(t)âH,j(t)â†H,l(t
′)â†H,k(t

′)}|Ψ0〉. (2.5.27)

Next, we show that if the Hamiltonian is constant in time (i.e., Ĥ(t) = Ĥ for all t),

then the operator K̂ is actually just a function of the difference in t and t′. By using

the fact that Ĥ|Ψ0〉 = E0|Ψ0〉, we have

〈ij, A|K̂(t, t′)|kl, A〉

= −i〈Ψ0|e−i(E0−νN)(t0−t)âiâje
−i(Ĥ−νN̂)(t−t′)â†l â

†
ke
−i(E0−νN)(t′−t0)|Ψ0〉θ(t− t′)

−i〈Ψ0|e−i(E0−νN)(t0−t′)â†l â
†
ke
−i(Ĥ−νN̂)(t′−t)âiâje

−i(E0−νN)(t−t0)|Ψ0〉θ(t′ − t)

= −iei(E0−νN)(t−t′)〈Ψ0|âiâje−i(Ĥ−νN̂)(t−t′)â†l â
†
k|Ψ0〉θ(t− t′)

−iei(E0−νN)(t′−t)〈Ψ0|â†l â
†
ke
−i(Ĥ−νN̂)(t′−t)âiâj|Ψ0〉θ(t′ − t) (2.5.28)

= 〈ij, A|K̂(t− t′)|kl, A〉. (2.5.29)

This fact will be important later because we will want to take the Fourier transform

in time.

35



Starting from (2.5.28), let us insert the identities

∞∑
m=0

|ΨN+2
m 〉〈ΨN+2

m | = I, (2.5.30)

∞∑
m=0

|ΨN−2
m 〉〈ΨN−2

m | = I, (2.5.31)

where |ΨN
m〉 denotes the mth energy eigenstate of Ĥ with N electrons. We obtain

〈ij, A|K̂(t− t′)|kl, A〉

= −i
∞∑
m=0

e−iω
N+2
m (t−t′)〈ΨN

0 |âiâj|ΨN+2
m 〉〈ΨN+2

m |â†l â
†
k|Ψ

N
0 〉θ(t− t′)

− i
∞∑
m=0

eiω
N−2
m (t′−t)〈ΨN

0 |â
†
l â
†
k|Ψ

N−2
m 〉〈ΨN−2

m |âiâj|ΨN
0 〉θ(t′ − t), (2.5.32)

where ωN+2
m = EN+2

m − EN
0 − 2ν and ωN−2

m = EN
0 − EN−2

m − 2ν are the two-electron

addition and removal energies.

Next, we take the Fourier transform in time of (2.5.32). Let’s set up this integral

in terms of τ = t− t′.

〈ij, A|K̂(E)|kl, A〉 = −i
∫ ∞

0

∞∑
m=0

ei(E−ω
N+2
m )τ 〈ΨN

0 |âiâj|ΨN+2
m 〉〈ΨN+2

m |â†l â
†
k|Ψ

N
0 〉 dτ

− i
∫ 0

−∞

∞∑
m=0

ei(E−ω
N−2
m )τ 〈ΨN

0 |â
†
l â
†
k|Ψ

N−2
m 〉〈ΨN−2

m |âiâj|ΨN
0 〉 dτ

(2.5.33)

Just as with L̂, we can add an infinitesimal iη into the exponent of the exponential

and take the integral to obtain the formula,

〈ij, A|K̂(E)|kl, A〉 =
∞∑
m=0

〈ΨN
0 |âiâj|ΨN+2

m 〉〈ΨN+2
m |â†l â

†
k|ΨN

0 〉
E − ωN+2

m + iη

−
∞∑
m=0

〈ΨN
0 |â

†
l â
†
k|ΨN−2

m 〉〈ΨN−2
m |âiâj|ΨN

0 〉
E − ωN−2

m − iη
(2.5.34)
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Next, we examine the non-interacting version of K̂, which we call K̂0. K̂0 is

defined exactly like K̂, except using the non-interacting Hamiltonian and ground

state,

〈ij|K̂0(t, t′)|kl〉 = i〈ij|Ĝ2,0(t, t, t′, t′)|kl〉, (2.5.35)

which implies

〈ij, A|K̂0(t, t′)|kl, A〉 = −i〈Φ0|T{âH0,i(t)âH0,j(t)â
†
H0,l

(t′)â†H0,k
(t′)}|Φ0〉. (2.5.36)

By going through the same process as we just did with K̂, one can obtain the

following formula for K̂0,

〈ij, A|K̂0(E)|kl, A〉 =
(
〈ij|kl〉 − 〈ji|kl〉

)[ θ(εi − ν)θ(εj − ν)

E − εi − εj + 2ν + iη
− θ(ν − εi)θ(ν − εj)
E − εi − εj + 2ν − iη

]
.

(2.5.37)

Additionally, one can find the formula for K̂ on H2,

〈ij|K̂0(E)|kl〉 = 〈ij|kl〉
[

θ(εi − ν)θ(εj − ν)

E − εi − εj + 2ν + iη
− θ(ν − εi)θ(ν − εj)
E − εi − εj + 2ν − iη

]
. (2.5.38)

To see that this is consistent with (2.5.37), first notice that 〈ij|K̂0|kl〉 = 〈ji|K̂0|lk〉.

Then, we have

〈ij, A|K̂0(E)|kl, A〉 =
1

2

(
〈ij|K̂0|kl〉 − 〈ji|K̂0|kl〉 − 〈ij|K̂0|lk〉+ 〈ji|K̂0|lk〉

)
= 〈ij|K̂0(E)|kl〉 − 〈ji|K̂0(E)|kl〉, (2.5.39)

which gives precisely (2.5.37). Notice the similarity between (2.5.39) and (2.3.4).
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3

Accelerating the particle-hole random phase
approximation

3.1 Introduction to phRPA

In this chapter, we consider a particular approximation to the correlation energy --

the particle-hole random phase approximation (phRPA) -- and propose an algorithm

which can compute it in cubic time. A cubic-scaling algorithm is not new; but, our

algorithm also utilizes the interpolative separable density fitting method (ISDF) to

lower the prefactor of our cubic-scaling algorithm.

In this work, we consider the non-self-consistent computation of the energy. That

is, we are considering the computation of the energy after the Kohn-Sham itera-

tion. In a practical implementation, the KS orbitals could be calculated via a self-

consistent iteration using a computationally less expensive, but also less accurate,

approximation for the exchange-correlation energy functional (e.g., LDA, GGA). The

orbitals which are output from that self-consistent iteration can then be used to com-

pute a more accurate approximation to the true correlation energy by using them

to calculate the RPA correlation energy. In this way, one obtains an approximation
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to the true correlation energy which is better than the less expensive method (LDA,

GGA, etc.), but also does not require the self-consistent iteration to deal with the

expense of RPA.

3.2 Derivation via the adiabatic connection

We will derive phRPA by starting from the adiabatic connection formula we derived

in (2.4.20). We restate the formula here for convenience.

Ec =

∫ 1

0

tr2

[
Ṽee

(
G̃λ − G̃0

)]
dλ. (2.4.20)

In this formula, the only unknown is G̃λ. (After solving the Kohn-Sham system, G̃0

is easy to construct.) Finding G̃λ for any λ > 0 is essentially just as difficult as

solving the original fully-interacting problem. Therefore, we need to approximate it

somehow. The idea of the ppRPA approximation is to first rewrite G̃λ in terms of

the polarization propagator, which can then be approximated.

The reason that G̃ can be written in terms of the polarization propagator Π̂ is

because Π̂ contains all the information contained in G̃. To be specific, G̃ can be

written as

〈y1y2|Ĝ|x1x2〉 =
1

2
〈ΨN

0 |ψ̂†(x1)ψ̂(x2)ψ̂†(y2)ψ̂(y1)|ΨN
0 〉

=
1

2

∞∑
m=0

〈ΨN
0 |ψ̂†(x1)ψ̂(x2)|ΨN

m〉〈ΨN
m|ψ̂†(y2)ψ̂(y1)|ΨN

0 〉, (3.2.1)

where |ΨN
m〉 are the energy eigenstates of the system with N electrons and |ΨN

0 〉 is

the ground state with N electrons. So, we can see that G̃ contains information about

the overlap between the ground state and the excited states with N electrons. It can

be seen from (2.5.24) that Π̂ also contains this information (except the m = 0 term).

Next we show that the m = 0 term in (3.2.1) cancels out along the adiabatic

connection. This will then enable us to write the rest of G̃ in terms of Π̂. If we
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examine the m = 0 term in the trace in (2.4.20), we see∫
〈y1y2|Ṽee|x1x2〉

(
〈x2|ρ̂λ|x1〉〈y1|ρ̂λ|y2〉 − 〈x2|ρ̂0|x1〉〈y1|ρ̂0|y2〉

)
dx1 dx2 dy1 dy2

=

∫
〈y1x2|V̂ee|y2x1〉

(
〈x2|ρ̂λ|x1〉〈y1|ρ̂λ|y2〉 − 〈x2|ρ̂0|x1〉〈y1|ρ̂0|y2〉

)
dx1 dx2 dy1 dy2

=

∫
δ(y1 − y2)δ(x1 − x2)v(x1, y1)

(
〈x2|ρ̂λ|x1〉〈y1|ρ̂λ|y2〉 − 〈x2|ρ̂0|x1〉〈y1|ρ̂0|y2〉

)
=

∫
v(x1, y1)

(
〈x1|ρ̂λ|x1〉〈y1|ρ̂λ|y1〉 − 〈x1|ρ̂0|x1〉〈y1|ρ̂0|y1〉

)
dx1 dy1

= 0, (3.2.2)

where the last line is zero because we are on the constant-density connection path.

This allows us to rewrite (2.4.20) as

Ec =

∫ 1

0

tr2

[
Ṽee

(
G̃ ′λ − G̃ ′0

)]
dλ, (3.2.3)

where

〈y1y2|G̃ ′|x1x2〉 =
1

2

∞∑
m=1

〈ΨN
0 |ψ̂†(x1)ψ̂(x2)|ΨN

m〉〈ΨN
m|ψ̂†(y2)ψ̂(y1)|ΨN

0 〉 (3.2.4)

is G̃, but without the m = 0 term.

We now proceed to write G̃ ′ in terms of Π̂. In order to do so, we take a contour

integral of the (2.5.24) which encircles all the poles of the overlaps that we want and

does not encircle any other poles of the function. We note that ωNm = EN
m −EN

0 > 0

for all m. Therefore, we can take our contour to be a semicircle extending into the

right-half plane with its center at the origin. In order to get all the ωNm , we must

take the radius of the contour to infinity. Formally, this yields

〈y1y2|G̃ ′|x1x2〉 = − lim
ε→0+

1

2πi

∫ +i∞

−i∞
e−Eε〈y1y2|Π̂(E)|x1x2〉 dE, (3.2.5)
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where the e−Eε term makes the integral convergent. Rigorously speaking, this limit

as ε→ 0+ does not converge; however, we will keep the expression anyways for now

since it is the standard derivation in chemistry.1 Later, we will perform manipulations

that will cause the limit as ε→ 0+ to actually exist in our final expression. We note

that (3.2.5) implies the operator equation,

− 1

2πi

∫ +i∞

−i∞
e−EεΠ̂(E) dE = G̃ ′. (3.2.6)

Note that this can be done for any λ ∈ [0, 1], so we have

G̃ ′λ = − 1

2π

∫ ∞
−∞

e−EεΠ̂λ(iE) dE, (3.2.7)

where we also use the change of variables E → E/i so that E is now integrated over

the real line. Combining this formula with (3.2.3), we get an exact formula for the

correlation energy,

Ec = − 1

2π

∫ ∞
−∞

∫ 1

0

e−Eε tr2

[
Ṽee

(
Π̂λ(iE)− Π̂0(iE)

)]
dλ dE. (3.2.8)

We now make the only approximation in the derivation of the ppRPA method.

The approximation can be derived via Feynman diagrams; it is called the ring ap-

proximation of Π̂. It corresponds to the equation,

Π̂λ(iE) ≈ Π̂0(iE) + λΠ̂λ(iE). (3.2.9)

1 Providing a mathematically rigorous derivation of ph/ppRPA is a planned direction for future
work.
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If we repeatedly replace Π̂λ in (3.2.8) with the right-hand side of (3.2.9), we obtain

Ec = − 1

2π

∫ ∞
−∞

∫ 1

0

e−Eε tr2

[
Ṽee

(
Π̂λ(iE)− Π̂0(iE)

)]
dλ dE

≈ − 1

2π

∫ ∞
−∞

∫ 1

0

e−Eε tr2

[
λΠ̂0(iE)ṼeeΠ̂λ(iE)Ṽee

]
dλ dE

≈ − 1

2π

∫ ∞
−∞

∫ 1

0

e−Eε tr2

[(
λΠ̂0(iE)ṼeeΠ̂0(iE)

+ λ2Π̂0(iE)ṼeeΠ̂0(iE)ṼeeΠ̂0(iE) + ...
)
Ṽee

]
dλ dE

= − 1

2π

∫ ∞
−∞

∫ 1

0

tr2

[
∞∑
n=2

λn−1
(

Π̂0(iE)Ṽee

)n]
dλ dE

= − 1

2π

∫ ∞
−∞

tr2

[
∞∑
n=2

1

n

(
Π̂0(iE)Ṽee

)n]
dE

=
1

2π

∫ ∞
−∞

tr2

[
ln
(
Î − Π̂0(iE)Ṽee

)
+ Π̂0(iE)Ṽee

]
dE. (3.2.10)

We dropped the e−Eε term because it is no longer needed; the limit as ε → 0+

exists at that point because the stuff inside the integral decays like O(E−2) as E →∞

since the lowest term is now the squared term.

We can obtain the standard formula (3.2.11) for the phRPA correlation energy

by showing that we can rewrite (3.2.10) into a trace over the one-particle space. We

42



show the details for the n = 2 term, but the rest are similar.

tr2

[(
Π̂0(iE)Ṽee

)2
]

=
∑
ijkl
i′j′k′l′

〈ij|Π̂0(iE)|kl〉〈kl|Ṽee|i′j′〉〈i′j′|Π̂0(iE)|k′l′〉〈k′l′|Ṽee|ij〉

=
∑
ijkl
i′j′k′l′

〈li|L̂0(iE)|kj〉〈kj′|V̂ee|li′〉〈l′i′|L̂0(iE)|k′j′〉〈k′j|V̂ee|l′i〉

=
∑
iji′j′

〈ji|L̂0(iE)|ij〉〈ij′|V̂ee|ji′〉〈j′i′|L̂0(iE)|i′j′〉〈i′j|V̂ee|j′i〉

=

∫
〈j|y′〉〈y′|i〉〈ji|L̂0(iE)|ij〉〈i|x〉〈x|j〉v(x, y)

· 〈j′|y〉〈y|i′〉〈j′i′|L̂0(iE)|i′j′〉〈i′|x′〉〈x′|j′〉v(x′, y′) dx dy dx′ dy′

=

∫
χ0(iE)(y′, x)v(x, y)χ0(iE)(y, x′)v(x′, y) dx dy dx′ dy′

= tr1

[
(χ̂0(iE)v̂)2

]
.

By doing this for all n, we obtain the standard formula for the correlation energy in

the particle-hole random phase approximation,

EphRPA
c =

1

2π

∫ ∞
0

tr1

[
ln(Î − χ̂0(iE)v̂) + χ̂0(iE)v̂

]
dE, (3.2.11)

where

〈x|χ̂0(iE)|y〉 =
∑
jk

(fj − fk)ψ∗j (x)ψk(x)ψ∗k(y)ψj(y)

εj − εk − iE
, (3.2.12)

and v̂ is the Coulomb kernel (in particular, we will consider the periodic Coulomb

kernel, see Section 3.4.4).

3.3 Review of other methods

Very recently, a few cubic scaling methods for calculating the RPA correlation energy

have been presented in the literature. The general idea involved is to split up the
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j and k dependence in the computation of χ̂0 by introducing a new integral. The

idea is easy to motivate. From (3.2.11), we can see that everything can be done in

cubic scaling if we are able to construct the matrices v̂ and χ̂0(iE) in cubic time. v̂

is not hard to construct, so we will focus on χ̂0. χ̂0 has O(N2) entries, so each entry

of χ̂0 must be calculated in O(N) time. By inspection of (3.2.12), it is clear that

the most natural computation will take O(N2) due to the coupling of j and k in

the denominator. But if we can decouple the j and k dependence, then we can sum

over each index separately and calculate each entry of χ̂0 in O(N). Two different

integrals have been utilized for this purpose. The first is

−
∫ ∞

0

eεjte−εkte−iEt dt =
1

εj − εk − iE
, (3.3.1)

where εk > εj. Using this integral, one separates the dependence of j and k in

(3.2.12) into a product of exponentials inside the integral. This leads to the Laplace

transform cubic scaling methods. This idea was first applied to RPA calculations in

[12] and [11], where a projector augmented wave (PAW) basis was utilized. The idea

was later extended to atomic orbitals [25, 20, 29]. The other integral used to break

up the j and k dependency is

1

2πi

∫
C

1

(λ− εj + iE)(λ− εk)
dλ =

1

εj − εk − iE
, (3.3.2)

where C is a positively oriented closed contour that encloses εj− iE, but not εk. This

idea was first used in the context of cubic scaling RPA in [21]. Our algorithm in this

paper will also adopt this idea.

The most significant contribution of this paper is the reduction of the prefactor

in front of the cubic term in the computational complexity. In order to motivate this

second main idea of this paper, let us examine how the density fitting (also called

resolution of identity) approximation lowers the computational cost in the quartic
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scaling method [7, 24]. The idea behind the approximation is that χ̂0 is nearly equal

to a low rank matrix due to its structure. So, χ̂0 (and v̂) are formed into smaller

sized matrices (by writing v̂ into a smaller auxiliary basis and χ̂0 into the dual basis)

before the trace is taken. The smaller matrix sizes lower the computational cost, but

it is still O(N4) since the coupling of j and k is unaffected by the approximation.

After we split up j and k in the denominator of (3.2.12) using Cauchy’s integral

formula, we wish to further reduce the computational cost by taking advantage of the

“low rank” nature of χ̂0 using the same idea as density fitting (DF). However, the DF

approximation cannot be used in our case for two reasons. The first is that the DF

itself takes O(N4) operations, which destroys the cubic scaling. The second problem

is that j and k are coupled in the coefficients of the density fitting method. As long

as j and k remain coupled, χ̂0 cannot be constructed in O(N3). Solutions to both

of these problems are provided by the interpolative separable density fitting (ISDF)

method [19]. The ISDF is capable of computing a decomposition of ψ∗jψk similar

to that of DF except that the j and k dependence in the coefficients are separated.

Additionally, the decomposition can be performed in O(N3) due to the use of a

random projection in the method. Our use of the ISDF also reduces the memory cost

of our algorithm to O(NgridNaux) compared to O(N3
aux) for the traditional resolution

of identity approach.

We also mention the recent work [17], where a related problem of phonon calcula-

tion is approached from the point of view of the Sternheimer equations to represent χ̂

acting on functions. Normally, for phonon calculations, O(N2) Sternheimer equations

would need to be solved in order to compute χ̂0v̂. However, by use of interpolative

separable density fitting and a polynomial interpolation, they reduce the number of

Sternheimer equations to O(N), which enables a cubic scaling algorithm.

The rest of the paper is organized as follows. In Section 3.4, we reformulate the

expression (3.2.11) into a new, approximate form. This new expression, characterized
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by (3.4.27), is used as the basis for our cubic scaling algorithm. Section 3 begins

with a summary of our algorithm followed by a detailed description of each step. In

Section 3.6, we run numerical tests to compare the scaling of our algorithm against

the quartic scaling resolution of identity algorithm.

3.4 Derivation of the method

Before we begin, let us define some notation. In this chapter, we will use a spatial

discretization with equally spaced grid points. We denote the total number of grid

points by Ngrid. We denote the number of occupied orbitals, i.e., the number of

electrons, by Nocc. Since there are infinitely many KS orbitals {ψj}∞j=1
2 and the

orbitals corresponding to higher energies will tend to have smaller contributions to

χ̂0, we choose to use only theNorb KS orbitals of lowest energy in the RPA calculation.

This gives us Nvir = Norb − Nocc virtual orbitals. Since Ngrid, Nocc, Nvir, and Norb

all grow linearly with the system size, we will sometimes refer to a general N as a

characterization of the system size.

In this section, we reformulate the RPA correlation energy (3.2.11) which will be

used to construct our cubic scaling algorithm. We will consider a computational do-

main with periodic boundary condition: Without loss of generality, up to a rescaling,

the computational domain is taken to be [0, 1]d, where d is the spatial dimension.

For simplicity, in this paper we just consider the Γ-point calculation with periodic

Coulomb kernel, while we will leave Brillouin-zone sampling to future works. The

interpolative separable density fitting has been extended to Bloch waves in [19].

2 When the spatial discretization is fixed with Ngrid grid points, the total number reduces to Ngrid,
which is much larger than Nocc.
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3.4.1 Contour integral representation

The first key idea is to split up the dependence of j and k in the denominator of

(3.2.12). This is accomplished through the use of Cauchy’s integral formula. For a

given E, let C be a closed contour in the complex plane oriented in the clockwise

direction which encloses ε` for all ` which are unoccupied, and does not enclose

ε` ± iE for any ` that is occupied. An example of such a contour is shown in Figure

3.1. While in principle the contour can be chosen differently for different E, later

ǫ
1

ǫ
N

occ

           ǫ
N

occ
+1

ǫ
N

orb

-ω

0

ω

Figure 3.1: An example of the contour C (see derivation in Section 3.5.2). The blue
points represent {εj ± iE}Nocc

j=1 (for a particular choice of E), and the green points

represent {εk}Norb
k=Nocc+1.

in Section 3.5.2, we will make the restriction that C is the same for all E for the

purpose of reducing computational costs. If j is occupied and k is unoccupied, then

using Cauchy’s integral formula, we may write the coefficient in (3.2.12) as

fj − fk
εj − εk − iE

=
1

εj − εk − iE
· 1

2πi

∫
C

(
1

λ− εj + iE
− 1

λ− εk

)
dλ

=
1

2πi

∫
C

1

(λ− εj + iE)(λ− εk)
dλ. (3.4.1)
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This can then be used to obtain an expression for χ̂0 which can be computed in cubic

time,

〈x|χ̂0(iE)|y〉 =
∑
jk

(fj − fk)ψ∗j (x)ψk(x)ψ∗k(y)ψj(y)

εj − εk − iE
,

=
occ∑
j

vir∑
k

ψ∗j (x)ψk(x)ψ∗k(y)ψj(y)

εj − εk − iE
+ c.c.

=
1

2πi

∫
C

(
occ∑
j

ψ∗j (x)ψj(y)

λ− εj + iE

)(
vir∑
k

ψk(x)ψ∗k(y)

λ− εk

)
dλ+ c.c., (3.4.2)

where c.c. is the complex conjugate. We show in Lemma 3.5.1 that the contour

integral can be discretized with a number of quadrature points which is logarithmic

in (εNorb
− εNocc)/(εNocc+1 − εNocc).

Note that the formula (3.4.2) already provides a cubic scaling method for calcu-

lating χ0(iE). In particular, ignoring logarithmic factors, χ0(iE) can be calculated

with cost O(NorbN
2
grid). However, the number of grid points Ngrid could be much

larger than the number of orbitals, so to reduce the prefactor of the computational

cost, we will write the problem into an auxiliary basis set instead of using the spatial

grid points.

Moreover, reducing the rank of χ̂0 from Nocc · Nvir (its rank before spatial dis-

cretization) to the number of grid points Ngrid (its rank after spatial discretization,

assuming Ngrid < Nocc · Nvir) is really just a limitation placed on the operator by

the particular discretization of the problem, rather than something inherent to the

operator itself. The intuitive idea for the expected approximate low rank of χ̂0 is

that χ̂0 contains O(Norb) information in its definition, and therefore its approximate

rank should scale linearly with the number of orbitals used in the calculation, rather

than the number of grid points. This motivates the use of ISDF, as recalled in the

next subsection.
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3.4.2 Interpolative Separable Density Fitting

We use the Interpolative Separable Density Fitting (ISDF) [18, 19] to further accel-

erate the computation. ISDF aims at a representation of the orbital pair functions

as

ψ∗j (x)ψk(x) ≈
Naux∑
µ=1

ψ∗j (xµ)ψk(xµ)Pµ(x), (3.4.3)

where the {xµ} and {Pµ} are chosen by the ISDF algorithm, which we will recall be-

low for completeness of the presentation. Here Naux denotes the number of auxiliary

orbitals needed to represent the orbital pairs involved; it is empirically established

that Naux depends linearly on Norb [18], which we will also further verify in our nu-

merical examples. The representation (3.4.3) should be compared to the traditional

density fitting which yields

ψ∗j (x)ψk(x) ≈
Naux∑
µ=1

Cµ
jkPµ(x), (3.4.4)

where {Pµ(x)} are inputs to the DF algorithm and the coefficients Cµ
jk are determined

via least squares fitting (in the L2 or Coulomb metric). In (3.4.3), the ψ∗j (xµ)ψk(xµ)

factor is the coefficient for the basis function Pµ(x). The main difference is thus that

the j and k dependence of the coefficients are cleanly separated in ISDF, but not in

DF. This is important for achieving cubic scaling in our work. Furthermore, ISDF

has some other advantages over DF: the time and memory cost of ISDF is cheaper,

in particular, it requires only O(NgridNaux) memory and cubic scaling computational

cost. In addition, the auxiliary basis functions are determined by the algorithm and

do not have to be specified by the user.

Let us now describe the ISDF algorithm. The essential idea of the ISDF algorithm

is to select important grid points {xµ} via a randomized column selection algorithm.

For the application to RPA correlation energy, we only need orbital pair functions
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of the type ψ∗j (x)ψk(x) where one of j or k is occupied and the other is unoccupied

(see (3.4.2)). We can use this to our advantage by making a slight modification

to the algorithm in [19], which would otherwise give an approximation for all N2
orb

orbital pair functions. A version of ISDF which only calculates approximations for

the orbital pair functions we are interested in is presented in Algorithm 1.

Compared with the original ISDF algorithm presented in [19], one technical dif-

ference is Step 5 in Algorithm 1. The reason for introducing M, instead of just using

M in the QRCP there, is that now we can take the basis functions {Pµ} to be real.

This can be seen by switching j and k in (3.4.3) and taking the complex conjugate,

ψ∗j (x)ψk(x) ≈
Naux∑
µ=1

ψ∗j (xµ)ψk(xµ)P ∗µ(x). (3.4.9)

Note that both (3.4.3) and (3.4.9) are valid only because we included the conjugate

of M in the QRCP. Now, we may average the two expressions to show that we may

write ψ∗j (x)ψk(x) in terms of real basis functions,

ψ∗j (x)ψk(x) ≈
Naux∑
µ=1

ψ∗j (xµ)ψk(xµ) Re[Pµ(x)]. (3.4.10)

It turns out that taking the basis functions to be real considerably simplifies the

expression for χ0 that we will obtain. This leads to reduced computational effort as

well as simpler code. For these reasons, we will always assume that the auxiliary

basis functions from the ISDF are real.

3.4.3 Representation of χ̂0 using interpolative separable density fitting

Now we can use the ISDF to reduce the computational cost of the cubic scaling

method for the RPA correlation energy. First, we approximate the χ̂0 operator by

an operator χ̃0 by using the ISDF approximation. For simplicity of notation, we
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Algorithm 1 Interpolative Separable Density Fitting for RPA

Input: Orbitals {ψ`}Norb

`=1 , error tolerance tol.
Output: Naux, {xµ} and {Pµ} for µ = 1, ..., Naux.
1: Construct an Nocc ×Ngrid matrix Uocc such that the jth row of Uocc is ψj . Likewise,

construct an Nvir ×Ngrid matrix Uvir using the virtual orbitals as the rows.
2: Multiply each of Uocc and Uvir on the left by a random diagonal matrix, and then take

the discrete Fourier transform,

Ûocc
ξ (x) =

Nocc∑
α=1

e−i2παξ/NoccηαUα(x),

Ûvir
ξ (x) =

Nvir∑
α=1

e−i2παξ/NvirγαUα(x), (3.4.5)

where ηα and γα are random unit complex numbers.
3: Randomly choose rocc = c

√
Nocc rows of Ûocc and rvir = c

√
Nvir rows of Ûvir to create

submatrices Uocc and Uvir, respectively.
4: Construct an roccrvir ×Ngrid matrix M ,

Mst(x) = Uocc
s (x)Uvir

t (x), s = 1, ..., rocc, t = 1, ..., rvir, (3.4.6)

where (st) is viewed as the row index of M .
5: Find the QR factorization with column pivoting (QRCP) of the 2roccrvir×Ngrid matrix

M formed by concatenating M with its complex conjugate,

QR =

[
M

conj(M)

]
E = ME, (3.4.7)

where Q is unitary, R is upper triangular with diagonal entries in decreasing order,
and E is a permutation matrix. In the case that M is real, we can just take M = M .

6: Choose Naux such that

RNaux,Naux
≥ tol ·R1,1 > RNaux+1,Naux+1

. (3.4.8)

Then, we have M ≈ (ME):,1:Naux
P , where we note that ME is a permutation of the

columns of M.
7: Calculate P = R−1

1:Naux,1:Naux
R1:Naux,:E

T , where MATLAB notation is used for the in-

dexing. Then, the auxiliary basis functions {Pµ}Naux

µ=1 are the rows of P .

8: Finally, the points {xµ}Naux

µ=1 are the grid points used in the first Naux columns of
ME. We can be more specific as follows. First, to avoid a conflict in notation, label

the grid points {y`}
Ngrid

`=1 . That is, whenever we considered ψj as a row vector, it
was ψj = [ψj(y1), ..., ψj(yNgrid

)]. Next, since E is a permutation matrix, it defines a
permutation σ. In particular, for a matrix A, the product AE is a column permuted
version of A where the jth column of A has been sent to the σ(j) column. Using this
notation, we have xµ = yσ−1(µ) for µ = 1, ..., Naux.
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define Cµ
j = ψj(xµ).

〈x|χ̂0(iE)|y〉 =

=
1

2πi

∫
C

(
occ∑
j

ψ∗j (x)ψj(y)

λ− εj + iE

)(
vir∑
k

ψk(x)ψ∗k(y)

λ− εk

)
dλ

+
1

2πi

∫
C

(
occ∑
j

ψj(x)ψ∗j (y)

λ− εj − iE

)(
vir∑
k

ψ∗k(x)ψk(y)

λ− εk

)
dλ

≈
∑
µν

1

2πi

∫
C

[(
occ∑
j

C
µ

jC
ν
j

λ− εj + iE

)(
vir∑
k

Cµ
kC

ν

k

λ− εk

)

+

(
occ∑
j

Cµ
j C

ν

j

λ− εj − iE

)(
vir∑
k

C
µ

kC
ν
k

λ− εk

)]
dλ Pµ(x)Pν(y)

=
∑
µν

1

2πi

∫
C

[
Jµν(λ,E)Kµν(λ) + Jµν(λ,E)Kµν(λ)

]
dλ Pµ(x)Pν(y) (3.4.11)

=
∑
µν

χ0
µν(iE)Pµ(x)Pν(y)

= 〈x|χ̃0(iE)|y〉, (3.4.12)

where the last line defines notation of χ̃0, and we have used the short hands

Jµν(λ,E) =
occ∑
j

C
µ

jC
ν
j

λ− εj + iE
, (3.4.13)

Kµν(λ) =
vir∑
k

Cµ
kC

ν

k

λ− εk
, (3.4.14)

χ0
µν(iE) =

1

2πi

∫
C

[
Jµν(λ,E)Kµν(λ) + Jµν(λ,E)Kµν(λ)

]
dλ. (3.4.15)

We note that in (3.4.11), the separability of the ISDF coefficients into the j and

k components is crucial. Without this separability (e.g., if a conventional DF was

used) we would not be able to calculate χ̃0 in cubic time since the sums over j and
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k would not decouple.

Before continuing, we state explicitly our notation related to χ̂0 for the sake of

clarity:

• χ̂0 – the original operator.

• χ̃0 – the approximation to χ̂0 that is obtained by applying the ISDF approxi-

mation.

• χ0 – defined by (3.4.15). In (3.4.26), we will show that it is χ̃0 in the dual basis

to the auxiliary basis functions.

• The argument iE is often suppressed below for simplicity of notation.

3.4.4 RPA correlation energy with auxiliary basis functions

We now return our attention to (3.2.11), where v̂ is the periodic Coulomb kernel (see

e.g., [15]), which is defined such that g = v̂f solves the Poisson equation

−∆g = 4π
(
f −

∫
[0,1]d

f
)

(3.4.16)

with periodic boundary conditions and such that
∫

[0,1]d
g = 0, to fix the arbitrary

constant. v̂ can be written as an integral operator,

(v̂f)(x) =

∫
[0,1]d

v̂(x− y)g(y) dy (3.4.17)

where the kernel function, understood as a function in L2([0, 1]d), is given by

v̂(x− y) =
1

π

∑
ξ 6=0,ξ∈Zd

1

|ξ|2
e2πiξ·(x−y). (3.4.18)

We want to rewrite the expression (3.2.11) using the approximate basis {|Pµ〉}. How-

ever, since we are considering a problem with periodic boundary conditions, it will

53



be advantageous for us to instead consider the basis
{
1, {|Pµ〉}Naux

µ=1

}
, where |Pµ〉 is

the shift of |Pµ〉 so that it has zero mean, and 1 is the constant function with norm 1.

The reasons for this change are explained further in Section 3.5.1. Since we wish to

work with an orthonormal set, we introduce the orthonormalized basis functions

|Bµ〉 = |Pν〉S−1/2
νµ , (3.4.19)

where Sµν = 〈Pµ|Pν〉. Then we can take the trace with respect to the orthonormal

set {
1, {|Bµ〉}Naux

µ=1

}
.

In the following, we consider χ̂0 and v̂ to be linear operators on an Ngrid-dimensional

space (i.e., the discretization of the operators with respect to our spatial grid) for

the purposes of justifying our steps.

tr
[
ln(I − χ̂0v̂)

]
≈ tr

[
ln(I − χ̃0v̂)

]
≈
∑
β

〈Bβ| ln(I − χ̃0v̂)|Bβ〉+ 〈1| ln(I − χ̃0v̂)|1〉. (3.4.20)

The first line is justified as follows. First, we note that v̂ is bounded on finite

dimensional spaces. Therefore, for χ̃0 close enough to χ̂0, we have ‖χ̂0v̂− χ̃0v̂‖ � 1.

Thus, assuming that I − χ̂0ν̂ is invertible and ln(I − χ̂0ν̂) makes sense, the following

linear approximation is justified

tr
[
ln(I − χ̂0v̂)− ln(I − χ̃0v̂)

]
≈ −(I − χ̂0v̂)−1 : (χ̂0v̂ − χ̃0v̂), (3.4.21)

where A : B means
∑

i

∑
j AijBij, i.e., the sum of the entries of the entrywise

product. Before continuing our derivation, we first give a series expression for ln(I−

χ̃0v̂). To justify the expansion, we assume that the eigenvalues of χ̂0v̂ are contained

in the left half complex plane. Then for χ̃0 sufficiently close to χ̂0, there exists c > 1
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such that the following expansion holds.

ln(I − χ̃0v̂) = ln
[
cI −

(
(c− 1)I + χ̃0v̂

)]
= ln(c)I + ln

[
I − 1

c

(
(c− 1)I + χ̃0v̂

)]

= ln(c)I −
∞∑
`=1

[(c− 1)I + χ̃0v̂]`

`c`

= ln(c)I −
∞∑
`=1

1

`c`

∑̀
p=0

(
`

p

)
(c− 1)`−p(χ̃0v̂)p. (3.4.22)

The first thing to note about (3.4.22) is that the nullspace of v̂ is contained in

the nullspace of ln(I − χ̃0v̂). Since v̂ is the periodic Coulomb operator, the constant

function |1〉 is in its nullspace (as ξ = 0 is excluded from the summation in (3.4.18)).

Therefore, we may drop the final term in (3.4.20), since it is zero. We remark that

to accelerate the convergence with respect to the computational domain, a more

sophisticated treatment of the Coulomb singularity at ξ = 0, rather than taking

the periodic Coulomb kernel, is often used. For example, see the method developed

in [8].

Next, we note that the infinite sum in (3.4.22) is absolutely convergent, so we

can continue (3.4.20) by applying the above expansion and taking the trace through

the sum.

tr
[
ln(I − χ̂0v̂)

]
≈
∑
β

〈Bβ| ln(I − χ̃0v̂)|Bβ〉

=
∑
β

〈Bβ| ln(c)I|Bβ〉 −
∞∑
`=1

1

`c`

∑̀
k=0

(
`

p

)
(c− 1)`−p

∑
β

〈Bβ|(χ̃0v̂)p|Bβ〉.

(3.4.23)

Next, we write the terms
∑

β〈Bβ|(χ̃0v̂)p|Bβ〉 into a more computationally efficient,

but approximate, representation. For simplicity, we only give the derivation for
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p = 1, but the others are similar.

∑
β

〈Bβ|χ̃0v̂|Bβ〉 =
∑
β

(∑
α

S
−1/2
βα 〈Pα|

)
χ̃0v̂

(∑
µ

|Pµ〉S−1/2
µβ

)

≈
∑
αβγµν

S
−1/2
βα 〈Pα|χ̃0|Pγ〉S−1

γν 〈Pν |v̂|Pµ〉S−1/2
µβ

=
∑
αγµν

S−1
µα 〈Pα|χ̃0|Pγ〉S−1

γν 〈Pν |v̂|Pµ〉

=
∑
µν

(∑
α

S−1
µα 〈Pα|

)
χ̃0

(∑
γ

|Pγ〉S−1
γν

)
〈Pν |v̂|Pµ〉

=
∑
µν

〈P̃µ|χ̃0|P̃ν〉〈Pν |v̂|Pµ〉, (3.4.24)

where

〈P̃µ| =
∑
α

S−1
µα 〈Pα|, (3.4.25)

is the dual basis to {|Pµ〉}. Before commenting on the significance of this new

representation, let’s write 〈P̃µ|χ̃0|P̃ν〉 into a simpler form.

〈P̃µ|χ̃0|P̃ν〉 =
∑
αγ

S−1
µα 〈Pα|χ̃0|Pγ〉S−1

γν

=
∑
αγ

S−1
µα

∫∫
〈Pα|x〉〈x|χ̃0|y〉〈y|Pγ〉 dx dy S−1

γν

=
∑
αγµ′ν′

S−1
µα

∫∫
Pα(x)Pµ′(x)χ0

µ′ν′(iE)Pν′(y)Pγ(y) dx dy S−1
γν

=
∑
αγµ′ν′

S−1
µαSαµ′χ

0
µ′ν′(iE)Sν′γS

−1
γν

= χ0
µν(iE), (3.4.26)

where χ0
µν(iE) is defined in (3.4.15), and can therefore be computed in cubic time.

Let us define vµν = 〈Pµ|v̂|Pν〉. Then the right hand side of (3.4.24) reads tr[χ0(iE)v],
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where the right hand side is just the standard trace of the product of the two matrices,

tr[AB] =
∑

µ

∑
ν AµνBνµ. Plugging this into (3.4.23), we obtain our final desired

approximation,

tr
[
ln(1− χ̂0(iE)v̂) + χ̂0(iE)v̂

]
≈ tr

[
ln(1− χ0(iE)v) + χ0(iE)v

]
. (3.4.27)

3.5 Algorithm

In this section, we present the cubic scaling algorithm for the calculation of the RPA

correlation energy. We present a brief overview in Algorithm 2 before going into the

details of each step. The computational effort is stated to the right of each step.

Algorithm 2 Cubic scaling calculation of the RPA correlation energy

Input: Kohn-Sham orbitals {ψk} and corresponding energies {εk}.
Output: EphRPA

c

1: Use {ψk}Norb
k=1 as the input to ISDF to obtain {xµ}Naux

k=1 and {Pµ}Naux
k=1 . O(NgridN

2
orb)

2: Compute the matrix vµ,ν = 〈Pµ|v̂|Pν〉. O(NgridN
2
aux)

3: For each quadrature point Em:

a) Compute χ0
µ,ν(iEm) =

1

2πi

∫
C

(
Jµ,ν(λ,Em)Kµ,ν(λ) + Jµ,ν(λ,Em)Kµ,ν(λ)

)
dλ.

O(NorbN
2
aux)

b) Compute 1
2π

tr [ln(1− χ0(iEm)v) + χ0(iEm)v]. O(N3
aux)

4: Calculate EphRPA
c = 1

2π

∫∞
0

tr [ln(1− χ0(iE)v) + χ0(iE)v] dE via numerical
quadrature.

Without using the ISDF, the algorithm would be essentially exactly the same, but

with Step 1 removed and Step 3a replaced by (3.4.2). Except, in the computational

costs, each Naux would be replaced by Ngrid. So clearly, if Naux is much less than

Ngrid, then including the ISDF can substantially speed up the algorithm.
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3.5.1 Step 2 – Computing the Coulomb matrix

We note that v can be efficiently computed by noticing that

〈Pµ|v̂|Pν〉 =

∫∫
Pµ(x)Pν(y)v(x, y) dx dy

=

∫
Pµ(x)φν(x) dx, (3.5.1)

where

φν(x) =

∫
Pν(y)v(x, y) dy. (3.5.2)

Therefore, φν solves the Poisson equation, −∆φν = 4πPν with periodic boundary

conditions. This equation can be efficiently solved using the fast Fourier transform.

Therefore, the functions φν can be precalculated with cost O(NauxNgrid logNgrid).

Then the quadrature for (3.5.1) is straightforward.

We have glossed over a couple details here. First, the Poisson equation with

periodic boundary conditions is not solvable unless Pν has an average value of 0.

This is of course true by our construction of Pν , and this is the reason for the use of

the {|Pµ〉} basis rather than the {|Pµ〉} basis when calculating the trace in (3.4.20).

The second detail we’ve skipped is that the solution φν is not unique as we can add

any constant and get another solution. However, it turns out that adding a constant

to φν does not change the integral in (3.5.1) since Pµ(x) has mean 0. So, this problem

is also avoided by the use of the {|Pµ〉} basis rather than the {|Pµ〉} basis.

3.5.2 Step 3 – Quadrature rule for the contour integral

Before discussing our proposed quadrature rule, let us discuss the symmetry of

(3.4.11). For notational purposes, define

Iµ,ν(λ,E) =
1

2πi

[
Jµ,ν(λ,E)Kµ,ν(λ) + Jµ,ν(λ,E)Kµ,ν(λ)

]
. (3.5.3)
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It is straightforward to show the following symmetry across the real line,

Kµ,ν(λ) = Kν,µ(λ), (3.5.4)

Re
[
Iµ,ν(λ,E)

]
= −Re [Iµ,ν(λ,E)] , (3.5.5)

Im
[
Iµ,ν(λ,E)

]
= Im [Iµ,ν(λ,E)] . (3.5.6)

We wish to calculate

χ0
µν(iE) =

∫
C
Iµ,ν(λ,E) dλ, (3.5.7)

where C is oriented clockwise and encloses {εk}Norb
k=Nocc+1 while enclosing none of {εj±

iE}Nocc
j=1 . An example of such a contour is given in Figure 3.1. In order to use the

symmetry about the real axis, we will enforce our contour to be symmetric about

the real axis. Define Cupper and Clower to be the parts of the contour in the upper and

lower half plane. Then using (3.5.5) and (3.5.6), we have

χ0
µν(iE) =

∫
Cupper

Iµ,ν(λ,E) dλ+

∫
Clower

Iµ,ν(λ,E) dλ

=

∫
Cupper

Iµ,ν(λ,E) dλ−
∫
Cupper

Iµ,ν(λ,E) dλ

= 2 Re

∫
Cupper

Iµ,ν(λ,E) dλ. (3.5.8)

We construct a quadrature rule for Step 3a by using similar ideas as in [9, 16].

For simplicity, let us assume that εNocc = 0. To account for the fact that it is not, we

will just have to shift the resulting quadrature points by εNocc . For both simplicity

of notation and to follow [9] more closely, let us define m = εNocc+1 − εNocc to be the

energy gap and M = εNorb
− εNocc . Then we map the rectangle with vertices ±K and

±K + iK ′, where K and K ′ are the complete elliptic integrals [1]

K(k) =

∫ 1

0

1√
(1− t2)(1− k2t2)

dt, (3.5.9)

K ′(k) = K(1− k2), (3.5.10)
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(a) t-plane (b) u-plane

(c) z-plane (d) z-plane, zoomed in

Figure 3.2: These figures show the transformations given in (3.5.11) and (3.5.12).
Coloring is used to help show what is mapped where. The gray dots were distributed
randomly in the region bounded by the purple, yellow, and green curves of the t-
plane to show that this region maps to the left half z-plane. The red line contains
the singularities we wish to encircle. The purple line and the regions with gray dots
contain the singularities we wish to avoid.

to the upper half plane via two consecutive transformations t 7→ u 7→ z (see Figure

3.2).

u = sn(t) = sn(t|k2), k =

√
M/m− 1√
M/m+ 1

, (3.5.11)

z =
√
mM

(
k−1 + u

k−1 − u

)
, (3.5.12)

where sn(t|k2) is the Jacobi elliptic function. The values of K and K ′ can be found,

e.g., via the ellipkkp function in the Schwarz-Christoffel Toolbox for MATLAB [5].

The Jacobi elliptic functions sn(t), cn(t), and dn(t) are implemented in the ellipjc

function in the same toolbox. One must be careful when using such functions as
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there are a few different common conventions for how to parameterize the Jacobi

elliptic functions. We have been using the parameter k while the Schwarz-Christoffel

Toolbox uses the parameter L = − ln(k)/π.

The idea for the quadrature rule is as follows. We ultimately wish to construct a

quadrature rule in the z-plane, but since the function we are integrating is periodic

and analytic, one can show via some numerical analysis [4, Section 4.6.5] that we

can construct a geometrically convergent quadrature rule by using the trapezoid rule

in the t-plane. Essentially, the idea is to map the z-plane to a periodic rectangle,

apply the trapezoid rule in the periodic rectangle where it is known to converge

geometrically, and then map the quadrature points in the t-plane back to the z-

plane to obtain our desire quadrature rule. The trapezoid rule has the added bonus

of having a nice nesting property of the quadrature points, so that we can create an

adaptive quadrature rule.

The numerical analysis tells us that the rate of convergence will be greatest when

the quadrature path in the t-plane is as far away as possible from all singularities

of the function we are integrating. In order to find the singularities in the t-plane,

let’s first examine them in the z-plane. Due to symmetry, we will only consider the

contour and singularities in the upper half plane. In our case, the function we are

integrating is given by (3.4.11). For a given E ≥ 0, its singularities (in the upper half

plane) are {εj + iE}Nocc
j=1 and {εk}Norb

k=Nocc+1. We first notice that the singularities we

wish to avoid depend on E. There is nothing inherently difficult about this, and we

could construct a different quadrature rule for each E. However, in order to save on

computation, we want the quadrature rule to remain the same for each E. This way,

K(λ) does not need to be recalculated for each E. Therefore, when we construct our

quadrature rule, we wish to avoid all such singularities for E ≥ 0. Since we have

assumed that εNocc = 0, this implies that {εj + iE}E≥0,j=1,...,Nocc is contained in the

left half z-plane. Therefore, it is sufficient for us to say that we wish to avoid the
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entire left half z-plane.

However, when we construct the quadrature rule, we are concerned with the

singularities in the t-plane. By inverting the above mappings, we can see in Figure

3.2 that the left half z-plane is mapped to the region bounded by the yellow, green,

and purple curves in the t-plane. So, it is sufficient for us to avoid this region. Next,

we note that the rest of the singularities in the z-plane are contained in the red line.

This line is mapped to the bottom edge of the rectangle in the t-plane. Finally, we

wish for our contour in the z-plane to encircle the red line in the clockwise direction.

This is achieved by taking a contour in the t-plane which goes from the left side of

the rectangle to the right side. It is now clear how to maximize the distance between

the singularities and the contour in the t-plane. We must draw our contour in the

t-plane halfway between the bottom of the rectangle and the lowest point of the

purple curve. This is demonstrated by a black horizontal line with X’s in Figure

3.2a. We apply the trapezoid rule on this line. The line can be mapped back to the

z-plane to create a quadrature rule as shown in Figure 3.2c.

Rather than now going into the rigorous details of the above argument, we will

simply state the results. The details and proofs are deferred to Appendix B. First,

the algorithm for Step 3a is summarized in Algorithm 3.
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Algorithm 3 Step 3a – Quadrature rule for contour integral

1: Define m = εNocc+1 − εNocc and M = εNorb
− εNocc .

2: Compute k =

√
M/m−1√
M/m+1

.

3: Compute I = 1
2

∫ k−1

0
ds√

(1+s2)(1+k2s2)
via the midpoint rule with mesh size h <

1/100.
4: Define

λ(t) =
√
mM

(
k−1 + sn(t)

k−1 − sn(t)

)
+ εNocc , (3.5.13)

as a shift of z(t) to account for the fact that εNocc is typically not 0. The quadra-
ture rule is then found by applying the trapezoid rule (in the variable t) to

χ0
µν(iE) = 2 Re

∫
Cupper

Iµ,ν(λ,E) dλ

= 2 Re

∫ K+iI

−K+iI

Iµ,ν(λ(t), E)
2k−1
√
mM

(k−1 − sn(t))2
cn(t)dn(t) dt, (3.5.14)

where the contour in the t plane is the horizontal line connecting −K + iI and
K + iI.

5: Double the number of quadrature points (via the nesting property of the trape-
zoid rule) until suitable convergence is achieved.

Next, we state the convergence rate of the proposed quadrature rule, whose proof

may be found in Appendix B.

Lemma 3.5.1. Let Nλ denote the number of quadrature points used to discretize

(3.5.14) via the trapezoid rule. Then, for any M/m > 1, the error of the quadrature

rule is

O

(
exp

(
−π2Nλ

2 log(M/m) + 6

))
. (3.5.15)

Therefore, our quadrature rule for the contour integral converges geometrically

in the number of quadrature points. Additionally, the number of points Nλ needed

for convergence to a specific error tolerance increases only logarithmically as (εNorb
−

εNocc)/(εNocc+1 − εNocc)→∞.
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Finally, we note that for Step 3b, rather than calculating the trace of the log, it

is more efficient to calculate the log of the determinant,

tr[ln(I − χ0(iE)v) + χ0(iE)v] = ln[det(I − χ0(iE)v)] + tr[χ0(iE)v]. (3.5.16)

This expression is nice for practical computation since it avoids the necessity of

calculating the matrix logarithm. Additionally, the determinant of a matrix may

be calculated easily via an LU decomposition, for which there are readily available

scalable codes.

3.5.3 Step 4 – Quadrature rule for the frequency integral

For the E integral, we used the following Clenshaw–Curtis quadrature [3, Eq 3.2] on

the semi-infinite interval [0,∞),

tm =
πm

N + 1
, (3.5.17)

Em = L cot2(tm/2), (3.5.18)

∫ ∞
0

f(E) dE ≈
N∑
m=1

Wmf(ym), (3.5.19)

where

Wm =
4L sin(tm)

(N + 1)(1− cos(tm))2

N∑
j=1

1

j
sin(jtm)[1− cos(jπ)], (3.5.20)

where L is a parameter that must be chosen (we used L = 10). The value of L can

affect the number of grid points needed for convergence, but this dependence is not

very sensitive. A necessary condition for the geometric convergence of this method

is that f(E) = O(E3/2) as E →∞ [3]. This is guaranteed by the following lemma.

Lemma 3.5.2. tr [ln(I − χ0(iE)v) + χ0(iE)v] = O(E−2) as E →∞.
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Proof. It is straightfoward to show that |χ0
µν(iE)| < cµνE

−1, where cµν is independent

of E. This implies ‖χ0(iE)‖F < CE−1. Then we have

‖χ0(iE)v‖2 ≤ ‖χ0(iE)v‖F

≤ ‖χ0(iE)‖F‖v‖F

≤ C‖v‖FE−1. (3.5.21)

Therefore, for E large enough, the eigenvalues of χ0(iE)v are all less than 1 in

magnitude. This justifies the Taylor series expansion in the following,∣∣tr [ln(I − χ0(iE)v) + χ0(iE)v
]∣∣ ≤ C

√
Naux‖ln(I − χ0(iE)v) + χ0v‖F

= C
√
Naux‖−

1

2
(χ0(iE)v)2 +O(χ0(iE)v)3‖F

≤ C
√
Naux‖v‖2

FE
−2 +O(E−3), (3.5.22)

where the constant C changes from line to line.

The use of Clenshaw–Curtis allows a simple and fast converging adaptive quadra-

ture rule since the points of the quadrature rule have a nice nesting property as seen

by (3.5.17).

3.6 Numerical results

0 1 2 3 4 5 6 7 8
0

1

Figure 3.3: Example of our external potential with 8 wells. White is zero, darker
is more negative.

Our numerical results use the following as the test problem. Our two dimensional

spatial grid is 10× 10Nocc equally spaced points. First, we solve for the KS orbitals
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of the periodic system with Hamiltonian H = T + V , where T = −1
2
∆ is the kinetic

energy operator and V is the external potential. The external potential consists of

Nocc Gaussian potential wells, the centers of which are randomly perturbed from the

centers of their respective 10×10 box of grid points. Then the eigenvectors of H are

used as the orbitals in the calculation of the RPA correlation energy.

3.6.1 Convergence with respect to number of orbitals

In these tests, we check the convergence of the RPA energy with respect to the

number of orbitals used in the calculation. Figure 3.4a shows the results for a system

with 4 electrons (and therefore a maximum of 400 orbitals). In Figure 3.4b, we have

scaled the entire system up by a factor of 8 (maximum of 3200 orbitals) and run

the same test. We can see by comparing the figures that the results are essentially

identical. Both the percentage of orbitals needed in the calculation for a particular

error value and the number of auxiliary basis functions (as a percentage of the number

of grid points) needed for a particular error level in the ISDF step are nearly the

same in the two cases.

In general, one would want to work in a regime where Naux is as small as possible

while still achieving sufficient accuracy. Note that if Naux ≈ Ngrid, then there is no

point in using ISDF and one would be better off using (3.4.2) instead. Figure 3.4

implies that ISDF is worth doing in the 10−2 relative error range, where we can see

from Figure 3.4, the ISDF yields an Naux significantly below Ngrid. However, this

statement is highly dependent on the number of grid points. For example, in Figure

3.5, we see that the ISDF can be worthwhile all the way down to 10−4 relative error

in the Ngrid = 1600 case. The reduction of the basis size from Ngrid to Naux (as a

proportion of the number of grid points) is amplified as the number of grid points is

increased with all other variables fixed. This is because, as will be discussed shortly,

Naux depends on Norb, not Ngrid.
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In Figure 3.5, we fix an external potential and look at the behavior of the algo-

rithm when the number of primal basis functions (grid points) is increased. Both

tests are run with Nocc = 4. One is run with Ngrid = 400 grid points and the other

with Ngrid = 1600. Therefore, the maximal number of auxiliary basis functions are

400 and 1600, respectively. We make two observations about the figure. First, the

number of auxiliary basis functions required depends only on the number of orbitals

Norb used in the calculation, until saturation occurs. That is, in both the Ngrid = 400

and Ngrid = 1600 tests, Naux is essentially the same for Norb ≤ 200, at which point

the number of auxiliary basis functions starts to max out at 400 in the smaller sys-

tem. Second, we note that the error in the two tests is mostly identical for a given

number of orbitals Norb used in the calculation. These two observations suggest

that the ISDF procedure behaves precisely how one would hope as the number of

primal basis functions (grid points) is increased. That is, (before the auxiliary basis

functions max out) the number of auxiliary basis functions and the error in EphRPA
c

depends only on Norb, and not on Ngrid. This last observation is, of course, only valid

when Ngrid is large enough and tol in the IDSF is small enough that the errors due

to the spatial discretization and the ISDF approximation are negligible compared to

the error induced by truncating the number of orbitals.

3.6.2 Cubic scaling

In this test, we show the cubic scaling behavior of the algorithm. The quartic scaling

method using traditional density fitting is also plotted for comparison. The tra-

ditional density fitting requires that we input basis functions, so we use the basis

functions {Pµ}Naux
µ=1 from the ISDF. The results from Figure 3.4 suggest that as we

scale up the system size, we can choose the number of orbitals Norb to use in the

calculation as a constant percentage of the number of grid points. So, we choose

Norb = 0.2n. We scale the system size up to a maximum of Nocc = 160. We can
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Figure 3.4: Convergence of the RPA energy with respect to the total number of
orbitals used in the calculation. Both the relative error in EphRPA

c and the number
of auxiliary basis functions used in the calculation are plotted. In the error of each
plot, the numerical result with all 400 (3200) orbitals is used as the “exact” EphRPA

c .
An error tolerance of tol = 10−4 was used in the ISDF.

see in Figure 3.6 that the cubic scaling algorithm greatly outperforms the quartic

scaling algorithm for large system sizes.
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Figure 3.5: Results with n = 400 and n = 1600 for Nocc = 4 with the same external
potential. Dotted lines are n = 400, solid lines are n = 1600. The numerical solution
with 1600 orbitals in the n = 1600 case is used as the “exact” EphRPA

c for purposes
of plotting the error. For the determination of Naux, we use tol = 10−4 in the ISDF.
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Figure 3.6: The timing results for the quartic scaling method are plotted with
solid lines, and the results for the cubic scaling method are plotted with dashed
lines. For reference, the purple and green dotted lines represent the slopes of N4 and
N3 respectively. The left figure compares the time required to calculate χ0 and the
time to perform the respective density fitting schemes for each method. The right
figure compares the total run time to calculate EphRPA

c for each method.
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4

Accelerating the particle-particle random phase
approximation

4.1 Introduction to ppRPA

The second approximation we will consider is the particle-particle random phase

approximation (ppRPA). As the name suggests, it is closely related to phRPA. In

particular, both methods come from many-body perturbation theory (MBPT). In

MBPT, ppRPA is known as the ladder approximation because it is the sum of all

the “ladder diagrams”. ppRPA was introduce to the DFT community as an ap-

proximation of the correlation energy in [27, 28]. As we will see in Section 4.2, the

derivation of ppRPA is very similar to that of phRPA: An adiabatic connection acts

as a bridge between the MBPT approximation and density functional theory.

One of the challenges of ppRPA is its O(N6) time complexity. This limits the

method to small system sizes. One work [26] lowered the time complexity of the

computation down to O(N4) using the tensor hypercontraction method; however,

the prefactor of that method is very large. In this chapter, we present an algorithm

based on a stochastic trace method that lowers the time complexity down to O(N2)
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per iteration.

4.2 Derivation via the adiabatic connection

We will derive ppRPA by starting from the adiabatic connection formula we derived

in (2.4.10). We restate the formula here for convenience.

Ec =

∫ 1

0

tr2A

[
V̂ee

(
Γ̂λ − Γ̂0

)]
dλ. (2.4.10)

In this formula, the only unknown is Γ̂λ. Just as with phRPA, we need to approximate

it somehow. The idea of the ppRPA approximation is to first rewrite Γ̂λ in terms of

the particle-particle Green’s function, which can then be approximated.

The derivation proceeds similarly to that of phRPA, except this time we write

Γ̂ in terms of the particle-particle Green’s function K̂ because K̂ contains all the

information contained in Γ̂. To be specific, Γ can be written as

〈ij, A|Γ̂|kl, A〉 = 〈ΨN
0 |â

†
kâ
†
l âj âi|Ψ

N
0 〉

=
∞∑
m=0

〈ΨN
0 |â

†
kâ
†
l |Ψ

N−2
m 〉〈ΨN−2

m |âj âi|ΨN
0 〉, (4.2.1)

where |ΨN−2
m 〉 are the energy eigenstates of the system with N−2 electrons and |ΨN

0 〉

is the ground state with N electrons. So, we can see that the two-particle density

matrix contains information about the overlap of the ground state with the states

obtained by adding two electrons to the energy eigenstates with N − 2 electrons. It

can be seen from (2.5.34) that K̂ also contains this information.

Using this observation, we can now write Γ̂ in terms of K̂. In order to do so, we

take a contour integral of the (2.5.34) which encircles all the poles of the overlaps

that we want and does not encircle any other poles of the function. We note that for

physical systems, ωN−2
m < 0 < ωN+2

m for all m. (Rigorously proving this is an open

question, but it is often assumed to be true for any physical system.) Therefore,
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we can take our contour to be a semicircle extending into the left-half plane with

its center at the origin. In order to get all the ωN−2
m , we must take the radius of

the contour to infinity. As with phRPA, we include an infinitesimal factor eEε, with

ε > 0 so that the integral converges. This yields the formal identity

− 1

2πi

∫ +i∞

−i∞
eEε〈ij, A|K̂(E)|kl, A〉 dE =

∞∑
m=0

〈ΨN
0 |â

†
l â
†
k|Ψ

N−2
m 〉〈ΨN−2

m |âiâj|ΨN
0 〉

=
∞∑
m=0

〈ΨN
0 |â

†
kâ
†
l |Ψ

N−2
m 〉〈ΨN−2

m |âj âi|ΨN
0 〉

= 〈ij, A|Γ̂|kl, A〉, (4.2.2)

where the second line uses the fact that the creation/annihilation operators anti-

commute. This implies the operator equation,

− 1

2πi

∫ +i∞

−i∞
eEεK̂(E) dE = Γ̂. (4.2.3)

Note that this can be done for any λ ∈ [0, 1], so we have

Γ̂λ = − 1

2π

∫ ∞
−∞

eEεK̂λ(iE) dE, (4.2.4)

where we also use the change of variables E → E/i so that E is now integrated over

the real line. Combining this formula with (2.4.10), we get an exact formula for the

correlation energy,

Ec = − 1

2π

∫ ∞
−∞

∫ 1

0

eEε tr2A

[
V̂ee

(
K̂λ(iE)− K̂0(iE)

)]
dλ dE. (4.2.5)

Everything so far has been exact, but we now make the only approximation in the

derivation of the ppRPA method. The approximation can be derived via Feynman

diagrams; it is called the ladder approximation of K̂. It corresponds to the equation,

K̂λ(iE) ≈ K̂0(iE) + λK̂λ(iE). (4.2.6)

72



If we repeatedly replace K̂λ in (4.2.5) with the right-hand side of (4.2.6), we obtain

Ec = − 1

2πi

∫ 1

0

∫ +i∞

−i∞
eEε tr2A

[(
K̂λ(E)− K̂0(E)

)
V̂ee

]
dE dλ

≈ − 1

2πi

∫ 1

0

∫ +i∞

−i∞
tr2A

[
λK̂0(E)V̂eeK̂λ(E)V̂ee

]
dE dλ

≈ − 1

2πi

∫ 1

0

∫ +i∞

−i∞
tr2A

[(
λK̂0(E)V̂eeK̂0(E)

+ λ2K̂0(E)V̂eeK̂0(E)V̂eeK̂0(E) + ...
)
V̂ee

]
dE dλ

= − 1

2πi

∫ 1

0

∫ +i∞

−i∞
tr2A

[
∞∑
n=2

λn−1
(
K̂0(E)V̂ee

)n]
dE dλ

= − 1

2πi

∫ +i∞

−i∞
tr2A

[
∞∑
n=2

1

n

(
K̂0(E)V̂ee

)n]
dE

=
1

2πi

∫ +i∞

−i∞
tr2A

[
ln
(
I − K̂0V̂ee

)
+ K̂0V̂ee

]
dE. (4.2.7)

This is the ppRPA formula for computing the correlation energy.

4.3 Overview of our proposed method

In this section, we outline our proposed algorithm for computing the ppRPA cor-

relation energy. Our method uses the Hutchinson trace estimation algorithm; and,

we show that each iteration of the Hutchinson algorithm can be computed in O(N2)

time.

The most obvious limiting factor in computing (4.2.7) is taking the logarithm of

the O(N2) × O(N2) matrix. The cost of this is naturally O(N6). In order to avoid

taking the log, we will approximate the log by a polynomial.

We will not dwell on the different polynomial approximations that could be used

to approximate the logarithm. In many cases, it turns out that the Taylor series
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approximation

log(1− x) + x =
∞∑
n=2

1

n
xn (4.3.1)

is good enough. This is particularly true when E is large. In that case, the eigenvalues

of K̂0 will be small, so the eigenvalues of K̂0V̂ee will also be small.

Other choices, such as Chebyshev polynomials, could be used instead; but, the

main point is that after we make the polynomial approximation, we need a way to

quickly compute terms of the form tr2A[(K̂0V̂ee)
n].

Technically, computing a polynomial would also cost O(N6), but we will be using

the Hutchinson algorithm so that only matrix-vector products are needed. This

brings the cost down to O(N4). In order to bring the cost down further, we note

that the trace over the two-particle anti-symmetric space is not a particularly nice

object from a computational point of view because it couples the basis sets for the

two particles together. So, in Section 4.4, we reformulate the trace into a trace over

a subset of H2 that is not anti-symmetric. This relaxation of the anti-symmetry

allows us to decouple the basis sets for the two particles (since the space becomes a

tensor product of two one-particle spaces). Finally, we will show in Section 4.5 that

we can lower the cost of computing this new formula down to O(N2) by creatively

modifying the Hutchinson algorithm and using the structure of the problem.

4.4 Reformulating the trace

We will now reformulate tr2A[(K̂0V̂ee)
n]. The first observation we make is that we

actually do not need to consider the operators K̂0 and V̂ee over the entire anti-

symmetric space. Instead, we only need to consider them over the subspaces spanned

by the anti-symmetric pairs of occupied orbitals and the anti-symmetric pairs of

virtual orbitals; we can ignore the mixed occupied/virtual pairs. To see this, note

that K̂0 is a diagonal operator in the anti-symmetric orbital basis, and its entries are
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nonzero only on the occupied/occupied and virtual/virtual subspaces. Therefore, we

can insert a projection onto these subspace before and after each K̂0. This has the

effect of projecting V̂ee onto these subspaces as well.

Next, we note that we can write the trace over the anti-symmetric space A2 into

a trace over the space H2. The details of this fact are given in Appendix C. Using

these two facts, we can reformulate the trace as

tr2A

[
(K̂0V̂ee)

n
]

= tr2A,occ

[
(K̂0V̂ee)

n
]

+ tr2A,vir

[
(K̂0V̂ee)

n
]

=
1

2
tr2,occ

[
(I − P̂12)(K̂0V̂ee)

n
]

+
1

2
tr2,vir

[
(I − P̂12)(K̂0V̂ee)

n
]

=
1

2
tr2,oo/vv

[
(I − P̂12)(K̂0V̂ee)

n
]

=
1

2

oo/vv∑
ij

(
〈ij|(K̂0V̂ee)

n|ij〉 − 〈ji|(K̂0V̂ee)
n|ij〉

)
, (4.4.1)

where the notation oo/vv means that only tensor products of occupied and occupied

or virtual and virtual are consider (i.e., no tensor products of occupied and virtual).

4.5 Applying the variant Hutchinson algorithm to ppRPA

In Appendix D, we show two ways of computing the trace of a monomial -- the

standard Hutchinson algorithm, and a variant that we are proposing. In Appendix D,

we show that both methods converge in expected value to the correct solution, and

we derive error bounds on the variance of each method after M iterations. The

conclusion is that if one wants the standard deviation of the estimator to be less

than ε using the standard algorithm, then one needs to use

M >
2‖A‖2n

F

ε2
(4.5.1)
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iterations. And if one wants the standard deviation to be less than ε using the variant

algorithm, then one needs to use

M >
2(3n − 1)‖A‖2n

F

ε2
(4.5.2)

iterations.

Next, we show how to apply the variant Hutchinson algorithm to the calculation

of the ppRPA correlation energy. We just have to apply the idea of the variant

Hutchinson algorithm to (4.4.1). To do this, we multiply by

Îoo/vv =

oo/vv∑
ij

|ij〉〈ij| =
occ∑
ij

|ij〉〈ij|+
vir∑
ij

|ij〉〈ij|. (4.5.3)

before each K̂0 and then use the fact that Îoo/vv can be written as

Îoo/vv = E

oo/vv∑
ijkl

|ij〉zijzkl〈kl|

 , (4.5.4)

where the {zij} are i.i.d with E[zij] = 1 and Var[zij] = 0. For concreteness, we show

the details for the case n = 2:

1

2

oo/vv∑
ij

(
〈ij|(K̂0V̂ee)

2|ij〉 − 〈ji|(K̂0V̂ee)
2|ij〉

)

=
1

2

oo/vv∑
ij

(
〈ij|Îoo/vvK̂0V̂eeÎoo/vvK̂0V̂ee|ij〉 − 〈ji|Îoo/vvK̂0V̂eeÎoo/vvK̂0V̂ee|ij〉

)

=
1

2
E

[
oo/vv∑

ijklmnop

zkl〈kl|K̂0V̂ee|mn〉wmnwop〈op|K̂0V̂ee|ij〉zij

−
oo/vv∑

ijklmnop

zkl〈kl|K̂0V̂ee|mn〉wmnwop〈op|K̂0V̂ee|ij〉zji

]
, (4.5.5)
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where z and w are random vectors with entries that are independent and have mean

zero and variance one. Additionally,
∑oo/vv

ijklmnop is shorthand for

oo/vv∑
ijklmnop

=

oo/vv∑
ij

+

oo/vv∑
kl

+

oo/vv∑
mn

+

oo/vv∑
op

. (4.5.6)

We now have a formula to which we could apply the Hutchinson algorithm. However,

each iteration would cost O(N3). We show how to speed this up in the next section.

4.5.1 O(N2) contraction

The key to accelerating (4.5.5) is to split up the i, j dependence of the randomness

in z (and likewise for w). That is, we factor zij as

zij = z
(1)
i z

(2)
j , (4.5.7)

where z(1) and z(2) are random vectors whose entries are independent and have mean

zero and variance one. After doing this, we can now separate the sums over i and

j (and likewise for k and l, m and n, and o and p). We are no longer restricted to

keeping these double sums together; and, being able to separate sums can enable

faster computation. In our case, it will reduce to the computation to O(N2) per

Hutchinson iteration. In particular, (4.5.5) becomes

1

2
E

[
oo/vv∑

ijklmnop

z
(1)
k z

(2)
l 〈kl|K̂0V̂ee|mn〉w(1)

m w(2)
n w(1)

o w(2)
p 〈op|K̂0V̂ee|ij〉z(1)

i z
(2)
j

−
oo/vv∑

ijklmnop

z
(1)
k z

(2)
l 〈kl|K̂0V̂ee|mn〉w(1)

m w(2)
n w(1)

o w(2)
p 〈op|K̂0V̂ee|ij〉z(1)

j z
(2)
i

]
. (4.5.8)

Notice, that all we really need to be able to compute are expressions of the form

oo/vv∑
ijkl

z
(1)
i z

(2)
j 〈ij|K̂0|ij〉〈ij|V̂ee|kl〉w(1)

k w
(2)
l . (4.5.9)
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Even if one looks at higher order expressions (i.e., n > 2), the formula still just

consists of products of expressions of the form (4.5.9). So, now we only need to show

how to compute (4.5.9) in O(N2) operations. In order to do this, we first need to

specify how we will break up the denominator in 〈ij|K̂0|ij〉.

We will drop the infinitesimal η term since we will be integrating along the imag-

inary axis, where the infinitesimal term is no longer needed. We will utilize the

identities ∫ ∞
0

e−at dt =
1

a
, if Re(a) > 0, (4.5.10)

−
∫ ∞

0

eat dt =
1

a
, if Re(a) < 0. (4.5.11)

Applying these to diagonal elements of (2.5.38) with E → iE, we obtain

〈ij|K̂0(iE)|ij〉 =


−1

iE − εi − εj + 2ν
, if i, j are both occupied,

1

iE − εi − εj + 2ν
, if i, j are both virtual.

=


−
∫ ∞

0

e−iEte−(ν−εi)te−(ν−εj)t dt, if i, j are both occupied,

−
∫ ∞

0

eiEte−(εi−ν)te−(εj−ν)t dt, if i, j are both virtual.

where E ∈ R. We can see that this formula splits up the dependence of i, j, and

E. The cost of this split is that they are now all coupled to t. However, a good

quadrature rule for this integral will not need very many quadrature points, so this

is much better than having i and j coupled to each other.

We are now in a position to write out a formula for (4.5.9) that can be computed

in O(N2) time. This formula is written out in (4.5.12).
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oo/vv∑
ijkl

z
(1)
i z

(2)
j 〈ij|K̂0|ij〉〈ij|V̂ee|kl〉w(1)

k w
(2)
l =

= −
∫ ∞

0

e−iEt
∫∫ ( occ∑

i

z
(1)
i e−(ν−εi)t〈i|x〉

)(
occ∑
k

w
(1)
k 〈x|k〉

)
v(x, y)

(
occ∑
j

z
(2)
j e−(ν−εj)t〈j|y〉

)(
occ∑
l

w
(2)
l 〈y|l〉

)
dx dy dE

−
∫ ∞

0

e−iEt
∫∫ ( occ∑

i

z
(1)
i e−(ν−εi)t〈i|x〉

)(
vir∑
k

w
(1)
k 〈x|k〉

)
v(x, y)

(
occ∑
j

z
(2)
j e−(ν−εj)t〈j|y〉

)(
vir∑
l

w
(2)
l 〈y|l〉

)
dx dy dE

−
∫ ∞

0

eiEt
∫∫ ( vir∑

i

z
(1)
i e−(εi−ν)t〈i|x〉

)(
occ∑
k

w
(1)
k 〈x|k〉

)
v(x, y)

(
vir∑
j

z
(2)
j e−(εj−ν)t〈j|y〉

)(
occ∑
l

w
(2)
l 〈y|l〉

)
dx dy dE

−
∫ ∞

0

eiEt
∫∫ ( vir∑

i

z
(1)
i e−(εi−ν)t〈i|x〉

)(
vir∑
k

w
(1)
k 〈x|k〉

)
v(x, y)

(
vir∑
j

z
(2)
j e−(εj−ν)t〈j|y〉

)(
vir∑
l

w
(2)
l 〈y|l〉

)
dx dy dE,

(4.5.12)

where 〈i|x〉 = ψ(x) is the ith orbital.
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Figure 4.1: Here we ran the code on the same problem, but with different degrees of
Taylor polynomials. The black lines are the exact answer for the degree n polynomial.
The colored lines are estimates from the Hutchinson iteration. We observe that
relatively few iterations were needed to converge for n = 2. More were needed for
n = 3 and n = 4. When n = 6, not enough iterations were completed to get
convergence. We note that not only do the high degree polynomials converge slower
to their respective limiting values (as would be expected), but they even converge
more slowly in absolute error than the lower degree polynomials. For example, the
n = 4 curve does not surpass the n = 3 curve until well after the n = 3 curve has
converged to its limiting value. Even worse, the n = 6 is nowhere near convergence
at the end of the 2,000,000 iterations plotted; it has not even surpassed the n = 2
curve.

Note that each of these sums can now be computed in O(N2) time (assuming

the number of quadrature points used in the t-integral is “small”). Once the sums

are all computed, the double integral can be evaluated in Fourier space at a cost of

only O(N logN) by using the Fast Fourier Transform. Therefore, (4.5.12) can be

computed in O(N2) time.
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Figure 4.2: Here we plot five realizations each of our proposed algorithm using
Gaussian and Rademacher distributions in the random vectors. The “poly limit” is
the error of the polynomial approximation used to approximate the log (in this case,
it was a cubic approximation); this is what the Hutchinson algorithm is converging
to. We observe that there does not appear to be a significant difference between the
two distributions.

4.6 Numerical results

In this section, we test some of the properties of our algorithm. We use the same test

problem as in the phRPA tests -- a grid of Gaussian wells which have been randomly

perturbed. And we again enforce periodic boundary conditions.

In Figure 4.1, we test the number of Hutchinson iterations needed versus the

degree of polynomial approximation used when approximating the log. The results

plotted are typical and illustrate something to beware of when choosing the parame-

ters. If we choose a large degree of polynomial, it will be a better approximation, but

it will take longer (possibly much longer) for the Hutchinson iteration to converge.

Note that the Hutchinson iteration takes longer to reach any given threshold when

the degree of the polynomial is higher. So, one should try to choose the degree of the

polynomial as small as possible while still maintaining the required accuracy. This

observation is consistent with our analysis, particularly (4.5.2).
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Figure 4.3: On the left, we plot the timing of the Hutchinson algorithm (per
iteration) versus the number of occupied orbitals; each line is a different degree
of polynomial approximation of the log. On the right, we plot the time versus the
degree of the polynomial, and each line is a different number of occupied orbitals. We
observe exactly what we expect: The algorithm scales quadratically in Nocc (dashed
line is O(N2

occ)), and it scales linearly in the degree of the polynomial (dashed line is
O(Npoly)).

We also test the comparison of the Gaussian random vectors versus the Rade-

macher random vectors. The results are plotted in Figure 4.2. The two types of

random vectors seem to perform similarly. This is not particularly surprising: In the

standard Hutchinson algorithm, the Rademacher vectors would only be expected to

do particularly well if the vast majority of the Frobenius norm of the matrix is on the

diagonal. The majority of the Frobenius norm is near the diagonal in our problem,

but not on the diagonal.

In Figure 4.3, we test the scaling of each Hutchinson iteration in our algorithm.

We observe exactly what we expect, the algorithm scales like O(NpolyN
2
occ). This test

was performed on a 6-core machine. We ran 100 iterations and plotted the average

time per iteration. Note that this test does not consider the number of iterations

that one would need in order to obtain a certain accuracy.

Finally, we also compare the timing of our proposed algorithm with the timing

of the O(N6) algorithm. The results are plotted in Figure 4.4. We observe that our
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Figure 4.4: We compare the timing of the O(N6) algorithm with our Hutchinson
algorithm on a 12-core machine. The results shown are for the computation at
a single E-value. We see that both algorithms take the same amount of time with
Nocc = 24, after which our algorithm would be faster. In these examples, the number
of Hutchinson iterations was chosen so that there was approximately a 1% error in
the correlation energy. The yellow and purple dashed lines are, respectively, the
references for O(N2) and O(N6).

algorithm will be faster if more than 24 orbitals are used in the calculation. We

could not run a test with more orbitals with the naive algorithm due to memory

constraints.

In Figure 4.5, we compare the memory usage of the two algorithms. In the naive

algorithm, the main memory cost is storing the K̂0V̂ee matrix, whose size is

(
(Nocc − 1)Nocc

2
+

(Nvir − 1)Nvir

2

)
×
(

(Nocc − 1)Nocc

2
+

(Nvir − 1)Nvir

2

)
. (4.6.1)

That is, the matrix K̂0V̂ee contains O(N4) entries. In order to compute the determi-

nant, an LU factorization must be performed on a matrix of this size; but, this can

be done in place, so it does not add to the memory cost. Our proposed algorithm is

much less memory intensive. The biggest memory storage cost is storing the Kohn-
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Figure 4.5: We plot the memory requirements of the naive algorithm and of our
proposed algorithm. Memory requirements are plotted for a system with Nvir =
20Nocc, Ngrid = 36Nocc, and all matrix entries are assumed to be complex doubles.
We observe that our proposed algorithm requires far less memory regardless of the
system size.

Sham orbitals. This requires NgridNorb matrix entries. Therefore, our algorithm is

only O(N2) in its memory usage. As Figure 4.5 shows, this is a substantial improve-

ment that allows the computation of much larger system sizes than would be possible

with the naive algorithm.
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5

Conclusion

In Chapter 3, we have presented a new cubic scaling algorithm for the computation

of the phRPA correlation energy. The key of the algorithm was to separate the

dependence on j and k in the denominator of (3.2.12). This allows a natural cubic

scaling method. However, in order to further reduce the computational cost, we

employed the ISDF in analogy to how density fitting is used in the quartic algorithm.

Another key idea to keep the computational cost down was to take advantage of the

periodic and analytic nature of the function in the contour integral, which resulted

in a geometrically convergent nested quadrature rule based on the simple trapezoid

rule.

It is worth noting that the algorithm presented is highly parallelizable. Step 1,

the ISDF, is composed of linear algebra routines which can be parallelized. It is clear

that Steps 2 and 3a can be parallelized. Step 3b is parallelizable using the comment

at the end of Section 3.5.2. There is no need to parallelize Step 4 as it is a simple

one dimensional integral, but the Step 3 computations for each quadrature point ωm

could also be done in parallel.

Future directions include a parallel implementation of the algorithm, as well as
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implementation into scientific software. Another direction would be to look into the

analytic properties of χ0(iω). It would also be interesting to apply the ISDF to the

Laplace transform method for cubic scaling RPA algorithms.

In Chapter 4, we presented a novel fast algorithm for the computation of the

ppRPA correlation energy. The algorithm combines a modification of the Hutchinson

algorithm along with the structure of the problem to reduce the cost to O(N2) per

Hutchinson iteration. As with the phRPA algorithm, a contour integral was used

to break up the i and j dependence in the denominator. The algorithm presented

for ppRPA is even more parallelizable than the one for phRPA since it is based on

the Hutchinson algorithm, which is embarrassingly parallelizable. So, our algorithm

should work especially well on highly parallel architectures.

Future directions include a high performance parallel implementation of the algo-

rithm. It would also be interesting to explore the mathematical/physical reason that

eigenvalues of K̂0V̂ee can be close to one, since this is the regime where our algorithm

requires a high degree polynomial approximation, which is very costly.
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Appendix A

Density matrices

In this appendix, we state the definitions of the density matrices -- in both first and

second quantization -- and provide interpretations of them and proofs of some of

their properties. Note that here we only consider density matrices of pure states.

One can also consider mixed states, where the density matrix is a linear combination

of pure state density matrices, with weights corresponding to the probabilities of the

system being in each pure state.
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A.1 First quantization

Given a wavefunction |Ψ〉 ∈ An, the first, second, and kth order density matrices are

defined as

〈y|ρ|x〉 = n

∫
Ψ∗(x, z2, ..., zn)Ψ(y, z2, ..., zn) dz2 · · · dzn, (A.1.1)

〈y1y2, A|Γ̂|x1x2, A〉

= n(n− 1)

∫
Ψ∗(x1, x2, z3, ..., zn)Ψ(y1, y2, z3, ..., zn) dz3 · · · dzn, (A.1.2)

〈y1...yk, A|Γ̂(k)|x1...xk, A〉

=
n!

(n− k)!

∫
Ψ∗(x1, ..., xk, zk+1, ..., zn)Ψ(y1, ..., yk, zk+1, ..., zn) dzk+1 · · · dzn,

(A.1.3)

where Ψ(x1, ..., xn) = 〈x1...xn|Ψ〉. Note the ordering of the x’s and y’s.

A.2 Second quantization

In first quantization, we could only deal with a wavefunction with a fixed number

of electrons. However, in second quantization, we can deal with wavefunctions that

consist of a superposition of different numbers of electrons. The definitions of the

density matrices in second quantization are consistent with the definitions given

above; but, they also extend to the case where |Ψ〉 does not have a deterministic

number of electrons. The definitions are

〈y|ρ̂|x〉 = 〈Ψ|ψ̂†(x)ψ̂(y)|Ψ〉, (A.2.1)

〈y1y2, A|Γ̂|x1x2, A〉 = 〈Ψ|ψ̂†(x1)ψ̂†(x2)ψ̂(y2)ψ̂(y1)|Ψ〉, (A.2.2)

〈y1...yk, A|Γ̂(k)|x1...xk, A〉 = 〈Ψ|ψ̂†(x1) · · · ψ̂†(xk)ψ̂(yk) · · · ψ̂(y1)|Ψ〉. (A.2.3)

These definitions hold for any |Ψ〉 ∈ FA. Note the ordering of the x’s and y’s.
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Next, we show that these definitions are, in fact, consistent with the definitions

given in first quantization. We start with the first order density matrix. Let |Ψ〉 ∈

An. Then,

〈Ψ|ψ̂†(x)ψ̂(y)|Ψ〉 =
1

(n− 1)!

∫
〈Ψ|ψ̂†(x)|z2...zn, A〉〈z2...zn, A|ψ̂(y)|Ψ〉 dz2 · · · dzn

=
1

(n− 1)!

∫
〈Ψ|z2...znx,A〉〈z2...zny, A|Ψ〉 dz2 · · · dzn

= n

∫
〈Ψ|z2...znx〉〈z2...zny|Ψ〉 dz2 · · · dzn

= n

∫
〈Ψ|xz2...zn〉〈yz2...zn|Ψ〉 dz2 · · · dzn

= n

∫
Ψ∗(x, z2, ..., zn)Ψ(y, z2, ..., zn) dz2 · · · dzn, (A.2.4)

where we used (2.1.22), (2.1.23), and the fact that Ψ is anti-symmetric.

We can perform a similar calculation for the second order reduced density matrix.

〈Ψ|ψ̂†(x1)ψ̂†(x2)ψ̂(y2)ψ̂(y1)|Ψ〉

=
1

(n− 2)!

∫
〈Ψ|ψ̂†(x1)ψ̂†(x2)|z3...zn, A〉〈z1...zn−2, A|ψ̂(y2)ψ̂(y1)|Ψ〉 dz3 · · · dzn

=
1

(n− 2)!

∫
〈Ψ|z2...znx2x1, A〉〈z3...zny2y1, A|Ψ〉 dz3 · · · dzn

= n(n− 1)

∫
〈Ψ|z3...znx2x1〉〈z3...zny2y1|Ψ〉 dz3 · · · dzn

= n(n− 1)

∫
〈Ψ|x1x2z3...zn〉〈y1y2z3...zn|Ψ〉 dz3 · · · dzn

= n(n− 1)

∫
Ψ∗(x1, x2, z3, ..., zn)Ψ(y1, y2, z3, ..., zn) dz3 · · · dzn. (A.2.5)

The calculation for higher order density matrices proceeds analogously.
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A.3 Density matrix as an operator

So far, we have only defined the matrix entries of the density matrices. However,

using the general form of an operator in first or second quantization, we can write

the the density matrices into the form of an abstract operator. In first quantization,

we can define the first, second, and kth density matrix operator on, respectively, the

one, two, and k-body fermionic space by simply inserting a completeness relation

before and after the operator.

ρ̂ =

∫
|y〉〈y|ρ̂|x〉〈x| dx dy (A.3.1)

Γ̂ =

∫
x1<x2
y1<y2

|y1y2, A〉〈y1y2, A|Γ̂|x1x2, A〉〈x1x2, A| dx1 dx2 dy1 dy2 (A.3.2)

Γ̂(k) =

∫
x1<...<xk
y1<...<yk

|y1...yk, A〉〈y1...yk, A|Γ̂(k)|x1...xk, A〉〈x1...xk, A| dx1 · · · dxk dy1 · · · dyk

(A.3.3)

where the matrix elements are defined by (A.2.1), (A.2.2), and (A.2.3).

By using the second quantization formalism, we can define these operators on the

entire Fock space. They are

ρ̂ =

∫
ψ̂†(y)〈y|ρ̂|x〉ψ̂(x) dx dy (A.3.4)

Γ̂ =

∫
x1<x2
y1<y2

ψ̂†(y2)ψ̂†(y1)〈y1y2, A|Γ̂|x1x2, A〉ψ̂(x1)ψ̂(x2) dx1 dx2 dy1 dy2 (A.3.5)

Γ̂(k) =

∫
x1<...<xk
y1<...<yk

ψ̂†(yk) · · · ψ̂†(y1)〈y1...yk, A|Γ̂(k)|x1...xk, A〉ψ̂(x1) · · · ψ̂(xk) dx1 · · · dxk dy1 · · · dyk

(A.3.6)
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A.4 Expectation value of operators

The main purpose for defining density matrices is their use in computing the expec-

tation value of operators. The expectation value of a k-body operator Ô(k) can be

computed by taking the trace over Ak of the product of the operator with the kth

order density matrix. In particular, for one, two, and k body operators, we have

〈Ψ|Ô(1)|Ψ〉 = tr1[Ô(1)ρ̂], (A.4.1)

〈Ψ|Ô(2)|Ψ〉 = tr2A[Ô(2)Γ̂], (A.4.2)

〈Ψ|Ô(k)|Ψ〉 = trkA[Ô(k)Γ̂(k)]. (A.4.3)

It is easy to see that these formulas are true by rewriting Ô(k) on the left-hand side

using (2.2.13). In fact, the density matrices are defined as they are so that these

statements are true.

A.5 Interpretation

The diagonals of the density matrices have nice physical interpretations that are

inherited from the probabilistic interpretation of the wavefunction. To be specific,

recall what the Born Rule in quantum mechanics states: Suppose the quantum

system is described by the wavefunction |Ψ〉 (which we always assume is normalized

to one). Then if we measure the position of all the particles, the probability density

that the first particle is at x1, the second particle is at x2, and so on is given by

〈x1...xn|Ψ〉. However, since the particles are indistinguishable, if we want to find the

probability density of finding one particle in each of the positions x1, x2, ..., xn, then

we have to add up all the different orderings in which we could detect them. By

using the anti-symmetry of the wavefunction, this is just

P(electron at each of x1, x2, ..., xn) = n! |Ψ(x1, ..., xn)|2. (A.5.1)
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Let’s examine the diagonal of the first order reduced density matrix. It is called

the one-electron density and it is

ρ(x) = 〈x|ρ̂|x〉

= n

∫
|Ψ(x, z2, ..., zn)|2 dz2 · · · dzn

= P(an electron at x). (A.5.2)

We now explain the last equality. If we measure the locations of all the electrons,

the probability that we find one at x is the sum of the probabilities that one of the

electrons is measured to be at x and the rest are measured to be somewhere else.

The integral in (A.5.2) gives the probability that Electron 1 is at x; and, the factor

of n outside the integral takes into account the fact that it could have been any of

the n indistinguishable electrons that was measured to be at x.

The diagonal of the two-electron density has a similar interpretation.

〈xy,A|Γ̂|xy,A〉 = n(n− 1)

∫
|Ψ(x, y, z3, ..., zn)|2 dz3 · · · dzn

= P(one electron at x and one at y). (A.5.3)

Again, without the constant multiple out front, the integral would just be the prob-

ability that Electron 1 is at x and Electron 2 is at y. But, there are n(n− 1) ways to

place the x and y with respect to the n different labels, so the factor out front takes

this into account.
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Appendix B

Derivation of Algorithm 3

In this Appendix, we first rigorously derive Algorithm 3. Then we conclude by

proving Lemma 3.5.1.

Recall from Section 3.5.2 that we wish to find the lowest point of the purple

curve in the t-plane. We do this now. First, we note that (3.5.12) is a Möbius

transformation and therefore its inverse maps the imaginary line to a generalized

circle in the u-plane. In particular, it maps the upper half imaginary line in the z-

plane to the upper semicircle with radius k−1 centered at the origin (the purple curve

in Figure 3.2b). To map this semicircle back to the t-plane, we note the formula for

the inverse of sn(t), [2, Chapter 11.3]

sn−1(u|k2) =

∫ u

0

ds√
(1− s2)(1− k2s2)

. (B.0.1)

Then we can use basic calculus to minimize Im
[
sn−1(k−1eiθ)

]
over 0 ≤ θ ≤ π.

d

dθ
Im
[
sn−1(k−1eiθ)

]
= Re

[
k−1
√

cos(2θ)− 1− k−2 + (k−2 − 1)e−2iθ

(1 + k−4 − 2k−2 cos(2θ))(2− 2 cos(2θ))

]
. (B.0.2)
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This expression is zero if and only if the expression under the radical is nonpositive.

Since the imaginary part of the expression under the radical must be zero, we require

θ ∈ {0, π/2, π}. 0 and π correspond to the corners of the rectangle, so this means that

θ = π/2 must give us the minimum imaginary part of points along the purple curve.

In conclusion, we choose our quadrature points in the t-rectangle with imaginary

part given by

1

2
Im
[
sn−1(ik−1)

]
=

1

2
Im

∫ ik−1

0

ds√
(1− s2)(1− k2s2)

=
1

2

∫ k−1

0

ds√
(1 + s2)(1 + k2s2)

. (B.0.3)

This integral must be carried out numerically. However, it is simple and only needs

to be done once at the beginning of the algorithm, so we just use the midpoint rule.

We also note that we can easily remove any guess work here by proving a practically

useful bound which can be obtained via the standard error analysis for the midpoint

rule. First let

g(s) =
1

(1 + s2)(1 + k2s2)
. (B.0.4)

Then computation shows

g′′(s) =
6k4s6 + 5k4s4 + 2k4s2 + 5k2s4 − 2k2s2 − k2 + 2s2 − 1

[(1 + s2)(1 + k2s2)]5/2
. (B.0.5)

By noting 0 ≤ k < 1 and 0 ≤ sk ≤ 1, we have

|g′′(s)| ≤ 13s2 + 11

(1 + s2)5/2
. (B.0.6)
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Using the fact that the right hand side of (B.0.6) is decreasing on [0,∞),∣∣∣∣∣
∫ k−1

0

g(s) ds− h
J∑
j=1

f(sj+1/2)

∣∣∣∣∣ ≤ 1

24
h3

J∑
j=1

|f ′′(ξj)|

≤ 1

24
h3

(
13h2 + 11 +

1

h

∫ k−1−h

0

|f ′′(s)| ds

)

≤ 1

24
h3

(
13h2 + 11 +

1

h

∫ k−1

0

13s2 + 11

(1 + s2)5/2
ds

)

=
1

24
h3

(
13h2 + 11 +

35k−3 + 33k−1

3h(1 + k−2)3/2

)

≤ 1

24
h3

(
13h2 + 11 +

35

3h

)
, (B.0.7)

where the last line uses the fact that the preceding line is a strictly increasing function

of k−1. This estimate implies that a mesh size of 1/100 guarantees an accuracy of

10−4. Considering the fact that if the value of this integral is off by a little it will

only slightly change the convergence rate, this is sufficiently accurate.

We conclude this discussion of the quadrature rule with some brief analytic re-

sults, including the proof of Lemma 3.5.1. First, we note that in a realistic system,

M/m � 1 which implies k ≈ 1. This guarantees that using the midpoint rule to

calculate I will not require more than about 100 grid points. Next, we note that

I > K ′/4. This can be seen by showing that the circle with radius k−1/2 centered at

the origin in the u-plane maps to the horizontal line with imaginary part K ′/2 in the

t-plane. Before proving this statement, let’s see why this implies I > K ′/4. First,

note that 1 < k−1/2 < k−1. Therefore, the circle with radius k−1/2 in the u-plane

must map between the purple and red curves in the t-plane. This means that the

purple curve cannot go any lower than K ′/2, which implies I > K ′/4. To show that

the aforementioned circle maps to a line with constant imaginary part, it is enough
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to show

Im

∫ k−1/2eiθ2

k−1/2eiθ1

ds√
(1− s2)(1− k2s2)

= Re

∫ θ2

θ1

k−1/2
√

2 cos(2θ)− k−1 − k√
(1− 2k−1 cos(2θ) + k−2)(1− 2k cos(2θ) + k2)

dθ, (B.0.8)

is equal to zero for all 0 ≤ θ1 ≤ θ2 ≤ π. It is easily verified that (for 0 < k < 1)

the denominator on the right is always positive and the numerator is always a pure

imaginary number. Therefore, the integrand is always purely imaginary, which proves

the claim. Finally, the imaginary part of the line is K ′/2 since sn−1(ik−1/2) = iK ′/2

[6, Table 22.5.2].

Now following [9] and using the fact that I > K ′/4, we have that for any M/m >

1, the error of the quadrature rule is

O

(
exp

(
−π2Nλ

2 log(M/m) + 6

))
. (B.0.9)
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Appendix C

Trace over the two-particle anti-symmetric space

In this appendix, we show how the trace over the two-particle anti-symmetric space

(A2) can be written into a trace over the full two-particle space (H2). We find

multiple reasons to do this in this work. One intuitive reason that one might want

to do this is because the anti-symmetric space is not nice to work with from a

computational perspective -- the indices of the two spaces are coupled together.

Conversely, in the full two-particle space, the indices are no longer coupled together,

which allows for more efficient computational strategies.

We often work with operators on the anti-symmetric space A2. However, as we

have seen in Chapter 2, we can extend these operators to H2. Such an extension is

not unique; however, we note that the formula (C.0.1) that we will derive is valid for

any such extension.

We now derive the aforementioned formula. Given any operator B̂ defined on

the two-particle space and any orthonormal basis {|i〉} of the one-particle space, we
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have

tr2A[B̂] =
∑
i<j

〈ij, A|B̂|ij, A〉

=
∑
i<j

(
〈ij| − 〈ji|√

2

)
B̂

(
|ij〉 − |ji〉√

2

)

=
1

2

∑
i<j

(
〈ij|B̂|ij〉 − 〈ji|B̂|ij〉 − 〈ij|B̂|ji〉+ 〈ji|B̂|ji〉

)

=
1

2

∑
i<j

(
〈ij|B̂|ij〉 − 〈ji|B̂|ij〉

)
+

1

2

∑
i<j

(
〈ji|B̂|ji〉 − 〈ij|B̂|ji〉

)

=
1

2

∑
i<j

(
〈ij|B̂|ij〉 − 〈ji|B̂|ij〉

)
+

1

2

∑
j<i

(
〈ij|B̂|ij〉 − 〈ji|B̂|ij〉

)

=
1

2

∑
i 6=j

(
〈ij|B̂|ij〉 − 〈ji|B̂|ij〉

)

=
1

2

∑
i,j

(
〈ij|B̂|ij〉 − 〈ji|B̂|ij〉

)
(since the i = j term will cancel out)

=
1

2

∑
i,j

〈ij|(Î − P̂12)B̂|ij〉

=
1

2
tr2

[
(Î − P̂12)B̂

]
, (C.0.1)

where P̂12 is the permutation operator which switches the indices,

P̂12 =
∑
ij

|ij〉〈ji|. (C.0.2)

In conclusion, the trace over the two-particle anti-symmetric subspace can be written

as half of the trace over the full two-particle space with a permutation operator. That

is, it can be written such that the sums over i and j are decoupled.
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Appendix D

Hutchinson algorithm for polynomials

In this appendix, we consider the problem of computing the trace of integer powers

of a square matrix A using the Hutchinson algorithm. We analyze the standard

algorithm as well as a variant that will be useful for our ppRPA method.

D.1 Standard algorithm

The standard Hutchinson algorithm computes tr[A] via

tr[A] = E[zTAz], (D.1.1)

where {zi} are some sort of random vectors. The randomness in the vectors zi can

be chosen in many ways. For simplicity, we will consider the following restriction on

the vectors zi: Each entry of the vectors is an independent identically distributed

random variable. This assumption covers two very popular choices -- i.i.d. Gaussian

random entries and i.i.d. Rademacher1 random entries.

1 The Rademacher distribution is where each of +1 and −1 has probability 1/2.
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D.1.1 Expected value

We now prove that (D.1.1) holds (under certain assumptions on z). In particular, we

require that the entries of z have mean zero and variance one. We have also assumed

that they are independent, so we have

E[z2
i ] = 1, E[zizj] = 0, for i 6= j. (D.1.2)

From this, it directly follows that

E[zzT] = I, (D.1.3)

where I is the identity matrix. From this identity, it is now easy to derive (D.1.1):

tr[A] = tr[AI]

= E[tr[AzzT]]

= E[zTAz]. (D.1.4)

D.1.2 Variance

While knowing that the expected value will give the correct answer is good, the more

interesting question is how quickly do we converge to the expected value by taking

samples? That is, if we use the formula

tr[A] ≈ 1

M

M∑
i=1

zTi Azi, (D.1.5)

then how large should we expect the error to be? And, how large should we have

to take M? [Notation note: Sometimes we use zi to denote the ith vector (as in

(D.1.5)), and sometimes we use it to denote the ith entry of the vector z. What is

meant should be clear from context.]

The answers to these questions can be obtained by examining the variance of the
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right hand side of (D.1.5). The variance is

Var

[
1

M

M∑
i=1

zTi Azi

]
=

1

M2

M∑
i=1

Var[zTi Azi]

=
1

M
Var[zTAz], (D.1.6)

where in the last line we have used the fact that the z vectors all have the same

distribution. This formula tells us that we only need to compute the variance of a

single sample:

Var[zTAz] = E[(zTAz)2]− E[zTAz]2

= E[zTAzzTAz]− tr[A]2. (D.1.7)

In order to obtain a nice formula, the only thing left to compute is the expectation of

zTAzzTAz. The computation is a little tedious, but we reproduce it below. Before

we do so, note that E[zizjzkzl] = 0 if any of the i, j, k, l is different from the other

three (since they are independent and have mean zero). Also, we denote the fourth

moment of the entries by µ4.

E[zTAzzTAz] =
∑
ijkl

E[ziAijzjzkAklzl]

=
∑

i=j 6=k=l

AiiAkk +
∑

i=k 6=j=l

AijAij +
∑

i=l 6=j=k

AijAji + µ4

∑
i=j=k=l

A2
ii

= tr[A]2 + tr[ATA] + tr[A2] + (µ4 − 3)
∑
i

A2
ii (D.1.8)

The −3 in the last term comes from the fact that we had to add that term into each

of the other sums in order to get the nice trace expressions. Plugging this back into

the previous expression, we obtain our final formula for the variance,

Var

[
1

M

M∑
i=1

zTi Azi

]
=

1

M

(
tr[ATA] + tr[A2] + (µ4 − 3)

∑
i

A2
ii

)
. (D.1.9)
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For Gaussian random variables, µ4 = 3, and for Rademacher random variables,

µ4 = 1. Using the Cauchy-Schwartz inequality with Frobenius inner product, we can

see that with Gaussian random vectors,

Var

[
1

M

M∑
i=1

zTi Azi

]
≤ 2‖A‖2

F

M
(D.1.10)

Additionally, if we want to use this algorithm to compute the trace of An, then the

variance has an analogous bound,

Var

[
1

M

M∑
i=1

zTi A
nzi

]
≤ 2‖A‖2n

F

M
. (D.1.11)

It is a simple calculation to show that if we want the standard deviation of the

estimate (D.1.5) to be less than ε, then the number of samples we need is

M >
2‖A‖2n

F

ε2
. (D.1.12)

D.2 Variant algorithm for polynomials

In this section, we analyze a variant of the Hutchinson algorithm for computing

tr[An] that only requires the computation of terms like zTAz. That is, we never have

to compute zTAmz for any m 6= 1. This fact is crucial in our method for computing

the ppRPA correlation energy.

The variant algorithm computes the trace via

tr[An] = E[zT1 Az2z
T
2 Az3 · · · zTn−1Aznz

T
nAz1] (D.2.1)

D.2.1 Expected value

In order to prove (D.2.1), we will again assume that the entry of each random vector

is an i.i.d. random variable with mean zero and variance one. We will again call the
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fourth moment µ4. Proving (D.2.1) is then a straightforward application of (D.1.3).

tr[An] = tr[IAIA · · · IA]

= E[tr[z1z
T
1 Az2z

T
2 A · · · znzTnA]]

= E[zT1 Az2z
T
2 Az3 · · · zTn−1Aznz

T
nAz1].

D.2.2 Variance

As with the standard Hutchinson algorithm, we want to compute the variance of

the estimator so that we can know how many samples we need. The computation

proceeds analogously to that for the standard Hutchinson algorithm. However, the

details are substantially more tedious. We will go through the n = 2 case in some

detail in order to introduce some notation so that we can generalize more easily.

As before, we only need to compute the variance for a single sample because

Var

[
1

M

M∑
i=1

xTi Ayiy
T
i Axi

]
=

1

M
Var[xTAyyTAx]. (D.2.2)

We have used x and y for the random vectors instead of z1 and z2 in order to make

the following a little clearer. Also as before, the variance can be split into two parts,

Var[xTAyyTAx] = E[xTAyyTAxxTAyyTAx]− tr[A2]2. (D.2.3)

So, we only have to find a nicer expression for the first term. Let us first write it out

similar to before,

E[xTAyyTAxxTAyyTAx] =
∑
ijkl
i′j′k′l′

E[xiAii′yi′yj′Aj′jxjxkAkk′yk′yl′Al′lxl]. (D.2.4)

Next we note that if any of the i, j, k, l is different from all the others, then the

term is zero (since the x’s are independent with mean zero). Likewise, if any of the

i′, j′, k′, l′ is different from all the others, then the term is zero. Therefore, if the term
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is nonzero, it must be that either all of i, j, k, l are the same or there are two pairs

which are the same. Likewise with i′, j′, k′, l′. Using this fact, we will now introduce

some notation that will greatly simplify the rest of the calculation. First, we number

these different cases as

(1) i = j = k = l, i′ = j′ = k′ = l′

(2) i = j 6= k = l, i′ = j′ 6= k′ = l′

(3) i = k 6= j = l, i′ = k′ 6= j′ = l′

(4) i = l 6= j = k, i′ = l′ 6= j′ = k′

(D.2.5)

In order for a term in (D.2.4) to be nonzero, one of the four conditions on the left

must be true and one of the conditions on the right must be true. We use an ordered

pair to denote the sum of all the terms which satisfy those conditions. For example,

if condition 4 on the left and 3 on the right are true, then we write∑
i=l 6=j=k
i′=k′ 6=j′=l′

E[xiAii′yi′yj′Aj′jxjxkAkk′yk′yl′Al′lxl] =
∑
i 6=j
i′ 6=j′

Aii′Aj′jAji′Aj′iE[x2
ix

2
jy

2
i′y

2
j′ ]

=
∑
i 6=j
i′ 6=j′

Aii′Aj′jAji′Aj′i

= (4, 3). (D.2.6)

In this case, the E[·] term on the right was just equal to 1; but, when this is not the

case, we will not include this term in the ordered pair. For example, when condition 1

on the left is satisfied and condition 2 on the right is satisfied, then∑
i=j=k=l
i′=j′ 6=k′=l′

E[xiAii′yi′yj′Aj′jxjxkAkk′yk′yl′Al′lxl] =
∑
i

i′ 6=k′

Aii′Ai′iAik′Ak′iE[x4
i y

2
i′y

2
k′ ]

= µ4

∑
i

i′ 6=k′

Aii′Ai′iAik′Ak′i

= µ4(1, 2). (D.2.7)

To be clear, (1, 2) is variable name for a number; it is not a vector.
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Using this notation, we can now write (D.2.4) as

E[xTAyyTAxxTAyyTAx] = µ2
4(1, 1)

+ µ4[(1, 2) + (1, 3) + (1, 4) + (2, 1) + (3, 1) + (4, 1)]

+ (2, 2) + (2, 3) + (2, 4) + (3, 2) + (3, 3) + (3, 4)

+ (4, 2) + (4, 3) + (4, 4). (D.2.8)

The next observation is that all the terms {(a, b)}a=2,3,4
b=2,3,4

are very close to traces of

products of A and/or AT. For example, we showed before that

(4, 3) =
∑
i 6=j
i′ 6=j′

Aii′Aj′jAji′Aj′i. (D.2.9)

Notice that if we summed over all indices (i.e., did not require that i 6= j and

i′ 6= j′, then we would get tr[AATATA]. This happens for all terms {(a, b)}a=2,3,4
b=2,3,4

because the indices all come in pairs. Therefore, they form a chain (in this case

i → i′ → j → j′ → i) that ends up back where it started. From this observation,

it is clear that if we summed over all indices, we would get a product of traces of

products of A and AT. So, we can write (4, 3) as this nice trace if we add in the

missing terms. If we do this, we obtain

(4, 3) = tr[AATATA]− (1, 4)− (4, 1)− (1, 1). (D.2.10)

It is easy to see that this pattern of what needs to be added in holds more generally.

In particular, for a, b = 2, 3, 4, we have,

(a, b) = (products of traces of products of A and AT)− (1, b)− (a, 1)− (1, 1).

(D.2.11)

Therefore, each (1, b)b=2,3,4 will get subtracted precisely 3 times. Likewise for (a, 1).
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And, (1, 1) will get subtracted 9 times. Therefore, we can rewrite (D.2.8) as

E[xTAyyTAxxTAyyTAx] = (9 products of traces of products of A and AT)

+ (µ4 − 3)[(1, 2) + (1, 3) + (1, 4) + (2, 1) + (3, 1) + (4, 1)]

+ (µ2
4 − 32)(1, 1). (D.2.12)

Note that if µ4 = 3, which it does for the Gaussian distribution, then we are only

left with the products of traces of products of A and AT. In particular, at least one

of them (e.g., (2, 2)) will be tr[A2]2, so it will cancel with the other term in (D.2.3).

For the rest of these terms, note that none of them will contain a factor tr[A] or

tr[AT] because the primed and unprimed indices are set equal to each other in our

four conditions in (D.2.5). Therefore, we can use the Cauchy-Schwartz inequality on

the Frobenius inner product to bound each of these terms by ‖A‖4
F . Combining all

of this together and using the Gaussian distribution, we obtain our final result,

Var

[
1

M

M∑
i=1

xTi Ayiy
T
i Axi

]
≤ 8‖A‖4

F

M
. (D.2.13)

Now that we have gone through the details for the n = 2 case, it is straightforward

to generalize to higher values of n. In that case, (D.2.8) becomes

E

( n∏
i=1

ziAzi+1

)2
 =

n∑
k=0

µk4
∑

exactly k of
the ai are 1

(a1, a2, ..., an), (D.2.14)

where zn+1 = zi. As with the n = 2 case, the interesting terms are when k = 0.

In this case they are again products of traces of products of A and AT if you sum

over all the indices. The terms you add back in are all terms that can be created by

changing entries of (a1, ..., an) to ones. Therefore, if a term (a1, ..., an) has k entries

which are 1, then it will get subtracted 3k times. This observation gives us the
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generalization of (D.2.12),

E

( n∏
i=1

zTi Azi+1

)2
 = (3n products of traces of products of A and AT)

+
n∑
k=1

(µk4 − 3k)
∑

exactly k of
the ai are 1

(a1, a2, ..., an)

Again, at least one of these terms will be tr[An]2 to cancel with the other term

when computing the variance. (If the same numbering system is used as above, then

(2, 2, ..., 2) will give one of these terms.) Using the Cauchy-Schwartz inequality, we

can bound each of the remaining 3n − 1 products of traces of products of A and AT

by ‖A‖2n
F . Also, note that if we use Gaussian random variables, then (µk4 − 3k) = 0

for all k. So, finally, we have a simple bound on the variance,

Var

[
1

M

M∑
i=1

n∏
j=1

zTj,iAzj+1,i

]
≤ (3n − 1)‖A‖2n

F

M
. (D.2.15)

where zj,i denotes the ith sample of the vector zj. If we compare this with (D.1.11), we

see that for a monomial of order n, the variant Hutchinson algorithm has a variance

which is 3n−1
2

as large as the variance for the standard Hutchinson algorithm. We can

also compute the number of samples needed to bring the standard deviation below ε,

M >
(3n − 1)‖A‖2n

F

ε2
. (D.2.16)

Comparing this with (D.1.12), we see that the variant Hutchinson algorithm requires

3n−1
2

as many samples as the standard Hutchinson algorithm for the same accuracy

level.
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