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Abstract

The Transformer [1] has demonstrated superior performance in various natural lan-
guage processing (NLP) tasks, including machine translation [2], language under-
standing [3], and text generation [4]. The proposed multihead attention mechanism
provides strong flexibility for fusing contextual information and therefore facilitates
long-range relation modeling. Further, Transformers have proved effective for learning
universal knowledge at scale, and representative models are BERT [5], GPT [6, 7, 8],
and their subsequent variants [9, 10, 11, 12, 13]. It is observed that the Transformer
is more tolerant to the convergence plateau and is capable of scaling to more than

one hundred billion parameters.

Despite these advances, we believe that the Transformer can be further pushed
toward the two extremes of knowledge learning: expert knowledge and universal
knowledge. On the one hand, professional knowledge, such as medical knowledge
accumulated by humans through a large amount of education and practice, plays
a vital role in professional disciplines. However, due to the various forms of expert
knowledge (e.g., knowledge graphs, textual templates, and tables of statistics) and
the need to develop different Transformer models to deal with different forms of
knowledge, there is an urgent need for a unified framework to efficiently encode and
decode different types of knowledge. On the other hand, learning universal knowledge
requires substantial training data and a large model size to absorb the information
from unlabeled data in a self-supervised manner. However, the existing self-supervised
language models [5, 6, 7, 8] lack a structured encoding of the input and therefore
fail to generate plausible text in a controllable way. Moreover, learning from high-
dimensional input, such as image pixels, is challenging for the Transformer due to the

heavy computational consumption and sparse semantic information represented by

v



the pixels [14].

In this proposal, we address these challenges by rst de ning a uni ed formulation
for acquiring both expert and universal knowledge and then developing several
novel Transformer models and their variants, including the Graph Transformers,
the Variational Autoencoders (VAES) implemented by the Transformer architecture,
and the Visual-Linguistic Masked Autoencoders (VL-MAES) for learning visual
representation with additional language supervision. Finally, the techniques developed
within this proposal will alleviate the burden and lower the entry bar of learning with
universal knowledge and expertise for ML researchers and practitioners. They will

also reduce the cost of research.
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Chapter 1

Introduction

1.1 Overview

In recent years, the Transformer]] has stood out by demonstrating superior perfor-
mance in various natural language processing (NLP) tasks, such as machine transla-
tion [2], language understandingd], and text generation f]. The proposed multihead
attention mechanism provides strong exibility for fusing contextual information and
thus facilitates long-range relation modeling. Further, Transformers have proved
powerful for learning universal knowledge at scale. BERT] rst proposes encod-
ing language bidirectionally using a Transformer encoder and predicting masked
tokens, while GPT [6, 7, 8] trains a Transformer decoder to predict the next words.
To facilitate e ective and e cient pre-training using the Transformer (in whole or

in part) in this direction, algorithms and machine learning (ML) models, such as
the multitask learner GPT-2 [7], the language model GPT-3§], the robustly opti-
mized RoBERta P], the sample-e cient Electra [12], the big transferable pre-trained
BiT [15], and Vision Transformer (ViT)|the rst pre-trained Transformer for visual
representation [Lg)|have been created. These large-scale models have proved superior
in acquiring universal human knowledge from the massive scale of unlabeled data and
well-designed self-supervised learning (SSL) objectives, achieving new state-of-the-art
performance on many downstream NLP and computer vision (CV) tasks, such as
machine translation, language modeling, language understanding, question answering,

and image classi cation [5, 10, 17, 18].



Despite these advances, we believe that it is necessary to promote research on the
Transformer in several areas to further verify its intelligence. Speci cally, we propose

to decompose it into the learning of expert knowledge and universal knowledge.

Some structured expert knowledge, such as medical knowledge graphs that humans
usually acquire through substantial education and practice, cannot be explicitly
captured by general-purpose Transformers. Thus, to acquire such knowledge, a
massive number of deep neural networks and learning approaches are developed
to push ML models to ingest diverse types of knowledgeable experiences. In this
proposal, we speci cally focus on two representative domains: (1) the typical medical
domain that contains substantial expert knowledged.g, medical knowledge graphs,
diagnosis patterns, and report writing templates) but is in short supply of publicly
available training data and (2) the recently fast-growing AutoML domain where expert

experience is essential to facilitate the automatic exploration of big searching spaces.

Conversely, learning universal knowledge is not just about increasing models and
data sizes. We believe that three crucial aspects need to be carefully and heavily
examined to facilitate the Transformer model's ability to act like a human. Speci cally,
they are (1) structured encoding and controlled generation, (2) commonsense reasoning
and question answering, and (3) learning from high-dimensional input containing
meaningless units, such as image pixels. First, the existing pre-trained Transformers
lack explicit and smooth modeling of structures in a latent space, thereby inhibiting
controlled natural language representation from an abstract level and generation
based on a series of a ecting factors, such as sentiments, topics, templates, arithmetic
operations, and interpolation 9. Second, increasing model and data sizes during
pre-training does not necessarily improve ML models' commonsense reasoning ability,
as no speci c objectives are designed to improve in this aspect. Third, it is desired

to enhance the Transformer to extract semantics from high-dimensional input that

2



consists of meaningless units, such as image pixdld][ We are yet to see a pre-trained
model of visual representation that exhibits prevalent domination across various
downstream computer vision (CV) applications. The lack of semantics of image pixels
may be a reason for the di culty of SSL in the visual domain.

In this proposal, we aim to address the challenges mentioned above. First, we
develop a uni ed formulation to account for learning diverse types of expert knowledge
and acquiring universal knowledge via self-supervised learning. Within this formu-
lation, we address the challenges respectively, including the Graph Transformer for
imposing prior expert knowledge into model training, an automatic synchronization
framework that facilities and scales data-parallel distributed training, a pre-trained
VAE model for structured language modeling and generation, a complementary auxil-
iary classi er regularized autoencoder that alleviates the non-identi ability issue of
previous approaches , an e ective SSL framework containing two novel SSL objectives
for commonsense learning, and nally, a visual-linguistic masked autoencoder that

jointly learns visual and language representation.

1.2 Literature Review

1.2.1 Learning with Expertise

Multiple forms of expertise are widely utilized to enhance ML model training. For
example, knowledge bases are leveraged for understanding and reasoning requiring
external knowledge 20, 21]; knowledge constraints are utilized when human prior
experience is essential for guiding problem solvingd; structured templates p3, 24]

are applied for report writing in expert domains; and prede ned modeling2p] is

also helpful for injecting human prior knowledge. Many application scenarios require



human expertise. For example, in the medical domain, expert knowledge is crucial for
guiding medical practitioners to perform medical processes, such as utilizing templates
to write admission notes and diagnosis report23, 24 and recommending medications
according to the relationship between diseases and medicati@b|[ Experience is also

a key factor when developing e ective models for tasks or elds with little labeled
data. For example, to nd e ciently distributed training strategies [ 26], ML practi-
tioners must reply on their prior experience or trial runs to explore a combination
of various factors that a ect training throughput. Existing methods cannot provide

a comprehensive performance on various model types because their synchronization
assumptions are too simple and they only provide a xed form of synchronization
strategy, for example, parameter server (PSRY] for BytePS [28] and Allreduce for
Horovod 29. Additionally, di erent strategies often demonstrate dramatic perfor-
mance di erences when applied to di erent ML building blocks (shallow, deep, sparse,

dense,etc.) [30, 31]

1.2.2 Pre-trained Language Models Using Transformers

Pre-training language models (LMs) aim to learn universal language representation
through web-scale unlabeled data and pretext tasks. Recently, signi cant pre-trained
models b, 6, 7, 8, 11, 32, 33] have proved to be e ective for downstream NLP
tasks. There are two general categories of pre-trained LMs: autoencoding and
autoregressive. Autoencoding models focus on the encoding process. Within this
category, BERT [5] proposes masked language modeling and next-sentence prediction
objectives. ROBERTa P] examines the impact of many key hyperparameters and the
training data size of BERT and subsequently improves its robustness. Alberi()] is a
lightweight BERT that applies factorized embedding parameterization and cross-layer
parameter sharing techniques to reduce memory consumption and speed up the training

4



of BERT. In the autoregressive category, GPTE] rst proposes using the generative
objective to pre-train the Transformer. The subsequent GPT-27] and GPT-3 [33
increase the model and data size, obtaining improved performance when transferring
to various downstream NLP tasks. XLNet 11] proposes learning bidirectional contexts
by maximizing the expected likelihood over all permutations of the factorization order.
To combine language understanding and generation tasks in one uni ed framework,
several model variants have been proposed, including UniLKXa4], BART [13], and

T5 [35]. Although signi cant performance improvement has been reported on a wide
range of NLP tasks, these models lack explicit modeling of structures in a latent
space, making it di cult to control natural language generation/representation from

an abstract level.

1.2.3 Transformers in the Vision Domain

Following the success of BERTY], GPTs [6, 7, 8] and other pre-trained models in
the NLP domain [9, 10, 11, 14], how to adapt the Transformer to the visual input
has obtained substantial interest in the research community. The ViT1g and
DETR [36] are rst proposed to bridge convolutional neural network (CNNs), which
were the dominant model in the vision domain over the last decad&4] and the
Transformers. These two models leverage CNNs and circumvent the problem of using
the Transformer to directly process high-dimensional input. However, VIiT requires
much more pre-training time to achieve performance on par with CNNs. The Swin
Transformer [37] is later proposed to use a hierarchical structure, and shifted windows
to compute visual representation. DINO 38] adopts a self-distillation architecture
and learns class-speci c features and unsupervised object segmentation. Masked
Autoencoders 14] propose using an autoencoder and masked patch technique with a
high masking ratio to e ectively learn visual representation. It is observed that the

5



decoder in the autoencoder is signi cant for the learning of visual features. However,

the study of instance-level visual representation learning is insu cient.

1.3 Contribution of this Dissertation

We summarize the contribution of this dissertation as follows:

1. We proposed Graph Transformers to e ectively inject expert knowledge as a prior
knowledge graph, to represent di erent modalities, such as images, language,
and knowledge graphs, as graphs, and to allow e ective transformation between
any two modalities, such as from an image to a knowledge graph and from a

knowledge graph to a sequence of words.

2. We developed an automatic and composable synchronization framework for
data-parallel distributed training by rst unifying a variety of synchronization-
a ecting factors, such as communication architecture2[7, 30, 29, 39|, message
encoding methods40, 41], parameter partitioning, and merging schemes, 42],
then establishing a distributed training system that consider and allow tuning
of all a ecting factors, and nally, proposing a simulator guided by human

expertise for e ective search of the design space spanned by the a ecting factors.

3. We participated in developing OPTIMUS|a large-scale VAE employing a
Transformer encoder-decoder architecture for language modeling and controllable
text generation. OPTIMUS adopts a latent space to organize sentences in a
structured and ordered way, allowing manipulation of latent representations and

generation conditioned on labels, such as sentiments and topics.

4. We present a complementary auxiliary classi er regularized auto-encoder, which
has are two classi ers to predict labels: a classi er in the latent space is used

6



for disentangling feature learning, as in ARAE, and a complementary classi er
in the observation space is proposed to encourage the generator to contain the
conditional label. We implement the encoder and generator as Transformers. It
solves the non-identi ability issue of ARAE and enhances label-conditional text

generation and style transfer.

. We made the rst attempt to present ve SSL tasks to empower pre-trained
language models with a strong capacity to understand rich logics and knowledge
for commonsense question answering (QA). Speci cally, a novel contrastive
relation learning task is proposed to help QA solvers to fully understand local
in uences between events, and a JP task is designed to encourage a better
understanding of logical chains and hidden commonsense in long contexts. The
proposed model surpasses all existing works in the three most challenging
commonsense QA benchmarks, even those with explicit graph reasoning and

knowledge retrieval.

. We explored visual-linguistic masked autoencoders, which consists of a uni ed
Transformer encoder-decoder architecture for visual-linguistic modeling. We
then employ the proposed Masked Visual-Linguistic Modeling (MVLM) pretext
task to integrate masked image and language modeling. When transferred to a
zero-shot image classi cation task, our model generates accurate class labels
for unseen images without any ne-tuning, demonstrating its e ectiveness in

aligning visual and linguistic information via masked visual-linguistic modeling.



1.4 Dissertation Outline

" In Chapter 2, we present the proposed Graphs Transformers for e ective incor-

poration of human expertise and transformation between di erent modalities.

In Chapter 3, we study the task of learning to synchronize for data-parallel
distributed training. We introduce a uni ed design space spanned by the
synchronization-a ecting factors, a Transformer-based simulator to speed up
estimation of throughput of synchronization strategies, and nally, an automatic

algorithm involving expert knowledge constraints to productively search the

design space.

In Chapter 4, we show the work in a pre-training large-scale VAE model and

transferring it to the downstream label-conditional text generation task.

In Chapter 5, we demonstrate the proposed complementary auxiliary classi ers
for label-conditional text generation which alleviates the non-identi ability issue

of previous methods and improves controllable generation and style transfer.

In Chapter 6, we introduce the proposed self-supervised commonsense learning
framework for question answering, which consists of two novel SSL objectives,
namely a contrastive relation learning task that requires a QA solver to identify
semantically valid contexts and a Jigsaw Puzzle task that encourages a better

understanding of logical chains in long contexts.

in Chapter 7, we present our work on visual-linguistic masked autoencoders
which leverage Transformer encoder-decoder architectures for scalable visual
representation learning. Language supervision is further incorporated to enhance

the model's capability in zero-shot image classi cation task.



" in Chapter 8, we conclude our dissertation and discuss potential future work.



Part |

Learning Expert Knowledge
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Chapter 2

Graph Transformers

2.1 Introduction

Beyond the traditional image captioning task 43, 44, 45 that produces single-sentence
descriptions, generating long and semantic-coherent stories or reports to describe
visual contents .9, images and videos) has recently attracted increased research
interest [46, 47, 48] and is positioned as a more challenging and realistic goal toward
bridging visual patterns with human linguistic descriptions. A particularly challenging
aspect of modeling long narratives from visual content is striking a balance between
knowledge discovery and language modelindg4]. Current visual text generation
approaches tend to generate plausible sentences that look natural by the language
model but are poor at nding visual groundings. Although some approaches have been
proposed to alleviate this problem49, 50, 46], most ignore the internal knowledge
structure of the task at hand. However, most real-world data and problems exhibit
complex and dynamic structures, such as intrinsic relations among discrete entities
under nature's law pl, 52, 53. A knowledge graph, as one of the most powerful
representations of dynamic graph-structured knowledg&4, 55|, complements learning-
based approaches by explicitly modeling the domain-speci ¢ knowledge structure and
relational inductive bias. A knowledge graph also allows for incorporating priors,
which have been proven useful for tasks where universal knowledge is desired or certain

constraints must be met [56, 57, 58, 59].

As an emerging practical task for long text generation, medical image report

11



Figure 2.1: A medical image report example.

generation P3, 60 must satisfy more critical protocols and ensure the correctness of
medical terminology usage. As shown in Figure 2.1, a medical report consists of a
ndings section describing detailed medical observations of both normal and abnormal
features, an impression or conclusion sentence indicating the most prominent medical
observation, and peripheral sections, such as a patient's information and indications.
Among these sections, the ndings section is considered the most important component
and is expected to 1) cover the contents of key relevant aspects, such as heart size,
lung opacity, and bone structure; 2) correctly detect any abnormalities and support
the ndings with details, such as the location and shape of the abnormality; and 3)
describe potential diseases, such as e usion, pneumothorax, and consolidation.
When writing a medical image report, radiologists must rst check a patient's
images for abnormal ndings and then write the report by following certain patterns
and templates, adjusting statements in the templates for each individual case when
necessary §1]. To mimic this procedure, we propose formulating medical report
writing as a knowledge-driven encode, retrieve, and paraphrase (KERP) process. In
particular, KERP rst invokes an Encode module to transform the visual features
of medical images into an abnormality graph, where each node represents a possible
clinical abnormality designed by prior medical knowledge, and their features depict

the semantics of the abnormality that can be observed from the visual inpue(g,
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normal or abnormal, size, and location). The correlation of abnormality nodes is
further encoded as edge weights of the abnormality graph so that the relations among
di erent abnormal ndings are considered when making a clinical diagnostic decision.
Then, KERP retrieves a sequence of templates according to the detected abnormalities
via a Retrieve module. The words of the retrieved templates are further expanded
and paraphrased into a report by a Paraphrase module, which enriches the templates

with details and corrects any false information.

As most real-world data €.g, images, sequences of text tokens, knowledge graphs,
and convolutional feature maps) can be represented as graphs, we further propose a
novel and generic implementation unit|Graph Transformer (GTR), which dynamically
transforms among multi-domain graph-structured data. We further equip GTR with
an attention mechanism for learning a robust graph structure and for incorporating a
prior knowledge structure. By invoking GTR, KERP can robustly transform visual
features to an abnormality graph (with the Encode module), then to sequences of
templates (with the Retrieve module), and lastly to sequences of words (with the
Paraphrase module).

We conducted extensive experiments on two medical image report dataseig] [
Our KERP achieved the state-of-the-art performance on both datasets under both
automatic evaluation metrics and human evaluations. KERP also achieved the best
performance on abnormality classi cation. The experiments showed that KERP
not only generates structured and robust reports supported with accurate abnormal-
ity prediction but also produces explainable attentive regions, which is crucial for

interpretative diagnosis.
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2.2 Related Work

2.2.1 Medical Report Generation

Machine learning for healthcare §3, 64, 65 has been widely recognized in both
academia and industry as an area of high impact and potential. The automatic
generation of medical image reports, as one of the key applications in the eld, is
gaining increasing research attentionod, 60]. This task di ers from others, such as
summarization (as summaries tend to be more diverse, without clear templates or
internal knowledge structure) and image captioning (where a single sentence is usually

desired).

2.2.2 Graph Neural Network

Graph neural networks (GNN) have gained increasing research attentio®g] 67, 68|.
However, most existing methods learn to encode the input feature into higher-level
features through selective attention over the object itsel6p, 70, 71], whereas our
method works on multiple graphs and models not only the data structure within the

same graph, but also the transformation rules among di erent graphs.

2.2.3 Hybrid Retrieval-Generation Approach

The combination of traditional retrieval-based and modern generation-based methods
for generating long texts 72, 23] has attracted greater research interest. Similar

methods include paraphrasing a sampled text to certain styleg3, 74, 75. Among

all of the similar work, our study di ers from Retrieve, Rerank, Rewrite 2] in that

1) our method has an encoding procedure that explicitly learns the graph structure

of medical abnormalities and 2) the retrieval and reranking are formulated as one
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comprehensive process in our method and implemented via a novel and generic unit

called Graph Transformer (GTR).

2.3 Graph Transformers (GTRS)

We start by describing GTRs, which transform a graph into another graph to encode
features into higher-level semantics within the same graph type or to translate the
features of one graph€.g, a knowledge graph) into another oned.g, a sequence of
words). First, we represent a graph a& = (V;E). Here,V = fv;gi-;.n IS a set of
nodes, with eachv; 2 RY representing a node's feature of dimensiah and N being

the number of nodes in the graphE = fe; g;; -i.ng IS the set of edges between any
possible pair of nodes. Here, we study the setting in which each edge is associated with
a scalar value indicating the closeness between the nodes, while it is straightforward
to extend this formalism to other cases in which edges are associated with non-scalar

values, such as vectors.

The GTR takes a graph,G = (V;E), as input, and outputs another graph,
G%= (V%EY. Note that G and G° are two di erent graphs and can have di erent
structures and characteristics €.9. N 6 N° d6 d° ande; 6 € ). This di ers from
many previous methods§6, 67, 71] which are restricted to the same graph structures.
For both the source and target graph, the set of node¢ and V° have been given
beforehand €.g, the vocabulary size if the considered graph consists of sequences,
abnormality nodes if the considered graph is an abnormality graph). We consider two
scenarios for the edges among graph nodes: 1) the edges are provided previously, and
denoted ases y, wheres; is the iy, node of the source graph angj is the j, node of
the target graph; 2) the edges are not provided, and thus source and target nodes are

represented as fully connected with uniform weights. We assume thaf., has been
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normalized to avoid the notation of averaging.
There are two types of message passing in GTR: from the source graph to the
target graph (inter-graph message passing), and within the same graph (intra-graph

message passing).

2.3.1 Inter-Graph Message Passing

To learn the information contained in the source graph, the features of source nodes
are transformed and passed to target nodes with their corresponding edge weights.
The formulation can be written as:

N
vp= v+ ( Sy Wevi); (2.1)

where is a nonlinear activation andW s is a projection matrix of sized® d.
Considering that the edge information between the source and target graphs may
not be available in many casese(g, translating a sequence of words into another
sequence of words), we propose to learn edge weights automatically using an attention
mechanism 8]. In this way, target-node updating is enabled to consider the varying

importance of the source nodes. Speci cally,
.y = Attention( W dvi; W avP); (2.2)

where &, is the attention weight of the edge from source nodeto target node

j; W2 and W are the weights in the attention mechanism to project the nodes
features of the source graph and target graphs, respectively, into a common space
of dimensiong; and Attention: RY R is the attention mechanism that transforms

the two projected featuresw g‘vi;Wf‘ij 2 RYinto a scalaréyy, that serves as the
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edge's attention weight. In our experiments, Attention is parameterized as a scaled
dot-product operation with multi-head attention [3].

The attention weights are normalized over all source nodes for each target node
and denote the relative importance of each source node to the target node. The

formulation can be written as:

exp (& ;)

&, = softmaxs (&)= P :
' ) ! E=l exp (éSk it )

(2.3)

Once obtained, the normalized attention coe cients are be combined with prior edge
weights to pass the features of connected source nodes to target nodes. The combined
features serve as the target node's updated features with source graph knowledge
encoded. We adopt weighted sums of the prior and learned attention edge weights
as the nal edge weights. Other methods, such as multiplication of the learned and
prior edge weights followed by softmax, also work; however, in our experiments, we
observed that the rst method o ers better performance and avoids under- tting.

The formulation can be written as:

&, Ny = €y 4 + (1 )és. Y] ; (2-4)

where is a user-de ned weight controlling the importance of prior and learned edges.
If is setto 1, the edges between the source and target graphs are xed, and no
attention mechanism is required. The formulation is then the same as Equation 2.1.
If is setto 0, the edges between the source and target graphs are completely learned
by the model. With the updated weight, one can obtain updated target node features

via Equation 2.1.
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Figure 2.2: Architecture of the Graph Transformer. GTR evolves a target graph by
recurrently performing Source Attention on a source graph and Source Attention on itself.
The darkness of each graph node indicates the degree of attention the target node pays to it.

2.3.2 Intra-Graph Message Passing

Intra-graph message passing aims to model the correlation among nodes of the same
graph and fuse features according to the closeness between them. Speci cally, a target
node is updated by combining its features with those of neighboring nodes. The

formulation can be written as:

XNO

v)= v+ ( T W vd); (2.5)

whereW , is the weight for projecting the features of the target nodes from dimensiah
to the output dimension. To learn the edge weights through the attention mechanism,
one can directly apply Equations 2.1-2.4 by changing the notation of the source and

target nodes to be on the same graph.

2.3.3 GTR as A Module

As shown in Figure 2.2, we formulate GTR as a module by rst concatenating intra-
graph message passing and inter-graph message passing into one step (that is, rst
conducting message passing within the target graph, and then from one or multiple
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Figure 2.3: Architecture of KERP. Image features are rst extracted from a CNN and
further encoded as an abnormality graph via Encode GTRyy. Retrieve GTRgs decodes
the abnormality graph as a template sequence, the words of which are then retrieved and
paraphrased by Paraphrase GTRs2s as a generated report. Simultaneously, a GTRxqg
decodes the abnormality graph as a disease graph and predicts disease categories via extra
classi cation layers. In the abnormality graph, the values within parentheses are probabilities

of the corresponding nodes predicted by extra classi cation layers, taking the nodes' latent
semantic features as input. Values along the directed arrows indicate the attention scores of
source nodes on target nodes.

source graphs), and then stacking multiple such steps into one module to progressively

convert target graph features into high-level semantics.

2.3.4 GTR for Multiple Domains

As most real-world data types €.g, images, sequences, graphs) can be formulated
as graph-structured, it is easy to extend GTR for transformation among various
data domains. In particular, we de ne GTRyy as a variant of GTR for transforming
image features into graph's features; GTRy as that for transforming from a graph

to another graph; GTRys as that for graph input and sequence output; and GTRas

as that for graph and sequence input and sequence output. We use the variants of
GTR building blocks for a knowledge-driven encode, retrieve, and paraphrase (KERP)

method for medical report generation, which is described next.
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2.4 Knowledge-Driven Encode, Retrieve, Paraphrase

To write a medical image report, radiologists rst check a patient's images for abnormal
ndings, then follow certain patterns and templates and adjust statements within
the templates for each individual case as necessafi]] To mimic this procedure,

we propose formulating medical report writing as a process of encoding, retrieval,
and paraphrasing. In particular, we rst compile an o -the-shelf abnormality graph
that contains a large range of abnormal ndings. We consider frequent abnormalities
stemming from thoracic organs|such as \disappearance of the costophrenic angle”,
\low lung volumes", and \blunted costophrenic angle"|as nodes of the abnormality
graph. These abnormalities compose a major part of medical reports, and their
detection quality would greatly impact the accuracy of the generated reports. We also
compile a template database that consists of a set of frequently occurring sentences
that describe di erent abnormalities in the abnormality graph. For example, \there is
hyperexpansion of the lungs and attening of the diaphragm consistent with COPD" is

a template for describing \hyperexpansion of the lungs", \ attening of the diaphragm,”
and \COPD."

Then, we design separate modules to encode visual features as an abnormality
graph, retrieve templates based on the detected abnormalities, and rewrite templates
according to case-speci c scenarios. As described in Figure 2.3, a set of images are
rst fed into a CNN to extract visual features, which are then transformed into an
abnormality graph via Encode GTR,4. Retrieving GTRgy,s decodes the abnormality
graph as a template sequence, the words of which are then retrieved and paraphrased
by Paraphrase GTRysys as a generated report.
In addition, we design a disease graph containing common thoracic diseaseg.(

nodules, pneumonia, and emphysema) which are commonly diagnosed based on single
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or combined abnormalities. For example, atelectasis may be concluded if \interval
development of bandlike opacity in the left lung base" is present; consolidation
and atelectasis may exist if there are \streaky and patchy bibasilar opacities" and
\triangular density projected over the heart" without \typical ndings of pleural

e usion or pulmonary edema." In parallel to generating reports in the proposed model
architecture, GTRy24 is employed to transform the abnormality graph into a disease
graph to predict common thoracic diseases (right lower column of Figure 2.3), which

can be useful as concluding information for medical reports.

2.4.1 Encode: Visual Feature to Knowledge Graph

The Encode module aims to encode visual features as an abnormality graph. Assume
that an input image is encoded with a deep neural network into featurg 2 RWHdx
where W, H, and dyx are the width, height, and feature dimension, respectively.
An abnormality graph is represented as a set of nodes of sikle with initialized
features. The latent features of each node can be used to predict the occurrence of the
abnormality via an additional classi cation layer. By applying the variant of GTR
variant for image input and graph output, (GTRiy), the updated node features can

be written as:

hy = GTR i24(X); (2.6)

u = sigmoid(W yhy); (2.7)

where GTRyq is the formulation of the variant of GTR for image input and graph
output described on page 18, anwV , is a linear projection to transform a latent feature
u into a 1-d probability. hy = (hy,;hy,; 5 hy, ) 2 RNY is the set of latent features of

nodes, where is the feature dimension.u = (ug; uy;: 5 uy);yi 210;1g;1 211, Ng
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denotes a binary label for abnormality nodes.

2.4.2 Retrieve: Knowledge Graph to Template Sequence

Once the knowledge graph of the abnormality attributes is obtained, it can be used to
guide the retrieval process to harvest templates. A sequence of templates is represented
ast = (ty;ty; 5 tn, ), whereNg is the maximum length of a template sequence (also the
maximum number of sentences) ant] is the index of templates, where 2 f 1; :::; NsgQ.

By applying the variant of GTR for the graph input and sequential output, denoted

GTR s, the retrieved template sequence can be obtained as follows:

hi = GTR gas(hy); (2.8)

t = arg max Softmax(W ;h;); (2.9)

where GTR s denotes the formulation of the variant of GTR for the graph input and
sequence outputW ; is a linear projection to transform latent feature to template em-
beddings, andarg max Softmaxis the operation that selects the index with maximum

value after performing the Softmax operation.

2.4.3 Paraphrase: Template Sequence to Report

The Paraphrase module serves two purposes: 1) re ning templates with enriched details
and possibly new case-speci ¢ ndings; 2) converting templates into more natural and
dynamic expressions. The rst purpose is achieved by modifying information in the
templates that is not accurate for speci c cases, and the second is achieved by robust
language modeling for the same content. These two goals supplement each other to

generate accurate and robust reports.
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Given the retrieved sequence of templatds= (t;;t,;:::;tn.), the rewriting step
generates a report consisting of a sequence of sentenRes= (rq;r,;::rn.) by
subsequently attending to template words and the encoded knowledge graph described
on page 4. Each sentenag = (wiq1; Wip; i Wiy, )51 2 T 1;:1; Ngg consists of a sequence

of N,, words.

hw = GTR gsofhy; t); (2.10)

R = arg max Softmax(W ,f (hy)); (2.11)

where GTR 4,5 denotes the formulation of the GTR variant for graph and sequence
input and sequence outputf denotes the operation of reshaping,, from RNs:Nwid to

RNs Nwid "W is a linear projection to transform the latent feature into word embed-
dings, andarg max Softmaxselects the index with maximum value after performing

the Softmax operation.

2.4.4 Disease Classi cation

Abnormality attributes are frequently used to diagnose diseases. Let= (2;1;2,;::5;2.)
be a one-hot representation of disease labels, whéras the total number of disease
labels andz 2 f0;1g;i 2 f1;::;;Lg. The multi-label disease classi cation can be

written as:

hz = GTR gag(hy); (2.12)

z = sigmoid(W ;h,); (2.13)

where GTR g4 denotes the formulation of the variant of GTR for graph input and

graph output and W ; is the linear projection to transform the disease nodes feature
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into a 1-d probability.

2.4.5 Learning

During paraphrasing, the retrieved templateg, instead of latent featureh, is used
for rewriting. Sampling the templates of the maximum predicted probability breaks
the connectivity of the di erentiable back-propagation of the whole encode-retrieve-
paraphrase pipeline. To alleviate this issue, we rst train the Paraphrase module with
ground truth templates, and then with sampled templates generated by the Retrieval
module. This minimizes the negative e ect of dis-connectivity and o ers better
test-time performance by letting the model accommodate its own generated templates.
Moreover, given that the templates serve as starting points instead of ground truth
for rewriting, the prediction of templates does not have to be highly accurate, as the

Paraphrase module needs to learn to paraphrase any suitable templates.

2.5 Experiments and Results

2.5.1 Dataset

We conduct experiments on two medical image report datasets. Detailed statistics of

IU X-Ray and CX-CHR dataset is shown in Table 2.1.

Indiana University Chest X-Ray Collection (IU X-Ray)

IU X-Ray [62] is a public dataset consisting of 7,470 chest x-ray images paired with
their corresponding diagnostic reports. Each patient has two images (a frontal view
and a lateral view) and a report that includes impression, ndings, and indication

sections. We preprocess the reports by tokenizing and converting the text into lower-
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cases. We select only tokens with a minimum frequency of 3, resulting in 1,185
unique tokens that cover over 99.0% of word occurrences in the corpus. We collect 80

abnormalities and 87 templates for the IU X-Ray dataset.

CX-CHR

CX-CHR is a private dataset of chest X-ray images with corresponding Chinese reports
collected from a professional medical institution for health checking. The dataset
consists of 35,609 patients and 45,598 images. Each patient has one or multiple chest
x-ray images taken from di erent points of view €.g, frontal and lateral), and a
corresponding Chinese report. We select patients with no more than two images and
obtain 33,236 patient samples in total, covering over 93% of the dataset. We preprocess
reports by tokenizing using Jieba{6], and ltering tokens whose frequencies are no
less than 3, resulting in 1,479 unique tokens. We collect 155 abnormalities and 362

templates for the CX-CHR dataset.

On both datasets, we randomly split the data by patients into training, validation

and testing by a ratio of 7:1:2. There is no overlap between patients in di erent sets.

2.5.2 Abnormality De nition and Collection

The abnormal ndings generally take these forms: 1) the presence of abnormal at-
tributes of an object (e.g, bibasilar consolidation), 2) the absence of typical attributes
(e.g, disappearance of the costophrenic angle), 3) an abnormal change of the object's
shape €.g., enlarged heart size), or 4) an abnormal change in the object's location
(e.g, elevated left hemidiaphragm). We consider all clinical abnormalities stemming
from thoracic organs as nodes in the abnormality graph. We use the normalized

co-occurrence of abnormality attributes computed from the training corpus as prior
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Table 2.1: Statistics of the CX-CHR and IU X-Ray datasets. \#" indicates \number of".
Statistics IU X-Ray CX-CHR
#Patients 3,867 35,609
#lmages 7,470 45,598
#Diseases 14 14
#Abnormalities 80 155
#Templates 87 362
#Abnormal templates 66 290
#Normal templates 21 72
Vocabulary size 1185 1479
Max. #sentences 18 24
Max. sentence length 42 38
Max. sentence length (by tokens) 42 18
Max. report length 173 216
Avg. #sentences 4.637 9.120
Avg. sentence length 6.997 7.111
Avg. report length 32.450 64.858
Avg. predicted #sentences 4.420 9.984
Avg. predicted sentence length 4.751 7.309
Avg. predicted report length 21.003 66.045

edge weights for the knowledge graph, the normalized co-occurrence of disease labels
as prior edge weights for the disease graph, and the normalized co-occurrence of any
abnormality attribute and disease labels as edge weights from source knowledge graph
nodes to target disease nodes. The abovementioned coe cients for prior edge weights

are all set to 0.9.

2.5.3 Template De nition and Collection

We rst collect sentences that describe each abnormality and have frequencies no less
than a threshold in the training corpus. Then, we manually group sentences of the
same meaning and select the most frequent one from each group as a template. To
generate the template sequence and report the word sequence, we assume no prior
edge weights for the target graph or prior edge weights from the source graph to the

target graph. We assume uniform prior edge weights among all graph nodes and use
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a weight of 1.0 on the learned edge weights.

2.5.4 Visual Features Extraction

To fairly compare with all baselines, we extract visual features for both datasets from
the last convolutional layer of a DenseNet7[/] jointly pre-trained on CX-CHR and

the publicly available ChestX-ray8 dataset$3]. The IU X-Ray dataset is not used
for pre-training due to its relatively small size; we add an additional lateral layer as
in the Feature Pyramid Network [78 for the last three dense blocks and additional
convolutional layers to transform the feature dimension to 256. We extract features
from the last convolutional layer of the second dense block, yielding 6464 256
feature maps. These feature maps have a higher resolution and contain more location
information without expanding the total feature size too much beyond that directly

extracted from the last layer of DenesNetd.g, 16 16 1,024 feature maps).

2.5.5 Evaluation Metrics

We use the area under the curve (AUC) to evaluate the performance of abnormality
and disease classi cation. To evaluate medical report generation, we use two kinds of
evaluation metrics: 1) automatic metrics, including CIDEr Y9, ROUGE-L [80], and
BLEU [81] and 2) human evaluation metrics, for which we randomly select 100 sampled
testing results for each method and conduct surveys through Amazon Mechanical
Turk. Each survey question yields a ground truth report and asks candidates to
choose among reports generated by di erent models. The criteria are the degrees of
correctness of abnormal ndings, language uency, and content coverage compared
to the ground truth report. A default choice is provided in case of no or all reports

are preferred. We collect results from ve participants and compute the average
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preference percentage for each model excluding default choices.

2.5.6 Training Details

We rst train Encode for abnormality classi cation and then separately train Retrieve
with tted templates supervision and Paraphrase with tted templates as input and
ground truth reports as output for xed Encode. Then, we ne-tune Paraphrase using
sampled templates from Retrieve. As Retrieve may not predict the same length or
order of sentences as the ground truth, we re-order the ground truth sentences by
choosing the smallest edit distance to the corresponding retrieved template sentence.
We use learning rates of & 2 for training and 1e ° for ne-tuning and reduce these
rates by a factor of 10 when encountering the validation performance plateau. We
use early stopping, a batch size of 4, and a drop-out rate of 0.1 for all training.
GTRiy4 for Encode has three graph message-passing layers and six heads in multi-
head attention. GTRys and GTRgss (for Retrieve and Paraphrase, respectively)
have six graph message-passing layers and eight heads in multi-head attention. The
dimension of all hidden features and embeddings is set to 256. The coe cients for
prior edge weights, if provided, are all set to 0.9. The word embedding of Retrieve
and Paraphrase, and the projection matriXx\V ,, to project latent features onto the
word distribution, are shared. We implement our model using PyTorch and train it

on two GeForce GTX TITAN GPUs.

2.5.7 Baselines for Abnormality and Disease Classi cation

We compare the performance of abnormality and disease classi cation with a DenseN&d [
trained on classifying the same set of abnormality or disease labels. For abnormality

classi cation, we compare our method by solely training on abnormality classi cation
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Table 2.2: Classi cation AUC.

Dataset | Model Abnormality Disease
DenseNet 0.612 0.646

Iu x-Ray | Ours-1Graph 0.674 -
Ours-2Graphs 0.686 0.726
DenseNet 0.689 0.800

cx-cHrR | Ours-1Graph 0.721 -
Ours-2Graphs 0.760 0.862

(Ours-1Graph) and jointly training on both abnormality and disease classi cation

(Ours-2Graphs). For disease classi cation, we compare with DenseNet.

2.5.8 Baselines for Medical Report Generation

On both datasets, we compare with four state-of-the-art image captioning models:
CNN-RNN [82], LRCN [83], AdaAtt [ 84], Att2in [ 45. We use the same visual features
and train/test split on both datasets, respectively. Besides the abovementioned
generation-based methods in which no prior knowledge is provided, we also compare
with retrieval-based methods for which prior templates are available to further examine
how well templates work for structured medical report generation and for di erent
datasets. We create the HardRetrieval baseline, which generates a xed report for all
testing samples. The xed report is selected to contain the most common heterogeneous
sentences that describe normal cases. By so doing, HardRetrieval mimics a brute-force
system that predicts common and \safe" sentences if no con dent abnormality is
observed. For the published results, we compare with CoAtt on the 1U X-Ray dataset,
which uses di erent visual features stated ing0]. We re-train CoAtt using the same
split as other baselines and x its ne-tuning on ResNet classi cation for a fair
comparison with all other models by taking xed visual features. We also compare

with HRGR-Agent [23], which uses the CX-CHR dataset features stated ir2§]. We
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Table 2.3: Automatic and human evaluation for the IU X-Ray (upper part) and CX-CHR
datasets (lower part), as compared with CNN-RNN [82], LRCN [83], AdaAtt [ 84], Att2in [ 45,
CoAtt [ 60], and HRGR-Agent [23]. * indicates re-training and evaluation on our data split.

Dataset Model Class Model CIDEr  ROUGE-L  BLEU-1  BLEU-2  BLEU-3  BLEU-4 _ Hit (%)
CNN-RNN 0.294 0.307 0.216 0.124 0.087 0.066 {
LRCN 0.285 0.307 0.223 0.128 0.089 0.068 {
Generation AdaAtt 0.296 0.308 0.220 0.127 0.089 0.069 {
IU X-Ray Att2in 0.297 0.307 0.224 0.129 0.089 0.068 {
CoAt* 0.277 0.369 0.455 0.288 0.205 0.154
HRGR-Agent 0.343 0.322 0.438 0.298 0.208 0.151
R+G KER 0.318 0.335 0.455 0.304 0.210 T
KERP 0.280 0.339 0.482 0.325 0.226 0.162 {
Retrieval HardRetrieval 1.820 0.584 0.641 0.544 0.470 0.413 {
CNN-RNN 1.580 0.577 0.590 0.506 0.450 0.411 {
Generation LRCN 1.588 0.577 0.593 0.508 0.452 0.413 {
CX-CHR AdaAtt 1.568 0.575 0.588 0.503 0.446 0.409 {
Att2in 1.566 0.576 0.587 0.503 0.446 0.408 25.937
HRG 2.800 0.588 0.630 0.547 0.497 0.463 T
R4G HRGR-Agent 3.530 0.618 0.668 0.585 0.530 0.486 {
KER 0.817 0.552 0.609 0.489 0.400 0.335 T
KERP 2.850 0.618 0.673 0.588 0.532 0.473 67.820

retrain HRGR-Agent with our visual features on IU X-Ray and our train/test split.
To study the e ectiveness of individual modules of KERP, we compare KERP with its
variant KER, which excludes the Paraphrase module and only uses retrieved templates

as prediction results.

2.5.9 Results and Analyses
Abnormality and Disease Classi cation

The AUCs of abnormality and disease classi cation are shown in Table 2.2. Ours-
2Graphs outperforms baselines for both datasets on abnormality and disease classi ca-
tion. DenseNet performs worst on both datasets, being outperformed by Ours-2Graphs
by more than 6%. This demonstrates that, by incorporating prior medical knowledge
and learning internal medical knowledge structure, our method can distill useful
features to correctly classify abnormalities and diseases. Given the high performance
of Ours-2Graphs, we conduct the following experiments using the knowledge graph

trained with both abnormality and disease labels as initialization.
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Medical Report Generation on The IU X-Ray Dataset

The results are shown in the upper part of Table 2.3. First, it is interesting to observe
that when only comparing HardRetrieval and the rst four generation-based baselines
(namely CNN-RNN, LRCN, AdaAtt, and Att2in; rows 2{6 of Table 2.3), HardRetrieval
outperforms all others in ROUGE-L and BLEU-n by large margins but achieves a 0
CIDEr score. Note that the CIDEr score considers the inverse document frequency
(idf) of each word in the whole evaluated corpus, whereas ROUGE-L and BLEU-n
match only n-grams within the evaluated and ground truth sentences for each testing
sample. In particular, the shorter the considered n-gramg(g, 1-gram in BLEU-1
and 2-gram in BLEU-2), the more easily the model boosts evaluation performance by
generating popular and seemingly correct words. However, by considering idf, the
CIDEr score can di erentiate important and rare words from popular but insigni cant
ones. Due to the unbalanced distribution of normal and abnormal ndings in medical
reports, which is demonstrated extremely clearly in the IU X-Ray dataset due to its
relatively small size, CIDEr appears to be a better evaluation metric. Our experimental
results show that, by only generating normal and popular sentences, HardRetrieval
can boost ROUGE-L and BLEU-n performances on the IU X-Ray dataset. However,
when considering the CIDEr score, the e ectiveness of generation-based models stands
out by being able to predict signi cant words for abnormal cases.

Another generation-based baseline model, CoAtt ¢/ row of Table 2.3), which uses
another set of visual features, achieves the highest BLEU-1,2,3 scores but a relatively
low CIDEr score, indicating that the model may be primarily repeating popular
sentences without di erentiating abnormal ndings for rare cases. On the other hand,
KERP achieves the best CIDEr score by outperforming all other models by a margin of

more than 0.278. This demonstrates that KERP can identify abnormal ndings more
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accurately and generate correct reports instead of ones that are seemingly natural but
lack visual groundings. This also veri es the e ectiveness of the proposed abnormality
graph for explicitly encoding observed abnormal ndings from visual features. Finally,
KER outperforms all baselines and has only slightly lower results than KERP. This
veri es the functionality of the Retrieve module for accurately retrieving templates.
KERP also outperforms KER slightly on CIDEr and ROUGE-L but relatively large on
BLEU-n, which shows that the Paraphrase module can e ectively transform templates
into more common language descriptions without changing the accurate information

contained in them.

Medical Report Generation on The CX-CHR Dataset

First, as shown in the lower part of Table 2.3, HardRetrieval outperforms all generation-
based models according to all evaluation metrics and serves as a strong baseline. It also
indicates that the CX-CHR dataset is relatively less unbalanced than the IU X-Ray
dataset since, by generating popular and normal sentences, HardRetrieval can boost
not only its ROUGE-L and BLEU-n scores, but also its CIDEr score. Second, KERP
outperforms other generation-based models by large margins, demonstrating the
e ectiveness of combining retrieval and generation mechanisms for generating medical
reports. Third, KERP outperforms HRGR-Agent in ROUGE-L and BLEU-1,2,3;
although KERP achieves a lower CIDEr score than HRGR-Agent, this is reasonable,
since HRGR-Agent is ne-tuned by Reinforcement Learning using CIDEr as a reward.
Moreover, KERP achieves much better performance on abnormality prediction than
[23]) (Table 3), demonstrating a signi cant contribution to clinical diagnosis. Finally,

it is interesting to observe that KER performs worse than generation-based methods
in most metrics; this may due to the templates for CX-CHR being designed for

concision and to cover a large range of di erent abnormal ndings, rather than being
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natural and common. Thus, the use of only retrieved templates does not lead to
high performance; however, the overall high performance of KERP con rms that
Paraphrase module can distill accurate information in the retrieved templates and
paraphrase them into more common and natural descriptions. It also shows that
learning radiologists conventional and general writing style is as important as learning

correct information for medical report generation.

Human Evaluation

We conduct human evaluation as a supplement to automatic evaluation, the result of
which is shown in the last column of Table 2.3. KERP outperforms the compared
baseline for both datasets, demonstrating its ability to generate uent and accurate

reports.

Qualitative Analysis

The visualization result of KERP on the IU X-Ray dataset is shown in Figure 2.4.
The generated reports align signi cantly with ground truth reports and correspond
with the visualized attention maps. For example, the generated report for the rst
sample correctly describes \right greater than left" airspace disease, and the attention
map of the frontal view shows a red region over the right upper lung greater than
that over the left lower lung (the redness indicates the degree of attention). The
result demonstrates that KERP is capable of generating accurate reports as well as

explainable attentive regions.
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Figure 2.4: Visualization of the KERP result for the IU X-Ray dataset. Bold text indicates
alignment between the generated text and ground truth reports; underlined text indicates
correspondence of the generated text (speci cally the location description) with the visualized
attention maps of either the rst/frontal or second/lateral views. In the abnormality graph,

the values inside parentheses are the predicted probabilities of corresponding nodes. We
select edges whose attention scores are greater than or equal to 0.05, or are the highest
from neighboring nodes to each node, and visualize the attention scores along the directed
arrows.

2.6 Conclusion

We proposed a novel method for accurate and robust medical report generation, called
the Knowledge-driven Encode, Retrieve, and Paraphrase (KERP) method. A generic
implementation unit called Graph Transformer (GTR)|the rst attempt to transform
multi-domain graph-structured data via an attention mechanism|was also proposed.
KERP achieved state-of-the-art performance on two medical image report datasets
and generated accurate attribute predictions, dynamic medical knowledge graphs, and

explainable location references.

34



Chapter 3

Learning to Synchronize

3.1 Introduction

Larger models trained on larger datasets have recently been shown to be bene cial and
in uential in deep learning (DL). To address the associated computational complexity,
data-parallel training [28, 39, 30] was introduced and demonstrated remarkable success
in scaling up model training to thousands of GPUs8F], while taking into account
billions of parameters $, 7]. Data parallelism divides and distributes large datasets
to multiple worker devices, calculates gradients for each worker on its independent
data split, and synchronizes gradients of all workers at the end of each iteration.

To facilitate synchronization in data-parallel training, a variety of strategies and
system implementations have been presented, including systems designed for speci ¢
communication architectures 27, 30, 29, 39, message encoding methodd4(, 41],
parameter partitioning, and merging schemes3], 42]. However, in order to achieve
the desired data-parallel speedup, the synchronization strategy must be compatible
with the statistical and algorithmic properties of the model as well as the cluster
speci cation. Bipartite parameter servers, for example, are appropriate for mod-
els whose sparsity structure generates \hot spots8¢, 28, 31], whereas collective
all-reduce outperforms other communication architectures when the majority of dis-
tributed communication occurs between GPUS2P, 85]. Existing systems struggle to
provide excellent all-round performance on diverse models due to their oversimpli ed

assumptions about the synchronization and rigid application of x-formed synchro-
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nization strategies €.g., parameter server (PS) 28, 87| for BytePS [27], Allreduce
for Horovod [29)), which ignore the characteristics of models or clusters. More impor-
tantly, when applied to di erent ML building blocks (shallow, deep, sparse, dense,
etc.), di erent strategies frequently exhibit sharp performance di erences30, 31]. As

a result, the burden of choosing the best strategy for the model of interest falls on ML
practitioners, who may lack domain expertise on the trade-o s between these systems.
Given the combinatorial number of options for various synchronization factorse(g.,
architecture, variable partitioning, and placement con guration), manually searching
for the optimal strategy is prohibitively expensive, and the search must be redone

every time a new model is developed.

The goal of this chapter is to address these issues by asking whether it is possible
to automate the selection of the optimal synchronization strategy, given a model and
cluster speci cation? To that end, we identify a number of synchronization-a ecting
factors in data-parallel distributed DL. We create a valid and large strategy space
spanned by multiple factors by factorizing the strategy with respect to each trainable
building block of a DL model. We build an end-to-end pipeline, AutoSync to help
us navigate the space and nd the optimal strategy. AutoSync reduces the search
space by leveraging domain knowledge about synchronization systems and is equipped
with a domain adaptive simulator that combines principled communication modeling
and data-driven ML models to estimate the runtime of strategy proposals without
launching real distributed execution. We investigate the transferability of trained
simulators across diverse models and resource con gurations, in order to cut practical

development costs even further.

We test AutoSync on a wide range of models and clusters, demonstrating that
there are numerous strategies in the proposed space that outperform hand-optimized

systems by a large margin. On several, di cult-to-parallelize model architecturese(g.,
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NCF [88], BERT [5] and VGG16 BY)), AutoSync can e ectively develop solutions
that cut the training time by 1.2{1.6x than hand-optimized ones while staying under
an acceptable budget. AutoSync simulators can be trained on cheaper trial data
acquired on smaller models or clusters, and then utilized to derive strategies without
the need for extra training for larger models or costlier clusters, thanks to transfer
learning. We also collect a dataset of roughly 10,000 data points containing (model,
resource, strategy) tuples and their accompanying runtime on real clusters as a bonus
contribution. We make the dataset available to the public in order to stimulate further

research.!

3.2 Related Work

3.2.1 ML for Systems

There has been a surge in interest in using ML to solve system problems. Mirhoseini
et al. [90, 9]] create reinforcement learning (RL) frameworks to identify where nodes
in data ow graphs should be placed. Paliwakt al. [92] use a combination of RL
and genetic algorithms (GA) to reduce the cost of NN graphs execution for compilers.
AutoTVM [ 93] builds an ML-based pipeline that generates operator implementations
that are superior to those designed by hand. AutoSync is part of this line of work as
it uses ML to optimize data-parallel synchronization and subsequently addresses the

unique challenges that come with it.

1The data and code are available athttps://github.com/petuum/autodist
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3.2.2 Synchronization System Autotuning

Many data-parallel ML systems are capable of autotuning to some extent. Horovazd
and ByteScheduler 27] both use Bayesian optimization (BO) 94] but introduce
adjustable knobs and credit size, respectively, to autotune their values. Parallad]]
uses trial data to train a 3-parameter linear model to nd the best partitioning for
sparse variables in PS. This work focuses on autotuning one or two hyperparameters
of a speci ¢ strategy. However, AutoSync contrasts them by co-optimizing a generic
and holistic representation of synchronization. Among them, the closest to ours is
AutoTVM [ 22]. We draw on AutoTVM for inspiration, but we address a fundamentally

di erent problem { data-parallel auto-distribution of ML training on clusters { which
necessitates the problem-speci ¢ design of strategy representations, features, runtime

simulations, and so on.

3.2.3 Automatic ML Parallelization

The ultimate goal of distributed ML is automate the parallelization of ML programs.
FlexFlow [42, 95] provides the SOAP representation to de ne NN layer partitioning
methods, and an MCMC-based algorithm to nd optimum partitioning con gurations.
TOFU [96] is concerned with the division of ner-grained computing processes in
DL data ow graphs. They intersect with Autosync because data parallelism (which
AutoSync concentrates on) may be described equivalently as partitioning all the
layers/operations along their batch dimension. However, in addition to partitioning,
AutoSync models' numerous other synchronization-a ecting elements, such as com-
munication architectures, sharding, and merging schemes, di erentiate us from others

in this line of work.
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3.3 Problem De nition

3.3.1 Background

A DL model is represented by its data ow graphG = f(Vg, ; Vso); Ecg where Vg
are nodes inG that include trainable variablesVs = fvy, ,\z/‘j I or computational
operationsVg.,, and Eg are tensors (edges) transferred between nodes. For simplicity,
we useV, which is equivalent toVg, , to denote the set of variables. Further, we

Vb j
p=1

de ne a cluster as a device graptd = fVp;Epg, whereVp = fd, represents
devices .9, CPUs or GPUs), andEp = fh; g is a symmetric matrix with the entry
h; , re ecting the connectivity (e.g, bandwidth) betweend; and d;. In data-parallel
training, we replicate G on all devices and update each trainable variable by
aggregating the stochastic gradients , (G, X ;) computed by each worker devicel, on
its data partition X, following v{"™" vV + i S:l r o (G Xp);forvi 2 Vg, : Since
devices are dispersed throughout the cluster, achieving the aggregate necessitates
synchronization support, which gathers updates Yo and provides all devices the
shared access to a consistent version\éf”) . Existing systems seek to optimize some
single factor to speed up the synchronization, neglecting the fact that the optimal of
each factor varies greatly withG and D. Without domain experiences, it is di cult for
ML practitioners to identify appropriate synchronization strategies for their models

of interest.

3.3.2 Problem Formulation

Alternatively, we pose the strategy selection as an optimization problem, in which the
per-iteration runtime (e.g, time taken to process a batch on all nodes of the entire

cluster, equivalent to system throughput), is denoted aé and is minimized, givenG
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and D, by solving the following:
mS!nf (G, D;S), s.t. C (3.1)

whereS denotes a model and resource dependent representation of the synchronization
strategy and C is a set of constraints (developed i83.4.2). Analyzing this problem
requires continuous characterizations d and f , which are not available. In light

of the recent AutoML advances 97, 98, 22], we de ne a domain-speci ¢ space that
takes into account several synchronization-a ecting factors, and we use search-based

methods to discover the near-optimab .

3.3.3 Search Space

The following must be considered when building the search space. To begin, rather
than optimizing a single factor in a piecemeal fashion, as is customary in present
systems, we seek a uni ed space spanning many synchronization-a ecting factors, in
order to capture the intricacies between them and their dynamics with various and

D via co-optimization. On the other hand, we wish to build direct correspondences
betweenS and each variable ofG in synchronization so that the strategy may adapt
with speci c variable-wise mathematical properties.

As a result, we begin by decomposing existing xed-formed systems/strategies
into the following orthogonal factors.? (1) Variable partitioning, represented as
pi = [p!]}‘;l for the variable v;, wherek; denotes the number of tensor dimensions 6f,
andp{ represents the partition degree on th¢th axis. (2) Variable placement, de ned

asfdig”; Vp, which is the set of devices in which the variable resides, and because

2Since we focus on synchronous training and optimizing system throughput, we exclude optimizations
beyond data-parallel training (e.g., operation partitioning in model-parallel training), or introduce
deviation of parameter updates €.g., staleness).
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the placement is a single devicey; is shared across all devices. (3) Synchronization
architecture: we de ne two types of architecture primitives, parameter server (PS)
and collective communication (CC), as well as their architecture-speci ¢ semantics
for each. In PS, reduction hierarchy is used to indicate whether parameters are
conveyed hierarchically é.g., from a central CPU to multiple GPUs co-located on the
same machine). In CC, we de ne a merge group as where communication primitives
assigned to the same group are merged and communicated via a single message,
and device order, which speci es the message passing order between deviees (
tree and ring). (4) Finally, message encoding and decoding, denoted gador v;,
introduces compression or decompression schemes to represent how messages are
processed prior to (after) communication, enabling optimization€9p, 30, 40 that
exploit structures (e.g., low-rank) exhibited in the messages to reduce message size
and speed up network transfer.

Based on these factors, the strategy is described 8s= fsig{\:’i wheres;, as a
sub-strategy, includes the discrete choices of above factors for esac@ G. Because we
determine whether or not to partition variables before any other aspects, a sub-strategy
must be generated for each variable partition. The many factors span a combinatorial
space that expands in size a8 and D grow. The learning to synchronize framework

is then developed to approximate the optimab .

3.4 Learning to Synchronize

Despite the huge space, solving Eq. 3.1 presents a new challenge: searching for
necessitates assessifigfor each strategy proposal, which needs distributed execution
on clusters and is prohibitively costly. To make the search more tractable, we o er the

learning to synchronize framework (Figure 3.1), which includes two new components:

41



Figure 3.1: Left : Learning to synchronize framework. Initially, the simulator utilizes
domain-agnostic features (Section 3.4.1) to explicitly estimate the runtime so to select
promising strategies for evaluation (the blue line). After trials, the real runtime data are
feedbacked to train the ML-based simulator to adapt to speci ¢ G; D, enhancing its capability
in di erentiating high-quality strategies. Gradually, the ML-based simulator takes over and
directs the search (the red line). Right : lllustrations of the RNN and GAT simulators.

runtime simulation of arbitrary S; G; D (83.4.1) and knowledge-guided strategy search
(83.4.2).

In particular, we create a domain-adaptive simulator to predict in order to
reduce real execution. Estimation is made achievable (without training data) by rst
constructing features that are independent oG; D. The features, which use speci ed
modeling to represent crucial runtime aspects may be generalized to any unséen
and D. Then, we improve them by employing ML models and numerous raw features
derived from speci cG;D. We use prior knowledge about synchronization systems
to instantiate constraints Cin Eq. 3.1 to further direct the search to the subspace
where suitable strategies may be located. The nal framework, AutoSync, handl&s
in another manner. The simulator leverages the training-free features in the initial
phase to suggest the rst batch of strategy candidates, which are then executed on
real clusters to acquire ground truth runtime. The low-shot data is sent back into the
simulator to train it to adapt to G; D, resulting in better pro ciency in discriminating
high-performing strategies. The process is repeated until the optimization budget for
real distributed cluster evaluation has been depleted. Next, we will detail the designs

of the simulator and guided search.
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3.4.1 Domain Adaptive Simulator

The simulator accepts 5;D; S) as input and calculates the runtime for each iteration
(equivalent to throughput). Because variable partitioning will alter Vg, , we rst
infer the new set of variables\/(g based onG; S, and let the simulator work with
each variablev; 2 V(g , Which contains variable shards after partitioning original
variables. We de ne a particular G; D) target as a domain. When equipped with
domain-agnostic features, the simulator is capable of estimating the runtime of any
(G; D) without training. This is accomplished by systematic runtime modeling in

distributed execution.

Prede ned Modeling

We use two contributing components to model the per-iteration runtimd& of paral-
lelizing G on D: computation time T¢omp, and parameter synchronization timeTgync.
Since one component usually dominates the other in data-parallel trainingdd, we
simply obtain T by T = max(Tcomp; Tsync). The reasoning is as follows: (1) since many
runtime systems (such as TensorFlowlp1] or PyTorch [103) introduce scheduling
or parallelization between communication and computation, in actuality, there are
signi cant overlaps between the two components; (2) in data-parallel training, it is
commonly observed that one component usually dominates the othd0[J. As a
result, considering the maximum of them as an estimation of total time is fairTcomp
and Teync are factored with respect to variables in the same way tha is, and we
estimate Teomp(Vi); Tsync(Vi) for eachv; based on itss; in S. By pro ling its equivalent
operation on a single deviceTcomp(Vi) can be estimated. To computelsyc(vi), we
divide V¢ into variables with PS asV"*® and collective communication a3/, and

derive two analytic forms of Tgync(Vi).
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For vi 2 VPS, if we denote the size of the message by as ¢ (m;) where the
encoding/decoding scheme 2 s; has been applied on the original sizen;, and w; as
the number of worker nodes involved in synchronizing, the communication time

TS on the server hostingv;, indexed asj, is as follows:

X (m. N
oy G(my) y :
Toe(W= la0ik) S nir lGK) e g 1 (32)
|<:1 {Z K } |<=1 {Z } GPU kernel latency
network transfer network overhead

wherer; is the number of replicas €.g, number of GPUs) ofG on workerk, 14(j; k)
and |, are true when servejj and workerk locate on di erent machines and when
hierarchical reduction is used, respectively. Moreover,and are network overhead
and GPU kernel latency constants, respectively. Of the three, the rst corresponds to
sending messages from each worKeito the serverj (and vice versa). The second
then captures network overheads that linearly scale with the number of workers or
replicas whenl,, is false. Constant GPU memory latency is captured by the third

term.

In addition to the formula, we can construct domain-agnostic features of as
zPS = [network transfer, coe cient of ; coe cient of ]. A communication bottle-
neck may be caused by the slowest transmission or the total time of transmissions,
as synchronizing any; between any pair of nodes can happen simultaneously and
is upper bounded by the multi- ow bandwidth. Thus, we de ne global features for
estimating TS5, aszP® = maxfz® forv; 2 VP3¢ i fzPS for v; 2 VPSg=VvPsj,
where is vector concatenation, and maxP are element-wise.

Similarly, for v; 2 V¢©, we consider 5 commonly used collective primitives:

AllReduce, ReduceScatter, AllGather , Broadcast, and Reduce[103. For example,

when there arew workers and the device order in the substrategy; is a ring [29],
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each primitive sends and receive%(""w—l), ""Tl Wvl 1;1 times, respectively, in its
applicable scenario for parameter synchronization (e.@\lIReduce for dense gradients
or AllGather for sparse gradientsq9) . Therefore, we can obtainTSS (vi) as

sync

following:

2(w;  1)ci(m;) (W 1)ci(m;) G (m;) .
Wb +|2{Z Wb + 13 bm}+Wi + (3.3)

network transfer

Ts():/ﬁc (Vi) =1y

whereby, = ming, k,)2ring B, :x, denotes the lowest bandwidth between devices in the
ring because the throughput of a ring is restricted by the lowest bandwidth in the
network [104. 14;1,;13 are true whenAllReduce, ReduceScatter and AllGather ,
Broadcast and Reduceare activated, respectively. The formula is derived by counting
how many times each message (i.e. gradients) needs to be passed through the ring
while taking into account both network transfer overhead and the device-host memory
swap latency. The total synchronization time for variables assigned with collective
communication isTSS, (V) = P Ve TSS (V).

The domain-agnostic features fov; 2 V€ arez© =[network transfer, coe cient
of ; coe cient of ]from Eq. 3.3. The global features of 5. arez°¢ = maxfz©
for v 2 VCCqg P fzCC for v, 2 VCC gV CECi.

Concatenatingz”S and z©© results in the set of domain-agnostic featurez®™

for (G;D;S). We can either use the estimatedr to rank di erent S, or use the

constructed features as inputs to ML models, which we elaborate next.

Domain-Speci ¢ Modeling

Upon acquiring trial data, we augmentzP™ using raw featuresz™" extracted from
G;D; S, and train ML models to capture their domain-speci ¢ characteristics. For
eachv;, z{® vectorizes attributes including variable placement, synchronization
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architecture, encoding/decoding type, and merge group fror8, bandwidth and
the number of replica devices of each node frob, and variable size, dimensions,
the sparsity of gradients, data types, and information of partitioned shards fror.
Combining zP"® and variable-speci c raw featuresz{®", we adopt three di erent ML
models: (1) a linear model, (2) a recurrent neural network (RNN), and (3) a graph
attention networks (GAT) [105, to learn from trial data and make more accurate

predictions off .

Linear Model.  Simply written as f*= zPe  the model introduces trainable weights

and predicts the runtimef" using only global featureszP'e.

RNN. We use an RNN to model di erentG with varying numbers of variables to
inject z@ . First, the RNN concatenatesz”® with z/®¥. Then, it transforms the
combined features via an MLP. The results are then combined ini¥, j features
corresponding to the variables in the/s. . A bidirectional LSTM scans them following
the forward-backward propagation order preserved i®. The formulation of leveraging

a RNN with both prede ned and raw features for runtime prediction is as follows:

zi =MLP ; (z/®  zP"®); (3.4)
hi.y =LSTM(hj;z); (3.5)
h?, =LSTM h? Zive j+1 i (3.6)

f'=MLP o([hjvg j:h R iD); (3.7)

whereMLP; projects the input features into a hidden representation space, aiMdLP ,
projects the encoded features after LSTM fusion to the output logits. The LSTM

walks through eachv; 2 V(g strictly following their original forward (backward) order
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in the computational graph to inject this information into the modeling. The RNN
works on the transformed grapH V2 ; EZg, which has additional partitioned variables

compared to the original graphf V. ; Ecg.

GAT. We use GAT to model the raw graph structure ofG. To do this, we prune
Ginto a graph G = (V§ ; EQ), with only variable (including partitioned) nodes and
edges connecting them. Similar to RNN, each node's raw and prede ned features
are concatenated, and the features of all nodes and accompanying edge information
are fed to a GAT for encoding graph structure as illustrated in Figure3.1 and as
fzig= GAT(fz[™ z[" forv; 2 V{ g; EQ). The node features are then aggregated
into graph-level ones, which are subsequently processed by an MLP to obtain the
runtime estimation . The formulation of using a GAT with both prede ned and raw

features for runtime estimation is as follows:

fz; |\:/§ J = GAT( fZiraW Zipre; forv; 2 Vg g, Eg), (38)
_ 1 a7 -

Z= J'V(g J (fzigis ); (3.9)

= o(z); (3.10)

where GAT denotes the graph attention operations10q applied on the graph
fVvQ ;E2g with z/®  z!" as node featuresq is a linear layer that projects hidden
representation to runtime estimation.

Training Objective

It can be challenging to accurately predict runtime because of uncertain factors on

a distributed cluster. As such, we train the simulators with the pair-wise logistic
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ranking loss [107, 22]:

i PR > 1 )log e, 1)) (3.11)
i=1 j=1
wheref;, f; are ground truth runtimes, | is an indicator function, and n denotes
the number of training examples. We add a penalty term1,(P;; P;) to the original
ranking loss, where is a non-negative thresholdP; is the total number of partitions
in Sj, and I1(x;y) outputs 1 whenx >y, -1 whenx <y, and O otherwise. This term

additionally takes into account the intrinsic partitioning overheads and mitigates the

tendency of heavily partitioning variables.

3.4.2 Knowledge-Guided Search

To evaluate a strategy, the search uses the simulator and proposes candidates with low
predicted runtime f". Then, a small number of quali ed candidates are selected from a
large set of proposals for trial execution, as shown in Figure 3.1. Two search algorithm

variants are implemented here: random search and genetic algorithm (GA) [108].

Knowledge Constraints

Gird searching the whole strategy space is ine cient due to its exponential size. To
limit the search inside promising regions, we implement the constrain@in Eq. 3.1
using two system design principles. (1) Load balancing constraing,: This is vital to
removing the communication bottleneck. When determining the placement for each
v; 2 VPS, ¢, enforces sampling from a multinomial distribution over all participating
nodes inD. Here, each node's probability of being chosen correlates to its current
communication load and maximum bandwidth. So, nodes with higher available
bandwidth are more likely to be sampled. This di erence allows randomized solutions
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to be generated while approximately maintaining a balanced status across all nodes.
(2) Adjacent merging constraintc,,: The fusion of collection operations ought to
correspond to the model forward-backward propagation order as & This stands as
merging two operations in the head and tail of the model prevents low-level scheduling
overlapping communication and computation. Thes,, is introduced to ensure it is

more likely that variables adjacent to each other irG are grouped together.

Algorithm 1: Implementation of the load balance constraint,
Inputs: S, D, V¢

Function load _balance _constraint( S, D, Vg; ):
Set loads of each device iD aslgy, =[0; :::;O]P
Sum up the bandwidth of devices iID: by = {2‘1 i
Sort V(g by byte size in descending order and ge/t‘GS;0
for vin \& do

lan = J,EJl leur [1]

logits = lar  [bra=hus 5 Bupjjve =] leur

j  Categorical(softmax(ogits))

Set the placement ofv in S asd; 2D

10 B lewr 1] = leur [ ] + byte _sizef)

NP

© o N o 0 b~ W

The two knowledge constraints, load balancing constrairg, and adjacent merging
constraint c,,, are implemented together with the strategy sampler as regulations. In
particular, the strategy sampler rst generates a partial strategyS, leaving two elds,
variable placement(PS-based) and thegroup (collective-based) undecided. A global
load balancer €;,) and group assigner ¢,) assign their values using randomized and
approximate solutions, illustrated in Algorithm 1 and Algorithm 2, respectively. Note
both constraints work on the set of variabIeS/C_?; with partitioned shards, instead of
the original set of variablesVg. .

The two constraints help lter strategies that are obviously ine cient, but approx-

imately maintain global load balance on the cluster and adjacent merging structures
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Algorithm 2:  Implementation of the adjacent merge constraint,n,
Inputs: D, VC?; , G, the number of total collective merging groupN
1 Function adjacent _-mergeconstraint( D,VG‘{ S,N):
2 Sort V(g based on their location in the backpropagation order indicated by
G, from input to loss function, and getvg;0
3 Set Ioadis_Jcur =[0;:::; 0L, corresponding toN merge groups

- 1 i

N

5 g=0

6 | for vin Vg do

7 if lewr[0] lavg then

8 | g=g+1

9 if leur[0] <|avg then

10 Set the group ofv in S asg
11 L leur [9] = leur [g] + byte _size)

correlated with the forward-backward propagation order. We show the, and ¢

empirically improve search e ciency and quality in §3.5.6.

Select Evaluation Candidates

We choose the nal set of candidate in the same way as AutoTVME] by minimizing
the weighted sum off" and internal similarity. The similarity can be assessed by
comparing strategy representations or simulator concealed outputs. Formally, we

solve the following optimization problem:

X XX
min f\(S) + sim(S;; S)); (3.12)
fSigly 1S il i=1 j=1
wherefS;gM, are theM quali ed strategies Itered by the simulator score. denotes
a trade-o coe cient and sim is a pairwise similarity function between strategies.

Solving Eq. 3.12 helps deliver a set of candidates that trade o between low predicted

runtime (exploitation) and low similarity (exploration). The above problem is a
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typical problem of submodular minimization, and we resort to the greedy algorithm

for an approximate solution [109].

Since we do not have a continuous representation of strategies, we design two
approaches to estimate the similarities between strategies. The rst approach estimates
the similarity of the two strategies S;; S, by comparing each sub strategyi; 2 S;
and sj; 2 S; corresponding to the variablev;, counting how many choices of each
synchronization-a ecting factor are the same, and use the nal count as a measure
of their similarity (higher is more similar). The second approach takes the cosine
similarity between the hidden outputs of the simulator, whose inputs ar§; and S,,
as a proxy of the strategy similarity. Empirically, we nd the two approaches perform
similarly, but the rst similarity function does not depend on the simulator thus can

be used when no trained simulator is available (e.g. for the baseliA@itoSync(-s) ).

3.4.3 Low-Cost Optimization using Transfer Learning

It is costly to perform end-to-end strategy optimization for a target domainG; D; on
large clusters or large models from scratch. The cost is especially higlgifwill be
only trained once (one-shot training). We consider transferring simulators trained on
the data from a source domairG;; D for unseenG; Dy, which is advantageous if the
source domain data already exists or any of th& and Dg are small so their trial run
data is cheap to collect. The transferability is possible only because of our feature
design { its prede ned features are universal due to its domain-agnostic nature. The
per-variable raw features are extracted fronts, S, and D, where G is the generic
low-level data ow graph representation and is capable of expressing all NN modess,

Is based oD and generated from a strategy space invariant to models as well. Hence,

the feature components of dierent G;D;S); are invariant. The only remaining
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Table 3.1: Models we have experimented with. Their implementations are from the
tensorflow/models repository. IC: image classi cation, MT: machine translation, LM:
language modeling.

Model | Task |  Training data | bs/gpu | #params
ResNet50 [112] | IC ImageNet 32 23M
ResNet101 [112]| IC ImageNet 32 45M

InceptionV3 [113]| IC ImageNet 32 24M
VGG16 [89] IC ImageNet 32 138M
DenseNet121 [77] IC ImageNet 32 8M
Transformer [3] | MT WMT'14 ende 5K 62M
NCF-dense [88] | CF | MovieLens-20Mx16x32 256 122M
NCF-sparse [88]| CF | MovieLens-20Mx16x32 256 122M
BERT-3L [5] LM Wiki & BookCorpus 32 11M
BERT-6L [5] LM Wiki & BookCorpus 32 36M
BERT-base [5] LM Wiki & BookCorpus 32 110M
BERT-large [5] LM Wiki & BookCorpus 8 340M

variability is the length of features, which results from the numbers of variables in
di erent G. However, these numbers are absorbed by models like GAT and RNN,
which operate on inputs with variable lengths.83.5.7 validates the e ectiveness of the

transferable feature representation.

3.5 Experiments and Results

We build strategies using TensorFlow 2.0 and use it for distributed executiof]d.
We conducted experiments on 10 models from di erent DL families, and 14 cluster
con gurations based on our in-house cluster and AWS. We provide additional details

about the models and cluster speci cations below and in Table 3.1 and Table 32

3In this chapter, we do not consider synchronization-a ecting factors that would alter the algorithm
or result as in the original single-node code, such as lossy compression [40], staleness [14it],
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3.5.1 Models

Table 3.1 list the details of the 11 models we have experimented with, including
5 CNN models for image classi cation (IC), a transformer-based model for neural
machine translation (MT), two versions of the neural collaborative Itering model
for recommendation systems, and four BERT variants for language modeling. Their
single-node implementations are from the o cial open source repository dittps:
/[github.com/tensorflow/models . Their training data, and number of parameters
are listed in Table 3.1. We use default training settings suggested by MLPe#fl{.
The per-GPU batch size is indicated in Table 3.1 as well.

It is worth noting that, for the neural collaborative Itering (NCF) model, we
follow MLPerf [114 and use an enlarged version (x16x32) of the model and training set
{ which expands the original MovieLens-20M datasefl{Ll§ with 16x more users and 32x
more movies. Details can be found dtttps://github.com/mlperf/training/tree/
master/recommendation/pytorch#getting-the-expanded-dataset . To test the
system's capability, we also experiment with two versions of NCF: NCF-dense, which
uses dense tensors to represent the gradients of embedding variables in the model,
and NCF-sparse, which uses sparse tensotsdexSlicesin TensorFlow) to represent

the gradients instead.

3.5.2 Clusters

We focus on GPU clusters since it is the main setup for distributed DL training.
During our research, we have tested on 14 di erent cluster con gurations as listed
in Table 3.2: Cluster A includes 11 nodes, each equipped with a GeForce TITAN
X GPU, an Intel 16-core CPU and 64GB RAM, interconnected via a 40-Gigabit

Ethernet switch; Cluster B, based on AWS, consists of up to 8 node, each node is one

53



of the g3.4xlarge (1x Tesla M60 GPU and 10GbE Ethernet), g3.16xlarge (4x M60,
25GDbE), g4dn.2xlarge (1x NVIDIA T4 GPU and 25GbE Ethernet), g4dn.12xlarge
(4x T4, 50GbE) instance types. Details about the con gurations of AWS instances
can be found athttps://aws.amazon.com/ec2/instance-types/g4/ and https:
/laws.amazon.com/ec2/instance-types/g3/ . Due to AWS constraints, they all
have 10GbE single- ow bandwidth. On top of these two clusters, we list all the
resource speci cations we have experimented with, including cluster setup, number of

GPUs on each cluster node, and bandwidth information, in Table 3.2.

3.5.3 Baselines

As external baselines, we provide two robust hand-optimized synchronization systems.
(1) Horovod|[29]: This algorithm employs AllReduce (AllGather) to synchronize dense
(sparse) gradients of all model variables and BO to autotune collective operation fusion.
(2) PS A manually optimized PS that incorporates several optimizationsl[lg 30, 31,

27, such as maintaining load balance across servers by partitioning and placemédritd,
autotuning credit size [27], and reducing network transfer via hierarchical reduction,
etc. We employ them as collective- and PS-based baselines, respectively. It should be
noted that both techniques employ the same TF and NCCL version for distributed
execution and communication with AutoSync, preventing system-induced variations.
We gather around 10,000 data points containingG; D; S) input tuples and associated

ground truth runtimes on 11 models and 14 clusters.

3.5.4 Public Datasets

We have collected a dataset containing nearly 10k data points bfG; D; S); f g, where

G is one of the DL models in Table 3.1D is one of the cluster setups from Table 3.2,
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Table 3.2: Cluster speci cations we have experimented with, listed with their reference
name (D), setup information (Setup), GPU distribution and bandwidth speci cations
(Bandwidth spec).

D Setup GPU Bandwidth
distribution spec

Al 16x Cluster A nodes [1] x 16 40GbE
A2 11x Cluster A nodes [1] x 11 40GbE
Bl 2x g3.16 [4] x 2 25 GbE
B2 3x g3.16 [4] x 3 25 GbE
B3 4x g3.16 [4] x 4 25 GbE
B4 1x g4dn.12 [4]x1 50 GbE
B5 2x g4dn.12 [4] x 2 50 GbE
B6 3x g4dn.12 [4] x 3 50 GbE
B7 4x g4dn.12 [4] x 4 50 GbE
B8 8x g4dn.12 [4] x 8 50 GbE
B9 1x g3.4, 1x g3.16 [1, 4] 10/25 GbE
B10 | 1x g3.16, 1x g4dn.12 [4] x 2 25/50 GbE
B11 | 2x g3.16, 2x g4dn.12 [4]x 4 25/50 GbE
B12 | 1x g4dn.2, 1x g4dn.12 [1, 4] 25/50 GbE

S is randomly sampled strategy from the proposed strategy space, ahdis the
groundtruth runtime collected via real distributed execution.

The dataset contains strategies sampled for all 11 models, ranging from xed-
formed strategies such as those used in specialized systems, and randomly explored
strategies by AutoSync during the strategy auto-optimization. The data are organized
into multiple folders where each folder corresponds to a domain d&;D).

For quick access, we have provided scripts that rea@ as data ow graphs in
standard TensorFlow 2.0 format, and read the strategies and runtime into json
formats. Instructions on how to access the dataset are provided https://github.

com/petuum/autodist .
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Table 3.3: Comparisons of di erent model instantiations of the simulator.

Setting | Linear | RNN | GAT

NCF-dense, A| 0.771 | 0.894 | 0.810
NCF-dense, B| 0.826 | 0.913 | 0.830

VGG-16, A 0.868 | 0.796 | 0.753

VGG-16, B 0.833 | 0.839 | 0.692
BERT-base, A | 0.758 | 0.746 | 0.775
BERT-base, B | 0.807 | 0.867 | 0.760
BERT-large, A | 0.780 | 0.847 | 0.771
BERT-large, B | 0.796 | 0.755| 0.784

3.5.5 Simulator Training Dataset and Hyperparameters

For the end-to-end results, we train simulators using runtime data collected on-the-y
during trials. For the ablation studies (Table.1-3), we split pre-collected data at
auto-optimization of a speci c domain (e.g., (NCF-dense, A)) into train/val/test

at 70%/15%/15%, respectively, and report the ranking accuracy on the test split
(averaged over 3 runs). Training RNN simulators in all settings use Adam with 1e-3
Ir, decayed by 0.3 at the 80th/160th epoch, for 200 epochs. We clipped the gradient

norm to 0.25.

3.5.6 End-to-End Results and Ablation Studies
Comparing Model Instantiations

To compare the linear model, RNN and GAT, we create datasets from trial data
gathered in six di erent settings and train them as simulators, respectively. Table 3.3
shows their ranking accuracy on held-out test sets (the standard deviation of the
results is within 2% over three runs). RNN outperforms the linear model in most
cases by using raw information. GAT, although also modeling the graph structure of

G, does not show signi cant advantages. We hypothesize that GAT may require more
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Table 3.4: The per-iteration time statistics of 200 strategies found by RS and GA on
(VGG16, A).

Stats | RS | GA

Mean (s) | 1.07 | 0.67
Std. (s) | 0.63 | 0.03
Min. (s) | 0.60 | 0.64
Max. (s) | 2.34 | 0.79

data for training that are currently out of reach due to our budgeted search. As a

result, RNN is used by default in the rest of the chapter.

Search Algorithm Comparisons

On optimizing strategies for (VGG-16, A) with a budget of 200 trials, we compare two
search algorithms: random search (RS) and GA. Table 3.4 displays the statistics for
the per-iteration time of the 200 strategies discovered. GA, by de nition, has a higher
average quality and lower variane than RS, but it has a tendency to over t with the
simulator's (inaccurate) forecast, resulting in worse quality on the best discovered
strategy. We, therefore, prefer RS over GA as the default algorithm for AutoSync

strategy optimization.

Auto-Optimization Results

We employ AutoSync to optimize the strategies for NCF-dense (122M), VGG16
(138M), and BERT-large (340M). They span three di erent NN families but are all
seen as \di cult-to-parallelize" workloads due to their >100M parameters. We contrast
two AutoSync variants with their respective external baselines. (1AutoSync(-s) ,

in which the simulator is disabled while searching, investigates 30K strategies at
random and picks 200 candidates with the least amount of similaritg8.4.2). (2)

AutoSync The full AutoSync with a budget of 200 for real evaluation on clusters.
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To obtain the runtime f , we run 10 warm-up iterations, followed by 40 iterations of
training, the runtime of which is averaged as the ground truth. Figure 3.2 contrasts
the best-discovered strategy in 200 trials using two variants with the two manually
optimized baselines. In four out of six settings and without a simulatoAutoSync(-s)
discovers strategies up to 1.4x faster than the best one RSand Horovod AutoSync
uses the simulator to nd strategies 1.2x{1.6x quicker than baselines. To understand
the speedup, BERT-large requires 2M stepd.17 of training to achieve the observed
accuracy with batch size 128 (batch size 8 on 16 GPUs). On cluster B, a 1.2x speedup
decreases the training time by seven days and saves approximat®200 AWS credits
per training job. Furthermore, when applied to unseen data, a model must, but a
trained simulator may be utilized repeated across jobs. When comparidgitoSync
to AutoSync(-s) , the simulator, in addition to providing higher quality, drives the
search to solutions fastere.g, on (BERT-large, A), AutoSynclocates strategies 1.25x
faster than PSin about 50 trials and 1.2x using only 30 trials on cluster B. Similar

patterns have been observed in other settings.

Search Space Evaluation

We de ne the metric hit rate for each auto-optimization run as percentage of strate-
gies examined up to trialk that are above hand-optimized baselines for each auto-
optimization run. We compute the hit rates individually for each run and show the
average percentage ak of three runs in the right axis of Figure 3.2. Except for
(NCF-dense, B),AutoSync(-s) provides positive hit rates, and the rate for (VGG16,
B) (42:0%) and (BERT-large, B) (285%) is acceptable. When used with a simulator,
AutoSync typically achieves superior strategies, particularly on more complex models
such as VGG16 and BERT-large¥ 70%). This evaluation demonstrates that factor-

ing the strategy in relation to each variable and co-optimizing many factors generate
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Figure 3.2: Comparing AutoSync, AutoSync(-s), AutoSync(-s,-k) on (left axis) the
improvement (higher is better) of the best found strategy over baseline, (right axis) the
percentage of strategies better than baseline (higher is better), w.r.t. the number of trials
conducted in 200 trials. The baseline (1x) is the better one ofPSand Horovod). A curve is
skipped from the plot if it is too below the baseline. The average over three runs is reported,
the std of hit rates are in 3% 7% and that of improvements over baseline at trial 200
arein :04 :1.

a promising space with a comprehensive set of strategies that outperforms manually

optimized ones.

Knowledge Constraints

Figure 3.2 showsAutoSync(-s,-k) , a variation in which the knowledge constraints in
§3.4.2 are removed fromAutoSync(-s) . AutoSync(-s,-k) typically visits strategies
that are below hand-optimized baselines, especially on complex models with a wider
search space. For instance, on BERT-large, all strategies ByitoSync(-s,-k) are far
below baselines; hence, they are skipped in the plots. It is thus crucial to incorporate

system design principles as knowledge in order to make the search manageable.
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Table 3.5: Studies on feature importance (pairwise ranking accuracy is reported). The std
is within 2% (3 runs).

| Setting \ Full | Rawonly | Prede ned only |
NCF-dense, A 0.894 0.894 0.883
NCF-dense, B 0.913 0.907 0.873
VGG16, A 0.796 0.785 0.734
VGG16, B 0.839 0.837 0.816
BERT-large, A 0.847 0.848 0.850
BERT-large, B 0.755 0.746 0.735

Feature Importance

Table 3.5 shows the individual e ects ofz™" and zP'® ablation. More speci cally,
we train RNN simulators with: (1) only prede ned featureszP', (2) only raw
featuresz"™", and (3) the full features, under 6 G; D) settings. Then, we compare
their ranking accuracy on test sets. The use of the full features yields the highest
accuracy, illustrating that the prede ned and raw features may include complementing
information. Prede ned features, on the other hand, can be useful in the early stages
of a search since it is possible to directly rank strategies by using them without any

training.

3.5.7 Transferring Trained Simulators
Transferability Studies

In contrast to §3.5.6, we train RNN simulators using trial data from a source domain
G;; Ds to rank strategies in unseen target domain&; D, without any additional
training, and report the ranking accuracy in Table 3.6. In general, we noted several
points. (1) Models with comparable architectures are more transferable. Whéh is
constant, transformer-based models3] transfer quite well with the lowest accuracy

at 0:76. WhenD is changed, the transferability is slightly compromised owing to
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Figure 3.3: Transferring the trained simulators from di erent source domains to 3 target
domains, compared to untransferredAutoSync- and AutoSync with a budget of 100 trials.
The average of three runs is reported.

increasing domain distance. This di erence suggests that we can optimize the strategy
of a larger BERT model using a simulator trained for smaller BERT models. (2)
Models with similar size distributions of variables show transferability. For example,
despite having only 10 variables, the NCF-dense model can transfer to BERT-base
with a decent accuracy of r904; VGG-16, as a CNN, ranks strategies of BERT-base
better (0:7298) than ResNet101 (%6); and both VGG16 and BERT-base have uneven
communication loads caused by several extremely large variables. (3) Wh@rnis
xed, transferability across D is seen. In practice, we may pre-train a simulator on
low-cost in-house clustersd.g, cluster A), before deploying it for training jobs on

more expensive and larger-scale clusters.

End-to-End Results on Transfer Learning

We are currently transferring trained simulators to help guide end-to-end optimizations.
We purposefully choose models that are di cult to parallelize and clusters that are
expensive: (BERT-base, A), (BERT-base, B), and (VGG16, B). We establish a smaller
budget of 100 trials and do not use data from target domains for model selection
or netuning. The optimization progress is depicted in Figure 3.3. Surprisingly, a

well-trained simulator from On (VGG16, A) can nd identify 1.5x quicker in as few
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Table 3.6: The target domain test accuracy under di erent transfer learning settings.

Source! Target Accuracy
(BERT-3L, A) ! (BERT-3L, B) 0.8672
(Transformer, A) ! (BERT-base, A) 0.7674
(BERT-3L, A) ! (BERT-base, A) 0.7591
(BERT-3L, B) ! (BERT-base, B) 0.8100
(NCF-dense, A)! (BERT-base, B) 0.7904
(VGG16, A) ! (BERT-base, B) 0.7298
(BERT-3L, A) ! (BERT-base, B) 0.6992
(BERT-base, A)! (BERT-base, B) 0.6852
(VGG16, B) ! (BERT-base, B) 0.6774
(Transformer, A) ! (BERT-base, B) | 0.6672
(BERT-3L, A) ! (Transformer, A) 0.8866
(Transformer, B) ! (Transformer, A) | 0.8305
(Transformer, A) ! (Transformer, B) | 0.8171
(BERT-3L, A) ! (Transformer, B) 0.808
(NCF-dense, A)!  (NCF-dense, B) 0.7694
(VGG16, A) ! (VGG16, B) 0.7966
(BERT-3L, A) ! (VGG16, B) 0.5583
(ResNet50, A)! (ResNet101, A) 0.6057
(VGG16, A) ! (ResNet101, A) 0.5600
(VGG16, A) ! (ResNet50, A) 0.7156
(VGG16, A) ! (DenseNet121, A) 0.7596
(ResNet101, A)! (ResNetl101, B) 0.7187
(DenseNet121, A) (ResNet50, B) 0.5266
(VGG16, A) ! (InceptionV3, A) 0.7857

as ve trials on (VGG16, B). On (BERT-base, B), we experiment with three di erent
source domains and discover that the domain distance has an e ect on the end-to-end
results: source (BERT-3L, B) achieves higher quality and e ciency than source
(BERT-base, A). We recommend a more in-depth examination of the transferability
in future research. Overall, we are able to transfer simulators trained on \cheap"
domains to uncover good strategies in \expensive" domains after only a few trials.
Aside from reducing the number of trials, e ectively transferring a simulator reduces
the wall-clock time used in auto-optimization by bypassing simulator training, which

is bene cial in cases where single-shot model training occurs often.
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3.6 Conclusion

The proposed AutoSync facilitates a novel search space of synchronization-a ecting
factors and learns to optimize synchronization strategies at a variable-level in order to
improve training performance. AutoSync can identify synchronization strategies up
to 1.6x better than those manually optimized when guided by an ML-based simulator
and proper knowledge, even with just 200 trial run training data for the simulator.
A dataset including 10,000 strategy, model, cluster, and runtime tuples are made
accessible with the proposed framework to aid future studies on automating the

parallelization of ML programs.
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Part ||

Learning Universal Knowledge
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Chapter 4

OPTIMUS

4.1 Introduction

The rst part of the dissertation summarizes our e orts in developing e ective and

e cient Transformer-based architectures for learning expert knowledge, including
the Graph Transformer that allows systematic injection of medical knowledge graphs
containing disease and abnormality relationships into medical report generation, and
the AutoSync framework that propitiously leverages a Transformer-based simulator
guided by human-designed knowledge constraints for automatic and adaptable search
of the synchronization strategies. In this part, we turn our attention from expert
knowledge learning to its opposite: universal knowledge learning. Unlike expert
knowledge, which is usually organized, structured, and summarized in each specic
domain, universal knowledge is ubiquitous and does not follow any particular form,
making it di cult to de ne, collect, and learn. Imagine a newborn baby who learns
about the world by looking at tons of images, languagetc. The more she observes,
the more she learns and connects with her existing cognition. For example, by looking
at a few images of dogs without anyone telling her any de nition of dogs, she can
immediately tell whether a new image contains dogs or not. This mechanism is later
formalized as SSL by the research community. In the second part of the dissertation,
we investigate the ability of Transformer-based models combined with SSL learning
methods to learn universal knowledge. Note that both the Transformer-based model

architectures and the SSL approaches are key aspects of this part, as only a good
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match between these two aspects can lead to good performance.

As one of the most typical SSL methods, pre-training language models (LMs)
aim to learn universal language representations through web-scale unlabeled data
and pretext tasks. Recently, various in uential pre-trained modelsy, 118 6, 7, 119
12Q 8, 11, 32 33 have been shown to be e ective for a variety of downstream NLP
tasks. In general, there are two categories of pre-trained LMs: autoencoding and
autoregressive. Autoencoding models focus on the encoding process. Within this
category, BERT [5] proposes masked language modeling (MLM) and next-sentence
prediction (NSP) objectives. RoBERTa §] examines the impact of many key hy-
perparameters and training data sizes adopted in BERT and subsequently improves
its robustness. Albert [LO] is a lightweight BERT that applies factorized embedding
parameterization and cross-layer parameter sharing techniques to reduce memory
consumption and speed up the training of BERT. In the autoregressive category,
GPT [6] rst proposes using a generative objective to pre-train the Transformer. The
subsequent GPT-2T] and GPT-3 [33] increase the model and data size, obtaining im-
proved performance when transferring to various downstream NLP tasks. XLNet]]
proposes learning bidirectional contexts by maximizing the expected likelihood over
all permutations of the factorization order. Several model variants have been proposed
to combine language understanding and generation tasks in a uni ed framework, in-
cluding UniLM [34], BART [13], and T5 [35]. Even though these models substantially
advanced the state-of-the-at across a wide range of NLP tasks, they fail to explicitly
model the structures in a latent space, thereby making it di cult to control natural

language generation/representation from an abstract level.

VAEs [121, 127 appear to be the most suitable solution for integrating language
understanding and generation tasks in a uni ed framework, as they connect an encoder

and a decoder via a latent space. With e ective training of the latent space, vectors
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in the space can represent the global features of any sentence. Therefore, by slightly
manipulating the vectors, we can orderly control the language representation and
generation 123 124. Moreover, due to the small size of the latent vectors compared
with the raw input, smooth feature regularization and guided sentence generation can
be easily performed. However, despite the appeal of the theory, existing VAEs are
dominated by small networks, such as two-layer LSTMsLR], preventing the models

from achieving optimal solutions and robustness.

To alleviate this problem, OPTIMUS [19)|a large-scale VAE implemented by

a multilayer Transformer encoder and decoderlis proposed for controllable and
scalable language representation learning. OPTIMUS embraces sentence-level
representation learning and generation and therefore learns a sentence-level latent
space. Moreover, by integrating both an encoder and a decoder, OPTIMUS not
only inherits the advantages of both BERT and GPT models by being capable of
performing both language understanding and generation tasks, but also improves
the previous models by learning a structured and ordered latent semantic space to
enhance both universal representation learning and controllable generation. Extensive
experiments are conducted to examine the e ectiveness of the proposed OPTIMUS,
including language modeling, dialog response generation, text style transfer, and
low-resource language understanding. It is observed that OPTIMUS achieves lower
perplexity than GPT-2 on standard benchmarks, produces strong performance on
guided text generation, and improves BERT on feature-based language understanding

tasks.

1The author of the dissertation is the third author of the paper [19]. Her major contribution to
this work is transferring the pre-trained OPTIMUS to the downstream label-conditional text
generation task.
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4.2 Related Work

4.2.1 Language Models (LMs)

Skip-thought models 12§ utilize continuous text from books to train an encoder-
decoder architecture using a reconstruction loss. Standard sequence autoencod@3 [
adopt two approaches to enhance sequence learning: a conventional language model
that predicts the next word given a sequence and a sequence autoencoder that recon-
structs input sequences by projecting input into a latent representation space. Later
works adopted the Transformer model for language modeling, such as BERR§,
which reconstructs missing words given contexts by employing a Transformer encoder,
and GPTs [6, 7, 33| that predicts the next words using a Transformer decoder. Inspired

by the success of BERT and GPTSs, there has been a surge in related research, such as
RoBERTa [9], Albert [10], XLNet [11], UniLM [34], BART [13], and T5 [35. Despite
state-of-the-art performance in various downstream NLP tasks, these models mostly
lack explicit and structured modeling for the latent semantic space, making control-
lable generation, such as label-conditional text generatiod][and style transfer [L29,

di cult.

4.2.2 Linguistic VAEs

VAEs possess many technical merits for learning generic language representation,
such as increased generation diversity and a learned structured latent semantic space
that allows e ective manipulation and controllable generation. However, to achieve
practical performance improvement, the KL vanishing problem in VAE training must
be be properly addressed. Various strategies and methods have been proposed to

alleviate this problem, including levering di erent KL annealing or thresholding
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strategies 123 130 131, 132, decoder architectures133 134, auxiliary loss [L35,
semi-amortized inferencel[3G, aggressive encoder training schedul#37, and exible
posterior [L3§. However, while these methods are applicable to small networks, such

as 2-layer LSTMs, they fail to o er a scalable solution for large-scale VAEs.

4.3 Preliminaries

We rstintroduce OPTIMUS [ 19|, which exploits a Transformer-based VAE model for
controllable language representation learning. Then, we present transfer learning for
label-conditional text generation, employing a Transformer-based model architecture,
and OPTIMUS's pre-trained weights.

OPTIMUS embraces a Transformer encoder-decoder architecture optimized by a
reconstruction loss and a latent space optimized by a KL divergenced]. OPTIMUS
encodes a given input sentence into a vector in the latent space, regularizes the vector
by approaching a prior distribution, and triggers the decoder to reconstruct the input
sentence based on the latent vector. Speci cally, the marginal log likelihood is written

as follows:

Z
logp (x) =log  p(z)p (xjz)dz; (4.1)

where represents the model parameterss denotes the input sentence, and is
the latent vector [19]. Due to the numerous possible decoder outputs, solving this
equation is intractable, and variational inference is required by approximating the true

posteriorp (p(z)jx) using the variational distribution g (zjx) [19. The mathematical
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Figure 4.1: lllustration of OPTIMUS architecture.

equation is written as follows:

logp(x) L eso = Eq zjx) logp(xjz)  KL(q (zjx)ijp(2)); (4.2)

where ELBO is the evidence lower bound objective. Usuallg(z) is a multivariate
Gaussian distribution [19].

When generating a novel sentence, OPTIMUS rst randomly samples a vectar
from the latent space with prior distribution p(z), and then projects the latent vector
to a sentencey in the output space using the decoder moduld 9. The generation

process can be written as follows:

pyjz) =  p(XtjX«t;2): (4.3)

t=1

The encoder and decoder are implemented using a multilayer Transformer encoder
and decoder, respectively. The detailed model architecture is illustrated in Figure 4.1.
In addition to the novel Transformer-based VAE architecture, several signi cant design
choices are adopted to simplify the model's complexity and improve performance,

including:
" initializing OPTIMUS with BERT and GPT's pre-trained weights,

" implementing the encoder as a BERJ:se and implementing the decoder as a
GPT-2 containing 12 layers,
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" employing di erent tokenization schemes for the encoder and decodes.q,
WordPiece embedding (WPE) for the encoder and Byte Pair Encoding (BPEY]

for the decoder),

" and annealing the weight of the KL divergence.

4.4 Label-Conditional Text Generation

The goal of this task is to generate sentences conditioned on a given label. We consider
a two-stage algorithm to adapt OPTIMUS for this task. First, we ne-tune a VAE
language model on the downstream dataset, and freeze the model parameters. In
other words, the latent space is xed. Second, we build a conditional GAN for the
latent space. Let's denote the latent vectors for ground-truth sentences ag,.. We
build a generatorG to produce zie = G(;y), where is the random noise, andy is

the label. A discriminator D is simultaneously trained to distinguishzyye and zsake

sentences. The learning objectives for conditional GAN are as follows:

min maxL
G D cGAN

= Exy qxy) Ez qeziollogpp (d=1jE(x))]

+E p()[logpo (d=0jG(;y))] (4.4)

To make the model work e ectively, learning a smooth and meaningful latent
space for target sentences is key. The text generation procedure conditioned on label

y is as follows:

X  p(xjz); with z = G(;y) (4.5)
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Table 4.1: Label-conditional text generation on Yelp dataset.

Metrics Ctrl-Gen | ARAE NN-Outlines OPTIMUS OPTIMUS
Accuracy" 0.878 0.967 0.553 0.998
Bleu " 0.389 0.201 0.198 0.398
G-score" 0.584 0.442 0.331 0.630
Self-Bleu# 0.412 0.258 0.347 0.243

This mimics the process of producing sentence outlines using conditional GAN and

lling in details using the decoder.

4.5 Experiments and Results

45.1 Baselines

We compare with three baselines: (1ftrl-Gen [124]; We use their released code to
reproduce the results. (2ARAE [139 proposes to learn an auto-encoder rst and
then train a GAN to produce the latent vectors. (3)NN-Outlines [14( proposes
the use of a general-purpose encoder for text generation, and we implement it using
BERT. Note that our two-stage, ne-tuning scheme borrows ideas from ARAE and
NN-Outlines. The key di erence is that we employ our pre-trained OPTIMUS model

and work on a better latent space.

45.2 Evaluation

We consider three metrics: (1) theBleu for sentence quality, (2) theAccuracy for
conditional generation capability to correctly predict the attributes that generated
sentences are conditioned on, assessed by an oracle classi er, and (3)3ks&coreis
reported as the geometric mean of Accuracy and Bleu. This is the most important

metric because it evaluates overall performance. For label-conditional text generation,
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Figure 4.2: Label-conditional text generation on Yelp dataset. The top block shows the
positive reviews, and bottom block shows the negative reviews.

the Bleu of each generated sentence is computed by comparing it with all the sentences
in the test set, as there are no source sentences. We further report Self-Bl&d]] to

evaluate the diversity of the generated sentences.

45.3 Dataset

We consider the short Yelp dataset collected inlffd. It contains 444K training
sentences, and we use separated datasets of 10K sentences for validation/testing,

respectively. The goal is to generate text reviews given the positive/negative sentiment.

4.5.4 Results and Analysis

The results are shown in Table 4.1, OPTIMUS achieves the best performance on all
metrics. The conditional-generated sentences are shown in Figure 4.2.
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4.6 Conclusion

We leveraged OPTIMUS|a large-scale pre-training VAE|for downstream label-

conditional text generation task. Because OPTIMUS learned a smooth and structured
latent space, we observed signi cant performance improvement over competitive
baselines. The visualization also demonstrates the e ectiveness of VAE for controllable

text generation.
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Chapter 5

Complementary Auxiliary Classi ers

5.1 Introduction

In Chapter 4, we study pre-training a large-scale VAE model for language modeling
and transferring it to the downstream label-conditional text generation task. The
amalgamation of the superior VAE architecture employing multilayer Transformer
encoder-decoder and the pre-trained weights of OPTIMUS obtained from pre-training
on massive amount of text corpus have proved to be e ective for e ciently acquiring
knowledge contained in the downstream task and leading to signi cant performance
boosts. In this chapter, we continue exploring expressiveness of the Transformers for
label-conditional text generation task by establishing a generative adversarial network
(GAN) that enhances the non-identi ability issue of the previous methods.

Text generation is an important challenge in natural language processing (NLP).
Most previous research in this area has focused on unsupervised text generatit8[
144, and success has recently been achieved with pre-trained generative traininglf].
However, while these setups measure the ability of models to generate the coherent
content of a sentence, they do not address more natural human communication
in a given context. For example, generating more engaging conversions requires
conditioning on personality in image captioning and dialogue systems. The synthesis
of coherent sentences requires conditioning on a given topic/sentiment. These setups

can be formulated as label-conditional text generation.

Several attempts have been made to solve this problem, and most are based on
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deep latent variable models (LVMSs), such as variational autoencoders (VAE)LZ]]
and their conditional variants [124 133. One attractive property of these models is
that they map sentences to global language features in a latent space and allow the

manipulation of generated sentences with a speci ¢ tense, sentiment, or topic.

One prominent challenge for LVMs is to learn smooth and disentangled latent
representations such that generation from this space results in realistic sentences that
can be e ectively classi ed during conditional decoding. Huwet al. [124 proposed
Ctrl-Gen, which uses a VAE to represent sentences as smooth Gaussian distributions
regularized toward a standard normal prior distribution in the latent space. However,
VAE-based methods 12]] are di cult to train due to their notorious posterior collapse
and KL vanishing [123. To solve this problem, ARAE [L43 uses adversarial learning
to construct a exible prior distribution and further proposes an auxiliary classi er in
the latent space to disentangle the learned latent feature from the conditional labels.

In this chapter, we reexamine the relationship between disentangled feature learning
and label-conditional generation and show that the former does not necessarily lead to
the latter. We term this issue a non-identi ability issue. This is manifested when the
generator is able to resemble training samples perfectly but degenerates to ignoring
the conditional label and solely relying on the latent code, even though the encoder
learns label-agnostic representations.

To solve this issue, we propose the Complementary Auxiliary Classi er Regularized
Auto-encoder (CARA), which has are two classi ers to predict labels: a classier
in the latent space is used for disentangling feature learning, as in ARAE, and
a complementary classi er in the observation space is proposed to encourage the
generator to contain the conditional label. We prove that the proposed complementary
auxiliary classi ers introduce a cycle-consistency loss for conditional labels, leading

to maximizing the mutual information between the generated sentences and their
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corresponding labels. Moreover, we explore the trade-o between generation quality
and label-conditional accuracy and propose two practical techniques for improving
overall performance: K) an annealing training schedule for the proposed complementary
auxiliary classi er to gradually incorporate label-conditional supervision signals, and
(i) BERT [5] is used as an encoder to provide more universal and generalizable
latent representations. We show that this approach provides empirically improved
LVM-based conditional text generation.

We built a suite of four datasets for the comprehensive study of label-conditional
text generation. The quantitative and qualitative experimental results demonstrate
that the proposed techniques consistently show improved performance. We further
apply CARA to the style transfer task, in which CARA achieves state-of-the-art

performance.

5.2 Related Work

5.2.1 Dierence from Attribute Transfer

This chapter focuses on label-conditional text generation, wheeeis drawn from a
latent distribution, allowing generation of diverse sentences. This task is di erent
from attribute transfer, where z is extracted from a given sentence and xed during
sentence generation. Therefore, label-conditional text generation requires learning a
smooth latent space, such that sampling from this space leads to faithful linguistic
sentences. Many methods of attribute transfer treat the problem as sequence-to-
sequence translation, and source sentences must be provided in order to transfer
labels in target sentenceslfig 147, 148. Such methods are not able to conduct

label-conditional generation due to the lack of a smooth space from which to draw
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samples. In contrast, the proposed CARA can be used for label-conditional generation

and style transfer tasks.

5.2.2 Dierences from Prior Work

The work most related to ours is Ctrl-Gen 124, ARAE [145 and NN-Outlines [14Q.

In Ctrl-Gen, a label classi er is adopted into the observation space. However, our
model learns a smoother latent space via adversarial learning, and a more e ective
disentanglement constraint is enforced by the auxiliary classi er in the latent space.
ARAE leverages separate generators for each conditional label and trains them only
with samples within the corresponding category. This aims to implicitly alleviate the
non-identi ability issue but sacri ces performance, as each generator is trained with
fewer samples. It is also inherently impractical when the number of labels increases.
On the contrary, CARA does not su er from either performance degradation due
to fewer samples or excessive parameters. NN-Outlines uses a pre-trained general
purpose sentence encoder to provide black-box high-level \outlines", and a generative
adversarial network in the latent space to match the distribution of the latent repre-
sentations induced by the encoder. Compared to CARA, NN-Outlines does not have

any disentanglement constraints, or additional label control supervision signals.

5.3 Preliminaries

Consider atraining setS = f (x,; yn)d\-, of pairwise data, where<, = [Xn:1; Xn:2; 525 X1, |
is a text sequence of lengti,, andy, 2 Y is its corresponding label/attribute/class.
The goal of conditional text generation is to generate a new for a giveny. Due to
the diversity of natural language, a latent code is introduced to characterize diverse
information associated withy, which is required to generate faithful and variablex.
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Typically, z is drawn from an easily sampled prior distributionp(z), such as Gaussian
N (O; 1).
Given z andy, the sampling procedure for the conditionaps(Xjz;y) =
tT=1 Pc(XtjX <« ;Z;y) IS performed in a sequential manner, and an auto-regressive

generator modelG is used to generate; at the every time step:
Xt = G(X«t523Y); (5.1)

wherex ; indicates all tokens beford. The synthesis of a given sentence continues

until the end-of-sentence symbol is manifested.

5.3.1 Autoencoder for Conditional Text Generation

The generator G is typically learned by maximizing the marginal log likelihood
logps(x) = log RpG(sz;y)p(z)p(y)dzdy, wherep(y) is the label distribution. How-
ever, the marginalizing integral wrt z is intractable to compute for many gen-
erator choices. Thus, variational inference is considered, and the true posterior
pPc(zjx) I ps(Xjz)p(z) is approximated via the variational distribution ¢ (zjx),

implemented via an encoder:

z=E(X;8,& o(&; (5.2)

where p(& is the noise distribution. The observed sentence can be represented
usingz G (zjx), and reconstructed aX  ps(Xjz;y), wherey is the corresponding

label of x. A reconstruction loss is applied to the generated sentence and observation:

MiNLec= Ez g @iy pwl0gps(Xjzy)l: (5.3)
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There are challenges in optimizing the auto-encoder objective {B.3) for condi-

tional text generation.

" Smoothness : The learned latent codez should be a smooth distribution such
that samples or interposition of samples from it can lead to plausible sentence
generation. This problem is inherited from using an auto-encoder for generic

sentence generation.

Disentanglement : For better control of attributes, z and y are desired to be
disentangled, where the features encoded in each variable are exclusive of each
other. Independence constraints have been applied to these two variables in
prior work, such as reconstruction oz through an encoder 124 and using a

latent space discriminator to enforce to be independent fromy [145].

5.3.2 Adversarially Regularized Autoencoders

Various techniques have been proposed to learn smooth and disentangled latent repre-
sentations [L31, 149 150. In the context of conditional text generation, adversarially
regularized autoencoders (ARAEs)135 have been introduced. Learning ARAES can
be viewed as proceeding in two alternating stepstisentangled feature learningnd
adversarial feature generation

In the rst step, in addition to the reconstruction objective in (5.3), the inferred z
Is trained to contain only information exclusive ofy. This disentanglement objective

is achieved using an auxiliary classi eIC(z):

mEin mCaXLdisentangIe = E; @llogpc(yiz)l; (5.4)

where the classi erC is learned to categorize into its corresponding labels, whileE
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is forced to inferz to fake the classi erC. Ideally, at convergence, one cannot predict
y usingz, and thusfy;zg are disentangled.

In the second step, we learn a prior using a neural sampler= S( ) to replace
the xed prior, where Po( ) is an auxiliary distribution from which one may
easily draw samples. The neural sampler is trained to generate features to match the
distribution ¢(z) learned in the rst step.

A discriminator D(z) is introduced to distinguish the domain ofz, with d =1
indicating z comes fromE(x) and d = 0 indicating z comes fromS( ). The min-max

objective in the latent space can be written as follows:

rg-isn mDaXI—adversariaI = Ex p(x)[log Po (d = 1jE(X))] +E Po( )[|Og Po (d = OJS( ))]

wherep(x) is the data distribution. When the optimum is achieved, the generated
feature distribution (z) induced byz = S( ) can match the disentangled distribution
k(z) = ROE(zjx)q(x)dx.

The two steps are updated iteratively. Sincg5.4) in the rst step ensures the
disentangled representation ofl(z) wrt to p(y), and (??) in the second step ensures
that the marginal distribution matches (z) = q(z), the two steps together can
guarantee that the generated features(z) from the neural samplerS can characterize

the disentangled representation wrt tgp(y) at its optimum.

The full objective of ARAEs for the encoderE and generatorG is:

r}?-ien LarAE = Lrec + Ludisentangle + L adversarial - (5.5)

We see that ARAESs can be viewed as regularizing the basic auto-encoder objective in

(5.3) with a disentanglement term and an adversarial term.
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Advantages of ARAEs

ARAEs have the following characteristics: i) they provide a smooth latent space
for discrete sequences with a exible learned prior. Compared to variational auto-
encoder (VAE)-based methods121], ARAEs do not su er from KL vanishing or
posterior collapse 123 121, 15]] caused by using KL-divergence with a xed prior as
regularization in the latent space; andi{) the classi er C applied in the latent space
explicitly constrains the encoderE to only record attribute-independent features,
encouraging disentanglement of latent features and attributes during encoding, and
thus improving control and manipulation of attributes during conditional generation

performed by generatorG.

5.4 Complementary Auxiliary Classi ers

5.4.1 Pitfalls of ARAEs

In ARAES, the generator G learns to generate textx from a joint distribution
constructed by the latent codez and the label conditiony. During the disentangled

feature learning stage of ARAE, the encod€E is trained to satisfy two objectives:
mEin L rec T I—disentangle: (5-6)

This means that () the reconstruction L. in (5.3) encourages to be unique in
the latent space, so that the originalk can be perfectly reconstructed, andii() the
disentanglementL gisentangle 1IN (5.4) encourages to be disentangled fromy, and thus
y becomes the only source to control the label of the generated sentences. However,

we argue that it is challenging for the encodefE to producez that simultaneously
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Figure 5.1. lllustration of possible solutions to the disentangled feature learning objective
in (5.6). For the example sentences shown in the top row, three possible solutions are
provided in the bottom row. Solutions A and B are valid to (5.6) and Solution C is false.

satis es both objectives, and generato6 to rely only on z (ignore the dependence of

y) during generation.

5.4.2 Disentanglement versus Controllable Generation

The above implies that disentanglement does not necessarily lead to controllable
generation. We call this phenomenon the non-identi ability issue in disentangled
feature learning. This problem occurs only under the assumption that training samples
are non-parallel, where there is no sentence pair that has the same content but the
opposite labels. This is common in many cases, such as text style transfer and
conditional generation with non-parallel data.

We constructed an example in Figure 5.1 to explain this further, where the
dataset only contains two sentence samplesS; = f(x1;y=1);(Xx2;y=0)g. Here,
the conditioning information y is the sentiment, and the auxiliary classi erC learns
to categorize \good' into y=1 and \ bad' into y=0. We presented three potential
candidate solutions. First, the disentanglement objective encourages the encoder

to learn to summarize label-agnostic information, such asre pizza tasted " and
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\ The sushi tasted " into z, which is independent from the label-related information
such as good' and \ bad'. Therefore, Solutions A and B are valid, and Solution C is
invalid with respect to the disentanglement objective. Furthermore, it can be shown
that both Solutions A and B satisfy the reconstruction objective, as the joinf z; yg
is unique enough to identify its corresponding. If Solution A is chosen, the model
can perfectly generateS; using ps(xjz), rather than pg(xjz;y).

Ideally, the generator is expected to synthesize sentences successfully conditioned
on any combination of label-agnostic and label-related information by training with
the objectives in(5.5). However, as the dataset is nhon-parallel, the model only sees
a limited combination of label-agnostic and label-related information. For example,
in the illustrative dataset, the model is only able to see pairs ofpizza; good'
and \sushi; bad' instead of a full set of pairs €.g.,\pizza; good', \ pizza; bad’,
\'sushi; good' ,and \ sushi; bad’). Thus, by only relying on one source such as
\ pizza =sushi " or \ good=bad’, the generator is able to perfectly reconstruct all training
sentences. In this case, the generator can learn a degenerated distribufiy{xjz) or

pc(X]y) instead of ps(xjz;y), depending on which source is dominant in the dataset.

5.4.3 Proposed Method: CARA

To solve this issue, we propose @omplementaryA uxiliary classi er Regularized

A uto-encoder(CARA). It enhances the ARAE with an additional auxiliary classi er

for the generated sentences. Speci cally, during training, the generator synthesizes a
sentenceX conditioned on a latent codez and a sampled conditional labey, which is
then fed to a classi er. The generator is optimized to minimize the classi cation loss

of the classi er corresponding to the conditioned label. LeEM' denote the classi er
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Figure 5.2: lllustration of the proposed CARA method. A complementary auxiliary
classier CM' is proposed to guide the generated sentences to contain the label information.
In the training stage, E learns to maximize the classi er loss ofC for disentanglement, and
G learns to minimize the classi er loss of CM' for conditional generation. In the evaluation
stage, only the networks in blue {.e., the neural samplerS and generatorG) are used for
label-conditional text generation. Further, we consider BERT as the encoderE, and add
CM' with an annealing schedule.

in the output space. The formulation can be written as follows:

Ercr;lg)'\(ﬂl Lvi = Bz qe@ix)y p)x po(ziy) 109Pcm (YiX): (5.7)

The full model architecture of CARA is illustrated in Figure 7.1. Since the output
of the generator is discrete, this complicates the back-propagation of loss from the
classi er in the output space. We therefore followl24, adopting the Gumbel Softmax

distribution for the continuous approximation of discrete output.

Connection to Mutual Information

Note that the generatorG and the proposed complementary auxiliary classi e€™!

constitute a path for the reconstruction ofy, as illustrated in the third row of
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Figure 7.1:
y!G X .FMI y

By marginalizing the dependence om in (5.7), we have the reconstruction loss foy,

which is written in its log likelihood form as follows:

Fe = Ep pyyx pixin[logpem (yix)l: (5.8)

We show that this cycle-consistency term foy maximizes the mutual information
between the generatec and its labely. For random variablesx andy, the mutual

information betweenx andy can be written as
L(x;y)  H(y)+ Fe: (5.9)

The proof is provided in the next section. Since the label distributiom(y) is
known, H(y) is xed, and Fg becomes a lower bound for(x;y). In practice, CARA
maximizesFg in (5.8), which e ectively maximizes the mutual information, enforcing

the generatedx to contain the label information.

The full objective of CARA is as follows:
rgien Leara = Larae + L (5.10)

where is the weighting hyper-parameter foiL\, . The CARA training procedure is
outlined in Algorithm 19,

Note that the proposed CARA model has two classi ersC and CM', for predicting
labels. Classier C operates in the latent space, and the encoder is trained to

maximize the classi cation loss so that disentangled features can be learned. The
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Algorithm 3: CARA Training

1
2
3
4
5
6
7
8
9

10
11
12
13
14
15
16
17
18
19

for each training iteration do

(1) Train encoder = generator for reconstruction
Samplefx;;yigl, p(x;y), computez = E(X;)

Minimize E, G wrt L in (5.3)

(2) Train latent classifier and discriminator

Samplefx;;yigh, p(x;y), computez; = E(X;)
Samplefsigl; N (0O;1), compute 2, = S(s;)

Minimize C, D wrt L gisentaigle iN (5.4) and L agversariai iN (?7?)
(3) Train encoder and sampler adversarially
Samplefx;;yigh, p(x;y), computez; = E(X;)
Samplefsigl; N (0;1), compute 2, = S(sj)

Minimize E, S wrt L gisentangle iN (5.4) and L agversarial iN (??)
(4) Train output space classifier

Samplefx;;yigl;  p(X;y)

Minimize C wrt Ly, in (5.7)

(5) Train encoder and generator adversarially

Samplefx;gl, p(x), computez = E(X;)

Sampley; from a categorical distribution, computex; = G(z; Vi)
Minimize E, G wrt Ly, in (5.7)

other classi er CM' is in the observation space, and the generator is trained to minimize

the classi cation loss so that the generated sentences can be controlled. Therefore, the

two auxiliary classi ers are complementary:CM' helps reduce the non-identi ability

issue thatC causes, andC disentanglesz andy so that CM' can e ectively constitute

a cycle-consistency term to maximize mutual information.

Proofs of Mutual Information

Following [154, on the support of ;y), we denoteq as the complementary auxiliary

classi er probability measure, andp as the decoder probability measure. Note that

the reconstruction loss fory can be written as its negative log likelihood form as:

FE = Ep pyz pixinllogalyix)l: (5.11)
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For random variablesx andy with two di erent probability measures, p(x;y) and

q(x;y), we have

Ho(yix) = Ez pyyix pixiy) [10gP(YjX)]
= By pyx pxiy[logalyjx)]
E: py)x pixiy) 10gPR(Yjx)  logq(yjx)
Ey pyx pxin[1090(yix)]
Epiy) (KL p(yix)ka(yjx)))

Ep py)iz axiyy[109p(YIX)]; (5.12)

whereHp(yjx) is the conditional entropy.

From lemma 19, we have For random variables and y with probability measure

p(x;y), the mutual information betweenx andy can be written as

Io(x;y) = Hp(y)  Hp(Xjy)
Hp(Y) + Ey py)x pixiy)[loga(yjz)]

= Hy(y) + Fe: (5.13)

5.4.4 Generation Quality versus Conditional Accuracy

Though CARA can generate more controllable sentences, due to the proposed auxiliary
classi er CM', it introduces an additional issue on how to tune to balance sentence
quality (e.g., coherence and faithful linguistic meaning) and label-conditional accuracy
(e.g., re ecting the category to which it belongs). When is small, the label-agnostic
information may dominate, asps(Xjz;y) tends to degenerate tqs(xjz). Example

scenarios include text style transfer where only few sentiment-connected woresy(,
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\like", \hate", \good", and \bad") in a sentence can indicate sentiment and or
topic transfer where the number of topical words€.g., \philosophy", \ nance", and
\sports") in a sentence €.g.,\l just watched a video about how to play tennis this
morning."”) can be few. The result is that the model can perfectly resemble the
training sentences but fails to change the conditional category when given di erent
conditional labels. When is large, the label information can dominate, angg(xjz;y)
tends to degenerate t@g(Xjy). The model learns to output label-related sentences
but sacri ces sentence quality €.g., \l like like like" and \It is bad, bad, bad"). We

propose two practical techniques to alleviate this issue.

Annealing Training Schedule

We rst consider an annealing training schedule on, to gradually incorporate L
into training without greatly changing the learning fromL .. Formally, has the

following form:

L= T (5.14)

2 .
" max, oOtherwise

8
_5f(%); if £ R

wheret is the iteration step, T is the total number of iterations, andf is a monotonically

increasing function. There are two hyper-parameters:

" R: the proportion of total iterations used for increasing to a plateau.

A

max . the maximum value can reach.

f monotonically increases from 0 to ,ax UsingR portion of T iterations.

BERT as a Strong Encoder

As an alternative, we consider improving the encoder so that it provides stronger
sentence representatioz. Recently, models trained with large-scale unlabeled text
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Table 5.1; Dataset statistics

Dataset Attribute Train Valid Test
. Happy 864 30 39
Personality
Captioning Ar_lg_ry 8o8 26 42
Malicious 872 14 58
Style Humorous 6000 300 300
Captioning Romantic 6000 300 300
Factual 6000 300 300
vah Science & Math 126K 14K 6000
ngstci)gns Entertainment & Music | 126K 14K 6000
Politics & Government | 126K 14K 6000
Yel Positive 270K 2000 500
P Negative 180K 2000 500

data have been shown to provide superior generalization capability when ne-tuned
for various language-understanding task®,[ 6, 7]. These models require millions of
parameters; however, they are capable of capturing (approximately) universal language
knowledge and generalizing well to di erent domains. We consider BERB][one of

the most prevalent of such large pre-trained models|as our encoder to provide more
generalizable sentence representations to balance model learning from di erent losses

and make training more stable.

5.5 Experiments and Results

5.5.1 Datasets

Since label-conditional text generation has been less comprehensively studied, we
consider a suite of four datasets to extensively study this problem, as summarized in

Table 5.1.

" Personality captioning [L53 dataset was proposed for engaging image captioning
via personality. Each image in the dataset contains captions with one designated
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Table 5.2: Personality captioning results.

Model Conditional Generation Attribute Transfer
ACC" BLEU" G-score' | Self-BLEU# | ACC" BLEU" G-scoré
Ctrl-Gen 65.49 22.59 38.46 6.33 67.61 22.87 39.32
ARAE 66.66 0.00 0.00 99.98 69.87 0.00 0.00
ARAE- 71.83 20.31 38.20 57.76 88.03 20.31 42.28
NN-Outlines
CARA 70.42 21.27 38.70 70.18 9155 21.61 44.48
CARA 67.61 22.56 39.05 50.99 84.51 19.55 40.65
CARA ap 61.13 31.65 43.99 11.68 66.20 29.67 44.32
Table 5.3: Style captioning results.
Conditional Generation Attribute Transfer
Model

ACC" BLEU" G-scoré | Self-BLEU# | ACC" BLEU" G-score'

Ctrl-Gen 41.53 16.44 26.12 61.05 42.60 16.73 26.70

ARAE 43.90 58.53 50.69 99.78 47.02 2.58 11.01

ARAE- 32.80 88.92 54.00 99.50 36.67 0.66 4.92
NN-Outlines

CARA 41.98 63.59 51.67 99.45 42.32 1.08 6.76

CARA A 44.40 47.55 45.95 99.27 45.47 1.19 7.36

CARA ap 47.80  33.96 40.29 51.08 40.20 22.60 30.14

personality. We choose captions from 3 distinctive personalitiebappy, angry

and malicious . We use only captions and their personality labels.

Style captioning [L54 dataset is a style-based image captioning dataset. We
consider three di erent styles in our experiments:humorous romantic and

factual .

Yahoo dataset 59 is a topic-based question generation dataset. We choose
samples from theScience & Math, Entertainment & Music, and Politics &

Governmentcategories. We follow [145] to only generate questions.

Yelp dataset is a sentiment manipulation dataset containing binary sentiment

labels. We follow the setup of [142] for data splitting.

91



5.5.2 Evaluation

We consider three metrics: (1BLEU for sentence quality, (2)accuracyfor conditional
generation capability (accuracy is assessed by an oracle classi er to correctly predict
the attributes upon which the generated sentences are conditioned), and @}score
which is reported as the geometric mean of accuracy and BLEWA[]. This is the
most important metric, as it evaluates overall performance.

We consider two settings: i) Conditional generation z is generated by the neural
samplerS andy is uniformly sampled, ¢;y) is used for generation. In this setting,
the BLEU of each generated sentence is computed by comparing it with all sentences
in the test set, as there are no source sentences. We further report Self-BLEI4]] to
evaluate the diversity of generated sentencesii ) Attribute transfer. z of a sentence
is extracted using the encodeE. It is combined with a di erent label for transfer
generation. In this setting, the BLEU of each transferred sentence is computed by

comparing it with its source sentence.

5.5.3 Baselines

We compare with three baselines: (1Ftrl-Gen [124; (2) ARAE [149, as well as

a version without using separate generators, which we refer to as ARAE-; and (3)
NN-Outlines [14(0, which proposes the use of a general purpose encoder for text
generation, and which we implement using BERT. For our ablation study, we consider

three variants of CARA:
~ CARA: the basic model;

CARA,: CARA with annealing training scheme;

" CARAs: CARA with annealing and BERT encoder.
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Table 5.4: Hyperparameters settings of CARA and its variants on di erent datasets.

Model | Param. | Personality Style Yahoo Yelp
Ky 10 5 1 1
CARA Ko 20 10 4 4
Ky 10 5 1 1
Ko 20 10 4 4
CARAA max 0.1 05 3.0
R 0.5 0.7 0.7
Ky 20 3 1 1
Ko 5 4 4 4
CARAAg max 0.1 05 1.0 100
R 0.5 0.7 0.3 0.7

5.5.4 Training Details

For CARA and its variants, we rst pre-train model wrt L arae for k; epochs and then
train wrt to the full objective Lcara for k, epochs. The choices of hyperparameters
k; and k, are shown in Table 5.4. For CARAg, we append a 1-d convolutional layer
to the BERT model. We x BERT's weights for the rst k; epochs and ne-tune
the last two layers of BERT for the rest epochs. For all datasets, we use maximum
sequence length 21,the vocabulary of BERT, WordPiece tokenization, the temperature
for Gumbel Softmax as 0.5, and greedy decoding during inference. We randomly
split datasets into train/valid/test by a 7:2:1 ratio if not otherwise speci ed. For all
methods, we draw the same number of samples as that in the test set upper bounded
by 5,000 for evaluation. We train a separate BERT-Base model for classi cation as
the oracle classi er on each dataset. The oracle classi ers achieve 73.24%, 83.27%,
79.78%, and 98.54% test set accuracy on personality captioning, style captioning,
yahoo and yelp datasets, respectively. For baseline models, we train Ctrl-gen and
ARAE- for 12 and 25 epochs, respectively, as default by its released code. On small
datasets, including personality captioning and style captioning, we extend the number

of training epochs until convergence. We conduct the experiments on 4 NVIDIA K80
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Table 5.5: Topic-based question generation results on Yahoo dataset.

Model Conditional Generation Attribute Transfer
ACC" BLEU" G-score' | Self-BLEU# | ACC" BLEU" G-scoré'
Ctrl-Gen 60.47 64.32 62.37 31.59 60.12 64.21 62.13
ARAE 50.05 22.94 33.88 84.24 37.73 17.06 25.37
ARAE- 46.79 63.06 54.32 22.93 49.38 60.23 54.54
NN-Outlines
CARA 63.67 64.46 64.06 67.30 68.26 34.10 48.25
CARA 5 67.55 69.72 68.63 29.33 69.17 68.96 69.06
CARA A 73.49 71.90 72.69 26.17 75.61 69.97 72.74
GPUs.

5.5.5 Results and Analysis

We report the results for the four datasets in Tables 5.2, 5.3, 5.5, and 5.6, respectively,

and aim to answer the following questions.

Conditional Text Generation

The proposed CARAg consistently achieves the best G-score of all the datasets, except
style captioning. This indicates that CARA is a strong competitor for controllable
sentence generation. Meanwhile, the lower Self-BLEU scores of CARA shows that the
generated sentence samples of CARA are diverse. As for the two large-scale datasets,
Yahoo and Yelp, CARA provides consistent improvements. ARAE achieves similar
overall performance as ARAE-, while CARA improves ARAE-. This veri es our
assumption that ARAE's solution for alleviating the non-identi ability is less e ective

than CARA, and sacri ces sentence quality due to fewer training samples for each

generator.
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Figure 5.3: Schedule comparison.

Attribute Transfer

Because CARA can be applied to the attribute transfer task, we further compare it
with models speci cally designed for this task. For the Yelp dataset, we compare with
additional previous methods, including Cross-Align142, MultiDecoder [156, Delete-
AndRetrieve [144, StyleTransformer [L57, Back-Translation [15§, and iVAE ; [159.

E ectiveness of BERT

The incorporation of BERT yields consistent improvement for both conditional
generation and attribute transfer. Note that the intra-class diversity of personality
and style captioning datasets are quite high. Most models without BERT show low
diversity on the two challenging datasets By incorporating BERT as a strong encoder,
the collapse is not observed in CARAg , demonstrating that a strong universal encoder

provides more meaningful latent codes for the generator to rely on in decoding.

E ectiveness of CM' Schedule.

Figure 5.3 compares the constant and annealing schedules forThe two schedules
with various con gurations are performed, and each dot represents the result for each
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Table 5.6: Sentiment transfer results on Yelp dataset.

Model Conditional Generation Attribute Transfer
ACC" BLEU" G-score' | Self-BLEU# | ACC" BLEU" G-scoré'
Cross-Align - - - - 79.5 12.4 31.40
MultiDecoder - - - - 47.6 13.25 25.11
DeleteAndRetrieve - - - - 88.7 14.75 36.17
StyleTransformer - - - - 93.6 17.1 40.01
iIVAE w - - - - 92.0 36.7 58.11
Ctrl-Gen 87.81 38.86 58.41 41.23 87.57 37.75 57.50
ARAE 96.72 20.18 44.18 25.81 85.43 22.97 44.30
ARAE- 63.68 34.69 47.00 33.04 61.29 28.62 41.88
NN-Outlines

CARA 91.45 41.81 61.83 33.16 91.69 43.64 63.26
CARA 91.45 46.29 65.06 29.74 92.42 46.28 65.40

CARA sp 9490 58.88 74.75 24.95 95.45 53.25 71.29

con guration. The constant schedule has di culties balancing BLEU and accuracy,
while the annealing schedule can help balance the two metrics, as demonstrated by

the large number of dots positioned closer to the diagonal line.

Results of Sentiment Manipulation

Table 5.7 compares CARA with a list of existing methods on sentiment manipu-
lation, including Cross-Align [L42, StyleEmbedding 56, MultiDecoder [156, Cy-
cleRL [147, Ctrl-Gen [124, ARAE [145, NN-Outlines [14Q, TemplateBased, Re-
trieveOnly, DeleteOnly, SimpleCopy, DeleteAndRetrieveldq, FormalityStyle [160,
StyleTransformer [L57], GlobalVariation [161], UnsuperMT [162, DualRL [163, Editin-
gEntangled [164], Back-Translation [158], and iVAR, [159].

CARA and CARA ,'s overall performance are among the best. CAR#A achieves
the best G-score, demonstrating its superior capability for both natural language

generation and accurate attribute transfer.
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Table 5.7: Sentiment transfer results on Yelp dataset compared with SOTA methods. *
indicates generating samples and evaluating using our oracle classi er.

Method Accuracy BLEU G-score
Cross-Align 79.5 12.4 31.40
StyleEmbedding 8.7 1950 13.02
MultiDecoder 47.6 13.25 25.11
CycleRL 80.00 22.46  42.39
Ctrl-Gen* 87.7 38.86 58.38
ARAE* 85.43 22.97  44.30
NN-Outlines
TemplateBased 81.7 21.05 41.47
RetrieveOnly 96.0 2.9 16.69
DeleteOnly 85.7 1359 34.13
DeleteAndRetrieve 88.7 1475  36.17
SimpleCopy 3.00 29.64 9.43
FormalityStyle 82.80 26.44  46.79

StyleTransformer 93.6 17.1 40.01
GlobalVariation 93.78 31.62 54.46

UnsuperMT 95.4 44.5 65.16
DualRL 85.6 55.2 68.74
EditingEntangled 95.4 24.6 48.44
Back-Translation 95.4 5.0 21.84
IVAE 92.0 36.7 58.11
CARA 91.69 43.64 63.26
CARA 92.42 46.28  65.40
CARA A 95.45 53.25 71.29
Human 74.0 100 86.0

5.6 Conclusion

We have described the CARA for label-conditional text generation. CARA utilizes one
auxiliary classi er for disentangled feature learning in the latent space, and the other
auxiliary classi er for more accurate label-conditioning on the generated sentences.
Using an annealing training schedule and adopting BERT as a strong encoder further
improved CARA's performance. Experiments on four datasets consistently show
that CARA achieves both improved natural sentences generation and accurate label

transfer.
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Chapter 6

Self-Supervised Commonsense Learning

6.1 Introduction

The commonsense learning is a key aspect in learning general knowledge. The
commonsense question answering (QA) task aims to examine QA systems' ability
to engage in commonsense reasoning in a context that contains complicated logical
relationships and implicit universal knowledge. A typical commonsense multiple-choice
QA example contains a context, a question, and multiple answer options|among which
one and only one is correct|as demonstrated in Figure 6.1 (left). The context provides
background support for reasoning and has been proposed in various complex forms,
such as procedural descriptions about the change of events and process®&s,[people’s
everyday narratives containing causes and e ectd66, and reading comprehension
problems in standardized tests comprising logical rules and potential con ict467].
In this setting, a commonsense QA solver aims to choose the most plausible correct
answer from multiple options based on the context and question. However, it is
challenging to solve commonsense QA because questions are intentionally created to
examine out-of-context knowledge, and simple similarity matching between questions
and the context does not work.

Recently, pre-trained language models, such as BER%][ RoBERTa [9], and XL-
Net [11] have achieved new state-of-the-arts in many natural language processing (NLP)
tasks [L66 165 16§. These models learn generic language representation through

self-supervised learning (SSL) on a massive scale of text corpora. Unsurprisingly,
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Figure 6.1: Left: An example of commonsense multiple-choice QA. The context contains
complex relations among entities (orange text) and dynamically changing processes (italic
words). The question asks about the logical in uences of changing events or processeright:
lllustration of the proposed elBERto pipeline, where the modules in the blue box form the
model backbone, and the rest demonstrate the components for self-supervised commonsense
learning. All objectives share the same language encoder to encourage explicitly capturing
commonsense knowledge.

on the commonsense QA task, pre-trained models outperform many well-established
neural models, even without context or when tested on unseen topid6f. However,
most existing SSL tasks do not explicitly model commonsense knowledge, where the
context has intrinsic di erences from general text. Thus, a large gap still remains
between pre-trained models' performance and human benchmarks. Several attempts
have been made to alleviate this issue, such as adapting Transformers to encode extra
hops of a textual evidence graph in Transformer-XHLB9, injecting knowledge through
an attention mechanism 170, and traversing a virtual knowledge basel[71]. However,
the rst attempt su ers from learning implicit rules that may contain data bias,
whereas the second and third attempts require a carefully selected knowledge base
that contains substantial overlap with the dataset domain and potentially drastically
elongated (pretext) training.

To investigate the extent to which SSL can be leveraged for explicit commonsense
modeling, we propose aéf-supervisedB idirectional EncoderR epresenation Learn-
ing of Commonsense (elBERto) 177 pipeline that facilitates explicit commonsense

learning and reasoning through Transformer's bidirectional encoder architecture. el-

99



BERto is equipped with two novel self-supervised tasks and three complementary
tasks. First, we propose a novel Contrastive Relation Learning (CRL) task that
requires a QA solver to distinguish between a logically valid context and an invalid
one with edited but similar content by alternating signi cant words in the context to
their antonyms. Correctly identifying the semantically valid context requires the QA
solver to fully understand the local in uences between events and commonsense logic.
Second, we propose a Jigsaw Puzzle (JP) task to encourage a better understanding of
logical chains in long contexts; speci cally, the QA solver is presented with multiple
sentences extracted from a context and randomly shu ed and optimized toward
predicting the correct permutation. Further, we incorporate three SSL tasks proven
to be e ective in previous works 10, 173 174 173 for better sentence and entity
understanding, including binary sequence order prediction (BSOP), masked language
modeling (MLM), and masked entity modeling (MEM). elBERto has three advantages,

which are delineated as follows:

N

It utilizes the in-domain training corpus in a data augmentation manner without

external data, providing more training signals and achieving data e ciency.
" It does not require extra pretext training time compared to existing methods.

" It reduces the domain gap between seen and unseen contéxtg 177 by learning

universal commonsense, improving transferability and interpretability.

We conduct comprehensive experiments on elBERto in terms of the three following
challenging commonsense QA tasks: WIQAL$Y, CosmosQA 164 and ReClor [L67).
Qualitative and quantitative experiments demonstrate that each proposed SSL task
leads to performance improvement over baseline, and elBERto e ectively fuses the

ve tasks, achieving the best accuracy in all datasets. Further, CRL and JP bring

100



substantial improvement, especially on relatively di cult questions such as out-of-
paragraph questions of WIQA and hard-level questions of ReClor. Finally, on both
the CosmosQA and ReClor leaderboards, elBERto is in the rst place at the time of
writing, exceeding all other methods, including those utilizing explicit graph reasoning
and external knowledge retrieval. The main contributions of this chapter can be

summarized as follows:

" We make the rst attempt to present ve SSL tasks to empower pre-trained
language models with a strong capacity to understand rich logics and knowledge

for commonsense QA.

We propose a novel CRL task to help QA solvers to fully understand local
in uences between events, and a JP task to encourage a better understanding

of logical chains and hidden commonsense in long contexts.

Our simple yet e ective pipeline surpasses all existing works in the three most
challenging commonsense QA benchmarks, even those with explicit graph

reasoning and knowledge retrieval.

6.2 Related Work

6.2.1 Commonsense QA

Commonsense QA166 165 167 requires understanding and reasoning over real-
world knowledge. Most previous approaches to commonsense QA fall into the two
following categories: (1) retrieving corresponding evidence or paths from an external
knowledge base and serving as data augmentatidh/B 170 179 and (2) establishing

context-based graphs with nodes as the keywords extracted from context and then
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propagating the information between nodes via Graph Neural Networks (GNNsj7,
180 181, 182 183. In the rst category, Asai et al. [17] introduced a new graph-
based recurrent retrieval approach that learns to retrieve reasoning paths over the
Wikipedia graph to answer multi-hop open-domain questions. Moreover, Huang
et al. [179 proposed a recursive erasure memory network to cope with the quality
improvement of evidence. Mat al. [17( provides a systematic analysis of popular
knowledge resources and knowledge-integration methods across benchmarks from
multiple commonsense datasets. Zahedt al. [184 proposed a hierarchical compare
aggregate model for question retrieval. In the second category, Huaegal. [183
proposed a discourse-aware graph network that reasons by relying on the discourse
structure of the texts. In addition, Tu et al. [183 introduced a heterogeneous graph
with di erent types of nodes and edges.

There are also approaches falling into both categories. For example, in lahal. 's
study [189, the system retrieves external evidence and then performs commonsense
reasoning via GNNs. In addition, DA+REG [18§ is presented to enrich the training
set by replacing words with their antonyms and leveraging logical and linguistic
knowledge to augment labeled training data. However, these works require time-
consuming retrieval of a large amount of evidence, which is prone to containing noise.
Further, GNNs only propagate the information between nodes that have associated
e ects but fail to involve intervention and counterfactual reasoning. We propose a
lightweight pipeline that is capable of performing intervention and counterfactual

reasoning, achieving better performance than GNNs.

102



6.2.2 Pre-trained Language Models (LMs)

The aim of pre-training LMs is to learn universal language representations via web-
scale unlabeled data and pretext tasks. Recently, signi cant pre-trained models, such
as BERT [5], RoBERTo [9], XLNet [11], ALBERT [ 10] and ERNIE [32] have been
shown to be e ective for downstream NLP tasks. BERTY] randomly masks out some

of the words and trains the model to predict the masked tokens and whether the
next sentence will be coherent. In Lart al. [10]'s work, two parameter-reduction
techniques are presented to lower memory consumption and increase the training speed
of BERT. Li et al. [32] propose a word-aligned attention to exploit explicit word
information. However, this is not trained speci cally for commonsense learning and
reasoning over long, complicated contexts. Some recent attempts to adapt pre-trained
LMs to commonsense QAd.g, Zhanget al. [174 and Xiong et al. [187]) propose

to incorporate entity-level knowledge, while Suret al. [188 utilize knowledge graphs.
Lan et al. [10] used a self-supervised loss that focuses on modeling inter-sentence
coherence. However, these approaches require substantial training data and extensive
pretext training time. Further, they rely heavily on external knowledge bases. In
contrast, elBERto requires little training overhead by leveraging the existing training

corpus.

6.2.3 Learning with Auxiliary Tasks

Self-supervised auxiliary tasks have been widely adopted in the eld of machine
learning. Zhu et al. [189 introduce an auxiliary reasoning navigation framework

with four self-supervised auxiliary reasoning tasks to take advantage of the additional
training signals derived from the semantic information. In reinforcement learning, self-

supervised auxiliary tasks are applied to improve data e ciency and robustnes39Q
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191, 197. Ma et al. [19]] introduces a self-monitoring agent with a visual-textual
co-grounding module to locate the instruction completed in the past and a progress
monitor to ensure the grounded instruction. Veerialet al. [190 presented a novel
method for a reinforcement learning agent to discover questions formulated as general
value functions. In the NLP domain, SSL has been widely adopted as auxiliary
tasks to pre-train a language model5, 10]. Logeswaranet al. [193 present a model
that learns the order of sentences in a paragraph, while Jerniet al. [173 design
three discourse-based objectives over unlabeled text to train a sentence encoder.
However, all these methods have problems going beyond representation learning to
comprehensively understand entities' relationship, events' causal in uence, and the

ordering of all context sentences.

6.3 Problem Formulation

In this section, we introduce our setting of a commonsense multiple-choice QA task. In
commonsense multiple-choice QA tasks, an input usually contains a context, a question

and multiple answer options, among which one and only one is correct, as demonstrated

a, represent theiy, word of the context, question, and answer of lengths, m, and k,
respectively. A QA system aims to choose the most plausible correct answer out of
multiple answer options based on the context and the question. The objective can be
written as

X!

1 .
Loa= logP (ajci; q;; falg, 9); (6.1)
i=1

whereN is the number of training examples;T is the number of answer options, and

a; represents the ground truth answer of they, example.
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6.4 Proposed Method

Figure 6.1 (blue box at the upper right) illustrates our model framework. For each
candidate answer!, the sequences of context, question, araj are concatenated via

a separator[SEP]. The whole sequence is prepended with a beginning-of-sequence
token [CLS] and appended with a end-of-sequence tok¢BEP]. An encoder module
transforms each token in the input sequence to the summation of its corresponding
word, position and type embedding, and then it encodes to a hidden representation.
The hidden representation of the rst token[CLS] is then extracted to represent
the semantic meaning of the whole sequence and further projected to a single logit
via a linear module. The logits obtained by formatting and feeding all candidate
answers into the model pipeline are then fed to a softmax layer and optimized by
cross-entropy loss. To complement the points that most pre-trained LMs are not
explicitly developed for commonsense learning and that little training overhead is
preferred, we propose leveraging ve self-supervised tasks that approach the problem

from distinctive angles. We explain each task below.

6.4.1 Contrastive Relation Learning (CRL)

Commonsense QA contexts usually contain substantial logical in uences between
events. For example, in the context of Figure 6.1a, each sentence describes an
event that is a logical consequence of the event described in the previous sentence
(e.g., \the seeds grow into new trees" is caused by \the seeds reach the ground").
Fully understanding such a context requires recognizing the causes and consequences
between di erent events. Moreover, it is observed that when changing one or multiple
words in a context to their opposite meaning, the semantic meaning of each sentence

may still be valid, but the local in uences between sentences (events) are usually lost.
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Figure 6.2: Demonstration of the proposed Contrastive Relation Learning (CRL), Jigsaw
Puzzle (JP), Binary Sequence Order Prediction (BSOP), Masked Entity Modeling (MEM),
and Masked Language Modeling (MLM) SSL tasks. All tasks share the same pre-trained
encoder to encourage better capturing of commonsense knowledge.

For example, when replacing \reach" with its antonym \move away," the resulting
event|\the seeds move away from the ground”|is semantically reasonable, but it

will not result in \the seeds grow into new trees.” While it is easy for humans to
identify such implicit logical errors (seeds cannot grow without soil or nutrition),
this is di cult for machines because there is no commonsense knowledge to refer
to. To improve a QA solver's capacity to recognize commonsense logic, we design a
CRL task by ipping signi cant words in a context to their antonyms; this generates
contrastive context involving counterfactual logic. Letc; and c? denote the original
and corresponding contrastive contexts, respectively. We train the QA solver to
identify the valid context from (c;;c?), which appear in random order; in this way,
commonsense knowledge is learned. Further, we create a list of frequently occurring

words associated with causes and e ects for easy generation of pairs of contrastive
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contexts. Mathematically, the objective of CRL can be written as

N

Lere = log P (cij(ci; c): (6.2)
i=1

As illustrated in Figure 6.2a, the CRL task is implemented by appending a contrastive
module to the pre-trained encoder for converting the encoded representation of each
of a pair of contrastive contexts into one-dimensional logits. The logits are then fed to
cross entropy loss for optimization. The encoder is shared between the CRL objective
(Egq 6.2) and the QA objective (Eq 6.1) to empower the encoder with improved

commonsense learning capability.

CRL utilizes a contrastive approach €.g, contrastive loss) that is close to con-
trastive learning of visual representation18, 2], contrastive learning of graph embed-
dings [194 195 196 197 and structured environment abstraction 198 199. However,
elBERto di ers from them in both the data formation and end goals. Previous ap-
proaches have constructed augmented samples and learned to identify these matched
pairs from the other of contrastive samples to force the model to be invariant to
data augmentation. elBERto constructs contrastive samples and trains the model
to recognize the only logical sound one between them, aiming to force the model to
capture commonsense logical rules. In addition, while Osc&0[] uses contrastive
loss|similar to elBERto|to di erentiate image representations from polluted repre-
sentations, this model was initially proposed for object-semantics pre-training. Finally,
CRL possesses a prominent design merit for commonsense QA by forming contrastive
contexts with reversed words because questions in QA tasks often ask about the
change of e ects by alternating words describing quantity or severity level. For
example, the question in Figure 6.1a asks about the e ects of \fewer" new trees, which
contrasts with the event of \more" trees described in the context (seeds \grow into new

trees"). Thus, training a QA solver with the CRL objective facilitates understanding
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logical in uences between events and the acquisition of commonsense knowledge that

generalizes to unseen scenarios.

6.4.2 Jigsaw Puzzles (JPs)

Besides understanding the validity of direct logical in uences between events through
CRL, it is also important to understand indirect in uences scattered across long con-
texts. For example, \a tree produces seeds" can lead to indirect results of \more forest
formation." However, without the capability of inferring the missing intermediate
logical chains or reasoning over the provided context for the correct chain, the model
cannot come to this conclusion. However, the longer the in uence chain is, the harder
it is to trace the events and reasoning over e ectslpg. To help alleviate this problem,

we propose a JP task where segments in a paragraph are randomly permuted, and the
model is trained to choose the correct order out &€ presented permutations. The
segments are either one sentence or multiple contiguous short sentences. Correctly
restoring the sentence order requires the model to understand not only the semantic
meaning of each individual sentence but also the long-chain in uences along with

them, and thus, it must capture indirect implications in di erent lengths of sentences.

represent theky, permutation of the sequence, where 1 k K. The objective of
JP can be written as

1 X .

Lp = &  logP(rif (sK;skiiiri sk, ); (6.3)

i=1

wherer is the index of the correct order. To incorporate the JP objective, as illustrated
in Figure 6.2b, we append a JP module to the pre-trained encoder such that encoded
features of each context with shu ed sentence order are fed to the module and
converted to one-dimensional logits. The logits are then optimized via cross-entropy
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loss.

6.4.3 Additional Tasks

We incorporate three classic SSL tasks to facilitate understanding of causal relation-

ships, entity relationships, and language semantics.

Binary Sentence Order Prediction (BSOP)

Predicting sentence order has been proposed for learning better sentence representa-
tion [10] and discourse-level coherenc&q3 201, 203. Based on similar technigues,

we adapt a BSOP task to commonsense QA for a better understanding of causal
relationships. Since consecutive sentences in QA examples usually exhibit strong
causal relationships, training a QA solver to identify the correct order between two
continuous sentences can lead to a better understanding of context. To achieve this,
we sample subsequent sentences;i.;) from the training corpus and randomly

shu e their order, as demonstrated in Figure 6.2c. Then, we train the model to
predict the correct order of each pair of shu ed sentencess{; s°,, ). The objective of

BSOP can be written as
X

Lesop = log P (aif (s s%1)9); (6.4)

L
N o
whereo represents the correct order betweesf and s, . As illustrated in Figure 6.2c,

we attach a BSOP module to the encoder and follow the same process as in CRL and
JP to train the BSOP task. It is worth noting that BSOP is not a JP subtask, although

the two may exhibit the same examples when K=2. In JP, there are always xed

K (e.g, 5) sentences. If a context contains more (less) sentences, short (long) ones
are merged (split). However, BSOP considers only two consecutive sentences (among

all of them) from the contexts. Given this setting, BSOP focuses on modeling direct
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relations between consecutive sentences, whereas JP focuses on modeling long-term

indirect in uences scattered across sentences.

Masked Entity Modeling (MEM)

To encourage better entity relationship encoding, we propose incorporating an
MEM [174 175 203 task to learn entity relationships embedded in a context. Let
s denote a sequence example, whesg and s, denote the masked entities and

remaining unmasked tokens, respectively. The objective of MEM can be written as

1 X .
Lmem = N log P (sgjsne): (6.5)
i=1

As shown in Figure 6.2d, encoded features of th€LS] token generated by the encoder
are fed to an MEM module to predict entities, and they are further optimized by

cross-entropy loss on the masked entity tokens.

Masked Language Modeling (MLM)

We also incorporate MLM loss 10] to enhance the model's capability to understand
language semantics. This task works well, especially for a scenario where context and
guestions consist of synonyms, such as \table" and \desk," \improves" and \increases,"
\lead to" and \results in." Following common practice in MLM [5], we randomly
choose 15% of the words in a context sequence and replace them WilASK] Let

s denote a sequence example, whesg and s,y denote the masked tokens and the

remaining unmasked tokens, respectively. The objective of MLM can be written as

1 X .
Lmwim = N logP (Sm jSnm )- (6.6)
i=1

As shown in Figure 6.2e, encoded features of théLS] token generated by the encoder
are fed to an MLM module to predict tokens, then optimized by cross-entropy loss on
the masked tokens.
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6.4.4 Overall Objective

Finally, the objectives of the QA task and the ve presented SSL tasks are combined

to optimize the commonsense QA solver. The nal objective is written as
L=Loa+ Lcre*+ Ljp+ Lsor+ Lmem + Lwmwwm ; (6.7)

where ; ; ; ;and control the importance weight of each SSL objective.

6.5 Experiments and Results

We evaluate elBERt0's e ectiveness on commonsense QA datasets and perform an
ablation study on individual SSL tasks and their performance for di erent question

types. Speci cally, we examine whether each of the proposed SSL tasks is e ective for
learning commonsense and whether SSL is able to fuse the ve SSL tasks robustly for
comprehensive improvement over baseline and individual SSL tasks; this is because
an increased number of tasks also increases computational complexity, which may

alternatively compromise accuracy.

6.5.1 Datasets

We evaluate the proposed method on three commonsense QA datasets|namely,
WIQA [ 165, CosmosQA 166, and ReClor [L67. Table 7.1 shows the statistics for

each dataset. The three datasets can be described as follows:

A

WIQA [163 is a recently proposed dataset asking \what-if" questions. It
contains 29,808, 6,894, and 3,003 training, validation, and testing samples,
respectively. Depending on whether the supporting knowledge resides in the

given text, the questions are categorized into \in-paragraph,” \out-of-paragraph,”
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Table 6.1: Dataset statistics. In/out/no represent in-paragraph/out-of-paragraph/no-e ect
question types.

Dataset | Total Train Validation Test Question Types Question Type Split

WIQA 39705 29808 6894 3003 in/out/no 9893/17108/13694
CosmosQA | 35210 25262 2985 6963 - -

ReClor 6138 4638 500 1000 easy/hard 440/660

and \no-e ect" types. In-paragraph and out-of-paragraph question types refer

to examples in which the inquired events or entities can and cannot be found in
the context, respectively. No-e ect-type questions ask about events or entities
not related to the context. Out-of-paragraph questions are more di cult to
solve than in-paragraph ones are because external commonsense knowledge is

required.

CosmosQA [164 focuses on human daily life scenarios. It consists of 35,210
samples, which are divided into 25,262, 2,985, and 6,963 training, validation,

and testing samples, respectively.

ReClor [167] is collected from standardized graduate admission examinations.
It contains 6,138 samples, which are divided into 4,638, 500, and 1,000 training,
validation, and testing samples, respectively. According to biases contained
in the data points, the test set is separated into EASY (Test-E) and HARD
(Test-H) sets.

6.5.2 Baselines

On WIQA, we compare with Majority [165, Polarity [165, Adaboost P04, Decomp-

Att [ 169, and BERT (base/large) netune [5]. On CosmosQA, we compare with both

base-scale models, including Commonsense-R04, GPT-FT [ 6], BERT-base ],

and KagNet [185, and large-scale models, including DMCN2Dd, [5], BERT-large
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Multiway [166, RoBERTa-large P], and ALBERT-xxlarge [10. On ReClor, we
compare with FastText 207, Bi-LISTM [ 208, GPT (1/2) [ 6], BERT (base/large) [5],
XLNet (base/large) [11], and RoBERTa (base/large) [9].

6.5.3 Implementation Details
Model Implementation and Optimization

We use BERT [5], RoBERTa [9], and ALBERT [10] as the encoders, with a dropout

probability of 0.1. Input sequences are limited to 180 tokens. The learning rates for
the BERT-base/RoBERTa-base and BERT-large/RoBERTa-large encoders are le-5
and 1le-6, respectively. The warm-up step is set to 10% of the total training steps.
We train 10 epochs with batch size 4 and Adam optimizer; ; ; ;and in Eq 6.7

are all equal to 02.

Self-Supervised Task Details

For the MLM task, we follow BERT to mask input tokens at random with a probability

of 15%. If theiy, token is chosen, we replace thig, token with [MASK] token 80%

of the time, a random token 10% of the time and the originalk, token 10% of the
time. For the MEM task, we use TAGME to extract entities because it contains
more entities vocabulary compared with the NER tagger, and it has been widely
adopted [L78 169 209. We then mask the entities with 15% probability. For the JP
task, because samples have di erent numbers of sentences, we process them such that
all samples contain exacthyK sentences. For any sample containing sentences not
equal to K, the following applies: () if the total number of sentences in a sample

is smaller thanK , the longest sentence is decomposed according to punctuation or

conjunction words; or (i) if the total number of sentences is greater thark , the
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Table 6.2: Test accuracy (%) on WIQA data. In, out, no represents in-paragraph,
out-of-paragraph, no-e ect, respectively.

Methods In Out No  Total

Majority 4546 49.47 055 30.66

Polarity 76.31 5359 0.27 39.43

Adaboost 49.41 36.61 48.42 43.93

Decomp-Att 56.31 4856 73.42 59.48

BERT-base 70.57 58.54 91.08 74.26

elBERto (BERT-base) 72.83 63.86 92.11 77.22

BERT-large 7491 67.08 90.20 78.12
elBERto (BERT-large) 77.74 73.48 87.73 80.19
RoBERTa-base 76.60 64.7889.48 77.19
elBERTo (RoBERTa-base ) 78.49 74.14 86.29 79.99
RoBERTa-large 76.79 66.42 91.79 78.85
elBERTo (RoBERTa-large ) 79.06 74.47 88.69 81.22

two shortest sentences are merged. We repeaj &nd (ii) until the nal number

of sentences i¥K , which is set to 5 in our experiments. For BSOP, we randomly
select adjacent pairs of sentences and concatenate them with corresponding context
sentences individually. Then, we reverse their order with 50% probability. Sentence
pairs in the reversed order are set as negative samples, and sentence pairs in the
original order are set as positive samples. For the CRL task, we develop a list of

qualitative words and their corresponding antonyms!?

6.5.4 Results and Analysis
Comparison with State-of-the-Art Methods

First, we verify whether elBERto can e ectively exploit additional training signals

from existing data and only an external antonym list. As 166 and our experiments

1The antonyms are obtained from https://www.enchantedlearning.com/wordlist/opposites.
shtml and https://eslforums.com/antonyms/ , and they contain 658 antonyms. A full list can
be downloaded fromhttps://github.com/anonymity2/AntonymsList
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Table 6.3: Accuracy on CosmosQA data.

Model Dev Test
Sliding Window 25.0 24.9
Standford Attentive Reader 453 444
Gated-Attention Reader 46.9 46.2
Co-Matching 459 447
Commonsense-Rc 476 48.2
GPT-FT 54.0 544
BERT-base 60.4 62.9
KagNet (BERT-base) - 64.9
elBERto (BERT-base) 65.3 66.3
BERT-large 66.2 67.1
DMCN (BERT-large) 67.1 67.6
BERT-large Multiway 68.3 68.4
elBERTo (BERT-large) 69.7 69.6
RoOBERTo-base 69.7 71.0
elBERTo (RoBERTo-base) 72.0 73.6
RoBERTa-large 81.2 81.7
elBERto (RoBERTa-large) 82.6 82.9
ALBERT-xxlarge - 85.4
elBERto (ALBERT-xxlarge) 86.3 86.1
Human - 94.0

show no signi cant improvement is achieved when further increasing training samples
after 15K questions; it is not easy to learn commonsense knowledge by simply stacking
more training samples. Tables 6.2, 6.3, and 6.4 demonstrate the experimental results,

from which we draw several observations:

A

On all three datasets, elBERto achieves the new state-of-the-art results com-
pared to all baseline methods, demonstrating that it successfully learns better

commonsense knowledge through limited data.

" When applied to 12-layer pre-trained models, elBERto achieves a larger im-
provement than being applied to 24-layer pre-trained models, indicating that it
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Table 6.4: Accuracy (%) on the ReClor dataset. Test-E and Test-H represent easy and
hard level test questiongs.

Model Val Test Test-E Test-H
FastText 250 25.0 25.0 25.0
Bi-LISTM 278 270 26.4 27.5
GPT 476 454 73.0 23.8
GPT-2 526 47.2 73.0 27.0
XLNet-base 55.8 504 75.2 30.9
XLNet-large 62.0 56.0 75.7 40.5
BERT-base 546 473 716 28.2
elBERTo (BERT-base) 554 49.1 714 31.6
BERT-large 53.8 498 72.0 32.3
elBERTo (BERT-large) 584 518 76.6 32.3
RoBERTa-base 55.0 485 711 30.7
elBERto (RoBERTa-base) 584 52.0 76.6 32.7
RoBERTa-large 62.6 556 755 40.0
elBERto (RoBERTa-large) 65.0 57.3 75.7 42.9
Human (Graduate Students) - 63.0 57.1 67.2

brings more bene ts when a less capable encoder is used; this provides potential

advantages for low-resource training.

" Moreover, on both CosmosQA and ReClor leaderboards, elBERto is in rst
place, exceeding all methods|including those utilizing explicit graph reasoning
and external knowledge retrieval, such as KagNel183 (elBERto outperforms

it by 1.4%).

E ectiveness Veri cation of Each Self-Supervised Task

We study the performance of each proposed task on commonsense QA. The results

are demonstrated in Table 6.5, from which we draw several observations:

" Each task boosts performance over baseline on all datasets, demonstrating their
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Table 6.5: Comparison of individual self-supervised tasks, elBERto and baseline.

# |MLM MEM BSOP JP |CRL WIQA CosmosQA
ReClor

1 | 74.26 60.54
55.00

2 X | 75.39 62.98
55.60

3 X | 76.49 62.98
56.00

4 X | 75.66 64.42
56.80

5 X | 76.39 63.42
57.00

6 | X 76.76 63.85
57.60

7 X | X 77.09 64.09
58.00

8 X X X X | X 7722 6526
58.40

e ectiveness.

" The combination of the novel CRL and JP tasks outperforms each individual
task on both WIQA and ReClor datasets, and are only 0.33% lower than BSOP.
This shows that joint training of CRL and JP leads to greater bene ts for

learning commonsense reasoning.

A

elBERto achieves the best results by combining all ve tasks.

On the more di cult CosmosQA and ReClor datasets, elBERto leads to the most
improvement with 4.82% and 3.40% increased accuracy, respectivelyv) (Even
though WIQA might be biased toward the CRL task because its question formation
process is similar to CRL's example construction, CRL achieves 3.41% and 2.60%
accuracy boosts over the best baseline on CosmosQA and ReClor, which have no bias,
demonstrating that it indeed e ectively learns commonsense knowledge.
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Figure 6.3: Results on WIQA Out-of-Paragraph questions.

Evaluation of Out-of-Context and Hard Questions

We examine elBERto's ability to address hard questions, including those where the
answers are not shown in the given context and those containing complex implicit
logical rules. Speci cally, on the most di cult out-of-paragraph question type of
WIQA, where the answers are out of context and cannot be solved by simple similarity
comparison between answers and contexts, elBERto obtains 5.32% and 6.40% perfor-
mance boosts over BERT-base and BERT-large ne-tuning, respectively, as shown in
Table 6.2 (third column). This veri es that eIBERto e ectively learns out-of-context
commonsense and can use it accurately. Further, Figure 6.3 shows the performance
of each task in elBERto, in which CRL, JP, and MEM boost performance over the
baseline by 3.41%, 2.98% and 2.53%, respectively. In addition, on hard-level test
samples in the ReClor dataset (Table 6.4 (last column)), elBERto achieves 2.0%
and 2.9% accuracy improvements over RoOBERTa-base and RoBERTa-large, respec-
tively. Despite using the same pre-trained encoder, elBERto demonstrates superior

understanding capability over complex contexts.
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Figure 6.4: Prediction examples of elBERto, individual SSL tasks, and baseline. Yellow
highlighted words are masked entities in MEM. Words in red are used for CRL. Grey-
shadowed sentences are used for BSOP. The gold answers are in blue.

Evaluation of Out-of-Domain Datasets

In this section, we examine the transferability of eIBERto to out-of-domain datasets.
Speci cally, we train elBERto and BERT on the WIQA dataset comprising scienti ¢
procedures and test them on CosmosQA, which contains daily live human conver-
sations, forming distinct source and target domains. elBERto, BERT, and random
guessing achieve 31.90%, 27.87%, and 25% accuracy, respectively, demonstrating that

elBERto has better transferability to unseen domains.

Qualitative Results

Figure 6.4 demonstrates the visualization results. It can be observed that the base-
line fails to predict the correct answer for all examples. JP, CRL, JP+CRL, and
elBERto succeed in answering them all correctly, demonstrating their e ectiveness for

commonsense reasoning in dynamic contexts.
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Figure 6.5: Examples of failing cases of eIBERto on the WIQA (a) and CosmosQA (b)
datasets. Green text is the ground truth answer. Red text shows the predictions of elBERto.

Failing Case Analysis

We observe that the performance of the out-of-paragraph question type is lower than
the performances for the in-paragraph and no-e ect types, although great improvement
is achieved in this type. Most failing cases are due to insu cient specialized knowledge,
such as knowledge about DNA replication, in the context. Figure 6.5 demonstrates

failing cases of elBERto on the WIQA and CosmosQA datasets.

6.6 Conclusion

In this chapter, we proposed a novel self-supervised commonsense learning pipeline

that better captures commonsense in a complicated multi-hop context and contains

120



the two following novel tasks: {) CRL of logical in uences between events, achieved
by ipping words to their contrastive semantics, and (i) a new JP task for inferring
logical chains in a long context by randomly shu ing sentences. Three classic SSL
tasks were also incorporated into the model to improve language encoding ability.
On the three challenging commonsense QA datasets, our simple yet e ective method
achieved the best performance compared with baseline methods, including those

utilizing explicit graph reasoning and external knowledge retrieval
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Chapter 7

Visual-Linguistic Masked Autoencoders

7.1 Introduction

All the previous methods proposed in the second part of this dissertation focus on
language domain, such as representation learning, text generation, and commonsense
QA. Although Transformers are initially proposed for language tasks, increased re-
search interest has been aroused to extend Transformers to the vision domain and
visual representation learning. The traditional predominant CNNs succeed in e -
ciently extracting image features by convolutional operations, which considers the
local attention for each pixel and reduces the image sizes greatly to a moderate latent
dimension, substantially alleviating the computational burden of the model. However,
when adopting a Transformer model for image encoding, without the convolutional
operations, all image pixels are encoded by the Transformer, leading to infeasible
computational complexity and prevents the wide spread of Transformers in the vision
domain. To alleviate this problem, DETR B6] proposes staking a convolutional layer
and a sequence of Transformer encoder layers to e ectively encode images. The rst
convolutional layer extracts image features from the high-dimensional input pixels,
decreasing the input size to a manageable size. Then, the subsequent Transformer
encoder layers fuse the features globally, resulting in e ective learning of image repre-
sentation. To avoid the use of a convolutional layer, Vision Transformers (ViTs)Lp]|
propose leveraging a large Transformer for image classi cation by rst representing

an image as a sequence of patches obtained by segmenting and summarizing image
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pixels in a non-overlap manner and then feeding the patches into an Transformer
encoder for global fusion. The generated features of thEC(S]) token are then
used for image classi cation. The patchingl6] approach is later widely adopted in
the computer vision community for image representation learning with Transform-
ers. Recently, CLIP pP1Q advances vision representation learning through the extra
language supervision by leveraging a large corpus of image-text pairs for training a
contrastive learning model. This approach can also be interpreted as visual-linguistic
representation learning as both vision and language modalities are jointly learned
in the same network. Inspired these appalling methods, we follow this line of work
to improve vision representation learning via additional language supervision and
developing Transformer-based architectures.

Visual-linguistic representation learning is a classic and challenging problem to
bridge the vision and language domains via learning of a common semantic space. Early
work such as VILBERT [211]], LXMERT [ 213, Pixel-BERT [213, and InterBERT [214],
proposed global attention-based layers to fuse image and text features which are
obtained from two separate encoders implemented by the Transformer, convolutional
neural networks (CNNs), or other architectures. Inspired by the success of the
Transformer in NLP, later work adopted a uni ed Transformer model to jointly
model visual and linguistic information, such as VL-BERT [215], VisualBERT [216],
Unicoder-VL [217, UNITER [218, and Oscar 0J. However, most of these methods
rely on an auxiliary Fast(er) R-CNN to extract image regions-of-interest (Rols)
features, which are then concatenated with text features before feeding theem to the
single Transformer. The Fast(er) R-CNNs are mostly held xed (not trained) in these
frameworks, preventing the model from being end-to-end trainable or achieving peak

performance and robustness.

Moreover, the success of BERTH] has proven the e ectiveness of masked language
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modeling (MLM) tasks which randomly change tokens in the input to anask token

or tokens drawn from the dataset, and then encourages the model to recover the
masked tokens. Applying similar mechanisms such as predicting missing image content
to learn visual representation, which we call Masked Image Modeling (MIM), and
learning both visual and linguistic representation have attracted substantial interests
in the research community. Most recent work is based on the Transformer, such as
IGPT [219, which learns a Transformer decoder to generate the next image pixel based
on the previous seen image pixels, and BEIR2( which leverages an autoencoder
to learn a latent space of discrete visual tokens and a BERT-like model to predict
visual tokens for masked image patches conditioned on the unmasked patches. Lately,
Masked Autoencoders (MAEs) 14] were proposed to facilitate image representation
learning by masking image pixels with fairly high masking ratio and reconstruction
loss on the missing pixels, demonstrating superior performance when transferred to

downstream vision tasks.

Inspired by the similarity between MIM and MLM, it is natural to consider if
they can be leveraged jointly for image and language modeling. To achieve this, we
propose theV isualLinguistic M asked A utoEncoder (VL-MAE ), which consists
of a uni ed Transformer encoder-decoder architecture for visual-linguistic modeling.
We then employ the proposed Masked Visual-Linguistic Modeling (MVLM) pretext
task to integrate MIM and MLM. Speci cally, VL-MAE takes a partial observation
of image-text pairs as input and reconstructs the missing image patches and text
tokens via MVLM. Compared to previous methods that require a separate detection
model such as the Faster R-CNNs to extract image Rols and features, the proposed

VL-MAE is end-to-end trainable.

We conduct extensive experiments on the ImageNet dataset including linear

probing, ne-tuning, zero-shot classi cation, and visualization. When transferred
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to a zero-shot image classi cation task, VL-MAE generates accurate class labels for
unseen images without any ne-tuning, demonstrating its e ectiveness in aligning
visual and linguistic information via masked visual-linguistic modeling. We further
visualize the word cloud for each ImageNet category by selecting the words in the
top ve predicted category labels for each image in the category, and plot the word
cloud to re ect word frequency. Our results indicate that the proposed model is able
to predict accurate categorical words for common categories. For rare categories that
do not appear in any textual descriptions in the pre-training dataset, our model is
able to nd similar words or encompassing (parent) words, indicating that the model

has successfully learned the concept of categories.

7.2 Related Work

7.2.1 Masked Language and Image Modeling

The masked language modeling (MLM) pretext task randomly changes tokens in the
textual input to mask tokens or tokens sampled from the dataset, and then restores
the masked tokens. It was successfully used for language representation learning
in BERT [5] and many subsequent works, such as Alberl(], RoBERTa [9] and
Electra [12). It is observed good generalization ability of these models for various
downstream language tasks, such as question answering and reading comprehension.
Masked Image Modeling (MIM) adopts similar mechanism where a partial observation

of the image is given to ML models to reconstruct the missing content. Stacked
denoising autoencoder2p]] was originally proposed for denoising corrupted image
inputs using autoencoders. Context Encoder222 masks arbitrary image regions

and trains a convolutional neural network to predict missing parts based on context.
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Recently, many Transformer-based models have been proposed for this purpose. For
example, iIGPT 219 learns a Transformer decoder to generate the next image pixel
based on previously seen image pixels, while BEiZ4( utilizes an autoencoder to
learn the latent space of discrete visual tokens and a BERT-like model for predicting

visual labels for masked image patches, conditioned on unmasked patches.

7.2.2 Joint Visual-Linguistic Modeling

To facilitate joint modeling of visual and linguistic information, previous works, such
as VILBERT [211], LXMERT [ 217, and Pixel-BERT [213, typically use separate
encoders of di erent architectures €.g., Convolutional Neural Network, and Trans-
formers) to extract image and text features, and then global attention-based layers
to fuse the features of the two modalities. Due to the di culty of training di erent
models in the same framework, and inspired by the success of Transformers in NLP
and language modeling, a growing line of work adopts a uni ed Transformer model to
jointly model image and text. Representative models include VL-BERTZ15, Visual-
BERT [21€, Unicoder-VL [217, UNITER [21§, and Oscar 0J. However, even using

a uni ed Transformer in these models, there are still di culties in extracting image
features, because the image modalities lack visual analogies of vocabulary for e cient
semantic decomposition. To alleviate this problem, most methods employ external
detection models, such as Faster R-CNN, to extract image regions of interest (Rols)
and corresponding features. But Faster R-CNNs are mostly kept xed (not trained)
in these frameworks, preventing the models from reaching peak performance and
robustness. To alleviate this problem and facilitate better image encoding, ViLPR3
represents images as patchesd], which can be directly fed into the model without

additional pre-processing such as detection and segmentation.

126



Apart from di erences among model architectures, various pre-training objectives
have been proposed and proven e ective for learning the cross-modality semantics,
including but not limit to masked language modeling313 216 217, 218 20Q, 223,
image-text matching P13 214 223, masked region modeling14 21§, masked seg-
ment modeling P14, sentence-image prediction2[Lg, object masked prediction 217,
word region alignment 1§, and contrastive loss 200, 224 210. From these, it has
been observed that masked language modeling loss is extensively applied to facili-
tate language learning while matching-like losses such as image-text matching and

contrastive loss are widely used for image semantic learning.

7.2.3 Autoencoders

Autoencoders 23 leverage an encoder to project input to a latent space and a decoder
to reconstruct the input based on the latent representation. This task encourages the
ML models to learn an e ective latent space where features contain su cient image
information for reconstruction. Denoising autoencoders (DAE) [226] further corrupt
the input to enhance model robustness. Recently, the rationale of auto-encoding is
widely applied in visual and language representation learning, such as masked language
modeling P13 216 217, 204 and masked image modelin@R1, 222 219 22(0. Masked
Autoencoders 14 move a step further to adopt an autoencoder implemented by the
Transformer to learn visual representation by reconstructing missing image pixels,
and are proven e ective when transferred to downstream image classi cation task.
In the language domain, OPTIMUS 19 considers a Transformer-based Variational
Autoencoder to learn language representation, which demonstrates e ectiveness in
guided language generation from an abstract level using the latent vectors and anjoy
better generalize on low-resource language understanding tasks due to their smooth
latent space structure.
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7.3 Approach

7.3.1 Preliminaries

Masked Autoencoders (MAEs) 14] were proposed to learn visual representations
in a self-supervised manner with an e ective masked image modeling pre-text task.
Speci cally, images are fed to an autoencoder employing a Transformer-based encoder
and decoder. Image patches are randomly masked and discarded during encoding and
are only considered during decoding, whose output is used to reconstruct the missing

image patches. MAE holds several technical merits:

1. It has been found that having a fairly high masking rateg.g. 75%, helps MAE

learn transferable visual representations [14].

2. An asymmetric encoder-decoder architecture that keeps the decoder lightweight
Is su cient to achieve good performance on downstream tasks. Experimental
results show that a 12-layer encoder and 8-layer decoder perform best in achieving
linear probing and ne-tuning results on downstream ImageNet classi cation

tasks [14].

3. The masked image patches do not need to be encoded by the encoder, which
greatly speeds up the computation in the encoding process and improves the

scalability of the model [14].

Inspired by the strong similarity between masked image modeling (MIM) tasks
aimed at learning transferable visual representations and masked language modeling
(MLM) tasks aimed at learning transferable language representations, we explore
whether combining these two tasks can improve joint visual-linguistic modeling. In

addition, MAEs do not exhibit any zero-shot image classi cation ability. However,
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Figure 7.1: Proposed model architecture. Given an image-text pair, we set a xed masking
ratio to randomly mask image patches and word tokens. Then, we convert the visible
image patches and word tokens into patch embeddings and word embeddings, respectively.
Then, the visual and linguistic embeddings are concatenated, combined with positional
embeddings and type embeddings, and fed to a uni ed Transformer-based encoder for joint
visual-linguistic modeling. The output features of the encoder are added back with the
masked components before passing them into a uni ed Transformer-based decoder. At the
output of the decoder, pixel and word prediction heads are applied to predict masked image
patches and word tokens, respectively

the coordination of MIM and MLM seeks enabling the proposed approach (VL-MAE)
to have this capability, as additional language supervision is injected into pre-training.
Further, choosing di erent content to mask may play an important role in learning
well-transferred visual-linguistic features. Below we will examine these strategies in

detail.

7.3.2 Masked Visual-Linguistic Modeling (MVLM)

We start by describing the proposed masked visual-linguistic modeling (MVLM)
task which bridges the masked language modeling (MLM) task in the NLP domain
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and the masked image modeling (MIM) task in the vision domain. MLM is widely
adopted in Transformer-based language encoding P, 10, 12 where certain portion

of the input tokens are randomly masked before feeding into a Transformer encoder
and are reconstructed by a classi er appended to the encoder. Following a similar
mechanism, MIM [14, 221, 222 224 randomly masks some image patches obtained
by segmenting the input image according to a prede ned patch size in a non-overlap
manner, while leveraging a classi er or a decoder to reconstruct the pixels of the
missing patches. Inspired by the similarity between these two mechanisms, we propose
masked visual-linguistic modeling (MVLM), which reconciles cross-domain visual and
linguistic modeling in a mask-and-reconstruct manner.

Figure 7.1 illustrates the proposed model. Speci cally, given an image-text pair,
we rst utilize a patch embedding layer to convert the image into a sequence of patch
embeddings, and a word embedding layer to convert the input tokens into a sequence
of word embeddings. Then, di erent masking mechanisms are applied to the image
and text embeddings, respectively, which will be explained below. The visible image
patches and text tokens are then collected and concatenated before feeding into a
uni ed encoder for joint modeling. At the output of the encoder, the embeddings of
mask tokens representing the missing image patches and text tokens are combined with
the encoded latent features of the visible patches and tokens. Lastly, a light-weight
decoder is utilized to take features of the visible and masked patches and tokens to

reconstruct the original ones.

7.3.3 Visual-Linguistic Masked Autoencoders (VL-MAES)

Complementary to the proposed MVLM task, several model design choices are carefully

adopted and leveraged to help VL-MAE bridge the visual and linguistic domain gap
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via a uni ed encoder-decoder architecture.

Masking

We apply di erent masking mechanisms to images and text sequences as distinct
observations and insights are reported in literature for the two domains. For masked
image modeling, it is understood that having a substantially high masking ratice.g,
75%, in MAEs is bene cial for e cient and scalable visual representation learninglH],

as the encoder processes only 25% of the image input. Therefore, we adopt 75%
masking ratio for image patches as we resort to the same model architecture as in
MAEs. Notably, the image patches are uniformly chosen at random for masking. For
masked language modeling, while extensive BERT-like methods P, 10 promote low
masking ratio, e.g, 15%, we employ a xed number of tokens not to be masked to
improve computational e ciency, that is, we always select a xed number of tokens to
be passed into the encoder while masking the remaining tokens. In this way, we avoid

the need to process padded tokens during encoding therefore boosting scalability.

Mask Tokens

The original MAE [14] incorporates a mask token to represent masked image patches
during decoding. Features of masked tokens are then used to reconstruct original
image patches at the last projection layer. Considering that the image and language
are two di erent modalities, we employ separate mask tokens to represent masked
image patches and masked text tokens, in order to help the decoder predict di erent

kinds of output for di erent modalities.
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Positional Embeddings

As images constitute two-dimensional information, we adopt a two-dimensional posi-
tional embeddings initialized by 2D sine-cosine position embedding weights to record
image patches location. For one-dimensional text data, we use a one-dimensional
embeddings initialized by 1D sine-cosine position embedding weights. Both positional
embeddings start from zero even though the text features are placed after the image
features during encoding. We found through experimentation that the starting posi-
tions do not have a substantial impact on performance. Both positional embedding

weights are trainable during pre-training.

Type Embeddings

We further add type embeddings to the visual and linguistic features to indicate di er-
ent modalities. All image patch features are assigned with the rst type embeddings
while all text token features are assigned with the second type embeddings. Type
embeddings are summed up to the patch and token features before passing into the

encoder and the decoder, respectively.

7.4 Experiments and Results

We pre-train VL-MAEs on four image-text datasets, including Google Conceptual
Captions 227, Microsoft COCO (MSCOCO) 228, Visual Genome (VG) R29, and
SBU Captions (SBU) p3Q. After removing url links that do not result in downloaded
valid images, we obtain around &2M samples in total for pre-training. Table 7.1
summarizes the dataset basic statistics. We pre-train both VL-MAE using 70% image

masking ratio and 3 visible text tokens.
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Table 7.1: Pre-training dataset summary statistics.

Dataset # Images # Captions # Caption Tokens
Google Conceptual Captions (GCC) 3.01M 3.01M 186 4.93
Microsoft COCO (MSCOCO) 0.113M 0.567M 1B1 281
Visual Genome (VG) 0.108M 5.41M 53 176
SBU Captions (SBU) 867K 867K 1D 774

Figure 7.2: Predicting image categories in a zero-shot manner using prompts.
7.4.1 Prompt Engineering

Due to the nature of VL-MAE's architecture, it can be conveniently transferred to
zero-shot image classi cation task using prompts8[ 21(J. Speci cally, we feed an
image and a prompt such asa photo of [MASK]" as input to VL-MAES to predict
the \[MASKT] token whose output can be treated as the predicted category. Note that
the output can be any word in the vocabulary. We visualize such straight-forward
prediction in Figure 7.2. It is observed that VL-MAE is able to predict the major

content in the images.

7.4.2 Zero-Shot Classi cation

Since the[MASK]token can only be used to predict one word, VL-MAESs may not
infer the most comprehensive category that the image belongs to. To alleviate this
issue, we further examine VL-MAE's zero-shot image classi cation capability on the
ImageNet dataset using its 1000 labels as the output vocabulary. Speci cally, we map

the predictions of the[MASK]token to ImageNet labels by ranking them according to

133



	Abstract
	Acknowledgements
	List of Figures
	List of Tables
	Introduction
	Overview
	Literature Review
	Learning with Expertise
	Pre-trained Language Models Using Transformers
	Transformers in the Vision Domain

	Contribution of this Dissertation
	Dissertation Outline

	I Learning Expert Knowledge
	Graph Transformers
	Introduction
	Related Work
	Medical Report Generation
	Graph Neural Network
	Hybrid Retrieval-Generation Approach

	Graph Transformers (GTRs)
	Inter-Graph Message Passing
	Intra-Graph Message Passing
	GTR as A Module
	GTR for Multiple Domains

	Knowledge-Driven Encode, Retrieve, Paraphrase
	Encode: Visual Feature to Knowledge Graph
	Retrieve: Knowledge Graph to Template Sequence
	Paraphrase: Template Sequence to Report
	Disease Classification
	Learning

	Experiments and Results
	Dataset
	Abnormality Definition and Collection
	Template Definition and Collection
	Visual Features Extraction
	Evaluation Metrics
	Training Details
	Baselines for Abnormality and Disease Classification
	Baselines for Medical Report Generation
	Results and Analyses

	Conclusion

	Learning to Synchronize
	Introduction
	Related Work
	ML for Systems
	Synchronization System Autotuning
	Automatic ML Parallelization

	Problem Definition
	Background
	Problem Formulation
	Search Space

	Learning to Synchronize
	Domain Adaptive Simulator
	Knowledge-Guided Search
	Low-Cost Optimization using Transfer Learning

	Experiments and Results
	Models
	Clusters
	Baselines
	Public Datasets
	Simulator Training Dataset and Hyperparameters
	End-to-End Results and Ablation Studies
	Transferring Trained Simulators

	Conclusion


	II Learning Universal Knowledge
	OPTIMUS
	Introduction
	Related Work
	Language Models (LMs)
	Linguistic VAEs

	Preliminaries
	Label-Conditional Text Generation
	Experiments and Results
	Baselines
	Evaluation
	Dataset
	Results and Analysis

	Conclusion

	Complementary Auxiliary Classifiers
	Introduction
	Related Work
	Difference from Attribute Transfer
	Differences from Prior Work

	Preliminaries
	Autoencoder for Conditional Text Generation
	Adversarially Regularized Autoencoders

	Complementary Auxiliary Classifiers
	Pitfalls of ARAEs
	Disentanglement versus Controllable Generation
	Proposed Method: CARA
	Generation Quality versus Conditional Accuracy

	Experiments and Results
	Datasets
	Evaluation
	Baselines
	Training Details
	Results and Analysis

	Conclusion

	Self-Supervised Commonsense Learning
	Introduction
	Related Work
	Commonsense QA
	Pre-trained Language Models (LMs)
	Learning with Auxiliary Tasks

	Problem Formulation
	Proposed Method
	Contrastive Relation Learning (CRL)
	Jigsaw Puzzles (JPs)
	Additional Tasks
	Overall Objective

	Experiments and Results
	Datasets
	Baselines
	Implementation Details
	Results and Analysis

	Conclusion

	Visual-Linguistic Masked Autoencoders
	Introduction
	Related Work
	Masked Language and Image Modeling
	Joint Visual-Linguistic Modeling
	Autoencoders

	Approach
	Preliminaries
	Masked Visual-Linguistic Modeling (MVLM)
	Visual-Linguistic Masked Autoencoders (VL-MAEs)

	Experiments and Results
	Prompt Engineering
	Zero-Shot Classification
	Ablation Study on Text Masking Ratio

	Conclusion

	Conclusion and Discussion
	Bibliography
	Biography


