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Executive Summary: 

The proliferation of artificial intelligence (AI) is supercharging the development of computational loads, 

particularly data centers, in the United States. Their increasing demand coincides with the onshoring of 

manufacturing and increased electrification, driving total load growth to levels not seen in decades. 

Computational loads pose novel challenges to the electric industry. The last few years have been defined 

by a frenzy to secure power for new development—data center operators are flooding utilities with 

requests for reliable, firm service. In some cases, these are duplicative or speculative requests inflating 

load growth projections, which are key to determining grid investments.  

 

Moreover, data center operators are seeking service at unprecedented large single-facility power draws. 

The scale of computational loads, some reaching into multi-hundred megawatt or nearing a gigawatt, 

presents both reliability and regulatory challenges. A review of how they impact the reliability of the bulk 

power system is already underway but there is less focus on what these loads mean for the electric 

industry’s regulatory regime, which requires publicly regulated monopolies to serve all customers in a 

territory. Just one or a handful of computational facilities can completely reorder the power sales of a 

utility. This reordering means that at disproportionate share of the utility’s capital expenditures are 

dedicated to serving those customers, increasing the risks to all ratepayers if that customer does not 

materialize in demand or duration as expected.  

 

This masters project presents a review of the academic and grey literature regarding computational load 

behavior, with a focus on AI loads. While exploring how different cost allocation procedures can protect 

incumbent customers against cost-shifting is out of the scope, the review summarizes the literature on 

concerns raised by computational load growth and the investment needed to serve it. In addition, this 

project extracts from the literature review several assumptions needed to obtain a first-order estimate of 

the emissions and cost savings that will be caused by computational load growth in California’s power 

system CAISO. A streamlined Economic-Dispatch model is used to simulate CAISO’s hourly operations 

and estimating the costs and emissions that would result from serving an additional curtailable load 

without increasing the power generation or transmission capacity of the system. 

 

The literature review offers two findings. First, computational loads, which are likely to export a vast 

majority of their digital products and services out of that utility's service territory, do not bring with them 

the same suite of economic benefits (e.g., jobs) as other large loads, and hence, the costs of serving that 

may be more than the benefits those loads provide to that territory. And second, load growth driven by an 

emerging technology like AI is inherently uncertain. If that forecasted load were to be inflated or does not 

materialize in magnitude and duration as expected, the costs of the infrastructure built to serve it will be 

borne by all the utility’s ratepayers. Protective ratemaking and cost allocation processes can avoid this 

outcome but are likely to require regulatory intervention.  

 

The simulation of CAISO’s operation assuming the integration of new computational load offers the 

following conclusions: 

1. Increased utilization of the existing generation system can lead to material cost savings, $0.10-

0.13 per MWh, when load growth is low to moderate.  
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2. While emissions are harder to discern, it's clear that computational loads which serve personal 

uses and therefore behave similarly to residential load, are likely to lead to worse environmental 

outcomes.  

3. To serve a constant and permanent demand from a computational task (i.e., 24/7 flat 

consumption) with carbon-free power will significantly impact the feasibility and costs of 

decarbonization. For example, California would need to more than double its existing nuclear 

capacity to replace the additional generation from its existing natural gas resources to serve 3.5 

gigawatts of data center growth. Doing so would abate only ~86% of the additional emissions 

relative to a no-load-growth scenario.  

Finally, this paper culminates with several recommendations to ensure that the grid can integrate data 

center load growth sustainably: 

1. Regulators and grid operators should seek to standardize the large load interconnection process to 

minimize speculative and duplicative requests. 

2. Regulators and grid operators should create legal and market incentives for loads to become 

flexible. Doing so would be a win-win-win that:  

a. Better utilizes the capabilities of large-scale data centers and rewards them with a quicker 

time to energization; 

b. Better utilizes the existing generation resources such that the same power plant costs are 

spread over more MWhs, reducing costs for all ratepayers;  

c. Hedges against overinvesting in thirty-year infrastructure built to serve AI-driven load 

with significant uncertainty. 
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Introduction 

Large loads connected to the North American grid have historically been industrial and manufacturing 

facilities. In the past two decades, a new type of large load has teased its future growth with substantial 

but incremental additions, mainly in Virginia and a select few other markets. Now, supercharged by the 

demand for artificial intelligence (AI) and a highly digitalized world, data centers and other 

computational loads are racing to secure power capacity and driving load growth in the United States to 

levels not seen in decades. This growth is uncertain— the release of DeepSeek, a more efficient chatbot 

that can do more with less power, calls into question inflated load growth projections (Kearney and 

Hampton, 2025)—and is meeting significant barriers, from tightening power supply to costly and delayed 

transmission and distribution (T&D) upgrades. 

 

Computational loads, a term used to describe power demand from AI, cloud and other conventional 

server-based needs, and cryptomining, are interconnecting with unprecedented single-location peak power 

draws. A recent survey found that of 25 utilities, 60% have interconnection requests exceeding 500 

megawatts (MW) and 48% have requests exceeding one gigawatt (GW) (Larson and Wilson, 2024). No 

respondents serve a data center greater than 500 MW. One or a handful of these facilities are enough to 

reorder a utility’s power sales and significantly change the customer profile that utility serves by volume. 

In turn, the utility’s capital expenditure may disproportionately serve those large computational 

customers, making its cost recovery more reliant on their continued energy consumption. Ratemaking and 

cost allocation procedures should ensure costs are divided up based on the costs to serve each rate class, 

but there are examples of this not being the case, like in Illinois where Commonwealth Edison was found 

to have socialized 91.8% of the interconnection costs of large loads across all ratepayers (ComEd, 2024). 

 

Large loads, some of which enjoy lower rates from the utility given their effects on local economic 

development, have historically brought net local economic benefits—like a manufacturing plant creating 

jobs which beget more local development. But computational loads serve digitized ends. A cryptomining 

facility creates Bitcoin which is then traded globally. Data centers may serve regional clients, but the 

geographic usage is difficult to discern. By nature of the digital economy, the benefits of computational 

loads extend far outside the utility territory or state in which the load is located. Though tax revenues are 

significant, public proceedings in several states have found that the job per MW for data centers is far 

fewer than other large customer classes. In Ohio, AEP estimates that 623 MW of commercial and 

industrial (C&I) load yielded approximately 25 full time jobs per MW while data center customers 

support less than one full time job per MW (Kelso, 2024). In Indiana, the annual average job per MW for 

large, non-data center customers is 41 per MW. For three large data center facilities seeking to locate in 

the territory, the expected ratio is 0.26 jobs per MW (Inskeep, 2024). While these figures alone should not 

disqualify a load from receiving service, data center development in each of these two states are driving 

100% or greater peak load increases in the next five years, requiring billions in investments (Inskeep, 

2024; Kelso, 2024). 

 

In these two characteristics—massive, power-hungry facilities coupled with lack of local benefits—there 

is a departure from the historical socioeconomic and legal regime familiar to ratepayers. Before AI 

proliferation, incremental load growth was low, stable, and typically associated with economic 

development and an increasing customer base for the utility. Now, multi-hundred MW and GW data 
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centers are seeking interconnection to deliver new technologies across an undefined, non-local region. 

While utilities are incentivized to build the generation and network infrastructure to meet this load 

growth, the regulatory compact—that utilities receive monopolistic power because they operate in the 

public interest and therefore have a duty to serve new customers in its territory—is challenged when the 

costs to serve these loads may outweigh the benefits that customer brings to a utility territory (Borenstein, 

2024). In rural or exurban areas where generator resources are often sited, the local net benefit from 

computational loads is likely far less.  

 

The progress towards decarbonization, a priority unevenly shared among stakeholders, adds another 

wrinkle. While many hyperscalers—well-capitalized tech providers leading data center and AI 

development—have carbon-free pledges, the prospect of significant load growth appears to be leading to 

greater emissions outcomes. For example, at a recently retired coal plant in Pennsylvania, developers 

announced plans to build the nation’s largest natural gas facility—up to 4.5 GW—to serve a planned data 

center campus (Howland, 2024). And, according to S&P, more than 4 GW of coal retirements were 

delayed due to increased demand. (S&P Global, 2024). It's important to consider these impacts in the 

context of the net benefits brought to those shouldering the burden of increased emissions, especially 

people closest to fossil fuel plants emitting locally harmful pollutants like sulfur dioxide, nitrogen oxides, 

and particulate matter, operating to serve data centers and cryptomining facilities.  

 

Computational loads are also a source of novel uncertainty to grid operations. Data on how large data 

centers consume electricity second to second, hour to hour, and season to season is sparse, and AI 

adoption is likely to significantly affect data center load characteristics and is a source of further 

uncertainty. A congressionally mandated study from the Lawrence Berkeley National Lab (LBNL), 

considered one of the most robust bottom-up estimates of data center load growth, stated that their 

analysis “would be furthered by greater transparency in data center energy use, as the lack of data 

availability significantly limits the analysis in this report” (Shehabi et al., 2024). And in response to the 

magnitude of these loads, the North American Electric Reliability Corporation (NERC) has convened a 

Large Load Task Force to draft reliability rules and study various scenarios in which large loads impacts 

power quality and reliability on the bulk power system. In one of the most salient examples of the risks 

data centers pose to the transmission system to date, 1,500 MW of data center load abruptly islanded from 

the grid using its on-site generation following a fluctuation in power quality. While voltage and frequency 

rose beyond target thresholds as a result, operators were able to responsively stabilize the grid to avoid 

further disruption (NERC, 2025). 

 

In response to the uncertainty about load growth and its implications for grid investments, Rethinking 

Load Growth: Assessing the Potential for Integration of Large Flexible Loads in US Power Systems 

(hereafter “Load Flexibility Analysis”) provides a foundation for using load flexibility as a near-term 

solution to load growth barriers, specifically addressing resource adequacy (Norris et al., 2025). Under 

several assumptions, it finds that the grid’s existing capacity, built to serve infrequent peaks, can sustain 

significant load growth with only marginal load curtailment thereby increasing its overall utilization. 

Better utilizing the built capacity, my co-authors and I say, will reduce costs—the same power plant 

expenses are spread over more electricity generated and used by ratepaying customers. Moreover, the 

load curtailment found in the study is comparable to existing demand response programs and, we posit, 

computational loads are uniquely poised to provide this flexibility.  
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Research Questions and Scope 

The purpose of this paper is to follow up the Load Flexibility Analysis with an estimate of the cost 

savings and emissions impacts should computational load growth yield greater utilization of existing 

capacity in CAISO without additional build out. Embedded in this question is an exploration of how 

different adoptions of AI, manifested in data center load characteristics, may impact these outcomes. 

 

I start by asking: what are the important characteristics of computational loads for grid planners? 

Primarily drawing from hyperscaler-published and academic literature, this paper seeks to synthesize 

research detailing computational load profiles to better understand consumption across the most important 

timeframes to grid operators: system balancing, operations scheduling, and capacity planning. It also 

covers real-world examples of computer workload management employed by large data center operators.  

 

Next, based on this research, I look at California Independent System Operator (CAISO) for which I 

estimate, hour by hour, what data center load behavior is for two different cases based on the adoption of 

AI. I chose CAISO because it is progressively seeking to decarbonize, has integrated significant 

renewable resources, and its largest utility recently cited 3.5GW of data center demand in an earnings call 

(PG&E, 2024). These two load profile scenarios are overlayed with three load growth scenarios and used 

to augment real hourly net load data from CAISO, which is the input for a simplified economic dispatch 

model. I run this model for two years' worth of real data to output more than 50,000 hours of generation, 

emissions, and cost modeled data, then used for analyses such as estimating levelized costs of electricity 

(LCOE) and the cost to abate carbon emissions from data center load.  

 

This paper continues as follows: the Background section covers load growth forecasts and reviews several 

resulting regulatory issues. In Characterizing Computational Load, I review load characteristics and 

profiles of computational loads, focusing on how AI adoption may impact consumption. In Data and 

Methodology and the Results sections, I present the quantitative analysis described above and review 

takeaways in the Discussion section. 

Background  

NERC forecasts 21.5% in peak load growth over the next decade, from 694GW to 843GW by 2034, while 

FERC's five-year outlook forecasts 128GW in peak load growth as early as 2029 (NERC, 2024; FERC, 

2024). Computational loads are driving these projections—data centers may account for up to 70 GW of 

growth by 2029 (Lee et al., 2025), aligning with another projection that they may account for up to 44% 

of all load growth by 2030 (Rouch et al., 2024). While AI-based workloads are expected to account for up 

to 60% of data center demand growth, conventional, cloud-based data centers are expected to continue to 

account for most computing energy needs (Lee et al., 2025). Cryptomining load forecasts are most 

uncertain given the responsiveness miners are to price signals. In one projection under moderate price 

growth in Bitcoin, total consumption increases from roughly 5 TWh to 8 TWh in 2029, modest compared 

to the projected 300 TWh to 600 TWh estimated for data center consumption (Shehabi et al., 2024). 

 

Data center load growth is not evenly distributed across the country. 15 states account for 80% of data 

center load today—the top five markets are Virginia, Texas, California, Illinois, and Oregon (EPRI, 
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2024). In an arms race to secure power for their computing needs, data center operators are flooding 

utilities with speculative interconnection requests hoping to tease out costs and timing from multiple 

geographies before choosing to invest in one. Recent public proceedings and filings capture the 

immensity of data center load growth in certain jurisdictions where development is concentrating.  

 

In Ohio and Indiana, where some of the nation’s highest voltage transmission is attracting data centers, 

load growth is especially acute. In AEP’s Ohio territory, preliminary data center requests total greater 

than 30 GW by 2030, while the utility expects the committed large load additions to double its total load 

by 2030 (Kelso, 2024). To highlight the sudden-onset whiplash related to data center demand growth, 

consider that in January 2023, AEP projected only 248 MWs of data center demand growth by 2038; one 

year later AEP projected 3,689 MWs by 2030 (Sotkiewicz, 2024). In testimony, AEP’s Chief Executive 

Officer noted “If even half of this speculative load would materialize, AEP Ohio’s peak load would more 

than triple from its historical peak load in 2023” (Kelso, 2024). The utility ultimately placed a moratorium 

on requests. In Indiana, Indiana and Michigan Power points to a “handful” of data center interconnection 

requests totaling more than 4 GW, which represents a 157% increase in peak load by 2030. Before the 

data center boom, the utility did not have a customer exceeding 150 MW in demand (Inskeep, 2024).  

 

Computational load growth is in regulated markets, too. Georgia Power (GPC) executives noted that data 

centers are driving upward of 80% of the utility’s expected growth in energy sales (Dunlap, 2025). In its 

Integrated Resources Plan (IRP), the utility cited a surge in large load growth in its pipeline from 6.8 GW 

in October for 2023 to 22.8 GW in June 2024. In the same timeframe, 3.7 GW of large loads committed 

to taking service from the utility (GPC, 2023). The former likely includes speculative requests but by 

most measures, 3.7 GW of load committing to service in nine months is unprecedented. Microsoft, a 

leading hyperscaler, intervened in GPC’s IRP filing arguing that the utility was overestimated data center 

load growth because it included requests that had not “committed” to service, a method unique from other 

similar utilities (Allsup, 2024a). Ultimately, Georgia regulators greenlit significant new capacity, 

including 1.4 GW of new natural gas generation (GPC, 2023). 

 

Microsoft’s intervention hints at a broader issue that data center load interconnection and the plans to 

service these loads are not in public view. In many jurisdictions, there remains little oversight on the 

dealings between data center operators and utilities because, given the size and revenue potential of data 

centers, utilities often seek bespoke contracts rather than provide service from published rates that were 

approved in scrutinized rate making processes during which stakeholders can intervene. Intervention 

occurs when an intervenor finds that a rate may disproportionately burden a rate class, for example. The 

special contracts, sometimes providing discounted rates to attract economic development, typically only 

garner a cursory review from regulators because, as the Harvard Electricity Law Initiative (HELI) writes, 

contracts are often redacted and do not receive counterarguments in the record for regulators to build an 

argument (Martin and Peskoe, 2025). HELI notes that PUC review of these contracts may still fail to 

protect ratepayers, but PUC-review is better than no oversight. In Mississippi, a recent law passed 

prevents regulator intervention altogether1, while in Georgia, a year or so after approving the 1.4 GW of 

gas expansion to meet load driven by data centers, regulators decided to require review of any contracts 

exceeding 100 MW (GPSC, 2025). 

 
1 Mississippi Code § 77-3-271(3) 
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Indeed, utilities are poised to build much more generation to serve growing demand, even if it is uncertain 

how much load will materialize and for how long. Some utilities have also shaped the narrative for the 

second prevailing uncertainty of data center load—load characteristics. An executive from Duke Energy 

testified that “Many [data centers] are very high load factor customers with 24x7x365 operations that will 

require substantial generation and constant energy delivery to ensure reliable service” (Tate, 2024). In its 

2025 IRP, Georgia Power wrote that data centers “reflect a higher load factor and around-the-clock 

operations, which requires a substantial amount of generation and consistent energy delivery throughout 

the day and night” (GPC, 2025). Whether data centers behave like this is not fully confirmed, and there is 

little evidence or research to verify or better understand how these large loads impact systems planning. 

Understanding computational load characteristics like load factor and hourly load profiles is a 

contribution of this paper, especially in the context of uncertainties from adoption of AI. 

 

It is in this environment, one of uncertainty and utility-dominated narratives, that the Load Flexibility 

Analysis presents a hedge against over-investment. The study estimates that with just a 0.25% curtailment 

rate, 76 GWs of load can be added nationwide without additional generation resources (Norris et al., 

2025). Figure 1 illustrates the analysis; by adding constant load growth to historical load, my co-authors 

and I found the periods when load growth would exceed historical peaks and the amount of GWs that can 

be added to a given balancing authority for different thresholds of curtailment. 

 

In the analysis in this paper, I do not look at the resource adequacy or the reliability impacts of load 

growth. Instead, I estimate what greater utilization of the existing generation fleet in CAISO means for 

costs and emissions. In other words, looking at Figure 1, what resources in CAISO’s supply stack are 

being called on to provide the additional power to go from the baseline load—the blue line—to a given 

load growth scenario?  

 

Figure 1: Illustrates the analysis for one week in PJM (from the Load Flexibility Analysis). 
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In dynamically simulating computational loads hour by hour, I make another departure from the Load 

Flexibility Analysis which assumed constant load growth. To achieve this, I examine load characteristics 

of data centers in the following section to better inform the scenarios I use in my analysis.  

Computational Load Characteristics  

This section serves as a literature review of load profiles and characteristics of computational loads to 

inform assumptions about how they behave when connected to a larger grid. Researchers, like the LBNL 

quoted in the Introduction, note that real data is scarce. Without knowing the typical peak power draw 

from data centers or their average consumption, for example, academic and third-party analyses are 

limited, quieting a crucial voice in public proceedings. This is especially true given the inaccessibility of 

AI loads and their energy use. This novel technology may dictate the needs of a significant portion of 

computational loads. 

 

Computational load is a category of “electrical demand primarily driven by computing and data 

processing activities, ranging from general-purpose computing to specialized AI model training, 

cryptographic processing, and high-performance computing (HPC)” (Norris et al., 2025). The ’compute’ 

is an electronic power load, delivering frequency and voltage to processing chips, servers, and other 

hardware, while the rest is infrastructure load, dominated by cooling systems. According to EPRI, 

roughly 50% of data center power needs are for power electronic information technology (IT) 

infrastructure and 30-40% are for cooling, which is dependent on IT workloads (EPRI, 2024). Therefore, 

IT workloads are assumed to be the primary driver of energy consumption. Given the relative stability 

and predictability of cooling and other infrastructure power needs in a data center, IT workloads are also 

assumed to determine variability in consumption. 

 

To better understand how demand for computational power reflects the demand for power that grid 

operators manage, this section provides an overview of literature, assumptions, and available data on this 

topic, broken down by stages of energy systems planning. To supplement the sources that provide power 

signatures, or energy consumption over time, sources that plot compute workloads or requests are also 

examined. Efficiently managing computing infrastructure like servers and processing chips is widely 

studied and provides more data on how different computational loads demand energy to process their 

workloads. Similarly, while whole-facility or aggregated data center data is ideal, in many cases the 

literature focuses only on IT workloads.  

 

Particularly, I am interested in any research that reviews AI applications, which is expected to drive up to 

60% of new data center load (Lee et al., 2025). Generally, data center workloads can be separated into 

two types according to its use: interactive and non-interactive uses. Interactive uses are user-prompted, 

require low-latency, and are variable. Non-interactive workloads, sometimes also referred to as batch 

workloads, tend to be back-end operations that can be schedulable. The two dominant uses of an AI-

specialized computational load, for example, are model training, which is non-interactive, and model 

inferencing, which is interactive.  

 

AI-specialized data centers are expected to operate differently from the conventional, cloud-based data 

centers of the past few decades. One of the defining distinctions of AI-specialized data centers is the use 
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of graphics processing units (GPUs), which are high-performance processing chips best for model 

development and training but also used for inferencing AI models. In contrast, central processing units 

(CPUs), ubiquitous chips known for low latency, dominate conventional, cloud-based data centers but are 

often integrated into computational nodes with GPUs to serve AI needs. LBNL finds the average power 

draw of AI-specialized servers to be close to 4 kW whereas even the most advanced conventional servers, 

which do not include GPUs, is roughly 1 kW (Shehabi et al., 2024). Importantly, both CPUs and GPUs 

appear to handle the workloads associated with AI models in the inference stage—LBNL calls this a 

“heterogenous hardware mix” (Shehabi et al., 2024). The inclusion of GPUs is part of the reason why the 

energy use per workload of interactive usage is likely much higher for AI applications—a ChatGPT query 

is estimated to require ten times more power than a Google search query (EPRI, 2024). AI inferencing is 

expected have profound implications for both the data center industry and the United States grid. As 

technological adoption changes—AI on personal devices like cellphones2 or embedded into 

workstreams—inferencing will drive both energy consumption and variability. 

 

In my research, I’ve seen instances of shifting definitions and other ambiguities when talking about 

certain load characteristics. To be clear in this paper, the below table defines several important concepts. 

 

Table 1: Load definitions and behavioral concepts.  

Concept Definition 

Load Factor 

Often used in the context of large commercial or industrial customers, load 

factor is the ratio of actual electricity consumption to a load’s real peak 

electricity consumption extended out for a given time period.  

 

For example, a customer used 100,000kWh in a month and its peak 

instantaneous power draw during that month was 400kW. Its monthly load 

factor is therefore: 

100,000𝑘𝑊ℎ

400𝑘𝑊 ⋅ 30 𝑑𝑎𝑦𝑠 ⋅ 24 ℎ𝑜𝑢𝑟𝑠
=  34.7% 

The higher the load factor, the steadier the energy use throughout the period. In 

other words, the lower the load factor, the peakier or more variable the load.  

 

Note that load factor is not indicative of absolute or average consumption. A 

customer may have been interconnected with a peak power draw at 10MW but 

the peak for a given time period may only be 1MW, yet its load factor can still 

be high depending on its average consumption.  

Capacity Utilization 

Rate 

Utilization rate is often used with data centers referring to the operational or 

usage of servers over a given period. In this paper, Capacity Utilization Rate 

refers to the ratio of average consumption to the peak power capacity of an 

entire facility.  

 

 
2 Apple, Samsung, and Google have announced plans to integrate AI into their smart phones.  
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For example, assume a data center’s interconnection service is for up to 

100MW of peak power draw and it consumes 500,000 MWh in a year: 

 

500,000𝑀𝑊ℎ

100𝑀𝑊 ⋅ 8,760ℎ
=  57%  

 

Capacity utilization rate is crucial to understanding the overall power needs of 

computational loads, how they should be allocated costs, and the headroom 

they provide.  

 

Coincidence Factor / 

Coincident Peaking 

Coincidence factor is the ratio of the system-wide peak load to the aggregate of 

individual peak loads in a given time period. This can be system-wide or for a 

subsection like customer class.  

 

For example, there are ten data center loads in a balancing authority. Their 

aggregated individual peaks are 100MW, but their instantaneous total peak 

draw in a timeframe was 75MW. Their coincidence factor is: 

75𝑀𝑊

100𝑀𝑊
= 75% 

 

Coincident peaking is the basis for most demand charges. ERCOT, for 

example, uses the 4CP, which is based on the highest four 15-minute intervals 

of demand in its peak season. The 4CP, though just an hour of usage, can 

determine 30% of a customer’s total electricity bill (CPower, n.d.).  

 

In the context of load growth, coincident peaking is what determines if costly 

new investment is needed. If the new load can avoid high demand and a high 

coincident factor during the system peak then the existing generation system 

may be able to accommodate that peak, abating additional investments.  

 

Ultimately, utilities, grid operators, and regulators need to fully understand the consumption behaviors of 

computational loads to optimally accommodate their needs, plan for the resources they require, and 

ensure they do not put the existing system at risk.  

Real Time Operations and System Balancing  

In real time, measured in seconds and minutes, grid operators balance demand with supply and ensure 

frequency, voltage, and other power quality indicators are within their targeted ranges. Large loads, like 

100+ MW data centers, may make this especially challenging if their real-time power draw varies 

significantly. In this timeframe I seek to better understand this variability, specifically from large 

language models (LLM) and AI applications.  

 

There are three takeaways from the review of sources: 



   

 

13 

 

1. Computational loads show patterns of significant variation from second to second or minute to 

minute. This varies by workload type, for example, some LLM models sequence between data 

pulling, which is synchronized, and computing, which is more variable. As shown by Shehabi et 

al. below, this can significantly vary the power signature over seconds or minutes. Similarly, 

Patel et al. shows the spikiness of inferencing a model.   

2. Research focuses on cluster-level or node-level compute workloads rather than facility-wide. 

While the highlighted workloads show significant fluctuation and variability, at the aggregate or 

facility level this may not be the case. Similarly, data centers may have behind-the-meter 

resources that are deployed to smooth consumption from the grid. 

3. As shown in papers Microsoft has published, workload management techniques, such as power-

capping and using Virtual Machines (VM) may lend itself to shaping or smoothing data center 

power draw. The extent of their deployment across computational loads is unknown, though my 

literature review suggests most sophisticated computational loads use intelligent workload 

management techniques and VMs to manage tasks and optimize hardware utilization. 

 

From Shehabi et al. (2024), this figure highlights fluctuation in a training workload across several nodes 

of GPUs. Node-wide reduction in power draw corresponds to periods of memory access and 

synchronization before a compute-intensive phase, whereas individual node power reductions may 

correspond with brief delays in intermediate values from other processing units.  

 

 
 

In a study that uses compute workloads at the National Energy Research Scientific Computing Center 

(Govind et al., 2023), the authors find that non-machine learning workloads may consume more on 

average per job than machine learning workloads, which show a greater degree of fluctuation. Shown 

here, the top two power signatures are of non-ML applications, while the bottom two are from ML 

applications completing tasks on a GPU-accelerated node. The plotted red line refers to total node 
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consumption, whereas the blue refers to GPU consumption. The timeframe is not specified but is 

expected to be within minutes.  

 
  

Microsoft’s research team (Kumbhare et al., 2020) published the next figure, showing the power signature 

for 10-minute usage of a cloud-based, user-facing application at the nodal level. Their research looked at 

optimizing compute power utilization using virtual machine management power capping when workloads 

are less predictable. Notably, their non-controlled signature shows peakiness, but with workload 

management (in orange and yellow), real-time consumption is stabilized.  
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In another paper from Microsoft (Patel et al., 2024), researchers examined power signatures from Large 

Language Models training and inference using GPU-advanced servers. They find that LLM training, at 

times of synchronized power draw, may strain IT infrastructure and require overprovisioning of servers, 

yet inferencing, which may spike power draw at the individual server level, does not do so at an 

aggregated level, affording a data center with compute headroom. The below graphics illustrate the power 

needs of training three different models. The colored lines refer to power management techniques, like 

power capping server consumption and limiting frequency. Variability appears dependent on the 

application.  

 
The researchers also provide signatures for inferencing different LLM models (listed a-e). The spikiness 

in inferencing shows the model taking a prompt, which may push the GPU to exceed its Thermal Design 

Power (TDP), before stabilizing again in the ‘token’ phase. 
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.  

 

Operations Scheduling 

Many of the above sources show significant fluctuation but focus on smaller subsects of computational 

loads, like nodes or clusters of compute. If the entire power draw signature were taken, would 

consumption flatten out? To assess this question, computational load behavior during short term 

operations scheduling is examined. From hours to days, balancing demand with supply requires knowing 

what generation, demand response, and ancillary resources to dispatch or to prepare in reserve. In this 

timeframe, we are most interested in assessing peakiness, daily load factor, and daily or weekly 

consumption patterns.   

 

The research shown here points to several important trends: 

1. The time of when workloads are processed is largely dependent on the underlying use of the 

computational load and whether it is interactive or non-interactive. Inferencing or querying an AI 

chatbot, for example, is an unpredictable workload that varies by the user base and purpose of the 

model. On the other hand, batchable processes like data mining, automated reporting, and some 

machine learning can be done at any time of day and may be scheduled to best utilize IT 

hardware. 

2. Shown in the Google and Energy and Environmental Economics graphics below, data center load 

appears to have a high load factor, wherein energy consumption does not vary wildly below or 

above the average consumption.  

3. Interactive workloads, roughly 60% of expected AI use (EPRI, 2024), may drive computational 

workloads to “twin-peaking” diurnal load profiles, wherein demand spikes in the morning and 

again in the evening, mirroring the aggregate load typical in the U.S grid. In general, data center 

load profiles are likely to have a diurnal shape reflecting the increase from enterprise applications 
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roughly 8am to 6pm. Data centers serving diverse clients may see variable peaks in demand but 

which align with the described peaks. And unsurprisingly, demand is expected to decrease over 

the weekend. 

4. Shown in the Google and Cao et al. examples below, data centers operators have the ability to 

intelligently manage flexible, non-interactive workloads and shift them to non-peak periods. The 

scale of this, however, is relatively minor and may be time constrained.   

 

In a unique study that examines the carbon intensity of inferencing a LLM (Luccioni et al., 2023), 

researchers found significant variability in power consumption for 18 days of inferencing the model using 

16 GPUs. The red dotted line represents average power usage, which indicates underutilization of the 

GPUs. Researchers note that in the inferencing phase, techniques to optimize hardware utilization and 

workload management are much harder given the unpredictability of user requests.  

 
 

 

In the only example relevant to cryptomining using real data, Wood Mackenzie (2024) shared the below 

graphic showing a data center’s load profile near Lake Mariner, NY, which appears to be primarily 

cryptomining load though the operator is pivoting to include more AI-specialized computing (Terawulf, 

2025). The split between the two is unknown. While this facility is expected to grow to 500+ MW, the 

post shared that its peak capacity was 188 MW during the illustrated power signature, which is 

fascinating for several reasons: 

1. The data center appears to operate constantly at a power draw very close to its peak capacity from 

7/13 to 7/15, suggesting both its capacity utilization rate and load factor is >90%. At a basic level, 

cryptomining is a matter of generating guesses or ‘hashes’ to unlock cryptocurrency from a 

blockchain network—the more guesses, the higher the chances of success. In this context, a high-

capacity utilization may not be surprising.  

2. The graphic appears to show the impact one large load has on the total load curve in the same 

zone—seen in the difference between actual load and forecasted load when the data center ramps 

down.  

3. This data center’s ability to ramp down and ramp up 188 MW in a short timeframe underscores 

the demand response capabilities of computational loads. 
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4. 188 MW turning off or turning on in such a short time period has significant reliability and power 

quality implications and is a primary subject of NERC’s Large Load Task Force.  

 
 

A team of researchers from Google (Radovanovic et al., 2023) detail an innovative compute management 

algorithm, which shifts temporally flexible workloads to times when the grid’s carbon intensity is lowest. 

This figure shows the results of that workload manager using a month of real-world data at a Google data 

center in 2021. It shows both the relative stability of non-shaped data center load profiles and back-end 

capabilities to shift workload. The scale, however, is relatively minor—the workload manager only results 

in a 1-2% drop in consumption when used. 

  
 

In an important contribution highlighting cloud-based data center workloads, researchers from Microsoft 

Azure (Cortez et al., 2017) show workload arrivals for its cloud-based data centers that serve diverse 

clients. 1st and 3rd party refer to Microsoft-owned and managed IT and tenant-owned and managed IT. 

Like other studies, cloud-based computing shows diurnal workloads with significant peakiness, and 

weekend traffic as lesser than weekdays.   
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Liu et al. (2012) show a week’s CPU normalized usage for “a popular photo sharing and storage web 

service, which has more than 85 million registered users in 22 countries.” This covers only interactive 

workloads—user-prompted queries that require low latency—which show diurnal patterns but with 

significant variability and significant reductions during the weekend. CPU usage is not directly related to 

power consumption and its more than a decade old, but this work provides an idea of how variable traffic 

impacts compute energy consumption. 

 
 

Cao et al. (2022) assess batch workloads—typically non-interactive, schedulable IT workloads like data 

mining and machine learning. Using real production data from Alibaba, researchers provided the 

following consumption signatures and degree of flexibility from batchload workloads for the weekdays 

and weekends. Importantly, this work shows that a vast majority of flexible workloads, especially during 

workday hours, are only flexible within a 15-minute timeframe.  They also show that during business 

hours, non-flexible load (in blue) ramps up to dominate power consumption. The authors do not explain 

the brief but significant spike in demand in each graph around 5pm. 
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Energy and Environmental Economics (Patel et al., 2024) illustrates daily data center load profiles. The 

graph below, provided in a study commissioned by the Virginia legislature, points to relatively constant, 

diurnal workloads with some variation from weekday to weekend for VA’s largest utility, Dominion. The 

data informing this does not appear to be publicly available.  

 

 

 

Capacity and Operations Planning 

From a resource adequacy and reliability perspective, what is most important about any new demand on 

the grid in capacity planning is its coincidence with the extant demand’s peak. If data centers, or any large 

load, can avoid coincident peaking, and thereby avoid pushing the grid’s aggregate load to a higher peak, 
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planners do not need to build costly new resources to serve that avoided peak. In looking at yearly load 

profiles, the priority is understanding data center consumption during summer and winter peaks. 

Compared with the other two periods of operations, load profile resources are sparse at the annual level 

primarily because compute needs do not change seasonally. Still, the findings include: 

1. Seasonal variation is primarily based on cooling needs in warmer months. While IT workload 

appears to be relatively stable throughout the year, cooling, which is estimated to account for 

roughly 30-40% of total data center consumption (EPRI, 2024), is dependent on the weather. In 

my analysis, this translates to a correlation with gross load in CAISO, which is also driven by 

temperature.  

2. Data centers are expected to operate with high annual load factors, serving as stable base load on 

the system. It is uncertain whether AI, specifically the unpredictable, user-prompted inferencing 

of models, will make data centers peakier in a given season. 

 

Gnibga et al. (2024) recently provided a comprehensive simulation of a hyperscale data center using 

different cooling systems (CS) in different climates. The top graph shows annual consumption by climate 

(blue is CA; purple is TX; gold is Germany; red is France) and by cooling system (dotted lines are dry 

cooling and solid lines are evaporative). The lower graph shows the simulated monthly variation in IT 

workloads.The study shows complex relationships between climates, cooling systems, and energy 

demand. Still, cooling demands appear to drive a summer peak at the data center level while there is little 

variation in IT demand over the year.  

 
 

Authors Shah and Krishnan (2008) simulate consumption across three climates and find seasonal variation 
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driven by cooling needs. Though old, their results point to stable load and high load factors—the highest 

monthly average is only slightly higher than the lowest monthly average.  

 

 
 

Returning to Energy and Environmental Economics’ robust report (Patel et al., 2024) on data centers in 

Virginia, they provide the following annual load profiles for data centers in VA. While the underlying 

methodology or data is not available, both graphs show reasonable estimates of consumption variation 

seasonally, with July and August expected to have peak consumption. 

 

Like other studies, these estimates show stability in load consumption throughout the year. August may 

require 104% of a data center’s average load due to cooling, only 9% greater than the lowest average load 

in February.  
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Summary  

The review of the literature on computational load characteristics and the conclusions outlined below 

serve as the basis of the assumptions made in the analysis: 

1. Computational loads, specifically data centers, tend to have constant demand and high load 

factors. They behave as ‘24/7’, continuous loads, corroborating their characterization from 

utilities.  

2. The daily load profile of data centers is significantly dependent on their underlying user-base and 

technologies. Data centers owned by Meta will vary significantly from Amazon Web Services 

datacenters that primarily serve enterprise functions. This uncertainty is likely to increase if AI 

proliferates—inferencing models account for a majority of AI consumption, yet that use is 

variable and dependent on the model applications and user base. Spikiness and variability, 

therefore, is expected to increase as inferencing AI models increases.  

3. Even with variable workloads, aggregate data center load profile is expected to show diurnal 

shape, peaking during the day and lessening at night. Depending on the data center workload and 

client base, demand decreases slightly during weekends.  

4. Seasonal variation is relatively minor and is driven by cooling demand. In hot climates and 

summer peaking markets like CAISO, this suggests a correlation with gross load. Therefore, data 

center coincident peaking is likely highest in summer peaking balancing authorities. If cooling 

load drives data centers to peak in warm months, and workloads are correlated with total load, we 

can expect data center load to reach its peak both in the same season and in the same hours that 

the gross system load is peaking. 

 

There remain uncertainties. There is little indication, for example, of data center average consumption or 

the facility-wide capacity utilization rate. Nor is it clear to what extent data center demand decreases in 

the nighttime off-hours. Compared to conventional or cloud computing, little research robustly 

characterizes AI workloads, specifically inferencing commercially used models, and their effects on 

energy consumption at the facility level. For example, how closely is cooling load correlated with IT 

workload? To account for some of these uncertainties in my analysis, I lean on the graph below from 

Energy and Environmental Economics (Riu et al., 2024). It illustrates the anticipated impacts different 

adoption of AI may have on the daily demand from data centers. Specifically, if AI-use is dominated by 

personal uses, the load shape is likely to have a twin-peaking load shape that more follows gross load. 
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Alternatively, if enterprise applications dominate AI, data center load profiles will have a consistent 

diurnal load shape peaking during business hours.  

 

Figure 2, from Energy and Environmental Economics, shows how the use of AI may impact daily data 

center load shape. 

 

Data and Methodology 

The analysis takes as inputs two years of data on CAISO operations and estimates how the system would 

perform with varying levels of data center load growth. The load data I used is from CAISO’s 

‘production’ data, which has 5-minute interval data for load, net load, and generation resources.3 Taking 

2023 and 2024 data, I group load and net load by hour. Net load is what is balanced in my Economic 

Dispatch model, but gross load is used for the spinning reserves target.  

 

Generation resources are taken from the Environmental Protection Agency’s 2023 EGrid database, which 

includes plant-specific heat rates and emissions, and is cleaned to exclude small and non-operating 

powerplants and variable resources like wind and solar. To better facilitate the modeling and because I am 

not considering power flows, I group generators that share the same fuel type and emissions and costs 

characteristics. Natural gas is split into three groups—baseload gas, load-following gas, and peaker gas. 

The supply stack used for the model, roughly 44 GW of dispatchable generation, is shown in the 

Appendix. Next, I estimate the per unit cost of each resource, shown below. Hydroelectric and geothermal 

are assumed to have a marginal cost of $0/MWh.  

 

 

 

 

 

 
3 The data can be found at this link: https://www.caiso.com/library/production-curtailments-data  

https://www.caiso.com/library/production-curtailments-data
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Table 2: Summarizes costs assumptions for each fuel type 

Fuel Cost  Source 

Nuclear $31.76/MWh Generation cost estimate from 

the Nuclear Energy Institute 

(McCallum, 2025) 

Gas $3.36/MMBTU multiplied by plant-

specific heat rate 

2023 average fuel costs from 

the Energy Information 

Administration (EIA)4 

Oil $15.98/MMBTU multiplied by plant-

specific heat rate 

 

2023 average fuel costs from 

the EIA5 

 

Coal $2.51/MMBTU 

multiplied by plant-specific heat rate 

2023 average fuel costs from 

the EIA6 

 

Biomass $93/MWh Brown et al., 2019 

Other Fossil Fuel $172.83/MWh Ghema et al., 2024 

 

From here, I create my data center load additions scenarios. First, I assume three data center load growth 

scenarios, noted in Table 3 and based on the California Energy Commission’s forecasts for data center 

growth by 2030 and CAISO’s largest utility recently citing 3.5GW of data center load in its pipeline, 

some of which is likely not to materialize (Chen and Harms, 2025; PG&E, 2024). 

 

The analysis intends to capture how data center load growth would impact CAISO’s 2023 and 2024. 

Given the uncertainty from AI growth, I want to understand how hour by hour load growth for different 

load characteristics would impact costs and emissions. For each of these load growth scenarios I create 

two load profile scenarios based on the graphic from Energy and Enivronmental Economics above, 

summarized in Table 3, and shown in Figures 2 and 3 below. The first scenario is the Personal Use case, 

which is if AI applications are dominated by personal use. Personal Use I assume to be 80% correlated 

with gross load, showing a twin-peaking shape in the morning and a higher peak in the evening. I also 

assume it has a higher load factor based on a higher level of computational demand throughout the 

nighttime hours, yet it has greater variability from hour to hour. The second scenario, the Business Use 

case, shows the expected load characteristics if AI is dominated by enterprise applications, showing a 

diurnal load shape peaking during business hours and a lower load factor to account for the ramp down in 

the evening hours. I assume it has less variability than the Personal Use case. For both cases, I assume a 

conservatively high 80% average capacity utilization rate, which is one important characteristic 

researchers do not yet know. Lastly, I controlled the simulation such that each scenario had the same total 

load additions in MWh.  

 

Table 3: Overview of Load Scenarios 

 
4 This source is no longer available.   
5 This source is no longer available.   
6 This source is no longer available.   



   

 

26 

 

Scenario Peak Load 

Growth 

Capacity 

Utilization Rate 

Personal Use Scenario Business Use Scenario 

Low  2 GW  

80% 

80% correlated with 

gross load, greater hour-

to hour-variation but 

high load factor 

Diurnal peaking with 

lower load factor, less 

hour-to-hour variability 

 

Moderate 3.5 GW  

High 5 GW 

 

 

Figure 2: Showing the Personal Use load shape for the three load growth scenarios for one day. 

 
 

Figure 3: Showing the Business Use load shape for the three load growth scenarios for one day. 

 
 

Under the Personal Use case, I create a third scenario which seeks to explore the impacts of peak shaving 

if data centers curtailed their load voluntarily when costs were highest. The dominant narrative in the 

industry is that data centers prefer not to participate in demand response because the economic signal is 
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too low, and there is a perceived high risk of disruption to operations (Norris et al., 2025). Still, I wanted 

to assess whether demand response would have a measurable impact on costs and emissions.  

 

The demand response scenario is based on the Reliability Demand Response Resource tariff in CAISO 

and occurs whenever net load is within 10% of available dispatchable capacity (CAISO, n.d.). I assume 

data centers curtail at no cost and use peak shaving resources that are non-emitting  

 

Table 4: Curtailment summary for each load growth scenario. 

Scenario Average Annual 

Hours Curtailed 

Total MWh 

Curtailed 

Base 10 9,566 

Low 31 45,757 

Moderate 49 102,773 

High 89 197,862 

 

 

The model I used is a simplified Economic Dispatch model intended to estimate the merit order 

dispatching of resources in CAISO and is shown in Figure 4. The limitations of this model are noted in 

the following Limitations section. 
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Figure 4: Inputs into the Economic Dispatch model, and model outputs

 

Limitations 

This analysis is intended to estimate emissions and costs impacts of better utilizing generation resources 

in the supply stack when called on via merit order. I do not include a Unit Commitment model and 

therefore ignore intertemporal generator constraints. The model also assumes perfect foresight and does 

not account for the uncertainty of matching supply with unknown demand in each period. Furthermore, I 

do not account for storage as a resource and ignore network power flow constraints. Lastly, I assume 

CAISO is operating as an island with no capacity for imports and exports. In looking at net load, I hold 

renewable generation constant. But my analysis is only for two years, which does not capture longer-term 

trends. Though not normalized in my analysis, 2024 had both slightly more renewable generation and 

slightly more total load.  
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Results 

CAISO has substantial, low-cost, low-emitting baseload capacity to absorb new data center load. I 

attribute this capacity to reducing the measurable impact of data center load growth on costs and 

emissions across scenarios. Shown in Table 5, the cost per MWh and emissions intensity (tons per MWh) 

are virtually the same in each scenario. Note that the Demand Response scenario avoided 102,773 MWh 

of generation. 

 

Table 5: Summary of model costs and emissions outputs in the Moderate Growth scenario. 

 Business Use  Personal Use Demand Response 

Emissions Intensity 

(Tons/MWh) 
0.2102 0.2107 0.2102 

Cost per MWh ($/MWh) $21.79 $21.83 $21.72 

 

Levelized Cost of Electricity 

To dig deeper and fully examine one of the main research questions—whether greater utilization of the 

existing generation fleet in CAISO would reduce the total cost of electricity—I analyze the impacts of 

each scenario on the Levelized Cost of Electricity (LCOE) assuming no further generation is needed. 

First, I assume that the costs for every power plant in the data set built after 2000 remained as an 

amortized cost to the system. I assume a conservative $1,000/kW capital expenditure (CAPEX) for those 

plants and then found the annualized value of power plant capital costs. Combined with energy cost 

outputs, I found the LCOEs shown in Figure 5.  
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Figure 5: The baseline LCOE compared to the LCOE for each load shape scenario across the three load 

growth scenarios. 

 
 

 

The savings are significant in the low data center growth scenario—$0.10-0.13 per MWh depending on 

the scenario. Over the roughly 180,000 GWh of generation needed to serve this load, the savings amount 

to tens of millions of dollars in savings each year. After the lower-cost generators in the supply stack 

absorb the new load, costs quickly rise above the baseline in the High Growth scenario. Note that when 

data centers peak shave, savings persist no matter the load growth scenario, but this is only if there is no 

system-wide cost to curtailment.  

Emissions and Load Profiles 

Emissions impacts, at least using this analysis’ simplified approach, are inconclusive for several reasons. 

First, robust low-cost, low-emitting baseload capacity in CAISO normalizes emission across scenarios7, 

and second, assuming away all generator and power flow constraints likely underestimates emissions. 

Instead, I will qualitatively discuss how data center load profiles, determined from AI adoption scenarios, 

can impact emissions and decarbonization. 

 

Figure 6 shows the load profiles plotted with real, average hourly renewables generation in CAISO, 

including clean, firm resources like hydro and geothermal. I’ve annotated two important dynamics when 

considering AI adoption in a market that with high solar penetration. First, shown in the purple lining, is 

 
7 See Emissions Impacts in the Appendix. 
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the amount of load that occurs when solar is producing. In my analysis, the Business Use case yields 

significantly more data center load during daytime hours, likely reducing the emissions per MW of load 

added as more solar is added to the system (renewables were held constant in the analysis). Second, 

shown in the yellow rectangle, is how data center load profile is behaving when solar ramps down. 

CAISO’s markets include a flexible ramp product that dispatches resources that can load follow and 

absorb uncertain forecasts, during times when solar is ramping up or down in only a few hours. Shown 

here, the Personal Use case is increasing its load to its peak such that it is almost perfectly inverse to the 

solar ramp down. Ramping needs are shown to increase costs, dispatch more flexible sources like natural 

gas combustion turbines, and decrease operating efficiency of thermal plants (Mayes and Sanders, 2025). 

 

Figure 6: The generation profile of renewables, including hydro and geothermal, plotted with the hourly 

average load shapes for the two data center scenarios. Annotations on the graph in purple and yellow 

highlight dynamics that impact the emissions intensity of data center load as discussed. 

 
 

I also examine what potential AI load profiles mean for serving data centers, expected to be a 24/7 load, 

with 24/7 carbon-free electricity. Not accounted for in CAISO’s data and therefore not included in my 

analysis is the impact of battery storage. California is a leading market in deploying storage, growing its 

capacity from 500 MW in 2020 to 11,200 MW in 2024 (CAISO, 2024). Shown in the green arrow in Figure 

7, storage can be used to shift cheap, sometimes excess solar generation to peak net load hours in the late 

evening. Shorter duration storage and potentially less storage capacity is needed to absorb the peak of the 

Business Use case compared to Personal Use.  

 

Lastly, when the sun is not shining and the only carbon-free resources are constrained-capacity sources like 

hydro and geothermal, serving a data center load shape with a lower daily load factor is more achievable 
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than one with constant energy needs through the night like the Personal Use case. This is highlighted with 

the red arrows in Figure 7.  

 

Figure 7: The generation profile of renewables, including hydro and geothermal, plotted with the hourly 

average load shapes for the two data center scenarios. The green and red arrows highlight dynamics that 

impact the emissions intensity of data center load as discussed. 

 

Impacts to Decarbonization in CAISO  

In 2022, California released a new decarbonization scoping plan that the Governor called “unprecedented 

in scale and scope, representing the most aggressive approach to reach carbon neutrality by any 

jurisdiction in the world” (California Air Resources Board, 2022). California’s goals for the electricity 

sector are to achieve 60% supply from carbon-free resources by 2030, 90% by 2035, and 100% carbon-

free electricity by 2045.  

 

How can California achieve this with today’s unprecedented load growth? To examine this, I look at the 

Moderate Growth scenario, in part based on the GWs of data center interconnection requests for CAISO’s 

largest utility alone. In my analysis, natural gas, already the dominant generation source in California at 

roughly 3x more MWhs generated than the next resource (California Air Resources Board, 2022), ramps 

up to serve data center load such that baseload natural gas accounts for almost 90% of all additional 

emissions above the baseline emissions level.  

 

To replace baseload natural gas with a clean-firm carbon-free resource, or in other words, to 

accommodate data center load growth such that emissions only increase 13-14% from CAISO’s baseline, 

I turn to a resource attracting attention from hyperscale data center builders: nuclear. Taking the historical 
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capacity factor of California’s only operating nuclear plant and forecasted CAPEX costs from NREL8, I 

estimate how many MW of nuclear needs to be built to replace only the additional generation from 

baseload natural gas to serve data centers. I also include the estimated cost of carbon abatement of this 

strategy. See Table 6.  

 

Table 6: The cost of carbon abatement analysis for the Moderate Growth scenario. 

Scenario 
Baseload Gas: 

GWh Increase 

Share of Total 

Additional Emissions 

(%) 

Nuclear 

Replacement 

(MW) 

Cost of Carbon 

Abatement ($/Ton) 

Business Use 24,593 87% 3,302 $174.39 

Personal Use 24,597  86% 3,303 $170.79 

 

I find that California, to accommodate 3.5GW of data center load while avoiding 86-87% of the expected 

emissions if the existing generation fleet were to serve this load, must more than double its existing 

nuclear capacity, which, ignoring factors like time to energization, permitting and licensing, local 

opposition, and more, would lead to significant ratepayer costs.  

 

Cost of carbon abatement is a useful metric to compare decarbonization strategies or to compare a 

strategy to the cost of carbon emitted. In the same decarbonization plan, California published the 

estimated cost per metric ton of reduced CO2 for its strategies. To generate clean electricity, it found the 

cost per ton of CO2 reduction for the years 2035 and 2045 to be $101/ton and $145/ton, respectively. 

Clearly, California has found cheaper ways to abate carbon but that calculus, legislated prior to the onset 

of data center load growth in the past three years, may be outdated (California Air Resources Board, 

2022). 

Discussion 

In assuming certain characteristics about data center load, this analysis has three important takeaways. 

First, given the investments and stakes of serving new computational loads, it is imperative that regulators 

incentivize companies to disclose to researchers and other stakeholders more information on how these 

loads perform on the bulk power system, with a particular focus on AI-driven loads and how inferencing 

may drive variability. Second, greater utilization of the existing generation fleet can lead to material cost 

savings with low to moderate data center additions. And lastly, because computational loads are known to 

be 24/7 loads with relatively constant energy needs, serving them with clean, firm power will change the 

paradigm of decarbonization in many states, especially where data center load growth is most 

concentrated. Just to replace the additional generation from baseload gas capacity to serve new data center 

growth, roughly 86% of the additional emissions from the baseline, California would need to more than 

double its existing nuclear capacity. In a state with aggressive decarbonization goals, data center load 

growth will challenge the feasibility and budgeted costs of meeting those goals.  

 

 
8 $7,616/kW under the moderate 2030 scenario provided.  
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Greater utilization of existing infrastructure can be enabled with load flexibility, which is a potential way 

to turn a challenge—unprecedented load growth with unprecedented load magnitudes—into a solution 

that lowers costs for the system and hedges against load uncertainty. But the mechanisms to achieve 

greater utilization via flexibility do not yet exist. The decarbonization story is less rosy. In the real world, 

data centers are driving more emitting resources on the system, and in my analysis, natural gas provides 

most of the additional generation needed to meet data center load that behaves as constant load 24/7/365. 

 

Together, these takeaways are part of a more complex picture, one which includes topics I do not cover in 

depth. Whether the costs of new generation, carbon free or not, built to serve demand growth, which data 

centers dominate in some markets, will be borne by ratepayers depends on complex ratemaking and cost 

allocation procedures, bespoke contracting between utilities and data center operators, and, crucially, 

whether data center loads consume as much as they say they will for as long as they are expected to. This 

is inherently uncertain when most of this new load may be dependent on the long-term adoption of an 

emerging technology like AI.  

 

Exclusive of my analysis, there is a clear need for two types of reforms to large load interconnection. 

Fortunately, interconnection reform is actively discussed by market operators and stakeholders, and both 

reforms can be borrowed from generation interconnection reforms. First, there should be a standardized 

large load interconnection queue with adequate barriers to entry, a position shared in a recent op-ed 

coauthored by a former FERC commissioner (Clements and Freed, 2025). Standardizing it, partially 

mirroring the generation interconnection queue, can cut back on the GWs of speculative capacity 

obfuscating the growth forecasts underpinning public proceedings and ultimately, investment decisions. 

Options include a higher fee to enter and stay in the queue and the ability for any participant to access the 

queue and track expected timelines. To avoid ensnaring smaller C&I loads in a lengthy queue, utilities 

and regulators should seek a high MW threshold for the large load interconnection queue. 

 

Second, interconnection service should not be considered only as a binary choice between firm or 

interruptible service. When a large load’s interconnection request is studied, the transmission provider 

should be able to provide varying thresholds of firm service, partially based on the studied hourly loss of 

load expectation. The load can then choose a service plan based on its appetite for flexibility, speed to 

interconnection, and budgeted interconnection cost. PG&E’s Flex Connect, which provides loads with 

partial firm service and the hours they may be interrupted, is the first to provide this option. Compared to 

traditional interruptible tariffs, it is explicitly designed to capitalize on behind the meter generation and 

load flexibility (Allsup, 2024b). Again, this is a reform borrowed from generator interconnection. 

Conditional firm service (CFS), included in Order 890 from the Federal Energy Regulatory Commission, 

provides an option between firm service—and therefore “network resources”— and interruptible service 

to generators seeking interconnection. Generator operators can choose to operate using CFS indefinitely, 

deferring any network upgrades required to make them firm, or can use CFS as a bridge to firm service 

once upgrades are completed. 

 

CFS may become a widespread option mirrored in large load interconnection but whether computational 

loads will take advantage of it or any other non-mandatory mechanism that seeks to better integrate them 

into the grid remains to be seen. Historically, data centers have not responded to economic demand 

response programs, for example (Norris et al., 2025). The same uncertainty exists for the emissions 
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impacts of computational loads. Behind the meter solutions are going to play an important role in serving 

the larger computational loads and natural gas is expected to be able to capture much of this market 

(Grande, 2024). Will hyperscalers and other operators, some of which are managing voluntary 

decarbonization goals, opt instead for potentially more expensive, cleaner solutions? While emissions 

impacts are less clear depending on the technologies adopted, microgrid solutions may help isolate the 

costs to serve large computational loads.   

 

Ultimately, the challenge to push computational loads to behave or interconnect such that they do not 

shift costs, lead to overinvestment, reduce reliability, or jeopardize decarbonization goals will fall to state 

regulators to devise creative yet non-overbearing solutions to support data center development without the 

associated significant downsides. States can, for example, nudge data centers to seek cleaner behind the 

meter resources by providing preferential siting and permitting or tax incentives. 

Conclusion 

This analysis found that though computational loads are driving load forecasts to unprecedented levels, 

there is a lack of well-researched understanding of how those loads behave on the grid, especially when 

AI-specialized hardware is integrated. In making some assumptions about those loads and using a 

simplified economic dispatch model, I find that under lower data center load growth scenarios, there are 

material savings per MWh if that load can be integrated without building additional generation. Emissions 

impacts are more dynamic, but data center load that behaves like commercial load, should AI be adopted 

mainly for enterprise uses, are likely to lead to lower emitting outcomes. Lastly, serving data centers, 

which appear to be constant loads throughout the day and season, with carbon-free power 24/7 will 

require significant investment in resources like nuclear, battery storage, or geothermal.  

 

Many hyperscalers are balancing ambitious climate pledges with the need to get to market quickly and at 

a lower cost than competitors. California provides a less emissions intensive grid and robust, credible 

strategies to continue decarbonizing, but, for various reasons, may not provide as promising siting 

conditions as the likes of Georgia, Ohio, Virginia, Texas, and Indiana. In using load flexibility as a tool to 

serve their needs to interconnect quickly, CAISO can attract and integrate more data center loads. In 

doing so, it may reap multiple additional benefits—in increasing the utilization of existing generation 

resources, costs may be reduced, and in avoiding overinvestment in generation, CAISO hedges against 

the uncertainty of AI-based data center loads. In the bigger picture, how to accommodate large 

computational loads, unprecedented in volume and size, is likely to be the foremost challenge in the 

coming years for regulators and grid operators.  
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Appendix 

CAISO Supply Stack 

The graph below shows the supply curve used in the analysis. I combined generators with similar 

characteristics to simplify the model.  
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Emissions Impacts 

As mentioned in the paper, emissions impacts between the load scenarios were muted, likely because of 

low-emitting baseload capacity, which absorbed much of the load. The below graph shows the hourly 

emissions intensity for the Moderate Scenario.  
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