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Abstract

Environmental exposure studies increasingly collect measurements on many correlated
chemicals together with subject-specific demographic and socioeconomic information. These
data are often high-dimensional, partially observed, and zero-inflated due to non-detection,
creating substantial challenges for inference on both exposure levels and dependence struc-
ture. In this thesis, we develop a Bayesian factor modeling framework for multivariate
chemical exposure data that allows subject-level covariates to influence both the mean and
covariance structure of the exposures while incorporating chemical-level meta-covariates to
guide structured shrinkage of the loading matrix. To accommodate excess zeros, we model
detection indicators through a probit component that shares the same latent factor structure
as the continuous exposure model, yielding a unified and computationally tractable frame-
work for jointly analyzing detection and concentration. Posterior inference is carried out
using a Gibbs sampler with data augmentation, block updating, and marginalized regression
steps. Simulation studies show that the proposed method accurately recovers group-specific
correlation patterns, avoids detecting spurious heterogeneity under a null setting, and re-
mains robust under partial observation and zero inflation, with well-calibrated predictive
uncertainty. We apply the method to semi-volatile organic compound exposure data from
the HOPE 1000 study and observe that both average exposure levels and the correlation
structure of chemical co-exposures can vary with subject-level covariates. These findings
highlight the potential value of modeling covariate-dependent dependence structures in en-

vironmental mixture studies.
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1. Introduction

In many modern scientific studies, researchers collect measurements on a large number
of variables simultaneously. High—dimensional multivariate data now arise routinely in fields
such as environmental health, genomics, and neuroscience. In environmental exposure stud-
ies in particular, it is common to measure concentrations of dozens of chemical compounds
in biological samples in order to better understand patterns of co—exposure and their po-
tential health impacts. Similar situations arise in genomics sciences, where thousands of
variables may be measured for each subject. These settings create important statistical
challenges, especially when the number of variables p is large relative to the number of
observations n. Developing principled statistical models that can capture the dependence
structure among many variables while remaining computationally tractable is therefore a
fundamental problem in modern statistics.

A common strategy for handling high—dimensional data is to impose a lower—dimensional
structure on the observations. The intuition is that many high—dimensional datasets ex-
hibit strong correlations, suggesting that their variability can often be explained by a much
smaller set of latent components. One classical example of this idea is principal component
analysis (PCA), which uses singular value decomposition to identify linear combinations
of variables that explain the largest portion of variability in the data. Methods based
on PCA have several appealing properties: they are computationally efficient, conceptu-
ally simple, and widely applicable. However, PCA is primarily an algebraic decomposition
rather than a probabilistic model, and therefore does not naturally provide a framework
for uncertainty quantification, hierarchical modeling, or the incorporation of missing data
mechanisms. These limitations can become substantial in complex scientific applications
where probabilistic modeling and interpretability are crucial.

Latent factor models provide a natural probabilistic alternative to classical linear dimen-

sion—reduction methods. In a latent factor model, the dependence among a large number of



observed variables is explained through a small number of latent factors. A simple formula-
tion of the model can be written as

Y;=Ani+e€;, 1 ~N(IL), € ~N(0D).
Marginalizing over the latent factors induces the covariance structure
Cov(Y;) = AAT +D,

providing a low-rank representation plus diagonal of the covariance matrix. This frame-
work induces a low—dimensional structure for high—dimensional data while retaining a full
probabilistic model. Bayesian formulations of factor models have been widely studied and
applied across many disciplines, including econometrics, genomics, and environmental sci-
ence. For example, Bernardo et al. (2003) discusses Bayesian factor regression models in
high—dimensional settings, illustrating their usefulness for modeling complex multivariate re-
lationships. More recently, shrinkage—based Bayesian factor models have been proposed to
accommodate very large numbers of variables while allowing the effective number of factors
to be learned from the data; a notable example is the multiplicative gamma process prior
introduced by Bhattacharya and Dunson (2011). Applications of Bayesian factor modeling
have also appeared in a variety of scientific domains. For instance, Ferrari and Dunson (2021)
employ a Bayesian factor modeling framework to study interaction structures in complex
multivariate settings. Also, Bayesian factor models have been studied from the perspectives
of order-invariant prior specification and invariant posterior inference by Chan et al. (2018)
and Leung and Drton (2016). Specifically, in the context of chemical exposure and health
science, Bayesian hierarchical modeling has previously been used successfully; for example,
Moran et al. (2021) develop a Bayesian framework for jointly modeling chemical structure
and dose-response relationships.

In many scientific investigations, understanding the dependence structure among vari-
ables is as important as estimating marginal effects. For example, in studies of chemical
exposures, researchers are often interested in whether certain chemicals tend to appear to-

gether in biological samples, potentially indicating shared sources of exposure or synergistic
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biological mechanisms. Similar questions arise in gene network analysis, financial asset mod-
eling, and ecological studies. However, estimating a full p x p covariance matrix directly
requires O( pz) parameters, which quickly becomes infeasible when p is large and the sample
size is limited. Dimension-reduction techniques therefore play a central role in covariance
modeling as well.

Despite these advantages, standard Bayesian factor models can sometimes impose overly
restrictive structures on the covariance matrix. In particular, shrinkage priors used to reg-
ularize the factor loadings may tend to shrink estimated covariances toward near—diagonal
structures, especially in high—dimensional settings with limited data. While such shrinkage
is useful for stabilizing estimation, it may also limit the ability of the model to capture
more subtle but scientifically meaningful dependence patterns among variables. This issue
has motivated recent work on extending factor—based covariance modeling to incorporate
additional structural information or covariate dependence, as studied in Heaps and Jermyn
(2024).

In many applications, the covariance structure itself may vary systematically with ob-
served covariates. For example, patterns of chemical exposure may differ across demographic
groups, geographic regions, or time periods. To address this, several authors have proposed
covariance regression models in which the covariance matrix is allowed to depend on pre-
dictors. Hoff and Niu (2012) introduced a covariance regression framework that models the
covariance matrix as a function of covariates. Fox and Dunson (2015) proposed a Bayesian
nonparametric covariance regression model that allows the factor loadings themselves to
depend on predictors, yielding highly flexible covariance functions while maintaining com-
putational scalability. Related ideas also appear in recent work on structured covariance
estimation, including approaches that leverage group—specific or matrix—variate covariance
structures; for example, Bersson and Hoff (2025) develop Bayesian methods for covariance
estimation in multi-group matrix—variate data.

The application motivating the present work involves multivariate chemical exposure

data. In this context, researchers measure concentrations of multiple chemical compounds
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in biological samples and seek to understand patterns of co—exposure across individuals.
These datasets present several additional challenges beyond high dimensionality. First, en-
vironmental exposure data often contain substantial missingness. Bayesian factor models
are well suited to such settings because the latent structure allows information to be shared
across variables, enabling more efficient inference even when many observations are incom-
plete. Second, these datasets frequently contain true non-detections, as well as detected
measurements that fall below the limit of detection and are therefore only partially ob-
served. Such zero—inflated data require careful statistical modeling in order to distinguish
between true absence and low but unobserved exposure levels.

In this work, we propose a method to estimate how individual-specific covariates affect
both the mean and covariance of exposures in high-dimensional, zero-inflated data. Specifi-
cally, we use a latent factor model for the nonzero exposures to reduce dimensionality. Zeros
are modeled using a probit regression whose linear predictor includes the same factor-analytic
component used for the nonzero exposures. This yields a joint model for zero and nonzero
exposures that accounts for zero inflation while remaining computationally tractable. To
allow inference on how individual covariates influence exposure covariation, we extend the
approach of Bersson et al. (2025) by allowing the prior on the loading matrix to depend
on both individual covariates and meta-covariates. This structure uses meta-covariates to
shrink toward flexible covariance structures that vary across individuals as a function of
covariates. In addition, to estimate covariate effects on exposure means, we let the prior
mean of the latent factors depend on individual-specific covariates. Marginalizing over the
latent factors then induces covariate-dependent mean and covariance in the exposures.

The remainder of the thesis is organized as follows. Section 2 reviews related work
on Bayesian factor models and covariance regression approaches. Section 3 presents the
proposed model and prior specification. Section 4 describes the simulation studies. Section
5 illustrates the method through an application to chemical exposure data from the HOPE
study. Section 6 concludes with a discussion of possible extensions and future research

directions.



2. Statistical Background

This section reviews several statistical ideas that directly motivate the model proposed
in this paper. We begin with latent factor models for high—dimensional covariance modeling,
then discuss shrinkage priors that allow the effective number of factors to be learned from
the data. We next review structured shrinkage using variable-level meta-covariates, followed
by covariate-dependent covariance models that motivate allowing dependence structures to
vary across individuals. Finally, we briefly review the probit model and its latent Gaussian

augmentation, which underlies the zero-inflation component in our framework.
2.1 Latent Factor Models

In a standard Gaussian factor model, the p—dimensional observation vector y; for subject

1 is modeled as

yi = A + €,

where 7; € R¥ denotes a vector of latent factors, A is a p x k loading matrix, and €; is an

idiosyncratic error term. Typically one assumes
17i ~ Ni(0, Iy),

€ ~ Np(O,‘I’),

where ¥ is a diagonal covariance matrix capturing variable-specific residual variation. Marginal-

izing over the latent factors yields
yi ~ Ny(0,AAT +9),

so that the covariance matrix is decomposed into a low-rank component AAT and a diagonal
component V.

This representation greatly reduces the number of parameters required to model the
covariance structure when k « p. In addition to providing dimensionality reduction, the

probabilistic formulation of factor models allows uncertainty quantification and facilitates
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hierarchical Bayesian modeling. Another practical advantage is that latent factor models
naturally accommodate incomplete observations, since the shared latent structure allows
information to be borrowed across variables. These properties have made factor models a
widely used tool for high—dimensional covariance estimation and regression problems; see,
for example, Bernardo et al. (2003) and Bhattacharya and Dunson (2011).

Latent factor models can also be extended to incorporate covariate information through
factor regression. Suppose each observation is associated with a vector of predictors x; € R".

A common approach is to allow the latent factors to depend on these predictors,

i = Bx; +v;, vi ~ Nk(0, Ix),

where B is a k x r matrix of regression coefficients. Substituting this representation into the

factor model yields

yi = ABx; + Av; + €;.
Marginalizing over the latent factors leads to
Vi | xi ~ Np(ABx;, AAT +¥).

This formulation provides a parsimonious framework for multivariate regression in high
dimensions, since the regression coefficients are represented through the low—rank structure
AB.

Despite their flexibility, latent factor models present several important modeling chal-
lenges. One issue is that the number of factors k is typically unknown and must be inferred
from the data. A second limitation arises from the common practice of centering loading
priors at zero, which induces shrinkage of the covariance matrix toward a diagonal form.
While such shrinkage improves stability in high dimensions, it may be overly restrictive in
applications where meaningful dependence structures are expected to persist among vari-
ables. These challenges have motivated substantial methodological development, including
shrinkage priors that learn the effective number of factors and structured priors that in-
corporate external information about the variables. We review these developments in the

following subsections.



2.2 Shrinkage Priors for Factor Models

A central difficulty in factor modeling is that the number of latent factors k is typically
unknown. Choosing k too small may lead to an inadequate representation of the covariance
structure, while choosing k too large may result in overfitting and unstable estimation. A
common Bayesian strategy is therefore to specify an overcomplete factor model and introduce
shrinkage priors that progressively suppress unnecessary factors. Under this approach, the
effective number of factors is learned automatically from the data.

One influential example is the multiplicative gamma process (MGP) prior introduced by
Bhattacharya and Dunson (2011). In this formulation, the elements of the loading matrix

are assigned hierarchical priors of the form
Ajn | fjns T~ NO, () ™),

¢jh ~ Ga(v/Z,v/Z),

h
T = H(Sg, (5( ~ Ga(ag,l).
=1

Here ¢j, controls local shrinkage of individual loadings, while 7, induces column-specific
global shrinkage. Since Ty, is constructed multiplicatively across the factor index h, the prior
is intended to increasingly suppress higher-index columns of the loading matrix, allowing
the model to begin with a relatively large truncation level while shrinking redundant factors
toward zero.

The extent to which the MGP prior actually induces increasing shrinkage, however,
depends on the hyperparameter choice. Durante (2017) showed that the commonly cited
condition a, > 1 is not by itself sufficient to guarantee the intended cumulative shrinkage
behavior. In particular, when ap is only slightly larger than 1, the induced prior on the
column-specific variances may fail to increasingly concentrate near zero across columns. His
analysis suggests that, in practice, shrinkage is more reliably encouraged when a; is taken
moderately larger than aq, typically with a, > 2. These results provide useful guidance for

calibrating the MGP prior in overcomplete factor models.
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An alternative approach is the cumulative shrinkage prior (CUSP) proposed by Legra-
manti et al. (2020). In contrast to continuous shrinkage formulations such as the MGP
prior, CUSP introduces a spike-and—slab structure in which the probability that a factor
is inactive increases with the factor index. Specifically, each loading is assigned a mixture
prior

)\jh ~ (1 — ﬂh)N(0,0';%) + 711,60,

where &y denotes a point mass at zero. The sequence {71;} is constructed through a cumu-

lative process
h
Ty = Z Wy,
/=1

with weights w, drawn from a stick—breaking process,

wy =17y 1_[ (1—op), vy ~ Beta(l, ).

m<t

This construction guarantees that 7, is an increasing sequence converging to one as h grows,
so that the probability of activating higher-index factors decreases progressively.

Both the MGP and CUSP priors share the goal of learning the effective factor dimension
while avoiding overfitting in high-dimensional settings. By allowing the loading matrix to
contain a potentially large number of columns but shrinking many of them toward zero,
these priors enable flexible covariance modeling without requiring the number of factors to

be specified in advance.

2.3 Structured Shrinkage via Meta—Covariates

In many scientific applications, the variables themselves possess informative attributes
that could be used to guide covariance estimation. For example, in studies of chemical
exposures, each analyte may be associated with chemical class, molecular structure, source
category, or other scientifically meaningful annotations. Such information can provide clues

about which variables are likely to exhibit similar behavior or shared dependence patterns.



This motivates approaches that incorporate variable-level covariates into the modeling of
the loading matrix.

Covariance meta-regression (CMR) provides one such framework by allowing the prior
distribution of the factor loadings to depend on variable-level meta—covariates. Let z; € R
denote a vector of meta—covariates associated with variable j. The loading parameters can

then be modeled hierarchically as

Aju | B n ~ N(2[ 63, 1),

where 0}, is a vector of regression coefficients that links the meta—covariates to the loading

structure. Under this formulation, the expected value of the loading parameter becomes
T
E()\]h) = Zj Qh,

so that variables with similar meta—covariate profiles are encouraged to share similar loading
patterns.

Combining this prior specification with the standard factor model yields
Yi = A1+ €,
i ~ Nk (0, Ir),

€; ~ Np(o,"}’),

where the loading matrix A now incorporates information from the meta—covariates through

the hierarchical prior above. Marginalizing over the latent factors again gives
yi ~ Ny(0,AAT +),

but the covariance structure is now influenced indirectly by the meta—covariates through the
structured prior on the loading matrix.

In contrast to conventional shrinkage priors centered at zero, this approach shrinks the
loading matrix toward patterns implied by the meta—covariates rather than toward complete
independence among variables. As a result, covariance estimation can be guided toward

scientifically meaningful structures while still benefiting from the dimensionality reduction
9



properties of factor models. This idea forms the basis of the covariance meta—regression
framework developed by Bersson et al. (2025).

Although CMR introduces structured shrinkage across variables, the covariance matrix
in this formulation remains constant across observations. In many applications, however,
the dependence structure itself may vary across subjects as a function of covariates. This
motivates models that allow the covariance matrix to depend on predictors, which we discuss

in the next subsection.

2.4 Covariate—-Dependent Covariance

The developments described in the previous subsections primarily focus on modeling
covariance structure through latent factors while incorporating shrinkage and variable-level
information. However, in many scientific applications the dependence structure itself may
vary across subjects as a function of covariates. For example, in environmental exposure
studies, correlations among chemical exposures may differ across demographic groups, hous-
ing conditions, or other subject-specific characteristics. This motivates statistical models
that allow covariance matrices to depend directly on predictors.

A classical formulation of this idea was proposed by Hoff and Niu (2012), who introduced

a covariance regression model of the form

Y(x) =Y+ Bxx'BT,

where ¥ represents a baseline covariance matrix and the second term captures covariate-

driven variation in the covariance structure. Since
Bxx"B'" = (Bx)(Bx)',

this formulation can be interpreted as adding a low-rank perturbation to the baseline co-
variance that depends on a linear transformation of the covariates.

This representation provides useful geometric intuition for covariate-dependent covari-
ance modeling. The predictors are first mapped into a lower-dimensional latent space
through the linear transformation Bx, and the resulting vector determines how the covari-

ance matrix deviates from the baseline structure. In this sense, covariate effects influence
10



the covariance matrix through low-dimensional directions determined by linear functions of
the predictors.

Although the Hoff-Niu formulation differs from factor-analytic covariance representa-
tions, both approaches rely on low-rank structures to model high-dimensional dependence.
This observation suggests a natural connection between covariance regression and factor
models. In particular, if covariates can affect covariance through linear transformations
such as Bux, it is natural to consider allowing the loading matrix itself to depend on covari-
ates through similar linear structures.

One approach along these lines was proposed by Fox and Dunson (2015), who developed
a Bayesian nonparametric covariance regression model in which the loading matrix varies

with predictors. In that framework,

yi = A(xi)ni + e,
which implies the covariance structure
2(xi) = Alx)A(x;) T+ ¥.

This formulation allows the dependence structure among variables to change flexibly across
subjects while retaining the dimensionality reduction benefits of factor models.

The ideas above motivate the modeling strategy adopted in this paper. In particular, the
covariance regression perspective suggests that predictor effects may enter covariance struc-
tures through low-rank representations involving linear functions of covariates. Building
on this intuition, our model allows the loading structure to vary with subject-level covari-
ates while simultaneously incorporating variable-level meta-covariates that guide structured

shrinkage of the loading matrix.
2.5 Probit Models and Latent Gaussian Augmentation

The final component relevant to our model concerns binary outcomes and zero-inflation.

A standard probit regression models a binary variable D; € {0,1} through

Pr(D; =1|w;) = ®(w] ),
11



where ®(-) is the standard normal cumulative distribution function. One important feature
of the probit model is that it admits a convenient latent Gaussian representation. Specifi-

cally, one may introduce an unobserved continuous variable
Dl* :wl—r’)/‘i’él/ gl ~ N(Ol]-)/

and define

D; = 1(D} > 0).

Under this construction, the observed binary outcome is obtained by thresholding a latent
Gaussian variable.

This latent-variable representation is especially useful in Bayesian computation. Be-
cause the conditional distribution of D is Gaussian up to truncation, the probit model can
be fit using data augmentation methods, most notably the approach of Albert and Chib
(1993). The augmented Gaussian structure leads to tractable Gibbs sampling updates and
also makes it easy to combine the probit model with other latent Gaussian components in
hierarchical models.

In the present work, this idea is useful because zero observations in chemical exposure
data can be viewed as arising from a binary detection mechanism coupled with a continuous
model for nonzero exposure levels. The probit latent Gaussian construction therefore pro-
vides a natural and computationally convenient way to model the zero-inflation component
while maintaining coherence with the Gaussian latent factor structure used for the nonzero

exposures.
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3. Model

In this section we develop a Bayesian modeling framework for high-dimensional multi-
variate data that are both zero-inflated and strongly correlated across variables. Our goal
is to jointly model

1. the presence or absence of each exposure,

2. the magnitude of exposures when present, and

3. the dependence structure among exposures,
while allowing covariates to influence both mean levels and covariance patterns.

To achieve this, we combine three key components. First, we use a latent factor repre-
sentation to model the covariance structure in a parsimonious way. Second, we introduce a
probit model to describe the presence or absence of exposures while sharing the same latent
factor structure. Third, we allow the factor loadings to depend on covariates, enabling the

covariance matrix to vary across individuals.

3.1 Model setup

For subject i = 1,...,n and chemical j = 1,...,p, let ¢;; denote the observed exposure
level for chemical j in subject i. Let 0;; = ]I(ci]- > 0) denote the corresponding detection

indicator, and let y;; = logc;j denote the log-exposure when 0;; = 1. Define

yi= Wi,.- - Yip) , 0= (01,...,00p)"

7

where y; is only partially observed because of non-detection. Let x; € R7 denote the vector
of subject-level covariates, and let z; € R" denote the vector of chemical-specific meta-
covariates.

To capture dependence among the p exposures, we introduce a latent factor model.
Specifically, conditional on the exposure being present, we model

yij | 05y =1 ~ N(A[y;,d)), 3.1)

where

13



* 1€ R¥ is a vector of latent factors for subject i,
* A€ RF is the loading vector associated with chemical ],
* d; > 0 is a residual variance parameter.

Writing the model in vector form gives

vi = A1i + €, (32)

where A = (Ay,...,Ap)T € RP*F is the loading matrix and €; ~ N,(0,D) with D =
diag(d1, e ,dp).

3.2 Covariate-Dependent Factor Loadings

To accommodate the possible heterogeneity across subject-specific characteristics, we
extend the classical factor model by allowing the factor loadings to depend on observed

covariates. We assume that

yi ~ Ny (A(xi)n:, D). (3.3)

The latent factors capture sample-specific variation and are modeled as
1i ~ Ni (BTxi/ Ik) , (3:4)

where B € Rk describes how the latent factor means vary with the covariates.

The key feature of our model is that the loading matrix depends on the covariates x;.
Specifically, we model the loading for chemical j on factor h as a function of the subject-level
covariate profile x:

Ajh(x) = z]-TGh + XZ-T(Sh + Ejpy x- (3.5)

where 0;, € R” captures how these chemical-level features influence the loading structure, and
0 € RT describes how subject-level covariates modify the loadings. The term €, , represents
residual variation not explained by the covariates.

This formulation allows both chemical-level information and individual-level covariates
to influence the factor loadings. Consequently, the covariance structure of the observed

data becomes covariate-dependent. Integrating out the latent factors yields the implied
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covariance matrix

Y(x) = A(x)A(x)T + D, (3.6)

which varies across individuals through the covariates profile x.

To encourage parsimony and allow the number of active factors to be learned from the
data, we adopt a hierarchical shrinkage prior on the loadings. Specifically, the residual term
in the loading model is assigned a normal prior with factor-specific variance, independently

across distinct covariate profiles x,

ejne ~ N (0, Ynpjn) , (3.7)

where P, controls the overall importance of factor i, and ¢jn provides local shrinkage for each
loading element. Combined with the multiplicative gamma process prior on the global pa-
rameters, this structure encourages higher-indexed factors to shrink toward zero, effectively

determining the number of active factors during posterior inference.
3.3 Modeling Zero Inflation

A distinctive feature of environmental exposure data is the presence of a large number of
zeros. In many applications, chemical concentrations are recorded as zero because the com-
pound is not present in a given sample. As a result, the distribution of observed exposures
typically consists of a mixture of structural zeros and positive continuous values.

Standard Gaussian factor models are not well suited to such settings because they assume
that all observations arise from a continuous distribution. A common strategy for handling
excess zeros is to introduce a zero—inflated model, in which the observed data arise from a
mixture of a point mass at zero and a continuous distribution for positive values. However,
directly combining such mixture models with high—dimensional factor structures often leads
to complex likelihoods and computational difficulties, as conjugate conditional distributions
are typically no longer available.

An important scientific consideration in exposure studies is that zeros are not gener-

ated randomly. Instead, the probability that a chemical is detected is closely related to its
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underlying concentration level. Intuitively, when the true exposure level for a compound
is extremely small, the measurement is more likely to be detected. Conversely, larger ex-
posure levels increase the probability that the compound is detected. This suggests that
the detection process and the magnitude of exposures are driven by common underlying
mechanisms.

Motivated by this observation, we link the binary detection process and the continuous

exposure levels through a shared latent factor structure. In particular, we introduce a binary

0 — 0 ifCl']‘:O,
K 1 ifCZ']'>0,

which represents the absence or presence of chemical j for subject i. Conditional on 0;; = 1,

indicator

the log-transformed exposure follows the factor model described in the previous model setup.
To model the probability that an exposure is detected, we use a probit regression that
shares the same latent factors and loadings appearing in the continuous component of the

model:

0ij ~ Bernoulli(r{i]-), i = @((x]- + )Lj(xi)Tm), (3.8)

where ®(-) denotes the cumulative distribution function of the standard normal distribution
and «; is a compound-specific intercept.

This formulation has an appealing interpretation. The latent factors #; represent subject-
specific exposure profiles that drive dependence among chemicals. When a subject has a
larger value along a latent exposure dimension, the probability that chemicals with positive
loadings on that factor are detected increases, whereas the probability of detection decreases
for chemicals with negative loadings on that factor. In this way, the model captures shared
latent processes that simultaneously influence both the magnitude of exposures and the
probability of detection.

Sharing the same latent factors and loadings across the binary and continuous compo-

nents also allows information to be borrowed across chemicals. Observed exposures for some
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chemicals provide information about the latent exposure profile of a subject, which in turn
influences the estimated probability of detection for other chemicals.

The probit specification allows an efficient data augmentation representation that greatly
simplifies posterior computation. Following the approach of Albert and Chib (1993), we

introduce latent Gaussian variables y;"j such that

yi | A(xi), i ~ N(ag+ Aj(xi) T, 1). (3.9)
The binary detection indicator is then obtained through a thresholding rule,
0y = 1(y; > 0).

Under this representation, the probit model can be viewed as a truncated normal model

for the latent variables yz"; Conditional on 0jj, the latent variables follow

. N(aj+ Aj(x;) "7;,1) truncated below at 0, o0;; =1,

/i N(aj+ Aj(x;) "1;,1) truncated above at 0, o0;; = 0.
This augmentation converts the binary regression component into a Gaussian latent vari-
able model. As a result, posterior computation can proceed using Gibbs sampling updates

that integrate naturally with the Gaussian factor model for the nonzero exposures.
3.4 Prior Specification

To complete the Bayesian model specification, we place hierarchical priors on the latent
factor regression coefficients, the covariate-dependent factor loadings, the residual variances,
and the zero-inflation intercepts. The prior construction is designed to achieve three goals:
(i) to allow flexible dependence of the latent structure on both subject-level covariates and
chemical-level meta-covariates; (ii) to encourage shrinkage and parsimonious factor repre-
sentations in high dimensions; and (iii) to maintain computational tractability in posterior

computation.
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Prior for latent factor regression coefficients. Recall that the latent factors satisfy
7i ~ Ng(B' xi, Ii),

where B € R"*¥ controls the effect of subject-level covariates on the latent factor means. To

regularize these regression effects, we assign a matrix-normal prior
B ~ MN,(0,U, 1), (3.10)

where U = diag(uy,...,u,) is a diagonal row covariance matrix. Equivalently, this implies

that each column by, of B follows
by ~ Ny (0, U), h=1,...,k

This prior allows different covariates to have different marginal scales through U, while g

controls the overall magnitude of the regression effects.

Prior for covariate-dependent loadings. The loading of chemical j on factor h for subject

i is modeled through
A]-h(xi) ~ N(z]-TGh + XiT(Sh, l[)h([)]'h) ,

where 0), € IR7 captures the effect of chemical-level meta-covariates z;, and J; € R" captures

the effect of subject-level covariates x; on the hth loading column. Let
O=(0,...,00) e Rk, A= (51,...,6) e R™
We assign matrix-normal priors
O ~ MN 1.k (0,V, Ik), (3.11)
A~ MN, o (0,W, I}), (3.12)
where V = diag(vy,...,v,) and W = diag(wy, ..., w,) are diagonal row covariance matrices.

Equivalently,
0, ~ Ny (0, V), on ~ Ny (0, W), h=1,...,k

These priors allow different meta-covariates and subject-level covariates to have distinct

prior scales, providing flexible and interpretable shrinkage across predictors.
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Hierarchical shrinkage for factor loadings. Conditional on the regression components, the

loading elements satisfy

A]-h(xi) ~ N(Z}I—Qh + XlT5h, l[]h(l)]h) P (3.13)

where ¢, and ¥y, control local and factor-specific shrinkage, respectively. The local scale
parameters allow element-specific deviations from the structured mean loading and are as-

signed inverse-gamma priors

¢ ~ Inv-G (2,2 =1 h=1,...k 3.14
in ~ Inv-Gamma 5 5 ) i=1...,p =1,...,k (3.14)

To encourage parsimony, we adopt the multiplicative gamma process (MGP) prior (Bhat-
tacharya & Dunson, 2011) for the factor loadings, which progressively shrinks higher-indexed
factors toward zero.

Specifically,
h
pn =[] re (3.15)
(=1

where

77" ~ Gamma(ag, 1), v, ~ Gamma(a, 1), £>2. (3.16)

Hyperpriors could in principle be assigned to the shrinkage parameters a; and a, to allow
the level of global shrinkage to be learned from the data, as discussed in Bhattacharya and
Dunson (2011). In our implementation these parameters are fixed to simplify posterior com-
putation. Specifically, the MGP hyperparameters were fixed at weakly informative values

chosen to be consistent with the practical guidance of Durante (2017).

Prior for residual variances. The residual covariance matrix in the Gaussian measurement

model is assumed to be diagonal,
D = diag(dy, ..., dp).
We place independent inverse-gamma priors on the residual variances,

d; ~ Inv-Gamma(ap, bp), ji=1...,p. (3.17)
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This specification preserves conjugacy and allows each chemical to have its own residual

variability not explained by the latent factor structure.

Prior for zero-inflation intercepts. In the zero-inflation component, the latent indicator is

modeled through a probit regression of the form
Pr(yij =115, x1) = (a; + Aj(x;)7;),

where «; is a chemical-specific intercept governing the baseline probability of detection. We

assign independent Gaussian priors
aj~N(a,02), j=1...,p. (3.18)

These priors allow the baseline detection probabilities to vary across chemicals while retain-
ing a simple and weakly informative structure.

In principle, a hierarchical prior could be placed on (14, 02) to allow the intercept dis-
tribution to be learned from the data. For simplicity, these hyperparameters are treated as

fixed.

Hyperpriors and fixed hyperparameters. The diagonal elements of U, V, and W may ei-

ther be treated as fixed tuning parameters or assigned additional inverse-gamma hyperpriors,

uy ~ Inv-Gamma(ay, by), L=1,...,r, (3.19)
Um ~ Inv-Gamma(ay, by), m=1,...,q, (3.20)
wy ~ Inv-Gamma (ay, by ), L=1,...,r. (3.21)

In our implementation, these hyperparameters are chosen to provide mild regularization
while allowing substantial flexibility in the posterior.

Taken together, these prior distributions define a hierarchical Bayesian model that ac-
commodates covariate-dependent mean and covariance structure while incorporating both

subject-level and chemical-level predictors.
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3.5 Posterior Computation

Posterior inference is performed using a Gibbs sampling algorithm that exploits the
conditional conjugacy of most model components together with several data augmentation
and blocking strategies. These techniques allow efficient posterior computation despite the

hierarchical structure and high dimensionality.

Latent variables As described in Section 3.3, the zero-inflation component is handled using
the standard probit data augmentation scheme. Specifically, latent Gaussian variables are
introduced so that conditional on these variables the detection indicators follow a truncated
normal representation. This augmentation allows the zero-inflation intercepts and related

parameters to be updated using standard Gibbs steps.

Block updates for loading regression parameters The loading model includes regression
parameters (6;,9;) governing the dependence of factor loadings on chemical-level meta-
covariates and subject-level covariates. Rather than updating these parameters separately,
we adopt block Gibbs updates in which (6y,0;) are sampled jointly. Block updating can
substantially improve the mixing of Markov chains in hierarchical regression models by
accounting for posterior dependence among regression coefficients, as discussed in Liu et al.
(1994) and Roberts and Sahu (1997). Under this formulation, the loading regression can be
expressed as a standard Bayesian multivariate regression, leading to a normal conditional

posterior for the joint parameter vector.

Marginalized updates for factor regression coefficients The latent factor means depend
on covariates through the regression matrix B. Directly sampling B conditional on the latent
factors #; can lead to strong posterior dependence between these parameters. To alleviate
this issue, we integrate out the latent factors when updating B and sample from the resulting
full conditional distribution under the marginal model for y; | x;. This marginalized update
reduces posterior dependence between B and #; and improves the efficiency of the Markov
chain. Such collapsed Gibbs sampling strategies are widely used in hierarchical Bayesian

models (Liu, 1994; Van Dyk & Park, 2008).
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Remaining parameters All remaining parameters have standard conjugate conditional dis-
tributions and are updated using Gibbs sampling.

In summary, the proposed sampler combines data augmentation, block Gibbs updates,
and marginalized updates to achieve efficient posterior computation for the hierarchical

covariate-dependent factor model.

22



4. Simulation Study

In this section we evaluate the proposed method through a series of simulation exper-
iments. The simulations are designed to examine three main aspects of performance: re-
covery of group-specific correlation structure, behavior under a null scenario with no group
difference in correlation, and predictive performance under partial observation.

Since the scientific interest in our motivating application is primarily in dependence
patterns among chemicals, we focus mainly on recovery of the correlation matrix rather
than the covariance matrix. In many applications, correlations are of more direct substantive
interest than covariances, so they provide a natural target for evaluation.

We consider both settings without zero inflation and settings with zero inflation. The
former is useful in its own right for multivariate data that do not exhibit excess zeros,
while the latter more closely reflects the structure of the environmental exposure data that

motivate this work.

4.1 Simulation framework

Unless otherwise stated, all simulations use sample size n = 50, number of variables
p = 15, number of factors k = 3, number of chemical-level meta-covariates g = 3, and
number of subject-level covariates ¥ = 2. The number of groups is two.

For each group g € {1,2}, the data are generated from a factor-model-based covariance

structure with covariance matrix
_ T
Zg = AgAg + D,

where Ag is the group-specific loading matrix and D is a diagonal residual covariance matrix.
The corresponding correlation matrix is denoted by Re.

For each simulated dataset, we fit the proposed model and estimate the group-specific
correlation matrices. For comparison, we consider several alternative approaches: covariance

meta-regression (Bersson et al., 2025) and the accelerated structured matrix factorization
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method of Schiavon et al. (2024), which we refer to as XFILE. To account for subgroup het-
erogeneity, empirical correlations and covariance meta-regression are estimated separately
within each subgroup defined by the sample covariate. The accelerated structured ma-
trix factorization approach incorporates both sample-level and variable-level covariates and
therefore allows the dependence structure to vary with covariates directly within the model.

To evaluate estimation accuracy, we compare the estimated correlation matrices with

the truth using the Frobenius norm
IRg — Rg|[F-

Depending on the experiment, results are summarized either through visual comparison
of true and estimated correlation matrices for a representative replicate or through boxplots

of estimation errors across repeated replicates.
4.2 Simulations without zero inflation

We first consider settings in which the responses are generated without zero inflation, so
that a continuous multivariate model is correctly specified. These experiments are designed
to evaluate how well the proposed approach recovers dependence structure when group-

specific correlation patterns are present.

4.2.1 Group-specific correlation structures

We begin with a setting in which the two groups have different correlation structures,

namely

R1 # R,.

This scenario is intended to assess whether the proposed method can accurately recover
heterogeneous dependence patterns across groups and how its performance compares with
several alternative estimators.

For each simulated dataset, we estimate the group-specific correlation matrix and com-
pare it with the corresponding ground truth. Figure 4.1 displays the true and estimated

correlation matrices for one representative simulation replicate.
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FIGURE 4.1: True and estimated group-specific correlation matrices for a representative
simulation replicate under the setting with Ry # R».

The proposed method is able to recover the main dependence patterns in both groups,
including the dominant correlation blocks and the overall sign structure. In contrast, the
XFILE estimator produces substantially distorted correlation patterns, with several spurious
strong correlations that are not present in the true matrices. CMR, performs competitively
and captures many of the major features of the true correlation structure, producing es-
timates that are visually comparable to those of the proposed method. Although the two
approaches show similar estimation accuracy in this replicate, the proposed framework offers
additional interpretability and modeling flexibility through its structured factor representa-
tion and its ability to incorporate covariate information in a unified manner.

To summarize performance across replicates, we compute the Frobenius norm error
IR = R¢lle, g=1,2,

for each method and each group. According to boxplots in Figure 4.2, both the proposed
method and CMR achieve substantially smaller estimation errors than XFILE in this setting.
The error distributions for the proposed method and CMR are broadly comparable, with the

proposed method showing a slight advantage in terms of lower Frobenius norm error across

25



replicates, indicating that both approaches are able to recover the group-specific correlation
structures with similar accuracy. In contrast, XFILE produces considerably larger errors for
both groups, suggesting that it is less effective for capturing the heterogeneous correlation
patterns considered here.

Correlation Estimation Error Across Replicates

Group 1 Group 2

10.0

5.0

“+$ =

Proposed CMR XFILE Proposed CMR XFILE

FIGURE 4.2: Correlation estimation error across simulation replicates, measured by

Frobenius norm error

||ﬁg — Rg | for each group.

Overall, these results show that when the underlying correlation structure differs by
group, the proposed method is able to recover the main features of the true dependence
pattern and achieves estimation accuracy comparable to strong competing approaches such
as CMR. In addition, the proposed framework provides improved interpretability and sup-
ports richer forms of statistical inference through its structured factor representation and
the incorporation of covariate information. From a computational perspective, the proposed
method is also substantially more efficient in our implementation: fitting CMR to one sim-
ulated dataset required approximately 16 minutes, whereas the proposed model typically

required about 4-5 minutes.
4.2.2 Sanity check: identical correlation structures

We next consider a null scenario in which the two groups share the same correlation
structure, so that

Ry = Ry.
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This experiment serves as a sanity check for the proposed model. When the true de-
pendence structure is identical across groups, the method should recover similar correlation
patterns for the two groups and should not introduce spurious between-group differences.

Figure 4.3 displays the true correlation matrix together with the estimated correlation
matrices for the two groups for a representative simulation replicate. The estimated de-
pendence structures for Group 1 and Group 2 are both broadly consistent with the truth
and visually similar to one another, indicating that the model does not artificially generate

distinct group-specific correlation patterns when none are present.

True Correlation Our Model: Group 1 Our Model: Group 2
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10 10 10 .
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FIGURE 4.3: True and estimated correlation matrices for a representative replicate under
the setting R1 = R».

To further examine potential spurious heterogeneity, Figure 4.4 presents the estimated
difference matrix ﬁl - ﬁz together with a thresholded version based on posterior credible
intervals. The raw difference matrix shows only small deviations without clear systematic
patterns. For the thresholded version, we compute posterior samples of the elementwise
differences Ry jj — Rpj from the MCMC output and construct the corresponding 95% pos-
terior credible intervals. Entries whose credible intervals include zero are set to zero in the
thresholded matrix. Under this criterion, almost all entries vanish, providing further evi-
dence that the model does not falsely detect substantial group-specific dependence when the
true correlation structures are identical.

Overall, these results confirm that the proposed framework behaves appropriately under
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FIGURE 4.4: Estimated difference matrices under the identical-correlation setting. Left:

raw difference Ry — Ry. Right: thresholded difference where entries whose 95% posterior
credible intervals include zero are set to zero.

the null setting and does not spuriously infer heterogeneous correlation structures across
groups.

4.2.3 Prediction under partial observation

In addition to correlation recovery under fully observed data, we also examine the perfor-
mance of the proposed model when some response entries are missing. To isolate the impact
of partial observation, we introduce missingness artificially by randomly masking 10% of
the entries in the response matrix. This experiment evaluates whether the proposed model
can still recover dependence structure and provide reliable predictions when only partial
observations are available.

We generate data using the same setup as in Section 4.2.1 and then randomly mask 10%
of the entries in the response matrix. The model is fit using the partially observed data,
while the masked entries are treated as missing during model fitting. Posterior predictive
inference is then used to estimate these unobserved values.

Figure 4.5 shows the true and estimated correlation matrices for the two groups in a rep-
resentative simulation replicate. Despite the presence of missing observations, the proposed
method continues to recover the main features of the underlying dependence structure. In
particular, the block patterns and major positive and negative correlations are well cap-

tured, indicating that the latent factor representation provides substantial robustness to
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partial observation.

True Correlation: Group 1 Our Model: Group 1
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FIGURE 4.5: Correlation recovery with 10% missing entries in the response matrix. True
correlation matrices (left) and estimated correlations from the proposed model (right) are
shown for the two groups.

To further evaluate predictive performance, we assess the model’s ability to recover the
masked entries using posterior predictive inference. For each held-out entry y;;, posterior

predictive draws are generated from the conditional distribution

p(yl] | Yobs)

using the posterior samples of the latent factors and model parameters obtained from the
fitted model.

Prediction accuracy is summarized by comparing posterior predictive estimates with the
corresponding true values on the standardized scale used for model fitting. Table 4.1 reports
several commonly used predictive metrics, including root mean squared error (RMSE), mean

absolute error (MAE), the empirical coverage of 95% posterior predictive intervals, and the
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average interval length.

Table 4.1: Posterior predictive performance for recovering masked entries when 10% of
the response matrix is missing.

Metric Proposed model CMR
RMSE 0.71 0.83
MAE 0.53 0.61
95% Interval Coverage 0.96 0.91
Average Interval Length 2.96 2.84

Overall, these results indicate that the proposed model remains robust under partial
observation. Even with missing data, the method is able to recover the primary correlation
patterns and produce reasonably accurate predictions for the unobserved entries. Compared
with CMR, the proposed model achieves improved predictive accuracy and better calibrated
uncertainty quantification. The empirical coverage of posterior predictive intervals is close
to the nominal level, suggesting that the uncertainty quantification provided by the model

is well calibrated, though slightly conservative.
4.3 Simulations with zero inflation

We next consider simulation settings with zero-inflated responses. The data-generating

process follows the design in Section 4.2, with the addition of a binary detection mechanism.

4.3.1 Correlation recovery under zero inflation

We examine the ability of the proposed model to recover the underlying correlation
structures in this zero-inflated setting.

Figure 4.6 compares the true correlation matrices with the posterior mean estimates
obtained from the proposed model and CMR for the two groups. Despite the presence
of zero inflation, the proposed model is able to recover the overall dependence patterns
well, including the main block structures and the relative magnitudes of the correlations
across chemicals. In contrast, CMR captures some coarse patterns but tends to attenuate
correlations and misses several structured features present in the true matrices.

To summarize estimation accuracy across simulation replications, we compute the Frobe-
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FIGURE 4.6: True correlation matrices and posterior mean estimates from the proposed
model and CMR under the zero-inflated simulation setting for the two groups.

nius norm between the estimated and true correlation matrices for each group. Figure 4.7
shows the resulting error distributions. The Frobenius errors are consistently smaller for the
proposed model than for CMR across simulation replications, with a more pronounced gap
under zero inflation. This suggests that the proposed model remains effective in recovering
the underlying correlation structure even in the presence of zero inflation.

As an additional sanity check, we also consider a setting in which the two groups share
the same correlation structure under the zero-inflated mechanism. The posterior credible

intervals for the between-group correlation differences generally contain zero.

4.3.2 Prediction of responses and detection indicators

Finally, we evaluate predictive performance in the zero-inflated setting. In this case there
are two related prediction tasks: prediction of the continuous exposure levels and prediction
of the binary detection indicators.

To assess these tasks, we generate partially observed zero-inflated data and fit the model
using only the observed entries. Posterior predictive inference is then used to obtain predic-

tions for the masked values. Prediction performance is evaluated by comparing the posterior
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FIGURE 4.7: Frobenius norm errors between the estimated and true correlation matrices
across simulation replications for the two groups under zero inflation.

Frobenius norm error

predictive summaries with the corresponding true values.

For the binary detection indicators, we evaluate predictive performance using the area
under the ROC curve (AUC). Figure 4.8 shows the resulting ROC curve, which yields an
AUC of approximately 0.82. This indicates that the model is able to effectively discriminate
between detected and non-detected exposures based on the available information.

ROC Curve for Predicting Detection Indicators
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FIGURE 4.8: ROC curve for predicting detection indicators under the zero-inflated
simulation setting.
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For the continuous exposure levels, prediction accuracy is evaluated on entries with
Rjj = 0 and O;; = 1, that is, locations where the response value is unobserved but the
exposure is present. Summary measures of prediction performance are reported in Table 4.2.
For comparison, we also apply CMR by treating zero observations as missing values.

The proposed model achieves lower prediction errors and better calibrated uncertainty
than CMR, as reflected by smaller RMSE and MAE and coverage closer to the nominal level.
The empirical coverage of the 95% posterior predictive intervals is close to the nominal level,
suggesting good calibration of the predictive uncertainty. Compared with the fully observed
setting considered earlier, prediction errors are slightly larger, which is expected since the
presence of zero inflation introduces an additional layer of uncertainty in the observation
process.

Table 4.2: Prediction performance for continuous exposures under the zero-inflated
simulation setting.

Metric Proposed model CMR
RMSE 0.81 0.93
MAE 0.66 0.70
95% Interval Coverage 0.97 0.89
Average Interval Length 3.23 3.19
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5. Application to the HOPE 1000 Study

Project HOPE 1000 (Health Outcomes related to Pregnancy and early-life Exposures) is
a longitudinal cohort study conducted at Duke University that aims to understand how early-
life exposures influence health outcomes later in life. The study is motivated by evidence that
the first 1,000 days of life—from conception through pregnancy and early childhood—play a
critical role in shaping long-term health and disease risk. While well-established risk factors
such as smoking or alcohol use during pregnancy are known to affect birth outcomes, less is
understood about the role of environmental exposures and socioeconomic conditions during
pregnancy.

To address this question, Project HOPE 1000 enrolls approximately 1,000 pregnant
women and follows mother—infant pairs from pregnancy through early childhood. The study
collects extensive information on biological, environmental, and social factors that may influ-
ence maternal and child health outcomes. In particular, participants provide biospecimens
and survey data, and mothers wear silicone wristbands during pregnancy to measure per-
sonal environmental exposures. These wristbands act as passive samplers that capture a
broad range of airborne and dermally contacted chemicals encountered in daily life.

The resulting dataset provides a rich characterization of prenatal environmental expo-
sures together with demographic and socioeconomic information. In this work, we focus on
the analysis of mixtures of semi-volatile organic compounds (SVOCs) measured from silicone

wristband samplers worn by pregnant participants during pregnancy.
5.1 Data Description

The analysis is based on wristband exposure measurements collected from participants in
the HOPE study. The current dataset includes observations from the first available batches
of samples, resulting in # = 96 measurements of environmental exposures.

The original dataset contains measurements for 133 semi-volatile organic compounds

(SVOCs). Because many compounds are detected in only a small fraction of samples, we
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restrict attention to chemicals with detection rates exceeding 30%. This results in p = 48
compounds included in the analysis. These chemicals span several classes commonly en-
countered in indoor and consumer environments, including organophosphate esters (OPEs),
polycyclic aromatic hydrocarbons (PAHs), pesticides, phthalates, brominated flame retar-
dants (BFRs), and several additional compounds.

Let ¢;; denote the measured concentration of chemical j for observation i, where i =
1,...,nand j =1,...,p. Environmental exposure measurements typically exhibit substan-
tial right-skewness and large variability across individuals. In addition, chemical exposure
datasets often contain many non-detections.

Some participants contribute measurements from multiple trimesters of pregnancy, as
the HOPE study collects wristband samples repeatedly during pregnancy. In the present
analysis, each measurement is treated as an independent observation.

In addition to the exposure measurements, demographic information is available for each
participant, including race or ethnicity, household income, maternal education, insurance
type, and maternal age at enrollment. These covariates capture socioeconomic characteris-
tics that may influence both the levels and the dependence structure of chemical exposures

across individuals.

5.2 Data Processing

Environmental exposure measurements frequently contain values reported below the lab-
oratory minimal detection level (MDL). In the HOPE dataset analyzed here, concentrations
smaller than the MDL indicate that the chemical was detected but its exact concentration
could not be reliably quantified, while exact zeros represent true nondetections. For simplic-
ity in the present analysis, values below the MDL were replaced in a preprocessing step by
random draws from a Uniform(0, MDL) distribution. This retains the information that the
chemical was detected while avoiding a point mass at the detection threshold. A more prin-
cipled alternative would be to treat below-MDL observations as censored latent values and

update them within the Gibbs sampler, rather than imputing them prior to model fitting.
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Incorporating such an approach would be a useful refinement in future work.

To distinguish between true non-detections and observed exposures, we introduce a bi-
nary indicator variable 0;;, where 0;; = 1 indicates that chemical j was detected for observa-
tion i (including values below the MDL), and 0;; = 0 indicates that no detection occurred.
This indicator is used in the zero-inflated modeling framework described in Section 3.

The exposure concentrations exhibit substantial right-skewness and are strictly positive.
To stabilize the variance and obtain distributions closer to normality, we apply a logarithmic
transformation to the concentrations. Let y;; = log(ci]-) denote the transformed exposure
levels.

Finally, to facilitate comparison across chemicals with different concentration scales, the
log-exposures are standardized across observations. Specifically, for each chemical j, we
subtract the sample mean and divide by the sample standard deviation.

For demographic variables, several covariates are available, including race or ethnicity,
household income, maternal education, insurance type, and maternal age. FExploratory
analyses reveal strong associations among these socioeconomic variables. Therefore, in
the present analysis we focus primarily on household income as the subject-level covari-
ate of interest. Income is categorized into four groups: below $50,000, $50,000-$90,000,
$90,000-$150,000, and above $150,000. The sample sizes across income groups are unbal-

anced.

5.3 Empirical Results

We begin by examining empirical summaries of the exposure data. Figure 5.1 displays
the average standardized exposure levels for each chemical across the four household in-
come groups. For each compound, the values represent the mean of the standardized log-
transformed exposures within the corresponding income category.

Several chemicals exhibit noticeable differences in mean exposure levels across income
groups. In particular, many compounds show higher average exposure levels among par-

ticipants in the lowest income category, while higher-income groups tend to have lower or
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near-average exposure levels. These patterns suggest potential socioeconomic differences in
environmental exposure profiles.

Income group
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FIGURE 5.1: Empirical mean standardized exposure levels across household income
groups for the selected chemicals. Each cell represents the mean of the standardized
log-transformed exposure for a given chemical within an income category. Chemicals are
grouped according to their chemical classes. Red colors indicate higher-than-average
exposure levels, while blue colors indicate lower-than-average levels relative to the
overall mean.

The chemicals are grouped according to their chemical classes, including organophos-

phate esters (OPEs), brominated flame retardants (BDE/BFRs), polycyclic aromatic hy-
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drocarbons (PAHs), pesticides, phthalates, and several industrial or cosmetic compounds.
Within several of these classes, the exposures appear to exhibit similar trends across income
groups, which may reflect shared exposure sources or common environmental pathways.
While these empirical summaries provide useful insights into differences in mean exposure
levels, estimating dependence structures separately within each income group is challenging
due to the presence of many non-detections and the relatively small sample sizes within
groups. This motivates the use of the model-based approach described in Section 3 to

obtain more reliable estimates of the covariance structure of the exposure mixtures.

5.4 Model Fitting

We fit the model described in Section 3 to the processed HOPE exposure data. The input
consists of the standardized log-exposure matrix Y together with subject-level covariates X
and chemical-level meta-covariates Z.

Household income is used as the subject-level covariate. Income groups are represented
using indicator variables corresponding to the four income categories described in Section 5.2.
Chemical-level information is incorporated through meta-covariates that encode the chemical
classes of the compounds.

Posterior inference is performed using the Gibbs sampling algorithm described in Sec-
tion 4. The Markov chain is run for 20,000 iterations, with the first 10,000 iterations dis-
carded as burn-in. The remaining samples are used for posterior inference. Overall, the
sampler exhibited satisfactory empirical behavior. Trace plots for selected parameters did
not indicate major convergence or mixing problems after burn-in.

To further assess mixing, we computed effective sample sizes (ESS) for posterior means
and pairwise correlations across the four income groups. The median ESS values were
approximately 1060 for posterior means and 1430 for posterior correlations, with minimum
ESS around 128 and 189, respectively, indicating adequate mixing for the primary inferential

targets in the HOPE data analysis.
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5.5 Posterior results

We next summarize posterior inference on the mean and dependence structure of the
chemical exposures across the four household income groups. Since the proposed model
allows the covariates to affect both the mean and the loading matrix, income may alter not
only the marginal exposure levels but also the induced covariance and correlation patterns.

We first consider the posterior mean structure. Figure 5.2 displays the posterior mean
exposure level for each chemical across the four income groups. A clear overall pattern is
that the low-income group tends to have higher estimated exposure levels than the medium-
high and high income groups for several compounds. The contrast is especially visible for
a number of phthalates, PAHs, Lilial, and some OPE compounds, whereas the differences
appear more modest for several BDEs and pesticides.

These mean differences suggest that socioeconomic status may be associated with sys-
tematic shifts in exposure intensity. Because the exposures have been standardized chemical
by chemical, the estimated mean contrasts should be interpreted as relative deviations across
income groups rather than absolute concentration differences on the original measurement
scale. From a substantive perspective, the results indicate heterogeneous exposure patterns
across income groups, potentially consistent with differences in housing conditions, consumer
product usage, indoor environments, or other correlated social and environmental factors.

We next turn to the posterior dependence structure. Figure 5.3 presents the group-
specific posterior correlation patterns under the four income groups. For visual clarity, each
matrix is based on posterior mean correlations, with entries whose 95% credible intervals
include zero thresholded to zero. Several broad features are common across groups. In
particular, chemicals within the same broad class often exhibit positive association, which
may be consistent with shared sources, common product formulations, or related usage
patterns. At the same time, the strength and extent of these within-class and cross-class
associations vary across income groups, indicating that the co-exposure structure is not

constant over the covariate space.
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FIGURE 5.2: Posterior mean exposure levels across household income groups for the
selected chemicals. For each chemical, the plotted values summarize the posterior mean
of the standardized log-exposure within each income category. Overall, the low-income

group tends to show higher estimated exposure for several compounds, especially among
phthalates, PAHs, Lilial, and some OPEs, whereas income-related differences are less
pronounced for several BDEs and pesticides.
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(b) Medium-low income

(a) Low income

(d) High income

(c) Medium-high income

FIGURE 5.3: Thresholded posterior mean correlation matrices for the selected chemicals

under the four household income groups. Each panel displays the group-specific
posterior mean correlation matrix implied by the covariate-dependent factor model, with

% credible interval contains zero. The

entries set to zero whenever the corresponding 95

resulting matrices highlight correlation patterns that are more credibly separated from

zero and reveal both persistent within-class dependence and between-group

heterogeneity in co-exposure structure.
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A particularly notable feature of Figure 5.3 is that the low-income group exhibits sev-
eral stronger localized positive associations than the higher-income groups. In addition to
differences in marginal exposure levels, the results suggest that income is also associated
with differences in how chemicals co-occur. This is precisely the type of heterogeneity that
cannot be captured by models that allow covariates to affect the mean alone while keeping
the covariance fixed.

To better isolate these differences, Figure 5.4 shows selected thresholded pairwise differ-
ences between the posterior mean correlation matrices for different income-group compar-
isons. As above, differences whose 95% credible intervals contain zero are suppressed to zero
before visualization. The pairwise difference matrices indicate that the strongest departures
typically arise in comparisons involving the low-income group, but some residual heterogene-
ity is also present between the medium-high and high income groups. In these comparisons,
several cross-class associations appear stronger in the low-income group, suggesting that the
estimated co-exposure structure may be more tightly coupled in that subgroup.

One recurring pattern involves Lilial, an aromatic aldehyde commonly used in per-
fumes, cosmetics, and fragranced household products. In the low-income group, Lilial shows
stronger positive association with multiple OPEs, PAHs, and phthalates than in the other
income groups. This pattern may be consistent with overlapping product-use behaviors or
shared indoor exposure sources. The association with phthalates and some OPEs is plausi-
ble given the role of fragranced and personal care products, while the association with PAHs
may reflect broader environmental mixtures rather than a single common source. Similar
qualitative findings were highlighted in the workshop summary.

Another notable pattern concerns DEP, a phthalate commonly used in fragranced prod-
ucts. In the low-income group, DEP appears more positively associated with several PAH
compounds than in the medium-low and medium-high income groups. This may suggest
that, within that subgroup, personal care product exposures and combustion-related expo-
sures are more likely to co-occur. Likewise, DiBP/PiBP shows stronger positive associa-
tion with TCPP1 and TCPP2 in the low-income group, a pattern that may be consistent
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FIGURE 5.4: Thresholded Differences between posterior mean correlation matrices for

selected income-group comparisons. Positive values indicate stronger displayed
correlation in the first group of each comparison. Each underlying group-specific

and entries of difference

matrices set to zero whenever the corresponding 95% credible interval contains zero. The
largest contrasts are observed in comparisons involving the low-income group, although

7

correlation matrix is formed from posterior mean correlations

non-negligible differences also remain between the medium-high and high income

groups.
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with shared exposure from foam-containing furniture, interior materials, or other household
products that contain both phthalates and flame retardants. These interpretations should
be understood as hypothesis-generating rather than definitive source attribution, but they
demonstrate how the model can reveal structured heterogeneity in co-exposure patterns.

We also conducted a randomization-based sanity check by permuting the income-group
labels and recomputing the group-specific posterior correlation matrices and their pairwise
differences. In the permuted analysis, the resulting difference matrices were largely near-zero
and did not display the structured patterns observed under the original labels. Although
this exercise is not intended as a formal hypothesis test, it serves as a useful negative-control
comparison and supports the interpretation that the observed between-group differences are
associated with the observed income stratification rather than with random partitioning of
the sample.

Taken together, the posterior results suggest that household income is associated with
both the level and the dependence structure of the chemical exposures. The low-income
group not only tends to have elevated posterior mean exposure for several chemicals, but
also exhibits a distinct correlation structure with stronger associations among selected com-
pounds.

These findings should nevertheless be interpreted with appropriate caution. The current
analysis is based on an incomplete subset of the HOPE data, and the income groups are
unbalanced, with especially limited sample size in the low-income category. As a result,
some group-specific patterns may be estimated with substantial posterior uncertainty. For
this reason, the current results are best viewed as preliminary but scientifically informa-
tive evidence of income-related heterogeneity in chemical co-exposure. We expect the full
dataset to provide more stable estimation and a clearer characterization of which correlation

differences persist after uncertainty is more precisely quantified.
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6. Conclusion

This chapter summarizes the main methodological contributions of the proposed frame-
work for modeling covariate-dependent dependence structures in multivariate chemical ex-

posure data and outlines several directions for future research.
6.1 Methodological Contributions

The main innovation of this work lies in introducing a flexible mechanism for incor-
porating both meta-covariate and sample-level covariate information into the dependence
structure of multivariate exposures. In contrast to conventional covariance models that
assume a common correlation structure across all observations, the proposed framework al-
lows correlations to vary systematically with sample features while maintaining a structured
representation across chemicals.

Existing approaches for structured covariance modeling typically rely on either global
covariance estimation or regression-based covariance models. Covariance regression meth-
ods such as Hoff and Niu, 2012 allow dependence structures to vary with predictors, but
do not directly incorporate variable-level meta-covariates that may provide additional struc-
tural information. More recent approaches incorporating variable-level information, such
as covariance meta-regression Bersson et al., 2025, introduce additional structure through
variable-level covariates but do not explicitly model heterogeneity across samples.

The framework proposed in this thesis combines these two perspectives. Variable-level
meta-covariates provide structural regularization across chemicals, while sample-level co-
variates allow the correlation structure to differ across subpopulations. This joint modeling
strategy enables the model to capture heterogeneous dependence patterns while retaining
statistical stability in moderately high-dimensional settings.

Another advantage of the proposed Bayesian formulation is that it provides full posterior
inference for quantities of scientific interest. In particular, posterior distributions of correla-
tion matrices allow direct uncertainty quantification for dependence patterns, which is often
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difficult to obtain under competing approaches that focus primarily on point estimation.

An additional practical feature of the proposed framework is its ability to accommodate
zero-inflated exposure measurements. In many environmental and chemical exposure stud-
ies, observed zeros often correspond to structural absence rather than random measurement
error, since a compound may simply not be present in a given sample. Standard modeling
strategies typically address this issue by introducing additional mixture components or sep-
arate latent processes for presence indicators. In contrast, the formulation adopted in this
thesis leverages the same latent factor structure used for modeling exposure levels to also
characterize the presence mechanism. As a result, zero inflation can be incorporated with
minimal additional model complexity while maintaining a coherent dependence structure
across chemicals.

This shared latent representation also facilitates predictive inference on both exposure

levels and presence indicators within a unified modeling framework.

6.2 Future Directions

Several extensions of the current framework are possible. One important direction con-
cerns the treatment of continuous covariates. In the present formulation, subgroup differ-
ences are represented through distinct loading structures associated with different covariate
values. While this approach is effective for discrete or group-based predictors, it may become
less suitable when covariates vary continuously.

A natural extension is to allow the loading structure to depend smoothly on covariates
through a parametric function, such as a linear model. This would allow the correlation
structure to evolve continuously across the covariate space rather than being defined only
for a finite number of subgroups.

More flexible formulations could also be considered. For example, nonlinear or nonpara-
metric functions of covariates could be used to model the dependence structure, potentially
allowing more complex relationships between sample features and correlation patterns. Ap-

proaches based on spline expansions, Gaussian processes, or other nonparametric represen-
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tations may provide additional modeling flexibility. However, increased flexibility typically
comes at the cost of higher computational complexity and reduced statistical efficiency,
particularly in moderate sample size settings. Balancing flexibility and stability therefore

remains an important consideration for future work.
6.3 Theoretical Perspectives

One important open question is whether posterior contraction results can be established
for the covariate-dependent setting considered here. While some recent work studies contrac-
tion in sparse Bayesian factor models for high-dimensional covariance estimation, extending
such theory to models with covariate-dependent covariance or correlation structure remains
challenging. Such results could clarify how model complexity, factor dimension, and covari-
ate structure affect estimation accuracy.

Another related direction involves investigating the frequentist properties of posterior
inference. In particular, it would be valuable to study the frequentist coverage of posterior
credible intervals for correlation parameters and other functionals of the covariance ma-
trix. Understanding these properties would provide additional insight into the reliability of
uncertainty quantification produced by the model.

Finally, theoretical analysis could also explore the interaction between shrinkage priors
and covariate-dependent loading structures. Understanding how hierarchical shrinkage af-
fects estimation in the presence of structured covariates may help guide prior specification

and improve computational efficiency in future implementations.
6.4 Summary

Overall, the proposed framework provides a flexible approach for modeling heterogeneous
dependence structures in multivariate chemical exposure data. By combining structured co-
variance modeling with covariate-dependent mechanisms, the method enables interpretable
and uncertainty-aware inference on correlation patterns across subpopulations. Simulation
studies demonstrate that the proposed approach can effectively recover covariate-dependent
correlation structures and performs favorably compared with competing methods. The ex-
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tensions and theoretical questions discussed above provide several promising directions for

further methodological development.
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Appendix A.

This appendix provides additional details on posterior computation for the proposed
model. We first describe the Gibbs sampler for the model without zero inflation, and then
extend the algorithm to the zero-inflated setting. We also summarize the block updating
and marginalized updating steps used to improve computational efficiency.

First, we summarize posterior computation for the model without zero inflation. Recall

that the continuous-response model is
Yi | i, A(xi), D ~ Np(A(xi)1i, D),

ni | xi, B~ N(B'xi, It),

fori =1,...,n, where D = diag(dy,...,d,).

For each distinct covariate profile %,,, m =1,..., M, let

Am =1 [eRrr

—~

denote the loading matrix corresponding to %, where A ") ¢ RK is the loading vector for

j

chemical j under covariate profile %,,. The loading model is
A =zlon+ 2o +e, el ~ N, guyn),
forj=1,...,p,h=1,...,k,andm=1,..., M.
We assume the priors
B ~ MN,,(0,U, Iy),
@ ~ Mquk(O/ V/ Ik)l

A~ Merk(Or W/ Ik)z
where

U = diag(uy, ..., ur), V = diag(vy,...,7y), W = diag(wy, ..., wy).
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Equivalently, for h =1,...,k,
ﬁh ~ Nr(O/ u)/

0 ~ Ny (0,V),

5y ~ N,(0, W),

where Bj, denotes the hth column of B. We further assume

d; ~ Inv-Gamma(ap, bp),

Vo Vo
bin ~ Inv-Gamma(E, E) ,
h
ll)h = 1_[ Yer
/=1
'yl_l ~ Gamma(ay, 1),
-1
v, ~ Gamma(a, 1), {>=2,
together with
uy ~ Inv-Gamma(ay, by), £=1,...,r,
Uy ~ Inv-Gamma(ay, by), m=1,...,q,
wy ~ Inv-Gamma(ay, by ), {=1,...,r.

The Gibbs sampler iterates through the following updates.

Step 1: Update the latent factors 7;. For eachi=1,...,n,
ni|—~ Nk<S,;1b,7i, S,;l) ,
where
Sy = A(x;)) T DA(xi) + I,
by, = A(x)) "Dy + BT x;.

1

Step 2: Update the residual variances d;. For each j=1,...,p,

n 1 ! T 2
dj | — ~ Inv-Gamma (aD + 5 bp + 5 ;(ylj — /\j(xi) 17i) ) ,

where A;(x;) denotes the jth row of A(x;), viewed as a k-vector.
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Step 3: Update the loading vectors A, For each j=1,...,pandm=1,..

j
A" = ~ Ne(Sbbmis S )

m,j

where
Smj = <I>]._1‘I’*1 + clj_1 Z nin
l'ixi:ffm
buj =@ O i+ A %) +dT D v,
i:xi:im
with

CD] :diag(4>j1,...,4>jk), ‘deiag(lpl,...,lpk>.

Step 4: Update the meta-covariate coefficients 0. For each h =1,...,k,
0, | — ~ Nq(se—hlbgh, s;hl) )

where
R 1,-1, T
Sp, =V~ +ZM4>].71 ¥y 27,
=1
S ()
my\ 1,1
by, = Z < Tin ) P u 2
j=1 \m=1
with
r]%'f) = 7\](,'1’1) — 8 X

Step 5: Update the subject-level loading coefficients J;. Foreach h =1,...

o | = ~ Ny (S510s, 851)

where
p M
Ss, =W D 0510, D Tnky,
j=1 m=1
; S ()
~1.,-1 *(m) o
bs, = Z ‘rbjh ¥, Z Tin Xms
j=1 m=1
with
*(m) _ 5 (m) T
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Step 6: Update the factor mean regression coefficients ;. Let 8, denote the hth column

of B. Foreach h=1,...,k,

1
Brl =~ Ni(S505,, 551,
where

n
Sﬁh = U‘l + Z xixiT,
i=1
n
b,Bh = Z qihxi.
i=1

Step 7: Update the local shrinkage parameters Pin- Foreachj=1,...,pand h=1,...,k,

2
vp+M Vot iy Dl (rjh*(m))
Pjn | — ~ Inv-Gamma , ,
2 2
where
r]’.kh*(m) ;\](h ) -0 zj — 0y N T

Step 8: Update the multiplicative gamma process parameters. Let

4 M
_ m)\ 2
T D e R
j=1 m=1

For notational convenience, define

N
~

H Yt h

t;ﬁh

Then the full conditional distribution of 71 is

7 | — ~ Inv-Gamma <a1 + —

1l '\E‘GH

).

k—h+1)M 1 S
(k—h+)Mp | Z w)

and for h =2,...,k,

Yn | = ~ Inv-Gamma | a; + ,
2 2 W
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Step 9: Update the diagonal prior scales in U. For each ¢ =1,...,r, let b} denote the (th

row of B. Then

k 1
uy | — ~ Inv-Gamma <au + X by + 2beg> .

Step 10: Update the diagonal prior scales in V. For each m = 1,...,4, let 9, denote the

mth row of ®. Then

k 1
Uy | — ~ Inv-Gamma <av + o by + 21921%) .

Step 11: Update the diagonal prior scales in W. For each ¢ = 1,...,r, let §; denote the
fth row of A. Then

k 1
wy | — ~ Inv-Gamma (llw + 5 bw + 2(5;(54) .

We then extend posterior computation to the zero-inflated model. Let ¢;; denote the
observed exposure level for chemical j in subject i, and define

01‘]‘ = H(Ci]‘ > 0), yij = log(cij) when Oij =1.

To model detection, we introduce a latent Gaussian variable

viy | i M), g ~ N(aj + A (xi) Tpi, 1),

with

O,']' = ﬂ(y;’; > 0)

Conditional on detection, the nonzero response model is

vii | 0i = 1, A(x;),dj ~ N(Aj(xi) Tpi, d)).

We place the prior

oc]-~N(O,1), i=1...,p

and retain the same priors for B,®,A,D,®,¥,U,V, and W as in first case.
For each distinct covariate profile &, let Al denote the associated loading matrix as

before. The Gibbs sampler proceeds through the following steps.
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Step 1: Update the latent factors 7;. For eachi=1,...,n,
171‘ ‘ —_ ~ Nk (S,;lbm/ 57;1> 7

where

S’]i A(xi)TDflﬁ(xi) + A(xi)TA(xi) + Ik,
by, = A(x;) "D g+ A(xi) T (yF —a) + BT ;.

Here:

* 7j; denotes the subvector of observed log-exposures {yi]- 10jj = 1},

A(x;) is the submatrix of A(x;) formed by the rows corresponding to 0j; = 1,

D; is the diagonal submatrix of D corresponding to the observed nonzero entries,
_ T

* yi =W -.y;)  and

o a=(a1,...,ap)".

Step 2: Update the residual variances d]-. Foreachj=1,...,p, let

n
1’1]' = 2 Oi]‘
i=1
denote the number of detected observations for chemical j. Then

1’1]' 1 2
d]' ’ — ~ Inv-Gamma | ap + 5, bp + E . Z (yij — /\j(xi)Tm)

ZZOl‘j=1

(m)

Step 3: Update the loading vectors 7\].”1 . Foreachj=1,...,pandm=1,..., M,

A | =~ Ne(S3hbus S35)

m,j

where
Swi=@7 Y Hdt Y g+ Y,
i:x,‘:fm, 01‘]':1 l'ZXi:JEm
byj =@ YOz + AT ) +d7 Yyt Y, (v —am
X=X, 0j=1 X =%n
with

CD] :diag(qul,...,quk), Y = diag(tpl,...,wk).
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Step 4: Update the latent detection variables yj;. For eachi=1,...,nandj=1,...,p,

TN(]/li]', 1,‘0, OO), 01']‘ = 1,

yij | =~
TN(pij, 1, —0,0), 0 =0,

where
-
pij = aj + Aj(xi) i,
and TN(u, 0% a,b) denotes a normal distribution with mean u and variance ¢?, truncated

to the interval (a,b).

Step 5: Update the detection intercepts a;. For each j=1,...,p,

aj | =~ N(S5'b, 531,

where
Sa]- =n + 1,
n
Z yz] Aj( 771)
i=1
Equivalently,

6| - ~N it (yf} —)‘J’(xi)Tﬂi) 1
] n+1 ‘n+1)’

Step 6: Update the meta-covariate coefficients 0. For each h =1, ...k,

0 | = ~ Ny (85,00, 3.1

where
So, =V~ + Z My, 'z2],
j=1
p M (m)
_ m —1,,—1
bo, = ), (Z Tin ) i ¥u %
j=1 \m=1
with
A = 30— 67 %,



Step 7: Update the subject-level loading coefficients ;. For each h =1,...,k,

o | = ~ Ny (85104, 851)

where
p M
So, =W+ D] ¢ ' > Tk,
j=1 m=1
p M (m)
. —1.,-1 *(m) -
b5h = Z‘P]’h Yy Z Yin " Xm,
j=1 m=1
with
#(m) __ 5 (m) T

Step 8: Update the factor mean regression coefficients ;. Let 8, denote the hth column

of B. Foreach h=1,...,k,
-1 -1
,Bh | - Nr<sﬁh b‘Bh/ S‘Bh ) 7
where

n
Sp,=U "+ xix],
i=1

n
bp, = D Min¥i.
izl

Step 9: Update the local shrinkage parameters ¢j,. Foreachj=1,...,pand h=1,...,k,

- 2
vp+ M Vot Y (r;h*(m))

2 7 2 ’

®jn | — ~ Inv-Gamma

where

r]’.kh*(m) = ;\](.;l") — 0,z — 6) T
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Step 10: Update the multiplicative gamma process parameters. Let

M

sw_ZcpjZ MM e=1, 0k

m=1

Define

N
~

H Tt h

t;éh

Then

k
S
7 | — ~ Inv-Gamma al—l—kMp 1—1— lM ,
2 2 711’% -1)

and for h =2,...,k,

Yn | = ~ Inv-Gamma | a + w 1+ Z
2 26— 4}4

Step 11: Update the diagonal prior scales in U. For each £ = 1,...,7, let b/ denote the

/th row of B. Then

up | — ~ Inv-Gamma <au + = K , bu + b;b/)

Step 12: Update the diagonal prior scales in V. For each m = 1,...,4, let 9, denote the

mth row of ®. Then

Uy | — ~ Inv-Gamma (av + = K , by + iﬂTﬁ )

Step 13: Update the diagonal prior scales in W. For each ¢ = 1,...,7, let §; denote the
fth row of A. Then

k 1
wy | — ~ Inv-Gamma <aw + X bw + 2(5;(55) .

The Gibbs sampler described above updates the loading regression coefficients 6, and
0y, sequentially. In practice, these parameters can exhibit substantial posterior dependence
because both sets of coefficients enter the loading model

A =zl +zhan+eh, el ~ N(O,¢jupn).
57



To improve mixing of the Markov chain, it is often advantageous to update (6y, ;) jointly
using a block Gibbs step.

Define the stacked regression vector
wy, = (?Z) , wy, € RTT,
The loading model can then be written in linear regression form as
7\%” = (z]T f;) wy, + £§Z1).
Let

Wi = ( 2
im=\%,)"

Under the priors

0, ~ N;(0,V), On ~ N(0,W),
the stacked parameter has prior

V 0
@y ~ Nyorl(0,%0), zw:<0 W).

Combining the likelihood contributions across chemicals and covariate profiles yields the

full conditional distribution

Wy, ’ - Nq+r (S;:bwh/ S;:) ’

where
r M
-1 —1,.—1 T
j=1m=1
r M (m)
—1,,—1 3 (m
b, = Z Z P P Wim Ay -
j=1m=1

In practice, either the component-wise Gibbs updates described in above or the block

update above can be used. The block update tends to improve mixing when the covariates
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zj and x; are moderately correlated, though the computational cost per iteration is slightly
higher due to the larger matrix inversion.

To improve mixing when updating the factor mean regression coefficients B, we use a
marginalized update that integrates out the latent factors at the likelihood level. Rather
than updating the full matrix B jointly, we update its columns one at a time.

Recall that
Yi | i, A(xi), D ~ Np(A(x:);, D),

ni | xi, B ~ Ni(B'x;, It),

so that, after integrating out #;,

vi | %, B, A(x;), D ~ Np( A(x)B"x;, A(x))A(x))T + D).

We update the columns of B = (B, ..., Bx) sequentially. For a fixed factor h, conditional
on all other columns By, £ # h, let

i =A)A(x)"T+ D, Ap(x)
denote the hth column of A(x;). Also define the current fitted mean
ui = A(x;)B x;.
Then the working residual for updating B, is
in = Yi — pi + Ay (xi) x| By
Assuming the prior

Brn ~ N;(0,U), U = diag(uy,...,uy),

the full conditional distribution of Bj is Gaussian,

Bl =~ Ne(B; 'my, B,
with precision matrix

n
Ph = U_l + 2 (Ah(xi)TZi_lx\h(xi)) xisz,
i=1

59



and mean term

n

my =) (Ah(xi)TZflrih> Xj.
i=1
Thus, each column Bj; can be updated from a multivariate normal distribution while
holding the remaining columns fixed. In implementation, the update is carried out se-
quentially for h = 1,...,k, recomputing the current fitted mean after each column update.
Compared with the standard Gibbs step that conditions directly on the latent factors, this

marginalized update substantially improves mixing in practice.
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Appendix B.

This section describes the procedure used to generate predictions for missing entries in
the response matrix.
Let yons denote the observed responses and ynmis denote the missing entries. Posterior

predictive inference is based on the identity

p(ymis | Yobs, data) = Jp(ymis | ®) P(® | Yobs, data) d®/ (Bl)

where © denotes the collection of model parameters and latent variables.
In practice this integral is approximated using Monte Carlo samples from the posterior

distribution obtained via the Gibbs sampler. Let
e,

denote posterior draws. For each draw, missing entries are sampled from the correspond-
ing conditional distribution. The resulting samples approximate the posterior predictive
distribution.

Under the non—zero-inflated model, the observation model is

vij | A(xi),mi,dj ~ N(Aj(x;) T g, ), (B.2)

where A;(x;) denotes the jth row of the loading matrix A(x;).
Let
(A (), 4, dns_,

denote posterior samples obtained from the Gibbs sampler.
For entries with R;; = 0, posterior predictive draws are generated according to the

following procedure.

Algorithm B.1: Prediction without zero inflation Fors =1,...,S:
1. For each subject i and chemical j, check whether the entry is missing (R;; = 0).
2. If Rjj = 0, generate a predictive draw from

g ~ N (A Oy, al) (B.3)
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3. Store the predictive draw yfjep’(s).

After obtaining S predictive draws, posterior predictive summaries are computed entry-

wise. The posterior predictive mean is estimated by
L0 rep(s)
P rep, (s
Yij =3 Z Vi (B4)
s=1

and 95% predictive intervals are obtained from the empirical 2.5% and 97.5% quantiles of

P

Under the zero-inflated model, exposure detection is modeled through a latent detection

indicator 0;;. The detection probability is given by

m; =@ (oc]- + )\j(xi)Tm) , (B.5)

where ®(-) denotes the standard normal cumulative distribution function.
Let
{A(s)()’ ;7(5)’ lx(S)}sszl

denote posterior samples from the fitted model.

Algorithm B.2: Prediction under zero inflation Fors =1,...,S:

1. For each subject i and chemical j with R;; = 0, compute the detection probability

715],5) = <I><a]<s) + Aj(xi)(s)Tiyi(s)) . (B.6)
2. Generate the predictive detection indicator
of]-ep’(s) ~ Bernoulli(ni(].s)). (B.7)

3. Store both offp'(s) and nl.(].s).

The posterior mean detection probability is estimated by
. _1%
=g > T (B.8)
s=1
and the posterior predictive mean of the detection indicator is
1 o)
0ij = 3 SZ; 0 (B.9)
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These predictive summaries are used to evaluate the model’s ability to recover the pres-

ence or absence of exposure for entries that are unobserved in the simulation study.
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Appendix C.

This appendix contains additional simulation results that complement the findings re-

ported in the main text.

As a sanity check, we consider a simulation setting where the true correlation structure is
the same across groups, even in the presence of zero inflation. Figure C.1 compares the true

correlation matrix with the posterior mean estimates obtained from the proposed model for

the two groups.

True Correlation Our Model: Group 1 Our Model: Group 2

cor
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FIGURE C.1: Sanity check for the zero-inflated simulation. The true correlation structure
is identical across groups, and the estimated correlation matrices from the proposed
model remain similar across the two groups.

We further examine correlation recovery in the zero-inflated simulation setting when
additional response entries are missing. Figure C.2 compares the true correlation matrices

with the posterior mean estimates from the proposed model for the two groups.
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FIGURE C.2: Correlation recovery under the zero-inflated simulation with missing
values. The figure compares the true correlation matrices with the posterior mean
estimates obtained from the proposed model for the two groups.
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Appendix D.

This appendix presents supplementary analyses for the case study.

To assess whether the observed group differences could arise by chance, we conduct a
randomization test by repeatedly permuting the group labels and recomputing the corre-
sponding correlation differences. The resulting correlation difference matrices under the
randomized labels are shown in Figure D.1. Across permutations, the randomized struc-
tures do not exhibit the systematic patterns observed in the real data, suggesting that the

detected dependence differences are unlikely to be driven by random variation.

(a) Low vs High (b) Low vs Medium-High (c) Low vs Medium-Low

(f) Medium-Low vs
(d) Medium-High vs High (e) Medium-Low vs High Medium-High

FIGURE D.1: Correlation difference matrices obtained under random permutations of the
group labels. Each panel corresponds to one pairwise group comparison.
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Appendix E.

This appendix provides MCMC diagnostic plots for both the simulation studies and the
case study.

To examine the convergence of the MCMC sampler in the simulation studies, we display
trace plots for several representative parameters, including variance parameters, diagonal

covariance entries, and selected off-diagonal covariance elements.

Trace: d[1] Trace: d[5] Trace: d[9]
8] e P
g o T T T T T T el T T T T T T e T T T T T T
0 1000 2000 3000 4000 5000 0 1000 2000 3000 4000 5000 0 1000 2000 3000 4000 5000
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(a) Variance parameter (b) Variance parameter (c) Variance parameter
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FIGURE E.1: Trace plots for representative parameters in the simulation studies.

The trace plots indicate stable mixing behavior and no evident long-term trends, sug-
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gesting satisfactory convergence of the posterior sampler in the simulation experiments.

To assess MCMC convergence, we examine trace plots for a representative subset of

parameters from the posterior sampler, including diagonal covariance elements, mean pa-

rameters, and selected off-diagonal covariance entries.

Value

Value

Value

Trace: Cov1[2,2]

123 4567
I

T T T T T T
0 2000 4000 6000 8000 10000

Iteration

(a) Covariance diagonal

Trace: Mean1[1]

<

S

s |

S

o]

S

! T T T T T T
0 2000 4000 6000 8000 10000

Iteration
(d) Mean parameter
Trace: Cov4[3,2]

°

o |

=

o

a4

T T T T T T
0 2000 4000 6000 8000 10000

Iteration

(g) Off-diagonal covariance

Value

Value

Value

Trace: Cov2[3,3]

35

25

0.5

T T T T T T
0 2000 4000 6000 8000 10000

Iteration

(b) Covariance diagonal

Trace: Mean2[2]

0.2

-0.2
I

-0.6
|

T T T T T T
0 2000 4000 6000 8000 10000

Iteration

(e) Mean parameter

Trace: Cov3[1,31]

00 05

-1.0
I

T T T T T T
0 2000 4000 6000 8000 10000

Iteration

(h) Off-diagonal covariance

Value

Value

Value

Trace: Cov3[4,4]

T T T T T T
0 2000 4000 6000 8000 10000

Iteration

(c) Covariance diagonal

Trace: Mean4[44]

00 02 04

T T T T T T
0 2000 4000 6000 8000 10000

Iteration

(f) Mean parameter

Trace: Cov2[22,44]

T T T T T T
0 2000 4000 6000 8000 10000

Iteration

(i) Off-diagonal covariance

FIGURE E.2: Trace plots for representative posterior parameters in the case study.

The trace plots show good mixing and no visible long-term trends, suggesting satisfactory

convergence of the MCMC sampler.
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