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Abstract
This dissertation studies the relationship between labor market dynamics and innova-

tion, with a focus on the impact of regulations on worker outcomes. Specifically, it investi-

gates how regulations such as high-skilled immigration policies and noncompete agreements

influence monetary wages, mobility patterns, and innovation outcomes within the labor

market.

In Chapter II, “Monopsony in the High-Skilled Migrant Labor Market - Evidence from

H-1B Visa Program” (co-written with Seohee Kim), we assess the extent of monopsony

power in the labor market for highly skilled immigrants, focusing on employer concentra-

tion and its impact on wages. Leveraging data obtained through a FOIA request for H-1B

visa program petitions, we find that the H-1B labor market is significantly more concen-

trated than the broader U.S. labor market, with a steadily increasing trend over the past

decade. Our analysis reveals that higher employer concentration leads to significant wage

declines for H-1B workers. Furthermore, we establish a causal relationship between em-

ployer concentration and wage decreases, highlighting the importance of considering policy

reforms to mitigate these negative effects on immigrant workers’ wages and mobility.

In Chapter III, “Innovation and the Enforceability of Noncompete Agreements” (co-

written with Matthew S. Johnson and Michael A. Lipsitz), we investigate the impact of

noncompete agreements on innovation. Using state-level law changes, we find that stricter

enforcement of noncompete agreements substantially reduces patenting activity, indicative

of a loss in true innovation. We also observe that stricter enforceability of noncompete

agreements leads to reduced job mobility and hinders new business formation, suggest-

ing broader negative implications for knowledge dissemination and entrepreneurial activity.

Our findings underscore the need for policymakers to carefully consider the trade-offs be-

tween the private benefits of noncompete enforceability and the broader societal impacts

on innovation and entrepreneurship.

In Chapter IV, “Measuring Inventor Mobility from Online Professional Profiles ”, I

investigate inventor mobility patterns by combining data from LinkedIn profiles and USPTO
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patent records. By integrating these datasets, significant disparities in mobility emerge.

While USPTO data indicates a decline in mobility over time, LinkedIn data reveals a steady

increase, particularly among younger cohorts. This highlights the necessity of utilizing

multiple data sources for a comprehensive understanding of inventor mobility. Furthermore,

a comparison with the general labor force underscores heightened mobility among inventors,

prompting further exploration of policy implications and industry dynamics.

Overall, this dissertation contributes to a deeper understanding of the regulatory land-

scape surrounding labor markets and innovation. By identifying the mechanisms through

which regulations influence worker outcomes and innovation dynamics, it provides a founda-

tion for informed policymaking aimed at fostering a more dynamic labor market conducive

to innovation and economic growth.
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1. Introduction
The decline in dynamism over recent decades represents a notable shift in the US labor

market. This shift is evidenced by various indicators, including diminishing worker mobility

(Davis and Haltiwanger, 2014; Molloy et al., 2024), declining entrepreneurship (Decker et al.,

2016) and rising concentration of employer within speci�c labor markets (Benmelech et al.,

2022; Kim and Pei, 2022; Handwerker and Dey, 2024). These developments raise concerns

that the diminishing dynamism may impede innovation by restricting interactions among

skilled workers and hindering the di�usion of knowledge across �rms and industries, essential

for fostering groundbreaking ideas. This paper addresses these concerns by examining the

role of the regulatory environment in shaping labor market dynamism and innovation.

In the second chapter, we focus on the labor market for highly skilled immigrants, specif-

ically examining the extent of monopsony power and its implications for wages. Leveraging

data obtained through a Freedom of Information Act (FOIA) request, we analyze peti-

tions to the H-1B visa program, the largest high-skilled immigration program in the United

States. Our investigation reveals that the H-1B labor market exhibits a signi�cantly higher

level of concentration compared to the broader U.S. labor market, with this concentra-

tion steadily increasing over the past decade. We then explore the causal impact of high

employer concentration on wages among H-1B workers, utilizing the lottery system for over-

the-cap H-1B applications as a natural experiment. Our �ndings indicate that heightened

employer concentration leads to notable wage declines, particularly a�ecting �rst-time H-1B

applicants whose visa status ties them to a single employer. Furthermore, increased con-

centration is associated with reduced job mobility between H-1B employers. These results

underscore the importance of considering reforms to H-1B policy, particularly regarding

employer ties for �rst-time applicants.

In the third chapter, we investigate the in�uence of noncompete agreements (NCAs) on

innovation within the labor market. NCAs are commonly used by �rms to restrict worker

mobility, potentially impacting business dynamism and innovation. Using state-level law

changes as exogenous shocks, we explore the e�ects of varying NCA enforceability on inno-

1



vation outcomes. Our analysis reveals that stricter NCA enforcement signi�cantly reduces

patenting activity, indicating a loss in true innovation. We further observe that stricter

NCA enforceability hampers job mobility and impedes new business formation, suggesting

a slowdown in knowledge dissemination. While stricter enforceability may alleviate hold-

up concerns within publicly-traded �rms, it still exerts a dampening e�ect on patenting

activity. Moreover, our examination of technology classes' exposure to NCA enforceability

suggests that the state-level estimates may underestimate the broader economy-wide e�ects

of NCAs on innovation.

In the fourth chapter, the focus shifts to the mobility of engineers and scientists�a

critical driver of innovation. Traditional methods of tracking career transitions through

patent records face limitations, prompting the exploration of alternative data sources such

as LinkedIn pro�les. By employing an improved matching algorithm between LinkedIn data

and USPTO patents, this chapter provides a more accurate depiction of inventor mobility,

revealing substantial underestimation when relying solely on patent records. This insight

into mobility patterns enhances our understanding of labor market dynamics and their

implications for innovation.

Together, these chapters o�er a comprehensive examination of the labor market dy-

namics, skilled immigration, and innovation nexus. By uncovering the mechanisms through

which these regulations in�uence worker outcomes and innovation, this research aims to

inform policy discussions and strategies aimed at fostering a more dynamic and inclusive

economy.

2



2. Monopsony in the High-Skilled Migrant Labor Market
- Evidence from H-1B Visa Program

Co-authored with Seohee Kim.

2.1 Introduction

Researchers' growing interest in monopsony power has yielded accumulating evidence of

substantial employer market power over workers (Burdett and Mortensen, 1998; Manning,

2003; Berger et al., 2019; Prager and Schmitt, 2021; Stansbury and Summers, 2020; Azar

et al., 2022). This heightened interest in examining the �buy side� was further underscored

by the 2023 Draft Merger Guidelines proposed by the Department of Justice (DOJ) and

the Federal Trade Commission (FTC), which asserted that �the agencies will evaluate the

impact of a merger on labor as a stand-alone basis to challenge a transaction� (Department

of Justice, 2023). However, the extent of monopsony in markets for migrant (foreign-born)

workers has been much less explored (Manning, 2021). According to the Bureau of Labor

Statistics, foreign-born workers accounted for 17% of the U.S. civilian labor force in 2020.

Many highly skilled foreign-born workers begin their careers with temporary work visas,

the most common and best-known of which is the H-1B visa. H-1B workers are an essential

source of innovation (Kerr and Lincoln, 2010), yet they are more vulnerable to labor market

power than native-born workers. First, H-1B workers are mostly high-skilled workers, which

makes their skills more speci�c to the employer and less transferable (Prager and Schmitt,

2021). Second, H-1B workers face more search frictions because of their relative lack of

information about the local labor market (Hirsch and Jahn, 2015). Last, although workers

can change employers after being granted an H-1B visa, many still rely on their H-1B

sponsoring employers to apply for a green card to gain permanent residence in the U.S.,

which further prevents them from changing employers (Hunt and Gauthier-Loiselle, 2010).

Thus, the H-1B labor market provides a compelling setting to study labor market power

and its e�ect.

This paper examines the extent and consequences of monopsony power in the high-

3



skilled migrant labor market, as manifested through employer concentration. We �rst

quantify the level of employer concentration in the H-1B labor market under various de�-

nitions of this market. We then estimate the causal impact of employer concentration on

H-1B workers' wages. We instrument employer concentration with the market-level win

rate for the lottery system implemented in years when the number of petitions exceeds the

cap. Our �ndings reveal high concentration in the H-1B labor market, with higher con-

centration signi�cantly reducing H-1B workers' wages. These negative wage e�ects may be

attributable to increased wage bunching on the employer side and reduced job mobility on

the worker side in more concentrated labor markets.

We �rst leverage publicly available establishment-level H-1B petition data from U.S.

Citizenship and Immigration Services (USCIS) and the Her�ndahl�Hirschman index (HHI)

to demonstrate the patterns of employer concentration in the H-1B labor market. We �nd

that the average employer concentration level in the H-1B labor market has consistently

increased in the last decade. This trend holds when multiple alternative market de�nitions

are applied. Moreover, we �nd that the H-1B labor market (HHI=6,297) is over 40%

more concentrated than the overall U.S. labor market (HHI=4,424) under the labor market

de�nition (commuting zone by Standard Occupational Classi�cation [SOC]) used in Azar

et al. (2020).

To examine the impact of labor market concentration on workers' wages, we match the

establishment-level dataset with micro-level H-1B petition data obtained through Freedom

of Information Act (FOIA) requests, which provide additional information on H-1B ap-

plicants including their salary, educational background, country of origin, and occupation

for approved petitions. The challenge in establishing a causal link between H-1B workers'

wage and employer concentration lies in the endogeneity of the latter term, as it may be

in�uenced by factors such as competition and productivity that also impact wages. We

address this problem by instrumenting employer concentration with the H-1B lottery win

rate in each local labor market. When the number of H-1B petitions exceeds the cap of

85,000, USCIS conducts nationwide lotteries to allocate visas. While the yearly win rate at
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the national level is determined by the number of granted petitions divided by the number

of lottery-subject petitions, local labor markets experience random variation in the num-

ber of newly issued H-1B visas that alter employer concentration. Notably, in the petition

data, smaller H-1B employers systematically exhibit higher demand for �rst-time applicants

than larger employers. Based on this pattern, we hypothesize and subsequently verify that

a higher market-level lottery win rate decreases employer concentration by increasing the

share of H-1B hires among smaller �rms.

Under the empirical design described above, our baseline results show that a transition

from the 25th to the 75th percentile of employer concentration corresponds to a 12.2% wage

decline, which translates to a $10.5k annual wage loss for the median H-1B worker. We run

a battery of robustness checks to assess the validity of our results and demonstrate that the

coe�cient from our �rst-stage regression is negative and signi�cant at conventional thresh-

olds across all covariate subgroups, supporting the assumption of average monotonicity

required to interpret our two-stage least squares (2SLS) estimates as local average treat-

ment e�ects (LATEs) (Frandsen et al., 2019). We further validate our 2SLS estimates by

conducting two robustness tests. First, we exclude petitions submitted by large outsourcing

�rms, which have been associated with visa fraud allegations. This step helps reduce noise

in our data and ensures that these �rms are not the primary drivers of wage suppression.

Secondly, we explore two alternative de�nitions of a labor market. The �rst approach de-

�nes the market solely at the industry level, considering that H-1B workers, who are born

outside the U.S., may not have strong ties to speci�c geographic locations. The second ap-

proach uses K-means clustering, a machine learning technique, to group commuting zones

(CZs) with similar traits, allowing us to de�ne labor markets on the basis of boundaries that

are less arti�cial than geographic ones. Our robustness analysis rea�rms the consistency of

our results, highlighting a signi�cant negative relationship between market concentration

and wages in the H-1B labor market.

Next, we assess heterogeneity in concentration's e�ects. Wage suppression due to high

employer concentration is most pronounced among �rms up to the 50th percentile of the
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size distribution. Speci�cally, among H-1B workers employed by these relatively smaller

�rms, �rst-time applicants experience more substantial wage reductions than workers who

already possess H-1B status and intend to continue with their current employer or switch

employers.

Finally, we explore the mechanisms behind the decline in workers' wages. First, we

investigate the possibility of employers abusing the prevailing wage policy, which serves as a

wage �oor that mandates that H-1B workers be paid at least the prevailing wage for the same

occupation in the same region. Our �ndings reveal that approximately 30% of �rms set their

petitioned wages precisely at the prevailing wage level and that this bunching behavior is

more prominent in labor markets with higher employer concentration. Second, we examine

the scenario where workers in highly concentrated labor markets face challenges in changing

employers frequently, potentially hindering positive assortative matching between workers

and employers, which is known to lead to improved wage outcomes, as discussed in Schubert

et al. (2021). Our analysis shows that in more concentrated labor markets, employers have

fewer workers with prior H-1B status at other �rms and a higher proportion of �rst-time H-

1B applicants. These results indicate some potential mechanisms for the wage suppression

e�ect of high employer concentration: namely, employers abusing the prevailing wage policy

and lower job mobility among workers.

This paper builds upon two emerging strands of literature. The �rst strand examines

the causal impact of employer concentration on workers' wages, leveraging exogenous shifts

in employer concentration resulting from factors such as mergers and acquisitions (Arnold,

2019; Prager and Schmitt, 2021; Benmelech et al., 2022) and changes in hiring within speci�c

occupations (Azar et al., 2022). The second strand of literature exploits the unique lottery-

based mechanism in the H-1B labor market as a shock to foreign labor supply (Clemens,

2013; Doran et al., 2022; Peri et al., 2015a; Dimmock et al., 2022; Brinatti et al., 2023;

Glennon, 2023).

Our study makes three substantial contributions to the existing literature. First, we

creatively adapt prior research methodologies utilizing the H-1B visa lottery system to

6



construct a causal link between employer concentration and wages within the H-1B labor

market. This adaptation provides a well-suited setting where H-1B sponsoring employers,

as observed in the petition data, are the only relevant players driving market concentration

on the labor demand side while the lottery system introduces random variation on the labor

supply side. To implement this approach, we introduce a novel instrument: the market-level

lottery win rate. This instrument enables us to explore how �uctuations in the market-level

win rate in�uence employer concentration, which is shaped by variation in the demand for

�rst-time applicants among �rms of di�erent sizes. With this empirical strategy, we bridge

a gap in the literature by establishing a causal relationship between employer concentration

and wage, a connection thus far documented to be only correlational Gibbons et al. (2019).

Second, we present �rst evidence that employer concentration leads to wage suppression

within a speci�c immigrant labor market, an area that has received comparatively less

attention in the monopsony literature.1 Moreover, this impact extends across all industries

and occupations in the H-1B labor market. Prior studies leveraging quasi-experimental

designs focus solely on the impact of monopsony among highly speci�c worker cohorts, such

as Uber drivers (Caldwell and Oehlsen, 2022) and hospital workers (Prager and Schmitt,

2021); our results broaden the understanding of monopsony e�ects across worker groups

because we consider exogenous variation from the H-1B lottery that a�ects workers across

industries and occupations. Last, we contribute to the literature by describing two key

mechanisms for the causal impact of higher employer concentration on wages: a higher

incidence of prevailing wage policy abuse by H-1B employers and less job mobility among

workers.

The rest of the paper is structured as follows. Section 2 describes the background of

the H-1B policy, data sources, and the measurement of H-1B labor market concentration.

Section 3 describes the research design that we use to build the causal link between employer

concentration and workers' wages. Section 4 displays the estimation results and discusses

1 Naidu et al. (2016) is one of the few papers that studies monopsony power in the migrant labor market, exploiting a
reform in the United Arab Emirates that relaxed restrictions on employer transitions.
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various robustness checks. Section 5 investigates the mechanisms. Section 6 concludes.

2.2 Institutions, Data and Measurement
2.2.1 H-1B Visa Process

The H-1B visa, established in 1990, was designed to authorize foreign nationals with

college education to work in specialized roles within the United States. Since �scal year

(FY) 2004, H-1B visas have been subject to an annual cap of 65,000 visas, with an addi-

tional 20,000 visas allocated under the advanced degree exemption (ADE) cap. The ADE

cap is speci�cally for applicants with a master's degree or higher from a U.S. educational

institution. 2 These visa quotas are applicable exclusively to new employment positions at

for-pro�t employers. Employers such as institutions of higher education, nonpro�t research

entities, and government research organizations are not subject to the H-1B cap. Addition-

ally, individuals renewing their H-1B visas, whether with their previous or new employers,

are also exempt from the H-1B cap.

A distinctive feature of the H-1B visa application is that an o�er of employment from a

U.S. employer is required; a foreign national cannot petition on her own behalf. Once a job

o�er is extended, the sponsoring employer must follow the application process illustrated in

Figure 2.1. First, �rms must �le a Labor Condition Application (LCA) with the Department

of Labor, con�rming that the H-1B position meets the criteria for �specialty occupations�

and that it will pay above prevailing wages. The LCA submission should also include details

such as the job title, work start and end dates, work location, and associated salary. At

this stage, companies can submit as many LCAs as they desire, and the applications are

not tied to speci�c workers.

Once the LCA is approved, employers are eligible to submit an H-1B visa application.

The core document for this process is the I-129 form, which is tied to a speci�c worker.

2 The “master's cap” lottery is held �rst, and any unselected master's applicants advance to the lottery for bachelor's
degree applicants. This design ensures that individuals with a master's degree or above from a U.S. institution have a
higher likelihood of winning than those with a bachelor's degree. Starting in FY 2020, to accommodate more master's
degree and PhD holders, the regular quota lottery has been conducted �rst, followed by a separate lottery for unselected
U.S. master's quota applicants.
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This form contains additional information about the worker, including her demographic

and educational background, and details about the job, such as the job title and associated

wages. The �ling cost for this application can vary from $1,710 to $7,910, excluding attorney

fees, which can range from $500 to $3,000.3 In years when the number of applications for

new employment positions at for-pro�t employers exceeds the H-1B cap, USCIS conducts

a random lottery to allocate the visas. If a worker is selected through the lottery, she

is granted authorization to work for the speci�ed �rm and location for a maximum of

three years from the application's designated start date. H-1B status can be subsequently

renewed for an additional three years without further lottery approval.

The H-1B application system provides �rms with market power over foreign-born work-

ers in two signi�cant ways. First, the complex nature of the application process often

compels H-1B workers to rely on the resources provided by their employing �rms, including

the assistance of in-house immigration attorneys. As a result, employees frequently opt for

�rms capable of o�ering robust support throughout this intricate process. This preference

further enhances these �rms' market in�uence, which is particularly pronounced among

�rst-time applicants, whose legal migration status is tied to their employers. Second, the

lottery system a�ords �rms an opportunity to gauge the overall competitiveness of the H-1B

labor market before establishing worker wages. Armed with this information, employers can

make better informed decisions when determining employee compensation. For example,

a �rm with a signi�cant proportion of H-1B employees at t � 1 in market m may use this

information to establish wages for H-1B hires att because these new hires might have fewer

external options given the greater concentration in marketm. In this way, employers can

tailor their wage o�erings based on the speci�c dynamics of the H-1B labor market.

2.2.2 Data Description

The primary dataset used in this study is derived from the following three separate

sources.

3 For a more detailed breakdown of the fee structure, refer tohttps://redbus2us.com/
h1b-visa-filing-fee-summary/ .
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2.2.2.0.1 LCA Program As explained in the discussion of the H-1B application process,

�ling an LCA application is the initial step employers must take to hire H-1B workers.

There is no limit on the number of LCAs a �rm can �le, nor is there any direct tracking of

whether a �led LCA corresponds to an ultimately issued H-1B visa. Therefore, we use LCA

applications to measure the labor demand for H-1B workers, as in Glennon (2023). Data on

annual LCA applications from FY 2001 to the present are publicly available on the Foreign

Labor Certi�cation (OFLC) website (U.S. Department of Labor, 2023). The LCA data

provide detailed information at application level, including the �ling date, approval status,

employer name and address, job position with the number of workers requested, work start

and end dates, work locations, intended salaries, and prevailing wage associated with the

area�occupation.4 Given the richness of this information, we utilize LCAs as a proxy for

lottery-subject applications, as is done in prior research (Peri et al., 2015a; Clemens, 2013;

Dimmock et al., 2022; Glennon, 2023). This is a crucial step in our research design, as

further detailed in Section 2.3.2.

2.2.2.0.2 USCIS H-1B Employer Data HubTo obtain �nal H-1B employment records, we

use the H-1B Employer Data Hub from the USCIS Electronic Reading Room (U.S. Citi-

zenship and Immigration Services, 2023). This dataset covers FY 2009 to the present and

provides comprehensive employer information at establishment level, including employer

name, state, city, ZIP code, and 2-digit North American Industry Classi�cation System

(NAICS) codes. It also contains the number of approved and denied H-1B visa petitions

for both initial and continuing employment. We speci�cally use the number of approved

petitions to determine the actual employment outcomes of H-1B workers.

2.2.2.0.3 FOIA-Requested Micro-Level Petition DataWe obtain micro-level H-1B petition

data from form I-129 through a FOIA request for the period FY 2009 to FY 2019. These

4 The Department of Labor establishes the prevailing wage each year based on the geographic location (state) and
type of job performed, using data from a survey conducted by the Bureau of Labor Statistics. Each job classi�cation is
assigned one of four wage levels (I. entry; II. quali�ed; III. experienced; VI. fully competent or supervisory), with higher
levels indicating greater education, skill, and experience requirements. The prevailing wage for each job classi�cation
is computed as the average wage of all job positions at the same level within the same category. According to the law,
an H-1B worker's salary must be at least as high as the speci�ed prevailing wage.
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data include approximately 3.2 million observations, each associated with a speci�c H-

1B worker. They contain not only detailed employer information, including name and

address, but also additional demographic information such as applicant country of birth,

gender, and education level.5 More importantly, this dataset also o�ers occupation and

salary information linked to individual H-1B workers. These data di�er from the salary

information found in the LCA data, which may pertain to multiple workers within the

same position category. Therefore, this dataset serves as the primary source for the key

outcome variables used in our analysis.

We integrate the three aforementioned datasets, each of which provides employer names,

states, and street addresses, by employing fuzzy matching, where we require an exact match

for states and perform fuzzy string matching on employer names and addresses. The detailed

methodology for creating our analytical dataset from these three sources is described in

Section A.1 in the appendix. The dataset used for analysis contains 1,264,750 observations

from FY 2015 to FY 2019. It covers 14 SOC categories, 25 NAICS sectors, and 531 CZs.

2.2.3 Concentration Measurement

To quantify employer concentration in the H-1B labor market, we use the Her�ndahl�

Hirschman index, a widely used measure of market concentration commonly employed in

antitrust evaluations conducted by the DOJ and FTC. The concentration analysis frame-

work utilized by these agencies applies equally to mergers that have the potential to enhance

market power, whether on the seller or buyer side.6 In our context, the product is labor

inputs, and the buying side comprises H-1B employers. To show how the relationship be-

tween the labor market concentration measured by HHI and wage may explain the degree

of monopsony power, we provide micro-foundations using a Cournot model in Appendix

B.1.

5 While the data offer rich individual-level information, the absence of individual identi�ers limits our ability to track
the employment history of H-1B workers over time.

6 According to Department of Justice (2010), “To evaluate whether a merger is likely to enhance market power on
the buying side of the market, the Agencies employ essentially the framework described above for evaluating whether a
merger is likely to enhance market power on the selling side of the market.”
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The HHI for market m and time t is calculated by

HHIm;t =
I

å
i= 1

S2
i;m;t (2.1)

where Si;m;t is the market share of �rm i in market m at time t, expressed as a number

between 0 and 100. De�ning the relevant labor marketm for antitrust analysis is a relatively

unexplored challenge in the context of monopsony power within labor markets (Azar et al.,

2022).

In our baseline analysis, labor markets are de�ned at the 2-digit NAICS� CZ level, a

de�nition closely aligned with those used in other studies such as Benmelech et al. (2022)

and Rinz et al. (2018). We use the CZ boundaries from the 2000 census, de�ned by the

United States Department of Agriculture (USDA) based on commuting patterns across

counties to capture local economic and labor force activity.7 Marinescu and Rathelot (2018)

show that job applications decline signi�cantly with distance, suggesting that geographic

proximity is a key factor to consider in de�ning labor markets. While we acknowledge the

importance of geographical boundaries in our baseline market de�nition, de�ning markets

by geographical delineation has limitations, particularly in the case of H-1B workers, who

often have fewer family ties in the U.S. than the broader labor force. To address this

limitation, we explore an alternative approach by utilizing NAICS codes exclusively to

de�ne labor markets. This alternative method also serves as an additional test of the

robustness of our primary �ndings. Last, to facilitate direct comparisons with the overall

U.S. labor market concentration results presented in Azar et al. (2020), we introduce an

alternative labor market de�nition at the SOC � CZ level.8

7 We �rst convert zip codes to county FIPS codes using HUD's Of�ce of Policy Development and Research (PD&R)
crosswalk 122021 version. Then, we convert the counties to CZs using the USDA's FIPS to commuting zone crosswalk
(Commuting Zones and Labor Market Areas, 2019).

8 Azar et al. (2020) use data on online U.S. job vacancies collected by Burning Glass Technologies (BGT) in 2016 to
calculate labor market concentration using the HHI for each CZ by 6-digit SOC occupation. The authors �nd that the
average market has an HHI of 4,424 and that 60% of labor markets are highly concentrated (HHI above 2,500). They
also establish a negative correlation between the wage and labor market concentration in manufacturing industries' top
occupations.
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2.2.4 Increasing Concentration in the H-1B Labor Market over Time

We begin by presenting descriptive evidence of high employer concentration within the

H-1B labor market. Employer concentration in the H-1B market is of particular interest to

the public because of concerns over underpayment of H-1B workers and potential displace-

ment of domestic workers by cheaper foreign labor (Costa, Daniel and Hira, Ron, 2020).

Figure 2.2 displays the number of H-1B petitions submitted and the number of �rms sub-

mitting these petitions from FY 2009 to FY 2019. The consistent increase in the number of

petitions �led indicates a growing demand for H-1B labor over time. However, the number

of �rms seeking H-1B labor remains relatively stable. This pattern suggests that if these

additional petitions were channeled toward larger H-1B employers, the H-1B labor market

might have experienced an increase in concentration. We next focus on the observations

from the most recent year of our data, FY 2019, and list the top 30 H-1B employers by

number of approved H-1B application cases in Table A.1. We observe that the top 30

H-1B employers collectively accounted for over one-fourth of the H-1B petitions approved

by USCIS. These descriptive �ndings highlight a concerning level of concentration in the

H-1B labor market.

To further quantify market concentration, we use data on workers with approved H-

1B visas from the USCIS Employer Data Hub to calculate the HHI as explained earlier.

Table 2.1 presents summary statistics for the HHI measure under both the baseline and

alternative de�nitions of a labor market. Notably, the NAICS-level HHI is lower than

the baseline NAICS� CZ-level HHI. This discrepancy is primarily due to the di�erences in

market granularity between these two de�nitions. When de�ning the markets at SOC� CZ

level, we compare our estimates with the HHI calculated by Azar et al. (2020), who use

online job posting data from BGT to measure concentration in the overall U.S. labor market

in 2016 under a similar de�nition of a market. To ensure consistency in our comparisons,

we utilize FY 2016 LCA (pre-lottery petition) data. We make this choice to ensure our

data align with the job posting data used by Azar et al. (2020), as both of these measures
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re�ect labor demand. The unweighted average HHI for the H-1B labor market is 6,297,

approximately 40% higher than the unweighted average HHI for the overall U.S. labor

market at 4,424.9 These summary statistics underscore the high concentration of the H-1B

labor market, and reveal that it is more concentrated than the overall U.S. labor market

when we apply the same de�nition of labor markets used in the relevant literature.

Next, we compare the geographical pattern of employer concentration in the H-1B labor

market with that in the overall labor market (Azar et al., 2020), as illustrated in Figure 2.3.

Both maps exhibit a similar pattern, characterized by higher concentration in many mid-

western and southeastern regions. In Figure A.3, we present a binned scatterplot comparing

the HHI of the H-1B labor market with that of the overall US labor market. We observe

a strong positive correlation between the HHIs derived under these two market de�nitions.

Nevertheless, one salient dissimilarity arises in that the H-1B labor markets exhibit a more

pronounced concentration within CZs situated along the eastern and southern coasts.

Figure 2.4 displays the average HHI calculated for each year from 2009 to 2022. These

computations consider multiple market de�nitions and are weighted by the number of H-1B

cases submitted in each labor market. Across the results under all four market de�nitions,

we notice a consistent trend of increasing employer concentration, except in the period from

2017 to 2018.10 These �ndings raise concerns about the high level of employer concentration

and its increasing trend. Given these observations, we are naturally interested in exploring

whether the high employer concentration has signi�cant impacts on workers' wages.

2.3 Research Design
2.3.1 Empirical Speci�cation

In our baseline speci�cation, we regress the log wagelog(wimt+ 1) for individual i in

market m at year t + 1 on the log(HHI)mt in market m in the previous yeart. The rationale

9 Azar et al. (2020) calculate concentration using job posting data instead of realized employment, which might bias
the concentration result downward. Thus, we also compute the realized labor market HHI of actual employment using
the Business Dynamics Statistics (BDS) dataset. Appendix A.2.2 describes our method of calculating the overall HHI.

10 The drop in 2017 might have resulted from the “buy American, hire American” executive order signed by former
president Donald Trump. The rejection rate of H-1B petitions signi�cantly increased after 2017, which might have
resulted in a reduction in concentration (Forbes, 2018).
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for this approach is closely tied to the timing of the H-1B application process, as depicted in

Figure 2.1. Employers must submit the I-129 with salary information in advance of the H-1B

lottery, meaning they have no information about employer concentration in the year of the

lottery. Consequently, employer concentration cannot contemporaneously impact wages. A

higher market-level lottery win rate in year t provides smaller �rms or startups with an

opportunity to hire 1�2 employees and venture into the H-1B labor market. As a result,

these smaller �rms begin to gain recognition and credibility among workers interested in

applying the following year (t + 1). Moreover, interactions between potential H-1B workers

and existing ones from these smaller �rms may develop trust in the smaller �rms as favorable

options. Consequently, when these workers seek jobs in the subsequent year (t + 1), they

have a wider array of choices and greater insight, potentially enhancing their ability to

negotiate higher wages. This increased negotiating power stems from the availability of

more options at hand and a better understanding of the market, ultimately leading to

improved job matches and higher wages. This dynamic applies to both �rst-time applicants

and applicants already active in H-1B labor market.

To account for systematic wage disparities due to factors related to individual- and

market-level productivity that may also a�ect wages, we include a set of covariates. The �rst

set includes �rm-speci�c �xed e�ects denoted as q f irm, state-speci�c year trends represented

as gstate;t , and occupation-speci�c �xed e�ects indicated as wSOC. The second set includes

individual-level covariates Xi , which include education level and country of origin.

log(wimt+ 1) = b log(HHI)mt + X 0
i g+ q f irm + gState;t + wSOC+ eimt (2.2)

Our parameter of interest, b , represents the impact of market-level concentration on

wages. Our baseline hypothesis is that as the market power of H-1B employers (as approxi-

mated by concentration) in hiring H-1B workers within a given market increases, the wages

of H-1B workers decrease. Using the HHI of H-1B employment only, without considering

employment of native-born workers, is justi�ed in our context because H-1B workers occupy
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�specialty occupations� that require administrative approval and their relevant employment

options are con�ned to H-1B sponsoring �rms. Therefore, it is appropriate to conduct

separate analysis of the H-1B labor market without including the native-born workforce.

Interpreting b as a causal parameter presents a challenge. Ordinary least squares (OLS)

estimates of Equation 2.2 are susceptible to bias due to the potential correlation between

market concentration and unobservable characteristics of workers and markets, denoted as

eimt. On one hand, b might be upwardly biased if a higher HHI results from intensi�ed

competition among the �rms. In such a scenario, only the most productive �rms may have

survived, potentially leading to our observing higher wages for workers in the sample.11

Conversely, b might be underestimated because of our inability to completely account

for relevant economic factors. For instance, a negative economic event that our control

variables fail to capture could lead more �rms to exit the market, which in turn, increases

the HHI. Such an economic downturn could drive down wages at the same time, causing

underestimation of b .

To address the above challenge, we employ an instrumental variable (IV) approach

where we use the market-level lottery win rate as an instrument forlog(HHI)mt. In this

context, the lottery win rates in each labor market are essentially random draws from a

distribution of a random variable with a mean converging to the national-level win rate.12

These lottery win rates serve as sources of exogenous variation that is uncorrelated with

unobserved individual or market characteristics that might in�uence wages. Our design

aligns with the LATE framework (Angrist and Imbens, 1995), which enables the recovery

of local causal e�ects for workers in markets where the lottery win rate impacts employer

11 This phenomenon is consistent with stylized facts about �rm dynamics, namely, the high rates of startup failure and
rapid growth among successful newcomers relative to that of established incumbents, as documented by Dunne et al.
(1988) in their exploration of growth and exit rates in U.S. manufacturing �rms.

12 We acknowledge a caveat associated with this assumption, namely, that larger labor markets are more likely to have
a lottery win rate that more closely approximates the national average win rate. This is because of the law of large
numbers, a point highlighted similarly in Doran et al. (2022): “Relatedly, Peri, Shih, and Sparber (2015) exploit these
large lotteries at the metropolitan area level, which likely implies, as a result of the law of large numbers, that nearly all
of the variation being exploited stems from attrition and differences in reliance on ADE vs. regular H-1Bs across areas.”
Therefore, the variation in win rates within our design stems primarily from relatively smaller labor markets.
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concentration.

In the �rst stage, we regress employer concentrationlog(HHI)mt on the lottery win rate

WinRatemt in market m at year t, along with the same set of controls included in Equation

2.2. The inclusion of educational attainment and occupation for visa applicants at this

stage is of particular signi�cance since it not only in�uences wages but also has an impact

on the market-level lottery win rate.13

log(HHI)mt = a log(WinRate)mt + X 0
i g+ q f irm + gState;t + wSOC+ eimt (2.3)

Our baseline hypothesis for the �rst stage is that a higher lottery win rate decreases

the HHI. This e�ect operates on both the extensive margin, where a higher lottery win

rate provides marginal �rms with a better chance of entering the H-1B labor market as

employers, thereby decreasing employer concentration, and on the intensive margin for

existing �rms. If each �rm maintains a constant ratio of new lottery-subject H-1B workers,

variations in lottery win rates should not impact overall concentration levels. However, our

data show the existence of systematic di�erences in demand for new lottery-subject H-1B

workers. As shown in Figure 2.5, we calculate the share of �rst-time H-1B applications

subject to the lottery for each �rm and plot it against the overall number of petitions

submitted by each �rm. The scatterplot shows that smaller �rms, as proxied by the number

of petitions submitted, exhibit higher demand for new workers subject to the lottery than

their larger counterparts. Therefore, when the lottery win rate is higher, smaller �rms

receive a relatively larger share of workers than larger �rms, which further reduces overall

employer concentration. A detailed example illustrating this mechanism is provided in

Appendix A.4.

13 Individuals holding STEM degrees from U.S. institutions, particularly those previous F-1 visa holders, have a higher
likelihood of winning the lottery. This advantage is attributable to their extended optional practical training (OPT) period,
which permits them to work in the U.S. without an F-1 visa for a maximum duration of 36 months, in contrast to non–
STEM visaholders, who can work for only up to 12 months under OPT (U.S. Immigration and Customs Enforcement,
2016). Unfortunately, we do not observe applicants' degree/major in the data. Therefore, we assume that after we
account for occupation and individual education level in our analysis, the average lottery win rate at the individual level
remains consistent regardless of OPT status in each given year.
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2.3.2 IV Construction

The market-level lottery win rate WinRatemt is constructed as

WinRatemt =
Won Petitionsmt

Lottery Subject Petitions mt
(2.4)

where the denominator is the total number of petitions eligible to enter the lottery and the

numerator is the number of lottery-subject petitions that win in the market. Because the

lottery generates winning petitions at random, we assume that the winning rates calculated

from Equation 2.4 are the sum of individual lottery results drawn from a random Bernoulli

distribution.

However, the reliability of market-level lottery win rates may be compromised in cases

where �rms in the market exhibit consistent win rates over time. Such consistency could

be attributable to changes in relative demand driven by �rm growth. This is obvious when

we decompose the market-level (m) lottery win rate into the weighted sum of �rm-level ( f )

win rates as below:

WinRatemt =
N(Won Petitions) mt

N(Lottery Subject Petitions) mt

=
å f 2Fm

N(Won Petitions) f mt

N(Lottery Subject Petitions) mt

= å
f 2Fm

WinRatef t
N(Lottery Subject Petitions) f t

N(Lottery Subject Petitions )mt

= å
f 2Fm

WinRatef tSharef t

where Fm represents the set of �rms in market m and Sharef t represents the share of H-1B

workers that �rms demand relative to the market-level demand. The randomness of the

market-level win rate is violated if Sharef t displays growth patterns that correlate with

the wage. For instance, consider a law �rm that consistently hires a higher proportion

of lawyers with advanced (e.g., master's) degrees than paralegals with lower educational

quali�cations (e.g., bachelor's degrees), resulting in sustained high lottery win rates over
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time. If this �rm experiences a sudden surge in H-1B hires within a single year because

of enhanced productivity, it would lead to an increase in market-level win rates. In this

scenario, the rise in market-level win rates is not a result of the purely random allocation

of lottery win rates but rather is attributable to �rm growth, which is not orthogonal to

wages.

To remove the endogenous �rm growth component from the calculation of lottery win

rates, we employ the concept ofadjusted market-level lottery rates. These adjusted rates

are designed to maintain a consistent proportion of H-1B petitions for a �rm over the sample

period. We determine a �rm's constant share of H-1B petitions by averaging the number

of H-1B petitions it submitted in years when it made at least one submission.

We consider only those years when a �rm submitted petitions for two reasons: this cri-

terion accounts for �rm birth and death, and it mitigates underestimation by �rm size from

years with zero submissions, which are common among many small �rms in our dataset.

To calculate a �rm's estimated share ([Sharef ), we use the average of petitions subject to

the lottery across all years when the �rm submitted at least one petition:

[Sharef =
1
Tf

å t Pt f

å f 02F

h
1
T0

f
å t Pt f 0

i (2.5)

where Tf represents the total number of years in which �rm f submitted a positive

number of petitions, Pf t is the number of petitions submitted by �rm f in year t, and

the denominator captures the total number of lottery-subject petitions across all �rms

( f 02 F ) in year t. This approach helps ensure that the calculated �rm shares are not

unduly in�uenced by extreme �uctuations or irregular submission patterns. Thus, our

adjusted win rate is

\WinRatemt = å
f

[SharefWinRatef t (2.6)

To obtain the approved cases from the lottery, we extract the number of approved cases

for new employees from the USCIS Employer Data Hub. However, it is considerably more
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challenging to acquire the lottery-subject petitions for the denominator because the data

lack information on whether a particular petition is subject to the lottery. To address this

challenge, we employ an imputation approach similar to that used in prior studies Peri et al.

(2015a); Clemens (2013); Dimmock et al. (2022); Glennon (2023). The goal is to identify

from the LCA data the petitions for new H-1B employment submitted during the time pe-

riod determined by USCIS that are eligible for the lottery. First, we exclude LCA petitions

that are denied and/or �led after the exact date that the H-1B VISA cap is reached.14

Then, we drop the applications with a gap of more than six months between the �ling date

and the beginning date of work.15 Finally, we exclude from both the numerator and the

denominator cap-exempt jobs, such as positions in nonpro�t organizations and higher edu-

cation institutions, as these are exempt from the cap under the American Competitiveness

in the 21st Century Act of 2000 (AC21).16 Appendix Table A.2 compares the numbers of

applications calculated with our dataset to the numbers provided by USCIS press release. It

demonstrates that our imputation closely approximates the actual numbers. The summary

statistics for the �nal raw win rate and adjusted win rate used in our analysis can be found

in Table 2.1.

2.4 Causal Impact of Concentration on Wages
2.4.1 IV Validity Assessment

2.4.1.1 Relevance Condition

The validity of our instrument also requires the market-level H-1B lottery win rate to

be a strong predictor of market-level H-1B employer concentration in a given year.

The �rst-stage regression results from Equation 2.3 are presented in Table 2.2. Columns

14 The dates are available at Redbus2us (RedBus2Us, 2024).

15 This step is taken because the LCA should not be submitted more than six months before the start of employment,
according to the Department of Labor (2024). Dimmock et al. (2022) use LCAs �led in February and March with a
start date of �ve to six months in the future, and Peri et al. (2015a) use LCAs �led in January through April. For new
employment subject to the cap, the �rms may �le LCAs before April 1, the earliest date on which a �rm may �le an
LCA for workers to start working from October 1. This timeline ensures that the �rms have their LCAs approved before
�ling the I-129 application for lottery starting on April 1. See Peri et al. (2015a), p. 8, and Dimmock et al. (2022), pp.
17–18, for a detailed description of the pre-dating behavior.

16 More details about H-1B cap-exempt jobs can be found at VisaNation (2024).
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(1) and (2) display the results based on the adjusted win rates, while Columns (3) and (4)

display the results based on the raw win rates. In both speci�cations, we observe that the

estimated coe�cients on the log win rates remain negative and statistically signi�cant, with

similar magnitudes. Our baseline estimates in Column (2), which include full individual

demographic controls, suggest that a 10-percentage-point increase in the win rates is asso-

ciated with a 1.1% decrease in the HHI. In our sample, a transition from the 75th percentile

(53.9%) to the 25th percentile (3.95%) of lottery win rates corresponds to an increase of

279.4 points in the HHI, a signi�cant shift in market power under the Horizontal Merger

Guidelines issued by the DOJ and FTC.17

We next investigate the mechanism underlying the negative relationship between the

market-level lottery win rate and employer concentration. To empirically test this �rst-

stage mechanism, we regress the ratio of new H-1B employment to overall employment

(henceforth the relative new employment demand ratio) on �rm size, calculated as the

total number of I-129 applications �led. Table A.3 reveals that, even after we condition

on various �xed e�ects to account for the systematically di�erential demand for new H-1B

workers, larger �rms' demand for new employment is small relative to that of smaller �rms.

This result may be attributable to the fact that larger �rms had a higher number of H-

1B workers in previous years, naturally resulting in a larger number of continuing workers

relative to the �rm's current demand for new H-1B workers. Mayda et al. (2023) �nd a

pattern of increase in the �ow of initial applications for publicly traded companies during

2011�2014 as a result of �rms' hoarding of H-1B workers in response to the implementation

of the lottery system. As these initial workers are categorized as continuing workers three

years later, we should observe larger �rms having more continuing workers in our sample

years. Additionally, smaller �rms may lack the resources to aid employees in their pathway

to obtaining permanent residency, which is known to be costly and complex (Malik and

Ignachkov, 2023), making them less attractive H-1B workers for long-term employment.

17 According to the website of the Antitrust Division of the Department of Justice (2024), transactions that increase the
HHI by more than 100 points in highly concentrated markets are presumed to enhance market power.
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Our �rst-stage �nding that a lower market-level lottery win rate is associated with

higher market-level H-1B employer concentration complements the �ndings of Mayda et al.

(2018) and Sparber (2022), who theoretically and empirically show that the existence of a

lottery or H-1B quotas increases H-1B employers' concentration. While these papers suggest

how the extensive margin of having a lottery a�ects overall concentration, we focus on the

intensive-margin e�ect�how the exogenous lottery win rate, conditional on the existence

of quotas, a�ects employer concentration.

2.4.1.2 Exogeneity

For our 2SLS estimates to be interpreted as the LATE of employer concentration, the

lottery winning rate must be exogenous. This exogeneity is inherent to the lottery process

itself. Each year, over-the-cap eligible H-1B petitions are subject to a lottery system in

which approvals are randomly determined, ensuring the random allocation of visas. As

noted by Clemens (2013), no signi�cant relationships exist between H-1B visa lottery win

rates and applicant characteristics such as age, education, and work experience. This �nding

provides strong evidence of true natural randomization.

We demonstrate the randomness of the lottery win rate across markets in Figure 2.6,

which displays the average lottery win rate in each CZ from FY 2014 to FY 2019. Notably,

this graph highlights the absence of patterns of speci�c areas consistently displaying either

high or low win rates.

To further con�rm that the established win rate is a result of random lottery draws at

the individual level, we examine whether the distribution of the aggregate lottery win rate,

constructed from random individual draws, resembles the observed market-level distribu-

tion of the win rate. To begin, we assume that the lottery outcome for each individual

is a random variableX following a binomial distribution, denoted as X � B(n; p), where n

corresponds to the number of lottery-subject petitions submitted each year andp is the

average yearly win rate. For each lottery participant, we generate a value ofX and aggre-

gate these individual-level outcomes to the baseline market level. Figure 2.7 displays the

22



distribution of these simulated lottery win rates resulting from 50 simulations, alongside the

actual market-level lottery win rate observed in our data. This �gure reveals that the sim-

ulated distribution approximates the observed distribution for each year in our data. This

alignment between the simulated and actual win rates reinforces the case for the exogeneity

of our market-level win rates.

To show that the lottery win rate cannot be predicted by market-level characteristics, we

regress the win rate of each market on various overall market-level characteristics obtained

from external data accessible through County Business Patterns Datasets (2023).18 These

market-level characteristics encompass the overall market-level characteristics (not those

speci�c to the H-1B labor market), such as annual payroll, number of establishments, mean

employment size, and mean wage of workers, and H-1B-speci�c information such number

of H-1B-demanding establishments. Columns (1)�(2) in Table 2.3 indicates that even after

we adjust for the market's graduate degreeholder ratio�a factor that in�uences the lottery

win rate given graduate degreeholders' second chance in the lottery�the coe�cients on the

pre-lottery market-level characteristics have no statistical signi�cance. This �nding implies

that the actual market-level lottery win rates are unanticipated and unrelated to speci�c

market-level features.

To further corroborate the randomness of the lottery win rate, we also check whether

larger markets are more likely to have lottery win rates closer to the national average. If

individuals, conditional on their education level, truly have a random chance of winning a

lottery in a given year, larger markets should have win rates closer to the national level

because of the law of large numbers. Thus, we regress the squared term of the di�erence

between the market-level lottery win rate and the national rate on the same covariates. We

�nd that larger markets�proxied by the number of H-1B establishments�have a market-

level lottery win rate closer to the national one, as suggested by the negatively estimated

coe�cients on log(Number of H-1B Employers) in Columns (3)�(4).

18 We use the “Complete ZIP Code Industry Detail File” from 2014 to 2018 from the County Business Patterns (CBP)
data and then convert counties to CZs using the USDA's Commuting Zones and Labor Market Areas (2019) crosswalk.
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2.4.1.3 Exclusion Restriction

The exclusion restriction for our IV strategy requires that our market-level lottery win

rates a�ect H-1B workers' wages exclusively through the market-level employer concentra-

tion. However, potential violations of our exclusion restriction could arise from spillover

e�ects. When a higher lottery win rate brings in more highly skilled H-1B workers, it

could enhance overall market productivity and subsequently increase wages. Nevertheless,

studies on the in�uence of highly skilled foreign workers on productivity and innovation

have yielded mixed results. Some suggest that winning more H-1B workers increases a

�rm's innovation and productivity level (Dimmock et al., 2022; Peri et al., 2015b; Hunt

and Gauthier-Loiselle, 2010), while others �nd that winning additional H-1B visas has an

insigni�cant or modest e�ect on �rms' patenting and may even lower wages for incum-

bent workers (Doran et al., 2022). Given these varied �ndings, we cannot ascertain the

impact and direction through which the market-level lottery win rate may a�ect wages via

innovation and productivity. Moreover, we argue that, in practice, the timing of H-1B visa

applications substantially diminishes the potential impact of lottery results on productivity.

After the lottery results are realized, approved workers can only start working under the

H-1B visa, at the earliest, around October in the same year. When the �rms make their

hiring decisions for the subsequent year, the H-1B workers approved in thet � 1 lottery

that generated the employer concentrationHHIt� 1 would have stayed at the �rm for only

six months at most. This tenure is likely to be too short for new H-1B workers to a�ect

the labor market or wages by enhancing the �rm's productivity since such a spillover e�ect

would require interaction and time to emerge. Therefore, we assume that higher lottery

win rates a�ecting wages by increasing productivity is almost impossible in our setting.

Another potential violation of the exclusion restriction is that our lottery design may

also shift H-1B labor supply, which could also a�ect wages. A higher market-level lottery

win rate that decreases market-level concentration exogenously could also lead to an in-

crease in the labor supply, theoretically driving wages lower. However, the impact of the
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H-1B lottery win rate on the overall labor market appears to be relatively minimal and

statistically insigni�cant, as indicated in Table 2.3. For context, on average, H-1B employ-

ment represents only approximately 0.26% of total employment from FY 2009 to FY 2021

on average (see Figure A.4). Consequently, changes in H-1B labor supply are too small to

substantially impact wages by shifting the overall labor supply curve for the sector.

Considering the specialty occupations in which H-1B workers are involved and the re-

striction of their employment options to H-1B sponsoring �rms, it is more reasonable to

analyze the H-1B labor market separately, without including the native-born workforce.

This is also the underlying assumption we use in this paper when we de�ne the H-1B la-

bor market and calculate concentration. One could argue that, even if we do not consider

native-born workers, the market-level win rate might still shift the H-1B labor supply curve

by itself and in�uence H-1B workers' wages. However, in our heterogeneity analysis in

Section 2.4.3, we �nd that continuous workers experience insigni�cant wage suppression,

which is a key point in countering the concern over the labor supply mechanism. If the

lottery win rate genuinely in�uences wages by shifting the labor supply curve, we would

expect to observe a negative and statistically signi�cant impact on the wages of continuous

workers. If we assume that initial H-1B workers and continuing H-1B workers are subject

to di�erent wage schedules determined by a separate demand and supply system and are

thus a�ected di�erently by the in�ux of H-1B workers resulting from market-level lottery

win rates, we can interpret the absolute magnitude of our coe�cient as the lower bound of

the impact of labor market concentration on workers' wages. This is because the supply

e�ect implies that a higher HHI resulting from a lower level of lottery wins is accompanied

by lower supply, which would increase wages.

2.4.1.4 Monotonicity

The exogeneity, exclusion restriction, and relevance conditions would be su�cient for

us to retrieve constant treatment e�ects. However, to recover the LATEs under treat-

ment e�ect heterogeneity, we must ensure that the e�ect of the lottery win rate on market
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concentration is consistent across all markets.

Although we cannot directly test this assumption, we conduct several indirect tests.

According to Frandsen et al. (2019), one can relax the strict (pairwise) monotonicity as-

sumption to the average monotonicity assumption, which is su�cient to interpret 2SLS

estimates as LATEs. The common practice for testing this average monotonicity assump-

tion is to observe whether the �rst-stage estimates have the same sign in all subsample

regressions (Dobbie et al., 2018; Agan et al., 2021).

Table 2.4 presents �rst-stage results for a variety of subsamples of our data separately by

year, petition type and worker country of origin. Consistent with the average monotonicity

assumption, we �nd that the relationship between our instrument win rate and market-level

concentration measured by HHI is negative in all subsamples.

2.4.2 Main Results

Table 2.5 presents OLS and 2SLS estimates of the impacts of employer concentration on

H-1B workers' wages under the baseline de�nition of the labor market: NAICS� CZ� Year.

To account for potential correlations in wages among workers within the same market, we

cluster robust standard errors at the market level.19 Columns (1) and (2) display the OLS

results, while Columns (3) through (5) present the baseline IV results when we use the

adjusted lottery win rate \WinRatemt. Columns (6) through (8) show the IV results when

we use the raw lottery win rate WinRatemt. We �nd a statistically insigni�cant ( p > 0:1)

impact of HHI using the OLS speci�cation. For both win rates, the Kleibergen�Paap rK

Wald F statistics are 20�29, indicating that our instruments are not weakly identi�ed at

the 5% level.

When the lottery win rate is used as an instrument for HHI in the 2SLS estimates, the

coe�cient on log(HHI) becomes negative and signi�cant (p< 0:1 and p< 0:05), with the in-

strumented estimates much larger than the OLS estimates. In the baseline IV speci�cation,

the elasticity of the wage with respect to the HHI is -0.04, while in the baseline OLS speci-

19 Among studies with similar setups, Prager and Schmitt (2021) cluster their standard errors at hospital level and
Dimmock et al. (2022) at �rm level.
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�cation, the elasticity is 0.003. A comparison of the coe�cients on HHI estimated from the

OLS regression and the IV strategy suggests that the endogeneity of market structure leads

to upward-biased estimates ofb in the absence of a proper instrument. This result implies

that �rms in highly concentrated markets may be the�survivors� of intense competition and

therefore o�er higher salaries to their employees.

The estimated coe�cients from the baseline IV speci�cation suggest that a shift from

the 25th to the 75th percentile of employer concentration corresponds to a wage decrease

of 12.2%. This equals a $11,573.29 wage loss at the mean wage level and a $10,499.71

wage loss at the median wage level.20 To better comprehend the magnitude of the adverse

impact of labor market concentration, we compare our �ndings with those from related

studies that explore the impact of market concentration in di�erent contexts. Azar et al.

(2022) analyze the impact of employer concentration on wages using job posting data from

CareerBuilder.com. They instrument the HHI with the inverse of the number of employers

in other geographic markets posting jobs in the same occupation in a given quarter and

�nd that a transition from the 25th to the 75th percentile of concentration is correlated

with a 17% decrease in posted wages. Comparatively, our estimated impact of 12.2% is

similar but slightly smaller. Prager and Schmitt (2021) examine the e�ect of concentration

on wages following hospital mergers, de�ning a market as a CZ� year. The authors use

HHI scaled from 0 to 1 instead of log(HHI). To conduct a comparison, we make the same

transformation of the independent variable HHI in Columns (5) and (8) of Table 2.5. Our

coe�cient of interest is -0.176 when we use the raw win rate and -0.25 when we use the

adjusted win rate, which is slightly higher than the -0.167 reported in Prager and Schmitt

(2021).21 Similarly, Gibbons et al. (2019) examine the correlation between the approved

minimum wages paid from certi�ed LCA applications and HHI at market level, where the

HHI is also scaled from 0 to 1. They �nd that the marginal e�ect of HHI is -0.26 when

20 In our dataset, the 25th percentile HHI is 2072.49, and the 75th percentile HHI is 8234.41, such that the shift
represents a 297.32% increase in employer concentration. The corresponding wage reduction, in turn, is of 12.2%. In
our sample, the mean wage for H-1B workers is $94,940, and the median wage is $86,133.

21 The estimate is from Table B.2 Column (2) for skilled labor in Prager and Schmitt (2021).

27



markets are de�ned by two-digit SOC code and state.22 Our estimates are slightly lower

than theirs. These constructive comparisons show that our estimates are within the range

of prior studies and have a reasonable interpretation.

2.4.3 Heterogeneity

The e�ect of labor market concentration on workers' wages may vary signi�cantly with

worker and labor market characteristics as 1) di�erent groups of workers may possess dif-

ferent degrees of bargaining power in wage negotiation and 2) large �rms with multiple

subsidiaries may have �xed wage schedules over geographically separable markets. In this

section, we explore the heterogeneity in the impact of employer concentration on workers'

wages.

First, we explore the impact of employer concentration on workers in �rms of di�erent

sizes, proxying �rm size by the number of LCA program petitions. In Table 2.6, we replicate

our primary analyses while dividing the sample based on �rms' sizes. Our �ndings indicate

that high employer concentration exerts a signi�cantly more negative in�uence on wages for

workers in �rms in the lower half of the size distribution. This di�erence may be attributable

to the fact that larger �rms tend to have more rigid wage structures than smaller �rms,

likely because of stronger fairness norms and peer comparison e�ects in larger organizational

settings (Card et al., 2012; Dube et al., 2016). Another possibility is that these larger �rms

are more likely to be located in larger markets, where there is less variation in lottery win

rates because of the law of large numbers. As our IV strategy recovers the LATE, the

smaller variation in lottery win rates faced by larger �rms may result in noisy estimates.

We subsequently narrow our focus to workers in these smaller �rms and conduct separate

analyses by employment type and industry.

Figure 2.8 provides the results for four distinct petition types: new employment, change

of employment, continuation of previously approved employment without change, and

amended petitions. We observe that wages for petitions associated with new employment

22 The estimate is from Table 4 Column (5) in the “Marginal Effect of HHI Bar” row in Gibbons et al. (2019).
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experience the most pronounced negative impact, followed by petitions for changing em-

ployers. Conversely, the negative wage e�ect for continuing employment and amended

employment is not statistically signi�cant. This pattern implies that �rst-time applicants

are more vulnerable to monopsonistic labor market power. Given the substantial risks and

expenses entailed in their initial applications, which necessitate reliance on employer spon-

sorship, these applicants may be subject to greater employer in�uence over their wages. In

contrast, workers with existing H-1B visas are impacted less negatively by employer con-

centration as they are not required to reapply for an H-1B visa if they decide to change

jobs within the initial three-year period. Furthermore, even if they reapply for H-1B work-

ing status with a di�erent employer or need to renew their H-1B status with the original

employer after three years, their applications are not subject to the lottery system. While

continuous workers are less a�ected than �rst-time applicants, they still experience negative

impacts, particularly when changing employers. For workers changing employers, higher

employer concentration could imply reduced bargaining power or fewer outside options,

which can lead to adverse e�ects on their wages.

Furthermore, the absence of a signi�cant impact on continuous workers' wages further

reassures us that the exclusion restriction underlying our IV approach holds. If the lottery

win rate were to in�uence wages by shifting the labor supply curve, we would expect to

observe a negative and statistically signi�cant impact on the wages of continuous workers.

However, this is not the case in our �ndings, indicating that the labor supply mechanism

is not a contributing factor. As for the negative wage impact for workers with H-1B visas

who change employers, it could be attributable to their ongoing need for the new employer

to maintain their H-1B sponsorship, which could place the workers in a less favorable

negotiation position.

We also focus on the variation across industries. In Figure A.4, we display the top

four industries employing the most H-1B workers, namely, NAICS 54 (scienti�c and techni-

cal), NAICS 31�33 (manufacturing), NAICS 51 (information), and NAICS 52 (�nance and

insurance), along with the ratio of H-1B employment to total employment. The consider-
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able variation in these ratios across industries underscores the di�ering importance of H-1B

labor across sectors. Consequently, the impact of employer concentration on wages may

vary across these industries. Figure 2.9 illustrates the e�ect of employer concentration on

worker wages in the bottom half of the �rm size distribution across the top four industries.

Our analysis reveals a signi�cant negative e�ect for NAICS 54 (scienti�c and technical),

which constitutes 65.6% of our total sample. Despite its smaller magnitude relative to our

baseline estimate (-0.041), this �nding suggests that workers in the largest industry in the

H-1B labor market experience a negative impact. The impact on NAICS 31�33 (manufac-

turing) (8.8% of our sample), NAICS 51 (6.0% of our sample), and NAICS 52 (�nance and

insurance) (6.0% of our sample) is insigni�cant.

In summary, our �ndings indicate that workers employed by �mega�rms� experience

a less pronounced negative impact from employer concentration, while those employed by

non-top �rms are more negatively a�ected. Moreover, within the non-top �rms, market con-

centration disproportionately harms �rst-time H-1B workers and workers in the educational

services sector.

2.4.4 Robustness Check

2.4.4.1 Alternative Labor Market De�nitions

Our conventional labor market classi�cations based on CZ and NAICS codes may not

adequately capture the dynamics of labor markets applicable to H-1B workers. Unlike

native-born American workers, H-1B workers often lack strong geographic ties to a speci�c

location in the U.S., as their family and childhood homes may be in di�erent countries.

Furthermore, individuals starting their careers with an H-1B visa may be recent college

graduates or newcomers to the U.S., such that they might consider a range of employment

opportunities extending beyond a particular commuting zone. In this section, we relax the

assumption that labor markets are delineated by geography and check the robustness of

our analysis by considering industry-level concentration across the entire U.S. geographical
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area or concentration calculated among CZs sharing similar characteristics.23

2.4.4.1.1 NAICS Table 2.7 presents the results obtained when we take the NAICS sector

as the market, assuming that H-1B workers search across all geographical markets home to

the 2-digit NAICS industries of interest.24 Similarly to in the baseline speci�cation, we �nd

in this case a negative and signi�cant correlation between the lottery win rates and market

concentration in the �rst stage. In the second stage, market concentration continues to

have a negative and signi�cant impact on wages, consistent with our baseline IV results.

In the IV speci�cation, the elasticity of the wage with respect to the HHI is -0.26, whereas

in the OLS speci�cation, it is 0.026. Notably, the elasticity from the IV speci�cation is

signi�cantly larger in magnitude than our baseline estimate (-0.04). This can be attributed

to the reduced variation in HHI for both lottery win rates and concentration. The reduced

variation occurs because we signi�cantly decrease the number of labor markets when we

disregard geographic boundaries under this alternative de�nition. Here, a shift from the

25th to the 75th percentile of employer concentration corresponds to a wage decrease of

9.62% in the baseline IV speci�cation. In practical terms, this equates to a $9,133.23 wage

loss at the mean wage level and a $8,285.99 wage loss at the median wage level.25 The

wage reduction e�ect under this alternative market de�nition is smaller than our baseline

estimates (12.2%), but it still falls within a reasonable range, demonstrating the robustness

of our �ndings.

2.4.4.1.2 K-Means ClusteringNext, we use the k-means clustering algorithm to group

geographically distant regions based on the market characteristics that H-1B workers would

23 One effective approach for clustering labor markets involves utilizing panel data on labor migrations, employing a
network design similar to that in studies such as Fogel and Modenesi (2022) and Nimczik (2017). Unfortunately, the
available data on H-1B workers' employment provide only a snapshot of each year's H-1B petitions and do not include
individual identi�ers. As an alternative, we apply k-means clustering to a group of previously de�ned CZs that exhibit
similar characteristics.

24 This broader market de�nition leads to lower variation than in our baseline analysis. Consequently, we do not include
�rm �xed effects, and we change the state� year �xed effect to a CZ� year �xed effect.

25 In our dataset, the 25th percentile HHI is 189.48, and the 75th percentile 259.68, such that the shift represents a 37%
increase in employer concentration. This consequent wage reduction is of 9.62%. In our sample, the mean wage for
H-1B workers is $94,940, and the median wage is $86,133.
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value. The K-means method facilitates grouping of remote geographical areas, resulting in

a more practical segmentation of workers' choice sets. Appendix A.5 describes in detail the

criteria used for clustering and the resulting clusters. Table 2.8 displays the results when we

consider the labor markets de�ned by the K-means approach. We �nd a consistent negative

and signi�cant impact of concentration on wages. In the IV speci�cation, the elasticity of

the wage with respect to the HHI is -0.26, whereas in the OLS speci�cation, it is -0.083.

Again, the elasticity from the IV speci�cation is signi�cantly larger in magnitude than our

baseline estimate (-0.04). This discrepancy can be attributed to the reduced variation in

HHI for both lottery win rates and concentration under our alternative market de�nition.

The reduced variation is a consequence of the substantial reduction in the number of labor

markets when we group CZs based on their characteristics. For instance, for 2015, our

data include 269 CZs for NAICS 54. However, once we use K-means clustering to group

the CZs, we end up with only 6 markets for NAICS 54. To interpret the results, consider

that a shift from the 25th to the 75th percentile of employer concentration corresponds to

a wage decrease of 14.88% in the baseline IV speci�cation. In practical terms, this equates

to a $14,126.88 wage loss at the mean wage level and a $12,816.41 wage loss at the median

wage level.26 The wage reduction e�ect resulting from this alternative market de�nition is

larger than our baseline estimate (12.2%), but it still remains within a reasonable range,

showcasing the robustness of our �ndings. Importantly, the pattern remains consistent, with

the IV results indicating a �stronger� wage e�ect than the OLS results. This underscores

the importance of instrumenting for concentration in our analysis.

2.4.4.2 H-1B Fraud & Outsourcing Companies

The migrant labor market has been criticized for well-documented cases of wage theft,

fraud, and abuse. The H-1B visa program, in particular, has been the subject of a slew of

complaints and scandals involving large outsourcing �rms such as Tata Consultancy Services

26 In our dataset, the 25th percentile HHI is 534.07 and the 75th percentile 839.74, such that this shift represents a
57.23% increase in employer concentration. This consequent wage reduction is of 14.88%. In our sample, the mean
wage for H-1B workers is $94,940, and the median wage is $86,133.
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(TCS) and Infosys abusing the program to reduce labor costs.27 A potential source of

concern is that the negative impact could be driven by several companies heavily involved in

visa fraud. To address this issue, we exclude �rms heavily engaged in outsourcing, assuming

that they are more likely to be involved in visa fraud.28 We repeat our baseline analyses

without these �rms in the sample, with the results presented in Table 2.9. We observe

upon excluding potential visa fraud �rms that our 2SLS estimate (-0.0432) is negative and

signi�cant at the 1% level. This not only indicates the robustness of our results but also

implies that wage suppression exists even outside these problematic �rms.

2.5 Mechanisms

The results above indicate that increased employer concentration drives down the wages

of H-1B workers. To shed light on the mechanisms underlying this wage suppression e�ect,

we speci�cally explore two key channels: worker mobility and employer wage bunching

behavior.

2.5.1 Job Mobility

Studies have shown that higher job mobility facilitates better labor market matching as

workers may �nd better opportunities with higher pay when switching jobs is easier (Akcigit

et al., 2018; Arkolakis et al., 2020; Prato, 2022). However, in a highly concentrated labor

market, the ease of switching between employers may be limited. Such reduced mobility

can hinder wage growth by preventing workers from �nding optimal job matches.

We investigate mobility across three categories of employment: new employment, con-

tinued employment, and changes in employers. Our approach mirrors the main speci�cation

outlined in Equation 2.2, with adjustments to the outcome variables, which now include the

log numbers of workers in these employment situations and the corresponding percentages

27 TCS paid $30 million to settle a wage theft case involving 13,000 foreign workers in 2013. After committing systemic
visa fraud and abusing immigration processes, Infosys paid $34 million to settle a visa fraud case. In 2018, Cloudwick
Technologies, a California-based IT services company, was found to pay their Indian workers as little as $800 per month
instead of the promised salaries of up to $8,300.

28 Following Park (2015), we exclude 13 outsourcing �rms including Tata Consultancy Services, Infosys, Wirpo, Tech
Mahindra, Accenture, Cognizant Tech Solutions, Larsen & Toubro Infotech, HCL America, Mindtree, Capgemini Fi-
nancial Services, Syntel Consulting, iGate Tech and Computer Sciences.
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at both the establishment and occupation levels. The results are presented in Table 2.10.

We �nd that higher employer concentration increases the proportion of new employ-

ment but reduces both continued employment and job changes. The negative impact on

both the percentage and log number of workers who change employers suggests that high

concentration limits workers' mobility between di�erent employers. The negative impact on

continued employment is not as straightforward to interpret, as some workers may transi-

tion from H-1B visas to green cards while remaining with the same employer. Consequently,

they may disappear from the H-1B dataset as �continuing workers� even though they are

e�ectively continuing with their previous employer. Regarding new employment, the 2SLS

estimates indicate that higher concentration increases new hires. Although this result does

not directly pertain to mobility, note that, in Table 2.6, we observe that �rst-time applicants

experience more signi�cant wage reductions when employer concentration is high. Given

that �rst-time applicants comprise a substantial portion of a �rm's H-1B labor composition

and are particularly vulnerable to monopsony power, we see, on average, a negative impact

of employer concentration on wages.

2.5.2 Bunching

According to the U.S. Department of Labor, H-1B employers must pay their H-1B work-

ers at least the �required� wage, which should be higher or at least equal to the prevailing

wage for workers in similar positions and geographic areas. In the most extreme case, �rms

can set wages strictly at the prevailing wage level, which we refer to as �bunching�. Figure

2.10 provides a histogram depicting the wage di�erence between the prevailing wage and

the wage proposed in LCA applications at the establishment and 2-digit SOC level. This

�gure highlights the prevalence of wage setting at or near the prevailing wage, with nearly

30% of the petitions in our sample having wages set exactly at the prevailing wage level.

We determine the bunching percentage by dividing the count of LCA submissions with

proposed wages precisely matching the prevailing wage by the total number of LCA petitions

in each establishment� SOC pair. Note that LCA applications can be submitted for multiple
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workers holding the same position, and we account for such cases in our calculations.

bunching percentageestablishment� SOC=
# of bunching LCA cases

# of LCA cases
(2.7)

To investigate whether �rms consider the prior employer concentration when making

decisions about wage bunching, we employ a speci�cation similar to our baseline in Equation

2.2. We regress both the log number of bunching cases and the bunching percentageestablishment � SOC

on the previous year's HHI. The results are presented in Table 2.11. We �nd that a 1%

increase in the previous year's employer concentration signi�cantly increases the number of

bunching cases by 0.21 percentage points. This �nding suggests that �rms are more likely

to exploit the prevailing wage policy when the level of employer concentration is high. This

observation adds another underlying mechanism to our main �ndings that is speci�c in the

H-1B labor market setting.

2.6 Policy Implications and Conclusion

This paper contributes to the growing literature on monopsony power by providing

new evidence from the H-1B labor market. We o�er a comprehensive view of employer

concentration using H-1B petition data from USCIS and de�ning H-1B labor markets in

various ways. We �nd that H-1B employer concentration consistently increased from 2010

to 2020, with a level 40% higher (6,297 points) than that of the overall U.S. labor market

(4,424 points) in Azar et al. (2020) More importantly, we establish a causal link between

employer concentration and H-1B workers' wages in high-skilled foreign labor markets. We

achieve this by utilizing the lottery system implemented in years with excessive applications.

The random win rate of H-1B petitions for each labor market generated by the lottery serves

as our instrument for H-1B employer concentration. Our �ndings reveal that a transition

from the 25th to the 75th percentile of employer concentration corresponds to a 12.2%

wage decline, equivalent to a $10.5k annual wage loss for a median H-1B worker. We also

explore potential mechanisms contributing to the wage suppression e�ect of high employer

concentration, such as potential abuse of the prevailing wage policy by employers and

35



reduced job mobility among workers.

These �ndings carry signi�cant policy implications. First, they o�er evidence to support

the need for more comprehensive evaluation of mergers, as mergers a�ect �rms' wage-setting

power vis-à-vis foreign workers. Second, when developing policies related to H-1B work-

ers, the Department of Labor and USCIS may consider implementing concentration-based

guidelines to minimize the harm to workers' wages caused by the monopsony power of H-1B

employers. Finally, to reduce H-1B workers' reliance on their employers and enhance their

bargaining power, policies that mitigate institutional friction in the application procedure,

such as a lifting of the employer tie for �rst-time applicants, should be encouraged. For

example, local governments aiming to attract entrepreneurs and foster a thriving business

environment could implement programs that provide funding to smaller �rms to o�er the

legal support necessary for hiring more H-1B workers.

One caveat of our study is that we exclude information from outside the H-1B labor mar-

ket, as we explore how the employer concentration measure calculated by themarket share

of the H-1B workers a�ects H-1B workers' wages. Thus, our �ndings are not comparable

with those from the literature on the impact of immigration on the wages of nonmigrants,

as in Card and Peri (2016), Borjas (2014) and Amior and Manning (2020). Speci�cally,

Amior and Manning (2020) mentions that, in a monopsonistic labor market, if migrants

have a lower elasticity of labor supply to wages or have lower reservation wages, �rms may

impose larger markdowns on the wages of both nonmigrants and migrants, thereby sup-

pressing the salaries of the former. This possibility is particularly relevant in H-1B cases,

given that �rms must set H-1B workers' wages in coherence with the prevailing wage. As a

result, prevailing wages may be suppressed in labor markets where employers have greater

market power over H-1B than over nonmigrant workers.

Our future research will include studying how cap-binding lottery systems, speci�cally

for for-pro�t institutions, impact the concentration of foreign workers in di�erent geograph-

ical areas and how this concentration a�ects market outcomes. For instance, the medical

�eld su�ers from a disproportionate distribution of highly skilled medical service providers,
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such as physicians and registered nurses (Sasso, 2021). Given the substantial number of

H-1B workers in medical roles, any alterations to the lottery policy would swiftly impact

the overall distribution of these highly skilled medical professionals. This research holds

the potential to provide insights into addressing challenges such as the nurse shortage.
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Table 2.1: Summary Statistics

Variable Mean Std. Dev. Min. Max. N

Panel A: Petition Level
Annual Salary 94939.53 39785.12 31776 992500 1,264,750
Bachelor's Degree 0.45 0.5 0 1 1,264,750
Master's Degree 0.5 0.5 0 1 1,264,750
Doctorate Degree 0.05 0.23 0 1 1,264,750
Indian 0.77 0.42 0 1 1,264,750
Chinese 0.09 0.29 0 1 1,264,750

Panel B: Market Level (NAICS � CZ)
\WinRatemt 0.42 0.34 0 1 9,608

(WinRate)mt 0.37 0.33 0 1 9,608
HHImt 4944.01 3348.83 0 10000 9,608

Panel C: Market Level (NAICS)
\WinRatemt 0.36 0.17 0 0.93 123

HHImt 661.47 1448.87 7.94 6811.47 123

Panel D: Market Level (SOC� CZ)
HHImt 5756.2 3640.26 48.25 10000 9,420
HHImt (Azar et al., 2020) 4378 - 4 10000 -

Notes.This table presents summary statistics for the variables used in the analysis. Panel A displays data at the petition
level, covering the period from FY2015 to FY2019. Panels B to D display data at the market level, covering the period
from FY2014 to FY2018. Panel B presents market-level Her�ndahl-Hirschman Index (HHI) and lottery win rates, with
markets de�ned by NAICS� CZ level, serving as our baseline measure. Panel C shows market-level HHI and lottery
win rates with markets de�ned at the NAICS level, which is employed for robustness testing. Panel D includes market-
level HHI and lottery win rates with markets de�ned by SOC� CZ level, used exclusively for comparing results with
Azar et al. (2020), who calculate overall U.S. labor market concentration at the same level.
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Table 2.2: First Stage Relevance: Lottery Win Rate and HHI

Dependant Var: log(HHI)mt

(1) (2) (3) (4)

log( \WinRate)mt -.109��� -.109���

(.0242) (.0242)

log(WinRate)mt -.0968��� -.0968���

(.0179) (.0179)

Mean Dep Var -1.810
State� Year -FE Yes Yes Yes Yes
SOC-FE Yes Yes Yes Yes
Firm-FE Yes Yes Yes Yes
Individual Covariates Yes Yes
Observations 1,264,750 1,264,750 1,264,750 1,264,750

Notes.This table shows the results from the �rst-stage regression in Equation 2.3 of lottery-subject H-1B petition win
rates on the HHI of the labor market. The dependent variable islog(HHI)mt. Columns (1) and (2) show the results when
we use the adjusted lottery win rate, which is also our baseline instrument. Columns (3) and (4) show the results when
we use the raw lottery win rate. Robust standard errors clustered at baseline market level. *p < 0:10, ** p < 0:05, ***
p < 0:01.
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Table 2.3: First Stage Exogeneity

Dependant Var \WinRatemt WinRatemt

(1) (2) (3) (4)

log(Annual Payroll) -.0374 -.0553 .0534 .0326
(.267) (.266) (.296) (.304)

log(Mid-March Employees) -.177 -.169 -.321 -.312
(.221) (.221) (.177) (.179)

log(Number of Establishments) -.483 -.476 -.644� -.636
(.306) (.306) (.297) (.3)

log(Median Petition) .0117 .012 -.0246 -.0242
(.0131) (.0131) (.0149) (.0152)

Graduate Ratio -.0497�� -.0577��

(.0225) (.0151)

Graduate Ratio Yes Yes
Observations 3,303 3,303 3,303 3,303

Notes.This table shows that the win rate we construct for the analysis is uncorrelated with market-level characteristics.
These characteristics are taken from the CBP“Complete ZIP Code Industry Detail File” from 2014 to 2018, available
at https://www.census.gov/programs-surveys/cbp.html . We convert counties to CZs using the USDA's FIPS
to CZ crosswalk. The examined characteristics encompass the market-level annual payroll, number of establishments,
mean employment size, and mean wage. Additionally, we include the number of establishments hiring H-1B workers
(number of H-1B employers), which serves as our proxy for the size of the market for H-1B workers. The dependent
variable is the difference between the market-level win rate and the national average,WinRatem;t � WinRatet , and the dis-
tance of deviation of the market-level win rate from the national average, measured as the squared term of the difference
between the market-level win rate and the national rate:(WinRatem;t � WinRatet )2. We con�rm that the market-level
characteristics are uncorrelated with the realized market-level lottery win rate and that larger markets have lottery win-
rates closer to the national average, as implied by the negative coef�cient onlog(Number of H-1B Employers) from
Columns (3)–(4). Robust standard errors clustered at �scal year level. *p < 0:10, ** p < 0:05, *** p < 0:01.
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Table 2.4: First Stage Monotonicity Check
Panel A Dependant Var: log(HHI)mt

(1) (2) (3) (4) (5)
FY2014 FY2015 FY2016 FY2017 FY2018

log( \WinRate)mt -.376��� -.72��� -.372��� -.331�� -.142
(.117) (.168) (.113) (.129) (.155)

Mean Dep Var -1.865 -1.790 -1.703 -1.787 -2.024
N 236,474 309,093 327,669 293,456 43,466

Panel B Dependant Var: log(HHI)mt

(1) (2) (3) (4) (5)
New Employment Change of Employer Continuation Amended Non-material Change

log( \WinRate)mt -.0903��� -.124��� -.118��� -.12��� -.107���

(.028) (.0318) (.0251) (.0436) (.0329)

Mean Dep Var -1.866 -1.933 -1.822 -1.542 -1.794
Observations 349,071 214,170 322,805 256,901 74,871

Panel C Dependant Var: log(HHI)mt

(1) (2) (3) (4) (5)
India China South Korea Philippines UK

log( \WinRate)mt -.128��� -.0692 -.0714 -.0323 -.111�

(.0262) (.0452) (.0442) (.0322) (.0643)

Mean Dep Var -1.776 -1.928 -1.943 -1.573 -1.923
Observations 973,061 113,279 8,453 8,960 4,410

State� Year -FE Yes Yes Yes Yes Yes
SOC-FE Yes Yes Yes Yes Yes
Firm-FE Yes Yes Yes Yes Yes
Individual Covariates Yes Yes Yes Yes Yes

Notes.This table shows the �rst-stage estimates when the samples are divided into subsample groups. The dependent variable is log(HHI)mt. Panel A shows the results when

the samples are divided by �scal year. Panel B shows the �rst-stage estimates when the samples are divided by petition type. In Column (5), “Nonmaterial Change” denotes

petitions associated with a nonmaterial change to the previously approved employment such as a change in job title with no material change to job duties (the bene�ciary

will continue working for her current employer in the same classi�cation). Panel C shows the �rst-stage estimates when the samples are divided by worker country of origin:

Column (1) shows the �rst-stage estimates for Indian H-1B workers, Column (2) for Chinese H-1B workers, Column (3) for South Korean H-1B workers, Column (4) for

Filipino H-1B workers, and Column (5) for UK H-1B workers. Robust standard errors clustered at baseline market level. *p < 0:10, ** p < 0:05, *** p < 0:01.
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Table 2.5: OLS versus 2SLS Estimation Results - H-1B workers' wages

Dependent Var:log(wage) imt+ 1 OLS IV ( \WinRatemt) IV(WinRatemt)

(1) (2) (3) (4) (5) (6) (7) (8)

log(HHI)mt .00335 .00304 -.039� -.0411�� -.0376�� -.0422��

(.00216) (.00219) (.02) (.0202) (.0183) (.0187)

HHImt -.25�� -.176��

(.127) (.0775)

Master's Degree -.00177 -.00182 -.00187 -.00182 -.00185
(.00255) (.00255) (.00255) (.00255) (.00255)

Doctorate Degree .0701��� .0703��� .0707��� .0703��� .0705���

(.00646) (.00646) (.00644) (.00645) (.00645)

Indian .0414��� .0414��� .0413��� .0414��� .0413���

(.00334) (.00334) (.00335) (.00335) (.00334)

Chinese -.082��� -.082��� -.0822��� -.082��� -.0821���

(.00335) (.00336) (.00336) (.00335) (.00335)

Mean Depvar -1.81
KP rk Wald F-Stat 20.22 20.21 12.63 29.33 29.32 31.13
State� Year -FE Yes Yes Yes Yes Yes Yes Yes Yes
SOC-FE Yes Yes Yes Yes Yes Yes Yes Yes
Firm-FE Yes Yes Yes Yes Yes Yes Yes Yes
Individual Covariates Yes Yes Yes Yes Yes
Observations 1,264,750 1,264,750 1,264,750 1,264,750 1,264,750 1,264,750 1,264,750 1,264,750

Notes. This table shows the OLS and 2SLS estimates from Equation 2.2 for the impact of employer concentration on workers' wages. The dependent variable is
log(wage) imt+ 1, winsorized at the 1% and 99% levels. Columns (1) to (2) show the results of an OLS regression with various �xed effects. Columns (3) to (5) show
the results of an IV regression with various �xed effects using the adjusted lottery win rate. Columns (6) to (8) show the results of an IV regression with various �xed effects
using the raw lottery win rate. Individual covariates include education level and country of origin. Robust standard errors clustered at baseline market level. *p < 0:10, **
p < 0:05, *** p < 0:01.
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Table 2.6: Heterogeneous Effects - Different Firm Sizes

Dependent Var:log(wage) imt+ 1 (1) (2) (3) (4)
Top 10th Top 25th Top 50th Bottom 50th

log(HHI)mt .0954��� .679 .0384 -.0835���

(.0196) (88.4) (.0301) (.0275)

Master's Degree .037��� .0336 .0156��� -.0232���

(.00582) (.15) (.00341) (.00163)

Doctorate Degree .177��� .168�� .0877��� .0528���

(.0593) (.0648) (.011) (.00606)

Indian .0642�� .0373 .0311��� .0505���

(.031) (.398) (.00711) (.00202)

China -.0726��� -.0625 -.083��� -.0812���

(.0169) (.441) (.00527) (.00291)

Mean Depvar 11.314 11.354 11.419 11.373
State� Year -FE Yes Yes Yes Yes
SOC-FE Yes Yes Yes Yes
Firm-FE Yes Yes Yes Yes
Individual Covariates Yes Yes Yes Yes
Observations 145,719 322,571 633,552 631,177

Notes. This table shows the heterogeneity in the 2SLS estimates of the impact of employer concentration on wages
across different sizes of �rms. The dependent variable islog(wage) imt+ 1, winsorized at the 1% and 99% levels. The
markets are de�ned at the baseline NAICS� CZ level. In all regressions, we include state� year, �rm, and 2-digit SOC
�xed effects and individual covariates. The individual covariates included are worker education level and country of
origin. Robust standard errors clustered at baseline market level. *p < 0:10, ** p < 0:05, *** p < 0:01.
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Table 2.7: Robustness Check I - Market De�ned at NAICS Level

Dependent Var log(HHI)NAICS
mt log(wage) imt+ 1

First Stage OLS IV

(1) (2) (3) (4) (5) (6)

log( \WinRate)NAICS
mt -.57�� -.58��

(.222) (.222)

log(HHI)NAICS
mt .0257� .0275�� -.268� -.26�

(.013) (.0131) (.148) (.143)

Master's .0135� .0233��� .0253���

(.00797) (.00495) (.00493)

Doctorate Degree -.0258 .113��� .0943���

(.017) (.0205) (.0219)

Indian -.0351��� .00346 .000134
(.0117) (.0112) (.0124)

Chinese .0539��� -.0748��� -.0579���

(.0182) (.00676) (.0132)

CZ � Year -FE Yes Yes Yes Yes Yes Yes
SOC-FE Yes Yes Yes Yes Yes Yes
Individual Covariates Yes Yes Yes
Observations 1,264,497 1,264,497 1,264,497 1,264,497 1,264,497 1,264,497

Notes.This table shows the robustness of our baseline estimates from Equation 2.2 when labor markets are de�ned at
NAICS level. The dependent variable islog(wage) imt+ 1, winsorized at the 1% and 99% levels. Columns (1) to (2) show
the �rst-stage estimates. Columns (3) to (4) show the OLS estimates. Columns (5) to (6) show the 2SLS estimates.
Robust standard errors clustered at NAICS� year market level. *p < 0:10, ** p < 0:05, *** p < 0:01.
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Table 2.8: Robustness Check II - Market De�ned by K-Means Clustering

Dependent Var log(HHI)kmeans
mt log(wage) imt+ 1

First Stage OLS IV

(1) (2) (3) (4) (5) (6)

log( \WinRate)kmeans
mt -.497��� -.502���

(.0729) (.0731)

log(HHI)kmeans
mt -.00993 -.0083 -.269��� -.263���

(.0101) (.01) (.0935) (.0928)

Master's Degree -.00692�� .0266��� .0231���

(.00298) (.00302) (.00527)

Doctorate Degree -.0064 .0976��� .0852���

(.0084) (.00995) (.0231)

Indian -.0344��� .00146 -.00152
(.00682) (.00838) (.012)

Chinese .000548 -.0705��� -.0691���

(.00565) (.00795) (.00739)

CZ � Year -FE Yes Yes Yes Yes Yes Yes
SOC-FE Yes Yes Yes Yes Yes Yes
Individual Covariates Yes Yes Yes
Observations 1,112,046 1,112,046 1,112,046 1,112,046 1,112,046 1,112,046

Notes. This table shows the robustness of our baseline estimates from Equation 2.2 when labor markets are de�ned
at NAICS level interacted with CZ groups determined by means of a K-means algorithm. The dependent variable is
log(wage) imt+ 1, winsorized at the 1% and 99% levels. We construct the HHI and lottery win rates from NAICS� CZ
clusters grouped by the k-means clustering method, following the criteria detailed in Appendix A.5. Columns (1) to (2)
show the �rst-stage estimates. Columns (3) to (4) show the OLS estimates. Columns (5) to (6) show the 2SLS estimates.
Robust standard errors clustered at the k-means-de�ned market level. *p < 0:10, ** p < 0:05, *** p < 0:01.
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Table 2.9: Robustness Check III - Excluding outsourcing companies

Dependent Var log(HHI)mt log(wage)imt+ 1

First Stage OLS IV

(1) (2) (3) (4) (5) (6)

log( \WinRate)mt -.108��� -.108���

(.0241) (.0241)

log(HHI)mt -.0015 -.00174 -.042�� -.0432��

(.00209) (.00208) (.0205) (.0205)

Master's Degree .00119 -.0128��� -.0128���

(.000898) (.00243) (.00243)

Doctorate Degree .00633� .0611��� .0614���

(.00372) (.00646) (.00645)

Indian .000779 .0435��� .0435���

(.00165) (.00341) (.00342)

Chinese -.000788 -.0786��� -.0787���

(.0021) (.0034) (.0034)

State� Year -FE Yes Yes Yes Yes Yes Yes
SOC-FE Yes Yes Yes Yes Yes Yes
Firm-FE Yes Yes Yes Yes Yes Yes
Individual Covariates Yes Yes Yes
Observations 971,129 971,129 971,129 971,129 971,129 971,129

Notes. This table shows the robustness of our baseline estimates from Equation 2.2 when we exclude the major out-
sourcing �rms that submit a large portion of the H-1B petitions. The 13 excluded �rms include Tata Consultancy
Services, Infosys, Wirpo, Tech Mahindra, Accenture, Cognizant Tech Solutions, Larsen Toubro Infotech, HCL Amer-
ica, Mindtree, Capgemini Financial Services, Syntel Consulting, iGate Tech and Computer Sciences. The dependent
variable islog(wage) imt+ 1, winsorized at the 1% and 99% levels. The individual covariates included are worker educa-
tion level and country of origin. Robust standard errors clustered at baseline market level. *p < 0:10, ** p < 0:05, ***
p < 0:01.
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Table 2.10: Mechanism I – Job mobility

Panel A
Dependent Var New Employment % Continued Employment % Change Employer %

(1) (2) (3) (4) (5) (6)
OLS IV OLS IV OLS IV

log(HHI)mt .00317 .209��� -.000599 -.134��� -.00172 -.0736��

(.00324) (.0476) (.00333) (.0398) (.0028) (.0308)

Mean Dep Var 0.35 0.30 0.21

Panel B
Dependent Var log(New Employment) log(Continued Employment) log(Change Employer)

(1) (2) (3) (4) (5) (6)
OLS IV OLS IV OLS IV

log(HHI)mt .0309��� .215��� .022��� -.177��� .0176��� -.0931�

(.00581) (.057) (.0053) (.0544) (.00526) (.0499)

Mean Dep Var 0.52 0.46 0.36

State� Year -FE Yes Yes Yes Yes Yes Yes
SOC-FE Yes Yes Yes Yes Yes Yes
Firm-FE Yes Yes Yes Yes Yes Yes
Observations 170,625 170,625 170,625 170,625 170,625 170,625

Notes.This table shows the impact of employer concentration on the job mobility of H-1B workers. In Panel A, the dependent variables are the percentage of petitions for
new employment, continued employment, and change of employment in yeart + 1. In Panel B, the dependent variables are the log number of petitions for new employment,
continued employment, and change of employment in yeart + 1. The unit of analysis is at the establishment� 2-digit SOC� year level. Robust standard errors clustered at
baseline market level. *p < 0:10, ** p < 0:05, *** p < 0:01.
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Table 2.11: Mechanism II – Bunching

OLS IV

(1) (2) (3) (4)
Dependent Var ln(Num. of bunching) Bunching% ln(Num. of bunching) Bunching%

log(HHI)mt .0195��� -.00668� .205�� .0833�

(.00556) (.0036) (.0841) (.0474)

Mean Dep Var 0.38 0.25 0.38 0.25
State� Year -FE Yes Yes Yes Yes
SOC-FE Yes Yes Yes Yes
Firm-FE Yes Yes Yes Yes
Observations 581,868 581,868 581,868 581,868

Notes.This table shows the impact of employer concentration on bunching behavior at the establishment� SOC level. For the both log number of bunching cases and bunching
percentage, Columns (1) and (2) show the OLS results when we do not instrument the employer concentration with the adjusted lottery win rate; Columns (3) and (4) show
the OLS results when we instrument the employer concentration with the adjusted lottery win rate. Robust standard errors clustered at baseline market level. *p < 0:10, **
p < 0:05, *** p < 0:01.
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Firms �le for LCA
and offer wages att

Meets requirement:
LCA gets accepted

Doesn't meet
requirement:

LCA gets denited

Firms submit I-129 documen-
tation with individual wage att

Applications enter lottery sys-
tems att (if exceeds 85,000)

Applications
approved from lottery

Application de-
nied from lottery

The approved workers be-
gin their H-1B status att

Firms �le for LCA at t + 1

FIGURE 2.1: H-1B Applications Procedures

Notes.This �gure presents a �owchart that outlines the main steps involved in applying for a new employment H-1B

visa.
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FIGURE 2.2: Number of H-1B Petitions and Employers

Notes. This �gure presents annual data on the number of H-1B petitions (represented by bars) and the number of
employers requesting H-1B workers (shown by connected lines) spanning from FY2009 to FY2021.
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FIGURE 2.3: US Labor Market HHI vs H-1B Labor Market HHI, 2016

Notes. The �gures compare the CZ-level HHI between the overall U.S. labor market in 2016, taken from Azar et al.
(2020) (above) and H-1B labor market de�ned based on FY 2016 LCA data, which represent latent demand for H-1B
workers (below). A darker color indicates a higher level of concentration.
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FIGURE 2.4: HHI Trend

Notes. This �gure displays the trend of the weighted average HHI from 2009 to 2022 for the H-1B labor market as
de�ned in different ways. We calculate the yearly HHI by taking the weighted mean HHI for every labor market within
the same year. The numbers of H-1B cases submitted in each labor market are used as weights.
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FIGURE 2.5: First Stage Mechanism - Binned Scatterplot

Notes.This �gure presents a binned scatterplot, where employers' size is depicted based on the number of petitions they
submit and the proportion of initial workers they request. This analysis accounts for CZ, year, and 2-digit NAICS �xed
effects. The x-axis shows the number of H-1B petitions submitted by a �rm, which serves as our proxy for �rm size.
Meanwhile, the y-axis represents the percentage of new employment relative to the total petitions submitted by �rms.
Our �ndings indicate that smaller �rms tend to request a relatively higher percentage of new employment.
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FIGURE 2.6: Lottery Win Rate by CZ, FY2014–FY2019

Notes.The �gures illustrate the average lottery win rates at the CZ level. We determine win rates by dividing the number of successful lottery petitions by the total number
of lottery-subject petitions within a CZ. Note that the lottery win rate for each commuting zone vary from year to year.
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FIGURE 2.7: Realized vs Simulated Lottery Win Rate, FY2014–FY2019

Notes. The �gures illustrate the realized win rate distributions that approximate the simulated lottery win rates using
the yearly win rates. For each labor market (CZ� NAICS� year), we use the yearly win rate to simulate individuals'
lottery rates using a binomial distribution. We repeat this exercise 50 times and plot the simulated density plots using
the Epanechnikov kernel with a bandwidth of 0.01.
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FIGURE 2.8: Heterogeneity–Employment Type

Notes. This �gure shows the impact of concentration on wages along with the 95th percentile con�dence intervals
for different types of petitions submitted by �rms in the bottom half of the size distribution. See Equation 2.3 for the
speci�cation.
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FIGURE 2.9: Heterogeneity–NAICS

Notes.This �gure shows the impact of concentration on wages for the top 4 industries and 95th percentile con�dence
intervals for petitions submitted by �rms in the bottom half of the size distribution. See Equation 2.3 for the speci�cation.
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FIGURE 2.10: Difference Between Prevailing and LCA Wage

Notes.This �gure shows the difference between the prevailing wage and the wage indicated on LCA applications. The
x-axis represents the logarithm of the absolute difference between the prevailing wage and the LCA posted wages. The
concentration of data points around 0 indicates that a signi�cant number of wages are set at the legal minimum.
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3. Innovation and the Enforceability of Noncompete
Agreements

Coauthored with Matthew S. Johnson and Michael A. Lipsitz.

3.1 Introduction

Over the last several decades, the U.S. labor market has experienced a pronounced de-

cline in dynamism, as measured by declining job and worker reallocation (Decker et al.,

2020), declining internal migration (Molloy et al., 2016), and a range of other factors (Ak-

cigit and Ates, 2021). A key concern with these trends is how they a�ect the pace of

innovation. A �uid and dynamic labor market facilitates interactions between skilled in-

ventors and spreads knowledge, both of which are key to the development of ideas that

lead to innovation (Akcigit et al., 2018). However, such movements can be costly to �rms

because they allow valuable ideas to spread to competitors (Dasaratha, 2023); a dynamic

labor market could thus discourage �rms from investing in R&D, potentially translating

into lower rates of innovation. While the relationship between business dynamism and

innovation has been explored theoretically (e.g, Akcigit and Ates (2023)), it has proven

di�cult to examine empirically given the range of related macroeconomic trends over the

same period.

A common way that employers prevent the movements of inventors and other inno-

vative workers is with noncompete agreements (NCAs): contractual restrictions that pro-

hibit workers from joining or starting a competing �rm. 1 How the legal enforceability of

NCAs�the key policy lever governing their use�a�ects innovation has been the subject

of contentious debate. By construction, NCAs limit job mobility, which limits associated

inventor interactions and knowledge spread. These limitations potentially hamper innova-

tion: Gilson (1999) hypothesized that Silicon Valley overtook Massachusetts' Route 128 as

a major technological hub due to NCAs being unenforceable in California. On the other

1 As examples of their prevalence in innovative workplaces, 35% of surveyed workers in “Computer, Mathematical"
occupations had signed NCAs in 2014 (Starr et al., 2020), and 54.2% of surveyed �rms in “Information" industries used
NCAs for at least some workers in 2019 (Colvin and Shierholz, 2019).
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hand, others argue that enforceable NCAsfacilitate innovation (Barnett and Sichelman,

2020) by solving an investment hold-up problem that discourages �rms from investing in

R&D and workers' human capital (Rubin and Shedd, 1981; Grossman and Hart, 1986). This

conceptual ambiguity has spilled over into policy discussions, most notably manifested in

the Federal Trade Commission's 2023 proposal to ban NCAs2 and di�ering opinions on how

such a ban would a�ect innovation.3

This paper provides comprehensive evidence that stricter enforceability of NCAs (that

is, a legal environment that makes it easier for �rms to enforce NCAs) reduces innovation,

as measured by multiple measures of the quantity and quality of patenting. We: 1) use

a dataset that measures NCA enforceability according to legal scholars and contains the

universe of relevant legal changes; 2) distinguish between NCA enforceability's e�ect on

truly innovative versus purely strategic patents; 3) provide evidence to reconcile the con-

trasting theoretical predictions of how NCA enforceability a�ects the innovative process;

and 4) estimate the e�ect of enforceability on economy-wide innovation using a method

that accounts for potential cross-state spillover e�ects.

To estimate how changes in NCA enforceability a�ect state-level patenting, we use a

dataset from Johnson et al. (2023) that quanti�es multiple dimensions of NCA enforceability

for all 50 states and the District of Columbia for each year from 1991 to 2014. The dataset

draws from the work of leading legal scholars to generate a numerical measure of states'

enforceability of NCAs. Changes to NCA enforceability over this period were evenly spread

out across geographic regions and typically arose from precedent-setting judicial decisions.

We combine this enforceability dataset with rich data on patenting from the US Patent and

Trademark O�ce (PTO) and other sources that enable us to track rates of patenting, and

2 Federal Trade Commission, “FTC Proposes Rule to Ban Noncompete Clauses, Which Hurt Workers and
Harm Competition,” January 5, 2023.https://www.ftc.gov/news-events/news/press-releases/2023/01/
ftc-proposes-rule-ban-noncompete-clauses-which-hurt-workers-harm-competition , accessed Febru-
ary 2024.

3 MIT Sloan Management Review, “Will a Noncompete Ban Impact Innovation Be-
yond Tech Hubs?,” June 28, 2023. https://sloanreview.mit.edu/strategy-forum/
will-a-noncompete-ban-impact-innovation-beyond-tech-hubs/ , accessed February 2024.
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the quality thereof, across states, technology classes, inventors, and �rms over time.

Our primary measure of innovation is the number of (eventually granted) patent appli-

cations in a given year, weighted by the number of forward citations each patent receives.

To avoid the bias that can arise from estimating the e�ect of a treatment that not only

changes across states in a staggered fashion (Goodman-Bacon, 2021), but also is continuous

and can increase or decrease in value, we conduct a stacked event study design around a

state's �rst law change (Cengiz et al., 2019; De Chaisemartin and D'Haultfoeuille, 2022a).

We �nd that when a state makes NCAs easier for �rms to enforce (that is, when enforce-

ability becomes �stricter�), that state experiences a statistically and economically signi�cant

decrease in patenting. The average enforceability increase during our sample period led to

a 16-18% reduction in the number of (citation-weighted) patents granted in a state. Event

study estimates reveal that this e�ect grows over time and is persistent for at least 10

years. An average-sized NCA enforceability increase reduces patenting by roughly as much

as: a 10 percent increase in the tax price of R&D (Bloom et al., 2019), moving a com-

puter scientist from a technology cluster at the75th percentile size to one at the median

size (Moretti, 2021), and a one standard deviation increase in exposure to Chinese import

penetration (Autor et al., 2020). . We must be careful to interpret a change in patent-

ing as a change in innovation. First, patents noisily measure true innovation: they vary

enormously in their value and importance (Schankerman and Pakes, 1986; Trajtenberg,

1990). If changes to NCA enforceability only a�ect low-value patents, it would be di�cult

to conclude that NCA enforceability matters for underlying innovation. While our baseline

measure�forward citation-weighted patent counts�accounts for this issue to some extent

(Hall et al., 2005), we consider additional measures of quality including whether a patent's

forward-citation count is in the top 1%, 5%, or 10% of its technology class, and whether it is

a �breakthrough� patent based on textual similarity to previous and subsequent work (Kelly

et al., 2021). Based on each of these measures, higher enforceability reduces high-quality

patents by just as much as�if not more than�lower-quality patents.

A second reason changes in state-level patenting might not re�ect changes in state-level
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innovation is that �rms' decisions to patent a new idea is also a strategic choice. Because

NCAs reduce the risk that a �rm's ideas leak to its competitors, stricter NCA enforceability

might make �rms feel less compelled to patent new ideas without a�ecting the number

of ideas they discover. We provide two pieces of evidence indicating that this strategic

margin cannot fully explain the e�ects we �nd on patenting. First, we �nd that strict

NCA enforceability reduces patenting in the pharmaceutical and medical device industries,

where the risk of reverse engineering leads �rms to patent almost all new ideas (Cohen

et al., 2000). Second, using measures from Glaeser (2018), we �nd no detectable e�ect of

NCA enforceability on �rms' use of valuable trade secrets, implying �rms are not merely

substituting one form of protecting ideas to another.

How do our results square with the contrasting arguments that have characterized the

debates regarding the relationship between NCA enforceability and innovation? In the sec-

ond part of the paper, we revisit these arguments. We start with Gilson (1999)'s hypothesis

that strict NCA enforceability slows innovation by sti�ing inter�rm knowledge transfer and

start-up vitality. 4 Consistent with Gilson's argument, we �nd that innovative industries

experience less job mobility, lower new business formation, and an especially large drop in

patenting among start-ups when states make NCAs more easily enforceable. To the extent

that worker mobility across �rms spreads tacit technological knowledge (Saxenian, 1994),

increases inventor interaction (Akcigit et al., 2018), and that startups function as �engines

of innovation� (Chatterji et al., 2014), these e�ects could partially explain why stricter NCA

enforceability lowers overall innovation.

What about the counterargument that NCAs solve holdup problems (e.g., Grossman

and Hart (1986)), raising �rms' willingness to invest in R&D, training, and other inputs

into innovation? Is this e�ect non-existent, or just dominated by countervailing forces? To

investigate, we examine investment and innovative activity in publicly-traded �rms using

Compustat and the Duke Innovation & Scienti�c Enterprises Research Network (DISCERN)

4 Lobel (2013) argues that another way enforcing NCAs can dampen innovation is by reducingworker incentives to
invest in discovering new ideas.
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database (Arora et al., 2021). Consistent with the holdup story, we �nd that stricter NCA

enforceability leads �rms to increase intangible investment but leaves physical investment

unchanged.5 However, stricter NCA enforceability still leads to a large decline in (over-

all, citation-weighted, and value-weighted) patenting within �rms. That is, any potential

gain from enhanced investment is more than o�set by the countervailing e�ects of reduced

knowledge transfer and inventor interaction.

In the �nal part of the paper, we consider how NCA enforceability a�ects the economy-

wide e�ects of innovation. Our state-level estimates may misrepresent this economy-wide

e�ect if NCA enforceability changes in one state have spillover e�ects across state lines. On

the one hand, these spillover e�ects might be positive if stricter NCA enforceability in one

state simply reallocates innovative activity to other states. Anecdotes abound of technol-

ogy workers leaving Route 128 in Massachusetts (a state that broadly enforces NCAs) to

found new �rms in California's Silicon Valley (where NCAs are unenforceable) (Saxenian,

1994). If ideas that would have been discovered in the Route 128 corridor instead were

eventually discovered in Silicon Valley, then NCA enforceability in one state might not

matter for overall innovation. On the other hand, these spillover e�ects might be negative,

either because multi-state �rms reallocate resources to high-enforcing states or because the

discovery of ideas is a cumulative process that crosses state lines.

We introduce a novel approach to examine the overall e�ects of enforceability on in-

novation that accounts for such spillovers. We change the unit of observation fromstate

to technology class(3-digit CPC code). Intuitively, we make use of variation in the base-

line dispersion of CPCs' patenting rates across states. CPCs with initial concentration in

patenting in states that subsequently experience NCA enforceability increases had higher

�exposure� to strict enforceability than CPCs with initial concentration in states with-

out changes (or that went on to decrease enforceability). If state-level NCA enforceability

changes simply reallocate innovation across state lines, then such CPC-level exposure would

5 Jeffers (2023) also investigates this relationship using a slightly different empirical strategy. Unlike us, Jeffers (2023)
�nds that strict enforceability increases physical investment with no effect on intangible investment. Our �ndings mirror
Shi (2023), who considers the effect of NCAuseon investment.
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have zero e�ect on CPCs' overall patenting.

This is not what we �nd: CPCs more exposed to NCA enforceability increases had

signi�cantly lower rates of patenting than CPCs less exposed. Our estimates imply that

if all states experienced an average-sized NCA enforceability increase, the average CPC's

citation-weighted patenting would decrease by 23%. Comparing this to our state-level

estimates (which imply that the same-sized enforceability increase in a single state would

lead a typical CPC's in-state patenting to decrease by 18.4%) suggests that the state-level

analysis slightly under-estimates the e�ect of enforceability on overall innovation, due to

negative spillovers within technology classes across state lines.

This paper contributes to a wide literature that has considered various aspects of the

relationship between NCA enforceability and innovative activity. Several studies have ex-

amined the e�ects of NCA enforceability on �rm investment, entrepreneurship, and inventor

migration�what might be considered inputs in the innovation process. Je�ers (2023) �nds

that stricter NCA enforceability leads to higher investment in publicly-traded �rms, but

also leads to a decrease in new �rm entry. Starr et al. (2018), Baslandze (2022), and Marx

(2021) also �nd lower rates of employee spino�s and entrepreneurship in states that enforce

NCAs. Speci�c to inventor mobility, Marx et al. (2015) �nds that inventor outmigration

increased when Michigan made NCAs more enforceable, and Mueller (2022) �nds that strict

NCA enforceability makes inventors more likely to switch industries.6

Other studies have considered the role of �rms' strategic decisions in the relationship

between enforceability and innovation. Conti (2014), using two NCA law changes (in Texas

and Florida), estimates that increased NCA enforceability leads �rms to undertake riskier

R&D projects. In contrast, using a broad set of NCA law changes, Xiao (2022) �nds that

stricter enforceability promotes �exploitative� invention (that builds on prior knowledge) but

sti�es �exploratory� invention (that departs from existing knowledge) in the medical devices

6 Other papers provide indirect evidence on the relationship between NCAs and innovation: Samila and Sorenson
(2011) show that an expansion in the supply of venture capital �nancing leads to a larger increase in patenting in states
that (in the cross-section) have lower NCA enforceability, and Belenzon and Schankerman (2013) �nd that knowledge
spillovers from university patents have wider geographic scope in states that have lower NCA enforceability.
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industry. Kang and Lee (2022) �nd that a decrease in NCA enforceability in California

led �rms to make a strategic substitution between patents and secrecy. One challenge

to comparing the �ndings from these papers is they all use di�ering subsets of NCA law

changes and di�erent subsets of industries.

Two contemporaneously written papers �He (2023) and Rockall and Reinmuth (2023)�

also examine the e�ects of NCA enforceability on innovation. He (2023), using data on NCA

laws from Ewens and Marx (2018), �nds that stricter NCA enforceability reduces rates of

patenting and the value of patents. Like us, Rockall and Reinmuth (2023) start with Bishara

(2010) to measure NCA enforceability in the cross section, but they use a di�erent source

than we do to identify and measure state-level changes in enforceability over time. They also

�nd negative e�ects of state-level enforceability increases on patenting, with magnitudes

quite similar to ours.

Our paper contributes to these literatures by providing a comprehensive analysis of

how NCA enforceability a�ects innovation. We use an exhaustive and carefully-measured

database of NCA enforceability, use multiple methods to distinguish between �true� inno-

vation and strategic patenting, and show that state-level NCA law changes do not simply

reallocate innovative activity across state lines. As such, our paper addresses the several

issues that Barnett and Sichelman (2020) highlight have made it challenging to derive

substantive conclusions from extant literature on this subject. Additionally, we provide

secondary analysis to reconcile the competing predictions regarding the e�ects of NCA

enforceability on knowledge transfer (increasing innovation) and �rm investment in R&D

(decreasing innovation). Finally, our test for the reallocation e�ect of NCA enforceability

across state lines o�ers both a substantive and methodological contribution to understand-

ing how state-level policies a�ect innovation, when inventors and other innovative input are

mobile across state lines.7

7 Bryan and Williams (2021) discuss how the relocation responses of inventors and �rms to tax policies makes it
particularly challenging to estimate the effects of tax incentives on overall innovation. Akcigit et al. (2022) attempt to
overcome this challenge by estimating effects of state-level tax incentive changes on incumbent inventors that did not
relocate; they �nd that the state-level reductions in patenting due to corporate tax rates are predominately due to the
(zero sum) relocation of �rms to lower-tax states, whereas personal income tax rates induce an actual innovation output
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We also contribute to prior work that has more generally considered the relationship be-

tween the dynamism of the labor market and innovation. Akcigit et al. (2018) show theoret-

ically and empirically that inventor interactions�which are facilitated (among other ways)

through job mobility across �rms�are crucial for the discovery of new ideas. Dasaratha

(2023) shows theoretically that �rms over-invest in �secrecy� (discouraging worker mobility

to protect investment) at the expense of �openness� (encouraging mobility to learn about

ideas), which results in ine�ciently low innovation in equilibrium. Our �ndings corroborate

this theoretical result: making NCAs more di�cult to enforce�which is akin to ensuring

�rms increase �openness��increases overall innovation, even though it leads to a decrease

in �rms' investment. Relatedly, our �ndings complement a literature that has explored the

causes and consequences of declining business dynamism in the U.S. Decker et al. (2020)

�nd empirically that declining responsiveness of �rms to idiosyncratic productivity shocks

largely explains the macro-level decline in the pace of job reallocation: our �ndings imply

that the steady increase in NCA enforceability since 1991 (Johnson et al., 2023; Rockall

and Reinmuth, 2023) could partially explain these trends. Akcigit and Ates (2023) build an

endogenous growth model with the theoretical �nding that declining intensity of knowledge

di�usion over time is a primary culprit for declining business dynamism: our paper sug-

gests that NCA enforceability could be a key driver of this decline in the pace of knowledge

di�usion.

3.2 Data and Empirical Methods

3.2.1 Main Datasets

To conduct our empirical analysis, we link panel data on state-level NCA enforceability

with several patent, job mobility and business dynamics datasets. We brie�y discuss these

datasets below and provide further details in Appendix B.1.

response.
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3.2.1.1 Measuring NCA Enforceability

The extent to which an NCA is legally enforceable is governed by employment law,

which is set at the state level. As described by Bishara (2010), the relative strength of

NCA enforceability varies widely across states, and over time within states, in sometimes

subtle but often meaningful ways. For example, there is substantial variation across states

in what is considered a �reasonable� NCA, or what is considered a legitimate business

interest that justi�es an NCA. Moreover, precedent�setting court cases�and, more rarely,

statutory changes�have led to changes within states in NCA enforceability.

We use a state-level panel dataset�constructed by Johnson et al. (2023), extending a

dataset created by Hausman and Lavetti (2021)� with annual measures of states' NCA en-

forceability for each of the 50 US states and the District of Columbia from 1991 to 2014. This

database draws from Bishara (2010) (an authoritative legal expert on NCAs)8 that identi-

�es seven quanti�able dimensions governing the extent to which an NCA is enforceable.9

Bishara (2010) develops a theoretically-grounded approach to quantify states' treatment of

each dimension on an integer scale from 0 (unenforceable) to 10 (easily enforceable), and he

proposes a weighted sum of these seven dimensions to create an overall enforceability index,

with weights based on legal reasoning regarding the likely importance of the dimension in a

court's ruling over an NCA's enforceability.10 Using these rules, Bishara (2010) quanti�ed

each dimension and an overall index for each state for the years 1991 and 2009. Hausman

and Lavetti (2021) and Johnson et al. (2023) carefully replicate the approach in Bishara

(2010) and extend the dataset for every year from 1991�2014.11 Overall, there were 82

changes in NCA enforceability over this period, 90% of which arose through case law rather

8 Bishara (2010) draws from a series of legal treatises titled “Covenants Not to Compete: A State by State Survey,”
updated annually by Brian Malsberger.

9 For example, one dimension (Q3a) indicates the extent to which employers are legally required to compensate workers
that sign NCAs at the beginning of a job spell. Another dimension (Q8) re�ects whether the NCA is enforceable when
the employer terminates the employee who signed the NCA (as opposed to a voluntary separation).

10 Subsequent research uses con�rmatory factor analysis as an alternative approach to determine these weights, and
settles on an essentially identical weighting scheme as Bishara (Starr, 2019)

11 Law students at Ohio State University and Duke University used Bishara's internal notes and the annual Malsberger
treatises to construct the enforceability database.
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than statutory changes. Johnson et al. (2023) provide further details of the construction of

this database, justi�cations of the cardinality of the index, as well as extensive institutional

background and empirical evidence that within-state changes to NCA enforceability were

orthogonal to underlying trends in economic, social, and political forces.

3.2.1.2 Data on Patents and Other Measures of Innovative Activity

We begin with public-use administrative data (PatentsView) on the universe of granted

utility patent applications submitted to the United States Patent and Trademark O�ce

(USPTO) between 1991 and 2014.12 For each patent, we obtain the name and address

of the inventors and the assignees,13 and we assign each patent to a state based on the

inventor's state of residence (assigning fractional patents in the case of multiple inventors:

e.g., for a patent with three inventors residing in three di�erent states, we assign1
3 of a

patent to each state). Each patent also has a unique patent number, application date, and

a grant date. We focus on the year of application (Akcigit et al., 2022) for our empirical

analysis, because it may take multiple years for a patent to be granted after the initial

application.14

Many patents generate little to no value (Hall et al., 2005; Allison et al., 2003). Our

primary measure of innovation therefore weights each patent by the number of citations

that the patent receives after its publication, otherwise known as �forward citations" (Tra-

jtenberg, 1990; Lanjouw and Schankerman, 2004; Hall et al., 2005). Because citation counts

are not necessarily comparable across time (more recent patents mechanically have less time

to accumulate citations) or across technology class (some technologies might rely on prior

knowledge more than others), we take each focal patent's citations received within the �rst

12 According to the USPTO, utility patents are “issued for the invention of a new and useful process, machine, manufac-
ture, or composition of matter, or a new and useful improvement ... Approximately 90% of the patent documents issued
by the USPTO in recent years have been utility patents, also referred to as “patents for invention;” see USPTO for more
details. It is common practice to only consider utility patents as measures of innovation (e.g., Hall et al. (2001)).

13 The entity that owns the property right to the patent is known as the assignee. In our sample, around 89% of the
patents are assigned to a U.S. company or corporation. The remaining 11% of assignees are distributed among US
individuals, various categories of governmental entities, and other categories.

14 According to the USPTO, it takes an average of 25.6 months after a patent application is submitted for the patent to
be granted. See:https://www.uspto.gov/dashboard/patents/pendency.html .

68



�ve years after it was granted and normalize that number by the average forward citation

count in the focal patent's three-digit CPC code (Hall et al., 2005; Arora et al., 2023)15 and

grant year cohort. We consider the (raw) count of patents in robustness checks.

We use additional datasets in secondary analyses to examine other dimensions of inno-

vative activity. We use the Census Bureau's Job-to-Job (J2J) Flows dataset to measure the

mobility of workers across �rms. We use the Census Bureau's Business Dynamics Statistics

(BDS) to measure new business formation and use the Crunchbase dataset16 to measure

startup innovation performance. We use Compustat and the Duke Innovation & Scienti�c

Enterprises Research Network (DISCERN) database (Arora et al., 2021), which links the

USPTO and Compustat data, to examine�rm-level innovative activity in publicly-traded

�rms. We discuss the details of these datasets in Section 3.4.

3.2.2 Empirical Strategy: Stacked Difference-in-Differences

Our empirical setting includes continuous (nonbinary) changes in NCA enforceability

which occur at di�erent times in di�erent states. Furthermore, states may have multiple

law changes over the sample period. To avoid the potential biases that can arise from using

the traditional two-way �xed e�ects approach in such a setting (Goodman-Bacon, 2021;

De Chaisemartin and D'Haultfoeuille, 2022b), we conduct a �stacked� event-study analysis

around a state's �rst law change during our sample period. The stacked design has been

used in other recent applied settings (Cengiz et al., 2019; Deshpande and Li, 2019), and

De Chaisemartin and D'Haultfoeuille (2022a) show that the treatment e�ect of a unit's

�rst change can be estimated without bias. We create an analysis sample which �ts this

design, and which has pre- and post-periods su�ciently long to detect dynamic e�ects, by

identifying the subset of NCA law changes that satisfy the following criteria: 1) are a state's

�rst law change during the sample period; 2) occur at least four years after the start of

15 Each patent has a technological classi�cation following the Cooperative Patent Classi�cation (CPC) scheme. Patents
can be separated into 9 sections (1-digit CPC) or 125 subsections (3-digit CPC). Seehttps://www.uspto.gov/web/
patents/classification/cpc/html/cpc.html for details.

16 Crunchbase is a startup directory that includes a set of high growth oriented private �rms and startups backed by
Venture Capital and Private Equity funding.
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our sample period (1991); 3) occur at least 10 years before the end of our sample period

(2014); and 4) are not followed by subsequent countervailing law changes. We use the 11

states that never experienced a law change during our sample period as the set of control

states. For each treatment state, we create a �subexperiment� (hereafter, a �block�): a panel

dataset for that treatment and the control states comprising the four years prior and ten

years following the treatment state's law change.

We take one additional step to re�ne our analysis sample. The distribution of patent

counts 1) is prone to outliers, and 2) varies widely across states in the cross section (in both

level and trend). While these features should not in theory bias our estimates if NCA law

changes are orthogonal to prior patenting activity, in practice they can make our estimates

sensitive to pre-existing trends in a small number of outlier states. In particular, California's

trend (and level) of patenting vastly outpaced all other states, especially during the dot-com

technology boom of the 1990s. Since California experienced a (relatively small) change in

NCA enforceability in 1998,17 the rapid pace of innovation in California generates a pre-

trend for this law change. A similar situation applies to the state of Washington, which

also experienced a rapid acceleration in innovation during the dot-com boom of the 1990s

and experienced an NCA law change in 2004. For these two states, there is no reasonable

control group: their trend in innovation is �out-of-support" with respect to the trends in

control states over the four years prior to treatment. We thus omit those two treated states

from our primary analysis. That is, we omit blocks for which the treated state has the

most extremelinear trend in patenting in the pre-period (in either the positive or negative

direction) compared to control states; these omitted states end up being California and

Washington, as well as the state of Vermont.18

Figure B.1 provides a visual representation of the speci�c states that meet the criteria

17 Though noncompetes have been essentially unenforceable in California since the 1800s, a 1998 case con�rmed that
judicial modi�cations to contracts–in order to make otherwise unenforceable contracts enforceable–were not allowed,
leading to a small decrease in our measure of enforceability.

18 In robustness checks, we add these omitted treated states back into our analysis and obtain noisier, but larger, effect
sizes.
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to be included in our estimation sample. Figure B.2 shows that the subset of law changes

that we use is broadly representative of the full variation in NCA enforceability over our

sample period: the distribution of both the level of NCA enforceability (Panel a) and the

size of enforceability changes (Panel b) is similar for the full set of states and the subset

of states in our estimation sample. This comparison suggests that the subset of states we

examine broadly captures the variation in NCA enforceability across the entire country.

Formally, we estimate the following model:

Ys;t;b = b1 � En f orceabilitys;t + r s;b + gt;b + es;t;b; (3.1)

where s indexes states,t indexes year, andb indexes block. Our two primary outcomes

of interest, Ys;t;b, are 1) annual patent counts weighted by the number of forward citations

(described in Section 3.2.1.2), and 2) raw annual patent counts. The coe�cient of interest,

b1, estimates the e�ect of a change in NCA enforceability on the outcome variable, relative

to the �clean control� states. r s;b is a state by block �xed e�ect, and gt;b is a year by block

�xed e�ect. Finally, es;t;b is the error term. We weight each observation by the sum of

normalized citation-weighted patent counts in the pre-period.We report robust standard

errors clustered at the state by block level (Cengiz et al. (2019)).

In some speci�cations, we amend our approach so that the unit of observation is a

state-CPC-block-year, rather than state-block-year. That is, we estimate how changes in

NCA enforceability a�ect state-level patenting rates within technology classes. In these

speci�cations, blocks are de�ned at the state-by-CPC level, meaning that the estimating

equation does not change, except for the de�nition ofb.

3.3 The Effect of NCA Enforceability on State-Level Innovation

Figure 3.1 presents coe�cients from an event study regression analogous to Equation 3.1

that estimates the e�ect of NCA enforceability on state-level patenting in each year relative

to a state's �rst law change. In Panels (a) and (b), the outcome variable is normalized

citation-weighted patent counts, respectively estimated at the state-CPC level and the state

level. For both levels of analysis, the event study graphs reassuringly do not demonstrate
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di�erential trends prior to the year of the treatment state's �rst law change. In the post

period, the coe�cients in each panel become negative just after the year of the law change

and gradually become more negative over the following ten years, indicating that an increase

in NCA enforceability leads to a decline in patenting that increases in magnitude over time.

The overall di�erence-in-di�erence estimate (reported in the upper right corner of each

�gure, as well as in Column 1 of Table B.1) reveals that these e�ects are statistically

signi�cant and economically meaningful. Among the treatment states in our estimation

sample, the average magnitude (in absolute value) of initial enforceability changes was

equal to 0.080 (on a 0 to 1 scale). Thus, an increase in enforceability of average size

induced a decrease in normalized citation-weighted patenting of 18.4% within CPC, and

15.7% at the state level.

In Panels (c) and (d) of Figure 3.1, the dependent variable is raw (unweighted) patent

counts. The coe�cients are somewhat smaller but qualitatively similar.

One useful way to interpret our estimates is by comparing their magnitude to how

other economic and policy factors a�ect innovation. We estimate that an average-sized

NCA enforceability increase leads to a 16-18% decline in citation-weighted patenting. A

16% reduction in patenting is comparable to the e�ect of: a 10 percent increase in the tax

price of R&D (Bloom et al., 2019), moving a computer scientist from a technology cluster

at the 75th percentile size to one at the median size (Moretti, 2021), and a one standard

deviation increase in exposure to Chinese import penetration (Autor et al., 2020).19 Another

constructive comparison is Akcigit et al. (2022), who analyze the impact of personal income

and corporate tax rates on innovation. They estimate that both higher personal and higher

corporate tax rates decrease innovation, with the elasticity of state-level patents in response

19 Speci�cally, Moretti (2021) �nds that the elasticity of inventor productivity (measured by the number of annual
patents �led) with respect to cluster size is 0.0676. To put this in context, a computer scientist moving from a cluster at
the median size in computer science to one at the 75th percentile of size would experience a 12.0 percent increase in the
number of patents �led per year. Bloom et al. (2019) report that a 10 percent fall in the tax price of R&D generates at
least a 10 percent increase in R&D in the long run, based on a reasonable summary of the estimated elasticities found
in this literature. Autor et al. (2020) found that a one standard deviation increase in import penetration from China is
estimated to reduce �rm-level patent counts by 10–15 percent.
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to personal income (corporate) net-of-tax rates ranging from 0.8 to 1.8 (1.3 to 2.8).20

Table B.1 shows that the negative estimated e�ect of NCA enforceability on state-

level patenting is robust to a range of potential confounds and speci�cation concerns. We

consider: the full sample (including the �out of support" treatment states, California, Wash-

ington and Vermont); weights based on 1991 normalized citation weighted patent counts; a

binary (rather than continuous) NCA score change variable; positive and negative changes

only; using ordinary least squares instead of Poisson pseudo-maximum likelihood; using a

Census region by year by block �xed e�ect; and using two-way �xed e�ects (rather than

the stacked estimator) on the baseline sample and the full sample. By and large, our

main estimate is quite robust, and indeed conservative compared with many other possible

estimates. We describe these results further in Appendix B.3.

3.3.1 Does a Change in Patenting Re�ect a Change in the Pace of Innova-
tion?

Changes in state-level patent counts might not necessarily re�ect changes in the state-

level pace of innovation, particularly in our context.

One issue is that many patents generate little to no private value to �rms (Hall et al.,

2001; Kline et al., 2019), let alone social value. If NCA enforceability only a�ects the

creation of relatively low-value patents, its impact on underlying innovation may be mini-

mal. Our �nding that NCA enforceability similarly a�ects raw and citation-weighted patent

counts indicates that this scenario is unlikely; however, the number of citations is a noisy

measure of a patent's �value� (Ja�e et al., 2000; Hall et al., 2001). We thus follow prior

studies to consider several alternative approaches to capture a patent's contribution to in-

novation: (a) patents in the top 1, 5, and 10% of the normalized citation distribution of

their �cohort� 21 (Gambardella et al., 2008; Abrams et al., 2013), and (b) �breakthrough�

patents based on a given patent's textual similarity to previous and subsequent work.22

20 Our estimate is not directly comparable to Akcigit et al. (2022) since we do not report estimates as elasticities.

21 We de�ne a “cohort” as patents granted in the same year.

22 Breakthrough patents qualitatively differ from previous patents but are strongly associated with successive innovation;
see Kelly et al. (2021).
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A second issue is that changes in NCA enforceability could a�ect �rms' strategic de-

cisions to protect new ideas, rather than a�ecting the creation of those ideas. Firms do

not patent every new discovery: to apply for and maintain a patent can be costly,23 and

�rms have other means to protect newly-developed trade secrets and other discoveries (Co-

hen et al., 2000).24 If stricter NCA enforceability makes it harder for workers to move to

competitors (and bring newly-discovered ideas with them), it might make �rms feel less

compelled to patent new discoveries. That is, NCA enforceability might be a substitute for

patents as a source of knowledge protection. If so, the relationship observed in Figure 3.1

might simply re�ect fewer new ideas getting patented, rather than fewer new ideas being

generated.

To examine this concern, we take two approaches. As our �rst approach, we use the

number of state-level (forward-citation�weighted) patents in the medical devices and phar-

maceutical sectors25 as an outcome variable. Cohen et al. (2000) show that patents are

the most e�ective way to protect product innovation in these industries due to the ease

of reverse engineering. As a result, nearly all new product discoveries in these sectors are

patented. Thus, any change in patenting in these sectors is likely to re�ect changes in the

discovery of new ideas, rather than changes in �rms' strategic protection of ideas.

As our second approach, we directly test whether NCA enforceability changes in�uence

�rms' use of valuable trade secrets. The use of trade secrets complements the use of NCAs

(since NCAs make it less likely that workers will have the opportunity to share trade secrets

with competitors) and substitute for the use of patents as a way to protect innovation.

This strategic margin could alter the interpretation of our results thus far, if a decrease in

patenting merely re�ects a change in how �rms protect new ideas. If substitution between

these forms of protections does occur, we would expect that �rms wouldincrease their use

of trade secrets when NCA enforceability increases. We use data on trade secret usage by

23 According to Leavitt & Eldredge, a �rm's costs associated with �ling a utility patent can range from $7,000 to
$20,000.

24 See Ganglmair and Reimers (2019) for a discussion of the relationship between trade secrecy and innovation.

25 We de�ne these two sectors based on CPC codes, following Belenzon and Schankerman (2013).
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publicly-traded �rms. Public �rms are legally required to discuss valuable trade secrets in

their 10-K �lings. Glaeser (2018) scraped 10-K �lings to determine which �rms report using

trade secrets in which years. To use this data, we must measure the NCA enforceability

that a given �rm faces, which is complicated by the fact that most publicly-traded �rms

operate in multiple states. Since NCA enforceability is determined by state employment

law, the most relevant law is the law in the state in which a worker works, not the state

in which a �rm is headquartered. Thus, simply using the NCA enforceability score of a

�rm's headquarter's state would result in severe measurement error and attenuation bias.

We construct a �rm-speci�c NCA score in each year that is a weighted average based on a

�rm's employee-inventors' locations. That is, �rst, we link patents in the USPTO data to

�rms' unique identi�ers using the DISCERN database (Arora et al., 2021). Then, for every

patent �led between 1991�2014 in which �rm i is the assignee, we note the state in which

the patent was �led based on inventors' locations. We then calculate the share of �rmi's

patents over this period that were �led in each state s: wis = #Patentsis
å 51

s0= 1 #Patentsis0
. Firm i's NCA

score in yeart is a weighted average of the NCA score across all states in that year, with

weights equal to wis. The score therefore varies over time (as states change their laws),

though the weights do not (to avoid endogenous movement of �rms across states).

Since we measure �rms' exposure to NCA enforceability as a weighted average across

states, we cannot use the stacked design used thus far for this analysis. Instead, we estimate

the e�ect of NCA enforceability on �rm-level use of trade secrets:

Yit = b � NCA Scoreit + r r(i)t + i i + eit ;

whereYit is an indicator for use of trade secrets by �rmi in year t (from Glaeser (2018)),

and r and i are region-year and �rm �xed e�ects, respectively. We omit from the sample

�rms that never report using valuable trade secrets in their 10-K �lings at any point during

the sample period, which serves to e�ectively isolate the impact of NCA enforceability

among �rms for which trade secrets are presumably valuable.

75



Figure 3.2 displays results that examine the possibility that NCA enforceability only

impacts low-value patents, and the possibility that our results re�ect strategic substitution

of protections.26 Row (1) reports our baseline estimate on citation-weighted patents at

the state level for comparison. Rows (2) � (6) test whether NCA enforceability a�ects the

rate of patenting for patents that are most likely to be valuable or innovative. Rows 2, 3

and 4 show that stricter NCA enforceability leads to a reduction in patents with citation

counts in the top 1, 5, and 10%, though only the estimate for the top 10% is statisti-

cally signi�cant at conventional levels (possible due to the scarcity�by construction�of

patents in the top 1% or 5% leading those estimates to be underpowered). Rows 5 and

6 show that stricter NCA enforceability reduces both breakthrough and non-breakthrough

patenting, though the magnitude is substantially (and statistically signi�cantly) larger for

breakthrough patents.27

Row 7 of Figure 3.2 considers normalized citation-weighted patent counts in the medical

device and pharmaceutical sectors.28 We �nd a large and negative e�ect on medical device

and pharmaceutical patents, though the estimate is only statistically signi�cant at the 10%

level (p = 0:08).

Finally, Row 8 of Figure 3.2 considers the use of trade secrets by publicly traded �rms.

The coe�cient is positive, but it is not statistically signi�cant and the magnitude is very

close to zero; the point estimate implies that an average-sized NCA enforceability increase

leads to 1.2% higher probability that a �rm uses trade secrets (relative to a mean of 87.3%

usage in the data). The coe�cient is precisely estimated: the 95% con�dence interval rules

out an e�ect size of more than 2.9% from an average-sized law change. In other words,

strict NCA enforceability may indeed lead to some strategic substitution between the use

of NCAs and the use of patents; however the e�ect is nowhere near large enough to explain

the negative e�ects on patenting.

26 Appendix Table B.2 reports the regression output underlying this �gure.

27 The p-value on the difference between the breakthrough and non-breakthrough coef�cients is 0:079

28 We include separate observations for medical device and pharmaceutical patents, analogous to the model at the CPC
level, which accounts for the additional observations in Column 6 of Table B.2.
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These results collectively indicate that the reduction in state-level patenting caused by

strict NCA enforceability re�ects a reduction in underlying state-level innovation.

3.4 Interpreting our Estimates in Light of Contrasting Theoretical
Arguments

The paper's introduction described two arguments for how NCA enforceability could

a�ect innovation. One side argues that NCAs sti�e innovation by reducing the �ow of ideas

across �rms and the frequency and vitality of entrepreneurship (Gilson, 1999). Supporting

this view is evidence that interactions between inventors�which NCAs limit�are critical

for the discovery of new ideas (Akcigit et al., 2018). On the other side is the argument that

NCAs can enhance innovation by alleviating an investment holdup problem, increasing

�rms' incentives to invest in R&D and other knowledge inputs (Rubin and Shedd, 1981).

Our results thus far suggest that the former e�ect dominates the latter. In this section,

we examine intermediate outcomes and conduct heterogeneity analysis to understand the

extent to which these two contrasting arguments contribute to the aggregate e�ect of NCA

enforceability on innovation.

3.4.1 NCA Enforceability, Job Mobility, and Startup Activity

Gilson (1999)'s argument that NCAs sti�e innovation centers on the idea that strict

NCA enforceability limits the movement of workers between employers and to start-ups,

thereby limiting the spread of knowledge between �rms. We directly test if NCA enforce-

ability a�ects these intermediate outcomes.

Job Mobility: NCAs limit worker mobility by construction, and stricter NCA enforceability

can reduce job mobility more broadly by slowing labor market churn and making it more

costly for �rms to post vacancies (Johnson et al., 2023). Prior work has shown that stricter

NCA enforceability reduces job mobility (Johnson et al., 2023; Lipsitz and Starr, 2022;

Balasubramanian et al., 2016; Je�ers, 2023). We build on this work by testing whether NCA

enforceability a�ects job mobility in innovative industries, where the dynamic movements

of workers are most likely to spur the discovery of new ideas.

77



We measure rates of worker mobility using data from the Job-to-Job Flows29 (J2J) and

Quarterly Workforce Indicators30 (QWI) datasets compiled by the US Census Bureau. The

datasets contain information on total employment, the number of employee separations,

and the number of job-to-job changes,31 by state, year, quarter, sex, and age group, as well

as industry (for employment and separations) or industry-of-origin (for job to job changes).

We combine and aggregate the datasets to the state-industry-year-quarter-sex-age group

level, where industries are measured at the 2-digit NAICS level, and represent the industry-

of-origin (rather than destination) for J2J data.

The outcomes of interest are the count and rate of both job-to-job changes and overall

job separations, where rates are calculated as proportions of start-of-quarter employment.

An advantage of focusing on job-to-job changes (from J2J) is that these are the types of

job transitions most closely linked to NCAs, as such changes are likely due to on-the-job-

search or �rm poaching. An advantage of focusing on the overall separation rate (from

QWI) is that it is a more comprehensive measure of worker mobility and labor market

dynamism. We de�ne innovative industries based on the National Science Foundation's

(NSF's) classi�cation of high-technology industries (National Science Foundation, 2014).

Since NSF classi�es industries at the level of 4-digit 2002/2007 NAICS codes, we include

all 2-digit NAICS industries which contain any 4-digit industries classi�ed as innovative.

We estimate a regression comparable to Equation 3.1, with some minor changes. First,

we include an additional 2-digit NAICS-by-block �xed e�ect, a year-by-quarter-by-block

�xed e�ect (replacing the year-by-block �xed e�ect, since measures are reported at the

quarterly level), and controls for sex and age group which de�ne the bins in the J2J and

QWI data. Second, we weight each observation by a state�industry's total employment

29 U.S. Census Bureau. (2023). Job-to-Job Flows Data (2000-2019). Washington, DC: U.S. Census Bureau,
Longitudinal-Employer Household Dynamics Program, accessed on April 7, 2020 at https://lehd.ces.census.gov/data.
Version R2019Q1.

30 U.S. Census Bureau. (2023). Quarterly Workforce Indicators (1990-2022). Washington, DC: U.S. Census Bureau,
Longitudinal-Employer Household Dynamics Program, accessed on April 7, 2020 at https://lehd.ces.census.gov/data.
Version R2019Q1.

31 We measure job to job changes as new hires with no nonemployment spell or a short nonemployment spell.

78



in the baseline year (the �rst year in the block). Finally, whereas we estimate e�ects on

innovation using a 10-year post-period, we estimate e�ects of enforceability on job mobility

using a four-year post period window. We do this for statistical power: since the J2J data

begins in the year 2000, using a 10-year window would leave us with only one block (since

many of our treatment states' �rst law change occurred prior to 2000). Using a four-year

window enables us to include 2 additional treatment states with law changes occurring after

2004.

We report results in Panel A of Table 3.1. Column 1 shows that we estimate a negative

e�ect of NCA enforceability on the rate of job to job changes, signi�cant at the 10%

level. The coe�cient implies that an average-sized increase in NCA enforceability (0.080)

leads to a 2.7% reduction in job-to-job changes (relative to the sample mean of 0.062). In

Column 2 we estimate the same speci�cation, but with a Poisson regression on thecount (as

opposed torate) of job changes: the estimated coe�cient (� 0:342) is essentially identical

in (proportional) magnitude (implying a exp(0:08� � 0:342) � 1 = 2.7% reduction for an

average change) but is much more precise (p < : 01). Column 3 hints at why using counts

improves precision so much: stricter NCA enforceability has a negative (albeit noisy) e�ect

on employment.32 A change in both the numerator and denominator introduces noise into

the impact on the rate variable, making it clearer to interpret the e�ect in Column 2.

Finally, Column 4 shows that stricter NCA enforceability also negatively a�ects the overall

separation rate by a similar magnitude as it a�ects the more restricted job-to-job changes.

New Business Formation, and Startup Patenting: A longstanding literature posits that

entrepreneurship spurs innovation (Chatterji et al., 2014), and NCA enforceability might

a�ect the ability of new startup �rms to form and be successful. Prior studies have indeed

found that stricter NCA enforceability reduces rates of entrepreneurship (Je�ers, 2023;

Marx, 2021; Starr et al., 2018). Additionally, stricter NCA enforceability could attenuate

the �creative destruction� capacity of new �rm entrants that do form (Schumpeter, 1942),

32 This negative effect on employment could arise if, for example, stricter NCA enforceability expands �rms' monop-
sony power.
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for example by giving incumbent �rms superior access to human capital.

To measure the rate of new business formation, we use the Business Dynamics Statistics

(BDS) dataset from the U.S. Census Bureau, which contains annual measures of establish-

ment births and job creation from new establishment births. We use the BDS aggregated

at the state by 2-digit NAICS level and restrict attention to innovative industries (as used

in the job mobility analysis above).

To investigate whether NCA enforceability a�ects innovation performance among star-

tups that do form, we measure the count of state-level patents in which the assignee is a

startup. To identify whether an assignee is a startup, we conduct fuzzy linking between

USPTO and CrunchBase, an online database with business information on over 200,000

companies and 600,000 entrepreneurs, with extensive information on each company's name,

address, products, acquisitions, age, and other features. To link CrunchBase with USPTO,

we implement string fuzzy match using company names and addresses; see Appendix B.1

for further details.

We report results in Panel B of Table 3.1. Columns 5 and 6 reports estimates of the

e�ects on new business formation. We estimate that stricter NCA enforceability leads

to a substantial decline in both the counts of new establishment openings (Column 5)

and job creation from new establishment openings (Column 6). An average-sized increase

in NCA enforceability leads to a 3.1% decline in new business formation, and a 7.0%

decline in new job creation at new businesses. Column 7 reports our estimate that stricter

NCA enforceability reduces the number of state-level patents for which the assignee is a

startup: the coe�cient is negative, large in magnitude, and highly statistically signi�cant

(p < : 01). Column 8 provides a basis for comparison: at the state level, the impact of NCA

enforceability on citation-weighted patenting for all other companies is approximately half

that for startups, though the coe�cient is more noisily estimated.

The movement of workers between employers and to startups facilitates the spread of

knowledge across �rms and the interactions between inventors. By limiting such movements,

Gilson (1999) argued that strict NCA enforceability slows down innovation. Our results in

80



this section provide evidence that supports this argument.

3.4.2 NCA Enforceability, Investment, and Patenting Within Publicly-Traded
Firms

Even if stricter NCA enforceability reduces overall innovation by slowing down job

mobility and entrepreneurship, it could in theory increase innovation within incumbent

�rms by alleviating investment hold-up problems (Shi, 2023; Je�ers, 2023).

We examine this idea by testing the e�ect of NCA enforceability on investment and

patenting within publicly-traded �rms. We use the Compustat database and, following

Je�ers (2023) and Shi (2023), measure both intangible33 and physical investments.34 To

measure �rm-level patenting, we use the DISCERN database (Arora et al., 2021), which

links patents from the USPTO to Compustat. Since �rms operate across multiple states, we

use the weighted �rm-level NCA scores discussed in Section 3.3.1, as well as the estimating

equation reported in Equation 3.3.1.

We report results in Table 3.2. Columns 1 and 2 consider e�ects on �rm investment. We

estimate a positive and statistically signi�cant e�ect of NCA enforceability on intangible

investment (Column 1): the point estimate suggests that that an average-sized increase in

NCA enforceability leads intangible investment to increase by 10.4% (p = 0:005). However,

we estimate essentially no e�ect of NCA enforceability on capital investment.35 These

estimates suggest that stricter NCA enforceability may increase �rms' incentives to invest

in R&D.

While the results in Columns 1 and 2 suggest that enforceable NCAs may indeed al-

leviate an investment hold-up problem, investment is but one of many inputs into in-

33 Research and development expenses (xrd) scaled by one year-lagged total assets (at). Following Jeffers (2023), we
do not replace missing values of R&D with zeros. We topcode this variable at the 99th percentile in each year to prevent
undue in�uence from extreme outliers.

34 Capital investment less the sales of property (capxv-sppe) and scale by one-year lagged total assets (at). As with
intangible investment, we topcode at the 99th percentile and do not replace missing values with zeros.

35 These results are consistent with Shi (2023), who �nds that intangible investment is higher in �rms with a higher
proportion of executives under NCAs. They contrast somewhat with Jeffers (2023), who estimates that strict NCA
enforceability has a positive effect on physical investment but no effect on intangible investment. However, our mag-
nitudes are not directly comparable to those in Jeffers (2023) since we measure �rms' exposure to NCA enforceability
differently, examine a different set of legal changes, and use a different estimation sample.

81



novation. Despite this increase in investment, the remaining columns show that stricter

NCA enforceability still leads to a large decline in innovation within publicly-traded �rms.

Columns 3 and 4 report a statistically signi�cant negative e�ect on raw and normalized

citation-weighted patent counts, respectively. An average-sized increase in NCA enforce-

ability leads to a 26.8% percent decrease in patent counts and 31.8% percent decrease

in citation-weighted patent counts.36 In Column 5, we consider an additional measure of

patent quality, other than forward citations, that has been developed for publicly-traded

�rms: the excess stock returns on the date a patent is granted, which proxies for a patent's

private �nancial return (Kogan et al., 2017). Stricter NCA enforceability leads to a 22.6%

decline in patent �nancial value ( p = 0:043).

The negative e�ects of NCA enforceability on innovation are far-reaching, a�ecting both

startups and publicly-traded �rms, and even occurring within �rms . Additionally, this sec-

tion helps reconcile the con�icting theoretical predictions of this relationship: stricter NCA

enforceability might indeed increase �rm-level investment, but this increase in investment

is swamped by the other ways that NCA enforceability hinders innovation.

3.5 The Economy-Wide Impact of NCA Enforceability on Innova-
tion

The results in Section 3.3 indicate that increases in state-level NCA enforceability lead to

less innovation in that state, and Section 3.4 o�ers evidence of mechanisms underlying this

e�ect. However, enforceability changes in one state could have spillover e�ects on innovation

across state lines. If such spillover e�ects are present and economically meaningful, then

our state-level estimates might misrepresent the e�ect of NCA enforceability on overall

innovation.

On the one hand, these spillover e�ects might bepositive if changes in NCA enforce-

ability in one state reallocate innovation to other states. In a similar context, increases

36 These magnitudes are larger than what our state-level estimates (reported in Figure 3.1), but the estimates are not
necessarily comparable: these estimates are ofwithin-�rm (not within-state) effects, they do not include the in-support
restriction of our state-level estimates, and they are not from a stacked design. We note that when we estimate the state-
level effect of enforceability using two-way �xed effects and without the in-support restriction, our state-level estimate
is closer to these within-�rm estimates, as shown in Table B.1.
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in state corporate tax rates lead to a large out�ow of inventors to other states, causing a

big reduction in state-level patenting but little change in overall patenting (Akcigit et al.,

2022). In our context, inventors might move across state lines to escape NCAs (Marx et al.,

2015) and subsequently patent ideas elsewhere that they otherwise would have discovered

in their initial state. Such e�ects would lead our state-level analysis toover-estimate the

impact of NCA enforceability on economy-wide innovation.

On the other hand, these spillover e�ects might be negative. If �rms value high NCA

enforceability,37 then multi-state �rms might reallocate their internal resources toward high-

enforcing states. Moreover, innovation is a cumulative process and is the result of the reuse,

recombination, and accumulation of prior ideas (Murray and O'Mahony, 2007). A slowdown

in the discovery of ideas in one state could thus have ripple e�ects that reduce subsequent

innovation in other states within the same technology class. This scenario would lead our

state-level analysis tounder-estimate the e�ects of NCA enforceability on economy-wide

innovation.

To better understand the economy-wide e�ects of NCA enforceability, we change the

level of observations to thetechnology class(CPC) of patents. By examining patenting at

the level of the nationwide technology class, we avoid the possibility that our state-level

estimates are driven by cross-state reallocation. In particular, we examine whether tech-

nology classes whose geographic footprint exposed them to stricter NCA enforceability had

di�erential rates of patenting over our sample period. For idiosyncratic reasons, inventors

specializing in di�erent technology classes (measured by CPC codes) might be clustered in

di�erent states (Bell et al., 2019). As a result, CPCs with initial clusters in states that

experienced subsequent increases in NCA enforceability had higher �exposure� to NCA in-

creases than CPCs with initial clusters in states without changes (or states that decreased

enforceability). This CPC-level exposure measure enables us to estimate the broader e�ect

of NCA enforceability on innovation that accounts for potential spillovers across state lines.

37 This might occur because, for example, high enforceability enables �rms to pay lower wages (Johnson et al., 2023).
Marx (2021) �nds that higher NCA enforceability leads to an increase in �rm valuation.
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Formally, we measure the change in NCA exposure for CPCc over time period t as:

DExposurect = å
s

wcstDNCAst; (3.2)

where

wcst =
#Patentscst� 1

#Patentsct� 1
:

We partition our sample period into four sub-periodst: 1991�1996, 1997�2002, 2003�2008,

and 2009�2014. Here,DNCAst is the change in NCA Enforceability score for states over

sub-periodt. wcst captures, for a particular CPC c in sub-period t, the share of that CPC's

patents over the prior sub-period that were applied for in states.38 We use these shares to

create CPC-speci�c changes in NCA enforceability exposure over the sub-period. Thus, a

CPC's change in NCA exposure,DExposurect, is a weighted average of the change in NCA

enforceability across all 51 states over the sub-period, where the weights correspond to the

CPC's baseline state-speci�c patenting shares. We use the baseline (prior sub-period's)

allocation of patenting across states since contemporaneous state-speci�c patenting is en-

dogenous to NCA law changes.

We use this measure to estimate the e�ect of a change in a CPC's exposure to NCA

enforceability on the change in the number of (citation-weighted or unweighted) patents

applied for in that CPC:

DPatentsct = a + bDExposurect + gs(c)t + ect; (3.3)

whereDPatentsct is the annualized percent change in patents for CPCc between periodt � 1

and t, and gs(c)t is a technology class� sub-period �xed e�ect, where technology classes are

broad categories of CPCs.

Figure 3.3 provides binned scatterplots of the relationship described in Equation 3.3, for

citation-weighted (Panel (a)) and raw (Panel (b)) patent counts. There is a clear negative

38 An example is illustrative. Consider CPC XYZ for the period 1991–1996. We calculate the number of XYZ's patents
applied for between 1985–1990 in each of the 51 states. We divide by the total number of XYZ's patents 1985–1990 to
create state-speci�c shares for XYZ.
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relationship in both plots, indicating that CPCs exposed to increases in NCA enforceability

went on to have lower rates of patenting. Table B.3 reports the regression estimates of̂b

from Equation 3.3; the estimated e�ect is economically meaningful and highly statistically

signi�cant ( p < : 01) in both cases.

Estimating this relationship between CPCs' patenting and exposure to NCA enforce-

ability in �rst di�erences (rather than with �xed e�ects as in prior analyses) allows a more

interpretable graphical exposition in the binned scatterplots in Figure 3.3. In Columns 3

and 4 of Table B.3, we report estimates from �xed e�ects di�erence-in-di�erence regressions

to more closely mirror the speci�cations in our state-level analysis. We modify Equation 3.3

to model the e�ect of CPCs' initial level of e�ective NCA exposure on subsequent counts

of patents over the sub-period, and we additionally include a CPC �xed e�ect.39 Using this

approach yields essentially identical estimates as the �rst di�erences approach.

We can compare the results from this CPC-level analysis to our state-level results to

estimate the size and direction of spillovers across state lines. Consider what each result

implies would be the reduction in patenting within a typical CPC if every state experienced

an average-sized enforceability increase (equal to 0.080 on the 0-to-1 scale). As reported in

Section 3.3,b̂1 from Equation 3.1 implies that an enforceability increase of this size reduces

a CPC's within-state (citation-weighted) patenting by 18.4% (= exp(� 2:56� 0:080) � 1).

The estimate from the CPC-level analysis (̂b from Equation 3.3) implies that a nationwide

enforceability increase of this size would reduce a CPC'soverall citation-weighted patenting

by 23% (� 2:88� 0:080)�an e�ect size that is ( 23=18:4 = ) 25% larger in magnitude than

the state-level CPC e�ect.That is, NCA enforceability increases in one state havenegative

spillover e�ects on innovation across state lines within the same technology class.

In Appendix B.4, we provide complementary analysis that reveals that these negative

spillovers are present not only within technology classes, but also within�rms . Focusing

39 The regression model is:
#Patentsct = a + bExposurect + dc + gs(c)t + ect:

whereExposurect is the CPC's effective NCA exposure score in the �rst year of the sub-period, #Patentsct is the number
of patents for CPCc over sub-periodt, andd is a CPC �xed effect. We estimate this model with a Poisson regression.
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on multi-state �rms, we leverage the interstate networks of �rms: for a focal state, when

NCA enforceability increases in states which share multi-state �rms with that focal state,

innovative activity declines, indicating spillovers within �rms which reinforce the direction

of our baseline results. This within-�rm spillover may explain why the estimated e�ect

of NCA enforceability on economy-wide innovation (in Figure 3.3), as well as on �rm-

level patenting (in Table 3.2), are larger than the e�ect on state-level patenting in Figure

3.1. We note two possible explanations for this phenomenon. First, �rms may reallocate

resources to locations where they can most con�dently recoup their investments in R&D�

i.e., locations where NCAs plausibly help solve hold-up problems (Rubin and Shedd, 1981;

Barnett and Sichelman, 2020). This theory is supported by our �nding of greater intangible

investment in public �rms with greater NCA enforceability, though it does not harmonize

with our primary �nding of a negative impact of NCA enforceability on innovation. Second,

if higher enforceability slows the discovery of new ideas generated within a given location of

a given �rm, then knowledge spillovers across states, but within �rms, may su�er, causing

innovation to decrease �rm-wide.

Overall, these results indicate that increases in NCA enforceability lead to lower economy-

wide rates of patenting that are not limited to state boundaries, possibly driven by spillovers

within �rms. Moreover, they suggest that changes in NCA enforceability may have an even

larger e�ect on overall innovation than what our state-level estimates imply.

3.6 Conclusion

Prior literature has highlighted a tension between positive and negative ways that

worker mobility could a�ect innovation: while mobility may encourage the spread and shar-

ing of ideas, thus facilitating innovation, mobility may also discourage �rms from making

innovation-enhancing investments. Given this ambiguity, it is no surprise that academics

and policy makers have �ercely contested whether NCAs�a common way that employers

directly limit workers' mobility�enhance or sti�e innovation.

We �nd that patenting diminishes by an economically meaningful amount when states
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make NCAs more easily enforceable. Using multiple quantitative and qualitative metrics, we

show that this relationship re�ects a true loss of innovation, rather than simply substitutions

in the methods �rms use to protect new ideas. We conduct secondary analyses to reconcile

the motivating theoretical tension. Stricter NCA enforceability decreases mobility rates

among workers in innovative industries, drives down rates of entrepreneurship, and causes

an especially large decline in patenting by startups. Finally, we show that the state-level

reductions in innovation do not simply re�ect zero-sum e�ects via reallocation to other

states; on the contrary, the economy-wide reductions in innovation extend beyond state

lines.

We �nd some evidence that stricter NCA enforceability has a positive e�ect on publicly-

traded �rms' investment in R&D and other intangible assets. However, investment is not

a socially valuable outcome unto itself. Even though investment is an important input in

the innovation production function, we �nd that the net impact of NCA enforceability on

innovation at those �rms is still substantially negative. In theory, higher intangible invest-

ment could lead to other material bene�ts. However, given prior evidence that stricter NCA

enforceability reduces workers' earnings (Johnson et al., 2023), leads to higher industrial

concentration and prices for consumers (Hausman and Lavetti, 2021; Lipsitz and Tremblay,

2021), and is not demonstrably valued by �rms (Hiraiwa et al., 2023), it is hard to think of

an economic actor that is evidently made better o� when NCAs are more easily enforceable.

At the same time, it is interesting that, in light of the evidence in this paper, many

still argue that �rms need enforceable NCAs to stay competitive.40 One possible way to

rationalize these arguments is a tension between private and social optimality. It could very

well be that it is privately optimal for a �rm to use an (enforceable) NCA�for example, to

ensure a greater return on intangible investments� regardless of whether their competitors

are also using them. But, it could be that the slowed rates of interactions, di�culties hiring,

and other externalities from enforceable NCAs are so large that all �rms would be more

40 For an outline of such arguments, see, e.g., the Chamber of Commerce's comment on the Federal Trade Commis-
sion's Notice of Proposed Rulemaking on the Non-Compete Clause Rule, available athttps://www.uschamber.com/
assets/documents/FTC-Noncompete-Comment-Letter_FINAL_04.17.23.pdf .
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innovative if NCAs were unenforceable. Such externalities might be less salient or di�cult

to quantify for those who continue to argue for NCAs. This distinction between the private

and social bene�ts of NCA enforceability has important implications for policy discussions.
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