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Abstract

While significant progress has been made to craft Deep Neural Networks (DNNs) with
super-human recognition performance, their reliability and robustness in challenging
operating conditions is still a major concern. In this work, we study multiple facets
of the DNN robustness problem by pursuing two main threads of research. The key
methodological linkage throughout our investigations is the consistent design/devel-
opment /utilization/deployment of Adversarial Machine Learning techniques, which
have remarkable abilities to both degrade and enhance model performance. Our

ultimate goal is to help construct the more safe and reliable models of the future.

In the first thread of research, we take the perspective of an adversary who wishes
to find novel and increasingly potent ways to fool current DNN models. Our approach
is centered around the development of a feature space attack, and the construction of
novel adversarial threat models that work to reduce required knowledge assumptions.
Interestingly, we find that a transfer-based blackbox adversary can be significantly
more powerful than previously believed, and can reliably cause targeted misclas-
sifications with imperceptible noises. Further, we find that the attacker does not
necessarily require access to the target model’s training distribution to create trans-
ferable attacks, which is a more practically concerning scenario due to the reduction
of required attacker knowledge.

Along the second thread of research, we take the perspective of a DNN model
designer whose job is to create systems capable of robust operation in “open-world”
environments, where both known and unknown target types may be encountered.
Our approach is to establish a classifier + out-of-distribution (OOD) detector system
co-design that is centered around an adversarial training procedure and an outlier

exposure-based learning objective. Through various experiments, we find that our
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systems can achieve high accuracy in extended operating conditions, while reliably
detecting and rejecting fine-grained OOD target types. We also develop a method for
efficiently improving OOD detection by learning from the deployment environment.
Overall, by exposing novel vulnerabilities of current DNNs while also improving the
reliability of existing models to known vulnerabilities, our work makes significant

progress towards creating the next-generation of more trustworthy models.
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Chapter 1

Introduction

It is clear that Deep Neural Networks (DNNs) have the potential to achieve super-
human levels of accuracy in several application domains (e.g., image recognition
[TL21] and natural language processing [HLGC21]). However, as deep learning re-
search moves past the proof-of-concept phase of DNN design and into the real-world
deployment phase, it is critical to consider other aspects of performance such as se-
curity, reliability, robustness and interpretability. As motivation, we observe that
DNNs have numerous vulnerabilities with the potential to render them useless (and
even dangerous) in complex and extended operating conditions. Two patrticularly
interesting ways in which a modern DNN can \break" is if there exists an active
adversarial attacker in the environment [GSS15], or if the model encounters anoma-
lous data from outside of its training distribution [HAB19]. We posit that these
weaknesses are a consequence of the way DNNs are trained, and should be rst-order

design considerations for future systems using this technology.

To build the truly safe and reliable deep-learning based systems of the future it is
important to study this robustness problem from both sides of the proverbial fence.
On one side, we must identify and explore new ways in which current DNN designs
are susceptible to attack and otherwise poor performance. On the other side, we must
strive to make DNNs more reliable in scenarios where there are known vulnerabilities
and exploits. In our work, we embrace this multi-perspective ideology by pursuing two
main threads of research: (1) to develop advanced blackbox adversarial attacks for
the sake of understanding the full scope of a DNN's vulnerabilities; and (2) to design

robust automatic target recognition (ATR) systems for deployment in \open-world"



operating environments. Key to our success in both threads, and to the novelty of
our approach, is the consistent design, development, and utilization of Adversarial

Machine Learning (AdvML) techniques.

1.1 Thread 1: Advanced blackbox attacks

In the adversarial attacking thread our main objective is to examine the extent to
which DNNs are vulnerable to blackbox adversarial attacks, both within and outside
the parameters of the standard adversarial \game." Blackbox attacks are a special
class of methods that operate under reduced knowledge assumptions, and do not
presume full access to the target model (thus working towards a more realistic attack
scenario) [KGB' 18]. This makes them a credible threat to many current DNN system
designs, and particularly ones that allow digital manipulation of the input (image)
prior to inference.

A key innovation in our approach is to build these attacks on the concept of a
feature space adversary. Such adversaries craft their perturbations using intermediate
feature information of a surrogate whitebox model, as opposed to relying exclusively
on signals from a xed classi cation layer [DLP 18, WWX™* 20], or on many successive
queries to the target model [CDP 19, IEAL18]. As a result, they have shown to
exhibit signi cantly less over tting to any particular DNN-type or N -class task, while
requiring no feedback from the target model during attack generation. With this

technology, our stated goals for this thread of research are to:

~ Advance the state-of-the-art in targeted blackbox transfer attacks through de-

velopment of feature space attacking methods;

" Expose that transfer attacks via feature space methods are not limited to the

restrictive setting where the attacker's surrogate whitebox model is trained on
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the exact same distribution and/or label-space as the target model;

" Develop interpretability and analysis techniques to show alternative uses of

adversarial attacks beyond achieving performance degradation.

To describe how we achieve these goals, we dedicate several research chapters
to this thread. In Chapter 2, we more explicitly de ne the blackbox transfer attack
threat model we are working in, and discuss the prevailing knowledge assumptions. In
Chapter 3, we describe the origins of the feature space transfer attack methodology
and show that it can be a very e ective attack in some scenarios (e.g., attacking
between CIFAR-10 models). Importantly, the work in Chapter 3 serves as a proof-of-
concept for feature space attacks and motivates further study at more complex and

higher-dimensional scales.

In Chapter 4 we take a signi cant step towards attack scalability by designing
new methods based on the intuition of learning and exploiting feature distributions.
This is done by rst training class-wise and layer-wise binary DNNs to capture the
distribution of each potential target class in the intermediate feature space. The
attack objectives then leverage these learned feature distributions to craft the adver-
sarial perturbation for a given source image. Notably, Chapter 4 also discusses how
this type of attack can be used to analyze some underlying processes and behaviors
of DNN classi ers, including how they learn and hold their feature representations.

In Chapter 5, we describe an enhancement to the feature distribution attack
methodology that results in state-of-the-art targeted transfer between ImageNet mod-
els (the standard adversarial benchmark). Methodologically, our improvement is
based on the concept of attacking across the feature hierarchy, meaning that pertur-
bations are crafted using multiple layers of the surrogate whitebox model's feature
space. This attack yields a 10x performance improvement over existing methods and

moves the potency of transfer-based blackbox attacks into the realm of being prac-
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tically concerning. Importantly, Chapter 5 also describes a \strict" blackbox attack
scenario which considerably reduces the required knowledge assumptions of the at-
tacker by enforcing that the source and target models in the transfer environment are
not trained on the exact same dataset. Through a series of novel \cross-distribution™
transfer experiments we show that feature space attacks are much better equipped to
transfer in settings where the source and target models have no training data overlap

and/or signi cant di erences in their label spaces.

Finally, in Chapter 6 we examine the potential of targeted transfer-based black-
box attacks in a rather extreme cross-distribution setting, where not only is there no
training data overlap but also no label space overlap between the source and target
DNNs. For this setting, we design a new attacking procedure that nds and lever-
ages shared features from conceptually similar classes across the label spaces. We
then show that feature space attacks are signi cantly more adept at exploiting these
overlapping features, and are surprisingly capable of achieving targeted transfer in
this setting. We believe that our work on cross-distribution transfer shows a new
vulnerability of DNNs in scenarios that were previously ignored. Due to the reduc-
tion in required attacker knowledge (i.e., the attacker does not need access to the
target model's training set), our work makes the threat of blackbox transfer attacks

signi cantly more realistic and thus more pressing to defend against.

1.2 Thread 2: \Open-world" Automatic Target
Recognition

Within the robust ATR thread our main objective is to create recognition systems
capable of safe and reliable operation in \open-world" deployment environments,
through use of AdvML methods. In such environments, the systems will likely en-

counter both in-distribution (ID) data that fall within the known categories and
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anomalous/out-of-distribution (OOD) data that do not belong to any of the known
categories [BB15, IDt 21]. So, our models must generalize to novel views of the
ID targets while also being capable of detecting and rejecting OOD targets to pre-
vent erroneous predictions. Because many parallel e orts in this domain consider
rather idealistic operating conditions where only ID data is encountered during test-
ing [CWXJ16, DCCL18, SQLP18, KSA21], our work has the potential to set a new
standard for designing reliable ATR models.

A key observation is that most current ATR systems are built using DNNs to
perform the underlying recognition function [KSA21, LINT21]. By convention, these
DNNs are trained under \closed-world" settings, where the only goal articulated in
the training objective is to achieve high ID accuracy with high con dence predictions.
This renders the models inherently ill-posed to handle OOD data and is the central
weakness/vulnerability of current designs that we work to x [BB16]. The primary
innovations in our approach are to integrate AdvML techniques into a classier +
OOD detector system co-design, and to explore challenging and atypical operating
conditions that are often overlooked. Also, we particularly focus on systems working
with synthetic aperture radar (SAR) data. Concretely, we strive to achieve three

main research goals in this thread:

" Improve the generalization capabilities of ATR systems in noisy and extended

operating conditions;

" Co-design classi er and OOD detection algorithms to achieve high ID accuracy

while reliably detecting and rejecting OOD test samples of varying granularities;

" Build-in considerations for training SAR-ATR models on synthetic training

distributions, which reduces the overall cost and complexity of data collection.

Note, SAR is an important sensor-type to consider because it allows for operation
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at any time of day/night and in adverse weather conditions (unlike electro-optical
sensors). However, there is an exorbitant cost and complexity associated with col-
lecting large training datasets of SAR data [LSS19], so learning reliable models from

synthetically generated SAR targets is highly desirable and practical.

To describe how our work achieves these goals, we dedicate three research chapters
to this thread. In Chapter 7, we apply adversarial training to the SAR-ATR domain
and nd that training for such \worst-case" noise confers signi cant robustness to
other forms of noise and extended operating conditions. Such gains are attributed to
an improved target representation that is learned via the adversarial risk minimization
framework. As a result of this work, we discover that adversarial training is a powerful

tool for improving robust generalization in SAR-ATR systems.

In Chapter 8, we discuss our initial classi er + OOD detector system co-design,
which is built on the concepts of adversarial training and outlier exposure. Within the
adversarial risk minimization framework, the DNN classi er is taught to be con dent
and accurate on ID data, while having low-con dence/maximum-entropy predictions
on a diverse sampling of OOD data. In experiments, we show that these models are
signi cantly more adept at identifying OOD data of various granularities and can
even achieve improved ID accuracy. We also show our systems to attain impressive

performance when using a partially- or fully-synthetic SAR training distribution.

Lastly, in Chapter 9 we enhance our classi er + OOD detector system co-design
from two aspects. First, we leverage more advanced DNN training techniques that
consider vicinal risk [ZCDL18]. Second, we design a \learn-online" work ow for
improving OOD detection by learning from the deployment environment. Through
careful design of this work ow and the associated logic for collecting samples from the
environment, we nd that OOD detection performance can be quickly and e ciently

improved using a minimal amount of collected samples. Due to the success of this



approach in the SAR-ATR domain, we also conclude that our method is one potential

solution to the problem of using a fully-synthetic SAR training distribution.

1.3 Potential for Impact

Ultimately, through execution of these two research threads we believe that there is
potential to make signi cant advancements towards creating the more robust and re-
liable deep learning-based recognition systems of the future. By developing advanced
blackbox adversarial attacks, which achieve success rates far above previous methods
and are capable of cross-distribution transfer, we identify a signi cant category of
possible threats for future model designers to be aware of. By designing ATR sys-
tems with foundational considerations for open-world environments in which current
methods are vulnerable to anomalies, we establish a new standard for ATR system
design that makes robust generalization and OOD detection top priorities. Finally,
through consistent development and use of AdvML methods, we show that these
techniques are far more powerful than previously believed, and have great utility

outside of the context in which they were originally designed.



Chapter 2

Adversarial attack terminology

An underlying concept that connects all of the e orts in this document is the idea of
an adversarial attack (speci cally in the context of DNN image classi ers). In this
chapter we will provide some necessary background information and terminology for
adversarial attacks, which will be relevant in all of the following chapters. At a basic
level, an adversarial attack crafts a quasi-imperceptible perturbation that is applied to
an image (before input into a DNN) with the goal of making the model's prediction
on this modi ed image to be erroneous [GSS15]. An untargeted attack crafts the
perturbation such that the DNN's prediction is simply incorrect. A targeted attack
crafts the perturbation such that the DNN's prediction is a speci c target class (more
di cult). These methods are deemed adversarial in nature because to a human, the
perturbed images should clearly still be classied correctly; however, the DNN's

predictions on these images change drastically and without indication of deception.

When constructing any sort of adversarial attack it is critical to de ne the threat
model [KGB*"18]. In a whitebox threat model, the adversary is assumed to have
full access to the target model, including access to the weights, knowledge of the
architecture, and the ability to directly compute gradients of the classi cation loss
w.r.t. the model's input. In a blackbox threat model, the adversary has signi cantly
reduced knowledge assumptions with only limited access to the target model { they
do not know the weights or architecture, and may not compute gradients of the
classi cation loss w.r.t. the input. Instead, a blackbox adversary only has query
access to the target DNN, which is potentially limited in both rate-of-query and what

information is returned (e.g., a query may return either a full probability vector or



simply the predicted class).

Importantly, there are two popular paradigms for creating blackbox attacks:
query-based and transfer-based methods. Query-based attacks work by repeatedly
querying/inferencing the target model (potentially tens of thousands of times) to craft
the adversarial noise [IEAL18, BRB18, CDP19, CZS 17]. Many of these methods
view the attack procedure as an optimization of a blackbox function, and develop
schemes to directly estimate the gradient of the target DNN through nite-di erence
approximation within a zeroth-order optimization framework [CZ$17, TTC* 19].
While powerful, the query counts of such methods can be cumbersome and in some
cases these methods may be straightforward to defended against (e.g., by simply

throttling the rate of query from each user).

Transfer-based blackbox attacks work by generating adversarial examples on a
surrogate whitebox model (that the attacker is presumed to have access to) and
transferring them to the target blackbox model. These attacks are built on the
concept of transferability, where it has been observed that two models trained on
the same distribution have likely learned similar decision boundaries; so, crossing
the decision boundary of one model via adversarial attack will likely lead to the
same e ect on the other model [TPG 17, LCLS17, PMG16]. The big assumption
here is that the adversary is able to train (or at least obtain) their own surrogate
whitebox model to generate adversarial examples with. While this assumption can
be burdensome, the advantage over query-based attacks is that no queries to the
target model are required during construction of the perturbation. Note, this critical
assumption is one we hope to mitigate through research in our blackbox attack thread.

In the coming chapters it will be important to keep in mind what types of at-
tack we are developing/employing. Looking ahead, in the rst thread of research

(Chapters 3-6), we focus speci cally on crafting targeted transfer-based blackbox
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