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Abstract

Skills are central to many questions in labor economics ranging from the causes of

rising wage inequality to understanding how individuals make decisions about their

career. However, skills are typically measured incompletely in standard datasets,

so an important empirical challenge in labor economics is to develop methods to

measure or control for these unobserved variables. This dissertation builds a range

of methodologies to deal with unobserved skills in models in labor economics and

explores how the evolution of workers’ skills has contributed to long-term trends in

wage inequality.

Chapter 2 develops an approach to estimating workers’ skills from panel data and

examines how changes in skills and occupational sorting patterns have contributed to

rising wage inequality in the United States since the 1980s. The methodology uses re-

peated measurements of individuals’ labor market outcomes over time to reveal their

underlying skills. Estimating a model of occupational choice using panel data from

the Survey of Income and Program Participation (SIPP), I find that (1) as tasks in

high-skill jobs have become increasingly complex, the distribution of workers’ ability

to perform those tasks has become more dispersed, (2) workers’ ability to perform

low-skill work tasks has become more homogeneous, and (3) workers have increasingly

sorted into occupations by skill level, which has increased wage inequality.

Chapter 3 builds a related panel data methodology that can accommodate a

more general class of models in which individuals can have imperfect information

about their abilities. In particular, in addition to unobserved heterogeneity known

to individuals, the methodology in this chapter also allows for initially unpredictable

heterogeneity that may be revealed over time.

Chapter 4 develops a complementary approach to assessing the sensitivity of esti-
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mates of causal effects to omitted variable bias. In the canonical example of omitted

variable bias, the presence of unobserved ability creates a bias in estimates of the

causal effect of education on wages. This chapter provides an approach to quanti-

fying the size of this bias by reasoning about the importance of unobserved ability

compared to other included variables. In contrast to existing methods for sensitivity

analysis in this setting, the approach also allows the research to explicitly reason

about correlation between the omitted variable and observed controls.
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Chapter 1

Introduction

Skills are central to many questions in labor economics ranging from the causes of

rising wage inequality to understanding how individuals make decisions about their

career. However, skills are typically measured incompletely in standard datasets,

so an important empirical challenge in labor economics is to develop methods to

measure or control for these unobserved variables. This dissertation builds a range

of methodologies to deal with unobserved skills in models in labor economics and

explores how changes in skills have contributed to long-term trends in wage inequality.

In Chapter 2, I develop an approach to estimating workers’ skills from panel data

and examine how changes in skills and occupational sorting patterns have contributed

to rising wage inequality in the United States since the 1980s. The methodology fo-

cuses on using repeated measurements of individuals’ labor market outcomes over

time to reveal their underlying skills. Under an assumption that individuals’ skills

evolve slowly and can therefore be considered approximately fixed in short time peri-

ods, I show how estimate changes in the inequality in workers’ skills using only panel

data on workers’ wages and occupational choices.

Applying the methodology, I estimate a model of occupational choice using panel

data from the Survey of Income and Program Participation (SIPP). I show that two

margins of labor supply have contributed to rising wage inequality: (1) increasing

dispersion in workers’ skills, and (2) increasing sorting into occupations by skill level.

The first finding brings nuance to prior literature emphasizing the effects of techno-

logical change on labor demand for skills. As work tasks have become increasingly

complex, the distribution of workers’ ability to perform those tasks has become more
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disperse. The finding that occupational choice increased wage inequality highlights

the importance of nonwage factors in workers’ occupational choices. When workers

choose the occupation that maximizes their income, this tends to decrease overall

inequality, but deviations from income maximization are strong enough to reverse

this effect.

In light of the importance of these changes workers’ skills, I reassess the literature

on wage polarization. Wage polarization is characterized by decreasing inequality in

bottom of the wage distribution and increasing inequality at the top of the distribu-

tion. I confirm that there was a small decline in prices of middle-skill occupation as

emphasized in prior literature, but find that pattern of wage polarization in the late

twentieth century was driven by changes in the distribution of workers’ skills within

occupations. The decline in inequality between low-income and middle-income work-

ers was largely driven by declining dispersion in the skills of workers in service occu-

pations. On the other hand, I find that the increasing inequality in the upper end

of the wage distribution was driven primarily by increasing dispersion in the skills of

professional workers.

The methodology developed in Chapter 2 assumes that individuals have full in-

formation about their skills. While this is a reasonable assumption in many contexts,

it rules out the possibility that individuals learn about their own abilities over time.

Chapter 3 builds on this panel data methodology to deal with a general class of mod-

els which allows for individuals to have imperfect information about their abilities. In

particular, in addition to unobserved heterogeneity known to individuals, it also allow

for initially unpredictable heterogeneity that may be revealed over time. We estab-

lish point-identification of the outcome equation parameters and the distribution of

the three types of unobservables, under the standard assumption that unpredictable

heterogeneity and uncertainty are normally distributed. We also show that a pure

2



learning model remains identified without making any distributional assumption. We

then derive and study the asymptotic properties of a sieve MLE estimator for the

model parameters, and devise a tractable profile likelihood based procedure to im-

plement the proposed estimator

Chapter 4 returns to a classic concern in labor economics, in which unobserved

skills lead to a bias in estimates of causal effects. A major goal in the literature

on human capital has been to estimate the effect of education on workers’ wages.

However the decision to pursue education may be related to an individual’s innate

ability which is typically unobserved. Naive comparisons of more or less educated

workers will likely conflate the effects of the skills highly educated workers built

through their education and the skills they already had and which led them to choose

a high level of education.

This is a canonical example of omitted variable bias. Several widely used methods,

including Oster (2019), have been developed to assess the sensitivity of estimators of

causal effects in this context. However, these methods typically assume that observed

controls are uncorrelated with the omitted variable in to order to define a parameter

that quantifies the magnitude of omitted variable bias. This is often considered a

strong and implausible assumption. Chapter 4 provide a new approach to sensitivity

analysis that allows observed controls to be correlated with the omitted variable, while

still letting researchers calibrate sensitivity parameters by comparing the magnitude

of selection on observables with the magnitude of selection on unobservables.

Chapter 3 reflects collaborative work with Arnaud Maurel and Jackson Bunting

and Chapter 4 reflects collaborative work with Matthew Masten and Alexendre

Poirier. I contributed to all parts of the development of both chapters including

the theoretical and empirical content.
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Chapter 2

The Role of Skills and Sorting in

Explaining Wage Inequality

2.1 Introduction

Wage inequality has been increasing in the United States since the 1980s, but this

trend has not be uniform. Notably, there was an episode of polarization around the

turn of the century, in which wages and employment in middle-income occupations

fell relative to both high- and low-income occupations. One of the most influential

explanations for this has been the Routine-Biased Technological Change (RBTC)

hypothesis that technology began to substitute for workers who performed tasks

that could be automated. This theory was formalized most notably in a model

proposed in Acemoglu and Autor (2011), which has inspired an empirical literature

focused on testing the predictions of the model, particularly that the relative prices

for occupations involving routine tasks fell during the period of polarization (e.g.,

Cortes, 2016; Cavaglia and Etheridge, 2020; Gottschalk et al., 2015; Böhm, 2020).

The model in Acemoglu and Autor (2011) and related work (e.g., Jung and Merce-

nier, 2014; Costinot and Vogel, 2010) provide a compelling explanation for how au-

tomation could cause a decline in employment and wages in middle-income jobs.

However, the predictions of this stylized model focus on the short-run effects of a

labor demand shock, maintaining two key assumptions on labor supply: (1) that

workers’ skills are fixed before and after the labor demand shock, and (2) that work-

ers respond to a labor demand shock by switching into the occupation that maximizes

their income. The first assumption is plausible in the short-run, but growing evidence
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suggests that there have been important changes in the skills of workers on a longer

time frame (e.g., Altonji et al., 2012). The second assumption is called into question

by a growing literature that has shown that non-pecuniary considerations play a sig-

nificant role in workers’ occupational choices (e.g. Arcidiacono et al., 2020; Wiswall

and Zafar, 2018).

In this paper, I develop an approach to identifying and estimating a model of occu-

pational choice which relaxes these two assumptions in order to explore how changes

in workers’ skills and occupational sorting patterns have contributed to trends in

wage inequality. Following the insight in Acemoglu and Autor (2011) that workers

cannot immediately update their skills when skill prices change, I maintain the as-

sumption that individual workers’ skills are approximately fixed in a period of three

years. However, I allow the distribution of workers’ skills to change over a longer

time frame as new cohorts enter the labor market who received different training and

education, and as workers build different skills on the job. To explore the importance

of changing occupational sorting patterns, my identification strategy does not impose

any restrictions on how workers sort into occupations by skill level.

Estimating changes to the skill distribution over time without imposing assump-

tions on the way workers sort into occupations presents an empirical challenge. Many

of the seminal works on wage polarization and RBTC in the United States use cross-

sectional data such as the Census and the American Community Survey (ACS) (Autor

et al., 2006, 2008; Autor and Dorn, 2013; Beaudry et al., 2016). But it is well known

that even a model with pure Roy sorting — in which workers choose occupations to

maximize their earnings — is not point identified from cross-sectional labor market

data without strong parametric assumptions (Heckman and Honore, 1990; Mourifié

et al., 2020). One strand of the empirical literature on wage polarization has fo-

cused on combining the assumption of pure Roy sorting with additional data such

5



as skill measurements or panel data (Böhm, 2020; Gottschalk et al., 2015). On the

other hand, common identification approaches to a generalized Roy model typically

impose stringent data requirements, relying on exogenous measurements such as cog-

nitive test scores or instruments for occupational choice with large support (see e.g.,

Carneiro et al., 2003).

In this application, however, the assumption that individuals’ skills are fixed in

the short term suggests an alternative panel data approach to identification using

only commonly available labor market data. In particular, I provide a result showing

that the joint distribution of skills and occupational choice probabilities can be point

identified using a short panel of wage observations. The key assumptions in this

approach are that skills are low dimensional compared to the number of wage mea-

surements, and that time-varying productivity shocks are independent from skills.

These are similar to the identifying assumptions in standard panel data models with

multidimensional individual effects (Freyberger, 2018). Under a suitable rank con-

dition essentially requiring that wages in all occupations are sufficiently informative

about skills, I show that identification can be established using wages in endogenously

selected occupations as measurements of skills.

I estimate the model using data from the Survey for Income and Program Partici-

pation (SIPP). The SIPP is an ideal fit for this empirical strategy because it provides

a sequence of nationally representative samples who are tracked for 3-4 years. While

the panel dimension of this data is short compared to some alternative panel datasets,

it is long enough to satisfy the identifying assumptions of the identification result for

each panel. The sequence of nationally representative samples provides a basis for

measuring change in workers’ skills over time. Practically, the distinction between the

short-term stickiness of skills and the long-term evolution of the skill distribution is

operationalized by assuming that skills are fixed during each panel, but that the skill

6



distribution can evolve between panels. Because of the focus on flexibly estimating

changes in workers skills and occupational sorting patterns, I employ a semiparamet-

ric estimation approach which estimates the joint distribution of skills and choice

probabilities nonparametrically. As this can be a high-dimensional object, I develop

an accelerated Expectation Maximization (EM) method, which builds on advances

in semiparametric estimation of mixture models to make computation feasible.

Estimation results reveal that changes in the skills and occupational sorting pat-

terns of workers played an important role in the major trends in wage inequality.

First, I find workers have increasingly sorted into occupations by skill level, which

has increased wage inequality. An interesting aspect of this result is that this sorting

pattern does not appear to be driven by income maximization. Under the estimated

results, many workers in lower-income occupations pass up potential wage premia

they could get from switching to high-income occupations, and this has increased

over time. This result adds to the evidence in several recent papers, which have

highlighted the importance of non-pecuniary factors in occupational choices (e.g. Ar-

cidiacono et al., 2020; Wiswall and Zafar, 2018). While prior work has focused on

the occupational choices of college graduates, the findings in this paper suggests this

is true more broadly across all workers.

The finding that this sorting pattern has increased wage inequality underscores

the importance of flexibly estimating workers’ occupational sorting patterns. Clas-

sic analysis of the Roy model (Heckman and Honore, 1990) showed that under the

relatively mild conditions, pure Roy sorting decreases overall dispersion in wages.

However, as this result does not hold in the absence of pure Roy sorting, the relation-

ship between occupational sorting and inequality is a question for empirical research.

I find that sorting does appear to be part of the story of rising wage inequality and

that the role of occupational sorting reversed during this period of study. Com-

7



pared to randomly assigning workers to occupations, the estimated sorting pattern

decreases wage inequality at the beginning of the period but increasing inequality at

the end.1

The second major finding is that the aggregate pattern of wage polarization was

driven by changes in the skills of workers within occupations. One measure of wage

polarization is increasing inequality in the upper tail of the wage distribution and

decreasing inequality in the lower tail. The RBTC hypothesis focuses on explaining

this pattern through declining skill prices in middle-income occupations, which im-

plies that polarization was driven by changes between occupational groups. I find

evidence of a slight decline in the potential wages for production occupations, relative

to the other two occupations, which is a central prediction of the theoretical analysis

of wage polarization. But the magnitude of that decline does not account for most

of the change in wage inequality. The decline in lower tail inequality was largely

driven by declining dispersion in the skills of workers in service occupations. This

effect of homogenization in the skills of service workers appears to account for nearly

all the decline in lower tail inequality in the wage distribution. On the other hand,

I find that the increase in upper tail inequality was driven primarily by increasing

dispersion in the wages of professional workers.

These results highlight the importance of relaxing the assumptions of pure Roy

sorting and long-run fixed skills in order to understand the most important trends

in the market for workers’ skills. Occupational sorting on nonpecuniary factors is

important not only in understanding the short-term response of workers to labor

demand shocks, but also contributes to the long-term increase in wage inequality.

On the other hand, the finding that changes in the skill distribution were the major

1Interestingly, the finding that sorting decreased inequality at the beginning of the sample is
consistent with work in Heckman and Sedlacek (1985) estimating a parametric version of the
generalized Roy model from cross-sectional data.
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driver of the observed patterns of wage polarization suggests that any theory of

technological change needs to focus on the direct and indirect effects of technological

change on shaping workers’ skills.

The rest of the chapter is organized as follows. I conclude this section with a

brief review of several literatures related to this paper. In section 2.2, I describe the

SIPP data and explore the basic trends in wage inequality since the 1980s. I show

that the major trends described in the literature on wage polarization are present

in the SIPP and highlight several trends suggesting there have been major changes

in workers’ skills. In section 2.3, I describe a flexible model of occupational choice

and wage determination, and show how it can be specialized to encompass the task-

based model used frequently in the literature. In section 2.4, I show how this model

can be nested by a general multidimensional potential outcome model, and develop

a general identification result for models with endogenously selected measurements.

In section 2.5, I describe the semiparametric specification I will use to estimate the

model, and describe the Accelerated EM algorithm that I will use to feasibly estimate

the model. In Section 2.6, I present the results from estimating the model. In section

2.7 I summarize the findings and discuss future directions to extend this research.

Related Literature

This paper contributes more broadly to an extensive literature which examines how

the skill-biased technological change (SBTC) or routine-biased technological change

(RBTC) affected wage inequality in this period. This paper returns to a classic

concern in the SBTC literature on measuring and interpreting changes in residual

wage inequality after account for demographic change (Autor et al., 1998; Lemieux,

2006; Autor et al., 2008). While increasing in wage inequality within demographic

groups was sometimes taken to be evidence of increases in the price for high-skill
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labor, it was not generally possible to measure these price changes directly. I provide

an approach to identifying and estimating the contributions of changes in skill prices

and the distribution of skills in explaining residual wage inequality.

After the seminal work of Autor et al. (2003), and the observation that changes in

wage inequality was not monotone after the 1980s, much of the focus in the literature

shifted to task framework. The core insight of this framework is that the price

paid for labor is not for a worker’s skills (as it is e.g., in the ”cannonical model”

described in Acemoglu and Autor (2011)), but rather for the tasks they perform.

The arguments laid out in it provide a compelling way to explain the decline in

middle-wages jobs after the 1980s: automation made it possible to use machines to

replace ”routine” tasks, driving down the price for those tasks. I adopt the task

framework in estimating prices for job tasks, which empirically are tied to groupings

of occupations as is common in the literature. The main innovation in my approach

is to provide an empirical strategy that allows me to relax the two assumptions on

labor supply discussed above.

Most closely related to my approach is the small but growing literature of papers

that adopt the task framework and estimate the evolution of (unobserved) prices

for the tasks performed by workers. Aside from the papers mentioned above that

use Roy sorting as part of their identification strategy, another set of papers uses

a panel data approach more closely related to my approach (Cortes, 2016; Cavaglia

and Etheridge, 2020). Using a slightly stronger time-homogeneity assumption,2 these

papers estimate changes in task prices by taking first differences among workers who

stay in the same occupation. The main difference in my approach is that I estimate

changes in the distribution of skills as well as skill prices. The short-panel approach

2In addition to assuming that skills are fixed, Cortes (2016), and Cavaglia and Etheridge (2020)
also assume that the productivity of skills in each occupation is fixed over time. This follows the
theory of RBTC discussed in Acemoglu and Autor (2011), but seems to rule on the possibility
that technology changed the way people work.
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taken here makes it possible to distinguish between short-term effects when skills are

fixed, and long-term evolution in the distribution of skills.

The finding in this paper that nonpecuniary considerations are important in work-

ers’ occupational choices is not new. In early work generalizing the Roy model to

allow for nonpecuniary preferences over occupations, Heckman and Sedlacek (1985,

1990) reject the hypothesis of pure Roy sorting between manufacturing and nonman-

ufacturing occupations. Much of the subsequent work on the generalized Roy model

has focused on the related question of the returns to schooling. A major theme in this

literature is analyzing how a cluster of unobserved personality traits or “non-cognitive

skills” jointly affect labor market outcomes and educational choices, potentially ac-

counting for the ”psychic costs” of schooling that lead workers to pass up monetary

gains (Heckman et al., 2006). More recent work (Arcidiacono et al., 2020; Wiswall

and Zafar, 2018) has confirmed that nonpecuniary factors play an important part in

occupational choices of college graduates. In another related context, Sorkin (2018)

finds that worker’s preferences over firms is also not captured well by maximizing

income.

Building on this body of literature, this paper confirms the finding that nonpe-

cuniary considerations are important in workers’ occupational choices and provides

new quantitative estimates of its importance. My approach complements the work

in Arcidiacono et al. (2020); Wiswall and Zafar (2018) by considering choices over

broad occupational categories without a restriction to college graduates. Connecting

this population-level measure of sorting to the overall trends in inequality, I am able

to quantify the effects of these sorting papers on the secular trends in wage equality.

The methodology I employ builds on the econometric work on the generalized Roy

model especially Carneiro et al. (2003). Notably, I follow their approach of modeling

the joint distribution of potential wages as a factor model, but I focus on using en-
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dogenous wage measurements rather than exogenous measurements and instruments

for occupational choice with large support.

2.2 Trends in Wage Inequality

In this section I describe several major trends in wage inequality in the United States

since the 1980s using data from the Survey of Income and Program Participation

(SIPP). The SIPP is an ideal dataset for studying changes in the skills and occupa-

tional sorting patterns of workers because it combines a short panel dimension with

repeated representative samples of the US population. The panel dimension of the

data helps reveal information about the underlying abilities and preferences of each

sample of workers, while the sequence of representative samples makes it possible

to analyze change over time at a population level. Data from the SIPP has been

used for a number of related applications such as analysis of wage volatility (Moffitt

et al., 2022; Carr et al., 2020), but research on wage polarization has typically used

either standard cross-sectional datasets (e.g., Census and ACS) or long panels (e.g.,

the Panel Study of Income Dynamics for the United States (PSID)). I confirm here

that the major empirical trends outlined in Autor et al. (2008), Acemoglu and Au-

tor (2011) characterizing wage polarization hold in the SIPP. I also highlight change

in the distribution of wages within occupations, which does not fit neatly with the

theory of RBTC, and calls for a more flexible investigation of how the distribution

of workers’ skills and their occupational sorting patterns changed over this period.

2.2.1 Data

The SIPP is a nationally representative survey of the U.S. population, which began in

1984 and continues through the present day. In contrast to other popular longitudinal

surveys such as the Panel Study of Income Dynamics for the United States (PSID) or
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the National Longitudinal Survey of Youth (NLSY), the SIPP collects data on each

panel for only two to five years, but a new representative sample is formed for each

panel. To date, there have been a total of 17 SIPP panels. While this short panel

design can make some analysis of lifecycle dynamics difficult, it achieves a sample size

similar to the CPS while providing some repeated measurements of individuals over

time. In this section I focus on cross-sectional aspects of the data. In the remainder

of the paper, I build an identification strategy that exploits the panel dimension of

the data to identify the unobserved skills of works. An advantage of the SIPP in

this application is that it provides a sequence of new representative samples from

1985 to the present day with sample sizes that are large enough to analyze how the

distribution of skills has changed over time.

Table 2.1: Sample Size with Sample Restrictions

(A) (B) (C)

SIPP Panel
Starting Year

Demographic
Subsample

Employed During
Period

Three Periods
of Employment Data

1984 15,639 14,076 7,500
1985 10,802 9,523 4,861
1986 8,957 8,001 3,943
1987 8,802 7,926 4,880
1988 9,173 8,062 3,754
1990 19,616 17,416 9,728
1991 12,728 11,208 6,214
1992 17,502 15,530 7,786
1993 17,548 15,459 7,840
1996 32,279 28,766 15,958
2001 29,875 26,152 13,067
2004 37,093 32,538 18,081
2008 36,628 31,534 12,174

The SIPP collects data on wages and job characteristics for up to two concurrent

employment spells. I construct primary employment spells by choosing the longer

spell whenever there is an overlap. For each employment spell, data is collected on the
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Table 2.2: Demographics of Sample under Sample Restrictions

Year 1984 1985 1986 1987 1988 1990 1991 1992 1993 1996 2001 2004 2008

Age Group
18 to 24 0.20 0.18 0.18 0.17 0.18 0.18 0.16 0.17 0.16 0.15 0.15 0.15 0.14

(0.18) (0.16) (0.17) (0.15) (0.16) (0.15) (0.13) (0.14) (0.14) (0.13) (0.13) (0.13) (0.08)
25 to 39 0.41 0.43 0.44 0.45 0.44 0.44 0.46 0.44 0.43 0.42 0.39 0.36 0.35

(0.45) (0.47) (0.47) (0.48) (0.46) (0.47) (0.48) (0.47) (0.46) (0.44) (0.41) (0.38) (0.37)
40 to 64 0.38 0.37 0.37 0.37 0.37 0.36 0.37 0.39 0.40 0.43 0.45 0.48 0.50

(0.36) (0.36) (0.36) (0.37) (0.37) (0.37) (0.38) (0.38) (0.40) (0.43) (0.46) (0.49) (0.55)
Education Level

Less than High School 0.16 0.16 0.15 0.15 0.14 0.14 0.12 0.12 0.12 0.13 0.14 0.12 0.11
(0.15) (0.15) (0.13) (0.13) (0.13) (0.13) (0.11) (0.11) (0.11) (0.12) (0.12) (0.11) (0.09)

High School Degree 0.59 0.59 0.60 0.59 0.59 0.60 0.60 0.61 0.60 0.63 0.60 0.62 0.61
(0.60) (0.59) (0.61) (0.60) (0.59) (0.59) (0.59) (0.61) (0.60) (0.63) (0.61) (0.62) (0.60)

College Degree 0.24 0.25 0.25 0.26 0.27 0.26 0.28 0.27 0.28 0.24 0.26 0.26 0.28
(0.25) (0.26) (0.27) (0.26) (0.28) (0.28) (0.30) (0.28) (0.29) (0.26) (0.27) (0.27) (0.31)

total monthly earnings, usual hours worked per week, and hourly wage for workers

who are paid by the hour. I use the hourly wage as the primary measure of wages,

because it corresponds to the concept of the price per unit of labor output. In order

to include workers who are not paid on an hourly basis, I follow the usual practice of

constructing an hourly wage variable by calculating the approximate number of hours

worked each month and dividing the monthly earnings by monthly hours worked.

Wages are deflated using the CPI and pegged to 1985 prices.

The occupational classification for each job is recorded using the the most re-

cent U.S. census classification of occupations. Throughout the analysis, I follow

the approach taken in Acemoglu and Autor (2011) to group occupations into broad

groupings largely defined by the census occupational coding. These groups are:

1. Professional, technical, managerial

2. Production, operations, sales, clerical, administrative support

3. Service

For brevity, I refer to these simply as professional, production, and service occupa-

tions throughout the text. Acemoglu and Autor (2011) argue that this occupational

classification broadly captures the primary tasks performed in different jobs, with
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the first corresponding to jobs with “non-routine cognitive” tasks, the second cor-

responding to jobs with “routine” tasks, and the third corresponding to jobs with

“non-routine manual” tasks. I adopt this framework primarily to be consistent with

this theoretical analysis and the subsequent empirical work on job polarization which

also use this classification of occupations.

In the analysis that follows, I consider a restricted sample of male workers aged

25-60.3 Sample sizes for each SIPP panel under this restriction are shown in Column

(A) of Table 2.1. The sample size under the restriction that an individual is employed

sometime during the panel is given in column (B). Finally, in the empirical strategy

laid out in the rest of the paper, I will further restrict the sample to workers who

have complete employment data for three periods. This restriction ensures that there

is enough information to identify the underlying skills of the sample of workers and

reduces the sample size roughly in half.

Table 2.2 reports demographic characteristics of the SIPP samples. In line with

other standard data source, it shows the workforce became older and more educated

during this period. Demographics with the sample restriction to workers with three

periods of data are reported in parentheses. The overall levels and trends of these

demographics closely follow the employed sample, but there is over-representation

of older and more educated workers, which is around 1-2 percentage points in most

periods.

3The restriction to male workers is made for several reasons. First, the trends in wage inequality
between men and women follow very different patterns during this period and have to be treated
separately. Second, endogenous non-participation is an important complication in the empirical
strategy I develop in the rest of the paper, so I focus here on the sample with the highest labor force
participation. Extending the approach in this paper to account for endogenous non-participation
will be an important avenue for further research.
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(b) Upper and Lower Tail Inequality
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Figure 2.1: Trends in Wage Inequality

2.2.2 Stylized Facts

The simplest measure of wage inequality is the variance of observed wages. Panel

(a) of Figure 2.1 shows that overall variance in wages increased during this period.

In addition to overall increasing variance, a central finding in the literature on labor

market polarization is that dispersion has increased at the top of the wage distribu-

tion, but declined at the bottom. The most common way of illustrating this is to look

at changes over time in the difference between the 90th and 50th percentile of the

wage distribution, and the difference between the 50th and 10th percentile. These

trends are shown in Panel (b) of Figure 2.1. Similar to the results reported in Autor

et al. (2008), this shows that inequality in the upper tail of the distribution increased

over the period, while lower tail inequality declined.

One of the most prominent explanations that has been proposed for the diver-

gent trends in upper and lower tail wage inequality has been that labor demand for

middle-wage occupations declined relative to high- and low-wage occupations. De-

scriptive evidence for this hypothesis is presented in Figure 2.2. Panel (a) shows

the monthly employment shares in each of the three occupations, while panel (b)
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shows the monthly mean hourly wage in each occupation. Regression lines are shown

in red on each panel. Employment in the production occupations declined by 5%,

while employment in professional occupations increased by 2% and employment in

the service category increased by 3%. These changes in employment combined with

the trend of increasing mean wages in professional occupations and decreasing mean

wages in professional occupations could have contributed to the changes in inequality

observed.

(a) Employment Shares by Occupation
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(b) Mean Log Hourly Wage by Occupation
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Figure 2.2: Between Occupation Contributions to Wage Polarization

While the theory of RBTC emphasizes the importance of changing inequality be-

tween occupations, changes among workers in each occupation played an important

role in the growth in inequality and polarization. Figure 2.3 shows the variance of

log wages within each occupational category. Variance increased within the wages of

workers in production occupations, while they remained relatively flat in the other

two categories. However, considering the changes in lower and upper tail inequal-

ity separately in Figure 2.4 shows that there were significant distributional changes

among workers within occupations. Within both the production and service occupa-

tions, upper- and lower-tail inequality diverge mirroring the overall pattern in wages.
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These patterns of wage polarization within occupations could be explained by

changes in skill prices, the distribution of skills, occupational sorting, or some com-

bination of these. To gain some intuition for how these different factors could affect

within-occupation wage distributions, consider the following simplified version of the

model I develop in the next section. Assume that workers, indexed by i, have a

scalar skill, xi ∈ R, and they can choose to work in one of the three occupations,

D = {service, production, professional}. In each occupation, d ∈ D, worker i can

produce exp(λ(d)x) units of output per hour, and is paid a rate of P (d) per unit of

output. Under these assumptions, the log of the potential hourly wage a worker with

skills x can earn by working in occupation d is

y(d, x) = log(P (d)) + λ(d)x

In this setting, P := {P (d) : d ∈ D} are equilibrium market prices, while λ :=

{λ(d) : d ∈ D} are technological parameters representing the productivity of skills.

The first thing to notice about this model is that log(P (d)) is additively separable

from λ(d)x, so holding the assignment of occupations fixed, changing the prices P

cannot change upper or lower tail inequality in log wages. Similarly, increasing λ(d)

increases both lower and upper tail inequality. This is because ∂(y(d,x′)−y(d,x))
∂λ(d)

=

x′−x ≥ 0 for any x′ ≥ x, which holds with x′ and x selected to be any two quantiles

of the distribution of workers’ skills in the population.

In the context of this simplified model, therefore, diverging trends in upper and

lower tail inequality within an occupation must be explained by changes in the dis-

tribution of skills of workers who select into that occupation. In the analysis of

Acemoglu and Autor (2011) and Jung and Mercenier (2014), the only mechanism for

skills to change in response to a change in P or λ is for workers to reoptimize their

occupational choices to maximize income. However, the trends displayed in Figure

2.4 are difficult to fully explain with this adjustment mechanism. In the case where
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Figure 2.3: Within Occupation Wage Dispersion: Variance

the price for the production occupation declines, holding the other two prices fixed,

these models predict that the highest and lowest skilled workers in production occu-

pations would switch into service or professional occupations respectively. However,

this would decrease both upper and lower tail inequality in the wages of production

workers, whereas upper tail inequality increases in the data.

The preceding analysis suggests that in the context of this simplified model,

changes in within-occupation distribution of workers’ skills are an important part

of the story of polarization and are not fully explained by Roy sorting. In the fol-

lowing section, I turn to developing a model which is flexible enough to explain these

changes in within-occupation wage inequality. An important motivation in the fol-

lowing sections will be to develop an approach to identifying the roles that changes

in skill prices, the distribution of skills, and occupational sorting play in these trends.
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(b) Production
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(c) Professional
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Figure 2.4: Within Occupation Wage Dispersion: Upper and Lower Tail Inequality

2.3 Model

In this section, I develop a model of wage determination and occupational choice,

which I will use to empirically evaluate how the distribution of workers’ skills and

their sorting patterns have changed over time. The model is sufficiently general

to evaluate the role of three factors in the evolution of wage inequality: (1) the

distribution of workers’ skills, (2) the patterns of worker sorting into occupations,

and (3) the prices of skills in each occupation. In order to flexibly evaluate the

importance of each of these factors, the model allows for an arbitrary relationship

between workers’ skills and occupational choices.

2.3.1 Assumptions

The follow assumption describes a general model of wage determination and occupa-

tional choice.

Assumption M For the set of workers, I, the following hold,

1. Worker i ∈ I can produce gt(d, xit) units of output in occupation d in period t,

where xit are a set of factors that affect productivity.
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2. Worker i derives a utility ut(d, xit, zit) from working in occupation d in period t

where zit are additional factors that affect their decision, and chooses a sequence

of occupations (di1, . . . , dit̄) to maximize their utility in each period.

3. A worker who works in occupation d in period t and produces y units of output

is paid a wage of wt(d, y), where wt is strictly increasing in y for each choice

d ∈ D

Notice that these assumptions have not yet imposed any restrictions on the joint

distribution of (xit, zit). Hence this model is consistent with any arbitrary pattern

of productivity and occupational choices. For example, assumption M.2 is consistent

pure Roy sorting. Assumption M.2 appears to impose that agents choose between all

occupations each period, but zit can contain a variable specifying which choices are

feasible.

The most restrictive assumption is M.3, which imposes that wages are strictly

increasing in a worker’s productivity. This is critical to the identification argument I

make in the following section, because it allows us to treat wages as a measurement

of underlying productivity. This assumption holds most naturally if the labor market

is competitive, in which cases the wage schedule is wt(d, y) = wt(d)y.

The following additional assumptions provide sufficient conditions to identify the

model,

Assumption I

1. The factors that affect productivity can be separated into a vector of skills

xi which is constant for t = 1, . . . , t̄, and time-varying productivity shocks,

{ϵit(d) : d ∈ D}.

2. The productivity shocks, {ϵit} are serially independent, and independent of

skills and preferences {xi, zit}.
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3. Utilities do not depend on the time-varying productivity shocks, i.e.,

ut(d, xit, zit) = ut(d, xi, zit).

4. The productivity function g is multiplicatively separable in ϵit and xi, i.e.,

gt(d, xi, ϵit) = ht(d, xi) exp(ϵit)

Assumptions I.1 and I.2 are motivated by the permanent income hypothesis. This

is one of the starting points for a large literature which attempts to decompose income

dynamics into permanent and transitory components (see e.g., Hu et al., 2019; Shin

and Solon, 2011; Moffitt and Gottschalk, 2012; Gu and Koenker, 2017). The canonical

variance components model used in that literature decomposes earnings yit as,

yit = ptµi + ϵit

Assumptions M and I generalize this canonical model in three ways: First, it allows

workers to endogenously choose between multiple potential occupations which have

different wage schedules; second, it allows the permanent component to be multidi-

mensional; and third, it allows the distribution of the transitory shocks to be different

for different occupations.

Recent work decomposing income dynamics into transitory and permanent com-

ponents have focused on relaxing the canonical model in a different direction. Hu

et al. (2019), for example, allow the “permanent” component to change over time

following a random walk and for the ϵit to follow an ARMA process. These models

are non-nested, since assumption I maintains analogues to the canonical assumptions

that xi is fixed over time and (ϵit(0), . . . , ϵit(d̄)) are independent over time.

Maintaining these assumptions can be justified in this setting for several reasons.

First, in contrast to that literature which typically uses a long panel covering much

of the life cycle, I focus on short time frame (3-4 years) during which skills can

be considered to be approximated fixed. Second, while this literature is agnostic
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about what the shocks to permanent income are, the model laid out in M provides a

mechanism to explain shocks to permanent income through changes in labor prices

and productivity across occupations. This model can be understood then as a way of

explaining the “black box” shocks to permanent income under the assumption that

skills are fixed.

On the other hand, these assumptions do not require that the distribution of skills

in the population is fixed over time. Therefore, estimating the model across successive

panels can show how the distribution of skills have changed over time through the

changing composition of the population.

Assumptions I.2 and I.3 require that transitory productivity shocks do not af-

fect workers’ occupational choices. This can be interpreted most naturally as an

assumption that these shocks are realized after occupational choices are made. This

assumption is common in many areas of labor economics such as analysis of firm and

work heterogeneity (e.g. Abowd et al., 1999; Bonhomme et al., 2019; Card et al.,

2013) and migration decisions (e.g. Kennan and Walker, 2011). This the only restric-

tion on the choice model. The assumption is consistent, for example with a dynamic

choice model in which workers maximize future earnings, as well as labor market fric-

tions such as switching costs, and nonpecuniary preferences which can be arbitrarily

correlated with skills.

Finally, Assumption I.4 is a functional form assumption, which means that the log

productivity is additively separable in the time-varying component. This assumption

can be relaxed, but as discussed in section 4, this requires making a higher level rank

assumption, which is generally hard to interpret or verify.
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2.3.2 Relationship to task-based occupational choice

The model described by assumptions M and I is closely related to the task-based

models of occupational choice. Autor and Handel (2013), for example, develop a

cross-sectional model of the labor market which is nested by assumptions M and I,

by setting

h(d, xi) = exp(λ(d)′xi)

p(d, y) = p(d)y

This leads to the log-linear potential wage schedule in each occupation as,

w(d, x) = µ(d) + λ(d)′x+ ϵ

where µ(d) = log(p(d)). In their model, this productivity function has the follow-

ing interpretation: workers perform K tasks in one occupation. Each occupation

produces a different output which firms combine to make a composite good. The

productivity of performing one unit of each task varies across occupations, which is

described by λ(d) ∈ RK . A worker can perform xi ∈ RK units of each tasks. Hence,

a worker with skills x can produce λ(d)′x log units of output in occupation d.

An important aspect of this model is that it provides a justification for skills to

be priced different across different occupations (see e.g., Heckman and Scheinkman,

1987; Autor and Handel, 2013). Rosen (1978), Teulings (1995), Costinot and Vogel

(2010), and Jung and Mercenier (2014) develop models of labor market sorting which

use this as a basis to derive models of sorting across occupations, and explain trends

in wage inequality (see e.g., Acemoglu and Autor, 2011).

A focus in empirical work has been extending this to a panel-data model and

estimating µ(d) over time, as this can be interpreted as a change in the labor price

for each occupation. Under additional assumptions the changes of these equilibrium

prices can be interpreted as evidence of changes in labor demand which have driven

changes.
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Cortes (2016), Gottschalk et al. (2015), Böhm (2020), and Cavaglia and Etheridge

(2020) provide various approaches to estimating µt(d). The approach in each of

these papers, requires additional identifying assumptions. Cortes (2016) assumes

that productivity is fixed over time, i.e., gt(d, xi) ≡ g(d, xi), implying that changes

in tasks prices can be recovered from taking first differences among workers who stay

in the same occupation. Cavaglia and Etheridge (2020) extends this approach by

allowing productivity to also depend on time-varying observed variables. Gottschalk

et al. (2015) exploit an assumption of Roy-style selection in which workers choose the

occupation which gives them the highest wage. Böhm (2020) requires non-selected

measurements of xi.

In contrast to these approaches, I do not require that the productivity of skills,

g is fixed over time or that workers choose an occupation to maximize income, or

that external measurements of skills are available. The identification strategy and

estimation method I develop in this paper also diverges from this work by focusing

on identification of the full joint distribution of potential wages and choices rather

than focusing on task prices.

2.4 Identification

The model laid out in the previous section has a natural factor structure that can

be used to establish point identification. In particular, the low dimensional vector

of skills can be viewed as an unobserved latent variable, while observed wages can

be viewed as measurements of these unobserved variables, where the time varying

shocks are assumed to be independent from the factor. If there were no endogenous

selection into occupations, a viable approach to establishing identification would be to

verify the conditions of high-level theorems from the non-classical measurement error

literature, e.g., Theorem 2.4.2 in Hu (2017), or specializing to the linear factor model
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of Theorem 2 in Freyberger (2018). However, a complication in using these existing

results is that the particular set of wage measurements observed is endogenously

selected. In this section, I develop a new identification result which extends the work

of these papers to a setting with endogenously selected measurements. I then establish

that the assumptions of this theorem are satisfied under the model of occupational

choice laid out in the previous section.

Notation

Throughout this section I will use the notation [n] = {1, . . . , n} for n ∈ N. I define

an = (a1, . . . , an) for n ∈ N

2.4.1 Setup

Consider a vector of potential outcomes of length t̄ ∈ N: Y (d) = (Y1(d1), . . . , Yt̄(dt̄)),

where dt ∈ [d̄t], d̄t ∈ N for each t. The discrete random variable D with support

[d̄1] × . . . ,×[d̄t̄] can be thought of as a vector of endogenous choices or treatments.

The realized outcomes and choices are (Y,D), where Y = (Y0(D0), . . . , Yt̄(Dt̄)) and

D = (D0, . . . , Dt̄). In the application, the components of Y are outcomes in different

time periods, but t could also index other outcomes such as multiple test scores.

The following is the main identification assumption.

Assumption PO-I

1. Potential outcomes can be written as:

Yt(dt) = µt(dt, X) + Ut(dt)

Where, Ut = (Ut(0), . . . , Ut(d̄t)) is a random variable on Rd̄t , X is random

variable on X , and µt : [d̄t]×X 7→ R.

2. Ut is independent of (Dt, X) for all t ∈ [t̄].
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3. {Ut : t ∈ [t̄]} are mutually independent.

These assumptions are closely related assumptions M and I in the previous section,

which are substantive assumptions about the labor market. Assumption PO-I.1 is

implied by assumptions M.1, M.3, and I.1, and I.4, setting potential wages in each

outcome Yt(d). Assumption PO-I.2 is implied by assumptions M.2, I.2, and I.3.

Finally, assumption PO-I.3 is implied by assumption I.2.

By themselves, these assumptions are not restrictive, because we have not re-

stricted the domain of X or the µt functions. If X = R
∏

t d̄t , and µt(d, x) = xt(d)

and Ut(d) = 0 then potential outcomes can be arbitrarily correlated across time and

outcomes. In order to get some identifying power, it is necessary to restrict the

dimension of X .

The following assumption provides a set of sufficient conditions to point

identify the model. For sequences tn and dn, I will denote µtn(dn, x) =

(µt1(d1, x), . . . µtn(dn, x)):

Assumption PO-R

1. X ⊆ Rk̄ for some k̄ > 2t̄.

2. For each sequence of periods and choices of length k̄, denoted dk̄ and tk̄ respec-

tively, µtk̄(dk̄, ·) is continuous and µtk̄(dk̄,X ) = Rk̄.

3. X is continuous and has a density which is strictly positive for almost every

x ∈ X

4. For each (t, dt), Ut(dt) is continuous and it’s characteristic function is infinitely

differentiable and strictly positive almost everywhere.

5. The function µtk̄(dk̄, ·) is injective for every pair of k̄-length sequences tk̄, dk̄.

Assumptions PO-R.2 captures the idea that any set of realized outcomes of the

same dimension of the latent variable X can be viewed as a measurement of X.
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Assumption PO-R.1 allows us to then treat outcomes as repeated measurements, by

ensuring that there are enough outcomes to form more than two full measurements

of X . Assumption PO-R.4 is a regularity condition on the idiosyncratic errors, which

is common in the deconvolution literature. It holds for the noise-free case, where

Ut(d) = 0 and for all of the typical families of distributions such as Gaussian.

Under assumptions PO-I and PO-R, the parameters of the model are the functions

µ = (µ0, . . . , µt̄), the joint distribution of X and D, F and the distributions of Ut

for each t, Gt, with G = (G0, . . . , Gt̄). The identified set, Θ0, as those (µ, F,G) for

which assumptions M and I hold, and for which the distribution of (D, Y (D,X))

under (µ, F,G) is equal to the true distribution, F 0
D,Y

Since the functions µ and the distributions of both X and Ut are unknown, there

are two fundamental indeterminacies in the model. The first is the labeling of X.

Suppose π is a bijective transformation on X , we can define µ̄t(d, x) = µt(d, π
−1(x))

so that µt(d, x) = µ̄t(d, π(x)). The second comes from additivity of the idiosyncratic

errors. For any model, there is an equivalent model with Ut(d) + α and µt(d, x)− α.

The following theorem says the parameters of this model are identified up to these

two indeterminacies.

Theorem 1. For any (µ, F,G), (µ̄, F̄ , Ḡ) ∈ Θ0, there is a bijective function π : X 7→

X and a set of constants, αt(d) such that:

• Ḡt(u) = Gt(u− αt)

• F̄ (d, x) = F (d, π(x))

• µ̄t(d, x) = αt(d) + µt(d, π
−1(x))

The full proof is given in Appendix A, which I sketch here. The first step in the

proof is to show that for each sequence of choices d = (d0, . . . , dt̄), the conditional

distribution of X, x 7→ FX|D(x, d), and the mean function x 7→ (µ(d0, x), . . . µ(dt̄, x))
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are identified up to the labels of x. This is established by adapting results from

the literature on nonclassical measurement error with three measurements (Hu and

Schennach, 2008). These results provide sufficient conditions to identify the joint

distribution of a random vector (Y1, Y2, Y3, X) under the conditions that (Y1, Y2, Y3)

is observed Y1 ⊥ Y2 ⊥ Y3|X. A key condition in these results is that for j = 1, 2, 3,

variable X induces a sufficient amount variation in Yj. More precisely, this requires

that the operator, Lj defined by,

[Ljg](y) =

∫
fYj |X(y|x)g(x)dx

is invertible. This high-level condition, sometimes called bounded completeness can

be difficult to verify, but D’Haultfoeuille (2011) provides sufficient conditions which

exactly match the assumptions of Theorem 1. In particular, the assumptions that

µ(d,X) is additively separable from Ut(d) and that x 7→ µt(dt, x) is invertible are

sufficient to establish that the invertibility of Lj for each j.

Finally, since identification is established conditionally for each choice sequence,

it remains to show that it is possible to choose a consistent labeling of the support of

X for the entire joint distribution of (X,D). This established following an argument

similar to the proof of Theorem 2 in Freyberger (2018): because for any two choice

sequences, we can consider a third which includes elements of both. Each choice

sequence must have consistent labeling, so these overlapping choice sequences provide

a link between conditional distributions.

Theorem 1 is similar to Theorem 2 in Freyberger (2018) and Theorem 1 in Bon-

homme et al. (2019). While Freyberger (2018) uses the results of D’Haultfoeuille

(2011) to establish the injectivity condition, he makes the stronger assumption that

µ is linear, and does not allow the factor loadings to depend on an endogenous vari-

able. Bonhomme et al. (2019), on the other hand, places fewer restrictions on the

functional form of µ and do not require additive separability of µ(d, x) and U(d),
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but rely on higher level identification conditions. In particular, they assume directly

that the bounded completeness condition holds4. To the best of my knowledge, the

result in D’Haultfoeuille (2011) is the most flexible set of primitive conditions known

to guarantee the injectivity condition in this setting. A valuable extension of this

result would be to explore when deviations from additive separability still satisfy this

condition.

2.4.2 Sufficient Conditions for Injectivity

Theorem 1 provides non-parametric identification of the function µ with the condition

that µ is injective. It is also possible to restrict the function space that µ lies in and

derive specific conditions to establish injectivity. One simple choice is to assume that

µ is linear:

Assumption PO-R.5′ µt(dt, x) = αt(dt)+λt(dt)
′x, and for any sequence (tk̄, dk̄)

of length k̄, the k̄× k̄-dimension matrix Λ(tk̄, dk̄) := [λt1(d1) . . . λtk̄
(dk̄)] has full rank.

By modeling µ as a linear function, we can establish the required injectivity of µ

with this rank condition on λ.

Under assumption PO-R.5’, we can also derive a more concrete representation

of the mappings, π, between parameters in the identified set. This is given in the

following theorem. The theorem will use the notation ΣZ|D(d) = V ar(Z|D = d) for

a random vector Z = (Z1, . . . , ZT ) and D = (D1, . . . , DT ),

Theorem 2. Suppose assumptions PO-I, PO-R.1-4 and PO-R.5’, then for any

(Λ,ΣX|D(x|d)), (Λ̄, Σ̄X|D(x|d)) such that,

ΣY |D(d)− ΣU |D(d) = Λ(d)TΣX|D(d)Λ(d) = Λ̄(d)T Σ̄X|D(d)Λ̄(d)

4In the statment of the theorem and the proof they also require that unobserved heterogeneity is
discrete. In this case, the operator Lj is simply a matrix and bounded completeness is equivalent
to invertibility of the matrix. They argue their results can be extended to the continuous case. If
this is correct, it would require assuming the invertibility condition directly.
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There is a nonsingular matrix M such that for each choice sequence d:

Λ̄(d) = Λ(d)M−1 (2.1)

Σ̄X|D(d) = MΣX|D(d) (2.2)

Proof. See Appendix A.1

The rank condition under linearity does impose some constraints. Notably, when

k̄ > 1, it rules out the possibility that µt(dt, ·) = µ̄(dt, ·) for all t. If that were the

case, then for the choice sequence dk̄ = (1, . . . , 1), the matrix Λ([k̄], dk̄) would have

rank 1.

Another limitation of restricting µ to linear functions is that it imposes that

the marginal effect of a component of x potential outcomes is constant for every

potential outcome. This can be relaxed, by expanding this set to include monotonic

transformations of each component of x. That is: µt(dt, x) = αt(dt, x) = αt(dt) +

λt(dt)
′ht(dt, x), where ht(dt, x) = (ht1(dt, xt1), . . . , htk̄(dt, xtk̄)), where each component

function is a strictly increasing function. These functions are also injective since each

htj function is injective and the rank condition on β holds.

Linearity also rules out the possibility of complementarities between components

of the latent variable. There are many common classes of functions, however, that

would allow for more complementarity between inputs. Perhaps the most straight-

forward is a constant elasticity of substitution production function:

µt(dt, x) = αt(dt) +
νt(dt)

γt(dt)
log

(
k̄∑

k=1

λtk(dt) exp(γt(dt)xk)

)

This is a composition of strictly increasing functions, so the rank condition on λ is

still sufficient to establish the injectivity of µ.
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2.5 Estimation

In this section, I describe the specification of the model I will estimate and the es-

timation procedure employed. Because of the goal of understanding the changes in

workers’ skills and selection into occupations, I focus on estimating the joint distribu-

tion of skills and choices nonparametrically. In order to make this feasible, I impose

several simplifying assumptions on the other aspects of the model. First, I assume

that skills are scalar-valued. While this assumption is restrictive, it is commonly

made in the theory of wage polarization (e.g., Jung and Mercenier, 2014; Acemoglu

and Autor, 2011), and I show that a scalar-value model fits the data well. Second,

while the distribution of Ut(d) is identified nonparametrically, I assume that Ut(d)

have a Gaussian distribution. I also maintain the assumption that potential outcomes

are linear as is common in the task framework.

Under these assumptions, it is possible to extend a semiparametric estimation

methods used to estimate mixture models to this application. In a simple mixture

model, likelihood contributions can be written as:

ℓ(y) =

∫
g(y, x)dF (x),

where the distribution F is estimated nonparametrically. Several recent papers (e.g.,

Koenker and Mizera, 2014; Fox et al., 2016; Chernozhukov et al., 2013) have proposed

estimating F by searching over discrete distributions with a fixed (but potentially

large) grid of support points. This fixed-grid estimator can be viewed as a particular

sieve estimator (Chen, 2007), and is motivated by a result that with a sample size of n,

there exists a finite distribution with at most n points of support that maximizes the

likelihood function (Lindsay, 1995). In practice Koenker and Mizera (2014) show that

this estimator can be computed efficiently and has good performance in simulations.

Fox et al. (2016) and Chernozhukov et al. (2013) show that the estimator is consistent
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in two contexts.

In this setting, unobserved skills X can depend arbitrarily on the endogenous

choice variables D = (d1, . . . , dT ). The component mixture distribution g is also

parameterized by a finite-dimensional vector of parameters, θ, which has a non-trivial

dimension in several of the model specifications I estimate.

I therefore propose several refinements to the implementation of the fixed-grid

estimator to allow for efficient computation in this context. First, I propose an accel-

erated expectation maximization (EM) algorithm which exploits the computational

properties of the fixed-grid estimator and the linearity of the outcome equation.

The algorithm reduces the optimization problem to alternately solving two simpler

problems. Next, I use the linearity of the outcome equation to derive a consistent

first-stage estimator of the finite parameters, and show that the full MLE estimator

converges to the global minimum when using this first-stage estimator for a starting

value of the finite parameters.

2.5.1 Likelihood function.

Under the assumptions PO-I, and PO-R.1-4, PO-R.5′, the potential wage in occupa-

tion dt ∈ [d̄t] in period t ∈ [t̄] is,

Yt(dt) = αt(dt) + λt(dt)X + Ut(dt) (2.3)

I also assume that Ut(dt) is a mean zero Gaussian random variable with variance

σ2
t (dt). The finite-dimensional parameters of the model to be estimated are:

θ = {αt(dt), λt(dt), σ
2
t (dt) : t ∈ [t̄], dt ∈ [d̄t]}

Together with the joint distribution of (X,D), (θ, FX,D) fully specifies the model.

Under these assumptions, the likelihood contribution for an observation with out-
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comes Y = (y1, . . . , yt̄) and choices D = (d1, . . . , dt̄) is,

ℓ(y, d; θ, FX,D) = fD(d)

∫ ∏
t

1

σt(dt)
ϕ

(
yt − αt(dt)− λt(dt)

Tx

σt(dt)

)
dFX|D(x|d)

where fD(d) = P (D = d), FX|D is the distribution of X conditional on D, and ϕ

is the distribution of a standard normal random variable. Note that by writing the

likelihood function with the conditional mixing distribution FX|D, the nonparametric

conditional choice probabilities P (D = d|X = x) do not need to be estimated directly.

2.5.2 Profile Likelihood.

Maximizing the likelihood function, Ln(θ, FX|D) =
∑

i log ℓ(yi, di; θ, FX,D), can be

broken down into two steps. In the first step, the likelihood is maximized over FX,D

for a fixed value of θ. A computationally feasible approach to estimating FX,D is to use

the fixed-grid sieve estimator. Using this sieve space, this inner maximization problem

can be written as a convex optimization problem which can be solved efficiently using

modern convex optimization solvers.

The fixed-grid sieve space is defined as follows: for each n, let (xn1, . . . , xnR(n)) :=

Xn ⊂ X be a finite subset of the support of X with R(n) points, where R(n) → ∞.

The sieve space, then is defined as the set of conditional distributions, which each

have support:

F (n)
X|D =

∑
d̄∈D

∑
r∈[R(n)]

ardχ(−∞,xr]×{d̄} : {ard, r ∈ [R(n)], d ∈ D} ∈ ∆(|Xn|)


Where ∆(A) is the set of probability distributions over the finite set of support points

A. Given (θ, {Xn : n ∈ N}), we can define,

g
(n)
idr (θ) = 1(d = di)

(∏
t

1

σt(dt)
ϕ

(
yit − αt(dit)− λt(dit)

Txnr

σt(dt)

))
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Fixing θ, this maximization problem over {ard, r ∈ [R(n)], d ∈ D} ∈ ∆(|Xn|)} can be

written as follows,

maximizea
∑
i

log(ℓi)

subject to
∑
d

∑
r

g
(n)
idr (θ)ard = ℓi for each i ∈ [n]

∑
r

ard = 1 for each d ∈ D

This is a well-understood convex optimization problem which can be written in

terms of linear and exponential cone constraints, and can be solved very efficiently

with an interior point solver. In practice, I use Mosek’s interior point solver. In all

the specifications I estimate in this paper, this subproblem can be solved in less than

one second.

2.5.3 Accelerated EM algorithm

Writing the solution of the maximization problem above as a function of θ,

θ 7→ argmax
FX,D

Ln(θ, FX,D),

defines the profile likelihood function. One approach to solving the full MLE prob-

lem would be to simply search over the parameter space for θ to maximize the profile

likelihood function. In this application, I propose an accelerated expectation max-

imization (EM) algorithm which takes advantage of the linearity of the outcome

equation. This allows for efficient computation and bypasses the need to calculate

the derivative of the profile likelihood function with respect to θ.

35



Let the following sequence (fm, θm) be defined recursively as follows,

θm+1 = argmax
θ∈Θ

∑
i

∑
t

∑
r

qmir log gt(yi, di|xr; θ
m)

fm = argmax
f∈F(n)

X|D

∑
i

∑
r

f(xr, di)
∏
t

gt(yit, dit|xr; θ
m)

where,

qmir =
fm(xr, di)g(yi, di|xr; θ

m)∑
r f

m(xr, di)g(yi, di|xr; θm)

Further let (θmn , f
m
n ), which follows the recursive definition above for each n. The

following theorem establishes that this sequence converges to the global maximum of

the likelihood function.

Theorem 3. For any such sequence (θm, fm) converge to a local maximizer or

Ln(θ, f). Furthermore, if θ0n is a consistent estimator for θ0, then

lim
m→∞

(θmn , f
m
n ) = argmax

θ,f
Ln(θ, f)

with probability approaching 1.

Proof. See Appendix A.2

The proof of Theorem 3 is given in Appendix A. This algorithm is closely

related to the standard EM algorithm. In the EM algorithm, fm maximizes

En(log[g(yi, di|x; θ)f(x)]|yi, di;ϕm−1). Instead, fm+1 maximizes the likelihood func-

tion itself given θm+1. Dempster et al. (1977) show that the former is sufficient to

increase the likelihood at each step. Since this choice of fm is at least as good as the

EM step, this is sufficient to show this sequence will converge to a local minimum.

Since it improves the likelihood more at each step and is the global maximum given

θ, we should expect significantly faster convergence.
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The model specifications I estimate have the following functional form,

gt(yit, dit|xr; θ) =
1

2σt(dit)

(
yit − λt(dit)

Txr

σt(dit)

)2

(2.4)

With this functional form, the θ update step has a particularly convenient form. To

state the following result, I will use the following notation,

q̄mtdtr =
∑
i

1(dit = dt)q
m
ir

ȳmtdtr =
∑
i

qmir
q̄mtdtr

yit

σ2
tdtr =

∑
i

qmir
q̄mtdtr

(yit − x′
rλt(dt))

2

Corollary. When gt is defined as in (2.4),

λm+1
t (dt) =

(∑
r

q̄mtdtrxrx
T
r

)−1∑
r

q̄mtdtrȳ
m
tdtrxr

σt(dt) =
∑
r

q̄mtdtrσ
2
tdtr(dt)

2.5.4 First step estimator

An important aspect of Theorem 3 is that it guarantees that the estimator will

converge to the global maximum if we have a consistent first stage estimator for θ.

To get this estimator, can use an approach suggested in Heckman and Scheinkman

(1987) and stated formally in Freyberger (2018) to derive a consistent first stage

estimator of θ.

Assume that X ∈ Rk. Partitioning [T ] into (t1, t2, t3), where t1 and t2 are of

length k and t3 is of length T − 2k, then for a sequence d, partitioned in the same
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way.

Y t1 = α1(d
1) + Λ1(d1)X + U1

=
(
α1(d

1)− Λ1(d
1)Λ−1

2 (d2)α2

)
+ Λ1(d

1)Λ−1
2 (d2)Y t2 +

(
U1 − Λ1(d

1)Λ−1
2 (d2)U2

)
,

where Λ1(d
1) = (λt11

(d1), . . . , λt1k
(dk))

T

Using Y3 as an instrument for Y2, we get,

cov(Y t1 , Y t3|D = d) = Λ1Λ
−1
2 cov(Y t2 , Y t3|D = d) (2.5)

If every k × k submatrix of Λ is invertible, then there will be one of these moment

conditions for every combination of the partitions of [T ] and choice sequences d.

The following theorem provides tractable way of combining these moment conditions

which maintains the linearity of the estimator:

Proposition 1. Let

Mn =

 m
(1)
n ϕ

(1)
1 − ϕ

(1)
0

...

m
(Q)
n ϕ

(Q)
1 − ϕ

(Q)
0


where Q = |D|

(
T
k

)(
T−k
k

)
, mj

n is a 2SLS estimand based on the moment condition in

(2.5), ϕ
(j)
1 , ϕ

(j)
2 are the (k × |Dt|T ) and (1× |Dt|T ) matrices defined in appendix B.

For any positive definite weighting matrix W , the GMM estimator λ̂n :=

minΛ vec(Λ)
T (Ik ⊗Mn)

TW (Ik ⊗Mn)vec(Λ) →p vec(Λ0)

Proof. See Appendix A.2

The GMM estimator proposed in this proposition is less efficient than the full

GMM estimator of λ, but it still uses all the moment conditions of the form (2.5).

Because of the large number of potential choice sequences and different ways to

partition the periods, this results in a large number of moment conditions. The

simplification of stacking 2SLS estimands maintains the linearity of the minimization

problem, so the solution is simply the solution to a linear least squares problem.
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2.6 Results

In this section, I present the results from estimating the model. I begin by showing

that the model fits the cross-sectional trends reviewed in section 2 as well as the

joint distribution of individuals’ wages over time. I next turn to exploring the role

of endogenous sorting into occupations, and show that non-wage factors appear to

play a large role in workers’ occupational choices. I then explore how the patterns of

occupational sorting have contributed to changes in wage inequality since the 1980s. I

find that sorting across occupations by skill level has led to increasing wage inequality

compared to the situation where workers are randomly allocated to occupations.

Finally, I analyze the contribution of temporal changes in the distribution of workers’

skills to the trends in wage inequality, and show that changes in the skill distribution

among workers who select into service occupations account for the largest share of

the changes to wage inequality.

2.6.1 Model Fit

A parsimonious specification with univariate skills and independent, Gaussian pro-

ductivity shocks captures the main the cross-sectional trends in wage inequality out-

lined in section 2 and key patterns in the joint distribution of individual workers’

wages over several periods. Beginning with the cross-sectional trends, Figure 2.5

shows the estimates of my model’s parameters fit the trends reviewed in section 2.

Panel (a) of Figure 2.5 shows that the mean log hourly wages by occupation follow

the pattern shown in Panel (a) of Figure 2.2. As in the raw data, there is a slight

pattern of polarization in the mean wages, with the high skill and low skill occupa-

tions increasing slightly, while the middle-skill occupation declined. Similarly, Panel

(b) of Figure 2.5 shows that the trends observed in upper and lower tail inequality

are captured in the fitted model. Under the estimation results, lower tail inequality
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decreases somewhat while upper tail inequality increases.

(a) Mean Realized Wages by Occupation
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(b) Upper and Lower Tail Inequality
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Figure 2.5: Estimated Trends in Inequality

Next, I explore how well the univariate skill model fits the observed patterns of

individual workers’ sequences of wages and occupational choices. Under assumptions

PO-M and PO-I, each observation of an individual’s wage can be viewed as a mea-

surement of their skills. For a worker i who chooses occupation Dit in period t, we

can define a measurement of individual i’s skills as follows,

Ȳit :=
Yit − αt(Dit)

λt(Dit)
= Xi +

Uit(Dit)

λt(Dit)

Now consider the distribution of a pair of skill measurements for worker i conditional

on choosing the occupational sequence Di := (Di1, Di2) = (d1, d2). This can be

written as,

Ȳi :=

[
Ȳi1

Ȳi2

]
=

[
Xi

Xi

]
+

[
Ui1(d1)/λ1(d1)
Ui2(d2)/λ2(d2)

]

Notice that under assumption PO-I.2, these Ȳi is the sum of two terms that are

independent conditional on Di. The first is perfectly correlated between period 1 and

period 2 and the second is spherical noise centered at the origin. If the variance of
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Ui is small relative to the variance of Xi, then the bivariate distribution of Ȳi should

be clustered along the 45 degree line with symmetrical deviations around that line.

Figure 2.6, shows the bivariate relationship for all pairs of rescaled outcomes,

(Ȳt, Ȳs) for all individuals included in the sample for all survey years estimated. In

order to evaluate whether the single factor model accurately captures the transfer-

ability of skills across occupations, the relationship is plotted separately for pairs of

measurements that involve a change of occupation and those that do not. The figure

shows that measurement pairs are clustered around the 45 degree line, consistent the

model predictions.

Figure 2.6: Bivariate Relationship Between Pairs of Skill Measurements

These predictions do not hold when Xi is not univariate. In particular, when Xi

is multidimensional, there is generally not a linear association between the pair of

skill measurements. The association between pairs of skill measurements also varies

depending on the choice sequences when Xi is multidimensional.

To see why, consider an alternative case where Xi is bivariate. A measurement

of the form above for any arbitrary choices of ℓ := (ℓ1, ℓ2), conditional on the choice
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sequence (Di1, Di2) = (d1, d2) can be written as,

Ȳi(ℓ) :=

[
Ȳi1(ℓ1)
Ȳi2(ℓ2)

]
=

[
λ11(d1)/ℓ1
λ21(d1)/ℓ2

]
X1i +

[
λ12(d2)/ℓ1
λ22(d2)/ℓ2

]
X2i +

[
Ui1(d1)/ℓ1
Ui2(d2)/ℓ2

]
From this expression we can see that if Xi1 and Xi2 are not independent from each

other or perfectly correlated, there would generally be a nonlinear association between

Ȳi1(ℓ1) and Ȳi2(ℓ2). Consider, for example, setting ℓ1 = λ11(d1), ℓ2 = λ21(d2). As in

the scalar case, the term associated with X1i would be perfectly correlated between

period 1 and 2, and the term associated with Ui would be spherical noise centered

at the original. However, unless X2i is independent from X1i, the mean of the term

associated with X2i could vary with X1i, inducing a nonlinear deviation from the 45

degree line in the association between Ȳ1i and Ȳ2i. Notice also that the association

between X1i and X2i would not generally be independent of the choice sequence.

Therefore, the association between pairs of skill measurements could vary with the

choice sequence.

While the evidence presented here is not a formal specification test, the linearity

of the association between Ȳt and Ȳ2, and the similarity in the results for occupation

switchers and occupation stayers gives some confidence that this model captures the

main features of the data.

2.6.2 Endogenous Sorting Patterns

Turning to the main results, I first consider how workers sort into occupations. Since

skills are univariate in the estimated model, choice probabilities can be viewed on

a continuum from low to high skill workers. Figure 2.7 shows the probabilities that

workers at a given quantile of the skill distribution will choose each of the occupations.

Each panel shows the choice probabilities for one SIPP panel on the year that panel

began. The approach of comparing successive panels provides a way to explore the

evolution of population-level sorting patterns over time.
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Across panel years, there is a consistent pattern of selection into occupations by

skill level. The probability of selecting service occupations declines at higher quantiles

in the skill distribution, while the probability of choosing professional occupations

increases. Production occupations have a higher overall probability of selection, but

peak toward the middle of the skill distribution. There is a trend for workers to

increasingly sort by skill level. This is most clear in the selection into professional oc-

cupationss: workers at the top of the skill distribution increasingly select professional

occupations toward the end of the sample.
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Figure 2.7: Occupational Choice Probabilities conditional on quantile of skills

This occupational sorting pattern could be consistent with selection based on com-

parative advantage, as implied by the pure Roy model. Jung and Mercenier (2014)

provide a theoretical analysis under which the equilibrium wage schedule could ac-

commodate this sorting pattern with pure Roy sorting even when skills are univariate.

In particular, this sorting pattern can arise if there is a negative relationship between

the intercepts (α) and the coefficients on skills (λ) in the occupation-specific log wage
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equations given in (2.3). The necessity of this negative association was noted in Autor

and Handel (2013) and elaborated in Jung and Mercenier (2014) for the case where

unobserved skills are scalar-valued.

The estimation results however, suggest that many workers do not choose an

occupation to maximize their income as implied by a pure Roy model. In order to

provide a quantitative assessment of the wage premia that workers forgo, I calculate

the potential gains in wages that workers could get from switching occupations. In

particular, for each quantile of the distribution of skilles, X, I calculate the difference

in potential log wages for each pair of occupations. To state this formally, for a

random variable, Z, let the α-quantile be defined as, Qα(Z) = inf{q : P (Z < q) ≤ α}.

We can then define the following parameter,

∆α,α′(d, d′) = E(Yt(d)− Yt(d
′)|Qα(X) < X ≤ Qα′(X))

This is the average gain in log wages that a worker with skills between the α and α′

quantiles of the skill distribution, in occupation d′ would get by switching to occupa-

tion d. These parameters describe the comparative advantage of workers at different

skill levels. A worker with skills X has a comparative advantage in occupation d if

he has a positive potential wage gain by switching to occupation d from any other

occupation. These parameters can be calculated from the estimation results, because

of the flexible approach to recovering the skill distribution.

Figure 2.9 presents the estimated potential wage gain of switching to a profes-

sional occupation from either of the two alternatives at different quantiles in the skill

distribution. One important feature of the results is that the treatment effects of

switching from either service or production occupations to professional occupations

is larger at lower skill levels. Recall that the results presented in Figure 2.7 showed

that the probability of choosing a professional occupation increased with skill level

under the model estimates. Given that the wage premium for choosing this occupa-
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tion is actually smaller at higher skill levels, this indicates that occupational choice

is not generated by a Pure Roy model of earnings maximization.
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Figure 2.8: Potential Wage Gains of Switching to Professional Occupations from
either Service or Production Occupations

The evolution of potential wage gains for workers who switch out of service occu-

pations points to notable change in the structure of this sector. At the beginning of

the period, there was much more heterogeneity in the potential wage gains for service

workers, including some workers who earned more in service occupations than they

would in professional occupations. Over time, however, these positive wage premia

for service occupations disappeared, until at the end of the period, all service workers

would have earned more in the professional occupation. This pattern could reflect a

homogenizing effect of technology. In early periods high skill workers may have been

relatively more productive at specialized service tasks. With the adoption of new

technologies that simplified service tasks, there may be a smaller role for a worker’s

skills to increase their productivity in these tasks.

Wage premia for production occupations relative to the other two occupations are
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presented in Figure 2.9. These results also suggest that non-wage factors played a

large role in the choice to work in production occupations. In the later periods, start-

ing in 1996, treatment effects are positive across all skill levels for service occupations

and negative for professional occupations, suggesting that workers at all skill levels

in production and service occupations could have increased their wage by changing

occupations. Similar to the analysis of professional occupations, the premium for

professional occupations also seems to decline at higher skill levels even though high-

skill workers are more likely to choose this occupation. Before 1996, two features are

of note. First, at high skill levels, there is a very slightly positive wage premium for

production occupations relative to professional occupations in some early periods. As

in the analysis above, this disappears over time and is consistent with the hypothesis

about the homogenizing effect of technology.
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Figure 2.9: Treatment Effect conditional on quantile of skills: Switching to “Rou-
tine” Occupation
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2.6.3 Occupational Sorting and Wage Inequality

I next turn to the question of how sorting into occupations affected wage inequality.

The results from the previous section showed that workers in service and production

occupations often forgo potential wage gains they could get from switching to the

professional occupation. Since these workers also tend to have a lower skill level than

workers who choose professional occupations, this sorting pattern could potentially

exacerbate the wage inequality arising from the skill distribution alone.

In order to investigate this and quantify the contribution of sorting to inequality,

I compare the sorting pattern estimated in the model against counterfactual distribu-

tion in which workers are randomly assigned to occupations. This comparison helps

to assess the effect of the estimated sorting pattern of the wage distribution compared

to a neutral sorting pattern in which skills are not related to occupational choice.

For each panel of the SIPP, I have estimated the joint distribution of (X,D),

F̂X,D. From this, we can obtain the estimated marginal distribution of X,

F̂X(x) =
∑
d

F̂X,D(x, d).

The counterfactual distribution with random assignment to occupations can be con-

structed as follows,

F̂RA
X (x, d) := F̂X(x)P̂ (D = d).

I then calculate the counterfactual variance for each of F̂X , F̂
RA
X ,∫

y(d, x)2dF (x, d)−
(∫

y(d, x)dF (x, d)

)2

for each of F̂X , F̂
RA
X . The standard deviations under the two distributions are, re-

spectively, σ̂Y and σ̂RA
Y .

The results of this analysis are presented in Table 2.3. At the beginning of the

period, in 1985, sorting into occupations resulted in lower variance in wages than
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there would be under random assignment. Interestingly, the result in the initial

period, is similar to the estimate in Heckman and Sedlacek (1985) showing that

sorting reduced the standard deviation of wages by 5.8%. However, this pattern

reverses over the course of the sample period, with sorting increasing the standard

deviation of wages 4.12%.

Table 2.3: Contribution of Sorting to Wage Inequality: Standard Deviation of Log
Wages under Estimated and Counterfactual Distributions

1985 1987 1990 1993 1996 2001 2004

σ̂Y 0.49 0.56 0.53 0.52 0.56 0.55 0.51
σ̂RA
Y 0.52 0.56 0.51 0.51 0.55 0.54 0.49

Difference -5.80 % -1.55 % 1.87 % 4.15 % 2.97 % 1.67 % 4.12 %

2.6.4 Decomposing Trends in Wage Inequality

The comparison to randomly allocating workers to occupations illustrates the im-

portance of occupational sorting to wage inequality. However, this does not directly

answer the question of what changes during the period of study led to the increase

wage inequality. In the framework of this model, there are three factors that can

explain changes in wage inequality: (1) changes in the wage schedules for each occu-

pation, (2) changes in the way workers sort into each occupation by skill level, and

(3) changes in the marginal distribution of workers’ skills. In this section, I present a

several counterfactual wage series derived from the model estimates which isolate the

contributions of change in each of these components to change in wage inequality.

I begin by examining the evidence that changes in the relative prices of labor in

occupations led to increasing wage inequality. In order to isolate changes in labor

prices from changes in the skills of workers who select into occupations, I compare

the potential log wages of a worker in each occupation at a fixed skill level. Panel

(A) of Figure 2.10, shows how the potential log wage of a worker at the mean skill

level for each period evolved over time. The differences between the log potential
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wages in each occupation show how much wage inequality is induced by occupational

choice compared to a situation in which skill prices are equal across occupations. To

put the scale of these differences in perspective, recall that the difference between

the mean observed log wages in professional and services occupations displayed in

Panel (A) of Figure 2.2 is on the order of .6 log points. As displayed in Panel (A)

of Figure 2.10, the overall magnitude of differences in potential log wages between

occupations holding skills fixed at the mean skill level are on the order of .1 to .2 log

points. Differences in log wages between the three occupations increased over the late

1980s and early 1990s and are generally stable afterward. On the other hand, there

is limited evidence that the prices of production occupations fell relative to service

occupations, as predicted by the theory of routine biased technological change.
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Figure 2.10: Trends in Potential Wages and Skills

Differences in wages between occupations that are not explained by the prices of

labor must be explained by differences in the skills of workers who select into each

occupation. To quantify this, I next consider the opposite counterfactual excerise:

rather than fixing skills to isolate the effect of switching occupations, I instead fix the

occupation to isolate the effect of switching between conditional skill distributions.
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Panel (B) of Figure 2.10 shows the evolution of potential log wages in the service

occupation at the mean skill level of workers who choose each of the three occupations.

This provides a measure of how much wage inequality is induced by differences in

the skill levels of workers who choose each occupation.

The magnitude of differences in the counterfactual wages in this exercise are

significantly larger than the differences in skill prices, and are similar in magnitude

to the differences in the mean observed log wages in Panel (A) of Figure 2.2. This

result indicates that in each time period, most of the difference in observed wages

between occupations is due to sorting by skill level, rather than differences in skill

prices. The differences in these counterfactual wages were relatively stable up to the

mid 1990s, at which point the gap between the mean skills of professional workers

started to increase relative to workers in the other two occupations.

Together, these results indicate that there were two distinct periods in this sample.

Up to the middle of the 1990s, differences in skill prices between occupations widened;

after that, these gaps were relatively stable, but sorting by skill level increased. This

result has a possible interpretation in light of the evidence presented in Beaudry

et al. (2016) that there was a structural shift in the adoption of new information

technology around the turn of the century. In particular, the first period can be

understood as a time of rapid technological change, during which changes to the

production process led to changes in productivity of labor in different occupations.

In the second period, the prices of labor are more stable, but as the workforce adapted

to the new technology.

In the analysis so far, I have considered two counterfactuals in which either the

occupational choice or the quantile of the skill distribution is held fixed during a

given time period. However, the skill distribution changed over time under the model

estimates, so the temporal changes shown in Figure 2.10 include changes in the skill
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Figure 2.11: Mean of Potential Log Wage by Occupation Holding Initial Marginal
Distribution of Skills Fixed

distribution. The potential wages in Panel (A) of Figure 2.10 are evaluted at the

mean skill level in each period, and the counterfactual log wages in Panel (B) of

Figure 2.10 are evaluated at the mean of the conditional skill distributions for each

period.

In order to isolate the effect of changes in workers’ sorting patterns from changes

in the distribution of skills, I next consider a counterfactual in which the marginal

distribution of skills is held fixed at the initial period. Panel (A) of Figure 2.11

shows the potential wages in each occupation at the mean skill level in the initial

period. Holding the skill level fixed in this analysis does not significantly change the

picture. The major difference is that holding skills fixed, wages do not decline across

all occupations.

Panel (B) of Figure 2.11 shows the potential log wage in the service occupation

holding the marginal distribution of skills fixed. This is the distribution of skills that

would arise if the marginal distribution of skills remained the same over time, but the

probability that workers choose each occupation change as estimated by the model.
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Formally, this is the distribution,

F̂X;0F̂D|X;t(d|x)

where F̂X,D;t is the distribution of skills and occupational choices estimated for period

t.

Recall that in the previous section, I compared the wage inequality that would

arise if workers where randomly allocated to occupations to wage inequality under the

estimated sorting pattern in each period. In that analysis, the marginal distribution

of skills and skill prices were not fixed; under the model estimates, they change from

period to period. The current counterfactual exercise, I fix the other two contributors

to wage inequality (the marginal distribution of skills, and skill prices) and consider

the impact of changes in sorting to wage inequality alone. The results in Panel

(B) of Figure 2.11 show that holding these factors fixed, sorting did not appear to

be a significant driver of rising inequality. When holding the marginal distribution

of skills fixed, the differences between the mean skills of professional workers and

production workers actually narrow in the first half of the period and are relatively

stable afterward.
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What explains the apparent discrepency in these results and the findings in the
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previous sections? The key observation is that rising inequality in the marginal

distribution of skills can lead to increasing inequality between the skills of workers

who select each occupation even if workers do not sort more conditional on their skill

level. If there are comparatively more workers at a high skill level, this can shift

the distribution of skills among professional workers up if high skill workers are more

likely to choose professional occupations.5

The model estimates of the marginal distribution of skills confirm that the distri-

bution of skills did become more disperse during this period. Figure 2.12, shows that

the difference between the 90th and 10th percentiles of the marginal skill distribu-

tion increased significantly at the beginning of this period. The increasing dispersion

throughout the first half of the 1990s helps to explain the differences in patterns ob-

served in Panel (B) of Figure 2.10 and Panel (B) of Figure 2.11. Though changes in

sorting conditional on skills by itself would have led to decrease in the gap between

the skills of professional and production workers over this period, the sharp increase

dispersion in the skill distribution resulted in relative stability in this gap.

Returning to the three factors affecting changes in wage inequality, these results

suggest that up the 1990s, increasing wage inequality was driven largely by increasing

dispersion of the marginal distribution of skills with a smaller contribution from

the relative prices across occupations. After accounting for these factors, changes

to sorting patterns did not increase inequality more. In the period after the mid-

1990s, the overall dispersion of the marginal wage distribution began to level off and

5To make this more concrete, consider a simplified setting where there are two skill levels, X ∈
{0, 1} and two occupations {L,H} in two period, t ∈ {0, 1}. Suppose the probabilities of selecting
the “high skill” occupation, H, decreases from P0(D0 = H|X = x) = (x + 1)/3 in period 0, to
P1(D1 = H|X = x) = (x + 1 + K)/(3 + 2K) in period 1 for some K > 0. Notice that 1/2 <
P1(D1 = W |X = 1) < P0(D0 = H|X = 1) = 2/3. Suppose also that the maginal distribution
of X changes from P0(X = 1) = 1/2, to P1(X = 1) = 2/3. Then after applying Bayes rule, we
find that E0(X|D0 = H) = 2/3, and E1(X|D1 = H) = (4 + 2K)/(5 + 3K) ∈ (2/3, 4/5). This
illustrates how even decreasing the probability of choosing the high-skill occupation conditional
on having a high skill level, the overall level of inequality increase if the marginal distribution of
skills becomes more right skewed.
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differences in skill prices also stabilized. This mirrors the trend observed in raw wage

data as shown in Panel (A) of Figure 2.1.

The analysis up to this point has focused on explaining rising wage inequality

during the first half of the period. Recall that the other major trend during this

period is the divergence between inequality in the upper and lower tails of the wage

distribution. As show in in Panel (B) of Figure 2.4, inequality in the upper half of

the wage distribution increased while inequality in the lower half of the distribution

decreased. The Routine-Biased Technological Change (RBTC) hypothesis attempts

to explain this by a decline in relative prices for production occupations. Under the

parameter estimates from my model, there is limited evidence of a decline in prices

for labor in production occupations. In Panel (B) of Figure 2.11, the wage of a

production worker at the mean skill level increased relative to service workers over

much of the period.

An alternative explanation for the divergence of inequality in the lower and up-
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Figure 2.13: Dispersion of Skills within Occupations
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per tails of the log wage distribution is change within the skills of workers in each

occupation. Figure 2.13 presents the upper and lower tail inequality in the skills

of workers who select into each occupation. Upper and lower tail wage inequality

decline in service occupations while both increase in the other two occupations. This

presents a different explanation for changes wage polarization: since service workers

have lower wages overall, decreasing wages inequality among service workers led to a

decrease in inequality at the lower tail of the wage distribution. This indicates that

change in the composition of workers in the service sector was an important factor

in wage polarization.

2.7 Conclusion

In the debates surrounding increasing wage inequality and polarization in recent his-

tory, it has been widely acknowledged that workers’ skills are not fully captured by

simple measures such as education and work experience. In this paper, I develop an

approach to identifying and estimating the changes in the unobserved skill distribu-

tion over time, and how workers of different skill levels have been reallocated across

occupations. Using this approach, I document several features of the changing skill

distribution over time which are new to the literature.

First, I find that sorting into occupations by skill level explains the majority of

wage differences between occupations. Workers sort into occupations largely by skill

level: the lowest skill workers tend to select service occupations, which have the lowest

returns to skills and the highest skill workers tend to select professional occupations,

which have the highest return to skills. However, in contrast to common theoretical

predictions, this sorting does not appear to be based on comparative advantage.

In fact, the estimation results suggest that most workers who are not working in

professional occupations could increase their wage by switching occupations.
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This finding adds to a growing literature showing that many labor market choices

appear to be driven by nonpecuniary considerations. In contrast to the classic analysis

of the Roy model showing that if workers select an occupation to maximize their

income, this reduces overall wage inequality, the observed sorting patterns increases

wage inequality relative to a baseline of random selection into occupations.

Second, I find that the distribution of workers’ skills has become more disperse

over time, and that the diverging patterns of wage inequality in the upper and lower

tails of the wage distribution were due primarily to changes in the skills of workers

within the production and service occupations. While the literature on routine-

biased technological change focused on the hypothesis that changes in wages and

employment in the production sector drove wage polarization, I find that falling

lower-tail inequality in the service occupations account for most of the overall pattern

of wage polarization.

Methodologically, this paper demonstrates that employment and wage data alone

can reveal features about workers’ skills which are not captured well by other mea-

sures. One major avenue for future research would be to push this methodology

further to reveal clusters of occupations that use the same kinds of skills and how

that has changed over time. Most research on the transferability of skills across oc-

cupations has relied on external measurements of the task content of occupations,

such as the O*NET, which collects data on the requirements and tasks involved in

different occupations.

Labor force data is an important complement to these datasets: the wages of

occupations switchers provide direct evidence on how similar workers’ skills are in

different occupations, and occupational choice patterns reveal similarities in ameni-

ties in occupations and workers’ preferences for them. The contributions of this

paper to the analysis of the identification and computation of this model provide a
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foundation to estimate specifications of this model with higher-dimensional skills and

finer-grained classifications of occupations, which can address these questions.
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Chapter 3

Heterogeneity, Uncertainty and Learning:

Semiparametric Identification and

Estimation

3.1 Introduction

Learning models, in which agents have imperfect information about their environment

and update their beliefs over time, are widely used in economics. These models

have received particular interest in various subfields in empirical microeconomics,

including industrial organization and health (Coscelli and Shum, 2004; Crawford

and Shum, 2005; Aguirregabiria and Jeon, 2020) as well as in labor economics and

economics of education (Miller, 1984; Stange, 2012; Arcidiacono et al., 2016). Since

the seminal work of Erdem and Keane (1996), learning models have also been popular

in the marketing literature (see Ching et al., 2013, for a survey). However, while

learning models are often structurally estimated, relatively little is known about the

identification of this important class of models.

In this paper we provide new semiparametric identification results for a general

class of learning models. Importantly, we consider an environment where the re-

searcher has access to longitudinal data on choices and realized outcomes only. As

such, our results are widely applicable, including in common environments where one

does not have access to elicited beliefs data or selection-free measurements. Specifi-

cally, we rely throughout our analysis on a potential outcome model of the following

form:

Yit(d) = αt(d) + Z⊺
itβt(d) + λk,iFkt(d) + λ⊺

u,iFut(d) + ϵit(d), (3.1)
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where Zit is a vector of explanatory variables, θ := (α(d), βt(d), Fkt(d), Fut(d)) are

unknown parameters, λi = (λk,i, λ
⊺
u,i)

⊺ denotes a vector of latent individual effects,

and ϵit(d) is an idiosyncratic shock. While these types of interactive fixed effects

models have been the object of much interest in the econometrics literature, a key

distinctive feature of our setup is the existence of two different types of individual

effects, namely λk,i, which are supposed to be initially known by the agent, and λu,i,

which are initially unknown, but may be learned over time. We complement this

outcome model with a very flexible choice model, in which agent i’s assignment in

period t can depend arbitrarily on contemporaneous and lagged explanatory variables,

assignments and outcomes. The choice model encompasses most of the decision

models that have been estimated in the learning literature.

We first show that the model is point-identified under two alternative sets of con-

ditions. Our first and main identification result applies to a version of the learning

where, consistent with most of the empirical Bayesian learning models, we assume

that the idiosyncratic shocks from the outcome equations (ϵit(d)), as well as the un-

known heterogeneity component (λu,i), are normally distributed. The distribution of

the known heterogeneity component (λk,i) is left unspecified. We then also show that

a pure learning model with only one type of permanent unobserved heterogeneity

(λu,i) actually remains point-identified without making any distributional assump-

tion.

We then propose to estimate the model parameters θ via sieve maximum likelihood

estimation. We focus on a particular class of functionals of θ, which includes as special

cases economically relevant quantities, such as the predictable and unpredictable

outcome variances. These variances can in turn be used to evaluate the relative

importance of, e.g., uncertainty vs. heterogeneity in the overall lifecycle earnings

variability, a question that has been the object of much interest in labor economics
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(Cunha et al., 2005). We show that, under mild regularity conditions, the resulting

estimators are root-n consistent and asymptotically normal. Importantly for practical

purposes, the estimator only involves a modest computational cost.

Our paper fits into a growing literature that examines the identification of dynamic

discrete choice models in the presence of unobserved heterogeneity (Heckman and

Navarro, 2007; Kasahara and Shimotsu, 2009; Arcidiacono and Miller, 2011; Hu and

Shum, 2012; Sasaki, 2015; Bunting, 2022). Unlike these papers, we focus on a learning

framework in which a portion of the permanent individual unobserved heterogeneity

is initially unknown to the agents, so that decisions may depend on the unknown

component (λu,i) only through the sequence of past outcomes. This asymmetry

property plays an important role in our ability to address the deconvolution problem

associated with the coexistence of both types of unobserved heterogeneity.

Also relevant for us is recent work by Gong (2019) and Pastorino (2022) which

both consider the identification of specific types of learning models. Beyond the fact

that Pastorino restricts her analysis to the specific context of workers’ and firms’

learning, there are two important differences relative to our paper. First, ability in

that paper is restricted to be discrete, whereas we allow for both continuous and

multivariate abilities. Second, and importantly, the outcomes which forms the basis

of learning is assumed to depend on the learned ability only. In our setting, these

outcomes may depend on both known and learned abilities. Our framework also

differs from Gong (2019) in important ways. Notably, while we remain agnostic about

how choices depend on agents’ beliefs about the distribution of λu, Gong assumes

that assignment depends on prior ability mean only. Gong further imposes significant

restrictions on the updating rule, while we remain agnostic about how agents update

their beliefs about λu.

As the outcome equation in our model involves interactions between unobserved
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individual- and time-specific effects, our paper also fits into the literature that deals

with the identification and estimation of panel data models with interactive fixed

effects (Bai, 2009; Gobillon and Magnac, 2016; Freyberger, 2018). Our analysis is

most closely related to Freyberger (2018). A fundamental distinction though comes

from the fact that Freyberger considers a selection-free environment. On the other

hand, choices, along with the underlying selection issues, play a central role in our

analysis.

The remainder of the paper is organized as follows. Section 2 presents the setup of

the model. Section 3 contains our main identification results, both for the normal case

and for the case of a distribution-free pure learning model. We discuss in Section

4 the estimation and inference on the parameters of interest. Section 5 discusses

the implementation of our estimator, while we study in Section 6 its finite-sample

performances. Finally, Section 7 concludes. The Appendix gathers all the proofs.

Notation: Supp(A) indicates the support of random variable A. FA indicates the

distribution function of random variable A. For any sequence (a1, a2, . . . , aS) and

s ≤ S, we let as = (a1, a2, . . . , as). Upper case letters represent random variables,

lower case represent realized values. A⊥⊥B | C indicates that A and B are statistically

independent conditional upon C.

3.2 Setup

In this paper we consider a model where potential outcomes have an interactive fixed

effect structure:

Yit(d) = αt(d) + Z⊺
itβt(d) + λk,iFkt(d) + λ⊺

u,iFut(d) + ϵit(d), (3.2)

where d represents individual i’s realized assignment in period t, Yit(d) is a scalar

outcome variable, Zit a vector of explanatory variables, (α(d), βt(d), Fkt(d), Fut(d)) are
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unknown structural parameters, λi = (λk,i, λ
⊺
u,i)

⊺ is the latent individual effect and

ϵit(d) is an unobserved random variable. For example Yit(d) may represent wages in

occupation d, which depend on multiple dimensions of unobserved abilities λi, which

might differ in importance across occupations.

Importantly, we allow for two types of latent individual effects: λk,i that is known

by the agent, and λu,i that is initially unknown but (possibly) learned over time.

For example, a worker i’s log-wage in occupation d at time t, Yit(d), may depend on

their occupation specific productivity λk,iFkt(d)+λ⊺
u,iFut(d), part of which the worker

becomes more certain of as they accumulate more experience.

The only restriction placed on an individual’s assignment in period t is that it does

not directly depend on the unknown component of latent heterogeneity. Specifically

we assume that

Dit ⊥⊥ λu,i | Zt
i , Y

t−1
i , Dt−1

i , λk,i. (3.3)

The above conditional independence condition highlights the asymmetry between

the two types of latent effect: assignment may directly depend on the known compo-

nent of the latent effect λk,i, but not on the unknown component of the latent effect

λu,i.

By allowing the assignment rule to depend arbitrarily on lagged variables, we

remain agnostic about how assignments depend on agents’ beliefs over λu,i, as well

as about how agents form their beliefs about λu,i. For example, Dit may represent

the outcome of a worker-firm matching process, which depends on the common prior

probability distribution over the worker’s latent abilities (Pastorino, 2022). To take

another example, Dit may be the college major choice, which depends on the stu-

dent’s belief about their abilities in various fields of study (Arcidiacono et al., 2016).

In one extreme, the beliefs of a rational Bayesian agent coincide with the objective

distribution of λu,i conditional upon their information set at time t, which may in-
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clude all realized variables and model parameters. In the other extreme, an agent’s

assignment may not depend on beliefs over the distribution of λu,i. In addition to

these two extremes, the flexible assignment rule allow for myopic or uninformative

beliefs. Importantly, agent beliefs may be heterogeneous — for example, some agents

may be rational Bayesian updaters, while others may be myopic.

Given the assignment rule, we define the conditional choice probability (CCP)

function as

h̄t(d
t, zt, yt−1, vk) :=Pr(Dit = d | Zt

i = zt, Y t−1
i = yt−1, Dt−1

i = dt−1, λk,i = vk).

These CCPs play a central role in our identification analysis. In applications it is

common to impose structure on the assignment rule. For example, in a model of

school choice and labor supply, Arcidiacono et al. (2016) assume that

Dit = arg max
d̃∈Supp(Dt)

{
vt(d̃, Zit, λk,i, Xit) + ηit(d̃))

}
,

where vt is known up to a finite dimensional parameter, Xit are sufficient statistics

for the conditional distribution of λu,i at time t, and ηit follows a known distribu-

tion. In what follows, we focus on point identification of the (latent) CCP functions

h̄ = (h̄1, h̄2, . . . , h̄T ) from which standard arguments can be applied to identify the

primitives (see, e.g., Magnac and Thesmar, 2002).

3.3 Identification results

This section considers identification of the model of Section 3.2. We provide two

sets of sufficient conditions for point identification. One set of conditions (Theorem

4) assume that ϵit belongs to the Gaussian family. The second set of conditions

(Theorem 5) does not require parametric assumptions on the distribution of ϵit, but

does assume all components of the individual effect are initially unknown by the

agent.
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3.3.1 Known and unknown heterogeneity

This section provides sufficient conditions for identification of the model in Section

3.2. The first assumption imposes that any correlation in the unobservables over

time and across assignments is due to the latent effect λ. It also imposes that the

transition of the control variables Zt does not depend on unobservables.

Assumption KL1. Equation (3.2) holds. Further, for any d ∈ Supp(Dt)

Fϵt(d)DtZt|Y t−1Dt−1Zt−1λ = Fϵt(d)FDt|Y t−1Dt−1Ztλk
FZt|Y t−1Dt−1Zt−1 .

Assumption KL2 imposes that the learned individual effect is drawn from a mul-

tivariate normal distribution, and that the random shock in the outcome equation,

which forms the basis to update beliefs over λu,i, is also normal.

Assumption KL2. (λu | Z1 = z1, λk = vk) ∼ N (0,Σu(z1, vk)) and ϵt(d) ∼

N(0, σt(d)
2).

This assumption leads to a specific functional form for the posterior distribution,

namely the Gaussian conjugate distribution. We summarize this in Lemma 1.

Lemma 1. Define (Et,Σt) recursively as follows. First, (E1,Σ1) = (0,Σu(Z1, λk)).

Second,

Σt+1 =
(
Σ−1

t + Fut(Dt)Fut(Dt)
⊺σ−2

t (Dt)
)−1

Et+1 = Σt+1

(
Σ−1

t Et + Fut(Dt)
Yit − αt(Dt)− Z⊺

itβt(Dt)− λk,iFkt(Dt)

σ2
t (Dt)

)
.

Then, under Assumption KL2, λu | (Dt−1, Y t−1, Zt, λk) ∼ N(Et,Σt).

Since λu conditional upon (Y t−1, Dt−1, Zt, λk) is normal with mean Et and

variance-covariance matrix Σt, it follows that (Et,Σt) are sufficient statistics for λu,i

at time t. Notice (Et,Σt) are a deterministic function of (Dt−1, Y t−1, Zt, λk) and
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θ1 =
(
(αt, βt, Fkt, Fut, σt)

T
t=1,Σu

)
∈ Θ1. Furthermore, we can express (Et,Σt) non-

recursively as:

Σt+1 =

(
Σ−1

u (Z1, λk) +
t∑

s=1

Fus(Ds)Fus(Ds)
⊺σ−2

s (Ds)

)−1

Et+1 =Σt+1

(
t∑

s=1

Fus
Yis − αs(Ds)− Z⊺

isβs(Ds)− λk,iFks(Ds)

σ2
s(Ds)

)

Suppose λu ∈ Rp. The remaining assumptions are as follows.

Assumption KL3. (A) For some d1, α1(d1) = 0, Fk1(d1) = 1. (B) For some

(d1, d2, . . . , dp), (Fu1(d1)Fu2(d2) . . . Fup(dp)) = Ip×p.

Assumption KL4. (A) Θ1 is a compact set. (B) Supp(λk) is a compact set. (C)

For each t, F ⊺
ut(dt)ΣtFut(dt) + σ2

t (dt) ̸= 0, σt(dt) ̸= 0 and Σu(z1, vk) is non-singular.

(D) dFλk|Y t−1,Zt,Dt(vk; y
t−1, zt, dt) > 0 for all for all t and vk in the support of λk. (E)

For each t, the variance-covariance matrix of (1n, Zit) is non-singular.

Assumption KL5. (A) For each dt there are sequences dt−1, d̃t−1 such that

Fut(dt)
⊺Σt

∑t−1
s=1

(
Fus(ds)

Fks(ds)
σ2
s(ds)

− Fus(d̃s)
Fks(d̃s)

σ2
s(d̃s)

)
̸= 0. (B) For all dt, Fkt(dt) ̸= 0.

(C) For all dt, Fkt(dt) − Fut(dt)
⊺Σt

∑t−1
s=1 Fus(ds)

Fks(ds)
σ2
s(ds)

̸= 0. (D) For each (d2, d1),

Fu2(d2)
⊺Σ2(λu,i)Fu1(d1)

Fk1(d1)

σ2
1(d1)

̸= 0 (E) There are sets {d2,i : i = 1, 2, . . . , k},

{d̃2,i : i = 1, 2, . . . , k} which are subsets of Supp(D2) and satisfy

(Fu2(d2,1)Fu2(d2,2) . . . Fu2(d2,k))
−⊺ vec(Fk2(d2,1), . . . , Fk2(d2,k))

̸=
(
Fu2(d̃2,1)Fu2(d̃2,2) . . . Fu2(d̃2,k)

)−⊺
vec(Fk2(d̃2,1), . . . , Fk2(d̃2,k)).

(F) Any p× p submatrix of (Fu1(d1)Fu2(d2) . . . FuT (dT )) has full rank.

Assumption KL3 is a normalization on the finite dimensional parameters. This

type of assumption is standard in interactive fixed effect models (Freyberger, 2018),
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since no scale assumption is placed on the distribution of the unknown fixed effects.

For example, it may be possible to replace Assumption KL3(A) by a zero mean

assumption on the latent individual effect λi. Assumption KL3(B) is required since

the latent effect is inherently scale free: multiplying the latent effect by a scalar and

dividing the coefficient by the same scalar are observationally equivalent.

Assumption KL4 places support restrictions on various objects of the model.

Part (A) states the finite dimensional parameters belong to a compact set. Part (B)

imposes that λk,i has compact support. This would be satisfied if the distribution

of λk,i has discrete support, although this applies, of course, to a broader set of

distributions. Part (C) requires that the distribution of (Yit(d)|Zit, λk,i, Dt = d) is

non-degenerate. Part (D) is a ‘rectangular’ support assumption on λk,i. It states that

given each history (Y t−1, Dt−1, Zt) there are some vk in the support of λk,i that are

assigned to Dt = dt. This will be satisfied by any standard dynamic discrete choice

model, due to the large support assumption on the random utility shocks. Finally,

part (E) imposes sufficient variation in Zt.

Assumption KL5 is a regularity condition that ensures that the latent individ-

ual effect λi alters outcomes sufficiently differently across time and assignments. In

broad terms, it rules out “knife-edge” cases where the cumulative effect of different

elements of the individual effect perfectly offset each other. This type of assumption

is similarly required in latent factor models without selection or learning (Freyberger,

2018, Assumption L4) to rule out degeneracies. In this sense, Assumption KL5 can be

viewed as a generalization of a standard assumption in linear factor models to models

with selection and learning. Part (A) requires that the aggregate effect of λk,i on out-

comes for choice dt is different for at least two histories (dt−1, d̃t−1). Part (B) assumes

that the direct effect of λk,i is non-zero in each period for each assignment. Part (C)

states the aggregate effect of λk,i on outcomes must be non-zero—that is, that the
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direct effect Fkt(dt) is not perfectly offset by the effect mediated through previous

choices. Part (D) ensures that there is a non-zero effect of previous choices in t = 2.

Finally, Part (E) requires that in t = 2 the relative effect of known and unknown λi

changes across choices. In the case that λu,i ∈ R, it reduces to Fk2(d2)
Fu2(d2)

̸= Fk2(d̃2)

Fu2(d̃2)
—that

the ratio of factor loadings is non-constant across assignments. Notice that it implies

that, at least in t = 2, the set of assignments must contain at least p+1 elements for

λu,i ∈ Rp.

Define Fλk
(vk, z1) to be the distribution function of λk conditional upon

the initial exogenous covariates. Then the model parameters are θ =(
(αt, βt, Fkt, Fut, σt)

T
t=1,Σu, h̄, Fλk

)
∈ Θ. We are now in a position to state our main

identification result.

Theorem 4. Suppose the distribution of (Yt, Dt, Zt)
T
t=1 is observed for T = 2p + 1

and that Assumptions KL1-KL5 hold. Then θ is point identified.

The proof to this theorem relies on the normality of the error term ϵit(d). The

first step is to show that Yt is normally distributed conditional upon lagged outcomes

Y t−1, assignmentsDt, covariates Zt and the known component of the latent individual

effect λk. This implies that that Yt conditional upon (Y t−1, Dt, Zt) is a mixture distri-

bution parameterized by λk. Then under the compact support and non-degeneracy

assumptions KL4(A)-(C), one can apply a result from Bruni and Koch (1985) to

identify the aforementioned mixture distribution up to an affine transformation of

λk. Next, the normalization and regularity assumptions (Assumptions KL3-KL5) are

used to pin down the affine transformation, leading to identification of the joint distri-

bution of (Y T , DT , ZT , λk). Knowledge of this distribution identifies the components

of the model related to the known component of the latent individual effect, namely(
(αt, βt, Fkt)

T
t=1, h̄, Fλk

)
. Thus it remains to disentangle the effect of the learned com-

ponent (i.e. λu) and uncertainty (i.e. ϵt(d)) in order to identify
(
(Fut, σt)

T
t=1,Σu

)
.
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To do so, we show that the joint distribution of (Y T , DT , ZT ) conditional upon λk,

suitability weighted by the assignment probabilities, is a normal-weighted mixture of

normals. This observation leads to identification
(
(Fut, σt)

T
t=1,Σu

)
from the second

moments of the reweighted distribution.

Remark 1 (Compact support assumption). Assumption KL4(B) imposes that the

known component of the latent individual effect has bounded support. In applica-

tions, it is common to assume λk,i has finite support with known cardinality. As-

sumption KL4(B) relaxes this assumption in the sense that the number of support

points of λk,i need not be known a priori, and indeed may be infinite.

Remark 2 (Normality of unknown factor). As summarized in Lemma 1, an im-

portant advantage of the normality assumptions (Assumption KL2) is the resulting

conjugate prior with a tractable closed form. For this reason, these assumptions are

very common in the applied literature. In our identification result, the most im-

portant implication of these assumptions is to enable identification of the (latent)

distribution of Yit |
(
λk,i, Y

t−1
i , Dt

i , Z
t
i

)
from variation in Yit only. First, the normality

assumptions on ϵit and λu,i lead to normality of Yit |
(
λk,i, Y

t−1
i , Dt

i , Z
t
i

)
by standard

Bayesian arguments. For each fixed (Y t−1
i , Dt

i , Z
t
i ) = (yt−1, dt, zt) this is a mixture

of normal distributions weighted by the (continuous) distribution of λk conditional

upon (Y t−1
i , Dt

i , Z
t
i ). Then classical continuous mixture of normals arguments yield

identification.

This discussion also highlights why we restrict λk,i to be a scalar random variable.

Namely, that identification of its distribution is coming from variation in the scalar

outcome variable Yit. If a vector of outcomes were available—that is, if Yit was

vector-valued—then our arguments would easily extend to multivariate λk,i.

Remark 3 (Invariance to normalization). The normalization assumption (Assump-
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tion KL3) is a true normalization in the sense that particular meaningful economic

parameters are invariant to the assumption. In particular, we can show that average

and quantile structural functions are identified without the normalization assump-

tion. To formalize this notion, define Ckt(d) ≡ λ⊺
kFkt(d), Cut(d) ≡ λ⊺

uFut(d) and let

Qα [X] be the α-quantile of the random variable X. Let z ∈ Supp(Zit) and define

the quantile structural functions

s1,t(z, α) =αt(d) + z⊺βt(d) +Qα[Ckt(d) + Cut(d) + ϵt(d)],

s2,t(z, α1, α2, α3) =αt(d) + z⊺βt(d) +Qα1 [Ckt(d)] +Qα2 [Cut(d)] +Qα3 [ϵt(d)],

and the average structural function as s3,t(z) = αt(d)+Z⊺
itβt(d)+

∫
edFCkt+Cut+ϵt(e).

In Appendix B.1.1 we prove the following corollary:

Corollary. Suppose the Assumptions KL1, KL4 and KL5 and that (λu | Z1 =

z1, λk = vk) ∼ N (µu,Σu(z1, vk)) and ϵt(d) ∼ N(ct(d), σt(d)
2). Furthermore, suppose

for some (d1, d2, . . . , dp), Fk1(d1) ̸= 0 and Fp = (Fu1(d1)Fu2(d2) . . . Fup(dp)) is full

rank. Then s1,t, s2,t and s3,t are identified on the support of Zt.

3.3.2 Pure learning model

This section considers a special case of the model of Section 3.2, in which all com-

ponents of the latent individual effect are initially unknown to the decision making

agent. That is, λi = λu,i. Without needing to distinguish initially known and un-

known heterogeneity, a stronger identification result is achieved. In particular, no

parametric restrictions on the distribution of the unobservables are required.

Suppose λ ∈ Rp. The required assumptions are as follows:

Assumption L1. ϵ1, . . . , ϵT , ν1, . . . , νT , λ are mutually independent conditional upon

Z.
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Assumption L2. (A) The joint PDF of Y, λ conditional upon Z is bounded and

continuous, as are all marginal and conditional densities. (B) λ | Z has full support.

(C) The characteristic function of ϵt(d) is non-vanishing, E[ϵt|Z, λ] = 0.

Assumption L1 weakens Assumptions KL1 and KL2 by relaxing the restriction

that Zt be first-order Markov. Assumption L2 places a full support assumption on

Yit(d), which is implied by Assumption KL2.

Assumption L3. For some choice sequence (dt : t = 1, 2, . . . , p), (A)

(F1(d1) . . . Fp(dp)) = Ip×p and (B) αt(dt) = 0 for each t = 1, 2, . . . , p.

Assumption L4. (A) fY t−1,Zt,Dt(yt−1, zt, dt) > 0 for all t. (B) The variance-

covariance matrix of λ | Z is full rank.

Assumption L3 are normalization assumptions, which are standard in interactive

fixed effect models. An alternative normalization could be placed on the expectation

of λ conditional upon Z. Assumption L4 (A) is similar to Assumption KL4. It re-

quires that for each history (yt−1, dt−1, zt), some units are assigned to Dt = dt for each

dt ∈ Supp(Dt). This assumption is satisfied in many standard parametric discrete

choice models (see, e.g., Keane and Wolpin, 1997). At the cost of notational burden,

this assumption could be weakened to hold for certain sequences of choices. In partic-

ular, that for each dt ∈ Supp(Dt), there is a finite sequence of choice sequences whose

first element is the choice sequence of Assumption L3(1), whose adjacent elements

are equal on at least p points of their domain, and whose final element maps t to dt.

Assumption L5. Any p × p sub-matrix of F (d) = (F1(d1)F2(d2) . . . FT (dT )) is full

rank.

Assumption L5 is a standard assumption in the interactive fixed effect literature

(Freyberger, 2018). Similar to the more general Assumption KL5, it rules out de-
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generacies by ensuring that the outcome in each period Yt(dt) depends on a distinct

linear combination of λu,i.

We now define the conditional choice probability function

h̄t(d
t, zt, yt−1) :=Pr(Dit = dt | Zt

i = zt, Y t−1
i = yt−1, Dt−1

i = dt−1),

and let h̄ =
(
h̄1, h̄2, . . . , h̄T

)
. Compared to Section 3.3.1, there is no latent variable

that enters h̄. Therefore, h̄ is identified directly from the data. As in Section 3.3.1,

we place very little structure on the learning process of decision making agents. This

highlights that the core identification results do not rely on structure imposed on

the belief formation process. However it is worth emphasizing that, should there

be such structure, our identification results would enable identification of the belief

formation process. To illustrate this, consider the case that the decision making

agents are rational Bayesians and that the sufficient statistics for λu at time t are a

known function of the information set and the model parameters. That is, that there

is a known function g such that the sufficient statistics equal g(Y t−1
i , Dt−1

i , Zt−1
i , θ),

where θ are the model parameters. In this case, identification of θ is sufficient for

identification of the beliefs.

To state the main result of this section, let θ1 =
(
(αt, βt, Ft, )

T
t=1

)
and define

Fλ(vk, z1) to be the distribution function of λ conditional upon the initial exogenous

covariates. Finally, define fϵ|Z,λ =
{
fϵt(d)|Z,λ : d ∈ Supp(Dt), t = 1, . . . , T

}
. Then,

the structural parameter is θ =
(
θ1, Fλ, fϵ|Z,λ, h̄

)
. The following theorem states that

the preceding conditions are sufficient for point identification of θ.

Theorem 5. Suppose the distribution of (Yt, Dt, Zt)
T
t=1 is observed for T = 2p + 1

and that Assumptions L1-L5 hold. Then θ is point identified.

The key insight that enables identification of this model is that this is a model

of selection on observables. That is, although assignment probabilities depend on
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unobserved beliefs over λi, they do not depend on the unobserved factor λi itself. It

follows that one can control for beliefs at time t by conditioning upon prior outcomes,

choices and covariates. This in turn allows us to express the joint distribution of

(Y t, Dt, Zt), suitably weighted by the assignment probabilities, as a mixture model

over the potential outcomes Y t(dt) conditional upon the latent factor λ and exogenous

covariates Z. From here the arguments of Freyberger (2018) yield identification of

the mixture and component distributions.

Remark 4 (Auxiliary selection-free measurements). In some cases, additional unse-

lected noisy measurements of known abilities are available. See, for instance, Cunha

et al. (2005) and Heckman and Navarro (2007). With this additional data, sufficient

conditions for identification of the distribution of the latent effect are well known in

the literature (Hu and Schennach, 2008; Cunha et al., 2010). If the sufficient condi-

tions are satisfied conditional on each (Yt, Dt, Xt)
T
t=1, then the joint distribution of(

(Yt, Dt, Zt)
T
t=1, λk

)
is identified from the additional outcome variables. From here,

one can redefine Zt = (Zt, λk) and the conditions of Theorem 5 are sufficient for

distribution-free identification of the model with known and unknown heterogeneity.

3.4 Estimation

We propose to estimate the model parameters via sieve maximum likelihood. Let

Wi = (Dit, Zit, Yit)
T
t=1 and θ∗ ∈ Θ be the true value of the parameters. We focus

in the following on the model of Section 3.3.1, although similar conditions could be

presented for the model of Section 3.3.2. The log-likelihood contribution of Wi = w
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is

ℓ(w; θ) = log

∫ T∏
t=1

(
1

σt (dt)
ϕ1

(
yt − αt (dt)− βt (dt)

T zt − Fut (dt) vu − Fkt (dt) vk
σt (dt)

)

× h̄t(d
t, zt, yt−1, vk)

)
×

T−1∏
t=1

gt(zt+1 | zt, yt, dt)

× 1√
|Σu (z1, vk)|

ϕp

(
Σ

− 1
2

u (z1, vk) vu

)
× dFλk

(vk; z1) dvu

where ϕs is the probability distribution function of the standard multivariate normal

distribution with s components, gt is the Markov kernel for zt+1. There are four

components of the likelihood function: the outcomes, the assignment probabilities,

the Markov kernel of the covariates, and the distribution of latent factors (λu, λk).

To estimate θ, let Θn be a finite dimensional sieve space that serves as an approx-

imation to Θ. The sieve maximum-likelihood estimator for θ∗ is defined as

1

n

n∑
i=1

ℓ(wi; θ̂) ≥ sup
θ∈Θn

1

n

n∑
i=1

ℓ(wi; θ)− op(1/n) (3.4)

The following result states that under standard conditions (stated in the Ap-

pendix) θ̂ is consistent for θ∗.

Theorem 6. Suppose the distribution of (Yt, Dt, Zt)
T
t=1 is observed for T ≥ 2p + 1

and that Assumptions KL1-KL5 and Assumptions E1-E6 hold. Then θ̂ as defined in

Equation (3.4) is consistent for θ∗.

In practice, researchers are often interested in particular low-dimensional

functions of the model parameters. We begin by introducing the general class of

functionals we consider for estimation, before turning to an illustration in the context

of variance decomposition a la Cunha et al. (2005). We let It ⊆ ×T
s=t+1Supp(Ds),

ω = {ωi : i ∈ It} be a user chosen subset of future choices and weights which could
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depend on θ. Then define the function f1 which maps (θ, w, vk) to R as

f1

(
E

[∑
i∈It

ωiYti(i) | W t = w, λk = vk

]
,Var

[∑
i∈It

ωiYti(i) | W t = w, λk = vk

])
,

(3.5)

where ti denotes the time period to which i ∈ It belongs. Now let dµ(w, vk) be a

user chosen measure on Supp(Wt)× Supp(λk). We define the functional of θ, which

we propose to estimate by plug-in sieve MLE, as

f(θ) =

∫
f1(θ, w, vk)dFW t,λk

(w, vk).

Notice the measure dFW t,λ also depends on θ.

This class of functionals encompass several economically meaningful objects, and

can be used in particular to decompose earnings variance between predictable and

unpredictable components. This question has attracted much interest in labor eco-

nomics, where a growing literature aims to quantify the relative importance of un-

certainty and unobserved heterogeneity in lifetime earnings (see, e.g. Cunha et al.,

2005; Cunha and Heckman, 2008, 2016; Gong et al., 2019).

We illustrate this application with a simple model where agents make an one-time

educational decision in period t = t0, which determines their sector of employment

for their entire career. For a discount value ρ, the present value of lifetime earnings

is:

Ỹt0(d) =
T∑

t=t0

Yt(d)

(1 + ρ)t−t0
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where the predictable component of the present value of lifetime earnings is given by,

denoting by It0 the agent’s information set at time t = t0:

E(Ỹt0(d)|It0)

where we assume that It0 = {λk,W
t0} with W t = (Y t−1, Dt−1, Zt). The variance of

the predictable and unpredictableTioarss2 components of Ỹt0(d) are then given by:

σ2
k,t0

(d) =

∫ (
E(Ỹt0(d)|It0)− E(Ỹt0(d))

)2

dFλk,W
t0 (x

∗
k, w

t0)

σ2
u,t0

(d) =

∫
Var(Ỹt0(d)|It0)dFλk,W

t0 (x
∗
k, w

t0)

The share of predictable relative to unpredictable earnings variance evolves over time

as agents learn and update their beliefs about λu.

Theorem 7 shows that, under mild regularity conditions, the plug-in sieve MLE

estimator for the functional f(θ) is root-n consistent and asymptotically normal.

Theorem 7. Suppose the distribution of (Yt, Dt, Zt)
T
t=1 is observed for T ≥ 2p + 1

and that Assumptions KL1-KL5 and Assumptions E1-E13 hold.Then
√
nf(θ̂)−f(θ∗)

∥v∗n∥
→
d

N (0, 1)

Note that Theorem 7 allows for the possibility that the sieve variance v∗n may

diverge–that is, that f is an irregular functional. In either case, consistent estimators

are readily available for the sieve variance (Chen and Liao, 2014, Section 3).

3.5 Implementation

To implement the sieve maximum likelihood estimation developed in the previous

section, first notice that we can write the likelihood as follows:
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ℓ(w; θ) = log

∫
1

|2πV (w, vk; θ)|T/2
ϕ
(
m(w, vk; θ)

TV (w, vk; θ)
−1m(w, vk; θ)

)
×

T∏
t=1

h̄t(d
t, zt, yt−1, vk)×

T−1∏
t=1

gt(zt+1 | zt, yt, dt)dFλk
(vk; z1)

where m(w, vk; θ) and V (w, vk; θ) are the T -dimensional vector and T ×

T matrix giving the expected mean and variance of Y T conditional on

(DT , ZT , λk) = (dT , zT , vk). They are defined as follows. m(w, vk; θ) =

(m1(w, vk; θ), . . . ,mT (w, vk; θ))
T where

mt(w, vk; θ) = αt(dt) + β⊺
t zt + Fk(dt)vk,

V (w, vk; θ) = Fu(w)
TΣuFu(w) + diag(d1, . . . , dT ),

and Fu(w) is the p× T matrix

Fu(w) =
[
Fu1(dt) · · ·FuT (dT )

]
.

There are three non-parametric objects in the likelihood function, h̄, g, and Fλk
.

The choice of sieve spaces for h̄ and g are typically context specific. For Fλk
, we

propose using the sieve estimator discussed in Koenker and Mizera (2014) and closely

related to the estimator in Fox et al. (2016). In particular, for each n, fix a grid of

support points for λk, Sn = {v̄1n, . . . , v̄qnn}, for some finite qn. Then, we can use the

sieve space for Fλk
:

Fn =

{
v 7→

qn∑
s=1

ωs1{v ≤ v̄sn}

∣∣∣∣∣
qn∑
s

ωs = 1

}

We can show that if qn → ∞ the space of distribution functions is dense in {Fn}n.

Koenker and Mizera (2014) note that fixing the other parameters, maximizing

{ωs : s ≤ qn} is a convex optimization problem that can solved efficiently and reliably

using standard software for convex optimization. In practice, we use the algorithm
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proposed in Kim et al. (2020), which is specialized for this setting, and implemented

in the R package “mixsqp”.

Given the efficiency of solving this problem, it is useful to define the profile like-

lihood function. Partition θ into {Fλk
} and θ1 = θ1 = θ \ {Fλk

}, then:
n∑

i=1

ℓ(w; θ1) = max
Fλk

n∑
i=1

ℓ(w; θ1, Fλk
)

To solve the original maximum likelihood problem, therefore, we simply maximize

the profile likelihood function over θ1. Separating the maximization problem into

this inner and outer maximization significantly reduces the dimensionality of the

problem, while allowing λk to have a very flexible distribution. Importantly, the inner

maximization problem over Fλk
can be solved very quickly and efficiently despite the

potentially high dimensionality of {ωs : s ≤ qn}.

3.6 Monte Carlo Simulations

In this section, we present results from Monte Carlo simulations which illustrate the

finite-sample performances of the proposed estimator.

The data generating process (DGP) used in our simulations has both known and

unknown heterogeneity, no covariates, and supp(λu) = R. With this specification,

the potential outcomes equation is:

Yt(d) = αt(d) + Fut(d)λu(d) + Fkt(d)λk + Ut(d)

Recall that under the assumptions of Theorem 1, the marginal distribution of λk,

Fλk
, and the CCP function, h̄, are point identified without further functional form

assumptions or assumptions on the primitive choice process generating h̄. We adopt

a specification in which agents choose an option to maximize utility in each period.

The utility that individual i derives from choice d in period t is,

vt(d, λk,i, Y
t−1
i , Dt−1

i ) = ρE(Yt(d)|λk,i, Y
t−1
i , Dt−1

i ) + ργ1(Dt,i = 2)λk,i + νi,t(d)
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Table 3.1: Bias and Variance (×1, 000) of Finite Parameter Estimators. All calcu-
lations are based on 400 Monte Carlo simulations of the DGP described in the main
text. Squared bias and variance of finite parameter estimates are multiplied times
1, 000

N = 250 N = 500 N = 1000 N = 2000 N = 4000
sq bias var sq bias var sq bias var sq bias var sq bias var

α1(2) 0.746 6.953 0.056 2.311 0.017 0.763 0.006 0.276 0.001 0.134
α2(1) 0.037 6.060 0.000 2.274 0.001 0.752 0.000 0.265 0.000 0.112
α2(2) 0.001 8.545 0.001 2.617 0.008 0.849 0.001 0.321 0.001 0.118
α3(1) 0.007 5.236 0.002 2.291 0.002 0.762 0.001 0.293 0.000 0.122
α3(2) 0.052 8.169 0.010 2.950 0.006 0.950 0.002 0.312 0.003 0.120
Fu1(2) 0.011 10.801 0.044 3.707 0.019 1.307 0.010 0.381 0.004 0.158
Fu2(1) 0.019 6.508 0.023 3.056 0.001 1.067 0.000 0.363 0.000 0.158
Fu2(2) 0.183 13.906 0.159 4.276 0.039 1.287 0.016 0.368 0.008 0.152
Fu3(1) 0.132 5.932 0.093 3.077 0.068 1.035 0.019 0.362 0.002 0.120
Fu3(2) 0.879 13.157 0.299 5.717 0.096 1.504 0.027 0.496 0.013 0.190
Fk1(1) 0.006 5.126 0.000 2.262 0.006 0.871 0.008 0.301 0.003 0.118
Fk2(1) 0.125 5.589 0.053 2.600 0.021 0.960 0.008 0.305 0.003 0.122
Fk2(2) 0.943 7.306 0.080 2.860 0.031 0.929 0.008 0.284 0.002 0.135
Fk3(1) 0.001 6.225 0.001 2.528 0.002 0.786 0.000 0.289 0.000 0.115
Fk3(2) 0.587 6.793 0.043 2.650 0.000 0.818 0.002 0.323 0.001 0.136
γ 0.016 2.773 0.000 1.308 0.000 0.403 0.000 0.138 0.000 0.057
σ2(1) 0.037 0.341 0.011 0.144 0.003 0.057 0.001 0.018 0.000 0.007
σ2(2) 0.064 0.599 0.024 0.249 0.005 0.066 0.001 0.020 0.000 0.008
σ2
u 0.019 2.853 0.004 1.049 0.002 0.317 0.000 0.097 0.000 0.043

ρ 0.035 14.565 0.004 6.103 0.002 1.855 0.001 0.697 0.000 0.308

where {νi,t(d) : t = 1, 2, 3, d = 1, 2} are mutually independent with an Extreme Value

Type 1 distribution. This assumption embeds several features that are common

in learning models: (1) there is positive selection on the expected outcome, and

(2) individuals have rational expectations and use their past outcomes and choices

to form their expectations about future outcomes. Since λk enters linearly in the

utility and in the conditional expectation term, this specification also allows agents

to have permanent unobserved heterogeneity which affects both their choices and

their learning process.

A common approach to estimating models of this form is to assume that λk has a

discrete distribution, typically with a small number of support points. The conditions
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of Theorem 1, however, impose the much weaker condition that the support of λk

is compact. To illustrate the performance of our estimator when λk is not drawn

from a low-dimensional discrete distribution, we use a mixture of Gaussian random

variables with three components where the mean and variance are both allowed to be

mixture-component specific. The resulting distribution is then truncated to satisfy

the assumption that λk has compact support.

We perform a Monte Carlo experiment, estimating the model with 400 simula-

tions and sample sizes of 250, 500, 1, 000, 2, 000 and 4, 000. We use the sieve MLE

estimator described in Section 5, with the number of support points in the esti-

mated distributions growing at a rate of n1/3, from 62 to 158. This is a reasonably

high dimensional problem. With n = 4, 000, the inner convex optimization problem

has 4, 000 constraints and 158 parameters, and the outer non-convex optimization

problem has 20 parameters. Importantly though, using the computational approach

described earlier, the MLE problem can be solved in under 3 minutes using a 4-

core CPU. Computation times ranged from approximately 30 seconds to 180 seconds

depending on sample size.

Starting with the finite parameters, {αt, Fut, Fkt, γ, σ, ρ}, Table 3.1 shows squared

bias and variance of the parameter estimates under the simulated distribution. (Note

that all values in Table 3.1 are multiplied by 1, 000.) For each of the parameters, the

bias tends to be small even for small sample sizes. In particular, the squared bias

tends to be negligible relative to the variance. Besides, the variance declines at a rate

consistent with
√
n convergence of the mean squared error.

To present results for the nonparametric estimator of the distribution of known

unobserved heterogeneity Fλk
, we focus on the quantiles of Fλk

. Let qα(F ) be the α

quantile of a random variable with the distribution F . For each value of α ∈ [0, 1],

we calculate the mean and the 5th and 95th percentile of the simulated distribution
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Figure 3.1: Quantiles of Estimator of λk: 95% Coverage Intervals. The red line
shows the true distribution of λk. The blue lines show the mean, and the 5th and
95th percentiles of the simulated distribution of the estimate of qα(Fλk

).

of the estimator of qα(Fλk
). The results are illustrated in Figure 3.1. The red line

is the CDF of the true distribution of λk, while the blue lines that closely follow the

red line are the mean of the simulated distribution of the quantile estimators for each

sample size. Darker blue lines represent larger sample sizes. The blue lines above

and below the CDF are the 5th and 95th percentiles of the simulated distribution of

the quantile estimators.

The results indicate that the bias of the quantile estimators are negligible even at
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Table 3.2: Bias and Variance (×1, 000) of Variance Decomposition Estimators. All
calculations are based on 400 Monte Carlo simulations of the DGP described in the
main text. Squared bias and variance of finite parameter estimates are multiplied
times 1, 000

N = 250 N = 500 N = 1000 N = 2000 N = 4000
sq bias var sq bias var sq bias var sq bias var sq bias var

σ̃u,1(1) 0.028 3.550 0.049 1.712 0.006 0.652 0.000 0.242 0.001 0.109
σ̃u,2(1) 0.050 6.383 0.022 4.431 0.015 1.675 0.023 0.573 0.009 0.251
σ̃u,3(1) 0.000 6.660 0.001 3.824 0.017 1.192 0.007 0.432 0.002 0.160
σ̃k,1(1) 0.111 3.514 0.029 1.231 0.008 0.389 0.002 0.114 0.000 0.048
σ̃k,2(1) 0.074 2.697 0.007 1.167 0.003 0.443 0.010 0.144 0.014 0.067
σ̃k,3(1) 0.076 1.082 0.011 0.466 0.002 0.173 0.000 0.067 0.004 0.026

small sample sizes. The estimator broadly captures the shape of the true distribution

of λk, and also appears to converge toward the true distribution as the sample size

grows. We do not provide a formal result on the rate of convergence of this parameter,

but we expect this nonparametric estimator to converge at rate a slower than
√
n.

At a sample size of n = 4, 000, the simulated distribution of this estimator is still

relatively disperse.

The results in Table 3.1 confirms that despite the slower convergence of the non-

parametric estimator of Fλk
, the finite parameters converge at the usual parametric

rate. Theorem 4 shows that the parametric convergence rate is attained for a broader

class of linear functionals of the model parameters, including the parameters that de-

compose variance in potential outcomes into uncertainty and known heterogeneity.

We now turn to assessing the performance of estimators of this kind of parameter.

For simplicity, we focus here on the variance of potential outcomes in one period

rather than a sum of potential outcomes. In particular, we consider the following

parameters, which are single-period analogues of the parameters (σ2
k,t0

(d), σ2
u,t0

(d)) as
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defined in Section 4,

σ̃2
k,t(d) =

∫ (
E(Yt(d)|It)− E(Ỹt(d))

)2

dFλk,W
t0 (x

∗
k, w

t),

σ̃2
u,t(d) =

∫
Var(Yt(d)|It)dFλk,W t(x∗

k, w
t).

Table 3.2 reports the squared bias and variance of the parameter estimates for

each of these two parameters for t = 1, 2, 3 and d = 1. These results are similar to

the results for the finite parameters of the model. The bias tends to be small relative

to the variance, and the variance declines at a rate consistent with
√
n consistency.

Consistent with Theorem 4, these results indicate that this class of parameters can be

estimated at a parametric rate, even though they are functionals of all the parameters,

including Fλk
, which is estimated nonparametrically.

To explore the magnitude of the estimation error of these parameters, Figure 3.2

shows the estimates of the variance decomposition for d = 1. The vertical bars in

Figure 3.2 show the 5th and 95th percentiles of the simulated distributions of the

estimators. The pattern over time in the variance decomposition reflects the learning

dynamics in the model: uncertainty declines over time so the unknown component of

variance declines relative to the known component. In particular, with a sample size

of 2, 000, the estimation error is small compared to the magnitude of these dynamics.
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Figure 3.2: Variance Decomposition Estimators, N = 2, 000. The red crosses show
the true parameters. Vertical bars show the range between the 5th and 95th per-
centiles of the simulated distributions of the estimators. The dashed line shows the
trajectory of variance in potential outcomes that is unknown to individuals when they
choose an option. The solid line shows the remaining variance in potential outcomes,
which is known to individuals.

3.7 Conclusion

We provide new identification results for a general class of learning models, that

encompasses many of the models that have been considered in the applied literature.

We consider an environment where the researcher has access to panel data on choices

and realized outcomes only. As such, our results are widely applicable, including

in frequent environments where one does not have access to elicited beliefs data

or auxiliary selection-free measurements. We show that the model is point-identified

under two alternative sets of conditions. Our first set of conditions applies to a version
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of the learning where we assume that the idiosyncratic shocks from the outcome

equations are normally distributed, a restriction that is very commonly imposed in

empirical Bayesian learning models. We also show that normality can be relaxed in

the case of a pure learning model, and establish identification for this class of models.

We then derive a sieve MLE estimator for the model parameters and a partic-

ular class of functionals, which includes as a leading special cases the predictable

and unpredictable outcome variances. Notably, these variances can in turn be used

to evaluate the relative importance of uncertainty versus heterogeneity in lifecycle

earnings variability (Cunha et al., 2005). Under mild regularity conditions, the re-

sulting estimators are root-n consistent and asymptotically normal. Importantly for

practical purposes, the profile likelihood based estimation procedure proposed in this

paper can be implemented at a modest computational cost.
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Chapter 4

Assessing Omitted Variable Bias when

the Controls are Endogenous

4.1 Introduction

Angrist and Pischke (2015, page 74) argue that “careful reasoning about OVB [omit-

ted variables bias] is an essential part of the ’metrics game.” Largely for this reason,

researchers have eagerly adopted new tools that let them quantitatively assess the

impact of omitted variables on their results. In particular, researchers now widely

use the sensitivity analysis methods developed in Altonji et al. (2005) and Oster

(2019). These methods have been extremely influential, with about 3660 and 2560

Google Scholar citations as of July 2022, respectively. Looking beyond citations, re-

searchers are actively using these methods. Every top 5 journal in economics is now

regularly publishing papers which use the methods in Oster (2019). Aggregating

across these five journals, from the three year period starting when Oster (2019) was

published, 2019–2021, 33 published papers have used these methods, and often quite

prominently.

These methods, however, rely on an assumption called exogenous controls. This

assumption states that the omitted variables of concern are uncorrelated with all

included covariates. For example, consider a classic regression of wages on education

and controls like parental education. Typically we are worried that the coefficient on

education in this regression is a biased measure of the returns to schooling because

unobserved ability is omitted. To apply Oster’s (2019) method for assessing the

importance of this unobserved variable, we must assume that unobserved ability is
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uncorrelated with parent’s education, along with all other included controls.1

Such exogeneity assumptions on the control variables are usually thought to be

very strong and implausible. For example, Angrist and Pischke (2017) discuss how

“The modern distinction between causal and control variables on the
right-hand side of a regression equation requires more nuanced assump-
tions than the blanket statement of regressor-error orthogonality that’s
emblematic of the traditional econometric presentation of regression.”
(page 129)

Put differently: We usually do not expect the included control variables to be

uncorrelated with the omitted variables; instead we merely hope that the treatment

variable is uncorrelated with the omitted variables after adjusting for the included

controls. These control variables are therefore usually thought to be endogenous.

In this paper we provide a new approach to sensitivity analysis that allows the

included control variables to be endogenous, unlike Altonji et al. (2005) and Oster

(2019). Like these previous papers, however, we measure the importance of unob-

served variables by comparing them to the included covariates. Thus researchers can

still measure how strong selection on unobservables must be relative to selection on

observables in order to overturn their baseline findings.

Overview of Our Approach

In section 4.2 we describe the baseline model. The parameter of interest is βlong,

the coefficient on a treatment variable X in a long OLS regression of an outcome

variable Y on a constant, treatment X, the observed covariates W1, and some unob-

served covariates W2. In section 4.4 we discuss three causal models which allow us

to interpret this parameter causally, based on three different identification strategies:

1Appendix A.1 in Oster (2019) briefly describes one approach to relaxing the exogenous controls
assumption in her setting. We show that this approach changes the interpretation of her sensitivity
parameter in a way that may change researchers’ conclusions about the robustness of their results.
We discuss this in detail in our appendix C.1.
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unconfoundedness, difference-in-differences, and instrumental variables. Since W2 is

unobserved, we cannot compute the long regression of Y on (1, X,W1,W2) in the

data. Instead, we can only compute the medium regression of Y on (1, X,W1). We

begin by considering a baseline model with a no selection on unobservables assump-

tion, which implies that the coefficients on X in the long and medium regressions

are the same. Importantly, this baseline model does not assume the controls W1 are

exogenous. They are included solely to aid in identification of the coefficient on X

in the long regression.

We then move to assess the importance of the no selection on unobservables as-

sumption. In section 4.3 we develop a sensitivity analysis that does not rely on the

exogenous controls assumption, while still allowing researchers to compare the mag-

nitude of selection on observables with the magnitude of selection on unobservables.

Our results use either one, two, or three sensitivity parameters; not all of our results

require all three parameters. The first sensitivity parameter compares the relative

magnitude of the coefficients on the observed and unobserved covariates in a treat-

ment selection equation. This parameter thus measures the magnitude of selection

on unobservables by comparing it with the magnitude of selection on observables.

The second sensitivity parameter compares the relative magnitude of the coefficients

on the observed and unobserved covariates in the outcome equation. The third sensi-

tivity parameter controls the relationship between the observed and the unobserved

covariates; this parameter thus measures the magnitude of control endogeneity.

We provide three main identification results. Our first result (Theorem 9) charac-

terizes the identified set for βlong, the coefficient on treatment in the long regression

of the outcome on the treatment and the observed and unobserved covariates. This

theorem only requires that researchers make an assumption about a single sensitivity

parameter—the relative magnitudes of selection on observables and unobservables. In
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contrast, Oster (2019) requires that researchers reason about two different sensitivity

parameters. Moreover, our result allows for arbitrarily endogenous controls, unlike

existing results in the literature. We provide a closed form, analytical expression for

the identified set, which makes this result easy to use in practice. Using this result,

we show how to do breakdown analysis: To find the largest magnitude of selection on

unobservables relative to observables needed to overturn a specific baseline finding.

This value is called a breakdown point, and can be used to measure the robustness of

one’s baseline results. We provide a simple expression for the breakdown point and

recommend that researchers report estimates of it along with their baseline estimates.

This estimated breakdown point provides a scalar summary of a study’s robustness

to selection on unobservables while allowing for arbitrarily endogenous controls.

If researchers are willing to partially restrict the magnitude of control endogeneity,

then their results will be more robust to selection on unobservables. Our second result

(Theorem 10) therefore characterizes the identified set for βlong when researchers make

an assumption about two sensitivity parameters: the relative magnitude of selection

on unobservables and the magnitude of control endogeneity. We again provide a

simple closed form expression for the identified set, and then show how to use this

result to do breakdown analysis. Finally, if researchers are willing to restrict the

impact of unobservables on outcomes, then they can again obtain results that are

more robust to selection on unobservables. In this case, the identified set is more

difficult to characterize analytically (see Theorem 13 in the appendix). However, our

third main result (Theorem 11) shows that we can nonetheless easily numerically

compute objects like breakdown points. We also note that the identified set can be

computed easily as well.

In section 4.5 we show how to use our results in empirical practice. We use data

from Bazzi et al. (2020, Econometrica) who studied the effect of historical American
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frontier life on modern cultural beliefs. Specifically, they test a well known conjecture

that living on the American frontier cultivated individualism and antipathy to gov-

ernment intervention. They heavily rely on Oster’s (2019) method to argue against

the importance of omitted variables. Using our results, we obtain more nuanced con-

clusions about robustness. In particular, when allowing for endogenous controls, we

find that effects obtained from questionnaire based outcomes are no longer robust,

but effects from election and property tax outcomes remain robust. This analysis

highlights that previous empirical findings of robustness based on Oster (2019), for

example, may no longer be robust once the controls are allowed to be endogenous.

Related Literature

We conclude this section with a brief review of the literature. We focus on two

literatures: The literature on endogenous controls and the literature on sensitivity

analysis in linear or parametric models.

The idea that the treatment variable and the control variables should be treated

asymmetrically in the assumptions goes back to at least Barnow et al. (1980). They

developed the “linear control function estimator”, which is based on an early paramet-

ric version of the now standard unconfoundedness assumption. Heckman and Robb

(1985, page 190), Heckman and Hotz (1989), and Heckman and Vytlacil (2007, page

5035) all provide detailed discussions of this estimator. It was also one of the main

estimators used in LaLonde (1986). Stock and Watson (2011) provide a textbook

description of it on pages 230–233 and pages 250–251. Angrist and Pischke (2009)

also discuss it at the end of their section 3.2.1. Also see Frölich (2008). Note that

this earlier analysis was based on mean independence assumptions, while the analysis

in our paper only uses linear projections. We do this so that our baseline model is

not falsifiable, which allows us to avoid complications that arise in falsifiable models
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(e.g., see Masten and Poirier 2021). More recently, Hünermund and Louw (2020)

remind researchers that most control variables are likely endogenous and hence their

coefficients should not be interpreted as causal.

Although control variables are often thought to be endogenous, the literature on

sensitivity analysis generally assumes the controls are exogenous. As mentioned ear-

lier, this includes Altonji, Elder, and Taber (2005, 2008) and Oster (2019). However,

Appendix A.1 of Oster (2019) describes one approach for relaxing the exogenous

controls assumption by redefining her sensitivity parameter δ. We discuss this ap-

proach in detail in appendix C.1. There we show that such a redefinition implies that

δ = 1 is no longer a natural reference point. In particular, we show that this redefi-

nition can change researchers’ conclusions about the robustness of their results. This

follows because, under endogenous controls, δ does not solely measure selection on

unobservables when the controls are endogenous. Krauth (2016) explicitly allows for

endogenous controls, but he relies on a similar redefinition approach as Oster (2019),

which has similar drawbacks. See Appendix C.1.3 for more discussion. Cinelli and

Hazlett (2020) develop an alternative to Oster (2019) that allows researchers to com-

pare the relative strength of the observed and unobserved covariates on outcomes

and on treatment selection. Their approach to calibration also imposes the exoge-

nous controls assumption (see the last paragraph of their page 53, in their section

4.4). Like Oster (2019) and Krauth (2016), they also briefly mention a redefinition

approach to allow for endogenous controls; in Appendix C.1.3 we show that it too has

similar drawbacks as Oster’s (2019) redefinition approach. Imbens (2003) starts from

the standard unconfoundedness assumption which allows endogenous controls, but in

his parametric assumptions (see his likelihood equation on page 128) he assumes that

the unobserved omitted variable is independent of the observed covariates. Altonji

et al. (2019) propose an approach to allow for endogenous controls based on imposing
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a factor model on all covariates, observable and unobservable. Their approach and

ours are not nested; in particular, their results require the number of covariates to

go to infinity, while we suppose the number of covariates is fixed. This difference

arises because they explicitly model the covariate selection process. We instead take

the covariates as given and impose assumptions directly on these covariates, rather

than deriving such assumptions from a model of covariate selection. Our results also

allow researchers to be fully agnostic about the relationship between the observed

and unobserved covariates.

There are several other related papers on sensitivity analysis. The sensitivity

parameters we use are defined based on the relative magnitude of different coefficients.

That is similar to previous work by Chalak (2019), who shows how to use relative

magnitude constraints to assess sensitivity to omitted variables when a proxy for

the omitted variable is observed. Zhang et al. (2021, section 7.3) discuss a sensitivity

analysis that uses constraints on the relative magnitude of coefficients in a setting with

exogenous controls. Finally, note that the standard unconfoundedness assumption

(for example, chapter 12 in Imbens and Rubin 2015) allows for endogenous controls.

For this reason, several papers that assess sensitivity to unconfoundedness also allow

for endogenous controls. This includes Rosenbaum (1995, 2002), Masten and Poirier

(2018), and Masten et al. (2021). These methods, however, do not provide formal

results for calibrating their sensitivity parameters based on comparing selection on

observables with selection on unobservables. These methods also focus on binary or

discrete treatments, whereas the analysis in our paper can be used for continuous

treatments as well.
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Notation Remark

For random vectors A and B, let cov(A,B) be the dim(A) × dim(B) matrix whose

(i, j)th element is cov(Ai, Bj). Define A
⊥B = A− [var(B)−1 cov(B,A)]′B. This is the

sum of the residual from a linear projection of A onto (1, B) and the intercept in that

projection. Many of our equations therefore do not include intercepts because they

are absorbed into A⊥B by definition. Note also that A⊥B is uncorrelated with each

component of B, by definition. Let R2
A∼B•C denote the R-squared from a regression

of A⊥C on (1, B⊥C). This is sometimes called the partial R-squared.

4.2 The Baseline Model

Let Y andX be observed scalar variables. LetW1 be a vector of observed covariates of

dimension d1. Let W2 be an unobserved scalar covariate; we discuss vector W2 in ap-

pendix C.2. Let W = (W1,W2). Consider the OLS estimand of Y on (1, X,W1,W2).

Let (βlong, γ1, γ2) denote the coefficients on (X,W1,W2). The following assumption

ensures these coefficients and other OLS estimands we consider are well defined.

Assumption A1. The variance matrix of (Y,X,W1,W2) is finite and positive defi-

nite.

We can write

Y = βlongX + γ′
1W1 + γ2W2 + Y ⊥X,W (4.1)

where Y ⊥X,W is defined to be the OLS residual plus the intercept term, and hence is

uncorrelated with each component of (X,W ) by construction. Suppose our parame-

ter of interest is βlong. In section 4.4 we discuss three causal models that lead to this

specific OLS estimand as the parameter of interest, using either unconfoundedness,

difference-in-differences, or instrumental variables as an identification strategy. Al-
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ternatively, it may be that we are simply interested in βlong as a descriptive statistic.

The specific motivation for interest in βlong does not affect our technical analysis.

Next consider the OLS estimand of X on (1,W1,W2). Let (π1, π2) denote the

coefficients on (W1,W2). Then we can write

X = π′
1W1 + π2W2 +X⊥W (4.2)

where X⊥W is defined to be the OLS residual plus the intercept term, and hence is

uncorrelated with each component of W by construction. Although equation (4.2) is

not necessarily causal, we can think of the value of π1 as representing “selection on

observables” while π2 represents “selection on unobservables.” The following is thus

a natural baseline assumption.

Assumption A2 (No selection on unobservables). π2 = 0.

Let βmed denote the coefficient on X in the OLS estimand of Y on (1, X,W1).

With no selection on unobservables, we have the following result.

Theorem 8. Suppose the joint distribution of (Y,X,W1) is known. Suppose A1 and

A2 hold. Then the following hold.

1. βlong = βmed. Consequently, βlong is point identified.

2. The identified set for γ1 is Rd1 .

This result allows for endogenous controls, in the sense that the observed co-

variates W1 can be arbitrarily correlated with the unobserved covariate W2. But it

restricts the relationship between (X,W1,W2) in such a way that we can still point

identify βlong even though W1 and W2 are arbitrarily correlated. The coefficient γ1 on

the observed controls, however, is completely unidentified. The difference between

the roles of X and W1 in Theorem 8 reflects the sentiment of Angrist and Pischke

(2017) that we discussed in the introduction.
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In practice, we are often worried that the no selection on unobservables assump-

tion A2 does not hold. In section 4.3 we develop a new approach to assess the

importance of this assumption.

4.3 Sensitivity Analysis

We have argued that, in practice, most controls are endogenous in the sense that

they are potentially correlated with the omitted variables of concern. Consequently,

methods for assessing the sensitivity of identifying assumptions for the treatment

variable of interest should allow for the controls to be endogenous to some extent. In

this section, we develop such a method. In section 4.3.1 we first describe the three

sensitivity parameters that we use; note that we do not use all of these parameters

in all of our results. In section 4.3.2 we then state our main identification results.

In section 4.3.3 we make several remarks regarding interpretation of the sensitivity

parameters. Finally, in section 4.3.4 we briefly discuss estimation and inference.

4.3.1 The Sensitivity Parameters

Recall from section 4.2 that our parameter of interest is βlong, the OLS coefficient

on X in the long regression of Y on (1, X,W1,W2). Since W2 is not observed, we

cannot compute this regression from the data. Instead, we can compute βmed, the OLS

coefficient on X in the medium regression of (1, X,W1). The difference between these

two regression coefficients is given by the classic omitted variable bias formula. We

can write this formula as a function of the coefficient γ2 on W2 in the long regression

outcome equation (4.1) and the coefficient π2 on W2 in the selection equation (4.2)

as follows:

βmed − βlong =
γ2π2(1−R2

W2∼W1
)

var(X⊥W1)
(4.3)
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where R2
W2∼W1

denotes the population R2 in a linear regression of the unobservable

W2 on the observables (1,W1). This bias is a function of the coefficient π2. Hence π2 is

a natural sensitivity parameter. Using π2 as a sensitivity parameter, however, would

require researchers to make judgment calls about the absolute magnitude of this

coefficient. This may be difficult. So, similar to the definition of Oster’s δ (which

we review in appendix C.1.2), we instead define a relative sensitivity parameter.

Specifically, let ∥ · ∥Σobs
denote the weighted Euclidean norm on Rd1 : ∥a∥Σobs

=

(a′Σobsa)
1/2 where Σobs ≡ var(W1).

We then consider the following assumption.

Assumption A3. |π2| ≤ r̄X∥π1∥Σobs
for a known value of r̄X ≥ 0.

To interpret assumption A3, we first normalize the variance of the unobserved W2

to 1.

Assumption A4. var(W2) = 1.

Using this normalization A4, assumption A3 can be written as

√
var(π2W2) ≤ r̄X ·

√
var(π′

1W1).

So assumption A3 says that the association between treatment X and a one standard

deviation increase in the index of unobservables is at most r̄X times the association

between treatment and a one standard deviation increase in the index of observables.

Note that ∥π1∥Σobs
is invariant to invertible linear transformations of W1, including

rescalings, since the index π′
1W1 is invariant with respect to invertible linear trans-

formations. This invariance ensures that r̄X is a unit-free sensitivity parameter. We

also explain how r̄X is related to Oster’s δ in Proposition 5 in appendix C.1.2.

The baseline model of section 4.2 corresponds to the case r̄X = 0, since it implies

π2 = 0. We relax the baseline model by considering values r̄X > 0. Our first main
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result (Theorem 9) describes the identified set using only A3. Researchers may also

be willing to make additional restrictions so we consider two additional sensitivity

parameters as well. These parameters are also motivated by the omitted variables

bias formula in equation (4.3). The bias is a function of γ2 so it is natural to also

consider assumptions that restrict this parameter. Like our assumption on π2, we

consider a restriction on the relative magnitudes of γ1 and γ2, the coefficients of W1

and W2 in the outcome equation (4.1).

Assumption A5. |γ2| ≤ r̄Y ∥γ1∥Σobs
for a known value of r̄Y ≥ 0.

Maintaining the normalization A4, A5 has a similar interpretation as A3: It says

that the association between the outcome and a one standard deviation increase in

the index of unobservables is at most r̄Y times the association between the outcome

and a one standard deviation increase in the index of observables. ∥γ1∥Σobs
is also

invariant to invertible linear transformations of W1 and hence r̄Y is also a unit-free

sensitivity parameter.

Finally, the omitted variable bias in equation (4.3) is a function of R2
W2∼W1

. So

we also consider restrictions directly on the relationship between the observed and

unobserved covariates.

Assumption A6. RW2∼W1 ≤ c̄ for a known value of c̄ ∈ [0, 1].

Assumption A6 allows researchers to constrain the magnitude of control endogene-

ity. In particular, the exogenous controls assumption is equivalent to RW2∼W1 = 0

and hence can be obtained by setting c̄ = 0. Values c̄ > 0 allow for partially endoge-

nous controls. Note that RW2∼W1 is invariant to invertible linear transformations of

W1 as well as to the normalization on W2. Finally, it will sometimes be useful to note

that R2
W2∼W1

= ∥ cov(W1,W2)∥2Σ−1
obs

. For interested readers, in remark 6 on page 245,

we discuss the more general assumption RW2∼W1 ∈ [c, c] for known c and c satisfying
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0 ≤ c ≤ c ≤ 1 and show how to generalize our identification results to accommodate

this assumption.

4.3.2 Identification

In this section we state our main results. For simplicity, we first normalize the

treatment variable so that var(X) = 1 and the covariates so that var(W1) = I. All

of the results below can be rewritten without these normalizations, at the cost of

additional notation. With these normalizations, ∥ · ∥Σ−1
obs

= ∥ · ∥Σobs
. We use ∥ · ∥ to

refer to this norm throughout.

Identification Using the r̄X Restriction Only

Let BI(r̄X) denote the identified set for βlong under the positive definite variance

assumption A1, the normalization assumption A4, and the restriction A3 on π2. In

particular, this identified set does not impose the restriction A5 on γ2 or the restriction

A6 on R2
W2∼W1

. Let

B(r̄X) = inf BI(r̄X) and B(r̄X) = supBI(r̄X)

denote its greatest lower bound and least upper bound. Our first main result, Theo-

rem 9 below, provides simple, closed form expressions for these sharp bounds. Simi-

larly, let BI(r̄X , c̄) denote the identified set for βlong if we also impose A6. Let

B(r̄X , c̄) = inf BI(r̄X , c̄) and B(r̄X , c̄) = supBI(r̄X , c̄)

denote its greatest lower bound and least upper bound. Our second main result,

Theorem 10 below, similarly provides simple, closed form expressions for these sharp

bounds.

Let

k0 = var(X⊥W1) > 0, k1 = cov(Y,X⊥W1), and k2 = var(Y ⊥W1) > 0.
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The inequalities here follow from A1, positive definiteness of var(Y,X,W1).

(k0, k1, k2) are the elements of the covariance matrix var(Y ⊥W1 , X⊥W1). Moreover,

note that the coefficient on X in the medium OLS regression of Y on (1, X,W1)

can be written as βmed = k1/k0 by the FWL theorem. Below we will see that, after

normalizing treatment and the covariates, the bounds only depend on the medium

regression coefficient and the variance in outcomes and treatment after projecting

out the observable covariates.

Before formally stating our first main result, we give a sketch derivation. We

start by observing that having a known bound r̄X on selection on unobservables

relative to observables in A3 is equivalent to the existence of an rX ∈ Rd1 such that

π2 = π′
1rX with ∥rX∥ ≤ r̄X (Lemma 4 in appendix C.4). If we knew this rX along

with c = cov(W1,W2), then the observed first stage relationship cov(X,W1) would

be enough to point identify π2 as

π2 =
r′X cov(W1, X)

1 + r′Xc
.

Define

zX(rX , c) =
r′X cov(W1, X)

1 + r′Xc
·
√

1− ∥c∥2

as a scaled version of this point identified value of π2. Then we can write the omitted

variables bias equation (4.3) as

(βmed − βlong)
2 =

zX(rX , c)
2γ2

2(1− ∥c∥2)
k2
0

where we squared both sides to simplify derivations. We then note that the residual

variance of outcomes constrains the second two terms in the numerator:

k2 ≡ var(Y ⊥W1)

= γ2
2(1− ∥c∥2) + 2βlongk1 − β2

longk0 + var(Y ⊥X,W )
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and hence

γ2
2(1− ∥c∥2) ≤ k2 − 2βlongk1 + β2

longk0

since var(Y ⊥X,W ) ≥ 0. Substituting this expression into the omitted variable bias

formula gives

(βmed − βlong)
2 ≤

zX(rX , c)
2(k2 − 2βlongk1 + β2

longk0)

k2
0

.

Using βmed = k1/k0 we can then rearrange this inequality to obtain

(βmed − βlong)
2 ≤

zX(rX , c)
2
(

k2
k0

− β2
med

)
k0 − zX(rX , c)2

.

The right hand side depends on the unknown values of rX and c, but it is monoton-

ically increasing in zX(rX , c), so we can obtain bounds by maximizing this function

over all (rX , c) with ∥rX∥ ≤ r̄X and ∥c∥ ≤ c̄. This maximum value is

z̄X(r̄X) =


r̄X√
1− r̄2X

√
1− k0 if r̄X < 1

+∞ if r̄X ≥ 1.

Considering the first case, r̄X < 1, we obtain

(βmed − βlong)
2 ≤ dev(r̄X)

2

where we defined

dev(r̄X) =

√
z̄X(r̄X)2(

k2
k0

− β2
med)

k0 − z̄X(r̄X)2
.

And note that we need z̄X(r̄X)
2 < k0 to avoid division by zero. Theorem 9 below for-

malizes these derivations. Our full proof is in appendix C.5, including our sharpness

proof. For this theorem, we also use the following assumption.

Assumption A7. cov(W1, Y ) ̸= cov(W1, X) cov(X, Y ) and cov(W1, X) ̸= 0.
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This assumption is not necessary, but it simplifies the proofs. A sufficient con-

dition for A7 is βshort ̸= βmed, where βshort is the coefficient on X in the short OLS

regression of Y on (1, X). This follows from βmed−βshort = cov(W1, X)′(cov(W1, Y )−

cov(W1, X) cov(X, Y )). We can now state our first main result.

Theorem 9. Suppose the joint distribution of (Y,X,W1) is known. Suppose A1,

A3, A4, and A7 hold. Normalize var(X) = 1 and var(W1) = I. If z̄X(r̄X)
2 < k0, then

B(r̄X) = βmed − dev(r̄X) and B(r̄X) = βmed + dev(r̄X).

Otherwise, B(r̄X) = −∞ and B(r̄X) = +∞.

Theorem 9 characterizes the largest and smallest possible values of βlong when

some selection on unobservables is allowed, the observed covariates are allowed to be

arbitrarily correlated with the unobserved covariate, and we make no restrictions on

the coefficients in the outcome equation. In fact, we prove that, with the exception

of at most three singletons, the interval [B(r̄X), B(r̄X)] is the identified set for βlong

under these assumptions. Here we focus on the smallest and largest elements to avoid

technical digressions that are unimportant for applications.

There are two important features of Theorem 9: First, it only requires researchers

to reason about one sensitivity parameter, unlike some existing approaches, including

Oster (2019). Second, and also unlike those results, it allows for arbitrarily endoge-

nous controls. So this result allows researchers to examine the impact of selection

on unobservables on their baseline results without also having to reason about the

magnitude of endogenous controls.

Since Theorem 9 provides explicit expressions for the bounds, we can immediately

derive a few of their properties. First, when r̄X = 0, the bounds collapse to βmed, the

point estimand from the baseline model with no selection on unobservables. So we

recover the baseline model as a special case. For small values of r̄X > 0, the bounds
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are no longer a singleton, but their length increases continuously as r̄X increases

away from zero. After normalizing treatment and the observed covariates, the rate at

which they increase depends on just a few features of the data: The three elements of

var(Y ⊥W1 , X⊥W1). We also see that the bounds are symmetric around βmed. Finally,

the bounds can only be finite if r̄X < 1. We discuss interpretation of the magnitude

of r̄X in detail in section 4.3.3.

In practice, researchers often ask:

“How strong does selection on unobservables have to be relative to selec-
tion on observables in order to overturn our baseline findings?”

We can use Theorem 9 to answer this question. Suppose in the baseline model we

find βmed ≥ 0. We are concerned, however, that βlong ≤ 0, in which case our positive

finding is driven solely by selection on unobservables. Define

r̄bpX = sup{r̄X ≥ 0 : b ≥ 0 for all b ∈ BI(r̄X)}.

This value is called a breakdown point. It is the largest amount of selection on

unobservables we can allow for while still concluding that βlong is nonnegative. Note

that the breakdown point when βmed ≤ 0 can be defined analogously.

Corollary. Suppose the assumptions of Theorem 9 hold. Then

r̄bpX =

 R2
Y∼X•W1

R2
X∼W1

1−R2
X∼W1

+R2
Y∼X•W1


1/2

.

The breakdown point described in Corollary 4.3.2 characterizes the magnitude

of selection on unobservables relative to selection on observables needed to overturn

one’s baseline findings. One of our main recommendations is that researchers present

estimates of this point as a scalar measure of the robustness of their results. We

illustrate this recommendation in our empirical application in section 4.5.

101



Corollary 4.3.2 explicitly shows that this breakdown point depends on just two

features of the observed data: The relationship between treatment and the outcome,

after adjusting for the observed covariates, and the first stage relationship between

treatment and the observed covariates. In particular, as the covariate adjusted rela-

tionship between outcomes and treatment strengthens, the breakdown point increases

too. In contrast, as the relationship between treatment and covariates strengthens,

the breakdown point decreases. This follows since we are using effects of the observed

covariates to calibrate the magnitude of selection on unobservables. So when these

observed covariates are strongly related to treatment, we need relatively less selection

on unobservables to overturn our baseline findings. We discuss this point more in

section 4.3.3.

Identification Using the r̄X and c̄ Restrictions

In some applications, the bounds in Theorem 9 may be quite large, even for small

values of r̄X . In this case, researchers may be willing to restrict the relationship

between the observed covariates and the omitted variable. So next we present a

similar result, but now imposing A6. Let

z̄X(r̄X , c̄) =


r̄X
√

1−min{c̄, r̄X}2
1− r̄X min{c̄, r̄X}

√
1− k0 if r̄X c̄ < 1

+∞ if r̄X c̄ ≥ 1.

Note that for c̄ = 1, z̄X(r̄X , 1) = z̄X(r̄X) for all r̄X ≥ 0. Also, z̄X(r̄X , c̄) = z̄X(r̄X)

when r̄X ≤ c̄. As before, the sensitivity parameters will only affect the bounds via

this function.

Theorem 10. Suppose the joint distribution of (Y,X,W1) is known. Suppose A1,

A3, A4, A6, and A7 hold. Normalize var(X) = 1 and var(W1) = I. If z̄X(r̄X , c̄)
2 < k0,
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then

B(r̄X , c̄) = βmed − dev(r̄X , c̄) and B(r̄X , c̄) = βmed + dev(r̄X , c̄)

where

dev(r̄X , c̄) =

√√√√ z̄X(r̄X , c̄)2
(

k2
k0

− β2
med

)
k0 − z̄X(r̄X , c̄)2

.

Otherwise, B(r̄X , c̄) = −∞ and B(r̄X , c̄) = +∞.

The interpretation of Theorem 10 is similar to our earlier result Theorem 9. It

characterizes the largest and smallest possible values of βlong when some selection on

unobservables is allowed and the controls are allowed to be partially but not arbi-

trarily endogenous. We also make no restrictions on the coefficients in the outcome

equation. As before, with the exception of at most three singletons, the interval

[B(r̄X , c̄), B(r̄X , c̄)] is the identified set for βlong under these assumptions.

Earlier we saw that r̄X < 1 is necessary for the bounds of Theorem 9 to be finite.

Theorem 10 shows that, if we are willing to restrict the value of c̄, then we can allow

for r̄X > 1 while still obtaining finite bounds. Thus there is a trade-off between (i)

the magnitude of selection on unobservables we can allow for and (ii) the magnitude

of control endogeneity. One way to summarize this trade-off is to use breakdown

frontiers (Masten and Poirier 2020). Specifically, when βmed ≥ 0, define

r̄bfX(c̄) = sup{r̄X ≥ 0 : b ≥ 0 for all b ∈ BI(r̄X , c̄)}.

For any fixed c̄, r̄bfX(c̄) is a breakdown point: It is the largest magnitude of selection

on unobservables relative to selection on observables that we can allow for while

still concluding that our parameter of interest is nonnegative. As we vary c̄, this

breakdown point changes: It increases as c̄ gets smaller, because we can allow for

more selection on unobservables if we impose stronger restrictions on exogeneity of
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the observed covariates. Conversely, it decreases as c̄ gets larger, because we can allow

for less selection on unobservables if we allow for more endogeneity of the observed

covariates. In particular, r̄bfX(1) = r̄bpX , the breakdown point of Corollary 4.3.2. Like

that corollary, we can derive an analytical characterization of the function r̄bfX(·), but

we omit this for brevity.

Identification Using the r̄X, c̄, and r̄Y Restrictions

Finally, in some empirical settings the results may not be robust even if we impose

exogenous controls (c̄ = 0). In these cases, we might be willing to restrict the

impact of unobservables on outcomes; that is, we may be willing to impose A5. Let

BI(r̄X , r̄Y , c̄) denote the identified set for βlong under A1 and A3–A6. Unlike the two

identified sets we considered above, this set is less analytically tractable. We provide

a precise characterization in appendix C.4. Here we instead use our characterization

to show how to do breakdown analysis. We also briefly explain how to easily compute

BI(r̄X , r̄Y , c̄) numerically.

Suppose we are interested in the robustness of the conclusion that βlong ≥ b for

some known scalar b. For example, b = 0. Define the function

r̄bfY (r̄X , c̄, b) = sup{r̄Y ≥ 0 : b ≥ b for all b ∈ BI(r̄X , c̄, r̄Y )}.

This is a three-dimensional breakdown frontier. In particular, we can use it to define

the set

RR = {(r̄X , r̄Y , c̄) ∈ R2
≥0 × [0, 1] : r̄Y ≤ r̄bfY (r̄X , c̄, b)}.

Masten and Poirier (2020) call this the robust region because the conclusion of inter-

est, βlong ≥ b, holds for any combination of sensitivity parameters in this region. The

size of this region is therefore a measure of the robustness of our baseline conclusion.

Although we do not have a closed form expression for the smallest and largest

elements of BI(r̄X , c̄, r̄Y ), our next main result shows that we can still easily compute
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the breakdown frontier numerically. To state the result, we first define some addi-

tional notation. For any random vectors A and B, let σA,B = cov(A,B). Define the

sets

D = R× {c ∈ Rd1 : ∥c∥ < 1} × R

D0 = {(z, c, b) ∈ D : z
√
1− ∥c∥2(σW1,Y − bσW1,X)− (k1 − k0b)c ̸= 0}

and define the functions

devsq(z) =
z2(k2/k0 − β2

med)

k0 − z2

rY (z, c, b) =


0 if b = βmed

|k1 − k0b|
∥z
√

1− ∥c∥2(σW1,Y − bσW1,X)− (k1 − k0b)c∥
if
(z, c, b) ∈ D0

and b ̸= βmed

+∞ otherwise

p(z, c; r̄X) = r̄2X∥σW1,X

√
1− ∥c∥2 − cz∥2 − z2.

We can now state our last main result.

Theorem 11. Suppose the joint distribution of (Y,X,W1) is known. Suppose A1,

A4, and A7 hold. Normalize var(X) = 1 and var(W1) = I. Suppose σW1,Y and σW1,X

are linearly independent. Suppose d1 ≥ 2. Let b ∈ R, c ∈ [0, 1), and r̄X , r̄Y ≥ 0.

1. If b ≥ βmed then r̄bfY (r̄X , c̄, b) = 0.

2. If B(r̄X , c̄) > b, then r̄bfY (r̄X , c̄, b) = +∞.

3. If B(r̄X , c̄) ≤ b < βmed, then

r̄bfY (r̄X , c̄, b) = min
(z,c1,c2,b)∈(−

√
k0,

√
k0)×R×R×(−∞,b]

rY (z, c1σW1,Y + c2σW1,X , b)

subject to p(z, c1σW1,Y + c2σW1,X ; r̄X) ≥ 0

(b− βmed)
2 < devsq(z)

∥c1σW1,Y + c2σW1,X∥ ≤ c̄.
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Theorem 11 shows that the three dimensional breakdown frontier can be com-

puted as the solution to a smooth optimization problem. Importantly, this problem

only requires searching over a 4-dimensional space. In particular, this dimension

does not depend on the dimension of the covariates W1. Consequently, it remains

computationally feasible even with a large number of observed covariates, as is often

the case in empirical practice. For example, the results for our empirical application

take about 15 seconds to compute.

Theorem 11 makes several minor technical assumptions. In particular, it assumes

σW1,Y and σW1,X are linearly independent for simplicity. Moreover, the theorem

assumes d1 ≥ 2: there are at least two observed covariates in W1. This is not

restrictive since the purpose of this result is primarily to show that the optimization

problem does depend on the dimension of W1. If d1 = 1 then the breakdown frontier

can instead be easily computed using equation (C.26) in the appendix, which only

requires searching over a 3-dimensional space.

We conclude this subsection by noting that the identified set BI(r̄X , r̄Y , c̄) can also

be easily computed. Specifically, using derivations similar to the proof of Theorem

11, the sharp upper bound on this identified set is

max
(z,c1,c2,b)∈(−

√
k0,

√
k0)×R×R×R

b subject to rY (z, c1σW1,Y + c2σW1,X , b) ≤ r̄Y

p(z, c1σW1,Y + c2σW1,X ; r̄X) ≥ 0

(b− βmed)
2 < devsq(z)

∥c1σW1,Y + c2σW1,X∥ ≤ c̄.

The sharp lower bound is obtained by replacing max with min.
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4.3.3 Interpreting the Sensitivity Parameters

Thus far we have introduced the sensitivity parameters (section 4.3.1) and described

their implications for identification (section 4.3.2). Next we make several remarks

regarding how to interpret the magnitudes of these parameters.

Which Covariates to Calibrate Against?

As we discuss below, one of the main benefits of using relative sensitivity parameters

like r̄X is that r̄X = 1 is a natural reference point of “equal selection.” However,

the interpretation of this reference point depends on the choice of covariates that

we calibrate against. Put differently, when we say that we compare “selection on

unobservables to selection on observables,” which observables do we mean?

To answer this, we split the observed covariates into two groups: (1) The control

covariates, which we label W0, and (2) The calibration covariates, which we continue

to label W1. Write equation (4.1) as

Y = βlongX + γ′
0W0 + γ′

1W1 + γ2W2 + Y ⊥X,W (4.1′)

where W = (W0,W1,W2). Likewise, write equation (4.2) as

X = π′
0W0 + π′

1W1 + π2W2 +X⊥W . (4.2′)

The key difference from our earlier analysis is that, like in assumption A3, we will

continue to only compare π1 with π2. That is, we only compare the omitted variable

to the observed variables in W1; we do not use W0 for calibration. A similar remark

applies to A5.

This distinction between control and calibration covariates is useful because in

many applications we do not necessarily think the omitted variables have similar

explanatory power as all of the observed covariates included in the model. For
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example, in our empirical application in section 4.5, we include state fixed effects as

control covariates, but we do not use them for calibration.

We next briefly describe how to generalize our results in section 4.3.2 to ac-

count for this distinction. By the FWL theorem, a linear projection of Y onto

(1, X⊥W0 ,W⊥W0
1 ,W⊥W0

2 ) has the same coefficients as equation (4.1). Likewise for

a linear projection of X onto (1,W⊥W0
1 ,W⊥W0

2 ). Hence we can write

Y = βlongX
⊥W0 + γ′

1W
⊥W0
1 + γ2W

⊥W0
2 + Ũ

X = π′
1W

⊥W0
1 + π2W

⊥W0
2 + Ṽ

where

Ũ = Y ⊥X⊥W0 ,W
⊥W0
1 ,W

⊥W0
2 and Ṽ = X⊥W

⊥W0
1 ,W

⊥W0
2 .

By construction, Ũ has zero covariance with (X⊥W0 ,W⊥W0
1 ,W⊥W0

2 ) and Ṽ has zero

covariance with (W⊥W0
1 ,W⊥W0

2 ). Therefore our earlier results continue to hold when

(X,W1,W2) are replaced with (X⊥W0 ,W⊥W0
1 ,W⊥W0

2 ). Finally, this change implies

that c̄ should be interpreted as an upper bound on RW2∼W1•W0 , the square root of

the R-squared from the regression of W2 on W1 after partialling out W0.

What is a Robust Result?

How should researchers determine what values of r̄X and r̄Y are large and what

values are small? Like in Altonji et al. (2005) and Oster (2019), these are relative

sensitivity parameters. Consequently, the values r̄X = 1 and r̄Y = 1 are natural

reference points. Specifically, when r̄X < 1, the magnitude of the coefficient on the

unobservable W2 in equation (4.2) is smaller than the magnitude of the coefficient

on the observable controls W1 in the outcome equation. This is one way to formalize

the idea that “selection on unobservables is smaller than selection on observables.”

Likewise, when r̄X > 1, we can think of this as formalizing the idea that “selection
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on unobservables is larger than selection on observables.” A similar interpretation

applies to r̄Y . These interpretations do not, however, imply that the value 1 should

be thought of as a universal, context independent cutoff between “small” and “large”

values of these two sensitivity parameters.

Why? As we described above, researchers must choose which of their observed

covariates should be used to calibrate against. Consequently, the choice of W0 (and

hence W1) affects the interpretation of the magnitude of r̄X . One way in which this

choice manifests itself is via its impact on the breakdown point: Including more rel-

evant variables in W1 will tend to will tend to decrease the breakdown point r̄bpX ,

because the explanatory power of the observables we’re calibrating against increases

when we move variables from W0 to W1—see corollary 4.3.2. This observation does

not necessarily imply that the result is becoming less robust, but rather that the stan-

dard by which we are measuring sensitivity is changing. If the calibration variables

W1 have a large amount of explanatory power, then even an apparently small value

of r̄bpX like 0.3 could be considered to be robust. Conversely, when the calibration

variables W1 do not have much explanatory power, then even an apparently large

value of r̄bpX like 3 could be considered sensitive.

This discussion can be summarized by the following relationship:

Selection on Unobservables = r · (Selection on Observables). (4.4)

The left hand side is the absolute magnitude of selection on unobservables, while

the right hand side is the proportion r of the absolute magnitude of selection on

observables. r̄bpX is a bound on r. Our discussion above merely states that even if the

bound r̄bpX on r seems small, the magnitude of selection on unobservables allowed for

can be very large if the magnitude of selection on observables is large. And conversely,

even if r̄bpX seems large, the amount of unobserved selection allowed for must be small

if the magnitude of selection on observables is also small.
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Overall, the value of using relative sensitivity parameters like r̄X is not that they

allow us to obtain a universal threshold for what is or is not a robust result. Instead, it

gives researchers a unit free measurement of sensitivity that is interpretable in terms

of the effects of observed variables. Finally, note that the issues we’ve raised in this

discussion equally apply to the existing methods in the literature as well, including

Oster (2019); they are not unique to our analysis.

Assessing Exogenous Controls

Thus far we have discussed the interpretation of r̄X and r̄Y . Next consider c̄. This

is a constraint on the covariance between the observed calibration covariates and

the unobserved covariate. In particular, recall that it is a bound on RW2∼W1•W0 . So

what values of this parameter should be considered large, and what values should be

considered small? One way to calibrate this parameter is to compute

ck = RW1k∼W1,−k•W0

for each covariate k in W1. That is, compute the square root of the population R-

squared from the regression of W1k on the rest of the calibration covariates W1,−k,

after partialling out the control covariates W0. These numbers tell us two things.

First, if many of these values are nonzero and large, we may worry that the exogenous

controls assumption fails. That is, if W2 is in some way similar to the observed

covariates W1, then we might expect that RW2∼W1•W0 is similar to some of the ck’s. So

this gives us one method for assessing the plausibility of exogenous controls. Second,

we can use the magnitudes of these values to calibrate our choice of c̄, in analysis

based on Theorems 10 or 11. For example, you could choose the largest value of ck.

A less conservative approach would be to select the median value.
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4.3.4 Estimation and Inference

Thus far we have described population level identification results. In practice, we

only observe finite sample data. Our identification results depend on the observables

(Y,X,W1) solely through their covariance matrix. In our empirical analysis in section

4.5, we apply our identification results by using sample analog estimators that replace

var(Y,X,W1) with a consistent estimator v̂ar(Y,X,W1). For example, we let β̂med

denote the OLS estimator of βmed, the coefficient on X in the medium regression of

Y on (1, X,W1). We expect the corresponding asymptotic theory for estimation and

inference on the bound functions to be straightforward, but for brevity we do not

develop it in this paper. Inference on the breakdown points and frontiers could also

be done as in Masten and Poirier (2020).

4.4 Causal Models

In this section we describe three different causal models in which the parameter βlong

in equation (4.1) has a causal interpretation. These models are based on three dif-

ferent kinds of identification strategies: Unconfoundedness, difference-in-differences,

and instrumental variables. Here we focus on simple models, but our analysis can be

used anytime the causal parameter of interest can be written as the coefficient on a

treatment variable in a long regression of the form in equation (4.1).

4.4.1 Unconfoundedness

Recall that Y denotes the realized outcome, X denotes treatment, W1 denotes the

observed covariates, and W2 denotes the unobserved variables of concern. Let Y (x)

denote potential outcomes, where x is any logically possible value of treatment. As-
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sume this potential outcome has the following form:

Y (x) = βcx+ γ′
1W1 + γ2W2 + U (4.5)

where (βc, γ1, γ2) are unknown constants. The parameter of interest is βc, the causal

effect of treatment on the outcome. U is an unobserved random variable. Suppose

the realized outcome satisfies Y = Y (X). Consider the following assumption.

Linear Latent Unconfoundedness: corr(X⊥W1,W2 , U⊥W1,W2) = 0.

This assumption says that, after partialling out the observed covariates W1 and the

unobserved variables W2, treatment is uncorrelated with the unobserved variable U .

This model has two unobservables, which are treated differently via this assumption.

We call W2 the confounders and U the non-confounders. W2 are the unobserved

variables which, when omitted, may cause bias. In contrast, as long as we adjust

for (W1,W2), omitting U does not cause bias. Note that, given equation (4.5), linear

latent unconfoundedness can be equivalently written as corr(X⊥W1,W2 , Y (x)⊥W1,W2) =

0 for all logically possible values of treatment x.

Linear latent unconfoundedness is a linear parametric version of the nonparamet-

ric latent unconfoundedness assumption

Y (x)⊥⊥X | (W1,W2) (4.6)

for all logically possible values of x. In particular, with the linear potential out-

comes assumption of equation (4.5), nonparametric latent unconfoundedness (equa-

tion (4.6)) implies linear latent unconfoundedness. We use the linear parametric

version to avoid overidentifying restrictions that can arise from the combination of

linearity and statistical independence.

The following result shows that, in this model, the causal effect of X on Y can be

obtained from βlong, the coefficient on X in the long regression described in equation

(4.1).
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Proposition 2. Consider the linear potential outcomes model (4.5). Suppose linear

latent unconfoundedness holds. Suppose A1 holds. Then βc = βlong.

SinceW2 is unobserved, however, this result cannot be used to identify βc. Instead,

suppose we believe the no selection on unobservables assumption A2. Recall that this

assumption says that π2 = 0, where π2 is the coefficient on W2 in the OLS estimand

of X on (1,W1,W2). Under this assumption, we obtain the following result. Recall

that βmed denotes the coefficient on X in the medium regression of Y on (1, X,W1).

Corollary. Suppose the assumptions of Proposition 2 hold. Suppose A2 holds (π2 =

0). Then βc = βmed.

The selection on observables assumption A2 is usually thought to be quite strong,

however. Nonetheless, since βc = βlong, our results in section 4.3 can be used to assess

sensitivity to selection on unobservables.

4.4.2 Difference-in-differences

Let Yt(xt) denote potential outcomes at time t, where xt is a logically possible value

of treatment. For simplicity we do not consider models with dynamic effects of

treatment or of covariates. Also suppose W2t is a scalar for simplicity. Suppose

Yt(xt) = βcxt + γ′
1W1t + γ2W2t + Vt (4.7)

where Vt is an unobserved random variable and (βc, γ1, γ2) are unknown parameters

that are constant across units. The classical two way fixed effects model is a special

case where

Vt = A+ δt + Ut. (4.8)

where A is an unobserved random variable that is constant over time, δt is an unob-

served constant, and Ut is an unobserved random variable.
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Suppose there are two time periods, t ∈ {1, 2}. Let Yt = Yt(Xt) denote the

observed outcome at time t. For any time varying random variable like Yt, let ∆Y =

Y2 − Y1. Then taking first differences of the observed outcomes yields

∆Y = βc∆X + γ′
1∆W1 + γ2∆W2 +∆V.

Let βlong denote the OLS coefficient on ∆X from the long regression of ∆Y on

(1,∆X,∆W1,∆W2).

Proposition 3. Consider the linear potential outcome model (4.7). Suppose the

following exogeneity assumption holds:

• cov(∆X,∆V ) = 0, cov(∆W2,∆V ) = 0, and cov(∆W1,∆V ) = 0.

Then βc = βlong.

The exogeneity assumption in Proposition 3 says that ∆V is uncorrelated with all

components of (∆X,∆W1,∆W2). A sufficient condition for this is the two way fixed

effects assumption (4.8) combined with the assumption that the Ut are uncorrelated

with (Xs,W1s,W2s) for all t and s. Given this exogeneity assumption, the only

possible identification problem is that ∆W2 is unobserved. Hence we cannot adjust

for this trend variable. If we assume, however, that treatment trends ∆X are not

related to the unobserved trend ∆W2, then we can point identify βc. Specifically,

consider the linear projection of ∆X onto (1,∆W1,∆W2):

∆X = π′
1(∆W1) + π2(∆W2) + (∆X)⊥∆W1,∆W2 .

Using this equation to define π2, we now have the following result. Here we let βmed

denote the coefficient on ∆X in the medium regression of ∆Y on (1,∆X,∆W1).

Corollary. Suppose the assumptions of Proposition 3 hold. Suppose A2 holds (π2 =

0). Then βc = βmed.
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This result implies that βc is point identified when π2 = 0. This assumption

is a version of common trends, because it says that the unobserved trend ∆W2 is

not related to the trend in treatments, ∆X. Our results in section 4.3 allow us

to analyze the impacts of failure of this common trends assumption on conclusions

about the causal effect of X on Y , βc. In particular, our results allow researchers

to assess the failure of common trends by comparing the impact of observed time

varying covariates with the impact of unobserved time varying confounders. In this

context, allowing for endogenous controls means allowing for the trend in observed

covariates to correlate with the trend in the unobserved covariates. Finally, note that

this approach allows researchers to assess sensitivity to common trends even when it

is not possible to examine pre-trends; that is, even when there are not multiple time

periods where all units are untreated.

4.4.3 Instrumental variables

Let Z be an observed variable that we want to use as an instrument. Let Y (z) denote

potential outcomes, where z is any logical value of the instrument. Assume

Y (z) = βcz + γ′
1W1 + γ2W2 + U

where U is an unobserved scalar random variable and (βc, γ1, γ2) are unknown con-

stants. Thus βc is the causal effect of Z on Y . In an instrumental variables

analysis, this is typically called the reduced form causal effect, and Y (z) are re-

duced form potential outcomes. Suppose cov(Z,U) = 0, cov(W2, U) = 0, and

cov(W1, U) = 0. Then βc equals the OLS coefficient on Z from the long regression

of Y on (1, Z,W1,W2). In this model, Theorem 8 implies that βc is also obtained as

the coefficient on Z in the medium regression of Y on (1, Z,W1), and thus is point

identified. In this case, assumption A2 is an instrument exogeneity assumption. Our
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results in section 4.3 thus allow us to analyze the impacts of instrument exogeneity

failure on conclusions about the reduced form causal effect of Z on Y , βc.

In a typical instrumental variable analysis, the reduced form causal effect of the

instrument on outcomes is not the main effect of interest. Instead, we usually care

about the causal effect of a treatment variable on outcomes. The reduced form is

often just an intermediate tool for learning about that causal effect. Our analysis in

this paper can be used to assess the sensitivity of conclusions about this causal effect

to failures of instrument exclusion or exogeneity too. This analysis is somewhat more

complicated, however, and so we leave it for a separate paper. Nonetheless, empirical

researchers do sometimes examine the reduced form directly to study the impact of

instrument exogeneity failure. For example, see section D7 and table D15 of Tabellini

(2020).

4.5 Empirical Application: The Frontier Experi-

ence and Culture

Where does culture come from? Bazzi et al. (2020) study the origins of people’s

preferences for or against government redistribution, intervention, and regulation.

They provide the first systematic empirical analysis of a famous conjecture that

living on the American frontier cultivated individualism and antipathy to government

intervention. The idea is that life on the frontier was hard and dangerous, had little to

no infrastructure, and required independence and self-reliance to survive. It was far

from the federal government. And it was an opportunity for upward mobility through

effort, rather than luck. These features then create cultural change, in particular,

leading to “more pervasive individualism and opposition to redistribution”. Overall,

Bazzi et al. (2020) find evidence supporting this frontier life conjecture.

The main results in Bazzi et al. (2020) are based on an unconfoundedness identi-
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fication strategy and use linear models. They note that “the main threat to causal

identification of β lies in omitted variables” and hence they strongly rely on Oster’s

(2019) method to “show that unobservables are unlikely to drive our results” (page

2344). As we have discussed, however, this approach is based on the exogenous con-

trols assumption. In this section, we apply our methods to examine the impact of

allowing for endogenous controls on Bazzi et al.’s empirical conclusions. Overall, we

come to a more nuanced conclusion about robustness: While they found that all of

their analyses were robust to the presence of omitted variables, we find that their

analysis using questionnaire based outcomes is quite sensitive, but their analysis us-

ing property tax levels and voting patterns is robust. We also find suggestive evidence

that the controls are endogenous, which highlights the value of sensitivity analysis

methods that allow for endogenous controls. We discuss all of these findings in more

detail below.

4.5.1 Data

We first describe the variables and data sources. The main units of analysis are

counties in the U.S., although we will also use some individual level data. The

treatment X is the “total frontier experience” (TFE). This is defined as the number

of years between 1790 and 1890 a country spent “on the frontier”, divided by 10.

A county is “on the frontier” if it had a population density less than 6 people per

square mile and was within 100 km of the “frontier line”. The frontier line is a line

that divides sparse counties (less than or equal to 2 people per square mile) from

less sparse counties. By definition, the frontier line changed over time in response

to population patterns, but it did so unevenly, resulting in some counties being “on

the frontier” for longer than others. Figure 3 in Bazzi et al. (2020) shows the spatial

distribution of treatment.
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The outcome variable Y is a measure of modern culture. They consider 8 different

outcome variables. Since data is not publicly available for all of them, we only look

at 5 of these. They can be classified into two groups. The first are questionnaire

based outcomes:

1. Cut spending on the poor. This variable comes from the 1992 and 1996 waves

of the American National Election Study (ANES), a nationally representative

survey. In those waves, it asked

“Should federal spending be increased, decreased, or kept about the same
on poor people?”

Let Y1i = 1 if individual i answered “decreased” and 0 otherwise.

2. Cut welfare spending. This variable comes from the Cooperative Congressional

Election Study (CCES), waves 2014 and 2016. In those waves, it asked

“State legislatures must make choices when making spending decisions on
important state programs. Would you like your legislature to increase or
decrease spending on Welfare? 1. Greatly Increase 2. Slightly Increase 3.
Maintain 4. Slightly Decrease 5. Greatly Decrease.”

Let Y2i = 1 if individual i answered “slightly decrease” or “greatly decrease”

and 0 otherwise.

3. Reduce debt by cutting spending. This variable also comes from the CCES,

waves 2000–2014 (biannual). It asked

“The federal budget deficit is approximately [$ year specific amount] this
year. If the Congress were to balance the budget it would have to consider
cutting defense spending, cutting domestic spending (such as Medicare
and Social Security), or raising taxes to cover the deficit. Please rank
the options below from what would you most prefer that Congress do to
what you would least prefer they do: Cut Defense Spending; Cut Domestic
Spending; Raise Taxes.”
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Let Y3i = 1 if individual i chooses “cut domestic spending” as a first priority,

and 0 otherwise.

These surveys also collected data on individual demographics, specifically age, gender,

and race. The second group of outcome variables are based on behavior rather than

questionnaire responses:

4. Y4i is the average effective property tax rate in county i, based on data from 2010

to 2014 from the National Association of Home Builders (NAHB) data, which

itself uses data from the American Community Survey (ACS) waves 2010–2014.

5. Y5i is the average Republican vote share over the five presidential elections from

2000 to 2016 in county i, using data from Leip’s Atlas of U.S. Presidential

Elections.

Next we describe the observed covariates. We partition these covariates into

W1 and W0 by following the implementation of Oster’s (2019) approach in Bazzi

et al. (2020). W1, the calibration covariates which are used to calibrate selection

on unobservables, is a set of geographic and climate controls: Centroid Latitude,

Centroid Longitude, Land area, Average rainfall, Average temperature, Elevation,

Average potential agricultural yield, and Distance from the centroid to rivers, lakes,

and the coast. W0, the control covariates which are not used to calibrate selection

on unobservables, includes state fixed effects. The questionnaire based outcomes use

individual level data. For those analyses, we also include age, age-squared, gender,

race, and survey wave fixed effects in W0. In Bazzi et al. (2020), they were included

in W1. We instead include them in W0 to keep the set of calibration covariates W1

constant across the five main specifications. This allows us to directly compare the

robustness of our baseline results across different specifications.
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Table 4.1: The Effect of Frontier Life on Opposition to Government Intervention
and Redistribution. Panel A and the first row of Panel B replicate columns 1, 2, 4,
6, and 7 of table 3 in Bazzi, Fiszbein, and Gebresilasse (2020), while the second row
of Panel B and Panel C are new. As in Bazzi et al. (2020), Panel B uses Oster’s rule
of thumb choice R2

long = 1.3R2
med.

Prefers Cut
Public

Spending on
Poor

Prefers Cut
Public

Spending on
Welfare

Prefers
Reduce
Debt by
Spending
Cuts

County
Property
Tax Rate

Republican
Presidential
Vote Share

(1) (2) (3) (4) (5)

Panel A. Baseline Results

Total Frontier Exp. 0.010 0.007 0.014 -0.034 2.055

(0.004) (0.003) (0.002) (0.007) (0.349)

Mean of Dep
Variable

0.09 0.40 0.41 1.02 60.04

Number of
Individuals

2322 53,472 111,853 - -

Number of Counties 95 1863 1963 2029 2036

Controls:

Survey Wave FEs X X X - -

Ind. Demographics X X X - -

State Fixed Effects X X X X X

Geographic/Climate
X X X X X

Panel B. Sensitivity Analysis (Exogenous Controls; Oster 2019)

δbp (wrong) 16.01 3.1 5.9 -27.4 -8.5

δbp (correct) 2.28 3.05 2.58 90.7 -23.3

Panel C. Sensitivity Analysis (Endogenous Controls)

r̄bpX (×100) 2.83 3.05 5.85 72.0 80.4

4.5.2 Baseline Model Results

Bazzi et al. (2020) has a variety of analyses. We focus on the subset of their main
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results for which replication data is publicly available. These are columns 1, 2, 4, 6,

and 7 of their table 3. Panel A in our table 4.1 replicates those results. From columns

(1)–(3) we see that individuals who live in counties with more exposure to the frontier

prefer cutting spending on the poor, on welfare, and to reduce debt by spending cuts.

Moreover, these point estimates are statistically significant at conventional levels.

From columns (4) and (5), we see that counties with more exposure to the frontier

have lower property taxes and are more likely to vote for Republicans. As Bazzi et al.

(2020) argue, these baseline results therefore support the conjecture that frontier life

led to opposition to government intervention and redistribution.

4.5.3 Assessing Selection on Observables

The baseline results in table 1 rely on a selection on observables assumption, that

treatment X is exogenous after adjusting for the observed covariates (W0,W1). How

plausible is this assumption? Bazzi et al. (2020) say

“The main threat to causal identification of β lies in omitted variables correlated
with both contemporary culture and TFE. We address this concern in four ways.
First, we rule out confounding effects of modern population density. Second, we
augment [the covariates] to remove cultural variation highlighted in prior work.
Third, we show that unobservables are unlikely to drive our results. Finally, we
use an IV strategy that isolates exogenous variation in TFE due to changes in
national immigration flows over time.” (page 2344, emphasis added)

Their first two approaches continue to rely on selection on observables, and consist

of including additional control variables. We focus on their third strategy: to use a

formal econometric method to assess the importance of omitted variables.

Sensitivity Analysis Assuming Exogenous Controls

We start by summarizing the sensitivity analysis based on Oster (2019) (hereafter

Oster), as used in Bazzi et al. (2020). Oster’s analysis uses two sensitivity parameters:
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(i) δ, which we define in equation (C.1) in appendix C.1.2 and (ii) R2
long, the R-squared

from the long regression of Y on (1, X,W0,W1,W2), including the omitted variable of

concern W2. For any choice of (δ, R2
long), Oster’s Proposition 2 derives the identified

set for βlong. Oster’s Proposition 3 derives the breakdown point for δ, as a function

of R2
long, for the conclusion that the identified set does not contain zero. Denote

this point by δbp(R2
long). This is the smallest value of δ such that the identified set

contains zero. Put differently: For any δ < δbp(R2
long), the true value of βlong cannot

be zero.

The second row of Panel B of table 4.1 shows sample analog estimates of this

breakdown point, which is commonly referred to as Oster’s delta. As in Bazzi et al.

(2020), we use Oster’s rule of thumb choice R2
long = 1.3R2

med. R2
med is the R-squared

from the medium regression of Y ⊥W0 on (1, X⊥W0 ,W⊥W0
1 ), which can be estimated

from the data. Thus the table shows estimates of δbp(1.3R2
med). The first row of

Panel B shows the values of Oster’s delta as reported in table 2 of Bazzi et al. (2020).

These were incorrectly computed. It appears to us that, rather than using the correct

expression in Proposition 3 of Oster (2019), they set the first displayed equation on

page 193 of that paper equal to zero and solved for δ. That does not give the correct

breakdown point. Note that we noticed this same mistake in several papers published

in top 5 economics journals.

Bazzi et al. (2020) conclude:

“Oster (2019) suggests |δ| > 1 leaves limited scope for unobservables to explain
the results” and therefore, based on their δbp estimates, “unobservables are
unlikely to drive our results” (page 2344)

This conclusion remains unchanged if the same rule is applied to the correctly com-

puted δbp estimates.
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Assessing Exogenous Controls

As we have discussed, Oster’s method combined with the δ = 1 cutoff rule relies on

the exogenous controls assumption. Is exogenous controls plausible in this applica-

tion? The answer depends on which omitted variables W2 we are concerned about.

Bazzi et al. (2020) does not specifically describe the unmeasured omitted variables

of concern, nor do they discuss the plausibility of exogenous controls. However, in

their extra robustness checks they consider the variables listed in table 4.2.

Table 4.2: Additional Covariates Included by Bazzi et al. (2020) as Robustness
Checks.

Contemporary population density Sex ratio
Conflict with Native Americans Rainfall risk
Employment share in manufacturing Portage sites
Mineral resources Prevalence of slavery
Immigrant share Scotch-Irish settlement
Timing of railroad access Birthplace diversity
Ruggedness

The additional omitted variables of concern might therefore be similar to these vari-

ables. Thus the question is: Are all of the geographic/climate variables in W1 uncor-

related with variables like these? This seems unlikely, especially since many of these

additional variables are also geographic/climate type variables. Moreover, although

this assumption is not falsifiable—since W2 is unobserved—we can assess its plausi-

bility by examining the correlation structure of the observed covariates. Specifically,

we compute the parameters ck defined in section 4.3.3. These are square roots of R-

squareds from regressing each element of W1 on the other elements, after partialling

out W0. Table 4.3 shows sample analog estimates of these ck’s.

The estimates in table 4.3 show a substantial range of correlation between the

observed covariates in W1. Recall that the exogenous controls assumption says that

each element of W1 is uncorrelated with W2, after partialling out W0. Thus if W2
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was included in this table it would have a value of zero. Therefore, if W2 is a variable

similar to the components of W1 then we would expect exogenous controls to fail.

This suggests that it is important to use sensitivity analysis methods that allow for

endogenous controls.

Table 4.3: Correlations Between Observed Covariates.

W1k R̂W1k∼W1,−k•W0

Average temperature 0.945
Centroid Latitude 0.936
Elevation 0.825
Average potential agricultural yield 0.805
Average rainfall 0.748
Distance from centroid to the coast 0.698
Centroid Longitude 0.659
Distance from centroid to rivers 0.367
Distance from centroid to lakes 0.316
Land area 0.313

Sensitivity Analysis Allowing For Endogenous Controls

Next we present the findings from the sensitivity analysis that we developed in sec-

tion 4.3, which allows for endogenous controls. We begin with our simplest result,

Theorem 9, that only uses a single sensitivity parameter r̄X . Panel C of table 4.1

reports sample analog estimates of the breakdown point r̄bpX described in Corollary

4.3.2. This is the largest amount of selection on unobservables, as a percentage of

selection on observables, allowed for until we can no longer conclude that βlong is

nonzero. Recall that, since this result allows for arbitrarily endogenous controls,

Theorem 9 implies that r̄bpX < 1. As discussed in section 4.3.3, however, this does

not imply that these results should always be considered non-robust. Instead, when

the calibration covariates W1 are a set of variables that are important for treatment

selection, researchers should consider large values of r̄bpX to indicate the robustness
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of their baseline results. For example, in columns (4) and (5) of Panel C we see

that the breakdown point estimates for the two behavior based outcomes are 72%

and 80.4%. For example, for the average Republication vote share outcome, we can

conclude βlong > 0 as long as selection on unobservables is at most 80.4% as large

as selection on observables. In contrast, the breakdown point estimates in columns

(1)–(3) are substantially smaller: between about 3% and 6%. For these outcomes,

we therefore only need selection on unobservables to be at least 3 to 6% as large as

selection on observables to overturn our conclusion that βlong > 0. Thus, unlike the

conclusions based on Oster’s method, we find that the analysis using questionnaire

based outcomes is highly sensitive to selection on unobservables. In contrast, the

analysis using behavior based outcomes is quite robust to selection on unobservables.

This contrast continues to hold after considering restrictions on the magnitude of

endogenous controls and the impact of unobservables on outcomes too. We present

these analyses next.

For brevity we discuss just one questionnaire based outcome, cut spending on the

poor, and one behavior based outcome, average Republican vote share. Figure 4.1

shows the results for average Republican vote share. The top left plot shows the

estimated identified set βlong as a function of r̄X , allowing for arbitrarily endogenous

controls and no restrictions on the outcome equation. This is the set described by

Theorem 9. The horizontal intercept is the breakdown point r̄bpX = 80.4%, as reported

in Panel C, column (5) of table 4.1. This result allows for arbitrarily endogenous

controls.

If we are willing to somewhat restrict the magnitude of control endogeneity, we

can allow for more selection on unobservables. The top right figure shows a sequence

of estimated identified sets for βlong as a function of r̄X on the horizontal axis, as

described in Theorem 10. It starts at the darkest line, c̄ = 1 (arbitrarily endoge-
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Figure 4.1: Sensitivity Analysis for Average Republican Vote Share. See body text
for discussion.

nous controls), and then as the shading of the bound functions becomes lighter, we

get closer to exogenous controls (c̄ = 0). Put differently: For any fixed value of r̄X ,

imposing stronger assumptions on exogeneity of the controls results in a smaller iden-

tified set. The bottom left picture shows the impact of assuming partially exogenous

controls on the breakdown point for selection on unobservables. Specifically, this plot

shows the estimated breakdown frontier r̄bfX(c̄). This function shows the horizontal in-

tercept in the top right figure, as a function of c̄. At c̄ = 1, we recover the breakdown

point 80.4% that allows for arbitrarily endogenous controls. If we impose exogenous

controls, however, and set c̄ = 0, we obtain a breakdown point around 135%. That
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is, under exogenous controls, we can allow for selection on unobservables of up to

135% as large as selection on observables before our baseline results break down. In

fact, we only need c̄ less than or equal to about 0.3 to obtain a breakdown point at

or above 100%.

All of the analysis thus far has left the impact of unobservables on outcomes

unrestricted. So in our final analysis we also consider the effect of restricting the

impact of unobservables on outcomes. The bottom right plot in figure 4.1 shows

the three-dimensional breakdown frontiers r̄bfY (r̄X , c̄) described in Theorem 11. Any

combination of sensitivity parameters (r̄X , r̄Y , c̄) below this three-dimensional func-

tion lead to an identified set that allows us to conclude βlong > 0. This includes, for

example, r̄X = r̄Y = 110% and c̄ = 0.7. Note that 0.7 is around the middle of the

distribution of ck values in table 4.3, and hence might be considered a moderate or

slightly conservative value of the magnitude of control endogeneity. For this value,

our baseline finding is robust to omitted variables that have up to 110% of the ef-

fect on treatment and outcomes as the observables. If we impose exogenous controls

(c̄ = 0) then we can allow the impact of the omitted variable on outcomes to be 200%

as large as the observables and the impact of the omitted variable on treatment to be

up to about 240% as large as the observables, and yet still conclude that βlong > 0.

These findings suggest that the empirical conclusions for average Republican vote

share are quite robust to failures of the selection on observables assumption. In

contrast, we next consider the analysis for the cut spending on the poor outcome.

Figure 4.2 shows the results. The left plot shows the estimated identified sets for βlong

as a function of r̄X on the horizontal axis, as described in Theorem 10. For c̄ = 1,

the horizontal intercept gives an estimated value for r̄bpX of 2.83%, as reported in

Panel C, column (1) of table 4.1. Moreover, as shown in the figure, even if we impose

exogenous controls, c̄ = 0, the identified sets do not change much, and hence the
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Figure 4.2: Sensitivity Analysis for Cut Spending on Poor. See body text for
discussion.

breakdown point does not change much. The breakdown frontier r̄bfX(c̄) is essentially

flat and hence we do not report it. These conclusions do not change substantially if

we also impose restrictions on how omitted variables affect the outcomes. The right

plot in figure 4.2 shows the estimated three-dimensional breakdown frontier. It shows

that we can allow for larger amounts of selection on unobservables if we are willing

to greatly restrict the impact of unobservables on outcomes. For example, if we allow

for arbitrarily endogenous controls (c̄ = 1) then we can allow for the effect of omitted

variables on the treatment and outcomes to be as much as 50% that of the effect

of the observables while still concluding that βlong > 0. Alternatively, if we restrict

the effect of omitted variables on outcomes to be at most 25% that of observables,

then we can allow the omitted variables to affect treatment by more than 100% of

the effect of the observables while still concluding that βlong > 0.

Overall, we see that there are some cases where the results for cutting spending

on the poor could be considered robust. But there are also many cases where these

results could be considered sensitive. In contrast, the results for average Republican

vote share are robust across a wide range of relaxations of the baseline model. Similar
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Figure 4.3: Effect of Calibration Covariates on Analysis For Republican Vote Share.

findings hold for the other three outcome variables: The three results using the

questionnaire based outcomes tend to be much more sensitive than the two results

using behavior based outcomes.

The Effect of the Choice of Calibration Covariates

In section 4.3.3 we discussed the importance of choosing which variables to calibrate

against (the variables in W1) versus which variables to use as controls only (the

variables in W0). We next briefly illustrate this in our empirical application. The

results in table 4.1 and figures 4.1 and 4.2 all include state fixed effects as controls,

but do not use them for calibration; that is, these variables are in W0. Next we

consider the impact of instead putting them into W1 and calibrating the magnitude

of selection on unobservables against them, in addition to the geographic and climate

controls already in W1.

Figure 4.3 shows figures corresponding to the top right and bottom right plots

in figure 4.1, but now also using state fixed effects for calibration. We first see that

the identified sets for βlong (left plot) are larger, for any fixed r̄X . This makes sense

because the meaning of r̄X has changed with the change in calibration controls. In
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particular, the breakdown point r̄bpX is now about 30%, whereas previously it was

about 80%. This change can be understood as a consequence of equation (4.4). By

including state fixed effects—which have a large amount of explanatory power—in

our calibration controls, we have increased the magnitude of selection on observables.

Holding selection on unobservables fixed, this implies that r must decrease. This

discussion reiterates the point that the magnitude of r̄X must always be interpreted

as dependent on the set of calibration controls. For example, our finding in figure

4.3 that the estimated r̄bpX is about 30% should not be interpreted as saying that

the results are sensitive; in fact, an effect about 30% as large as these calibration

covariates is substantially large, and so it may be that we do not expect the omitted

variable to have such a large additional impact.

The right plot in figure 4.3 shows the estimated three-dimensional breakdown

frontiers. The frontiers have all shifted inward, compared to the bottom right plot

of figure 4.1 which did not use state fixed effects for calibration. Consequently, a

superficial reading of this plot may suggest that the results for average Republican

vote share are no longer robust. However, as we just emphasized in our discussion

of the left plot, by including state fixed effects in the calibration covariates W1, we

are changing the meaning of all three sensitivity parameters. Since the expanded

set of calibration covariates has substantial explanatory power, even a relaxation like

(r̄Y , r̄X , c̄) = (50%, 50%, 1)—which is below the breakdown frontier and hence allows

us to conclude that βlong is positive—could be considered to be a large impact of

omitted variables. So these figures do not change our overall conclusions about the

robustness of the analysis for average Republican vote share.

Finally, as we emphasized in section 4.3.3, our discussion about the choice of

calibration covariates are not unique to our analysis; they apply equally to all other

methods that use covariates to calibrate the magnitudes of sensitivity parameters in
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some way.

4.5.4 Empirical Conclusions

Overall, a sensitivity analysis based on our new methods leads to a more nuanced

empirical conclusion than originally obtained by Bazzi et al. (2020). We found that

their analysis using questionnaire based outcomes is quite sensitive to the presence of

omitted variables, while their analysis using property tax levels and voting patterns

is robust. This has several empirical implications.

First, the questionnaire based outcomes are the most easily interpretable as mea-

sures of opposition to redistribution, regulation, and preferences for small govern-

ment. In contrast, it is less clear that property taxes and Republican presidential

vote share alone should be interpreted as direct measures of opposition to redistribu-

tion. So the fact that the questionnaire based outcomes are sensitive to the presence

of omitted variables suggests that Bazzi et al.’s overall conclusion in support of the

“frontier thesis” should be considered more tentative than previously stated. Sec-

ond, it suggests that the impact of frontier life may occur primarily through broader

behavior based channels like elections, rather than individuals’ more specific policy

preferences and behavior in their personal lives. It may be useful to explore this

difference in future empirical work.

Finally, note that Bazzi et al. (2020) perform a wide variety of additional support-

ing analyses that we have not examined here. It would be interesting to apply our

methods to these additional analyses, to see whether allowing for endogenous controls

affects the sensitivity of these other analyses. In particular, their figure 5 considers

another set of outcome variables: Republican vote share in each election from 1900

to 2016. In contrast, our analysis above looked only at one election outcome: the

average Republican vote share over the five elections from 2000 to 2016. They use
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these additional baseline estimates along with a qualitative discussion of the evolu-

tion of Republican party policies over time to argue that the average Republican vote

share outcome between 2000–2016 can be interpreted as a measure of opposition to

redistribution. It would be interesting to see how these supporting results hold up to

a sensitivity analysis that allows for endogenous controls.

4.6 Conclusion

As Angrist and Pischke (2017) emphasize, most researchers do not expect to iden-

tify causal effects for many variables at the same time. Instead, we target a single

variable, called the treatment, while the other variables are called controls, and are

included solely to aid identification of causal effects for the treatment variable. These

control variables are therefore usually thought to be endogenous. And yet most of

the available methods for doing sensitivity analysis rely on an assumption that these

controls are exogenous. This raises the question of whether these methods for as-

sessing sensitivity are themselves sensitive to allowing the controls to be endogenous.

In this paper we provide a new approach to assessing the sensitivity of selection on

observables assumptions in linear models. Our results have two key features that dis-

tinguish them from existing methods: First, they allow the controls to be endogenous.

Second, our first main result only requires researchers to pick a single sensitivity pa-

rameter. In contrast, several existing methods rely on exogenous controls and require

researchers to pick or reason about at least two different sensitivity parameters. Our

results are also simple to implement in practice, via an accompanying Stata package

regsensitivity. Finally, in our empirical application to Bazzi et al.’s (2020) study

of the impact of frontier life on modern culture, we showed that allowing for endoge-

nous controls does matter in practice, leading to more nuanced empirical conclusions

than those obtained in Bazzi et al. (2020).
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Internal and External Calibrations of Sensitivity Parame-

ters

Our analysis raises several open questions for the broader literature on sensitivity

analysis. A typical method specifies continuous relaxations or deviations from one’s

baseline assumptions and then asks: How much can we relax or deviate from our

baseline assumptions until our conclusions breakdown? Answering this question re-

quires calibrating the sensitivity parameters: How do we know when these sensitivity

parameters are ‘large’ in some sense? A key insight of Altonji, Elder, and Taber

(2005) was that we could answer this question by performing an internal calibration,

by comparing the magnitude of the sensitivity parameters to the magnitude other

parameters in the model. However, as we have discussed in this paper, the value of

such internal calibrations is to provide (1) a unit free sensitivity parameter which (2)

can be interpreted in terms of the effects of observed variables. It does not provide a

single universal threshold for what is or is not a robust result. In particular, the choice

of which observed variables to calibrate against will change the scale and interpreta-

tion of the sensitivity parameter. Consequently, the value 1 should be considered a

unit free reference point, not a threshold for robustness.

This observation leads to several questions: How should researchers choose the

covariates against which they calibrate? And for any given choice of covariates,

if 1 is not the threshold for robustness, what is the threshold? The difficulty of

answering these questions speaks to the difficulty of using a single dataset to assess

sensitivity and to calibrate those sensitivity parameters. An alternative approach is

external calibration, where a secondary dataset is used to calibrate the sensitivity

parameters. This approach uses sensitivity parameters that are not defined relative

to other parameters in the model, and does not require researchers to pick a set of

covariates to calibrate against. Such absolute sensitivity parameters are common
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in the literature on nonparametric sensitivity analysis (e.g., Rosenbaum 1995, 2002

or Masten and Poirier 2018). This external calibration approach is also common

in the literature on measurement error or missing data, where secondary datasets

are used to assess the extent of measurement error or the strength of violations of

missing at random assumptions. It is possible that some combination of both internal

and external calibration approaches will lead to the most robust set of methods for

assessing the role of selection on unobservables in empirical work.
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Chapter 5

Conclusion

This dissertation has offered a range of methods for dealing with unobserved hetero-

geneity in models of labor economics. Chapter 2 developed a panel data method to

estimate workers’ skills and examine how changes in skills and occupational sorting

patterns have contributed to rising wage inequality in the United States. Chapter 3

extended this panel data method to allow for individuals to have imperfect informa-

tion about their own abilities, and illustrated how this methodology can be used to

weigh the relative importance of uncertainty and heterogeneity in wage inequality.

Finally, Chapter 4 provided an approach to assessing the sensitivity of estimates of

causal effects to the presence of omitted variables such as unobserved ability.
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Appendix A

Appendices for Chapter 2

A.1 Proofs for section 2.4

The proof of Theorem 1 follows the approach developed in Hu and Schennach (2008)

applied to panel data models in Freyberger (2018). I first establish a general lemma

using high level conditions which is similar to the approach in Hu and Schennach

(2008), and then in the main proof of Theorem 1, I follow an approach similar to

Freyberger (2018), extending the result to allow for all parameters to depend on

the choices and using a higher level condition on the functional form of the factor

structure. The approach in this proof also differs in establishing the equivalence class

of factor structures in the identified set rather than imposing normalizing assumptions

along with the other assumptions to establish point identification. This makes it

possible to then analyze the set of parameters that are point identified.

I will use the following notation. An integral operator L on an L2(X , µ) with a

kernel f is defined by:

[Lg](y) =

∫
f(y, x)g(x)dµx(x)

It’s adjoint, L∗ is defined by:

[L∗h](x) =

∫
f(y, x)h(y)dµy(y)

Lemma 2. Let Y0 and X be random variables with support Y0 = Y1 × Y2 × Y3

and X . And let Yj be the projection of Y onto Yj. For j = 0, 1, 2, 3, assume Yj is

absolutely continuous with respect to the measure µj and let fYj
be its density.

136



Suppose that for each s ∈ S, there exist integral operators, Ls
j : L(X ) 7→ L(Yj)

with associated kernels, f s
j : Yj × X 7→ R, for each j = 0, 1, 2, 3, and a function

f s : X 7→ R, which satisfy the following properties,

1. f s
j are strictly positive and bounded, f s

0 (y, x) =
∏3

j=1 f
s
j (yj, x) with∫

fj(yj, x)dµj(yj) = 1 for all x ∈ X

2. Ls
1 and (Ls

3)
∗ are invertible

3. For all x ∈ X :
∫ ∫

|f2(y, x)− f2(y, x
′)|dµ2(y)dµX(x

′) > 0

4. f s is strictly positive on and bounded on X and Ls
jf

s = fYj
for j = 0, 1, 2, 3

then for s, s′ ∈ S there is a bijective function π : X 7→ X such that f s′
j (y|x) =

f s
j (y|π(x)), and f s′ is the density with respect to µX for the probability measure,

µ̄(B) =
∫
X 1(π(x) ∈ B)f s(x)dµx(x).

Proof. The proof will make use of the following linear operators. First, for any y ∈ Y2,

the operators M(y2) : L(X ) 7→ L(X ), M̄ : L(X ) 7→ L(X ) are defined by,

[M(y2)g](y1) =

∫
fY0(y1, y2, y3)g(y3)dµ3(y3)

[M̄g](y1) =

∫ ∫
fY0(y1, y2, y3)g(y3)dµ2(y2)dµ3(y3)

Next, for s ∈ S, j = 1, 2, 3, and y ∈ Yj, the operator, Ds
j(y) : L(X ) 7→ L(X ) is

defined by,

[Ds
j(y)g](x) = f s

j (y, x)g(x)

And the operator Hs : L(X ) 7→ L(X ) is defined by,

[Hsg](x) = f s(x)g(x)

First I show that for any s ∈ S,

M(y2) = Ls
1D

s
2(y2)H

s(Ls
3)

∗

M̄ = Ls
1H

s(Ls
3)

∗
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The first is obtained from the following derivation,

[M(y2)g](y1) =

∫
fY0(y1, y2, y3)g(y3)µ3(y3)

=

∫
Ls
0f

s(y1, y2, y3)g(y3)dµ3(y3)

=

∫ ∫
f s
1 (y1, x)f

s
2 (y2, x)f

s
3 (y3, x)f

s(x)dµx(x)g(y3)dµ3(y3)

=

∫
f s
1 (y1, x)f

s
2 (y2, x)f

s(x)

∫
f s
3 (y3, x)g(y3)dµ3(y3)dµx(x)

=

∫
f s
1 (y1, x)f

s
2 (y2, x)f

s(x)[(Ls
3)

∗g](x)dµX(x)

=

∫
f s
1 (y1, x)D

s
2(y2)[(L

s
3)

∗g](x)dµX(x)

= Ls
1D

s
2(y2)H

s(Ls
3)

∗g](y1)

The second line follows from condition 4, the third line applies the definition of the

operator Ls
0 and condition 1, and the fourth line is an application of Fubini’s theorem.

The rest are applications of the definitions of the linear operators. The decomposition

of M̄ follows analogously.

Hs is invertible because, under condition 4, we can define (Hs)−1 by,

[(Hs)−1g](x) = 1/f s(s)

which can be verified to be an inverse as follows,

[Hs(Hs)−1g](x) = Hs(1/f s(x))g(s) = f s(x)/f s(x)g(x) = g(x)

Combining this with condition 2, this implies that M̄ is invertible and for each y2 ∈

Y2,

M(y2)M
−1 = Ls

1D(y2; f
s
2 )(L

s
1)

−1 (A.1)

Decompositions of this form, which are analogous to an eigenvalue decomposition,

are studied in Hu and Schennach (2008) and Freyberger (2018). Hu and Schennach
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(2008) shows that under condition 5, this decomposition is unique up to the three

potential indeterminancies. These three indeterminancies can be decribed by showing

how to satisfy an alternative function, f̄j, which would satisfy (A.1).

1. Scale: For any positive function a : X 7→ R+, f̄1(y, x) = a(x)f s
1 (y, x)

2. Eigenvalue degeneracy: If there is a subset X̄ ⊆ X , f s
2 (y2, x) = f s

2 (y2, x
′) for

all x, x′ ∈ X̄ , y2 ∈ Y2, then there is a function b : X × X 7→ R such that,

f̄1(x) =
∫
X̄
b(x, x′)f s

1 (x
′)dx′.

3. Ordering: For one-to-one function π : X 7→ X , set, f̄j(x) = fj(π(x)) for j =

1, 2, 3.

As in Hu and Schennach (2008) and Freyberger (2018), the first indeterminancy is

ruled out by condition 1, and the second indeterminancy is ruled out by condition 3.

This leaves the only third indeterminancy, which shows that if there exists s′ ∈ S

such that s′ ̸= s such that f s′
j (y, x) = f s

j (y, π(x)), for some bijective function π :

X 7→ X . Finally, recall that under condition 4, if s ∈ S, then fYj
(y) = Ls

jf
s(y) for

each j = 0, 1, 2, 3, and that f s defines a probability density with respect to µx. For

s′ ∈ S,

fYj
(y) =

∫
f s
j (y, π(x))f

s′(x)dµx(x)

This probability density s′ can be found by noticing that it is the density of a random

variable Xs′ = π(Xs) where Xs is a random variable with the density f s. Finally,

since Ls
1 is invertible, it is unique.

Proof of Theorem 1. For a sequence of choices partition the choices into d =

(d1, d2, d3), where d1 and d3 are length k̄ and d2 is length t̄ − 2k̄. Let the opera-

tor Lj to be an integral operator with the kernel fY tj (dj)|X , and let L0 be the integral
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operator with kernel fY t̄(dt̄)|X . Under assumption M, Y t1(d1), Y t2(d2), Y t3(d3) are

mutually independent conditional on X, and Ls
jfX = fYj

by construction. This es-

tablishes conditions 1 and 4 of lemma 2, so it is sufficient then to establish that Lj

are invertible for j = 1, 2, 3.

For each j ∈ 1, 2, 3, invertibility of Lj is established by verifying the conditions of

Theorem 2.1(i) in D’Haultfoeuille (2011). Y t̄(dt̄) has the additive structure used in

D’Haultfoeuille (2011), and we can verify the conditions of theorem 2.1(i) as follows:

• A.1: under assumption 1, X ⊥ U t(d) for all (t, d)

• A.2: under assumption 5, for each (t, d), µt(d, ·) is continuous, and under as-

sumption 4, X is absolutely continuous so µt(d,X) is absolutely continuous.

Furthermore under assumption 5, µt(d,X ) = Rk̄.

• A.3, A.4: under assumption 3, U t(d) is continuous and has a non-zero, infinitely

differential characteristic function

This shows that Y tj(dj) is bounded complete for X, which is equivalent to in-

vertibility of Lj operator on the space bounded integrable functions. Invertibility of

L3 combined with the assumption that the conditional densities are bounded, imply

that L∗
3 is invertible. Finally, invertibility of L2 also establishes condition 3 in Lemma

2.

This shows that for each sequence d, the conditional density, fY t(dt)|X , and con-

ditional density of X, fX|D are identified up to a bijective map of the support of

X, π : X 7→ X . It is left to show that the same mapping π relates the full joint

distribution of (Y,D) across all choices sequences.

Suppose (µ0, F 0, G0) and (µ, F,G) are in the identified set and for choice sequences

d ̸= d′, FX,D(x, d) = F 0
X,D(π(x), d) and FX,D(x, d) = F 0

X,D(π
′(x), d′). I will show

this implies that π = π′. Partition t = (t1, t2, t3) and d = (d1, d2, d3), and d′ =

(d′1, d′2, d′3). Now consider the choice sequence d′′ = (d1, d′2, d′3).
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Applying the previous result for t ∈ t1, µt(dt, x) = µ0(dt, π(x)) and for t ∈

(t2, t3), µt(dt, x) = µ0(dt, π
′(x)). But since there is a unique function π̃ for µt(dt, x) =

µ0
t (dt, π̃(x)) and FX|D(x|d′′) = FX|D(π̃(x)|d′′), this implies π = π′.

A.2 Proofs for section 2.5

Proof of Proposition 1. Define the following notation. Bolded variables are tuples1

of length less than T , that is:

x = (x1, . . . , xS) : for some S ≤ T

For any (t,d), y(t,d) is the (n × S) matrix with entries, yit(t,d) = ỹit(t,d) −

n−1
∑

j ỹit(t,d), where for each i ∈ [n], t ∈ t, ỹit(t,d) is:

ỹit(t,d) =

( ∏
s∈t,d∈d

1(dis = d)

)
yit

For each (t, d) ∈ [T ]×Dt, define the set:

A(t, d) =
{
(t1, t2,d1,d2) : |t1| = k, {t} ∪ t1 ∪ t2 = [T ], dt ∈ Dt,d1 ∈ Dt1 ,d2 ∈ Dt2

}
This set gives all the ways to partition the set of time periods such that one partition

is t and another has length k, and covers all possible choices sequences for each

partition. Using this, for each (t, d) ∈ [T ]×Dt, we have the following set of moment

restrictions. For each (t1, t2,d1,d2) ∈ A(t, d),

y(t2,d2)
T
(
y(t, d)− y(t1,d1)Λt1(d1)

−1λt(d)
)
= 0

To simplify notation further, define the set,

Y(t, d) = {(y(t1,d1),y(t2,d2),Λt1(d1) : (t1, t2,d1,d2) ∈ A(t, d)}

Then for each (t, d), and (y1,y2,Λ1) ∈ Y(t, d), we have,

yT
2 y − yT

2 y1Λ
−T
1 λt(dt) = 0

1I define a tuple here as an enumerated set. The union of two tuples as a union of the set with
any arbitrary ordering. Two tuples are equal if the sets are equal, regardless of ordering.
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Premultiplying this by L(y1,y2) = Λ−T
1 (yT

1 y2(y
T
2 y2)

−1yT
2 y2)

−1yT
1 y2(y

T
2 y2)

−1, we get:

L(y1,y2)y
T
2 y − yT

2 y1Λ
−T
1 λt(dt) =

(
ΛT

1 m̂(y,y1,y2)− λ
)
= 0

where,

m̂(y,y1,y2) = (yT
1 y2(y

T
2 y2)

−1yT
2 y2)

−1yT
1 y2(y

T
2 y2)

−1yT
2 y

which is simply a 2SLS estimator of Next, let ϕ1, ϕ0 be the k × T |D| and 1 × T |D|

matrices, such that, ΛTϕT
1 = ΛT

1 and ΛTϕT
0 = λ.

Assuming that the relevant matrices are invertible, we can rewrite the moment

conditions as:

0 = ΛTϕT
1 m̂(y,y1,y2)− ΛTϕT

0

⇐⇒ 0 = (m̂T (y,y1,y2)ϕ1 − ϕ0)Λ

Enumerating {(y(q),y(q)
1 ,y

(q)
2 , ϕ

(q)
1 , ϕ

(q)
0 ) : q = 1, . . . , Q}

M̂ =

 m̂T (y(1),y
(1)
1 ,y

(1)
2 )ϕ

(1)
1 − ϕ

(1)
0

...

m̂T (y(Q),y
(Q)
1 ,y

(Q)
2 )ϕ

(Q)
1 − ϕ

(Q)
0


Finally, let Λ = A + Λ̃, where A are a set of normalizations. Let M̂0 = M̂A. Then

we can write the system of equations as:

0Q×k = M̂ Λ̃− M̂0

0Qk×1 = (Ik ⊗ M̂)vec(Λ̃)− vec(M̂0)

142



Appendix B

Appendices for Chapter 3

B.1 Identification proofs and auxiliary results

B.1.1 Proofs for Section 3.3.1

Proof of Lemma 1. We proceed inductively. First, by Assumption KL2 and the def-

inition of (E1,Σ1), λu|(Z1 = z1, λk = vk) ∼ N (E1,Σ1). Second, for t > 1 suppose

λu|(Y t−2, Dt−2, Zt−1) ∼ N (Et−1,Σt−1) and consider the following argument:

fλu|Y t−1Dt−1Ztλk
(vu; y

t−1, dt−1, zt, vk)

∝(1) fλu|Y t−2Dt−2Zt−1λk
(vu; y

t−2, dt−2, zt−1, vk)

× fYt−1Dt−1Zt|Y t−2Dt−2Zt−1λ(yt−1, dt−1, zt; y
t−2, dt−2, zt−1, v)

=fλu|Y t−2Dt−2Zt−1λk
(vu; y

t−2, dt−2, zt−1, vk)fZt|Y t−1Dt−1Zt−1λ(zt; y
t−1, dt−1, zt−1, v)

× fYt−1(dt−1)|Y t−2Dt−1Zt−1λ(yt−1; y
t−2, dt−1, zt−1, v)

× fDt−1|Y t−2Dt−2Zt−1λ(dt−1; y
t−2, dt−2, zt−1, v)

∝(2) fλu|Y t−2Dt−2Zt−1λk
(vu; y

t−2, dt−2, zt−1, vk)fYt−1(dt−1)|Zt−1λ(yt−1; zt−1, v)

∝(3) exp

(
−1

2
(vu − Et)

⊺Σ−1
t (vu − Et)

)

× ϕ

(
yt − αt(dt)− z⊺t βt(dt) + vkFkt(dt)− v⊺uFut(dt)

σt(dt)

)

=exp

(
−1

2
(vu − Et)

⊺Σ−1
t (vu − Et)

)

× 1√
2π

exp

(
−1

2

(
vu − Fut(dt) (Fut(dt)

⊺Fut(dt))
+ (yt − αt(dt)− z⊺t βt(dt) + vkFkt(dt))

)⊺
× Fut(dt)Fut(dt)

⊺

σ2
t (dt)

(
vu − Fut(dt) (Fut(dt)

⊺Fut(dt))
+ (yt − αt(dt)− z⊺t βt(dt) + vkFkt(dt))

))
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∝(4) exp

(
−1

2
(vu − Et+1)

⊺Σ−1
t+1(vu − Et+1)

)

Display (1) follows from Bayes’ theorem. Display (2) holds since Assumption

KL1 has the following three implications: first (Zt ⊥⊥ λ | Zt−1, Y t−1, Dt−1); sec-

ond (ϵt−1(dt−1)⊥⊥ Zt−1, Y t−2, Dt−1, λ) ⇒ (ϵt−1(dt−1)⊥⊥ Zt−2, Y t−2, Dt−1 | Zt−1, λ) ⇒

(Yt−1(dt−1)⊥⊥ Zt−2, Y t−2, Dt−1 | Zt−1, λ); third (Dt−1 ⊥⊥ λu | Zt−1, Y t−2, Dt−2, λk) .

Display (3) holds from the induction assumption and Assumptions KL1 and KL2.

Display (4) follows from the definitions in Lemma 1.

Lemma 3. Let Assumptions KL1 and KL2 hold. Then Yt conditional upon

(Dt, Y t−1, Zt, λk) = (dt, yt−1, zt, vk) is distributed

N
(
αt(dt) + z⊺t βt(dt) + λkFkt(dt) + E⊺

t Fut(dt), Fut(dt)
⊺ΣtFut(dt) + σ2

t (dt)
)

Proof of Lemma 3. We show that the distribution of Yt conditional upon

(Dt, Y t−1, Zt, λk) is distributed according to

N
(
αt(Dt) + β(Dt)

′Zt + Fkt(Dt)λk + Fut(Dt)
⊺Et, Fut(Dt)

⊺ΣtFut(Dt) + σ2
t (Dt)

)
.

First consider t = 1. In this case,

fY1|D1Z1λk
(y1; d1, z1, vk)

= fY1(d1)|D1Z1λk
(y1; d1, z1, vk)

=

∫
fY1(d1)λu|D1Z1λk

(y1, vu; d1, z1, vk)dvu

=

∫
fY1(d1)|D1Z1λ(y1; d1, z1, v)fλu|D1Z1λk

(vu; d1, z1, vk)dvu

=(1)

∫
fY1(d1)|Z1λ(y1; z1, v)fλu|Z1λk

(vu; z1, vk)dvu

=(2)

∫
1

σ1(d1)
ϕ

(
y1 − α1(d1)− z⊺1β1(d1)− vkFk1(d1)− vuFu1(d1)

σ1(d1)

)
× (2π)p/2detΣ

−1/2
1 exp

(
−1/2(vu − E1)

⊺Σ−1
1 (vu − E1)

)
dvu
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=
1√

Fu1(d1)⊺Σ1Fu1(d1) + σ2
1(d1)

ϕ

(
y1 − α1(d1)− z⊺1β1(d1)− vkFk1(d1)− E⊺

1Fu1(d1)√
Fu1(d1)⊺Σ1Fu1(d1) + σ2

1(d1)

)

Equality (1) holds since Assumption KL1 implies (Y1(d1)⊥⊥D1 | Z1, λ) and

(D1 ⊥⊥ λu | λk, Z1), as argued in the proof to Lemma 4. Equality (2) holds because

Assumption KL1 and KL2 imply ϵ1(d) | (Z1, λ) ∼ N(0, σ1(d)
2) in addition to As-

sumption 4. Notice that (E1,Σ1) = (0,Σu(vk, z1)).

Now consider t > 1. By Lemma 1, λu | (Dt−1, Y t−1, Zt−1, λk) is distributed

N (Et,Σt).

fYt|DtY t−1Ztλk
(yt; d

t, yt−1, zt, vk)

= fYt(dt)|DtY t−1Ztλk
(yt; d

t, yt−1, zt, vk)

=

∫
fYt(dt)λu|DtY t−1Ztλk

(yt, vu; d
t, yt−1, zt, vk)dvu

=

∫
fYt(dt)|DtY t−1Ztλ(yt; d

t, yt−1, zt, v)fλu|DtY t−1Ztλk
(vu; d

t, yt−1, zt, vk)dvu

=(1)

∫
fYt(dt)|Ztλ(yt; zt, v)fλu|Dt−1Y t−1Ztλk

(vu; d
t−1, yt−1, zt, vk)dvu

=(2)
1

σt(dt)

∫
ϕ

(
yt − αt(dt)− z⊺t βt(dt)− vkFkt(dt)− vuFut(dt)

σt(dt)

)
× (2π)p/2detΣ

−1/2
t exp

(
−1/2(vu − Et)

⊺Σ−1
t (vu − Et)

)
dvu

=
1√

Fut(dt)⊺ΣtFut(dt) + σ2
t (dt)

ϕ

(
yt − αt(dt)− z⊺t βt(dt)− vkFkt(dt)− E⊺

t Fut(dt)√
F ⊺
ut(dt)ΣtFut(dt) + σ2

t (dt)

)

Equality (1) holds because Assumption KL1 implies

(Yt(dt)⊥⊥ Zt−1, Dt, Y t−1 | Zt, λ) and (Dt ⊥⊥ λu | λk, Z
t, Y t−1, Dt−1), as argued in

the proof to Lemma 4. Equality (2) holds because Assumption KL1 and KL2 imply

ϵt(d) | (Zt, λ) ∼ N(0, σt(d)
2).
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Proof of Theorem 4. The proof is in three parts. First, we show that (Yt |

Dt, Y t−1, Zt, λk) is normally distributed and apply Bruni and Koch (1985, Theo-

rem 3) to identify its distribution up to an affine transformation of λk. The second

part uses the normalization (Assumption KL3) to show that the affine transforma-

tion is the identity function. The final part uses identification of the distribution of

(Y t, Dt, Zt, λk) to identify the distribution of (Y t, Dt, Zt, λ).

Part 1: Identification of fY tDtZtλk
(yt, dt, zt, π(vk)) for an unknown

affine function π

In Lemma 3, we show that (Yt | Dt, Y t−1, Zt, λk) is distributed according to

N
(
αt(Dt) + β(Dt)

′Zt + Fkt(Dt)λk + Fut(Dt)
⊺Et, Fut(Dt)

⊺ΣtFut(Dt) + σ2
t (Dt)

)
.

It follows that

fYt|DtY t−1Zt(yt; d
t, yt−1, zt) =∫

fYt|DtY t−1Ztλk
(yt; d

t, yt−1, zt, vk)dFλk|DtY t−1Zt(vk; d
t, yt−1, zt)dvk

is a Gaussian mixture. To identify the component and mixture distributions, we will

apply Bruni and Koch (1985, Theorem 3). First, define the set Λ as

{
(αt(dt) + β(dt)

′z1 + vkµ1(θ
t) + µ2(θ

t), σ(vk, θ
t)) : θt ∈ Θt

}
,

where θt = vec(αt, βt, F t
k, F

t
u, σ

t,Σu) and

µ1(θ
t) =

(
Fkt(dt)− F ⊺

ut(dt)Σt

t−1∑
s=1

Fus(ds)
Fks(ds)

σ2
s(ds)

)
,

µ2(θ
t) = Fut(dt)

⊺Σt

t−1∑
s=1

Fus(ds)
Yis − αs(ds)− Z⊺

isβs(ds)

σ2
s(ds)

,

σ(vk, θ
t) = Fut(dt)

⊺ΣtFut(dt) + σ2
t (dt).
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For example, for t = 1, σ(vk, θ
1) = Fu1(d1)

⊺Σu(vk, z1)Fu1(d1) + σ2
1(d1) Notice that

Fkt(dt)λk + Fut(dt)
⊺Et = µ1(θ

t)λk + µ2(θ
t). Under Assumptions KL4(A,B,C) and

KL5(C), 4, Λ ⊂ Λ4 where Λ4 is defined in Bruni and Koch (1985, p. 1344). Thus

Bruni and Koch (1985, Theorem 3) applies and

(
(αt(dt) + β(dt)

′z1 + π(vk)µ1(θ
t) + µ2(θ

t), σ(π(vk), θ
t), dFλk|DtY t−1Zt(π(vk); d

t, yt−1, zt)
)

(B.1)

is identified with π an unknown non-constant affine function which may depend on

the history (dt, yt−1, zt).

To conclude Part 1, we show that if π = I for each history (ds, ys−1, zs)

s = 1, 2, . . . , t, then fY t,Dt,Zt,λk
(yt, dt, zt, vk) is point identified. That is,

(αt(dt), βt(dt), µ1(θ
t), µ2(θ

t), σ(vk, θ
t), dFλk|DtY t−1Zt(vk; d

t, yt−1, zt)) is point identi-

fied. For t = 1, as (µ1(θ
1), µ2(θ

1)) = (Fk1(d1), 0) identification fol-

lows immediately from equation (B.1) and Assumption KL4(E). Now suppose

(αs(ds), βs(ds), µ1(θ
s), µ2(θ

s), σ(vk, θ
s), dFλk|DsY s−1Zs(vk; d

s, ys−1, zs)) is point identi-

fied for each s < t. From equation (B.1) and π = I,

(
(αt(dt) + β(dt)

′z1 + vkµ1(θ
t) + µ2(θ

t), σ(vk, θ
t), dFλk|DtY t−1Zt(vk; d

t, yt−1, zt)
)

is identified for every (dt, yt−1, zt). µ1(θ
t) is identified from variation in vk. Assump-

tion KL4(E) implies identification of

(
αt(dt) + µ2(θ

t), β(dt)
)
.

Then µ2(θ
t) is identified from

µ2(θ
t) =

t−1∑
s=1

(ys − αs(ds)− z⊺sβs(ds))
∂

∂ys

(
αt(dt) + µ2(θ

t)
)
,

from which follows identification of αt(dt).
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Part 2: Showing π is the identity function

In this part we use the normalization assumption to prove the affine function π

is identity. First, we show π = I for the normalized choice d1, which provides

identification of the support of λk. Second, we use knowledge of Supp(λk) to prove

the affine function must satisfy | ∂
∂v
π(v)| = 1 for any history (dt, yt−1, zt). Third, we

use restrictions on the panel dimension to conclude π = I for each history (dt, yt−1, zt).

Part 2.1: Identifying π for D1 = d1.

First, Let t = 1 and d1 as in Assumption KL3(A), then since µ1(θ
1) = Fk1(d1) and

µ2(θ
1) = 0, from Part 1 we have identified:

(
β(d1)

′z1 + π(vk), σ(θ1), dFλk|D1Z1(π(vk); d
1, z1)

)
,

with π(vk) = π0+π1vk. Since Fk1(d1) = 1, π1 = 1. We now show π0 = 0. First notice

that π0 does not depend on (d1, z1) since the support of λk | (D1 = d1, Z1 = z1) is the

same for each (d1, z1). Now suppose that for any z1, β(d1)
′z1 + π0 = β̃(d1)

′z1 + π̃0.

In particular for z̃1 ̸= z1, (β(d1) − β̃(d1))
′(z1 − z̃1) = 0. Since Var(Z1|D1 = d1) is

non-singular by Assumptions KL4(D,E), we conclude β(d1) − β̃(d1) = 0. This in

conjunction with α1(d1) = 0 gives π0 = π̃0 = 0.

Part 2.2: Restricting π to have modulus derivative equal to one.

Fix (Y t, Dt, Zt) = (yt, dt, zt). From Part 1, we have identification of

(
(αt(dt) + β(dt)

′z1 + π(vk)µ1(θ
t) + µ2(θ

t), σ(θt), dFλk|DtY t−1Zt(π(vk); d
t, yt−1, zt)

)
.

In this part we use the known support of λk to prove the modulus of the derivative

of π is unity. First, consider that by Assumption KL4(D),

Supp(λk) = dF−1
λk|DtY t−1Zt [R+] = (dFλk|DtY t−1Zt ◦ π)−1[R+]

where R+ = {x ∈ R : x > 0}. And since π is bijective,

(π ◦ dF−1
λk|DtY t−1Zt)[R+] = dF−1

λk|DtY t−1Zt [R+].
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In particular

π(sup dF−1
λk|DtY t−1Zt [R+]) = sup dF−1

λk|DtY t−1Zt [R+]

π(inf dF−1
λk|DtY t−1Zt [R+]) = inf dF−1

λk|DtY t−1Zt [R+]

The only affine functions that satisfy these identities are π+(v) = v and π−(v) =

(v̄+ v)− v for v = inf dF−1
λk|DtY t−1Zt [R+] and v̄ = sup dF−1

λk|DtY t−1Zt [R+]. It remains to

show that π = π+.

Part 2.3: Concluding π = I.

For this part, it will be useful to define:

µ̃ts(d
t−1) = Σt

Fus(ds)

σ2
s(ds)

It will also be useful to denote µj(d
t) = µj(θ

t), to emphasize the dependence of µj

on dt. Then notice µ1(d
t) = Fkt(dt) − Fut(dt)

∑t−1
s=1 µ̃ts(d

t−1)Fks(ds) and µ2(d
t) =

Fut(dt)
⊺
∑t−1

s=1 µ̃ts(d
t−1) (Yis − αs(ds)− Z⊺

isβs(ds)).

The proof is inductive. First consider t = 1. From Assumption KL3(A), Fk1(d1) =

1. For d̃1 ̸= d1, from Part 1 we have identified

(
α1(d̃1) + β(d̃1)

′z1 + Fk1(d̃1)π(vk)
)

And from Part 2.2, we conclude that Fk1(d̃1) is identified up to sign. For d2 = (d2, d1),

by Part 1 we identify

(
α2(d2) + β(d2)

′z2 + π(vk)µ1(d
2) + µ2(d

2)
)
. (B.2)

From Part 2.2, we conclude that µ1(d
2) = Fk2(d2)− Fu2(d2)

⊺µ̃21(d
1)Fk1(d1) is identi-

fied up to sign. And since µ2(d
2) = Fu2(d2)

⊺µ̃21(d
1)(y1−α1(d1)−z⊺1β1(d1)) and µ1(d

2)

does not depend on y1, we can identify Fu2(d2)
⊺µ̃21(d

1) by taking the derivative of

(B.2) with respect to y1.
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Repeating this argument for the choice sequence (d̃1, d2) yields identification of

(Fk2(d2)− Fu2(d2)
⊺µ̃21(d̃

1
)Fk1(d̃1)) up to sign and Fu2(d2)

⊺µ̃21(d̃
1
).

Summarizing, we have identification of the set{
(−1)j1Fk1(d̃1), (−1)jd2 (Fk2(d2)− Fu2(d2)

⊺µ̃21(d
1)),

(−1)j̃d2 (Fk2(d2)− Fu2(d2)
⊺µ̃21(d̃

1

)Fk1(d̃1))

}
,

with j = (j1, jd2 , j̃d2) ∈ {0, 1}3. We show only the correct choice of sign will satisfy

(−1)jd2 (Fk2(d2)− Fu2(d2)
⊺µ̃21(d

1)) + Fu2(d2)
⊺µ̃21(d

1

) =

(−1)j̃d2 (Fk2(d2)− Fu2(d2)
⊺µ̃21(d̃

1

)Fk1(d̃1)) + Fu2(d2)
⊺µ̃21(d̃

1

)(−1)j1Fk1(d̃1).

First, suppose j̃d2 = 1. It is straightforward to show the following implications

(j1, jd2) = (0, 0) ⇒ Fk2(d2)− Fu2(d2)
⊺µ̃21(d̃

1

)Fk1(d̃1) =(1) 0,

(j1, jd2) = (0, 1) ⇒ Fu2(d2)
⊺µ̃21(d̃

1

)Fk1(d̃1)− Fu2(d2)
⊺µ̃21(d

1

)Fk1(d1) =(2) 0,

(j1, jd2) = (1, 0) ⇒ Fk2(d2) =(3) 0,

(j1, jd2) = (1, 1) ⇒ Fu2(d2)
⊺µ̃21(d

1

)Fk1(d1) =(4) 0.

Equalities (1), (2), (3) and (4) contradict Assumptions KL5 (C), (A), (B) and (D)

respectively. Similarly,

(j1, jd2 , j̃d2) = (1, 0, 0) ⇒ Fu2(d2)
⊺µ̃21(d̃

1

)Fk1(d̃1)) = 0,

(j1, jd2 , j̃d2) = (0, 1, 0) ⇒ Fk2(d2)− Fu2(d2)
⊺µ̃21(d

1)Fk1(d1) = 0,

(j1, jd2 , j̃d2) = (1, 1, 0) ⇒

Fk2(d2)− Fu2(d2)
⊺µ̃21(d̃

1

)Fk1(d̃1)− Fu2(d2)
⊺µ̃21(d

1

)Fk1(d1) = 0.

The first two equalities contradict Assumptions KL5 (D) and (C) respectively. To

conclude, we show the third equality contradicts Assumption KL5(E). For each d ∈
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{d2,i : i = 1, 2, . . . , k} ∪ {d̃2,i : i = 1, 2, . . . , k} from Assumption KL5(E), consider the

sequences (d1, d), (d̃1, d). The above argument applies and we identify

{
(−1)jd(Fk2(d)− Fu2(d)

⊺µ̃21(d
1)Fk1(d1)), (−1)j̃d(Fk2(d)− Fu2(d)

⊺µ̃21(d̃
1

)Fk1(d̃1))
}
,

for
(
j1, (jd2,i , j̃d2,i , jd̃2,i , j̃d̃2,i : i = 1, . . . , k)

)
∈
{(

0, (0, 0, 0, 0)k
)
,
(
1, (1, 0, 1, 0)k

)}
. If(

j1, (jd2,i , j̃d2,i , jd̃2,i , j̃d̃2,i : i = 1, . . . , k)
)
=
(
1, (1, 0, 1, 0)k

)
, then

0 = vec (Fk2(d2,1), . . . , Fk2(d2,k))

− (Fu2(d2,1) . . . Fu2(d2,k))
⊺
(
µ̃21(d̃

1

)Fk1(d̃1) + µ̃21(d
1

)Fk1(d1)
)

= vec
(
Fk2(d̃2,1), . . . , Fk2(d̃2,k)

)
−
(
Fu2(d̃2,1) . . . Fu2(d̃2,k)

)⊺ (
µ̃21(d̃

1

)Fk1(d̃1) + µ̃21(d
1

)Fk1(d1)
)
,

which contradicts Assumption KL5(E).

For the induction step, suppose π = I for each history (ds, ys−1, zs) s = 1, . . . , t−1

and consider choice sequences dt−1 = (dt−2, dt−1) and d̃t−1 = (dt−2, d̃t−1) for dt−1 ̸=

d̃t−1. From part 1, we have identification of

(
αt(dt) + βt(dt)

′zt + µ1(d
t−2, d, dt)π(vk) + µ2(d

t−2, d, dt)
)
,

for d = dt−1, d̃t−1. By the previous arguments, we identify{
(−1)j1

(
Fkt(dt)− Fut(dt)

⊺
t−1∑
s=1

µ̃ts(d
t−1)Fks(ds)

)
,

(−1)j2

(
Fkt(dt)− Fut(dt)

⊺
t−1∑
s=1

µ̃ts(d̃
t−1)Fks(d̃s)

)}

with (j1, j2) ∈ {0, 1}2 in addition to (Fut(dt)
∑t−1

s=1 µ̃ts(d
t−1)Fks(ds)),

Fut(dt)
∑t−1

s=1 µ̃ts(d̃
t−1)Fks(d̃s). As before we show that only that only (j1, j2) = (0, 0)
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is consistent with the identity

(−1)j1

(
Fkt(dt)− Fut(dt)

t−1∑
s=1

µ̃ts(d
t−1)Fks(ds)

)
+ Fut(dt)

t−1∑
s=1

µ̃ts(d
t−1)Fks(ds)

= (−1)j2

(
Fkt(dt)− Fut(dt)

t−1∑
s=1

µ̃ts(d̃
t−1)Fks(d̃s)

)
+ Fut(dt)

t−1∑
s=1

µ̃ts(d̃
t−1)Fks(d̃s)

To see this, consider following implications:

(j1, j2) = (0, 1) ⇒

(
Fkt(dt)− Fut(dt)

t−1∑
s=1

µ̃ts(d̃
t−1)Fks(d̃s)

)
= 0,

(j1, j2) = (1, 0) ⇒

(
Fkt(dt)− Fut(dt)

t−1∑
s=1

µ̃ts(d
t−1)Fks(ds)

)
= 0,

(j1, j2) = (1, 1) ⇒ Fut(dt)
t−1∑
s=1

µ̃ts(d
t−1)Fks(ds)− Fut(dt)

t−1∑
s=1

µ̃ts(d̃
t−1)Fks(d̃s) = 0

The first two equalities contradict Assumption KL5(C), and the final equality contra-

dicts Assumption KL5(A). Thus π is the identity function for the history (dt, yt−1, zt).

Part 3: Identification of fY tDtZtλ(y
t, dt, zt, vk, vu)

From Parts 1 and 2, fY TDTZT |λk
is identified. First,

fY TDTZT |λk,Z1

(
yT , dT , zT ; vk, z1

)
=f

Y
dt
T ,...,Y

d1
1 DTZT |λk,Z1

(
yT , . . . , y1, d

T , zT ; vk, z1
)

=

∫
f
Y

dt
T ,...,Y

d1
1 DTλuZT |λk,Z1

(
yT , . . . , y1, d

T , vuz
T ; vk, z1

)
dvu

=

∫
f
Y

dT
T |λ,ZT

(yT ; v, zT ) fDT |Y T−1DT−1λkZT (dT ; y
T−1, dT−1, vk, z

T )

× fZT |YT−1DT−1ZT−1
(zT ; yT−1, dT−1, zT−1)

. . . f
Y

d1
1 |λZ1

(y1; v, z1) fD1|λkZ1(d1; vk, z1)fλu|λkZ1(vu; vk, z1)dvu.
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This implies,

fY TDTZT |λk,Z1

(
yT , dT , zT ; vk, z1

)
fD1|λkZ1

(d1; vk, z1)
∏T

t=2 fDt|Y t−1Dt−1λkZt(dt; yt−1, dt−1, vk, zt)fZt|Yt−1Dt−1Zt−1
(zt; yt−1, dt−1, zt−1)

=

∫ T∏
t=1

f
Y

dt
t |λ,Zt

(yt; v, zt) fλu|λkZ1
(vu; vk, z1)dvu

This is a normal-weighted mixture of normals. In particular, the function is equal

to the pdf of a joint normal with mean

(αt(dt) + Z⊺
itβt(dt) + vkFkt(dt))

T
t=1

and covariance matrix

Fu(d)
⊺Σu(z1, vk)Fu(d) + diag

(
σ2
t (dt) : t = 1, . . . , T

)
where Fu(d) = (Fu1(d1)Fu2(d2) . . . FuT (dT )). From Parts 1 and 2, the components

of the mean function are identified. The components of the covariance matrix are

identified under the normalization assumption (Assumption KL3(B)) and the rank

condition on Fu(d) (Assumption KL5(F)).

Proof of Corollary 3. Fix (d1, d2, . . . , dp) and define Fp =

(Fu1(d1)Fu2(d2) . . . Fup(dp)), λ̃u = F ⊺
p (λu − µu), ϵ̃t(d) = ϵt(d) − ct(d),

λ̃k = b + Fk1(d1)λk where b = α1(d1) + F1u(d1)
⊺µu + c1(d1). Finally, define

F̃kt(dt) = Fk1(d1)
−1Fkt(dt) and F̃ut(dt) = F−1

p Fut(dt).

and α̃t(d) = αt(d)− F̃kt(d)b+ Fut(d)
⊺µu + ct(d). We then have that

Yt(d) = α̃t(d) + βt(d)
⊺zt + λ̃⊺

uF̃ut(d) + λ̃kF̃kt(d) + ϵ̃t(d),

E[ϵ̃t(d)] = 0 and E[λ̃u | Z1 = z, λk = vk] = 0 so that the reparame-

terized model satisfies KL2. Also, F̃k1(d1) = 1, α̃1(d1) = 0 and F̃p ≡
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(
F̃u1(d1)F̃u2(d2) . . . F̃up(dp)

)
= Ip so the reparameterized model satisfies KL3. By

Theorem 1, θ̃ =
(
(α̃t, βt, F̃kt, F̃ut, σt)

T
t=1,Σu, h̃, Fλ̃k

)
is identified, which imply the

identification of the distribution of Cjt (j = k, u). Finally,

α̃t + z⊺βt +Qα[C̃kt + C̃ut + ϵ̃]

=αt − F̃ktb+ Futµu + ct + z⊺βt +Qα[C̃kt + C̃ut + ϵ̃]

=αt − F̃ktb+ Futµu + ct + z⊺βt +Qα[Ckt + F̃ktb+ Cut − F ⊺
utµu + ϵt − ct]

=αt + z⊺βt +Qα[Ckt + Cut + ϵt]

B.1.2 Proofs for Section 3.3.2

Proof. Throughout this proof, let fA|B denote the conditional PDF of a random

variable A | B, and fA denote the marginal PDF of random variable A. The notation

A ⊥⊥ B | C indicates that A is independent of B conditional upon C. Also, let

L = {m : Rk → R : supa∈Rk |m(a)| < ∞,
∫
|m(a)|da < ∞} and LA = {m : Rk → R :

supa∈Rk |m(a)| < ∞,
∫
|m(a)|fA(a)da < ∞} for a random variable A.

Fix a choice sequence d = (d1, d2, . . . , dT ) whose first p elements satisfy Assump-

tion L3, and define W1 = (Y1, . . . , Yp), W2 = Yp+1 and W3 = (Yp+2, . . . , YT ). Now
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define the following operators:

L123 : LW3 → L [L123m](w1) =∫
fY D|Z(y, d; z)∏T

t=2 fDt|Y t−1Dt−1Z(dt; y
t−1, dt−1, z)fD1|Z(d1; z)

m(w3)dw3

L13 : LW3 → L [L13m](w1) =∫ ∫
fY TDT |Z(y

t, dt; z)∏T
t=2 fDt|Y t−1Dt−1Z(dt; y

t−1, dt−1, z)fD1|Z(d1; z)
dyp+1m(w3)dw3

L1λ : L → L [L1λm](w1) =

∫ p∏
t=1

fYt(dt)|Zλ(yt; z, v)m(v)dv

Lλ3 : LW3 → L [Lλ1m](v) =

∫ T∏
t=p+2

fYt(dt)|Zλ(yt; z, v)fλ|Z(v)m(w1)dw1

Dλ : LΛ → LΛ [Dλm](v) = fYp+1(dp+1)|Zλ(yp+1; z, v)m(v)

The following derivation shows L123 = L1λDλLλ3. First,

fY D|Z(y, d; z)

=

∫
fY Dλ|Z(y, d, v; z)dv

=

∫
fYT |DY T−1Zλ(yT ; d, y

T−1, z, v)fDT |Y T−1DT−1Zλ(dT ; y
T−1, dT−1, z, v)

× fYT−1|DT−1Y T−2Zλ(yT−1; d
T−1, yT−2, z, v) . . . fλ|Z(v; z)dλ

=

∫
fYT (dT )|DTY T−1Zλ(yT ; d

T , yT−1, z, v)fDT |Y T−1DT−1Zλ(dT ; y
T−1, dT−1, z, v)

× fYT−1(dT−1)|DT−1Y T−2Zλ(yT−1; d
T−1, yT−1, z, v) . . . fλ|Z(v; z)dλ

=

∫
fYT (dT )|Zλ(yT ; z, v)fDT |Y T−1DT−1Z(dT ; y

T−1, dT−1, z)

× fYT−1(DT−1)|Zλ(yT−1; z, v) . . . fλ|Z(v; z)dλ

The second equality holds by the law of total probability, the third holds by definition

of Yt(d). The final equality holds since Assumption L1 has the following two implica-

tions: first, (ϵt ⊥⊥ ηt, ϵt−1, λ | Z) ⇒ (ϵt ⊥⊥ ηt, ϵt−1 | Z, λ) ⇒ (Yt ⊥⊥Dt, Y t−1 | Z, λ); and
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second, ηt ⊥⊥ ηt−1, ϵt−1λ | Z ⇒ (ηt ⊥⊥Dt−1, Y t−1λ | Z) ⇒ (ηt ⊥⊥ λ | Z,Dt−1, Y t−1) ⇒

(Dt ⊥⊥ λ | Z,Dt−1, Y t−1). From this, it follows by Assumption L4(A) that

fY D|Z(y, d; z)∏T
t=2 fDt|Y t−1Dt−1Z(dt; yt−1, dt−1, z)fD1|Z(d1; z)

=

∫ T∏
t=1

fYt(dt)|Zλ(yt; z, v)fλ|Z(v; z)dv.

(B.3)

And therefore that

[L123m](w1)

=

∫ (∫ T∏
t=1

fYt(dt)|Zλ(yt; z, v)fλ|Z(v; z)dv

)
m(w3)dw3

=

∫ p+1∏
t=1

fYt(dt)|Zλ(yt; z, v)

(∫ T∏
t=p+2

fYt(dt)|Zλ(yt; z, v)fλ|Z(v)m(w3)dw3

)
dv

=

∫ p∏
t=1

fYt(dt)|Zλ(yt; z, v)
(
fYp+1(dp+1)|Zλ(yp+1; z, v)[Lλ3m](v)

)
dv

=

∫ ∫ p∏
t=1

fYt(dt)|Zλ(yt; z, v)[DλLλ3m](v)dv

=[L1λDλLλ3m](w1)

and L123 = L1λDλLλ3. Similarly, L13 = L1λLλ3.

From here, under Assumptions L1, L2, L3, L4(B), and L5 imply the conditions

of Freyberger (2018, Theorem 1) are satisfied, so that fYt(dt)|Z,λ and fλ|Z . From

Assumptions L2 (C) and L4 (C), αt(dt), βt(dt) and Ft(dt) are identified.

Next, given an arbitrary t and dt, define d̃ by replacing the tth element of d with

dt. Then let ρ be a permutation (1, 2, . . . , T ) 7→ (t1, t2, . . . , tT ) such that t 7→ t1 and
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define V1 = (Yt1 , Yt2 , . . . , Ytp) and V2 = (Ytp+1 , Ytp+1 , . . . , YtT )

L̃21 : LV1 → L [L̃21m](v2) =

∫
fY D|Z(y, d; z)∏T

t=2 fDt|Y t−1Dt−1Z(dt; y
t−1, dt−1, z)fD1|Z(d1; z)

m(v1)dv1

L̃2λ : L → L [L̃2λm](v2) =

∫ T∏
i=p+1

fYti (dti )|Zλ(yti ; z, v)fλ|Z(v)m(v)dv

L̃λ1 : LV1 → L [L̃λ1m](v) =

∫ p∏
i=1

fYti (dti )|Zλ(yti ; z, v)m(v1)dv1

As before, L̃21 = L̃2λL̃λ1. The proceeding arguments imply L̃2λ is identified and in-

jective, and under Assumption L4(A) L̃21 is identified. It follows that L̃λ1 is identified

as L̃−1
2λ L̃21 = L̃λ1 yielding identification of αt(dt), βt(dt), Ft(dt), fϵ(dt)|Zλ.

B.2 Estimation

B.2.1 Consistency of sieve MLE

In this section we introduce conditions for the sieve maximum likelihood estimator

(3.4) to be consistent for the true model parameters. We begin by imposing smooth-

ness restrictions on the unknown functions. To do so, given γ > 0, ω ≥ 0 and X

a subset of a Euclidean space, let Λλ(X ) denote a Hölder space equipped with the

Hölder norm ∥h∥Λγ (that is, for k the largest integer smaller than γ, Λλ(X ) is a space

of functions h : X → R having at least k continuous derivatives, the kth of which is

Hölder continuous with exponent γ − k). Then define a weighted Hölder ball with

radius c ∈ (0,∞) as Λγ,ω
c (X ) = {h ∈ Λγ(X ) : ∥h(·)[1 + ∥ · ∥2E]−ω∥Λγ ≤ c}, where ∥ ·∥E

is the Euclidean norm.

Without loss of generality, suppose the CCP function h̄t(d
t, zt, yt−1, vk) depends on

(dt, zt, yt−1) via some vector-valued function (dt, zt, yt−1) 7→ jt(d
t, zt, yt−1) where jt is

known up to
(
(αst, βst, Fkst, Fust, σst)

T
st=1,Σu

)
. This is without loss of generality since
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jt may be identity. Other examples include rational learning where jt(d
t, zt, yt−1) ∈

Rp(p+3)/2 are sufficient statistics for λu given realized random variables at time t,

and a sort of myopia where jt(d
t, zt, yt−1) ∈ R3 depends only on (dt, zt, yt). Denote

Xit ≡ jt(D
t
i , Z

t
i , Y

t−1
i ) and

Ht = Λγ1,ω1
c (Supp(λk)× Supp(Xit)) ,

Fλ = Λγ2,ω2
c (Supp(λk)) .

The use of a weighted Holder space allows us to enable the support of λk,i and

Xit to be unbounded. Though not required for consistency, Assumption E7 places

restrictions on (γ1, γ2), the parameters that govern the smoothness of the unknown

functions.

To simplify notation we make the following assumption which strengthens As-

sumption KL1:

Assumption E1. For some Xit ∈ Rt, h̄(d
t, zt, yt−1, vk) = h̄(xi,t, zt, dt, vk) For any t,

FZt+1|YtDtZt = FZt+1|DtZt and Supp(Zt) is finite.

Assumption E1 reduces the dimension of the problem by assuming that the con-

ditional distribution of the state variable Zt is a parametric object. This is common

in applied settings, such as dynamic discrete choice models.

With this assumption define Gt to be the set of conditional distribution functions

(dt, zt) 7→ zt+1. Define k0 to be the cardinality of Supp(Zi1) and k1,t to be the

cardinality of Supp(Dit)×Supp(Zit). Notice that Θ = Θ1×G1×· · ·×GT−1×Hk1,1
1 ×

· · ·×Hk1,T
T ×Fk0

λ and we denote an element of Θ as θ = (θ1, g1, . . . , gT−1, h̄1, . . . , h̄T , fλ).

Let dL indicate the Levy metric. Define the following norms on Hk1,t
t and Fk0

λ as
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follows:

∥h̄t∥∞,ω1 = sup
z∈Supp(Zit)
d∈Supp(Dit)

∥h̄t(d, z, ·, ·)[1 + ∥ · ∥2E]−ω1∥∞,

∥fλ∥∞,ω2 = sup
z∈Supp(Zi1)

∥fλ(z, ·)[1 + ∥ · ∥2E]−ω2∥∞,

where ∥ · ∥∞ is the uniform norm. Finally, define a metric d on Θ as

d(θ, θ̃) = ∥θ1 − θ̃1∥E +
T−1∑
t=1

∥gt − g̃t∥∞ +
T∑
t=1

∥h̄t − ˜̄ht∥∞,ω̃1 + ∥fλ − f̃λ∥∞,ω̃2 ,

for scalars ω̃1, ω̃2.

Let Hn,t and Fn,λ be sieve spaces for Ht and Fλ respectively. Then Θn = Θ1 ×

G1 × · · · × GT−1 ×Hk1,1
n,1 × . . .Hk1,T

n,T ×Fk0
n,λ and

1

n

n∑
i=1

ℓ(wi; θ̂) ≥ sup
θ∈Θn

1

n

n∑
i=1

ℓ(wi; θ)− op(1/n)

Assumption E2. θ∗ ∈ Θ and (Θ, d) is compact.

Let Wit = (Dit, Zit, Yit), so that W t
i is the period-t history of assignment, state

variables and outcomes. Denote Wi = (Wit)
T
t=1.

Assumption E3. Wi = (Dit, Zit, Yit)
T
t=1 are iid.

Assumption E4. Θn ⊆ Θn+1 ⊆ Θ for each n ≥ 1, Θn are compact under d, and

limn→∞ minθ∈Θn d(θ, θ0) = 0.

Assumption E5. E[ℓ(θ,Wi)] is continuous at θ = θ∗

Assumption E6.

(i) For each n, E[supθ∈Θn
|l(θ,Wi)|] is finite.
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(ii) There is a non-zero s < ∞ and integrable random variable g(Wi) such that

∀ θ, θ̃ ∈ Θn, d(θ, θ̃) < δ ⇒ |l(θ,Wi)− ℓ(θ̃,Wi)| ≤ δsg(Wi).

(iii) For all δ > 0, logN(δ1/s,Θn, d) = o(n).

The identification assumptions imply θ∗ = argmaxθ∈Θ E[ℓ(θ,Wi)] and for all θ ∈

Θ \ {θ∗}, E[ℓ(θ∗,Wi)] ≥ E[ℓ(θ,Wi)]. By assuming compactness of Θ, we ensure that

θ∗ is a well-separated maximum of E[ℓ(θ,Wi)]. Assumption E3 is a standard sampling

assumption. Assumption E4 requires the sieve space Θn to be a good approximation

to Θ. Assumption E5 requires the population criterion to be continuous.

B.2.2 Plug-in sieve estimator

We assume a linear sieve space and limit its complexity.

Assumption E7. Let q be the length of the vector Xit. (1) For each t, Hn,t is

a linear sieve of length JHn and Fn,λ is a linear sieve of length Jλn. Furthermore,

JHn = O(n
1

2γ1/q+1 ) and Jλn = O(n
1

2γ2+1 ). (2) min{γ1/q, γ2} > 1/2.

Assumption E7 ensures the sieve spaces grow do not grow too quickly. To achieve

this rate of growth, the functions are assumed to have particular smoothness. Recall

that identification requires q ≥ p, where p is the dimension of λk, the initially-

unknown latent factor. Part (2) of Assumption E7 requires that the CCP functions

have adequate smoothness to compensate for the dimensionality of λk. In applica-

tions, it is common to assume a parametric model for h̄t, in which case the above

curse-of-dimensionality is avoided.

The following strengthens Assumption E4.

Assumption E8. (1) minθ∈Θn d(θ, θ
∗) = o(n−1/4). (2)

This assumption ensures the sieve space grows sufficiently fast.
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Assume ℓ is pathwise differentiable and define an inner product on Θ as

⟨θ1 − θ∗, θ2 − θ∗⟩ = − ∂2

∂τ1∂τ2
E [ℓ (θ∗ + τ1 (θ1 − θ∗) +τ2 (θ2 − θ∗) ,W )] |τ1=0,τ2=0 ,

(B.4)

with the corresponding norm for θ ∈ Θ as

∥θ − θ∗∥2 ≡ − ∂2

∂τ 2
E [ℓ (θ∗ + τ (θ − θ∗) ,W )]

∣∣∣∣
τ=0

.

Assumption E9. There is C1 > 0 such that for all small ε > 0

sup
{θ∈Θn:∥θ−θ∗∥⩽ε}

Var (ℓ (θ,Wi)− ℓ (θ∗,Wi)) ⩽ C1ε
2

Assumption E10. For any δ > 0, there exists a constant s ∈ (0, 2) such that

sup
{θ∈Θn:∥θ−θ∗∥⩽δ}

|ℓ (θ,Wi)− ℓ (θ∗,Wi)| ⩽ δsU (Wi)

with E ([U (Wi)]
γ) ⩽ C2 for some γ ⩾ 2

The following theorem is now a consequence of Theorem 3.2 in Chen (2007) or

Theorem 1 in Shen and Wong (1994).

Theorem 12. Suppose the distribution of (Yt, Dt, Zt)
T
t=1 is observed for T ≥ 2p+ 1

and that Assumptions KL1-KL5 and Assumptions E1-E10 hold.Then ∥θ̂ − θ∗∥ =

op(n
−1/4)

Given the preceding result, we focus on a a shrinking neighborhood of θ∗. Let

N0 ≡
{
θ ∈ Θ: ∥θ − θ∗∥ = o(n−1/4), d(θ, θ∗) = o(1)

}
,

and Nn ≡ N0∩Θn. Define θ
∗
n = argminθ∈Nn

∥θ − θ∗∥. Let Vdenote the closed (under

∥ · ∥) linear span of N0 centered at θ∗, and define Vn the analogous closure of Nn.
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Then we define a linear approximation to ℓ(θ,W ) − ℓ(θ∗,W ) as the directional

derivative of ℓ at (θ∗,W ) in the direction (θ − θ∗):

∂ℓ (θ∗,W )

∂θ
[θ − θ∗] ≡ ∂ℓ (θ∗ + τ(θ − θ∗),W )

∂τ

∣∣∣∣
τ=0

.

Likewise, let ∂f(θ∗)
∂θ

[v] = ∂f(θ∗+τv)
∂τ

∣∣∣
τ=0

for any v ∈ V denote the directional deriva-

tive of f .

Under the following regularity conditions (Assumption E10), V and Vn are Hilbert

spaces under the inner product defined in equation B.4.

Assumption E10. Let T be an epsilon ball about 0 ∈ R. (1) for all θ ∈ N0

and W , the derivative ∂ℓ (θ∗ + τ(θ − θ∗),W ) /∂τ exists for all τ ∈ T ; (ii) for all

θ ∈ N0, E [ℓ (θ∗ + τ (θ − θ∗) ,W )] is finite for each τ ∈ T ; (3) for all θ ∈ N0,

E
[
supτ∈T

∣∣ ∂
∂τ
ℓ (Z, θ∗ + τ [θ − θ∗])

∣∣] < ∞.

Assumption E10 provides sufficient conditions for the set V to be a Hilbert space

under ⟨·, ·⟩. Define v∗n to be the Riesz representer of ∂f(θ∗)
∂θ

[·] on Vn, which exists under

Assumption E11(1).

Assumption E11. (1) v 7→ ∂f(θ∗)
∂θ

[v] is a linear functional. (2) If limn→∞ ∥v∗n∥ is

finite then ∥v∗n − v∗∥ × ∥θ∗n − θ∗∥ = o(n−1/2) where v∗ is the limit of v∗n. Otherwise∣∣∣∂f(θ∗)∂θ
[θ∗n − θ∗]

∣∣∣/∥v∗n∥ = o(n−1/2).

(3) sup
θ∈N0

∣∣∣f(θ)− f(θ∗)− ∂f(θ∗)
∂θ

[θ − θ∗]
∣∣∣

∥v∗n∥
= o(n−1/2).

Let u∗
n := v∗n

∥v∗n∥
and εn = o

(
n−1/2

)
. Let µn{g(Z)} := n−1

∑n
i=1 [g (Zi)− Eg (Zi)]

denote the centered empirical process indexed by the function g.

Assumption E12. (1) µn{∂ℓ(θ∗,W )
∂θ

[v]} is linear in v ∈ V .
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sup
θ∈Nn

µn

{
ℓ (θ ± εnu

∗
n,W )− ℓ(θ,W )− ∂ℓ (θ∗,W )

∂θ
[±εnu

∗
n]

}
= Op

(
ε2n
)

For some positive sequence ηn → 0,

sup
θ∈Nn

∣∣∣∣∣E [ℓ(θ,W )− ℓ (θ ± εnu
∗
n,W )]− ∥θ ± εnu

∗
n − θ∗∥2 − ∥θ − θ∗∥2

2
(1 +O (ηn))

∣∣∣∣∣ = O
(
ε2n
)

Assumption E13.
√
nµn

{
∂ℓ(θ∗,W )

∂θ
[u∗

n]
}
→d N(0, 1)

Theorem 7 is a direct application of Lemma 2.1 in Chen and Liao (2014) so its

proof is omitted.
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Appendix C

Appendices for Chapter 4

C.1 The Residualization Approach to Endogenous

Controls

In this appendix we discuss an alternative approach to allowing for endogenous con-

trols that has been suggested by several papers. This approach is based on redefining

the sensitivity parameter so that it simultaneously measures the magnitude of en-

dogenous controls as well as the magnitude of selection on unobservables. We argue

that this approach substantially limits its usefulness, because it changes the scale

of the sensitivity parameter. For Oster’s (2019) analysis (hereafter Oster), we show

this scale change implies that δ = 1 is no longer a natural reference point. That is a

concern because an important aspect of Oster’s overall analysis centers on comparing

certain values of δ with 1. For example, Oster’s Proposition 1, Proposition 2, and

Corollary 1 all assume that δ equals 1. Oster’s Proposition 3 derives a breakdown

point type value of δ, which is then compared to 1. Values larger than 1 are viewed

as ‘large’ while values smaller than 1 are viewed as ‘small’. Such comparisons are

also how empirical researchers routinely use Oster’s results, like in the example we

study in section 4.5. To correctly interpret these comparisons of δ with 1 as state-

ments about whether selection on unobservables is larger or smaller than selection

on observables, researchers must therefore make the exogenous controls assumption.

In section C.1.1 we first give a simple example where redefinition does not address

an underlying identification problem. The purpose of this example is to show that

redefinition is not always an appropriate method to relax an assumption, in a much
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simpler setting than the regression sensitivity analysis considered by Oster. In section

C.1.2 we then discuss Oster’s redefinition approach to allowing for endogenous con-

trols. In section C.1.3 we briefly show that Krauth’s (2016) and Cinelli and Hazlett’s

(2020) residualization approaches to endogenous controls have similar drawbacks as

Oster’s.

C.1.1 Projecting Unobservables, “Normalizations,” and In-

terpreting Parameters

We say the controls W1 are endogenous when they are correlated with the omitted

variables of concern, W2. These variables W2, however, are not observed. Since they

are unobserved, why is it not without loss of generality to simply assume that they

are uncorrelated with W1, cov(W1,W2) = 0? Is this not simply a “normalization”?

We answer this question in section C.1.2. To build intuition, first consider a simple

model where potential outcomes satisfy

Y (x) = βcx+ U,

where U is unobservable, X is a treatment variable, and Y = Y (X). The parameter

of interest is βc. Similar to how δ = 1 is a special value of Oster’s parameter,

βc = 0 is often a special value of interest here. As we describe in section C.1.2

below, Oster (2019, Appendix A.1) suggests projectingW2 onto (1,W1), obtaining the

residual W⊥W1
2 , and then replacing W2 with W⊥W1

2 everywhere. Thus, even though

cov(W1,W2) is not necessarily zero, cov(W1,W
⊥W1
2 ) = 0. The analogous procedure

here is to project U onto (1, X), obtain the residual U⊥X , and then replace U with

U⊥X everywhere. So even though cov(X,U) is not necessarily zero, cov(X,U⊥X) = 0.

This procedure, however, is not without loss of generality. In particular, we can

write

Y = βcX + (ρX + U⊥X)
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= (βc + ρ)X + U⊥X

where ρ = cov(U,X)/ var(X) and U⊥X = U − ρX. This implies that OLS of Y on

(1, X) gives βc + ρ as the coefficient on X. Consequently, the interpretation of the

OLS estimand depends substantially on whether we believe X is uncorrelated with

the true unobservable U—in which case we learn the causal effect βc from OLS—

or whether we think the unobservable is really just a projection residual U⊥X that

is only uncorrelated with X by construction—in which case OLS only gives us the

non-causal projection coefficient. In the first case, 0 is a special value of interest,

representing no causal effect. But in the second case, 0 is not necessarily a relevant

reference point.

In this context, we see that “normalizing” cov(X,U) = 0 is not typically con-

sidered to be a solution to the problem that cov(X,U) may be nonzero since the

composite parameter βc + ρ does not have a causal interpretation when the true U

is correlated with X. This observation motivates alternative identification strategies

like instrumental variable methods, which explicitly allow for cov(X,U) ̸= 0. In our

discussion of redefinition and “normalizations” in the context of sensitivity analysis

below, we will make a similar claim: Redefining the parameters to allow for nonzero

correlations between W1 and W2 changes the interpretation of the sensitivity param-

eter substantially. In particular, 1 is no longer a relevant reference point after this

redefinition. This observation therefore motivates the alternative sensitivity analysis

that we develop in section 4.3.

C.1.2 Oster (2019)

Shortly after stating the exogenous controls assumption, Oster (2019) says

“As in AET [Altonji, Elder, and Taber (2005)], the orthogonality of W1

and W2 is central to deriving the results and may be somewhat at odds
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with the intuition that the observables and the unobservables are “re-
lated.” In practice, the weight of this assumption is in how we think
about the proportionality condition. In Appendix A.1, I show formally
that if we begin with a case in which the elements of W1 are correlated
with W2 we can always redefine W2 such that the results hold under some
value of δ.” (page 192, emphasis added)

Here Oster explains that the main implication of her approach to removing the exoge-

nous controls assumption is that it changes the interpretation of δ. In this section we

argue that this reinterpretation substantially limits the usefulness of Oster’s results.

For example, we show that it can lead researchers to find that their conclusions are

robust even when an analysis based on the original δ shows non-robustness, or vice

versa.

A Brief Review of Oster’s δ

First we briefly define and discuss Oster’s sensitivity parameter. Here we continue

to use the same notation as in our analysis in sections 4.2 and 4.3. We also continue

to assume W2 is a scalar, for simplicity. Following the analysis of Altonji et al.

(2005), Oster (2019) recommends that we measure the magnitude of selection on

unobservables via the parameter

δorig =
cov(X, γ2W2)

var(γ2W2)

/
cov(X, γ′

1W1)

var(γ′
1W1)

, (C.1)

which is commonly called Oster’s δ. We denote it by δorig to distinguish it by the

redefined version we discuss later. This parameter depends on two terms:

1. (“Selection on unobservables”) In the numerator we regress X on (1, γ2W2) and

get the coefficient on the index γ2W2.

2. (“Selection on observables”) In the denominator we regress X on (1, γ′
1W1) and

get the coefficient on the index γ′
1W1.
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δorig is the ratio of these two regression coefficients. δorig is not known from the data

since it depends on W2, which is not observed. It also depends on (γ1, γ2) which are

also not generally known. Finally, for reference, we formally define the exogenous

controls assumption as follows.

Assumption A8 (Exogenous controls). cov(W1k,W2) = 0 for all components W1k

of W1.

Formal Analysis of Oster’s Redefinition Approach

Oster derives all of her results using the sensitivity parameter δorig combined with as-

sumption A8. To remove this assumption, she suggests replacing δorig with a different

sensitivity parameter. We discuss this approach next.

For simplicity, suppose W1 is scalar. W2 in Oster’s notation is equivalent to γ2W2

in our notation. For the discussion below we’ll assume γ2 = 1. This is not required,

but it implies that Oster’sW2 and ours are the same, which makes the derivations and

comparisons clearer. With these simplifying assumptions, equation (C.1) becomes

δorig =
cov(X,W2)

var(W2)

/
cov(X, γ1W1)

var(γ1W1)
.

In her Appendix A.1, Oster notes that if W1 and W2 are correlated, we can consider

the linear projection of W2 onto (1,W1):

W2 = ρW1 +W⊥W1
2 .

Here cov(W1,W
⊥W1
2 ) = 0 by construction, and ρ = cov(W2,W1)/ var(W1). Hence we

could instead define δ based on the residuals W⊥W1
2 rather than the original covariate

W2:

δ̃ =
cov(X,W⊥W1

2 )

var(W⊥W1
2 )

/
cov(X, γ1W1)

var(γ1W1)
.

168



Oster defines this δ̃ in her Appendix A.1 and then suggests that all of the previous

analysis can proceed as before, using δ̃ instead of δorig. This is slightly incorrect,

however, because the coefficient on W1 needs to be adjusted. For example, without

this adjustment, which we describe below, Oster’s Proposition 1 does not hold if we

replace W2 with W⊥W1
2 and δorig with δ̃.

To see the issue, we can write the outcome equation as

Y = βlongX + γ1W1 +W2 + Y ⊥X,W1,W2

= βlongX + γ1W1 + (ρW1 +W⊥W1
2 ) + Y ⊥X,W1,W2

= βlongX + (γ1 + ρ)W1 +W⊥W1
2 + Y ⊥X,W1,W2 .

This is the correct version of the outcome equation after residualizing the unobserved

covariates. In particular, the ρW1 term cannot be absorbed into the residual because

then the residual would no longer be uncorrelated with W1. Applying equation (C.1)

to this equation yields

δresid =
cov(X,W⊥W1

2 )

var(W⊥W1
2 )

/
cov(X, (γ1 + ρ)W1)

var((γ1 + ρ)W1)
. (C.2)

This version of the sensitivity parameters matches the outcome equation, and thus

all of Oster’s results go through if we replace W2 with W⊥W1
2 and δorig with δresid.

Next we discuss the implications of this substitution. We provide two formal results:

Proposition 4 relates δresid to the original sensitivity parameter δorig. Proposition 5

shows how to interpret δresid in terms of the three sensitivity parameters we use in

our section 4.3 analysis.

First we compare Oster’s redefined and original sensitivity parameters.

Proposition 4. Suppose var(W1) = 1 and var(W2) = 1. Suppose γ1 ̸= 0, γ2 = 1,

and |ρ| ≠ 1. The following holds:

δresid =

(
1 +

ρ

γ1

)
δorig − ργ1
1− ρ2

.
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Here we assume var(W1) = 1, γ2 = 1, and γ1 ̸= 0 for simplicity only, since the

purpose of this proposition is solely to help clarify the difference between the two

definitions of δ. Proposition 4 shows that the δ based on the residualized W2 is a

scaled version δorig, the δ based on the original unobserved covariate W2. Moreover,

the scale term depends on ρ, which measures of the endogeneity of the observed

control W1. We see that if ρ = 0, so that W1 is an exogenous control, then the two

versions of δ are the same. If ρ ̸= 0, however, the two versions of δ can be very

different.

Proposition 4 has several implications. First, consider a researcher who wants to

compute the identified set for βlong by applying Oster’s Proposition 2. For example,

this set could be used to present bias adjusted coefficient estimates. Suppose this

researcher prefers to make statements about δorig. Without the exogenous controls

assumption, Oster’s Proposition 2 requires that they instead make statements about

δresid. So to use that result, this researcher must first apply our Proposition 4 to

translate a statement about δorig into a statement about δresid. In particular, to per-

form this translation, this researcher must also select specific values of the unknowns

γ1 and ρ (and, more generally, γ2, although we have assumed it is 1 for simplicity

here).

Second, consider a researcher who has used Oster’s Proposition 3 to compute

a breakdown point. This is the most common way that researchers use Oster’s

results. Without the exogenous controls assumption, Oster’s Proposition 3 delivers a

breakdown point on the δresid scale; denote it by δbpresid. Suppose the researcher wants

to translate this breakdown point result into a result about δorig, which is a statement

about selection on observables versus unobservables in terms of the original covariates.

To perform this translation, the researcher can invert our result in Proposition 4 to
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get

δorig = δresid
γ1(1− ρ2)

γ1 + ρ
+ ργ1. (C.3)

So once again, the translation from δresid depends on the specific unknowns γ1 and ρ

(and, more generally, γ2). Moreover, equation (C.3) has several further implications

about researchers’ findings of robustness. As mentioned earlier, an important aspect

of Oster’s overall analysis is that there is a very special value of δ: 1. Like in

our empirical application in section 4.5, empirical researchers commonly compare the

absolute value of Oster’s breakdown point to 1 to assess whether their study is robust

to selection on unobservables. If researchers are instead interested in using δorig to

assess sensitivity, then the breakdown point δbpresid must be translated using equation

(C.3). Let

δbporig = δbpresid
γ1(1− ρ2)

γ1 + ρ
+ ργ1 (C.4)

denote the translated value of the breakdown point. From this equation we immedi-

ately see that, when exogenous controls fails (ρ ̸= 0), it is possible for |δbpresid| > 1 even

though |δbporig| < 1. That is, researchers might conclude that their results are robust

based on the residualized variables even though they would conclude their results are

not robust based on the original variables.

Figure C.1 illustrates this property. All three figures plot the value of |δresid| on

the horizontal axis and |δorig| on the vertical axis. These plots can be thought of as

taking the plot of δorig versus δresid on the 2D plane and folding all four quadrants

onto the positive quadrant. The left plot divides the area into two kinds of regions.

The first region is where δbporig and δbpresid lead to the same conclusion, based on Oster’s

recommendation of comparing them with the value 1. This happens when both are

less than one in absolute value, or both are greater than one in absolute value. The

second region is where they lead to different conclusions. The middle plot shows
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  Different

Conclusions

  Different

Conclusions

    Same

Conclusion

    Same

Conclusion

Figure C.1: Robustness under δresid compared to δorig. The relationship between
robustness conclusions drawn based on |δresid| and those drawn based on |δorig|. Left:
Regions where the two parameters yield either the same or different conclusions
about robustness. Middle: Under exogenous controls, the two parameters are the
same and always yield the same conclusions. Right: With endogenous controls,
the two parameters can be very different and therefore yield different conclusions.
This plot shows three values of (ρ, γ1): (0.9, 0.7)–solid line, (0.3, 5)–dashed line, and
(0.05, 8)–dotted line. See body text for further discussion.

equation (C.3) when ρ = 0, so exogenous controls holds. In this case, δorig = δresid.

Consequently, they always lead to the same conclusion about robustness. Here the

shaded areas are where they lead to different conclusions. Since the two parameters

are the same under exogenous controls, the line relating the two is the 45 degree

line, which never passes through the shaded regions. The right plot shows the case

with endogenous controls. Here we plot equation (C.3) for three different choices of

(γ1, ρ) with ρ ̸= 0, showing the wide variety of possible relationships between δorig

and δresid. With endogenous controls, we see that for many dgps, the lines cross the

shaded region, and hence the two parameters can lead to different conclusions about

robustness.

Thus far we have emphasized that researchers’ conclusions about robustness de-

pend greatly on whether they intend on measuring sensitivity using residualized vari-

ables or the original variables. Put differently: If researchers think that δorig = 1

is a reasonable reference point, then by Proposition 4, δresid = 1 is not the relevant
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reference point. Instead, researchers must translate between the two versions of the

sensitivity parameter, and this translation requires thinking about both the coeffi-

cient on W1 in the outcome equation and the magnitude of the relationship between

W1 and W2.

More generally, as can be seen from equation (C.2), the statement “δresid = 1” is

an assumption on three different underlying relationships:

1. The relationship between W1 and W2, as measured by ρ.

2. The relationship between outcomes and (W1,W2), as measured by γ1 and γ2.

3. The relationship between X and (W1,W2), as measured by cov(X,W1) and

cov(X,W2).

Only the third relationship is actually about treatment selection on covariates, how-

ever. Our next result provides another way to see that δresid measures three different

underlying relationships simultaneously. Let

c = corr(W1,W2), rY =
γ2σ2

γ1σ1

, and rX =
π2σ2

π1σ1

.

Here (γ1, γ2, π1, π2) are defined as in section 4.2, σ1 =
√
var(W1), and σ2 =

√
var(W2).

Note that c = ρ if var(W1) = 1 and var(W2) = 1. Our sensitivity analysis in section

4.3 considers bounds r̄X on |rX |, r̄Y on |rY |, and c̄ on |c|. The following result

therefore relates Oster’s sensitivity parameter to these three underlying measures

that our analysis makes assumptions about.

Proposition 5. Suppose γ1 and π1 are nonzero, so that δresid is well defined. Suppose

rY (1 + rXc) is nonzero. Then

δresid =
rX(1 + rY c)

rY (1 + rXc)
.
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Proposition 5 generalizes the derivations in section 6.3 of Cinelli and Ha-

zlett (2020), who looked at the special case where the controls are exogenous,

cov(W1,W2) = 0, and showed

δorig =
rX
rY

.

This follows by setting c = 0 in Proposition 5 and then applying Proposition 4. They

emphasized that, under the exogenous controls assumption, Oster’s parameter is a

double ratio: It compares the relative effect selection on unobservables to observables

(rX) relative to the relative effect of unobservables versus observables on outcomes

(rY ). Thus a large value of δorig is consistent with a small amount of selection on

unobservables (small rX) so long as the unobservables matter less for outcomes than

the observables (smaller rY ). They write that Oster “asks users to reason about a

quantity that is very difficult to understand” (page 63). They focused on the fact

that γ1 and γ2 appear in the definition of δorig. They continued to assume exogenous

controls, however. Here we point out that if you also allow for endogenous controls,

then the interpretation of Oster’s sensitivity parameter δresid becomes even more

delicate.

Empirical Illustration

Thus far we have shown theoretically how the interpretation of δresid depends on more

than just selection on unobservables versus observables. Next we discuss the impli-

cations of this interpretation in the context of a simple empirical example: Assessing

the impact of omitted ability when measuring the returns to education.

Suppose the outcome Y is log wages, treatment X is education, the observable W1

is parents’ education, and the omitted variable of concern W2 is ability. Suppose for

simplicity that we normalize the variance of W1 and W2 to 1. First we discuss how to

interpret the sensitivity parameters we use in section 4.3. r̄X is the maximum effect
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of a one standard deviation increase in ability on the amount of education received

relative to the effect of a one standard deviation increase of parent’s education on

the amount of education received. r̄Y is defined similarly, but swapping education for

the outcome, log wages. c̄ is the maximum correlation between parents’ education

and the child’s ability. In this setting, the exogenous controls assumption (c̄ = 0)

is unlikely to hold, since we typically expect parents with higher education to have

children with higher unobserved ability.

Oster’s original sensitivity parameter δorig equals the ratio λ2/λ1 of two regression

coefficients:

1. λ2, the coefficient from OLS of education on a constant and γ2 × ability.

2. λ1, the coefficient from OLS of education on a constant and γ1 ×

parents’ education.

And recall that γ2 is the coefficient on ability in OLS of log wages on a constant,

child’s education, parents’ education, and ability. γ1 is the coefficient on parent’s

education in that same regression. This ratio λ2/λ1 is arguably a straightforward

sensitivity parameter to interpret. However, to use Oster’s results along with this

specific interpretation, we must assume exogenous controls, cov(W1,W2) = 0. That

is, we must assume child’s ability and parents’ education are uncorrelated.

To avoid this exogenous controls assumption, we can instead use Oster’s redefined

sensitivity parameter, δresid. This parameter is also a ratio λ∗
2/λ

∗
1 of two regression

coefficients:

1. λ∗
2, the coefficient from OLS of education on a constant and γ2 ×

residualized ability, where residualized ability is the residual from a projection

of ability onto parents’ education.
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2. λ∗
1, the coefficient from OLS of education on a constant and

γ1 × parents’ education + corr(ability,parents’ education)× γ2 × parents’ education.

These two parameters λ∗
2 and λ∗

1 are arguably substantially more difficult to inter-

pret than the original parameters λ2 and λ1. In particular, notice that ability now

explicitly enters both parameters.

The motivation of Oster’s original sensitivity parameter δorig is to compare the

effect of γ2 × ability on treatment X, relative to the effect of γ1 × parents’ education

on treatment X. We could then interpret δorig substantively. For example, one

could argue that a large δorig is unlikely since it would mean that ability is much

more important than parents’ education in determining the level of education that

the child receives. This kind of discussion is not valid when using δresid, however.

That is because the comparison is now between γ2 times residualized ability and the

complicated composite variable

γ1 × parents’ education + corr(ability, parents’ education)× γ2 × parents’ education.

In particular, if child’s ability and parents’ education are strongly correlated (ρ far

from zero), then these two new variables, γ2(W2 − ρW1) and (γ1 + ργ2)W1, are very

different from the original variables (γ2W2, γ1W1). Consequently, statements like “we

think parents’ education is much more important than ability in determining the

level of education that the child receives” are no longer helpful when attempting to

interpret the magnitude of δresid. Put differently: The original goal was to interpret

the separate impacts of observables from unobservables, but using δresid now requires

us to make comparisons of variables that mix both observables and unobservables.
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Summary

Overall, we have shown that relaxing exogenous controls by replacing δorig with δresid

implies that statements about δresid are not statements that compare the magnitude

of selection on unobservables with the magnitude of selection on observables. Instead,

it also requires researchers to make an implicit judgment about endogeneity of the

control variables. This undermines the argument that δresid = 1 is a natural reference

point. Moreover, it implies that researchers may conclude that their results are robust

based on examining δresid, whereas a translation to δorig may instead show that their

results are not robust.

In contrast, our analysis in section 4.3 allows researchers to reason about all

three relevant relationships separately: the endogeneity of the controls via c̄, the

relative magnitudes of selection on unobservables versus on observables via r̄X , and

the relative effects of the covariates on outcomes via r̄Y . Moreover, our first main

result (Theorem 9) does not require any assumptions on c̄ or r̄Y at all, thus allowing

researchers to isolate the impact of selection on unobservables alone on the sensitivity

of their findings.

C.1.3 Other Papers

In this section we briefly show that Krauth’s (2016) and Cinelli and Hazlett’s (2020)

analyses have similar drawbacks as Oster’s (2019). To ease comparisons, here we

translate their definitions into our notation. Suppose for simplicity that W1 and W2

are scalars and that there are no control covariates W0. First consider Krauth (2016).

As in section C.1.2, consider the linear projection of W2 onto (1,W1):

W2 = ρW1 +W⊥W1
2 .
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Also as in section C.1.2, the outcome equation can be written as

Y = βlongX + (γ1 + γ2ρ)W1 + γ2W
⊥W1
2 + Y ⊥X,W1,W2 .

Krauth defines the sensitivity parameter

λ =
corr(X, γ2W

⊥W1
2 )

corr(X, (γ1 + γ2ρ)W1)
. (C.5)

Here we explicitly include the projection of W2 onto W1 in the definition of this sen-

sitivity parameter. Krauth does this implicitly in his notation; see his footnote 1 on

page 119. Compare equation (C.5) with equation (C.2) for Oster’s δresid. Like Oster’s

parameter, Krauth’s λ is a composite sensitivity parameter that depends on three

different underlying relationships. Our discussion of the difficulties of interpreting

Oster’s δresid therefore apply similarly to Krauth’s λ.

Next consider Cinelli and Hazlett (2020). In their section 4.4, they formally

assume exogenous controls and work with two ratio type sensitivity parameters (their

equation (21)),

kX,orig =
R2

X∼W2

R2
X∼W1

and kY,orig =
R2

Y∼W2•X

R2
Y∼W1•X

.

Like Oster (2019) and Krauth (2016), they also suggest that endogenous controls can

be allowed by redefining their sensitivity parameters. Specifically, define

kX,resid =
R2

X∼W
⊥W1
2

R2
X∼W1

and kY,resid =
R2

Y∼W
⊥W1
2 •X

R2
Y∼W1•X

.

They suggest that their theoretical results of section 4.4 derived under the exogenous

controls assumption continue to hold when the controls are endogenous, so long as

we replace W2 with W⊥W1
2 and (kX,orig, kY,orig) with (kX,resid, kY,resid). For brevity,

we focus on the interpretation of kX,resid, although similar remarks apply to kY,resid.
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The following result shows how the original and residualized sensitivity parameters

of Cinelli and Hazlett (2020) are related and is analogous to our Proposition 4 above

in our analysis of Oster (2019). Recall that c = corr(W1,W2).

Proposition 6. Suppose var(W1) = 1 and var(W2) = 1. Suppose corr(X,W1) ̸= 0

and corr(W1,W2) ̸= 1. Then

kX,resid =
1

1− c2

(
corr(X,W2)

corr(X,W1)
− c

)2

.

Proposition 6 shows how to write the residualized sensitivity parameter as a func-

tion of the ratio of the correlation between treatment and the original unobserved

covariate W2 and the correlation between treatment and the observed covariate W1.

Note that

kX,orig =

(
corr(X,W2)

corr(X,W1)

)2

is just the square of this ratio, and hence Proposition 6 relates kX,resid to kX,orig. An

immediate corollary of Proposition 6 is that when exogenous controls holds (c = 0),

kX,resid = kX,orig. However, under endogenous controls (c ̸= 0), these two sensitiv-

ity parameters are generally not the same. Indeed, they can be very different. In

particular, like Oster (2019), Cinelli and Hazlett (2020) discuss using the value 1

as a cutoff for determining robustness. Hence we could use Proposition 6 to draw

a similar figure to C.1 relating these two sensitivity parameters. This implies that,

for many dgps with endogenous controls, these two parameters can lead to different

conclusions about robustness.

Overall, in this subsection we have shown that the residualized versions of

Krauth’s (2016) and Cinelli and Hazlett’s (2020) sensitivity parameters have sim-

ilar drawbacks as Oster’s (2019). Unlike these three papers, our analysis in section

4.3 uses three distinct sensitivity parameters to measure the three relevant relation-
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ships that affect the magnitude of omitted variable bias: the relationship between Y

and (W1,W2), the relationship between treatment X and (W1,W2), and the magni-

tude of control endogeneity. Our results therefore allow users to both reason about

and vary these relationships separately rather than simultaneously.

C.1.4 Proofs

Proof of Proposition 4. We have

δresid =
cov(X,W⊥W1

2 )

var(W⊥W1
2 )

/
cov(X, (γ1 + ρ)W1)

var((γ1 + ρ)W1)

= (γ1 + ρ)
cov(X,W⊥W1

2 )

var(W⊥W1
2 )

/
cov(X,W1)

var(W1)

=
γ1 + ρ

γ1

cov(X,W⊥W1
2 )

var(W⊥W1
2 )

/
cov(X, γ1W1)

var(γ1W1)

=

(
1 +

ρ

γ1

)
δ̃.

Next note that

var(W⊥W1
2 ) = 1− ρ2

since var(W1) = 1 and var(W2) = 1. Also,

cov(X,W⊥W1
2 ) = cov(X,W2)−

ρ

γ1
cov(X, γ1W1).

So

δ̃ =
cov(X,W2)− ρ

γ1
cov(X, γ1W1)

cov(X, γ1W1)

var(γ1W1)

var(W⊥W1
2 )

= δorig
var(W2)

var(W⊥W1
2 )

− ρ

γ1

var(γ1W1)

var(W⊥W1
2 )

=
δorig − ργ1
1− ρ2

.
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Proof of Proposition 5. Let σ12 = cov(W1,W2). Recall that ρ = σ12/σ
2
1. We have

δresid =
cov(X, γ2W

⊥W1
2 )

var(γ2W
⊥W1
2 )

/
cov(X, (γ1 + γ2ρ)W1)

var((γ1 + γ2ρ)W1)

=
(γ1 + γ2ρ)

γ2

cov(X,W⊥W1
2 )

var(W⊥W1
2 )

/
cov(X,W1)

var(W1)

=
(γ1 + γ2σ12/σ

2
1)

γ2

cov(X,W⊥W1
2 )

cov(X,W1)

σ2
1

var(W⊥W1
2 )

=
γ1σ

2
1 + γ2σ12

γ2

cov(X,W⊥W1
2 )

cov(X,W1)

1

var(W⊥W1
2 )

= σ1σ2(r
−1
Y + c)

cov(X,W⊥W1
2 )

cov(X,W1)

1

var(W⊥W1
2 )

.

Next we have

cov(X,W1) = cov(π1W1 + π2W2 +X⊥W1,W2 ,W1)

= π1 var(W1) + π2 cov(W1,W2)

= π1σ
2
1 + π2σ12

= π1σ
2
1 + π2σ2

σ12

σ2

= π1σ
2
1 (1 + rXc)

and

cov(X,W2) = π1 cov(W1,W2) + π2 var(W2)

= π1σ12 + π2σ
2
2

= σ1σ2

(
π1

σ12

σ1σ2

+
π2σ2

σ1

)
= π1σ1σ2(c+ rX).
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So

cov(X,W⊥W1
2 ) = cov(X,W2)− ρ cov(X,W1)

= π1σ1σ2(c+ rX)−
σ12

σ2
1

π1σ
2
1 (1 + rXc)

= π1σ1σ2(c+ rX − c− rXc
2)

= π1σ1σ2rX(1− c2)

and

var(W⊥W1
2 ) = var(W2 − ρW1)

= var(W2) + ρ2 var(W1)− 2 cov(ρW1,W2)

= σ2
2(1− c2).

Hence

δresid = σ1σ2(r
−1
Y + c)

cov(X,W⊥W1
2 )

cov(X,W1)

1

var(W⊥W1
2 )

= σ1σ2(r
−1
Y + c)

π1σ1σ2rX(1− c2)

π1σ2
1 (1 + rXc)

1

σ2
2(1− c2)

=
rX(1 + rY c)

rY (1 + rXc)
.

Proof of Proposition 6. We have

R
X∼W

⊥W1
2

= | corr(X,W⊥W1
2 )|

=

∣∣∣∣∣∣ cov(X,W⊥W1
2 )√

var(X)
√
var(W⊥W1

2 )

∣∣∣∣∣∣
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=
1√

var(X)
√
var(W⊥W1

2 )
|cov(X,W2)− c cov(X,W1)|

=
1√

var(X)
√
var(W⊥W1

2 )

∣∣∣∣ corr(X,W2)
√
var(X)

√
var(W2)

− c · corr(X,W1)
√
varX

√
var(W1)

∣∣∣∣
=

1√
var(W⊥W1

2 )
| corr(X,W2)− c · corr(X,W1)|.

Note also that

var(W⊥W1
2 ) = var(W2 − cW1)

= 1− c2

given the normalizations. Using this and dividing through by RX∼W1 = | corr(X,W1)|

gives

R
X∼W

⊥W1
2

RX∼W1

=
1√

1− c2

∣∣∣∣corr(X,W2)

corr(X,W1)
− c

∣∣∣∣ .
Squaring both sides gives the desired result.

C.2 Generalization to a Vector of Unobserved Co-

variates

In sections 4.2 and 4.3 we assumed W2 was a scalar. In this section we show how to

generalize our analysis to allow for a vector of unobservable covariates. Our approach

in this section is similar to how Altonji et al. (2005) and Oster (2019) allow for vector

unobservables.

Let W̃2 denote the vector of unobservables. Replace equation (4.2) with

X = π′
1W1 + π̃′

2W̃2 +X⊥W1,W̃2 .
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Write

π̃′
2W̃2 =

√
var(π̃′

2W̃2) ·
π̃′
2W̃2√

var(π̃′
2W̃2)

≡ π2 ·W2.

Thus we define π2 to be the standard deviation of the index π̃′
2W̃2 and define W2 to

be the standardized version of this index. All of our technical analysis now applies

using this definition of W2. Importantly, researchers do not need to specify whether

they think W2 is a vector or not a priori; the same technical results hold in both

cases. That said, there are a few important points to keep in mind.

1. By construction, var(W2) = 1. So the normalization assumption A4 continues

to hold.

2. Next we’ll show that this generalization is consistent with our analysis of the

scalar W2 case. Specifically, suppose W̃2 is scalar. Then

π2 =

√
var(π̃2W̃2)

= |π̃2|
√

var(W̃2)

and

W2 =
W̃2√

var(W̃2)

.

Thus W2 is the standardized version of the original unobserved covariate and

π2 is the standardized version of its coefficient. This is precisely the meaning

behind our original normalization assumption A4.

3. Consider A3. Using the above definition of W2, it is equivalent to√
var(π̃′

2W̃2) ≤ r̄X ·
√
var(π′

1W1).
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Thus the interpretation of this assumption does not change when the unobserv-

ables are a vector.

4. Next consider A6, the assumption that ∥ cov(W1,W2)∥Σ−1
obs

≤ c̄. In the vector

unobservable case, W2 is the standardized index variable. So A6 can be inter-

preted as a restriction on the relationship between each observed variable with

this standardized index variable. In particular, we can still write

∥ cov(W1,W2)∥Σ−1
obs

=
√

R2
π̃′
2W̃2∼W1

,

the square root of the R-squared from the regression of the index of unobserv-

ables π̃′
2W̃2 on the vector of observables W1.

5. Consider the following two regressions:

(a) OLS of Y on (1, X,W1, W̃2). Denote the coefficient on X by βlong,vec. Let

(γ1,vec, γ2,vec) denote the coefficients on (W1, W̃2).

(b) OLS of Y on (1, X,W1, π̃
′
2W̃2). Denote the coefficient on X by βlong,index.

Let (γ1,index, γ2,index) denote the coefficients on (W1, π̃
′
2W̃2).

Then we have βlong,vec = βlong,index. To see this, by definition of (π1, π̃2) as linear

projection coefficients, we have

X = π′
1W1 + π̃′

2W̃2 +X⊥W1,W̃2 .

Consequently, the coefficients on (W1, π̃
′
2W̃2) from a linear projection of X on

(1,W1, π̃
′
2W̃2) are (π1, 1). That is, we can write

X = π′
1W1 + 1 · (π̃′

2W̃2) +X⊥W1,π̃′
2W̃2 .

This implies that X⊥W1,W̃2 = X⊥W1,π̃′
2W̃2 . Hence, by the FWL theorem,

βlong,vec =
cov(Y,X⊥W1,W̃2)

var(X⊥W1,W̃2)
=

cov(Y,X⊥W1,π̃′
2W̃2)

var(X⊥W1,π̃′
2W̃2)

= βlong,index.
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This shows that the definition of the parameter of interest, βlong, does not

depend on whether W2 is a vector or a scalar.

6. Finally, we discuss the interpretation of A5. Unlike the previous result, it is

generally the case that

√
var(γ′2,vecW̃2) ̸=

√
var(γ2,indexW2) and

√
var(γ′1,vecW1) ̸=

√
var(γ′1,indexW1).

Hence it is important to keep in mind that A5 is an assumption on the index

version of the regression. That is, this assumption says

√
var(γ2,indexW2) ≤ r̄X ·

√
var(γ′

1,indexW1).

So it is a comparison of the impact of the index W2 on outcomes relative to

the vector of covariates W1. Note that this point only applies when using the

sensitivity parameter r̄Y . It is not relevant when applying our first two main

results, Theorems 9 and 10.

Overall, our approach to allowing for a vector of unobservables does not change how

researchers use our technical results. Instead, it only requires a slight adjustment to

the interpretation of assumptions A5 and A6.

C.3 Proofs for Section 4.2

In the following proofs, let L(A | B) denote the linear projection of the scalar random

variable A on the random column vector B, defined as

L(A | B) = E(AB′)E(BB′)−1B.

Also note that

L(A | 1, B) = cov(A,B) var(B)−1B + k
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where k = E(A) − cov(A,B) var(B)−1E(B) is a constant. Finally, recall that we

define

A⊥B = A− cov(A,B) var(B)−1B

as the random component of this projection. This allows us to decompose A =

ρ′B + A⊥B where ρ′ = cov(A,B) var(B)−1, and where A⊥B is uncorrelated with all

components of B.

Proof of Theorem 8.

Part 1. We first show that βlong = βmed. By the FWL theorem,

βmed =
cov(Y,X⊥W1)

var(X⊥W1)
.

By the no selection on unobservables assumption A2 (π2 = 0) and hence

X = π′
1W1 +X⊥W .

From this equation we have cov(X,W1) = π′
1 var(W1). Hence

X⊥W1 = X − cov(X,W1) var(W1)
−1W1

= X − π′
1W1

= X⊥W .

Next, write

Y = βlongX + γ′
1W1 + γ2W2 + Y ⊥X,W

= βlong(π
′
1W1 +X⊥W ) + γ′

1W1 + γ2W2 + Y ⊥X,W .

So

cov(Y,X⊥W1) = cov(Y,X⊥W )

= cov(βlong(π
′
1W1 +X⊥W ) + γ′

1W1 + γ2W2 + Y ⊥X,W , X⊥W )
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= βlong var(X
⊥W ) + cov(Y ⊥X,W , X⊥W )

= βlong var(X
⊥W1) + cov(Y ⊥X,W , X − π′

1W1)

= βlong var(X
⊥W1).

Thus

βlong =
cov(Y,X⊥W1)

var(X⊥W1)

as desired.

Part 2. Next we’ll show that the identified set for γ1 is Rd1 . To show this, fix

g1 ∈ Rd1 . We will construct a joint distribution of (W2,W1, X, Y ) that is consistent

with (a) the population distribution of observables (Y,X,W1), (b) assumptions A1

and A2, and (c) equation (4.1) holding with γ1 = g1.

Part 2(i): Construction of (W2,W1, X, Y ) joint distribution.

First we derive some useful expressions that we often use below. Under A1 and

A2, we have

π1 = var(W1)
−1 cov(W1, X)

and

βlong =
cov(Y,X⊥W1)

var(X⊥W1)

=
cov(Y,X)− cov(Y,W1)π1

var(X)− cov(X,W1)π1

.

where the last line follows by substituting X⊥W1 = X − π′
1W1.

Next, since we want to ensure that equation (4.1) holds with γ1 = g1 for our

constructed joint distribution of (W2,W1, X, Y ), we start by finding values g2 ∈ R

and c ∈ Rd1 such that

cov(W1, Y ) = βlong cov(W1, X) + var(W1)g1 + g2c. (C.6)
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This equation is the covariance of W1 with equation (4.1) where the coefficients

are (βlong, g1, g2) and where c = cov(W1,W2). For any fixed g1, equation (C.6) has

multiple solutions (g2, c). Note that g2 ̸= 0 by assumption A1. We will select specific

solutions (g2, c) below.

For any choice of (g2, c), define the (1 + d1 + 2)× (1 + d1 + 2) matrix

Σ(g2, c) =


1 c′ π′

1c βlongπ
′
1c+ g′1c+ g2

c var(W1) cov(W1, X) cov(W1, Y )
π′
1c cov(X,W1) var(X) cov(X, Y )

βlongπ
′
1c+ g′1c+ g2 cov(Y,W1) cov(Y,X) var(Y )

 .

Note that the bottom right (d1 + 2)× (d1 + 2) block corresponds to var(W1, X, Y ) ∈

R(d1+2)×(d1+2), a known variance matrix. The top row of Σ(g2, c) corresponds to

W2. Overall, we will think of this matrix as a covariance matrix for (W2,W1, X, Y ).

Specifically, we will show that for a fixed g1 ∈ Rd1 , and for a pair of values (g∗2, c
∗)

that satisfy equation (C.6), the matrix Σ(g∗2, c
∗) is positive definite. Then we show

how to use this matrix to construct W2 in a way that is consistent with the above

equations and assumptions.

To check whether a matrix is positive definite, we use Sylvester’s criterion. It

states that a matrix is positive definite if and only if all its leading principal minors

have positive determinants. First, we show that the (1 + d1)× (1 + d1) matrix

Σ2(c) =

(
1 c′

c var(W1)

)
is positive definite. By symmetry, Σ2(c) is positive definite if and only if(

var(W1) c
c′ 1

)
is positive definite. By A1, var(W1) is positive definite. By another application of

Sylvester’s criterion we then know that(
var(W1) c

c′ 1

)
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is positive definite if and only if its determinant is positive. By the determinant

formula for partitioned matrices, this determinant equals

det

(
var(W1) c

c′ 1

)
= det(var(W1)) ·

(
1− c′ var(W1)

−1c
)
.

Notice that 1 = var(W2) and c′ var(W1)
−1 will be the coefficient

cov(W2,W1) var(W1)
−1 in L(W2 | 1,W1) for the (W2,W1) distribution we are

constructing. det(var(W1)) > 0 by A1. Next consider the term in parentheses. By

equation (C.6), it is positive if

c′ var(W1)
−1c =

1

g22
(cov(Y,W1)− βlong cov(X,W1)− g′1 var(W1))

· var(W1)
−1 (cov(W1, Y )− βlong cov(W1, X)− var(W1)g1)

< 1

or, equivalently, if

g22 > (cov(Y,W1)− βlong cov(X,W1)− g′1 var(W1))

var(W1)
−1 (cov(W1, Y )− βlong cov(W1, X)− var(W1)g1)

≡ L(g1).

Thus the first (1+d1) leading principal minors are positive definite when g22 > L(g1).

Second, define the (2 + d1)× (2 + d1) matrix

Σ3(c) =

 1 c′ π′
1c

c var(W1) cov(W1, X)
π′
1c cov(X,W1) var(X)

 .

This is the next leading principal minor of Σ(g2, c). We will show its determinant is

also positive when g22 > L(g1). By the partitioned matrix determinant formula,

det(Σ3(c)) = det(Σ2(c)) ·
(
var(X)−

(
π′
1c cov(X,W1)

)
Σ2(c)

−1

(
π′
1c

cov(X,W1)

))
.
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Note that (
π′
1c cov(X,W1)

)
Σ2(c)

−1

will be the coefficient
(
cov(X,W2) cov(X,W1)

)
var(W2,W1)

−1 in L(X | 1,W1,W2)

for the distribution of (X,W1,W2) we are constructing. We have already shown that

det(Σ2(c)) > 0 when g22 > L(g1). So consider the term in parentheses:

var(X)−
(
π′
1c cov(X,W1)

)
Σ2(c)

−1

(
π′
1c

cov(X,W1)

)

= var(X)− 1

1− c′ var(W1)−1c

(
π′
1c cov(X,W1)

)
·
(

1 −c′ var(W1)
−1

− var(W1)
−1c var(W1)

−1(1− c′ var(W1)
−1c) + var(W1)

−1cc′ var(W1)
−1

)

·
(

π′
1c

cov(W1, X)

)

= var(X)− 1

1− c′ var(W1)−1c

(
π′
1c cov(X,W1)

)
·
(

π′
1c− π′

1c
−(π′

1c) var(W1)
−1c+ (1− c′ var(W1)

−1c)π1 + var(W1)
−1cc′π1

)

= var(X)− 1

1− c′ var(W1)−1c

(
π′
1c cov(X,W1)

)( 0
(1− c′ var(W1)

−1c)π1

)

= var(X)− cov(X,W1) var(W1)
−1 cov(W1, X)

= var(X⊥W1)

> 0.

The first line follows by the partitioned inverse formula and by g22 > L(g1) (which

we showed is equivalent to c′ var(W1)
−1c < 1). The second and fourth lines follow by

the definition of π1. The last line follows by A1.

Finally, we compute the determinant of Σ(g2, c) itself. By the partitioned matrix
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determinant formula, it equals

det(Σ(g2, c))

= det(Σ3(c))var(Y )−
(
βlongπ

′
1c+ g′1c+ g2 cov(Y,W1) cov(Y,X)

)
Σ3(c)

−1

βlongπ
′
1c+ g′1c+ g2

cov(W1, Y )
cov(Y,X)

 .

Note that (
βlongπ

′
1c+ g′1c+ g2 cov(Y,W1) cov(Y,X)

)
Σ3(c)

−1

will be the coefficient

(
cov(Y,W2) cov(Y,W1) cov(Y,X)

)
Σ3(c)

−1

in L(Y | 1,W2,W1, X) for the distribution of (Y,W2,W1, X) we are constructing. We

have already shown that det(Σ3(c)) > 0 when g22 > L(g1). We finish by showing

that the second term in the expression for det(Σ(g2, c)) is positive so long as (g1, g2)

satisfies one additional constraint. Specifically, we compute

var(Y )−
(
βlongπ

′
1c+ g′1c+ g2 cov(Y,X) cov(Y,W1)

)
Σ3(c)

−1

βlongπ
′
1c+ g′1c+ g2

cov(Y,X)
cov(W1, Y )


= var(Y )− β2

long var(X) + g′1 var(W1)g1 + 2βlongg
′
1 cov(W1, X)

− 2βlongπ
′
1 cov(W1, Y )− 2g′1 cov(W1, Y ) + 2β2

longπ
′
1 cov(W1, X)− g22 (C.7)

≡ U(g1)− g22.

Thus this determinant is positive if g22 < U(g1).

Putting all of these results together, by Sylvester’s criterion, we have shown that

Σ(g2, c) is positive definite whenever g2 satisfies L(g1) < g22 < U(g1). To show there

exists such a g2 ∈ R, we show that 0 ≤ L(g1) < U(g1) for all g1 ∈ R. To see this, first

note that L(g1) is a quadratic and var(W1) is positive definite, so that L(g1) ≥ 0 for

all g1 ∈ R. To see that L(g1) < U(g1) for all g1 ∈ R, note that

U(g1)− L(g1)
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= var(Y )− β2
long var(X) + g′1 var(W1)g1 + 2βlongg

′
1 cov(W1, X)

− 2βlongπ
′
1 cov(W1, Y )− 2g′1 cov(W1, Y ) + 2β2

longπ
′
1 cov(W1, X)

− (cov(Y,W1)− βlong cov(X,W1)− g′1 var(W1)) var(W1)
−1

(
cov(W1, Y )

− βlong cov(W1, X)− var(W1)g1

)

= var(Y )− β2
long var(X) + g′1 var(W1)g1 + 2βlongg

′
1 cov(W1, X)

− 2βlongπ
′
1 cov(W1, Y )− 2g′1 cov(W1, Y ) + 2β2

longπ
′
1 cov(W1, X)

− cov(Y,W1) var(W1)
−1 cov(W1, Y )− β2

longπ
′
1 cov(W1, X)− g′1 var(W1)g1

+ 2βlong cov(Y,W1)π1 + 2 cov(Y,W1)g1 − 2βlong cov(X,W1)g1

= var(Y )− β2
long var(X) + β2

longπ
′
1 cov(W1, X)− cov(Y,W1) var(W1)

−1 cov(W1, Y )

= var(Y ) +

(
cov(Y,X)− cov(Y,W1)π1

var(X)− cov(X,W1)π1

)2

(π′
1 cov(W1, X)− var(X))

− cov(Y,W1) var(W1)
−1 cov(W1, Y )

= var(Y )− cov(Y,X⊥W1)2

var(X⊥W1)
− cov(Y,W1) var(W1)

−1 cov(W1, Y )

=
1

var(X⊥W1)
(var(Y ) var(X⊥W1)− cov(Y,X⊥W1)2

− cov(Y,W1) var(W1)
−1 cov(W1, Y ) var(X⊥W1))

=
1

var(X⊥W1)

(
var(Y ⊥W1) var(X⊥W1)− cov(Y,X⊥W1)2

)
=

1

var(X⊥W1)

(
var(Y ⊥W1) var(X⊥W1)− cov(Y ⊥W1 , X⊥W1)2

)
> 0.

The second line follows by distributing terms and using our equation for π1. The last

inequality follows from the Cauchy-Schwarz inequality and A1, which ensures that
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the inequality is strict. Also note that var(X⊥W1) > 0 by A1.

Therefore, let g∗2 satisfy g∗22 ∈ (L(g1), U(g1)) and

c∗ =
cov(W1, Y )− βlong cov(W1, X)− var(W1)g1

g∗2
.

Then Σ(g∗2, c
∗) is positive definite and hence a valid covariance matrix.

We next use this matrix to construct the unobservable W2. Here and below

we use the following notation: For any symmetric positive definite matrix A, let

A = Chol(A)Chol(A)′ denote its unique Cholesky decomposition, where Chol(A) is

a lower triangular matrix. Returning to our problem, let

W̃1

X̃

Ỹ

 = Chol(var(W1, X, Y )−1)′

W1

X
Y



denote the whitened vector of observables (W1, X, Y ). Note that var(W̃1, X̃, Ỹ ) = I.

Next, let W̃2 be a unit variance random variable that is uncorrelated with (W̃1, X̃, Ỹ ).

Then we define 
W2

W1

X
Y

 = Chol(Σ(g∗2, c
∗))′


W̃2

W̃1

X̃

Ỹ

 ,

which undoes the whitening. That is, var(W2,W1, X, Y ) = Σ(g∗2, c
∗). Thus we have

constructed a joint distribution of (W2,W1, X, Y ). Finally, we can use this distribu-

tion to define the residuals

Y ⊥X,W = Y − βlongX + g′1W1 + g∗2W2 and X⊥W = X − π′
1W1.

Part 2(ii): This distribution is consistent with the distribution of (Y,X,W1).
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By definition, the marginal distribution of (W1, X, Y ) from the joint distribution

of (W2,W1, X, Y ) that we have constructed equals the marginal distribution of the

observed (W1, X, Y ). This follows since our construction leaves (W1, X, Y ) unchanged

due to the lower triangular structure of Chol(Σ(g∗2, c
∗)) and Chol(var(W1, X, Y )−1).

Part 2(iii): This distribution is consistent with A1 and A2 and with equa-

tion (4.1) where γ1 = g1.

Checking A1. By definition, the covariance matrix of (W2,W1, X, Y ) is Σ(g∗2, c
∗),

which is positive definite. Therefore A1 holds.

Checking that equation (4.1) holds with γ1 = g1. By construction, equation (C.6)

holds at (g1, g
∗
2, c

∗):

cov(W1, Y ) = βlong cov(W1, X) + var(W1)g1 + g∗2c
∗.

Using our expression for βlong, we have that that

cov(Y,X) = βlong var(X
⊥W1) + cov(Y,W1)π1

= βlong var(X
⊥W1) + π′

1(βlong cov(W1, X) + var(W1)g1 + g∗2c
∗)

= βlong var(X) + g′1 var(W1)π1 + g∗2π
′
1c

∗.

Directly from Σ(g∗2, c
∗), we have that cov(Y,W2) = βlongπ

′
1c

∗+g′1c
∗+g∗2. We use these

to calculate

L(Y | 1, X,W )

=
(
cov(Y,W2) cov(Y,X) cov(Y,W1)

)
·

 1 π′
1c

∗ c∗′

π′
1c

∗ var(X) cov(X,W1)
c∗ cov(W1, X) var(W1)

−1W2

X
W1

+ const.

=

 βlongπ
′
1c

∗ + g′1c
∗ + g∗2

βlong var(X) + g′1 var(W1)π1 + g∗2π
′
1c

∗

βlongπ
′
1 var(W1) + g′1 var(W1) + g∗2c

∗′

′
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·

 1 π′
1c

∗ c∗′

π′
1c

∗ var(X) cov(X,W1)
c∗ cov(W1, X) var(W1)

−1W2

X
W1

+ const.

= βlongX + g′1W1 + g∗2W2 + const. (C.8)

Checking A2. From the definition of Σ(g∗2, c
∗), we have that cov(X,W2) = π′

1c
∗.

Using this, we we next show that π2 = 0. We have

L(X | 1,W )

=
(
cov(X,W2) cov(X,W1)

)( 1 c∗′

c∗ var(W1)

)−1(
W2

W1

)
+ const.

=
(
π′
1c

∗ π′
1 var(W1)

) 1

1− c∗′ var(W1)−1c∗

·
(

1 −c∗′ var(W1)
−1

− var(W1)
−1c∗ var(W1)

−1(1− c∗′ var(W1)
−1c∗) + var(W1)

−1c∗c∗′ var(W1)
−1

)

·
(
W2

W1

)
+ const.

= 0 ·W2 + π′
1W1 + const.

Thus we see that equation (4.2) holds with π2 = 0. This concludes the proof.

C.4 The Identified Set For βlong With Fixed

(r̄X , r̄Y , c̄)

In this appendix we characterize the identified set for βlong, the coefficient on X in the

long regression of Y on (1, X,W1,W2), under assumptions A3–A6 hold. That is, we

use information from all three sensitivity parameters to learn about βlong (Theorem

13 below). This is an important preliminary step in deriving our main results in

section 4.3.2.
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C.4.1 Statement of the Result

Before stating the result, we define some notation. Let

A(rX , rY , c, π1) =

(
var(X) cov(X,W1)

(var(W1) + cr′X + rY c
′ + rY r

′
X)π1 var(W1) + rY c

′

)
and

Π1(rX , c) = {p1 ∈ Rd1 : cov(X,W1) = p′1 (var(W1) + rXc
′)}.

Define

B(rX , rY , c) =

b ∈ R : Equations (C.10)–(C.13) hold

for some p1 ∈ Π1(rX , c) and some g1 ∈ Rd1

 (C.9)

where these equations are

cov
(
Y, (X,W1)

)
=
(
b g′1

)
A(rX , rY , c, p1) (C.10)

var(Y ) > b2 var(X) + g′1 (var(W1) + rY r
′
Y + 2rY c

′) g1 (C.11)

+ 2bp′1(var(W1) + rXc
′ + cr′Y + rXr

′
Y )g1

var(X) > p′1(var(W1) + 2rXc
′ + rXr

′
X)p1 (C.12)

1 > c′ var(W1)
−1c. (C.13)

We can now state the result.

Theorem 13. Suppose the joint distribution of (Y,X,W1) is known. Suppose A1

holds. Suppose A3–A6 hold. Then the identified set for βlong is

BI(r̄X , r̄Y , c̄) =
⋃

(rX ,rY ,c):∥rX∥
Σ−1
obs

≤r̄X ,∥rY ∥
Σ−1
obs

≤r̄Y ,∥c∥
Σ−1
obs

≤c̄

B(rX , rY , c). (C.14)

Remark 5. The following alternative characterization of the set B(rX , rY , c) will

sometimes be useful:

B(rX , rY , c) = {b ∈ R : the below six equations hold for some (p1, g1) ∈ R2d1}
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where

cov(Y,X) = b var(X) + g′1(var(W1) + cr′X + rY c
′ + rY r

′
X)p1

cov(Y,W1) = b cov(X,W1) + g′1(var(W1) + rY c
′)

cov(X,W1) = p′1(var(W1) + rXc
′)

var(Y ) > b2 var(X) + g′1 (var(W1) + rY r
′
Y + 2rY c

′) g1 + 2b(cov(Y,X)− b var(X))

var(X) > p′1(var(W1) + 2rXc
′ + rXr

′
X)p1

1 > c′ var(W1)
−1c.

C.4.2 Proofs

We use the following lemma to prove Theorem 13.

Lemma 4.

1. A3 is equivalent to the following statement: There exists an rX ∈ Rd1 such that

π2 = r′Xπ1 and ∥rX∥Σ−1
obs

≤ r̄X .

2. A5 is equivalent to the following statement: There exists an rY ∈ Rd1 such that

γ2 = r′Y γ1 and ∥rY ∥Σ−1
obs

≤ r̄Y .

Proof of Lemma 4. We start with part 1. First, suppose A3 holds. If π1 = 0, then

this trivially holds by setting rX = 0. Suppose π1 ̸= 0. Then let

rX =
π2

∥π1∥2Σobs

Σobsπ1.

We can see that

r′Xπ1 =
π2

∥π1∥2Σobs

π′
1Σobsπ1

=
π2

∥π1∥2Σobs

· ∥π1∥2Σobs
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= π2.

Also,

∥rX∥Σ−1
obs

=

∣∣∣∣ π2

∥π1∥2Σobs

∣∣∣∣ · ∥Σobsπ1∥Σ−1
obs

=

∣∣∣∣ π2

∥π1∥2Σobs

∣∣∣∣√π′
1ΣobsΣ

−1
obsΣobsπ1

=
|π2|

∥π1∥Σobs

≤ r̄X .

The first line follows by the definition of rX . The last line follows by A3. Hence A3

implies the first statement in the lemma.

Next assume the first statement in the lemma holds. Recall that for any symmetric

positive definite matrix A, we let A = Chol(A)Chol(A)′ denote its unique Cholesky

decomposition, where Chol(A) is a lower triangular matrix. Then

|π2| = |r′Xπ1|

= |r′XChol(Σobs)
−1Chol(Σobs)π1|

≤ ∥r′XChol(Σobs)
−1∥ · ∥Chol(Σobs)π1∥

= ∥rX∥Σ−1
obs
∥π1∥Σobs

≤ r̄X∥π1∥Σobs
.

The first inequality follows from the Cauchy Schwarz ienquality. The second inequal-

ity is assumed in the first statement of the lemma. Therefore A3 holds.

The proof of part 2 is analogous to the proof of part 1.

Proof of Theorem 13. We prove this result in two parts. First we show that the true

value of βlong is in BI(r̄X , r̄Y , c̄). Second we show sharpness: Any b in BI(r̄X , r̄Y , c̄) is

consistent with the distribution of the observables and the model assumptions.

199



Part 1 (Outer set). By A3 and A5, Lemma 4 implies that there exists rX , rY ∈ Rd1

such that π2 = r′Xπ1 and γ2 = r′Y γ1 with ∥rX∥Σ−1
obs

≤ r̄X and ∥rY ∥Σ−1
obs

≤ r̄Y . Let

c = cov(W1,W2) denote the true covariance between the observed covariates and the

unobserved covariate W2. Note that ∥c∥Σ−1
obs

≤ c̄ holds by A6. By the definition of

BI(r̄X , r̄Y , c̄), it therefore suffices to show that βlong ∈ B(rX , rY , c) for these values of

(rX , rY , c).

We have

cov(X,W1)
(1×d1)

= cov(π′
1W1 + π2W2 +X⊥W ,W1)

= π′
1 var(W1) + π2 cov(W1,W2)

′

= π′
1 var(W1) + (π′

1rX)c
′

= π′
1(var(W1) + rXc

′).

Thus π1 ∈ Π1(rX , c). Similarly,

cov(X,W2) = cov(π′
1W1 + π2W2 +X⊥W ,W2)

= π′
1 cov(W1,W2) + π2 var(W2)

= π′
1c+ π′

1rX

= π′
1(c+ rX).

We used var(W2) = 1 in the third line. Next consider

cov(Y,X) = cov(βlongX + γ′
1W1 + γ2W2 + Y ⊥X,W , X)

= βlong var(X) + γ′
1 cov(W1, X) + γ2 cov(W2, X)

= βlong var(X) + γ′
1(var(W1) + cr′X)π1 + γ′

1rY (c+ rX)
′π1

= βlong var(X) + γ′
1(var(W1) + cr′X + rY c

′ + rY r
′
X)π1

and

cov(Y,W1)
(1×d1)

= cov(βlongX + γ′
1W1 + γ2W2 + Y ⊥X,W ,W1)

200



= βlong cov(X,W1) + γ′
1 var(W1) + γ2 cov(W2,W1)

= βlong cov(X,W1) + γ′
1 var(W1) + (γ′

1rY )c
′

= βlong cov(X,W1) + γ′
1(var(W1) + rY c

′).

These two results imply that

cov(Y, (X,W1)) =
(
βlong γ′

1

)
A(rX , rY , c, π1).

So equation (C.10) holds at the true βlong with (p1, g1) = (π1, γ1). Next we verify

that the inequalities in equations (C.11), (C.12), and (C.13) also hold at the true

βlong with (p1, g1) = (π1, γ1).

1. Consider inequality (C.11). By A1, var(Y ⊥X,W ) > 0. By equation (4.1), L(Y |

1, X,W1,W2) = Xβlong + γ′
1W1 + γ2W2 + const., since Y ⊥X,W is uncorrelated

with (X,W ). Therefore,

var(Y ) = var(L(Y | 1, X,W1,W2)) + var(Y ⊥X,W )

> var(L(Y | 1, X,W1,W2))

= var(Xβlong + γ′
1W1 + γ2W2)

= β2
long var(X) + γ′

1 var(W1)γ1 + γ2
2

+ 2βlongγ
′
1 cov(W1, X) + 2βlongγ2 cov(X,W2) + 2γ′

1 cov(W1,W2)γ2

= β2
long var(X) + γ′

1 var(W1)γ1 + (r′Y γ1)
2

+ 2βlongγ
′
1(var(W1) + cr′X)π1 + 2βlong(r

′
Y γ1)π

′
1(c+ rX) + 2γ′

1cr
′
Y γ1

= β2
long var(X) + γ′

1 (var(W1) + rY r
′
Y + 2cr′Y ) γ1

+ 2βlongπ
′
1(var(W1) + rXc

′ + (c+ rX)r
′
Y )γ1

Hence inequality (C.11) holds.
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2. Consider inequality (C.12). By A1, var(X⊥W ) > 0. By equation (4.2),

L(X | 1,W1,W2) = π′
1W1 + π2W2 + const., since X⊥W is uncorrelated with

W . Therefore,

var(X) > var(L(X | 1,W1,W2))

= var(π′
1W1 + π2W2)

= π′
1 var(W1) + 2π′

1cπ2 + π2
2

= π′
1 var(W1) + 2π′

1cr
′
Xπ1 + (π′

1rX)(r
′
Xπ1)

= π′
1(var(W1) + 2cr′X + rXr

′
X)π1.

Hence inequality (C.12) holds.

3. Consider inequality (C.13). We have

c′ var(W1)
−1c = cov(W2,W1) var(W1)

−1 cov(W1,W2)

= R2
W2∼W1

< 1.

The last line follows by A1. Hence inequality (C.13) holds.

Putting all of these results together we have shown that βlong ∈ B(rX , rY , c) and

therefore βlong ∈ BI(r̄X , r̄Y , c̄).

Part 2 (Sharpness). Let b ∈ BI(r̄X , r̄Y , c̄). We will construct a joint distribu-

tion for (Y,X,W1,W2) for which βlong = b and which is consistent with all of our

assumptions and the observed distribution of (Y,X,W1).

Part 1: Constructing a covariance matrix. Since b ∈ BI(r̄X , r̄Y , c̄), let

(rX , rY , c) be such that b ∈ B(rX , rY , c), ∥rX∥Σ−1
obs

≤ r̄X , ∥rY ∥Σ−1
obs

≤ r̄Y , and ∥c∥Σ−1
obs

≤

c̄. Using the definition of B(rX , rY , c), let (p1, g1) ∈ Π1(rX , c)× Rd1 be such that

cov(Y, (X,W1)) =
(
b g′1

)
A(rX , rY , c, p1).
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Define γ1 = g1, π1 = p1, γ2 = r′Y γ1, and π2 = r′Xπ1. By Lemma 4, this implies that

A3 and A5 hold.

Next we construct a random variable W2 together with (W1, X, Y ) such that A1,

A4, and A6 hold, and such that equations (4.1) and (4.2) hold. To do so, define the

matrix

Σ =


1 c′ p′1(c+ rX) bp′1(c+ rX) + g′1(c+ rY )
c var(W1) cov(W1, X) cov(W1, Y )

p′1(c+ rX) cov(X,W1) var(X) cov(X,Y )
bp′1(c+ rX) + g′1(c+ rY ) cov(Y,W1) cov(Y,X) var(Y )

 .

Note that the bottom right (d1 + 2)× (d1 + 2) block is var(W1, X, Y ), the variance

matrix of (W1, X, Y ). We next show that Σ is positive definite. To do this, we apply

Sylvester’s criterion as in the proof of Theorem 8. First, we show that (1+d1)×(1+d1)

matrix

Σ2 =

(
1 c′

c var(W1)

)
is positive definite. Repeating the arguments from part 2(i) of the proof of Theorem

8, Σ2 is positive definite if and only if c′ var(W1)
−1c < 1. This inequality holds by

equation (C.13).

Next consider the (1+ d1+1)× (1+ d1+1) leading principal minor of Σ. Denote

it by Σ3. By the formula for determinants of partitioned matrices, it has determinant

equal to

det(Σ3) = det

 1 c′ (c+ rX)′p1
c var(W1) (var(W1) + cr′X)p1

p′1(c+ rX) p′1(var(W1) + rXc′) var(X)


= det(Σ2) ·

(
var(X)−

(
p′1(c+ rX) p′1(var(W1) + rXc′)

)
Σ−1

2

(
(c+ rX)′p1

(var(W1) + cr′X)p1

))

= det(Σ2) ·
(
var(X)−

(
p′1rX p′1

)( (c+ rX)′p1
(var(W1) + cr′X)p1

))
= det(Σ2) · (var(X)− p′1 (rXr′X + rXc′ + cr′X + var(W1)) p1)

= det(Σ2) · (var(X)− p′1 (rXr′X + 2rXc′ + var(W1)) p1)
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> 0.

In the first line we used the formula for cov(X,W1) that we derived earlier. In the

third line we used

Σ−1
2 =

1

1− c′ var(W1)−1c

·
(

1 −c′ var(W1)
−1

− var(W1)
−1c var(W1)

−1(1− c′ var(W1)
−1c) + var(W1)

−1cc′ var(W1)
−1

)

and

1

1− c′ var(W1)−1c

(
p′1(c+ rX) p′1(var(W1) + rXc

′)
)

·
(

−c′ var(W1)
−1

var(W1)
−1(1− c′ var(W1)

−1c) + var(W1)
−1cc′ var(W1)

−1

)
= p′1.

The fifth line uses p′1(cr
′
X)p1 = p′1(rXc

′)p1. The last line follows since we already

showed that det(Σ2) > 0, and from inequality (C.12), assumed in the definition of

B(rX , rY , c).

Finally, the determinant of the entire matrix is

det(Σ) = det(Σ3) ·

var(Y )−

 bp′1(c+ rX) + g′1(c+ rY )
b cov(X,W1) + g′1(var(W1) + rY c

′)
b var(X) + g′1(var(W1) + cr′X + rY c

′ + rY r
′
X)p1

′

 1 c′ (c+ rX)′p1
c var(W1) (var(W1) + cr′X)p1

p′1(c+ rX) p′1(var(W1) + rXc′) var(X)

−1

 b(c+ rX)′p1 + (c+ rY )
′g1

b cov(W1, X) + (var(W1) + cr′Y )g1
b var(X) + g′1(var(W1) + cr′X + rY c

′ + rY r
′
X)p1



= det(Σ3) ·

var(Y )−
(
g′1rY g′1 b

) b(c+ rX)′p1 + (c+ rY )
′g1

b(var(W1) + cr′X)p1 + (var(W1) + cr′Y )g1
b var(X) + g′1(var(W1) + cr′X + rY c

′ + rY r
′
X)p1



= det(Σ3) ·
(
var(Y )− (b2 var(X) + g′1 var(W1)g1
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+ 2bp′1(var(W1) + rXc′)g1 + (g′1rY )
2 + 2bg′1rY p

′
1(c+ rX) + 2g′1rY g

′
1c)
)

> 0.

The first line follows since Σ3 is invertible and by the determinant formula for

partitioned matrices. The second line follows by similar calculations as earlier. The

last line follows since we have already shown that det(Σ3) > 0, and from inequality

(C.11) in the definition of B(rX , rY , c). Thus the matrix Σ is positive definite by

Sylvester’s Criterion.

Part 2: Constructing the joint distribution of (Y,X,W1,W2). LetW̃1

X̃

Ỹ

 = Chol(var(W1, X, Y )−1)′

W1

X
Y


denote the whitened vector of observables (W1, X, Y ). Let W̃2 be a random variable

that has unit variance and is uncorrelated with (W̃1, X̃, Ỹ ). Define


W2

W1

X
Y

 = Chol(Σ)′


W̃2

W̃1

X̃

Ỹ

 ,

which undoes the whitening. This equation defines a joint vector of random variables

(W2,W1, X, Y ).

Part 3: Verifying consistency with the data. This random vector has

variance matrix Σ. Moreover, it leaves (W1, X, Y ) unchanged due to the triangular

structure of Chol(Σ) and Chol(var(W1, X, Y )−1). Therefore the (W1, X, Y ) marginal

distribution is the same as the observed data.

Part 4: Verifying consistency with the assumptions. We already showed

that A3 and A5 hold. A4 holds by definition of W2. Next note that the constructed
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(W2,W1, X, Y ) are not perfectly multicollinear as their variance matrix is positive

definite. Therefore A1 holds. A6 holds by cov(W1,W2) = c and ∥c∥Σ−1
obs

≤ c̄.

Finally, we show that this distribution of (W2,W1, X, Y ) together with

(b, p1, g1, rX , rY , c) imply a distribution for (Y ⊥X,W , X⊥W ) such that equations (4.1)

and (4.2) hold with the correct coefficients. Specifically, let

Y ⊥X,W = Y − bX − g′1W1 − r′Y g1W2

and

X⊥W = X − p′1W1 − r′Xp1W2.

We next verify that Y ⊥X,W andX⊥W are uncorrelated with (X,W1,W2) and (W1,W2)

respectively. We start by calculating the covariances of Y ⊥X,W and (X,W1,W2).

First,

cov(Y ⊥X,W , X) = cov(Y − bX − g′1W1 − γ2W2, X)

= cov(Y,X)− b var(X)− cov(X,W1)g1 − r′Y g1p
′
1(rX + c)

= (b var(X) + g′1(var(W1) + cr′X + rY c
′ + rY r

′
X)p1)

− b var(X)− g′1(var(W1) + cr′X)p1 − g′1(rY r
′
X + rY c

′)p1

= 0.

The third equality follows from the equation cov(Y, (X,W1)) =(
b g′1

)
A(rX , rY , c, p1).

Next,

cov(Y ⊥X,W ,W1)

= cov(Y − bX − g′1W1 − γ2W2,W1)

= cov(Y,W1)− b cov(X,W1)− g′1 var(W1)− r′Y g1c
′

=
(
b cov(X,W1) + g′1(var(W1) + rY c

′)
)
− b cov(X,W1)− g′1 var(W1)− g′1rY c

′

= 0.
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The third equality also follows from the equation cov(Y, (X,W1)) =(
b g′1

)
A(rX , rY , c, p1). Similarly,

cov(Y ⊥X,W ,W2) = cov(Y − bX − g1W1 − γ2W2,W2)

= cov(Y,W2)− b cov(X,W2)− g′1c− r′Y g1

= (bp′1(c+ rX) + g′1(c+ rY ))− bp′1(c+ rX)− g′1c− g′1rY

= 0.

The second line uses var(W2) = 1. The third line substitutes the values of cov(Y,W2)

and cov(X,W2) from Σ, the variance matrix for our constructed distribution of

(W2,W1, X, Y ).

As for X⊥W , we can see that

cov(X⊥W ,W1) = cov(X,W1)− p′1 var(W1)− r′Xp1c
′

= p′1(var(W1) + rXc
′)− p′1 var(W1)− p′1rXc

′

= 0

cov(X⊥W ,W2) = cov(X,W2)− p′1c− r′Xp1

= p′1(rX + c)− p′1c− p′1rX

= 0.

Here we used cov(X,W1) = p′1(var(W1)+rXc
′) (part of the definition of B(rX , rY , c)),

and cov(X,W2) = p′1(rX + c), which follows from the construction of (W2,W1, X, Y )

to have variance matrix Σ.

Overall, we have constructed a joint distribution of (W2,W1, X, Y ) that is consis-

tent with the assumptions, the observed data, and for which βlong = b. In particular,

assumptions A1 and A3–A6 hold, and equations (4.1) and (4.2) hold for this dis-

tribution of (W2,W1, X, Y ), the residuals Y ⊥X,W and X⊥W , and the corresponding

coefficients (b, p1, π2, g1, γ2, rX , rY , c). It follows that the set BI(r̄X , r̄Y , c̄) is sharp and

therefore the proof is complete.
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C.5 Proofs for Section 4.3

Proof of equation (4.3). By the FWL theorem,

βmed =
cov(Y,X⊥W1)

var(X⊥W1)
.

Next,

cov(Y,X⊥W1) = cov(Xβlong + γ′
1W1 + γ2W2 + Y ⊥X,W , X⊥W1)

= βlong var(X
⊥W1) + γ2 cov(W2, X

⊥W1)

and

cov(W2, X
⊥W1) = cov(W2, X − cov(X,W1) var(W1)

−1W1)

= cov(W2, X)− cov(X,W1) var(W1)
−1 cov(W1,W2)

= π′
1 cov(W1,W2) + π2

− (π′
1 var(W1) + π2 cov(W2,W1)) var(W1)

−1 cov(W1,W2)

= π2 − π2 cov(W2,W1) var(W1)
−1 cov(W1,W2)

= π2(1−R2
W2∼W1

).

Putting these together gives the desired result.

C.5.1 Useful Definitions and Lemmas

Before proving the main results of section 4.3.2, we first define some useful notation

and state and prove some useful lemmas. Recall from remark 5 that equation (C.10)

can be written as the following two equalities:

σX,Y − b = p′1(I + rXc
′ + cr′Y + rXr

′
Y )g1 (C.15)

(I + cr′Y )g1 = σW1,Y − bσW1,X . (C.16)

Here we have imposed the normalizations var(X) = 1 and var(W1) = I. We

maintain these normalizations throughout this section. We also use the notation

σA,B = cov(A,B).
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Lemma 5. Let var(Y,X,W1) be positive definite. Then k2k0 > k2
1.

Proof of Lemma 5. By the determinant formula for partitioned matrices,

det

 σ2
Y σX,Y σ′

W1,Y

σX,Y 1 σ′
W1,X

σW1,Y σW1,X I


= det(I) · det

((
σ2
Y σX,Y

σX,Y 1

)
−
(
σ′
W1,Y

σ′
W1,X

)
I−1

(
σW1,Y σW1,X

))

= det

((
σ2
Y σX,Y

σX,Y 1

)
−
(

∥σW1,Y ∥2 σ′
W1,Y

σW1,X

σ′
W1,Y

σW1,X ∥σW1,X∥2
))

= det

(
σ2
Y − ∥σW1,Y ∥2 σX,Y − σ′

W1,Y
σW1,X

σX,Y − σ′
W1,Y

σW1,X 1− ∥σW1,X∥2
)

= det

(
k2 k1
k1 k0

)
= k2k0 − k21.

The fourth line follows by definition of these constants. By assumption, the variance

matrix of (Y,X,W1) is positive definite. Therefore k2k0 − k2
1 > 0.

The next lemma provides a useful way of rewriting certain quadratic forms that

arise in the characterization of B(rX , rY , c).

Lemma 6. Let (I + cr′1)w1 = v1 and (I + cr′2)w2 = v2. Then

w′
1(I + r1c

′ + cr′2 + r1r
′
2)w2 = v′1v2 + (w′

1r1)(w
′
2r2)(1− ∥c∥2).

Proof of Lemma 6. Note that I+r1c
′+cr′2+r1r

′
2 = (I+r1c

′)(I+cr′2)+(1−∥c∥2)r1r′2.

Therefore

w′
1(I + r1c

′ + cr′2 + r1r
′
2)w2 = w′

1(I + r1c
′)(I + cr′2)w2 + (1− ∥c∥2)(w′

1r1)(r
′
2w2)

= v′1v2 + (1− ∥c∥2)(w′
1r1)(r

′
2w2).
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We next use the previous lemma to provide a simplified characterization of the

set B(rX , rY , c).

Lemma 7. Let var(Y,X,W1) be positive definite. Then b ∈ B(rX , rY , c) if and only

if the following six equations hold for some (p1, g1) ∈ Rd1 × Rd1 :

(I + cr′X)p1 = σW1,X

(I + cr′Y )g1 = σW1,Y − bσW1,X

(p′1rX)(g
′
1rY )(1− ∥c∥2) = k1 − bk0 (C.17)

(p′1rX)
2(1− ∥c∥2) < k0 (C.18)

(g′1rY )
2(1− ∥c∥2) < k0(βmed − b)2 + k0

(
k2
k0

− β2
med

)
(C.19)

∥c∥2 < 1. (C.20)

Proof of Lemma 7. By the definition of B(rX , rY , c), b ∈ B(rX , rY , c) if and only if

there exists (p1, g1) ∈ Rd1 × Rd1 such that (I + cr′X)p1 = σW1,X , (I + cr′Y )g1 =

σW1,Y − bσW1,X , and equations (C.11), (C.12), (C.13), and (C.15) hold. We will show

that each of these four equations is equivalent to one of the four numbered equations

in the lemma.

Part 1: (C.15) is equivalent to (C.17). Since (I + cr′X)p1 = σW1,X and (I +

cr′Y )g1 = σW1,Y − bσW1,X , the conditions of Lemma 6 hold with (r1, r2) = (rX , rY ),

(w1, w2) = (p1, g1), and (v1, v2) = (σW1,X , σW1,Y −bσW1,X). The lemma therefore gives

p′1(I + rXc
′ + cr′Y + rXr

′
Y )g1 = σ′

W1,Y
σW1,X − b∥σW1,X∥2 + (p′1rX)(g

′
1rY )(1− ∥c∥2).

Hence (C.15) can be written as

σXY − b = p′1(I + rXc
′ + cr′Y + rXr

′
Y )g1

= σ′
W1,Y

σW1,X − b∥σW1,X∥2 + (p′1rX)(g
′
1rY )(1− ∥c∥2)
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or, equivalently, as

k1 − bk0 = (p′1rX)(g
′
1rY )(1− ∥c∥2).

Part 2: (C.12) is equivalent to (C.18). Apply Lemma 6 with r1 = r2 = rX ,

w1 = w2 = p1, v1 = v2 = σW1,X to obtain

p′1(I + rXr
′
X + 2cr′X)p1 = p′1(I + rXr

′
X + cr′X + rXc

′)p1

= ∥σW1,X∥2 + (p′1rX)
2(1− ∥c∥2).

Therefore (C.12) is equivalent to

1 > p′1(I + rXr
′
X + 2cr′X)p1

= ∥σW1,X∥2 + (p′1rX)
2(1− ∥c∥2)

which is equivalent to

k0 > (p′1rX)
2(1− ∥c∥2).

Part 3: (C.11) is equivalent to (C.19). Apply Lemma 6 with r1 = r2 = rY ,

w1 = w2 = g1, v1 = v2 = σW1,Y − bσW1,X to find that

g′1(I + rY r
′
Y + 2cr′Y )g1 = ∥σW1,Y − bσW1,X∥2 + (g′1rY )

2(1− ∥c∥2).

Therefore

σ2
Y > b2 + g′1(I + rY rY + 2cr′Y )g1 + 2bp′1(I + rXc′ + cr′Y + rXr′Y )g1

= b2 + ∥σW1,Y − bσW1,X∥2 + (g′1rY )
2(1− ∥c∥2) + 2b(σX,Y − b)

= b2 + ∥σW1,Y ∥2 + b2∥σW1,X∥2 − 2bσ′
W1,XσW1,Y + (g′1rY )

2(1− ∥c∥2) + 2b(σX,Y − b).

The second line uses our application of Lemma 6 as well as equation (C.15). This

inequality is equivalent to

(g′1rY )
2(1− ∥c∥2) < b2k0 − 2bk1 + k2

= k0(b
2 − 2b(k1/k0) + k2/k0)

211



= k0(b
2 − 2bβmed + β2

med + k2/k0 − β2
med)

= k0(b− βmed)
2 + k0(k2/k0 − β2

med).

The third line uses k1/k0 = βmed.

Part 4: (C.13) is equivalent to (C.20). This follows from the normalization

var(W1) = I.

Our previous lemma characterized B(rX , rY , c). The next lemma characterizes

every element of this set which is not equal to βmed. By treating the element βmed

separately, we obtain an even simpler characterization of the elements in B(rX , rY , c).

Lemma 8. Let var(Y,X,W1) be positive definite. Let b ̸= βmed. Then b ∈

B(rX , rY , c) if and only if there exists z ∈ R \ {0} such that the following hold:

k1 − bk0 = r′Y

(
z
√
1− ∥c∥2(σW1,Y − bσW1,X)− (k1 − bk0)c

)
(C.21)

z = r′X

(√
1− ∥c∥2σW1,X − cz

)
(C.22)

z2 < k0 (C.23)

(b− βmed)
2 < devsq(z) (C.24)

∥c∥2 < 1. (C.25)

Proof of Lemma 8. Throughout the proof, keep in mind that the lemma assumes

b ̸= βmed.

Step 1 (⇒). First we show that b ∈ B(rX , rY , c) implies (C.21)–(C.25) hold for

some z ∈ R \ {0}.

By Lemma 7, b ∈ B(rX , rY , c) is equivalent to the existence of (p1, g1) ∈ Rd1 ×Rd1

such that (I + cr′X)p1 = σW1,X , (I + cr′Y )g1 = σW1,Y − bσW1,X , and equations (C.17),

(C.18), (C.19), and (C.20) hold. Fix such (p1, g1) ∈ Rd1 × Rd1 and let

z = p′1rX
√

1− ∥c∥2.
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First we show that z ̸= 0. To see this, note that z = 0 implies p′1rX = 0 since

∥c∥2 < 1. Equation (C.17) then implies that k1 − bk0 = 0. This is a contradiction

since βmed = k1/k0 and we assumed b ̸= βmed. Therefore z ̸= 0.

Second, we show that (C.17) implies (C.21). Multiplying both sides of (C.17) by

(1 + r′Y c), we have that

(k1 − bk0)(1 + r′Y c) = (p′1rX)(1− ∥c∥2)(r′Y g1)(1 + r′Y c)

= (p′1rX)(1− ∥c∥2)r′Y (I + cr′Y )g1

= (p′1rX)(1− ∥c∥2)r′Y (σW1,Y − bσW1,X)

= r′Y

(
(p′1rX)

√
1− ∥c∥2(σW1,Y − bσW1,X)

√
1− ∥c∥2

)
= r′Y (σW1,Y − bσW1,X)z

√
1− ∥c∥2.

The fifth line follows by the definition of z. Rearranging the last equality yields

(C.21).

Third, we show that (C.22) holds for this choice of z. Note that p1 = σW1,X −

c(p′1rX). Thus

z = r′Xp1
√

1− ∥c∥2

= r′X

(
σW1,X

√
1− ∥c∥2 − c(p′1rX

√
1− ∥c∥2)

)
= r′X(σW1,X

√
1− ∥c∥2 − cz).

Fourth, we show that (C.18) implies (C.23). Substituting p′1rX
√
1− ∥c∥2 = z

into (C.18) gives z2 < k0, which is equation (C.23).

Fifth, we show that equations (C.17) and (C.19) imply equation (C.24). Dividing

both sides of (C.17) by p′1rX
√
1− ∥c∥2 gives

g′1rY
√
1− ∥c∥2 = k1 − bk0

p′1rX
√

1− ∥c∥2
.
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Substitute this into (C.19) to get

k0(βmed − b)2 + k0

(
k2
k0

− β2
med

)
> (g′1rY )

2(1− ∥c∥2)

=
(k1 − bk0)

2

(p′1rX)
2(1− ∥c∥2)

=
k2
0(βmed − b)2

z2
.

Rearranging this inequality and recalling that k0 − z2 > 0, we obtain

(βmed − b)2 <
z2
(

k2
k0

− β2
med

)
k0 − z2

.

Therefore equation (C.24) holds. Finally, note that equations (C.20) and (C.25) are

identical.

Step 2 (⇐). Next we show that if equations (C.21)–(C.25) hold for some z ∈

R \ {0} then b ∈ B(rX , rY , c).

Let

p1 = σW1,X − c
z√

1− ∥c∥2

g1 = σW1,Y − bσW1,X − c
k1 − bk0

z
√

1− ∥c∥2
.

First, we verify that (I + cr′X)p1 = σW1,X :

(I + cr′X)p1 = (I + cr′X)

(
σW1,X − c

z√
1− ∥c∥2

)

= σW1,X + c(r′XσW1,X)− c
(1 + r′Xc)z√
1− ∥c∥2

= σW1,X + c(r′XσW1,X)− c(r′XσW1,X)

= σW1,X .
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The third line follows by (C.22).

Second, we verify that (I + cr′Y )g1 = σW1,Y − bσW1,X :

(I + cr′Y )g1 = (I + cr′Y )

(
σW1,Y − bσW1,X − c

k1 − bk0

z
√
1− ∥c∥2

)

= σW1,Y − bσW1,X + c ((σW1,Y − bσW1,X)
′rY )− c

(1 + r′Y c)(k1 − bk0)

z
√
1− ∥c∥2

= σW1,Y − bσW1,X + c ((σW1,Y − bσW1,X)
′rY )− c

(
r′Y (σW1,Y − bσW1,X)

)
= σW1,Y − bσW1,X .

The third line follows by (C.21).

Third, note that by the definition of p1 and equation (C.22),

p′1rX
√

1− ∥c∥2 = z.

Similarly, by the definition of g1 and equation (C.21),

g′1rY
√
1− ∥c∥2 = k1 − bk0

z
.

Multiplying these two equations together gives

(p′1rX)(g
′
1rY )(1− ∥c∥2) = z · k1 − bk0

z
= k1 − bk0,

Hence equation (C.17) holds. Fourth, we see that

(p′1rX)
2(1− ∥c∥2) = z2

< k0

by equation (C.23). Therefore inequality (C.18) holds. Finally, since z2 < k0 by

inequality (C.23), inequality (C.24),

(βmed − b)2 <
z2(k2/k0 − β2

med)

k0 − z2
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is equivalent to

(k1 − bk0)
2(k0 − z2) < z2(k2k0 − k2

1)

and to

(k1 − bk0)
2k0 < z2(k1 − bk0)

2 + z2(k2k0 − k2
1).

Using this inequality we find that

(g′1rY )
2(1− ∥c∥2) = k0(k1 − bk0)

2

k0z2

<
1

k0z2
·
(
z2(k1 − bk0)

2 + z2(k2k0 − k2
1)
)

=
(k1 − bk0)

2

k0
+

k2k0 − k2
1

k0

= k0(b− βmed)
2 + k0(k2/k0 − β2

med).

Therefore inequality (C.19) holds. Finally, note that equations (C.20) and (C.25) are

identical.

We have shown that equations (C.17), (C.18), (C.19), and (C.20) hold, as well as

(I + cr′Y )g1 = σW1,Y − bσW1,X and (I + cr′X)p1 = σW1,X . Hence Lemma 7 implies that

b ∈ B(rX , rY , c).

For the next several lemmas, we use the function

zX(rX , c) =
r′XσW1,X

√
1− ∥c∥2

1 + r′Xc
.

This function is well defined for all (rX , c) such that r′Xc ̸= −1. When r′Xc ̸= −1,

equation (C.22) is equivalent to z = zX(rX , c).

The following lemma examines the set B(rX , rY , c) when rY = 0. It characterizes

when this set is the singleton containing βmed. We use this result to handle the value

βmed separately from the other elements of B(rX , rY , c).
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Lemma 9. Let var(Y,X,W1) be positive definite. Let ∥c∥ < 1. Then

B(rX , 0, c) = {βmed}

if and only if there exists a p1 ∈ Rd1 such that (I + cr′X)p1 = σW1,X and (C.18)

holds. In particular, B(rX , 0, c) = {βmed} for all (rX , c) such that r′Xc ̸= −1 and

zX(rX , c)
2 < k0.

Proof of Lemma 9. (⇒) Suppose B(rX , 0, c) = {βmed}. By Lemma 7, there exists a

p1 ∈ Rd1 such that (I + cr′X)p1 = σW1,X and equation (C.18) holds.

(⇐) Conversely, suppose there exists a p1 ∈ Rd1 such that (I + cr′X)p1 = σW1,X

and equation (C.18) holds.

1. First we show that βmed ∈ B(rX , 0, c). We do this by setting g1 = σW1,Y −

βmedσW1,X and then using the characterization of B(rX , rY , c) given in Lemma

7.

By assumption, equations (C.18) and (C.20) hold, as well as the first displayed

equation in Lemma 7, (I+cr′X)p1 = σW1,X . The second displayed equation also

holds since our specific choice of g1 combined with rY = 0 gives (I + cr′Y )g1 =

g1 = σW1,Y −βmedσW1,X . Equation (C.17) holds immediately from setting rY = 0

and b = βmed.

All that remains is to verify inequality (C.19). Substitute b = βmed and rY = 0

into this inequality to get

0 < k0

(
k2
k0

− β2
med

)

or, equivalently,

0 <
k2k0 − k2

1

k0
.
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This inequality holds by k0 > 0 and by Lemma 5. Thus we have verified

that all of the conditions in Lemma 7 hold. Hence the lemma shows that

βmed ∈ B(rX , 0, c).

2. Next we show that {βmed} ⊇ B(rX , 0, c). Let b ∈ B(rX , 0, c). Then equation

(C.17) holds with rY = 0. That is, 0 = k1 − bk0. Hence b = βmed.

Putting these two steps together gives {βmed} = B(rX , 0, c).

We conclude by proving the final sentence of the lemma. Suppose (rX , c) are

such that r′Xc ̸= −1 and zX(rX , c)
2 < k0. Then, since I + rXc

′ is invertible when

r′Xc ̸= −1 (Abadir and Magnus 2005, exercise 4.28 with A = I), we can let p1 =

(I + cr′X)
−1σW1,X . Then r′XσW1,X = r′X(I + cr′X)p1 = r′Xp1(1 + c′rX), and therefore

r′Xp1 =
r′XσW1,X

1+c′rX
. Thus

(r′Xp1)
2(1− ∥c∥2) = (r′XσW1,X)

2(1− ∥c∥2)
(1 + c′rX)2

= zX(rX , c)
2

< k0.

Hence equation (C.18) holds. By the first part of the proof we therefore have

B(rX , 0, c) = {βmed}.

Let

A(r̄X , c̄) = {(rX , c, b, z) ∈ Rd1×Rd1×R×R\{0} : ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄, (C.22)–(C.25) hold}.

This is the set of (rX , c, b, z) that satisfies four of the five equations in the charac-

terization of B(rX , rY , c) given in Lemma 8. Our next lemma provides an analytical

characterization of the smallest value of ∥rY ∥ such that the fifth and final equation

(numbered (C.21)) in the characterization of Lemma 8 holds for that rY . Recall that
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the function rY (z, c, b) is defined just prior to the statement of Theorem 11 in section

4.3.2.

Lemma 10. Let var(Y,X,W1) be positive definite. Fix (rX , c, b, z) ∈ A(r̄X , c̄). Then

inf
{
∥rY ∥ : rY ∈ Rd1 , k1 − bk0 = r′Y

(
z
√

1− ∥c∥2(σW1,Y − bσW1,X)− (k1 − bk0)c
)}

= rY (z, c, b).

Proof of Lemma 10. First we recall a few equations and definitions. The fifth equa-

tion in the characterization of Lemma 8, equation (C.21), is

k1 − bk0 = r′Y

(
z
√

1− ∥c∥2(σW1,Y − bσW1,X)− c(k1 − bk0)
)
. (C.21)

We then have the sets

D = R× {c ∈ Rd1 : ∥c∥ < 1} × R

and

D0 = {(z, c, b) ∈ D : z
√

1− ∥c∥2(σW1,Y − bσW1,X)− (k1 − k0b)c ̸= 0}.

The set D is the set of feasible values of (z, c, b), while D0 is the subset of (z, c, b)

values such that the coefficient on rY in equation (C.21) is nonzero.

We compute the infimum in the lemma by considering a three different cases. The

proof concludes by combining all three of these cases into the definition of rY (z, c, b).

Case 1. We show that inf
{
∥rY ∥ : rY ∈ Rd1 , (C.21) holds for (rY , c, b, z)

}
= 0 if

b = βmed.

When b = βmed, equation (C.21) is

0 = r′Y

(
z
√

1− ∥c∥2(σW1,Y − βmedσW1,X)− c(k1 − βmedk0)
)
.
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For all (z, c), this equation holds for rY = 0. Hence

inf{∥rY ∥ : b ∈ B(rX , rY , c), rY ∈ Rd1} = 0.

Case 2. We show that inf
{
∥rY ∥ : rY ∈ Rd1 , (C.21) holds for (rY , c, b, z)

}
= +∞

when b ̸= βmed and (z, c, b) ∈ D \ D0.

Suppose (z, c, b) are such that b ̸= βmed. Since (z, c, b) /∈ D0, the coefficient on rY

in equation (C.21) must be zero for these values:

z
√

1− ∥c∥2(σW1,Y − bσW1,X)− c(k1 − bk0) = 0.

But since b ̸= βmed, the left hand side of equation (C.21) is nonzero. Hence there

does not exist an rY such that (C.21) holds.

Case 3. We show that

inf
{
∥rY ∥ : rY ∈ Rd1 , (C.21) holds for (rY , c, b, z)

}
=

|k1 − k0b|
∥z
√

1− ∥c∥2(σW1,Y − bσW1,X) + (k1 − k0b)c∥

if b ̸= βmed and (z, c, b) ∈ D0.

Applying the Cauchy Schwarz inequality to equation (C.21), we find that for any

rY such that b ∈ B(rX , rY , c) \ {βmed},

|k1 − bk0| =
∣∣∣r′Y (z√1− ∥c∥2(σW1,Y − bσW1,X)− c(k1 − bk0)

)∣∣∣
≤ ∥rY ∥

∥∥∥z√1− ∥c∥2(σW1,Y − bσW1,X)− c(k1 − bk0)
∥∥∥ .

Rearranging this inequality gives

∥rY ∥ ≥ |k1 − k0b|
∥z
√

1− ∥c∥2(σW1,Y − bσW1,X) + (k1 − k0b)c∥
,
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where the denominator is non-zero since (z, c, b) ∈ D0. This lower bound is attained

by letting rY = r∗Y (z, c, b) where

r∗Y (z, c, b) = (k1 − bk0)
z
√

1− ∥c∥2(σW1,Y − bσW1,X)− (k1 − bk0)c∥∥∥z√1− ∥c∥2(σW1,Y − bσW1,X)− (k1 − bk0)c
∥∥∥2 .

By construction, equation (C.21) is satisfied with this choice of rY , since

r∗Y (z, c, b)
′(z
√
1− ∥c∥2(σW1,Y − bσW1,X)− (k1 − k0b)c) = k1 − bk0.

Since it attains the lower bound,

inf
{
∥rY ∥ : rY ∈ Rd1 , (C.21) holds for (rY , z, c, b)

}
= ∥r∗Y (z, c, b)∥

Finally, note that ∥r∗Y (z, c, b)∥ = rY (z, c, b).

To the state the next lemma, define the following bounds for b:

b(z) = βmed −
√

devsq(z) and b(z) = βmed +
√
devsq(z).

Our next lemma characterizes the union of B(rX , rY , c) over all rY ∈ Rd1 . In par-

ticular, it shows that this union is essentially an interval. This lemma is not quite

our main result, however, because it is stated for rX and c, rather than for r̄X and

c̄. Nonetheless, our main results will show how to use this lemma to obtain a char-

acterization of BI(r̄X , c̄).

Lemma 11. Let var(Y,X,W1) be positive definite. Let σW1,Y ̸= σX,Y σW1,X and

∥c∥ < 1. For any (rX , c) such that r′Xc ̸= −1 and 0 < zX(rX , c)
2 < k0, we have

⋃
rY ∈Rd1

B(rX , rY , c) =
(
b(zX(rX , c)), b(zX(rX , c))

)
\ B0(zX(rX , c), c)

where B0(zX(rX , c), c) is a set containing at most one point.
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Proof of Lemma 11. Recall that by Lemma 8, for b ̸= βmed, b ∈ B(rX , rY , c) if and

only if (C.21)–(C.25) hold for some z ∈ R \ {0}. We’ll show two characterizations:

1. First, given r′Xc ̸= −1, zX(rX , c)
2 < k0, and ∥c∥ < 1, (C.22) and (C.23) hold if

and only if z = zX(rX , c). To see this, when r′Xc ̸= −1, (C.22) is equivalent to

zX(rX , c) = z because

z = r′X(σW1,X

√
1− ∥c∥2 − zc) holds if and only if z =

r′XσW1,X

√
1− ∥c∥2

1 + r′Xc

and the far right hand side expression is precisely the definition of zX(rX , c).

Furthermore, setting z = zX(rX , c), zX(rX , c)
2 < k0 if and only if (C.23) holds.

Hence, under our maintained assumptions, (C.22) and (C.23) hold if and only

if z = zX(rX , c).

2. Next, assuming z = zX(rX , c), (C.24) can be written as

(b− βmed)
2 < devsq(zX(rX , c)).

This is equivalent to

βmed −
√

devsq(zX(rX , c)) < b < βmed +
√

devsq(zX(rX , c))

or

b ∈
(
b(zX(rX , c)), b(zX(rX , c))

)
.

These two equivalences show that for any b ∈
(
b(zX(rX , c)), b(zX(rX , c))

)
\ {βmed},

(rX , c, b, zX(rX , c)) satisfy (C.22), (C.23), and (C.24). Therefore,⋃
rY ∈Rd1

B(rX , rY , c)

= B(rX , 0, c) ∪

 ⋃
rY ∈Rd1

B(rX , rY , c)


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= {βmed} ∪

 ⋃
rY ∈Rd1

B(rX , rY , c) \ {βmed}



= {βmed} ∪

 ⋃
rY ∈Rd1

{b ∈ R \ {βmed} : (C.21)–(C.25) hold for some z ∈ R \ {0}}


= {βmed} ∪

( ⋃
rY ∈Rd1

{
b ∈ R \ {βmed} : (C.21) holds for z = zX(rX , c)

and b ∈
(
b(zX(rX , c)), b(zX(rX , c))

)})

= {βmed} ∪

 ⋃
rY ∈Rd1

{
b ∈

(
b(zX(rX , c)), b(zX(rX , c))

)
\ {βmed} :

k1 − bk0 = r′Y

(
zX(rX , c)

√
1− ∥c∥2(σW1,Y − bσW1,X)− c(k1 − bk0)

)})
=
(
b(zX(rX , c)), b(zX(rX , c))

)
\{

b ∈ R \ {βmed} : k1 − bk0 ̸= r′Y

(
zX(rX , c)

√
1− ∥c∥2(σW1,Y − bσW1,X)− c(k1 − bk0)

)

for all rY ∈ Rd1

}
=
{
b ∈

(
b(zX(rX , c)), b(zX(rX , c))

)
: (zX(rX , c), c, b) ∈ D0

}
=
(
b(zX(rX , c)), b(zX(rX , c))

)
\ {b ∈ R : (zX(rX , c), c, b) ∈ D \ D0}

≡
(
b(zX(rX , c)), b(zX(rX , c))

)
\ B0(zX(rX , c), c).

The second equality follows by Lemma 9, which gives {βmed} = B(rX , 0, c) since

r′Xc ̸= −1 and zX(rX , c)
2 < k0. The third equality follows by Lemma 8. The fourth

equality follows by our derivations above. The fifth equality follows by substitut-

ing in the definition of equation (C.21). In the sixth equality we used the fact that

zX(rX , c) > 0 and so
(
b(zX(rX , c)), b(zX(rX , c))

)
is a nonempty interval, which con-

tains βmed by definition. Moreover, βmed /∈ B0(zX(rX , c), c) for all (rX , c) because

there always exists an rY ∈ Rd1 such that equation (C.21) holds at b = βmed. Thus

βmed is never removed when we subtract the set B0(zX(rX , c), c). The seventh equal-
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ity follows since, as we showed in the proof of Lemma 10, for any (rX , c, b, z) such

that b ̸= βmed and such that (C.22), (C.23), (C.24), and (C.25) hold,

{rY ∈ Rd1 : (C.21) holds for (rY , c, b, z)} ≠ ∅

if and only if (z, c, b) ∈ D0. In the last line we defined

B0(zX(rX , c), c) = {b ∈ R : (zX(rX , c), c, b) ∈ D \ D0}.

We complete the proof by showing that this set is either a singleton or empty.

Recall that (z, c, b) ∈ D \ D0 if and only if

0 = z
√

1− ∥c∥2(σW1,Y − bσW1,X)− (k1 − bk0)c

=
(
z
√

1− ∥c∥2σW1,Y − k1c
)
− b

(
z
√

1− ∥c∥2σW1,X − k0c
)

≡ A0(z, c)− bA1(z, c).

For a given (z, c) this is system of linear equations in b. So it has at most one solution

unless the vectors A0(z, c) and A1(z, c) satisfy A0(z, c) = A1(z, c) = 0. This happens

if and only if

z
√
1− ∥c∥2σW1,Y = k1c

z
√

1− ∥c∥2σW1,X = k0c.

Since z ̸= 0 in this set and ∥c∥ < 1, we have z
√

1− ∥c∥2 ̸= 0. So A0(z, c) = A1(z, c) =

0 if and only if σW1,Y = (k1/k0)σW1,X . This equation is equivalent to

0 = k0σW1,Y − k1σW1,X

= (1− ∥σW1,X∥2)σW1,Y − (σX,Y − σ′
W1,X

σW1,Y )σW1,X

= σW1,Y − ∥σW1,X∥2σW1,Y − σX,Y σW1,X + (σ′
W1,Y

σW1,X)σW1,X

= σW1,Y − ∥σW1,X∥2(k1/k0)σW1,X − σX,Y σW1,X + (((k1/k0)σW1,X)
′σW1,X)σW1,X

= σW1,Y − σX,Y σW1,X .
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But now we see that this equation does not hold by assumption. Consequently we

know that A0(z, c) and A1(z, c) are not both zero. This shows that there is at most

one value b such that (zX(rX , c), c, b) ∈ D \ D0.

Our next lemma shows that z̄X(·) is a bound for zX(·).

Lemma 12. Suppose σW1,X ̸= 0. Then

sup{zX(rX , c)2 : ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄, ∥c∥ ≠ 1} = z̄X(r̄X , c̄)
2.

Proof of Lemma 12. Recall that, by definition,

|zX(rX , c)| =
|r′XσW1,X |

√
1− ∥c∥2

|1 + r′Xc|
.

We prove the result by considering two cases.

Case 1: Suppose c̄r̄X ≥ 1. In this case, by definition, z̄X(r̄X , c̄)
2 = +∞. It there-

fore suffices to show that there exists a sequence {(r(n)X , c(n)) : ∥r(n)X ∥ ≤ r̄X , ∥c(n)∥ ≤

c̄, ∥c(n)∥ ̸= 1} such that zX(rX , c)
2 diverges to +∞ along this sequence. For n ≥ 1,

define the sequence

r
(n)
X = −n− 1

n

1

c̄∥σW1,X∥
σW1,X and c(n) =

n− 1

n

c̄

∥σW1,X∥
σW1,X .

First we check that this sequence satisfies the norm constraints:

∥r(n)X ∥ =

∥∥∥∥−n− 1

n

1

c̄∥σW1,X∥
σW1,X

∥∥∥∥ =
n− 1

nc̄
≤ (n− 1)r̄X

n
< r̄X

since c̄r̄X ≥ 1, and

∥c(n)∥ =

∥∥∥∥n− 1

n

c̄

∥σW1,X∥
σW1,X

∥∥∥∥ =
n− 1

n
· c̄ < c̄.
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In particular, note that ∥c(n)∥ ≠ 1. Next we evaluate the function |zX(·, ·)| along this

sequence:

|zX(r(n)X , c(n))| =
|n−1

n
1

c̄∥σW1,X
∥σ

′
W1,X

σW1,X |
√
1− ∥c(n)∥2∣∣∣1− (n−1

n

)2 1
c̄∥σW1,X

∥σ
′
W1,X

c̄
∥σW1,X

∥σW1,X

∣∣∣
=

n−1
n

∥σW1,X
∥

c̄

√
1− c̄2

(
n−1
n

)2
1−

(
n−1
n

)2
=

∥σW1,X∥
c̄

√√√√(n(n− 1)

2n− 1

)2
(
1− c̄2

(
n− 1

n

)2
)

=
∥σW1,X∥

c̄

√
(n− 1)2(n2 − c̄2(n− 1)2)

(2n− 1)2
.

Since ∥σW1,X∥ ≠ 0 by σW1,X ̸= 0, this expression is nonzero for all n. The term inside

the square root goes to +∞ by L’Hospital’s rule. Thus

lim
n→∞

|zX(r(n)X , c(n))| = +∞.

Case 2: Suppose c̄r̄X < 1. Consider (rX , c) such that ∥rX∥ ≤ r̄X and ∥c∥ ≤ c̄.

By the Cauchy Schwarz inequality, |r′XσW1,X | ≤ ∥rX∥∥σW1,X∥ and

r′Xc ∈
[
− ∥rX∥∥c∥, ∥rX∥∥c∥

]
⊆ (0, 1).

The inclusion in (0, 1) follows since c̄r̄X < 1. This implies

|1 + r′Xc| = 1 + r′Xc ≥ 1− ∥rX∥∥c∥ > 0.

Therefore

|zX(rX , c)| =
|r′XσW1,X |

√
1− ∥c∥2

|1 + r′Xc|
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≤
∥rX∥∥σW1,X∥

√
1− ∥c∥2

1− ∥rX∥∥c∥

≡ f(∥rX∥, ∥c∥).

This implies that

sup{|zX(rX , c)| : ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄} ≤ sup{f(∥rX∥, ∥c∥) : ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄}

= sup{f(aX , ac) : (aX , ac) ∈ [0, r̄X ]× [0, c̄]}.

For now we omit the ∥c∥ ≠ 1 constraint; below we show that it will not bind at the

supremum. Next we show that

sup{f(aX , ac) : (aX , ac) ∈ [0, r̄X ]× [0, c̄]} = z̄(r̄X , c̄).

To see this, first note that f(aX , ac) is continuous on [0, r̄X ] × [0, c̄], a compact set,

by r̄X c̄ < 1. f(aX , ac) is nondecreasing in aX for any ac ∈ [0, c̄]. Hence f(aX , ac) ≤

f(r̄X , ac) for any (aX , ac) ∈ [0, r̄X ]× [0, c̄].

To maximize f(r̄X , ac) over ac ∈ [0, c̄], consider the derivative of f(r̄X , ac) with

respect to ac:

∂f(r̄X , ac)

∂ac
= r̄X∥σW1,X∥

−ac(1− r̄Xac) + r̄X(1− a2c)√
1− a2c(1− r̄Xac)2

=
r̄X∥σW1,X∥(r̄X − ac)√

1− a2c(1− r̄Xac)2
.

Suppose r̄X > 0. Then this derivative is positive whenever ac < r̄X , zero when

ac = r̄X , and negative when ac > r̄X . So if r̄X ≤ c̄, ac = r̄X maximizes this

function. Otherwise, f(r̄X , c̄) is maximized at the boundary value ac = c̄. Hence

argmax{f(r̄X , ac) : ac ∈ [0, c̄]} = min{r̄X , c̄}. If r̄X = 0, f(r̄X , ac) is constant and is

trivially maximized at ac = min{r̄X , c̄}.

Putting the previous few steps together gives

sup{|zX(rX , c)| : ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄} ≤ sup{f(aX , ac) : (aX , ac) ∈ [0, r̄X ]× [0, c̄]}

227



= f(r̄X ,min{r̄X , c̄})

=
r̄X∥σW1,X∥

√
1−min{r̄X , c̄}2

1− r̄X min{r̄X , c̄}

= z̄X(r̄X , c̄).

The last line follows by the definition of z̄X .

We conclude the proof by showing that the inequality in fact holds with equality:

sup{|zX(rX , c)| : ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄} = z̄X(r̄X , c̄).

We do this by finding (r∗X , c
∗) such that ∥r∗X∥ ≤ r̄X , ∥c∗∥ ≤ c̄, and such that

|zX(r∗X , c∗)| = z̄X(r̄X , c̄). Specifically, let

r∗X =
r̄X

∥σW1,X∥
σW1,X and c∗ = −min{r̄X , c̄}

∥σW1,X∥
σW1,X .

First note that ∥r∗X∥ = r̄X ≤ r̄X and ∥c∗∥ = min{r̄X , c̄} ≤ c̄. Moreover,

|zX(r∗X , c∗)| =
|r∗′XσW1,X |

√
1− ∥c∗∥2

|1 + r∗′Xc
∗|

=

∣∣∣ r̄X
∥σW1,X

∥∥σW1,X∥2
∣∣∣√1−min{r̄X , c̄}2∣∣∣1− r̄X min{r̄X ,c̄}∥σW1,X

∥2
∥σW1,X

∥2

∣∣∣
=

r̄X∥σW1,X∥
√

1−min{r̄X , c̄}2
1− r̄X min{r̄X , c̄}

= z̄X(r̄X , c̄).

Finally, note that min{r̄X , c̄} < 1 since r̄X c̄ < 1. Hence ∥c∗∥ ≠ 1. This shows that

adding the constraint ∥c∥ ≠ 1 does not change the optimizer.

We use the next two lemmas to prove our third main result, Theorem 11. The

first provides a simple criterion for showing that (C.22) holds for some z ∈ R. Recall
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that this is one of the five equations in the characterization of when some b ̸= βmed is

in B(rX , rY , c) given in Lemma 8. Recall that the function p(z, c; r̄X) is defined just

prior to the statement of Theorem 11 in section 4.3.2.

Lemma 13. Assume σW1,X ̸= 0. For any (z, c, r̄X) with z2 < k0, ∥c∥ < 1, r̄X ≥ 0,

there exists an rX ∈ Rd1 with ∥rX∥ ≤ r̄X such that

z = r′X(σW1,X

√
1− ∥c∥2 − cz) (C.22)

if and only if p(z, c; r̄X) ≥ 0.

Proof of Lemma 13. Let (z, c, r̄X) ∈ R×Rd1 ×R≥0 be such that ∥c∥ < 1 and z2 < k0.

(⇒) Suppose there exists an rX such that ∥rX∥ ≤ r̄X and z =

r′X(σW1,X

√
1− ∥c∥2 − cz). Then

p(z, c; r̄X) = r̄2X∥σW1,X

√
1− ∥c∥2 − zc∥2 − z2

≥ ∥rX∥2∥σW1,X

√
1− ∥c∥2 − zc∥2 − z2

≥
(
r′X(σW1,X

√
1− ∥c∥2 − cz)

)2
− z2

= z2 − z2

= 0.

The first line follows by definition of p. The second line follows from ∥rX∥ ≤ r̄X .

The third line follows by the Cauchy Schwarz inequality. The fourth line follows by

assumption.

(⇐) Suppose p(z, c; r̄X) ≥ 0. We will construct an rX ∈ Rd1 with ∥rX∥ ≤ r̄X and

such that equation (C.22) holds. We consider two cases.

1. Suppose z = 0. Let rX = 0 Then, ∥rX∥ = 0 ≤ r̄X and

z = r′X(σW1,X

√
1− ∥c∥2 − cz)
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holds since both sides equal zero.

2. Suppose z ̸= 0. Let

rX =
z

∥σW1,X

√
1− ∥c∥2 − zc∥2

(σW1,X

√
1− ∥c∥2 − zc).

rX is well defined since

∥σW1,X

√
1− ∥c∥2 − zc∥2 = p(z, c; r̄X)

r̄2X
+

z2

r̄2X
> 0

by z ̸= 0 and p(z, c; r̄X) ≥ 0. Also note that p(z, c; r̄X) ≥ 0 and z ̸= 0 together

imply that r̄X > 0. Next, ∥rX∥ ≤ r̄X follows from

∥rX∥2 − r̄2X =
z2

∥σW1,X

√
1− ∥c∥2 − zc∥2

− r̄2X

= ∥σW1,X

√
1− ∥c∥2 − zc∥−2

(
z2 − r̄2X∥σW1,X

√
1− ∥c∥2 − zc∥2

)
= −∥σW1,X

√
1− ∥c∥2 − zc∥−2p(z, c; r̄X)

≤ 0.

Finally, we can verify that

r′X(σW1,X

√
1− ∥c∥2 − cz)

=
z

∥σW1,X

√
1− ∥c∥2 − zc∥2

(σW1,X

√
1− ∥c∥2 − zc)′(σW1,X

√
1− ∥c∥2 − zc)

= z.

The next lemma allows us to search over c ∈ span{σW1,X , σW1,Y } rather than Rd1 ,

reducing the dimension of the minimization problem by d1 − 2.

Lemma 14. Suppose (σW1,X , σW1,X) are linearly independent and d1 ≥ 2. Let b ̸=

βmed, z ∈ R \ {0}, r̄X ∈ [0,∞), and c̄ ∈ [0, 1). Then

inf{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ Rd1 , ∥c∥ ≤ c̄}
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= inf{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ span{σW1,X , σW1,Y }, ∥c∥ ≤ c̄}.

Proof of Lemma 14. If d1 = 2 the lemma follows immediately because Rd1 =

span{σW1,X , σW1,Y }. So suppose d1 > 2. We break this proof in two parts.

Part 1: We first show that for any a ∈ [0, c̄],

argmin{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ Rd1 , ∥c∥ = a} ⊆ span{σW1,X , σW1,Y }.

We prove this by contrapositive: We show that for any coutside /∈ span{σW1,X , σW1,Y },

coutside /∈ argmin{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ Rd1 , ∥c∥ = a}. So let

coutside ∈ Rd1 \ span{σW1,X , σW1,Y }. Note that such a point exists since d1 > 2 =

dim(span{σW1,X , σW1,Y }). Let

B(a, z, r̄X) = {c ∈ Rd1 : p(z, c; r̄X) ≥ 0, ∥c∥ = a}

denote the constraint set. The result holds immediately if coutside /∈ B(a, z, r̄X),

so suppose coutside ∈ B(a, z, r̄X). It therefore suffices to construct a cbetter ∈

span{σW1,X , σW1,Y } with cbetter ∈ B(a, z, r̄X) and rY (z, cbetter, b) < rY (z, coutside, b).

By Gram-Schmidt orthogonalization, the vectors

v1 =
σW1,X

∥σW1,X∥
and v2 =

∥σW1,X∥2σW1,Y − (σ′
W1,Y

σW1,X)σW1,X

∥σW1,X∥
√

∥σW1,Y ∥2 − (σ′
W1,X

σW1,Y )
2

form an orthonormal basis for the subspace span{σW1,X , σW1,Y }, since we assumed

σW1,X and σW1,Y are linearly independent. Since we can write Rd1 = span{v1, v2} ⊕

span{v1, v2}⊥, coutside can be uniquely represented as

coutside = a1v1 + a2v2 + a3v3

where (a1, a2, a3) are such that a21 + a22 + a23 = a2, v3 ∈ span{v1, v2}⊥, and ∥v3∥ = 1.

Since coutside /∈ span{σW1,X , σW1,Y }, a3 ̸= 0.
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Recall that our goal is to find an element cbetter inside span{v1, v2} =

span{σW1,X , σW1,Y } that has norm equal to a and which leads to a smaller value

of the objective function than coutside. To this end, define

c+ = a1v1 +

(√
a22 + a23

)
v2 and c− = a1v1 −

(√
a22 + a23

)
v2.

These points satisfy the span and norm requirements: c+, c− ∈ span{σW1,X , σW1,Y }

and ∥c+∥ = ∥c−∥ = ∥coutside∥ = a. In fact, we will show that one of c+ or c− is the

desired point cbetter. To do this, we have to show that (i) they are in the constraint

set and (ii) at least one of them leads to a strictly smaller value of the objective

function.

Step (i). Here we show that c+ and c− are in the constraint set B(a, z, r̄X). We

already showed that their norm equals a. So we only need to show that p(z, c; r̄X) ≥ 0

for c equal to c+ or c−. To do this, write

p(z, c; r̄X) = r̄2X∥σW1,X

√
1− ∥c∥2 − cz∥2 − z2

= z2(∥c∥2r̄2X − 1)− 2zr̄2X(σ
′
W1,X

c)
√

1− ∥c∥2 + r̄2X∥σW1,X∥2(1− ∥c∥2).

The second line follows by expanding the norm. Since ∥c+∥ = ∥c−∥ = ∥coutside∥ = a,

v′1σW1,X = ∥σW1,X∥, and v′2σW1,X = v′3σW1,X = 0, evaluating this function at any of

the three points coutside, c
+, or c− gives the same value:

p(z, coutside; r̄X) = z2(a2r̄2X − 1)− 2a1zr̄
2
X∥σW1,X∥

√
1− a2 + r̄2X∥σW1,X∥2(1− a2)

= p(z, c+; r̄X)

= p(z, c−; r̄X).

Since coutside ∈ B(a, z, r̄X), p(z, coutside; r̄X) ≥ 0. We therefore have p(z, c−; r̄X) ≥ 0

and p(z, c+; r̄X) ≥ 0. Thus c+, c− ∈ B(a, z, r̄X).

Step (ii). Next we show that either rY (z, c
+, b) < rY (z, coutside, b) or rY (z, c

−, b) <

rY (z, coutside, b).
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First, we have

z
√

1− ∥coutside∥2(σW1,X − bσW1,Y )− (k1 − k0b)coutside ̸= 0.

To see this, note that this quantity is a linear combination of (σW1,X , σW1,Y , coutside).

Its coefficients are nonzero because b ̸= βmed, z ̸= 0, and ∥coutside∥ = a ≤ c̄ <

1. Moreover, σW1,X and σW1,Y are linearly independent, and coutside is not in

span{σW1,X , σW1,Y }. This linear independence therefore implies that the linear com-

bination cannot be zero. Thus (z, coutside, b) ∈ D0 by definition of D0. By def-

inition of rY (z, c, b), we therefore have 0 < rY (z, coutside, b) < ∞. Consequently,

rY (z, coutside, b)
−1 is well defined.

For any c with ∥c∥ = a, expanding the norm in rY (z, c, b) gives

rY (z, c, b)
−2

=
z2(1− a2)∥σW1,Y − bσW1,X∥2 − 2z ((σW1,Y − bσW1,X)′c)

√
1− a2(k1 − bk0) + a2(k1 − bk0)

2

(k1 − bk0)2
.

Therefore

(k1 − bk0)
2
(
rY (z, c

+, b)−2 − rY (z, coutside, b)
−2
)

= 2z
√
1− a2(k1 − bk0)(σW1,Y − bσW1,X)

′(coutside − c+)

= 2z
√
1− a2(k1 − bk0)(σW1,Y − bσW1,X)

′(a2v2 + a3v3 −
√

a22 + a23v2)

= 2z
√
1− a2(k1 − bk0) ((σW1,Y − bσW1,X)

′v2) (a2 −
√

a22 + a23).

The last line follows since v3 ∈ span{σW1,X , σW1,Y }⊥. Likewise,

(k1 − bk0)
2
(
rY (z, c

−, b)−2 − rY (z, coutside, b)
−2
)

= 2
√
1− a2(k1 − bk0)z ((σW1,Y − bσW1,X)

′v2) (a2 +
√

a22 + a23).

Recall that z ̸= 0 by assumption, a2 < 1 by c̄ < 1, and k1 ̸= bk0 by b ̸= βmed. Also,

(σW1,Y − bσW1,X)
′v2 = σ′

W1,Y
v2 > 0.
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The equality follows since v2 is orthogonal to σW1,X . The inequality follows from

σ′
W1,Y

v2 =
∥σW1,X∥2∥σW1,Y ∥2 − (σ′

W1,Y
σW1,X)

2

∥σW1,X∥
√
∥σW1,Y ∥2 − (σ′

W1,X
σW1,Y )

2

> 0,

which itself follows from the Cauchy-Schwarz inequality and linear independence of

(σW1,X , σW1,Y ). Moreover, since a3 ̸= 0,

a2 −
√

a22 + a23 < 0 < a2 +
√

a22 + a23.

Therefore either

(k1 − bk0)
2
(
rY (z, c

−, b)−2 − rY (z, coutside, b)
−2
)
> 0

or

(k1 − bk0)
2
(
rY (z, c

+, b)−2 − rY (z, coutside, b)
−2
)
> 0.

Since k1 ̸= bk0 by b ̸= βmed, this implies that either rY (z, c
+, b) < rY (z, coutside, b) or

rY (z, c
−, b) < rY (z, coutside, b).

Part 2: We finish the proof by showing that the result of Part 1 implies the

lemma’s claim. We have

inf{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ Rd1 , ∥c∥ ≤ c̄}

= inf{inf{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ Rd1 , ∥c∥ = a} : a ∈ [0, c̄]}

= inf{inf{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ span{σW1,X , σW1,Y }, ∥c∥ = a} : a ∈ [0, c̄]}

= inf{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ span{σW1,X , σW1,Y }, ∥c∥ ≤ c̄}.

The first and third equality follow from a sequential minimization. The second equal-

ity follows from follows from Part 1 of this proof.
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C.5.2 Proofs of Main Results

We are now ready to prove our main results. Note that we can write

B(r̄X) = inf
⋃

(rX ,rY ,c):∥rX∥≤r̄X

B(rX , rY , c)

and

B(r̄X) = sup
⋃

(rX ,rY ,c):∥rX∥≤r̄X

B(rX , rY , c).

By Theorem 13, these are the infimums and supremums of BI(r̄X), the identified set

for βlong when both rY and c are not constrained. We can similarly write

B(r̄X , c̄) = inf
⋃

(rX ,rY ,c):∥rX∥≤r̄X ,∥c∥≤c̄

B(rX , rY , c)

B(r̄X , c̄) = sup
⋃

(rX ,rY ,c):∥rX∥≤r̄X ,∥c∥≤c̄

B(rX , rY , c).

By Theorem 13, these are the infimums and supremums of BI(r̄X , c̄), the identified

set for βlong when rY is not constrained.

We prove Theorem 10 first since Theorem 9 will be shown as the special case

where c̄ = 1.

Proof of Theorem 10. Let R(r̄X , c̄) = {(rX , c) ∈ Rd1 × Rd1 : ∥rX∥ ≤ r̄X , ∥c∥ ≤

c̄, ∥c∥ ≠ 1}. First note that

BI(r̄X , c̄) =
⋃

(rX ,rY ,c):∥rX∥≤r̄X ,∥c∥≤c̄

B(rX , rY , c)

=
⋃

(rX ,rY ,c):∥rX∥≤r̄X ,∥c∥≤c̄,∥c∥≠1

B(rX , rY , c)

=
⋃

(rX ,c)∈R(r̄X ,c̄),rY ∈Rd1

B(rX , rY , c).
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The first line holds by Theorem 13. The second line follows since ∥c∥ < 1 holds

whenever b ∈ B(rX , rY , c), by definition of B(rX , rY , c). The last line follows by defi-

nition of R(r̄X , c̄). Next we consider the two cases specified in the theorem statement

separately.

Case 1. z̄X(r̄X , c̄)
2 < k0.

By Lemma 12, for all (rX , c) ∈ R(r̄X , c̄):

zX(rX , c)
2 ≤ z̄X(r̄X , c̄)

2.

This result combined with z̄X(r̄X , c̄)
2 < k0 < ∞ and the fact that the denominator

of zX(rX , c)
2 is (1 + r′Xc)

2 implies that r′Xc ̸= −1 for all (rX , c) ∈ R(r̄X , c̄). Partition

R(r̄X , c̄) = R=0(r̄X , c̄) ∪R ̸=0(r̄X , c̄) where

R=0(r̄X , c̄) = {(rX , c) ∈ R(r̄X , c̄) : zX(rX , c) = 0}

R̸=0(r̄X , c̄) = {(rX , c) ∈ R(r̄X , c̄) : zX(rX , c) ̸= 0}.

This partition lets us write

BI(r̄X , c̄) =

 ⋃
(rX ,c)∈R=0(r̄X ,c̄),rY ∈Rd1

B(rX , rY , c)

⋃
 ⋃

(rX ,c)∈R̸=0(r̄X ,c̄),rY ∈Rd1

B(rX , rY , c)

 .

Next we characterize each of these unions.

1. First let b be in the union on the left. Then there is a (rX , c) ∈ R=0(r̄X , c̄) and

rY ∈ Rd1 such that b ∈ B(rX , rY , c). Recall the definition of zX(rX , c):

zX(rX , c) =
r′XσW1,X

√
1− ∥c∥2

1 + r′Xc
.

By definition of R(r̄X , c̄), ∥c∥ < 1. Consequently, zX(rX , c) = 0 implies

r′XσW1,X = 0. Since b ∈ B(rX , rY , c), there is a p1 ∈ Rd1 such that
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(I + cr′X)p1 = σW1,X holds, by Lemma 7. Since r′Xc ̸= −1, this equation

implies that r′Xp1 = 0. Also by Lemma 7, there is a g1 ∈ Rd1 such that

(p′1rX)(g
′
1rY )(1 − ∥c∥2) = k1 − bk0 holds. But since r′Xp1 = 0, we must have

k1 − bk0 = 0. Thus b = βmed. Thus we have shown that any element in the

union on the left must be βmed. All we have left here is to show that this

union is not empty, so that there does in fact exist one element in it. To see

that it is non-empty, note that b = βmed combined with the choices rY = 0,

g1 = σW1,Y − βmedσW1,X , p1 = σW1,X , rX = 0, and any c with ∥c∥ < 1 imply

that b ∈ B(rX , rY , p) by Lemma 7 and that (rX , c) ∈ R=0(rX , c).

Thus we conclude that ⋃
(rX ,c)∈R=0(r̄X ,c̄),rY ∈Rd1

B(rX , rY , c)

 = {βmed}.

2. Next consider (rX , c) ∈ R ̸=0(r̄X , c̄). By Lemma 12, 0 < zX(rX , c)
2 ≤

z̄X(r̄X , c̄)
2 < k0 for all (rX , c) ∈ R̸=0(r̄X , c̄). So Lemma 11 shows that, for

all (rX , c) ∈ R̸=0(r̄X , c̄),⋃
rY ∈Rd1

B(rX , rY , c) =
(
b(zX(rX , c)), b(zX(rX , c))

)
\ B0(zX(rX , c), c).

Using these characterizations of the two partition sets gives

BI(r̄X , c̄) = {βmed} ∪
⋃

(rX ,c)∈R ̸=0(r̄X ,c̄)

(
b(zX(rX , c)), b(zX(rX , c))

)
\ B0(zX(rX , c), c)

= {βmed} ∪
⋃

(rX ,c)∈R(r̄X ,c̄)

(
b(zX(rX , c)), b(zX(rX , c))

)
\ B0(zX(rX , c), c).

The second line follows since
(
b(zX(rX , c)), b(zX(rX , c))

)
= ∅ when zX(rX , c) = 0.

We can now derive our desired expression for B(r̄X , c̄) as follows:

B(r̄X , c̄) = inf BI(r̄X , c̄)
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= inf

{βmed} ∪

 ⋃
(rX ,c)∈R(r̄X ,c̄)

(
b(zX(rX , c)), b(zX(rX , c))

)
\ B0(zX(rX , c), c)


= inf{b(zX(rX , c)) : (rX , c) ∈ R(r̄X , c̄)}

= βmed − sup
{√

devsq(zX(rX , c)) : ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄, ∥c∥ ≠ 1
}
.

The first line follows by definition. The second line follows by our above derivations.

In the third line we used the fact that b(z) ≤ βmed for all z ≥ 0. The fourth line

follows by the definition of b(·). Next, recall that

devsq(z) =
z2
(

k2
k0

− β2
med

)
k0 − z2

.

By k2/k0 > β2
med (Lemma 5), devsq(z) is increasing in |z| over all z2 < k0. Therefore,

since zX(rX , c)
2 < k0 for all (rX , c) ∈ R(r̄X , c̄), Lemma 12 implies that the infimum

of b(zX(rX , c)) is attained at

B(r̄X , c̄) = βmed −
√

devsq(z̄X(r̄X , c̄)).

The analysis for B(r̄X , c̄) is analogous.

Case 2. z̄X(r̄X , c̄)
2 ≥ k0.

Let {r̄(n)X } be a sequence such that r̄
(n)
X ≤ r̄X and z̄X(r̄

(n)
X , c̄)2 < k0 for all n ∈ N.

Then for any n ∈ N,

B(r̄X , c̄) = sup
⋃

(rX ,rY ,c):∥rX∥≤r̄X ,∥c∥≤c̄

B(rX , rY , c)

≥ sup
⋃

(rX ,rY ,c):∥rX∥≤r̄
(n)
X ,∥c∥≤c̄

B(rX , rY , c)

= B(r̄
(n)
X , c̄)

= βmed +

√√√√ z̄X(r̄
(n)
X , c̄)2(k2/k0 − β2

med)

k0 − z̄X(r̄
(n)
X , c̄)2

.
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The first and third lines follow by definition. The second line follows from r̄
(n)
X ≤ r̄X .

The fourth line follows by our analysis in Case 1, since z̄X(r̄
(n)
X , c̄)2 < k0. Suppose

z̄X(r̄
(n)
X , c̄)2 ↗ k0 as n → ∞. Then

lim
n→∞

βmed +

√√√√ z̄X(r̄
(n)
X , c̄)2(k2/k0 − β2

med)

k0 − z̄X(r̄
(n)
X , c̄)2

 = +∞.

This follows from

lim
z2↗k0

z2

k0 − z2
= +∞,

since k0 > 0. This would be sufficient to obtain B(r̄X , c̄) = +∞.

So all that remains to be shown is that there exists such a sequence {r̄(n)X } with

r̄
(n)
X ≤ r̄X and z̄X(r̄

(n)
X , c̄)2 ↗ k0 as n → ∞. We consider two cases.

1. Suppose c̄ = 0. Then z̄X(r̄
(n)
X , c̄)2 = (r̄

(n)
X )2∥σW1,X∥2. This function is continuous

in r̄
(n)
X . Moreover, since ∥σW1,X∥ ≠ 0 by A7, it has range [0,∞). Thus the

desired sequence exists.

2. Suppose c̄ > 0. To ensure that z̄X(r̄
(n)
X , c̄)2 < k0 for all n ∈ N, we need at least

r̄
(n)
X c̄ < 1; otherwise we would have z̄X(r̄

(n)
X , c̄)2 = +∞ for some n. Thus our

sequence must satisfy r̄
(n)
X < 1/c̄. Next notice that z̄X(r̄

(n)
X , c̄)2 is continuous in

r̄
(n)
X over the set [0, 1/c̄). Moreover, its range on this set is [0,∞). This follows

from continuity combined with the boundary values z̄X(0, c̄) = 0 and

lim
r̄X↗1/c̄

z̄X(r̄X , c̄) = lim
r̄X↗1/c̄

r̄X∥σW1,X∥
√
1−min{c̄, r̄X}2

1− r̄X min{r̄X , c̄}

= +∞.

To see the second equality, note that 1/c̄ ≥ 1 since c̄ = 1 is the logically

largest possible value of this parameter. Hence min{r̄X , c̄} → c̄ as r̄X ↗ 1/c̄.
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So 1 − r̄X c̄ → 0 along this sequence. So the denominator term converges to

zero. The numerator converges the constant (1/c̄)∥σW1,X∥
√
1− c̄2. For c̄ < 1,

putting these results together shows that the desired sequence r̄
(n)
X exists. For

c̄ = 1, any sequence r̄X ↗ 1 has min{r̄X , c̄} = r̄X and hence

z̄X(r̄X , c̄) =
r̄X√
1− r̄2X

∥σW1,X∥,

which converges to +∞ as r̄X ↗ 1.

The proof of B(r̄X , c̄) = −∞ is analogous.

Proof of Theorem 9. This result follows as a corollary of Theorem 10 by setting c̄ = 1.

Moreover, note that z̄X(r̄X , 1) = z̄X(r̄X) for all r̄X .

Proof of Corollary 4.3.2. Note that we can equivalently write

r̄bpX = inf{r̄X ≥ 0 : b ∈ BI(r̄X) for some b ≤ 0}.

If βmed ≥ 0, then

r̄bpX = inf{r̄X ≥ 0 : b ∈ [B(r̄X), B(r̄X)] for some b ≤ 0}

= inf{r̄X ≥ 0 : dev(r̄X)
2 = β2

med}.

The second equality follows by the monotonicity and continuity of dev(r̄X). If βmed ≤

0, the same equality is obtained (and hence why we work with squares here).

We now show that r̄bpX is the unique non-negative solution to β2
med = dev(r̄X)

2. If

r̄X is such that k0 − z̄X(r̄X)
2 ≤ 0, then r̄bpX < r̄X since (B(r̄X), B(r̄X)) = (−∞,+∞).

Therefore, assume that r̄X is such that k0 − z̄X(r̄X)
2 > 0. Then this equality can be

written as

k2
1

k2
0

=
z̄X(r̄X)

2
(

k2
k0

− k21
k20

)
k0 − z̄X(r̄X)2
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=

r̄2X(1−k0)

1−r̄2X

k2k0−k21
k20

k0 −
r̄2X(1−k0)

1−r̄2X

=
r̄2X(1− k0)(k2k0 − k2

1)

k3
0(1− r̄2X)− k2

0 r̄
2
X(1− k0)

=
r̄2X(1− k0)(k2k0 − k2

1)

k2
0(k0 − r̄2X)

.

Rearranging, we obtain

k2
1

(
k0 − r̄2X

)
= r̄2X(1− k0)(k2k0 − k2

1).

Solving for r̄2X we find that(
r̄bpX
)2

=
k0k

2
1

(1− k0)(k2k0 − k2
1) + k2

1

=
k2
1/k0k2

(1− k0)/k0 + k2
1/k0k2

.

Note that

k2
1

k0k2
=

k2
1

k2
0

k0
k2

=
var(βmedX

⊥W1)

var(Y ⊥W1)
= R2

Y∼X•W1

and

1− k0 = 1− var(X⊥W1)

var(X)
= R2

X∼W1

by var(X) = 1. Therefore

(
r̄bpX
)2

=
R2

Y∼X•W1

R2
X∼W1

1−R2
X∼W1

+R2
Y∼X•W1

.

Taking the positive square root gives

r̄bpX =

 R2
Y∼X•W1

R2
X∼W1

1−R2
X∼W1

+R2
Y∼X•W1


1/2

.
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Proof of Theorem 11. Note that we can equivalently write

r̄bfY (r̄X , c̄, b) = inf{r̄Y ≥ 0 : b ∈ BI(r̄X , c̄, r̄Y ) for some b ≤ b}.

We use this version in our proof. We will consider each case stated in the theorem

separately.

Case 1 If b ≥ βmed, then r̄bfY (r̄X , c̄; b) = 0.

By Lemma 9, βmed ∈ B(0, 0, 0). This implies

βmed ∈
⋃

(rX ,c):∥rX∥≤r̄X ,∥c∥≤c̄

B(rX , 0, c) = BI(r̄X , 0, c̄).

We then have

inf{r̄Y ≥ 0 : b ∈ BI(r̄X , r̄Y , c̄) for some b ≤ b} = 0

by letting b = βmed ≤ b.

Case 2 If B(r̄X , c̄) > b, then r̄bfY (r̄X , c̄; b) = +∞.

Note that

BI(r̄X , r̄Y , c̄) =
⋃

(rX ,rY ,c):∥rX∥≤r̄X ,∥rY ∥≤r̄Y ,∥c∥≤c̄

B(rX , rY , c)

⊆
⋃

(rX ,rY ,c):∥rX∥≤r̄X ,∥c∥≤c̄

B(rX , rY , c).

Therefore,

{r̄Y ≥ 0 : b ∈ BI(r̄X , r̄Y , c̄) for some b ≤ b}

⊆

r̄Y ≥ 0 : b ∈
⋃

(rX ,rY ,c):∥rX∥≤r̄X ,∥c∥≤c̄

B(rX , rY , c) for some b ≤ b


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= ∅.

The last line follows by

B(r̄X , c̄) = inf
⋃

(rX ,rY ,c):∥rX∥≤r̄X ,∥c∥≤c̄

B(rX , rY , c) > b.

Hence

inf{r̄Y ≥ 0 : b ∈ BI(r̄X , r̄Y , c̄) for some b ≤ b} = +∞.

Case 3 If B(r̄X , c̄) ≤ b < βmed.

First, note that

r̄bfY (r̄X , c̄, b) = inf{r̄Y ≥ 0 : b ∈ BI(r̄X , r̄Y , c̄) for some b ≤ b}

= inf{r̄Y ≥ 0 : There is a (b, rX , rY , c) s.t.

b ∈ B(rX , rY , c), ∥rX∥ ≤ r̄X , ∥rY ∥ ≤ r̄Y , ∥c∥ ≤ c̄, b ≤ b}

= inf{∥rY ∥ : There is a (b, rX , rY , c) s.t.

b ∈ B(rX , rY , c), ∥rX∥ ≤ r̄X , rY ∈ Rd1 , ∥c∥ ≤ c̄, b ≤ b}

= inf

∥rY ∥ : rY ∈
⋃

∥rX∥≤r̄X ,∥c∥≤c̄,b≤b

{rY ∈ Rd1 : b ∈ B(rX , rY , c)}

 .

The second equality follows from the definition of BI(r̄X , r̄Y , c̄). The third holds

because r̄Y ≥ ∥rY ∥, so it is minimized by setting r̄Y = ∥rY ∥.

Next we can write⋃
∥rX∥≤r̄X ,∥c∥≤c̄,b≤b

{rY ∈ Rd1 : b ∈ B(rX , rY , c)}

=
⋃

∥rX∥≤r̄X ,∥c∥≤c̄,b≤b

{rY ∈ Rd1 : (C.21)–(C.25) hold for (rX , rY , c, b, z) and for some z ∈ R \ {0}}

=
⋃

∥rX∥≤r̄X ,∥c∥≤c̄,b≤b


rY ∈ Rd1 : (C.21) holds for (rX , rY , c, b, z)

where (rX , c, b, z) ∈ A(r̄X , c̄), z ∈ R \ {0}


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=
⋃

(rX ,c,b,z)∈A(r̄X ,c̄),b≤b

{rY ∈ Rd1 : (C.21) holds for (rX , rY , c, b, z)}.

The first equality follows by Lemma 8, which we can apply since we consider b

satisfying b ≤ b < βmed. The second equality follows by definition of the set A(r̄X , c̄).

The third equality follows since the inequalities ∥rX∥ ≤ r̄X and ∥c∥ ≤ c̄ are part of

the definition of A(r̄X , c̄).

Thus

r̄bfY (r̄X , c̄, b) = inf

∥rY ∥ : rY ∈
⋃

(rX ,c,b,z)∈A(r̄X ,c̄),b≤b

{rY ∈ Rd1 : (C.21) holds for (rX , rY , c, b, z)}


= inf


inf
{
∥rY ∥ : rY ∈ Rd1 , (C.21) holds for (rX , rY , c, b, z)

}
s.t. (rX , c, b, z) ∈ A(r̄X , c̄), b ≤ b


= inf {rY (z, c, b) : (rX , c, b, z) ∈ A(r̄X , c̄), b ≤ b} .

The last line follows by Lemma 10. We have just shown that r̄bfY (r̄X , c̄, b) can

be computed as the solution to a constrained minimization problem with objec-

tive function rY (z, c, b). We complete the proof by showing that the constraints

(rX , c, b, z) ∈ A(r̄X , c̄), b ≤ b here are equivalent to the constraints given in the state-

ment of the theorem.

The constraint set is

{(rX , c, b, z) ∈ A(r̄X , c̄) : b ≤ b}

= {(rX , c, b, z) : (C.22)–(C.24) hold, ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄, b ≤ b, z ∈ R \ {0}}

= {(rX , c, b, z) : (b− βmed)
2 < devsq(z), z2 < k0,

z = r′X(
√

1− ∥c∥2σW1,X − cz), ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄, b ≤ b, z ∈ R \ {0}}

= {(rX , c, b, z) : (b− βmed)
2 < devsq(z), 0 < z2 < k0,

z = r′X(
√

1− ∥c∥2σW1,X − cz), ∥rX∥ ≤ r̄X , ∥c∥ ≤ c̄, b ≤ b}

= {(rX , c, b, z) : (b− βmed)
2 < devsq(z), 0 < z2 < k0, p(z, c; r̄X) ≥ 0, ∥c∥ ≤ c̄, b ≤ b, rX ∈ Rd1}.
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The first equality follows by definition of A(r̄X , c̄). The second equality follows

by definition of equations (C.22)–(C.24). The third equality is just a slight simpli-

fication. The fourth equality follows from Lemma 13, which shows that for any

(z, c, r̄X) such that z2 < k0, ∥c∥ < 1, there exists a rX with ∥rX∥ ≤ r̄X and

z = r′X(σW1,X

√
1− ∥c∥2 − cz) if and only if p(z, c; r̄X) ≥ 0. Note that here we

also use c̄ < 1.

Thus we have shown that

r̄bfY (r̄X , c̄, b) = inf{rY (z, c, b) : (b− βmed)
2 < devsq(z), 0 < z2 < k0, p(z, c; r̄X) ≥ 0, ∥c∥ ≤ c̄, b ≤ b}.

(C.26)

We can further write this as

r̄bfY (r̄X , c̄, b)

= inf{inf{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ Rd1 , ∥c∥ ≤ c̄} : (b− βmed)
2 < devsq(z), 0 < z2 < k0, b ≤ b}

= inf{inf{rY (z, c, b) : p(z, c; r̄X) ≥ 0, c ∈ span{σW1,X , σW1,Y }, ∥c∥ ≤ c̄} :

(b− βmed)
2 < devsq(z), 0 < z2 < k0, b ≤ b}

= inf{rY (z, c1σW1,Y + c2σW1,X , b) : (b− βmed)
2 < devsq(z), 0 < z2 < k0,

p(z, c1σW1,Y + c2σW1,X ; r̄X) ≥ 0, ∥c1σW1,Y + c2σW1,X∥ ≤ c̄, (c1, c2) ∈ R2, b ≤ b}

= inf{rY (z, c1σW1,Y + c2σW1,X , b) : (b− βmed)
2 < devsq(z), z2 < k0,

p(z, c1σW1,Y + c2σW1,X ; r̄X) ≥ 0, ∥c1σW1,Y + c2σW1,X∥ ≤ c̄, (c1, c2) ∈ R2, b ≤ b}.

The second equality follows by Lemma 14, which uses the assumptions c̄ < 1,

d1 ≥ 2, and (σW1,X , σW1,X) are linearly independent. Moreover, note that the outer

infimum constraint set implies that z ̸= 0 and b ̸= βmed (since b < βmed), which

are also needed to apply Lemma 14. The third equality follows by combining the

two infimums and using the definition of the span. The last equality follows from

{b ∈ R : (b−βmed)
2 < devsq(0)} = ∅, since devsq(0) = 0, so that allowing z = 0 does

not change this infimum.

Remark 6 (Extension to c ≤ RW2∼W1 ≤ c). In this remark we briefly discuss how
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to extend our identification results to the more general assumption RW2∼W1 ∈ [c, c]

for known c and c satisfying 0 ≤ c ≤ c ≤ 1. Recall that letting c = cov(W1,W2), and

given our normalization var(W1) = I, this assumption is equivalent to c ≤ ∥c∥ ≤ c.

For brevity, we only consider Theorem 10, which is our identified set for βlong

using the restrictions ∥rX∥ ≤ r̄X and ∥c∥ ≤ c. From the proof of Theorem 10 notice

that the constraint on ∥c∥ is only used in the very last step of case 1. That step

invokes Lemma 12, which shows that

sup{zX(rX , c)2 : ∥rX∥ ≤ r̄X , ∥c∥ ≤ c} = z̄X(r̄X , c)
2.

This lemma can easily be generalized to include the additional assumption c ≤ ∥c∥.

To see this, notice that in the proof of the lemma we use the function

f(∥rX∥, ∥c∥) =
∥rX∥∥σW1,X∥

√
1− ∥c∥2

1− ∥rX∥∥c∥
.

We first show this function is maximized at f(r̄X , ∥c∥) for any value of ∥c∥. Then we

show that

∂f(r̄X , a)

∂a


> 0 if a < r̄X

= 0 if a = r̄X

< 0 if a > r̄X .

Note that a must be in the set [c, c]. Therefore this is a simple constrained optimiza-

tion problem. The solution is

a∗ =


c if r̄X < c

r̄X if r̄X ∈ [c, c]

c if r̄X > c

= min{max{r̄X , c}, c}.

Thus the maximized value of f is

f(r̄X ,min{max{r̄X , c}, c}) =
r̄X∥σW1,X∥

√
1−min{max{r̄X , c}, c}2

1− r̄X min{max{r̄X , c}, c}
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≡ z̄X(r̄X , c, c).

Notice that z̄X(r̄X , 0, c) = z̄X(r̄X , c). To verify that this upper bound can be attained,

modify c∗ to be

c∗ = −min{max{r̄X , c}, c}
∥σW1,X∥

σW1,X .

The rest of the proof of Lemma 12 continues to hold. In particular, the proof of case

1 continues to hold without modification. Thus we have shown that

sup{zX(rX , c)2 : ∥rX∥ ≤ r̄X , c ≤ ∥c∥ ≤ c} = z̄X(r̄X , c, c)
2.

With this extension of the lemma, the generalization of Theorem 10 then uses the

bounds

B(r̄X , c, c) = βmed −
√
devsq(z̄X(r̄X , c, c)) and B(r̄X , c, c) = βmed +

√
devsq(z̄X(r̄X , c, c)).

Finally, note that we assumed c̄ < 1 in this analysis, because our invertibility

assumption A1 rules out c = 1, perfect multicollinearity between W1 and W2. All

of our analysis could be generalized to relax this assumption and allow for c = 1, at

the cost of additional technical derivations. In particular, note that when c = c = 1

then βlong is point identified and equal to βmed. That is intuitive since, in this case,

there are no omitted variables since c = c = 1 implies that we know the unobservable

W2 is an affine function of the observables W1. Our analysis is consistent with this

case since, by examining the z̄X(r̄X , c, c) function, we see that for any fixed r̄X ,

z̄X(r̄X , c, c) → 0 as c, c → 1. Hence our bounds collapse to βmed as the correlation

between the observables and the unobservables is known to become arbitrarily close

to one.

C.6 Proofs for Section 4.4

Proof of Proposition 2. We have

cov(Y,X⊥W1,W2) = cov(βcX + γ′
1W1 + γ′

2W2 + U,X⊥W1,W2)
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= βc cov(X,X⊥W1,W2) + cov(U,X⊥W1,W2)

= βc cov(X
⊥W1,W2 , X⊥W1,W2) + cov(U⊥W1,W2 , X⊥W1,W2)

= βc var(X
⊥W1,W2).

The first line follows by the linear potential outcomes assumption. The last line

follows by linear latent unconfoundedness. Thus

βc =
cov(Y,X⊥W1,W2)

var(X⊥W1,W2)
.

The term on the right equals βlong by the FWL theorem. Note that the denominator

here is nonzero by A1.

Proof of Corollary 4.4.1. Theorem 8 implies that βlong = βmed. Proposition 2 implies

that βc = βlong.

Proof of Proposition 3. We have

cov(∆Y, (∆X)⊥∆W1,∆W2) = βc cov(∆X, (∆X)⊥∆W1,∆W2)) + cov(∆V, (∆X)⊥∆W1,∆W2)

= βc var
(
(∆X)⊥∆W1,∆W2

)
.

The first line follows by linear potential outcomes. The second line follows by exo-

geneity. The result then follows by the FWL theorem.

Proof of Corollary 4.4.2. Theorem 8 implies that βlong = βmed. Proposition 3 implies

that βc = βlong.
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