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Abstract

Federated learning is an emerging distributed machine learning paradigm that enables mul-

tiple clients to collaboratively learn a global model with the help of a server. Unfortunately,

federated learning is vulnerable to poisoning attacks. Specifically, an attacker who controls

some malicious clients can poison the global model via manipulating the local training data

or local model updates on them. The corrupted global model will make wrong predictions,

raising concerns about the security of federated learning.

In this dissertation, we study the poisoning attacks and defenses in federated learning.

We first propose a general framework for untargeted model poisoning attacks called LMPA,

which solves an optimization problem to manipulate the local model updates. We then

demonstrate how to apply our attack framework to existing Byzantine-robust federated

learning methods. Our evaluations show that existing Byzantine-robust defenses are not

secure against sophisticated attacks, highlighting the need for new defenses.

Then we turn to the problem of designing new defenses against poisoning attacks.

Existing Byzantine-robust defenses are insufficient because they have no root of trust. In

other words, from the server’s perspective, every client could be malicious. Therefore, we

propose FLTrust that bootstraps trust to the clients. Specifically, in FLTrust, the server

collects a small clean root dataset to compute a server model update in each round of

federated learning, and assigns trust scores to the local model updates based on their

similarity to the server model update. The server also normalizes the magnitudes of local

model updates before taking their average weighted by the trust scores. We empirically

show that FLTrust is robust against existing poisoning attacks, as well as an adaptive

attack.

We note that there is an ongoing arms race between the attacks and defenses in federated

learning. Though we have empirically demonstrated the robustness of FLTrust against

different attacks, we cannot guarantee its security against future attacks. One way to end

the arms race is to design defenses that have provable security guarantee. In the third

part of this dissertation, we propose an ensemble-based federated learning method called

FLCert, which we prove to be secure when the number of malicious clients is bounded. Our
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guarantee is regardless of the attacks, and thus will still hold for future attacks once the

number of malicious clients does not exceed certain threshold.
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Chapter 1

Introduction

1.1 Motivation

Recent advances in machine learning have lead to wider applications, such as healthcare

[TGR+19], finance [GCR19], and self-driving cars [SKD+20]. However, conventional cen-

tralized learning mechanism requires the clients to share their sensitive training data, e.g.,

healthcare records or driving history, with the service provider. This raises increasing con-

cerns about clients’ data privacy, particularly in the age of emerging privacy regulations

such as General Data Protection Regulation (GDPR).

Federated learning (FL) [MMR+17] was proposed as a potential solution to such privacy

concerns. In FL, multiple clients (e.g., smartphones, IoT devices, and edge devices) aim to

jointly learn a model called global model with the help of a service provider (e.g., Google

and Apple). We call the service provider server for simplicity. Each client holds a local

training dataset, which contains sensitive raw data that the client is not willing to share.

Each client also maintains a local model, trains the local model using its local training

data, and sends the local model updates to the server instead of its raw local training

data. The server aggregates the local model updates to update the global model. Due to

its potential promise of protecting private/proprietary client data, FL has been deployed

in many applications. For instance, Google has deployed FL for next-word prediction on

Android Gboard; WeBank uses FL for credit risk prediction; and more than 10 leading

pharmaceutical companies leverage FL for drug discovery in a project called MELLODDY.

However, due to its distributed nature, FL is vulnerable to adversarial manipula-

tions on malicious clients, which could be fake clients injected by an attacker or gen-

uine clients compromised by an attacker. For instance, malicious clients can corrupt

the global model via poisoning their local training data (known as data poisoning at-

tacks [BNL12, NBC+08]) or their local model updates sent to the server (called model
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poisoning attacks [FCJG20, BCMC19, BVH+20, XHCL20, SH21]). The corrupted global

model makes incorrect predictions for a large number of test inputs indiscriminately (called

untargeted attacks) [FCJG20, SH21], or it predicts attacker-chosen target labels for attacker-

chosen target test inputs while the predicted labels for other non-target test inputs are

unaffected (called targeted attacks) [BVH+20, BCMC19, XHCL20].

Poisoning attacks may lead to undesirable and severe consequences. For instance, pa-

tients with deadly diseases may be diagnosed incorrectly by the poisoned global model and

miss the chance of being cured; banks that deploy poisoned global model for credit-risk

prediction may loan money to borrowers who are unable to pay off the debt; autonomous

cars with poisoned global model embedded may press the accelerator instead of the brake

when a pedestrian appears in front of it. Therefore, it is urgent to investigate the poisoning

attacks in FL and design defenses against them.

Next, we will introduce the background of FL, poisoning attacks and Byzantine-robust

defenses. Then, we will discuss the structure of this dissertation.

1.2 Background

1.2.1 Federated Learning

Suppose we have n clients and each client has a local training dataset Di, i = 1, 2, · · · , n.
We use D =

⋃n
i=1Di to denote the joint training data. Each training example in D is

drawn from an unknown distribution X . The clients aim to collaboratively learn a shared

global model with the help of a server. The optimal global model w∗ is a solution to

the following optimization problem: w∗ = argmin
w

F (w), where F (w) = ED∼X [f(D,w)]

is the expectation of the empirical loss f(D,w) on the joint training dataset D. Since

the expectation is hard to evaluate, the global model is often learnt via minimizing the

empirical loss in practice, i.e., argmin
w

f(D,w) is the learnt global model. Specifically, each

client maintains a local model for its local training dataset. Moreover, the server maintains

the global model via aggregating the local model updates from the clients.
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Figure 1.1: Illustration of the three steps in FL.

Specifically, FL iteratively performs the following three steps (illustrated in Figure 1.1):

• Step I: Synchronizing the global model with clients. The server sends the

current global model w to the clients or a subset of them.

• Step II: Training local models. Each client trains a local model via fine-tuning

the global model using its local training dataset. Formally, the ith client solves

the optimization problem minwi f(Di,wi), where wi is the client’s local model. In

particular, the client initializes its local model as the global model and uses stochastic

gradient descent to update the local model for one or more iterations. Then, each

client sends its local model update gi = wi −w (i.e., the difference between its local

model and the current global model) to the server.

• Step III: Updating the global model via aggregating the local model up-

dates. The server computes a global model update g via aggregating the local model

updates according to some aggregation rule. Then, the server updates the global

model using the global model update, i.e., w = w + η · g, where η is the global

learning rate.

Note that in Step II, it is equivalent for the clients to send updated local models wi

to the server instead of the local model updates gi. The server can easily obtain the

local model updates from the updated local models. We will assume the clients send local

3



model updates in this dissertation, except that we assume the clients send local models in

Chapter 2 when we describe our attack. This is because our proposed attack can be better

understood with the term of local models.

In FL, the aggregation rule plays a key role. Different FL methods essentially use

different aggregation rules. The original and most popular aggregation rule is FedAvg

[MMR+17], which averages the local model updates weighted by the training data size.

FedAvg can achieve global models with high performance in non-adversarial settings. How-

ever, it was shown that a single malicious client can arbitrarily corrupt the global model

learnt with FedAvg [BMGS17, YCRB18]. Therefore, Byzantine-robust aggregation rules

are proposed as defenses. We will discuss the details in Section 1.2.3.

1.2.2 Poisoning Attacks to Federated Learning

There are different types of attacks towards federated learning. These attacks either target

the security [FCJG20, SHKR22] or the privacy [NSH19] of FL. In this dissertation, we focus

on the security of FL, where an attacker performs poisoning attacks to corrupt the learnt

global model.

Poisoning attacks generally refer to attacking the training phase of machine learning.

One category of poisoning attacks called data poisoning attacks aim to pollute the training

data to corrupt the learnt model. Data poisoning attacks have been demonstrated to many

machine learning systems such as spam detection [NBC+08], SVM [BNL12], recommender

systems [FGL20], neural networks [GDGG17], and graph-based methods [JWCG20], as

well as distributed privacy-preserving data analytics [CJG19]. FL is also vulnerable to

data poisoning attacks [TTGL20], i.e., malicious clients can corrupt the global model via

modifying, adding, and/or deleting examples in their local training datasets. For instance,

a data poisoning attack known as label flipping attack changes the labels of the training

examples on malicious clients while keeping their features unchanged.

Moreover, unlike centralized learning, FL is further vulnerable to model poisoning at-

tacks [BVH+20, BCMC19, FCJG20, XHCL20, SH21], in which the malicious clients poison
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the local models or their updates sent to the server. Depending on the attacker’s goal,

model poisoning attacks can be categorized into untargeted attacks [FCJG20, SH21] and

targeted attacks [BVH+20, BCMC19, XHCL20]. Untargeted attacks aim to corrupt the

global model such that it makes incorrect predictions for a large number of test inputs

indiscriminately, i.e., the test error rate is high. Targeted attacks aim to corrupt the global

model such that it predicts attacker-chosen target labels for attacker-chosen target test

inputs while the predicted labels for other non-target test inputs are unaffected.

Note that any data poisoning attack can be transformed to a model poisoning attack,

i.e., we can compute the local model update on a malicious client’s poisoned local training

dataset and treat it as the poisoned local model update. Moreover, recent studies [BCMC19,

FCJG20] have shown that model poisoning attacks are more effective than data poisoning

attacks against FL.

1.2.3 Defenses Against Poisoning Attacks

Existing defenses can be divided into two categories. Byzantine-robust FL methods [BMGS17,

MGR18, YZFL19, YCRB18] use Byzantine-robust aggregation rules to defend against poi-

soning attacks. Their main idea is to alleviate the impact of statistical outliers caused

by poisoning attacks when aggregating the local model updates. For instance, Median

[YCRB18] updates the global model by computing the coordinate-wise median of the local

model updates. However, recent studies have shown that existing Byzantine-robust FL

methods are still vulnerable to advanced model poisoning attacks on malicious clients.

Another type of defense focuses on detecting malicious clients and removing their local

model updates before the aggregation [CCL+19, FCJG20, STS16, LCW+20]. For instance,

Cao et al. [CCL+19] proposed a scheme called Sniper to detect malicious clients by solving a

maximum clique problem. These defenses showed some empirical effectiveness in detecting

malicious clients. However, it is still an open question how to efficiently recover from the

poisoned global model when malicious clients are detected.
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1.3 Dissertation Structure

In this dissertation we study the attacks and defenses in FL. Specifically, we discuss a

general attack framework, a Byzantine-robust FL method, as well as a provably secure FL

method.

In Chapter 2, we propose a general framework for untargeted model poisoning attack

called Local Model Poisoning Attack (LMPA). In LMPA, we formulate our attack as solving

an optimization problem. Specifically, in each round of FL, the attacker manipulates the

local model updates sent by the malicious clients to the server. The malicious local model

updates are carefully crafted such that the aggregated model update (called global model

update) under attack will deviate the most to the opposite direction of the non-adversarial

global model update. We will show that existing Byzantine-robust FL methods are not

sufficient to defend against our attacks, highlighting the need for more advanced defenses.

Our attack [FCJG20] was first published in SEC’20: Proceedings of the 29th USENIX

Conference on Security Symposium. This is a collaborative work with Minghong Fang, Jia

Liu, and Neil Zhenqiang Gong.

In Chapter 3, we analyze the reason why existing Byzantine-robust FL methods are not

sufficient to defend against advanced model poisoning attacks, i.e., there is no root of trust

in these methods. Then we propose a novel Byzantine-robust defense called FLTrust that

can bootstrap trust to the clients. In FLTrust, we assume the server collects a small clean

dataset and computes a server model update in each round of FL, just like how the clients

compute their local model updates. During aggregation, the server assigns trust scores to

the local model updates based on their similarity with the server model update. The server

also normalize the magnitude of the local model updates such that large malicious local

model updates shall not dominate the aggregation. We empirically show the robustness of

FLTrust against the state-of-the-art poisoning attacks. FLTrust [CFLG21] was first pub-

lished in Proceedings of the Network and Distributed System Security Symposium (NDSS)

2021. This is a collaborative work with Minghong Fang, Jia Liu, and Neil Zhenqiang Gong.

Though FLTrust shows robustness against existing attacks, there is no guarantee that it
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will still be robust to future attacks. To address the arms race between attacks and defenses,

in Chapter 4, we propose a provably secure FL method called FLCert. FLCert leverages

the ensemble method and inherits the provable security from majority vote. Specifically,

in FLCert, instead of learning a single global model, we divide the clients into multiple

groups and learn one global model for each group. Given a test input, we use each and

every global model to make a prediction for it. Then we take the majority vote of all the

predictions as the final output of our ensemble global model for the given test input. We

prove that when the number of malicious clients is bounded, the output of our ensemble

global model will not change no matter what attack an attacker performs. FLCert [CJG21]

was first published in Proceedings of the AAAI Conference on Artificial Intelligence 2021.

This is a collaborative work with Jinyuan Jia and Neil Zhenqiang Gong.
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Chapter 2

LMPA: A General Framework for
Untargeted Model Poisoning Attacks to
Byzantine-robust FL

2.1 Introduction

In machine learning, an attacker may aim to manipulate the training phase such that

the learnt model (we consider the model to be a classifier) has a high test error rate

indiscriminately for test inputs, which makes the model unusable and eventually leads to

denial-of-service attacks. Such attacks are called untargeted poisoning attacks. There are

two key components in the training phase of a machine learning model, i.e., training dataset

collection and learning process. The training dataset collection component is to collect a

training dataset, while the learning process component produces a model from a given

training dataset. In conventional centralized learning scenario, poisoning attacks mainly

inject malicious data into the training dataset before the learning process starts, while

the learning process is assumed to maintain integrity. Therefore, these attacks are often

called data poisoning attacks [RNH+09, BNL12, XBB+15, LWSV16, JOB+18, SMK+18]. In

federated learning, an attacker could only inject the malicious data into the clients that are

under the attacker’s control. As a result, these data poisoning attacks have limited success

to attack Byzantine-robust federated learning (see our experimental results in Section 2.5.6).

However, in FL, an attacker can also manipulate the learning process via sending per-

turbed local model updates to the server from the malicious clients, which is called model

poisoning attacks as they directly manipulate the local model updates. In this chapter,

we propose a novel framework for untargeted model poisoning attack to Byzantine-robust

FL called local model poisoning attack (LMPA). Unlike existing data poisoning attacks

that compromise the integrity of training dataset collection, we aim to compromise the
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integrity of the learning process in the training phase. The attacker may or may not know

the aggregation rule used by the server.

A key challenge of model poisoning attacks is how to craft the local model updates

sent from the malicious clients to the server. To address this challenge, we formulate

crafting local model updates as solving an optimization problem in each round of FL.

Specifically, the server could compute a global model in an round if there are no attacks,

which we call before-attack global model. Our goal is to craft the local model updates on

the malicious clients such that the global model deviates the most towards the inverse of the

direction along which the before-attack global model would change. Our intuition is that

the deviations accumulated over multiple rounds would make the learnt global model differ

from the before-attack one significantly. We apply our attacks to several recent Byzantine-

robust federated learning methods including Krum, Trimmed-mean, and median.

Our evaluation results on the MNIST, Fashion-MNIST, CH-MNIST, and Breast Cancer

Wisconsin (Diagnostic) datasets show that our attacks can substantially increase the test

error rates of the global models under various settings of FL. For instance, when learning a

deep neural network classifier for MNIST using Krum, our attack can increase the test error

rate from 0.11 to 0.75. Moreover, we compare with data poisoning attacks including label

flipping attacks and back-gradient optimization based attacks [MGBD+17] , which poison

the local training datasets on the malicious clients. We find that these data poisoning

attacks have limited success to attack the Byzantine-robust FL methods.

Recall that it is equivalent for the clients to send local models or local model updates,

since their relationship can be quantified using a simple linear equation gi = wi − w. In

this chapter, we assume the clients send local models (instead of local model updates in

other chapters) to the server to better describe our attack. The server can obtain the local

model updates easily by subtracting the current global model from the local models. The

content of this chapter has been published in [FCJG20].
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2.2 Problem Setup

2.2.1 Attacker’s Goal

We consider untargeted model poisoning attacks, whose goal is to manipulate the local

models such that the learnt global model has a high test error rate indiscriminately for

test inputs. Such utility loss will make the learnt global model unusable and eventually

lead to denial-of-service attacks. For instance, an attacker may perform such attacks to its

competitor’s federated learning system to benefit from the attacks.

We note that the Byzantine-robust methods [YCRB18] can asymptotically bound the

error rates of the learnt global model (i.e., its distance from the optimal global model) under

certain assumptions of the objective functions, and some of them even achieve order-optimal

error rates. These theoretical guarantees seem to imply the difficulty of manipulating

the global model. However, the asymptotic guarantees do not precisely characterize the

practical performance of the learnt global models. The key reason is that the assumptions

that these Byzantine-robust methods rely on, e.g., the objective function is convex and data

are independent and identically distributed (IID), usually do not hold in FL applications.

Therefore, they are still vulnerable to sophisticated model poisoning attacks on malicious

clients.

2.2.2 Attacker’s Capability

We assume the attacker has control over m clients. Specifically, like Sybil attacks to dis-

tributed systems, the attacker could inject m fake clients into the federated learning system

or compromise m genuine clients. However, we assume the number of clients under the at-

tacker’s control is less than 50% (otherwise, it would be easy to manipulate the global

models). We assume the attacker can arbitrarily manipulate the local models sent from

these clients to the server. We call these clients malicious clients.
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2.2.3 Attacker’s Background Knowledge

The attacker knows everything on the malicious clients, e.g., the code, local training

datasets, and local models. We characterize the attacker’s background knowledge along

the following two dimensions:

• Aggregation rule. Recall that the aggregation rules plays an important role in FL.

Different Byzantine-robust FL methods essentially use different aggregation rules.

We consider two scenarios depending on whether the attacker knows the aggregation

rule or not. In particular, the attacker could know the aggregation rule in various

scenarios. For instance, the server may make the aggregation rule public in order to

increase transparency and trust of the FL system. When the attacker does not know

the aggregation rule, we will craft local models for the malicious clients based on a

certain aggregation rule. Our empirical results show that such crafted local models

could also attack other aggregation rules. In particular, we observe different levels

of transferability of our local model poisoning attacks between different aggregation

rules.

• Training data. We consider two cases (full knowledge and partial knowledge) de-

pending on whether the attacker knows the local training datasets and local models

on the benign clients. In the full knowledge scenario, the attacker knows the local

training dataset and local model on every client. We note that the full knowledge

scenario has limited applicability in practice for FL as the training dataset is decen-

tralized on many clients, and we use it to estimate the upper bound of our attacks’

threats for a given setting of FL. In the partial knowledge scenario, the attacker only

knows the local training datasets and local models on the malicious clients.

2.3 Byzantine-robust Federated Learning

FL was first proposed with averaging as its aggregation rule [MMR+17] (called FedAvg).

FedAvg achieves high performance and is widely used under non-adversarial settings. How-

11



ever, recent works [BMGS17, YCRB18] have shown that it is vulnerable to simple poisoning

attacks. Specifically, a single malicious client can arbitrarily manipulate the learnt global

model. Therefore, researchers have developed multiple Byzantine-robust FL methods that

aim to be robust even if some clients become malicious. These Byzantine-robust FL meth-

ods essentially leverage different Byzantine-robust aggregation rules to resist poisoning

attacks. Their main idea is to alleviate the impact of statistical outliers caused by poi-

soning attacks when aggregating the local models. Next, we will introduce several popular

Byzantine-robust aggregation rules.

2.3.1 Krum

Krum selects one of the n local models in each round as the global model based on a square-

distance score. The intuition is that even if the selected local model is from a malicious

client, its impact may be constrained since it is similar to other local model update possibly

from benign clients. Suppose at most f clients are malicious. The score for the ith client

is computed as follows:

vi =
∑

wj∈Γi,n−f−2

‖wj −wi‖22, (2.1)

where Γi,n−f−2 is the set of n−f−2 local models that have the smallest Euclidean distance

to wi. The local model of the client with the minimal score will be chosen as the global

model. Krum was claimed to be robust when the number of malicious clients does not

exceed f , i.e., m ≤ f , where f < n−2
2 .

2.3.2 Trimmed-mean

Trimmed-mean is a coordinate-wise aggregation rule that considers each model parameter

individually. For each model parameter, the server collects its values in all local models

and sorts them. Given a trim parameter β < n
2 , the server removes the largest β and the

smallest β values, and then computes the mean of the remaining n− 2β values as the value

of the corresponding parameter in the global model. The trim parameter β should be at

12



least the number of malicious clients, i.e., β ≥ m, to make Trimmed-mean robust. In other

words, Trimmed-mean can tolerate less than 50% of malicious clients in the extreme case.

Moreover, it is theoretically proved that Trimmed-mean achieves order-optimal error rates

when the objective function to optimize is strongly convex and m ≤ β ≤ n
2 .

2.3.3 Median

Median is another coordinate-wise aggregation rule. Like Trimmed-mean, in Median, the

server also sorts the values of each individual parameter in all local models. Instead of using

the mean value after trim, Median considers the median value of each parameter as the

corresponding parameter value in the global model. Median also achieves an order-optimal

error rate when the objective function is strongly convex [YCRB18].

2.4 Design of LMPA

We focus on the case where the aggregation rule is known. When the aggregation rule is

unknown, we leverage the transferability of our attack. Specifically, we craft local models

based on an assumed aggregation rule and send the manipulated local models to the server

as an attack.

2.4.1 General Framework of Our Attack

Our idea is to manipulate the global model via carefully crafting the local models sent from

the malicious clients to the server in each round of federated learning. Specifically, the

attacker deviates the global model parameters the most towards the inverse of the direction,

along which the global model parameters would change without attacks. Formally, we

denote by sj the changing direction of the j-th global model parameter in the current

round when there are no attacks, where sj = 1 or -1. sj = 1 (or sj = -1) means that

the j-th global model parameter increases (or decreases) upon the previous round. We
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formulate our attack in an FL round as the following optimization problem:

min
w′

1,··· ,w′
m

sT (w −w′),

s.t. w = A(w1, · · · ,wm,wm+1, · · · ,wn), (2.2)

w′ = A(w′
1, · · · ,w′

m,wm+1, · · · ,wn),

where we assume the first m out of n clients are malicious; s is a column vector of the

changing directions of global model parameters; w′
i and wi are the local models for the

i-th client with/without attack, respectively; A is the aggregation rule; and w′ and w are

the global model with/without attack, respectively. Note that s, w, and w′ all depend

on the round number. Since our attacks manipulate the local models in each round, we

omit the explicit dependency on the round number for simplicity. An attacker solves the

optimization problem to obtain the poisoned local models on the malicious clients in all or

multiple FL rounds, and send them to the server for aggregation.

Note that our attack formulation is general to any aggregation rule A. Therefore, if a

new aggregation rule is proposed in the future, our attack can be adapted to evaluate its

security. Next, we will discuss how to apply our attack framework to existing Byzantine-

robust FL methods.

2.4.2 Attacking Krum

Recall that Krum selects one local model as the global model in each round of FL. Suppose

w is the selected local model in the current round when there are no attacks. Our goal

is to craft the m malicious local models such that the local model selected by Krum has

the largest directed deviation from w. Our idea is to make Krum select a certain crafted

local model (e.g., w′
1 without loss of generality) via crafting the m malicious local models.

Therefore, we aim to solve the optimization problem in Equation 2.2 with w′ = w′
1 and

the aggregation rule is Krum.

Full knowledge: The key challenge of solving the optimization problem is that the

constraint of the optimization problem is highly nonlinear and the search space of the local
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models w′
1, · · · ,w′

m is large. To address the challenge, we make two approximations. Our

approximations represent sub-optimal solutions to the optimization problem, which means

that the attacks based on the approximations may have sub-optimal performance. However,

as we will demonstrate in our experiments, our attacks already substantially increase the

error rate of the learnt model.

First, we restrict w′
1 as follows: w

′
1 = wRe−λs, where wRe is the global model received

from the server in the current round (i.e., the global model obtained in the previous round)

and λ > 0. This approximation explicitly models the directed deviation between the

crafted local model w′
1 and the received global model. We also explored the approximation

w′
1 = w − λs, which means that we explicitly model the directed deviation between the

crafted local model and the local model selected by Krum without attack. However, we

found that our attacks are less effective using this approximation.

Second, to make w1 more likely to be selected by Krum, we craft the other m − 1

malicious local models to be close to w′
1. In particular, when the other m − 1 malicious

local models are close to w′
1, w

′
1 only needs to have a small distance to n− 2m− 1 benign

local models in order to be selected by Krum. In other words, the other m − 1 malicious

local models “support” the crafted local model w′
1. In implementing our attack, we first

assume the other m− 1 malicious local models are the same as w′
1, then we solve w′

1, and

finally we randomly sample m− 1 vectors, whose distance to w′
1 is at most ε, as the other

m−1 malicious local models. With our two approximations, we transform the optimization

problem as follows:

max
λ

λ

subject to w′
1 = Krum(w′

1, · · · ,w′
m,w(m+1), · · · ,wn), (2.3)

w′
1 = wRe − λs,

w′
i = w′

1, for i = 2, 3, · · · ,m.

More precisely, the objective function in the above optimization problem should be sT (w−
wRe) + λsTs. However, sT (w −wRe) is a constant and sTs = d where d is the number of
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parameters in the global model. Therefore, we simplify the objective function to be just

λ. After solving λ in the optimization problem, we can obtain the crafted local model w′
1.

Then, we randomly sample m − 1 vectors whose distance to w′
1 is at most ε as the other

m − 1 malicious local models. We will explore the impact of ε on the effectiveness of our

attacks in experiments.

Solving λ. Solving λ in the optimization problem in Equation 2.3 is key to our attacks.

First, we derive an upper bound of the solution λ to the optimization problem. Formally,

we have the following theorem.

Theorem 1. Suppose λ is a solution to the optimization problem in Equation 2.3. λ is

upper bounded as follows:

λ ≤
√√√√ 1

(n− 2m− 1)d
· min
m+1≤i≤n

∑
l∈Γ̃n−m−2

wi

D2(wl,wi) +
1√
d
· max
m+1≤i≤n

D(wi,wRe). (2.4)

where d is the number of parameters in the global model, D(wl,wi) is the Euclidean distance

between wl and wi, Γ̃
n−m−2
wi

is the set of m−c−2 benign local models that have the smallest

Euclidean distance to wi.

Proof. See Appendix A.1.

Given the upper bound, we use a binary search to solve λ. Specifically, we initialize

λ as the upper bound and check whether Krum selects w′
1 as the global model; if not,

then we half λ; we repeat this process until Krum selects w′
1 or λ is smaller than a certain

threshold (this indicates that the optimization problem may not have a solution). In our

experiments, we use 1× 10−5 as the threshold.

Partial knowledge: In the partial knowledge scenario, the attacker does not know the

local models on the benign clients, i.e., w(m+1), · · · ,wn. As a result, the attacker does not

know the changing directions s and cannot solve the optimization problem in Equation 2.3.

However, the attacker has access to the before-attack local models on the m malicious

clients. Therefore, we propose to craft malicious local models based on these before-attack

local models. First, we compute the mean of the m before-attack local models as w̃ =
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1
m

∑m
i=1wi. Second, we estimate the changing directions using the mean local model.

Specifically, if the mean of the jth parameter is larger than the jth global model parameter

received from the server in the current iteration, then we estimate the changing direction

for the jth parameter to be 1, otherwise we estimate it to be −1. For simplicity, we denote

by s̃ the vector of estimated changing directions.

Third, we treat the before-attack local models on the malicious clients as if they were

local models on benign clients, and we aim to craft local model w′
1 such that, among the

crafted local model and the m before-attack local models, Krum selects the crafted local

model. Formally, we have the following optimization problem:

max
λ

λ

subject to w′
1 = Krum(w′

1,w1, · · · ,wc), (2.5)

w′
1 = wRe − λs̃.

Similar to Theorem 1, we can also derive an upper bound of λ for the optimization

problem in Equation 2.5. Moreover, similar to the full knowledge scenario, we use a binary

search to solve λ. However, unlike the full knowledge scenario, if we cannot find a solution

λ until λ is smaller than a threshold (i.e., 1 × 10−5), then we add one more crafted local

model w′
2 such that among the crafted local models w′

1, w
′
2, and the m before-attack local

models, Krum selects the crafted local model w′
1. Specifically, we solve the optimization

problem in Equation 2.5 with w′
2 added into the Krum aggregation rule. Like the full

knowledge scenario, we assume w′
2 = w′

1. If we still cannot find a solution λ until λ is

smaller than the threshold, we add another crafted local model. We repeat this process

until finding a solution λ. We find that such iterative searching process makes our attack

more effective for Krum in the partial knowledge scenario. After solving λ, we obtain the

crafted local model w′
1. Then, like the full knowledge scenario, we randomly sample m− 1

vectors whose distance to w′
1 is at most ε as the other m− 1 malicious local models.
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2.4.3 Attacking Trimmed-mean

Suppose wij is the jth before-attack local model parameter on the ith client and wj is

the jth before-attack global model parameter in the current iteration. We discuss how we

craft each local model parameter on the malicious clients. We denote by wmax,j and wmin,j

the maximum and minimum of the jth local model parameters on the benign clients, i.e.,

wmax,j=max{w(m+1)j , w(m+2)j , · · · , wnj} and wmin,j=min{w(m+1)j , w(m+2)j , · · · , wnj}.

Full knowledge: Theoretically, we can show that the following attack can maximize

the directed deviations of the global model (i.e., an optimal solution to the optimization

problem in Equation 2.2): if sj = −1, then we use any m numbers that are larger than

wmax,j as the jth local model parameters on the m malicious clients, otherwise we use

any m numbers that are smaller than wmin,j as the jth local model parameters on the m

malicious clients.

Intuitively, our attack crafts the malicious local models based on the maximum or

minimum benign local model parameters, depending on which one deviates the global model

towards the inverse of the direction along which the global model would change without

attacks. The sampled m numbers should be close to wmax,j or wmin,j to avoid being outliers

and being detected easily. Therefore, when implementing the attack, if sj = −1, then we

randomly sample the m numbers in the interval [wmax,j , b · wmax,j ] (when wmax,j > 0) or

[wmax,j , wmax,j/b] (when wmax,j ≤ 0), otherwise we randomly sample the m numbers in the

interval [wmin,j/b, wmin,j ] (when wmin,j > 0) or [b · wmin,j , wmin,j ] (when wmin,j ≤ 0). In

our experiments, we set b = 2.

Partial knowledge: An attacker faces two challenges in the partial knowledge scenario.

First, the attacker does not know the changing direction variable sj because the attacker

does not know the local models on the benign clients. Second, for the same reason, the

attacker does not know the maximum wmax,j and minimum wmin,j of the benign local model

parameters. Like Krum, to address the first challenge, we estimate the changing direction

variables using the local models on the malicious clients.

One naive strategy to address the second challenge is to use a very large number as
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wmax,j or a very small number as wmin,j . However, if we craft the malicious local models

based on wmax,j or wmin,j that are far away from their true values, the crafted local models

may be outliers and the server may detect the compromised local models easily. Therefore,

we propose to estimate wmax,j and wmin,j using the before-attack local model parameters

on the malicious clients. In particular, the attacker can compute the mean μj and standard

deviation σj of each jth parameter on the malicious clients.

Based on the assumption that each jth parameters of the benign clients are samples

from a Gaussian distribution with mean μj and standard deviation σj , we can estimate

that wmax,j is smaller than μj + 3σj or μj + 4σj with large probabilities; and wmin,j is

larger than μj − 4σj or μj − 3σj with large probabilities. Therefore, when sj is estimated

to be −1, we sample m numbers from the interval [μj +3σj , μj +4σj ] as the jth parameter

of the m malicious clients, which means that the crafted malicious local model parameters

are larger than the maximum of the benign local model parameters with a high probability

(e.g., 0.898 – 0.998 when n = 100 and m = 20 under the Gaussian distribution assumption).

When sj is estimated to be 1, we sample m numbers from the interval [μj−4σj , μj−3σj ] as

the jth parameter of the m malicious clients, which means that the crafted malicious local

model parameters are smaller than the minimum of the benign local model parameters with

a high probability. The jth model parameters on the benign clients may not accurately

follow a Gaussian distribution. However, our attacks are still effective empirically.

2.4.4 Attacking Median

We use the same attacks for Trimmed-mean to attack the median aggregation rule. For

instance, in the full knowledge scenario, we randomly sample the m numbers in the interval

[wmax,j , b · wmax,j ] or [wmax,j , wmax,j/b] if sj = −1, otherwise we randomly sample the m

numbers in the interval [wmin,j/b, wmin,j ] or [b · wmin,j , wmin,j ].
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2.5 Evaluations

We evaluate the effectiveness of our attacks using multiple datasets in different scenar-

ios, e.g., the impact of different parameters and known vs. unknown aggregation rules.

Moreover, we compare our attacks with existing attacks.

2.5.1 Datasets and Model Architectures

We evaluate our LMPA on four datasets: MNIST [LCB98], Fashion-MNIST [XRV20],

CH-MNIST [KWB+16], and Breast Cancer Wisconsin (Diagnostic) [DG17]. MNIST and

Fashion-MNIST each includes 60,000 training examples and 10,000 test examples, where

each example is an 28×28 grayscale image. Both datasets are 10-class classification prob-

lems. The CH-MNIST dataset consists of 5000 images of histology tiles from patients with

colorectal cancer. The dataset is an 8-class classification problem. Each image has 64×64

grayscale pixels. We randomly select 4000 images as the training examples and use the

remaining 1000 as the test examples. The Breast Cancer Wisconsin (Diagnostic) dataset

is a binary classification problem to diagnose whether a person has breast cancer. The

dataset contains 569 examples, each of which has 30 features describing the characteristics

of a person’s cell nuclei. We randomly select 455 (80%) examples as the training examples,

and use the remaining 114 examples as the test examples.

We consider two different types of model architectures, i.e., multi-class logistic regression

(LR) and deep neural networks (DNN). For MNIST, Fashion-MNIST and Breast Cancer

Wisconsin (Diagnostic), we use a DNN with the architecture described in Table 2.1. In the

last softmax layer, the number of neurons for MNIST and Fashion-MNIST is 10 because

there are 10 classes in these datasets and that for Breast Cancer Wisconsin (Diagnostic)

is 8 because it has 8 classes. For CH-MNIST, we use ResNet20 [HZRS16] as the model

architecture. Our DNN architectures do not necessarily achieve the smallest test error rates

for the considered datasets, as our goal is not to search for the best DNN architecture. Our

goal is to show that our attacks can increase the test error rates of the DNN classifiers.
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Table 2.1: The DNN architecture (input layer is not shown) used for MNIST and
Fashion-MNIST.

Layer Type Size

Convolution + ReLU 3× 3× 30

Max Pooling 2× 2

Convolution + ReLU 3× 3× 50

Max Pooling 2× 2

Fully Connected + ReLU 200

Softmax 10 / 8

2.5.2 Compared Attacks

We compare the following attacks in our experiments.

• Gaussian attack. This attack randomly crafts the local models on the malicious

clients. Specifically, for each jth model parameter, we estimate a Gaussian distri-

bution using the before-attack local models on all clients. Then, for each malicious

client, we sample a number from the Gaussian distribution and treat it as the jth

parameter of the local model on the maliciou client. We use this Gaussian attack

to show that crafting malicious local models randomly can not effectively attack the

Byzantine-robust aggregation rules.

• Label flipping attack. This is a data poisoning attack that does not require knowl-

edge of the training data distribution. On each malicious client, this attack flips the

label of each training instance. Specifically, in our experiments, we flip a label l

as L − l − 1, where L is the number of classes in the classification problem and

l = 0, 1, · · · , L− 1.

• Back-gradient optimization based attack. [MGBD+17] This is a popular

untargeted data poisoning attack for multi-class classifiers. We note that this attack

is not scalable and thus we compare our attacks with this attack on a subset of
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Table 2.2: Default setting for key parameters.

Parameter Description Value

n number of clients 100

m number of malicious clients 20

q degree of Non-IID 0.5

ε distance parameter for Krum attacks 0.01

β parameter of Trimmed-mean m

MNIST separately. The results are shown in Section 2.5.6.

• Full-knowledge LMPA or partial-knowledge LMPA Our attack when the at-

tacker knows the local models on all clients or only the malicious ones.

2.5.3 Parameter Setting

We describe parameter setting for the federated learning algorithms and our attacks. Ta-

ble 2.2 summarizes the default setting for key parameters. We use MXNet [CLL+15] to

implement federated learning and attacks. We repeat each experiment for 50 trials and

report the average results. We observed that the variances are small, so we omit them for

simplicity.

By default, we assume n = 100 clients in total; each client applies one iteration of

stochastic gradient descent to update its local model; and the server aggregates local models

from all clients. One unique characteristic of federated learning is that the local training

datasets on different devices may not be independently and identically distributed (i.e.,

non-IID) [MMR+17]. We simulate federated learning with different non-IID training data

distributions. Suppose we have L classes in the classification problem, e.g., L = 10 for the

MNIST and Fashion-MNIST datasets, and L = 8 for the CH-MNIST dataset. We evenly

split the clients into L groups. We model non-IID federated learning by assigning a training

instance with label l to the l-th group with probability q, where q > 0. A higher q indicates

22



a higher degree of non-IID. For convenience, we call the probability q degree of non-IID.

Unless otherwise mentioned, we set q = 0.5.

We set 500 rounds for the LR classifier on MNIST; we set 2,000 rounds for the DNN

classifiers on all four datasets; and we set the batch size to be 32 in stochastic gradient

descent, except that we set the batch size to be 64 for Fashion-MNIST as such setting leads

to a more accurate model. The Trimmed-mean aggregation rule prunes the largest and

smallest β parameters, where m ≤ β < n
2 . Pruning more parameters leads to larger test

error rates without attacks. By default, we consider β = m as the authors of Trimmed-mean

did [YCRB18].

For our attacks, unless otherwise mentioned, we consider 20 clients are malicious. Our

attacks to Krum have a parameter ε, which is related to the distance between the crafted

malicious local models. We set ε = 0.01 (we will study the impact of ε on our attack).

We do not set ε = 0 because ε = 0 makes the m malicious local models exactly the same,

making the malicious local models easily detected by the server. Our attacks to Trimmed-

mean and median have a parameter b in the full knowledge scenario, where b > 1. The

effectiveness of our attacks do not depend on b once b > 1. We set b = 2. Unless otherwise

mentioned, we assume that attacker manipulates the local models on the malicious clients

in each iteration.

2.5.4 Results for Known Aggregation Rule

Table 2.3 shows the test error rates of the compared attacks on the four datasets. First, these

results show that our attacks are effective and substantially outperform existing attacks, i.e.,

our attacks result in higher test error rates. For instance, when dataset is MNIST, classifier

is LR, and aggregation rule is Krum, our partial knowledge attack increases the test error

rate from 0.14 to 0.72 (around 400% relative increase). Gaussian attacks only increase

the test error rates in several cases, e.g., median aggregation rule for Fashion-MNIST, and

Trimmed-mean and median for CH-MNIST. Label flipping attacks can increase the test

error rates for DNN classifiers in some cases but have limited success for LR classifiers.
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Table 2.3: Test error rates of various attacks. “NoAttack”, “Gaussian”, “LabelFlip”,
“Partial”, and “Full” mean we perform no attack, Gaussian attack, label flipping
attack, partial-knowledge LMPA, and full-knowledge LMPA, respectively.

(a) LR classifier, MNIST

NoAttack Gaussian LabelFlip Partial Full

Krum 0.14 0.13 0.13 0.72 0.80

Trimmed mean 0.12 0.11 0.13 0.23 0.52

Median 0.13 0.13 0.15 0.19 0.29

(b) DNN classifier, MNIST

NoAttack Gaussian LabelFlip Partial Full

Krum 0.11 0.10 0.10 0.75 0.77

Trimmed mean 0.06 0.07 0.07 0.14 0.23

Median 0.06 0.06 0.16 0.28 0.32

(c) DNN classifier, Fashion-MNIST

NoAttack Gaussian LabelFlip Partial Full

Krum 0.16 0.16 0.16 0.90 0.91

Trimmed mean 0.10 0.10 0.12 0.26 0.28

Median 0.09 0.12 0.12 0.21 0.29

(d) DNN classifier, CH-MNIST

NoAttack Gaussian LabelFlip Partial Full

Krum 0.29 0.30 0.43 0.73 0.81

Trimmed mean 0.17 0.25 0.37 0.69 0.69

Median 0.17 0.20 0.17 0.57 0.63

(e) DNN classifier, Breast Cancer Wisconsin (Diagnostic)

NoAttack Gaussian LabelFlip Partial Full

Krum 0.03 0.04 0.14 0.17 0.17

Trimmed mean 0.02 0.03 0.05 0.14 0.15

Median 0.03 0.03 0.04 0.17 0.18
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Second, Krum is less robust to our attacks than Trimmed-mean and median, except

on Breast Cancer Wisconsin (Diagnostic) where Krum is comparable to median. A pos-

sible reason why Trimmed-mean and median outperform Krum is that Krum picks one

local model as the global model, while Trimmed-mean and median aggregate multiple lo-

cal models to update the global model (the median selects one local model parameter for

each model parameter, but the selected parameters may be from different local models).

Trimmed-mean is more robust to our attacks in some cases while median is more robust

in other cases. Third, we observe that the error rates may depend on the data dimension.

For instance, MNIST and Fashion-MNIST have 784 dimensions, CH-MNIST has 4096 di-

mensions, and Breast Cancer Wisconsin (Diagnostic) has 30 dimensions. For the DNN

classifiers, the error rates are higher on CH-MNIST than on other datasets in most cases,

while the error rates are lower on Breast Cancer Wisconsin (Diagnostic) than on other

datasets in most cases.

We note that federated learning may have higher test error rate than centralized learn-

ing, even if robustness feature is not considered (i.e., FedAvg is used). For instance, the

DNN classifiers respectively achieve test error rates 0.01, 0.08, 0.07, and 0.01 in central-

ized learning on the four datasets, while they respectively achieve test error rates 0.04,

0.09, 0.09, and 0.01 in federated learning with FedAvg on the four datasets. However, in

the scenarios where users’ training data can only be stored on their edge/mobile devices,

e.g., for privacy purposes, centralized learning is not applicable and federated learning

may be the only option even though its test error rate is higher. Compared to FedAvg,

Byzantine-robust aggregation rule increases the test error rate without attacks. However, if

Byzantine-robust aggregation rule is not used, a single malicious client can make the learnt

global model totally useless [BMGS17, YCRB18]. To summarize, in the scenarios where

users’ training data can only be stored on their edge/mobile devices and there may exist

attacks, Byzantine-robust federated learning may be the best option, even if its test error

rate is higher.

Impact of the percentage of malicious clients: Figure 2.1 shows the test error rates
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(a) Krum (b) Trimmed-mean (c) Median

(d) Krum (e) Trimmed-mean (f) Median

Figure 2.1: Test error rates for different attacks as we have more malicious clients
on MNIST. (a)-(c): LR classifier and (d)-(f): DNN classifier.

of different attacks as the percentage of malicious clients increases on MNIST. Our attacks

increase the test error rates significantly as there are more malicious clients; label flipping

only slightly increases the test error rates; and Gaussian attacks have no notable impact

on the test error rates. Two exceptions are that Krum’s test error rates decrease when the

percentage of compromised worker devices increases from 5% to 10% in Figure 2.1a and

from 10% to 15% in Figure 2.1d. We suspect the reason is that Krum selects one local

model as a global model in each round. We have similar observations on the other datasets.

Therefore, we omit the corresponding results for simplicity.

Impact of the degree of non-IID in FL: Figure 2.2 shows the test error rates for

the compared attacks for different degrees of non-IID on MNIST. We observe that in our

experiments, the test error rates of all attacks including no attacks increase as we increase

the degree of non-IID, except that the test error rates of our attacks to Krum fluctuate as

the degree of non-IID increases. A possible reason is that as the local training datasets on

different clients are more non-IID, the local models are more diverse, leaving more room for
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(a) Krum (b) Trimmed-mean (c) Median

(d) Krum (e) Trimmed-mean (f) Median

Figure 2.2: Test error rates for different attacks as we increase the degree of non-IID
on MNIST. (a)-(c): LR classifier and (d)-(f): DNN classifier.

attacks. For instance, an extreme example is that if the local models on the benign clients

are the same, it would be harder to attack the aggregation rules, because their aggregated

model would be more likely to depend on the benign local models.

Impact of different parameter settings of FL algorithms: We study the impact

of various parameters in federated learning including the number of iterations of stochas-

tic gradient descent each client performs, number of clients, number of clients selected to

update the global model in each round, and β in Trimmed-mean. In these experiments,

we use MNIST and the LR classifier for simplicity. Unless otherwise mentioned, we con-

sider median, as median is more robust than Krum and does not require configuring extra

parameters (Trimmed-mean requires configuring β). Moreover, for simplicity, we consider

partial knowledge attacks as they are more practical.

Clients can perform multiple iterations of stochastic gradient descent to update their

local models. Figure 2.3a shows the impact of the number of iterations on the test error

rates of our attack. The test error rates decrease as we use more iterations of stochastic
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(a) (b) (c)

Figure 2.3: (a) Impact of the number of iterations of stochastic gradient descent
clients use to update their local models in each round on our attacks. (b) Impact of
the number of clients on our attacks. (c) Impact of the number of clients selected in
each round on our attacks. MNIST, LR classifier, and median are used.

gradient descent for both no attack and our partial knowledge attack. This is because

more rounds of stochastic gradient descent lead to more accurate local models, and the

local models on different clients are less diverse, leaving a smaller attack space. However,

our attack still increases the test error rates substantially even if we use more rounds. For

instance, our attack still increases the test error rate by more than 30% when using 10

iterations of stochastic gradient descent. We note that a large number of iterations result

in large computational cost for clients, which may be unacceptable for resource-constrained

devices such as mobile phones and IoT devices.

Figure 2.3b shows the test error rates of our attack as the number of clients increases,

where 20% of clients are malicious. Our attack is more effective (i.e., test error rate is

larger) as the federated learning system involves more clients. We found a possible reason

is that our partial knowledge attacks can more accurately estimate the changing directions

with more clients. For instance, for Trimmed-mean of the DNN classifier on MNIST, our

partial knowledge attacks can correctly estimate the changing directions of 72% of the

global model parameters on average when there are 50 clients, and this fraction increases

to 76% when there are 100 clients.

In FL, the server could randomly sample some clients and send the global model to

them; the sampled clients update their local models and send the updated local models to
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(a) (b) (c)

Figure 2.4: (a) Test error rates of the Trimmed-mean aggregation rule when using
different β. (b) Test error rates of the Krum aggregation rule when our attack uses
different ε. (c) Test error rates of the median aggregation rule when our attacks poison
a certain fraction of randomly selected rounds of FL. MNIST and LR classifier are
used.

the server; and the server updates the global model using the local models from the sampled

clients. Figure 2.3c shows the impact of the number of clients selected in each iteration on

the test error rates of our attack, where the total number of clients is 100. Since the server

randomly selects a subset of clients in each iteration, a smaller number of malicious clients

are selected in some rounds of FL, while a larger number of malicious clients are selected

in other iterations. On average, among the selected clients, m
n of them are malicious ones,

where m is the total number of malicious clients and n is the total number of clients. Our

Figure 2.1 shows that our attacks become effective when m
n is larger than 10%-15%.

The Trimmed-mean aggregation rule has a parameter β, which should be at least the

number of malicious clients. Figure 2.4a shows the test error rates of no attack and our

partial knowledge LMPA as β increases. Roughly speaking, our attack is less effective

(i.e., test error rates are smaller) as more local model parameters are trimmed. This is

because our crafted local model parameters on the malicious clients are more likely to be

trimmed when the server trims more local model parameters. However, the test error of no

attack also slightly increases as β increases. The reason is that more benign local model

parameters are trimmed and the mean of the remaining local model parameters becomes

less accurate. The server may be motivated to use a smaller β to guarantee performance

when there are no attacks.
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Table 2.4: Test error rates of attacks on the DNN classifier for MNIST when the
server chooses the global model with the lowest test error rate.

NoAttack Gaussian LabelFlip Partial Full

Krum 0.10 0.10 0.09 0.69 0.70

Trimmed-mean 0.06 0.06 0.07 0.12 0.18

Median 0.06 0.06 0.06 0.11 0.32

Impact of the parameter ε in our attacks to Krum: Figure 2.4b shows the test error

rates of the Krum aggregation rule when our attacks use different ε, where MNIST dataset

and LR classifier are considered. We observe that our attacks can effectively increase the

test error rates using a wide range of ε. Moreover, our attacks achieve larger error rates

when ε is smaller. This is because when ε is smaller, the distances between the malicious

local models are smaller, which makes it more likely for Krum to select the local model

crafted by our attack as the global model.

Impact of the number of poisoned rounds: Figure 2.4c shows the test error rates

of the median aggregation rule when our attacks poison the local models on the maliciou

clients in a certain fraction of randomly selected rounds of FL. Unsurprisingly, the test

error rate increases when poisoning more iterations.

Alternative training strategy: Each round of FL results in a global model. Instead

of selecting the last global model as the final model, an alternative training strategy is to

select the global model that has the lowest test error rate. Here, we give advantages to

the alternative training strategy since we use test error rate to select the global model.

Table 2.4 shows the test error rates of various attacks on the DNN classifier for MNIST,

when such alternative training strategy is adopted. In these experiments, our attacks

attack each iteration of federated learning, and the column “NoAttack” corresponds to the

scenarios where no rounds are attacked. Compared to Table 2.3b, this alternative training

strategy is slightly more secure against our attacks. However, our attacks are still effective.

For instance, for the Krum, Trimmed-mean, and median aggregation rules, our partial

30



Table 2.5: Transferability between aggregation rules. “Krum attack” and “Trim
attack” mean that we craft the malicious local models based on the Krum and
Trimmed-mean aggregation rules, respectively. Partial knowledge attacks are con-
sidered. The numbers are test error rates.

Krum Trimmed-mean Median

No attack 0.14 0.12 0.13

Krum attack 0.70 0.15 0.18

Trim attack 0.14 0.25 0.20

knowledge attacks still increase the test error rates by 590%, 100%, and 83%, respectively.

Another training strategy is to roll back to a few rounds ago if the server detects an unusual

increase of training error rate. However, such training strategy is not applicable because the

training error rates of the global models still decrease until convergence when we perform

our attacks in each iteration. In other words, there are no unusual increases of training

error rates.

2.5.5 Results for Unknown Aggregation Rule

We craft local models based on one aggregation rule and show the attack effectiveness

for other aggregation rules. Table 2.5 shows the transferability between aggregation rules,

where MNIST and LR classifier are considered. We observe different levels of transferability

between aggregation rules. Specifically, Krum based attack can well transfer to Trimmed-

mean and median, e.g., Krum based attack increases the test error rate from 0.12 to 0.15

(25% relative increase) for Trimmed-mean, and from 0.13 to 0.18 (38% relative increase) for

median. Trimmed-mean based attack does not transfer to Krum but transfers to median

well. For instance, Trimmed-mean based attack increases the test error rates from 0.13 to

0.20 (54% relative increase) for median.
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2.5.6 Comparing with Back-gradient Optimization based At-
tack

Back-gradient optimization based attack (BGA) [MGBD+17] is a popular untargeted data

poisoning attack for multi-class classifiers such as multi-class LR and DNN. BGA formulates

a bilevel optimization problem, where the inner optimization is to minimize the training loss

on the poisoned training data and the outer optimization is to find poisoning examples that

maximize the minimal training loss in the inner optimization. BGA iteratively finds the

poisoned examples by alternately solving the inner minimization and outer maximization

problems. We implemented BGA and verified that our implementation can reproduce the

results reported by the authors. However, BGA is not scalable to the entire MNIST dataset.

Therefore, we uniformly sample 6,000 training examples in MNIST, and we learn a 10-class

LR classifier. Moreover, we assume 100 clients, randomly distribute the 6,000 examples to

them, and assume 20 clients are malicious.

Generating poisoned data: We assume an attacker has full knowledge about the training

datasets on all clients. Therefore, the attacker can use BGA to generate poisoned data based

on the 6,000 examples. In particular, we run the attack for 10 days on a GTX 1080Ti GPU,

which generates 240 (240/6000 = 4%) poisoned examples. We verified that these poisoned

data can effectively increase the test error rate if the LR classifier is learnt in a centralized

environment. In particular, the poisoned data can increase the test error rate of the LR

classifier from 0.10 to 0.16 (60% relative increase) in centralized learning. However, in

federated learning, the attacker can only inject the poisoned data to the malicious clients.

We consider two scenarios on how the attacker distributes the poisoned data to the malicious

clients:

• Single worker. In this scenario, the attacker distributes the poisoned data on a

single malicious client.

• Uniform distribution. In this scenario, the attacker distributes the poisoned data

to the malicious clients uniformly at random.
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Table 2.6: Test error rates of back-gradient optimization based attacks (Single-
Worker and Uniform) and our attacks (Partial and Full).

NoAttack SingleWorker Uniform Partial Full

FedAvg 0.10 0.11 0.15 0.54 0.69

Krum 0.23 0.24 0.25 0.85 0.89

Trimmed-mean 0.12 0.12 0.13 0.27 0.32

Median 0.13 0.13 0.14 0.19 0.21

We consider the two scenarios because they represent two extremes for distributing

data (concentrated or evenly distributed) and we expect one extreme to maximize attack

effectiveness. Table 2.6 compares BGA with our attacks. We observe that BGA has limited

success at attacking Byzantine-robust aggregation rules, while our attacks can substantially

increase the test error rates. We note that if the federated learning uses FedAvg, BGA is

still successful. For instance, when FedAvg is used, BGA can increase the test error rate

by 50% when distributing the poisoned data to the malicious clients uniformly at random.

However, when applying our attacks for Trimmed-mean to attack FedAvg, we can increase

the test error rates substantially more (see the last two cells in the second row of Table 2.6).

2.6 Summary

In this chapter, we propose a general framework for untargeted model poisoning attacks to

FL called LMPA, which is applicable to any FL method. We demonstrate that the existing

FL methods, which the machine learning community claimed to be robust against Byzantine

failures of some clients, are vulnerable to our LMPA that manipulate the local models sent

from the malicious clients to the server during the learning process. In particular, to

increase the test error rates of the learnt global models, an attacker can craft the local

models on the malicious clients such that the aggregated global model deviates the most

towards the inverse of the direction along which the global model would change when there

are no attacks. Moreover, finding such crafted local models can be formulated as solving
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optimization problems. Our empirical results highlight that we need new defenses to defend

against our LMPA.
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Chapter 3

FLTrust: Byzantine-robust Federated
Learning via Bootstrapping Trust

3.1 Introduction

We have shown in Chapter 2 that existing Byzantine-robust FL methods are not robust

to advanced model poisoning attacks such as LMPA. The fundamental reason is that they

have no root of trust. Specifically, from the server’s perspective, every client could be

malicious, providing no root of trust for the server to decide which local model updates are

suspicious.

In this chapter, we propose a Byzantine-robust FL method called FLTrust. Instead of

completely relying on the local model updates from clients, the server itself bootstraps trust

in FLTrust. Specifically, the server manually collects a small clean training dataset (called

root dataset) for the learning task. The server maintains a model (called server model)

for the root dataset just like how a client maintains a local model. In each round of FL,

the server updates the global model by considering both its server model update and the

clients’ local model updates.

We design a new Byzantine-robust aggregation rule in FLTrust to incorporate the root

of trust. A model update can be viewed as a vector, which is characterized by its direction

and magnitude. An attacker can manipulate both the directions and magnitudes of the

local model updates on the malicious clients. Therefore, our aggregation rule takes both

the directions and magnitudes into considerations when computing the global model update.

Specifically, the server first assigns a trust score (TS) to a local model update, where the

trust score is larger if the direction of the local model update is more similar to that of the

server model update. Formally, we use the cosine similarity between a local model update

and the server model update to measure the similarity of their directions. However, the
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cosine similarity alone is insufficient because a local model update, whose cosine similarity

score is negative, can still have a negative impact on the aggregated global model update.

Therefore, we further clip the cosine similarity score using the popular ReLU operation.

The ReLU-clipped cosine similarity is our trust score. Then, FLTrust normalizes each local

model update by scaling it to have the same magnitude as the server model update. Such

normalization essentially projects each local model update to the same hyper-sphere where

the server model update lies in the vector space, which limits the impact of the poisoned

local model updates with large magnitudes. Finally, FLTrust computes the average of the

normalized local model updates weighted by their trust scores as the global model update,

which is used to update the global model.

We perform extensive empirical evaluation on six datasets from different domains, in-

cluding five image classification datasets (MNIST-0.1, MNIST-0.5, Fashion-MNIST, CIFAR-

10, and CH-MNIST) and a smartphone-based human activity recognition dataset (Human

Activity Recognition). We compare FLTrust with multiple existing Byzantine-robust FL

methods including Krum [BMGS17], Trimmed mean [YCRB18], and Median [YCRB18].

Moreover, we evaluate multiple poisoning attacks including label flipping attack, Krum

attack and Trim attack (LMPA attack targeting Krum and Trimmed-mean, respectively),

as well as Scaling attack (a targeted model poisoning attack) [BVH+20]. Our results show

that FLTrust is secure against these attacks even if the root dataset has less than 100

training examples, while existing Byzantine-robust FL methods are vulnerable to them or

a subset of them. Moreover, we treat FedAvg under no attacks as a baseline and compare

our FLTrust under attacks with it. Our results show that FLTrust under attacks achieves

similar test error rates to FedAvg under no attacks. We also study different variants of

FLTrust and the impact of different system parameters on FLTrust. For instance, our re-

sults show that FLTrust works well once the root dataset distribution does not diverge too

much from the overall training data distribution of the learning task.

An attacker can adapt its attack to FLTrust. Therefore, we also evaluate FLTrust

against adaptive attacks. Specifically, our LMPA in Chapter 2 is a general framework

36



of model poisoning attacks, which can be applied to optimize the attacks for any given

aggregation rule. An attacker can substitute the aggregation rule of FLTrust into the

framework and obtain an adaptive attack that is particularly optimized against FLTrust.

Our empirical results show that FLTrust is still robust against such adaptive attacks. For

instance, even when 60% of the clients are malicious and collude with each other, FLTrust

can still learn a CNN global model with test error rate 0.04 for MNIST-0.1. This test error

rate is the same as that of the CNN global model learnt by FedAvg under no attacks.

We assume the clients send local model updates to the server to better illustrate our

defense. The content of this chapter has been published in [CFLG21].

3.2 Problem Setup

3.2.1 Attack Model

We follow the attack model in Chapter 2. Specifically, an attacker controls some malicious

clients, which can be fake clients injected by the attacker or genuine ones compromised by

the attacker. However, the attacker does not compromise the server. The malicious clients

can send arbitrary local model updates to the server in each round of the FL training

process. Typically, an attacker has the following partial knowledge about an FL system:

local training data and local model updates on the malicious clients, loss function, and

learning rate. We notice that the Scaling attack [BVH+20] only requires such partial

knowledge. The Krum and Trim attacks [FCJG20] are also applicable in this partial-

knowledge setting. However, they are stronger in the full-knowledge setting [FCJG20],

where the attacker knows everything about the FL training process, including the local

training data and local model updates on all clients in each round, as well as the FL’s

aggregation rule. Therefore, we consider such full-knowledge setting to show that our

method can defend against strong attacks.

Moreover, the attacker can perform adaptive attacks to FLTrust, which we discuss in

Section 3.5.
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3.2.2 Defense Goals

We aim to design an FL method that achieves Byzantine robustness against malicious

clients without sacrificing the fidelity and efficiency. In particular, we treat FedAvg under

no attacks as a baseline to discuss fidelity and efficiency, i.e., our method should be robust

against malicious clients while being as accurate and efficient as FedAvg under no attacks.

Specifically, we aim to design a Byzantine-robust FL method that achieves the following

defense goals:

• Fidelity. The method should not sacrifice the classification accuracy of the global

model when there is no attack. In particular, under no attacks, the method should

be able to learn a global model that is as accurate as the global model learnt by

FedAvg, a popular FL method in non-adversarial settings.

• Robustness. The method should preserve the classification accuracy of the global

model in the presence of malicious clients performing strong poisoning attacks. In

particular, we aim to design a method that can learn a global model under attacks

that is as accurate as the global model learnt by FedAvg under no attacks. Moreover,

for targeted attacks, our goal further includes that the global model is unlikely to

predict the attacker-chosen target labels for the attacker-chosen target test inputs.

• Efficiency. The method should not incur extra computation and communications

overhead, especially to the clients. Clients in FL are often resource-constrained de-

vices. Therefore, we aim to design a method that does not increase the workload of

the clients, compared to FedAvg under no attacks.

Existing Byzantine-robust FL methods such as Krum, Trimmed-mean, and Median do

not satisfy the fidelity and robustness goals. Moreover, Krum does not satisfy the efficiency

goal because it requires the server to compute pairwise distances of the clients’ local model

updates, which is computationally expensive when the number of clients is large.

Defender’s knowledge and capability: We consider the defense is performed on the

server side. The server does not have access to the raw local training data on the clients,
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and the server does not know the number of malicious clients. However, the server has

full access to the global model as well as the local model updates from all clients in each

round. Moreover, the server itself can collect a clean small training dataset (we call it root

dataset) for the learning task. We require the root dataset to be clean from poisoning. The

server can collect a clean root dataset by manual labeling. For instance, Google enlists

its employees to type with Gboard to create the root dataset for its federated next-word

prediction; when the learning task is digit recognition, the service provider can hire human

workers to label some digits. Since we only require a small root dataset, e.g., 100 training

examples, it is often affordable for the server to perform manual collection and labeling.

The root dataset may or may not follow the same distribution as the overall training data

distribution of the learning task. Our experimental results show that our method is effective

once the root dataset distribution does not deviate too much from the overall training data

distribution.

3.3 Design of FLTrust

3.3.1 Overview of FLTrust

In our FLTrust, the server itself collects a small clean training dataset (called root dataset)

and maintains a model (called server model) for it just like how a client maintains a local

model. In each round, our FLTrust follows the general three steps of FL discussed in

Section 1.2.1. However, our FLTrust is different from existing FL methods in Step II and

Step III. Specifically, in Step II, each client trains its local model in existing FL methods,

while the server also trains its server model via fine-tuning the current global model using

the root dataset in FLTrust. In Step III, existing FL methods only consider the clients’

local model updates to update the global model, which provides no root of trust. On

the contrary, FLTrust considers both the server model update and the clients’ local model

updates to update the global model.

Specifically, an attacker can manipulate the directions of the local model updates on
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Figure 3.1: Illustration of our aggregation rule for FLTrust, which is applied in each
round of FLTrust.

the malicious clients such that the global model is updated towards the opposite of the

direction along which it should be updated; or the attacker can scale up the magnitudes

of the local model updates to dominate the aggregated global model update. Therefore,

we take both the directions and the magnitudes of the model updates into consideration.

In particular, FLTrust first assigns a trust score (TS) to a local model update based on

its direction similarity with the server model update. Formally, our trust score of a local

model update is its ReLU-clipped cosine similarity with the server model update. Then,

FLTrust normalizes each local model update by scaling it to have the same magnitude as the

server model update. Such normalization essentially projects each local model update to

the same hyper-sphere where the server model update lies in the vector space, which limits

the impact of the poisoned local model updates with large magnitudes. Finally, FLTrust

computes the average of the normalized local model updates weighted by their trust scores

as the global model update, which is used to update the global model.

Figure 3.1 illustrates our aggregation rule for FLTrust.

3.3.2 ReLU-clipped Cosine Similarity Based Trust Score

An attacker can manipulate the directions of the local model updates on the malicious

clients such that the global model update is driven to an arbitrary direction that the

attacker desires. Without root of trust, it is challenging for the server to decide which
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direction is more “promising” to update the global model. In our FLTrust, the root trust

origins from the direction of the server model update. In particular, if the direction of a

local model update is more similar to that of the server model update, then the direction of

the local model update may be more “promising”. Formally, we use the cosine similarity, a

popular metric to measure the angle between two vectors, to measure the direction similarity

between a local model update and the server model update.

However, the cosine similarity alone faces a challenge. Specifically, if a local model

update and the server model update are in opposite directions, their cosine similarity is

negative, which still has negative impact on the aggregated global model update. Therefore,

we exclude such local model updates from the aggregation by clipping the cosine similarity.

In particular, we use the popular ReLU operation for clipping. Formally, our trust score is

defined as follows:

TSi = ReLU(ci), (3.1)

where TSi is the trust score for the ith local model update gi, and ci is the cosine similarity

between gi and the server model update g0, i.e., ci =
〈gi,g0〉

||gi||·||g0|| . ReLU is defined as follows:

ReLU(x) = x if x > 0 and ReLU(x) = 0 otherwise.

3.3.3 Normalizing the Magnitudes of Local Model Updates

An attacker can also scale the magnitudes of the local model updates on the malicious

clients by a large factor such that they dominate the global model update. Therefore, we

normalize the magnitude of each local model update. Without root of trust, it is challenging

to decide what quantity we should normalize to. However, the server has the root dataset

to bootstrap trust in FLTrust. Therefore, we normalize each local model update such that

it has the same magnitude as the server model update. Such normalization means that we

rescale local model updates to be the same hyper-sphere where the server model update

lies in the vector space. Formally, we have the following:

ḡi =
||g0||
||gi|| · gi, (3.2)
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where gi is the local model update of the ith client in the current round, ḡi is the normalized

local model update of the ith client, g0 is the server model update, and ||·|| means �2 norm of

a vector. Our normalization ensures that no single local model update has too much impact

on the aggregated global model update. Note that our normalization also enlarges a local

model update with a small magnitude to have the same magnitude as the server model

update. This is based on the intuition that local model updates with small magnitudes

are more likely from benign clients, and thus enlarging their magnitudes helps reduce the

impact of the poisoned local model updates from the malicious clients, leading to a better

global model.

3.3.4 Aggregating the Local Model Updates

We compute the average of the normalized local model updates weighted by their trust

scores as the global model update:

g =
1

n∑
j=1

TSj

n∑
i=1

TSi · ḡi

=
1

n∑
j=1

ReLU(cj)

n∑
i=1

ReLU(ci) · ||g0||||gi|| · gi, (3.3)

where g is the global model update. Note that if the server selects a subset of clients in a

round, the global model update is aggregated from the local model updates of the selected

clients. In principle, the server model update can be treated as a local model update with

a trust score of 1 and the global model update can be weighted average of the clients’

local model updates together with the server model update. However, such variant may

negatively impact the global model because the root dataset is small and may not have the

same distribution as the training data, but the server model update derived from it has

a trust score of 1, reducing the contributions of the benign clients’ local model updates.

Finally, we update the global model as follows:

w ← w + η · g, (3.4)
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Algorithm 1 ModelUpdate(w, D, B, ζ, R)

Output: Model update.

1: w0 ← w

2: for r = 1, 2, · · · , R do

3: Randomly sample a batch DB from D

4: wr ← wr−1 − ζ∇Loss(DB;w)

5: end for

6: return wR −w

where η is the global learning rate.

3.3.5 Complete FLTrust Algorithm

Algorithm 2 shows our complete FLTrust method. FLTrust performs Rg rounds and has

three steps in each round. In Step I, the server sends the current global model to the clients

or a subset of them. In Step II, the clients compute the local model updates based on the

global model and their local training data, which are then sent to the server. Meanwhile,

the server itself computes the server model update based on the global model and the

root dataset. The local model updates and the server model update are computed by the

function ModelUpdate in Algorithm 1 via performing stochastic gradient descent for Rl

iterations with a local learning rate ζ. In Step III, the server computes the global model

update by aggregating the local model updates and uses it to update the global model with

a global learning rate η.

3.4 Formal Security Analysis

As we discussed in Section 1.2.1, the optimal global model w∗ is a solution to the following

optimization problem: w∗ = argminw∈Θ F (w) � ED∼X [f(D,w)], where Θ is the parame-

ter space of the global model, D =
⋃n

i=1Di is the joint training dataset of the n clients, X
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Algorithm 2 FLTrust

Input: n clients with local training datasets Di, i = 1, 2, · · · , n; a server with root

dataset D0; global learning rate η; number of global rounds Rg; number of clients

τ sampled in each round; local learning rate ζ; number of local iterations Rl; and

batch size B.

Output: Global model w.

1: w ← random initialization.

2: for r = 1, 2, · · · , Rg do

3: // Step I: The server sends the global model to clients.

4: The server randomly samples τ clients C1, C2, · · · , Cτ from {1, 2, · · · , n} and

sends w to them.

5: // Step II: Training local models and server model.

6: for i = C1, C2, · · · , Cτ do in parallel

7: gi = ModelUpdate(w, Di, B, ζ, Rl).

8: Send gi to the server.

9: end for

10: g0 = ModelUpdate(w, D0, B, ζ, Rl).

11: // Step III: Update the global model via aggregating local model updates.

12: for i = C1, C2, · · · , Cτ do

13: TSi = ReLU
(

〈gi,g0〉
‖gi‖‖g0‖

)
.

14: ḡi =
||g0||
||gi|| · gi.

15: end for

16: g = 1
τ∑

j=1
TSCj

τ∑
i=1

TSCi
· ḡCi

.

17: w ← w + η · g.
18: end for

19: return w.
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is the training data distribution, f(D,w) is the empirical loss function on the training data

D, and F (w) is the expected loss function. Our FLTrust is an iterative algorithm to find a

global model to minimize the empirical loss function f(D,w). We show that, under some

assumptions, the difference between the global model learnt by FLTrust under attacks and

the optimal global model w∗ is bounded. Next, we first describe our assumptions and then

describe our theoretical results.

Assumption 1. The expected loss function F (w) is μ-strongly convex and differentiable

over the space Θ with L-Lipschitz continuous gradient. Formally, we have the following for

any w, ŵ ∈ Θ:

F (ŵ) ≥ F (w) + 〈∇F (w), ŵ −w〉+ μ

2
‖ŵ −w‖2,

‖∇F (w)−∇F (ŵ)‖ ≤ L ‖w − ŵ‖ ,

where ∇ represents gradient, ‖·‖ represents �2 norm, and 〈·, ·〉 represents inner product of

two vectors. Moreover, the empirical loss function f(D,w) is L1-Lipschitz probabilistically.

Formally, for any δ ∈ (0, 1), there exists an L1 such that:

Pr

{
sup

w,ŵ∈Θ:w 
=ŵ

‖∇f(D,w)−∇f(D, ŵ)‖
‖w − ŵ‖ ≤ L1

}
≥ 1− δ

3
.

Assumption 2. The gradient of the empirical loss function ∇f(D,w∗) at the optimal global

model w∗ is bounded. Moreover, the gradient difference h(D,w) = ∇f(D,w)−∇f(D,w∗)

for any w ∈ Θ is bounded. Specifically, there exist positive constants σ1 and γ1 such that

for any unit vector v, 〈∇f(D,w∗),v〉 is sub-exponential with σ1 and γ1; and there exist

positive constants σ2 and γ2 such that for any w ∈ Θ with w �= w∗ and any unit vector

v, 〈h(D,w)− E [h(D,w)] ,v〉 / ‖w −w∗‖ is sub-exponential with σ2 and γ2. Formally, for

∀ |ξ| ≤ 1/γ1, ∀ |ξ| ≤ 1/γ2, we have:

sup
v∈B

E [exp(ξ 〈∇f(D,w∗),v〉)] ≤ eσ
2
1ξ

2/2,

sup
w∈Θ,v∈B

E

[
exp

(
ξ 〈h(D,w)− E [h(D,w)] ,v〉

‖w −w∗‖
)]

≤ eσ
2
2ξ

2/2,

where B is the unit sphere B = {v : ‖v‖ = 1}.

45



Assumption 3. Each client’s local training dataset Di (i = 1, 2, · · · , n) and the root dataset

D0 are sampled independently from the distribution X .

Theorem 2. Suppose Assumption 1-3 hold and FLTrust uses Rl = 1 and ζ = 1. For

an arbitrary number of malicious clients, the difference between the global model learnt by

FLTrust and the optimal global model w∗ under no attacks is bounded. Formally, we have

the following with probability at least 1− δ:

∥∥wt −w∗∥∥ ≤ (1− ρ)t
∥∥w0 −w∗∥∥+ 12ηΔ1/ρ,

where wt is the global model in the t-th round, ρ = 1−
(√

1− μ2/(4L2) + 24ηΔ2 + 2ηL
)
,

η is the learning rate, Δ1 = σ1
√

2
|D0|

√
d log 6 + log(3/δ),

Δ2 = σ2
√

2
|D0|

√
d log 18L2

σ2
+ 1

2d log
|D0|
d + log

(
6σ2

2r
√

|D0|
γ2σ1δ

)
, |D0| is the size of the root dataset,

d is the dimension of w, L2 = max {L,L1}, and r is some positive number such that

‖w −w∗‖ ≤ r
√
d for any w ∈ Θ (i.e., the parameter space Θ is constrained). When

|1− ρ| < 1, we have limt→∞
∥∥wt −w∗∥∥ ≤ 12ηΔ1/ρ.

Proof. See Appendix B.1.

3.5 Adaptive Attacks

We proposed a general attack framework called LMPA in Chapter 2, which can be adapted

to any aggregation rules, including FLTrust. Therefore, if an attacker knows FLTrust is

used to learn the global model, the attacker can instantiate the aggregation rule A with

our aggregation rule in FLTrust in Equation 2.2.

We denote by ei =
gi

||gi|| the unit vector whose direction is the same as gi. Then, our

aggregation rule in Equation (3.3) can be rewritten as follows:

g = ||g0||
n∑

i=1

ReLU(ci)
n∑

j=1
ReLU(cj)

ei. (3.5)
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Suppose there are m malicious clients, and without loss of generality, we assume the first

m clients are malicious. These malicious clients send poisoned local model updates g′
i, i =

1, 2, · · · ,m to the server. Let e′i (i = 1, 2, · · · ,m) be the corresponding unit vectors. We

note that the cosine similarity c′i between a poisoned local model update g′
i and the server

model update g0 is the same as the cosine similarity between the corresponding unit vectors,

i.e., c′i = 〈e′i, e0〉, where 〈·, ·〉 means the inner product of two vectors. Therefore, we have

the poisoned global model update g′ under attacks as follows:

g′ = ||g0||

⎡⎢⎢⎢⎣
m∑
i=1

ReLU(〈e′i, e0〉)
m∑
j=1

ReLU(〈e′j , e0〉) +
n∑

j=m+1
ReLU(cj)

e′i

+
n∑

i=m+1

ReLU(ci)
m∑
j=1

ReLU(〈e′j , e0〉) +
n∑

j=m+1
ReLU(cj)

ei

⎤⎥⎥⎥⎦. (3.6)

Substituting Equations (3.5) and (3.6) into (2.2), and noticing that optimizing g′
i is

equivalent to optimizing e′i for i = 1, 2, · · · ,m, we can instantiate the attack framework in

Equation (2.2) as the following optimization problem:

max
e′1,e

′
2,··· ,e′m

φ(e′1, e
′
2, · · · , e′m), (3.7)

where φ(e′1, e′2, · · · , e′m) is defined as follows:

φ(e′1, e
′
2, · · · , e′m) = ||g0||sT

⎡⎢⎢⎢⎣
n∑

i=1

ReLU(ci)
n∑

j=1
ReLU(cj)

ei

−
b∑

i=1

ReLU(〈e′i, e0〉)
m∑
j=1

ReLU(〈e′j , e0〉) +
n∑

j=m+1
ReLU(cj)

e′i

−
n∑

i=m+1

ReLU(ci)
m∑
j=1

ReLU(〈e′j , e0〉) +
n∑

j=m+1
ReLU(cj)

ei

⎤⎥⎥⎥⎦, (3.8)

where sT = sgn(g)T is the sign of the global model update without attacks. Solving the

optimization problem generates an adaptive attack to FLTrust. We consider a strong adap-
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Algorithm 3 Our Adaptive Attack to FLTrust.

Input: g0; gi for i = 1, 2, · · · , n;m; σ;κ; γ;Q;V .

Output: e′
i for i = 1, 2, · · · ,m.

1: Compute e0, ei, ci for i = 1, 2, · · · , n.
2: Initialize e′

i using Trim attack for i = 1, 2, · · · ,m.

3: for v = 1, 2, · · · , V do

4: for i = 1, 2, · · · ,m do

5: for t = 1, 2, · · · , Q do

6: Randomly sample u ∼ N(0, σ2I).

7: Compute ∇e′iφ according to (3.9).

8: Update e′
i = e′

i + η∇e′iφ.

9: Normalize e′
i such that ‖e′

i‖ = 1.

10: end for

11: end for

12: end for

13: return e′
i for i = 1, 2, · · · ,m.

tive attacker who has full knowledge about the FL system when solving the optimization

problem. In particular, ||g0||, s, ci (i = 1, 2, · · · , n), e0, and ei (i = 1, 2, · · · , n) are all

available to the attacker.

Solving the optimization problem: We use a standard gradient ascent approach to

solve the optimization problem. Specifically, we can compute the gradient ∇e′iφ of the

objective function φ with respect to each e′i and move e′i a small step along the gradient.

Since the gradient ∇e′iφ involves a Jacobian matrix of e′i, it is not practical to directly

compute the gradient. Therefore, we leverage a zeroth-order method [CLC+19, NS17] to

compute the gradient, which is a standard method to solve such optimization problems

with computationally intractable objective functions.
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Specifically, we compute the gradient ∇e′iφ as follows:

∇e′iφ ≈ φ(e′i + γu)− φ(e′i)
γ

· u, (3.9)

where u is a random vector sampled from the multivariate Gaussian distribution N(0, σ2I)

with zero mean and diagonal covariance matrix, and γ > 0 is a smoothing parameter.

We optimize e′i one by one following the standard coordinate ascent approach, i.e.,

when optimizing e′i, all other e′j , j �= i are fixed. Specifically, we use projected gradient

ascent to iteratively optimize e′i. In the beginning, we initialize e′i using the Trim attack,

i.e., we use the Trim attack to compute the poisoned local model updates and initialize

e′i as the corresponding unit vector. Then, in each iteration, we sample a random vector

u from N(0, σ2I) and compute the gradient ∇e′iφ following Equation (3.9). We multiply

the gradient by a step size κ and add it to e′i to get the new e′i. Finally, we project e′i

to the unit sphere to ensure that e′i is a valid unit vector. We repeat the gradient ascent

process for Q iterations. Moreover, we repeat the iterations over the unit vectors for V

iterations. Algorithm 3 shows our adaptive attack. We let g′
i = ‖g0‖ · e′i after e′i is solved

for i = 1, 2, · · · ,m.

3.6 Evaluation Setup

3.6.1 Datasets and Model Architectures

We use multiple datasets from different domains in our evaluation.

MNIST-0.1: This is the MNIST [LCB98] dataset with degree of Non-IID q set to 0.1.

(See Section 2.5.3 for details about degree of Non-IID). We use MNIST-0.1 to show that

FLTrust is also effective in the IID setting.

MNIST-0.5: In MNIST-0.5, we simulate non-IID local training data among the clients

via setting q = 0.5.

Fashion-MNIST: For Fashion-MNIST, we distribute the training examples to the clients

with q = 0.5 to simulate non-IID local training data.
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Table 3.1: The CNN architecture of the global model used for MNIST-0.1, MNIST-
0.5, and Fashion-MNIST.

Layer Size

Input 28× 28× 1

Convolution + ReLU 3× 3× 30

Max Pooling 2× 2

Convolution + ReLU 3× 3× 50

Max Pooling 2× 2

Fully Connected + ReLU 100

Softmax 10

CIFAR-10: CIFAR-10 [KH+09] is a color image classification dataset consisting of prede-

fined 50,000 training examples and 10,000 test examples. Each example belongs to one of

the 10 classes. To simulate non-IID local training data, we distribute the training examples

to clients with q = 0.5.

Human activity recognition (HAR): The HAR dataset [AGO+13] consists of human

activity data collected from the smartphones of 30 real-world users. The data are sig-

nals from multiple sensors on a user’s smartphone, and the task is to predict the user’s

activity among 6 possible activities, i.e., WALKING, WALKING UPSTAIRS, WALK-

ING DOWNSTAIRS, SITTING, STANDING, and LAYING. Each example includes 561

features and there are 10,299 examples in total. Unlike the previous datasets, we don’t

need to distribute the data to clients in this dataset, as each user is naturally considered as

a client. HAR represents a real-world FL scenario, where each user is considered as a client.

We use 75% of each client’s data as training examples and the rest 25% as test examples.

CH-MNIST: To simulate non-IID local training data, we distribute the training examples

to clients with q = 0.5.

We train different types of global models on different datasets to show the generality

of our method. Specifically, for MNIST-0.1, MNIST-0.5, and Fashion-MNIST, we train a
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convolutional neural network (CNN) as the global model. Table 3.1 shows the architecture

of the CNN. And we train a logistic regression (LR) classifier as the global model for

HAR. For CIFAR-10 and CH-MNIST, we consider the widely used ResNet20 architecture

[HZRS16] as the global model.

3.6.2 Evaluated Poisoning Attacks

We consider both data poisoning attacks and model poisoning attacks. For data poisoning

attack, we consider the label flipping attack. For model poisoning attacks, we evaluate

Krum attack, Trim attack, and our adaptive attack (untargeted attacks), as well as Scaling

attack (targeted attack) [BVH+20].

Label flipping (LF) attack: We use the same label flipping attack as in Chapter 2.

Krum attack: Krum attack is LMPA optimized for the Krum aggregation rule. We use

the default parameter settings as in Chapter 2 for the Krum attack.

Trim attack: Trim attack is LMPA optimized for the Trim-mean and Median aggregation

rules. We use the default parameter settings in Chapter 2 for the Trim attack.

Scaling attack: Scaling attack [BVH+20] is a targeted model poisoning attack, which

forces the global model to predict attacker-chosen target labels for attacker-chosen target

test inputs. Specifically, we consider the attacker-chosen target test inputs are normal test

inputs with a predefined feature-pattern trigger embedded. Following [BVH+20], we use

the data augmentation scheme in [GDGG17] to implement the Scaling attack. Specifically,

each malicious client copies a fraction of its local training examples, embeds the trigger to

them, changes their labels to the attacker-chosen target label, and uses them to augment

its local training data. Then, in each round of FL, each malicious client computes its local

model update based on the augmented local training data and scales it by a factor λ � 1

before sending it to the server.

Specifically, we use the same pattern trigger in [GDGG17] as our trigger for MNIST-0.1,

MNIST-0.5, Fashion-MNIST, and CH-MNIST, and we set the attacker-chosen target label
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as 0; for CIFAR-10, we consider the same pattern trigger and target label (i.e., “bird”)

in [BVH+20]; and for HAR, we create a feature-pattern trigger by setting every 20th fea-

ture to 0 and we set the target label as “WALKING UPSTAIRS”. Following previous

work [BVH+20], we set the scaling factor λ = n, where n is the number of clients. In each

dataset, the attacker-chosen target test inputs consist of the trigger-embedded normal test

inputs whose true labels are not the target label.

Adaptive attack: We evaluate the adaptive attack proposed in Section 3.5. Our adap-

tive attack leverages an zeroth-order optimization method. Following the suggestions by

previous work [CLC+19, NS17], we set σ2 = 0.5 and γ = 0.005 in the zeroth-order method.

Moreover, we set κ = 0.01 and V = Q = 10 so that the adaptive attack converges.

3.6.3 Evaluation Metrics

For the LF attack, Krum attack, Trim attack, and adaptive attack, we use the standard

test error rate of the global model to evaluate an FL method since these attacks aim to

increase the test error rate. Specifically, the test error rate of a global model is the fraction

of test inputs whose labels are incorrectly predicted by the global model. An FL method is

more robust against these attacks if its global models achieve lower test error rates under

these attacks. The Scaling attack is a targeted attack, which aims to preserve the test

error rate of normal test inputs while making the global model predict the attacker-chosen

target label for the attacker-chosen target test inputs. Therefore, other than the test error

rate, we further use attack success rate to measure the Scaling attack. Specifically, the

attack success rate is the fraction of the attacker-chosen target test inputs whose labels are

predicted as the attacker-chosen target label by the global model. An FL method is more

robust against the Scaling attack if its global model achieves a lower attack success rate.

3.6.4 Parameter Settings of the FL Methods

We compare FLTrust with FedAvg [MMR+17], Krum [BMGS17], Trimmed-mean [YCRB18],

and Median [YCRB18]. By default, we assume there are n = 100 clients in total for each
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Table 3.2: The default FL system parameter settings.

Explanation MNIST-0.1 MNIST-0.5 Fashion-MNIST CIFAR-10 HAR CH-MNIST
n # clients 100 30 40
τ # clients selected in each round n
Rl # local iterations 1
Rg # global rounds 2,000 2,500 1,500 1,000 2,000
B batch size 32 64 32

η · ζ combined learning rate 3× 10−4 6× 10−3 2× 10−4 3× 10−3
3× 10−4 (decay at the 1500th and

1750th rounds with factor 0.9)

m/n fraction of malicious clients (%) 20
m # malicious clients 20 6 8
f Krum parameter m
β Trim-mean parameter m

|D0| size of the root dataset 100

dataset except HAR and CH-MNIST. For HAR, the data are collected from 30 users, each

of which is treated as a client. Therefore, HAR has 30 clients in total. For CH-MNIST,

there are only 4,000 training examples in total and thus we assume 40 clients such that each

client has 100 training examples on average. Unless otherwise mentioned, we assume 20%

of the clients are malicious for each dataset. However, we will also explore the impact of the

fraction of malicious clients. Following Chapter 2, we set τ = n, i.e., all clients are selected

in each round of FL; and we set Rl = 1, in which we can treat the product of the global

learning rate η and the local learning rate ζ as a single learning rate. We set this combined

learning rate on each dataset to achieve small training error rates and fast convergence.

We set the batch size B = 32 for all datasets except CIFAR-10, where we set B = 64.

We set the number of global rounds Rg such that the FL methods converge. Specifically,

Rg = 2, 000 for MNIST-0.1, MNIST-0.5, and CH-MNIST; Rg = 2, 500 for Fashion-MNIST;

Rg = 1, 500 for CIFAR-10; and Rg = 1, 000 for HAR.

Krum further has the parameter f and Trimmed-mean further has the trim parameter

β, both of which are upper bounds of the number of malicious clients. We set f = β =

m, which assumes that the server knows the exact number of malicious clients and gives

advantages to Krum and Trimmed-mean. Table 3.2 shows the default settings that we will

use unless otherwise mentioned.
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3.6.5 Root Dataset Settings

Our FLTrust requires a small root dataset. By default, we assume the root dataset has

only 100 training examples. Moreover, we consider the following two cases depending on

how the root dataset is created.

• Case I.We assume the server can collect a representative root dataset for the learning

task, i.e., the root dataset has the same distribution as the overall training data

distribution of the learning task. In particular, we sample the root dataset from the

union of the clients’ clean local training data uniformly at random. For instance, for

MNIST-0.5, we sample the root dataset from its 60,000 training examples uniformly

at random.

• Case II. We assume the root dataset has a distribution different from the overall

training data distribution of the learning task. In particular, we assume the root

dataset is biased towards a certain class. Specifically, we sample a fraction of the

examples in the root dataset from a particular class (class 1 in our experiments) in

the union of the clients’ clean local training data and the remaining examples are

sampled from the remaining classes uniformly at random, where we call the fraction

bias probability. Note that, for all the datasets except HAR and CH-MNIST, the root

dataset has the same distribution as the overall training data, i.e., Case II reduces to

Case I, when the bias probability is 0.1 because they have 10 classes; for HAR and

CH-MNIST, Case II reduces to Case I when the bias probability is 0.17 and 0.125

because they have 6 and 8 classes, respectively. The root data distribution deviates

more from the overall training data distribution when the bias probability is larger.

In both cases, we exclude the sampled root dataset from the clients’ local training data,

indicating that the root dataset is collected independently by the server. Unless otherwise

mentioned, we consider Case I.
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Table 3.3: The test error rates of different FL methods under different attacks and
the attack success rates of the Scaling attacks. The results for the Scaling attacks
are in the form of “test error rate / attack success rate”.

(a) CNN global model, MNIST-0.1

FedAvg Krum Trim-mean Median FLTrust

No attack 0.04 0.10 0.06 0.06 0.04

LF attack 0.06 0.10 0.05 0.05 0.04

Krum attack 0.10 0.90 0.07 0.07 0.04

Trim attack 0.16 0.10 0.13 0.13 0.04

Scaling attack 0.02 / 1.00 0.10 / 0.00 0.05 / 0.01 0.05 / 0.01 0.03 / 0.00

Adaptive attack 0.08 0.10 0.11 0.13 0.04

(b) CNN global model, MNIST-0.5

FedAvg Krum Trim-mean Median FLTrust

No attack 0.04 0.10 0.06 0.06 0.05

LF attack 0.06 0.10 0.06 0.06 0.05

Krum attack 0.10 0.91 0.14 0.15 0.05

Trim attack 0.28 0.10 0.23 0.43 0.06

Scaling attack 0.02 / 1.00 0.09 / 0.01 0.06 / 0.02 0.06 / 0.01 0.05 / 0.00

Adaptive attack 0.13 0.10 0.22 0.90 0.06

(c) CNN global model, Fashion-MNIST

FedAvg Krum Trim-mean Median FLTrust

No attack 0.10 0.16 0.14 0.14 0.11

LF attack 0.14 0.15 0.26 0.21 0.11

Krum attack 0.13 0.90 0.18 0.23 0.12

Trim attack 0.90 0.16 0.24 0.27 0.14

Scaling attack 0.90 / 1.00 0.16 / 0.03 0.17 / 0.85 0.16 / 0.05 0.11 / 0.02

Adaptive attack 0.90 0.18 0.34 0.24 0.14

(d) ResNet20 global model, CIFAR-10

FedAvg Krum Trim-mean Median FLTrust

No attack 0.16 0.54 0.24 0.25 0.18

LF attack 0.21 0.56 0.27 0.45 0.18

Krum attack 0.24 0.90 0.52 0.64 0.18

Trim attack 0.81 0.51 0.72 0.75 0.20

Scaling attack 0.90 / 1.00 0.44 / 0.07 0.22 / 0.96 0.25 / 0.96 0.18 / 0.02

Adaptive attack 0.90 0.58 0.69 0.82 0.20

(e) LR global model, HAR

FedAvg Krum Trim-mean Median FLTrust

No attack 0.03 0.12 0.04 0.05 0.04

LF attack 0.17 0.10 0.05 0.05 0.04

Krum attack 0.03 0.22 0.05 0.05 0.04

Trim attack 0.32 0.10 0.36 0.13 0.05

Scaling attack 0.04 / 0.81 0.10 / 0.03 0.04 / 0.36 0.05 / 0.13 0.05 / 0.01

Adaptive attack 0.04 0.19 0.05 0.06 0.05

(f) ResNet20 global model, CH-MNIST

FedAvg Krum Trim-mean Median FLTrust

No attack 0.10 0.24 0.10 0.11 0.10

LF attack 0.12 0.39 0.15 0.13 0.12

Krum attack 0.11 0.95 0.13 0.13 0.12

Trim attack 0.64 0.21 0.55 0.44 0.13

Scaling attack 0.26 / 0.20 0.34 / 0.03 0.14 / 0.02 0.11 / 0.01 0.14 / 0.03

Adaptive attack 0.14 0.29 0.50 0.47 0.13

3.7 Evaluation Results

3.7.1 Effectiveness of FLTrust

Recall that we have three defense goals (discussed in Section 3.2.2): fidelity, robustness,

and efficiency. Table 3.3 shows the test error rates of different FL methods under different

attacks including our adaptive attack, as well as the attack success rate of the Scaling

attack on the six datasets. Our results show that FLTrust achieves the three goals.

First, when there is no attack, our FLTrust has test error rates similar to FedAvg,

achieving the fidelity goal. However, existing Byzantine-robust FL methods may have

higher or much higher test error rates under no attacks. For instance, on MNIST-0.1, the

test error rates for FedAvg and FLTrust are both 0.04, while they are 0.10, 0.06, and 0.06
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for Krum, Trimmed-mean, and Median, respectively; On CH-MNIST, FedAvg, Trimmed-

mean, and FLTrust achieve test error rates 0.10, while Krum and Median achieve test error

rates 0.24 and 0.11, respectively. Our results indicate that FLTrust is more accurate than

existing Byzantine-robust FL methods in non-adversarial settings. This is because existing

Byzantine-robust FL methods exclude some local model updates when aggregating them

as the global model update, while FLTrust considers all of them with the help of the root

dataset.

Second, our FLTrust achieves the robustness goal, while existing FL methods do not.

Specifically, the test error rates of FLTrust under the untargeted attacks including our

adaptive attack are at most 0.04 higher than those of FedAvg under no attacks on the six

datasets. On the contrary, every existing Byzantine-robust FL method has much higher

test error rates, especially under the untargeted attack that is optimized for the method.

For instance, on MNIST-0.5, Krum attack increases the test error rate of Krum from 0.10

to 0.91, while Trim attack increases the test error rates of Trimmed-mean and Median from

0.06 to 0.23 and 0.43, respectively. FedAvg may have lower test error rates than existing

Byzantine-robust FL methods under the evaluated untargeted attacks. This is because

these untargeted attacks are not optimized for FedAvg. Previous work [BMGS17] showed

that FedAvg can be arbitrarily manipulated by a single malicious client.

Moreover, for the Scaling attack, FLTrust substantially reduces its attack success rates.

Specifically, the attack success rates for FLTrust are at most 0.03. On the contrary, the

attack success rates for FedAvg are always high on the six datasets, and they are also

high for the existing Byzantine-robust FL methods on multiple datasets, indicating that

existing FL methods are not robust against the Scaling attack. One interesting observation

is that the Scaling attack may decrease the test error rates in some cases. We suspect the

reason may be that the data augmentation in the Scaling attack positively impacts the

aggregation of the local model updates. Specifically, the data augmentation in the Scaling

attack improves the diversity of the training data, and thus helps the learned global model

better generalize to the test dataset.
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Figure 3.2: The training error rates vs. the number of rounds for FLTrust under
different attacks and FedAvg without attacks on MNIST-0.5.

Third, FLTrust achieves the efficiency goal. Specifically, in each round, FLTrust does

not incur extra overhead to the clients; and compared to FedAvg, the extra computation

incurred to the server by FLTrust includes computing a server model update, computing the

trust scores, and normalizing the local model updates, which are negligible for the powerful

server. Moreover, Figure 3.2 shows the training error rates versus the global round number

for FLTrust under different attacks and FedAvg under no attack on MNIST-0.5. Our results

show that FLTrust converges as fast as FedAvg, which means that FLTrust also does not

incur extra communications cost for the clients (each round of FL requires communications

between clients and server), compared to FedAvg under no attacks. We note that Krum,

Trimmed-mean, and Median do not incur extra overhead to the clients. However, Krum

incurs significant computational overhead to the server when there are a large number of

clients. This is because Krum requires calculating pairwise distance between local model

updates in each round.

3.7.2 Comparing Different Variants of FLTrust

FLTrust has three key features: a root dataset, using ReLU to clip the cosine similarity

scores, and normalizing each local model update. Depending on how each feature is used,

we consider the following five variants of FLTrust:
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Table 3.4: The test error rates of different variants of FLTrust under different attacks
and the attack success rates of the Scaling attacks on MNIST-0.5. The results for the
Scaling attacks are in the form of “test error rate / attack success rate”. “–” means
that the attacks are not applicable.

No attack LF attack Krum attack Trim attack Scaling attack Adaptive attack

FLTrust-Server 0.21 – – – – –

FLTrust-withServer 0.07 0.08 0.09 0.10 0.08 / 0.01 0.94

FLTrust-NoReLU 0.28 0.90 0.90 0.90 0.94 / 0.08 0.90

FLTrust-NoNorm 0.05 0.06 0.06 0.08 0.94 / 0.08 0.06

FLTrust-ParNorm 0.06 0.06 0.06 0.06 0.06 / 0.01 0.06

FLTrust 0.05 0.05 0.05 0.06 0.05 / 0.00 0.06

• FLTrust-Server. In this variant, the server only uses the root dataset to train

the global model. Therefore, there is no communications between the clients and the

server during the training process. We use this variant to show that the server cannot

obtain a good model using its root dataset alone. In other words, even if some clients

are malicious, communicating with clients still improves the global model.

• FLTrust-withServer. In this variant, the server computes the weighted average of

the clients’ local model updates together with the server model update whose trust

score is 1.

• FLTrust-NoReLU. In this variant, the server does not use ReLU to clip the cosine

similarity scores of the local model updates when computing their trust scores.

• FLTrust-NoNorm. In this variant, the server does not normalize the local model

updates to have the same magnitude as the server model update.

• FLTrust-ParNorm. In this variant, the server applies partial normalization, i.e.,

only normalizes the local model updates whose magnitudes are larger than that of

the server model update to have the same magnitude as the server model update.

Table 3.4 compares the variants with respect to their test error rates under different at-

tacks and the attack success rates of the Scaling attacks on MNIST-0.5. The attacks are not
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(a) Test error rate (b) Attack success rate

Figure 3.3: Impact of the root dataset size on FLTrust under different attacks for
MNIST-0.5.

applicable to FLTrust-Server as it does not require communications from the clients. Our

results show that FLTrust outperforms the five variants. FLTrust outperforms FLTrust-

Server and FLTrust-withServer because the root dataset is small. The fact that FLTrust

outperforms FLTrust-NoReLU, FLTrust-NoNorm, and FLTrust-ParNorm indicates the ne-

cessity of our ReLU operation and normalization.

3.7.3 Impact of the Root Dataset

Our root dataset can be characterized by its size and how it is sampled (i.e., Case I vs.

Case II). Therefore, we study the impact of the root dataset on FLTrust with respect to

its size and how it is sampled. Figure 3.3 shows the test error rates of FLTrust under

different attacks and the attack success rates under the Scaling attack on MNIST-0.5 when

the size of the root dataset increases from 50 to 500, where the root dataset is sampled

uniformly in Case I. We observe that a root dataset with only 100 training examples is

sufficient for FLTrust to defend against the attacks. Specifically, when the root dataset

has 100 training examples, the test error rates of FLTrust under attacks are similar to that

of FedAvg without attacks, and the attack success rate of the Scaling attack is close to

0. When the size of the root dataset increases beyond 100, the test error rates and attack

success rates of FLTrust further decrease slightly.

We also evaluate the impact of the bias probability in Case II. Table 3.5 shows the test
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Table 3.5: The test error rates of FLTrust under different attacks and the attack
success rates of the Scaling attacks when the root dataset is sampled with different
bias probabilities in Case II.

(a) MNIST-0.1

Bias probability 0.1 0.2 0.4 0.6 0.8 1.0

No attack 0.04 0.04 0.04 0.05 0.05 0.34

LF attack 0.04 0.04 0.04 0.05 0.78 0.84

Krum attack 0.04 0.04 0.07 0.89 0.89 0.89

Trim attack 0.04 0.05 0.08 0.12 0.46 0.89

Scaling attack 0.03 / 0.00 0.03 / 0.01 0.04 / 0.00 0.04 / 0.00 0.06 / 0.01 0.42 / 0.01

Adaptive attack 0.04 0.05 0.08 0.12 0.90 0.90

(b) MNIST-0.5

Bias probability 0.1 0.2 0.4 0.6 0.8 1.0

No attack 0.05 0.05 0.06 0.08 0.11 0.80

LF attack 0.05 0.05 0.08 0.10 0.25 0.89

Krum attack 0.05 0.05 0.08 0.12 0.86 0.89

Trim attack 0.06 0.06 0.08 0.12 0.16 0.89

Scaling attack 0.05 / 0.00 0.05 / 0.01 0.06 / 0.00 0.07 / 0.01 0.12 / 0.00 0.86 / 0.01

Adaptive attack 0.06 0.07 0.08 0.13 0.90 0.90

(c) Fashion-MNIST

Bias probability 0.1 0.2 0.4 0.6 0.8 1.0

No attack 0.11 0.11 0.12 0.15 0.16 0.90

LF attack 0.11 0.11 0.12 0.12 0.14 0.90

Krum attack 0.12 0.12 0.16 0.90 0.90 0.90

Trim attack 0.14 0.14 0.15 0.21 0.90 0.90

Scaling attack 0.11 / 0.02 0.12 / 0.04 0.12 / 0.04 0.13 / 0.02 0.15 / 0.03 0.90 / 0.00

Adaptive attack 0.14 0.14 0.16 0.90 0.90 0.90

(d) CIFAR-10

Bias probability 0.1 0.2 0.4 0.6 0.8 1.0

No attack 0.18 0.18 0.18 0.21 0.90 0.90

LF attack 0.18 0.19 0.20 0.24 0.90 0.90

Krum attack 0.18 0.18 0.19 0.33 0.90 0.90

Trim attack 0.20 0.20 0.24 0.63 0.90 0.90

Scaling attack 0.18 / 0.02 0.18 / 0.00 0.18 / 0.03 0.22 / 0.04 0.90 / 0.00 0.90 / 0.00

Adaptive attack 0.20 0.20 0.27 0.68 0.90 0.90

(e) HAR

Bias probability 0.17 0.2 0.4 0.6 0.8 1.0

No attack 0.04 0.04 0.06 0.06 0.07 0.48

LF attack 0.04 0.05 0.06 0.05 0.07 0.48

Krum attack 0.04 0.05 0.05 0.05 0.09 0.48

Trim attack 0.05 0.05 0.06 0.09 0.14 0.48

Scaling attack 0.05 / 0.01 0.05 / 0.01 0.06 / 0.02 0.06 / 0.03 0.07 / 0.05 0.48 / 0.34

Adaptive attack 0.05 0.05 0.06 0.09 0.48 0.48

(f) CH-MNIST

Bias probability 0.125 0.2 0.4 0.6 0.8 1.0

No attack 0.10 0.10 0.11 0.13 0.13 0.89

LF attack 0.12 0.12 0.12 0.17 0.21 0.89

Krum attack 0.12 0.12 0.14 0.17 0.19 0.89

Trim attack 0.13 0.13 0.14 0.20 0.20 0.89

Scaling attack 0.14 / 0.03 0.14 / 0.02 0.15 / 0.02 0.16 / 0.06 0.14 / 0.01 0.89 / 0.01

Adaptive attack 0.13 0.14 0.14 0.89 0.89 0.89
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(a) LF attack (b) Krum attack (c) Trim attack

(d) Scaling attack (e) Adaptive attack

Figure 3.4: Impact of the fraction of malicious clients on the test error rates of
different FL methods under different attacks ((a)-(c)) and the attack success rates
of the Scaling attacks, where MNIST-0.5 is used. The test error rates of all the
compared FL methods are similar and small under the Scaling attacks, which we
omit for simplicity.

error rates of FLTrust under different attacks and the attack success rates of the Scaling

attacks when the bias probability varies. The second column in each table corresponds to

the bias probability with which Case II reduces to Case I. We increase the bias probability

up to 1.0 to simulate larger difference between the root data distribution and the overall

training data distribution. We observe that FLTrust is accurate and robust when the bias

probability is not too large. For instance, when the bias probability is no more than 0.4 for

MNIST-0.5, the test error rates of FLTrust under attacks are at most 0.08, compared to

0.05 when the bias probability is 0.1. Our results show that FLTrust works well when the

root data distribution does not diverge too much from the overall training data distribution.
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(a) MNIST-0.1 (b) MNIST-0.5 (c) Fashion-MNIST

(d) CIFAR-10 (e) HAR (f) CH-MNIST

Figure 3.5: Impact of the fraction of malicious clients on the test error rates of
FLTrust under the adaptive attacks.

3.7.4 Impact of the Number of Malicious Clients

Figure 3.4 shows the test error rates of different FL methods under different attacks and the

attack success rates of the Scaling attacks on MNIST-0.5, when the fraction of malicious

clients increases from 0 to 95%. Trimmed-mean cannot be applied when the fraction of

malicious clients exceeds 50% because the number of local model updates removed by

Trimmed-mean is twice of the number of malicious clients. Therefore, for Trimmed-mean,

we only show the results when the malicious clients are less than 50%.

We observe that, under existing attacks and our adaptive attacks, FLTrust can tolerate

up to 90% of malicious clients. Specifically, FLTrust under these attacks still achieves test

error rates similar to FedAvg without attacks when up to 90% of the clients are malicious,

while the attack success rates of the Scaling attacks for FLTrust are still close to 0 when

up to 95% of the clients are malicious. However, existing Byzantine-robust FL methods

can tolerate much less malicious clients. For instance, under Krum attack, the test error

rate of the global model learnt by Krum increases to 0.90 when only 10% of the clients
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are malicious, while the test error rates of the global models learnt by Trimmed-mean and

Median become larger than 0.85 when the fraction of malicious clients reaches 40%.

Figure 3.5 further shows the test error rates of the global models learnt by FLTrust as

a function of the fraction of malicious clients under the adaptive attacks on all datasets.

Our results show that FLTrust is robust against adaptive attacks even if a large fraction

of clients are malicious on all datasets. Specifically, for MNIST-0.1 (MNIST-0.5, Fashion-

MNIST, CIFAR-10, HAR, or CH-MNIST), FLTrust under adaptive attacks with over 60%

(over 40%, up to 60%, up to 60%, up to 40%, or over 40%) of malicious clients can still

achieve test error rates similar to FedAvg under no attack.

3.8 Discussion and Limitations

3.8.1 FLTrust vs. Fault-tolerant Computing

Fault-tolerant computing [BDM93] aims to remain functional when there are malicious

clients. However, conventional fault-tolerant computing and federated learning have the

following key difference: the clients communicate with each other to compute results in

fault-tolerant computing [BDM93], while clients only communicate with a cloud server in

federated learning. Our FLTrust leverages such unique characteristics of federated learning

to bootstrap trust, i.e., the server collects a root dataset, and uses it to guide the aggregation

of the local model updates.

3.8.2 Poisoned Root Dataset

Our FLTrust requires a clean root dataset. We acknowledge that FLTrust may not be robust

against poisoned root dataset. The root dataset may be poisoned when it is collected from

the Internet or by an insider attacker. However, since FLTrust only requires a small root

dataset, a service provider can collect a clean one by itself with a small cost, e.g., asking

its employees to generate and manually label a clean root dataset.
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3.8.3 Adaptive Attacks and Hierarchical Root of Trust

We considered an adaptive attack via extending the framework of LMPA to our FLTrust.

We acknowledge that there may exist stronger local model poisoning attacks to FLTrust,

which is an interesting future work to explore. Moreover, it is an interesting future work to

consider a hierarchical root of trust. For instance, the root dataset may contain multiple

subsets with different levels of trust. The subsets with higher trust may have a larger

impact on the aggregation.

3.9 Summary

We proposed and evaluated a new federated learning method called FLTrust to achieve

Byzantine robustness against malicious clients. The key difference between our FLTrust

and existing federated learning methods is that the server itself collects a clean small train-

ing dataset (i.e., root dataset) to bootstrap trust in FLTrust. Our extensive evaluations on

six datasets show that FLTrust with a small root dataset can achieve Byzantine robustness

against a large fraction of malicious clients. In particular, FLTrust under adaptive attacks

with a large fraction of malicious clients can still train global models that are as good as the

global models learnt by FedAvg under no attacks. Interesting future work includes 1) de-

signing stronger local model poisoning attacks to FLTrust and 2) considering a hierarchical

root of trust.
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Chapter 4

FLCert: Provably Secure FL via
Ensemble Methods

4.1 Introduction

Byzantine-robust FL including FLTrust can bound the change of the global model param-

eters caused by malicious clients under some assumptions. However, these assumptions

often do not hold in practice. Moreover, even if these assumptions are valid, these meth-

ods cannot bound the classification accuracy of the global model learnt under attacks. To

address these limitations, in this chapter, we proposed a provably secure FL method called

FLCert based on ensemble methods.

Specifically, given n clients, we define a subsample as a set of k clients sampled from the

n clients uniformly at random without replacement. For each subsample, we can learn a

global model using a base federated learning algorithm with the k clients in the subsample.

Since there are
(
n
k

)
distinct subsamples with k clients,

(
n
k

)
global models can be trained in

total. Suppose we are given a test input x. We define pi as the fraction of the
(
n
k

)
global

models that predict label i for x, where i = 1, 2, · · · , L. We call pi label probability. Our

ensemble global model predicts the label with the largest label probability for x. In other

words, our ensemble global model in FLCert takes a majority vote among the global models

to predict label for x. Since each global model is learnt using a subsample with k clients, a

majority of the global models are learnt using normal clients when most clients are normal.

Therefore, the majority vote among the global models is secure.

We prove that FLCert provably predicts the same label for a test input x when the

number of malicious clients is no larger than a threshold, which we call certified security

level. We further show that our derived certified security level is tight, i.e., when no as-

sumptions are made on the base federated learning algorithm, it is impossible to derive a

65



certified security level that is larger than ours. Moreover, we propose a practical Monte

Carlo algorithm to estimate the label probabilities with probabilistic guarantees when
(
n
k

)
is large, which requires training only N instead of

(
n
k

)
global models. We empirically eval-

uate our method on MNIST [LCB98] and Human Activity Recognition (HAR) [AGO+13]

datasets. And we use certified accuracy as our evaluation metric, which is a lower bound of

the test accuracy that a method can provably achieve no matter how the malicious clients

tamper their local training data and model updates. Our results show that with N = 500

and k = 10, FLCert with FedAvg as the base FL algorithm can achieve a certified accuracy

of 88% on MNIST when evenly distributing the training data among 1,000 clients and 20

of them are malicious. The content in this chapter has been published in [CJG21].

4.2 Problem Setup

4.2.1 Attack Model

We assume an attacker controls some malicious clients to perform arbitrary attacks to

FL, including the poisoning attacks we mentioned in previous chapters and any other

possible attacks. Here, we do not limit the attacker’s knowledge or capability, or make

any assumptions on the type of attack the attacker may perform. We only assume that

the attacker can compromise some genuine clients but not the server. In other words, the

server needs to be honest in our threat model.

4.2.2 Defense Model

We assume the goal of our defense is to provide provable guarantee on the classification ac-

curacy when the number of malicious clients is bounded. The bound should be independent

of the attack that is performed. In the worst-case scenario, an attacker has full knowledge

about the FL system, and it can perform the strongest possible attacks to poison the global

model. Moreover, we note that there is a trade-off between the utility and the robustness
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of FL systems. Our defense should not sacrifice the accuracy of the learnt global model too

much when there is no attack.

We assume the server has the capability of randomly selecting subsamples of clients

and trains one global model with each subsample of clients. Unlike FLTrust, FLCert does

not need any clean training data or model updates. We note that FLCert can be combined

with any base FL algorithm, e.g., FedAvg, Median, Trimmed-mean, or FLTrust, to learn

provably secure ensemble global models.

4.3 Design of FLCert

4.3.1 Ensemble FL

The key idea of FLCert is leveraging ensemble FL to provide provable security. Unlike

single-global-model FL, our ensemble FL trains multiple global models, each of which is

trained using the base algorithm A and a subsample with k clients sampled from the n

clients uniformly at random without replacement. Let C denote the set of all n clients. We

have
(
n
k

)
different subsamples with k clients. Therefore,

(
n
k

)
global models can be trained

in total if we train a global model using each possible subsample. For a given test input x,

these global models may predict different labels for it. We define pi as the fraction of the
(
n
k

)
global models that predict label i for x, where i = 1, 2, · · · , L. We call pi label probability.

Note that pi is an integer multiplication of 1

(nk)
, which we will leverage to derive a tight

security guarantee of ensemble federated learning. Moreover, pi can also be viewed as the

probability that a global model trained on a random subsample with k clients predicts

label i for x. Our ensemble global model in FLCert predicts the label with the largest label

probability for x, i.e., we define:

h(C,x) = argmax
i

pi, (4.1)

where h is our ensemble global model and h(C,x) is the label that our ensemble global

model predicts for x when the ensemble global model is trained on clients C.
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4.3.2 Defining Provable Security Guarantees

Suppose some of the n clients C become malicious. These malicious clients can arbitrarily

tamper with their local training data and local model updates sent to the server in each

round of federated learning. We denote by C′ the set of n clients with malicious ones.

Moreover, we denote by M(C′) the number of malicious clients in C′, e.g., M(C′) = m

means that m clients are malicious. Note that we don’t know which clients are malicious.

For a test input x, our goal is to show that our ensemble global model h provably predicts

the same label for x when the number of malicious clients is bounded. Formally, we aim

to show the following:

h(C′,x) = h(C,x), ∀C′,M(C′) ≤ m∗, (4.2)

where h(C′,x) is the label that the ensemble global model trained on the clients C′ predicts

for x. We call m∗ certified security level. When a global model satisfies Equation (4.2) for

a test input x, we say the global model achieves a provable security guarantee for x with

a certified security level m∗. Note that the certified security level may be different for

different test inputs. Next, we derive the certified security level of FLCert.

4.3.3 Deriving Certified Security Level with Exact Label Prob-
abilities

Suppose we are given a test input x. Assuming that, when there are no malicious clients,

our ensemble global model predicts label y for x, py is the largest label probability, and

pz is the second largest label probability. Moreover, we denote by p′y and p′z respectively

the label probabilities for y and z in the ensemble global model when there are malicious

clients. Suppose m clients become malicious. Then, 1− (n−m
k )
(nk)

fraction of subsamples with

k clients include at least one malicious client. In the worst-case scenario, for each global

model learnt using a subsample including at least one malicious client, its predicted label

for x changes from y to z. Therefore, in the worst-case scenario, the m malicious clients

decrease the largest label probability py by 1− (n−m
k )
(nk)

and increase the second largest label
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probability pz by 1− (n−m
k )
(nk)

, i.e., we have p′y = py − (1− (n−m
k )
(nk)

) and p′z = pz + (1− (n−m
k )
(nk)

).

Our ensemble global model still predicts label y for x, i.e., h(C′,x) = h(C,x) = y, once m

satisfies the following inequality:

p′y > p′z ⇐⇒ py − pz > 2− 2

(
n−m
k

)(
n
k

) . (4.3)

In other words, the largest integer m that satisfies the inequality (4.3) is our certified

security level m∗ for the test input x. The inequality (4.3) shows that our certified security

level is related to the gap py − pz between the largest and second largest label probabilities

in the ensemble global model trained on the clients C without malicious ones. For instance,

when a test input has a larger gap py − pz, the inequality (4.3) may be satisfied by a larger

m, which means that our ensemble global model may have a larger certified security level

for the test input.

4.3.4 Deriving Certified Security Level with Approximate
Label Probabilities

When
(
n
k

)
is small (e.g., several hundred), we can compute the exact label probabilities

py and pz via training
(
n
k

)
global models, and compute the certified security level via

inequality (4.3). However, when
(
n
k

)
is large, it is computationally challenging to compute

the exact label probabilities via training
(
n
k

)
global models. For instance, when n = 100 and

k = 10, there are already 1.73×1013 global models, training all of which is computationally

intractable in practice. Therefore, we also derive certified security level using a lower bound

py of py (i.e., py ≤ py) and an upper bound pz of pz (i.e., pz ≥ pz). We use a lower bound

py of py and an upper bound pz of pz because our certified security level is related to the

gap py − pz and we aim to estimate a lower bound of the gap. The lower bound py and

upper bound pz may be estimated by different methods. For instance, in the next section,

we propose a Monte Carlo algorithm to estimate a lower bound py and an upper bound pz

via only training N of the
(
n
k

)
global models.

Next, we derive our certified security level based on the probability bounds py and pz.

One way is to replace py and pz in inequality (4.3) as py and pz, respectively. Formally, we
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1

Figure 4.1: An example to illustrate the relationships between py, py, and
�py ·(nk)�
(nk)

as well as pz, pz, and
�pz ·(nk)�
(nk)

.

have the following inequality:

py − pz > 2− 2

(
n−m
k

)(
n
k

) . (4.4)

If an m satisfies inequality (4.4), then the m also satisfies inequality (4.3), because py−pz ≤
py−pz. Therefore, we can find the largest integer m that satisfies the inequality (4.4) as the

certified security level m∗. However, we found that the certified security level m∗ derived

based on inequality (4.4) is not tight, i.e., our ensemble global model may still predict

label y for x even if the number of malicious clients is larger than m∗ derived based on

inequality (4.4). The key reason is that the label probabilities are integer multiplications

of 1

(nk)
. Therefore, we normalize py and pz as integer multiplications of 1

(nk)
to derive a

tight certified security level. Specifically, we derive the certified security level as the largest

integer m that satisfies the following inequality (formally described in Theorem 3):⌈
py ·

(
n
k

)⌉(
n
k

) −
⌊
pz ·

(
n
k

)⌋(
n
k

) > 2− 2 ·
(
n−m
k

)(
n
k

) . (4.5)

Figure 4.1 illustrates the relationships between py, py, and
�py ·(nk)�
(nk)

as well as pz, pz, and

�pz ·(nk)�
(nk)

. When an m satisfies inequality (4.4), the m also satisfies inequality (4.5), because

py−pz ≤ �py ·(nk)�
(nk)

− �pz ·(nk)�
(nk)

. Therefore, the certified security level derived based on inequal-

ity (4.4) is smaller than or equals the certified security level derived based on inequality

(4.5). Note that when py = py and pz = pz, both (4.4) and (4.5) reduce to (4.3) as the label

probabilities are integer multiplications of 1

(nk)
. The following theorem formally summarizes

our certified security level.

70



Theorem 3. Given n clients C, an arbitrary base federated learning algorithm A, a sub-

sample size k, and a test input x, we define an ensemble global model h as Equation (4.1).

y and z are the labels that have the largest and second largest label probabilities for x in the

ensemble global model. py is a lower bound of py and pz is an upper bound of pz. Formally,

py and pz satisfy the following conditions:

max
i 
=y

pi = pz ≤ pz ≤ py ≤ py. (4.6)

Then, h provably predicts y for x when at most m∗ clients in C become malicious, i.e., we

have:

h(C′,x) = h(C,x) = y, ∀C′,M(C′) ≤ m∗, (4.7)

where m∗ is the largest integer m (0 ≤ m ≤ n− k) that satisfies inequality (4.5).

Our Theorem 3 is applicable to any base federated learning algorithm, any lower bound

py of py and any upper bound pz of pz that satisfy (4.6). When the lower bound py and

upper bound pz are estimated more accurately, i.e., py and pz are respectively closer to

py and pz, our certified security level may be larger. The following theorem shows that

our derived certified security level is tight, i.e., when no assumptions on the base federated

learning algorithm are made, it is impossible to derive a certified security level that is larger

than ours for the given probability bounds py and pz.

Theorem 4. Suppose py+pz ≤ 1. For any C′ satisfying M(C′) > m∗, i.e., at least m∗+1

clients are malicious, there exists a base federated learning algorithm A∗ that satisfies (4.6)

but h(C′,x) �= y or there exist ties.

The proofs of Theorem 3 and Theorem 4 can be found in Appendix C.

4.4 Computing the Certified Security Level

Suppose we are given n clients C, a base federated learning algorithm A, a subsample

size k, and a test dataset D with d test inputs. For each test input xt in D, we aim
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to compute its label ŷt predicted by our ensemble global model h and the corresponding

certified security level m̂∗
t . To compute the certified security level based on our Theorem 3,

we need a lower bound pŷt of the largest label probability pŷt and an upper bound pẑt of

the second largest label probability pẑt . When
(
n
k

)
is small, we can compute the exact label

probabilities via training
(
n
k

)
global models. When

(
n
k

)
is large, we propose a Monte Carlo

algorithm to estimate the predicted label and the two probability bounds for all test inputs

in D simultaneously with a confidence level 1− α via training N of the
(
n
k

)
global models.

4.4.1 Single Test Input

We first discuss how to compute the predicted label ŷt and probability bounds pŷt and pẑt for

a single test input xt. We sample N subsamples with k clients from the n clients uniformly

at random without replacement and use them to train N global models g1, g2, · · · , gN . We

use the N global models to predict labels for xt and count the frequency of each label.

We treat the label with the largest frequency as the predicted label ŷt. Recall that, based

on the definition of label probability, a global model trained on a random subsample with

k clients predicts label ŷt for xt with the label probability pŷt . Therefore, the frequency

Nŷt of the label ŷt among the N global models follows a binomial distribution B(N, pŷt)

with parameters N and pŷt . Thus, given Nŷt and N , we can use the standard one-sided

Clopper-Pearson method [CP34] to estimate a lower bound pŷt of pŷt with a confidence

level 1 − α. Specifically, we have pŷt = B (α;Nŷt , N −Nŷt + 1), where B(q; v, w) is the

qth quantile from a beta distribution with shape parameters v and w. Moreover, we can

estimate pẑt = 1− pŷt ≥ 1− pŷt ≥ pzt as an upper bound of pẑt .

4.4.2 d Test Inputs

One method to compute the predicted labels and probability bounds for the d test inputs is

to apply the above process to each test input individually. However, such method is com-

putationally intractable because it requires training N global models for every test input.

To address the computational challenge, we propose a method that only needs to train N
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Algorithm 4 Computing Predicted Label and Certified Security Level

1: Input: C, A, k, N , D, α.

2: Output: Predicted label and certified security level for all test inputs in D.

3: g1, g2, · · · , gN ← Sample&Train(C,A, k, N)

4: for xt in D do

5: counts[i] ← ∑N
l=1 I(gl(xt) = i), i ∈ {1, 2, · · · , L}

6: /* I is the indicator function */

7: ŷt ← index of the largest entry in counts (ties are broken uniformly at random)

8: pŷt ← B (
α
d
;Nŷt , N −Nŷt + 1

)
9: pẑt ← 1− pŷt

10: if pŷt > pẑt then

11: m̂∗
t ← SearchLevel(pŷt , pẑt , k, |C|)

12: else

13: ŷt ← ABSTAIN, m̂∗
t ← ABSTAIN

14: end if

15: end for

16: return ŷ1, ŷ2, · · · , ŷd and m̂∗
1, m̂

∗
2, · · · , m̂∗

d

global models in total. Our idea is to split α among the d test inputs. Specifically, we follow

the above process to train N global models and use them to predict labels for the d test

inputs. For each test input xt, we estimate the lower bound pŷt = B (
α
d ;Nŷt , N −Nŷt + 1

)
with confidence level 1−α/d instead of 1−α. According to the Bonferroni correction, the

simultaneous confidence level of estimating the lower bounds for the d test inputs is 1− α.

Following the above process, we still estimate pẑt = 1 − pŷt as an upper bound of pẑt for

each test input.

Algorithm 4 shows our algorithm to compute the predicted labels and certified security

levels for the d test inputs in D. The function Sample&Train randomly samples N

subsamples with k clients and trains N global models using the base federated learning
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algorithm A. Given the probability bounds pŷt and pẑt for a test input xt, the function

SearchLevel finds the certified security level m̂∗
t via finding the largest integer m that

satisfies (4.5). For example, SearchLevel can simply start m from 0 and iteratively

increase it by one until finding m̂∗
t .

4.4.3 Probabilistic Guarantees

In Algorithm 4, since we estimate the lower bound pŷt using the Clopper-Pearson method,

there is a probability that the estimated lower bound is incorrect, i.e., pŷt > pŷt . When

the lower bound is estimated incorrectly for a test input xt, the certified security level m̂∗
t

outputted by Algorithm 4 for xt may also be incorrect, i.e., there may exist an C′ such

that M(C′) ≤ m̂∗
t but h(C′,xt) �= ŷt. In other words, our Algorithm 4 has probabilistic

guarantees for its outputted certified security levels. However, in the following theorem,

we prove the probability that Algorithm 4 returns an incorrect certified security level for

at least one test input is at most α.

Theorem 5. The probability that Algorithm 4 returns an incorrect certified security level

for at least one test input in D is bounded by α, which is equivalent to:

Pr(∩xt∈D(h(C
′,xt) = ŷt, ∀C′,M(C′) ≤ m̂∗

t |ŷt �= ABSTAIN)) ≥ 1− α. (4.8)

Proof. See Appendix C.3.

Note that when the probability bounds are estimated deterministically, e.g., when
(
n
k

)
is small and the exact label probabilities can be computed via training

(
n
k

)
global models,

the certified security level obtained from our Theorem 3 is also deterministic.
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4.5 Evaluation Setup

4.5.1 Datasets and Model Architectures

We use MNIST [LCB98] and Human Activity Recognition (HAR) datasets [AGO+13]. We

distribute MNIST data to the clients to simulate federated learning scenarios, while HAR

represents a real-world federated learning scenario. Details of MNIST and HAR can be

found in Section 3.6.1. We set the default degree of Non-IID q = 0.5, and we will explore

its impact in our experiments.

Table 4.1: The CNN architecture for MNIST.

Layer Size

Input 28× 28× 1

Convolution + ReLU 5× 5× 20

Max Pooling 2× 2

Convolution + ReLU 5× 5× 50

Max Pooling 2× 2

Fully Connected + ReLU 512

Softmax 10

We consider a convolutional neural network (CNN) architecture shown in Table 4.1

for MNIST. For HAR, we consider a deep neural network (DNN) with two fully-connected

hidden layers, each of which contains 256 neurons and uses ReLU as the activation function.

4.5.2 Evaluation Metric

We use certified accuracy as our evaluation metric. Specifically, we define the certified

accuracy at m malicious clients (denoted as CA@m) for a federated learning method as

the fraction of test inputs in the test dataset D whose labels are correctly predicted by the
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method and whose certified security levels are at least m. Formally, we define CA@m as

follows:

CA@m =

∑
xt∈D I(ŷt = yt) · I(m̂∗

t ≥ m)

|D| , (4.9)

where I is the indicator function, yt is the true label for xt, and ŷt and m̂∗
t are respectively

the predicted label and certified security level for xt. Intuitively, CA@m means that when

at most m clients are malicious, the accuracy of the federated learning method for D is

at least CA@m no matter what attacks the malicious clients use (i.e., no matter how the

malicious clients tamper their local training data and model updates). Note that CA@0

reduces to the standard accuracy when there are no malicious clients.

When we can compute the exact label probabilities via training
(
n
k

)
global models, the

CA@m of our ensemble global model h computed using the certified security levels derived

from Theorem 3 is deterministic. When
(
n
k

)
is large, we estimate predicted labels and

certified security levels using Algorithm 4, and thus our CA@m has a confidence level 1−α

according to Theorem 5.

4.5.3 Parameter Settings for Base FL Algorithm

Note that our design of FLCert is independent from the base FL algorithms. Therefore,

FLCert can be combined with any base FL algorithm. In our experiments, we use FedAvg

as the base algorithm to show that FLCert can achieve certified robustness even with the

non-robust base algorithm. Recall that in a base FL algorithm, the server and clients

collaborate in multiple rounds to jointly learn a global model. In each round, the clients

update their local models using stochastic gradient descent (SGD) for multiple iterations

with local learning rate ζ. Then the server aggregates the local model updates and update

the global model with global learning rate η. In our experiments, we assume there are

n = 1, 000 clients in total for MNIST-0.5 dataset, and there are n = 30 clients in HAR

naturally. We set the local learning rate ζ = 0.001 and the global learning rate η = 1 for

both datasets. We train the local models in each round of FL for Rl = 5 batches using SGD
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Table 4.2: Parameter settings for base FL algorithm.

Dataset MNIST HAR

Number of clients n 1,000 30

Number of global rounds Rg 3,000 5,000

Number of local iterations Rl 5

Local learning rate ζ 0.001

Global learning rate η 1

Batch size B 32

with batch size B = 32. We train each global model for Rg = 3, 000 rounds for MNIST-0.5

and Rg = 5, 000 rounds for HAR. We choose different rounds for different datasets such

that the global models converge. Table 4.2 summarizes the parameters.

4.5.4 Parameter Settings for FLCert

There are three key parameters in FLCert, i.e., N , k, and α. Unless otherwise mentioned, we

adopt the following default settings for them: N = 500, α = 0.001, k = 10 for MNIST, and

k = 2 for HAR. Under such default setting for HAR, we have
(
n
k

)
=

(
30
2

)
= 435 < N = 500

and we can compute the exact label probabilities via training 435 global models. Therefore,

we have deterministic certified accuracy for HAR under the default setting. We will explore

the impact of each parameter while using the default settings for the other two parameters.

For HAR, we set k = 4 when exploring the impact of N (i.e., Figure 4.4b) and α (i.e.,

Figure 4.5b) since the default setting k = 2 gives deterministic certified accuracy, making

N and α not relevant.
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Figure 4.2: Single-global model FL vs. FLCert, with respect to certified accuracy.
FedAvg is used as the base FL algorithm.

4.6 Evaluation Results

4.6.1 Single-global-model FL vs. FLCert

Figure 4.2 compares single-global-model and FLCert with respect to certified accuracy on

the two datasets. When there are no malicious clients (i.e., m = 0), single-global-model

FL is more accurate than FLCert. This is because FLCeret uses a subsample of clients

to train each global model and therefore, the accuracy will be lower than training with all

clients. However, single-global-model FL has 0 certified accuracy when just one client is

malicious. This is because a single malicious client can arbitrarily manipulate the global

model learnt by FedAvg [BMGS17]. However, the certified accuracy of ensemble FedAvg

reduces to 0 when up to 61 and 9 clients (6.1% and 30%) are malicious on MNIST and HAR,

respectively. Note that it is unknown whether existing Byzantine-robust federated learning

methods have non-zero certified accuracy when m > 0, which may be an interesting future

work.

78



0 10 20 30 40 50 60 70
m

0.0

0.2

0.4

0.6

0.8

1.0

 @
 m

k= 10
k= 20
k= 50

(a) MNIST

0 2 4 6 8 10
m

0.0

0.2

0.4

0.6

0.8

1.0

 @
 m

k= 2
k= 4
k= 6

(b) HAR

Figure 4.3: Impact of k on the certified accuracy of FLCert.
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Figure 4.4: Impact of N on the certified accuracy of FLCert.

4.6.2 Impact of k, N , and α

Figure 4.3, 4.4, and 4.5 show the impact of k, N , and α, respectively. k achieves a trade-off

between accuracy under no malicious clients and security under malicious clients. Specif-

ically, when k is larger, the ensemble global model is more accurate at m = 0, but the

certified accuracy drops more quickly to 0 as m increases. This is because when k is larger,

it is more likely for the sampled k clients to include malicious ones. The certified accuracy

increases as N or α increases. This is because training more global models or a larger

α allows Algorithm 4 to estimate tighter probability bounds and larger certified security
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Figure 4.5: Impact of α on the certified accuracy of FLcert.
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Figure 4.6: Impact of the degree of Non-IID q on the certified accuracy of FLcert

for MNIST dataset.

levels. When N increases from 100 to 500, the certified accuracy increases significantly.

However, when N further grows to 1,000, the increase of certified accuracy is marginal.

Our results show that we don’t need to train too many global models in practice, as the

certified accuracy saturates when N is larger than some threshold.

4.6.3 Impact of Degree of Non-IID q

Figure 4.6 shows the certified accuracy of our ensemble FedAvg on MNIST when the clients’

local training data have different degrees of non-IID. We observe that the certified accuracy
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(a) (b)

Figure 4.7: (a) The communication/computation-security trade-off of FLCert. The
vertical line indicates the number of global rounds where FLCert has the same com-
munication/computation cost for the clients as the single-global-model setting. (b)
Learning curves when learning the global model in single-global-model setting and
learning a global model for a single group in FLCert. The dataset is MNIST, degree
of Non-IID is 0.5, and base FL algorithm is FedAvg.

drops when q increases from 0.5 to 0.9, which represents a high degree of non-IID. However,

the certified accuracy is still high when m is small for q = 0.9, e.g., the certified accuracy

is still 83% when m = 10. This is because although each global model trained using a

subsample of clients is less accurate when the local training data are highly non-IID, the

ensemble of multiple global models is still accurate.

4.6.4 Communication/Computation-Security Trade-off

Clients are usually resource-constrained devices in FL, e.g., smartphones or IoT devices.

Therefore, we analyze the communication/computation cost of FLCert. Note that in FL,

the communication/computation cost for a given client can be characterized by the number

of global rounds it participates in. Suppose the base FL algorithm trains each global model

for Rg rounds. Figure 4.7a shows the certified accuracy of FLCert for MNIST as Rg

increases, where FedAvg is the base FL algorithm, and we set q = 0.5, N = 500, k = 20,

andm = 10. We observe that the certified accuracy of FLCert first increases as Rg increases

81



and then converges after Rg is large enough. Suppose the single-global-model setting trains

the global model for the default 3, 000 rounds. The vertical line in Figure 4.7a shows

the value of Rg with which FLCert has the same communication/computation cost on

average for each client as the single-global-model setting. With such setting of Rg, FLCert

can already achieve a high certified accuracy. For instance, the largest certified accuracy

FLCert can achieve is 0.88. When the communication/computation cost is the same for

FLCert and single-global-model setting, FLCert achieves a certified accuracy of 0.87, which

is 99% of the largest value. Our results show that, FLCert can achieve provable security

without introducing extra communication and computation cost for the clients, compared

to the single-global-model setting.

One reason is that the convergence of a global model is much faster when there are

fewer clients. In other words, the global models in FLCert needs less global rounds to

converge than the global model in the single-global-model setting. Figure 4.7b shows the

test accuracy with respect to the global rounds Rg for the single-global-model setting and

for a global model learnt with a randomly selected group in FLCert. We notice that the

global model for a certain group in FLCert only requires tens of global rounds to converge,

while the global model in single-global-model setting requires thousands of rounds.

4.7 Discussions and Limitations

4.7.1 Relationship with Bootstrapping in Statistics

We note that FLCert can be considered as a bootstrapping method, which involves random

sampling with replacement. Specifically, in our method, the space we sample from is the set

of all possible combinations of k clients. The size of the sample space is
(
n
k

)
. We randomly

resample N times from the space and train one global model with each resample of clients,

which we call subsamples in FLCert. Note that in each subsample, the clients are sampled

without replacement, i.e., all clients are distinct in a given subsample. However, multiple

subsamples in our Monte-Carlo algorithm may be the same due to the resampling with
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replacement.

In Statistics, bootstrapping is a popular way to estimate a certain statistic of an un-

known data distribution [ET94, KNS91]. In particular, assume we have some observed data

that are sampled from the unknown distribution. We can construct some resamples of these

observed data with replacement. For each resample, we calculate the desired statistics of

it. We can then use the statistics of these resamples to approximate the statistic of the

unknown distribution or formulate statistical hypothesis tests. We notice that FLCert has

some commonalities with, as well as some difference from the bootstrapping methods in

statistics. Specifically, both FLCert and statistical bootstrapping follow the resample-and-

evaluate procedure. However, in statistical bootstrapping, the desired statistics are usually

deterministic closed-formed functions of the resamples, e.g., the mean and variance. On

the contrary, in FLCert, for a given resample of clients, we aim to train a global model

with it and evaluate the predictions given by the model. This training process is done via

solving a usually non-convex optimization problem through a stochastic process, e.g., using

stochastic gradient descent. Moreover, in FL, the data are considered private to clients and

not shared. Therefore, it becomes impossible for the server to sample the data directly.

Instead, we sample groups of clients in FLCert.

4.7.2 Security Against Fake Clients

In FLCert, we assume that an attacker can compromise some genuine clients to perform

arbitrary attacks to the FL system. In this case, we can guarantee the test accuracy of the

learnt global model when the number of malicious clients is bounded. However, an attacker

can also inject fake clients to FL systems and use them to perform attacks. We note that

FLCert does not provide provable security guarantee against fake clients.

We notice that existing works on poisoning attacks to FL mainly focus on the scenario

where malicious clients are compromised genuine ones. Specifically, existing attacks all

require at least partial knowledge about the local training data, which are usually not

available on fake clients. As a result, existing attacks cannot be directly applied to fake
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clients. It is an interesting future work to study fake-client-based attacks, as well as defenses.

4.8 Summary

In this chapter, we propose FLCert, an ensemble-based FL method that is provably secure

against poisoning attacks when the number of malicious clients are bounded. We derive the

provable security guarantee of FLCert and show the tightness of it. Moreover, we propose

a practical algorithm to compute the certified security levels when the number of clients is

large. Specifically, we use a Monte-Carlo algorithm to approximate the label probabilities

and limit the error of our algorithms using confidence levels. Our empirical results on two

datasets show that FLCert can effectively defend against malicious clients with provable

security guarantees.

An interesting future work is to estimate the probability bounds deterministically, as the

security guarantee provided by FLCert is probabilistic and it is possible that our algorithms

make some mistake. Another future work is to consider the internal structure of a base

federated learning algorithm to further improve our provable security guarantees. Also, it

is interesting to extend FLCert to fake-client-based attacks.
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Chapter 5

Conclusion and Future Work

5.1 Conclusion

Poisoning attacks pose a serious threat to the security of federated learning. An attacker

can corrupt the global model via controlling malicious clients to manipulate the training

process. It is urgent that we have a thorough understanding of the attacks and design

secure federated learning systems. In this dissertation, we first propose a general framework

for untargeted model poisoning attack. Our extensive evaluations show that conventional

Byzantine-robust defenses are not sufficient to defend against advanced attacks because

they have no root of trust.

Therefore, we introduce a new Byzantine-robust defense called FLTrust that has the

root of trust and bootstraps trust to the clients during training. The trust comes from a

small clean root dataset collected by the server. The server computes its own model update

with the root dataset and assigns trust scores to clients’ local model updates based on their

similarity to the server model update. Our empirical studies across different datasets and

model architectures show the robustness of our defense against different poisoning attacks.

Though FLTrust achieves emprical security against existing attacks, we cannot guar-

antee its robustness to future attacks, given that there is an ongoing arms race between

attacks and defenses. We try to end the arms race via proposing a provably secure feder-

ated learning framework based on ensemble methods. Instead of training a single global

model, we divide the clients into multiple subsamples and train one global model for each

subsample. Our prediction for a test input is the majority vote of predictions given by all

global models. We prove that the predictions of our ensemble global model will not change

if the number of malicious clients is bounded, no matter what attack is performed.
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5.2 Future Work

Poisoning Attacks via Fake Clients: Existing poisoning attacks in the literature all

assume that an attacker has some knowledge about the federated learning system, e.g.,

genuine local training data on the compromised genuine clients. We argue that such in-

formation is not available on fake clients injected by an attacker. In fact, based on the

federated learning workflow, an attacker who controls only fake clients in the FL system

may only have information about the global models received from the server during training.

Existing attacks are not applicable to such scenario.

Moreover, a recent study [SHKR22] has shown that in production FL, it is challenging

for an attacker to obtain a large number of compromised genuine clients that the attacks

require to be effective. Specifically, in production FL with millions or even billions of clients,

the cost for obtaining the access to numerous compromised zombie devices would be too

high to afford. Furthermore, performing attacks on compromised devices would require the

attacker to bypass the malware detection systems, making it technically challenging.

On the contrary, injecting fake clients can be easy and cheap. For instance, an attacker

can emulate multiple instances of android devices using modern android emulators on a

single machine. Moreover, the attacker can easily obtain the root access of the emulated

devices from the emulators. Since the attacker has the root access on the emulated devices,

it does not need to handle the malware detection alerts, and can perform any operation

needed for the attacks. Therefore, poisoning attacks via fake clients are more realistic and

deserve wider interest.

Formulating Global Optimization Problems for Model Poisoning Attacks: Most

existing model poisoning attacks, including our LMPA, formulate round-wise optimization

problems. In other words, the attacker manipulates the local model updates via solving an

independent optimization problem in each individual round of FL. This leads to a problem

that the solutions in different rounds may contradict with each other. Specifically, the

attack in the previous round may deviate the global model to some direction, while in

the current round deviates the global model to the opposite direction. Consequentially,
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the attacks in multiple rounds may cancel each other out. This will result in sub-optimal

overall attack effect. Therefore, an interesting future work is to take this phenomenon into

consideration and formulate a global optimization problem for future attacks.

Provable Defenses Against Attacks via Fake Clients: Though our proposed FLCert

achieves provable security against compromised clients, we have discussed its limitation that

it does not consider additional fake clients, which are injected into the federated learning

system by an attacker. On the attacker side, studying fake-client-based poisoning attacks

is an interesting future work. On the defender side, we believe it is also an interesting

and urgent topic to study provable defenses against such attacks. Leveraging the idea of

ensemble methods may still be a promising direction. Other possible strategies include

applying differential privacy and randomized smoothing.
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Appendix A

Appendix for Chapter 2

A.1 Proof of Theorem 1

We denote by Γa
w the set of a local models among the crafted m compromised local models

and n −m benign local models that are the closest to the local model w with respect to

Euclidean distance. Moreover, we denote by Γ̃a
w the set of a benign local models that are

the closest to w with respect to Euclidean distance. Since w′
1 is chosen by Krum, we have

the following:

∑
l∈Γn−m−2

w′
1

D2(wl,w
′
1) ≤ min

m+1≤i≤n

∑
l∈Γn−m−2

wi

D2(wl,wi), (A.1)

where D(·, ·) represents Euclidean distance. The distance between w′
1 and the other m− 1

compromised local models is 0, since we assume they are the same in the optimization

problem in Equation 2.3 when finding w′
1. Therefore, we have:

∑
l∈Γ̃n−2m−1

w′
1

D2(wl,w
′
1) ≤ min

m+1≤i≤n

∑
l∈Γn−m−2

wi

D2(wl,wi). (A.2)

According to the triangle inequality, we have D2(wl,w
′
1) ≥ [D(w′

1,wRe) − D(wl,wRe)]
2.

Since D(w′
1,wRe) = ‖λ · s‖2 =

√
d · λ, we have:

∑
l∈Γ̃n−2m−1

w′
1

[
√
d · λ−D(wl,wRe)]

2 ≤ min
m+1≤i≤n

∑
l∈Γn−m−2

wi

D2(wl,wi),

which gives the following necessary condition:

λ ≤
√√√√ 1

(n− 2m− 1)d
· min
m+1≤i≤n

∑
l∈Γ̃n−m−2

wi

D2(wl,wi) +
1√
d
· max
m+1≤i≤n

D(wi,wRe). (A.3)

The bound only depends on the before-attack local models.
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Appendix B

Appendix for Chapter 3

B.1 Proof of Theorem 2

Before proving Theorem 2, we first restate our FLTrust algorithm and prove some lemmas.

We note that in our setting where Rl = 1, only the combined learning rate η · ζ influences

FLTrust. Therefore, given a combined learning rate, we can always set ζ = 1 and let η

be the combined learning rate. In this case, the local model update gi and server update

g0 are equivalent to the gradients of the ith client and the server with their signs flipped,

respectively. Equivalently, in our proof, we use gi, g0 and g to denote the gradients, and

the global model is updated as follows:

wt = wt−1 − η · g. (B.1)

Here, we change the plus sign to minus because of the flipped signs of gradients. We denote

by S the set of clients whose cosine similarity ci is positive in the tth global iteration.

Let ḡi = ‖g0‖
‖gi‖ · gi and ϕi = ReLU(ci)∑

j∈S
ReLU(cj)

= ci∑
j∈S

cj
, where i ∈ S. Then, we can rewrite

Equation (3.3) as:

g =
∑
i∈S

ϕiḡi, s.t.
∑
i∈S

ϕi = 1, 0 < ϕi < 1. (B.2)

Lemma 1. For an arbitrary number of malicious clients, the distance between g and ∇F (w)

is bounded as follows in each iteration:

‖g −∇F (w)‖ ≤ 3 ‖g0 −∇F (w)‖+ 2 ‖∇F (w)‖ .
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Proof. We have the following equations:

‖g −∇F (w)‖ (B.3)

=

∥∥∥∥∥∑
i∈S

ϕiḡi −∇F (w)

∥∥∥∥∥ (B.4)

=

∥∥∥∥∥∑
i∈S

ϕiḡi − g0 + g0 −∇F (w)

∥∥∥∥∥ (B.5)

≤
∥∥∥∥∥∑
i∈S

ϕiḡi − g0

∥∥∥∥∥+ ‖g0 −∇F (w)‖ (B.6)

(a)

≤
∥∥∥∥∥∑
i∈S

ϕiḡi + g0

∥∥∥∥∥+ ‖g0 −∇F (w)‖ (B.7)

≤
∥∥∥∥∥∑
i∈S

ϕiḡi

∥∥∥∥∥+ ‖g0‖+ ‖g0 −∇F (w)‖ (B.8)

≤
∑
i∈S

ϕi ‖ḡi‖+ ‖g0‖+ ‖g0 −∇F (w)‖ (B.9)

(b)
=

∑
i∈S

ϕi ‖g0‖+ ‖g0‖+ ‖g0 −∇F (w)‖ (B.10)

(c)
= 2 ‖g0‖+ ‖g0 −∇F (w)‖ (B.11)

= 2 ‖g0 −∇F (w) +∇F (w)‖+ ‖g0 −∇F (w)‖ (B.12)

≤ 2 ‖g0 −∇F (w)‖+ 2 ‖∇F (w)‖+ ‖g0 −∇F (w)‖ (B.13)

= 3 ‖g0 −∇F (w)‖+ 2 ‖∇F (w)‖ , (B.14)

where (a) is because 〈ḡi, g0〉 > 0 for i ∈ S; (b) is because FLTrust normalizes the local

model updates to have the same magnitude as the server model update, i.e., ‖ḡi‖ = ‖g0‖;
and (c) is because

∑
i∈S

ϕi = 1.

Lemma 2. Assume Assumption 1 holds. If we set the learning rate as η = μ/(2L2), then

we have the following in any global iteration t ≥ 1:

∥∥wt−1 −w∗ − η∇F (wt−1)
∥∥ ≤

√
1− μ2/(4L2)

∥∥wt−1 −w∗∥∥ . (B.15)
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Proof. Since ∇F (w∗) = 0, we have the following:

∥∥wt−1 −w∗ − η∇F (wt−1)
∥∥2 (B.16)

=
∥∥wt−1 −w∗ − η

(∇F (wt−1)−∇F (w∗)
)∥∥2 (B.17)

=
∥∥wt−1 −w∗∥∥2 + η2

∥∥∇F (wt−1)−∇F (w∗)
∥∥2

− 2η
〈
wt−1 −w∗,∇F (wt−1)−∇F (w∗)

〉
. (B.18)

By Assumption 1, we have:

∥∥∇F (wt−1)−∇F (w∗)
∥∥ ≤ L

∥∥wt−1 −w∗∥∥ , (B.19)

F (w∗) +
〈∇F (w∗),wt−1 −w∗〉 ≤ F (wt−1)− μ

2

∥∥wt−1 −w∗∥∥2, (B.20)

F (wt−1) +
〈∇F (wt−1),w∗ −wt−1

〉 ≤ F (w∗). (B.21)

Summing up inequalities (B.20) and (B.21), we have:

〈
w∗ −wt−1,∇F (wt−1)−∇F (w∗)

〉 ≤ −μ

2

∥∥wt−1 −w∗∥∥2. (B.22)

Substituting inequalities (B.19) and (B.22) into (B.18), we have:

∥∥wt−1 −w∗ − η∇F (wt−1)
∥∥2 ≤ (

1 + η2L2 − ημ
) ∥∥wt−1 −w∗∥∥2. (B.23)

By choosing η = μ/(2L2), we have:

∥∥wt−1 −w∗ − η∇F (wt−1)
∥∥2 ≤ (

1− μ2/(4L2)
) ∥∥wt−1 −w∗∥∥2, (B.24)

which concludes the proof.

Lemma 3. Suppose Assumption 2 holds. For any δ ∈ (0, 1) and any w ∈ Θ, we let Δ1 =
√
2σ1

√
(d log 6 + log(3/δ))/|D0| and Δ3 =

√
2σ2

√
(d log 6 + log(3/δ))/|D0|. If Δ1 ≤ σ2

1/γ1

and Δ3 ≤ σ2
2/γ2, then we have:

Pr

⎧⎨⎩
∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w
∗)−∇F (w∗)

∥∥∥∥∥∥ ≥ 2Δ1

⎫⎬⎭ ≤ δ

3
,

Pr

⎧⎨⎩
∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇h(Xi,w)− E [h(X,w)]

∥∥∥∥∥∥ ≥ 2Δ3‖w −w∗‖
⎫⎬⎭ ≤ δ

3
.
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Proof. We prove the first inequality of Lemma 3. The proof of the second inequality is

similar, and we omit it for brevity. Let V = {v1,, · · · ,vN 1
2

} be an 1
2 -cover of the unit

sphere B. It is shown in [CSX17, Ver10] that we have logN 1
2
≤ d log 6 and the following:∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w
∗)−∇F (w∗)

∥∥∥∥∥∥ ≤

2 sup
v∈V

⎧⎨⎩
〈

1

|D0|
∑

Xi∈D0

∇f(Xi,w
∗)−∇F (w∗),v

〉⎫⎬⎭ . (B.25)

According to the concentration inequalities for sub-exponential random variables [Wai19],

when Assumption 2 and condition Δ1 ≤ σ2
1/γ1 hold, we have:

Pr

⎧⎨⎩
〈

1

|D0|
∑

Xi∈D0

∇f(Xi,w
∗)−∇F (w∗),v

〉
≥ Δ1

⎫⎬⎭
≤ exp

(− |D0|Δ2
1/(2σ

2
1)
)
. (B.26)

Taking the union bound over all vectors in V and combining it with inequality (B.25),

we have:

Pr

⎧⎨⎩
∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w
∗)−∇F (w∗)

∥∥∥∥∥∥ ≥ 2Δ1

⎫⎬⎭
≤ exp

(− |D0|Δ2
1/(2σ

2
1) + d log 6

)
. (B.27)

We conclude the proof by letting Δ1 =
√
2σ1

√
(d log 6 + log(3/δ))/|D0| in (B.27).

Lemma 4. Suppose Assumptions 1-3 hold and Θ ⊂
{
w : ‖w −w∗‖ ≤ r

√
d
}

holds for

some positive parameter r. Then, for any δ ∈ (0, 1), if Δ1 ≤ σ2
1/γ1 and Δ2 ≤ σ2

2/γ2, we

have the following for any w ∈ Θ:

Pr {‖g0 −∇F (w)‖ ≤ 8Δ2‖w −w∗‖+ 4Δ1} ≥ 1− δ,

where Δ2 = σ2
√

2
|D0|

√
K1 +K2, K1 = d log 18L2

σ2
, K2 = 1

2d log
|D0|
d + log

(
6σ2

2r
√

|D0|
γ2σ1δ

)
,

L2 = max {L,L1}, and |D0| is the size of the root dataset.
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Proof. Our proof is mainly based on the ε-net argument [Ver10] and [CSX17]. We let

τ = γ2σ1

2σ2
2

√
d

|D0| and �∗ be an integer that satisfies �∗ =
⌈
r
√
d/τ

⌉
. For any integer 1 ≤ � ≤ �∗,

we define Θ	 = {w : ‖w −w∗‖ ≤ τ�} . Given an integer �, we let w1, · · · ,wNε�
be an ε	-

cover of Θ	, where ε	 = σ2τ	
L2

√
d

|D0| and L2 = max {L,L1}. From [Ver10], we know that

logNε� ≤ d log
(
3τ	
ε�

)
. For any w ∈ Θ	, there exists a j	 (1 ≤ j	 ≤ Nε�) such that:

‖w −wj�‖ ≤ ε	. (B.28)

According to the triangle inequality, we have:∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w)−∇F (w)

∥∥∥∥∥∥ ≤ ‖∇F (w)−∇F (wj�)‖

+

∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

(∇f(Xi,w)−∇f(Xi,wj�))

∥∥∥∥∥∥
+

∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,wj�)−∇F (wj�)

∥∥∥∥∥∥ . (B.29)

According to Assumption 1 and inequality (B.28), we have:

‖∇F (w)−∇F (wj�)‖ ≤ L ‖w −wj�‖ ≤ Lε	 (B.30)

Next, we define an event E1 as follows:

E1 =
{

sup
w,ŵ∈Θ:w 
=ŵ

‖∇f(X,w)−∇f(X, ŵ)‖
‖w − ŵ‖ ≤ L1

}
.

According to Assumption 1, we have Pr {E1} ≥ 1− δ
3 . Moreover, we have the following:

sup
w∈Θ

∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

(∇f(Xi,w)−∇f(Xi,wj�))

∥∥∥∥∥∥ ≤ L1 ‖w −wj�‖ ≤ L1ε	. (B.31)
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According to the triangle inequality, we have:∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,wj�)−∇F (wj�)

∥∥∥∥∥∥
≤

∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w
∗)−∇F (w∗)

∥∥∥∥∥∥
+

∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

(∇f(Xi,wj�)−∇f(Xi,w
∗))− (∇F (wj�)−∇F (w∗))

∥∥∥∥∥∥
(a)

≤
∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w
∗)−∇F (w∗)

∥∥∥∥∥∥
+

∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

h(Xi,wj�)− E [h (X,wj�)]

∥∥∥∥∥∥ , (B.32)

where (a) is due to E [h (X,w)] = ∇F (w)−∇F (w∗).

We also define events E2 and E3(�) as:

E2 =
⎧⎨⎩
∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w
∗)−∇F (w∗)

∥∥∥∥∥∥ ≤ 2Δ1

⎫⎬⎭ ,

E3(�) =
⎧⎨⎩ sup

1≤j≤Nε

∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

h(Xi,wj)− E [h (X,wj)]

∥∥∥∥∥∥ ≤ 2Δ2τ�

⎫⎬⎭ .

According to Lemma 3 and [CSX17], Δ1 ≤ σ2
1/γ1, and Δ2 ≤ σ2

2/γ2, we have Pr {E2} ≥
1− δ

3 and Pr {E3(�)} ≥ 1− δ
3	∗ . Therefore, on event E1 ∩ E2 ∩ E3(�), we have:

sup
w∈Θ�

∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w)−∇F (w)

∥∥∥∥∥∥
≤ Lε	 + L1ε	 + 2Δ1 + 2Δ2τ�, (B.33)

(a)

≤ 2L2ε	 + 2Δ1 + 2Δ2τ�
(b)

≤ 4Δ2τ�+ 2Δ1, (B.34)

where (a) holds because (L+ L1) ≤ 2L2 and (b) is due to Δ2 ≥ σ2
√

d/|D0|.

Thus, according to the union bound, we have probability at least 1 − δ that event

E1 ∩ E2 ∩ (∩	∗
	=1E3(�)) holds. On event E1 ∩ E2 ∩ (∩	∗

	=1E3(�)), for any w ∈ Θ	∗ , there exists
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an 1 ≤ � ≤ �∗ such that (�− 1)τ < ‖w −w∗‖ ≤ �τ holds. If � = 1, then we have:∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w)−∇F (w)

∥∥∥∥∥∥ ≤ 4Δ2τ + 2Δ1

(a)

≤ 4Δ1, (B.35)

where (a) holds because Δ2 ≤ σ2
2/γ2 and Δ1 ≥ σ1

√
d/|D0|. If � ≥ 2, then we have

2(�− 1) ≥ � and the following:∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w)−∇F (w)

∥∥∥∥∥∥ ≤ 8Δ2 ‖w −w∗‖+ 2Δ1. (B.36)

Combining inequalities (B.35) and (B.36), we have:

sup
w∈Θ�∗

∥∥∥∥∥∥ 1

|D0|
∑

Xi∈D0

∇f(Xi,w)−∇F (w)

∥∥∥∥∥∥ ≤ 8Δ2 ‖w −w∗‖+ 4Δ1. (B.37)

We conclude the proof since Θ ⊂ Θ	∗ and g0 =
1

|D0|
∑

Xi∈D0

∇f(Xi,w).

Proof of Theorem 2: With the lemmas above, we can prove Theorem 2 next. We have

the following equations for the t-th global round:

∥∥wt −w∗∥∥
=

∥∥wt−1 − ηgt−1 −w∗∥∥
=

∥∥wt−1 − η∇F (wt−1)−w∗ + η∇F (wt−1)− ηgt−1
∥∥

≤ ∥∥wt−1 − η∇F (wt−1)−w∗∥∥+ η
∥∥gt−1 −∇F (wt−1)

∥∥
(a)

≤ ∥∥wt−1 − η∇F (wt−1)−w∗∥∥+ 3η
∥∥gt−1

0 −∇F (wt−1)
∥∥

+ 2η
∥∥∇F (wt−1)

∥∥
(b)
=

∥∥wt−1 − η∇F (wt−1)−w∗∥∥︸ ︷︷ ︸
A1

+3η
∥∥gt−1

0 −∇F (wt−1)
∥∥︸ ︷︷ ︸

A2

+ 2η
∥∥∇F (wt−1)−∇F (w∗)

∥∥︸ ︷︷ ︸
A3

(c)

≤
√
1− μ2/(4L2)

∥∥wt−1 −w∗∥∥+ 2ηL
∥∥wt−1 −w∗∥∥

+ 3η
(
8Δ2

∥∥wt−1 −w∗∥∥+ 4Δ1

)
=

(√
1− μ2/(4L2) + 24ηΔ2 + 2ηL

)∥∥wt−1 −w∗∥∥+ 12ηΔ1, (B.38)

95



where (a) is obtained based on Lemma 1; (b) is due to ∇F (w∗) = 0; and (c) is obtained

by plugging Lemma 2, Lemma 4, and Assumption 1 into A1, A2, and A3, respectively. By

recursively applying the inequality for each global iteration, we have:

∥∥wt −w∗∥∥ ≤ (1− ρ)t
∥∥w0 −w∗∥∥+ 12ηΔ1/ρ, (B.39)

where ρ = 1−
(√

1− μ2/(4L2) + 24ηΔ2 + 2ηL
)
. Thus, we conclude the proof.
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Appendix C

Appendix for Chapter 4

C.1 Proof of Theorem 3

Figure C.1: Illustration of OC ,O
′
C , and Oo.

We first denote a subsample of k clients from C by S(C, k). Then, we define the space of

all possible subsamples from C as OC = {S(C, k)} and the space of all possible subsamples

from C′ as O′
C = {S(C′, k)}. Let Oo = {S(C ∩ C′, k)} = OC ∩ O′

C denote the space of

all possible subsamples from the set of normal clients C ∩C′, and O = {S(C ∪C′, k)} =

OC ∪ O′
C denote the space of all possible subsamples from either C or C′. Figure C.1

illustrates OC ,O
′
C , and Oo. We use a random variable X to denote a subsample S(C, k)

and Y to denote a subsample S(C′, k) in O. We know that X and Y have the following

probability distributions:

Pr(X = s) =

⎧⎪⎪⎨⎪⎪⎩
1

(nk)
, if s ∈ OC

0, otherwise,

(C.1)

Pr(Y = s) =

⎧⎪⎪⎨⎪⎪⎩
1

(nk)
, if s ∈ O′

C

0, otherwise.

(C.2)

Recall that given a set of clients s, the base federated learning algorithm A learns a global

model. For simplicity, we denote by A(s,x) the predicted label of a test input x given by
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this global model. We have the following equations:

py = Pr(A(X,x) = y) (C.3)

= Pr(A(X,x) = y|X ∈ Oo) · Pr(X ∈ Oo)

+ Pr(A(X,x) = y|X ∈ (OC −Oo)) · Pr(X ∈ (OC −Oo)), (C.4)

p′y = Pr(A(Y,x) = y) (C.5)

= Pr(A(Y,x) = y|Y ∈ Oo) · Pr(Y ∈ Oo)

+ Pr(A(Y,x) = y|Y ∈ (O′
C −Oo)) · Pr(Y ∈ (O′

C −Oo)). (C.6)

Note that we have:

Pr(A(X,x) = y|X ∈ Oo) = Pr(A(Y,x) = y|Y ∈ Oo), (C.7)

Pr(X ∈ Oo) = Pr(Y ∈ Oo) =

(
n−m
k

)(
n
k

) , (C.8)

where m is the number of malicious clients. Therefore, we know:

Pr(A(X,x) = y|X ∈ Oo) · Pr(X ∈ Oo) = Pr(A(Y,x) = y|Y ∈ Oo) · Pr(Y ∈ Oo). (C.9)

By subtracting (C.4) from (C.6), we obtain:

p′y − py = Pr(A(Y,x) = y|Y ∈ (O′
C −Oo)) · Pr(Y ∈ (O′

C −Oo))

− Pr(A(X,x) = y|X ∈ (OC −Oo)) · Pr(X ∈ (OC −Oo)). (C.10)

Similarly, we have the following equation for any i �= y:

p′i − pi = Pr(A(Y,x) = i|Y ∈ (O′
C −Oo)) · Pr(Y ∈ (O′

C −Oo))

− Pr(A(X,x) = i|X ∈ (OC −Oo)) · Pr(X ∈ (OC −Oo)). (C.11)

98



Therefore, we can show:

p′y − p′i = py − pi + (p′y − py)− (p′i − pi) (C.12)

= py − pi

+
[
Pr(A(Y,x) = y|Y ∈ (O′

C −Oo))− Pr(A(Y,x) = i|Y ∈ (O′
C −Oo))

]
· Pr(Y ∈ (O′

C −Oo))

− [Pr(A(X,x) = y|X ∈ (OC −Oo))− Pr(A(X,x) = i|X ∈ (OC −Oo))]

· Pr(X ∈ (OC −Oo)). (C.13)

Note that we have:

Pr(A(Y,x) = y|Y ∈ (O′
C −Oo))− Pr(A(Y,x) = i|Y ∈ (O′

C −Oo)) ≥ −1, (C.14)

Pr(A(X,x) = y|X ∈ (OC −Oo))− Pr(A(X,x) = i|X ∈ (OC −Oo)) ≤ 1, (C.15)

Pr(Y ∈ (O′
C −Oo)) = Pr(X ∈ (OC −Oo)) = 1−

(
n−m
k

)(
n
k

) . (C.16)

Therefore, based on (C.13) and that py and pi are integer multiplications of 1

(nk)
, we have

the following:

p′y − p′i ≥ py − pi + (−1) ·
[
1−

(
n−m
k

)(
n
k

) ]
−

[
1−

(
n−m
k

)(
n
k

) ]
(C.17)

= py − pi −
[
2− 2 ·

(
n−m
k

)(
n
k

) ]
(C.18)

=

⌈
py ·

(
n
k

)⌉(
n
k

) −
⌊
pi ·

(
n
k

)⌋(
n
k

) − 2

[
1−

(
n−m
k

)(
n
k

) ]
(C.19)

≥
⌈
py ·

(
n
k

)⌉(
n
k

) −
⌊
pz ·

(
n
k

)⌋(
n
k

) − 2

[
1−

(
n−m∗

k

)(
n
k

) ]
(C.20)

> 0, (C.21)

which indicates h(C′,x) = y.
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(a) Case 1 (b) Case 2

(c) Case 3 (d) Case 4

Figure C.2: Illustration of OC ,O
′
C ,Oo,OA, and OB in the four cases.

C.2 Proof of Theorem 4

We prove Theorem 4 by constructing a base federated learning algorithm A∗ such that

the conditions in (4.6) are satisfied but h(C′,x) �= y or there exist ties. We follow the

definitions of O,OC ,O
′
C ,Oo,X, and Y in the previous section. Next, we consider four

cases (Figure C.2 illustrates them).

Case 1: m ≥ n− k.

In this case, we know Oo = ∅. Let OA ⊆ OC and OB ⊆ OC such that |OA| =
⌈
py ·

(
n
k

)⌉
,
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|OB| =
⌊
pz ·

(
n
k

)⌋
, and OA ∩OB = ∅. Since py + pz ≤ 1, we have:

|OA|+ |OB| =
⌈
py ·

(
n

k

)⌉
+

⌊
pz ·

(
n

k

)⌋
(C.22)

≤
⌈
py ·

(
n

k

)⌉
+

⌊
(1− py) ·

(
n

k

)⌋
(C.23)

=

⌈
py ·

(
n

k

)⌉
+

(
n

k

)
−

⌈
py ·

(
n

k

)⌉
(C.24)

=

(
n

k

)
= |OC |. (C.25)

Therefore, we can always find such a pair of disjoint sets (OA,OB). Figure C.2a illustrates

OA,OB,OC , and O′
C . We can construct A∗ as follows:

A∗(s,x) =

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩
y, if s ∈ OA

z, if s ∈ OB ∪O′
C

i, i �= y and i �= z, otherwise.

(C.26)

We can show that such A∗ satisfies the following probability properties:

py = Pr(A∗(X,x) = y) =
|OA|
|OC | =

⌈
py ·

(
n
k

)⌉(
n
k

) ≥ py, (C.27)

pz = Pr(A∗(X,x) = z) =
|OB|
|OC | =

⌊
pz ·

(
n
k

)⌋(
n
k

) ≤ pz. (C.28)

Therefore, A∗ satisfies the probability conditions in (4.6). However, we have:

p′z = Pr(A∗(Y,x) = z) = 1, (C.29)

which indicates h(C′,x) = z �= y.

Case 2: m∗ < m < n− k, 0 ≤ py ≤ 1− (n−m
k )
(nk)

, and 0 ≤ pz ≤ (n−m
k )
(nk)

.

Let OA ⊆ OC −Oo such that |OA| = �py ·
(
n
k

)�. Let OB ⊆ Oo such that |OB| = �pz ·
(
n
k

)�.
Figure C.2b illustrates OA,OB,OC ,O

′
C , and Oo. We can construct a federated learning

algorithm A∗ as follows:

A∗(s,x) =

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩
y, if s ∈ OA

z, if s ∈ OB ∪ (O′
C −Oo)

i, i �= y and i �= z, otherwise.

(C.30)
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We can show that such A∗ satisfies the following probability conditions:

py = Pr(A∗(X,x) = y) =
|OA|
|OC | =

⌈
py ·

(
n
k

)⌉(
n
k

) ≥ py, (C.31)

pz = Pr(A∗(X,x) = z) =
|OB|
|OC | =

⌊
pz ·

(
n
k

)⌋(
n
k

) ≤ pz, (C.32)

which indicates A∗ satisfies (4.6). However, we have:

p′y − p′z = Pr(A∗(Y,x) = y)− Pr(A∗(Y,x) = z) (C.33)

= 0− |OB|+ |O′
C −Oo|

|O′
C |

(C.34)

= −
⌊
pz ·

(
n
k

)⌋(
n
k

) − 1 +

(
n−m
k

)(
n
k

) (C.35)

< 0, (C.36)

which implies h(C′,x) �= y.

Case 3: m∗ < m < n− k, 0 ≤ py ≤ 1− (n−m
k )
(nk)

, and
(n−m

k )
(nk)

≤ pz ≤ 1− py.

LetOA ⊆ OC−Oo andOB ⊆ OC−Oo such that |OA| = �py ·
(
n
k

)�, |OB| = �pz ·
(
n
k

)�−(
n−m
k

)
,

and OA ∩OB = ∅. Note that |OC −Oo| =
(
n
k

)− (
n−m
k

)
, and we have:

|OA|+ |OB| =
⌈
py ·

(
n

k

)⌉
+

⌊
pz ·

(
n

k

)⌋
−

(
n−m

k

)
(C.37)

≤
⌈
py ·

(
n

k

)⌉
+

⌊
(1− py) ·

(
n

k

)⌋
−

(
n−m

k

)
(C.38)

=

⌈
py ·

(
n

k

)⌉
+

[(
n

k

)
−

⌈
py ·

(
n

k

)⌉]
−

(
n−m

k

)
(C.39)

=

(
n

k

)
−

(
n−m

k

)
. (C.40)

Therefore, we can always find a pair of such disjoint sets (OA,OB). Figure C.2c illustrates

OA,OB,OC ,O
′
C , and Oo. We can construct an algorithm A∗ as follows:

A∗(s,x) =

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩
y, if s ∈ OA

z, if s ∈ OB ∪O′
C

i, i �= y and i �= z, otherwise.

(C.41)
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We can show that such A∗ satisfies the following probability conditions:

py = Pr(A∗(X,x) = y) =
|OA|
|OC | =

⌈
py ·

(
n
k

)⌉(
n
k

) ≥ py, (C.42)

pz = Pr(A∗(X,x) = z) =
|OB|+ |Oo|

|OC | =

⌊
pz ·

(
n
k

)⌋(
n
k

) ≤ pz, (C.43)

which are consistent with the probability conditions in (4.6). However, we can show the

following:

p′z = Pr(A∗(Y,x) = z) = 1, (C.44)

which gives h(C′,x) = z �= y.

Case 4: m∗ < m < n− k, 1− (n−m
k )
(nk)

< py ≤ 1, and 0 ≤ pz ≤ 1− py <
(n−m

k )
(nk)

.

Let OA ⊆ Oo and OB ⊆ Co such that |OA| =
⌈
py ·

(
n
k

)⌉
+

(
n−m
k

)− (
n
k

)
, |OB| =

⌊
pz ·

(
n
k

)⌋
,

and OA ∩OB = ∅. Note that |Oo| =
(
n−m
k

)
, and we have:

|OA|+ |OB| =
⌈
py ·

(
n

k

)⌉
+

(
n−m

k

)
−

(
n

k

)
+

⌊
pz ·

(
n

k

)⌋
(C.45)

≤
⌈
py ·

(
n

k

)⌉
+

(
n−m

k

)
−

(
n

k

)
+

⌊
(1− py) ·

(
n

k

)⌋
(C.46)

=

⌈
py ·

(
n

k

)⌉
+

(
n−m

k

)
−

(
n

k

)
+

[(
n

k

)
−

⌈
py ·

(
n

k

)⌉]
(C.47)

=

(
n−m

k

)
. (C.48)

Therefore, we can always find such a pair of disjoint sets (OA, OB). Figure C.2d illustrates

OA,OB,OC ,O
′
C , and Oo. Next, we can construct an algorithm A∗ as follows:

A∗(s,x) =

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩
y, if s ∈ OA ∪ (OC −Oo)

z, if s ∈ OB ∪ (O′
C −Oo)

i, i �= y and i �= z, otherwise.

(C.49)

We can show that A∗ has the following properties:

py = Pr(A∗(X,x) = y) =
|OA|+ |OC −Oo|

|OC | =

⌈
py ·

(
n
k

)⌉(
n
k

) ≥ py, (C.50)

pz = Pr(A∗(X,x) = z) =
|OB|
|OC | =

⌊
pz ·

(
n
k

)⌋(
n
k

) ≤ pz, (C.51)
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which implies A∗ satisfies the probability conditions in (4.6). However, we also have:

p′y − p′z = Pr(A∗(Y,x) = y)− Pr(A∗(Y,x) = z) (C.52)

=
|OA|
|O′

C |
− |OB|+ |O′

C −Oo|
|O′

C |
(C.53)

=

⌈
py ·

(
n
k

)⌉
+

(
n−m
k

)− (
n
k

)(
n
k

) −
⌊
pz ·

(
n
k

)⌋− (
n−m
k

)
+

(
n
k

)(
n
k

) (C.54)

=

⌈
py ·

(
n
k

)⌉(
n
k

) −
⌊
pz ·

(
n
k

)⌋(
n
k

) −
[
2− 2 ·

(
n−m
k

)(
n
k

) ]
. (C.55)

Since m > m∗, we have:⌈
py ·

(
n
k

)⌉(
n
k

) −
⌊
pz ·

(
n
k

)⌋(
n
k

) ≤
[
2− 2 ·

(
n−m
k

)(
n
k

) ]
. (C.56)

Therefore, we have p′y − p′z ≤ 0, which indicates h(C′,x) �= y or there exist ties.

To summarize, we have proven that in any possible cases, Theorem 4 holds, indicating that

our derived certified security level is tight.

C.3 Proof of Theorem 5

Based on the Clopper-Pearson method, for each test input xt, we have:

Pr(pŷt ≤ Pr(A(S(C, k),xt) = ŷt) ∧ pẑt ≥ Pr(A(S(C, k),xt) = i), ∀i �= ŷt) ≥ 1− α

d
.

(C.57)

Therefore, for a test input xt, if our Algorithm 4 does not abstain for xt, the probability

that it returns an incorrect certified security level is at most α
d . Formally, we have the

following:

Pr((∃C′,M(C′) ≤ m̂∗
t , h(C

′,xt) �= ŷt)|ŷt �= ABSTAIN) ≤ α

d
. (C.58)
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Therefore, we have the following:

Pr(∩xt∈D((∀C′,M(C′) ≤ m̂∗
t , h(C

′,xt) = ŷt)|ŷt �= ABSTAIN)) (C.59)

= 1− Pr(∪xt∈D((∃C′,M(C′) ≤ m̂∗
t , h(C

′,xt) �= ŷt)|ŷt �= ABSTAIN)) (C.60)

≥ 1−
∑
xt∈D

Pr((∃C′,M(C′) ≤ m̂∗
t , h(C

′,xt) �= ŷt)|ŷt �= ABSTAIN) (C.61)

≥ 1− d · α
d

(C.62)

= 1− α. (C.63)

We have (C.61) from (C.60) based on the Boole’s inequality.
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Blaise Agüera y Arcas. Communication-efficient learning of deep networks
from decentralized data. In AISTATS, 2017.

[MSCS19] Luca Melis, Congzheng Song, Emiliano De Cristofaro, and Vitaly Shmatikov.
Exploiting unintended feature leakage in collaborative learning. In IEEE S &
P, 2019.

[NBC+08] B. Nelson, M. Barreno, F. J. Chi, A. D. Joseph, B. I. P. Rubinstein, U. Saini,
C. Sutton, J. D. Tygar, and K. Xia. Exploiting machine learning to subvert
your spam filter. In LEET, 2008.

[NHC22] Mohammad Naseri, Jamie Hayes, and Emiliano De Cristofaro. Local and
central differential privacy for robustness and privacy in federated learning.
In NDSS, 2022.

[Noc80] Jorge Nocedal. Updating quasi-newton matrices with limited storage. Math-
ematics of computation, 35(151):773–782, 1980.

[NRY+21] Thien Duc Nguyen, Phillip Rieger, Hossein Yalame, Helen Möllering, Hossein
Fereidooni, Samuel Marchal, Markus Miettinen, Azalia Mirhoseini, Ahmad-
Reza Sadeghi, Thomas Schneider, et al. Flguard: Secure and private federated
learning. arXiv preprint arXiv:2101.02281, 2021.

[NS17] Yurii Nesterov and Vladimir Spokoiny. Random gradient-free minimization
of convex functions. Foundations of Computational Mathematics, 2017.

[NSH19] Milad Nasr, Reza Shokri, and Amir Houmansadr. Comprehensive privacy
analysis of deep learning: Passive and active white-box inference attacks
against centralized and federated learning. In S&P, 2019.

[PMG+17] Nicolas Papernot, Patrick McDaniel, Ian Goodfellow, Somesh Jha, Z Berkay
Celik, and Ananthram Swami. Practical black-box attacks against machine
learning. In ACM ASIACCS, pages 506–519, 2017.

[PTC18] Apostolos Pyrgelis, Carmela Troncoso, and Emiliano De Cristofaro. Knock
knock, who’s there? membership inference on aggregate location data. In
NDSS, 2018.

110



[pur22] Acquire valued shoppers challenge at kaggle. https://www.kaggle.com/c/

acquire-valued-shoppers-challenge/data, Last accessed March, 2022.

[PZW+20] Xudong Pan, Mi Zhang, Duocai Wu, Qifan Xiao, Shouling Ji, and Zhemin
Yang. Justinian’s gaavernor: Robust distributed learning with gradient ag-
gregation agent. In USENIX Security Symposium, 2020.

[RNH+09] Benjamin IP Rubinstein, Blaine Nelson, Ling Huang, Anthony D Joseph,
Shing-hon Lau, Satish Rao, Nina Taft, and JD Tygar. Antidote: understand-
ing and defending against poisoning of anomaly detectors. In ACM IMC,
2009.

[RWCP19] Shashank Rajput, Hongyi Wang, Zachary Charles, and Dimitris Papailiopou-
los. Detox: A redundancy-based framework for faster and more robust gra-
dient aggregation. In NeurIPS, pages 10320–10330, 2019.

[SH21] Virat Shejwalkar and Amir Houmansadr. Manipulating the byzantine: Opti-
mizing model poisoning attacks and defenses for federated learning. In NDSS,
2021.

[SHKR22] Virat Shejwalkar, Amir Houmansadr, Peter Kairouz, and Daniel Ramage.
Back to the drawing board: A critical evaluation of poisoning attacks on
production federated learning. In S&P, 2022.

[SHN+18] Ali Shafahi, W Ronny Huang, Mahyar Najibi, Octavian Suciu, Christoph
Studer, Tudor Dumitras, and Tom Goldstein. Poison frogs! targeted clean-
label poisoning attacks on neural networks. In NeurIPS, 2018.

[SKD+20] Pei Sun, Henrik Kretzschmar, Xerxes Dotiwalla, Aurelien Chouard, Vijaysai
Patnaik, Paul Tsui, James Guo, Yin Zhou, Yuning Chai, Benjamin Caine,
et al. Scalability in perception for autonomous driving: Waymo open dataset.
In CVPR, 2020.

[SMK+18] Octavian Suciu, Radu Marginean, Yigitcan Kaya, Hal Daume III, and Tudor
Dumitras. When does machine learning fail? generalized transferability for
evasion and poisoning attacks. In USENIX Security Symposium, 2018.

[SSSS17a] Reza Shokri, Marco Stronati, Congzheng Song, and Vitaly Shmatikov. Mem-
bership inference attacks against machine learning models. In IEEE S & P,
2017.

[SSSS17b] Reza Shokri, Marco Stronati, Congzheng Song, and Vitaly Shmatikov. Mem-
bership inference attacks against machine learning models. In IEEE S&P,
2017.

[STS16] Shiqi Shen, Shruti Tople, and Prateek Saxena. Auror: Defending against
poisoning attacks in collaborative deep learning systems. In ACSAC, 2016.

111
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